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Zusammenfassung

Datenanalyse mit Computer-Unterstützung ist bereits heute ein Thema von hoher Re-
levanz, mit Anwendungen in vielfältigen Gebieten wie Börsenkursanalyse, Bioinfor-
matik, Sprachverarbeitung, oder Customer Relationship Management. Die Wichtigkeit
nimmt in dem Maße weiter zu, in dem auch der Umfang der gesammelten und zu
analysierenden Daten wächst. Aus diesem umfangreichen Gebiet werden hier drei
Themen herausgegriffen.

Zuerst wird ein konkretes Anwendungsproblem untersucht: Im Bereich Optical Imag-
ing of Intrinsic Signals werden Verfahren gesucht, die neuronale Aktivitätsmuster
aus hochgradig verrauschten und mit anderen Signalen überlagerten Bildsequenzen
extrahieren. Ein bereits erfolgreich auf solche Daten angewandter Algorithmus der
blinden Quellentrennung (Extended Spatial Decorrelation) wird mittels eines Regula-
risierungsansatzes erweitert, um Vorwissen über den Zeitverlauf des interessierenden
Signals einbringen zu können. Ein Vergleich verschiedener Varianten dieses Algorith-
mus zeigt, dass die Extraktion der gesuchten Quelle zuverlässiger wird.

Zwei Herausforderungen für Klassifikation und Regression sind fehlende Werte
und heterogene Merkmale. Ein Großteil der Literatur zu fehlenden Werten setzt sich
hauptsächlich mit der Qualität von Parameterschätzungen für statistische Modelle
auseinander. Im Rahmen dieser Arbeit liegt der Schwerpunkt dagegen auf Ansätzen,
die für die Vorhersage von Zielmerkmalen geeignet sind. Verfahren, die für die ei-
ne Sichtweise sinnvoll erscheinen, müssen dies nicht notwendigerweise auch für die
andere sein. Eine Einführung in dieses Thema bietet einen Überblick veröffentlichter
Ansätze. Weiterhin werden zwei Methoden vorgestellt, die direkt, d.h. ohne Vorverar-
beitung der Daten, den Umgang mit fehlenden Werten erlauben. Zum einen werden
dazu Support-Vektor Maschinen mit Gauß-Kernen erweitert, zum anderen wird ein
auf Entropie-Maximierung basierendes statistisches Modell (Approximate Maximum
Entropy, AME) präsentiert und weiterentwickelt. Beide können die Vorhersagequalität
für unvollständige Datensätze verbessern (gegenüber Standardverfahren zur Behand-
lung fehlender Werte, bzw. gegenüber konkurrierenden Lernverfahren). Fälle, für die
dies zu erwarten ist, werden diskutiert.

Viele Algorithmen zur Datenanalyse setzen eine gewisse Interpretation von Merk-
malswerten als diskret oder kontinuierlich voraus. Trifft das nicht zu, kann dies für
solche Algorithmen zum Problem werden. Eine Einführung diskutiert dies und be-
handelt bekannte Ansätze zum Umgang damit. In solchen Situationen erscheinen
insbesondere statistische Modelle sinnvoll, deren Verteilungen flexibel sind, d.h. so-
wohl für diskrete als auch für kontinuierliche Daten geeignet. Das im weiteren Ver-
lauf vorgestellte AME Modell ist ein Beispiel für ein solches. Durch die Wahl der von
diesem Modell gelernten Nebenbedingungen kann es flexibel an die Struktur der vor-
handenen Daten angepasst werden. Ein Vergleich mit Support-Vektor Maschinen und
Multilagen-Perzeptrons zeigt Fälle auf, für die ein solches Modell von Vorteil sein
kann.
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Synopsis

Data analysis today is an area of high relevance to science and everyday predictions,
with applications like stock exchange rate analysis, bioinformatics, natural language
processing, or customer relationship management. The importance increases to the
same extent as the collected data sets grow. Out of this wide area, three topics are
picked in the following.

Firstly, an application in image analysis is studied, optical imaging of intrinsic sig-
nals. There, methods are needed which extract neuronal activity patterns from highly
noisy image sequences, which also contain strong signals from other sources. Extend-
ed Spatial Decorrelation is a blind source separation algorithm, which is already suc-
cessfully applied to such data. It is extended by a regularization approach, which
allows to incorporate prior knowledge about the time course of the signal of interest.
A comparison between different variants of this algorithm shows that the extraction
of the relevant source becomes more reliable.

Two challenges for classification and regression are missing values and heteroge-
neous features. The majority of literature about missing values is concerned with the
quality of parameter estimation for statistical models. On the other hand, the scope
of this thesis are methods, which are suitable for prediction of target features. Ap-
proaches sensible for one task need not be appropriate for the other. An introduction
into this field gives an overview of published methods. Furthermore, two methods
are presented which allow to directly handle missing values, i.e. without prior pre-
processing. Support vector machines with Gauss kernels are extended, and a statisti-
cal model based on entropy maximization (Approximate Maximum Entropy, AME) is
presented and refined. Both can improve predictions for incomplete data sets (when
compared to standard methods for handling missing values, or compared to compet-
ing learning methods, respectively). Cases for which this is to be expected are dis-
cussed.

Many algorithms for data analysis interpret values of features as either discrete or
continuous. If this assumption is not met by all features then problems concerning
predictive performance can arise. An introduction discusses such problems and ap-
proaches to deal with them. In such situations, statistical models with highly flexible
feature distributions (suitable for discrete and continuous features) appear sensible.
The AME model, which is introduced in the following, is an example for such models.
By choosing the constraints learned by the model appropriately, it can be adapted to
the structure of available data. A comparison with support vector machines and mul-
tilayer perceptrons shows cases, for which such a model can provide advantages.
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1 Introduction

This thesis is structured mainly into three parts. The first, consisting of this and the
next chapter, provides introductions. This chapter sets up the frame and motivation
for the material in this thesis, while the next one discusses the topics of missing val-
ues and heterogeneous features. The second part is composed of three data analysis
algorithm chapters. The first two, about blind source separation and support vector
machines, are relatively self-contained, including introductions, method descriptions,
simulation results and a discussion. The third, about the approximate maximum en-
tropy (AME) model, only contains motivation, theoretical derivations, extensions, and
relations to other algorithms. In the third part, the more extensive simulation results
concerning the AME model are collected, together with a concluding discussion of the
topics of this thesis.

1.1 Scope of Thesis

The importance of the field of data analysis is reflected by the number of publica-
tions and algorithms in this field. Of course, this thesis cannot cover all aspects rel-
evant in this field (neither could a whole book). Instead, a few aspects are selected
and highlighted in the following. Especially relevant for analysis of customer data
sets, and not covered all that well by existing literature, seem to be the problems of
missing values and heterogeneous features. For the reader not familiar with these,
the next chapter provides an introduction. The subsequent three chapters then de-
scribe and discuss three data analysis methods. The first one, Regularized Extend-
ed Spatial Decorrelation in chapter 3, is concerned with extraction of a signal source
of interest from noisy image sequences, which also contain superpositions of oth-
er signals. For this method, an understanding of linear algebra and correlations
will be helpful. Chapter 4, with an extension of support vector machines (SVMs) to
handle missing values, introduces basic SVMs only shortly, so some familiarity with
these will be useful to follow its argumentation. Then chapter 5, concerned with
the Approximate Maximum Entropy (AME) model, requires some knowledge about
optimization, mainly using the Lagrangian method and gradient descent on objec-
tive functions. An understanding of probability theory, marginalization and the KL-
divergence should be beneficial as well.

The two most important points a reader of this thesis might extract concern missing
values and heterogeneous features handling. Firstly, the “subspace” approach, shortly
introduced in the next chapter and applied twice, for SVMs and the AME model, is an
interesting idea which can for certain data sets and learning algorithms provide ad-
vantages over other missing values handling methods. Secondly, maximum entropy
models in general and the AME model presented here in particular, can be very flex-
ibly adapted to structure and missingness patterns of actual problems at hand, and
are a valuable tool for data analysis problems. Of course, other interesting insights
and observations are contained here as well.
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1.2 Data Characteristics

There are many characteristics of data, which can influence the success of data anal-
ysis. Among these are the representation of features, data set sizes (number of fea-
tures as well as observations),1 missing values, noise in measurements, redundancy
of features, and distributions of feature values. Latter includes the issue of balanced
or unbalanced classes, i.e. whether the number of observations for different classes
is approximately equal, and heterogeneity of features, i.e. whether these are discrete,
continuous, or mixed.

Sometimes, algorithms used for the analysis can deal directly with such issues, some-
times a preprocessing step is necessary to transform the data into a simpler form.
Many of these issues can be a problem for analysis algorithms, but for many, ap-
propriate treatment may also improve performance. A large number of observations
may aggravate analysis by slowing down learning and possibly even inhibit reach-
ing a level of generalization performance possible for fewer observations. On the
other hand, it may improve the estimation of statistical characteristics of a data set,
and thus improve achievable generalization ability. As another example, the general-
ization performance of a model can improve with the number of features, at least if
these contain a little information about a target feature. This can, on the other hand,
also complicate analysis by introducing overfitting: for a really large number of fea-
tures and few observations, chances are high that there are some irrelevant features,
which accidentally show high correlation with a target value.

Data Representation Three of the mentioned characteristics play an important role
in this thesis. For one, there is the issue of feature representation; heterogeneous fea-
tures and missing values are the other two, introduced in the following paragraphs.
Common methods for transforming the representation of data, by preprocessing be-
fore further application of analysis algorithms are PCA and ICA. These find linear
transformations (transformation matrices), which either maximize the variance of or-
thogonal components, or make the variables independent of each other. These are
especially helpful for dimension reduction before further processing, but may also
lead to sensible results on their own.

Chapter 3 is concerned with a similar algorithm, Extended Spatial Decorrelation
(ESD), which allows to extract source images from mixtures of them. A demixing
matrix is estimated, which concentrates the image of interest, originally spread out
in several observed pictures and overlaid by other patterns, in a single image. This
can be used for further analysis, or interpreted on its own. Of course, there are many

Features are also called attributes or variables, while observations are often referred to as patterns, cases,1

instances, examples or simply data vectors. These terms are used as synonyms in the following. Special
features are those, which are meant to be predicted by the learning algorithm, and are called targets, labels,
or outputs.
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other possible and potentially useful transformations, changing the representation of
data qualitatively or quantitatively.

Heterogeneous Features The main focus for this thesis is on two further charac-
teristics, the types of features occurring in data sets, and on the treatment of miss-
ing values. More specific, in section 2.2 an overview of methods for heterogeneous
feature handling is provided. Heterogeneous features, also called mixed features, in
principle have (qualitatively) differing probability distributions for the values of the
features in a data set. Here, the occurrence of both discrete and continuous features
in one data set is meant. Preprocessing by assigning intervals of continuous variables
to bins, or by assigning numerical values to classes, is often problematic, although
sometimes necessary for further analysis with given algorithms. Information could
be thrown away, or unwarranted bias about relations (ordering) about classes could
be introduced. This is discussed in more detail in section 2.2.

Missing Values In the following (except for the blind source separation chapter,
which uses image sequences), the data sets considered usually have matrix form,
with rows corresponding to observations and columns to features. Missing values
treatment methods are then concerned with the appropriate handling of missing
values in single or multiple cells of such data matrices. Missing values lead to in-
complete observation vectors, e.g. if a measurement for an object does not succeed,
a question is not answered in a questionnaire, or a test is too expensive (with regard
to time or money) to be performed for all objects under consideration. There can be
different levels of missing values, from a single value for some few observation vec-
tors, up to almost all features for all observations. They can occur either randomly
or systematically, in certain patterns or independent from each other. Their distribu-
tion might be different in training and test data sets; the training set might be com-
plete and missing values occur only in test data. The missing of a value might com-
plicate the analysis of the data, if the analysis algorithm cannot cope with such val-
ues, as is the case with standard neural networks or support vector machines. But it
might also provide additional information about the label of an observation, in which
case the additional information should be used by the analysis algorithm, instead of
concentrating on how to get rid of missingness. All these missingness characteristics
should influence the choice of preprocessing for a given analysis algorithm, or even
the choice of the analysis algorithm itself. Section 2.1 describes common approaches
used for handling missing values, and discusses recent publications concerning this
topic.

Chapter 4 presents an idea enabling certain support vector machines to handle miss-
ing values directly. Subsequently, chapter 5 introduces the AME model (Approximate
Maximum Entropy), which allows to naturally deal with missing values as well as
heterogeneous feature spaces.
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1.3 Data Sets

Motivated by an initial cooperation concerning a customer data, much of what fol-
lows is concerned with likewise data sets. The main artificial and real world data
sets used for this thesis are described in part “Data Sets”, after the algorithm descrip-
tions. There are the siemens data set, originating from a cooperation with the com-
pany of the same name, and data from two of the Data Mining Cup (DMC) contests
(DMC01, DMC02). These three data sets contain information collected about customers
of different companies, e.g. area of residence, consumption of goods, prices, or micro-
geographic information derived from their place of residence (like age structure, in-
come level, . . .). All of these contain missing values, with different characteristics.
These real world data sets are supplemented by artificial data, which is meant to il-
lustrate performance dependence on certain data characteristics. For the artificial da-
ta, the type of features, and the amount and type of missing values are varied.
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2 Preprocessing Overview

The following two sections provide an introduction into research about missing value
and heterogeneous feature handling. They discuss the basic problem, the terminolo-
gy used, and common approaches for data analysis in such environments. They also
provide an overview of recent publications on these topics.

2.1 Missing Values

The problem of missing values, also often referred to as incomplete data, is the cen-
tral one for this thesis. As an example, the siemens data set (cf. section 8.1) is very in-
complete. It contains missing values for most of the features, with up to over 90% of
the values missing for some of them. One of the standard techniques used for treat-
ing missing values, filling in the mean or median, does not seem appropriate any
more, when more of the data is missing than is being present.

Data can be incomplete in real world data sets for several reasons. In surveys, some
questions might not be answered by some individuals. In measuring time series data,
if sensors fail, or resources are unavailable during data gathering, it is often impos-
sible to repeat the measurement. In many fields, it may be necessary to obtain the
results of an analysis of new cases without much waiting time. An example could
be an examination by a doctor, who performs several different kinds of tests; some
test results may be available instantly, and some may take several days to complete.
Anyway, it might be necessary to reach a preliminary diagnosis instantly, using only
test results which are available. Beside time constraints, cost efficiency may also be a
cause for missing values. If a secure conclusion can be drawn from a few tests, why
should more, possibly expensive, tests be performed? Further reasons can be invalid
external conditions (bad weather, holidays, contamination of probes, etc.), very high
noise levels, occlusions in vision, etc.

In the following, a short review of the terminology and many of the standard meth-
ods used for dealing with missing values is given; many of these make, in most cir-
cumstances, more sense than the aforementioned filling in of mean values, although
usually at the cost of higher complexity of data handling or algorithms. After these
descriptions follows an overview of the literature about treatment of missing values,
mostly in the context of data analysis problems.

2.1.1 Introduction
Methods to deal with missing values have been widely used since the seventies. One
of the most important reviews of these methods is Little and Rubin (1987), who give
an overview of historical approaches. The main part of that book then covers state of
the art methods, which are described from a statistical viewpoint. These are mainly
based on maximum likelihood theory and on the Expectation-Maximization (EM) al-
gorithm. The book is mainly directed to practitioners and provides many examples
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of application of these methods to missing value problems. Little and Rubin try to
systematize missing values approaches to provide the grounds for further research.
One systematic is their distinction of methods in (1) complete case methods, (2) im-
putation methods, (3) weighting procedures, and (4) model-based procedures.

Methods covered in the book include different imputation methods, where missing
values are filled in by computed or sampled values, namely filling in least squares
estimates, unconditional or conditional means of the respective feature, and multiple
imputation. Furthermore, it covers complete case analysis, (pairwise) available case
analysis, weighting methods, and, most importantly, a host of maximum likelihood
approaches. Finally, some Bayesian methods are discussed, which can be appropriate
for non-ignorable missingness mechanisms (see below). Further reviews and compar-
isons are given in Schafer (1997) and Allison (2001).

2.1.2 Missingness Characteristics

Model/Density Estimation Missing value mechanisms can be classified into three
subgroups, following the terminology from Rubin (1976):

I Missing Completely At Random (MCAR)
The probability for a value to be missing is independent of that feature value, and
independent of the values of all other features, as well.

I Missing At Random (MAR)
The probability of a value missing is independent of the value itself, but may de-
pend on the values of other features.

I Non-ignorable
In this case, the probability that a feature is missing may also depend on the ac-
tual value. An example could be a question for the income in a survey, where
people with very little or high income may not want to admit this and leave ques-
tions unanswered.

This distinction makes sense for estimation of statistical models, because according
to Little and Rubin (1987), MCAR missingness is ignorable for sampling-based (called
filtering or deletion approaches below) and likelihood-based inference. MAR miss-
ingness is not ignorable for sampling-based, but still ignorable for likelihood-based
inferences. Non-ignorable missing values are a problem for both approaches.

Prediction For the focus of this thesis, prediction of target values instead of statisti-
cal model estimation, this distinction is not as important; instead, missingness mecha-
nisms can also be divided into

I Informative
The fact, that a value is missing, provides information about a classification or
regression target.

I Non-Informative
The distribution of missing values is the same for all classes / regression values.
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An example for informatively missing values would be a customer data base, where
less values are missing for active customers than for passive ones, because the com-
pany knows its active customers better. These categories of missingness mechanisms
make a difference for prediction, because informatively missing values should be
treated as extra values for the respective feature (thus arriving at a complete data
set), as this information provides hints about the target, which can be learned. For
non-informatively missing values, missing value treatment methods, such as imputa-
tion, may be used instead, where an algorithm cannot identify anymore, which val-
ues are actually missing. Also most missing value handling methods embedded in
learning algorithms are only appropriate for the case of non-informatively missing
values.

These two classification systems, MCAR/MAR/non-ignorable and (non-)informatively
missing, overlap somehow. MCAR, MAR and non-ignorability are targeted on density
and/or model estimation, where there is not necessarily a dedicated target feature for
later prediction. MCAR values are always non-informative. A MAR missingness mech-
anism might be either informative or not, depending on whether the set of features it
depends on includes the target or not. The same holds for non-ignorable missingness
mechanisms, where a missing value is (potentially) informative, if the actual value
is statistically dependent on the target. But if the feature itself does not contain in-
formation about the target, then a non-ignorable missingness mechanism will not be
informative (except for the case where it depends on informative features, and not
only on the feature where it is applied to).

2.1.3 Approaches to Deal with Missing Values
The methods presented in the following are those, which are most prominent in the
literature and have been established for some time. Thus, reports on their perfor-
mance, and implementations in free or commercial software are mostly available. A
reference giving a concise overview is University of Texas, Statistical Services (2000),
and many approaches are discussed extensively in Little and Rubin (1987).

I Filtering Approaches
Among the approaches, which filter out (i.e. throw away) part of the available da-
ta are casewise deletion (also known as complete case analysis), listwise deletion,
and pairwise deletion (aka. available case analysis) methods. The most basic ap-
proach is casewise deletion, where all rows1 of a data set, which are not complete,
are thrown away. Any following analysis is based only on complete cases. The
main advantage is its simplicity. Provided the data collection is large enough, and
there are not too many values missing, this approach can give reasonable results.
Otherwise, and unfortunately for many practical problems, the cases which re-
main after deletion are too few (if any) to capture the relevant statistics, as many

In the following, the terms row of a data matrix, case, record, and example are used as synonyms.1



Preprocessing Overview

8

comparisons of missing values approaches show (see paragraphs “Comparisons of
MV Handling Methods” in the next subsection).
Similar to this approach is listwise deletion, where instead of rows the columns
(features) which contain missing values are discarded. Very few results concern-
ing this approach are reported, but the arguments against this method are similar
as for casewise deletion.
Available case analysis tries to be more economical with scarce information in the
data set. Which cases are neglected, depends on the estimation problem. For each
estimation, all possible cases are taken into account. When estimating, for exam-
ple, a covariance matrices, then for each entry in the matrix, only those rows are
neglected, which have values missing for one of the two features participating
in the calculations for that entry. Thus, several cases, where these two features
are present and others may be missing, are additionally included in the analysis,
when compared with complete case analysis.

I Substitution/Imputation
Imputation methods, also known as “filling in”, come in a vast number of vari-
ations. The most primitive approach is zero imputation, where always the same
arbitrary fixed value, usually 0, is filled in for the missing ones. Some authors
compare other methods with this approach.
Very common are mean imputation and median imputation. There, each missing val-
ue is substituted by the mean or median of the respective feature, taken over all
existing values for that feature. These methods can be modified by using class
conditional means or medians (for classification problems), at least for estimating
parameters. For classification with unknown target values, one has to resort to
other imputation strategies.
A useful imputation method is hot deck imputation. For missing feature values, it
uses values from the most similar case. Alternative variants of hot deck imputa-
tion result from the possible choices of similarity measures. Advantages of this
method are, that the variability of the data is emulated, by not always filling in
the same value (which can have a significant impact on variance estimations),
and that no values are introduced into the data set, which are not already present.
This approach can be further modified by sampling or averaging the missing val-
ues from a set of more than one similar case, or by sampling from a random dis-
tribution known for the features. The latter may be obtained by estimation from
the data, and could be dependent on other features or the classes of the data.
Imputation can as well be done by regression from the values of the known fea-
tures. Any arbitrary regression method can be used, with the most common be-
ing linear regression, K nearest neighbor regression (KNN), MLPs, or different joint
probability models, where conditional distributions can be used for regression
(e.g. Gaussian mixture models).

I EM algorithm
The EM algorithm is a maximum likelihood approach, providing estimates for
the parameters of a probabilistic model, which explain the data best. It is useful,
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where the data is assumed to have underlying hidden variables (unobservable;
e.g. assignment to the components of a Gaussian mixture model). These hidden
variables can be the missing values in a data set. The EM algorithm consists of
two steps, which are iterated until convergence. During the E-step, the expecta-
tion of the likelihood is computed, based on distributions for the hidden variables
which are derived from the current parameter estimates. During the M-step, this
expected likelihood is maximized with respect to the parameters. More explana-
tions and examples for the application of this algorithm are given in the refer-
ences described in the paragraph “New Inference Algorithms” in the next subsec-
tion.
Provided that a probabilistic model is learned, this approach should be superior
to the previously mentioned approaches. It uses the currently learned model to
estimate unknown values; but instead of filling these in directly and then com-
puting new estimates of the parameters, their whole distribution according to the
current model is used in computing the sufficient statistics necessary for a new
parameter estimation. The current model is thus used to regress possible values
from values of the other features,1 and it uses not a single deterministic value, but
the expectation over the feature distribution.

I Multiple Imputation
Multiple imputation (see e.g. Little and Schenker (1991)) completes the missing val-
ues in the data set more often than once. The use of some or several completed
data sets allows to determine the sensitivity of parameters or predicted values
with respect to the missing values.
The sampling of the missing values has to be performed according to a probabili-
ty distribution, not by deterministic regression. This can be done using the model
to be learned itself, if it is probabilistic. Another possibility is to let an addition-
al probability model, e.g. a mixture of Gaussians, learn the input distribution. Or
Gibbs Sampling (Geman and Geman (1984), Thomas et al. (1992)) is performed.
A problem of multiple imputation is the scaling for large numbers of missing val-
ues; the combinatorial number of possibilities for completion makes it harder (and
time consuming) to obtain reliable estimates of mean values and variances for pa-
rameters and/or predictions. Furthermore, depending on the estimation or pre-
diction task, it may not be trivial to combine the results obtained from the differ-
ent completed data sets into one.

I Raw / Full Information Maximum Likelihood
The raw maximum likelihood method produces estimates for the first and second
order moments of all available data. These can then be used for regression or
model fitting. An advantage is, as for multiple imputation, the possibility to ob-
tain variances for the predicted values. A disadvantage, on the other hand, is the

This may be a better or worse regression than using regression imputation, depending on the regression1

method it is compared to, and on how appropriate the probabilistic model is for the data.
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assumption of multivariate normality of the data. This approach differs from pair-
wise deletion in that it also uses information from present variables for estimation
of means and variances of the unknown ones. More information is provided in
University of Texas, Statistical Services (2000), Wothke (2000), and Arbuckle (1996).

I Multiple Models Approach
Of course, the data set can be split into different sets, according to the pattern of
known features. Then, each set can be analyzed or learned as a complete data
set. Predictions can be made using a model suitable for the missingness pattern
present in the case to predict.
This approach has several problems. One is the combinatorial explosion of mod-
els to learn for large feature spaces with many missing value patterns. Another
is the question, whether all (sub)models have enough data to reliably learn from.
And for prediction, the question arises, how to combine models or predictions, if
more than one model would be suitable for a given case; models including more
features might have a smaller training set to learn from, while those using less
features might discard relevant information from a case.

I Distinct Values / Extra Features
None of the approaches mentioned so far can handle the case of informatively
missing values appropriately. All make the assumption, that values are missing
MCAR, or for some at least MAR.
If the information that certain feature values are missing is encoded in the da-
ta set, either as a distinct level for discrete features, or as an additional feature
just indicating, whether a certain value is missing, then this information can
be learned by a model and be used for prediction. If features are missing non-
informatively, this should not change prediction w.r.t. a model learned on a da-
ta set excluding this feature. In the case of adding an additional feature for each
possibly missing feature, the missing values themselves usually have to be filled
in. What exactly is filled in does not matter much, if the model is able to learn,
that the feature value is irrelevant, if the other feature indicates that it is actually
missing.
A disadvantage of this approach may occur for small data sets or very low (or
high) levels of missing values. Then there might not be enough data available to
reliably learn the influence of a feature missing (or being present).

I Marginalization
Marginalization is the basic idea used in many of the methods mentioned above
for estimation; the right thing to do, if the distribution of the (missing) features
is known, is to integrate or sum over all possible values, weighted by their prob-
ability. For prediction, the term summed or integrated is the prediction for each
possible completion of an input vector.
Of course, this is in general intractable. Often approximations are introduced to
alleviate this, or special models, for which the integration can be performed sym-
bolically, are used. Multiple imputation can be seen as an approximation for this,
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as well. Still, this approach might be usable for very simple models, or might be
the starting point for new derivations and approximations.

I Submodel Derivation from Complete Model
Particularly simple is the treatment of missing values, if a submodel suitable for
a feature subset can be easily derived from a learned model for the whole feature
space. Then only the complete model has to be estimated or learned, and appli-
cation of this model to new cases with missing values can be done by deriving
the appropriate submodel on the fly. For estimating/learning the complete model,
the approach can either be extended to also update the complete model, if a sub-
model is updated; or a different missing values handling strategy (probably one
of the above mentioned) has have to be used. The submodel approach is related
to the multiple models approach described earlier, but avoids its main problem:
the combinatorial explosion of submodels to learn is avoided by deriving these
from the complete model.

Estimation and Prediction The goal of data analysis (estimation or prediction)
needs further distinctions (Sarle (1998)) beside the differences in importance of miss-
ingness methods (MCAR, MAR, non-ignorable). Sarle gives some examples of which
preprocessing methods make more sense for estimation, and which for prediction.
Casewise deletion, for example, is only sensible for parameter estimation; it does not
make sense to throw away cases for which one needs predictions. He furthermore
gives examples of methods reported to be most useful for estimation, namely com-
plete case analysis, hot deck imputation, multiple imputation, and maximum likeli-
hood and Bayesian estimation methods. But beside deletion methods, also hot deck
imputation is inappropriate for prediction, because of the stochastic predictions one
gets by its application. On the other hand, imputation with conditional or uncondi-
tional means and introduction of extra features are not recommendable for estimation
purposes, but according to Sarle they can give good results for prediction.

A conflict might arise from the distinctions between estimation and prediction. Most
approaches for classification or regression first estimate a model (fit the parameters),
followed by an application of this model to prediction. The consequence of the previ-
ous paragraph would be, that different missing values treatment procedures might
be appropriate for the two steps. To the knowledge of the author, this has not yet
been addressed explicitly in the literature. Most reported classification and regres-
sion results either use the same method for both steps, or perform prediction only
on complete cases, to obtain a quality measure for the model and the missing values
handling method used during training.

2.1.4 Literature Overview
As mentioned above, Little and Rubin (1987) is a very detailed review of methods,
although from a model-estimation viewpoint. Another reference for practical missing
values methods, again from a statistical perspective, is University of Texas, Statistical
Services (2000). Beside a short introduction, and the same classification of missing
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values mechanisms as given above (MCAR, MAR, non-ignorable), they provide a short
overview of current missing values methods and their relative merits. Furthermore,
available software is discussed.

In the following, the issues discussed in the literature are coarsely put into three dif-
ferent classes of reports about tackling the problem of missing values:1 (a) Compar-
isons of existing methods, (b) preprocessing, to allow application of arbitrary meth-
ods, which may need complete data sets, (c) methods especially useful for estimat-
ing statistical models, i.e. parameter estimation and discussions of existing machine
learning methods or modifications/extensions to these. There exists a rather larger
body of publications concerned with Multilayer Perceptrons, so these are covered in a
separate paragraph.

Finally, some publications about application of such methods to practical problems
are presented.

Comparisons of MV Handling Methods Preprocessing can e.g. include filtering out
parts of the data set, or filling in missing values according to some rule. Some publi-
cations report on performance comparisons of such methods. Acuña and Rodriguez
(2004) e.g. compare case deletion, mean/median imputation, and KNN imputation;
they find the KNN method to be most robust. Batista and Monard (2003) also advo-
cate KNN imputation, in comparison to decision tree and rule induction algorithms
and the built in methods of these to treat missing values. Another reference com-
paring the decision tree algorithm C4.5 (Quinlan (1993)) and different preprocessing
techniques is Magnani (2004).

With respect to prediction algorithms, Kalousis and Hilario (2000) evaluate the per-
formance of eight machine learning algorithms (rule and decision tree inducers,
naïve Bayes, nearest neighbor and linear discriminant) for different levels2 and dis-
tributions of missing values (among the features). They note, that not only the lev-
el, but potentially even more the distribution of missing values (do all features have
missing values, or only some?) can have a heavy influence on performance. Sarle
(1998) also compares several standard learning algorithms (linear and polynomial re-
gression methods, artificial neural networks) concerning their ability to cope with
missing values, on linear and quadratic regression data sets. As discussed before, he
stresses the importance of differentiating between estimation and prediction prob-
lems. Preprocessing appropriate for estimation of statistical models may be inade-
quate for use with prediction algorithms and vice versa.

A comparison of the performance of different committee methods, Bagging, Boost-
ing, SASC and SASCMB, with the decision tree C4.5 as base learner, is given in Zheng

Often a new method is developed and in the same paper compared to existing approaches, or a preprocessing1

method is designed specifically for a certain inference method; so these classes are not mutually exclusive.
Level of missing values here and in the rest of this thesis means the ratio of values missing in relation to the2

number of values for the complete(d) data set.
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and Low (1999a) and Zheng and Low (1999b). All committee methods perform bet-
ter than one decision tree alone, and most also scale better with missing values in the
test set. Training was always performed on (almost) complete data, only for the test
set the level of missing values was varied.

New Preprocessing Methods Some publications exist, which introduce and evaluate
new methods of preprocessing for missing values. Beside established methods (case
deletion, mean/median imputation, filling in special values, etc.), Latkowski (2002),
Latkowski (2003) introduce a data set decomposition method to circumvent problems
arising by missing values. Doing this, they avoid imputation of values and assump-
tions on the missingness mechanism. The method resembles complete case analysis,
but does not throw away incomplete rows. Instead it creates additional data sets and
thus sub-classifiers with fewer features for those rows. Several ways of selecting the
feature subsets to use, and conflict resolution schemes between sub-classifiers, are
possible. Latkowski compares the combination of his method with different subset
selection schemes to Quinlan’s C4.5 algorithm.

Ramoni and Sebastiani (1996) and Ramoni and Sebastiani (2001) describe the Robust
Bayesian Estimator (RBE) method, which replaces exact conditional probabilities in
reasoning by intervals resulting from filling in the possible values for missing values.
The main application of the approach is with Bayesian networks, but the idea may
also be applied to other learning algorithms. It also allows to do sensitivity analysis
and to infer, whether the missing values mechanism is informative or not. The RBE is
compared to the EM algorithm and Gibbs sampling. For MCAR and MAR mechanisms,
some advantages in accuracy are reported, although the precision of latter methods
often is not reached. But for non-ignorable missingness mechanisms, the RBE method
is more robust than the other two.

Using association rules for imputation, Ragel (2000) proposes his method “Missing
Values Completion” (MVC) to fill in missing values. Results are published with C4.5
as classifier, and compared to the built in missing values handling of C4.5. For many
missing values, he reports an improves performance.

New Inference Algorithms Several authors report on extensions for existing mod-
els to enable them to handle missing values, or to make them suitable for a special
problem.

A method which is underlying many missing values approaches, is the Expectation-
Maximization (EM) algorithm, see e.g. Dempster et al. (1977) and McLachlan and Kr-
ishnan (1997). Dempster et. al. introduce this algorithm to estimate parameters of
models in the presence of latent or hidden variables, and missing values can often
be viewed as hidden variables. The EM algorithm is an iterative fix-point algorithm
maximizing the likelihood of the parameters of the used model.

McMichael (1996) presents a slightly extended Gaussian Mixture Model (GMM), called
the heteroscedastic GMM. In this model, the output is a linear function of the gener-
ating Gaussian mixture components. By setting the matrix associated with this linear
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function to the identity matrix and deleting all values corresponding to missing val-
ues, parameters for incomplete data sets can be learned. This approach is Bayesian in
the missing values (marginalizing over them), and provides the maximum likelihood
estimates of the GMM parameters.

An often cited reference, which is also based on the EM algorithm, is Ghahramani
and Jordan (1997). A large part of this material was already published in Ghahra-
mani and Jordan (1994). They provide a framework, which allows to do classification,
function approximation, and clustering with incomplete data using maximum like-
lihood estimation of mixture models; examples are provided for mixtures of Gaus-
sians and of Bernoullis. Feedforward networks and Boltzman machines are discussed
shortly as well. The mixture model they use does not distinguish between input and
target features, but learns the joint probability, using an EM approach. The latent
variables are the mixture components as well as the missing values. The joint prob-
ability can then be used to do any desired inference. Missing features can be treated
naturally in this framework, by computing the expectation of the sufficient statistics
for the E-step over the missing values as well as the mixture components.

A further approach, very similar to the EM algorithm in its idea, is presented in Sat-
ten and Datta (2000). Their S-U algorithm iterates two steps. First, it uses an impor-
tance sampling procedure to simulate the missing data (S-step), and then updates
the parameters (U-step); the sequence of parameter estimates converges toward the
complete data likelihood solution. Contrary to the EM algorithm, the update step is
no maximization, but a closed-form expression designed to let the approximations
converge to the true estimate. This allows to use the algorithm in cases, where EM is
problematic, because of intractable maximization during the M-step. Consistency and
asymptotic normality of the approximation sequence are proven, and the relations
to Monte-Carlo Maximum Likelihood and Monte-Carlo EM algorithms are discussed,
with arguments usually in favor of the S-U algorithm.

Kamakura and Wedel (1998) develop a framework for latent variable, and also miss-
ing value, estimation, in the context of exponential distributions for factor models,
using simulated likelihood for the estimation. In this model, the distribution param-
eters of the observations Y depend bilinearly on the values of latent variables X. Ex-
ponential families are used as distributions for X and Y, because only for them it is
possible to compute sufficient statistics for this dependence from the observed data.
They allow to model discrete as well as continuous distributions, enabling its use for
mixed feature spaces (cf. next section). Kamakura and Wedel apply this approach to
artificial and marketing data. An advantage of the simulated annealing latent vari-
able method is, that estimation of missing values is unbiased, even if the missingness
pattern depends on the unobserved latent variables. Disadvantages are the compu-
tational complexity of the simulated likelihood procedure used, cf. Gourieroux and
Montfort (1994) and Lee (1997), and that the distribution of the latent variables must
be specified and cannot be verified.
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Beside the approach of Ramoni and Sebastiani (2001), already mentioned as a prepro-
cessing approach, there are further publications in the context of Bayesian networks.
Tian et al. (2003) propose a method, which is also based on probability intervals ob-
tained by taking into account all possible completions of missing values. They call
their method EMI, and it is used to estimate mutual information directly from in-
complete data sets, followed by dependency based learning for Bayesian networks,
cf. Cheng et al. (1997). They compare their approach with two other methods, SEM

from Friedman (1998) and their own EM-EA from Tian et al. (2001); they report their
algorithm to be the most efficient and comparable in accuracy to the best alternative,
EM-EA.

An approach to allow the use of Independent Component Analysis (ICA) with miss-
ing values is provided in Chan et al. (2003). Mixtures of Gaussians are used to mod-
el the independent sources, to allow marginalization over missing values. A varia-
tional Bayesian method is used instead of Maximum Likelihood, which also avoids
overfitting and allows to automatically determine the dimensionality of the problem.

Another unsupervised learning model, which has been studied in conjunction with
missing values, is the Self-Organizing Map (SOM), in Heskes (2001). He uses the
link between SOMs and mixture models, discussed in the same article, to transfer an
EM approach for treating missing values with mixture models to the SOM.

To the authors knowledge, the only publication dealing with missing values in the
context of Support Vector Machines (SVM), in very special circumstances, is Pękals-
ka et al. (2002). Part of this article is concerned with the application of SVMs using
dissimilarity kernels. One of the examples is a digit recognition task with artificial-
ly introduced missing values (binary pixels set to background level). These are then
handled by the dissimilarity measures used.

Multilayer Perceptrons The first publication, which is concerned with the treatment
of missing values using MLPs is Buntine and Weigend (1991). They take an approxi-
mate Bayesian approach, and besides missing values, cover pruning and uncertainty
of weights, error bars of predictions, comparison of network architectures, and novel-
ty detection.

Tresp et al. (1994) present an approach, where features have an own noise mod-
el with zero variance (reliable values), some variance (unreliable values), or infinite
variance (missing values). As a consequence of this approach, missing values are re-
placed by a weighted integration over their distribution. For general networks, ap-
proximations like Monte-Carlo are needed for this integration. But for networks of
Gaussian basis functions, they derive closed-form solutions. Tresp et al. (1995) im-
prove on this, by providing efficient approximations to this integration for general
feedforward networks. The input distribution of the data is approximated by Parzen
windows. The complexity of these approximations is independent of the number of
missing values per example, contrary to the original approach, which has exponential
complexity.
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A very similar but apparently independent approach, where each input is modeled
to be a random variable with an associated variance, is given in Pedreira and Parente
(1995). Missing values are then represented by inputs with very large or infinite vari-
ance. This approach is the successor of an earlier one, Pedreira and Parente (1994),
which used interval algebra to represent uncertainty. As a consequence of treating
the input as random variables, the activations of all other network nodes are treated
as such, as well. The authors for simplicity consider only the first two moments of
these distributions, mean and variance. The forward and backpropagation steps are
modified, to compute with moments, instead of deterministic values.

An article by Gupta and Lam (1998) specializes in effects of imputation approaches
on classification performance using MLPs, and whether these can be alleviated us-
ing weight decay regularization. Imputation methods evaluated are imputation us-
ing neural networks, iterative multiple regression, mean imputation, and filling in
0. For the first approach, a MLP is trained for each distinct pattern of missing values
on the set of complete examples, to provide regression values for the missing values.
The authors conclude, that backpropagation imputation and weight decay are at least
comparable to the other imputation methods and standard backpropagation, respec-
tively, and can sometimes improve on these.

Yoon and Lee (1999) provide another approach for MLPs. Their TEST algorithm is de-
signed not to make any assumptions about the underlying distribution of the missing
inputs, such that it can be applied to small data sets. First, the network is trained on
the complete part of the data set. Following this, the missing values are estimated,
by backpropagation with fixed weights but adaptive input activations (for those val-
ues, which are unknown). The motivation is, that the network learned in the first
step should be able to predict the actual target value, provided a reasonable value is
imputed. So, the activation is adapted to reach the smallest error possible. In a third
step, the network is retrained on the whole, now completed, data set. This method
compares very favorably to training only on complete data, to mean imputation, and
even to mixtures of Gaussians trained with EM, on two data sets from the UCI Ma-
chine Learning repository.

An application of MLPs with different imputation heuristics is described in Renz et al.
(2002). They compare zero imputation, random imputation, mean imputation, and
class mean imputation.1 As might be expected, learning with class mean imputation
(where test cases are preprocessed using standard mean imputation) gives the best
result. The main conclusion is, that MLPs, applied to data consisting of an age fea-
ture and results from 30 blood tests, could provide a superior test for ovarian cancer
classification. Previously existing tests lacked accuracy or were dependent on the ex-
perience of human experts.

Filling in the mean value of all (training) examples of the same class for the missing feature. This is in general1

only possible for the training data, and not applicable during testing.
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Applications Missing values occur in many real-world problems, and some pub-
lications report especially on application of algorithms for missing values treatment.
Although, measured by the widespread appearance of missing values, the literature
seems to be very scarce. The problem of dealing with missing values in practical
applications might often be dealt with on an ad hoc basis, which is not reported in
much detail, or new methods for their handling is introduced and highlighted in the
same article. The following articles have some references to earlier approaches in the
respective fields.

Morris et al. (1998) compare different approaches for treating missing values in Auto-
mated Speech Recognition (ASR), with an emphasis on Bayesian optimal classification.
Longitudinal research and structural equation modeling are the topics of Wothke
(2000). He advocates the full information maximum likelihood (FIML) method and
compares it to mean imputation and listwise and pairwise deletion methods, on
some time-structured and multi-group example problems. The simulations show
either a higher efficiency (for MCAR) or no bias (for MAR) for estimates obtained us-
ing the FIML method, while the other methods show bias for MAR missingness pat-
terns. Regarding bioinformatics, Figueroa et al. (2003) describe a clustering approach
of binary DNA fingerprints with missing values for DNA clone classification. Some
heuristics to deal with missing values when using MLPs are applied to a cancer classi-
fication problem in Renz et al. (2002).

2.1.5 Further Issues

Missing in Training and/or Test Data When discussing the application of machine
learning algorithms to data sets including missing values, two scenarios can be dis-
tinguished:

I It may be the case, that the data used for training is complete, and values are
missing only in the test data.1

I Values may be missing both in training and test data.

Further kinds of missing values may be possible, e.g. some labels in the training set
may be missing; input vectors with missing labels may still help in building a model,
because a better estimation of the input distribution is possible. Here, the focus is on
the two itemized cases.

The first case may be relevant, when labeled data is only available in a preprocessed
form, where vectors with missing values have either been excluded from the data set,
or missing values have been filled in by estimations (imputed). This preprocessing
is often necessary to enable the training of models, e.g. when using standard MLPs
or SVMs, which cannot deal with missing values. Another reason for missing values

The term “test data” is used to refer to any data used after the training phase of a machine learning algorithm.1

This may be data used for estimation of the generalization performance of the built model, but may also be
data gathered for real application of the model in practice.
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occurring only after training may be a higher level of care in data collection during
preparation of training data. Measurements might be repeated, or better supervised,
to build up a training set of higher quality. (Always) exerting such care later in prac-
tice might be too expensive. Zheng and Low (1999b) give an examples from medical
diagnosis, where time consuming tests or expensive data acquisition might inhibit
obtaining values for some features in all cases.

The second itemized case is more natural, when training and test data are gathered
and processed in a highly similar way. Then, characteristics, including the patterns
of missing values, should also be similar. An exception, of course, is the case that
changes in the sampled distribution occur over time. This would, on the other hand,
probably not only influence the characteristics of missing values, but also other at-
tributes, and would thus necessitate a periodic or continuous retraining of learned
models, anyway.

If a model is very good in generalization even with missing values, and the miss-
ingness is non-informative, it might make sense to take more care in building the
training set than later during application of the trained model. This could enable a
better embedding of the relations present in reality into the model. For informatively
missing values, on the other hand, it is important, that the missing values are recog-
nized during learning as well as during application of the model. Furthermore, mod-
els could have problems when the attributes of the test set are different from those
of the training set. So it is not clear from the start, which case is the easier one, or
which approach should be preferred, when there is a choice. Instead, the specific da-
ta set (and its missingness mechanism) and the impact onto the trained model have
to be taken into account.

Discussion of Missing Values In this survey of existing literature, some remarkable
points are apparent. Regarding statistical estimation, there has been quite a lot of in-
terest and work. Mostly, methods are compared to relatively crude approaches like
complete case analysis or mean imputation. Unfortunately this is also the case for
this thesis (except for the additional use of the “extra feature” approach). The main
reasons are probably, that the more sophisticated methods are either not available in
ready to use (and compare) packages for public, or are not widely known and thus
not considered. For newer and more sophisticated methods, missing values handling
is often incorporated into maximum likelihood approaches.

For the problem of inference, the main activity has been concerning decision trees
and MLPs. For the latter, reports about practical application of or comparisons among
the more advanced methods (in contrast to mean imputation or complete case anal-
ysis) are missing. Furthermore, there do not seem to be general approaches (beside,
of course, preprocessing the data set) to handle missing values using Support Vector
Machines; which are, on the other hand, one of the most important machine learning
algorithms available today.
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Another area which is scarcely treated, is concerned with handling of non-ignorably
or informatively missing values. A promising approach is the “introduce extra fea-
ture” method, but reports on this are not available. This may be the case, because
many of the researchers are interested more in model estimation than in inference,
for which this approach is not particularly useful. Usually the missing values seem
to be ascribed to external circumstances, and should thus not be included directly in-
to the underlying model. Cast in a more drastic formulation, the interest seems to be
in “complete case” models, which do not themselves generate missing values, such
that these must be ascribed to adverse external sources.

To come back to the “starting point”, the feeling that mean imputation cannot be the
definite answer to missing values, this seems to be confirmed by several results re-
ported in the literature. Furthermore, any imputation scheme only uses information
present already in existing values, possibly introducing some further noise. Using
such methods cannot be better than only using the present values of the data set, in
theory. Of course, it may not always be possible for existing learning algorithms to
do this. On the other hand, if it is not done very carefully, imputing values can cer-
tainly hurt inference performance by introducing dependencies or regularities not
really present in the data.

Such observations are the motivation, to explore possibilities for missing values han-
dling, which do not rely on imputation or deletion methods. Two examples are the
subspace classification approach for SVMs, presented in chapter 4, and the approxi-
mate maximum entropy model in chapter 5.

2.2 Heterogeneous Features

A second target of the work in this thesis is the treatment of heterogeneous features.
There are several examples for real world data sets, whose features are partly dis-
crete, and partly continuous. Often data sets already contain features preprocessed
to make them suitable for use with certain algorithms; as an example, continuous
features are often already discretized (e.g. classification of continuous consumption
values as low/medium/high), or categories are represented as numerical values.

It should be obvious, that accuracy can be lost by discretizing continuous features.
But it can also be disadvantageous to do the opposite, to encode categories as nu-
merical values: if several categories of an input feature are randomly encoded as suc-
cessive numbers, then a very non-linear classification boundary may be necessary to
find a classification boundary in such dimensions. If relationship between the cate-
gories are known, these can be taken into account when designing the encoding, but
often data analysis algorithms are applied, because the relationships present in a data
set are not well known.

Re-encoding often is necessary, because certain methods have a natural domain of
features on which they operate. Bayesian Networks are an example for a method
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which works on discrete features, while MLPs and SVMs interpret their input features
as continuous. Beside such specialized models, there are a number of more flexi-
ble approaches. Many probabilistic models are flexible enough to either use discrete
probability distributions, or continuous ones, and often even a mixture of both. The
factor model by Kamakura and Wedel (1998), shortly presented in the last section
and discussed further in the following, is an example for these.

2.2.1 Feature Characteristics

Kinds of Features The following distinction between characteristics of features is
useful:

I Categorical: features belonging to this class assume values belonging to different
categories, which do not have an inherent order,1 and which cannot be used for
calculations, even if encoded as numbers. Example are colors, kinds of neighbor-
hoods of residences, race, religion, and type of industry.

I Binary: these features often actually belong to the class of categorical features. But
as there are only two possible values, learning algorithms will usually have no
difficulty, if these are represented as numerical values, e.g. 0 and 1. Examples are
the gender of persons, or indicators for membership of classes (odd numbers, per-
sons having a high school degree).

I Ordinal: although such features are discrete, they have a natural order for the val-
ues they can assume. Examples are age, number of children, number of floors in
buildings, or ratings in questionnaires. Sometimes, these are further distinguished
into those, where just a natural ordering is given (e.g. ratings in questionnaires),
and others, which also allow to calculate distances between the values (e.g. age,
number of children).

I Continuous: these are features, which can assume any value from an interval
of the real numbers, or come close to that. Although amounts of money are in
essence discrete, they can usually be regarded as continuous (if they are not re-
stricted to amounts of less than, say, 5 cents). Other kinds of typically continuous
features are consumption of water or power, distances, durations of time.

Representation Methods which are used to convert categorical values to numeri-
cal ones include encoding as successive numbers, 1-out-of-n encoding, and the use of
separate models per categorical values combination. For the first, encoding as succes-
sive numbers, one uses an assumed or arbitrary ordering of the values and assigns
numbers, starting for example from 0, to these. It may also be useful for certain infer-
ence algorithms to assign these numbers such that mean or median are zero.

At least not in the context of the posed problem. Of course, one can always use an alphabetic ordering of the1

names of categories . . .
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For the second option, 1-out-of-n encoding, each categorical value is assigned to a
separate input variable. All of these are zero (alternatively -1), except for the one to
which the actual categorical value of an example is assigned (which is set to 1). This
representation has the advantage, contrary to the first one, that it does not assume
an implicit ordering on the categorical values. A disadvantage may be, especially for
many categorical features in a data set, that a lot of features, and as a consequence
often also parameters, may be introduced.

A third option is the use of separate submodels for each combination of categorical
values. The input to each submodel consists only of the continuous features, and the
combination of categorical values determines, which submodel is used (for training
or application). In a way, this is the most flexible approach, but there are some im-
portant disadvantages, as the submodels do not profit from learning of the other sub-
models. For some submodels, the training data may not be sufficient to allow good
generalization. In a joint model, this might be alleviated by sharing of weights. Al-
so, parameters from a single model will usually allow an easier interpretation, than
those collected from several models. And forcing a common representation of at least
some parameters or internal states of a model might help in extracting relevant struc-
tures from the data set, which in turn could also improve generalization. Further-
more, this approach may result in relatively long learning times, because of redun-
dant parameters which must be learned for all models. Using this approach univer-
sally can also lead to a combinatorial explosion of the number of submodels to use,
depending on the number of categorical features and the number of categories for
these.

A combination of these approaches is of course also possible, and useful if for some
features an ordering seems sensible, and for others not. The submodel approach may
be used to only a certain degree: Brouwer (2002) uses the combination of categori-
cal values to choose between different output units of a MLP, while the (continuous)
input and hidden layer neurons are shared.

For the other direction, discretization of continuous features, there are less clear op-
tions. One can simply round continuous features, thus arriving at discrete values.
But there are several options, by first scaling the features, or nonlinearly transforming
them. Often a histogram can provide useful information in the process. Anyway, it
seems that the success of discretization depends much on the actual problem, as well
as the algorithm employed after preprocessing. Some research occupied with these
topics are mentioned in the literature paragraphs in the following.

It seems most sensible to avoid any such conversions, if possible. Models, which can
deal with all kinds of features naturally thus seem very inviting. For them the ques-
tion arises, whether they can compete with specialized methods, in their domains.

Kind of Task So far, only discrete and continuous input features have been dis-
cussed. The type of target feature is also relevant, for example for choosing a suitable
inference algorithm. It makes a difference, whether there are one or several target
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features to predict, whether these can assume only two, or several discrete, or even
potentially a range of continuous values. It may also happen, that the target features
are not clear from the beginning, but might change from example to example. This
is the case for general inference problems, e.g. collaborative filtering, Breese et al.
(1998a), Yan and Miller (2000), Browning and Miller (2001) and Pavlov and Pennock
(2002).

Whether the task is classification or regression is relevant for selection of the model
to use for inference. Even more, it can already be a conceptual difference, whether a
classification task involves only two or more than two classes. SVMs for example nat-
urally discern only two classes, and several extensions had to be developed for multi-
class classification. Of course, one can always learn several models,1 where each one
is trained to discern one class from all others. Results are then usually combined by
assigning test data to the class corresponding to the model with the strongest output.
Regression problems also can rule out some inference algorithms, e.g. decision trees,
or Bayesian networks; or feature conversions are necessary.

If general inference is to be performed, the selection of inference algorithms is further
reduced. One instance of a model per feature to be predicted can be trained. But this
can, for realistic sizes of data sets which are used for example for collaborative fil-
tering, lead to extreme computational demands, especially if several varying features
may have to be predicted for the same test case, i.e. there are also features missing.
Then the “multiple network” approach is usually prohibitive, because of the combi-
natorial explosion of possible inference tasks.2 For general inference, usually those
models have an advantage which build a probabilistic representation of the joint fea-
ture space. Forming the posterior from this, not only changing target features can be
handled, but by marginalization also missing values.

2.2.2 Literature Overview
Literature concerned especially with the problem of treating mixed feature spaces is
not very widespread. The following gives a short overview of research in this field.

As reported previously, Brouwer (2002) modifies the standard MLP approach by not
using converted categorical features as input, but to use them for selection among
multiple output units. For each possible categorical feature combination, there is a
specialized output unit. Those units are only trained for examples belonging to their
domain (combination of categorical feature values), and for such examples, all oth-
er output units are ignored (not used or trained). This is related to the approach to
use a separately trained model for each domain, but shares part of the connections.
Brouwer reports on performance for two data sets, and his approach seems to be su-
perior also to the widely used 1-out-of-n approach. He attributes this to the fact, that
such a MLP would have more weights in the first hidden layer, while his approach

Or one introduces several outputs, if this is possible with the model used.1

for each combination of present and to be predicted features, one model has to be learned2
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introduces more weights in the output layer. The former weights are harder to train
because of the propagation through the hidden layer. Furthermore, he claims that
categorical features are not useful for interpolation, so it does not make sense to ap-
ply them to the input layer. A problem for his approach arises, if there are several
categorical features, because of the combinatorial explosion of output units. Not on-
ly the sheer number of these units would be a problem, but also the question, how
much data is available for training each domain. This may lead to overfitting.

Some publications are available, which describe approaches to handle mixed fea-
ture spaces for clustering. San et al. (2003) extend k-means clustering to also han-
dle mixed feature spaces, and Yanchang and Junde (2003) consider clustering in high
dimensions by breaking this problem down into several clustering problems in low-
dimensional spaces. By doing this, they can also apply different clustering algo-
rithms, for example some for discrete and some for continuous features, to the small-
er problems. For the field of probabilistic mixture models, Jorgensen and Hunt (1996)
and Hunt and Jorgensen (2003) provide an overview of missing values approaches,
and extend this to clustering of mixed categorical and continuous feature spaces.
Their Multimix approach is based on Maximum Likelihood using the EM algorithm,
by which also missing values are handled. It partitions features in locally indepen-
dent sets (i.e. given the latent cluster variable, the features from one partition are in-
dependent of the ones from another partition). In each partition, the features may
either be discrete (multinomially distributed) or continuous (normally distributed).
They interpret their model also in the framework of graphical models (cf. Lauritzen
and Wermuth (1989)). In special cases, for features that are all discrete or all contin-
uous, one arrives at latent class models or mixtures of normals (with block-diagonal
covariance matrices).

Kamakura and Wedel (1998) is a technical report already discussed in the context of
missing values. They deal with the framework of latent variable models, as well, al-
though not using the EM algorithm. They provide an overview of existing approach-
es for latent variable models, also with respect to the type of features involved. De-
pending on the type of observed and on the type of latent variables, these models are
termed factor analysis (cont./cont., respectively), binary factor analysis (disc./cont.),
finite mixture models (cont./disc.), and latent class models (disc./disc.). Usually, con-
tinuous features are modeled to be Gaussian, and discrete ones as multinomials. Ka-
makura and Wedel, in the continuation, report about more flexible versions of these
models, including mixed continuous and discrete observations, arbitrary distribu-
tions of the exponential family, and missing values handling. The resulting integrals
over latent variables and missing values are approximated using simulated likelihood
estimation, from Gourieroux and Montfort (1994) and Lee (1997). Assumptions are
again local independence of observed variables, i.e. their independence given the la-
tent variables.
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Further research is concerned with optimal discretization of continuous features, e.g.
Hwang and Li (2002), Giraldez et al. (2002) and Popel and Popel (2004), often for
special back-end classifiers.

For the problem of interest for this thesis, classification and regression on large da-
ta sets with heterogeneous and missing features, the probabilistic model based ap-
proaches seem most attractive. Chapter 5 evaluates and extends the approach in Yan
and Miller (2000), whose maximum entropy method also results in an exponential
distribution, which can accomodate discrete as well as continuous features, but with-
out assumptions on underlying distributions. The approach by Kamakura and Wedel
(1998) also seems to be very flexible, concerning both missing values and heteroge-
neous features handling. Unfortunately, it is mainly directed towards latent variable
estimation, e.g. clustering, and not directly to inference. Although, it might be possi-
ble, to use estimation of continuous latent variables for regression.
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3 Blind Source Separation

3.1 Introduction

This chapter is joint work with Ingo Schießl, at the time also a PhD student in our
research group. It is based on the Diploma thesis Schöner (1999) and some previous
publications about the Extended Spatial Decorrelation (ESD) algorithm, e.g. Schießl
et al. (2000) and Schöner et al. (2000). In the following, the approach described there
is extended with a regularization term, which allows to incorporate prior knowledge
into the decorrelation procedure. Most of the material presented in this section is
published in Schießl et al. (2000), and is also part of the PhD thesis Schießl (2001).
My part in the work presented here is mainly method development and implementa-
tion.

The rest of this section gives a short introduction to the optical imaging imaging
technique, to provide a basis for an understanding of the motivation for the method-
ology chosen. Furthermore, some blind source separation methods are related to ESD.
The subsequent sections contain a short review of ESD and a multi-shift extension.
Then the regularized ESD idea and method are presented, which are our new con-
tribution. Reports about experiments on artificial data resembling optical imaging
experiments, and a discussion form the final sections of this chapter.

3.1.1 Optical Imaging

Optical Imaging Experiments Optical imaging techniques were developed to support
investigations and diagnostics of the functional architecture of human and animal
brains. A detailed introduction is provided in Bonhoeffer and Grinvald (1996).
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Figure 3.1 Example for an experimental setup for
Optical Imaging.

A very popular technique of
this kind is optical imaging
of intrinsic signals,1 where a
video or CCD camera takes
images from the exposed vi-
sual cortex, using monochro-
matic illumination with light
of 500 − 800 nm wavelength.
Figure 3.1 shows a possible set-
up. During recording of the
images, different visual stimuli
are presented to the animal on
a monitor. The stimulus evokes
activity of specific neuron populations which are sensitive to the current stimulus.

This is different from optical imaging using voltage sensitive dyes. The latter leads to signals which are better1

detectable, but is not usable for certain experiments because of the toxicity of the dyes.
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The frames recorded by the camera contain a mixture of different signals, and a high
level of noise. One of the signals (the mapping signal) is of main interest in optical
imaging experiments. It is closely related to local activity of neuron populations and
results from very small changes in light absorption and scattering properties of the
tissue around active neurons, which are caused by metabolic processes. Further sig-
nals, which overlay the mapping signal and complicate its extraction, are global activ-
ity (also stimulus related, but with coarser spatial resolution), blood vessel patterns,
and other non-stimulus related signals. In the recorded images, the mapping signal
usually constitutes only about 0.1% of the total image intensity, and quite sophisticat-
ed image analysis is necessary to make it visible. Noise sources in the imaging are of
biological (e.g. heartbeat, breathing, . . .) and technical (e.g. photon shot noise) nature.
The Signal to Noise ratio (SNR) of the mapping signal usually is in the range of 0 dB,
according to Schießl (2001).

Functional Maps One use of the extracted mapping signal is in the creation of
functional maps of the imaged cortex region. In the visual cortex of mammals, neu-
rons usually respond maximally to stimuli presented to the eye(s), if these have spe-
cific characteristics. Neurons have a receptive field, which is the part of the visual
field where the neuron reacts to stimuli. Furthermore, they can prefer one eye over
the other (ocular dominance), one orientation over others (orientation preference; e.g.
vertical bars over horizontal ones), and/or they respond maximally to movement in
specific directions or with specific velocity. From knowledge about such preferences
for many neuron populations, one can assemble functional maps of the visual cor-
tex. These show, usually for one or two of the stimulus conditions mentioned above,
which regions in the cortex prefer which stimuli characteristics. An example are oc-
ular dominance maps, which are built from mapping signals extracted during pre-
sentation of stimuli to either one eye or the other, and which are shaded or colored
depending on which eye the local neurons are more sensitive to.

Signal Improvement Conventional techniques to improve the quality of the map-
ping signal include averaging over several trials, the computation of difference im-
ages, normalization by blank images or cocktail blanks, and bandpass filtering, which
are shortly discussed in the following. An overview is presented in Bonhoeffer and
Grinvald (1996). The difference images technique uses images recorded for different
stimuli (if possible, orthogonal stimuli which excite disjunct neuron populations) and
subtract these from each other; non stimulus related signals should have similar ef-
fects in both images and are canceled, while stimulus dependent activity patterns are
amplified. The blank image and cocktail blank techniques are similar: A blank image
is an image of the non-active cortex (i.e. no stimulus is presented), while a cocktail
blank is taken from a cortex which is activated uniformly. These images are used for
normalization of recorded images, either by subtraction or division, which should al-
so cancel at least part of stimulus-unrelated signals. Blank image and cocktail blank
methods are problematic, because it is in general not possible to obtain such blank
images in their ideal form: what kind of stimulus corresponds to “no stimulus”, or
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activates all neurons uniformly? Thus, using these techniques, one usually introduces
bias in the analysis. Further problems are discussed in Schießl (2001).

The bandpass filtering technique uses assumptions about spatial frequencies of dif-
ferent signal sources. High frequencies are assumed to be due to noise, because
the scattering properties of the visual cortex only allow a limited spatial resolution
(about 100µm, but depending on the wavelength used for imaging, the focus of the
camera, and further properties). Low frequencies are ascribed to global signals and
biological noise. The mapping signal is then assumed to be somewhere in between.
One problem with this approach is the determination of the cut-off frequencies. Very
serious are also the facts, that statistics like the pinwheel distribution1 of the result-
ing maps can be changed (Stetter et al. (1997)), and bandpass filtered white noise
can lead to patterns indistinguishable from the mapping signal (Rojer and Schwartz
(1990)), which usually shows blobs or stripes.

Usage of averaging over trials to improve the signal quality is less problematic. But
the necessity to keep the whole context constant (including position of head, the “at-
tention” of the animal, the effect of applied chemicals, etc.) over a long time span
limits this to a certain number of repetitions. Because of the limitations of the afore-
mentioned techniques, blind source separation has been considered as an alternative.

Blind Source Separation for OI ESD, a blind source separation (BSS) approach tuned
to the optical imaging (OI) problem, assumes spatial prototype patterns (images) for
different signal sources (mapping signal, global signal, vessel patterns, etc.).
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Figure 3.2 Sketch of image sequences recorded in
optical imaging. Notation is explained in section 3.2.
Graphic taken from Schießl et al. (1999).

These sources are assumed to
be present in the recorded im-
ages in strengths varying over
time, according to individual
time courses of each source.
Figure 3.2 illustrates, how short-
ly after stimulus onset different
stimuli (vessel pattern, map-
ping and global signal) appear
and decay with different time
courses (gray levels indicate
strength of signal). With the
additional assumption that the
mixing process is linear, the
time courses of the source pat-
terns can be collected into the
columns of a mixing matrix,

Pinwheels are singularities in orientation preference maps, where all orientations occur in very close prox-1

imity.
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whose application to the vectorial representation of the source images gives the tem-
poral sequence of the recorded images (for a formalization see section 3.2). Several
algorithms exist to find the sources and/or a demixing matrix for such data; they are
subsumed under the title “blind source separation” algorithms, because they try to
find the sources without knowledge about the mixing matrix and the source images.
Usually some statistical assumptions about the sources are exploited for the separa-
tion.

To improve results, the observed images can be preprocessed by temporal and spa-
tial binning and first frame analysis (the “background” present before any stimulus
is shown is subtracted from all images). Binning can lessen noise of high spatial or
temporal frequency, like photon shot noise,1 while first frame analysis suppresses
very slowly changing biological noise. A necessary condition for BSS to succeed in
separating the source patterns from the mixtures is the statistical independence or
non-correlatedness of the sources. Although all these assumptions (constant source
prototype images, linear mixture, independent sources) are certainly not met perfectly
by real optical imaging data, results from Schöner (1999) and Schießl (2001) indicate
that this is a promising approach, which avoids the problems mentioned for band-
pass filtering and cocktail blanks.

3.1.2 Blind Source Separation
Very prominent among the algorithms used for blind source separation are the inde-
pendent component analysis (ICA) algorithms, e.g. Hyvärinen and Oja (1997). These
assume statistical independence between the sources of the mixture. The separation
is done by optimizing a measure of independence on the estimated sources.

An alternative are methods which decorrelate the sources (diagonalize the correlation
matrix). For these, it is insufficient to diagonalize just one correlation matrix, because
the number of constraints (equations) imposed by one matrix is only half the number
of free parameters of the mixing process. Thus, the process is supplemented by al-
so decorrelating other correlation matrices. Often a time delay is used for one of the
time series used in computing the correlation (temporal decorrelation, where time se-
ries for pixels are interpreted as observations, Platt and Faggin (1991) and Molgedey
and Schuster (1994)). Schießl et al. (2000) have compared this approach to spatial
decorrelation (where images are interpreted as sources and observations), and ar-
rive at the conclusion that latter is preferable for optical imaging data. Because of
the large number of pixels in the recordings and usually only few time steps (remain-
ing after preprocessing), spatial decorrelation can average over more samples and is
less sensitive to noise. Furthermore, the time courses of at least some sources for the
optical imaging problem are correlated, because they are caused by the stimulus on-
set; this is problematic, if pixel time courses are interpreted as sources, as in temporal
BSS.

Relatively few photons are recorded by the camera for each pixel, so stochastic effects can cause a noticeable1

variation in brightness of pixels.
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The method presented in Molgedey and Schuster (1994) uses two correlation matrices
(the minimum sensible) and utilizes a formulation as Eigenvalue problem to simul-
taneously diagonalize both (and thus decorrelate the sources). This allows an exact
and very efficient solution of the problem. The basic variant of the ESD algorithm,
Schießl et al. (1999), is based on this, but performs the decorrelation in the spatial
instead of the temporal domain. Different correlation matrices in the spatial domain
can be computed by shifting one of the observation images slightly (shifts are de-
noted by ∆r in the following) before the pairwise multiplication of pixel values (the
“standard” correlation matrix is then the one with zero-shift ∆r = (0, 0)).

A necessary condition for the application of spatial decorrelation is, that the sources
are spatially smooth, i.e. they have non-vanishing autocorrelations not only for the
zero-shift. This is the case for most of the signals assumed in the OI problem, and
certainly for the mapping signal.

Schöner et al. (2000) introduce an extension to this algorithm: because OI data in-
volves a lot of noise, a method is developed to allow averaging of noise. Instead of
diagonalizing only two correlation matrices, these are computed for several shifts and
simultaneously diagonalized (approximately), using a gradient descent procedure.
An additional advantage is the easier selection of multiple shifts. While the perfor-
mance of the basic ESD algorithm (called “single-shift” variant in the following) is
very sensitive to the shift chosen, the “multi-shift” algorithm is relatively insensitive,
as long as the set of shifts has a reasonable size (say, 10 shifts) which is reasonably
spread out.

3.2 Extended Spatial Decorrelation

The extended spatial decorrelation method (ESD) is described in detail in Schießl
et al. (2000) and Schießl (2001). Here I give a short summary of the algorithm as ba-
sis for the following extension.

Mixing Process The sources for the mixing process are assumed to be spatial proto-
type patterns (images) s(r) = (s1(r), . . . , sn(r))T, with r being a vector indicating pixels
of the images. The recovery of the prototype images from an observed mixture is the
goal of the ESD algorithm. The pixels are the samples used for decorrelation. The ob-
servations are y(r) =

(
y1(r), . . . , ym(r)

)T, and are assumed to result from the following
linear mixing process:

y(r) = As(r) + η (3.1)

Here, A is the mixing matrix of dimension m × n; usually m = n is assumed, and one
arrives at a number of source images which equals the number observation images
used for the analysis. The columns of A can be interpreted as the time courses of the
sources in the resulting image sequence, cf. figure 3.2. η is a vector of additive noise
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applied after the mixing and its components are generally assumed to be indepen-
dent of mixture components and index r.

The ESD algorithm uses spatial correlation information of the observations y(r) and
the assumption, that sources are uncorrelated, for estimation of an optimal demixing
matrix W and the source estimates ŝ(r) = Wy(r). This estimation can only be per-
formed up to an unknown scaling factor and permutation of the original sources.

Noise In the noiseless case η = 0 the optimal demixing matrix would be W = A−1.
But due to the additive noise assumed in the mixing process, the W decorrelating the
sources optimally will usually deviate from that, because Wy(r) = WAs(r) +Wη and
every non-diagonal W introduces correlations in the η-term.

A very disturbing kind of “noise” in this framework are movement artefacts. If one
source is shifted slightly, even for only one or a few pixels, from one observation to
the next (depending on the smoothness of the sources), these artefacts1 often show
up as own very strong estimated sources in the results. Even though they are not
really sources of their own (in the sense of the linear mixing framework above), they
are often detected instead of the real underlying sources.

Cross-Correlations The criterion used by ESD to separate the sources is their un-
correlatedness. In the following, it is assumed, that the sources have a mean of 0 and
variance of 1. Because of the ambiguity with respect to scaling of the sources, this
assumption is not restrictive. If the sources have other variances, one arrives at an
equivalent problem, by adapting the mixing matrix A appropriately. If the sources
have non-zero mean, this will result in a mixture with non-zero mean, as well. By
subtracting the mean from the mixtures, one can solve for zero mean sources again.
The cross-correlation (covariance) of such sources is then defined as

C(s)
i j (∆r) =

〈
si(r)s j(r + ∆r)

〉
r
=

1
R

∑
r

si(r)s j(r + ∆r). (3.2)

For ∆r = 0 and i 6= j, these must (approximately) vanish, as well as cross-correlations
with shifted versions of other sources (i 6= j, for all ∆r 6= 0). R is the number of pixels
r in the overlap between the unshifted and the shifted sources, i.e. for which both
s(r) and s(r + ∆r) are defined.

Applying the mixing process from equation (3.1) leads (in general) to correlated ob-
servations. By finding a demixing matrix W, which yields uncorrelated estimated
sources ŝ, one can undo the mixing by A, up to a scaling and permutation of the
original sources. Because the uncorrelatedness of the sources should hold for arbi-
trary shifts ∆r, the following cost function can be minimized w.r.t. W, to obtain esti-
mates of the demixing matrix and sources:

The artefacts are usually light or dark strokes, like those which result if a shifted version of an image with1

high contrast (edges) is subtracted from itself.
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ES(W) =
∑
∆r∈R

∑
i6= j

(
(WC(y)(∆r)WT)i, j

)2
=

∑
∆r

∑
i6= j

〈
ŝi(r)ŝ j(r + ∆r)

〉2

r
. (3.3)

Here, C(y)(∆r) is the (shifted) cross-correlation matrix of the observations, defined
similar to equation (3.2), replacing the sources s by the observations y. The set of
shifts R to use for this optimization is discussed below. This cost function corre-
sponds to a simultaneous diagonalization of all considered cross-correlation matrices.

To avoid trivial solutions, the variances (shifted and unshifted) of the estimated
sources should not approach zero. Consequently, the matrix W, which gives the low-
est off-diagonal elements in the covariance matrices of the estimated sources, under
suitable constraints on source variances or diagonal elements of W or W−1, is chosen.
In the following, the diagonal elements of the inverse of the demixing matrix (W−1)ii

are constrained to stay at one.

If R contains only two distinct shifts, the problem can be solved very efficiently using
a formulation as Eigenvalue problem, as described in Molgedey and Schuster (1994).
Molgedey et. al. use a single time delay in addition to undelayed correlations, while
the ESD algorithm does something similar in the spatial domain by using an arbitrary
shift in addition to the unshifted correlations.

(r1, r1)

(r2, r2)

(r3, r3)

Figure 3.3 An exam-
ple for a star-like pat-
tern with the three radii
r1, r2, r3.

The “multi-shift” variant of ESD allows to select an arbitrary
number of shifts to include in the optimization process. On
the artificial and optical imaging data evaluated in Schöner
et al. (2000), a good choice seems to be the inclusion of the
zero-shift, and a star-like pattern

⋃
r{(±r,±r), (0,±r), (±r, 0)},

with r from a sensible set of radii (figure 3.3). Not too many
radii should be chosen, to keep computation time for the
covariance matrices and optimization time reasonable. The
largest sensible radius depends on the smoothness of the
underlying sources and the size of the images; the larg-
er the (spatial) auto-correlations of the sources, the larger
the shifts that may be chosen. But the larger the shift, the smaller is the overlap be-
tween shifted images. Thus the number of pixels used for averaging in computation
of the shifted covariances is reduced (or even zero for very large shifts), and the co-
variance may not be estimated very well from the remaining pixels. Multiple shifts
are useful to avoid arbitrary selection of a single shift, and to improve noise robust-
ness. The separation quality of the “single-shift” variant depends very much on the
single shift, while there is no reliable guideline for its selection. Using multiple shifts
is often slightly worse than using the optimal single shift, but much more reliable,
because usually that one is not known and an exhaustive search over all possible
shifts is not feasible. Furthermore, the approximate joint diagonalization of multi-
ple cross-correlation matrices effectively allows to average over noise present in the
mixing process.
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Optimization by Simultaneous Diagonalization For the multiple shifts approach,
the Eigenvalue formulation is no longer possible. Instead, one can use either the Ja-
cobi angle method for simultaneous diagonalization of several matrices, Cardoso and
Souloumiac (1996), or gradient descent. The former is an iterative method accumulat-
ing the effects of sub-steps, until convergence is reached, to find the demixing matrix.
One sub-step corresponds to a rotation of the observed data y(r) around a single axis;
this rotation is chosen to minimize the off-diagonal elements of all considered covari-
ance matrices. By repeating this several times for all axes, one can find the demixing
matrix, which approximately diagonalizes all given matrices. This approach is re-
stricted to find rotation matrices, so the data has to be sphered before application of
the Jacobi angles procedure.

The gradient descent method has the advantage of not being restricted to rota-
tion transformations, but needs other constraints to avoid trivial solutions (the zero
demixing matrix). It is usually slower in convergence, and it may find local instead
of global minima of the cost function ES, equation (3.3). It can even indefinitely con-
tinue to optimize it, for diverging matrix elements, cf. section 4.5.3 of Schießl (2001),
which gives an example. Not to be restricted to a rotation matrix may be an advan-
tage for high levels of noise, because the sphering may not be appropriate in such
circumstances. Both optimization methods are compared in Schöner (1999).

For the following work, the gradient descent procedure is used, accelerated by choos-
ing conjugate gradient directions, with an adaptive step-width adaptation instead
of a line search. The conjugate gradient direction is described in Press et al. (1988)
(Pollak-Ribière method), and the adaptive step-width adaptation in Rüger (1996). To
use gradient descent, instead of the Jacobi method, for optimization became neces-
sary because the regularization term added in section 3.3 could not be handled by
the latter. The initialization for the demixing matrix W is done randomly from a
Gaussian distribution with mean 0 and variance 1.

Sphering As mentioned before, sphering of the observations y(r) is necessary when
using the Jacobi angles method. But also the gradient descent method can profit
from an initial sphering, even if that may not be perfect because of noise. If spher-
ing is performed in advance, the optimization process seems to be less often trapped
in local minima. Sphering can be performed using principal component analysis, fol-
lowed by the corresponding transformation of the data. Alternatively, it can be per-
formed as follows:

y(r) = Dy′(r), with (3.4a)

D =
〈
y′(r)y′T(r + ∆r)

〉−1/2

r
, (3.4b)

to arrive at preprocessed data y used for further analysis, given the raw da-
ta y′. This assumes again, that the data has zero mean, so such a transforma-
tion has to be performed, if necessary, before the sphering. Usually, ∆r is set



Regularization

33

to (0, 0) here. In case the noise has high variance, but is not spatially auto-
correlated, it can also make sense to use a different ∆r here, Müller et al. (1999): if〈
η(r)ηT(r + ∆r)

〉
r
= 0 for non-zero shifts, and the noise is independent of the sources,

then the noise completely canceles out from the equation:
〈
y′(r)y′T(r + ∆r)

〉
r
=〈

As(r)sT(r + ∆r)AT + 2As(r)ηT(r + ∆r) + η(r)ηT(r + ∆r)
〉

r
=

〈
As(r)sT(r + ∆r)AT

〉
r
.

3.3 Regularization

The previous approach has two shortcomings, at least in the context of optical imag-
ing, which can be alleviated by including an additional regularization term in the
cost function. The first problem is that the source of interest, the mapping signal,
can be any of the estimated sources, and it may be difficult to select the appropriate
one automatically, without human inspection. The second point is that in the opti-
cal imaging scenario, some knowledge is available which is not used so far in the
demixing process. This concerns the time of stimulus onset in the experiment, and
also some expectations on plausible time courses of the mapping signal.

Consideration of these two points motivates a modification of the presented algo-
rithm, to make use of such information. This is done by first specifying the most
probable or expected time course of the mapping signal (and/or possible other
sources of interest). For this, knowledge about the stimulus onset, and experience
about delays and observed time courses can be used.

The inverse of the final demixing matrix W−1 should be close to the original mixing
matrix A, and the columns of the latter contain the time courses of the sources. This
can be used, to punish deviations of (some) columns of W−1 from the expected val-
ues:

EW(W) =
∑

j

α j

∑
i

(
(W−1)i j − Ti j

)2
(3.5)

α j formalizes the trust in the corresponding time course of source j; 0 is used for
no knowledge, and higher values enforce the time course stronger. Ti j specifies the
expected value of source j at time step i. For all sources, about whose time courses
there is no knowledge or expectation, the Ti j and the corresponding α-values can be
set to 0. The α-terms can be made specific for the point in time i as well as for the
source j, if desired. The computation of the inverse must be repeated in each itera-
tion, but in this setting is no problem, as the typical size of demixing matrices con-
sidered is less than 15 × 15. This least-squares regularization term is simply added to
the cost function ES, to yield the total costs E.

A further advantage, if such prior knowledge is available, is the possibility to use an
arbitrary number of observations (time steps), even though there is interest in only
one or a few sources, as long as the computational load is manageable (caused e.g.
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by the inverse). This allows to make m > n, i.e. the number of sources (of interest)
is different from and smaller than the number of observations. All sources of inter-
est will be in the components of ŝ(r) specified by the time courses in T, for which
the α j are larger than zero, and all other sources can be discarded from ŝ(r) by an
automized procedure. The regularization term effectively breaks the permutation
symmetry of blind source separation. Of course, this approach should no longer be
counted as a truely “blind” source separation, because of the prior knowledge in the
form of time courses put into it. Instead, it combines into one approach knowledge
about structure and time courses of the sources.

3.4 Experiments

Reconstruction Error In the following experiments, a measure is needed to automati-
cally determine the separation quality of the different approaches. The measure used
here has two parts. (1) It is determined, whether the covariance matrix between the
estimated sources and the true sources is an approximate permutation matrix. A fail-
ure of separation is counted, if there are maxima of two rows of that matrix, which
are in the same column; otherwise it is a success. The percentage of successful sepa-
rations is plotted (success rate). (2) If the separation is successful, the normalized ab-
solute sum of cross-correlation elements between real and estimated sources is com-
puted according to the reconstruction error RE in equation (3.6a), cf. Koehler and Or-
glmeister (1999). This provides a measure of how well the estimated sources match
the true sources, according to their second order statistics. This measure is always
≤ 1, with better values close to 0. It can only be evaluated, if the true sources are
known.

RE(W) = od
(∑

r

ŝ(r)sT(r)
)
,with (3.6a)

od(C) =
1
N

∑
i

1
N − 1

(∑
j

|Ci j|

max
k
|Cik|
− 1

)
(3.6b)

Smooth Sources The regularization approach is tested and compared with previ-
ous ESD methods on two different data sets, each designed to resemble characteristics
of real optical imaging data. Real data could not be used directly for evaluation, be-
cause an objective mathematical measure for the separation quality of the mapping
component from such data is missing. All sources used in the following have a spa-
tial resolution of 256 × 256 pixels.

The left three images in figure 3.4 show the set of sources called “smooth sources” in
the following. These have rather wide auto-correlations (they are very smooth), and
distantly resemble sources like the mapping component (first two images) and the
capillary bed (third image) in real data. They have a variance of 1 and are only ap-
proximately uncorrelated; their largest cross-correlation value is about 0.1.
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Smooth Sources Natural Sources

Figure 3.4 The smooth and natural sources used for the following experiments.

Natural Sources The “natural sources” are designed to be as close as possible for
artificial data to natural optical imaging data. One source is included which repre-
sents the mapping signal (leftmost of the three natural sources in figure 3.4), one for
a global illumination gradient (middle source) and one for the blood vessels (right-
most source). Movement artefacts are not modeled. The mapping signal source is a
supposed optical dominance pattern from the striate cortex of a macaque, obtained
by performing multi-shift ESD analysis on real optical imaging data preprocessed by
some lowpass filtering and masking of a very dominant blood vessel. The second
and third sources are other source estimates from the same analysis. The third pat-
tern is extracted using wavelet analysis and should represent the vessels in the brain
region imaged. Here, the sources have non-zero auto-correlations again, but the third
one only for very small shifts. The cross-correlations are generally relatively small
(< 0.1), with the notable exception for small shifts, between sources 1 and 2. These
reach a negative correlation of down to −0.25

General Setup Two mixing matrices A1, A2 are used, for both smooth and natu-
ral sources. A1 is a 3 × 3 mixing matrix, representing samples for three time steps
for each of the three sources; A2 has form 10 × 3, corresponding to ten samples for
each of the three sources. The time courses represented by both matrices are given
in figure 3.5. After mixing the sources, Gaussian noise of several fixed variances is
added, to obtain mixtures with (additive) noise levels (Signal to Noise Ratio, SNR) be-
tween about 15 to 0 dB.

0

1

0

1

Figure 3.5 Mixing matrices A1 (left) and A2 (right). Ticks on the horizontal axis repre-
sent time steps for the time courses in the columns of the matrices, and the vertical axis
indicates the values of the matrix entries. First source is encoded in blue, second source
is red, and third source is black. All values are positive.

The regularization parameters αi were generally set to 1000, for regularized sources,
and to 0 for the others. Evaluations for different values of αi indicated this to be a
good choice. The radii for the star-like pattern of multi-shift and regularized ESD are
5, 10, 15, 20, and 30 pixels.
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Simulations for each condition, i.e. combination of algorithm, mixing matrix, data set,
and noise level, are repeated 15 times. The following plots show the percentage of
successful runs (resulting in a permutation matrix) as solid line; a dashed line gives,
for comparison, the percentage of “permutation matrices” (i.e. the row maxima are
all in different columns) among randomly generated 3 × 3 matrices. Only for the suc-
cessful runs the second measure, the RE, is shown. Circles mark its value for the in-
dividual runs.

3 × 3 mixing matrix For the square mixing matrix A1, the performance of the
single-shift and the multi-shift variants of ESD is compared with two regularization
approaches. In the first, time courses of all sources are constrained, in the second on-
ly that of one (the first) source. Figures 3.6 (smooth sources) and 3.7 (natural sources)
compare single- and multi-shift ESD and all-source regularization. The dashed line
indicates the proportion of permutation matrices among randomly sampled 3 × 3 ma-
trices. This is informative for interpreting the success rate (solid line).
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Figure 3.6 Success rate and reconstruction error RE for the smooth sources mixed by matrix
A1, for varying noise levels, using the single-shift and multi-shift ESD algorithms, and
the variant with regularization on all sources. High noise levels are on the left, low ones
on the right of the plots. Solid lines indicate the success rate; dashed lines provide the
proportion of permutation matrices among randomly generated ones, for comparison.
The circles are the RE values for individual (successful) runs.
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Figure 3.7 Success rate and RE for natural sources mixed using matrix A1. Representation
is the same as above in figure 3.6.
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The most reliable methods in terms of success rate are single-shift ESD and the reg-
ularization approach. Multi-shift ESD sometimes does not yield an approximate per-
mutation matrix. This demonstrates, that the regularization approach, as an exten-
sion of the multi-shift algorithm, can improve the performance according to the suc-
cess rate measure. In terms of separation quality and match with the true sources,
multi-shift ESD is superior to single-shift ESD, for high noise levels. For lower noise
levels, this is only the case for the smooth data set. Here again, regularization can
improve on multi-shift ESD, and results in performance at least comparable to that of
single-shift ESD (natural data with low noise levels), but most of the time the RE is far
below. Altogether, regularized ESD is never worse than the other two approaches, but
usually is much more reliable (compared to multi-shift ESD) or has superior source
separation ability (compared to single-shift ESD). The prerequisite is to have a realistic
estimate of the time courses of the sources.

Figure 3.8 Success rate and
RE for smooth (left) and natu-
ral (right) sources, mixed us-
ing A1, for regularization of
only the first source. Top
row: random initialization of
the demixing matrix. Bottom
row: demixing matrix is ini-
tialized with inverse of ma-
trix containing assumed time
course in first column and ran-
dom values in the others.
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Figure 3.8 presents plots for two variants of ESD, with regularization of only one
source, only α1 6= 0. The top row contains results for simulations with random
demixing matrix initializations. The performance appears to be somewhat poor,
and does not seem to provide an advantage over the multi-shift algorithm from
figures 3.6 and 3.7. Because of the large variance of the runs, it seems that the opti-
mization by gradient descent is unreliable and can easily get stuck in local minima.
An idea suggesting itself when using regularization on time courses is, to initialize
the weight matrix with the inverse of a guessed mixing matrix. For the latter, the
columns for the regularized sources are set to the expected time courses, and only
the other elements are initialized randomly. The second row in figure 3.8 indicates,
that this can indeed help. For the natural sources, the variance is reduced, with a
lower mean; the number of unsuccessful trials decreases as well.
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A further reason for the apparently relatively high reconstruction error is the fact,
that the measure includes the separation quality of all sources. When using regular-
ization, the optimization is forced to concentrate on the regularized sources. Thus,
the measure is not really appropriate for this task any more. Figure 3.9 is the result
of one ESD run with regularization on only one source for the natural sources prob-
lem, at a SNR of 0 dB. As can be seen, the regularized source is separated very well
from the other ones and only the noise keeps the RE for that source from being zero
(and additive noise is not reducible arbitrarily using the linear mixture approach of
equation (3.1)). Contrary to that source, both of the other ones are still mixed in the
other two images.

Figure 3.9 Example for a separation result for three mixtures by matrix A1 of the natural
sources, with a SNR of 0 dB and using regularization on only the first source.

3 × 10 mixing matrix The mixing matrix A2 is used to analyse the situation, when
there are more observed mixtures than sources. Figure 3.10 gives the results obtained
in this case. The task is, to estimate a 10 × 10 demixing matrix, although there are
only three underlying sources. As a consequence, regularization is applied only to
the first three estimated sources, and the RE computation only includes those three
sources, as well.

Smooth Sources Natural Sources
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Figure 3.10 Success Rate and RE (on regularized
sources) for smooth and natural sources mixed using
matrix A2. Regularization on the first three of ten esti-
mated sources is used.

This figure demonstrates, that
even for SNRs below 0 dB, the
separation quality is quite
well. Even though the opti-
mization problem is much
larger (a 10 × 10 demixing
matrix instead of a 3 × 3 ma-
trix), the success rate is quite
high, the variance relatively
low, and the mean error RE

also assumes relatively low
values.



Discussion

39

3.5 Discussion

The previous section provided a short overview of the optical imaging of intrinsic
signals technique and the problems associated with it. The spatial decorrelation tech-
nique was motivated, and the regularization extension presented and compared to
the single- and multi-shift variants. Simulations on artificial data showed regulariza-
tion of the complete demixing matrix to yield very good results. For regularization of
only one source, the decorrelation for all sources is not generally that successful, but
the separation of the regularized source(s) is usually very well.

Critical Appraisal From this, one main question arises: how realistic is the regular-
ization of the mapping signal source? It may be hard to predict the exact time course
of that component. But some prior knowledge, because of the time of stimulus onset,
and because of experience, is certainly available. And the motivation for the present-
ed extension was the wish to have a possibilty for inclusion of additional knowledge
into the BSS approach. If the knowledge of the time course is not reliable or precise
enough to warrant such hard regularization, it is possible to choose smaller α j, or to
regularize only some points of the time course instead of the whole series. An option
is also, to use a crude estimate for regularization, and after convergence continue the
optimization without any regularization. This could help the optimization to avoid
local minima. Although the separation success for application of the regularization
to real data will probably not reach the demonstrated level, it should still improve
results compared to the original ESD variants.

Aside from this, one of the most important prerequisites, which can be a knock-out
criterium for a specific given data set, is that no movement artefacts should occur.
These cannot be modeled by the mixing process described above. Instead, experi-
ence shows that this leads to a lot of pseudo-sources, more than are usually given by
the number of mixtures, and which can thus not be successfully separated any more.
Even more importantly, for strong signals like moving vessels, these pseudo sources
completely dominate the mapping signal. This is then no longer visible, because the
contrast of the images adapts to the stronger movement artefacts, and it is probably
no longer concentrated in one estimated source, as well. These artefacts common-
ly occur for large vessels, even if they are completely fixed, because of the pulsed
swelling and shrinking. Such vessels have to be masked to allow application of the
BSS technique, even if this means that considerable areas of the cortex cannot be anal-
ysed. And the same applies to smaller vessels which are not completely fixed. So, in
our experience, such artefacts constitute the main problem for practical application of
ESD and its improved variants to optical imaging.

On the other hand, if the prerequisites are fulfilled, ESD in general can be very suc-
cesfully applied to optical imaging data, as demonstrated e.g. by Schießl (2001). And
the previous sections have shown, that the regularization can again provide strong
advantages over basic ESD.
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Relation to ICA The use of second order decorrelation methods instead of ICA al-
gorithms can be justified, and the superior performance on optical imaging data for
high levels of noise (observed in Schießl et al. (2000)) can be explained, by the fol-
lowing argument. ICA algorithms optimize some measure of the independence of
the estimated sources. This usually involves some or all higher order moments of
the probability distributions of the sources. The estimation of such higher order mo-
ments is more sensitive to outliers (especially if the data set has relatively small size),
as well as to high levels of noise (which can produce such outliers), than the estima-
tion of second order moments.

Independent sources also fulfill the condition of uncorrelatedness, for all shifts. The
reverse direction is not necessarily true; sources can be uncorrelated, even if they are
not independent. Thus, the decorrelation methods need not find the same solutions
as ICA algorithms, and have less strict assumption on the sources.
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4 Support Vector Machines

The material in this section was developed and implemented during a student
project. My part was method development and supervision of the project, while the
student, Michael Hermann, implemented the algorithm and performed the simula-
tions. Sepp Hochreiter and Johannes Mohr contributed with some very insightful
discussions. The first section provides motivation for support vector machines and
why it is relevant to extend them with the ability for direct missing values handling.
Subsequently, in section 4.2, the idea and mathematical realization of the proposed
kernel are introduced and related to some common preprocessing techniques. A pre-
sentation of empirical comparison results with preprocessing methods, and a discus-
sion including further possibilities for missing values treatment with SVMs make up
the rest of the chapter, sections 4.3 and 4.4. The results indicate, that the proposed
kernel is unusable for training support vector machines. But training a SVM with a
standard Gauss kernel (on complete(d) data), and using the proposed kernel (with
the same support vectors) only after training can improve accuracy of classification.
A possible explanation and characterization of conditions for such improvement is
provided.

4.1 Motivation

Support Vector Machines

Setting Support Vector Machines (SVMs) belong to the most important machine
learning algorithms today. They are founded in statistical learning theory, Vapnik
(1998), and are also very successfully applied in practice. Desirable properties are,
that (1) they are well studied and bounds on their generalization error (risk) are
available, (2) they can be formulated as a quadratic programming problem, for which
efficient optimization algorithms exist, which can find the global optimum instead of
local ones, (3) they are robust with respect to overfitting, because they maximize the
separation margin between classes, which in turn leads to low bounds on the gener-
alization error, and (4) they are suited very well for high dimensional problems.

A very detailed presentation, including an introduction, theoretical properties, algo-
rithms, and applications, of support vector machines and related topics is given in
the book Schölkopf and Smola (2002); shorter tutorials are available in Burges (1998)
and Smola and Schölkopf (1998). Support vector machines were introduced e.g. in
Vapnik and Lerner (1963) (generalized portrait method, precursor of SVMs) and Boser
et al. (1992) (kernel trick for nonlinear extensions).

Another advantage of support vectors is that a variety of free software packages with
implementations is available. This work is based on an extension of Libsvm (2004).
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C-SVC Objective Support Vector Classification (SVC) machines use a linear hyper-
plane in a feature space H to separate the points of two classes. From all possible
separating planes, they choose the one with maximal margin. The margin is defined
as the distance of the closest data point(s) to the plane. This basic idea is extended
in two ways. Slack variables ξ are introduced to allow for learning non-separable da-
ta, and the dot product in the linear formulation is generalized to a kernel k(x, x′), to
allow for non-linear machines (where the feature space H is different from the in-
put space of the training data X). Incorporating all this, the following constrained
quadratic optimization problem results (primal problem, cf. chapter 7 of Schölkopf
and Smola (2002)):

minimize
w∈H ,ξ∈Rm

τ(w, ξ) =
1
2
‖w‖2 +

C
m

m∑
i=1

ξi, (4.1)

subject to ξi ≥ 0, i = 1, . . . ,m, (4.2a)

yi(k(xi,w) + b) ≥ 1 − ξi i = 1, . . . ,m. (4.2b)

Equation (4.2b) enforces a correct classification of the examples, with the exception
of those for which ξi > 0. xi is the ith training example (i ∈ {1, . . . ,m}) and yi its
label. τ, the objective function to minimize, has two competing terms. On the one
hand, the norm of the weight vector is minimized, which corresponds to the inverse
of the margin width. On the other hand, the slack variables are kept low to achieve
few classification errors. Usually, a larger margin is often achievable only for more
classification errors. C > 0 is a weight term specifying the trade-off between both
goals.

It is easier, to solve this problem, if it is stated in an equivalent form, which does not
directly reference w any more. This is called the dual, and results from using the La-
grangian method to solve the primal problem. αi are the Lagrange multipliers enforc-
ing (4.2b), one for each training example.

maximize
α∈Rm

W(α) =
m∑

i=1

αi −
1
2

m∑
i, j=1

αiα jyiy jk(xi, x j), (4.3)

subject to 0 ≤ αi ≤
C
m
, i = 1, . . . ,m, (4.4a)

m∑
i=1

αiyi = 0. (4.4b)

This form allows to optimize only for the parameters Bα, from which all other can
be computed. Furthermore, the data x only occurs in the kernel; this makes it pos-
sible to substitute the dot-product used as kernel for linear SVMs by generalized dot-
products (kernel-trick). Usually these correspond to a dot-product in some (possibly
unknown and/or infinite) feature space H . Mapped to the input space, the classifi-
cation hyperplane in H corresponds to a non-linear classification boundary. In the
following, only the Gauss kernel is used:
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k(x, x′) = exp
(
−
‖x − x′‖2

2σ2

)
(4.5)

After the parameters α are learned, new data can be classified using the sign of the
discimination function

f (x) =
m∑

i=1

yiαik(x, xi) + b (4.6)

Missing Values

Section 2.1 indicates that no direct approach for handling of missing values with
SVMs exists. The only approaches available so far are preprocessing methods, like
casewise deletion, mean imputation, regression imputation, multiple imputation, or
introduction of extra features. Thus, the previously described advantages of SVMs are
disputable, when they are applied to incomplete data, because of the problems in-
herent in these preprocessing methods. Casewise deletion could work very well in
combination with support vector machines, if only “unimportant” data is removed,
i.e. data which will not be selected as support vectors (αi 6= 0). But for large numbers
of missing values, almost no complete examples will be present (e.g. in the siemens
data set, discussed in section 8.1), and the support vectors chosen (if possible at all)
will probably not reflect the complete data problem well.

Even the otherwise very successful “extra features” method, which introduces new
features indicating the presence or absence of corresponding features, is not always
successful or applicable. It can only learn relations between missing values and clas-
sification targets, if the training set contains enough missing values (naturally, i.e.
subject to the same distribution as in the test data). Furthermore, the missing values
have to be filled in using some method anyway; depending on the problem, values
filled in more or less arbitrarily could make the problem harder than it naturally is.

A natural method to directly handle missing values could circumvent these issues.
One idea for this is covered in the following section, and advantages are shown for
some data sets, although it is not always the right method to choose. The discussion
at the end of this chapter outlines further ideas to missing values handling.

4.2 New Kernel

When dealing with missing values, the question can be raised, whether one can do
better than value imputation, when using support vector machines. The disadvan-
tages of possible preprocessing methods, which result in one or multiple complete
data sets, have been discussed (in section 2.1). On the other hand, by using the “mul-
tiple networks” approach and learning a separate SVM for each possible subspace of
known features, the optimal support vectors and classification decision for each input
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Figure 4.1 Left: Schematic representation of a classification problem with two classes,
red and blue. Both classes consist of one blob each. The widths of these along the main
axes are indicated by the ellipsoids. The projection of the blobs onto the xz-plane is shown
below the blobs. This is the basis for the visualizations in the following graphics. Right:
Effect of mean imputation, missing values are assumed to occur only for the y-coordinate;
some example data points with missing values are explicitly shown (vertical bars). By
mean imputation, these are all projected onto the same plane y = mean(y), which is
parallel to the xz-plane. The projections are indicated by small dots, which are connected
with lines to their (in a real problem unknown) original locations.

vector with or without missing values could be found. Of course, this is generally
intractable, due to the large number of possible present input feature combinations.
It would be nice, if the optimal support vectors for each subspace could instead be
derived from the single SVM learned for the complete space. Unfortunately, this does
not seem to be possible, either, because the support vectors for the complete space
are usually not the same as for every possible subspace. The question remains, how
well “subspace SVMs” would work, which do not use the optimal support vectors, but
instead the ones which are optimal for the complete data set.

This is a very simple approach, after the complete data SVM is learned, and can be
easily implemented. Most of the rest of this chapter is concerned with a discussion
and evaluation of this approach, when compared to common preprocessing methods,
which have about the same complexity of data handling and computation.

Visualization To compare the outlined subspace approach to some preprocessing
methods, mean imputation and nearest neighbor imputation, some graphical illus-
trations are used in the following. The basic one is given on the left of figure 4.1. It
shows two blobs in colors red and blue. Each color represents the region for points
belonging to one class, i.e. the blobs (three intersecting circles, one each perpendicu-
lar to the x, y, and z axes) show the approximate expanse of the respective class. The
projection of each class onto the xz-plane is also shown, for a better impression of the
three-dimensional arrangement. The classes are very well separated, and can be dis-
criminated using either the y-values, or the combination of x- and z-values. Missing
values are assumed to occur only for y, for convenience of visualization. The visual-
izations mainly concentrate on the case that training has taken place on a complete
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Figure 4.2 Left: Handling of missing values using nearest neighbors (NN) imputation.
For this even for missing y-coordinates well separable problem, values from the same
class are imputed and the incomplete data points can be classified very well. Right: Same
problem as on the left, but the x and z coordinates of the cluster midpoints are closer
together, such that their projections onto the xz-plane overlap significantly. Here, the NN

imputation does not always select y-values (which are very informative, because they
still separate the two classes very well) from the correct class, leading to bad classification
performance on test data with missing values.

data set, and the missing values handling only has to be applied for new test vectors,
but some remarks about training on incomplete data sets are also made.

Mean Imputation The right side of figure 4.1 shows the application of the mean im-
putation preprocessing method to the problem. All input vectors with missing values
are projected onto the same plane at y equal to the mean of all y values. The projec-
tions of the two classes onto that plane are shown (ovals with dots), as well as the
projections of some example (incomplete) points (dots), together with connections
(vertical bars) to their original complete locations.

When such data is used for learning, the achievable margin is obviously much small-
er than for the equivalent complete data case, and the location and orientation of the
boundary is probably changed quite drastically.

When missing values occur only during application of a learned SVM, the drastically
changed input distribution of the vectors can cause problems. For complete vectors,
the y-component is most informative, and will have a high impact onto class deci-
sions. Depending on the degree of missing values, the y-component can loose much
of its discriminative ability for incomplete data. In this example, the location on the
xz-plane is still sufficient for classification, but as soon as noise comes into play or
the problem gets harder by more clusters or higher variance, this will be a problem.

Nearest Neighbor Imputation Another very simple method for filling in missing
values is nearest neighbor (NN) imputation. For each incomplete vector the most sim-
ilar one from the set of complete vectors (or those, which have the feature present,
which is missing for the incomplete vector) is identified. Its value for the feature in
question is then used for the incomplete example as well. Figure 4.2 illustrates this
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Classification in subspace Subspace classification
for harder problem

Figure 4.3 Left: Classification in the xz-subspace for points with missing y-values. The
support vectors used (circles) are the projections of the ones for the complete data (end
of connections from circles). These are not generally the optimal support vectors in the
reduced space, but in this example still allow a perfect classification. Right: Again, the
same problem as on the left, but with the cluster midpoints closer together. Now the
classes overlap in the reduced space. Still, considering the overlap, a reasonable classifi-
cation is possible. Complete points are still classified in the original three dimensional
space, and use all information and the optimal support vectors.

method. On the left side of this figure, the NN imputation results in a completed da-
ta set with very similar statistics to originally complete data. Thus, training as well as
application of SVMs are no harder than in the complete case.

On the right side of this figure, the problem is made somewhat harder, by moving
the centers of the clusters closer together, such that their xz-projections significant-
ly overlap, while the y-component still allows perfect discrimination. This setting
shows a weakness of NN imputation: based on very insecure knowledge about neigh-
borhood, using only the x and z coordinates, y is imputed. Usually, y would allow
perfect classification; but its imputation is unreliable, and application of SVMs suffers
very much, because the class is determined almost only by y.

If such problems occur already in the training set, this will make learning much
harder, by randomly introducing data points amidst classes they do not belong to.
This may lead to a shift of the classification boundaries, which no longer reflect the
actual structure of complete data. Whether this is an advantage (especially, if NN is
also used for testing), or a disadvantage is not clear beforehand. By using the NNSC

method (nearest neighbor same class), which does not use all (complete) vectors for
similarity computation, but only those of the same class, this can be avoided for the
training set. On test data another scheme has to be used, because the necessary la-
bel information is missing there. The simulations shown later indicate that the use of
NN instead of NNSC is rather a disadvantage, if any difference is discernible at all (cf.
figures 4.6 and 4.9, comparison between NN and NNSC used for training).
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Subspace Classification Using the subspace classification idea, outlined at the
start of this section, can be illustrated as in figure 4.3. Complete vectors are classi-
fied using the whole three-dimensional feature space including the informative y-
coordinate. There, the blobs are separable very well. For incomplete vectors, the
(complete) support vectors are projected onto the space of available features (here,
the xz-plane), and classification is carried out in that space.

The right side of this figure again shows the somewhat harder problem. For com-
plete examples, the classification takes place in the complete space, and is reliable.
Only for incomplete examples, the class assignment can be ambiguous. As illustrat-
ed, the original support vectors can still make sense in the subspace (projection of
support vectors into subspace is indicated as circles). Later sections evaluate to what
degree this is also the case in practice and for more realistic data sets.

Implementation The subspace classification approach presented before can be im-
plemented in a very simple manner. Data vectors are used only for calculation of the
difference within the kernel k(x, x′), cf. equations (4.3) and (4.6). The following only
applies to Gauss kernels, cf. equation (4.5). This kernel can be modified to a form,
which is equivalent to the original Gauss kernel applied to the subspace of those fea-
tures which are present in both x and x′. For this, the difference components are set
to 0 for all components where a missing value in one of the vectors actually occurs.
‘?’ indicates a missing value in the following example:

x − x′ =



x1
...
?
...

xn


−



x′1
...

x′i
...

x′n


=



x1 − x′1
...
0
...

xn − x′n


(4.7)

Modifying the difference in this way is different from filling in 0 for every missing
value (at least when using Gauss kernels). If the latter would be done, then the dif-
ferences for the missing components would almost never be zero, as the data vectors
usually have values different from 0 for these components. Filling in zeros would be
somewhat similar to the mean imputation method (see figure 4.1), but with putting
the projection plane at y = 0. The support vectors would, on the other hand, still be
at their elevated positions above the projection plane; altogether this would lead to
bad classifications for vectors involving missing values.

The Gauss-kernel with the modified difference computation is called GaussMV (Gauss-
kernel for Missing Values) in the following.

Training In principle, the presented difference computation modification can also
be used during training of a SVM. This would allow to also learn from data sets with
missing values. This approach is also pursued; although it does not seem to be rec-
ommendable under any circumstances, reports on the results are included in the next
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section, as well as an explanation why using GaussMV for training does not seem to be
a good idea.

4.3 Evaluation

Data Sets For evaluation of the GaussMV-kernel three different artificial and one real
data sets are used. Two of the artificial data sets, “threeblobs” and “surround”, are two-
dimensional and designed mainly for visualization purposes and evaluation of cer-
tain data characteristics. “fivedim” is five dimensional and has a more complex struc-
ture. The “siemens” data set is described in detail in section 8.1.

threeblobs consists of three blobs, one positive with its center at location (1, 1), and two
negative ones at (2, 0) and (2, 2). Each blob is a Gaussian with variance 0.2, such that
the blobs have virtually no overlap. Both features alone allow a good, but not perfect
separation. The distribution of the classes can also be seen in figure 4.11.

The surround data set also consists of two negative and one positive blob. Here, the
negative blobs are arranged to the left and right, centers at (−1, 0) and (1, 0), of the
positive blob, (0, 0), each again with a standard deviation of 0.2. As a consequence,
the second feature is useless for classification, while the first allows a very good, al-
though not perfect discrimination.

For fivedim, 10 blobs are randomly distributed for the positive and 10 blobs for the
negative class, with uniform distribution of centers in the range between −2 and 2
for all five features, and a uniform standard deviation of 0.5. Some overlap should
be present in such data, as well as complex relationships of blobs lying between, over
and next to each other. For certain blobs, one or some features might well separate
these, while for other blobs other features might be necessary, or they are even over-
lapping for all features.

From the siemens data set, the 30 features are selected which have the highest mu-
tual information with the target (estimated by binning the feature values to about
20 bins). The data set itself is very unbalanced, i.e. the number of positive examples
is only about 8.5%. To allow good generalization of learned SVMs, the data is bal-
anced by randomly including only as many negative examples as there are positive
examples. Altogether there are more than 70,000 examples, which are randomly split
into five training and test sets. This is a very noisy data set, where class predictions
can achieve an accuracy of maximally between 65-71%.1 One specialty of this data set
is that several features are missing informatively, where the difference in missingness
levels conditional on positive and negative class can be up to 20%. Another respect
in which this data set differs from the artificial ones presented so far, is that it does
not contain clusters. Instead, most features have a high prior for low values, with less

These numbers depend on balancing, the number of features used, the number of examples included in the1

training set, and of course on the learning machine used.
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values occuring the higher the value of the feature is. The distributions for positive
and negative class differ only slightly, with a higher probability of higher values for
the positive class.

Compared Methods The proposed GaussMV method is compared to NN, NNSC, Mean,
and Extra/Mean preprocessing of missing values. NN is the nearest neighbor imputa-
tion method described above, and NNSC its extension, where the nearest neighbor
is chosen only among examples from the same class. Mean imputes the mean value
for each missing feature, and is described above as well. Additionally, Extra/Mean is
included, which introduces an extra feature per feature with missing values. These
additional features are binary valued and indicate whether the corresponding origi-
nal feature is missing or not. In case it is missing, the original feature is filled in with
its mean.

Finally, SVMs are also learned on complete data sets, and missing values are intro-
duced only into the test set. Training a standard Gauss-kernel SVM on complete data
is denoted by Complete in the following.

Where possible, these methods are combined. All methods are used for learning dif-
ferent SVMs; for each learned SVM, all feasible preprocessing or kernel alternatives are
applied on incomplete test sets, because some approaches are possible or sensible on-
ly for either training or testing. Not all combinations are possible: (1) The Extra/Mean
method can only be combined with itself, because the structure (number of features)
in the data set is different from that of data for all other methods. (2) If GaussMV is
used for training, then no other algorithm can be applied for testing, because support
vectors can contain missing values, which cannot be handled by the other methods.
(3) NNSC can only be used for training, because the label information necessary for
selecting the nearest neighbor of the same class is not available in test sets.

Simulation Context For all evaluations, data sets with 1000 balanced examples
are used (except for siemens, see above). Architecture selection is performed for each
method separately, but within the same range of values for C (limit of the Lagrange
multipliers α, trade-off between margin and classification errors) and σ.1 The imple-
mentation used (and modified for GaussMV) is libsvm in its Java version.

The reported standard deviations (error bars in the following diagrams) are obtained
by repeating experiments five times, always with newly created training and test
sets (artificial data sets), or by using five different splits into training and test data
(siemens). All methods used the same five training/test sets.

In the artificial data sets missing values are introduced MCAR for all features, with
two distinct levels, 5% and 40%. siemens naturally includes missing values; one feature
is complete, several features have between 15% and 35% missing values, and some up
to 90%.

Values considered for C and σ are C ∈ {1, 10, 100} and σ ∈ { 12 ,
√

1/2, 1,
√

2, 2, 5, 10}.1
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Figure 4.4 Diagram showing the performance of different method combinations for
training and testing, for the surround data set with 5% of the feature values missing MCAR.
The horizontal axis specifies the method used for training a SVM, and the test method is
color coded as specified in the legend box. Only feasible combinations are shown. The
measure used is the Accuracy, the percentage of examples classified correctly for the test
set.
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Figure 4.5 Accuracy for different method combinations for training/testing on the sur-
round data set with 40% of values missing MCAR.

Results The main results are provided here in advance: there are two types of data
sets; one, for which the proposed method GaussMV shows advantages over the other
methods, and the other for which it is (more or less) inferior. Furthermore, it does
not seem to make any sense to apply GaussMV for training. This is obvious from all of
the following diagrams, thus it is not commented further for the individual data sets.

The following figures show the results in more detail. For each diagram, the x-axis
indicates the method used for training, while the bars in each group are color coded
to indicate the method applied for testing (see legends). As measure the Accuracy is
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Figure 4.6 Accuracy for different training and test method combinations on the fivedim
data set with 5% of values missing MCAR.
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Figure 4.7 Accuracy for different training and test method combinations on the fivedim
data set with 40% of values missing MCAR.

used, which gives the number of correct classifications by the SVM in relation to the
total number of examples (in the test set). All data sets are balanced, so this does not
favor any class.

The sets, for which GaussMV usually improves on the other methods, are surround and
fivedim, as apparent from figures 4.4, 4.5, 4.6, and 4.7.

For surround, the only other method reliably yielding performance comparable to the
GaussMV method is Extra/Mean. The reason is probably that these two methods actu-
ally make use of the information that a value is missing (by selecting an appropriate
subspace for classification, or by using learned knowledge about the significance of
missing values). The two inferior methods, NN and Mean, do not know, which values
are originally present, and which are only imputed. Thus, they assign the signifi-
cance learned for present values also to originally missing values, which obviously
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Figure 4.8 Accuracy for different method combinations for training/testing on the three-
blobs data set with 5% of values missing MCAR.
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Figure 4.9 Accuracy for different method combinations for training/testing on the three-
blobs data set with 40% of values missing MCAR.

is not appropriate for this data set. These observations hold qualitatively, regardless
of which training method is used, except for GaussMV, and Extra/Mean, as pointed out
before. Quantitatively the only anomaly is the training with Mean for 40% missing
values, which is inferior to the other training methods, although it is comparable to
some of them for 5% missing values.

Results for the fivedim data set are in general similar, but differ in three respects:
(1) For 5% missing values, the mean accuracy values are much closer together, and
the error bars overlap significantly, although the ordering of the methods is pre-
served. (2) The Extra/Mean method has higher variance (for 5% missing values), and
the mean is no longer on the same level as that of the GaussMV method. (3) The com-
bination of using Mean for training and testing performs relatively well for high levels
of missing values.
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Figure 4.10 Accuracy for different method combinations for training/testing on the
siemens data set.

Furthermore, in this example training with a complete data set shows some very
slight advantages over training using NN or NNSC.

For the threeblobs data set, figures 4.8 and 4.9, the results are completely different.
Here, for the test set, NN imputation is the method to prefer, although GaussMV often
is not much worse. For low levels of missing values, the training method is not im-
portant, but for higher levels NNSC or Mean, and of course Complete, seem to be more
stable than NN. Extra/Mean performs comparable to the best other combinations. Us-
age of Mean on the test set is not recommendable, even though its use for training
seems to be successful.

Extra/Mean is the method to prefer, when working on the siemens data set, figure 4.10.
This is no surprise, as it is the only method among the evaluated ones, which uses
knowledge about differing class-conditional missing value distributions (informative-
ly missing values). Training on complete data (Complete) is not possible for this data
set, because no complete data set is available.

Otherwise, the combinations NN for training and testing and Mean for training and
testing both perform relatively well, while the others are significantly worse, al-
though not much, including GaussMV for different training methods.

4.4 Discussion

Results Discussion
The conclusion from the results of the last section seems to be that there is no single
method which is always recommendable. Depending on characteristics of the data
set, the/an appropriate method has to be chosen.
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Complete training GaussMV training

Figure 4.11 Support vectors and decision boundaries for the threeblobs problem. Gray
colored regions are classified positively, white colored regions negatively. Left: trained
using complete data and a Gauss-kernel. Right: trained using 40% missing values and
the GaussMV-kernel. Support vectors are shown as red circles (complete vectors) or red
lines (vectors with one component missing). It is obvious, that most vectors with missing
values become support vectors. This dramatically increases the number of support
vectors from 8 to 403 (of 1000 data points altogether), and the support vectors with
missing values have an overwhelming influence, pressing the classification boundary in
implausible directions.

Training Method During the training phase, usage of a complete data set, if avail-
able, seems to be generally a good idea, although this would have to be verified fur-
ther on more data sets. An exception is of course the often very successful Extra/Mean
method: for this, training on complete data makes no sense, because the significance
of missing values could then not be learned.

Training with Mean never provides any advantages over other methods, except some
slight improvements, when Mean is used for the test set. Still, their performance is
usually not competitive.

Most reliable during training seem to be NN or NNSC, with some preferece for the lat-
ter. The preference for NNSC is indicated by the experiments so far, when using Gauss-
MV or NN on the test set. The only exception is the siemens data set, where the NN/NN

combination outperforms NNSC/NN. The reason for this probably lies in the very sim-
ple implementation of the NNSC method: when selecting the nearest neighbor for im-
puting a value, it only considers complete vectors. This might be improved by tak-
ing into account all vectors, which have the feature in question present. Because of
the high level of missing values, there are only few complete vectors of each class in
siemens, giving a poor basis for imputations. NN uses examples of both classes, and as
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the class conditional histograms for siemens are usually very similar, imputing a value
by using an example of the wrong class does not hurt.

The reason, why the GaussMV method is not usable for training, is obvious, when
looking at figure 4.11: usually almost all vectors with missing values become sup-
port vectors. For computing the modified difference, equation (4.7), incomplete vec-
tors can be viewed as freely shiftable along the dimension(s) of the missing value(s).
Thus vectors with one missing value appear as a line. In the difference computation
the missing component difference is set to 0, corresponding to a computation of the
distance of the other vector to the line (the shortest distance to any point on the line).
This results in an underestimation of the true distance (to the complete data point).
Underestimating the distance to the points from the other class makes it probable
that incomplete vectors are selected as support vectors.

Taken together, the influence of all incomplete support vectors can dramatically move
the decision boundary and leads to implausible classification regions.

Testing Method As reported in the last section, there are data sets, where the use
of the GaussMV-kernel on the test set (regardless of the method used for training)
provides better accuracy than all other methods, including Extra/Mean. On the other
hand, there are data sets, where it does not (reliably) reach the performance of some
other methods (mainly either NN or Extra/Mean).

From the characteristics in these data sets, it seems that the GaussMV-kernel works
well compared to the other methods for data sets with blob structure, for which
blobs of different classes may be stacked above or next to each other. Then, for vec-
tors with missing values, the algorithm has to concentrate on the information in the
remaining features, ignoring instead of imputing the missing one(s). Any imputa-
tion (except for multiple imputation) will place the vector inside one (possibly wrong)
blob, without sufficient clues about ambiguity of the vector, and thus introduce bias.

A simple example for comparing GaussMV and NN may illustrate this: assume, there
are two blobs stacked above each other, with some empty space between them, like
on the right side of figure 4.3. In all but the missing dimension (y), their centers
are slightly different, but altogether they have a large overlap. Now a vector with
a missing y-component should be classified. Assume it lies closer to the center of
the second (blue) class (in the remaining dimensions), such that the probability of
it being generated by the blue class be 70%, and for the red class 30%. Without
having additional knowledge, the probability, that NN will classify this correctly, is
pred · pnn,red + pblue · pnn,blue. Here, pred and pblue are the probabilities, that the point
belongs to the red and blue classes, respectively, and pnn,red and pnn,blue are the proba-
bilities, that NN puts the incomplete vector into the red or the blue class. Both pred

and pnn,red are 0.3, while pblue and pnn,blue are 0.7. Altogether the probability for a
correct classification then is 0.32 + 0.72 = 58%.
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When using GaussMV, the classification takes place in the xz-subspace shown in
figure 4.3. If the support vectors were optimal in that subspace, the incomplete vec-
tor would lie on that side of the decision boundary belonging to the blue class, and
it would be classified as blue. This would have a probability of being correct of 70%
(the optimum one can do in this case), which is considerably higher than the 58% of
the NN method. Even if the support vectors are not optimal in the subspace, there is
some room for it to make errors and still be better than NN.

On the other hand, when looking at the support vectors in the left graphic of
figure 4.11, and projecting them onto the horizontal axis, it seems plausible, that they
are probably not optimal for that subspace. Such suboptimalities might be responsi-
ble for the slightly less reliable performance on the threeblobs data set.

The three artificial data sets consist of blobs, and only those of the threeblobs data set
are well separable even with one dimension missing. So, these data sets support the
arguments above. For the siemens data set, without a blob-structure, it is harder to
specify, why the performances of the methods compare as they do. To find for such
data sets characteristics, on which the relative merit of GaussMV depends, would re-
quire more data sets, and the possibility of a better variation of such characteristics
for evaluation of the methods.

Further Approaches

Other Kernels Of course, it would also be possible to apply the subspace idea to oth-
er kernels. For linear SVMs, this would be equivalent to imputing 0 for the missing
values, i.e. the scalar product would not get a contribution from such components.
For polynomial kernels this is similar, as the scalar product is used there directly as
well: k(x, x′) = (〈x, x′〉p).

Performance for these possibilities is not evaluated due to time constraints. Modi-
fying Gauss-Kernels seems to be a good starting point because of the good visual-
ization and interpretation possibilities of the differences as distances. There is also
a difference between Gauss- and linear/polynomial kernels for this idea: setting the
difference for some components to 0 consistently underestimates distances, thus lead-
ing to higher kernel values and overestimating similarities. Doing so in scalar prod-
ucts leads to lower kernel values, thus underestimating similarities. It is yet unclear,
whether the subspace idea could work for such kernels nonetheless.

Filling in Least Disturbing Value Another idea to extend support vector ma-
chines for handling missing values is motivated by Yoon and Lee (1999). They de-
scribe an approach to impute missing values for backpropagation training. The ap-
proach (cf. page 16) ignores data points with missing values, as long as it is possible
to explain the present feature values using the current model. To test this, a neural
network is first trained on the complete part of the data set. Then, the missing fea-
tures are learned, by backpropagation of the errors of the corresponding data points,
w.r.t. the missing values instead of the network weights. If possible, the values will
be moved into a region which is classified according to their class. Then the third
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step, retraining on the so completed data set, will not much change the network. If
it is not possible to place incomplete points in regions of their class by appropriately
filling in their missing values, then they will be moved as close as possible to such
a region. In the retraining, they will then influence the network to make the incom-
plete vectors better explainable.

A similar idea would be possible for support vector machines. Consider the primal
objective function for SVM classification (page 42), which is repeated here for conve-
nience:

minimize
w∈H ,ξ∈Rm

τ(w, ξ) =
1
2
‖w‖2 +

C
m

m∑
i=1

ξi, (4.1)

w can be expanded as follows

w =
∑

i

αiyiφ(xi), (4.8)

where φ(x) is a mapping function, which maps inputs into the feature space H
which corresponds to the kernel k used; often, this function is not known. It is not
needed explicitly, as only the dot product in space H is used, which is computed di-
rectly using the kernel function.

Keeping this expansion in mind, the primal objective function can be minimized via
αi and ξi. Missing values of input vectors could be filled in such that the resulting
objective function is as low as possible. This might be achieved by actual deriva-
tion and gradient descent, although this could be too time consuming (the optimal α
might change when changing the imputed values). Instead, given an already trained
SVM, the following heuristic for filling in a missing value might already provide rea-
sonable imputations, which could be used to retrain the SVM:

1. Choose the missing value(s) such, that the input vector is located in a region of
the class indicated by its label yi, in such a way, that it does not become a support
vector (it is outside the margin). This leads to αi being zero, thus minimizing w,
while conforming to all constraints, i.e. ξi = 0. This corresponds to the situation,
that the input xi is explainable by the model, and should not influence it in any
way.

2. If this is not possible, it must become a support vector. In this case, the missing
value(s) should be chosen to locate the vector as close to the correct side of the
margin as possible. Although αi will be 6= 0 (the vector must become a support
vector, because it is inside the margin or even inside the other class), the slack
variable ξi will be minimized.

This method only works for training. First an initial model has to be trained only on
complete data; then the missing values have to be filled in according to the recipe
given above; and finally the model has to be retrained. To really minimize the ob-
jective function, the imputation and retraining might have to be repeated a couple of
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times. This idea has not been realized so far due to time constraints, so an evaluation
of the merits is still open. It will only be applicable, if not too many values are miss-
ing during training, otherwise the initial training will not be very sensible, and the
optimization of the missing values will probably take very much time.
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5 Approximate Maximum Entropy

Nunquam ponenda est pluralitas sine neccesitate

Plurality should not be posited without necessity1

Occam’s Razor
William of Ockham

14th century

Introduction The general idea of the maximum entropy principle is known, al-
though under different names and in different shades, since a long time. It is related
to Occam’s Razor and the “Principle of Parsimony”.2 It is expressed in formulations
like the admonition to choose the simplest possible hypothesis, or to use all available
knowledge, but no further assumptions. This principle is also, what makes the choice
between two or more options very difficult, when nothing is known about them. If
one cannot read Chinese, what meal should one choose in a Chinese restaurant when
no translation of the menu is available? Laplace expressed this in his “Principle of
Insufficient Reason”, where he argued that, when no information for the distinction
between the probability of two events is possible, one should regard them as equally
likely.

Jaynes (1957) was the first to explicitly propose the “principle of maximum en-
tropy” for use in statistical inference. One problem is to determine, what “equally
likely”, or “simplest”, means in a given context. This is especially the case, when
some knowledge is available, but insufficient to determine the exact probabilities.
Shannon and Weaver (1949) provide a means to formalize the concept of information
and uncertainty, and Jaynes (1957, 1989), using this, shows how to assign probabili-
ties in a way to avoid any assumptions beside given knowledge. This can be used to
construct priors consistent with given knowledge, which are then used in Bayesian
analysis. In the following, this principle is used instead to directly estimate the prob-
abilities for a prediction problem. For this, knowledge (including such extracted from
a given data set) is formulated as constraints on the joint probability distribution;
then the probabilities are selected to maximize the entropy of the distribution, sub-
ject to the constraints.

The principle of maximum entropy has repeatedly been criticized, on different
grounds. Jaynes (1991, 1994, 2003) provide a summary of arguments and deriva-
tions for the use of maximum entropy methods. Again, the main argument is that
constrained entropy maximization retains maximal uncertainty while conforming to

Other popular translations are: “One should not increase, beyond what is necessary, the number of entities1

required to explain anything,” Heylighen (1997), “Plurality should not be assumed without necessity,” Beckett
(1994), “Entities should not be multiplied unnecessarily,” and, quite common in everyday life: “Keep it simple,
stupid”
It appears even earlier, in the Bible, and Greek philosophers have expressed similar ideas, e.g. Aristotle and2

Herotodus, cf. Jaynes (1984, 1991) and Berger et al. (1996).
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given knowledge. It is also shown, that the Maximum Entropy (ME) solution is equiv-
alent to the frequency distribution allowing the greatest number of realizations of a
random experiment, among those which conform to the given set of constraints; thus
the probability that the observed data was generated by the found ME solution dis-
tribution is greater than that of any other probability distribution. This argument is
related to the “Wallis Derivation” mentioned in Jaynes (2003). The Wallis derivation
uses combinatorial arguments to derive the maximum entropy principle (Wikipedia
(2004) gives a short summary). Jaynes also deals with some possible and experienced
objections against the use of maximum entropy methods. His arguments are supple-
mented by Shore and Johnson (1980), who show that any other measure of uncer-
tainty than the entropy leads to inconsistency in statistical inference. This is done by
stating four axioms of consistency, and then showing the unique correctness of the
principles of maximum entropy and the principle of minimum cross-entropy for sta-
tistical inference.

Maximum Entropy for Data Analysis Algorithms for maximizing the entropy
of a probability distribution given some constraints were proposed e.g. by Ku and
Kullback (1969), and later by Cheeseman (1983), based on Jaynes (1982). These early
approaches had the problem, that they were intractable for reasonable sizes of data
sets; results were reported only for up to 3 or 4 features with only a few values per
feature. Further work followed, to allow the use of potential benefits of the maxi-
mum entropy method for data analysis problems with realistic data set sizes. Berg-
er et al. (1996) describe an efficient algorithm, “improved iterative scaling”. Besides
this algorithm, they also provide a further justification for the use of maximum en-
tropy methods: The general form for probability distributions, which are solutions to
a given constrained maximum entropy problem, is a normalized exponential, having
as argument the sums of products of Lagrange multipliers with their corresponding
constraint functions; for an example see equation (5.5). Applying the maximum like-
lihood method to this general form leads to exactly the same solution (values for the
Lagrange multipliers) as does the constrained maximum entropy method. I.e., for the
given parametric form, the maximum entropy solution accounts best for the given
data set.

Della Pietra et al. (1997) and Lafferty et al. (2001) introduce random fields and con-
ditional random fields, both of which are maximum entropy models with special
graphical structures or features, into the field of natural language processing. The
training method used is improved iterative scaling. There are several more publica-
tions concerned with the use of maximum entropy models for natural language pro-
cessing. Malouf (2002) reports on performance comparisons of different algorithms
for maximum entropy parameter estimation. He concludes, that accelerated gradient
ascent methods are more efficient than iterative scaling variants, for a large variety of
data sets.

Miller and Yan (2000a) introduced another approach to efficiently learn the parame-
ters of a maximum entropy model, which is called Approximate Maximum Entropy



61

(AME) in the following. This approach uses an approximation of the joint distribution
of the whole feature space, by restricting its support, e.g. to those values observed
in the data set. This allows efficient marginalizations (computation of otherwise of-
ten intractable sums) and thus the application to rather large feature spaces. Further-
more, Yan and Miller (2000) extend this approach from classification to general infer-
ence – every feature can be a possible target for prediction, given the other features –
with discrete features and targets, and also give the idea for a possible extension to
mixed discrete and continuous feature spaces.

The AME approach seems to provide an elegant solution for many of the problems
encountered with real world data sets. Among these are the treatment of missing
values and heterogeneous feature spaces. Further advantages are the intuitive pa-
rameter structure, which can support feature and constraint selection, as well as the
possibility to do general inference. Based on the ideas in Yan and Miller (2000) the
capabilities of AME with respect to mixed feature spaces, classification, regression,
and missing values handling on large data sets are analyzed in this chapter. To allow
all this, I extended the theory and implementation to regression and continuous fea-
ture handling, and (re)implemented the AME model with the extensions presented in
this chapter.

Applications The applicability of ME methods and their prospect for future appli-
cations are given by a variety of publications. For instance, Shore and Johnson (1980)
give references for the successful application in diverse fields like statistical mechan-
ics, thermodynamics, statistics, reliability estimation, traffic networks, production
line decision-making, stock market analysis, and general probabilistic problem solv-
ing. More recently, Berger et al. (1996), Della Pietra et al. (1997), Ratnaparkhi (1998),
Nigam et al. (1999) and others apply this method to natural language processing.
Buehler and Ungar (2001) apply maximum entropy modeling to biological sequence
data, and Browning and Miller (2001) discuss application of an ME model to collabo-
rative filtering, e.g. the prediction of preferences of users for certain items, given par-
tial knowledge about preferences for other items. Important fields of application for
general inference models (which can be done with AME) are medical diagnosis (e.g.
detecting diseases in the presence or absence of other diseases and symptoms), fault
detection, and information retrieval.

Overview In the following, first a review of the basic AME model is presented
(next section), based mainly on Yan and Miller (2000). Then an elaboratation of the
ideas of classification with mixed feature spaces given in the same article follows, in
section 5.2. Section 5.3 shows a possible extension, for application of AME models to
regression problems, which is derived by me. Thereafter, in section 5.4, follow own
ideas and methods regarding missing values handling, feature selection, and a pos-
sible speed up for large data sets; section 5.5 shortly describes some implementation
issues, and finally section 5.6 contains a discussion of the theory and comparisons
with other machine learning models.
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5.1 AME Classification with Discrete Features

This section describes the basic AME approach for classification with discrete features,
which was invented and presented in detail in Miller and Yan (2000a) and Yan and
Miller (2000). The same methodology will be used in the following two sections for
extending the model to use mixed discrete and continuous feature spaces, and to per-
form regression.

Context In the following, data sets are assumed to have matrix form. The rows
correspond to cases, and the columns to features. The features are divided into the
set of input features FD and the single classification target feature i. The variables
j, k ∈ FD denote certain discrete input features. f is one data vector, containing all
input features and the classification target label. A row m (sometimes also n) of the
data matrix can be used to specify the feature values belonging to that row as f m.
Both m and n are in the range {1, . . . ,M}.

For an overview of notation, appendix B on page 143 can be consulted as well.

The task in the following is, to find a posterior distribution PM( fi|f (−i)), which allows
to perform classification on new input data by computing class probabilities, given
an input vector. fi is the target label (class) in question, while f (−i) is a data vector
f excluding the target feature i. PM denotes probabilities, in this case the posterior,
which are to be learned by the maximum entropy model introduced here.

Objective, Constraints Instead of choosing/learning any arbitrary parameter vec-
tor compatible with observed data, the AME approach tries to incorporate as little
assumptions as possible into the model, using only explicitly expressed information
extracted from the data set. To stay maximally non-committal to any not explicitly
specified information, the approach uses the entropy as objective function for max-
imization. The information about the problem is specified in form of constraints on
entropy maximization. Which constraints are selected is adaptable, and depends on
knowledge about the problem. If the constraints are inaccurate, the maximum en-
tropy solution will not solve the actual problem at hand, but the one encoded in the
constraints. This is important for an understanding of why “overfitting” may happen
with maximum entropy models: it usually means, that the constraints encode knowl-
edge, which does not allow good generalization. For learning an inference model
from data, this means that characteristics of the data set are learned, which are spe-
cific to the training set and are not valid for test data. So, in selecting the constraints
to encode, their transferability to new data should be taken into account.

Usually the constraints will use some statistics (averages of any function over the
data set) estimated from the data set. Usually it makes sense to include only lower-
order statistics (e.g. second or third order moments), because higher order statistics
are often only inaccurately estimated from (noisy or small) data sets, and can thus
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possibly lead to overfitting. Yan and Miller (2000) report only marginal or no im-
provement of classification for the use of third order statistical constraints (relations
between all triples of features, which include the target label); I made the experience,
that these can in some cases significantly improve classification performance; they are
included in the following derivation.

The constraints used for the evaluations in chapters 7 and 8 for classification with dis-
crete features are given in equations (5.1). These are systems of equations, one for
each combination of li ∈ Ai, j, k ∈ FD, l j ∈ A j and lk ∈ Ak. A j denotes the set of
values, which the discrete feature j can assume.∑

f

PM(f ) Gγlil j(f ) =
1
M

M∑
m=1

Gγlil j(f
m) (5.1a)

∑
f

PM(f ) G∆lil jlk(f ) =
1
M

M∑
m=1

G∆lil jlk(f
m) (5.1b)

The Gs are “feature functions”, specifying the statistics which are selected to be con-
strained. For discrete features, these are co-occurrence probabilities of feature values;
later, for continuous features, moments are used as well. The left hand sides of these
formulae are the statistics computed with regard to the model, expectations of the
feature functions w.r.t. the joint pdf PM(f ) over all possible data vectors f . These are
constrained to equal the empirical statistics, estimated from the given data set (right
hand sides). The feature functions used in the following are

Gγlil j(f ) =
{

1 fi = li ∧ f j = l j

0 otherwise
(5.2a)

G∆lil jlk(f ) =
{

1 fi = li ∧ f j = l j ∧ fk = lk
0 otherwise

(5.2b)

The notation for the feature functions is a shorthand to keep equations short and
comprehensible. For Gγlil j(f ), the Greek letter denotes the kind of constraint this fea-
ture function is used for (here γ constraints, used to constrain second order statistics
of discrete features). ‘li’ is a shorthand to tell the feature and value this feature func-
tion uses (feature i with its value li); the same applies to the second used feature val-
ue ‘l j’.

Here all features are discrete, and the average of each feature function effectively
yields the probability of co-occurrence of the associated two or three feature values
in the data set (right hand side), or the respective model probability (left hand side).

Lagrangian, Joint Pdf Putting together the objective function (entropy) and the con-
straints in equations (5.1) gives the following Lagrangian L∗. The negative entropy
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−H
∗(PM) of the joint pdf1 is used, to obtain an objective function which is to be min-

imized; the ‘∗’ is used here to denote functions, which will later be approximated or
redefined, to distinguish original and modified forms. Greek letters γ,∆∆∆∆ are arrays
of Lagrange multipliers, which will become the parameters of the AME model. These
arrays are indexed by features and feature values to obtain the individual Lagrange
multipliers associated with these.

L
∗ = −H ∗(PM) + C∗γ + C

∗

∆ + Cκ (5.3a)

H
∗(PM) = −

∑
f

PM(f ) log
(
PM(f )

)
(5.3b)

C
∗

γ =
∑

j,k∈FD∪{i}
j<k

∑
l j,lk

γl jlk

(∑
f

PM(f ) Gγl jlk(f ) −
1
M

M∑
m=1

Gγl jlk(f
m)

)
(5.3c)

C
∗

∆ =
∑
j,k∈FD

j<k

∑
li,l j,lk

∆lil jlk

(∑
f

PM(f ) G∆lil jlk(f ) −
1
M

M∑
m=1

G∆lil jlk(f
m)

)
(5.3d)

In the sums over feature values, li, l j, lk assume each possible value from the sets of
possible values Ai,A j,Ak for the respective features. Cγ and C∆ are the constraint
terms collecting the terms, which enforce the constraints of second and third order,
respectively. Cκ is an additional constraint necessary to normalize PM to a probability
(Cκ = κ(

∑
f PM(f ) − 1)).

The entropy term H ∗(PM) is the entropy of the joint distribution of input and target
features. In case that only constraints involving the target feature are enforced, the
conditional entropy of the posterior would be sufficient, and one would arrive at a
conditional maximum entropy model, cf. equation (5.7) and subsection 5.1.1.

The general form for the joint pdf, which solves this optimization problem, is well
known, e.g. Jaynes (1989):

PM(f ) = exp
(
κ − 1 +

∑
j,k∈FD∪{i}

j<k

∑
l j,lk

γl jlkGγl jlk(f ) +
∑
j,k∈FD

j<k

∑
li,l j,lk

∆lil jlkG∆lil jlk(f )
)

= exp
(
κ − 1 +

∑
j,k∈FD∪{i}

j<k

γ f j fk +
∑
j,k∈FD

j<k

∆ fi f j fk

)
(5.4)

Sums over feature values for which the feature functions are 0 (see equations (5.2))
are left out in the second row.

Posterior For classification not the joint pdf is needed, but only the posterior
PM( fi|f (−i)). This is obtained from the joint pdf by dividing by the marginal over fi,

Although all features here are discrete, the term “pdf” is used to keep nomenclature similar to the more1

general variants of the AME method in the following sections, where continuous features are introduced. See
also notes given on page 69.
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by which κ − 1 is reduced from the equation and does not occur as a parameter of
AME models.

PM( fi|f (−i)) =
PM(f )

PM(f (−i))
=

PM( fi, f (−i))∑
f ′
i

PM( f ′i , f
(−i))

=

exp
(∑

j,k∈FD∪{i}
j<k

γ f j fk +
∑

j,k∈FD
j<k
∆ fi f j fk

)
∑

f ′
i
∈Ai; f ′(−i)=f (−i)

exp
(∑

j,k∈FD∪{i}
j<k

γ f ′
j

f ′
k
+
∑

j,k∈FD
j<k

∆ f ′
i

f ′
j

f ′
k

) (5.5)

Support Approximation The previous equation states the form of the posterior
as solution to the constrained optimization problem. But the Lagrange multipliers,
i.e. the parameters of the model, are not yet known. To determine these, the actual
optimization has to be performed. Unfortunately, for realistic problem sizes, doing
this directly is intractable due to the summations over all possible feature vectors f .

Different techniques for performing this optimization exist. The original approaches
in Ku and Kullback (1969) and Cheeseman (1983) are infeasible for data sets of re-
alistic sizes. The approaches presented in Darroch and Ratcliff (1972), “generalized
iterative scaling”, and Berger et al. (1996), “improved iterative scaling,” are taylored
specifically to maximum entropy problems. The latter is applicable in cases, where
the feature functions G are always non-negative. This is the case here, as they as-
sume only values 0 or 1. But in the next section, where continuous features will be
introduced, this is no longer true. Instead, this derivation follows the approach in
Yan and Miller (2000), which also allows to enforce arbitrary constraints, whose La-
grange multipliers do not need to occur as parameters in the posterior. This is fur-
ther justified by the results in Malouf (2002), which indicate that accelerated gradient
based methods are superior to iterative scaling algorithms.

The approximations detailed in the following are the reason to call the approach ap-
proximate maximum entropy. It is a restriction of the support set for the joint prob-
ability distribution. Instead of taking all possible feature vectors into account, most
feature vectors (those not occurring in the training data set) are assigned a proba-
bility of 0 during alearning. This allows to iterate over all vectors in the data set (M
vectors) instead of over all possible feature vectors (

∏
j∈FD∪{i} |A j| vectors). For realis-

tic data sets (a few hundred up to several thousand rows with 10 to 100 or even more
features can be handled) the former is usually very much smaller. The approxima-
tion would be problematic, if the joint pdf were needed; but for classification, only
the posterior is necessary. Although its accuracy is also influenced by the approxi-
mation, because dependencies between the features are learned only for occurring
feature vectors, application to real and artificial data shows, that this approach usu-
ally performs well (Yan and Miller (2000), and results in part “Data Sets” starting on
page 97). The performance abates only for small numbers of data vectors. Depending
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on the number of features and their structure, a sensible data set size may begin with
about 500 examples.

When using this approximation, it makes sense to split the joint pdf into one with
marginalized target label, and the posterior:

PM(f ) = PM( fi|f (−i))P(f (−i)) (5.6)

Then the entropy can be split into the entropy of P(f (−i)) and the conditional entropy
of the posterior:

−H(PM) =
∑

m

(
Pm log PL(f (−i)

m ) + Pm

∑
li

PM(li|f
(−i)
m ) log PM(li|f

(−i)
m )

)
(5.7)

Pm is the probability assigned to the feature values of row m (this is discussed in
more detail in subsection 5.1.1). If two or more rows can have the same feature val-
ues, they need special consideration; PL(f (−i)) sums up the probabilities of all rows
having the given feature values:

PL(f (−i)) =
∑

m: f (−i)
m =f (−i)

Pm (5.8)

Soft Constraints Not only the calculation of the entropy has to be approxi-
mated to make learning of the parameters tractable. The constraints used in the
Lagrangian (5.3) also include sums over all possible feature vectors. These are sub-
stituted by a sum over the training set, as well.

There is an additional reason to work with a modified formulation of the constraints
(soft constraints) during learning of an AME model: to simplify the implementation
of the optimization process. In the following, when using the term soft constraint, a
term is meant, whose minimum is obtained for values of the parameters, which sat-
isfy the corresponding “hard” (original) constraints, associated with the appropriate
Lagrangian multipliers. The soft constraints are otherwise selectable arbitrarily; for
their usage together with gradient descent, as described in the following, their first
derivative should exist. Ideally, the larger the deviation of the parameters from the
values satisfying the hard constraints, the larger the soft constraint term should be.

The AME approach uses soft constraints to penalize the entropy objective function for
deviations from the chosen hard constraints. One natural choice of a soft constraint
for discrete pdfs is the KL-divergence for deviations between the observed and the
model pdfs, and this is used in the following. The KL-divergence between empirical
and model pdfs for each pair of features (for the constraints involving the γ param-
eters) or triplet of features (for those involving ∆ parameters) enforces all constraints
between that pair/triplet of features at the same time. The actual objective function
optimized by an AME model is
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L = − T · H(PM) + Cγ + C∆ (5.9a)

Cγ =
∑

j,k∈FD∪{i}
j<k

∑
l j,lk

P(l j, lk) log
P(l j, lk)

PD(l j, lk)
(5.9b)

C∆ =
∑
j,k∈FD

j<k

∑
li,l j,lk

P(li, l j, lk) log
P(li, l j, lk)

PD(li, l j, lk)
(5.9c)

where −H(PM) is given by (5.7). T is a hyper-parameter weighting the importance of
the constraints with respect to the entropy objective (see next paragraph about op-
timization). P(·) and PD(·) are the empirical and model versions, respectively, of the
pdfs for pairs and triplets of features:

P(l j, lk) =
∑

m: f m
j
=l j, f m

k
=lk

1
M

(5.10a)

PD(l j, lk) =



∑
m: f m

k
=lk

PmPM(li|f
(−i)
m ) if j = i

∑
m: f m

j
=l j ,

f m
k
=lk

Pm otherwise (5.10b)

P(li, l j, lk) =
∑

m: f m
i
=li, f m

j
=l j, f m

k
=lk

1
M

(5.10c)

PD(li, l j, lk) =
∑

m: f m
j
=l j, f m

k
=lk

PmPM(li|f
(−i)
m ) (5.10d)

Optimization of Objective Function The optimization of equations (5.9) is performed
by gradient descent and annealing on T. All parameters are initialized with 0, which
corresponds to a flat posterior, i.e. the maximum entropy solution disregarding all
constraints. The optimization starts with a high value for T, thus giving the entropy
a high weight and neglecting the constraints. As soon as the optimization for a cer-
tain value of T converges or a given number of iterations has passed, T is lowered by
multiplication with a factor < 1, where the optimization is repeated, followed by fur-
ther lowering of T. Thus the constraints become more and more important during
the learning process, and entropy is traded for better satisfaction of the constraints.
This process ends as soon as the constraints are sufficiently satisfied – below a given
threshold –, or when they converge on a higher level. The annealing schedule and
starting values for T are usually not critical; latter are chosen in the range 0.1 − 10 for
the simulations described later.

The derivatives of L w.r.t. the parameters, necessary to implement an efficient gradi-
ent descent, are given in the appendix A.1. For the actual implementation of gradient
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descent, an acceleration procedure is used: Rüger (1996) gives the details of a conju-
gate gradient method, combined with a dynamic stepwidth adaptation instead of a
line search.

5.1.1 Probability of Data Set Rows
So far Pm has not been properly defined. It was said, that this is the probability of
the feature values for row m. There are two possibilities pursued here. One is to sim-
ply assume that every row in the data set has the same probability. The alternative
is, to learn these probabilities as well.

The first approach is simpler, as these parameters do not need to be learned, and
some equations are simplified, if Pm = 1/M can be assumed. Especially the first sum
in equation (5.9b) is removed, because the empirical and model pdfs (5.10a), (5.10b)
are then the same for j 6= i, thus their KL-divergence is always 0.

Furthermore, fixing Pm to 1/M makes the joint entropy of the input features (left term
in equation (5.7)) constant such that it can be left out of the objective function. The
result is a conditional maximum entropy approach.

The second approach, i.e. learning Pm, makes the model slightly more complex, but
should also make it less sensitive to small training data sets. This is, because the im-
portance of training vectors may be adapted in a way to allow a higher entropy of
the joint probability distribution of the learned model. This would, for example, al-
low to discount the probability of vectors, which seem to be outliers. The learning of
the row probability is performed using parameters λm for each row m; Pm is then a
softmax function of these parameters:

Pm =
exp(λm)∑
n exp(λn)

(5.11)

The parameters λm are learned by gradient descent on the objective function, as are
the rest of the parameters.

The possibility to learn the probability of data rows allows to enforce more con-
straints on the joint probability distribution of the model, than are corresponding
to actual model parameters in the posterior. This would not be possible using iter-
ative scaling methods as learning algorithm, and is one of the reasons for using the
described gradient descent method instead.

5.2 AME Classification with Continuous Features

The model so far only allowed to use data sets with discrete features and a discrete
target (classification). To allow a mixture of discrete and continuous features, this
section adds further constraint options and derives the extended objective function.
The subsequent section is then concerned with further extensions, allowing the mod-
el to be applied to regression as well as classification problems.
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Up to here, FD was the set of all features, which had to be discrete and excluded the
target label. From now on, the input features are split into a discrete set (still denoted
as FD), and a set of continuous features FC, both again excluding the target label i.

Feature vectors can now consist of both discrete and continuous features, so it would
conceptually be appropriate to model the joint probability function PM as a pdf
(Probability Density Function). The joint pdf for the discrete features would con-
sist of one Dirac delta function for each possible discrete feature value combination,
weighted by the probability of the occurrence of the value combination. Instead, a
simpler notation is adopted, where discrete features are treated as before. Marginal-
izations over discrete features will continue to be written as sums, while those over
continuous features are written as integrals. As a result, PM should be viewed as a
mixture of pdfs and pmfs (Probability Mass Functions), appropriate for the respec-
tive feature. Appropriate normalization is taken care of by the normalization factors
1/Z, which are the same, regardless of whether the Dirac delta function concept or
the simpler notation here is used. Furthermore, the term “pdf” will often be used in
a way to include pmfs, to avoid tedious distinctions between discrete and continuous
cases, where this distinction is not necessary for insight.

Constraints Following the lines of the derivations in section 5.1, the addition-
al constraints to the original Lagrangian L∗, equation (5.3a), are stated first. These
will lead to the new forms of joint and posterior pdfs. The newly introduced La-
grange multipliers are denoted by the array θ. fFC is used as short notation for
( f j, . . . , fk); j, . . . , k ∈ FC, i.e. a tuple with feature values of all continuous features. The
meaning of fFD is defined correspondingly for discrete features.∫

fFC

dfFC

∑
fFD

∑
fi

PM(f )Gθli j(f ) =
1
M

M∑
m=1

Gθli j(f m) (5.12)

with the feature functions

Gθli j(f ) =
{

f j fi = li
0 otherwise

(5.13)

These feature functions constrain the class-conditional mean of the continuous fea-
tures to that observed in the data set. The same could be done with higher order
moments, to obtain a more complex model.

Joint Pdf The resulting model joint pdf is

PM(f ) = exp
(
κ − 1 +

∑
j,k∈FD∪{i}

j<k

γ f j fk +
∑
j,k∈FD

j<k

∆ fi f j fk +
∑
j∈FC

θ fi j · f j

)
(5.14)

Posterior Dividing by the probability of a given feature combination PM(f (−i)) leads
to the posterior
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PM( fi|f (−i)) =
1
Zf (−i)

exp
( ∑

j,k∈FD∪{i}
j<k

γ f j fk +
∑
j,k∈FD

j<k

∆ fi f j fk +
∑
j∈FC

θ fi j · f j

)
(5.15)

where 1/Zf (−i) is the normalization factor dependent on the features (the marginaliza-
tion over all possible target labels li, see equation (5.5)).

Soft Constraints The soft constraints used for discrete features, the KL-divergence
between one or two features and the target label, are no longer used for continuous
features. The reason is, that working with the KL-divergence when dealing with con-
tinuous features has some practical problems, further discussed in subsection 5.2.1.

In the following another alternative to determine the θ parameters is pursued: Yan
and Miller (2000) suggest to restrict the mean of each continuous feature, conditioned
on the target label value, to the empirical mean estimated from the data set, by a sum
of squared differences term. The computation of the conditional means is influenced
by the model densities and parameters, which are thereby constrained. Constraining
the conditional mean makes sense, because the terms on both sides of the equation
for the hard constraint (5.12) compute the model and empirical first order moment,
i.e. the mean, conditioned on the target label value li.

The following term has to be introduced into the objective function (5.9) (by adding it
to the existing terms):

Cθ =
∑

li

∑
j∈FC

(
µ(M)

j|li
− µ(d)

j|li

)2

(5.16a)

with mean µ j|li of feature j given label li being (according to model and data set, re-

spectively):

µ(M)
j|li
=

∑
m PM(li|f

(−i)
m )Pm f m

j∑
m PM(li|f

(−i)
m )Pm

(5.16b)

µ(d)
j|li
=

∑
m: f m

i
=li f m

j

Nli
(5.16c)

Here, Nli denotes the number of data set rows, whose target label is value li. A su-
perscript (M) denotes a term computed using model-probabilities, while (d) indicates
empirical values.

Optimization The optimization of the resulting objective function is done again
using gradient descent as described on page 67. Additionally, a weighting factor
between the KL-divergence and the squared-differences constraint terms is intro-
duced. The derivatives necessary for the gradient descent implementation are given
in appendix A.1.
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5.2.1 Discussion of Constraints

Problems with KL-divergence Constraints The soft constraint terms used in the
AME framework can be considered to be loss functions, which enforce appropriate
constraints. So far, the KL-divergence has been used as loss function: the constraints
for discrete features (5.1) and (5.9) determine the probability of co-occurrence of the
discrete values of two or three features (including the target label). This is reason-
able, as it captures the joint pdf structure up to second (γ parameters) or third (∆
parameters) order. The probability of pairs, and often triplets, of features can be es-
timated well, if the data set is large enough when compared to the number of values
per feature |A j|.

Using co-occurrence frequencies of the values of two features does no longer make
sense, when dealing with continuous features. For values of empirical distributions,
although they might lie in a high density region of the pdf, they might occur only
once, or mostly even never, in the data set; almost every occurring value would thus
be assigned an equal probability in the empirical estimation, and 0 probability would
be assumed for all the other values. To avoid this problem one could make various
assumptions or approximations, e.g. a density estimation for the continuous space.
An assumed distribution or kernel density estimator would be fitted to the data set,
and the relevant statistics computed from it. The cost would be the introduction of
anoter estimation level with the associated inaccuracies involved, especially concern-
ing density estimation in high dimensional spaces.

Although it would be desirable to use similar constraints for all types of features, the
KL-divergence thus does not seem to be a natural and simple choice as loss function
for continuous features in this setting – and even less, when performing regression,
where also the targets are continuous. On the other hand, using the continuous fea-
ture approach (sum of squared differences) also for discrete features is not appropri-
ate either. Constraining conditional mean values of discrete features, would introduce
a questionable asymmetry between them (which is to be used for conditioning, which
for mean computation?). Furthermore, characterization of pairwise pdfs by a mean
would not be as flexibe as using pairwise constraints between all value combinations,
at least if features can assume more than two values.

Therefore, the use of different loss functions for discrete and continuous features is
accepted in the following. To avoid undesirable effects because of different scaling
of KL-divergence and squared-difference values, a weighting factor is introduced into
the implementation, which allows to adapt the importance/scaling of the constraints
w.r.t. each other. This is done by multiplying the KL-divergence terms by this factor,
while the squared-difference terms are divided by it.1

Actually, in the simulations performed, this turns out not to be necessary, and the value of this weighting1

factor is kept at 1.
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When dealing with continuous features and regression, i.e. continuous targets, this is
no longer an issue, because all constraints use squared-difference terms, as detailed
in the following section.

Alternative Constraints Using constraints which enforce consistency of the condition-
al mean of model and empirical pdfs leads to a linear dependence of the probability
of the target label on each continuous feature. This is the simplest case, and might
be a valid assumption, or might appropriately reflect knowledge about the problem.
If it is desired to have a nonlinear dependence of the target on some or all features,
the constraints can be extended, e.g. by also constraining the conditional variance or
even higher order moments of the continuous features to agree in the model and em-
pirically. This would introduce additional Lagrange multipliers (parameters) into the
model, but their determination would be quite similar to that of the θ parameters
(cf. derivatives in appendix A.1).

5.3 AME Regression

So far, only discrete target features could be predicted using the AME model. There
are some scenarios, where the possibility for prediction of continuous targets might
be desirable. If a data set contains many missing values, the missing values han-
dling methods of AME models, described in section 5.4.1, could motivate the use of
AME models. Furthermore, Yan and Miller (2000) describe how AME models can be
used for general inference (each feature could be a potential target feature). They had
to exclude all continuous features from such inference; using the ideas of this section,
their general inference approach could also be extended to continuous features.

Following the approach introduced in the previous two sections, it is relatively
straightforward to extend the AME framework from classification to regression,
i.e. from discrete to continuous target labels. Constraints, the resulting joint pdf and
posterior, as well as the optimization process are presented, for a particular choice of
constraints; both discrete and continuous features are covered in this section. The re-
sult of this particular approach is a Gaussian distribution of the target value around
mean values, which depend linearly or polynomially on the input features, depend-
ing on the constraints used.

Constraints As the nature of the target label is changed from discrete to continuous,
it again does not make sense any more to constrain pairwise co-occurrence probabil-
ities between the target and features. Instead, the approach in this section constrains
moments of the joint pdf, in which the target feature occurs in first or second order.
The values they are constrained to are estimated from the data set. To use these con-
straints will turn out to be equivalent to constraining mean and variance of the target
label distribution, depending on the values of other features.

Combining the constraints with the Maximum Entropy objective function thus leads
to a Gaussian posterior. Using mean and variance of the posterior for a given feature
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value combination allows to make a prediction of the actual target value, and also
gives an error bar, or confidence level, for this predicted value.

This section is restricted to the simplest case: only pairs of the target and one fea-
ture are constrained. For discrete features, mean and variance of the target are con-
ditioned on the value of the feature. For continuous features, mixed moments are
constrained involving pairs of features, where each can occur up to second order
(equations (5.17)). Thus, mean and variance of the target depend nonlinearly on the
feature value.

As a consequence of this choice eight kinds of constraints are introduced into the
new Lagrangian L∗: Unconditional mean and variance of the target are constrained
to the observed values (multipliers φ,ψ); for each discrete feature the mean and vari-
ance of the target are constrained, conditioned on the value of that feature (arrays of
multipliers α,β); for each continuous feature mixed moments, involving that feature
and the target, each of first or second order are constrained (ζ, ξ,χ,ω):∫

fi,fFC

d fi dfFC

∑
fFD

PM(f ) G∗(f ) =
1
M

M∑
m=1

G∗(f m) with ∗ ∈ {φ,ψ} (5.17a)

∫
fi,fFC

d fi dfFC

∑
fFD

PM(f ) G∗il j(f ) =
1
M

M∑
m=1

G∗il j(f
m) with ∗ ∈ {α, β} (5.17b)

∫
fi,fFC

d fi dfFC

∑
fFD

PM(f ) G∗ik(f ) =
1
M

M∑
m=1

G∗ik(f m) with ∗ ∈ {ζ, ξ, χ, ω} (5.17c)

for all j ∈ FD, k ∈ FC, and l j ∈ A j.

The corresponding feature functions are shown in equations (5.18). Feature functions
on the left side constrain the mean of the posterior, while those on the right constrain
the variance of the posterior.

Gφ(f ) = fi Gψ(f ) = f 2
i (5.18)

Gαil j(f ) =
{

fi f j = l j

0 otherwise
Gβil j(f ) =

{
f 2
i f j = l j

0 otherwise
Gζi j(f ) = fi f j Gξi j(f ) = f 2

i f j

Gχi j(f ) = fi f 2
j Gωi j(f ) = f 2

i f 2
j

The terms on the right hand sides of equations (5.17) are the empirical moments;
in the following, for continuous features j, these are denoted by µ(d)

i and ν(d)
∗ , where

∗ ∈ {ii, i j, ii j, i j j, ii j j}, depending on the order of the target i and feature j. For discrete
features j the notation is µ(d)

i|l j
and ν(d)

ii|l j
, which specify mean and variance, dependent

on the value l j of feature j.

Constraints on the mean of the target (φ, α, ζ, χ) allow to do regression, by providing
the mean of the target value, given an input vector. Constraints on the variance of
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the target (at least one of ψ, β, ξ, ω), on the other hand, are necessary to obtain a pos-
terior, which is normalizable to a pdf; otherwise the posterior would be flat (practi-
cally zero everywhere), and its mean irrelevant. They can be used to obtain the vari-
ance of the target, given an input vector.

Of course, an additional constraint must be included again, to normalize the sum of
joint probabilities to 1; its Lagrange multiplier (κ) cancels out, when the posterior is
computed.

Other constraints are possible. Mixed order moments involving more than one fea-
ture beside the target could be appropriate, if features are not statistically indepen-
dent. Similarly, discrete and continuous features can both be included in one con-
straint. Using the constraints stated in equation (5.17) results in the target being mod-
eled to be approximately quadratically dependent1 on each of the continuous fea-
tures. To capture higher non-linearities, moments involving higher orders of the fea-
tures can be included in the constraint set – again, care should be taken to include
only moments which can be estimated reasonably well from the data set.

Della Pietra et al. (1997) and Lafferty et al. (2001) in their random fields approach
present another perspective on constraints, and describe how feature functions can be
induced for natural language processing. Depending on the field of application, sim-
ilar ideas or prior knowledge about the application domain might be used to include
further constraints.

Together with the joint entropy of PM(f ), which is to be minimized, the constraints
comprise the Lagrangian

L
∗ = −H ∗(PM) + C∗φψ + C

∗

αβ + C
∗

ζξ + C
∗

χω + Cκ (5.19)

Joint Probability The solution of this Lagrangian is the joint pdf

PM(f ) = exp
(
κ − 1 + φ · Gφ(f ) + ψ · Gψ(f ) +

∑
j∈FD,l j

(
αi f jGαil j(f ) + βi f jGβil j(f )

)
+

∑
j∈FC

(
ζi jGζi j(f ) + ξi jGξi j(f )

)
+

∑
j∈FC

(
χi jGχi j(f ) + ωi jGωi j(f )

))
= exp

(
κ − 1 + φ fi + ψ f 2

i +
∑
j∈FD

(
αi f j fi + βi f j f 2

i

)
+

∑
j∈FC

(
ζi j fi f j + ξi j f 2

i f j

)
+

∑
j∈FC

(
χi j fi f 2

j + ωi j f 2
i f 2

j

))
(5.20)

This is not the whole truth, as can be seen later, when the posterior is presented: the mean scales with the1

variance. Given the presented constraints, the variance is an inverse parabola, and as a result the target can
diverge significantly from being quadratically dependent on the features, if its variance varies strongly. This
can be avoided, if desired, by omitting the constraints for β, ξ, ω, such that the variance is constrained to be
independent of the input vectors.
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Here the sums have been simplified by omitting the cases where the Gs evaluate to
0. A solution only exists, if the factors for each f 2

i sum up to a value < 0; otherwise
there cannot exist a value κ normalizing this function to a pdf, and the integral in
equation (5.21) would diverge. This observation is important for the implementation
of AME regression, where the validity of the learned parameters must be secured (see
“Variances” on page 87).

Posterior The posterior is derived from the joint pdf:

PM(li|f (−i)) =
PM(f )

PM(f (−i))
=

PM(li, f (−i))∫
l′
i
dl′i PM(l′i , f

(−i))
(5.21)

This equation can be rewritten into a form showing the Gaussian nature of the poste-
rior. 1/Z∗

f (−i) is the factor necessary for normalization to a probability, which depends
on the fixed values for all features but the target label:

=
1
Z∗

f (−i)

exp
(
li
(
φ +

∑
j∈FD

αi f j +
∑
j∈FC

ζi j f j +
∑
j∈FC

χi j f 2
j

)
+

l2i
(
ψ +

∑
j∈FD

βi f j +
∑
j∈FC

ξi j f j +
∑
j∈FC

ωi j f 2
j

))
Here, κ − 1 is canceled out, because it does not depend on the target label and occurs
both in the exponential in the numerator and those of the normalization term. As
noted above, the term in parenthesis behind l2i has to be negative for all values f j, for
the posterior – and the joint pdf, see equation (5.20) – to be normalizable to a pdf.
Using the definitions

µ(M)
i|f =

φ +
∑

j∈FD
αi f j +

∑
j∈FC

ζi j f j +
∑

j∈FC
χi j f 2

j

−2
(
ψ +

∑
j∈FD

βi f j +
∑

j∈FC
ξi j f j +

∑
j∈FC

ωi j f 2
j

)
= σ(M)

i|f

2
(
φ +

∑
j∈FD

αi f j +
∑
j∈FC

ζi j f j +
∑
j∈FC

χi j f 2
j

)
(5.22a)

σ(M)
i|f

2
=

1

−2
(
ψ +

∑
j∈FD

βi f j +
∑

j∈FC
ξi j f j +

∑
j∈FC

ωi j f 2
j

) (5.22b)

µ(M)
i|m ≡ µ(M)

i|f m σ(M)
i|m ≡ σ

(M)
i|f m

the posterior can be simplified to the Gaussian form:

PM(li|f (−i)) =
1
Z∗

f (−i)

exp
(
−

1

2σ(M)
i|f

2

(
l2i − 2liµ

(M)
i|f + µ

(M)
i|f

2
− µ(M)

i|f

2
))

=
1
Zf (−i)

exp
(
−

1
2

(
li − µ

(M)
i|f

)2

σ(M)
i|f

2

)
(5.23)
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1/Zf (−i) incorporates the negative squared-mean term from the exponential (which
does not depend on the target label), and must be equivalent to 1/

√
2πσ(M)

i|f
, the normal-

ization term for a Gaussian. Knowing this term, one can avoid the marginalization
of the target label, which would be an integral involving the unnormalized posterior
distribution, and thus intractable.

The Gaussian form of the posterior is plausible. Constraining the first and second
order moments of feature i is equivalent to constraining mean and variance of the
posterior. As the objective function is the entropy of the joint pdf, which includes the
entropy of the posterior, the solution must be a pdf with maximal entropy for given
mean and variance. It is a well known fact, that this is a Gaussian pdf (Cover and
Thomas (1991)).

Optimization The previous derivation gives the solution for the Lagrangian (5.19).
In the following, the actual optimization process is described, again following the
arguments on pages 65f. for AME classification. The modified objective function then
is the negative entropy regularized by soft constraints, which are discussed in the
following two subsections.

The entropy term has a very compact form, because the integration over the target
label can be replaced by a term giving directly the entropy of a Gaussian, as derived
e.g. in Cover and Thomas (1991):

HG(µ, σ) =
1
2

log 2πeσ2 (5.24)

The overall objective then looks as follows; the soft constraint terms Cφψ,Cαβ,Cζξ,Cχω
are discussed in the following two subsections.

L = − T · H(PM) + Cφψ + Cαβ + Cζξ + Cχω (5.25a)

−H(PM) = T
∑

m

Pm log PL(f (−i)
m ) + PmHG(µ(M)

i|m , σ
(M)
i|m )

= T
∑

m

Pm log PL(f (−i)
m ) + Pm

1
2

log
(
2πeσ(M)

i|m

)
(5.25b)

5.3.1 KL-divergence Soft Constraints
A direct extension of the approach in section 5.1 for the soft constraint terms in
equation (5.25a), i.e. using the KL-divergence to enforce the constraints, is problematic
when applied to regression. This subsection discusses the problems, and motivates,
why the approach given in subsection 5.3.2 is preferred.

The constraint terms using the KL-divergence look like this:
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Cφψ =

∫
li

dli Pi(li) log
Pi(li)
PM(li)

(5.26a)

Cζξ = Cχω =
∑
j∈FC

∫
li,l j

dli dl j Pi j(li, l j) log
Pi j(li, l j)
PD(li, l j)

(5.26b)

Cαβ =
∑
j∈FD

∑
l j

∫
li

dli Pi j(li, l j) log
Pi j(li, l j)
PD(li, l j)

(5.26c)

One problem with these constraint terms is, that they do not only enforce the con-
straints given in (5.17), but theoretically moments of all orders (involving the target
and no or one other feature) will be constrained. To avoid such a mismatch, the em-
pirical distributions used for the constraints would have to be of Gaussian form (the
same as the posterior); this would introduce further approximations for pdfs, as the
data will not generally be distributed like a Gaussian.

But this is not the only difficulty. In these soft constraint terms, the involved pdfs are
not yet specified: PM(li), PD(li, l j), Pi(li), Pi j(li, l j) for continuous and discrete features j.
PM(li) might be computed by taking into account µ(M)

i|f and σ(M)
i|f

2
for all training vec-

tors. PD is more complex, because the probability of feature j is involved there, as
well. To compute PD some further approximations or assumptions are neccessary;
furthermore, the integral involved in the KL-divergence is computable in its exact
form only if the participating pdfs are of Gaussian form, or similarly simple. Finally,
the empirical distributions Pi,Pi j would have to be approximated, e.g. using Gaussian
mixture models or kernel density estimators, as using only observed values does not
make sense for continuous features.

All of these points lead to the conclusion, that the usage of the KL-divergence as soft
constraint terms would make the resulting model more imprecise and/or more time
consuming to compute. The next subsection shows, how sums of squared differences
can be used for a more elegant formulation.

5.3.2 Squared Differences Soft Constraints
The original constraint terms used for regression (5.17) involve certain moments of
the joint pdf. The moments resulting from the model parameters should equal the
empirical moments obtained from the data set. Instead of using the KL-divergence of
the involved pdfs, as discussed in the previous subsection, this equality can be en-
forced directly, e.g. by a regularization term using the squared differences loss func-
tion. The resulting terms used in the following are these:
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Cφψ =
(
µ(M)

i − µ(d)
i

)2
+

(
ν(M)

ii − ν
(d)
ii

)2
(5.27a)

Cζξ =
∑
j∈FC

(
ν(M)

i j − ν
(d)
i j

)2
+

∑
j∈FC

(
ν(M)

ii j − ν
(d)
ii j

)2
(5.27b)

Cχω =
∑
j∈FC

(
ν(M)

i j j − ν
(d)
i j j

)2
+

∑
j∈FC

(
ν(M)

ii j j − ν
(d)
ii j j

)2
(5.27c)

Cαβ =
∑
j∈FD

∑
l j

(
µ(M)

i|l j
− µ(d)

i|l j

)2
+

∑
j∈FD

∑
l j

(
ν(M)

ii|l j
− ν(d)

ii|l j

)2
(5.27d)

The empirical moments µ(d)
∗ , ν

(d)
∗ are given by the right hand sides of equations (5.17)

together with the feature functions (5.18), e.g. ν(d)
ii j j =

1
M

∑
m f m

i f m
i f m

j f m
j . The model

based moments can be computed like this:

µ(M)
i =

∑
m

Pmµ
(M)

i|f (−i)
m

ν(M)
ii =

∑
m

Pm

(
µ(M)

i|f (−i)
m

2
+ σ(M)

i|f (−i)
m

2
)

(5.28)

ν(M)
i j =

∑
m

Pm

∫
li

dli PM(li|f
(−i)
m )li f m

j =
∑

m

Pm f m
j µ

(M)

i|f (−i)
m

ν(M)
ii j =

∑
m

Pm f m
j

(
µ(M)

i|f (−i)
m

2
+ σ(M)

i|f (−i)
m

2
)

(similarly for higher orders of j),

µ(M)
i|l j
=

∑
m: f m

j
=l j

Pmµ
(M)
i|m∑

m: f m
j
=l j

Pm

ν(M)
ii|l j
=

∑
m: f m

j
=l j

Pm ·

(
σ(M)

i|m

2
+ µ(M)

i|m

2
)

∑
m: f m

j
=l j

Pm

5.4 AME Parameter Interpretations

The first sections of this chapter introduced the theory and construction of AME mod-
els. This section provides further insight into the usability of these models, by inter-
pretation of their parameter vectors. First the application of AME models to data sets
with missing values is explained, followed by a discussion of the relations between
AME models and feature selection/weighting. For larger data sets, the models can
become quite large and their training very computationally intensive. To allow the
application to larger data sets, the third subsection shows an idea of how to use split-
ting and merging of submodels, to obtain a speed up in training the model.
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These approaches have been inspired by the intuitive meaning of the parameters of
the models. The larger a parameter, the stronger the connection between the two or
three corresponding features and their values. In the discrete case, a large γlil j con-
tributes to a high value of the posterior probability PM(li| . . . l j . . .). In the continuous
case, a large ζi j ensures, that the mean of target i varies strongly with the value of
feature j. Even more, for the continuous case the mean is approximately the sum of
φi, some α-terms and the product of some other parameters with feature values, if
the variance does not vary too strongly (cf. equation (5.22a)). So each element of α
can be seen as the contribution from a certain feature and its value to the mean of
the target; and similarly for the other parameters.

5.4.1 Missing Values
General approaches and terminology for missing values have already been discussed
in section 2.1. Here, some suggestions are presented, on how to work with incom-
plete data when using the AME model. Yan and Miller (2000) give some comments
about AME models and missing values; their discussion of this topic is very limited,
but it seems they suggest the marginalization method shown below, and indicate the
possibility of using the “introduce extra bin” (see below) approach for continuous
features. The “use submodel” method is derived by me, as an alternative when the
“introduce extra bin” approach is not applicable (very few missing values, training
set is complete).

Marginalization The formally correct way for treatment of uninformatively missing
values is a marginalization of these. To keep notation simple, the following is restrict-
ed to classification with discrete features, only using γ parameters; a generalization to
other settings would be straightforward.

Marginalization of a missing feature l for such a model results in the following ex-
pression:

P( fi|f (−il)) =
∑

fl

P( fi fl|f (−il)) (5.29a)

=

∑
fl P(f )∑

f ′
i

f ′
l

P(f )
(5.29b)

This expression uses the joint distribution over all features for marginalization. The
AME model presented so far only learns parameters for the posterior, so this approach
is not directly applicable. On the other hand, Yan and Miller (2000) show how to use
AME models with discrete features for general inference. There, all parameters and
constraints relevant for the joint pdf are included, and the resulting posterior is
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=

∑
fl exp

(
κ − 1 +

∑
j,k∈FD\{l}

j<k
γ f j fk +

∑
j∈FD\{l} γ fi f j +

∑
j∈FD\{l} γ fl f j + γ fi fl

)
∑

f ′
i

f ′
l

exp
(
κ − 1 +

∑
j,k∈FD\{l}

j<k
γ f j fk +

∑
j∈FD\{l} γ f ′

i
f j +

∑
j∈FD\{l} γ f ′

l
f j + γ f ′

i
f ′
l

)
=

exp
(∑

j∈FD\{l} γ fi f j

)∑
fl exp

(∑
j∈FD\{l} γ fl f j + γ fi fl

)
∑

f ′
i

(
exp

(∑
j∈FD\{l} γ f ′

i
f j

)∑
f ′
l

exp
(∑

j∈FD\{l} γ f ′
l

f j + γ f ′
i

f ′
l

))
A disadvantage of this approach is its intractability, when more than a few features
per input vector are missing, because of the combinatorial sum over all possible fea-
ture value combinations for the missing values.

Two practical MV Treatment Approaches To practically use the AME model presented
in the previous sections (i.e. those without parameters for general inference) on data
sets with missing values, two other approaches are sensible:

I Introduce extra bin: the case, that the value for a feature is missing, can be treated
as simply another possible value for that feature.

I Use submodel: training an AME model on a complete data set (either naturally
complete, or completed by some preprocessing method), followed by its applica-
tion on test data with missing values. For application on incomplete input vectors
a submodel can be deduced from the originally learned model, providing a pre-
diction given only the known features.

The second approach is only appropriate for the MCAR missing value pattern. The
model does not encounter missing values in the training set and thus cannot learn
their significance for prediction.

The first approach makes sense mainly for informatively missing value patterns. It
does not hurt to use it for non-informatively missingness patterns, though;1 just no
helpful information could be extracted from missing values.

Introduce Extra Bin Realization of the “introduce extra bin” approach is very
simple. An additional bin (value) has to be introduced for every feature, which can
have missing values. This induces additional Lagrange multipliers (parameters) in
the model, which learn the dependence of the target on the observation of a miss-
ing value for each of those features. This is possible for continuous features, as well:
there, one has conceptually two bins: either the value is missing, or it is present. If
it is missing, the additionally introduced Lagrange multiplier for the missing value
in the posteriors (5.15), (5.23) is used. If the value is present, not the Lagrange mul-
tipliers dedicated for missing values are used, but instead the product between the

Provided, that the missing values occur often enough, such that the learned distribution for vectors with1

missing values is (almost) the same as the expectation for the case that the value is present.
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appropriate original Lagrange multiplier (θ, ζ, χ, ξ, ω) with the value of the present
feature, as in the original posterior.

Use Submodel Implementation of the “use submodel” approach is a little more
complex. After learning the complete or completed training set, a full model with
Lagrange multipliers for all features – and their values, for discrete features – is ob-
tained. The simplest approach to obtain a submodel for only the known features,
beside training a new model, would be to exclude all Lagrange multipliers involv-
ing the missing features from this model. Unfortunately, the Lagrange multipliers for
uninformative features or feature values do not need to be 0. Only in this case could
the appropriate Lagrange multipliers be excluded. So instead, substitute values for
the Lagrange multipliers corrsponding to missing values have to be computed, which
can be used in the posterior instead of the one for known values of the missing fea-
tures.1 This value is derived from the known Lagrange multipliers in the following
way:

Each of the newly introduced Lagrange multipliers is computed as the weighted av-
erage of the existing Lagrange multipliers for that feature combination. The averag-
ing takes place over all vectors of the training set, and the weighting factors are the
probabilities of the training vectors (uniform, if λ parameters are not used). A very
intuitive example for α parameters for a discrete feature j:2 If the possible values
are l j ∈ {0, 1}, occur with frequencies 1

3 ,
2
3 , respectively, and the corresponding La-

grange parameters αil j are αi,l j=0 = −1, αi,l j=1 = 2, then the new Lagrange parameter is
αi,l j=2 =

1
3 (−1) + 2

3 2 = 1, where l j = 2 is the bin for missing values for feature j. The
value 1 is the expectation of the parameter value used, under these circumstances.

Discussion The “use submodel” approach can be seen as a special case of “intro-
duce extra bin”. If the training data set contains only non-informative missing values,
then the parameters for the missing value bins would be learned not to favor one
class, because all possible classes or regression values can co-occur with a missing
value. Such values are also computed for the additional parameters, during extend-
ing a complete data set model by missing value bins.

This approach can also be seen as an approximation of the marginalization method.
Instead of the true (or modeled) distribution of the missing feature, the distribution
in the training set is used for averaging.

A pitfall for the “introduce extra bin” approach is the case of very few or no missing
values in the training set. Then the parameters for some missing values would not be
learned at all, i.e. they would stay at their initialization value 0, or would be learned
based on very poor statistics. Accordingly, in the case of a complete training set, the
“use submodel” approach should be chosen. If the data set is only almost complete,

This substitute takes the place of the Lagrange multiplier for the “missing bin”, described in the previous1

paragraph for the “introduce extra bin” approach.
The αil j parameter represents the contribution which a feature j gives to the mean, given that it assumes a2

value l j.
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it may also be helpful to introduce further random missing values, or to replicate ex-
isting data vectors artificially introducing missing values. Then, also the bins for the
missing values can be learned, although only non-informatively.

Both methods are used for the data sets examined in chapters 7 and 8. There, the da-
ta set art2 is analysed twice. First, with missing values in the training sets, using the
“introduce extra bin” approach; and another time with a complete training set, using
the “use submodel” approach for classification of incomplete data in the test set.

5.4.2 Feature Selection
For large data sets, feature selection or feature weighting are very important tech-
niques, cf. Guyon and Elisseeff (2003). They allow to reduce the dimensionality with-
out discarding too much information, or they can even simplify a problem by remov-
ing irrelevant features and transforming the input space into more meaningful fea-
tures (e.g. PCA).

One measure which often guides the selection or weighting of features for data anal-
ysis is the correlation (with target labels and/or other features). The Lagrange mul-
tipliers or parameters of AME models are interpretable very similar to correlations, in
the following respect: a high correlation between a feature and a regression target in-
dicates a high probability, that the value for both is similar (assumed that the ranges
of both are similarly scaled). Assuming a regression problem with continuous fea-
tures, which is best comparable to correlations, a high ζ parameter in an AME model
leads to a high influence of the corresponding feature onto the regression value. I.e.,
a high feature value will result in a high target value, because of the influence on the
mean of the posterior µ(M)

i|f (cf. equation (5.22a)). If the correlation is negative, so will
be the corresponding ζ parameter. Although the concept of correlations does not car-
ry over to discrete features and targets, the interpretation of parameters for this is
similar. As an example, a high value (relative to the γ parameters for other values of
the same feature-target combination) of a γ parameter indicates a high probability of
the corresponding two values co-occurring.

But in two points, there are important differences between simple feature selection
using a correlation criterium and the AME parameters. One is, that (a) the parame-
ter values are not determined in an isolated manner; and the other, that (b) Lagrange
multipliers are introduced to constrain not only pairwise products, but also more di-
verse functions.

Point (a) is important, when features can have strong interdependencies. Because
the parameters are learned, they take strong redundancies between feature pairs or
triplets into account. Correlations are computed neglecting all features not direct-
ly involved in a given correlation, and thus ignore the presence or absence of other,
possibly redundant features. The former approach can be an advantage when per-
forming feature weighting, as the following example illustrates. Assume, there are
two equally informative features in a data set, and one of these is copied exactly to
a third feature. The added feature does not provide any further information about
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the target, but its correlation with the target would be as high as that of the feature it
was copied from. During learning of the AME parameters, by contrast, these would
be adapted to weight the combination of the two identical features similar to the
unique feature, thus discounting the redundancy. On the other hand, such discount-
ing can be a disadvantage for feature selection, when each of the redundant features
will be ranked lower than the original unique feature, because of the lowered param-
eter values.

The other point, (b), allows to use more general characteristics of the data set for fea-
ture selection or weighting. If, for example, the ∆ parameters are used for feature
selection, they indicate, which combination of two features is strongly related with
the target. Although each feature on its own may have only a moderate relation to
the target, a strong relation of both combined is detected this way. The use of triplets
of features or further combinations for constraints can thus be an advantage when
doing feature selection or weighting, because it allows to include further criteria into
the selection/weighting process.

5.4.3 Model Merging
Depending on the number of features and values per feature, especially classifica-
tion tasks with discrete input features can lead to large numbers of parameters. This
poses two problems during learning of such models. One is the computation time
needed to learn such a model; the other is the ability to really find a parameter vec-
tor close to the optimum. This subsection describes a possible approach to address
these two problems, by splitting the whole model into several submodels, learning
these, and finally combining them again to form the complete model.

Concerning the time needed for learning an AME model, it is, with current hardware,
possible to learn models of intermediate size. For a classification task with discrete
features using all described constraints, i.e. those corresponding to γ, ∆, and λ, sizes
of up to a few tens of features with five to ten bins each, and about ten thousand
training examples are still reasonable. Binary features allow to work with some hun-
dred of them. Optimization of such models will, depending on the hardware, the
characteristics of the data set, and parameters for the gradient descent procedure,
take a few hours up to a day.1 If ∆ and/or λ parameters are not necessary, the size of
the training set may be still larger. Because of the fewer parameters involved when
using regression and/or continuous features, the number of examples or features
may be even higher there. On the other hand, the optimization process may be more

On hardware such as SunFire Servers with 750MHz processors.1
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time consuming, when constraints on the variance are used for regression, because
for these the convergence seems to be slower.

Training Time Complexity The theoretical complexity of training time needed
by the implemented algorithm, for classification on discrete features,1 is O(N2A2 +

MN2), with N = |FD ∪ FC| and A being an averaged number of values per feature.
The complexity is higher, if ∆· parameters are used. Computation of the posterior
during usage of the model is generally not a problem, because its complexity is only
O(N|Ai|) per prediction, or O(N2

|Ai|) if ∆ constraints are used as well.

To allow the training of AME models for even larger data sets, as commonly encoun-
tered in data mining, Yan and Miller (2000) suggested to build several smaller mod-
els and combine their output using a suitable method, although they left open, what
such a suitable method could be. This idea is picked up and developed here. The
idea is reasonable, because the complexity of learning an AME model, as presented in
the last paragraph, is at least quadratic in the number of features. This suggests that
it should be possible to reduce overall learning time for large data sets by splitting
the set of features into several groups, and learn one AME model per feature group.
Even though the number of submodels can be huge, their accumulated learning time
should be less than that for a single model using all features.

Splitting The speed-up of learning also implies a loss of model complexity: instead
of enforcing all pairwise (and possibly triplet) feature constraints, only those will be
taken into account, which are present in at least one of the submodels. The gain in
classification accuracy obtained by taking the additional constraints of the complete
model into consideration depends on the statistical interdependence of the features
involved in the constraints. For independent features, a constraint on their factorizing
joint probability distribution is favored automatically by the entropy maximization
criterion. Thus, grouping the features according to their dependence structure will
minimize a loss of information encoded in constraints, which result by splitting the
model into several submodels. This can be compared to a constraint selection scheme
in the complete model, which would only enforce constraints on feature combinations
present in at least one of the feature groups, and drop those constraints, which are
not present in any submodel. Observations made during learning of several models,
show that it is often even advantageous to first use submodels and then to combine
these into a complete model. Smaller models allow a more accurate enforcement of
the used constraints, by working on a much smaller optimization problem. These
experiences are given in more detail later in part “Data Sets”.

The remaining question is, how to combine the submodels or their output to obtain
a single classification decision or regression value. I will restrict the following to the
classification case, although an extension to regression would be straightforward.

This case leads to the most parameters, and thus to the highest complexity of learning time. Regression1

models may, on the other hand, need more iterations to converge. The number of iterations needed for
optimization is not easily predictable beforehand, and so here I analyse the complexity of one iteration of the
optimization process.
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Committee and Averaging A simple approach would be to view the submodels
as a committee and perform a majority vote, or a kind of averaging of their outputs.
For a majority vote one would need to fix classification thresholds for each submodel
before combining the prediction; thus there is no single threshold which would en-
able a tuning of the classification decision to a loss matrix, and the optimization of
the submodel thresholds would likely be suboptimal, or of combinatoric complexi-
ty. Averaging the submodel ouputs seems more sensible, as it implicitely includes a
weighting of the single submodels by their certainty of classification. As an exam-
ple, a prediction for one input vector with six submodels could give a probability of
0.3 for the positive class with three models, and of 0.9 with the other three. A simple
majority vote could, for thresholds of 0.5 for all submodels, not reach a decision. On
the other hand, averaging would yield a probability of 0.6, and thus favor the pre-
diction of the three more certain models. Averaging can already lead to very good
results for the model splitting and combining approach (see part “Data Sets”).

Merging Another very sensible approach is instead based on building a new model
out of the learned submodels, using its output for classification. This has the addi-
tional advantage to provide a starting point for continued learning, allowing to learn
also those constraints, which were ignored so far, due to the model splitting. The dif-
ferent Lagrange multipliers used in the models can be interpreted by analyzing the
model posterior. A positive value of a parameter γlil j indicates a positive dependence
between the values li and l j, i.e. they are likely to occurr together; a negative value of
that parameter indicates a low probability of their co-occurrence. The absolute val-
ue of that parameter may vary in different (sub-)models (even those both involving
features i and j), depending on the other parameters, but their relative size will tend
to be similar in different submodels involving the same features. Adaptation of vary-
ing values for the same parameter in different submodels can be accomodated during
transfer of the parameters into the combined model. If ∆ parameters are used in any
submodels, and thus also the combined model, their values will be likewise related.

As a consequence a combined model can be created by including all features, con-
straints and parameters. Initially the parameters are all set to zero, such that param-
eters not present in any submodel do not influence the classification decision. Then,
for each learned submodel, its parameters are transferred to the corresponding ones
of the combined model. If a parameter is present in several submodels, the resulting
parameter in the combined model is set to an average of the parameter values of the
submodels. This way, parameters learned in none of the submodels will keep their
zero value, which corresponds to a model with a constraint selection scheme which
drops the constraint corresponding to the zero parameter.

Results (see subsection 8.3.2) indicate, that this approach is often not superior to av-
eraging of the submodel outputs; but even, if this is not the case, a combined model
allows to continue training after merging, which very often leads again to a signifi-
cant improvement in classification performance. The results presented in section 8.3
for the DMC02 data set are obtained by grouping features randomly, or according to
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their pairwise mutual information. Sometimes, if the mutual information structure
between these groups is overlapping, it may make sense, to include some or several
features in more than one submodel.

Splitting Cases instead of Features Another idea for a possible speed up by model
splitting could be the training of the same model on smaller chunks of the training
set, and then combining the predictions or parameters of the resulting models. This
idea was motivated by some remarks about computation times in Yan and Miller
(2000), which indicated a superlinear dependence of learning time on data set size.
They report computation time on a Sparc10 on the UCI Zoo data set rising from 1.5h
to 7h for doubling the training set size from 70 to 140 cases. Contrary to their obser-
vation, an analysis of the learning time complexity of the AME learning algorithm,
as well as empirical measurements of computation time using an own implementa-
tion revealed only a linear dependence on the data set size. This holds, regardless
of whether the training is done with or without ∆ constraints and with or without
learning Pm, i.e. the λ parameters. These differences in time complexities may be due
to suboptimal caching in the implementation used by Yan et. al., which unfortunate-
ly was not available; their derivatives of the Lagrangian w.r.t. the parameters show
two nested loops over the whole support set; but the inner loop does not really de-
pend on the index of the outer one, such that its result may be computed and cached
before the outer loop starts.

5.5 Implementation Issues

In the implementation of the AME approach presented in this chapter, some issues
should be taken care of, which are discussed in the following. Most of the comments
are concerned with the implementation of regression, but some information about
the optimization implementation is offered first as background information.

Optimization The modified objective functions L, for classification (5.9a) and
regression (5.25a), are optimized by gradient descent. Actually, a stable dynamic pa-
rameter adaptation (SDPA, for adaptation of the learning stepwidth) is used in con-
junction with the Pollack-Ribière conjugate gradient direction. The idea of the step-
width adaptation is not to seek for an optimal value, but reuse the previous value,
which is either multiplied or divided by a constant factor, to adapt to changing char-
acteristics of the objective function. Details are given in Rüger (1996) for SDPA, and in
Press et al. (1988) for the conjugate gradient method.

During development of the AME extensions, introduction of new kinds of constraints
was first tested using numerical derivatives; if these turned out to make sense, the
symbolic derivatives of the objective function were derived and implemented, to
make training on large data sets feasible. Derivatives for the presented constraints
can be found in appendix A.
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Regression Depending on the constraints used for regression, convergence (at least
using the gradient descent method used here) can be slow. To alleviate this problem,
two measures are taken.

I Stepwise Introduction of Constraints
Some tests on simple data sets showed, that the optimization can reach more ac-
curate levels, if it is performed in steps. First only the general mean, independent
of individual input vectors, is trained. For this, only the φi parameter is necessary,
and all other, which may be used later, keep their initialization value of 0. After
some iterations – not necessarily after convergence is reached – further constraints
can be enforced. The order, in which the next parameters are learned, should usu-
ally be first ζ, α, then ψi, β and/or χ, and finally ξ, ω. After all constraints are
enforced, training is continued either until convergence, or until performance on a
validation set reaches its optimum.

I Making Mean and Variance independent
Looking at equation (5.22a), the mean of the target, given an input vector, it is
remarkable, that the mean depends on the variance for that input vector. This
seems to make it hard for the model to learn a good approximation for the mean,
while the variance is still changing, because the parameters just used for the mean
constantly have to adapt to counter the effects of the changing variance parame-
ters. And the variance will change, while the mean has not finished learning, be-
cause the moments used in the constraints will change with the mean. Although
it is not the form theoretically derived, test simulations showed that it may be ad-
vantageous for convergence and thus model performance, to omit the variance in
equation (5.22a), and to adapt the derivatives accordingly.

As long, as only ψi, and no other constraint on the variance of the target, is learned,
the latter idea does not make a difference in the complexity or ability of the model,
or the theoretical optimum of the objective function. The variance is then the same
for all input vectors (i.e. independent of the input features), and omitting the variance
from the mean corresponds to a simple rescaling of all parameters occuring in the
mean computation.

On the other hand, if the variance varies strongly with the input vectors, the original
approach leads to non-quadratical dependencies of the target feature on the inputs,
even when using only the mentioned constraints. More precisely, a term of quadrat-
ical dependence is multiplied with an inverse parabola. Thus, the class of perfect-
ly learnable posteriors is somewhat changed in this case. Chapter 7 shows results
demonstrating, that the modified approach works very well for linear and quadrat-
ic regression problems. An application to real world data is still open.

Variances When doing regression, the constraints used here allow to estimate the
variance of the posterior (5.22b). Seen as a function of any continuous feature, its
form is an inverse parabola. The parameters determining the variance are usually
negative, which results in a positive variance. Theoretically it is possible, depending
on the input vector, that the variance can assume a negative value. To prevent this,
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the parameters are initialized with sensible values (ψi = −20 to start with small vari-
ances, all others with 0, i.e. no dependence on input features). The optimization will
then never result in a negative variance on any training vector: before becoming neg-
ative, the variance would have to assume very large values, because of the inverse
form, which would result in very large objective function values. Thus the parame-
ters are pushed away from such values by the optimization. However, it cannot be
guaranteed, that the variance is also always positive for vectors not encountered dur-
ing training. These would have to be outside the domain of the training data for at
least one feature, though. In such a case, the AME algorithm cannot extrapolate. The
reason is the limited flexibility of the inverse parabola form, learned as variance. If
this is a problem, other constraints should be considered, which would result in a
more flexible form for the variance.

Constraints The modular structure of the constraints not only allows the stepwise
enforcement of these, to achieve a more stable optimization process. If a validation
set is used, one can evaluate the performance of the learned model on the validation
set after each additional constraint type is enforced and convergence is reached. If
the performance is unsatisfactory – and this is not due to overfitting because of im-
precise constraints – further constraints can be introduced to make the model more
powerful and flexible in adapting to the data set. Enforcing further constraints at any
time still allows an easy continuation of the learning process, when the additionally
introduced parameters are initialized with 0.

5.6 AME Discussion

5.6.1 Summary
This chapter has provided some motivation for the use of a maximum entropy ap-
proach for data analysis problems. Building on this idea, the approach of Yan and
Miller (2000) has been presented, where an approximation of the joint pdf support
by the vectors present in the data set is used, to make marginalizations tractable. The
following sections have provided extensions from discrete to continuous features, and
from classification to regression. Finally, some practical issues regarding missing val-
ues, feature selection, and model splitting/merging to speed up the learning process
have been discussed, as well as practical issues of the optimization process.

Accuracy The theoretical justification for, as well as reports from successful applica-
tion of, the maximum entropy principle are encouraging regarding its use for classifi-
cation and regression. Unfortunately, in its pure form, it is intractable for realistic da-
ta set sizes; some trade-offs have to be accepted for such applications. The approach
taken here restricts the support to vectors observed in the training set. This seems to
work well for reasonable data sizes, but may cause problems for small training sets
with only a few examples. This is in accordance with experiences made when com-
paring performance of AME and SVM using very small data sets.
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The next chapters provide further practical motivation, regarding classification perfor-
mance, for the use of AME. Its use seems to make sense especially, when features with
discrete character (in contrast to continuously and possibly monotonically changing
meaning of feature values) are available. Also, its performance concerning missing
values handling is usually comparable to that of the best alternative tested and can,
in certain circumstances, improve on these (e.g. art2 data in figure 7.6). Practical ap-
plicability for the regression part has so far not been extensively tested and evaluat-
ed.

Constraint Selection Related to the issue of accuracy is the question about which
constraints to use for AME models. One point to keep in mind in this respect is to
use only constraints, for which the statistics can be estimated reasonably well from
the training data. Moments of higher order would make AME models more power-
ful and flexible; but moments of higher order usually need more data for an accurate
estimation. Yan and Miller (2000) report, that moments of third order (e.g. those as-
sociated with ∆ parameters) already lead to a decay of performance. This observation
cannot be confirmed in general. Often, models including ∆ parameters outperform
those without, in my experience. But for these, usually training set sizes of about
10,000 examples were used, many more than in the UCI data sets used by Yan and
Miller (2000).

Instead of choosing all second order moments or all third order moments as con-
straints, like in the simulations performed for this thesis, a finer distinction is imag-
inable. Yan and Miller (2001) report some results for such an approach. There, the
entropy of all pairwise probability distributions is computed and used for a ranking.
Then the n ones with lowest entropy are selected as constraints, where n is varied
to yield best performance, or chosen to keep time for learning a model in realistic
bounds. Constraints with the most information about a problem should reduce the
entropy of the learned model most (Herskovits and Cooper (1991)); the motivation
for choosing the distributions with lowest entropy is, that using these as constraint
will probably reduce the joint entropy most, as well.

Furthermore, prior knowledge could be incorporated, if it can be expressed in such
constraints. For gradient descent, one could even think of different weighting of such
constraints, because if they are known exactly, they could take precedence over en-
forcing estimated constraints.

If the data basis is sufficient, another factor for selection of constraints should be tak-
en into account. Depending on the chosen constraints, the flexibility of the model
changes drastically. An example are the diverse constraints for regression used here.
Choosing only second order moments, i.e. parameters ζ, leads to a linear depen-
dence of the target mean on each feature. When constraints for χ (second order in
the features) are included, the dependence can be quadratic. Higher order constraints
would allow still greater flexibility, but might be estimated inaccurately.
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Summarizing, there are many factors to take into account for constraint selection,
namely prior knowledge, data size and characteristics, feature types, and resources
available (implementation time, learning time and space).

Data Set Sizes So far, the application of AME models with the implementation used
here seems sensible for data sets of a few tens of features with some tens of thou-
sands of examples. It scales linearly with the number of examples, but, depending on
constraints, does not scale well with the number of features. For binary or continu-
ous features, working with data set having more than 100 features is manageable; for
these, less parameters are introduced, than for discrete features which assume many
different values. Section 5.4.3 describes one approach for a possible speedup for data
sets with lots of (relevant) features, by assigning the features to several smaller mod-
els, which can be trained much faster.

Speedup of Training Time Although the time needed for learning an AME model is
not always larger than that for MLPs or SVMs (see reports in part “Data Sets”), this is
often the case, and learning time for large data sets is an issue in general. A fix-point
algorithm to improve convergence, when compared to the standard gradient descent,
might be possible; although this works extremely well, regarding training time and
the quality of the final model, for very small training sets using only γ constraints, it
so far diverges for more realistic data sets. Furthermore, it is very complex to derive
and implement this algorithm for different kinds of constraints. Due to lack of time
this idea was not pursued any further. Ideas like not enforcing all constraints at the
same time, or not performing parameter updates completely but just using their di-
rection of update, could allow to derive a working fix-point algorithm, if the current
implementation is not sufficient. Of course, the constraint selection options already
discussed would also allow to scale the training time needed to a reasonable level.

Maximum Entropy Philosophy The maximum entropy principle, which the
AME model follows, is not undisputed. Jaynes (1994), page 1120, summarizes and
discusses some of the objections made against its use. The points made by him
should be taken into account when interpreting the results of any maximum entropy
method, including the one presented here.

One of the points concerns the question, how well the ME solution reflects an un-
derlying true distribution. Jaynes points out and shows, that the ME solution is the
most likely distribution which could be observed experimentally; provided that the
constraints are correct and complete. The question which remains is, how usable
the found solution is, if the constraints do not fulfill these criteria. In practical da-
ta analysis problems they may either not be (perfectly) correct, because of noise and
constraint estimation problems with limited data. And/or they (probably) are incom-
plete, e.g. because higher order constraints are usually not included in an analysis. A
remark, which may alleviate this trouble somewhat, states that redundant constraints,
which correspond to expections one would reach given already encoded constraints,
do not influence the found solution. As long, as one has a reason not to expect other
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constraints to be “surprising” in the sense that they would provide completely new
information, the solution may be expected not to change severely by omitting those.

Further critic points out unsuccessful applications of the principle of maximum en-
tropy. The answer to this objection is that, if a maximum entropy solution is consis-
tently found not to reflect real observations, this gives a hint about missing or wrong
constraints, and can in this way help to understand problems better. Jaynes gives as
an example work by Gibbs and others in statistical mechanics, where a maximum
entropy solution consistently failed to predict some thermodynamic properties cor-
rectly. As was discovered later by others, the missing constraint was the discreteness
of energy levels. Transferred to the problem of statistical inference, a “failure” of an
AME model may give hints about further dependencies in the data set not yet taken
into account.

5.6.2 Open Issues
Because of time constraints, some issues have not been considered so far for this the-
sis, but can have an important influence especially regarding practical applicability of
AME models.

Regression One concerns regression on practical problems. The following part “Data
Sets” provides results and comparisons for some artificial data, but its usefulness in
reality has not yet been tested.

General Inference Yan and Miller (2000) provide a description of how to use dis-
crete space AME models to the problem of general inference. There, no feature is pre-
defined as a classification or regression target. Instead, parameters are learned such
that potentially every feature can be predicted, given the values of the others. This
can be important, e.g. for user preference data sets, where further favorites should be
found, given preference patterns for a few other subjects. General inference for mod-
els including mixed feature spaces, where potentially the need to do regression for
continuous features may arise, is still an open issue, but should be straightforward
following the approach for discrete spaces by Yan and Miller. This may be an impor-
tant application of the regression extension disscussed in this chapter.

As indicated in section 5.4.1, a general inference AME model could also be used for
an even more elegant approach to missing values handling (if there are not too many
of these), because it would also allow marginalization over other features than the
target. It would be interesting to know, whether such a theoretically well founded
approach would provide further advantages over the procedures presented and eval-
uated in this thesis.

Public Implementation The main reason Yan et. al. see for little usage of maxi-
mum entropy models, when compared e.g. with Bayesian networks, is the high com-
plexity of learning these. Their implementation for classification, as well as work in
this thesis on classification and regression indicate, that training complexity should
no longer be a reason not to use such models. But, what seems most important to
me for establishing a method for general use is not so much a theoretical superiority
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w.r.t. other methods, or a proof of concept, but mainly experience by users. And this
is not only influenced by the quality of results, but also by an easy to use and widely
available implementation. Although the one I developed while working on this the-
sis proved to be rather usable already, there is almost no documentation yet beside
the command line help. Graphical user interfaces and guides about which constraints
to use and how to set parameters could be helpful or necessary. Furthermore, some
quite desirable features should be implemented such as the possibility of a more fine-
grained selection of features. A wide application of AME models would be the surest
way of determining the usability for practical problems.

5.6.3 Relation to Other Algorithms
This section presents relations to other methods often used for learning from data
sets. Some rather closely related approaches are treated first, namely such which also
optimize entropy in some way, followed by graphical models, which also use depen-
dencies between features for inference. Finally, relations to MLPs are covered.

Relation to Function Fitting The regression approach in section 5.3 is closely related
to least squares fitting of a special functional form to the data. The functional form is
the one given for µ(M)

i|f in equation (5.22a).

In the simple case that the variance is only constrained unconditionally, i.e. it is con-
strained to the same value regardless of the input values (no β, ξ, ω parameters), and
that row probabilities are not learned (no λ parameters), the AME parameters can also
be determined exactly by solving a system of linear equations. This is demonstrat-
ed in the following for a simple model without χ parameters and for only one input
feature j, but it is straightforward to generalize. The constraints in this case are on
µ(M)

i , ν(M)
i j and ν(M)

ii , cf. (5.28). The ones on the mean of the target (unconditional and
conditioned on the feature) take on the forms (with Pm ≡ 1/M)
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The right hand sides can be computed, as well as the coefficients (sums over m) of
the two parameters φ and ζi j. So this specifies a system of two linear equations with
two unknowns, which can be solved for φ/σ2

i and ζi j/σ2
i . Using their solution, the
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Obviously, in this simple case for regression the maximum entropy objective is only
effective in determining the form of the posterior, to be a Gaussian. Its parameters,
namely mean and variance, are completely determined by the constraints.

This can only be done because σ2
i is independent of the input vector, as proposed in

the beginning of this derivation. It is unclear so far, whether a simple or even ex-
plicitly solvable system of equations can be found, if the variance is constrained to
depend on the input vector. And when the restriction Pm = 1/M is lifted, the en-
tropy objective function might come into play again, because the additional parame-
ters make the system of equations established by the constraints under-determined.

Random Fields and Iterative Scaling Darroch and Ratcliff (1972) and Berger et al.
(1996) specify the generalized and the improved iterative scaling methods for opti-
mization of maximum entropy models, latter in the context of linguistics, where the
feature functions1 are binary valued. In this procedure, the Lagrangian parameter for
a constraint is adapted in a way to approximately fulfill that constraint. This is done
for all constraints, and then iterated until the parameters converge.

As pointed out before, the prerequisites of iterative scaling (non-negative feature
functions) do not always apply for AME models. In addition to this, simulations in
Malouf (2002) indicate, that accelerated gradient descent methods outperform itera-
tive scaling algorithms.

Random fields and conditional random fields, in Della Pietra et al. (1997) and Laffer-
ty et al. (2001) are closely related to the AME model, but are applied there to natural
language processing and use special feature functions. Generally, they are maximum
entropy models whose constraints or feature functions are corresponding to certain
graphical structures. These structures are motivated by Hidden Markov and other re-
lated models, whose advantages conditional random fields are designed to combine.
In principle, similar constraints could be used in AME models, but this also allows to
enforce constraints on the joint pdf which are not directly represented in the posteri-
or.

Minimum Relative Entropy There is some further interesting work on using
the maximum entropy principle for classification. Jaakkola et al. (1999) combine
Bayesian, maximum entropy and support vector ideas in their Maximum Entropy
Discrimination framework. This is based on arbitrary parameterized discriminant
functions, e.g. the log-ratio of class-conditional distributions or a scalar product of a
weight vector with the input vector. The classification rule then uses the sign of the
integral of the discriminant function over all parameters, where the weight is the pos-
terior probability of the parameters. Entropy maximization is used for estimating the
parameter posterior. The constraints are here, that the classification of each example
should be achieved by a certain margin. The authors actually use the minimum rela-
tive entropy method to allow incorporation of a prior over the parameter space.

Feature functions are the functions of the input vectors, whose averages are constrained to be the same,1

according to the model and as observed in the data set.
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Support Vector Machines can be derived in this framework using certain assumptions
for the discriminant function and the prior. Furthermore, the framework also allows
to do regression or anomaly detection instead of classification, it can provide a classi-
fier even if the data is not separable by the given discriminant function, and it can be
used with incomplete labels in the training set.

Direct comparison of this approach to the AME model is difficult, as maximum en-
tropy discrimination is a whole framework, where individual classification algorithms
can be plugged in. In contrast to AME, it is a Bayesian method, using an integral over
the parameter space and the computed posterior, instead of a single parameter vector,
for predictions. It might be possible, to use this framework for AME models as well,
since in Jebara and Jaakkola (2000) the authors claim, that it also subsumes exponen-
tial family models, to which AME models belong.

Naïve Bayes The naïve Bayes classifier (NBC) is one of the simplest Bayesian networks
(or graphical models). It assumes, that the input features are mutually statistically in-
dependent, given the target. Using this assumption, one arrives at very simple forms

for the posterior: P( fi|f (−i)) =
P( fi)

∏
j∈F P( f j| fi)∑

f ′
i

P( f ′
i
)
∏

j∈F P( f j| f ′i )
.

This form is basically equivalent to the posterior obtained for AME classification with
discrete features (the class prior P( fi) can be incorporated into the AME parameters).
So both NBC and the (discrete) AME model seem to be the same. But there are subtle
differences.

Yan and Miller (2000) argue, that enforcing further constraints, which do not involve
the target feature and which are not represented by parameters in the posterior, are
responsible for the differences in predictive performance, which they observe in their
simulation results, with AME models being superior to NBC.

Although these certainly make a difference, I do not attribute the whole observed
performance differences to the additional constraints. Instead, I think the fact to be
more important, that the conditional probabilities in NBC are directly estimated from
the data, while the corresponding parameters of an AME model are learned. As has
already been argued in the section about AME models and feature selection, by learn-
ing the model parameters these are automatically adapted to redundancies (and thus
dependencies between features) in the data set. So the NBC assumption about mutual
statistical independence of features is not necessary for AME models.

Another difference between NBC and AME models is of course, that latter are not re-
stricted to constraints on pairwise probabilities involving the target. By the option
to use additional constraints, AME models are much more flexible, in including ad-
ditional knowledge into the modeling process, as well as the resulting complexity of
the classifier.
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Bayesian Networks Bayesian networks (BN) are a richer class of models than just
the NBC. There, any variable can depend on a subset of all the others, and thus de-
pendencies between input variables can be taken into account. For establishing a con-
crete model structure, the dependencies between the variables have to be known or
estimated; to let every variable depend on every other would lead to intractability.
This is a difference to AME models, where every dependency can be taken into ac-
count (if the appropriate constraints are included). One does not have to know or
estimate in advance, which inputs are mutually dependent. Furthermore, this allows
also very weak dependencies to be taken into account for inference, without making
the resulting model intractable.

Another difference is, that BNs not only take second and/or third order constraints
into account, but also a subset of higher order ones, depending on the connection
structure in the network. And for second/third order, usually not all of them can be
taken into account, which is possible with AME models.

The entropy principle is also useable for BNs: Kutato from Herskovits and Cooper
(1991) is an algorithm, which uses it for construction of the network structure. It is
used to select dependencies which should be included in the network. The idea is,
that dependencies should be most useful and informative, if their inclusion leads to a
large decrease of the entropy of the model.

No direct performance comparisons between BNs and AME models are performed in
this thesis. But for general inference tasks, which BNs are also suitable for, Yan and
Miller (2000) report better results for the AME model than for BNs trained with Kuta-
to, for some UCI data sets.

Another difference between both models is, that BNs are only applicable for discrete
features and their inference. AME models, on the other hand, are also useable for
classification with continuous features and potentially regression, as shown in this
thesis.

MLPs and SVMs These models are more difficult to compare with the AME approach,
because they do not provide a joint probability distribution or posterior for the da-
ta. Yan and Miller (2000) give an interesting argument, why MLPs should be rather
prone to overfitting, when compared to AME: From the viewpoint of constrained op-
timization, the squared error cost function poses a (soft) constraint on every exam-
ple. This “constraint” is zero, if the MLP has learned the target for an example per-
fectly. This is problematic, because data is usually noisy, such that an exact match
should not be expected.1 AME on the other hand, uses averages over the whole data
set as constraints, which should be more reliable. While the number of constraints
for AME models depends on the number of features, and the selection among combi-
nations of these, this number depends on the number of examples for MLPs. Thus it
depends very much on the data set, which model uses more constraints.

Not discussed by Yan et. al., and more difficult to include in an argument, is the fact, that the architecture of1

an MLP, as well as possible regularization terms in the cost function, can control these “constraints”.
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Both SVMs and MLPs are methods working with continuous features. Both models re-
ly on the property of input features to change their meaning continuously with their
value. In contrast to this, for the AME model there is a choice about how to interpret
features, discretely or continuously. For continuous features, the same assumptions
apply, while for discrete features, neighboring values do not need to imply similar
meaning.1 This difference is especially important for categorical features like color,
shapes, etc. For these, encoding as continuous features is a problem. Direct transla-
tion in arbitrary values clearly is not a good idea. And Brouwer (2002) shows that, at
least for MLPs, a 1-out-of-n encoding also does not need to be optimal.

Because of a missing joint density representation, handling of missing values and
general inference is also a problem with these two methods, contrary to BNs and
AME. For general inference, probably the most common approach is to build several
machines, for each target to predict one. This has two disadvantages. Firstly, it does
not scale well with large feature spaces, and secondly, the single machines do not
have any connection and cannot profit from representations or learned parameters
of the other machines.

Regarding actual performance on real data sets, the results are mixed. There are data
sets, for which AME shows a clear advantage (art2); then there are data sets, for which
a comparison is very dependent on the performance measure used (DMC01). For oth-
ers, general differences do not seem to be significant (siemens), or AME is even slightly
inferior compared to the best alternative (DMC02).

With regard to missing values handling, the AME model has a slight advantage, if not
generally in performance, but in handling. There is mainly the choice of whether to
treat the mechanism as informatively missing, or as non-informatively, using either
extra values, or the submodel approach, respectively. For the other models, clearly
the extra feature approach should be used for informatively missing values. Other-
wise, several other methods can/should be used, while it is usually not clear from
the beginning, which one to prefer for the case at hand. Mean imputation is shown
to have drastic problems in some cases (art2), and hot-deck or nearest-neighbor im-
putation have been shown in chapter 4 to be suboptimal in some cases (little discrim-
inability in remaining dimensions, when missing feature would have been very infor-
mative). Unfortunately, several of the more sophisticated missing values approaches
for MLPs could not be evaluated in this thesis.

While AME models often need more time for training, their application is very fast
(compared to SVMs). Furthermore, it is relatively easy to determine good choices for
the constraints for AME models; SVMs on the other hand are very sensible to good
choices of training parameters (kernel, trade-off between errors and margin, kernel
parameters) and need a lot of architecture selection effort.

Actually, such meaning could not be generalized by the presented AME model. If discrete features like age1

have monotonically changing meaning, they should usually be treated as continuous, or at least be binned
to group similar values together.
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6 Methods and Measures

This chapter explains common approaches and measures used in the simulations,
which are described in the following two chapters. The last section, section 6.3, de-
scribes characteristics of the data sets, which are important in the simulations and
influence the performance of the different learning algorithms.

6.1 Methods

In this thesis, it is often necessary to distinguish between incarnations of different
learning algorithms. If a distinction between the abilities or characteristics of the
learning algorithms is necessary, or all instances trained using one specific learning
algorithm are denoted collectively, the term “model” will be used. Thus, a model
here is either a SVM, a MLP, or an AME model.1 If the differences between instances of
the same model should be highlighted, the term “architecture” is used instead. An
architecture may be, for example, a MLP with 5 neurons in one hidden layer, in con-
trast to another architecture with 10 hidden neurons; for AME models, the architec-
ture specifies the kind of constraints/parameters used (second order vs. third order,
with or without row probability learning, i.e. λ parameters).

Determination of the parameters of the models/architectures will usually be denoted
as learning or training.2

Preprocessing Before a machine learning algorithm is applied to a problem, some
care must be taken in preparing the data. Depending on the actual algorithm, the
problem can be drastically simplified or complicated by different scaling and repre-
sentations of the data, cf. chapter 8 of Bishop (1995). The steps, which turn out to be
important for the data sets and algorithms discussed in this thesis, are mentioned in
the following.

I Balancing
Among the characteristics which should be determined, when a new data set has
to be learned, are the feature types and histograms. The SVM is very sensitive to
misbalanced data, i.e. data with a very unequal number of positive and negative
classes. In the following, this is an issue especially for the data set termed siemens;
there the data is used in three forms: the original, preprocessed by balancing the
classes by sub-sampling the more frequent class, and balancing by repeating ex-
amples of the less frequent class (super-sampling).

So, as an exception from the general rule stated above about the term “model”, it can mean a trained entity1

as well, when occurring as “AME model”.
Other common terms are fitting or estimation of parameters.2
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I Feature Selection
For very large data sets, or those where redundant and uninformative features are
suspected, feature selection is applied. The criterion here is the mutual informa-
tion (MI) of each feature with the target. Those with a MI above a given threshold
are included.

I Normalizing Mean, Variance
Several algorithms are sensitive to the distribution of the input values. The MLP

can profit from data with small absolute values, because it can learn faster, if the
sigmoidal transfer functions are mainly used in their linear parts. The SVM is
more reliable, if the features are scaled to a similar variance, because it uses dis-
tances between data vectors.
To avoid discriminating an algorithm (cf. Bishop (1995), ch. 8), the input features
are generally scaled to unit variance and either mean or median is shifted to the
origin, whatever seems more appropriate.

I Filling in Missing Values
To handle with missing values, these are filled in by either mean or median of
the corresponding feature. An exception, of course, are the simulations, where
the performance for different algorithms or strategies for missing value treatment
should be evaluated. For MLP and SVM, another strategy is also used: for each fea-
ture where missing values occur, another feature is introduced, which is 0 if the
corresponding feature value is not missing, and 1, if it is. This is the “extra fea-
ture” approach. The actual missing values are then filled in with mean or medi-
an, to arrive at a complete data set. Using this technique, it is possible for these
learning algorithms as well, to use information about missingness for inference.

Architecture Selection Usually, before performing the simulations used to actually
compare models, missing values handling strategies, etc., the best architectures are
determined for each model. This involves analysis of the following parameters:

I AME: For a given feature type structure, the constraints to use have to be select-
ed. For data sets with continuous features it has to be determined, whether these
should be binned, or whether constraints for continuous features should be used.
For classification, θ parameters only allow linear dependence of the target on con-
tinuous features,1 while discrete features allow to learn arbitrary dependence, at
the cost of loosing accuracy by binning of continuous ones.
Furthermore, when using discrete features, a decision about the use of ∆ parame-
ters is necessary, i.e. whether third order constraints should be used or not.
For a selected set of constraints, simulations with checks on a validation set have
to determine the number of iterations until the best generalization performance is
reached.

Which is not a general restriction, but these are the only constraints implemented here.1
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I MLP: Multilayer perceptrons are usually tested with 2, 5, 10, 20, and 50 hidden
neurons in one hidden layer. The optimal number of learning iterations has to be
determined, as well.

I SVM: Numbers of learning iterations are no issue for these, as the SVMTorch im-
plementation selects these automatically. Instead, different kernels with several
parameter combinations have to be inspected. Linear and Gauss-kernels are com-
pared, on data preprocessed to have mean or median of 0, and a variance of 1.
For all kinds of kernels, the -C parameter has to be adapted (it was usually select-
ed ∈ {1, 10, 100, 1000, 5000}), which specifies the trade-off between training errors
and the margin. For Gauss-kernels, the radius has to be selected as well (usually
also ∈ {1, 10, 100, 1000, 5000}).

Validation and Test Sets The data set DMC01 has a natural separation into training
and test sets, as specified for the contest it was used for. For this, architecture selec-
tion is performed on only the training set. This is splitted again, into training and
validation examples (for DMC01 into 90% and 10%, respectively); the performance
of each architecture is then evaluated on the validation set. This split is repeated a
number of times, for averaging and variance analysis of the results. Only after a deci-
sion for the final architecture(s) are these trained on the whole training set (including
the previous validation sets), and evaluated on the given test set.

For the artificial data sets, training, validation and test data can be generated as de-
sired, so no splitting is necessary, and arbitrary repetitions are possible. The siemens
data, without a natural split into training and test sets, was split into three different
combinations for architecture selection, and then again into 10 different splits (70%/
30%) for actual comparison between the models.

6.2 Measures

For the the results in the next two chapters, many different combinations of learning
machines, parameters, data sets, and preprocessing have to be compared. As a conse-
quence, simple criteria for as basis for these comparisons have to be used. Depending
on an actual practical problem, a variety of very different performance measures is
possible and useful.

The main measure used for classification performance in the following is ROC, the
area below the Reiceiver-Operator Characteristic curve, cf. Egan (1975), Hilden (1991).
This may not always be the measure appropriate for a given problem, but it has the
advantages to be widely used, to be independent of an arbitrarily selectable classi-
fication threshold, and also to be independent of the prior probability of the two
classes. For regression, the widely used average squared difference (asd) between
true and predicted output is used, complemented by the average absolute difference
(aad). Furthermore, for a few simulations, the computation time needed for learn-
ing is compared. This is measured as user time needed during learning the problem
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on one 750 MHz processor of a Sun Fire Server running the Sun Solaris 9 operating
system. All code is written in C/C++ (SVMTorch) and C++ (own MLP and AME im-
plementations) and compiled using the -O2 optimization flag of the GNU compiler
system.

These measures are supplemented, in case that a special measure is natural for a cer-
tain data set. For instance, the DMC data sets, have special performance measures as-
sociated with them, which were used as ranking criteria for the contests.

ROC Measure For 2-class classification problems, each input vector can be assigned
to one of four categories. Depending on the true class (target value) and on the pre-
dicted class, these are hit (positive true target value / positive prediction), miss (posi-
tive/negative), false alarm (negative/positive), and true negative (negative/negative). If
these are counted and the counts then divided by the number of positive target val-
ues (hits and misses) and negative target values (false alarms and true negatives), one
obtains according rates: hit rate (HR), miss rate, false alarm rate (FAR), and true nega-
tives rate. Sometimes these are also called recall, for HR, and precision, for 1−FAR.

H
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False Alarm Rate
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1

Figure 6.1 Example for a ROC curve

These rates vary, depending on the thresh-
olds for AME, MLP, and SVM models, used
for separating their output values into pos-
itive or negative classes. For a ROC curve,
the HR is plotted against the FAR, for all
possible thresholds. The resulting curve (an
example is shown in figure 6.1) connects the
(0, 0) point with the (1, 1) point, which cor-
respond to 0% and 100% HR/FAR. These two
points result when the threshold is select-
ed such that all input vectors are classified
negatively or positively, respectively. For a
classifier, which randomly assigns the class, further points would lie on the line con-
necting these two points (dashed in the example). An example would be a classifier
giving a Gaussian output, independent of the input. A threshold of 0 would then
lead to 50% HR and FAR which would be a point in the middle of the unit square of
the first quadrant, and lead to a ROC curve along the main diagonal.

The better the classifier, the more the resulting ROC curve is bent into the direction
of the FAR= 0% and HR= 100% lines. A perfect classifier would result in a ROC curve
connecting the (0, 0) − (0, 1) − (1, 1) points. Thus the area below the ROC curve of a
“random guessing machine” would be 0.5, for a perfect classifier this would be 1.0,
and for realistic learning machines on non-trivial data, this would be somewhere in
between. The closer the value is to 1.0, the better the actual performance. This area
is computed for the ROC performance measure which is used in the following. To
connect the points resulting from individual thresholds, straight lines are used (im-
portant for calculating the area).
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When applying a learned model, a threshold has to be selected to reach a classifica-
tion decision. This corresponds to the selection of a point on the ROC curve. Which
threshold is selected is a tradeoff between FAR and HR. A higher HR is usually only
achievable for a higher FAR value. Given a loss matrix, which would assign certain
costs or profits to the four cases hit, miss, false alarm, and true negative, the opti-
mal HR/FAR combination and corresponding threshold can be selected from the ROC

curve.

The advantages of the ROC measure have already been mentioned; a disadvantage
is, that classifiers for the same ROC area value can have quite different ROC curves,
and be thus suitable for different loss matrices. So one obtains only a global quality
measure; for particular problems a model with inferior ROC area value may be much
better suited. An example for such a problem is the DMC01 data set, where the ROC

measure and the given natural measure, the Lift, which is computed using a loss ma-
trix, can contradict each other.

Another measure, often used for classification problems, is the accuracy dA, see e.g.
Harvey (1992). This is computed using the mean and variances of the classificator
output, separately computed for positive and negative target labels. These are nor-
malized, such that the negative class has mean 0 and variance 1. The mean and vari-
ance of the positive class then give an estimate of the overlap between the outputs
of the classifier for the positive and the negative classes. This describes the discrim-
inability of the classification output. For many classification tasks, this measure is al-
so evaluated. A disadvantage is, that it is based on a strong assumption, which often
is not met for the data sets and models used here: it is assumed, that the classificator
output distribution, conditioned on the real target value, is Gaussian.

Regression Measures Probably the most widely used error measure for regression is
the average squared difference (asd): for every input vector of the data set, the differ-
ence of the true target value and the prediction by a model is computed and squared.
These values are summed up and divided by the number of input vectors. Related to
this is the average absolute difference (aad), which replaces the square by the absolute
value. The first stresses outliers more, than the second does.

6.3 Data Characteristics

This thesis is concerned with the analysis of complex and real world data sets, es-
pecially client data from companies, and the issues occurring during application of
machine learning algorithms. The main issues for the data used here are discussed
in the following.

I Heterogeneity: This is discussed in detail in section 2.2.
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I Number of features: Data sets often contain a lot of features, to cover any informa-
tion which might have something to do with task the data is collected for. Still
fuzzier is the case, when the task is not even known at the time the data is col-
lected. So more features than actually necessary for a task are often present in a
data set. The number of features can be a problem regarding training time and
convergence of learning machine, and it may also lead to overfitting. Latter oc-
curs, if relations between features and the target occur just in the training set, by
chance, and are not present in the test set. For the siemens data set, feature selec-
tion and weighting have been performed using different methods (preprocessing
using PCA and ICA, and a forward selection of features using their MI with the
target as criterion), but the best final classification results are achieved using the
complete data set, possibly balanced for SVMs.

I Missing values: This is discussed in section 2.1).
I Problematic distributions: One problem summarized by this is unbalanced data,

where one class occurs much more frequently than the other(s). Of the three
analyzed learning algorithms, SVMs have serious problems with such data (e.g.
siemens). Another problem can be mismatching input distributions for training and
test data, which may result e.g. from filtering training data or non-stationary sam-
pling processes. Such data is also the result from sub- or super-sampling, applied
to counter the problems of SVMs with unbalanced data. The test set has the orig-
inal distribution of positive and negative classes; for performance measures de-
pending on an optimal threshold, this may be shifted between training and test
sets for balanced data.

Of these, heterogeneity and the missing values problem were the issues providing
the motivating to work on the AME algorithm. An evaluation on real world data is
provided in chapter 8. Because a systematic variation and analysis of these character-
istics is infeasible for real world data, artificial data sets were evaluated as well, and
are presented in the next chapter.
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7 Toy Data

Because many characteristics underlying real world data are hardly controllable, some
simulations are also performed with artificial data sets. The focus of these simu-
lations is the capability of the analyzed learning algorithms to cope with different
types of features, and different levels and types of missing values. Some results are
also reported for the AME model on regression tasks. According to these goals, some
classification and some regression data sets are created.

7.1 Classification Data Sets

Characteristics The data sets created to evaluate classification performance all are
denoted with prefix art in the following. They are created with one true target la-
bel, and several features which depended on the true target. This is sampled from a
Bernoulli distribution with parameter p, specifying the probability of the target be-
ing positive; 1 − p then is the probability for a negative true target. For all data sets
presented in the following, p = 0.3, i.e. the classes are moderately unbalanced.

Not the true target is used as class label for the data set, but instead an actual target
is computed, which depends on the true target. This allows to model label noise in
the data. In the following, the probability used for a class flip (true target 6= actual
target) is 10%. The other features each have two distributions assigned, one for the
negative, and one for the positive class (depending on the true target).

Several of these distributions are depicted in figure 7.1. The caption of each subfig-
ure is the name, by which the feature type is denoted in the following. Feature types
a11, a12 and a13 are very similar, except that the distributions are better distinguish-
able for the latter ones. This type of feature is inspired by the siemens data set pre-
sented in section 8.1; there, for several features, most values are either close to 0 or
missing, while values different from 0 do occur slightly more often for the positive
class. These three types of features are used for the data set art1.

0

1

0

1

0

1

0

1

a11 a12 a13 a21

0

1

0

1

0

1

0

1

a22 a23 a24 a25

Figure 7.1 Features used for art data sets. Possible values of the discrete features (hori-
zontal axis) are 0, 1, . . .; the vertical axis gives probabilities of these. The distribution for
the positive class is plotted in red, the one for the negative class in blue.
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Feature types a21 to a25 are used for the data set art2. The first two only assume
three different values and have a “more discrete” character in the sense, that the
probability for the classes does not rise or fall monotonically with the feature value.
The other three feature types have again a more “continuous” nature, but in contrast
to the features for the art1 data set, all possible values occur about equally often, with
varying degrees of discriminability, i.e. indicativeness for one or the other class.

Table 7.1 Feature types used for data set art3. Subcaptions denote the feature type and
the class this distribution is used for. For each feature type, to the left the joint probability
table of each pair of dependent features is given; to the right, this table is visualized.
Each block is colored according to the joint probability, where black corresponds to the
maximal occurring probability value, and white would be a probability of 0.

0.0734 0.1300 0.1300
0.1300 0.0733 0.1300
0.1300 0.1300 0.0733

0.1300 0.1300 0.0733
0.1300 0.0734 0.1300
0.0733 0.1300 0.1300

a31 – negative class a31 – positive class

0.0934 0.1200 0.1200
0.1200 0.0933 0.1200
0.1200 0.1200 0.0933

0.1200 0.1200 0.0933
0.1200 0.0934 0.1200
0.0933 0.1200 0.1200

a32 – negative class a32 – positive class

0.0690 0.1030 0.1380
0.1720 0.0690 0.0690
0.1720 0.0690 0.1390

0.0741 0.1480 0.1110
0.1850 0.0370 0.1110
0.1110 0.1480 0.0740

a33 – negative class a33 – positive class

0.2 0.3
0.3 0.2

0.3 0.2
0.2 0.3

a34 – negative class a34 – positive class

The two artificial data sets mentioned so far have mutually independent features, i.e.
the features are only dependent on the target label. For art3 some dependency be-
tween the features is introduced, by specifying joint probability tables between pairs
of features and the target. These are given in table 7.1, again indicating the name of
the feature types as subcaption. Beside feature types a31 to a34, feature type a25 and
a22 are also used, complemented by a35. The latter consists of one three-dimensional
Gaussian blob per class; both are located diagonally opposite of the origin, with
some overlap; the centers are at (−1,−1,−1) and (1, 1, 1) for the negative and posi-
tive classes, respectively, with standard deviation of 0.9 in all directions. These are
included to obtain a truly heterogenous (discrete/continuous) data set.
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Finally, table 7.2 gives a detailed list of the feature structure and number of examples
for all artificial classification data sets. The column “Feature Types Used” specifies
the types and multiplicity for the features used for that data set. Each of a31 to a34
specify two features at once, and a35 three at once.

Table 7.2 Details of features used and examples generated for the artificial classification
data sets. “Examples” are the number of rows generated for the data set, “Pos.” gives
the prior probability for the positive class, “Flips” specifies how often the target label is
flipped w.r.t. the true class, and “Feat.” is the number of features in the data set. For a
description of the feature types see text and previous tables/figures.

Data set Examples Pos. Flips Feat. Feature types used

art1 10,000 30% 10% 25 10×a11, 10×a12, 5×a13
art2 10,000 30% 10% 21 2×a21, 4×a22, 5×a23, 5×a24, 5×a25
art3 10,000 30% 10% 48 4×a31, 4×a32, 4×a33, 4×a34, 5×a25,

5×a22, 2×a35

Missing Values Variations used in these data sets include, beside the different fea-
ture types, the level of missing values, and the missing values characteristic. Addi-
tionally, for one data set the performance of the learners for training on complete, but
application to incomplete data, is evaluated.

art1 is evaluated for the complete data set, for four different levels of uninformatively
missing values (1%, 10%, 50%, 75% of all features are MCAR), and for three different
kinds of informatively missing values:

(a) for examples from the negative class, 30% are MCAR, for the positive class 40%;
(b) 10% and 50% for the negative and positive class MCAR, respectively;
(c) 50% and 85% for negative and positive examples.

For art2 and art3, additionally 90% values MCAR is used, as well as two mixtures of
missing values patterns:

(d) 3% of negative class values and 5% of positive class values missing, plus all first
five features missing at the same time (atst.) for 20% of positive examples, plus
features 6 to 10 all missing atst. for 5% of the negative examples, plus features 1,
3, 5, 7, 9 missing all atst. for 5% of the positive examples. Each pattern is inde-
pendent of the others, so more than one pattern can occur for the same example.

(e) 10% and 15% missing for negative and positive class, plus features 6-10 missing
atst. for 30% of positive examples, plus features 1, 3, 5, 7, 9 missing atst. for 20%
of the negative examples.

Only for set art2, the models are also trained on complete sets, for three different sce-
narios. In the first, the values are missing MCAR, in the second the positive class has
a higher probability of missing values, and in the third the probability is higher for
the negative class. For the first scenario, test sets with 1%, 5%, 10%, 40%, and 80% of
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values missing are used to evaluate the performance. The second scenario uses these
patterns:

(f) 30% of negative class, 40% of positive class values missing
(g) 30% of negative class, 50% of positive class values missing
(h) 30% of negative class, 70% of positive class values missing

In the third scenario, the missingness probabilities for positive and negative class are
simply exchanged, w.r.t. (f), (g), (h).

Methods All three discussed models AME, MLP, and SVM are used. After architec-
ture selection, the best architecture, or architectures if one is not obviously superior
to the others, are used for the runs reported in the “Results” paragraphs below. AMEc
denotes AME models, which use continuous features. For art1, AMEc treats all features
as continuous, for art3, only the Gaussian features are treated as such. Otherwise, on-
ly discrete features are used for AME. If continuous ones exist, these are discretized,
usually to a maximum of 9 bins.

For AME models, an extra level is used to represent missing values of discrete fea-
tures. An exception from this are simulations, where missing values occur only in
the test set. There, the models are trained without missing values, and use the “use
submodel” approach described in section 5.4.1.

Missing values handling for continuous features of AME models is not yet implement-
ed (although possible in principle). Instead, either median imputation, or the “intro-
duce extra feature” approach are used, as for the other two models. The extra feature
approach is denoted by a ‘+’ appended to model names, if used instead of median
imputation.

Results Figures 7.2 to 7.4 show the performance for the data sets art1 to art3, re-
spectively. For each data set, there are four plots; the ROC and the dA measures are
plotted in different diagrams, for each of MCAR missingness and for informatively
missing features. The horizontal axis shows the level or type of missing values, as
described previously in the paragraphs “Missing Values”. The vertical axis gives the
performance, either the area below the ROC, or the dA. The results are grouped ac-
cording to the missing values level or type, and for each, the best performing archi-
tecture for each model is selected and compared. The circles indicate the mean, and
the bars the standard deviation, for three repetitions with independently generated
data sets.

Taking the results for all three data sets into account, there are some remarkable
points. Generally, the dA measure seems to favor the MLP model somewhat, when
compared to the ROC measure, and to discriminate the SVM model. So, for the same
level according to the ROC measure, the distribution of output values of the different
models seems to be quite different.
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Figure 7.2 art1 performance for non-informatively missing values (MCAR, on the left),
and informatively missing ones (on the right). For each type of MV, the measures ROC

and dA are shown. MV levels and patterns (horizontal axis) and model names (legends)
are explained in the text. For each MV level, results from the overall best architecture of
the three models are grouped together.
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Figure 7.3 art2 performance, arranged as in figure 7.2. The AME model is generally
superior to the other two, but seems to have convergence problems for very high levels of
MCAR values. For informatively MVs, only median imputation is used for MLP and SVM;
their performance could be much improved using extra features indicating missingness.

Then, apparently, the characteristics of the art2 data set are better suited for the AME

model, than for the other two. This should not be surprising, as the features for
that data set are selected to have a somewhat more “discrete” characteristic, and the
AME model is the only one explicitly using discrete features, while the other architec-
tures interpret these as continuous. The meaning of feature values for the other data
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sets, on the other hand, changes more gradually, and performance for the different
models is much more similar for these.

For informatively missing values, and without using extra features for representation
of missing values, the AME model performs strongly superior to the other models,1

as it is the only one having an explicit representation for missing values. With using
extra features, the models are usually very close together.
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Figure 7.4 art3 performance, arranged as in figure 7.2, but dA performance for informa-
tively MVs is plotted logarithmically, because of some extremely high values. For this
data set, the optimal architecture for all models changes often with the MV characteristic
used. For all plots (separately for MCAR and informatively MVs) always the same architec-
ture is plotted, which performs best on average. Again, AME seems to have convergence
problems for high levels of values MCAR.

For non-informatively (MCAR) missing values, there does not seem to be a clear trend
for one model or missing values handling method compared to the others. It is pos-
sible to create data sets, where mean or median imputation on values MCAR are prob-
lematic, but here it does not seem to be.

In the presented plots, this is only evident from art2; for the others, the median imputation approach is1

not shown, because the also evaluated “introduce extra features” approach performs much better. But
qualitatively, the median imputation method for informatively missing values for these data sets performs
much worse, compared to the AME model, as well.
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Figure 7.5 art2 results, for training on
complete data set, and application to
test sets with different levels uninfor-
matively missing values. Here, for the
AME model, the “use submodel” ap-
proach is used to handle missing values.

On the right, figure 7.5 shows the perfor-
mance of the three models for the art2 data
set, when trained on a complete set, but ap-
plied to test sets with varying degrees of
missing values. The standard deviation here
is obtained for five repetitions. For missing
values only in the test set, the “introduce
extra features” approach does not make
sense, as there are no missing values in the
training data whose significance could be
learned.

Comparison of this figure with figure 7.3
shows, that training on a complete set does
not seem to be a disadvantage for this data
set. The combination of two factors might
be the reason for that: The training set is
complete, not completed, i.e. there is no in-
formation thrown away by a deletion pro-
cedure, or questionable information introduced by imputation; furthermore, the val-
ues in the test set are missing MCAR, so nothing relevant about them could have been
learned in the training process.

These results also show, that the proposed “use submodel” approach from
section 5.4.1, which is applied for the AME model in the simulations underlying
figure 7.5, seems to work fine, for non-informatively missing values. The advantage
of the AME method when compared to the others is similar to figure 7.3, so it is due
characteristics of the data set, not of the missing values handling approach.

For informatively missing values, figure 7.6 shows an effect which can occur especial-
ly for nonlinear and discrete features, when mean imputation is used. Obviously, for
many (or important) features, the median value in this case is indicative for the pos-
itive class. Missing values, which are mapped onto the median, then result in a ten-
dency to classify the whole example as positive. If more missing values are missing
for the positive class, this can help classification; this is especially obvious for SVMs in
the left two plots. But if the other class is missing more often, this has the opposite
effect, and in the case of many values missing, the SVM is almost of no use any more
(see the two plots on the right side). The MLP seems to have more difficulties in prof-
iting (or suffering) from the “additional information”. Its average performance does
not show the improvements or decrease as for the SVM, but in some cases the vari-
ance is much larger, indicating that it sometimes uses that information, but not for all
repetitions of the simulation (again 5). The AMEc architecture also improves/suffers
slightly, although by far not as much as the SVM, and it seems more reliable in its
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Figure 7.6 art2 performance, for the case that missing values occur only in the test set,
and are informative. The two sides show the effect of median imputation, used by AMEc,
MLP, and SVM; the SVM has extremely different ability to cope with both cases, while the
MLP model on the left side shows a strongly increased variance for more missing values.
Both AME architectures are influenced as well, depending on which class is missing more
often, but they seem to be more stable when compared to the other two models.

convergence. It interprets feature types a21, a22 as discrete, and the others as contin-
uous (allowing the “use submodel approach” for the first six features, and using me-
dian imputation for the others). The AME architecture uses the “use submodel” ap-
proach for all features, and thus cannot either profit or suffer from information in the
missing values.

Such phenomena can occur for any imputation method, which maps missing values
onto fixed values, because the success then depends on the significance of these fixed
values. Such effects might help classification performance, as shown for the SVM

above, but in general, such effects are spurious and can as well have the opposite
consequence. This is a reason to avoid the use of fixed value imputation methods,
if possible, and if no prior knowledge indicates that it should not hurt.

7.2 Regression Data Sets

Simple Example The motivation behind the artificial classification data sets (art) is to
compare different learning algorithms for given characteristics of data. The regr data
sets in the following serve a different purpose; they are mainly used to analyze the
usability of the regression extensions for the AME model.
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Figure 7.7 A simple example for learning an
AME regression model. For a description see
text.

A very simple, but illustrative, ex-
ample is given in figure 7.7. The
blue crosses are the data points to
be learned and represent a sigmoidal
with high noise level around the ori-
gin, and lower level for higher abso-
lute values of the feature. It is a one-
dimensional regression problem. The
line and error bars represent the pre-
dicted regression values and predict-
ed standard deviations of a learned
AME model, which uses φ, ζ, χ, ψ, ξ,
and ω constraints/parameters (cf.
section 5.3). The problem is not per-
fectly learnable by the AME model,
because of its restriction to learn
functions similar to parabolas.1 Thus, the learned, almost linear regression seems to
be appropriate here.

Characteristics For more demanding, but less illustrative tasks, the data sets regr1
to regr3 are created. All of these are built by first sampling the feature values accord-
ing to a distribution given for each feature type, then using a regression formula to
compute the true target value, and finally adding varying degrees of Gaussian noise
to the target.

The features used for regr1 have different Gaussian and flat distributions. The oth-
er two data sets are modeled alike to the data sets 2) and 3) from Sarle (1998). The
characteristics of all data sets are given in table 7.3. N(µ, σ) is a random value from a
Gaussian distribution with mean µ and standard deviation σ; and U(l, r) is a random
value from a flat (uniform) distribution restricted to the interval [l, r). For each fea-
ture and target the name and computation formula are given. For the latter two data
sets, varying noise levels on the target were used; these are given separated by ‘/’ as
standard deviations for the Gaussians.

The target of the regr1 data set is a sum of squared independent feature values (plus
noise). regr2 is linear, but introduces dependencies between some features. And regr3
is similar to that, but is mixed, squared and linear, in the features.

Results In figures 7.8 and 7.9, the performance of the AME, MLP, and SVM models on
the three regression data sets are compared. The plots show the mean and standard
deviation of the error measures for the best architectures of each model.

This restriction could be relaxed by appropriate constraints and the Lagrange multipliers introduced by1

these.
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Table 7.3 Details of features used and examples generated for the artificial regression
data sets. “Examples” are the number of rows generated for the data set. For a description
of the feature types notation see text.

Data set Examples Feature Computation Feature Computation

regr1 10,000 target
∑6

i=1(r1i − 0.5)2 +N(0.5)
r11 N(0.8) r12 N(0.5)
r13 N(0.5) r14 N(0.2)
r15 U(−2, 2) r16 U(−2, 2)

regr2 10,000 target (r21 − r22 − r23 + r24)/1.7 +N(0/0.1/0.2/0.5)
r21 N(1) r22 r212/1.5 +N( 1

3 )
r23 0.6 · r21 +N(0.8) r24 N(1)

regr3 10,000 target (r31 − r322
− r33 + r34)/1.96 +N(0/0.1/0.2/0.5)

r31 N(1) r32 0.8 · r31 +N(0.6)
r33 0.6 · r31 +N(0.8) r34 N(1)

AME MLP SVM
0
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Figure 7.8 Results for regr1 data set.
Circles show the average, and error bars
inside them indicate the standard devi-
ation of asd and aad measures for five
repetitions.

The first impression from these plots proba-
bly is, that the different models behave very
similar, especially for regr2 and regr3. The
most obvious difference is a generally some-
what worse performance of the MLP model,
which is most prominent for data sets with
squared features (regr1, regr3). This is most-
ly due to relatively slow convergence of this
model, even though the AME model uses
exactly the same optimization procedure
(conjugate gradient descent combined with
stepwidth adaptation).

Learning time varies widely on the different
data sets, but the main factors seem to be
the kind of problem (linear vs. squared),
the noise level, and of course the type of
model and architecture used. For the linear
regr2 data set, the linear versions of SVMs performed best; they were also very fast
(0.5 sec.) for the noiseless case, but for all runs including noise, they needed between
8 and 35 minutes. The AME model shows a more gradual increase in computation
time for growing noise levels, from about 20 seconds to 6.5 minutes. MLPs ranged in
between, with generally about 20 minutes.

For the regr3 data set, which includes a squared feature as non-linearity, the best SVM

has a Gauss-kernel, and its learning time is inversely dependent on the noise level,
with about 10 minutes for the noiseless case and less than 2 minutes for the highest
noise level. The AME model constantly needs almost 4 minutes, while the MLP model
generally needs more than one and a half hours to achieve the shown performance,
which is still not optimal.
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This is similar for regr1, where the performance of MLPs deviates significantly from
that of the other two models, even after more than four and a half hours of learning.
A reason for the long learning times is the large number of hidden neurons (50-100)
needed for a one-hidden-layer MLP for the non-linear data sets; by continuing train-
ing, the performance might be somewhat further improved.

Generally, AME and SVM show very similar performance, and all three models behave
similarly for rising levels of noise, according to the two used measures. So, for linear
and quadratical regression problems, and potentially for other kinds of problems, for
which the constraints are selected appropriately, the AME model seems to perform on
a similar level as SVMs. An analysis on realistic data sets, with their less well defined
feature structures, is still open, due to time constraints for this thesis. But at least for
data sets with many features, which do not have an especially non-linear structure, I
would expect these results to be indicative for a competitive performance.

Missing values are not introduced during these simulations, again because of time
constraints. The principal capabilities and advantages of AME regression are similar
to the classification case, though, by introducing an extra feature value “missing”,
with the appropriate constraints/parameters.
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Figure 7.9 Results for regr2 and regr3 data sets. On the left for each data set the measure
asd is shown, on the right the measure aad. Circles show the average, and error bars inside
them indicate the standard deviation of measures for five repetitions.
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8 Real World Data Sets

This chapter reports on analyses performed on three real world data sets, all contain-
ing information about clients of companies. By these reports, the aptitude of three
models are illuminated, with respect to their applicability to customer data. One ob-
jective is a comparison of AME to the established MLP and SVM methods. Another one
regards the performance, when introducing extra features to indicate missing values.
This is an approach not treated in the comparisons of missing values handling ap-
proaches mentioned in section 2.1, but which should make sense, especially when
applied to data with informatively missing values, like the following data set, siemens.

8.1 Siemens

The siemens data set is proprietary data originating from the German company
Siemens, and obtained during a joint project. It is a customer data set containing per-
sonal and ordering information; the target label indicates whether the customer is
active or passive.

Features The data set is fairly large; it has 73,244 examples (customers), with 136 fea-
tures each. It is also quite unbalanced, with only 8.5% of the customers being active.

Two points about this data set complicate its analysis. Firstly, the data set has no
associated documentation, and secondly, most of its values are missing. The conse-
quence of the first point is, that all information about the data set must be deduced
from the data itself, including the meaning of the features. The columns have labels,
but mostly these contain just numbers: X1, X2, . . .; most features additionally have a
suffix _price or _amount. A few are legible: Region, Country, CustID. The causes for the
missing of values is not known, either.

Concerning the second point, the missing values characteristic, many different levels
of missingness occur in the data set. There are eight features which are complete,
mostly the ones without the mentioned suffixes (including the Region, Country, and a
feature which presumably indicates the sex). Otherwise, levels of missing values are
ranging from 5.4% up to 97.2%. For all but one feature, active customers have less
values missing than passive customers. The difference is sometimes negligible, and
can for some features be up to 20%.

0

0.01

0.02

0.03

Figure 8.1 MI between features and target

There is not a single feature in
this data set which provides
any appreciable amount of
information about the target
label. Using the MI as mea-
sure,1 the most informative

The MI for probability densities is estimated by grouping continuous features into 10 bins.1
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Figure 8.2 Performance of six methods (see legend) on siemens data, preprocessed in four
different ways (horizontal axis). The performance measures used are ROC (left) and dA

(right). For a description of methods and preprocessing see text “Analyzed Methods”.

feature has less than 0.02 bits of information about the target,1 which itself has an en-
tropy of 0.42 bits. The other features have levels between 0.0002 and 0.017 bits. The
MI baseline2 is generally 0.0004 or less, so that all but the 10 to 20 last ranking fea-
tures should contain at least marginal information about the target label. Figure 8.1
shows the MI with the target, of the top 100 features and in descending order; each
tick on the horizontal axis represents one feature.

Analyzed Methods For an analysis of this data set, six methods are used, on 4 dif-
ferently prepared data sets. The methods are the AME model (discrete features, i.e.
binning of continuous ones) with only second order (denoted by AME) or also third
order (AME3) constraints, both without learning row probabilities; MLPs are used with
median imputation (MLP), or with median imputation combined with introduction
of extra features indicating missingness (MLPe); finally, SVMs are trained on median
imputed data (SVM), and such with extra features (SVMe), as well.

The data itself is preprocessed by extracting only the 20 features with the highest
MI with the target (20MI(u)), by balancing this data by sub-sampling (leaving out ex-
amples of) the negative class (20MI(b)), by using all 136 features (all(u)), and by also
balancing this data (all(b)). Each combination of method and preprocessing is eval-
uated on ten different splits into training and test sets of the data (70%/30% splits),
which are the same for all method and preprocessing combinations.

Architecture selection runs, performed before the actual evaluation, indicate MLPs
with 20 hidden neurons, and SVMs with a kernel of radius 100 and -C of 10 to usually
perform best. This holds for data, which is normalized to unit variance and a median
of 0.

this includes the information which is conveyed by missing values.1

The MI baseline for a pair of features is estimated by randomly shuffling the rows for one of the two2

compared features (such that no dependency can be present), and then computing the MI again. Here, and
for the following data sets, this procedure was averaged over 5 shuffles.
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Results One of the most prominent features in figure 8.2, which shows the con-
densed results of all simulations performed on the siemens data set, is the bad perfor-
mance of the SVM methods on unbalanced data sets. This is the main reason, why
simulations are performed on both balanced an unbalanced data, because all AME

and MLP methods could cope well with unbalanced data, often slightly better than
on balanced. This is probably due to the fact that sub-sampling discards some of the
information in the data sets.

The differences in simulation performance are mainly due to peculiarities of the
10 different data splits, i.e. for each split, the methods compare approximately like
the means indicate. The variation for the ten different splits thus is a bad measure of
the variability due to the methods themselves, and is not well suited to indicate the
significance of performance differences between the methods.

Performance of the AME model changes only little, when third order constraints are
added to the otherwise used second order constraints. But this slight performance
improvement is consistently observed, for this data set, and very prominent when
looking at the all(u) preprocessed data for the dA-measure. The slight performance
improvements are bought by very long learning times, when using all 136 features:
almost six days per data split. Using only second order constraints takes on the or-
der of five hours for the same problem, while the other methods need between three
quarters of an hour and two hours for learning. When using only the twenty most
informative features, this is less drastic, as can be seen in table 8.1.

A notifiable, sometimes substantial, performance improvement is visible for both MLP

and SVM methods, when using missing value indicator features (MLPe, SVMe), instead
of only filling in the median (MLP, SVM). This is to be expected for this data set, with
its informatively missing values. The AME model does not need the introduction of
further features to explicitly represent missing values (they are just another discrete
value for every feature), so this distinction only makes sense for the other two mod-
els.

When comparing AME to the other methods, the AME3 architecture seems to perform
very similar to both, when these use extra missing values features, MLPe and SVMe.

Table 8.1 Approximate average learning times (in hours) for different learning methods
on the presented variants of siemens data (designations see text). For AME and MLP

methods, the number of training iterations leading to the optimal test error is taken into
account. This, and the fact that overfitting is appearing very early for MLPs, explain that
MLP needs about the same time for 20MI(u) and all(u), although the latter data set is much
larger.

Data AME AME3 MLP MLPe SVM SVMe

20MI(u) 0.9 10.0 0.40 0.70 0.27 0.46
20MI(b) 0.1 1.2 0.03 0.04 0.09 0.01
all(u) 5.8 138.9 0.39 1.57 1.11 2.56
all(b) 0.9 0.12 0.26 0.04 0.11
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An exception are, as mentioned above, the unbalanced cases for SVMe. No method
seems to provide a significant advantage over the others.

Concerning the use of all features versus only the 20 most informative features, the
former seems to provide slight advantages for some methods, which might be worth
the increased training time needed.

8.2 DMC01

The DMC01 data set, as well as that reported on in the next section, were part of
the data mining cup competitions, organized by the German data mining compa-
ny prudsys AG. Since 2000, this contest takes place every year. The data is usually
provided by a sponsoring company and prepared for the contest by prudsys. This
preparation consists of proper documentation, anonymization, organization into train-
ing and test sets, and in these two cases an enrichment of the features by micro-
geographic data. This links the customers with information about their standard of
living, average number of people per apartment, etc., using address information. The
documentation and data is available on a web page, see reference DMC01 (2001).

The provider of the data for the DMC01 contest is a mail-order business for office
supplies. The data provided is a result of an analysis of the resonance to regular
shippings of catalogs and other marketing material. The task of the contest was to
predict, which clients from the client database will continue to order from the same
business (i.e. who is an active client). This information could then be used by the
business, to select individual marketing measures appropriate for each client.

“Lift” Measure A value matrix is given for this problem, allowing to compute the
value of a given classification into active and passive clients. Four cases are possible:
(a) The client continues to order (is active/positive) and is classified as such; this is
a hit. (b) The client is active, but is classified as passive; this is a miss. (c) The client
is passive, but classified as active, which is a false alarm. (d) The client is classified
correctly as passive, a true negative.

For each case, the count of occurrences in a given classification of the test data set is
multiplied with the respective value from the value matrix. The resulting four values
are summed. The values of the value matrix are estimations of the average contribu-
tion margin by active/passive customers, given that they are being subjected to cer-
tain marketing measures or not. The contribution margin is basically the profit from
the sales to a client, less the costs for the marketing measures.

The sum of the contribution margins for all customers, based on a given classification
and the true labels, can be computed and compared to the option, that all customers
are treated as active. The difference between these options is the Lift; it is the expect-
ed gain in profit, resulting from using the prediction to select the marketing mea-
sures for each customer, instead of treating every customer as active. The Lift was
used as ranking criterion for the submitted solutions of the contest participants.
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Features All of the features of the data set are discrete. The mail-order company
made available the target feature (active/passive customer), the year that the cus-
tomer started ordering with the company, and the address. Latter was used to en-
rich the data set with micro-geographic data (dividing the entirety of German house-
holds into cells of 20 households or more). Included are features about the region
of the households (eastern/western Germany), urban/rural region, buying power,
credit-worthiness, persons per household, age structure, car preferences, psychologi-
cal structure, and some more of this sort. Most are specified on a discrete scale from
1 to 7.

Altogether there are 33 features, 10,000 training and 18,128 test examples. Of the
10,000 training examples, slightly more than 50% are positive customers, i.e. the da-
ta is almost balanced. Most features have about 5 to 8% missing values, and most of
these occur in a pattern, where only two features (year of first order, living in east-
ern/western Germany) are known, and all others are missing. Missing values are
generally non-informative, with one exception. The feature indicating the prefer-
ence for subscription of local newspapers is missing far more often than the others,
in about 22% of the cases. And this feature is also slightly skewed in its missingness
pattern: About 24% of the active customers do not have this value, while it is miss-
ing for passive customers in only about 20% of the cases. All this was counted for
the training set; the distribution is in general similar for the test set – which was an-
alyzed by me not before all learning was completed. A slight discrepancy between
training and test set is the missingness frequency of some of the features. While they
are missing in the training set for about 5.24% of the active and 5.50% of the passive
customers, this difference is amplified for the larger test set: there values are missing
for about 4.62% of the active and 5.92% of the passive customers. Altogether, 14 fea-
tures show this kind of missingness.

0
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Figure 8.3 MI between features
and target

For the training set, the most informative fea-
ture is the year the customer relationship started.
Its mutual information with the target is almost
0.1 bits; the target itself has a self-information
of almost exactly 1 bit. All other features have
MI values which are 0.012 bits or less. Most
range between 0.0002 − 0.006 bits. Values below
0.001 bits probably just occur by chance and do not need to indicate a real dependen-
cy (the MI baseline for each feature is in this range), so only about the 20 most infor-
mative features seem to carry relevant information. Figure 8.3 shows a plot of the MI

between each feature and the target, in descending order and with each tick on the
horizontal axis corresponding to one feature.

Published Contest Results When inspecting the published ranking of the partic-
ipants of the contests, there is one peculiar thing to notice. Of 57 participants, only
8 achieved a positive lift on the test set, 4 further handed in the “all clients stay ac-
tive” solution, leading to a lift of ¤0. An excerpt of the results, for the best ranking
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participants, is given in table 8.2. These are the lifts achieved on the test set. Unfortu-
nately, the methods used to achieve these results are not published.

Table 8.2 Ranking of the best DMC01 participants

Rank Lift [¤] Rank Lift [¤] Rank Lift [¤]

1 103,296 4 32,928 7 26,128
2 66,368 5 32,320 8 17,536
3 63,360 6 26,896 9 0

Analyzed Methods After architecture selection, those two architectures for each
of the MLP, SVM, and AME models are selected, which perform best on the validation
sets. The evaluation for the validation sets is then repeated 20 times, with splits into
90% used for training and 10% used for testing. The motivation for the rather large
number of repetitions and the large amount of data used for training is, to allow a
good estimation of test set performance (training on 100% of the training data) from
validation set performances. The selected architectures are then trained on the whole
training set and applied to the test set used for ranking the contest participants. Two
architectures of each model family are selected, because the “best” performing one is
not easy to determine, as the performance depends very much on the measure used
(ROC or Lift).

The two architectures for the AME model both only contain constraints of second
order; one also learns row-probabilities (λ parameters, designated AMEl), the other
does not (AME). For MLPs, one hidden layer with three neurons is selected. For both
AME and MLPs, the optimal number of training iterations (regarding the performance
on the validation sets) is noted and used for later training on the whole training set
and application to the test set. Interestingly, the optimal number of iterations for the
MLP model depends strongly on the performance measure used. In the following,
MLP1 denotes the one optimal for the ROC measure, and MLP2 the one optimal for
LiftTest; a description of this measure follows. The SVM parameters are: -C being 1
and a Gauss-kernel radius of 10 (SVM0-1), and -C of 1000 and radius of 1000 (SVM3-3).

Altogether, there are three measures used on this data set, to estimate the perfor-
mance of the architectures. One is the ROC-area for the validation – and later test –
sets; the other two are variants of the lift. For one, the lift is evaluated on the vali-
dation or test set for every possible threshold of the classificator output, and the best
possible lift achievable is determined; this is called Lift in the following. For the oth-
er, that threshold, which yields the best lift on the training data, is used to calculate
the lift on the validation or test set. This is called LiftTest in the following. It is at
most as high as the Lift-measure, but usually below that, sometimes even far below.
The lift computed on the validation sets and test sets is not comparable directly. The
one on the validation sets is often far below that computed on the test set, because
the validation set has far less examples, over which the lift is summed, than the test
set.
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For evaluations to the contest participants, LiftTest on the real test set is the appropri-
ate measure. Although not much time is invested into selecting a “good” threshold
for the architectures – to use the best one evaluated for the training set is probably
not the most sensible choice for the test set –, it is certainly not appropriate to take
the best achievable lift on the test set, as the contest participants had no possibility to
select their threshold in this way.

The best achievable lift on the test set is also computed, because it allows a better
comparison (LiftTest can be very sensitive to the exact threshold chosen) between the
three models used here, MLPs, SVMs, and AME. This way, the similarity between best
thresholds on training and test sets is unimportant, while it is one of the major fac-
tors influencing performance in the contest.

For the SVM and MLP models, two strategies for missing values handling have been
evaluated: firstly, the simple median imputation;1 secondly, the performance for the
same data, which additionally includes extra features indicating missing values. In
the following, results for the second version are not reported explicitly, because it
does not improve performance significantly for SVMs, and degrades it very slightly
for MLPs; this is the case for all three mentioned measures.

Results Figure 8.4 shows the results of the evaluations performed for the DMC01
data set. The left diagram presents average ROC values, obtained from the validation
sets, and allows to compare these to the actual ROC values obtained for the test set
(no repetitions, and as a consequence no error bars). Large differences between the
three models are not present, except that SVM3-3 seems to be slightly inferior to the
other methods. The architecture selection runs already indicated, that SVMs are not
suited particularly well for this data set: while several of the architectures for the oth-
er models perform similarly well, only one of the tested parameter combinations for
the SVM yields an average ROC which comes close to that of the others (SVM0-1). Un-
fortunately it is unclear, how relevant differences in the mean are; the error-bars over-
lap significantly, but this is to a large part due to characteristics of the data set splits
included in the repetitions. Often, all methods perform relatively good for one and
relatively bad for another split, with smaller differences between the methods than
between the splits. This phenomenon has been noted before, for the siemens data, but
it is more prominent here, especially in the middle diagram. Concerning the ROC on
the test data, the MLP model is performing relatively well.

The middle diagram allows to directly compare the Lift and LiftTest measures, for the
validation sets. Very prominent are, as indicated in the last paragraph, the large error
bars, which strongly overlap. At least, the relation between the means for the meth-
ods is relatively similar for both measures. SVM3-3, which is worst concerning ROC,
shows better performance, especially with regard to LiftTest.

The median instead of mean is used, because of the discreteness of features.1
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Figure 8.4 Evaluation results for DMC01 data set. Left: the average ROC values and
their standard deviation for the validation sets (20 repetitions) and the only test set (from
the contest). Middle: average Lift and LiftTest methods and their standard deviation
on the 20 validation sets. The LiftTest-measure for each set can be at most as high as
the Lift-measure, but is usually significantly below, because of a sub-optimally selected
classification threshold. Right: The same, for the test set; standard deviations do not
exist, because only one set is available. The scale of the vertical axis is different from the
middle diagram, because the test set is much larger than the validation sets are, thus the
Lift and LiftTest are summed over more elements. For a description of the method names
and measures used see text.

Table 8.3 Performance of architecture selection winners on test set.

Architecture Lift LiftTest Architecture Lift LiftTest

AMEl 48,384 34,608 MLP2 16,000 1,968
AME 44,320 25,424 SVM0-1 4,432 -83,376
MLP1 9,712 -816 SVM3-3 12,864 6,288

At least, the relative tendencies of the middle diagram transfer nicely to the right
diagram, which shows the same measures for the test set, and thus without repeti-
tions and error bars. The slight advantages of the AME model are amplified here, for
both measures. Even more, the lift achievable for the sub-optimally selected thresh-
old (LiftTest) is better for both AME models, than the best achievable (Lift) one for any
other model. So their advantages are not an artefact of a lucky selection of thresh-
olds.

Table 8.3 provides the exact lifts obtained on the test sets; these (i.e. the LiftTest
columns) can be compared with the contest results. The AME model including λ pa-
rameters, as the best architecture, is slightly better than rank 4 from the contest.

Conclusions For this data set, there is a pronounced dependence on the performance
measure used, when comparing different methods. Regarding the ROC measure, no
method has a clear advantage. MLPs seem to be slightly better on the test set.
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This is a harsh contrast to the ranking indicated by the two lift measures, where the
AME model constantly provides better values. This is observable not only for compar-
isons between the six architectures presented here, but already during architecture
selection. Generally, for different choices of architectures, initializations and number
of training iterations, the AME model seems to be more stable in its performance, ac-
cording to both lift measures, than both other methods. These observations, during
architecture selection and on the validation sets, indicate, that the superior lifts on
the test set are probably not just chance.

As mentioned before, the use of extra features indicating missing values does not
provide any advantages for this data set. This is not that surprising, when such re-
sults are compared to the AME model, which allows to learn similar characteristics,
i.e. it can also learn what a missing value signifies. Three points might cause, that
simple median imputation is as successful as this approach, or even slightly better.
Firstly, the conditional distributions for positive and negative classes are often very
similar, especially for values around the median; so imputing such a value might not
hurt much, it does just not provide any further information. Furthermore, it may be,
that the additional features complicate learning and thus yield slightly worse perfor-
mance. And possibly the statistics in the missing values cannot be reliably estimated,
because there are too few. In any way, this data set demonstrates, that it is not neces-
sarily advantageous to use the “include extra features” approach for missing values
handling, even though it often is the method to prefer.

8.3 DMC02

For the data mining cup 2002 (DMC02), the data was provided by a German power
supply company. Because of the deregulation of the power market, the company was
interested in providing individual offers to its customers, to minimize churn rate. On
the other hand, giving special offers to customers, who have no intentions to switch
their provider, leads to reduced profit from these. Thus, the company would like to
find out, which customers have a high probability of canceling their contract.

This problem has an assigned value matrix, like the one previously described. It is
used to define a rating criterion similar to the one in section 8.2, the Lift. Here, the
positive class is comprised by the contract cancelers. The resulting four cases are (a)
the client is predicted to cancel the contract, and does so, which is a hit, (b) the client
is predicted to keep his contract, but does not, a miss, (c) the prediction is cancella-
tion, but the customer keeps the contract, false alarm, and (d) the client is classified
correctly to keep the contract, a true negative.

The default action, which an actual prediction is being compared to and which re-
sults in a lift of ¤0, is to predict every customer not to cancel his contract, and thus
not to give special offers to anyone. The data for the contest, a detailed description of
the task, and the contest results are supplied at the web page DMC02 (2002).
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Features The data available for this problem is again a combination of customer
and micro-geographic data, which is obtained using the address of the customer. The
customer data consists of two features, the way of payment and the power consump-
tion of the previous year. The micro-geographic features are very similar to what is
described in section 8.2, and include features indicating the standard of living, age
structure and psychological structure of the micro-geographic cell the customer is liv-
ing in.

All features of this data set are discrete (integer or ordinal values). One of these,
the power consumption of the previous year, ranges between 0 and 27,500 kWh, and
could simply be treated as a continuous feature. Most other features take on 5 to 10
different values.

The data set has 32 features, 10,000 training and 10,000 test examples. Of the 10,000
training examples, 9,000 belong to the negative class, and 1,000 to the positive. Two
features, the way of payment and the power consumption, have no missing val-
ues. Half of the other features have about 8.5% values missing, the other half be-
tween 20 and 23%. Patterns of missing values are again very dominant: Mostly, ei-
ther almost all features in a row (except way of payment and power consumption), or
about half of the features (mainly hints about the psychological structure of a micro-
geographical cell) are missing. The features with only about 8.5% missing values are
non-informative in the training set. The other features consistently have more values
missing for the positive class than for the negative class, the difference being between
2 and 3.4%. The statistics of the test set seem to be similar, although there are slight-
ly fewer values missing.
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Figure 8.5 MI between features
and target

The mutual information between each feature
and the target label, in descending order, is
shown in figure 8.5. For this data set, there is
again one feature carrying significantly more in-
formation than all the other, although its MI of
0.0154 bits is much smaller than for the DMC01
data set, even considering the smaller self-
information of the target label of 0.469 bits. This most informative feature is the pow-
er consumption of the customer, followed by the way of payment with 0.0041 bits.
The rest cover the whole range down to 0.0003 bits MI for the least informative.1

Published Contest Results In contrast to the DMC01 data set, the participants for this
contest are mostly close together, even for the higher ranking participants, accord-
ing to the lift criterion. Of the 121 participants, 103 achieved a positive lift. Another
4 handed in the “all customers remain customers” solution leading to a lift of ¤0.

The average baseline of the MI is below 0.001 bits for each feature; comparing the actual MI to the baseline1

suggests that only about the ten most informative features seem to contain relevant and reliable information
about the target.
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Table 8.4 shows all participants achieving a lift of over ¤5000 on the test set. Again,
the methods used to achieve these lifts are not published.

Table 8.4 Ranking of the best
participants in the DMC02 contest

Rank Lift [¤] Rank Lift [¤] Rank Lift [¤]

1 7671.30 15 6460.20 29 5944.20
2 7127.10 16 6429.90 30 5890.80
3 7008.30 17 6375.00 31 5857.80
4 6982.80 18 6375.00 32 5649.00
5 6951.90 19 6355.80 33 5477.70
6 6936.90 20 6352.80 34 5448.90
7 6733.50 21 6288.00 35 5397.30
8 6653.10 22 6228.00 36 5377.50
9 6573.00 23 6228.00 37 5332.50

10 6572.10 24 6224.40 38 5293.80
11 6484.80 25 6186.60 39 5282.70
12 6467.70 26 6186.60 40 5186.70
13 6467.70 27 6144.00 41 5172.60
14 6467.70 28 5953.50 42 5023.50

Analyzed Methods This data set is used, to evaluate the ideas presented in
section 5.4.3, i.e. how well the splitting of data into subsets with fewer features,
and merging of the resulting AME models, works. Additionally, MLPs and SVMs are
trained for comparison. These two issues are the topics of the next two subsections.

All simulations in this section are performed by training on the whole given train-
ing data set, and testing on the provided test set, i.e. no validation sets are split from
the training data. Architecture selection for SVMs and MLPs is performed in the usual
range.

8.3.1 Comparison of Models
The results in figure 8.6 compare the performance of the best two AME models with
those of the MLP and SVM models. Similar to the DMC01 data set, the measures used
here often disagreed about which model is the best. As a consequence, AMEroc is the
model performing best according to the ROC measure (AMEd 5split-cont; notation see
next subsection), while AMElift is the one according to (both) lift measures (AMEdl
misplit-cont). The SVMs are very sensitive to the unbalanced data; the best SVM per-
forms very poor according to both ROC and Lift measures. To compensate for this,
the training data is balanced artificially for some simulations. The balancing is per-
formed by sub-sampling (randomly removing enough examples from the larger
class), which is indicated by the suffix sub after the method names; alternatively, it is
done by super-sampling (i.e. repeating random cases from the smaller class), which
is denoted by suffix sup. The best SVMs mostly have different parameter combinations
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Figure 8.6 Comparison of best performing architectures for all three considered learning
methods. The three diagrams differ only in the performance measure used for their
creation. The values presented are computed for the test set, with only one training
performed per architecture, except for MLPs. Thus, for AME and SVM no error-bars are
available. MLP simulations were repeated three times. The eight methods and the
measures are described in the text.

for different error measures and kinds of balancing. The best MLP models always
have 50 neurons in their hidden layer.

A problem with super-sampling and sub-sampling is, that the distributions of train-
ing and test data are different regarding the class frequencies, because test data is not
processed in the same way. This explains the very bad performances of the respec-
tive methods according to the LiftTest measure, because the threshold selection on the
training data is usually far off the optimal value for the test set. On the other hand,
super- and sub-sampling show a clear advantage for SVMs with regard to the other
two measures.

Beside the super- and sub-sampling problems, performances are relatively similar. In
general, MLPs and often SVMs seem to be slightly superior to the used AME models.
Because of missing error bars, this might not be very convincing just looking at the
graphics; but it is also supported by observations during architecture selection (the
methods shown are just the best of several evaluated architectures).

Even so, when compared with the actual contest results, all methods perform on a
relatively high level: The best AME and MLP models would have been on rank 7 and
rank 2, respectively, according to LiftTest.

8.3.2 AME Feature Splitting and Model Merging

Methods used Figures 8.7 to 8.9 show the performances of each evaluated AME mod-
el, with one diagram per performance measure. In contrast to the other graphics in
this chapter, the architectures are shown here along the horizontal axis. AME is the
standard second order AME model, AMEl, AMEd and AMEdl additionally use λ param-
eters, third order (∆) constraints, and both, respectively. The colors are explained
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Figure 8.7 Performance according to ROC measure, of different AME models (hor-
izontal axis) combined with feature set splitting methods (color). Notation is ex-
plained in text.

in the legends and correspond to different training schemes. esplits and 5splits corre-
spond to simulations, where the data set is split into single features, or into 5 differ-
ent sets of features, respectively. The five different feature sets are created randomly,
cover all available 32 features, and are disjunct. All simulations use the same split
into the 5 sets. There are 32 and 5 data sets available for these simulations, and the
variation in the performances for each are indicated by the error bars (standard devi-
ations).

As described in section 5.4.3, the models for each of the subsets can be joined to
make up a model for the complete set of features. The suffix comb denotes results
for such combinations of submodels, and cont is used for models, which result when
learning is continued for comb models, on the whole set of features. This training
continuation is done here a fixed number of iterations, and takes only a relatively
short time, when compared to the training of all submodels (see below).

For comparison, the diagrams also include performances for a model completely
trained on all available features (all), which may need much longer for training (for
the more complex models), as well as for another simple combination scheme (suffix
avg): here the final classifier output is computed as the average of the output of all
submodels.

Observations The figures show, that the combination scheme, as well as the output
averaging both significantly raise the classification performance of the model, when
compared to the individual submodels. For this data set, the performance of the av-
eraging approach (suffix avg) is often slightly above that of of the comb approach. Yet,
by relatively short retraining of the latter, performance increases again significantly,
and is often even above that of the all method.

The training effect for the cont method is especially pronounced in architectures,
which include third order constraints (with a d in the suffix). This can be explained
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Figure 8.8 Performance according to Lift measure, of different AME models (hori-
zontal axis) combined with feature set splitting methods (color).
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Figure 8.9 Performance according to LiftTest measure, of different AME models (hor-
izontal axis) combined with feature set splitting methods (color).

by the fact, that several third order constraints are not enforced for the submod-
els, because the corresponding features occur in different submodels. As soon, as
these are joined, these can be learned as well, which adds to the performance gain
achieved simply by retraining already existent parameters.

Non-random splits This also indicates, that it could make sense to carefully select,
which features to include in which set. The simulations performed for figure 8.10
illustrate this further. Here, only the most informative features, according to the
MI with the target label, are used, 14 altogether. For this diagram, the allmi method
is trained on all of them, while the misplit variants use subsets of these 14 features.
These subsets are created according to the MI between the features, such that related
features are included in the same set. Some features have a high MI with several oth-
er features and occur in more than one set, thus the sets are not disjunct for misplit.
The 5split methods are the same as before, i.e. they use the random split of all 32 fea-
tures. They are presented again for comparison.
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Figure 8.10 Comparison of random splitting of features (5split), splitting to keep related
features in the same set (misplit), and using all 14 features with relative high information
about the target at the same time (allmi). The three diagrams only differ in the performance
measure used.

The results obtained using misplit are the best for the AME model, with regard to both
lift measures. Concerning the ROC measure, the 5split method is superior, but only
very slightly so. Interestingly, when comparing the allmi method (this figure) with all
of the previous ones, the performance of the lift measures also increases, while the
ROC measure very slightly decreases. The only difference between all and allmi is the
number of features used, 32 vs. 14.

8.3.3 Learning times
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Figure 8.11 Time needed (in minutes) for
training different architectures (horizontal
axis) with two kinds of splitting/merging
(esplits, 5splits) in comparison to training on
complete feature space (all).

The main motivation for the splitting
and merging approach is a speedup for
complex models. Of course, the deter-
mination of the the set in which to split
the features (possibly with computations
of MI), produces some overhead, as does
the merging of the learned models. It
is relatively difficult to give an objective
comparison of learning times needed
for different architectures and splits, be-
cause the optimal number of iterations
for training is usually not clear before-
hand. Here, all simulations (submodels
and all/allmi) are performed for the same
number of training iterations. This num-
ber is determined such that generally a good performance is achieved.1 The contin-

The submodels usually need less iterations for training than the complete feature space model, but the1

additional training of the submodels does not seem to hurt here (no overfitting).
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ued training of combined models is relatively short, with only one fifteenth of the
initial training iterations. Figure 8.11 gives the accumulated training times for differ-
ent architectures and kinds of feature splitting. Each value includes the time need-
ed to train all submodels (e.g. 32 submodels for esplits) and the continued training of
the combined model. Excluded are the time needed for model merging (which is ne-
glectable), and for splitting the data into subsets.

The numbers presented will probably fluctuate strongly for other problems or more
fine-grained determination of optimal learning iteration numbers. But they clearly
show, that the splitting and merging approach can provide a great time saving for
complex models.1 Results in previous figures show, that the discrimination ability of
the resulting models does not need to suffer from that, but can even increase.

8.3.4 Conclusions
Altogether, the splitting/merging approach described in section 5.4.3 works well, con-
sidering classification accuracy as well as learning speed up (for large models). The
main issues are more complex handling of training, because a sensible split has to be
determined, and several instead of one training processes have to be supervised. On
the other hand, the latter point can be another advantage, because the training of the
submodels could be performed in parallel, yielding another speedup, provided that
enough computing resources are available. Just for smaller models (say, up to 20 or
30 features), the speedup (if any) will often not be worth the extra work.

Summarizing the comparisons between the different models, the AME method seems
to be slightly inferior, compared to MLPs and SVMs, on this data set.

8.4 Large Data Sets

In a way, the data sets presented in the previous sections can already be regarded as
“large” data sets, having thousands of cases and some tens of features or more. The
siemens data set about marks the upper limit for the direct applicability of the current
AME implementation.2 Anyway, there are certainly sets which are larger by far, and
for which practical analysis algorithms are needed.

A possibility to extend the usability of AME models to still larger data sets has been
provided by the splitting/merging technique in section 5.4.3. Of course, feature selec-
tion methods can be an alternative, as well.

Here, complexity rises with the introduction of λ and ∆ parameters. In general, this is also the case for larger1

feature spaces.
Of support vector machines as well, by the way. For these several parameter combinations of radius and2

-C (upper bound for Lagrange multipliers) do not converge within reasonable time limits (up to three days
training time).
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One field, where maximum entropy methods have been successfully applied is col-
laborative filtering, Browning and Miller (2001), Pavlov and Pennock (2002). Collab-
orative filtering data is usually characterized by high numbers of cases (into the mil-
lions) and features (into the thousands), while being very sparse, i.e. most values are
unknown. Furthermore, no feature is highlighted as a target; instead potentially all
features need to be predicted (general inference). Examples for such data sets are us-
er preference data about web pages, which should be used in a recommender system
to suggest new and interesting pages to users.

The approach in Browning and Miller (2001) is very similar to the AME method dis-
cussed in this thesis. It contents with those second-order constraints, that maximum
likelihood procedures can be used for learning the parameters. The interesting part
about it is, that no single model is used, but the model appropriate for a given task
(prediction of probabilities for a specific feature, given the values of a few others) is
learned online. Instead of performing support set restriction for computing proba-
bilities, like the AME method does (to make integration over the feature space pos-
sible), it is based on empirical frequencies for the whole feature space. While this is
intractable for large feature spaces (this is the reason for the support approximation
in AME), it is very efficient in the sparse collaborative filtering domain.
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9 Discussion

This chapter gives a short summary of the previous content, followed by a discussion
of some general aspects of the topics examined in this thesis. More specific discus-
sions can be found at the end of the respective chapters.

Summary Three topics in the area of data analysis for real world data sets have
been discussed, and addressed by the methods presented in chapters 3 to 5. For the
problem of source separation for optical imaging data, chapter 3 extends an existing
successful technique, the ESD model, to incorporate prior knowledge about the time
course of the signal of interest. This allows to concentrate on that signal for source
extraction, and improves the stability of the ESD method. The limitations for prac-
tical applications, most importantly the exclusion of movement artefacts, have been
discussed, as well as the theoretical benefits of using a blind source separation proce-
dure for source extraction.

Chapter 2 provided an introduction to the two other topics, incompleteness and het-
erogeneity of data sets. Concerning the first, it was noted that to the best of the au-
thor’s knowledge no method exists to treat missing values directly with support vec-
tor machines, i.e. without imputation or deletion of values. Chapter 4 presents a gen-
eral idea, subspace classification, to allow this. An approximation of this idea is elab-
orated and compared with different preprocessing methods for different data sets.
The applicability of this, and additional ideas concerning missing values handling
with SVMs are discussed there as well.

Then, chapter 5 introduced the Approximate Maximum Entropy (AME) model. This is
an elegant approach to address both problems of incompleteness and heterogeneity
of data sets. Beside a review of the basic model, this chapter elaborates and discusses
extensions for continuous features and target labels (regression), as well as applica-
tions to missing values handling and feature selection, and a speed up for learning
very large data sets. Furthermore, relations to other data analysis algorithms are ex-
amined. Chapters 7 and 8 evaluate this model on artificial and real data sets. By this,
characteristics of data sets are analyzed, for which AME models can provide benefits,
and its relative performance compared to SVMs and MLPs is evaluated.

Missing Values Several publications have pointed out, that deletion methods for han-
dling missing values are problematic, for parameter estimation as well as for predic-
tion (cf. section 2.1). Imputation methods (except multiple imputation) are disputable
also for parameter estimation, although they can make sense for prediction (cf. Sar-
le (1998)). An approach, which is quite desirable when applying trained models, is
examined in some detail in the previous chapters: by using a subspace model, i.e. a
model optimal for a subspace of all possible features, the optimal predictions for any
given model should be possible. Unfortunately, it is usually prohibitive to train a sep-
arate model for all possible combinations of present features, and the high parameter
redundancy in different models is undesirable as well. Both points can be avoided, if
submodels can be derived directly from the complete space model. Often this is not
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possible either; but for SVMs and the AME model, this thesis shows approximate effi-
cient methods to derive these. Evaluation on data sets indicate, that even using such
approximations (in case of the SVMs more severe than for AME models) the resulting
submodels can be preferable to imputation methods. Characteristics of data sets nec-
essary for such advantages depend on the way the submodels are derived, and are
discussed for SVMs.

At different points in this thesis there are indications that treating missing values dif-
ferently during training and later application of the learned models may be useful.
There are some statements in the literature (e.g. Zheng and Low (1999a)) concern-
ing different care or resources in preparing training and test data. Furthermore, the
subspace model discussed above is most naturally applied only to the test data, with
learning taking place for complete(d) data. Although integrating submodel training
into training of the complete might be possible, depending on the actual submodel
approach, this might not always be easy. Even more important, the simulation results
in chapter 4 suggest that training on complete (this time, not completed) data can im-
prove predictive performance even though data distribution is (more or less) different
between training and test data in this case.

Although the introduction of an extra value or feature indicating a missing value is
a good idea when values are missing informatively, the simulations in conjunction
with the submodel approach for SVMs (section 4.3) and those for the DMC01 data
(section 8.2) show, that it is no universal solution.

Heterogeneous Features The application of the AME method has shown advantages
for some of the analyzed data sets (mainly art2, DMC01). This is probably in part due
to the possible use of discrete probability distributions, in contrast to the continuous,
although nonlinear, interpretation of feature values by MLP and SVM. Such advantages
might be exhibited for special data sets by purely discrete methods as well. The big
advantage of the AME model in this respect is the flexibility of constraint specifica-
tion. Although the interpretation of features as continuous (AMEc in contrast to AME
in the simulation results) did not often yield better results, this is probably due to
the limited constraints selected here, i.e. just first order dependencies were modeled
by the conditional mean constraints. By inclusion of (a prudent selection of) further
constraints, e.g. also restricting conditional variances, this should be improvable. Un-
fortunately time constraints did not allow to further evaluate such models, and the
full power of the AME model is still to show. On the other hand, there are several
publications highlighting the representational power and flexibility of the constraints
which can be included in (conditional) maximum entropy models, e.g. Lafferty et al.
(2001), Malouf (2002), and AME adds to this by the possibility to enforce constraints
not explicitly represented by Lagrange multipliers in the posterior.

Approximate Maximum Entropy Models Maximum Entropy models have been justi-
fied by many variations of arguments and empirical evidence before, cf. introduction
and discussion in chapter 5, Jaynes (1994), Malouf (2002). For a long time, computa-
tional resources have been too limited for a real application of such models. Iterative



135

Scaling methods and the advances of computational power have provided the means
for their utilization. Malouf (2002) indicates, that convergence rate for (accelerated
or higher order) gradient ascent methods is even superior to that of Iterative Scal-
ing. Miller and Yan (1999) and Browning and Miller (2001) allow distinction of the
cases, where it is advantageous to approximate the joint pdf by averaging over sup-
port in the data set (large feature spaces and constraints not represented directly in
the posterior) on the one hand, and where summation over all possible feature val-
ue combinations might be advantageous (e.g. collaborative filtering, with few known
features at a time) on the other hand. This thesis introduced a method to split and
merge features and submodels for additional training speed ups when using higher
order constraints on features.

An issue might still be the non-trivial implementation of maximum entropy mod-
els in general, and the AME model in particular. On the other hand, implementation
of maximum entropy models often is not necessary at all; especially for natural lan-
guage processing, there is a variety of implementations available. Concerning the
AME model, inclusion of new constraints is straightforward and relatively simple,
when the framework and the basic constraints are already implemented. Architecture
selection for AME models involves choice of the constraints to use and the termination
criterion. Most important is a decision about the order of the constraints to include
(e.g. just pairwise constraints, or also triple-wise). Concerning the termination crite-
rion (mainly the number of training iterations), the choice is only important, if the
selected constraints can lead to overfitting phenomena, i.e. are informative but not
very well estimated from the training data. Compared with a thorough architecture
selection for SVMs including choice of kernel, kernel parameters, and C (margin/error
trade-off), this appeared simple.
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A Derivatives for AME Gradient Descent

A.1 Derivatives for AME Classification

For the implementation of gradient descent on the AME objective function for classifi-
cation with discrete features (5.9a) and the extensions for continuous features (5.16) the
derivatives shown in the following are used.

For an introduction into nomenclature please review section 5.1, and consult chap-
ter “Notation” on pages 143ff..

L = − T · H(PM) + Cγ + C∆ + Cθ (5.9a), (5.16)
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Actually, equations (A.2a), (A.3a), and (A.4a) would have to use the probabilities PL(·)
instead of Pn. But this is compensated by the sums used in equations (A.1a), (A.1b),
and (A.1c). Otherwise, these would be much complicated, because rows, whose input
vector occurred already, would have to be skipped during summation.

If the relative weighting of Cγ and C∆ against Cθ is used – different weighting of the
KL-divergence and sum of squared differences terms – then this factor has to be taken
into account additionally in equations (A.3a) to (A.5b).
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A.2 Derivatives for AME Regression

For implementation of gradient descent on the AME objective function for
regression (5.25a) the derivatives shown in the following are used.

L = −H(PM) + Cφψ + Cζξ + Cχω + Cαβ (5.25a)
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A comprehensive list of the model based and empirical moments used in the above
equations:

I Model based moments
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I Empirical moments
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M jl j denotes the number of input vectors for which feature j assumes value l j.

ν· denotes uncentered moments of order higher than one, in general. For the first
moment, the mean, µi is used, because of its notational familiarity. The second mo-
ment of the target feature occurs in two variants. The constraints (5.17) use the un-
centered version, which in this thesis is denoted by νii for consistency. By contrast,
the centered version occurs as σ2

i ; this is used, again for notational familiarity, in con-
junction with the posterior for regression, which has Gaussian form. Using the mean,
one can compute either νii or σ2

i from the other: νii = µ2
i + σ

2
i .
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B Notation

Because of the different nature of the algorithms, and to stay consistent with estab-
lished notation in the respective fields, notation is not forced to be consistent for all
chapters. Consequently, the notation overview is split into a separate part for each
algorithm in part “Algorithms”.

Blind Source Separation Algorithms

A The mixing matrix, with size
m × n.

αi parameters regulating the
strength of the regularization
enforcement, i.e. enforcement
of the prior knowledge on the
time course of sources.

C(s)(∆r) The correlation or covariance
matrix for the sources. ∆r de-
notes the shift of the second
source used for computation
of the covariance.

C(y)(∆r) The correlation or covariance
matrix for the observations.

D A sphering matrix used to
transform data, such that
the result has a variance of
1 along all axes (e.g. by PCA
or pre-multiplication by the
square root of the covariance
matrix).

∆r A shift or pixel-difference.
E(W) Cost function of the blind

source separation frame-
work. This is either just ES,
or ES + EW for the regulariza-
tion approach.

ES(W) Cost function term penalizing
cross-correlations of the esti-
mated sources.

EW(W) Cost function term penalizing
deviations of the estimated
demixing matrix from prior
knowledge on W.

η A vector of Gaussian random
noise with zero mean, added
to the mixtures.

i The index of a source or obser-
vation.

j The index of a source or obser-
vation.

m number of observa-
tions/mixtures.

n number of sources.
R The number of pixels in the

overlap of two (un)shifted
images.

R The set of shifts used in a
multi-shift ESD approach.

r A location/pixel in a source or
observation.

RE Reconstruction error for the
covariance matrix between
estimated and real sources. It
measures the average relative
size of non-permutation w.r.t.
to the permutation elements.

s(r) The sources in a BSS task;
they have the spatial index
r, specifying a location (pixel).
s(r) = (s1(r), . . . , sn(r))T.

ŝ(r) The estimated sources of a BSS

problem.
T The expected time courses of

the sources. Used for regular-
ization of the demixing ma-
trix W. With perfect knowl-
edge, T should equal the mix-
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ing matrix A.
W The demixing matrix, ideally

(for the noiseless case) the
inverse of the mixing matrix
A−1 or close to it.

y(r) The observations; they have
the spatial index r, spec-
ifying a location (pixel).
y(r) =

(
y1(r), . . . , ym(r)

)T. The

observations are assumed
to have mean 0 and vari-
ances 1. If this is not the case,
they have to be transformed
(sphered) before application
of ESD.

y′(r) The raw observations; these are
not yet sphered.

Support Vector Machines

α Lagrange multipliers of the op-
timization problem. For each
training example, there is one
component in α; this is non-
zero only for support vectors.

b Distance of separating hyper-
plane from the origin.

C Trade-off: Constant weighting
classification errors against
margin width.

f (x) Discrimination function; a new
data point is classified posi-
tively, if this function is > 0,
and negatively otherwise.

H Feature space of non-linear
support vector machines. The
space, into which input da-
ta is transformed and where
a linear separation is per-
formed. Calculation usual-
ly do not take place in this
space directly; instead, the
kernel function is interpret-
ed as a dot product in some
(possibly unknown) high di-
mensional space H .

i Index of a training example.
j Index of a training example.
k(x, x′) Kernel for non-linear support

vector machines. This usually
corresponds to a dot product
in a feature space H .

m Number of training examples.
φ(x) Feature map, mapping input

vectors from X into feature
space H .

τ(w, ξ) Objective function of the pri-
mal problem.

W(α) Objective function of the dual
problem.

w Weight vector, specifying the
position of the separating hy-
perplane.

X Input space of data points xi.
xi Input vector of example i.
ξ Vector of slack variables allow-

ing to learn non-separable
data; each element of the vec-
tor corresponds to one data
point in the training set.

yi Class of example i, being ei-
ther +1 or −1.
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Maximum Entropy Algorithms

∗ A ∗ usually marks a value or
function, whose definition or
interpretation is changed later,
or has been changed. The
corresponding value without
the ∗ is the one finally used.
A ∗ also occurs as a place-
holder for several possible val-
ues/strings (wildcard); possible
values substitutable for the ∗
are usually given as well.
Which of these meanings is
relevant should be clear from
the context.

A j The set of possible values for a
discrete feature j.

α· Lagrange multipliers enforc-
ing constraints on the condi-
tional mean of a continuous
feature/target given the value
of a discrete feature.

β· Lagrange multipliers enforc-
ing constraints on the condi-
tional variance of a continuous
feature/target given the value
of a discrete feature.

C· A constraint term. The sub-
script usually denotes the
kind of constraints enforced
by the term.

∆· Lagrange multipliers en-
forcing constraints on the
co-occurrence probabilities of
the values of three discrete
features/targets.

δ· Kronecker delta function, which
is 1, if the two values provid-
ed as subscripts are equal,
0 otherwise.

FD Set of discrete features (exclud-

ing the target label).
FC Set of continuous features (ex-

cluding the target value).
FM Set of features with missing val-

ues. This may depend on an
input vector, which may be
indicated in parenthesis be-
hind this term. Usually this
set includes the target feature
Fi.

f A feature vector (e.g. row of
the data set), including the
target. Super-/subscripts may
denote
I a row number (indices

m,n) in the data set,
I that certain features are

removed from the vector;
e.g. f without feature i is
denoted by f (−i), f without
feature set FM is f (−FM),

I the value of a single fea-
ture from that vector (in-
dices i, j, k).

G· Functions associated with each
of the constraints. Subscripts
denote the Lagrange parame-
ter, features and values of the
constraint.

γ· Lagrange multipliers en-
forcing constraints on the
co-occurrence probabilities of
the values of two discrete
features/targets.

H Entropy term. Usually the pdf
or random variable whose
entropy is meant is given in
parenthesis after the H .

HG Entropy of a Gaussian.
i Index of feature. i usually de-
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notes the target feature.
j Index of feature.
k Index of feature.
κ Lagrange parameter con-

straining the marginal over
the support set to 1 (normal-
izing PM to a pdf).

L A Lagrangian objective function
used for learning a model.

l· Value of a feature, whose index
is denoted by the subscript.
Bold l denotes a whole fea-
ture vector. Usage of l usually
indicates that this variable as-
sumes each possible value in
turn (e.g. as a sum index).

λ· Parameters used for compu-
tation of the row-probabilities
of the data set. A softmax-
function is used to get a
probability from this parame-
ter.

m Row index into the data set.
µ·· The mean of some (continu-

ous) feature, possibly depend-
ing on the value of other (dis-
crete) features. Superscript
‘(d)’ denotes an empirical
mean (computed from the
data set), superscript ‘(M)’ de-
notes a mean according to
a model pdf. A subscript
‘i|l j’ denotes the mean of fea-
ture i, given that feature j has
value l j.

n Row index into the data set.
N(σ) A Gaussian distribution, or a

value from such a distribu-
tion, with mean 0 and stan-
dard deviation σ. Whether
the distribution or a value
from it is meant should be
clear from the context.

ν·· Expectation of product between

two (continuous) features
(mixed second order moment
about the origin). See µ·· for
meaning of super- and sub-
scripts.

P·(·) A probability or pdf. A sub-
script M denotes the model
pdf, without subscript the
empirical probability estimat-
ed from the data set is meant.
Further subscripts are used to
denote other pdf, relevant in
that context.

σ·· Variance between two (con-
tinuous) features. See µ·· for
meaning of super- and sub-
scripts.

U(l, r) A Uniform distribution, with
density p(x) = 1

r−l on x ∈ [l, r),
and p(x) = 0 else. Depend-
ing on context, this may also
denote a random value from
such a distribution.

ξ· Lagrange multipliers enforc-
ing constraints on the expec-
tations of values of pairwise
products between a feature
and the square of the target
label.

Z· A normalization term; usu-
ally a marginalized pdf,
i.e. summed/integrated over
the values of some or all fea-
tures, used to normalize a
function to a pdf. Often some
terms on which this constant
depends are indicated as sub-
scripts.

ζ· Lagrange multipliers enforc-
ing constraints on the expec-
tations of values of pairwise
products between a feature
and the target label.
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C Abbreviations

aad average absolute difference
aka. also known as
AME Approximate Maximum Entropy
asd average squared difference
ASR Automated Speech Recognition
atst. at the same time
BN Bayesian Network
BSS Blind Source Separation
dA Accuracy measure based on the assumption of Gaussian class condi-

tional posteriors
DMC Data Mining Cup
EM Expectation-Maximization
ESD Extended Spatial Decorrelation
FAR False Alarm Rate
FIML Full-Information Maximum Likelihood
GMM Gaussian Mixture Model
GNU GNU’s not Unix – a collection of UNIX system tools and applications
HR Hit Rate
ICA Independent Component Analysis
KL-divergence Kullback-Leibler divergence
KNN K-nearest Neigbors
MAR Missing At Random
MCAR Missing Completely At Random
ME Maximum Entropy
MI Mutual Information
MLP Multi Layer Perceptron
MV Missing Values
NBC Naïve Bayes Classifier
NN Nearest Neighbors
NNSC Nearest Neighbors from Same Class
OI Optical Imaging
PCA Principle Component Analysis
pdf Probability Density Function
pmf Probability Mass Function
RBE Robust Bayesian Estimator
RE Reconstruction Error, error measure for the blind source separation

problems, equation (3.6a)
ROC Reiceiver-Operator Characteristic
SDPA Stable Dynamic Parameter Adaptation
SNR Signal to Noise Ratio
SOM Self-Organizing Map
SVC Support Vector Classification
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SVM Support Vector Machine
SVMTorch A C/C++ implementation of Support Vector machines for classifica-

tion and regression
UCI University of California at Irvine
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ŝ(r) 30
self-organizing map 15
shifts 31
siemens 48, 115
σ (AME) 75
σ (Gauss Kernel) 42
soft constraints 66, 70, 76, 77
SOM

see self-organizing map
sources 29

natural 35
smooth 34

sphering 32
statistical learning theory 41
submodel approach 11, 47, 81
subspace 44
subspace classification 43, 47

implementation 47
substitution 8
success rate 34
support approximation 65
support vector machines

algorithm 42
comparison with AME 95

discussion 53
evaluation 48
kernel 43
missing values 41
motivation 41
notation 144
tutorials 41

surround 48
SVM

see support vector machines

t
T 33
τ(w, ξ) 42
θ 69
threeblobs 48
toy data 103

w
W 30
w 42, 57
W(α) 42

x
x 42
ξ 42
ξ 73

y
y(r) 29
y 42
y′(r) 32

z
Z 70, 75
zero imputation 8
ζ 73



163

Acknowledgements

The last five years have been partly a wonderful, and partly a rather stressful time.
For the wonderful parts I thank the members of my research group, who provided a
lively and interesting environment. I would especially like to express my gratitude to
Prof. Obermayer, for providing me with the opportunity for such interesting research,
and his commments on my work. Sepp Hochreiter has been invaluable in several
discussions, and provided me many new insights. Also Gregor Wenning, Johannes
Mohr, Peter Wiesing, Roland Vollgraf, Hauke Bartsch, Alexander Maye, Michael Sibi-
la, and Hendrik Purwins were very helpful with suggestions and discussions.

For the stressful times, I am liable myself. But in such times I was grateful for the
support by my friend Christiane Bauer.




	Introduction
	Scope of Thesis
	Data Characteristics
	Data Sets

	Preprocessing Overview
	Missing Values
	Introduction
	Missingness Characteristics
	Approaches to Deal with Missing Values
	Literature Overview
	Further Issues

	Heterogeneous Features
	Feature Characteristics
	Literature Overview


	Blind Source Separation
	Introduction
	Optical Imaging
	Blind Source Separation

	Extended Spatial Decorrelation
	Regularization
	Experiments
	Discussion

	Support Vector Machines
	Motivation
	New Kernel
	Evaluation
	Discussion

	Approximate Maximum Entropy
	AME Classification with Discrete Features
	Probability of Data Set Rows

	AME Classification with Continuous Features
	Discussion of Constraints

	AME Regression
	KL-divergence Soft Constraints
	Squared Differences Soft Constraints

	AME Parameter Interpretations
	Missing Values
	Feature Selection
	Model Merging

	Implementation Issues
	AME Discussion
	Summary
	Open Issues
	Relation to Other Algorithms


	Methods and Measures
	Methods
	Measures
	Data Characteristics

	Toy Data
	Classification Data Sets
	Regression Data Sets

	Real World Data Sets
	Siemens
	DMC01
	DMC02
	Comparison of Models
	AME Feature Splitting and Model Merging
	Learning times
	Conclusions

	Large Data Sets

	Discussion
	Derivatives for AME Gradient Descent
	Derivatives for AME Classification
	Derivatives for AME Regression

	Notation
	Abbreviations
	Bibliography
	Index

