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A B S T R A C T

The growing trend towards high-mix and low-volume production demands more
flexible and reconfigurable control for assembly systems. In unstructured or less
structured environments, object detection and pose estimation is a key capability to
enable industrial robotics applications such as grasping, handling and assembling.
The integration and interconnectivity of such automation functions is fostered by
Industry 4.0 through the adoption of service-based ecosystems.

The main objective of this thesis is to create a service-based framework for
robust object detection and pose estimation in manufacturing environments. This
could resemble a viable alternative to traditional machine vision systems such as
smart cameras and embedded PCs, which are challenged by the high diversity and
fast-paced progress in the field of object detection and pose estimation.

We approach this problem in three steps. In the first step, we propose a frame-
work and demonstrate that it is realizable. It has a REST/gRPC interface that
allows to handle all detection methods uniformly. A virtualization strategy en-
ables upscaling and easy deployment, and the new OPC UA vision specification is
exploited for integration of the detector services into the production environment.

In a second step, we examine three exemplary object detection and pose esti-
mation methods and prove that they can be integrated into the framework. This
boils down to automatic training from a CAD model and parameterization without
expert knowledge, which is possible for two of the three methods. Regarding
the third method – a Deep Learning approach – we demonstrate that synthetic
images can be generated from the model to enable training, but further measures
are required to attain the desired pose accuracy.

Finally, in a third step, we characterize the framework to identify its strengths
and weaknesses compared to conventional machine vision systems. We perform
a scenario-based analysis to determine certain quality attributes and find that
both system types have their justification. The proposed service-based framework
enables more efficient resource utilization, has a better configurability, maintain-
ability and availability. On the other hand, conventional systems have better timing
behavior and do not require such elaborate security measures. Timing, resource
utilization and reusability are moreover strongly affected by the chosen detection
method. Given a particular application, our characterization helps to identify the
most suitable system type.

Altogether, in this work we have contributed a novel type of vision system and
demonstrated that it is a viable alternative for object detection and pose estima-
tion applications. The framework structure as well as the identified architectural
trade-offs can furthermore be generalized to other machine vision or automation
tasks. Promising future research directions include facilitating the training of
Deep Learning methods, quantifying architectural trade-offs in case studies, and
integrating other vision applications to create an ecosystem of vision services.
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Z U S A M M E N FA S S U N G

Der Trend zur Produktion von kleineren Losgrößen und mehr Varianten erfordert
flexible und rekonfigurierbare Montagesysteme. Die Objekterkennung und Posen-
schätzung ist eine Schlüsseltechnologie, um Roboteranwendungen wie Hand-
habung und Montage in weniger strukturierten Umgebungen zu ermöglichen. Im
Rahmen von Industrie 4.0 wird vorgeschlagen, die Integration und Vernetzung
solcher Technologien durch Dienste-Plattformen zu fördern.

Das Ziel dieser Arbeit ist die Schaffung einer Dienste-Plattform für robuste
Objekterkennung und Posenschätzung in der Industrie. Dies wäre eine mögliche
Alternative zu traditionellen Bildverarbeitungssystemen wie intelligenten Kameras
oder PC-Systemen, die mit der großen Vielfalt und dem schnellen Fortschritt im
Bereich Objekterkennung und Posenschätzung zu kämpfen haben.

Diese Aufgabe gehen wir in drei Schritten an. Zuerst konzipieren wir eine
Dienste-Plattform und zeigen, dass sie umsetzbar ist. Sie hat eine einheitliche
REST/gRPC Schnittstelle für alle Objekterkennungsmethoden. Das Virtualisierungs-
konzept ermöglicht einfache Skalierung und Bereitstellung und die neue OPC UA
Vision Spezifikation wird für die Integration in das Produktionsumfeld genutzt.

In einem zweiten Schritt zeigen wir die beispielhafte Integration von drei
repräsentativen Methoden zur Objekterkennung und Posenschätzung in die Plat-
tform. Dazu müssen die Detektoren auf Basis eines CAD Modells trainiert und
ohne Expertenwissen konfiguriert werden können. Für zwei der drei Methoden
war dies ohne Weiteres möglich, für die dritte – einen Deep Learning Ansatz –
nicht. Wir zeigen hier, wie synthetisch generierte Trainingsbilder genutzt werden
können, um das Training dennoch zu ermöglichen.

Im dritten Schritt untersuchen wir schließlich die Stärken und Schwächen der
vorgeschlagenen Dienste-Plattform im Vergleich zu einem konventionellen System.
Die Analyse verschiedenster Szenarien ergibt, dass beide Systeme ihre Berechtigung
haben. Zu den Vorteilen der Plattform gehören effizientere Ressourcennutzung
sowie bessere Konfigurierbarkeit, Wartbarkeit und Verfügbarkeit. Konventionelle
Systeme punkten mit ihrem Zeitverhalten und bergen weniger Sicherheitsrisiken.
Zeitverhalten, Ressourcennutzung und Wiederverwendbarkeit sind jedoch auch
stark von der gewählten Detektionsmethode abhängig. Unsere Charakterisierung
hilft, um für eine spezifische Anwendung den geeignetsten Systemtyp auszuwählen.

In dieser Arbeit haben wir einen neuen Typ Bildverarbeitungssystem vorgeschla-
gen und gezeigt, dass er eine lohnende Alternative für Objekterkennungs- und
Posenschätzungsanwendungen sein kann. Die Struktur der Plattform sowie Erken-
ntnisse zu architektonischen Abwägungen können auch auf andere Bildverar-
beitungsanwendungen übertragen werden. Zukünftige Forschungsarbeiten kön-
nten sich auf eine Vereinfachung des Trainings von Deep Learning Methoden,
die Quantifizierung der architektonischen Abwägungen in Fallstudien, oder die
Integration anderer Bildverarbeitungsaufgaben konzentrieren.
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1

I N T R O D U C T I O N

One of the major required capabilities to advance industrial robotics is the per-
ception of unstructured or less-structured environments, as an economic analysis
of technology infrastructure needs for manufacturing shows [103]. The robot ap-
plications that Grüninger et al. [51] have identified as the ones which companies
desire most are assembling, machine loading and unloading, and handling tasks in
general – all of which require perception. At the time of writing this thesis their
study is already ten years old, and yet, the relevance of their findings is still up
to date. This is proven by the fact that an industrial robotics competition at the
World Robot Summit 2018 [180] targeted precisely those applications: assembly
and kitting (i.e. bin picking to prepare kits for assembly). The tasks are far from
solved, many participating teams struggled bringing together all the required
technologies [33]. The achieved scores were particularly low for the kitting task,
which required robust object detection and pose estimation.

1.1 object detection, pose estimation and current trends

During the last decade, the computer vision research field has undergone a revolu-
tion. Through new Deep Learning based methods, growing availability of image
data, and rising computational power – particularly with parallelized computations
on potent GPUs – the recognition performances have been boosted for a wide
range of tasks. This is proven by results on major computer vision benchmarks,
such as the annual ImageNet Large Scale Visual Recognition Challenge, which
reports strongly rising accuracies for tasks such as image classification and object
detection [118]. The results for the object detection task in Figure 1.1 illustrate the
pace of this improvement.

But what exactly does the term object detection mean? And what is pose estimation?
In fact, these are two separate and yet closely related tasks. The basis for both
is an image of the real world which (hopefully) contains a view of the object in
question. In object detection we now aim to find the object’s location within the
image, and a result could be a bounding rectangle or pixel coordinates of the object
center. In contrast, the pose estimation task aims to find the object’s location in
the real world. The result would consequently be the real world coordinates of
the object center with its six degrees of freedom – three translational and three
rotational – and together, these values describe the pose of the object. We defer
a formal definition of the tasks to Section 2.1. For now it is important that pose
estimation can be considered a more general task that automatically also solves
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Figure 1.1: Winning performances at the ImageNet Large Scale Visual Recognition Chal-
lenge in the object detection category have drastically improved from 2013 to
2017. Image based on [118].

object detection: Assuming camera parameters are known, we can project the real
world coordinates into the image plane and yield the object’s location within the
image.

As pose estimation is a more complex task, the methods are naturally not as
mature as current object detection solutions. Recent pose estimation benchmarks
such as the SIXD Challenge 2017 [68] did not yet include any Deep Learning based
approaches. Those have conquered the field only very recently. Few early works
have been published in 2015, e.g. [53, 86], but the field really gained popularity
in 2017 and 2018 with many new and diverse methods being proposed, such
as [77, 84, 127, 161] to list a few. Under these conditions it seems reasonable to
expect a similar rise of recognition performance for pose estimation as for the other
computer vision tasks in the next couple of years. Problems that have to be tackled
to achieve this are mainly induced by ambiguities of the appearance of an object or
its parts – which are issues that were unproblematic for the sole purpose of object
detection. These ambiguities impede the estimation of an exact pose and are caused
by properties of the objects, particularly rotational symmetry, self-similarity, and
plain and featureless surfaces. This is inherent to the task and as such is also an
issue for established methods such as Point Pair Feature Matching [183]. A further
challenge related to the upcoming Deep Learning methods is the acquisition of
sufficient annotated training data [140]. While annotations for object detection can
be added after image acquisition by drawing a bounding box around the object,
this is not possible for pose estimation tasks. Here we need a special setup during
acquisition for recording the 6d pose of the object relative to the camera. This
effort can be made for research purposes, however, it is too costly for industrial
applications which have to be economically worthwhile.

However, the path to utilizing pose estimation in advanced robotic systems can
not only be realized by algorithmic improvements and more training data. The
German engineering association VDMA [169] observes general trends in image
processing such as increased use of 3d data and more complex algorithms which
therefore require more computing power to meet timing requirements – which is
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also true for pose estimation. A solution that suggests itself is the use of cloud
computing. Consequently, some companies already provide cloud-based image
processing functions, e.g. Google Cloud Vision1 or Amazon Rekognition2. Yet, these
solutions are not applicable in manufacturing environments. First, because they
support only a limited number of image processing tasks such as face recognition or
unsafe content detection and second, they rely on interfaces that are not commonly
used in manufacturing environments. Current machine vision systems are in
practice often of monolithic nature with a dedicated computing unit on site, service-
or cloud-based image processing is not yet mentioned in contemporary standard
literature [71].

With the trend towards high mix and low volume production, there is a high
demand for more flexible and reconfigurable control for assembly systems. This can
be accomplished by using automation functions – such as object detection and pose
estimation – as a service [93]. The developments within the scope of Industry 4.0
aim towards more interoperability, modularity and standardization [8]. This has
the potential to decrease development cycle times as well as reconfiguration times –
which would be particularly desirable in an actively changing field such as object
detection and pose estimation.

1.2 thesis objectives

The leading research motivation for this thesis is the following question:

How can we achieve robust object detection and pose estimation
as a service for manufacturing industries?

Providing object detection and pose estimation as a service is at the core of this
research question. Consequently, my main objective is to propose a first framework
for service-based pose estimation. The framework must be designed in a way that
allows for compatibility with all types of methods while being suitable for the
needs of manufacturing environments. This depends on several crucial aspects:
First, we must identify the methods that are capable of robust object detection
and pose estimation in industrial settings. Second, we must examine a variety of
relevant pose estimation algorithms to propose a standardized interface that can
be used in the framework. And third, we must prove that the relevant methods
can in fact be adapted to this standardized interface and hence integrated into the
framework, potentially requiring additional efforts to allow configuration/training
on a uniform basis, e.g. a sole CAD model. The benefits as well as the drawbacks
of this framework shall be evaluated and discussed.

All of these aspects are seen from the perspective of manufacturing industries.
This relates not only to technologies, interfaces and protocols commonly used in a
production environment, but also to the typical skill-set of a worker on the shop
floor and ultimately to the peculiarities of manufactured objects and parts, which
are often designed to be simple and functional and thus aggravate some weaknesses

1 https://cloud.google.com/vision/ (visited on 2019-10-20)
2 https://aws.amazon.com/rekognition/ (visited on 2019-10-20)
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of pose estimation algorithms. By taking into account these side conditions, in
the remainder of this thesis, I might make decisions that come with a loss of
generality, and similarly I might come to conclusions which are only valid for a
manufacturing context and not for all the other domains where object detection
and pose estimation methods could be applied. Furthermore, I will leave aside any
issues related to acquisition of RGB and depth images, although particularly the
acquisition of the latter can be challenging, even more so for metallic objects with
reflective surfaces.

1.3 outline

The next chapter elaborates on the state of the art in pose estimation. First we will
formalize the problem, then present relevant datasets and evaluation metrics, and
finally we review contemporary methods and algorithms. Chapter 3 is concerned
about the foundations of industrial vision services. We will investigate the status
quo of industrial vision systems and motivate the use of service-orientation. After
examining the enabling technologies, we will analyze existing service-based vision
applications and their characteristics. In Chapter 4 we will summarize the findings
of the previous chapters and derive the key challenges to be tackled in this thesis.
We will also state the research questions here. Chapters 5–7 then respectively
address one research question at a time. This includes the development of the
conceptual framework for pose estimation as a service, the integration of three
exemplary state-of-the-art pose estimation methods, and the characterization of
benefits and drawbacks of the service-based framework. The findings will be
summarized and discussed in Chapter 8, which concludes the thesis.
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2
S TAT E O F T H E A RT I N O B J E C T D E T E C T I O N A N D P O S E
E S T I M AT I O N

In this chapter, we will first formalize the problem to yield a clear definition of
the object detection and pose estimation task considered in this thesis. Having a
common understanding about the task, we will look at criteria to assess potential
solutions, which requires both benchmark datasets and evaluation metrics. Finally,
we can dive into the actual algorithms. I will present and compare a wide range of
approaches from traditional hand-crafted methods to those that are enhanced with
machine learning, and finally end-to-end Deep Learning approaches. For the latter,
I already mentioned that one challenge is the amount of training data required for
the learning process. We will therefore review alternatives which allow to learn
without or at least with fewer real training images. A summary concludes this
chapter.

2.1 problem formalization

Although object detection by visual perception is a natural and intuitive process for
us humans, it is an extremely hard task for machines and consequently has gotten
a lot of attention from research communities all over the world. Over time, various
approaches evolved that try to solve slightly different perception problems. We
start with an exploration of the most relevant of these problems before framing the
formal definition of the object detection and pose estimation task.

2.1.1 Overview of Recognition Tasks

Probably the most common task in object recognition is image classification. Given a
picture with the object in question, we predict the type of object, as in Figure 2.1(a).
If the image, however, does not show only one single object, but rather a scene
with various objects in front of some background, we are confronted with the
harder task of object detection [49]. We could try to perform a classification on
every single sub-window of the image, but such an approach would be slow and
error-prone [159, p. 658]. Instead, special-purpose detectors rapidly identify regions
of the image with occurrences of the sought-for object(s). The detector’s result is
then a set of bounding boxes or regions of interest with a corresponding object
label, as illustrated in Figure 2.1(b). Taking this idea one step further, we can move
from a rectangular estimation of the object’s extents towards assigning a pixel-wise
label to yield the exact location of the object. The approach of assigning a label to
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every pixel in the image is called semantic segmentation [49], see Figure 2.1(c). While
both object detection as well as semantic segmentation still only locate the object
within the image plane, the aim of pose estimation is to estimate the object’s location
and orientation in the real world (with reference to the camera). The detected pose
is illustrated in the form of coordinate systems in Figure 2.1(d).

nuts 

(a)

nut 

nut 

(b)

nut 

nut 

(c)

nut nut 

(d)

Figure 2.1: Illustration of the four different tasks and their desired outcomes: (a) image
classification, (b) object detection, (c) semantic segmentation, and (d) pose
estimation.

While so far we have differentiated between tasks according to the desired
outcome, we are now concerned with the objects to recognize and in particular
with how we define an object type. Two directions are commonly distinguished.
Instance recognition is about recognizing a specific object with its exact shape which
is known e.g. by its 3d model. In contrast, category recognition is concerned with
recognizing a variety of individual objects, that all belong to a common class or
category [159, p. 685], as illustrated in Figure 2.2. While for the former approach,
we should learn the exact properties of our target object and match them with
features found in the scene, for the latter approach, we have to find some higher
abstraction and a better semantic understanding of which image features compose
which object categories [122].

cup_1 cup_2 cup_3 cup_1 

Figure 2.2: In category detection, all objects would be recognized as cups, whereas instance
detection treats them as individual objects and can thus distinguish different
kinds of cups. However, there can still be multiple occurrences of the same
object type in a scene.

2.1.2 Definition of Object Detection with 6d Pose Estimation

In this thesis we consider the task of object instance detection with 6d pose esti-
mation. According to the prior definitions, this means we seek for specific objects
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which are previously known (e.g. by providing a 3d model). Furthermore, we
estimate the 6d pose of the object, i.e. the translation and rotation of a reference
object point with respect to the camera frame. With this information, we could
transform the pose into the coordinate system of a robot which is then enabled
to grasp that object. In the remainder of this thesis, I will for convenience use the
term 6d object detection. This is to avoid the lengthy definition object detection with
6d pose estimation while still emphasizing the fact that we estimate a pose with six
degrees of freedom.

A formal definition of the 6d object detection problem has been articulated
by Hodaň et al. [67] and is reproduced very similarly in the following:

Training input: A training set T = {T1, T2, ..., Tn} for a set of rigid objects repre-
sented by identifiers O = {1, 2, ..., n}. The training data Ti may
have different forms, e.g. a 3d model or a set of RGB or RGB-D
images with annotated object pose.

Test input: An image I, in which there may be an arbitrary number of occur-
rences of each object o ∈ O.

Test output: A set of estimations E = {E1, E2, ..., Em}, where each estimation
Ei = (oi, P̂i, si) comprises the estimated 6d pose P̂i of an occurrence
of object oi ∈ O, and a confidence value si.

The confidence value si also may not be regarded as part of the formal task
description. It is, however, helpful to rank the detections and moreover technically
necessary for the computation of established performance scores [42]. In practice
this is no limitation, as almost all methods provide some form of confidence value.

Let us elaborate a bit more on the above definition, as it affects some aspects that
are highly relevant in practice. First, we note that the modality of the test input
image I is not specified. Potential algorithms are free to use monochrome or color
images, range images, or combined color and range (RGB-D) information. In order
to estimate 3d space coordinates from 2d pixel coordinates in monochrome or color
images the intrinsic camera properties need to be taken into account. Using range
images facilitates the pose estimation by providing explicit geometric information,
but it can be difficult to obtain high-quality range measurements especially for
reflective, textureless surfaces.

Second, there are several possible representations of the estimated pose P̂i,
particularly for the rotation. Without any loss of generality the predictions can be
made in arbitrary representations as long as they can be converted into each other.
These representations include quaternions, rotation matrices, or the axis-angle
representation, there are even some specialized, continuous forms that are better
suitable for learning [181].

Lastly, the definition only considers rigid objects, i.e. objects that are not de-
formable. If the objects were to be deformable, it would not be possible to give a
pose estimate by simply describing their translation and rotation, instead it would
be necessary to describe the precise deformed state of the objects. Furthermore, the
training input should include information about how an object can be deformed,
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so that the algorithms are able to model its flexibility. The detection of deformable
models is therefore a very challenging yet interesting research field. However,
within the scope of this thesis, we restrain ourselves to the detection of rigid
objects.

2.2 metrics and datasets for benchmarking

For a fair comparison of object detection methods, we must agree on how to
measure their detection performances. This includes the metrics used for judging
the quality of the predictions, but also the specific properties and difficulty of the
dataset used for testing. Hence, this section gives an overview of commonly used
metrics and introduces relevant benchmark datasets.

2.2.1 Error Metrics

The evaluation consists of two steps: First, we determine the correctness of each
predicted pose by comparison with the ground truth poses, and second, we then
compute a performance score by comparing amounts of correctly detected objects
(hits), object instances that have not been found (misses), or predictions that do not
correspond to an actual object instance (false alarms).

Determination of Pose Correctness

The state of the art metric for 2d object detection is to measure the similarity of
the ground truth and detected bounding boxes by computing the Intersetion over
Union (IoU), i.e. the overlapping region divided by the total area occupied by both
boxes. If the value is larger than e.g. 0.5, the bounding box is accepted as correct
detection. Major benchmarks apply this metric [43, 72], and it is sometimes adapted
to evaluate 6d pose estimation (e.g. in [84, 161]) by comparing the projections of the
object modelM in the estimated pose P̂ and the ground truth pose P. However, as
[67] argue, the metric only provides weak information on the quality of the surface
alignment and therefore often overestimates the accuracy of the method.

To overcome this problem, some authors went on to measure the translational
and rotational errors independently [12, 25, 37, 168]. The translational error is
given as the euclidean distance, and as rotational error the angle of the axis-angle
rotation representation is used. We can then use certain thresholds on distance and
angle to classify as correct or incorrect detection. However, there is no consensus
over the values of these thresholds, which makes results hardly comparable.

A prominent pose error function is the Average Distance Metric or ADD metric,
which has been introduced in 2012 by Hinterstoisser et al. [62]. It is widely used,
for example in [70, 94, 133, 160, 161, 177, 179]. Considering the object modelM and
its points x, the metric measures the average distance of all model points’ ground
truth pose Px to their estimated pose P̂x.

eADD(P̂, P,M) = avg
x∈M

∥∥Px− P̂x
∥∥

2 (2.1)
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The average distance eADD is then evaluated with respect to the model diam-
eter dM. We classify the estimated pose as correct, if eADD ≤ θdM, where θ is
a threshold which is typically set to 0.1. Hence, for correct poses, the estimated
points are in average no farther away than 10% of dM from their corresponding
ground truth points.

A drawback of this metric (and the translational and rotational error metric as
well) is that it will fail in cases where we have different views of the model which
are not distinguishable. Such situations can be observed in Figure 2.3. In these
cases, various poses are possible, yet, only one ground truth pose can be annotated.
The metric hence measures the distance to this arbitrarily chosen ground truth and
might reject the estimation even though it is correct. While introducing the ADD
metric, Hinterstoisser et al. [62] were aware of this problem and designed a second
metric which can handle symmetric objects: ADI.

eADI(P̂, P,M) = avg
x1∈M

min
x2∈M

∥∥Px1 − P̂x2
∥∥

2 (2.2)

This metric is very similar to the ADD metric, except that it drops the condition
that distances are measured between corresponding model points. Instead, only
the distance to the closest ground truth point is measured. In their experiments,
Hinterstoisser et al. [62] used ADD for objects with distinguishable views, whereas
they used ADI for symmetric models with indistinguishable views. However,
as Hodaň et al. [67] point out, the ADI metric is more permissive than ADD,
therefore the values of both metrics should not be directly compared.1

(a) (b) (c)

Figure 2.3: Example images in which the object pose cannot be determined unambiguously
due to different reasons: (a) object symmetry, (b) key features (like the handle
of the mug) are occluded by the object itself, (c) other objects occlude relevant
features of the pencil.

In 2016, Hodaň et al. [67] proposed the Visible Surface Discrepancy (VSD) which
is ambiguity invariant. As the name indicates, it only compares discrepancies of
the visible object surface, therefore it also covers cases where relevant features of
the object are occluded by itself or by other objects, as in Figure 2.3(b) and (c).

The process to determine the VSD is as follows: First, we use the object’s ground
truth and estimated pose to render the depth images DP and DP̂, respectively. We

1 In fact, eADI is the lower bound of eADD, as the only difference between ADI and ADD metric is the
use of the minimum in ADI.
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also require a depth image of the scene. Now, if the depth value of the scene is
smaller than that of the rendered object, we know that there is some clutter which
is closer to the camera than the object and therefore occludes that part of it. We can
thus construct two visibility masks of the object, VP for ground truth and VP̂ for
detected pose, which contain all the pixels (u, v) for which the object is visible. To
compute the discrepancy, we only consider points (u, v) which are part of either
VP or VP̂. The discrepancy is then calculated as follows:

• 1, if (u, v) ∈ VP ∧ (u, v) /∈ VP̂: object is visible in ground truth pose but not in
detected pose

• 1, if (u, v) /∈ VP ∧ (u, v) ∈ VP̂: vice versa

• |DP(u, v)− DP̂(u, v)| which is scaled by a misalignment tolerance τ and cut
off to yield values in [0 . . . 1], if (u, v) ∈ VP ∩VP̂: object visible in both poses

The pose is accepted if the average discrepancy is not larger than 0.5 (with a
misalignment tolerance of τ = 1.5cm). Finally, VSD is a metric that describes the
quality of surface alignment for visible parts of the object. Although it is a relatively
new metric, it is already used by several authors [68, 84, 156].

Performance Score

Once it is decided whether an individual prediction is correct or incorrect, we can
rely on established performance measures such as precision and recall. The recall
is the ratio of detected objects to all objects present in the input image. On the
other hand, precision measures the accuracy of a method, i.e. the ratio of correct
detections to all detections. Note that if there are multiple detections for the same
object instance, typically only the estimation with the highest confidence score s
counts as true positive, all others count as false positives and thus reduce the
accuracy [42].

A simple performance score is the F1 score (or F-measure), which computes
the harmonic mean of precision and recall (e.g. used in [31, 84]). Yet, as the
sensitivity of a detector rises (for example by outputting more estimations with
a lower confidence value) the recall may improve due to correct predictions with
low confidence, and the precision will drop because more incorrect detections will
be made. The F1 score is thus also affected by the detector’s sensitivity threshold.
A typical solution is to plot precision and recall for various sensitivities, and to
compare the area under the curve.

The area under the precision-recall-curve is well established as performance
indicator in object detection, and is used e.g. by the PASCAL Visual Object
Classes (VOC) challenge [43]. Typically, the area under curve is estimated by
computing the interpolated average precision. Formerly the 11-point interpolation
by [148] has been commonly used, where only precision values at a recall of
r ∈ {0, 0.1, 0.2, . . . , 1.0} would be taken into account. However, since the VOC 2010

challenge, this procedure has been replaced by using all data points, which is a
better approximation [42]. The average precision is then computed for each object
class to be detected, and the final score is the mean Average Precision (mAP) (as
e.g. used by [77, 161]).
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2.2.2 Relevant Benchmark Datasets

There are various datasets to test the performance of 6d object detection methods,
all of which address slightly different challenges. Based on the categorization by
Sahin and Kim [146], we list those challenges with three distinguished difficulty
levels in the following:

Viewpoint: The objects of interest are observed from varying viewpoints.

no variation in viewpoints

viewpoints vary in one hemisphere (e.g. only from above)

variations in both hemispheres (object can also be seen from
below)

Clutter: The background of the scenes can be cluttered with random objects
which distract the detector, especially if the clutter is similar to the
object of interest.

no background clutter

random objects populate the background

similar-looking objects in the background

Textureless: If the objects’ surfaces are uniformly colored and exhibit no dis-
tinctive features other than their shape, it is harder to detect them.

objects with feature-rich, textured surfaces

mostly uniformly colored objects, distinguishable by color

uniformly colored objects of same color

Occlusion: The objects in question can be occluded by other items, so that
only a part of them is visible.

no occlusion

moderate occlusion of 20 to 30%

severe occlusion up to 70 to 80%

Multi-instance: More than one instance of the sought-for object are present in the
scene.

single-instance

two or three object instances, number of instances is known

unknown, arbitrary number of object instances

Symmetries: Objects that exhibit ambiguous views e.g. due to discrete or con-
tinuous rotational symmetries.

no ambiguous views

some self-similar or symmetric objects

most objects are self-similar and/or symmetric
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As there are many datasets available, we will only give an overview of the
individual challenges they addressed. Table 2.1 summarizes the above mentioned
aspects along with some additional information. We can see that the LINEMOD2

dataset [62] is by far the one that has been most widely used. The also quite
popular occlusion dataset [17] is a re-annotation of sequences from LINEMOD
and, as the name suggests, mainly addresses severe occlusions. As the research
field prospered, there were many more datasets established in the recent past. For
example the dataset by Tejani et al. [160] was the first to cover the multi-instance
problem. This has been taken one step further by Doumanoglou et al. [32] who
also modeled bin picking scenarios, although with non-industrial objects only.
T-LESS [66] and MVTec ITODD [36] target industrial scenarios with textureless
parts that exhibit symmetries. Particularly the former has been adopted relatively
quickly by the community, and many researchers began to report results on T-
LESS. Lastly, the YCB-Video dataset [179] consists of 93 fully annotated videos
and therefore provides a larger database for learning based methods. All datasets
provide 3d models of the objects and RGB-D images of the scenes. Typical scenes
of each dataset are illustrated in Figure 2.4.

Table 2.1: Overview of benchmark datasets for 6d object detection, starting with the earliest
publications.
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LINEMOD [62] 2012 15 15 770
Occlusion dataset [17] 2014 8 9209
Tejani et al. [160] 2014 6 2067
Doumanoglou et al. [32] 2016 2 183
T-LESS [66] 2017 30 10 080
MVTec ITODD [36] 2017 28 3490
YCB-Video [179] 2017 21 133 827

2.3 methods and algorithms

The approaches to solve object detection and pose estimation are relatively diverse.
We start this section by reviewing the traditional, hand-crafted methods. As such

2 Note that the name LINEMOD actually refers to their template matching method which was presented
in the same paper. However, the scientific community also adopted the name for the dataset.

3 In case of Occlusion dataset and MVTec ITODD not the amount of test images is listed, but rather
the number of instances to detect in the test images.

4 The popularity is based on how often the corresponding paper has been cited, which I retrieved via
Google Scholar. This measure might not be very valid, as the year of publication affects the number
of citations and, moreover, most of these papers also presented new methods for 6d object detection
along with their dataset. Nevertheless, it is still a useful indicator.
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(a) LINEMOD [62] (b) Occlusion dataset [17]

(c) Tejani et al. [160] (d) Doumanoglou et al. [32]

(e) T-LESS [66] (f) MVTec ITODD [36]

(g) YCB-Video [179]

Figure 2.4: Exemplary test images from each of the datasets. The objects to be detected
are highlighted. Images from https://bop.felk.cvut.cz/datasets/ (visited
on 2020-02-16).
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we will distinguish three categories: methods based on local features, template
matching and point pair feature matching. With the advent of machine learning
techniques in object detection, many methods emerged that are partially hand-
crafted and partially use machine learning. These machine-learning-enhanced
methods make up the fourth category. The last category are end-to-end Deep
Learning methods which aim to directly predict an object pose from the input
data. This categorization is generally shared by recent survey and benchmarking
papers [68, 146]. Finally, we will review benchmarking results and compare the
performance of the state-of-the-art methods.

2.3.1 Methods Based on Local Features

The general idea of local methods is to describe an image as the set of salient
features it contains. These features are specific, distinctive locations of the image
such as corners or edges of an object. Any individual feature may be quite arbitrary,
but if we find a similar set of features in two different images, we can assume
that the same object can be seen in the image. Furthermore, by observing the
displacement of each feature, we can also estimate the perspective transform
between the two different images and thus infer the object’s pose. Due to their
nature these methods are generally relatively robust to occlusion and clutter [52].

The overall process can be divided into three stages: Feature detection, feature
description and descriptor matching [159, p. 207]. The feature detector determines
the specific locations of an image that are considered a feature. Typically, these
are certain distinctive interest points or keypoints, but there are also edge-based or
region-based feature detectors. The number of keypoints detected in an image can
vary and depends on the type of detector as well as the content of the image. For
each keypoint we build a descriptor that describes the local image patch around
the keypoint. The descriptors must ideally be invariant to changes in perspective,
illumination or scale, so that, in another image, the same feature would yield a
very similar descriptor. This directly leads to the stage of descriptor matching,
where descriptors from one image are compared and matched to the descriptors of
another image on the basis of the distances between the descriptor vectors. One
image might be a training sample of the object in a known pose and the other
image could be the scene image, where the object and its pose are to be recovered.

Presumably the most prominent method of this category is Scale-Invariant
Feature Transform (SIFT), which has been published in 1999 by Lowe [105]. It is
fair to say that SIFT revolutionized the field of object detection, and many similar
methods followed, such as Speeded Up Robust Features (SURF) [9] in 2006 and
Oriented FAST and Rotated BRIEF (ORB) descriptor [134] in 2011. All of the so far
mentioned methods work on gray images and detect keypoints based on image
gradients or their approximations. This comes at the great disadvantage that only
few stable keypoints can be found for textureless objects and it is further aggravated
if the target objects are symmetric or have simple geometries as the keypoints
become ambiguous. The Bunch of Lines Descriptor (BOLD) [164] addressed this
problem by using edge-based instead of point-based features, but, although the
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idea is promising, the solutions could not yield satisfactory recognition rates for a
broad range of objects.

The concept of keypoints directly transfers to 3d space, where, instead of local
image patches, the descriptors encode local volumetric patches around the key-
points. In essence, they describe the local surface around the keypoint and are
thus often dubbed local surface features. Some popular features are the Signature
of Histograms of OrienTations (SHOT) descriptor [147] or the Point Pair Feature
Histogram (PPFH) descriptor [21] which are illustrated in Figure 2.5. SHOT divides
the spherical patch into several regions and creates a histogram of surface normals
for each of these regions. It can also integrate color information if available. In
contrast, PPFH constructs point pair features with all surrounding points and
describes the distribution of features in a histogram. Survey papers such as the
one by Guo et al. [52] can give a good overview of local surface features for object
recognition.

(a) (b)

Figure 2.5: Illustration of two local surface descriptors: (a) SHOT subdivides the sphere
around the query point and creates a histogram of surface normals for each
division. Image from [165]. (b) PPFH takes into account all points which lie
within a certain radius of the query point (red) to compute the pair features
and build a histogram. Image from [143].

Having the local surfaces features of model and scene, we can compute the
correspondences, e.g. based on Euclidean distances. Now, to retrieve the model’s
pose within the scene, contemporary approaches such as the ones by Papazov
and Burschka [117] or Buch et al. [22] are based on RANdom SAmple Consensus
(RANSAC) [46]. From all identified feature correspondences between model and
scene, three are randomly sampled to generate a 6d pose candidate. The quality
of the pose hypothesis is measured by the consensus set size, i.e. by how many
other correspondences support the hypothesis. This process is iterated a certain
number of times (e.g. 10 000 [22]) and the final pose is refined by the Iterative
Closest Points (ICP) algorithm [11]. While this method is heavily dependent on the
number and quality of the correspondences and therefore on the used local surface
features, it is at the same time independent of which feature type to use. The type
of feature can thus be considered a hyperparameter of this approach. Later, Buch
et al. [20] improved their method mainly in terms of computational complexity.
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2.3.2 Template Matching Methods

Template matching is a very intuitive method: A template image containing only a
view of the object to look for is moved over every possible window of the scene
image. At each location, a correlation function based on intensities or gradients
computes a similarity score, and high scores indicate appearances of the object in
the scene [19].

In contrast to methods based on local features, template matching is a global
approach which naturally allows to cope with textureless objects and simple shapes.
However, it is not robust to perspective transforms. For this reason we require a
template for each possible view of the object, i.e. we need to match hundreds or
thousands of templates only to detect one object. Although template matching is a
relatively old technique, the computational burden associated with matching so
many templates has been a long-standing obstacle for its application in 6d object
detection.

This has been changed by Hinterstoisser et al. [61] in 2010 with the introduction
of dominant orientation templates. They focused on the orientation of the color
gradients at the silhouette of the object and built a binary representation for very
fast evaluation. While massively reducing the required number of operations they
also gained a certain robustness towards small image transformations which in
turn allowed to use fewer templates. Later, they could speed up computation
by exploiting CPU instruction sets and also gain recognition performance by
incorporating different modalities in their templates [59, 60]. As shown in Figure 2.6,
the LINEMOD method now typically utilizes both color and depth information
and is a widely used state of the art method in object detection.

Figure 2.6: Schematic illustration of the features used in LINEMOD template matching.
Left: view of the object model. Middle: silhouette gradients based on the color
image. Right: surface normals based on the depth image. Image from [40].

In a further publication in 2012, Hinterstoisser et al. [62] presented an approach to
use LINEMOD for model-based 6d object detection. They generated their templates
by rendering color and depth images from 3d models with poses sampled from
a wide range of relevant views, yielding thousands of templates per object. Each
template is now associated with a particular pose. The detected templates are
passed through a verification stage to sort out false positives, and the remaining
pose hypotheses can subsequently be refined, e.g. by ICP. The method has been
further improved by Hodaň et al. [70], who applies an efficient cascade-style
evaluation to rapidly reject most locations. A voting procedure based on hashing
identifies a set of candidate templates for each remaining location, the matching of
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these templates is then equivalent to LINEMOD. These improvements make the
computational complexity largely unaffected by the number of templates, allowing
for the use of 11 000 to 23 000 templates per object [68].

2.3.3 Methods Based on Point Pair Features

Point Pair Feature Matching (PPFM) is one of the most powerful traditional meth-
ods for object detection and pose estimation, as it combines advantages from both
local and global approaches. The original method has been proposed by Drost
et al. [37] in 2010 and works with Point Pair Features (PPFs) constructed from point
cloud data. A PPF describes the geometric relation between a reference point pr

and a target point pt. It is illustrated in Figure 2.7 and can formally be described as

PPF(pr, pt) = (‖d‖ , 6 (npr , d), 6 (npt , d), 6 (npr , npt)), (2.3)

where d is the vector from pr to pt and np the surface normal of point p. The feature
thus encodes the distance between both points as well as the surface orientations.

Figure 2.7: The Point Pair Feature and its components. Image based on [37].

PPFM can be split into two stages: first, building a model description and second,
perform the actual matching with the scene. The model description is based on the
Point Pair Features of all possible permutations of model point pairs. The features
are discretized and organized in a hash table, where the hash key is the discretized
feature itself and the hash value efficiently encodes the feature’s pose with respect
to the model. As similar Point Pair Features can be detected at various locations in
the model, it is possible that one hash key contains multiple values. The resulting
hash table itself is the desired model description.

Now, during matching, we use a subset of scene points as reference points and
for each of them we construct the possible Point Pair Features. If we find the scene
feature in our model hash table we can obtain the list of pose suggestions of this
particular feature from the hash values and vote for these poses in a Hough-like
voting scheme. Without going into too much detail, we must note that there is one
such voting scheme per scene reference point, because the encoding of the poses
depends on the reference point. From each of the Hough-spaces we now extract
the maximum along with its number of votes. We subsequently cluster these raw
poses in order to predict the final pose hypothesis, which is the cluster that has
accumulated most votes during the process.

Many researchers set off to improve on the PPFM by Drost et al. [37], because it
suffered e.g. from sensor noise affecting estimation of surface normals, inability to

17



state of the art in object detection and pose estimation

cope with rotational symmetries and computational complexity. In consequence,
many extensions and modifications have been proposed to better the performance
of PPFM. These include more discriminative features by incorporating color [26],
edges [25, 34] or visibility context [88], handling of a predefined axis of symme-
try [45], speeding up matching with voting balls [63], and compensating sensor
noise by voting for adjacent features [63, 174]. To filter the resulting list of pose
hypotheses and reduce the number of false positives, the process is typically sup-
plemented by an additional hypothesis verification stage for which there are several
methods available [1, 117]. Today, PPFM is still one of the dominant state-of-the-art
methods [68].

2.3.4 Machine-Learning-enhanced Methods

This is the most diverse subsection, as machine learning can be applied for various
reasons at different stages of traditional methods. Thus, there is some overlap with
the previous subsections. For example, to improve on the hand-crafted descriptors
like SIFT in local keypoint-based methods, Kehl et al. [85] trained a convolutional
autoencoder to learn a generalized representation for small RGB-D patches. They
then densely extracted patches from the 3d model to construct an object-specific
codebook, which contains the patch descriptions and the transform from patch
center to object centroid. During matching, the detected features are looked up in
the codebook and cast a vote for a corresponding pose hypothesis, the hypothesis
with most votes wins and is subsequently refined.

One approach to pose estimation is analysis-by-synthesis, where a forward
synthesis model generates images of the object in varying poses and compares
them with the observed images. As Krull et al. [94] argue, the process of com-
paring RGB-D images is non-trivial due to occlusion or sensor noise. They train
a Convolutional Neural Network (CNN) to perform this comparison. As input
they use six manually designed channels extracted from both the rendered and the
observed image, e.g. containing observed and rendered depth, object masks, but
also channels with precomputed object probabilities. The output of the network
is an energy value that is lower the larger the agreement between observed and
rendered image. The pose hypothesis with lowest energy value can then be treated
as final estimation.

Brachmann et al. [17] proposed a method based on densely sampled local features.
For each pixel of an RGB-D test image they predict the pixel’s object class as well
as its position on the object using a random forest. The random forest, as depicted
in Figure 2.8, is a set of decision trees where every tree classifies the pixels based
on simple, hand-crafted features such as local depth and color differences. A
certain pixel will travel down the decision trees and end up in a leaf which is
associated with a distribution over possible object affiliations and coordinates.
The prediction of the coordinates is treated as classification problem, hence they
distinguish 125 different poses. Based on the predictions for each pixel, they apply
a RANSAC-like scheme to sample pose hypotheses. The candidates are evaluated
by an energy function that consists of multiple parts, one of which is determined
by rendering the object in the estimated pose and comparing the computed depth
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to the actual depth of the scene. Further refinements and optimizations lead to a
final estimate. Later, they improved on their method by modeling and exploiting
uncertainty which comes in the form of continuous distributions over 3d object
coordinates and discrete distributions over object labels [18]. Tejani et al. [160] also
worked with random forests, but they used an adapted version – a latent-class
Hough forest – which performs one-class learning at the training stage. Regarding
the features, they converted LINEMOD templates into a scale-invariant patch
feature and integrated it into the random forest framework by means of a new,
template-based split function.

sample 𝑥 

tree 𝑡1 tree 𝑡2 tree 𝑡3 tree 𝑡4 

prediction 𝑝1 prediction 𝑝2 prediction 𝑝3 prediction 𝑝4 

majority voting 

final prediction 𝑝 

Figure 2.8: A random forest is an ensemble classifier which consists of individual decision
trees. Each tree is trained with a random subset of the training data. At each
node, a subset of the available features is used to determine the optimal split.
During testing, a decision tree can make a prediction by asking a series of
learned yes/no questions. Predictions of individual trees are then combined in a
majority voting.

An important distinction for the practical application of these methods is whether
or not they have to be retrained to detect novel objects. The first two mentioned
approaches are not object-specific. Kehl et al. [85] trained a generalized representa-
tion with unsupervised learning and Krull et al. [94] learned to compare synthetic
and real images. In contrast, Brachmann et al. [17] and Tejani et al. [160] have to
re-train their random forests to apply them to new objects, hence their methods
require annotated training data for each new object.

2.3.5 End-to-end Deep Learning Approaches

Nowadays, more and more Deep Learning based methods are proposed that apply
full end-to-end learning. Regarding the input modality, some approaches aim to
exploit direct geometric information by utilizing range data or point clouds, but
finding a good representation for learning is not trivial. In typical CNNs the input
is structured, i.e. the size of the image is fixed, each pixel is always connected to the
same input neuron and adjacent pixels build a meaningful neighborhood. While
this holds true for RGB-D images, point clouds are unordered and even contain a
varying number of points.
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In VoxNet, Maturana and Scherer [108] approached this problem by converting
the point cloud data to a 3d voxel grid, where each voxel’s value encodes informa-
tion about whether or not it is occupied by any points (see Figure 2.9). The voxel
grid has a fixed size and meaningful neighborhoods, so a network architecture
with a 3d convolutional schema can be applied. They achieved good results for
classification tasks, but an extension to detection tasks is not trivial, as the fixed-size
voxel grid lacks the flexibility to deal with objects or scenes of different sizes. The
authors of PointNet [124, 125] therefore chose to create an architecture that works
directly with point clouds. PointNet has been made invariant to the number and
order of points by means of local, point-wise operations and symmetric functions
for aggregation of global information. By predicting a class label for each point of
the input point cloud, they could also tackle tasks such as semantic scene segmen-
tation. Yet, it is still difficult to build meaningful neighborhood relations of points
in 3d space. Furthermore, they mainly regarded complete point cloud data as test
input, which is not available if point clouds are extracted from depth images.

Figure 2.9: VoxNet: In order to process the point cloud on the left, it is transformed into
the voxel grid on the right. Each voxel contains information about its occupancy.
Image from [108].

To avoid these problems, most recent Deep Learning approaches are solely
based on RGB data and use depth only for optional pose refinement with e.g.
ICP. The great advantage is that the methods can directly build upon networks
trained for image classification or 2d object detection. Researchers often use the
pre-trained versions of classification networks (e.g. VGG [152], Resnet101 [58],
InceptionResnet [158]) as feature extractor, or they use detector networks (such as
Faster-RCNN [131], SSD [104], Yolo9000 [130], or Mask-RCNN [57]) to directly start
from 2d bounding boxes. These base networks are trained on extensive datasets
and therefore should give a reasonably good starting point for 6d object detection.
For example Rad and Lepetit [127] and Xiang et al. [179] based their approaches on
the VGG network, Poirson et al. [121] and Sundermeyer et al. [156] used SSD, and
Tekin et al. [161] integrated Yolo. Although, in principle, all of the architectures
could be extended to use depth as additional input channel, this would require
a training from scratch and it seems that the benefits of a depth channel do not
outweigh the benefits of a base network pre-trained on huge RGB datasets.

Several types of approaches can be found in literature: First, the problem can
simply be treated as categorization problem, where the classes are a certain number
of different views of the same object. A correct classification yields a rough pose
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estimation. Second, we can solve a regression problem by estimating a continuous
pose, which introduces the question of a suitable pose representation. And third, we
do not regress the pose itself but rather a 3d bounding box and, more specifically, its
corner points’ pixel coordinates. The pose can then be inferred from the bounding
box. However, as the field is relatively new, with novel and diverse methods
emerging at a high pace, this general categorization might not be suitable for future
approaches, let alone for all methods published until now.

Pose Estimation as Categorization Problem

The approach to treat pose estimation as a categorization problem is pursued e.g.
by Poirson et al. [121] and Kehl et al. [84]. The former published their work in
2016 and claimed that they made the first attempt to combine detection and pose
estimation in a single step, as they directly integrated pose estimation into the
single shot detector network SSD [104]. On a regular grid of locations in the image,
they predict not only scores for the presence of an object category and the offsets
for its location, but also the approximate pose. However, they distinguish only
24 views and therefore yield a very coarse pose estimation, which was due to their
testing on the Pascal 3D+ dataset [178]. This dataset considers category detection
instead of instance detection and “the quantity and consistency of pose labels is
not high enough for continuous pose estimation”, as Poirson et al. [121] put it.

Kehl et al. [84] pushed the idea further with their SSD-6D, which is derived from a
pre-trained Inception-v4 [158] instance but similarly follows the paradigm of single
shot detection. They aimed for a much more fine-grained pose estimation and were
thus confronted with a classification problem with a high number of classes. In
order to facilitate the learning process, they decompose the 6d pose and predict
viewpoints and in-plane rotations separately. The goal has been accomplished with
a distinction of 337 possible views and 19 in-plane rotations and the resulting pose
hypotheses were much more accurate.

To overcome the necessity of training so many classes, Sundermeyer et al. [156]
slightly modified the categorization approach. As a first step, SSD [104] predicts
2d bounding boxes. Then, using a convolutional autoencoder, the bounding boxes
are encoded and compared to the encodings of synthetic object views, with the
pose of the most similar view being the final hypothesis. The autoencoder has
been trained to reconstruct the object view from geometric and color augmented
images to compensate for changes of the object’s appearance. Notably, the method
does not directly predict the pose but rather searches the most similar view in a
set of stored, synthetic views. It therefore mimics template matching methods and
is scalable with respect to the number of views/templates. Figure 2.10 illustrates
their system design.

Direct Pose Regression

One method that performs continuous pose estimation is PoseCNN by Xiang
et al. [179]. The network extends on features of a VGG16 [152] that has been
pre-trained on ImageNet. It is then split up into several pathways, as shown in
Figure 2.11. One pathway performs a semantic segmentation and assigns every
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Figure 2.10: Overview of the total system designed by Sundermeyer et al. [156]. The
templates and their encodings are generated during the offline stage. In the
online stage 2d bounding boxes are detected, encoded and compared to the
templates by means of cosine similarity. Image from [156].

pixel a class label, another one predicts for each pixel the direction towards the
object’s center and a distance value, a subsequent Hough-like voting layer then
combines these pieces of information and determines the objects’ center points as
well as 2d bounding boxes. This so far solves the object detection and estimation
of the translational part of the pose. A third pathway uses the features inside
those detected bounding boxes as input and performs a quaternion regression
with three fully connected layers. Learning the rotation regression is not trivial,
particularly for objects with ambiguous appearances, as the network might be
unjustifiably punished for predicting a sensible pose. Therefore, they used different
loss functions for non-symmetric and symmetric objects, similar to the ADD and
ADI error metrics presented in Section 2.2.1.

Mahendran et al. [107] also performed 3d pose regression, yet for the task of
object category detection. They tested different representations for the rotation,
quaternions as well as axis-angle representation, and found that the latter per-
formed slightly better. However, special care must be taken, as the representations
are constrained and not all possible values are valid expressions. Furthermore,
these representations are not continuous and might thus complicate the learning
process. The Deep-6DPose network [31], which extends Mask-RCNN [57], therefore
performs the regression using so-called Lie algebra as rotation representation. The
set of all special orthogonal matrices for rotations in 3d SO(3) forms a Lie group
with multiplication as operation, for which the Lie algebra can be applied. Without
going into too much detail, this in essence allows the network to represent the
rotation by means of three, unconstrained scalar values, which according to Do et al.
[31] yields a continuous and smooth representation. This actually contradicts the
findings of Zhou et al. [181], who claim that all representations with four or fewer
dimensions are discontinuous. They instead propose continuous representations
that are five and six-dimensional and show that these are in fact more suitable for
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Figure 2.11: Architecture of PoseCNN with its three pathways for object identities, object
center location and quaternion regression. Image from [179].

learning in several applications, but this has not yet been applied to object instance
detection and pose estimation.

Bounding Box Regression

The general idea of this set of methods is to predict the positions of the corner
points of an object’s 3d bounding box. Having the corner points’ estimated pixel
locations as well as corresponding coordinates in 3d space (given by the object
model) allows us to postulate a Perspective-n-Point (PnP) problem. Given the
intrinsic camera parameters, at least three correspondences are required to solve
the PnP problem and compute the rotation and translation. Lepetit et al. [97]
developed a method that efficiently solves the PnP problem for four or more points.
However, as their method is sensitive to outliers, there are also RANSAC-based
approaches to solve the problem.

One method that falls into this category is BB8 by Rad and Lepetit [127]. It
consists of multiple stages. First, a VGG-based network is used to perform a coarse
segmentation of all objects, followed by a much simpler CNN to refine each of
the found segments and determine the 2d object center. A second VGG-based
network is then applied to the image windows around the detected object centers
and predicts the locations of the eight corners of the bounding box. Solving the
aforementioned PnP problem gives the object’s pose. To cope with symmetries,
Rad and Lepetit [127] restricted the training data to not exhibit any ambiguous
ground truth labels.

Tekin et al. [161] propose their Single Shot Pose (SSP) CNN. It also performs
bounding box regression but, in contrast to the complicated multi-stage architecture,
makes the predictions in a single forward pass which is much faster. To achieve this,

23



state of the art in object detection and pose estimation

they extend on YOLOv2 [130], which is already capable of performing 2d object
detection. The network takes a color image as input and processes it with a fully-
convolutional architecture, allowing to handle images of arbitrary size. The image is
subdivided into a regular grid of 13× 13 cells and for each cell the network predicts
the object identity, the positions of the eight corner points added by the position
of the object center, and a confidence value signaling whether or not an object is
present. For all predictions with a confidence value above a certain threshold, the
nine predicted points are then used in the PnP algorithm to determine the pose
hypotheses.

2.3.6 Performance Comparison

Now that we have the knowledge of established benchmark datasets and error
metrics as well as an overview of the various types of methods that have been
proposed for the task of 6d object detection, we can finally draw our attention to
the comparison of their recognition performances.

Nevertheless, we must first note that despite common datasets and metrics there
is still room for variation. When proposing their method, the authors typically test
it on a certain dataset to show its benefits, often heavily optimizing all available
parameters to achieve the best possible result. To compensate for these effects,
some authors compared state-of-the-art methods on different datasets with fixed
parameters, effectively eliminating any dataset- or object-specific parameter tuning.
To make it computationally feasible particularly for slower methods, they sometimes
used only subsets of the actual benchmark datasets. As we must use various sources
of information to accomplish a comprehensive performance comparison, with their
respective policies for parameter tuning or dataset usage, we will have to take the
numbers with a grain of salt.

The SIXD Challenge [68] is the most recent and most comprehensive benchmark
of 6d object detection methods. Subsets of eight datasets have been compiled for
this challenge, and a policy with fixed parameters for all tested methods allows
for a fair comparison. However, despite the recency of this benchmark, it does not
yet contain any Deep-Learning-based methods. The results of this benchmark are
summarized in Table 2.2.

From these results we can observe several interesting aspects. First, that pose
estimation methods do not yet work out of the box, but instead may be relatively
fragile and strongly depend on parameterization. Else it is not plausible that
methods such as Buch et al. [22] or Tejani et al. [160] achieve such poor results.
Second, we can observe that occlusion is a strongly limiting factor for 6d object
detection. Methods perform about 20% to 30% worse on the Occlusion dataset than
on the LINEMOD dataset, which contains the same objects but without occlusion.
Performances also drop for T-LESS, as it has not only partially occluded objects
but also objects with strong symmetries. This is particularly hard for methods
based on local features. Finally, we can say that methods based on Point Pair
Feature Matching and Template Matching achieve dominant performances in this
benchmark. Yet, most of the methods require relatively much time for detection.
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aň
et

al
.[

7
0
]

Te
m

pl
at

e
M

at
ch

in
g

R
G

B-
D

6
9
.8

3
4
.4

8
4
.7

7
6
.0

6
2
.7

6
5
.5

1
2
.3

Bu
ch

et
al

.[
2
0
]

(P
PF

H
)

Lo
ca

lF
ea

tu
re

s
de

pt
h

5
6
.6

3
7
.0

9
5
.0

7
5
.0

2
5
.1

5
7
.7

1
4
.2

Br
ac

hm
an

n
et

al
.[

1
8
]

M
L-

en
ha

nc
ed

R
G

B-
D

7
5
.3

5
2
.0

7
3
.3

5
6
.5

1
7
.8

5
5
.0

4
.4

K
eh

le
t

al
.[

8
5
]

M
L-

en
ha

nc
ed

R
G

B-
D

5
8
.2

3
3
.9

6
5
.0

4
4
.0

2
4
.6

4
5
.1

1
.8

Br
ac

hm
an

n
et

al
.[

1
7
]

M
L-

en
ha

nc
ed

R
G

B-
D

6
7
.6

4
1
.5

7
8
.7

2
4
.0

0
.3

4
2
.4

1
.4

Bu
ch

et
al

.[
2
0
]

(S
H

O
T)

Lo
ca

lF
ea

tu
re

s
de

pt
h

6
.0

1
.5

4
3
.0

3
8
.5

3
.8

1
8
.6

6
.7

Te
ja

ni
et

al
.[

1
6
0
]

M
L-

en
ha

nc
ed

R
G

B-
D

1
2
.1

4
.5

3
6
.3

1
0
.0

0
.1

1
2
.6

1
.4

Bu
ch

et
al

.[
2
2
]

(P
PF

H
)

Lo
ca

lF
ea

tu
re

s
de

pt
h

8
.1

2
.3

2
0
.0

2
.5

7
.8

8
.1

4
7
.1

25



state of the art in object detection and pose estimation

To integrate Deep Learning methods into the performance comparison, we
cannot resort to a benchmark but, instead, we have to gather individual results
from several sources. Table 2.3 lists these results. However, only the LINEMOD [62]
and Occlusion [17] datasets are included as there are not enough measurements on
the other datasets that use the same error metric.

There are again several observations we can make. While traditional methods
heavily rely on depth information, either with or without RGB, it is quite the
contrary for Deep Learning methods. The CNNs use the color image to infer
pose hypotheses, and depth is only used for subsequent pose refinement. The
performance differences with and without refinement are for all such methods
relatively large, indicating that the object locations can be identified by the CNNs,
but the corresponding pose hypotheses are too inaccurate and get rejected by the
error metrics. Algorithms like ICP or contour-based refinement are then able to
improve the estimations to be accepted.

Regarding the recognition performance we find that Deep Learning methods
are not yet as good as traditional approaches. On the LINEMOD dataset, the best
Deep Learning approach is SSD-6D [84] with 79.0% while most traditional methods
can achieve more than 90%. Interestingly, PoseCNN [179] is able to achieve state-
of-the-art performance on the Occlusion dataset, with slightly better recognition
rates than Point Pair Feature Matching [63]. A great advantage of Deep Learning
methods is that they require much less computation time for detection. The fastest
method is Single Shot Pose (SSP) [161] which can run at 50Hz. Nevertheless, we
must note that the computation times are only reported without refinement and
that potent GPUs are necessary for computation. It comes without saying that the
Deep Learning approaches have massive computational efforts during the training
stage – long before the first object can be recognized.

Lastly, when we compare the results of traditional methods from Tables 2.2
and 2.3, we find that the same methods seem to perform better in the second
table. These differences can be partially explained by the different error metrics,
but the greater share might come from extensive, object-specific parameter tuning.
While it may be harder to perform such object-specific tuning for Deep Learning
methods, these methods and their performance in turn heavily depend on the
training procedure and, ultimately, on the data that can be used during training.
To enable learning even in cases where annotated data is scarce will be the topic of
the next section.

2.4 learning from less annotated training data

Both machine-learning-enhanced and Deep Learning methods require annotated
images for training. To acquire these annotations is a complex and deliberate
endeavor. For the compilation of benchmark datasets, a typical procedure (as e.g.
for the T-LESS dataset [66]) is to use marker boards that allow relatively accurate
estimation of the camera pose. To compose a scene, multiple objects are laid out on
the marker board, and the pose of each object with reference to the markers must
be determined manually. Then, to generate multiple viewpoints, the camera can be
moved around and object poses can be adapted by recognizing the camera pose
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from the markers. This tedious process is not economically justifiable for practical
applications.

There are several ways to avoid the collection of annotated data. The machine-
learning-enhanced approaches of Kehl et al. [85] and Krull et al. [94] for example
learn object-independent representations, so that their methods are able to cope
with novel, unseen objects without re-training their networks, effectively bypassing
the problem. However, most learning-based methods learn object-specific repre-
sentations and hence, annotated images of the object in question are required. A
wide-spread measure to artificially enlarge the training dataset is data augmentation.
Data augmentation produces more data by applying transformations to existing
images, e.g. translation, rotation, cropping, flipping or adding noise. For object
detection and pose estimation one has to be careful, as several of these transforma-
tions also alter the object’s pose and thus the ground truth label has to be adjusted.
A transformation typically used for 6d object detection is therefore cropping views
of the object and pasting them onto random background images from datasets
like ImageNet [142] or COCO [102]. This has been applied during training for
BB8 [127], PoseCNN [179] and SSP [161]. Unfortunately, this approach can only
generate more images from existing images and is thus limited by the amount of
available annotated data.

A very attractive alternative is training with automatically generated, synthetic
data. As, in practice, a 3d model or CAD model is usually available or can be
obtained at low cost, we can easily render views of the object. The 3d model can be
rendered from various view points and, like before, the resulting object view can
be pasted onto randomly chosen background images. As the pose is known during
rendering, we directly obtain the pose annotation with no additional cost. Of the
previously mentioned methods, SSD-6D [84] and Sundermeyer et al. [156] trained
with such synthetic images. Yet, everything comes with a price. When we naively
train a CNN with synthetic data and test it on real data, it will most likely perform
poorly. This is due to the fact that the synthetic images are drawn from a different
population than the real images are and, effectively, the CNN adapts to this altered
population instead of the real one. This is called the domain gap or reality gap [163].

Bridging the domain gap is a recent research topic for 2d object detection, yet
works dealing with 6d detection are scarce. Tobin et al. [163] coined the term domain
randomization. The target is to increase the variance of the synthetic data, e.g. by
augmenting illumination settings, applying many different textures to the object,
or placing distracting objects. They argue that if the training data variance is large
enough, it will also cover the properties of the real data, as illustrated in Figure 2.12.
In a way, the model has to learn a more general problem – the much varying
synthetic data – which includes the specific, real problem. Their approach yields
good results for their use-case, but does not estimate full 6d poses. Hinterstoisser
et al. [64, 65] made comprehensive experiments on how synthetic training data
affects the performance of common CNNs for 2d object detection. They proposed
many augmentations during the rendering stage and, when pasting the object view
onto background images, they blurred the boundaries to yield a better embedding
of the crop. They also found that freezing the weights of the feature extractor
during training gave a huge performance boost which, however, could not be
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reproduced by [167]. In [65], they even generated synthetic backgrounds consisting
of distracting objects of similar size to the object in question. Combined with a
special curriculum for training similar object views at a time, their models could
outperform object detectors trained on purely real data.

In contrast to the works presented so far, other approaches aim to create photo-
realistic images [166, 69]. The idea is to compose semantically meaningful scenes
with realistic materials and lighting and to place the object at various locations
in a physically plausible manner. This is typically done using a physics simula-
tion. Applying a physics-based render process then achieves high photorealism
of the synthesized images. It has been shown that this approach can yield higher
performance than simply pasting rendered object views on top of random pho-
tographs [69]. However, at the same time, we must bear in mind that this generation
procedure is much more elaborate and computationally expensive.

A further approach to bridge the domain gap is domain adaptation. In this case, we
search for a direct mapping from synthetic to real data or vice versa (see Figure 2.12).
We can distinguish feature-level and pixel-level domain adaptation. The former
learns the target feature distribution in an unsupervised manner and then maps
the source features to that distribution, e.g. by shifting the mean values [106, 155].
In contrast, pixel-level domain adaptation directly operates on the image. With
the help of Generative Adversarial Networks (GANs), synthetic images can be
transformed to look like real images [16, 15]. To learn such a transformation, this
approach in fact requires real training data, but, as it performs only unsupervised
learning, no annotations are necessary.

(a) (b) (c)

Figure 2.12: Possible approaches to tackle the domain gap: (a) increasing variance of source
domain by domain randomization; (b) generating photo-realistic images that
fit the target domain; (c) learning the difference of synthetic and target domain
with domain adaptation techniques.

2.5 summary

In this chapter, we have first formalized the problem of object detection and pose
estimation to have a common understanding of the specifics of this task. We
reviewed error metrics that determine the correctness of a predicted pose and
found that ADD and VSD are the most commonly used metrics. While ADD is a
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valid measure in cases without heavy occlusions, symmetries or other properties
that induce ambiguous views, the VSD metric is designed to also work under
such conditions. Today, plenty of datasets are available for comparing results
from individual publications, and each of the datasets addresses slightly different
challenges. As such, the Occlusion dataset includes scenes where the objects are
severely occluded, and the T-LESS dataset contains textureless, industry-relevant
objects that exhibit many symmetries. Yet, the LINEMOD dataset has been the
most popular one and most methods report their performance on this dataset.

We distinguished five different categories of algorithms to approach the task:
methods based on local features, template matching, Point Pair Feature Match-
ing (PPFM), machine-learning-enhanced methods and end-to-end Deep Learning
approaches. Reviewing benchmark results revealed that PPFM is dominant in
terms of recognition rates. Occlusion and object symmetries are major factors that
impede the detection performance. As new Deep Learning methods emerged in
the field only recently, we do not yet have uniform benchmark results but must
rely on individually reported results. While achieving competitive recognition
performance, albeit not on top of the state-of-the-art, we can observe a general
shift towards using RGB instead of RGB-D or depth only. Notably, Deep Learning
methods have a much shorter inference time than traditional methods, with the
fastest CNN even allowing for operation at 50Hz. This, however, comes at the cost
of training efforts. Training Deep Learning methods is not only computationally
expensive but also requires a sufficient amount of images with annotated object
poses which are hard to obtain. Researchers try to bypass this problem by generat-
ing synthetic training images from 3d models, where the annotation comes at no
cost. Yet, the reality gap leads to poor recognition results on real data when the
model is only trained on synthetic data. Approaches to overcome the reality gap
are domain randomization, photo-realistic rendering and domain adaptation.
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3

F O U N D AT I O N S O F I N D U S T R I A L V I S I O N S E RV I C E S

In the last chapter, we focused on the algorithmic side of object detection and pose
estimation. Now, we turn towards the means of integrating these methods into the
production system. At first we will investigate on the status quo of how industrial
vision systems are designed today. We will then motivate using service-based
systems by searching for potential benefits and performance enhancements that
can come with these architectures. The sections thereafter are concerned about
terms and definitions of service-based architectures and give some technological
background regarding enabling technologies such as interfaces, virtualization and
deployment. Finally, we will review already existing service-based vision appli-
cations to learn design guidelines and best practices for the creation of 6d object
detection as a service. We conclude this chapter with a short summary.

3.1 traditional industrial vision systems

Modern production systems can rely heavily on computer vision to automate
processes. Typical tasks include completeness checks, dimension or shape checks,
surface inspection and object identification based on some kind of code, e.g. bar
code. The great variety of these applications leads to very different requirements in
terms of computational complexity, available installation space, synchronization
of multiple cameras and many other aspects. Consequently, different system
categories have evolved to satisfy the special needs for certain types of applications.

The distinction of system categories and the corresponding terminology is not
treated uniformly in literature. E.g., The Imaging & Vision Handbook [154, p. 10]
distinguishes three types of systems, while five categories are presented in Machine
Vision in Manufacturing [176, p. 707]. Based on [50, 154, 176] we will choose a middle
ground and present four types of systems, beginning with the cheapest off-the-
shelf solutions and successively moving on towards more powerful, customizable
systems. Figure 3.1 gives an overview of the considered system categories and their
properties.

The simplest system type is a highly integrated vision sensor, where image
acquisition and all processing are done on the same device. The vision sensor is
a single-purpose sensor which means that it is crafted for one application only
and has very limited configuration capabilities. The results may be simple yes/no
decisions, numerical values or string types, depending on their purpose. Typical
applications include simple tasks such as scanning of data matrix or bar codes,
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Vision Sensor Smart Camera Compact System PC-based System 

customizability, complexity, computation power customizability, complexity, computation power

highly integrated, low-cost, specialized functionality 

Figure 3.1: Overview of the four system categories and their properties. Representative
images show from left to right: optical light sensor set by Baumer Electric,
Cognex In-Sight 7000, Teledyne DALSA Geva 400 with two JAI Go cam-
eras, an arbitrary PC-based system from https://www.vision-doctor.com/

en/layout-pc-based-system.html (visited on 2020-02-14).

computing the average brightness over a surface area, counting objects, or character
recognition. These vision sensors are only available for standard image processing
applications, which allows for cheap mass production. They are small and light-
weight and can be integrated and configured by operators without special machine
vision skills.

Smart cameras or also intelligent cameras are the second system category. They
are similar to a vision sensor in the sense that the entire vision system hardware
is integrated into a single device and they perform relatively simple tasks. But in
contrast to the former category, smart cameras are programmable for a range of
applications. By connecting an additional PC to the camera via Ethernet or USB,
operators can use an intuitive, graphical interface which allows to easily setup
applications without much training. Limitations of this system type are restricted
computing power and dependency on the vendor’s image processing software.

Moving on to the third category, the so-called compact systems, the vision process-
ing and I/O are now physically separated from the camera. Advantages are high
computing performance, more generalized I/O with capabilities for multi-camera
synchronization, as well as more flexibility in component selection and system
integration. Setup of these systems hence requires more skilled labor which adds
to the investment costs. Compact systems usually have built-in image processing al-
gorithms which can be configured in a similar way as smart cameras, but they may
also support third party libraries. Targeted applications are those which require
more computing power than a smart camera provides, or concurrent acquisition
and processing of multiple images.

Finally, the last category are PC-based systems. General-purpose industrial PCs
with common operating systems have the great advantage of extensibility and
compatibility. They can be equipped with interfaces for all kinds of cameras or with
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3.2 motivation for service-based architectures

additional RAM and hard disk space as is required for the targeted application.
Furthermore, a wide range of software can be used, which includes not only
tools and libraries for machine vision, but also supplementary software for data
management, networking, display, and so on. While PC-based systems are superior
in flexibility and performance, they are also the most expensive – not only regarding
the hardware but also considering the setup and programming by computer vision
experts. PC-based systems are typically applied for customer-specific machine
vision tasks or when complex algorithms require much computing power. For
standard tasks one would instead usually resort to compact systems or smart
cameras.

Summarizing the four system categories, we can observe that we move from
simple, highly integrated devices to more modular, extensible multi-purpose sys-
tems. While vision sensors and smart cameras integrate image acquisition and
processing on a single device, those two aspects are separated for high-performance
systems. However, the computation unit still remains on site and no system archi-
tectures with remote processing can be found in the standard literature [50, 154,
176]. According to the German engineering association VDMA [169] there is a
trend towards using more complex image processing algorithms and increased
use of 3d data, which can be satisfied only by high-performance systems. At the
same time, they see a demand for more user friendliness, standardization and
compatibility, to facilitate the setup and integration of these systems. All these
aspects could be tackled by service-based system architectures.

3.2 motivation for service-based architectures

In this section, we would like to answer the question why we should use service-
based architectures. What is the motivation to use such architectures? Which
benefits and performance enhancements can we expect?

To my best knowledge, there is no literature about benefits of service-based
machine vision applications, hence we have to look for answers in several other
domains. First, we gather information from the perspective of IT infrastructure
and software development, where these architectures have originated from. Then,
we will investigate the benefits of cloud-based robotic systems which in fact also
comprise perception modules. Throughout the investigation, we will contemplate
which of these performance enhancements would be of relevance for service-based
object detection systems.

3.2.1 General Benefits of Service-based Architectures

In his book about Service-Oriented Architectures (SOA), Erl [41] characterizes
its concepts and technologies and also points out benefits. Note that the name
is potentially misleading. SOA is not a name for all types of service-oriented
architectures, but instead refers to a particular implementation of service-orientation
and therefore comes with a particular set of standards and technologies.

33



foundations of industrial vision services

The major goal of SOA is increasing the quality of service. This is achieved
through architectural rules, guidelines and design patterns. SOA is based on open
standards and therefore supports vendor diversity. Consequently, services from
multiple vendors can be seamlessly integrated into one application. This fosters
not only interoperability but also architectural composability. The loose coupling
of individual services promotes reusability and functional extensibility. Ultimately,
we can say that SOA, if done right, improves the organizational agility.

The Microservices pattern is a more fine-grained style of architecture which
emerged after SOA. Newman [113] describes how it helps to avoid the pitfalls
of other service-oriented architecture implementations. Furthermore, he gives
concrete examples how organizations like Netflix and Amazon have profited from
the use of Microservices.

One of the key benefits is the technological heterogeneity. Each service is
relatively small (hence microservices) and focused on doing one thing well. This
effectively allows to use a technology stack that is best suitable for the particular
task at hand. The services might use different frameworks, programming languages
and even platforms. The ease of deployment is another great benefit. Since the
system is loosely coupled, each service can be deployed individually, independently
of the rest of the system. The low-burden, flexible deployment of individual services
reduces not only the time between development and deployment but also the risk
of failures. Virtualization technologies further facilitate the deployment and also
allow for easy scaling. Crucial services can be duplicated or multiplied according
to the temporary load, effortlessly handling traffic peaks. The limited scope of each
service lowers the barriers of rewriting or removing services entirely, effectively
making the development more agile.

However, Newman [113] also argues that the benefits of Microservices are not
unique. In fact, most of them could be achieved by a well-designed distributed
system of any type. The Microservices pattern simply helps to achieve these
benefits to a greater degree.

Coming back to the theme of this thesis, we can identify benefits that would be
of particular interest for service-based object detection and pose estimation. These
include:

• interoperability with diverse vendors and heterogeneous technologies,

• virtualization and scaling effects, and

• reducing time between development and deployment.

3.2.2 Performance Enhancements by Cloud Robotics

So far, we looked at service-based architectures and their benefits from the perspec-
tive of software development. But the ideas and technologies are also adopted by
the manufacturing industries. Using cloud technologies and service-orientation
to create highly interconnected distributed systems is at the core of Industry 4.0.
Bauernhansl et al. [8] see new service-oriented business models on a pay-per-use
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basis, effectively reducing the burden of high investment costs. The optimal distri-
bution of functionalities in a cyber-physical system architecture can lead to scale
effects and increase the total productivity. Furthermore, complex value creation
systems can become more agile and robust by continuous learning from mass data
throughout the entire life cycle.

In order to break down the high-level benefits more specifically to concrete
performance enhancements for robotic systems, Qureshi and Koubâa [126] surveyed
the traits of many service- and cloud-based robot systems and their architectures.
They categorized the manifold performance enhancements into four stages which
are outlined in Figure 3.2.

Remote Brain 

• offloading computations 

• increasing performance / using more complex algorithms 

Shared Knowledge Base 

• access large data bases 

• shared libraries of maps, 3d models, grasping points, etc. 

Collaborative Action 

• mutual assistance in multi-robot systems 

• e.g. joint map creation 

Collective Learning 

• sensor input from all robots is aggregated 

• data mining to feed the shared knowledge base 

Figure 3.2: The four stages of performance enhancements with increasing connectivity from
bottom to top. Image based on [137].

In the first stage, the robot uses cloud services simply for remote computations.
While the control hardware for each robot is often minimalistic, particularly in the
case of mobile robots where weight and power consumption are strongly limiting
factors, a remote computation allows to use complex algorithms for tasks such as
motion planning and perception. Vick et al. [173, 171] showed that in principle it
is feasible to outsource all elements of numerical motion control, yet, in practice
typically only higher-level planning is done remotely to avoid strict real-time
requirements and be more robust with respect to network latencies and jitter [175].

Multiple robots sharing the same knowledge base is the second category of
performance enhancements. Robots are connected in the way that they receive
data from the same source. This allows effectively to adjust the behavior of all
robots at the same time by e.g. updating maps or task information. Similarly, if the
outsourced algorithms from the first stage are shared among multiple robots, we
can again adjust the behavior of all robots by updating the corresponding function
or service.

In the second stage, the communication is still unidirectional. This changes when
advancing to the stage of collective learning. Information from all robots can be
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uploaded into the cloud, where it is aggregated and processed with data mining
or machine learning techniques to gain new insights. This knowledge can then be
distributed back to the robots as before in stage two.

Lastly, the highest form is collaborative robotics. Multiple robots are directly
connected to each other to solve tasks such as handling or manipulation of bulky
objects or joint inspection of historical buildings with drones [149].

The observations by Qureshi and Koubâa [126] were based on research for
general cloud-based robotic systems, including categories such as mobile or service
robots. While some of the aspects are thus only applicable to the field of robotics
itself, we can still gain insights and adapt these to the task we are interested in,
namely object detection and pose estimation. The benefits of the first three stages
are directly transferable to object detection tasks. First, offloading computation
can enable the use of more complex algorithms without the necessity of expensive
hardware on site. Second, a common knowledge base of 3d models, templates or
other information could leverage the detection of similar objects at different sites.
And third, we can imagine to use success rates or images captured during detection
as information to feed back to the cloud with the goal to identify common failure
cases and ultimately improve the detection. A collaborative detection is harder
to imagine. Using multiple sensors to detect a single object typically does not
necessitate a direct communication between the sensors. A robot-mounted camera
could communicate with its robot to determine new viewpoints for more robust
pose estimation, but this is already a very specific scenario.

In summary, we can say that the first three stages, namely offloading computa-
tion, shared knowledge base, and collective learning, are expected performance
enhancements for using cloud- and service-based object detection and pose estima-
tion.

3.3 terms and definitions

In the previous section, we already mentioned two popular architectural patterns
of service-orientation, namely SOA and Microservices. Yet, to this point, we did
not give a clear definition of what services actually are. We therefore use this section
to define the relevant terms and look at the different aspects a service can have in
an implementation of a service-based architecture.

The term service is defined as a “function that is well-defined, self-contained, and
does not depend on the context or state of other services” [7, p. 26]. Some of the
major design principles for services are autonomy, abstraction and loose coupling,
as defined in [41]:

Autonomy: Services have control over the logic they encapsulate.

Abstraction: Services hide logic from the outside world.

Loose Coupling: Services maintain a relationship that minimizes dependencies
and only requires that they retain an awareness of each other.

Regarding the scope and size of a service, there are different conceptions. In
SOA, services are built around business processes and are therefore rather coarse,
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whereas the Microservices pattern promotes smaller, more fine-grained services.
The granularity of services has an impact on architectural concerns such as reusabil-
ity, reuse efficiency, communication overhead and general performance [54].

To use a service we must first understand its function, which is described in
a service contract [41]. The service contract collects all business and functional
information that delimit the scope and use cases of the service. It includes the
communication pattern and prescribed message structure as well as potentially oc-
curring functional errors with their corresponding response messages. The service
contract can be defined in one or more related documents. Furthermore, services
are designed to be outwardly descriptive, i.e. the services themselves as well as
their service contract can be found and retrieved by discovery mechanisms [41].

Typical communication patterns are request-response and publish-subscribe. The
former represents a synchronous call. A client calls the service and thus invokes its
function execution. The client then waits until it receives a response from the service.
Although this pattern is very intuitive, it can lead to slightly stronger coupling,
as the client directly depends on the service being available and responding in
reasonable time. The publish-subscribe principle mitigates this problem by using
asynchronous messaging. The client sends a message with a certain topic to a
broker and does not wait for a response. The service subscribes this topic and
asynchronously gets the corresponding messages from the broker. This promotes
loose coupling, as client and service do not need to know each other. Furthermore,
even if the service is temporarily unavailable, the broker can retry sending the
messages and ensure that they are delivered once the service is available again. At
the same time, the broker itself is a weak spot. In case of its failure communication
breaks and all services cease functioning.

The communication patterns also determine how collections of services can be
assembled to applications or composite services which solve higher-level tasks.
Typical composition patterns are orchestration and choreography [119]. In the orches-
tration scheme, one central client takes the role of the conductor who holds the
process knowledge and invokes all relevant services. It therefore adheres to the
request-response scheme. In contrast, the choreography pattern does not require a
central conductor. The services communicate directly with each other, the process
knowledge is thus distributed across all individual service entities.

Having understood the general communication patterns, we can move to how
the function invocation is realized on a technical level. To call a service, we have to
adhere to the interface and protocol described in the service contract. This includes a
definition of available methods, required inputs and outputs, and corresponding
representation of the payload. It also determines the underlying transport layer.
Various standards and technologies have been developed and will be reviewed in
the next section.

The actual execution environment of the service is determined by its deployment.
This can be in a private factory cloud [172], a public cloud, or in fact on any
machine with network connection. Today, services do not run directly on physical
machines, but instead virtualization techniques are typically used to increase
flexibility, scalability, and security. Many providers of Infrastructure as a Service
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(IaaS) and Platform as a Service (PaaS) emerged to further facilitate the deployment
of services.

3.4 enabling technologies

In this section, we review the enabling technologies to create an object detection
and pose estimation service. This includes interfaces and protocols on the one hand
as well as deployment and virtualization techniques on the other hand.

3.4.1 Interfaces and Protocols

A service typically provides a collection of coherent operations that can be invoked
remotely. The interface defines the way we can access information about the
individual operations and finally use them. As mentioned before, there are several
different implementations of service-based architectures and these may come with
individual collections of standard technologies. Some of them may therefore be
seen as a set of compound technologies, while others are rather singular or do not
belong to one certain type of service-based architecture. In this section I will briefly
introduce some of the most common technologies and then systematically compare
their relevant properties, including how services are described, how methods and
message types are defined, what data format the payload has, and so on.

A typical implementation of SOA is based on Web Services. A WSDL (Web
Service Description Language) file describes the service and its definitions of
methods and message types. The actual message format is based on SOAP (Simple
Object Access Protocol), which has been mainly developed by software engineers
from Microsoft and IBM. Several other technologies such as Universal Description,
Discovery, and Integration (UDDI) complement the Web Services ecosystem. It
was submitted to the World Wide Web Consortium in 2000 and thus became an
industrial standard [153]. All of its parts are based on XML and have very strict
service and type definitions [112]. This can be cumbersome in development and
leads to undesired communication overheads [73, 123].

A prominent alternative are RESTful services. Originally, REST (Representational
State Transfer) is an architectural style for the design of distributed systems [44]
and not a certain interface type. It is a resource-oriented architectural style which
means it is not designed for remote procedure calls in the first place. Each resource
is accessible via an Uniform Resource Identifier (URI) and the available methods
are only basic CRUD (Create, Read, Update, Delete) operations which are directly
supported by HTTP. REST interfaces use Hypermedia As The Engine of Applica-
tion State (HATEOAS), which means that the current state of the application can
be retrieved by reading the resources, and all possible state transitions can also
be obtained from these resources in the form of hyperlinks. This is effectively a
dynamic service description. However, as pointed out in [116], many people who
went to develop RESTful web services either failed or did not want to actually
make them fully RESTful. A lot of so-called RESTful services happen to be rather
hybrids that incorporate principles of both resource- and service-orientation [132,
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p. 80]. Despite these open debates, the use of such services was widely adopted
and is supported with many convenient tools and frameworks. Regarding the
actual interface, RESTful services typically rely on HTTP and may use JSON as
message format, which is human-readable and weakly typed. This combination
proved to be powerful simple-to-use technology particularly in comparison with
SOAP.

Due to the drawbacks of available technologies, Google began to develop its own
framework for remote procedure calls and published gRPC in 2015 [145]. gRPC
relies on the strictly typed Protocol Buffers (protobuf). Available methods as well
as message and data types are defined in the corresponding proto file. It uses
HTTP/2.0 as transport with binary payloads which makes the communication very
efficient. The most common programming languages1 are supported by gRPC. It is
open source and has been widely adopted in the development of service-oriented
software [74, 123].

So far we only mentioned technologies that emerged in the domain of pure
software engineering. In automation technology there are other protocols which
are more commonly used. One example is OPC UA which stands for Open Plat-
form Communications Unified Architecture. It evolved from its predecessor OPC,
which has been released in 1996 mainly to uniformly access data of sensors, PLCs,
and other devices from different manufacturers who previously used individual
proprietary protocols. OPC UA is a set of standards first released in 2006 and
maintained by the OPC Foundation. At its core is the OPC UA information model,
which is a meshed network of nodes that can have attributes and methods. The
nodes additionally have meta data, and this semantic description allows for more
machine-to-machine interconnectivity [96]. A binary protocol is typically used for
data transmission, but OPC UA also supports SOAP. However, although there are
many open source implementations2, most of them do not implement all parts
of the standard and hence buying proprietary software solutions by e.g. Unified
Automation or Softing is often a reasonable choice. OPC UA is the favored protocol
for the realization of Industry 4.0 [8] and many companion specifications are being
developed to facilitate communication in particular domains. As such, the first part
of the OPC UA Vision specification has been released in September 2019 [170]. This
part focuses on behavior control and data management methods. A state machine
is proposed to manage recipes (the actual vision algorithms), configurations and
results. However, the shape of the data is treated as black box in this part of the
specification. This will be issued in the second part of the specification which
is currently in development [6]. Further progress towards a unified, semantic
interface can be expected in the near future.

One of the major protocols used for the Internet of Things (IoT) is MQTT (Mes-
sage Queue Telemetry Transport). It is designed to connect small devices in
unreliable networks [30, 48]. Consequently, it has a small-footprint nature, which
means that it aims for participating clients with small computational capabilities

1 At the time of writing, nine languages are supported and the core gRPC library is open source, see
https://grpc.io/docs/reference/ (visited on 2019-11-20).

2 A list of open source implementations can e.g. be found here: https://github.com/open62541/

open62541/wiki/List-of-Open-Source-OPC-UA-Implementations (visited on 2019-11-21).
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and low battery consumption, while still providing certain Quality-of-Service lev-
els [79]. It therefore follows the publish-subscribe schema with its asynchronous
communication pattern. The MQTT broker receives the messages from the clients
and routes them to the destination clients which subscribed to the corresponding
topic. The message payload is binarized for efficient transmission. However, MQTT
is just a bare protocol and not a complete solution for service-based communication.
It prescribes neither the format of the payload nor a naming scheme for the topics.
A common service description format is missing.

The described interfaces and protocols along with their important properties are
summarized in Table 3.1. Yet, there are many further communication protocols
which all have their own characteristics and areas of application. For example,
GraphQL is a resource-oriented query language developed by Facebook in 2015 to
compete with RESTful APIs [23]. MTConnect is an industrial protocol not unlike
OPC UA that receives more attention in Northern America [78]. AMQP and CoAP
are further protocols which, similarly to MQTT, are specially designed for IoT [30].

To allow for more interoperability, some adapters are available to bridge the gap
between different protocols. For example, there is a gRPC gateway3 that generates
a RESTful API for a gRPC server. Or, there is a companion specification4 which
allows MTConnect and OPC UA to communicate across standards. Note that due
to the different nature of the protocols, bridging the standards is not always possible
as not all functionalities and characteristics can be implemented by an adapter. A
RESTful service with its dynamic service description and weakly defined message
types for example cannot be transformed to the strict definitions of SOAP and
WSDL without losing essential properties of the REST framework.

3.4.2 Virtualization and Deployment

Virtualization is a technology that effectively allows to separate the physical hard-
ware from the actual server application. The physical machine is called the host
and the virtual servers are the guests. There are two types of virtual servers we
will distinguish here: Virtual Machines (VMs) and containers [101, p. 89]. A VM is a
complete emulated system, i.e. it allocates a part of the host’s physical resources
which then resemble the virtual hardware of the guest system. It boots its own
Operating System (OS) and can run arbitrary applications. Basically, it is very
similar to a physical server and is used as such. A great advantage is the scalability
gained by abstraction from the physical hardware. Multiple VMs can run on the
same server to save hardware costs and reduce energy consumption. If the load
increases, the VMs can be distributed to two or three physical servers to keep up
the responsiveness.

In contrast to VMs, containers are much more lightweight [101, p. 89]. They do
not need virtual hardware or a complete OS, instead they share parts with the host’s
OS. This is a feature of Unix-like systems in which the kernel allows the existence

3 See the online documentation at https://grpc-ecosystem.github.io/grpc-gateway/ (visited on
2019-11-26).

4 Further information on the companion specification is available at https://www.mtconnect.org/

opc-ua-companion-specification (visited on 2019-11-26).
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of several isolated user space instances. Most containers therefore typically contain
only one application and its required libraries, which alleviates the problem of
varying dependencies of different applications. In fact this drastically facilitates
automating build and deployment processes and therefore enables continuous
integration and continuous deployment. Containerization has hugely contributed
to the popularity of the Microservices pattern, as such systems are typically im-
plemented as a set of Docker containers [123]. Besides Docker as currently most
prominent containerization tool, there are other tools such as CRI-O/containerd
and Buildah that gain popularity [101, p. 51].

It is worth pointing out, that VMs and containers are not necessarily competing
concepts [28, 101, p. 114]. In contrast to VMs, containers depend on the host’s OS.
Therefore having multiple containers inside a VM is a common scheme, among
some other patterns depicted in Figure 3.3. To facilitate the diverse landscape of
deployment, there are tools such as Kubernetes that handle clusters of containers
on distributed host systems. Providers like Microsoft Azure or Amazon Web
Services (AWS) use these tools to abstract from hardware and platform by offering
Platform as a Service (PaaS), where it is possible to directly deploy containerized
applications.

Figure 3.3: Typical deployment schemes. From left to right: containerized applications on
a physical server, containerized applications inside a VM, application in a VM.
Image from [28].

The NIST differentiates four deployment models: public cloud, private cloud,
community cloud, and hybrid cloud [110]. The aforementioned commercial
providers fall into the category of public cloud because the infrastructure is provi-
sioned for use by any person or company. In contrast, a private cloud is designed
for exclusive use by a single organization, e.g. a company and its employees. Yet,
it is not necessarily owned and operated by the company itself, it can be man-
aged and provided by some third party instead. The essential difference is that
the organization’s cloud resources are completely isolated from other users. The
community cloud is similar to a private cloud but used by multiple organizations
with shared concerns. Finally, the hybrid cloud denotes a mixture of two or more
of the aforementioned models. Throughout this thesis I sometimes use the term
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factory cloud (as coined by [172]). It refers to a private cloud that is located within the
factory with the purpose of further reducing the response times for time-critical
services, with the future perspective of supporting real-time applications with
Time-Senstivie Networking (TSN) and 5G.

3.5 service-based vision applications

Throughout the previous sections, we reviewed the traditional categories of indus-
trial computer vision systems on the one hand and the foundations of service-based
architectures with their enabling technologies on the other hand. In this section, we
will bring the two topics together. We will examine existing service-based vision
applications to learn from their architecture and used technologies.

The section is split into two parts. First, we explore existing cloud vision APIs
which can be readily applied for several tasks, but are not (yet) suitable for machine
vision. Second, we will review scientific publications on service-based vision
applications in a manufacturing context, particularly in combination with robotic
systems that require some sort of object recognition.

3.5.1 Commercial Cloud Vision APIs

The world’s largest marketplace for cloud APIs, Rakuten RapidAPI, lists 14 com-
puter vision APIs at the time of writing.7 Besides major APIs such as Google Cloud
Vision, Amazon Rekognition or Clarifai, there are also smaller providers such as
Kairos Face Recognition and LibPixel. It is evident that there are already plenty of
computer vision services available today.

As we can see in Figure 3.4, the targeted applications vary strongly. The larger
vision APIs (Google, Microsoft, Amazon) cover a broad range of tasks, e.g. detection
of faces and facial landmarks, text and character recognition, detection of explicit
or violent content, and a more general image analysis. The latter often includes
2d detection of universal object categories, such as persons, cars, animals etc., and
also image labeling, i.e. the prediction of keywords or sentences to describe the
image’s content. Some smaller vision APIs are targeted for more specific tasks.
Kairos Face Recognition is solely concerned about detection and recognition of
faces. LibPixel is a service that covers simple manipulation tasks to adjust images
for responsive design of web content. It performs operations like resizing, cropping,
blurring, adjusting colors or converting formats.

We can observe that all of the provided services solve very universal tasks that
emphasize reusability. Although these solutions are useful for a broad range of
applications, they will most certainly not be applicable for machine vision tasks,
as these often require algorithms tailored to the specific objects. For example, the
cloud vision services already provide a 2d object detection, but they are only able
to detect generic categories of objects. This allows to exploit powerful and large

7 In early 2019, Rakuten RapidAPI integrated over 8000 cloud APIs in total [5]. The number of
computer vision services was determined by searching for “computer vision” in their API database,
see https://english.api.rakuten.net/search/computer%20vision (visited on 2019-11-27).
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Figure 3.4: Comparison of major cloud vision APIs as of October 2018, supported functions
may be subject to change. Image from [14].

Convolutional Neural Networks (CNNs) that have been trained with huge amounts
of data. However, they are not apt to recognize custom objects. Some services, such
as AmazonML, Google’s AutoML Vision or Clarifai, try to circumvent the problem
by adding a machine learning framework. We can upload sets of annotated training
data, create and evaluate models, and use them to make predictions for new data.
Nevertheless, this is not an ideal solution for very specific tasks [14].

Although these services are not fit for the targeted application in the scope of
this thesis, we can learn from their design and architecture. All of the services have
in common that they use a RESTlike API, which practically means that they rely on
HTTPS and JSON. Images are either provided as links or in JSON, where typically
a base64 encoding is required to represent binary images as JSON strings. The
encoded data which is to be transmitted is therefore consistently about 33% larger
than the original, binary image [47]. To facilitate the use of the APIs, most providers
offer or even require installation of a Software Development Kit (SDK) available for
various programming languages. Google Cloud Vision is the only one to offer both
a RESTlike and a gRPC API, the latter uses a more efficient data transmission and
thus allows for better performance. They apply a resource-oriented design even for
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the gRPC API, which effectively allows them to use an adapter to automatically
generate the corresponding REST services.8

In some cases, it is prohibitory for a company to send their data to cloud services,
e.g. due to privacy issues. For such use cases Microsoft Azure offers a container
support. An immutable container with the required service is provided to the
company, and it can be deployed on a system inside the company’s network. The
service can hence be used while assuring protection of the data privacy.

3.5.2 Vision Services in Manufacturing Environments

The scientific literature on service-based vision applications in manufacturing
environments is relatively scarce. We therefore not only review works that focus
on vision services, but also go through some approaches of service-based robotic
systems which include vision modules.

Ruta et al. [144] presented a FPGA-based platform that acts as a flexible runtime
environment for image processing services. FPGAs naturally allow parallelization
of SIMD (Single Instruction Multiple Data) operations, which is often the case when
processing images with point-wise or local operators. Their platform included a
camera and used WSDL to advertise and SOAP to communicate with the services.
Effectively, they constructed a service-based, programmable smart camera and
implemented exemplary applications like motion detection and object classification.

The SOA approach with SOAP/WSDL was also pursued in [139]. They proposed
to compose industrial vision applications from individual, generic image processing
services. The targeted application is then considered merely a combination of these
simpler operations. However, in a case study on granularity of image processing
services [141], it has been shown that such a fine-grained architectural approach
leads to a large communication overhead. Particularly for vision tasks this is
prohibitory, as each request typically involves transmission of an image. With
potentially dozens or even hundreds of cameras in a production line this would
put an unjustifiable load on the network infrastructure. They therefore come
to the conclusions that image processing services should be rather coarse and
parameterizable, data transmission should be reduced to a necessary minimum
(particularly considering the 33% overhead for services based on HTTPS/JSON),
and proximity of client and server is crucial for short response times (effectively
promoting the use of factory cloud systems instead of remote clouds).

Some researchers reported to use service-based architectures for the implementa-
tion of robotic manipulation scenarios. Sharan and Onwubolu [150] implemented
a pick-and-place scenario and used a client-server architecture to perform heavy
computations for image processing and high-level motion planning on the server,
while the robot was controlled by a slim client. However, they did not rely on any
standardized communication protocol.

A similar pick-and-place scenario was presented in [135]. They designed dis-
tinct services for robot movement, gripper actions, and object detection and used

8 Their API design principles are documented at https://cloud.google.com/apis/design/ (visited
on 2019-11-27).
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OPC UA as communication protocol. Integrating and composing the services
required custom solutions, which is why they propose to use RESTlike APIs for
the image processing services, similar to existing cloud vision APIs. They further
argue that combining image acquisition and object recognition in a single service
compromises its reusability. On the other hand, the detection of the object’s pose
depends on the external camera parameters which does not allow to handle the
two tasks completely independently.

Kröger et al. [90] present a service-based robotic manufacturing system with
which they participated in the industrial robotics category of the World Robot
Challenge 2018 [180]. As illustrated in Figure 3.5, their architecture was also
relatively coarse-grained. They relied on gRPC as communication interface and
reported that the use of the service-based architecture was beneficial not only for
simultaneous development of the individual modules, but also for flexible reactions
to task modifications and rapid prototyping of new applications. Regarding the
vision module, they also combined image acquisition and processing in a single
service. This reduced communication overheads, but it also led to the development
of a rather monolithic vision application that lacks efficient reusability. New
vision tasks must be implemented within the monolith as they cannot access the
cameras independently. Also, the existing processing pipelines could not be used
for different images, as they were always connected to a certain camera. Regarding
the dependency of object detection methods on camera parameters, they proposed
to use their configuration server for storing such data (see Figure 3.5).

Figure 3.5: The service-based architecture of the robotic assembly system by Kröger et al.
[90] is comprised of respective services for robot, vision, and configuration, and
is orchestrated by a process controller. Image from [90].

In [136], another robotic pick-and-place scenario is presented. It involves task-
oriented programming by the user, who can manipulate objects recognized by
a camera with a drag-and-drop gesture to indicate the task. In contrast to the
previous works, this architecture is rather fine-grained. It has the desired separation
between image acquisition and object detection services. The latter identifies the
pixel coordinates of an object, and a separate service for coordinate transformations

46



3.6 summary

allows to compute the real world coordinates. The architecture is based on RESTful
services with HTTP/JSON. Communication overheads are reduced by sending
links to the image resources instead of always transmitting the actual image. If the
client invokes the image acquisition, a new image is captured and stored on the
camera server and only a link is sent back. When the image processing services
are invoked, they can use the link to access the image resources by themselves.
Considering that the services might live in the same cloud system, this leads to a
much more efficient communication pattern that prevents sending the image data
to and from the orchestrating client.

3.6 summary

We conclude this chapter with a short summary. First, we reviewed the system
categories that represent the status quo in industrial image processing. These
include vision sensors, smart cameras, compact systems and PC-based systems,
but contemporary standard literature does not yet suggest any service-based or
cloud-based systems. If we were able to establish a service-based system category,
we could enjoy benefits such as better interoperability of different technologies
and vendors, usage of virtualization to achieve scaling effects and reduce power
consumption and hardware costs, and also reduce the time between development
and deployment which might be particularly favorable in a dynamic field such as
object detection and pose estimation. The performance enhancements for service-
based object recognition go beyond offloading heaving computations to powerful
cloud servers. We can also share knowledge and capabilities across individual
object recognition systems and ultimately strive for collective learning mechanisms.

To shape the path towards these higher goals, we need to understand the tech-
nologies that make up service-based architectures. After introducing the most
relevant terms and definitions we had a closer look at certain enabling technolo-
gies. These include the interfaces and protocols (SOAP, REST, gRPC, OPC UA,
and MQTT) as well as virtualization and containerization and their deployment
in the different cloud models. Finally, we reviewed existing service-based vision
applications. We found that there are several publicly available vision APIs that
are able to solve very generic and universal computer vision tasks, from simple
image manipulation to more complex detection of everyday objects. These APIs
almost exclusively rely on a RESTlike interface with HTTPS/JSON, only Google’s
Cloud Vision API additionally implements gRPC to support more efficient data
transmission. It is worth noting that they use a gRPC-REST gateway that allows
for automatic generation of a RESTlike API from gRPC services.

Reviewing service-based vision applications in manufacturing, the picture re-
garding interfaces and protocols is much more diverse and there is no clear winner.
Interestingly, an OPC UA companion specification for vision systems has recently
been published and hence OPC UA might receive more attention from service-
based industrial vision applications in the near future. Besides the used protocol,
we found that a good partitioning of services is of great importance to foster
extensibility and performance. It is generally proposed to use separate services for
image acquisition and processing. To promote a loose coupling of both services it
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is reasonable to introduce additional services that hold calibration data or perform
coordinate transformations. Nevertheless, one has to be careful not to make the
partitioning too fine-grained, as many requests will reduce the performance and
stress the network, particularly if the payload contains images. While all reviewed
works perform offloading of complex computations, they barely strive for the
higher performance enhancements such as sharing knowledge and capabilities or
even collective learning.
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R E S E A R C H G O A L S

In the introduction of this work we already outlined the overall aim to provide
robust object detection and pose estimation as a service in manufacturing environ-
ments. With the knowledge gained through consideration of the state of the art, we
will now frame the specific goals that shall be tackled within this thesis.

This chapter is subdivided into three sections. In the first section we will analyze
the major findings of Chapters 2 and 3. Second, we will break down the coarse,
overall aim of this thesis to formulate a set of specific, tangible research questions.
The third section is then concerned about the significance of the work and points
out the potential benefits.

4.1 analysis of the state of the art

During the preceding state-of-the-art chapters we made the following observations:

Observation 1: Current industrial vision systems are not service-based, but there
are reasons and attempts for shifting to service-orientation.

Contemporary standard literature categorizes different types of industrial vision
systems, from vision sensors and smart cameras to PC-based systems. Yet, the
literature does not mention service-based architectures as a possible further system
category. Such systems already exist outside the manufacturing context in form
of commercial cloud vision APIs for very generic tasks. There are attempts to
apply service-based architectures in manufacturing as well, as shown by exemplary
implementations of service-based robotic systems and ultimately the development
of the OPC UA Companion Specification Vision, a prospective standard for service-
based industrial vision applications.

Observation 2: The field of object detection and pose estimation is characterized
by a high diversity of methods which are under active further
development.

The dynamics of the field is indicated by the fact that none of the reviewed algo-
rithms is more than 10 years old. All methods can be sorted into five different
categories depending on their underlying functional principle. Although currently
most research is focused on advancing Deep-Learning-based approaches, the re-
sults indicate that traditional methods such as Point Pair Feature Matching (PPFM)
and template matching are still competitive or even superior in certain cases. Input
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modality, required training effort, detection time and recognition performance are
aspects that differ heavily across the proposed methods. Recognition performance
can be impaired due to ambiguous views (object symmetries or occlusion), sim-
ilarity of objects, occlusion in general, and textureless objects. We can conclude
that there is not one dominating method or category of methods. The choice of the
most suitable approach instead depends on the conditions and parameters of the
application at hand.

Based on these observations, we can make the following claim:

Claim: Service-based frameworks are a reasonable architectural approach for object
detection and pose estimation methods.

Expensive PC-based systems are the status quo for implementing contemporary
object detection and pose estimation methods. While one trend in machine vision
is to foster embedded vision (e.g. with smart cameras), this is not necessarily
reasonable in our case. It would obviously be hard to do so because all algorithms
are relatively resource-hungry (especially when using 3d data), but, moreover,
only service-based implementations allow for performance enhancements through
shared knowledge bases and collective learning. These enhancements might be
of particular interest in combination with recent Deep Learning approaches. Fur-
thermore, bearing in mind the high diversity of methods with their individual
strengths and weaknesses, a standardized service-based framework would bring in-
dependence from specific vendors or platforms, ultimately allowing the customers
to freely choose the best-suited method for their use case and flexibly change to
newer, better-performing methods once they become available.

4.2 problem statement and research questions

To substantiate the specific aspects of the research goal, let us first imagine an
abstract service-based framework for 6d object detection. As indicated in Figure 4.1,
we would use some detection method and create an interface to it, so it can be
accessed as a service. Using the interface of this bare detection service, we can
train it to recognize one or more objects by providing the corresponding 3d models.
After training is finished, the detection service is ready to be used in production.
The service’s characteristics will determine the benefits and drawbacks that come
with its use.

This abstract model already lets us identify two fundamental challenges for the
feasibility of such a service-based framework. First, we must design an interface
that is suitable for all contemporary (and prospective) detection methods while
being accessible with the relevant protocols. And second, we must assure that
the training procedure is solely based on a CAD model, because such models are
typically available in manufacturing environments, whereas annotated training
images are prohibitory expensive to gather.

Assuming these essential aspects can be solved then we can indeed create a
service that is trained to detect certain objects. We can now ask further questions
about the characteristics of this service. Relevant properties are technical aspects
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detection method 

interface / 

adapter 

bare  

detector service 

CAD model 

trained 

detector service 

characteristics 
training / 

configuration 

Figure 4.1: Required steps to create a ready-to-use, service-based object detector with
certain characteristics. Each of the boxes corresponds to one research question.

such as response time, network load, and recognition rate, but there are also
properties that involve economical aspects such as preparation efforts (i.e. training)
and reusability options of the service. We can expect that most of these properties
largely depend on the underlying detection method. It is therefore interesting to
compare benefits and drawbacks of particular detection methods when provided
in a service-based framework.

The specific research questions we will investigate in this thesis correspond with
the three boxes in Figure 4.1. They are the following:

RQ 1: Feasibility of Framework/Interface

To which degree can a service-based framework with a uniform interface support the
formal integration of various types of object detection and pose estimation methods?

While all 6d object detection methods can be structurally subdivided into training
and detection stages, they may differ with respect to input modality, dependence on
camera intrinsics, and other method-specific parameters required during training
and/or detection. Some methods might only be able to detect one object, whereas
others can naturally recognize multiple models. This question therefore focuses on
the design of the service-based framework and its interface to maximize uniformity
and support of all types of methods while ensuring accessibility with all relevant
protocols.

RQ 2: Feasibility of Training/Configuration

How well can contemporary object detection and pose estimation methods be auto-
matically trained and configured on the basis of a CAD model?

This question is concerned about the training and configuration of the detectors and
is therefore method-specific. Ideally, we can achieve automatic training from a CAD
model without the need for any expert knowledge. This is particularly challenging
for recent Deep Learning approaches, because we cannot resort to training with
large amounts of annotated images. Instead, we have to find measures that are
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suitable to learn from synthetic images created from the given 3d model while
retaining high recognition rates on real data.

RQ 3: Characterization

Which benefits and drawbacks can we expect by using a service-based framework for
object detection and pose estimation instead of conventional systems and how is this
affected by the particular type of method?

Finally, my third research question considers the characteristics of providing 6d ob-
ject detection methods as a service. We already outlined potential benefits in
Chapter 3,1 but we will have to evaluate to which degree these benefits can be
exploited with the proposed service-based framework and the available detection
methods. Furthermore, we will investigate technical and economical properties
of several detection services to determine how the different methods profit from
their service-based implementation. Ideally, we can find indicators that support
the assessment of a detection service’s suitability for a given use case.

4.3 significance

After successful completion of this work, we will have proposed a prototypic service-
based framework for object detection and pose estimation and characterized its
advantages and drawbacks on a method-specific level. We are thus building a first
service-based framework for a specific, industry-relevant application.

In contrast to available cloud vision APIs, we can not just offer a service that
solves very generic tasks, but instead we widen the scope to more specific tasks
and provide a solution that is customizable to the particular application at hand
without the need for expert knowledge. Although we consider only the task of
6d object detection, many thoughts and ideas during the design of the framework
can similarly be adopted for other vision tasks. So in effect, by answering the
above stated research questions we are leveraging the transfer of cloud vision
APIs to the manufacturing shop floor and pave the way to establishing a category
of service-based industrial vision systems. Notably, this new category is not
necessarily competing with other categories. A smart camera for example could
use its limited resources to solve simpler tasks and resort to cloud services for
applications that are more computationally complex. Such a smart, service-based
camera has the potential to cover use cases that are traditionally served by PC-
based systems. While we are of course saving hardware costs, with service-based
vision we are at the same time dramatically increasing flexibility and unlocking
new business models such as pay-per-use. The availability of a wide range of
ready-to-use industrial vision services may be one important step towards the
automation of high-mix, low-volume production, which is a growing challenge for
the manufacturing industries.

1 See Section 3.2 on page 33.
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4.4 research approach

The remainder of this thesis is structured to directly match the above stated research
questions. We dedicate one chapter to each question. In Chapter 5 we will derive a
design for the service-based framework with its uniform interface for all types of
methods, directly addressing RQ 1. Chapter 6 is then concerned with the actual
integration of contemporary 6d object detection methods. More specifically, we will
choose three representative methods from different categories and demonstrate how
they can be integrated into the developed framework. This particularly includes
the automatic training from a sole CAD model, thus addressing RQ 2. Finally,
Chapter 7 responds to RQ 3 by characterizing the service-based 6d object detection
as proposed in the preceding chapters. In detail, we will compare the service-based
approach with traditional, monolithic approaches and we will also perform a
comparison of the three object detection services from Chapter 6.

In each of the three chapters we will start by further dissecting the research
question and presenting the approach to answer it. The chapters are relatively
self-contained, meaning that they contain all the parts required to answer the
corresponding research question. This includes not only the development of a
concept, but also potential implementations or necessary experiments. Each of
the chapters ends with an individual discussion and conclusion summarizing the
most relevant outcomes. We will discuss and summarize the findings in Chapter 8,
which also concludes this thesis.
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F R A M E W O R K A N D I N T E R FA C E D E S I G N

In this chapter, we address the first research question:

RQ 1: Feasibility of Framework/Interface

To which degree can a service-based framework with a uniform interface support the
formal integration of various types of object detection and pose estimation methods?

The goal is to build a service-based framework that allows the customer to use
all types of 6d object detection methods uniformly. But in fact, as we learned
in Section 2.3, there are five distinct categories of detection methods which all
might behave slightly differently. In the first section of this chapter we will
therefore examine the uniformity of these method categories. Subsequently, we
will recapitulate our previous findings regarding service-based vision frameworks
and inspect relevant approaches in further detail.

With the knowledge of both the uniformity of 6d object detection methods and
current approaches to vision services we will be able to propose our own frame-
work design, including an API tailored for accessibility by all relevant protocols
and a concept for virtualization and deployment. We will also demonstrate the
practical feasibility by means of a proof-of-concept implementation. The results
and limitations will then be discussed in Section 5.5 and Section 5.6 concludes this
chapter.

5.1 uniformity of 6d object detection methods

The reviewed detection methods have different functional principles and even use
different modalities as input. We could therefore conclude that uniformity is not
given. Yet, we are only interested in using all types of 6d object detection methods
uniformly, and for this cause they are allowed to have different internal structures.

Finding a uniform abstraction that facilitates handling different algorithms or
classes is a typical problem in object-oriented programming [109]. It requires an
understanding of:

• the individual operations that are supported by the detection methods,

• the allowed call sequence of operations and implied states of the detection
method,

• the arguments and parameters required by the operation as well as the types
of results that are returned.
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The simplest operations are given by the definition of the object detection and
pose estimation problem, namely train and test. However, in the design phase later
on we might want to add further operations for convenient usage of the service. It
will be useful to know e.g. whether the methods can be configured to detect only a
subset of the trained objects, or if they allow continual learning (i.e. the training of
new objects in addition to the already learned ones).

In the following subsections we will therefore first inspect the internal structure of
the different method categories to gain a better understanding of their operational
uniformity. Then, we will consider the uniformity of required input and output
data.

5.1.1 Operational Uniformity

The five categories of 6d object detection methods we have distinguished in Sec-
tion 2.3 were: methods based on local features, template matching, Point Pair
Feature Matching (PPFM), machine-learning-enhanced methods, and end-to-end
Deep Learning methods.

I will now show that, on a more abstract level, these methods in principle follow
two underlying operational schemes: Either all objects are detected simultaneously
in one execution of the algorithm, or the objects are treated separately and repeated
algorithm executions are required to detect all objects. Each schema comes in two
variants depending on how the information of the object models is extracted. The
operational schemes are illustrated in Figure 5.1 for explicit model descriptions
and in Figure 5.2 for implicitly learned model descriptions.

Methods based on local features or template matching fall into the category
depicted in Figure 5.1(a). Both rely on a database of features (i.e. local patch
descriptors or templates) which correspond to a certain object. These features are
computed during the training stage and resemble an explicit model description.
During testing, the stored features are matched with features extracted from the
scene. The matching process determines the object identities and their poses in the
same step and therefore resembles the joint algorithm execution pattern.

The PPFM algorithm also computes an explicit model description, which is a
hash table with discretized point pair features and their corresponding pose within
the object. The matching procedure is then executed individually for each object.
This is due to the fact that the scene preprocessing depends on the object’s diameter
and hence the extracted point pair features cannot be used for all objects. PPFM
therefore falls into the category in Figure 5.1(b).

The picture is much more diverse for machine-learning-enhanced methods and
we have to inspect individual approaches. Some methods use machine learning
to improve the construction of features [85] or to compare synthetic and real
images [94]. The learning is of a general nature and affects the procedure to create
the model description or the algorithm execution itself, but it does not change the
underlying functional schema. Hence, the approach of [85] is to be treated as any
other method based on local features (see Figure 5.1(a)).

Other learning-based approaches aim to translate the properties of the object into
parameters of the machine learning model. Thus we do not have any explicit object
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(a) Independent model descriptions are jointly processed in one execution of the algorithm. This
pattern applies to template matching and methods based on local features.
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(b) For each of the independent model descriptions the algorithm is executed individually. Applies
to PPFM and some learning-based approaches.

Figure 5.1: Differentiation of the two functional principles of object detection and pose
estimation methods with explicit model descriptions.

description anymore and instead the object’s representation is internalized in the
form of parameters. This leads us to the variants with implicit model descriptions
depicted in Figure 5.2. We can still distinguish the two types of joint and individual
algorithm execution. E.g. Brachmann et al. [17] learn a random forest that jointly
predicts the object type and pose, resembling the category of Figure 5.2(a). The
information of all objects is internalized during the construction of the random
forest, hence all model descriptions are mingled together and implicitly encoded in
the structure and parameters of this forest. Most Deep Learning approaches also
follow this principle. A Convolutional Neural Network (CNN) is trained for a set
of objects and is then able to predict the object identities and their poses. But there
are also examples for individual algorithm execution as in Figure 5.2(b). Then, one
machine learning model is trained for each object individually, e.g. one random
forest per object [160]. However, there are also types which support both, e.g. the
Single Shot Pose (SSP) detector by Tekin et al. [161] who use separate CNNs for
each object in one experiment, but one joint network in another.
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(a) The algorithm has internalized the model descriptions in the form of parameters and is executed
once to detect all objects. Almost all Deep Learning approaches fall into this category and also
some learning-enhanced methods.
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(b) An individual machine learning model is trained for each object, internalizing its description in
the form of parameters. The algorithm has to be executed once with each parameterization to
detect all objects. Some learning-enhanced and Deep Learning approaches follow this pattern.

Figure 5.2: The two functional principles of object detection and pose estimation methods
without explicit model descriptions, instead the object representations are
implicitly learned and encoded in the parameters of the machine learning
model.

Having shown that all object detection methods can be associated with one of
the four types, we can now move on to discuss the properties of these types more
thoroughly.

Discussion of Properties of the Four Types

Let us first focus on the two paradigms of joint and individual algorithm execution.
We made the clear distinction between methods that detect all objects simultane-
ously and such that must be executed for each object individually. And yet, we can
trivially reduce the former type to the latter by only ever training one object model
and executing the method for each model separately.

So why would it be useful to consider joint algorithm execution at all? The main
advantage of such methods is their scalability. They generally have a superior time
complexity with respect to the number of objects, e.g. template matching achieves
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sub-linear complexity [70] although the number of templates rises linearly with the
number of objects, and for the same CNN architecture the forward pass will always
roughly take the same amount of time irrespective of number of objects to detect.
In contrast, if consider the individual detection of each object, the response time
will naturally grow linearly with rising number of objects. A crucial factor besides
computation time is memory usage. Indeed, particularly learning-based methods
with implicit model descriptions often have millions of parameters consuming a
considerable amount of memory. One could argue that using individual CNNs for
each object would allow for simpler architectures and hence reduce the number
of parameters required. While this holds true, we would still require a distinct
set of parameters for each object and this by far outweighs the effects of a smaller
architecture.

Methods with individual algorithm execution are easily parallelizable and could
hence counteract the drawbacks of scalability, at least with respect to response
times. In case we want to detect only a subset of the learned objects, we could
simply skip the corresponding executions and effectively save resources.

A use case we already mentioned is continuous learning. Let us consider a CNN
of the joint learning paradigm that has already been trained with several objects.
To add a new object a new training or at least a fine-tuning must be initiated. This
typically requires the training data of the original objects, which we either must
have stored previously or would need to re-create. Some recent works propose
ways to enable continual learning [99, 128] which allow to train new objects in
absence of the training data of the original classes. The results look promising, but
it is open for research to determine whether these methods are also applicable to
the task of pose estimation. Falling back to the paradigm of individual algorithm
execution would facilitate the problem, because it trivially allows learning new
objects without interfering with the detection capabilities of the previously learned
objects.

The distinction of explicit vs. implicit model descriptions is crucial as well.
The continuous learning problem does only exist for implicit models. In case a
method relies on explicit model description, we can easily add a new description.
In fact, explicit model descriptions can be decoupled from the algorithm execution,
they could be shared by several detection services (of the same type) and even
be transferred from one to another. This is generally not feasible for learning-
based approaches with implicitly encoded model descriptions. Furthermore, these
generally require a lengthy and expensive training routine. They thus need longer
preparation and are subsequently less flexible to handle.

Table 5.1 gives an overview of the discussed aspects with my subjective assess-
ment of beneficial and malicious properties. Regarding the time complexity, we
should remind ourselves that methods with implicit model descriptions and partic-
ularly CNN-based approaches are typically much faster than those with explicit
model descriptions, as discussed previously in Section 2.3.
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Table 5.1: Properties of the four types of functional principles.

joint detection paradigm separate detection paradigm

explicit
model

description

flexible sharing of model de-
scriptions
sub-linear time complexity
w.r.t. number of objects

flexible sharing of model de-
scriptions
linear time complexity w.r.t.
number of objects

implicit
model

description

no continuous learning
expensive training
detection time unaffected by
number of objects

continuous learning prob-
lem circumvented
expensive training
linear time complexity w.r.t.
number of objects
memory consumption

Summary

During the examination of operational uniformity we found that all existing meth-
ods can be assigned to one of four underlying functional principles. The first
categorization is whether the detection is performed jointly or separately for all ob-
jects, and the second categorization is whether there are explicit model descriptors
or the object’s appearance is implicitly encoded in the parameters of the approach
in a learning process.

We learned that, in practice, all methods could be used with the separate detection
paradigm. However, this should only be done if unavoidable for the sake of
uniformity, because it may impair the performance regarding both response time
and memory consumption. Methods with explicit model descriptions allow for very
flexible sharing of these descriptions which is particularly beneficial for reusing
object detection services and adding or removing capabilities to detect certain
objects. This is much harder in the case of implicit model descriptions and (with
current state of the art) only possible when falling back to the separate detection
paradigm.

5.1.2 Data Uniformity

After investigation of the operational uniformity we must now examine the flow
and types of data. Again, we consider the two fundamental operations train and
test.
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Training

The training input is generally a reference to the object (e.g. an identifier) and a
representation of the object. In manufacturing industries, a CAD model is typically
available as representation. If this is not the case, it is at least possible to create a
3d model at reasonably low cost. 6d object detection methods with explicit model
description typically include an algorithm for the creation of the descriptors from a
(colored) 3d model. In contrast, most learning-based methods (with implicit model
description) require images with annotated appearances of the object as training
input. As explained earlier, gathering training images with annotated object poses
is not possible in practice as it is associated with sophisticated acquisition setups
and prohibitively high costs. The objective of this thesis is therefore a uniform
training of all methods based on a 3d model. Problems associated with training
of Deep Learning methods from a 3d model are deferred to Chapter 6. Assuming
these problems can be dealt with, we can declare the representation of the object to
be a 3d model without loss of generality. Although there are many data formats
for 3d models, these can typically be converted into some standardized type such
as the STL file format to ensure a uniform data type.

In an ideal world, this would suffice as input data and we could train the
6d detector from the object model which it is then able to recognize in all its
appearances. However, the picture is much different in reality. Almost all methods
have hyperparameters that can be tuned manually and sometimes these are even
optimized specifically for each object. For example, in PPFM we can adjust the rate
for subsampling the point cloud as well as the feature discretization distance, and
for CNNs we have many hyperparameters that govern both the creation of synthetic
data and the training process itself. To promote usage by personnel who are not
computer vision experts, it is mandatory that all of these hyperparameters have
reasonable default settings which allow initial training. The user hence need not be
aware of any method-specific parameters and their effects. Nevertheless, it might
still be reasonable to allow passing method-specific parameters to the detector. For
example, the discretization distance of PPFM can be used to configure the trade-off
between recognition performance and computational cost (i.e. response time). As
each method has different hyperparameters to tune, a corresponding interface
must allow to pass a varying number of parameters with varying data types to the
underlying detection method. A uniform manner to accomplish this can be generic
key-value pairs.

There may be further parameters that affect the detector training but are not
specific to any particular detection method. For example, all detectors that take RGB
images as input must at some point take into consideration the intrinsic camera
parameters to generate valid pose hypotheses. However, the camera intrinsics are
not a method-specific parameter, they rather describe the context in which the
method is used. It is therefore more an application- or task-specific parameter.
There are further task-specific parameters that may drastically speed up the training
and/or facilitate the detection process. These include the expected distance of
the object, or even an expected orientation, as most objects do not float freely in
space but lie on some ground plane. However, this can be seen as restriction of
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the general 6d pose estimation problem to some smaller, constrained problem, we
therefore regard such parameters as optional. As the task description does not
depend on the detection method, all possible parameters and their data types can
be formulated uniformly for all detection methods. Yet, it depends on the method
which of them may be mandatory or optional.

Finally, our input data comprises the object identifiers with their corresponding
3d models, method-specific key-value parameters (some of which may also be
object-specific) and task-specific parameters. After successful training, the detector
proceeds to a trained state and is now able to detect the objects.

Previously, we considered to add further objects to a detector that has already
been trained, and we need to inspect whether this potentially requires further
input data. Methods that follow the separate detection paradigm do not make
a difference between initial training or additional training, therefore the same
parameters apply for both. For methods with joint detection paradigm we need
to differentiate. Those with explicit model descriptions are generally capable to
create new object descriptors as during the initial training. Yet, method-specific
or task-specific parameters may not be overridden during the additional training.
Joint detection methods with implicit model descriptions do not support adding
further objects well after an initial training has been conducted. However, research
approaches indicate that continual learning may be feasible in the future and
potentially comes with a distinguished set of hyperparameters.

Detection

The definition of 6d object detection states that the test input is an image, but it does
not make any assumptions regarding the modality of the image. Contemporary
methods use either RGB, depth, or both (RGB-D), so these types must definitely be
supported.

Interestingly, methods that rely on depth often actually use the point cloud in-
stead of directly using the depth image (e.g. local-feature-based or PPFM methods).
The question may arise whether to directly support point clouds as input modality.
In contrast to depth images, point clouds can also contain additional information
such as the color of each point. Furthermore, multiple depth images from different
views can be merged into one point cloud, possibly facilitating the detection of
objects due to less occlusion. Depth images can always be converted into a point
cloud but not vice versa, hence point clouds are a more powerful format and it
may be advantageous to allow these as input modality. Nevertheless, there are
also methods that work directly on the depth image, so both modalities would
be needed. Irrespective of a particular decision with regard to point clouds as
input modality, we must be aware of the fact that there may appear modalities
or combinations of modalities (such as RGB and depth) which are not regarded
during design of our service-based framework. It should hence be possible to
add support for further modalities at a later point in time. Each modality should
contain all associated information such as camera intrinsics and so on.

Provided with the appropriate input image, some 6d object detection methods can
be adjusted with parameters that affect the detection process. E.g. the LINEMOD
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template matching method has a threshold value that must be adjusted individually
for each object to achieve good results, and some local-feature-based methods are
of an iterative nature for which we can dictate the number of iterations. To provide
method-specific parameters for detection, we can again rely on generic key-value
pairs.

In the previous section, we argued that detecting only a subset of the learned
objects may be a relevant use case. In practice, we can assume that in most cases it
will be known beforehand which objects are to be detected. Moreover, sometimes
also the number of present instances is known (or only a certain number needs
to be detected) and it can be useful to provide this information to the detector.
As input parameters, we can use a list with the identifiers of the relevant objects
and the expected number of instances. If the latter is omitted we fall back to the
unconstrained 6d detection task that looks for all instances of the object.

In case of detection success, a list of pose estimates with object identifiers,
corresponding poses and confidence values must be returned.

Summary

During the consideration of data uniformity, it becomes evident that there are great
differences regarding the required input data. Promoting a uniform training input
in form of a 3d model is a contribution of this thesis. But methods are also based
on different modalities, whereas some even use a combination of two modalities
(RGB-D) as detection input. It can further be necessary to pass hyperparameters to
the methods for optimization and each method has distinct hyperparameters to
tune. Although the modalities and parameters themselves are very different, they
share a common structure and can thus be modeled accordingly.

5.2 related works

In Chapter 3, we already reviewed various interfaces and protocols (Section 3.4.1,
p. 38) and also examined existing service-based vision applications (Section 3.5,
p. 43) to learn which protocols they use. Based on that, there are two major
inspirations for our design: Google’s cloud vision API and the OPC UA Companion
Specification Vision [170]. The former, because it is an established cloud vision
system that has proven its design through competition in the market. Google’s
cloud vision API in particular combines a REST and a gRPC interface which not
only provides more options to the user but also allows a higher performance (when
using gRPC). Finally, the OPC UA vision specification is of eminent relevance to
the manufacturing industries.

In the following subsections we will inspect both approaches in more detail.

5.2.1 Google’s Cloud Vision API

Google’s approach to cloud APIs is of particular interest, because it supports both
gRPC and REST. On the one hand, gRPC is designed for remote procedure calls
with efficient binary transmission through Protocol Buffers (protobuf). REST on
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the other hand is an architectural style that is typically implemented using HTTP
and JSON and resembles the de-facto standard for cloud APIs.

The technical realization of the two protocols in one API is accomplished by
adopting a resource-oriented design for all gRPC services, aligning gRPC methods
to HTTP methods, and defining correspondences to parse JSON into protobuf.1

Adopting the architectural style of REST allows Google to design gRPC services
in a resource-oriented way, which emphasizes resources instead of methods. A
typical REST API comprises many resources, but only a very limited set of methods.
These resources are either simple resources or collections. Simple resources can
have a state and an arbitrary amount of sub-resources, and collections are simply a
list of resources of the same type. All resources can be manipulated with the same,
limited set of operations, i.e. list , get , create , update , and delete . These
operations can be implemented as gRPC services and mapped to the corresponding
HTTP methods GET , POST , PUT , and DELETE , whereas the list operation
resembles a GET on the collection resource.

In our case, object resources could e.g. be modeled as in the following:

• objects/ – a collection of objects, each of which has the following resources:

– objects/{id}/model – a resource representing the 3d model.

– objects/{id}/parameters – a resource that represents method-specific
parameters.

To retrieve a particular object, we simply call the get method on the resource
objects/obj1 (with “obj1” being the identifier of the object in question).

Transcoding the HTTP/JSON request and the contained messages to protobuf
is achieved by (manually) defining correspondences in the proto file. From this
proto file we can automatically generate stubs for the gRPC services and a proxy
that receives HTTP/JSON requests, translates them and forwards them to the
corresponding gRPC service, as illustrated in Figure 5.3. Due to the loosely-typed
style of JSON messages, transcoding the responses from the gRPC service does not
bear any further challenges.

As we have now learned, adhering to the presented design principles allows to
generate the two APIs from a single definition (i.e. the proto file with annotated
correspondences). However, resource-oriented design of services is not simple
and in some cases not even feasible, and hence there are some gRPC services that
do not correspond to any of the standard operations. For such cases, the design
guideline proposes to simply map the service to the closest HTTP method. This is
for example the case in Google’s Image Annotator, which is the core of the cloud
vision API.2 It performs all kind of tasks such as detection of faces, landmarks
and objects, but it is actually a routine and not a resource. While this is intuitive
to model as gRPC service, it deviates from the default REST pattern. There we
have to use the POST method on vision.googleapis.com/v1/images:annotate ,

1 Their API design guidelines are publicly available at https://cloud.google.com/apis/design/

(visited on 2019-12-19).
2 The API documentation is available at https://cloud.google.com/vision/docs/apis (visited on

2019-12-20).
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Figure 5.3: Mapping from a REST API to the corresponding gRPC services. Image from
https://grpc-ecosystem.github.io/grpc-gateway/ (visited on 2019-12-19).

although this does not necessarily create a new resource as would be expected
for this method. Instead, the results are directly contained in the response. This
solution is typical for the execution of short routines. For the execution of more
complex functions with a potentially long response time, a resource will be created
that resembles the function execution. Using this newly created resource, the user
can track the progress or abort the function. Such a pattern would e.g. be suitable
for the training of object detection and pose estimation methods.

Following these design patterns for our service-based object detection and pose
estimation would allow us to gain benefits from cloud computing and provide two
interfaces for good accessibility of the services. However, both gRPC and REST
are not (yet) commonly used in manufacturing industries and therefore would
probably imply an unnecessary burden for integration into the production control.

5.2.2 OPC UA Vision Specification

The OPC UA Vision Specification has a different scope than cloud vision APIs. Its
major aim is to achieve a “straightforward integration of a machine vision system
into production control and IT systems. The scope is not only to complement
or substitute existing interfaces between a machine vision system and its process
environment by OPC UA, but also to create non-existent horizontal and vertical
integration abilities to communicate relevant data to other authorized process
participants, e.g. up to the IT enterprise level.” [170, p. 14]

To accomplish this task, it prescribes a semantic interface for all types of potential
vision systems. The term vision system hereby refers to an arbitrary system that
is capable of acquiring and processing digital images [170, p. 22]. This could e.g.
be a simple vision sensor that checks presence of a required item, or an intelligent
camera counting the number of screws in an assembly kit. Each of these machine
vision systems shall be represented by an individual OPC UA Vision Server with
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an interface that allows for invocation of the inspection process and retrieval of the
results in a uniform manner irrespective of the actual vision task.

According to this definition, cloud vision APIs are not vision systems, because
they are not able to acquire images. Instead, they offer to execute vision tasks
irrespective of the specific vision system utilizing the algorithms. The OPC UA
Vision Specification does not explicitly consider execution of the algorithms in the
cloud, in fact the algorithm execution is rather modeled as a black box to be dealt
with individually by the manufacturers. Hence, the specification and the cloud
APIs may be seen as complementary concepts and do not directly compete with
each other.

The first part of the specification was released in September 2019 and prescribes a
state machine of a generic OPC UA Vision Server and its interface for management
of recipes, configurations, and results. Recipes store the properties, procedures and
parameters describing a machine vision task. Recipes can be added to the server,
and upon preparation and activation they are ready to be used in production [170,
p. 30]. The complexity of the vision servers can vary, i.e. it is possible that a vision
server is pre-configured with only one available recipe, similar to a vision sensor,
but it is also possible that a vision server is designed as a multi-program system
that can hold multiple active recipes at the same time. The acquisition of images
is deemed part of the recipe, the interface is not designed to provide an image
as input argument. Configurations are parameters of the vision system’s context
and therefore may differ between individual vision systems. The configuration
(e.g. calibration parameters) may affect the results of a recipe, hence only one
configuration can be active at a time [170, p. 33]. More detailed information on the
state machine and the information model can be found in Appendix A.1. Future
parts of the specification also aim to semantically describe the capabilities of a
vision system [6].

Finally we can say that by adhering to the OPC UA Vision Specification we could
ensure ease of integration of vision services into the manufacturing environment.
However, the concept of an OPC UA Vision Server is drastically different from the
concept of a vision service as pursued within this thesis. Although it does not
intend cloud-based execution of vision algorithms, at the same time it does not
prevent it – this part is left untouched by the specification.

A design that combines the integration capabilities of OPC UA with the benefits
of cloud-based vision APIs seems desirable and achievable.

5.3 concept

The core idea of my concept is to integrate 6d object detection into established archi-
tectures of cloud-based vision APIs and combine it with a major industrial protocol
and its new OPC UA Vision standard for easy integration into the manufacturing
environment.

Figure 5.4 illustrates the main parts of the concept and outlines the potential
usage. A vision service provider offers a system for 6d object detection and provides
a cloud-based API with both REST and gRPC interfaces. A customer can use the
system conveniently in a browser-based manner via the REST interface. He or she
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can create objects, upload the corresponding 3d models, train detectors and test
their performance with exemplary input images. The REST and gRPC interfaces
naturally allow to create custom applications which exploit the API to automatize
the aforementioned steps. For example, a MES or ERP system could be connected
to the API to automatically upload objects and even train detectors. Each time a
new product gets designed or new parts are ordered, the application could create
the capabilities to detect these objects with no further manual effort.

developer 

user 

developer

</> 

OPC UA 

Vision Server 

OPC UA 

Vision Server 

REST / gRPC 

Object Detection API 

integrates detection 

methods 

configures/trains 

detectors 

configures 

servers 

uses cloud 

detector 

downloads detector, 

uses it locally 

Figure 5.4: Schematic usage of object detectors in the proposed framework.

Once the detectors are trained, the user can configure his OPC UA Vision Servers
to use them. In the process, a recipe must be created that represents the execution
of the vision algorithm. However, instead of executing a vision algorithm on its
own, the OPC UA Vision Server simply forwards the job to the cloud-based vision
system. For this it can rely on the gRPC interface to ensure maximum performance
and limit communication overhead. The vision server can run on a small embedded
device, as it merely resembles an adapter and does not perform any computations
on its own. For applications with hard constraints on cycle time, it might be
desirable to avoid network communication at all. In such cases we could use
virtualization techniques and install the trained detector in a virtual environment
on the OPC UA Vision Server. The server must then be able to provide enough
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computational capabilities which means that a powerful PC-based system might be
required, but the uncertainties of network communication such as delay and jitter
could be avoided. Either way, the detection can be triggered by and results can be
communicated to devices in the production environment based on the OPC UA
protocol. In addition, if desired, it is still possible to create custom applications
which use the detector on a REST/gRPC basis.

The crucial aspects of this design are 1. the cloud-based 6d object detection API,
2. the generation of recipes for the OPC UA Vision Server, and 3. the strategies
for deployment of the detectors. We will elaborate on each of these parts in the
subsequent subsections.

5.3.1 API Design

In order to support both REST and gRPC we will follow Google’s API design
guide which has been briefly introduced in Section 5.2.1.3 The following steps are
suggested:

• Determine what types of resources an API provides.

• Determine the relationships between resources.

• Decide the resource name schemes based on types and relationships.

• Decide the resource schemas.

• Attach minimum set of methods to resources.

The main resources that must be handled by the API are objects, detectors,
images, and detection results. All of these are collection resources, e.g. there will be
many individual objects and not only one single object. The individual resources
may have some state and sub-resources, e.g. an object will have a single 3d model
as sub-resource.

The resources have the following two relationships: First, a detector can use
objects for training which results in a changed state of the detector. Second, a
detector can use an image to detect the objects, hence producing detection results.

The naming scheme follows the general principle that names of collection
resources are plural and there may not be more than two or three nested re-
sources [120]. The HTTP methods are also assigned according to the rules, i.e.:

• GET methods are idempotent (i.e. have no side effects) and are used only to
retrieve representations of the resources,

• POST is used for the creation of new resources and for custom methods,

• PUT signalizes modification of existing resources, and

• DELETE is used for the removal of a resource.

The proposed API design is shown in Figure 5.5 in form of an API map [24]. In
the following, we will elaborate on important design decisions.

3 The API design guide is publicly available at https://cloud.google.com/apis/design/ (visited on
2019-12-19).
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Modeling of the Training Process

The detector training has to be modeled very deliberately. The main reason is
that training a detector is an operation and would thus be more appropriately
described with a verb (“to train”) instead of a noun (“training”). Since we design
a resource-oriented architecture, and resources are entities which are naturally
represented by nouns, we should insist on describing it as a noun. We therefore
introduce a “training” resource.

The basic HTTP methods allow to manipulate a resource using Create, Read, Up-
date, Delete (CRUD) operations. But what exactly does the creation of a “training”
resource mean? Would the training process be directly initiated after creation of the
resource? If so, does the resource disappear after the training process is finished?
How are we able to keep track of the training and its results, if the resource is not
available anymore?

It seems reasonable that the training resource distinguishes different stages.
First, a configuration stage in which we can define the objects to train as well
as the method- and object-specific training parameters. In the second stage the
actual training is conducted, which might be a long running process, very much
depending on the method. After the training is finished, the resource proceeds to
the third stage, where it is available to review the training results. Depending on
the stage, different operations may be allowed. Particularly in the third stage the
associated objects or training parameters cannot be modified anymore and only
GET operations will be possible.

While this setup is in line with resource-oriented design principles, it requires
a trigger to initiate the learning process. According to the Google API design
guide this can be modeled with a custom method for the training resource.
In our case, this method is initiated with a POST operation on the resource
/trainings/{id}:start . In consequence, the training resource with the spec-
ified identifier proceeds from configuration to execution stage. The training process
can be canceled with a similar custom method, upon which the resource re-enters
the configuration stage.

Referring to our investigations on the uniformity of 6d object detection methods
from Section 5.1, this design accounts for methods of both separate and joint
detection paradigm. We can initiate a training with multiple objects to exploit the
advantages of joint learning. A separate detection method can internally train the
required number of (internal) detectors without exposing any different behavior to
the user than the joint detection methods. The API does not distinguish between
initial training and training of additional objects in an already trained state. As
argued in Section 5.1, an additional training is not yet possible for joint learning
methods with internal model description. This can be circumvented by internally
creating a separate (internal) detector for each individual training resource, or
by restricting the maximum number of training resources of the specific detector
to one. In conclusion, our API can expose all functional principles of 6d object
detection methods with the same interface for training.
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Distinction of Detection Methods

Looking at the proposed design in Figure 5.5, we find no indication of the detection
method. All detector resources are handled uniformly, irrespective of the underly-
ing detection method. However, the methods still require different input modalities
and accept different parameters for training and/or detection.

In the proposed design, the method type should be specified for the creation
of a detector resource and is then part of its representation.4 The user is thus
aware of the underlying detection method. All differences between the detection
methods are subject to the content delivered by the API and not to the structure of
the interface. E.g. the settings of each detector are represented by the sub-resource
/detectors/{id}/settings . Every detector has this sub-resource, but it depends
on the method type which settings the user can manipulate. The settings are
provided as key-value pairs and can thus differ without violation of the interface.
The same applies to the method-specific and object-specific training parameters.
If the user requests to set parameters that do not apply to the detector at hand,
the request would result in an error that can be interpreted accordingly. The same
would happen if a detector is requested to produce results for an image that does
not provide the required modalities.

An alternative design decision would be to make the detection method explicitly
part of the resource names, as e.g. in

• /PPFMDetectors/{id} , and

• /templateMatchingDetectors/{id} .

However, this design would give the impression that each detector type has a
distinct interface, which is not desired. A further alternative would be to model
the methods as resources as well, as e.g. in

• /methods/PPFM , and

• /methods/templateMatching .

The detector resources could then be associated with a specific method resource.
Yet, the method resources would probably not add much value. It is not trivial
how a representation of a method should look like. Explicit model descriptions
could be collected for each according method, but this should not be exposed to
the user and can also be handled internally. The representations may only provide
further information or could hold some general settings that apply to all detectors
of the same type. If necessary, the proposed API design of Figure 5.5 could easily
be extended to use method resources, but as there is no obvious added value, we
restrain ourselves to the simpler model.

Modality Modeling

In the preceding uniformity examination, we postulated that future object detection
and pose estimation methods might use other modalities than RGB or depth

4 This kind of information is not visible in the API map in Figure 5.5.
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images. In our design, we modeled image resources as a container that can hold
data of different modalities. The actual image data can then be retrieved in the
sub-resources /images/{id}/rgb and /images/{id}/depth , along with required
parameters such as camera intrinsics or others. This promotes a uniform handling
of all input images irrespective of their type and also allows combined modalities
such as RGB-D images.

Our design allows to add further modalities to the interface later on, but this
would represent an extension of the interface itself. We could avoid such a modifica-
tion of the interface by directly modeling the modalities as resources and associate
images and detectors to certain modalities. However, this would expose much more
complexity to the user. Since we do not expect new modalities to spawn at a high
rate (if at all), and since only detector developers will introduce new modalities,
we can leave this complexity to the provider of the object detection framework.

Further Aspects

There are several further aspects to be considered in the design of the framework,
which shall be briefly mentioned for the sake of completeness.

The representations of the resources are not covered by the API map in Figure 5.5.
Each resource has a representation that consists of fields with certain values. E.g.
a detector will have a type (the underlying detection method) and its settings
will have the appropriate key-value pairs, a pose will have fields describing the
translation and rotation, and so on. The response for HTTP requests shall be
encoded as JSON, but other formats are possible as well.

The API map only describes the REST interface and not the gRPC interface.
However, since we adhered to the Google API design guide, the according gRPC
methods and their definitions can be directly derived from the REST interface.

An implementation of the API should return meaningful error codes. The
behavior of two detectors might differ depending on their underlying detection
method. If an operation is not possible, this should be clearly documented in the
error. The design guideline prescribes a set of error codes that are valid for both
REST and gRPC interfaces.

Several convenience functions can be added to the API design. E.g. parameters
can be used to search for detectors of a certain type ( GET /detectors/?type=PPFM ).
Further URIs could be used to indicate relations, e.g. to list all detectors capable of
recognizing a certain object ( GET /objects/{id}/detectors ), or to list all detec-
tions made by a certain detector ( GET /detectors/{id}/detections ). However,
these are considered optional and do not affect the core of our design.

5.3.2 Configuration of the OPC UA Vision Server

In essence, we want to wrap our object detector into an OPC UA Vision Server.
There are two imaginable ways to accomplish this, namely 1. creating an own
vision server with a recipe to use the detector, and 2. injecting detection recipes
into an existing vision server.
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Creating an own vision server seems preferable, because we could govern all
design and implementation decisions associated with the task. However, according
to the specification, an OPC UA Vision Server represents a complete vision system
which explicitly includes the acquisition of images [170, p. 22]. This means that we
would have to integrate an image acquisition module into the server with interfaces
to all sorts of cameras. The scope of our service is focused on object detection and
pose estimation and does not include acquisition. It would hence be desirable to
create a vision server that can be fed with an image via its OPC UA interface and
is then only responsible for the processing of the image. The information structures
(such as image data types), camera interfaces or any other aspects related to image
acquisition are not yet modeled in the specification and will be subject to further
parts that are still under development [6]. It can therefore not be definitely decided
whether this option is feasible.

The second option suggests to inject a recipe into an existing vision server, but
this also involves some difficulties. The specification only considers the recipe
management and explicitly states that the internal composition and interpretation
of recipes is outside its scope [170, p. 174]. Fortunately, the recipe management
includes methods to add new recipes to the vision system. We can therefore
conclude that this option is generally viable, even though it is not clear how a
recipe potentially looks like. For being able to continue with the conceptual design,
we assume that a recipe might be a simple program with few dependencies, e.g.
some interpretable script.

A recipe would contain all necessary steps to detect object occurrences in one
input image. These include the following:

• receive an input image from a previous sub-recipe or some other source,

• create a new image resource,
POST /images

• upload the data for the appropriate modality,
PUT /images/{id}/rgb

• create a new detection,
POST /detectors/{id}/detections

• read the results from the detection,
GET /detections/{id}/results

• provide the results via the OPC UA interface.

The recipe also stores required parameters, e.g. it is aware of the modality that is to
be used and may restrict the detector to only look for a certain object. Contextual
information such as camera parameters shall be stored in the configuration of
the OPC UA Vision Server and can be retrieved and forwarded by the recipe if
necessary.

The usage of the REST interface does not require any further dependencies and
can even be realized in a shell script. We can therefore assume that it should
be executable on any given vision server. In situations with high network load
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or long latencies, it might be undesirable to make four individual requests for
one detection cycle. This can be mitigated by introducing batch end-points that
can handle bundled requests [39]. However, instead of REST, the gRPC interface
is intended for the productive use due to its higher performance and reduced
communication overhead. A gRPC client can be generated in multiple languages
and hence a broad coverage of platforms is assured. Although the number of
dependencies is slightly higher than for the REST approach, it is still manageable.

Finally, we can summarize that our approach is to use existing OPC UA vision
servers and use the specified recipe management to add a custom recipe. Our
custom recipe is relatively simple and reproduces the usage pattern of the designed
API. We argued that this approach is viable, but it is yet to remain on a conceptual
level, because, at the time of writing, the OPC UA vision specification is published
only partially and vision servers are not yet established in practice.

5.3.3 Virtualization and Deployment

In the previous two sub-sections we already discussed the 6d object detection API
and how to add a recipe to the OPC UA Vision Server that utilizes the API. This
means that we now have a good notion about the interface and how to use it. In
this sub-section, we will shift the scope to the back-end, i.e. the structures behind
the interface. The basis for this will are insights from Section 3.4.2, in which we
discussed the advantages of virtualization and gave an overview of deployment
options. We will now first develop a virtualization strategy that allows for flexible
extensibility of the service-based 6d detection framework and subsequently outline
viable ideas for deployment.

Virtualization Strategy

The main reasons to use virtualization are to separate the server application from
the physical hardware and to achieve portability. Furthermore, we can bridge
technologies, because each virtual environment can contain its own frameworks
and dependencies.

Our designed system basically consists of two different parts. The detection
methods make up the first part and the data management (objects, images, detection
results) forms the second part. The different detection methods have very diverse
needs regarding e.g. software frameworks. We can meet these requirements
by placing each detection method in a separate virtual environment that can be
developed and managed individually. The data management part is similar to a
database or some other storage that provides access to the required data. This part
can also be placed in a separate virtual environment.

Containers are much more lightweight than Virtual Machines (VMs) and are
designed to hold one application. They also foster continuous integration and
deployment and therefore seem to be a reasonable choice as virtual environment.
To present the virtualization strategy, we will rely on the nomenclature of Docker,
because at the time of writing it is the most prominent containerization tool [101,
p. 51]. The nomenclature distinguishes images and containers. An image is a
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Figure 5.6: The proposed virtualization strategy. The system includes an image registry
from which it can create new detector containers. All further requests are then
forwarded correspondingly to one of the containers.

template from which we can create containers. For example, we can have an image
that contains the executables and all dependencies of a template matching detector.
In order to use the detector we must instantiate the image in the form of a container.
An arbitrary amount of instances can be created from one image, which allows
for flexibility and scalability. The place where images are stored and organized is
called a registry.

Figure 5.6 illustrates how our virtualization strategy supports the internal struc-
ture of the system. Let us consider some use cases to understand this more clearly.
In its initial installation, the system consists of a storage container and the image
registry. When the client now wants to add an object, the API will forward this
request to the storage container which then stores the object. As a next step, the
client wants to create a detector. The image from the registry (with the specified
detection method) will be instantiated by the system and in consequence a new
detector container will be executed. All further requests to this newly created
detector resource are then handled by this container. Effectively, this means that
each detector resource is represented by exactly one detector container, and if the
detector resource is deleted the corresponding container will cease to exist.

This design can be described as rather decentralized. The core of the system is
only responsible to manage the containers and forward requests to the correspond-
ing recipients. All functionality is represented by the individual elements (i.e. the
containers) and is thus easily extensible. For example, a new detection method
could be integrated by adding a new image to the registry. In the simplest case,
this can be achieved by simply downloading it from some public image registry.
This requires all components to be aware of the interface. Consequently, each
detector image must implement all required server functions. This step, however,
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is mandatory irrespective of the specific design. If a function is to be provided
as service, it always requires a mapping of external API requests to the internal
functions. It is therefore best to keep the API simple. At the same time, this leaves
the option for everybody to integrate custom detectors by creating own images that
adhere to the detector interface. Pushing these images into the registry will make
them available through the API.

Deployment Options

Multiple deployment options are imaginable. For example, the system could
be available as a public cloud API in much the same way as currently existing
cloud-based vision APIs by IBM or Amazon. The provider of the API would be
responsible for operating the system and for ensuring that new detection methods
are integrated. He could then use the same virtualization pattern as in Figure 5.6
and only needs to add a customer management to the core. Each customer would
have his or her own storage container and a set of detector containers he or she
created. Access to other containers (of other customers) would be denied. This
demonstrates advantages of the virtualization strategy, as the system is inherently
scalable to many users. Nevertheless, it might be of concern that internal data,
such as 3d models of products and images made by the production system, are
uploaded to a public cloud.

It might therefore be of more interest to deploy the system in a private cloud. The
company’s resources would then be completely isolated from other users. Moreover,
a factory cloud system may be suitable to further reduce latencies and limit the
dependency on network infrastructure outside of the company’s boundaries.

While the factory cloud option sounds most preferable, it comes with the ne-
cessity to operate the system. This explicitly includes the hardware. Now, we use
virtualization technology that claims to separate applications and hardware, so
why is the hardware important? The reason lies in the computational complexity
of the object detection methods. Deep Learning methods for example heavily
rely on GPU computation. Accessing the GPU from inside a container is possible
with Nvidia Docker, but it comes with certain requirements regarding the host
system [115]. It might be reasonable to run containers with Deep Learning methods
on other host systems than e.g. template matching detector containers. Hence it
is a very deliberate decision whether the designed 6d object detection system is
operated in a factory cloud or not. A viable middle ground could be a private
cloud operated by the provider of the API.

Having discussed the deployment of the cloud system, we now consider the
OPC UA Vision Server which resembles the interface to the manufacturing system.
Earlier, in Figure 5.4 (p. 67), we indicated two possibilities: First, the vision server
makes a request to the cloud API and only presents the results according to its
interface, and second, the vision server downloads the detector and executes it
locally. While the first option is irrelevant from a deployment perspective, the
second option raises several questions.

One of these issues is associated with possibilities to download the detector
capability. In the designed system, a detector is represented by a container. Docker
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allows to create an image from the running container with the trained detector.
This image can then be transfered to the local vision server and be instantiated
again. However, producing detection results also requires the storage part of
the system, for which the same must be done. In essence, the local system then
holds a minimalistic version of the cloud system, with a (possibly reduced) storage
container and one detector container. This allows the OPC UA Vision Server to use
exactly the same recipe no matter if it uses the cloud API or the local API – the
only difference being the IP address to which the requests are sent.

We must bear in mind that a local installation of the system again might not
be completely hardware independent. If we download a Deep Learning detector,
we must provide corresponding hardware capabilities with a host system that is
prepared for Nvidia Docker. However, this task is much more achievable because
we deal with only one detector that may have specific requirements.

Accessing the cloud API can be seen as “sharing the capabilities”, whereas a local
installation is rather “copying the capabilities”. It might therefore be reasonable
to synchronize the local installation with the cloud system, e.g. by uploading the
images and detection results to the cloud. The data could be used for quality
assessment or further optimizations of the production process.

5.4 proof-of-concept implementation

In the last section, we presented the service-based framework for 6d object detection.
Its two main parts are the cloud API with REST and gRPC interfaces and the
OPC UA Vision Server for integration into the manufacturing environment. The
connection of the two parts is accomplished by adding recipes to the vision server
that utilize the cloud API. The virtualization strategy also allows to download a
detector for a local installation on the vision server.

As proof for the feasibility of the concept, all the crucial aspects have been
implemented, albeit with reduced complexity. Concerning the cloud system, these
aspects include:

• instantiating detector containers from a registry with detector images, and

• communicating with the detector’s API via REST and gRPC.

And for the OPC UA Vision server, the implementation comprises:

• deploying a trained detector container locally,

• generating a recipe and adding it to the vision server, and

• using the detection recipe via OPC UA.

The reduced complexity of the implementation concerns aspects which are not
crucial for the feasibility of the concept. The cloud API is only implemented
partially, e.g. the data management part is straight-forward and its feasibility
need not be demonstrated. Furthermore, all detector images are dummies without
real capabilities, the integration of actual detection methods will be the topic of
Chapter 6. By reducing complexity, we were able to focus on the essential aspects
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of the concept and keep the implementation effort to a reasonable level. In the
following, we will describe the implementation in more detail.

5.4.1 Overview

This sub-section first gives an overview of the implementation. Figure 5.7 illustrates
the core modules and their functions.5

The main program is represented by the Recipe Generator, which resembles the
cloud-based 6d object detection API of our concept. It provides functionalities
to manage detectors as well as to create recipes for the OPC UA Vision server.
The detector is provided as Docker image and will be instantiated by the Recipe
Generator. Once it is instantiated, it can be used both directly via its REST/gRPC
interface or through the Recipe Generator, which uses an internal gRPC client to
communicate with the detector. The Recipe Generator also provides functionality
to create a recipe by saving the image of a running detector container. For the
transfer of the recipe to the OPC UA Vision Server, it uses an internal OPC UA
client. After the recipe is added to the vision server, it can be managed with the
standardized functions via OPC UA. For using the detector, the vision server relies
on an internal gRPC client.

As virtualization environment we relied on Docker, because it is the most popular
container engine at the moment [101, p. 51]. For the sake of simplicity, both the
Recipe Generator and the OPC UA Vision Server use the same Docker registry.
Since the communication between the modules is completely based on standardized
protocols, each of the components could be implemented using different technolo-
gies. However, the same tools and frameworks were used for all components within
the proof-of-concept implementation. As programming language we used Python 3

with the following packages:

• docker – for management of Docker images and containers,

• grpcio – for using gRPC servers and clients,

• grpcio-tools – for generating gRPC server and client stubs from proto files,

• protobuf – protobuf required by gRPC,

• opcua – an open source OPC UA stack (FreeOpcUa).

5.4.2 Modules

In the following sub-sections, we will describe the implementation of each individ-
ual component in further detail. We will start with the detector, as it is independent
from the other components.

5 The implementation has been developed in a Master’s thesis by Keuck [87] under my supervision. The
code is publicly available at https://gitlab.tubit.tu-berlin.de/nkeuck/masterthesis (visited on
2020-01-11).
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Figure 5.7: An overview of the implemented modules and their functions. Arrows denote
the call sequence of certain functions, i.e. the Recipe Generator’s Test method
forwards the call to the detector. All functions can also be invoked by the user.
The Recipe Generator is used on a command line basis, the detector can be used
via its REST/gRPC interface and the vision server with an OPC UA client.

79



framework and interface design

Detector

The detector is a mock-up, i.e. it does provide an interface for its usage, but no
particular detection method is implemented. Its interface is defined in a proto file
listing the available remote procedure calls as well as defining the protobuf message
types. Using protoc allows to create the required Python classes for the gRPC
server and client and all related messages. The REST interface is generated from
the proto file as well. The interface definition must therefore be publicly available
to all other components (i.e. Recipe Generator and OPC UA Vision Server).

The defined methods are the following:

service Detector {

// trains the detector with a CAD model

rpc Train (stream DetectorInput) returns (TrainResult) {}

// runs object detection and returns Pose

rpc Test (stream DetectorInput) returns (TestResult) {}

// returns the detector configuration file

rpc GetConfig (Empty) returns (Config){}

}

This resembles a minimal interface that allows to train and test the detector and to
retrieve its configuration. The input for the Train and Test methods is a message
containing a binary object (e.g. 3d model or image) and a set of configuration
parameters.

The gRPC server has been generated and the methods are implemented to return
plausible values, e.g. the response of the Test method would provide a list of
pose estimates. The Dockerfile is build upon a Python 3 base image. All necessary
dependencies are installed during the creation of the image. The detector server is
the entrypoint of this image, i.e. it is executed upon instantiation as container and
then runs continuously to respond to potential requests via gRPC and REST.

Recipe Generator

Despite its name, the Recipe Generator module also resembles the designed cloud
API. The Python Docker package allows to automate all necessary operations
for managing Docker images and containers and thus realizing the virtualization
strategy. Given the name of a detector image, the Recipe Generator will pull
the corresponding image from the Docker registry and instantiate it as container.
The detector is then active and requests can be forwarded to its internal API.
For the communication with the detector, the Recipe Generator implements an
internal gRPC client that is generated from the detector’s proto file using the
protoc command. The client is valid for all detectors that share the same interface

definition, i.e. the Recipe Generator can potentially handle a multitude of different
detectors without changing a single line of code. However, in contrast to the
concept of our 6d object detection API, the Recipe Generator is only able to hold
one instantiated detector at a time.
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To account for its name, the Recipe Generator is also capable of creating recipes
and transferring those to an OPC UA Vision Server. For the creation of recipes
we have to find a suitable representation of a recipe. The internal structure of a
recipe is not defined by the OPC UA vision specification. If we would want to
add a recipe to an existing OPC UA Vision Server we would be forced to use a
representation that is understood by that vision server. However, as both Recipe
Generator and OPC UA Vision Server are part of our implementation, we can
easily agree on a common structure. We choose to represent a recipe as Python
object which holds references to a detector Docker image and a camera Docker
image. Similar to the detector, the camera Docker image is also a mock-up with a
gRPC server application returning some image to simulate image acquisition. The
recipe object furthermore contains methods for instantiating the containers and
using their gRPC interface to acquire an image and make a pose prediction.

The Recipe Generator provides two methods, one for the creation of recipes and
one for their transfer to a vision server. During recipe creation, the trained detector
container will be saved as Docker image in the registry. A recipe object is created
with references to the Docker images of the trained detector and the camera. At
first, the recipe object is stored only locally in the Recipe Generator module. The
second method allows to transfer recipes to a specified OPC UA Vision Server. The
corresponding recipe object is serialized and transmitted to the vision server using
its Add Recipe method.

OPC UA Vision Server

The last module is the OPC UA Vision Server. At the time of implementation, the
final version of the OPC UA vision specification [170] has not yet been released and
only a draft was available. Moreover, the corresponding XML nodeset representing
the information model of the server was not yet published. The implementation of
the vision server is therefore self-made and contains only the required functions,
namely:

• AddRecipe – for adding recipes from an external source,

• PrepareRecipe – for preparing a stored recipe,

• StartSingleJob – for executing a prepared recipe once.

When a recipe is added, the transmitted data is deserialized and a Python recipe
object is created from it. The recipe is stored locally and remains available for later
use. During the preparation of a recipe, the two referenced Docker images are
pulled from the Docker registry and instantiated as containers. Both the detector
as well as the camera container are then ready to be used and the recipe is active.
When the active recipe is executed, the vision server uses an internal gRPC client
which has been generated from the interface definitions to communicate first with
the camera server and then with the detector server. The result is then made
available as OPC UA variable.
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5.4.3 Evaluation

The implementation shall prove the overall feasibility of the concept. However,
some aspects have been implemented with reduced complexity and, during imple-
mentation, several issues became apparent that must be dealt with in practice. We
will now address each of these aspects and their effect on the validity of the proof.

One limitation of the implementation is that the Recipe Generator could only
hold one active detector at a time, whereas the designed 6d object detection cloud
API shall manage a multitude of active detectors. With our proposed virtualization
scheme, which has also been implemented, the Recipe Generator could simply
forward all requests to the detector container. There are no restrictions on the
number of running detector containers, keeping track of these instances and
forwarding requests to the corresponding container is trivial. Furthermore, the
detectors were only mock-ups and had no real detection capabilities. However, the
mock-up is only recognizable by different message content and response times and
behaves like a real detector in every other aspect. Hence these limitations do not
impair the validity of the proof.

Furthermore, the API has been implemented only with a limited interface. In
particular, the data management functions have not been implemented and the
detector only provided three remote procedure calls. Nevertheless, an interface
definition has been implemented and was shared by all relevant components, as
planned in the concept. The only difference would be a much more elaborate
interface definition which would require many more mock-up functions. This issue
therefore does not affect the validity of the proof. However, we have to note that
we did not test the practicability of our particular definition of the interface. An
assessment of the practicability would require setting up a production environment,
i.e. a considerable number of real world applications that make use of a range of
detection methods. As Krammer et al. [89] argue, even after consideration of all
domain-driven aspects, there still remains a large individual freedom in various
architectural design decisions, and some of these can be improved upon only after
practical experience.

There was one major difference between the implementation and the concept.
Whereas we implemented our own OPC UA Vision Server in the former, the
latter planned to integrate existing, third-party vision servers. This alteration was
necessary due to the lack of available OPC UA Vision Server implementations.
While this seemingly does not affect the validity in any way, it lead to a potential
coupling of the implementations of the cloud system and the vision server. In
fact, in our implementation both modules share the same Python class for recipes,
and the vision server also comes with an internal gRPC client to use the detector.
When using third-party vision servers, more elaborate solutions might become
necessary. In particular, it might be necessary for the recipe to include the gRPC
client. This can be easily achieved if the recipe itself is represented as a Docker
image and would be executed as a container. However, we are not free to choose
the representation of the recipe, instead we must adhere to the representation
which is understood by the OPC UA server. It is not possible to suggest such
a representation, because, at the time of writing, neither the specification nor

82



5.5 discussion

prototypical implementations are available for consultation. If the manufacturers
should not agree on a common recipe representation, it would become necessary to
generate different representations of recipes for each individual manufacturer. This
would pose an undesired, additional effort for the integration of cloud functions.
However, being optimistic, we can expect a standardized representation. In any
case, it would be possible to fall back to the REST interface, although it comes with
a communication overhead compared to gRPC.

5.5 discussion

This chapter was aimed at finding an answer to the first research question:

To which degree can a service-based framework with a uniform interface support the formal
integration of various types of object detection and pose estimation methods?

As a first step, it is crucial to analyze the various types of object detection and
pose estimation methods with respect to their uniformity. We found that they can
be assigned to one of four categories, depending on their underlying functional
principle. We distinguished the joint and the separate detection paradigm, and
whether the methods use explicit object descriptors or encode the object’s appear-
ance implicitly. In most aspects, the four types can be used uniformly, but there are
some exceptions, because e.g. Deep Learning methods which fall into the category
of joint detection paradigm with implicitly encoded objects lack support for learn-
ing further objects after an initial training has been conducted. However, we also
showed that uniformity can be enforced by using joint detection methods under
the separate detection paradigm. Although the methods differ with respect to data
types, they all share the same data flow, which allows for a uniform interface.

This analysis is crucial for the subsequent steps and strongly impacts the design
of the uniform interface, it is therefore reasonable to discuss its validity. In Chapter 2

we thoroughly investigated the state of the art regarding object detection and pose
estimation methods. All of these methods have been considered during the analysis
and could be assigned to one of the four types. While the systematic is applicable
to all currently existing methods, it may be possible that new approaches with
a novel functional principle emerge. Let us for example imagine a detector that
simultaneously uses a 3d model and an image as input to predict the pose of the
previously unknown object in the image.6 Although the functional principle is
much different to any existing method, we can easily model it as a method with
explicit model description (namely the 3d model) following the separate detection
paradigm (because the method must be executed for each object individually). As
demonstrated in this example, novel methods can be assigned to one of the defined
categories and this analysis remains valid even for new methods.7 However, the

6 This example is inspired by the Deep Iterative Matching method by Li et al. [100], except that their
method requires an initial pose estimation and can therefore only be used for pose refinement, similar
to the Iterative Closest Points (ICP) algorithm.

7 Of course, a demonstration with one example is not a proof. However, the validity can be proven
with the following line of arguments: We showed that any method can be reduced to the separate
detection paradigm. Some sort of object description is mandatory in any case, or else it is not possible
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data flow in this example is significantly different from the analyzed methods,
because seemingly there is no training step required. Furthermore, the detection
step does not consider a 3d model as input. In this case, we can circumvent the
alteration by using the training process solely to input the 3d model, and the
detection process can then be used accordingly without the necessity to provide
this 3d model again. Although this might unnecessarily complicate the usage of
this particular method, it ensures uniformity. Our analysis therefore also seems
applicable to novel methods, albeit within reasonable bounds.

With the findings of the uniformity analysis in mind, we could proceed to focus
on the service-based framework and its uniform interface. We first reviewed
particular related works in more detail, namely Google’s approach to cloud APIs
and the OPC UA vision specification. Based on these, we developed a concept
that combines an established and practice-proven cloud API design guide with
OPC UA’s ease of integration into the manufacturing environment. We proposed
a cloud API with a deliberate virtualization strategy that allows to train and use
6d object detection methods on a Software as a Service (SaaS) basis. Furthermore,
our deployment strategy allows to integrate these detectors in an OPC UA vision
server in two different variants, either invoking the remote service or installing the
detector locally. A proof-of-concept implementation served to show the feasibility
of our concept and to identify potential weaknesses.

With respect to our research question, we shall discuss the following two aspects:

1. Do the designed service-based framework and the uniform interface really
support all types 6d object detection methods?

2. Is the designed framework and its interface indeed realizable?

The applicability of the designed framework to all types of detection methods
has been respected throughout the whole design process. The four categories of
detection methods differ e.g. with respect to their training characteristics. Some
methods are only capable of training one object, others are not capable of adding
further objects after an initial training. Both aspects can be solved internally (i.e.
by the detector itself) by duplicating the detector for each new training process.
This would allow for completely uniform use of detectors and does not require
awareness of their peculiarities. However, the interface can also model these
properties. E.g., if a client tries to add more than one object to a training procedure,
or if he or she tries to create a second training process, the service might respond
with a corresponding error message. This means that, effectively, the internal
restrictions of the detector types are communicated within the bounds of the
interface.

Similarly, this applies to the different data types (e.g. modalities, parameters)
required by the detectors. Parameters are modeled as generic key-value pairs
and images are modeled to potentially contain multiple modalities. However, the
interface must be extended if novel modalities are to be integrated, which might be

to formulate a pose. Whether an explicit descriptor is stored, or the description is encoded implicitly
then remains an arbitrary decision. On this basis, we can prove that even arbitrary novel methods
with novel functional principles can be assigned to one of the categories.
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a limitation for novel detection methods. Yet, we do not expect novel modalities to
appear frequently and the interface design ensures backwards compatibility.

The virtualization strategy requires every detection method to run inside a
container. Yet, in practice, detection methods tend to exploit the underlying
hardware to improve computational performance. E.g. LINEMOD exploits CPU
instruction sets and Deep Learning methods heavily rely on GPU computing.
Unlike VMs, containers are not completely isolated systems and it is in fact possible
to exploit the GPU inside a container, e.g. with Nvidia Docker [115]. We can
conclude that the designed service-based framework and its uniform interface
indeed support all types of 6d object detection methods.

Whether the designed framework is realizable has been investigated in Sec-
tion 5.4, where we set up a proof-of-concept implementation. We implemented all
core aspects of the framework and could demonstrate that it is indeed realizable.
However, there is a grain of salt. At the time of writing, there is no information
about the internal structure of recipes, which represent the detection routine in the
OPC UA Vision Server. As the concept comprises adding recipes to third-party
vision servers, it depends on the representations understood by those servers.
Further parts of the OPC UA vision specification are to be released in the future [6].
As more manufacturers start to adhere to the standard, we can observe the used
representations and whether or not a common representation can be agreed on.
However, even if no common representation can be found, the proposed concept is
not invalidated. It will merely require more effort to generate the recipes in the
appropriate format.

Coming to the end of this section, we can finally answer our research question. In
the course of this chapter we designed a service-based framework with a uniform
interface that supports all types of object detection and pose estimation methods to
a full degree. The only limitations are that the interface needs to be extended if
new modalities were required, and that there is not yet a common representation
for recipes of the OPC UA Vision Servers. Although this does not restrict the use
of the cloud-based 6d object detection API, it may strongly affect the integration
into the manufacturing environment. It must also be noted that, in the process of
modeling the detection methods, we assumed that it is generally possible to train
them on the basis of a 3d model. This poses a requirement for the detectors to be
integrated into the framework and will be the topic of the next chapter.

5.6 conclusion

In this chapter, we pursued the research goal to build a service-based framework
with a unified interface for all types of 6d object detection methods. We first
inspected the multitude of available detection methods with respect to their op-
erational uniformity as well as the uniformity of data flow and data types. This
abstraction has been key to constructing a uniform interface for the service-based
framework.

The proposed framework is inspired by established cloud vision APIs, it relies
on their utilized technology and adheres to their design guide. For a convenient
integration into the manufacturing environment, we combined it with the recently
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published OPC UA vision specification. We could thus merge the benefits from both
worlds. The 6d object detection API allows not only to offload computations, but
also to share knowledge and capabilities across different manufacturing sites. The
cloud-based data management enables vertical integration, which in turn facilitates
quality assessment and other means of improving the production processes. At the
same time, by adhering to the OPC UA standard, we ensure ease of integration into
the production process and facilitate communication with PLCs or other devices.

We can sum up the key contributions of this chapter as the following:

• identification of four abstract types of object detection and pose estimation
methods,

• proposition of a service-based 6d object detection framework with REST,
gRPC, and OPC UA interfaces and local or cloud-based operation modes,

• demonstration of the feasibility of the framework by means of a proof-of-
concept implementation.
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I N T E G R AT I O N O F C O N T E M P O R A RY M E T H O D S

In the process of designing the 6d object detection framework, we made the crucial
assumption that all methods can be trained from a CAD model. This assumption is
necessary, because it is prohibitively expensive to acquire large amounts of training
images with annotated 6d poses. In contrast, a CAD model is almost always
available in a manufacturing context, or a 3d model can be created at low cost.

In this chapter, we will investigate whether this assumption holds true, by finding
an answer to our second research question:

RQ 2: Feasibility of Training/Configuration

How well can contemporary object detection and pose estimation methods be auto-
matically trained and configured on the basis of a CAD model?

Taking a closer look, we can see that the question touches two aspects: First,
as already mentioned, the general ability to train on the basis of a 3d model, but,
second, also the automation of said training and configuration process. The 6d object
detection API addresses users without any expert computer vision knowledge.
These users should therefore be able to conduct the training (and detection) without
having to work out the settings of certain parameters the chosen method requires.

According to the research question, these two aspects shall be clarified for con-
temporary object detection and pose estimation methods. Making a comprehensive
analysis for all contemporary methods is, however, out of scope. We will therefore
focus on three specific detection methods that represent the various categories
and functional principles well. The first part of this chapter will hence determine
which particular methods we shall select. Each of the subsequent sections is then
dedicated to one of the methods and examines in detail the functional principle
and particularly the training routines. Furthermore, we can now close a gap of the
previous section, where the implemented detector merely was a simple mock-up
with no functionality.

The results and limitations will then be discussed in Section 6.5 and Section 6.6
concludes this chapter.

6.1 method selection

Picking exemplary methods could be conducted at will. However, it is desirable to
examine a set of methods that is highly representative for the lot of contemporary
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object detection and pose estimation methods. Furthermore, the informative value
of our analysis will be greater for a rather diverse set of selected methods than for
a more homogeneous one.

We can thus formulate the requirements for the selection process. The desired
set of methods shall be:

• representative for the state of the art, i.e. it should contain approaches that are
very competitive with respect to recognition performance and computation
time,

• representative for the five categories of detection methods presented in Sec-
tion 2.3, i.e. all contained approaches should be from different categories,
and

• representative for the four abstract types of underlying functional principles
identified in our uniformity analysis in Section 5.1, i.e. all chosen methods
should be of different types.

Moreover, it would be desirable if there were implementations of the individual
methods, because this would facilitate the detailed examination of the training
procedure.

A set of methods that satisfies these criteria is composed of the Point Pair Feature
Matching (PPFM) [37], LINEMOD [60], and Single Shot Pose (SSP) [161] detectors.
Let us briefly introduce each method and justify their selection.

The PPFM method is our first choice because of its superior performance in
the SIXD Challenge [68].1 The original PPFM has been introduced by Drost et al.
[37] and since then many extensions have been proposed. Although the method
is patented [35], several (at least partial) implementations exist, e.g. in OpenCV.2

The method works with point clouds of model and scene. It stores explicit model
descriptions in the form of a model hash table and follows the separate detection
paradigm, which means that the method is executed separately for each object.

The SIXD Challenge [68] also found template matching methods to range among
the best performing detectors. The particular method examined in the challenge
unfortunately does not provide an implementation [70]. It is however, an extension
of the LINEMOD detector by Hinterstoisser et al. [60] and mainly aims to speed
up its detection process. LINEMOD itself is very well documented [59, 60, 62] and
an implementation of the core algorithm is available in OpenCV.3 The underlying
principle is a joint detection paradigm with explicit model descriptions in the form
of RGB-D image templates.

Finally, the SSP algorithm is a representative for the Deep Learning methods
that recently started to emerge in the field. Although it cannot stand up to the
previous two methods in terms of detection performance, it by far outperforms
them regarding computation time. Due to its architecture, it can process an RGB

1 See Table 2.2 on p. 25, which lists the results of said challenge.
2 See https://docs.opencv.org/4.2.0/d9/d25/group__surface__matching.html (visited on 2020-01-

13).
3 See https://docs.opencv.org/4.2.0/d5/d08/namespacecv_1_1linemod.html (visited on 2020-01-

13).
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image in a single forward pass and suggest pose hypotheses in about 20ms. As
most Deep Learning methods, it does not compute an explicit model description
but instead implicitly encodes the object appearances in the parameters of the
network. It is designed to follow the joint detection paradigm, but Tekin et al.
[161] also used it within the separate detection paradigm for certain experiments
in which they tuned a single network for each individual object. Along with their
publication they also provided an implementation of their approach.

Having shortly introduced the methods, we find that our chosen set not only
satisfies the above mentioned criteria, but also promotes diversity of methods with
regards to their input modality. PPFM relies on depth images, LINEMOD uses
both depth and RGB images, and SSP makes predictions solely on the basis of an
RGB image. However, methods based on local features as well as machine-learning-
enhanced methods are not represented by this set. A method following the separate
detection paradigm with implicit model descriptions is missing, but we can argue
that SSP is similar to methods of this type and could also be used as such.

We can therefore be satisfied with the selected set of object detection and pose
estimation methods and dive into a detailed analysis of each method.

6.2 point pair feature matching

We will start by analyzing the PPFM method. More specifically, the examined
approach is based on the original PPFM as proposed by Drost et al. [37] but in-
cludes several modifications that aim towards more robust recognition of industrial
parts.4 First, we will describe the approach in more detail to learn how the model
description is built and how the method determines the object poses. We will then
make our framework integration analysis to answer the research question for this
particular method.

6.2.1 Method Description

PPFM is based on Point Pair Features (PPFs), which encode basic geometric rela-
tions of a pair of points from a given point cloud. Specifically, the pair consists of a
reference point pr and a target point pt. Drost et al. [37] used a basic PPF which
we already presented in Section 2.3.3 and is formally described as

PPF(pr, pt) = (‖d‖ , 6 (npr , d), 6 (npt , d), 6 (npr , npt)), (6.1)

where d is the vector from pr to pt and np the surface normal of point p. This basic
PPF thus describes the distance of both points as well as their corresponding and
relative surface orientations. The discriminative power of these features is high for
very structured surfaces, but low for planar or constant-curvature surfaces. Some
researchers therefore propose to encode further information into the feature, e.g.

4 The modifications have been worked out in a series of Bachelor’s and Master’s theses I have
supervised, particularly Kroischke [91], Krone [92], and Ziegler [182]. The works are also documented
in joint publications in Rudorfer and Kroischke [138] and Ziegler et al. [183]. In this dissertation,
however, we focus more on the integration of PPFM into the service-based 6d object detection
framework and not so much on the algorithmic modifications.
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color [26], edges [25, 34] or the point’s position on the plane [88, 183]. The latter is
illustrated in Figure 6.1.

npt
npr

pr

pt

vout,2

vout,3

vout,4

d

vout,1

Figure 6.1: The Point Pair Feature used in [183] has four more components (vout,1...4) that
describe the target point’s location on a potential plane. If the point is not
located on a plane, it still encodes distances to the next edge or surface, but
these cases are omitted for the illustration. Image from [183].

Irrespective of which particular PPF we choose, the remainder of the algorithm
stays the same, only that its computational complexity increases with a higher-
dimensional feature vector.

Relevant for the algorithm is the pose of the PPF within the object model and
within the scene. Drost et al. [37] showed, that for a given PPF in a given point
cloud, we can encode the pose of the PPF with only two values, the index of the
reference point ipr and an alignment angle α. The alignment angle α is calculated
by a deliberate sequence of transformations so that pr coincides with the origin
and its normal npr is aligned with the x-axis. The angle required to rotate the
PPF around the x-axis until the target point pt lies in the half-plane defined by
x-axis and positive part of y-axis is the desired value for α (see Figure 6.2). The
transformation is unique and represents the inverse of the feature’s pose. Although
encoding the pose with only two values might seem arbitrary, it drastically reduces
the complexity during the matching stage, where a Hough-like voting scheme is
used.
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Figure 6.2: The feature is transformed by first aligning pr to the origin and npr to the
x-axis. Subsequently, p′t is rotated to the upper xy-half-plane, which gives the
alignment angle α. Image from [91].
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Model Creation

Before diving into the matching process, we must first create the explicit model
description. As input serves a preprocessed point cloud of the model. The algorithm
then computes all model PPFs, i.e. the features from all possible combinations of
reference points and target points. The calculated features are discretized using the
sampling steps ddist and dangle for distances and angles respectively. For each of
the discretized PPFs, we determine the pose of the feature, which, as explained, is
composed of the reference point’s index and the alignment angle (ipr , α).

The features and their poses are then organized in a hash table. The discretized
PPF serves as key, and the pose (ipr , α) is the value. It is possible that multiple
point pairs yield the same discretized PPF, in this case there are multiple values
(i.e. poses) stored for a single key.

For an arbitrary Point Pair Feature from some scene we can now use the hash
table to determine in constant time if the model contains similar PPFs and if so,
which pose(s) they suggest. This will be heavily used during the matching stage.

However, we can already see why planar or constant-curvature surfaces are
problematic for PPFM. Due to the simple geometry, many point pairs will yield the
same discretized PPF, although they suggest different poses. Finding such a feature
in a scene will therefore lead to many different pose suggestions which do not help
determining the actual pose of the object. The more features a PPF contains, and
the smaller the sampling parameters ddist and dangle, the more different features
will be created. This leads to higher discriminative power but also requires more
memory for the hash table.

After the hash table has been constructed, the model creation stage is finished.
Note that, for being able to compute the pose from the stored values, we must
retain the point cloud of the model. The explicit model description therefore not
only contains the hash table but also the original point cloud.

Matching Process

Given a point cloud of a scene and the stored model description, we can initiate
the matching process.

We choose a subset of the scene points that will be used as reference points.5

Subsequently, we compute the PPFs with all scene points as targets and discretize
the features. It is now possible to determine which PPFs match the model by
checking their presence in the hash table. For all matching scene features we use
the above described method to encode the pose of the detected PPF within the
scene point cloud. Having described the feature’s pose both in the scene and in
the model point cloud, we are enabled to compute the transformation between
model and scene as in Figure 6.3. The illustration demonstrates that we can encode
the transformation with only three parameters: the index of the reference point
in the model point cloud imr , the scene reference point’s index isr , and the total

5 Scene point clouds can be relatively large and computing all Point Pair Features would be quite
expensive. Often, satisfactory results can be achieved with every 5

th scene point as reference point.
However, this parameter can be easily used to trade off matching time with recognition performance.
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alignment angle α = αm − αs.6 Encoding the transformation in a 3d space instead
of a 6d space allows for much more efficient voting.
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Figure 6.3: The transformation from model to scene can be computed for a given PPF using
the encoded pose of the model feature (imr , αm) and the encoded pose of the
scene feature (isr , αs). The transformation can be uniquely described with the
3-dimensional tuple (imr , isr , αm − αs). Image from [91].

The voting scheme is similar to the generalized Hough transformation. Each
of the matching features casts a vote for the pose(s) it suggests (determined by
the model hash table) and the pose with the highest number of votes will be the
most likely pose hypothesis. More specifically this is done by creating a 2d Hough
space for each scene reference point sr, as it allows parallelization of this step. The
first dimension is the index of the model reference point imr , it is discrete and
does not have meaningful neighborhood relations, because a point cloud is not
ordered and its indexes are arbitrary. The second dimension is the total alignment
angle which itself is a continuous value with meaningful neighborhood relations,
it must be discretized to construct the Hough voting space. This can be done
with the previously used dangle [37], but some authors prefer to use a dedicated
discretization step dff for this concern [12, 91], as it directly affects the accuracy of
the resulting pose hypotheses.

After all votes are cast, we extract the pose with the maximum number of votes
from each Hough space. In a last step, we must combine the information gained
from the individual Hough spaces and identify the poses which have the most
support. For a meaningful comparison of the poses we must now compute the
corresponding full 6d transform, as indicated in Figure 6.3. All poses are then
sorted according to the votes they have accumulated in their particular Hough
space. Based on these “raw” poses, a pose clustering is conducted. For each pose
we check if there is a cluster with similar pose, if yes, we add it to the cluster
and update the pose and weight accordingly, if not, we construct a new cluster
with the pose’s number of votes as weight. The n pose clusters with the highest
weight correspond to the final n pose hypotheses. The whole process is illustrated
in Figure 6.4.

Originally, the pose clustering was performed top-down, i.e. starting with the
pose that has accumulated the most votes [26, 37, 91]. However, some authors chose
to pursue a bottom-up approach instead [63, 183]. Furthermore, some extensions

6 To distinguish reference points from scene and model, we change the notation from pr to mr if it
concerns the model and sr if it is a scene reference point.
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Figure 6.4: From each 2d Hough space the pose with the highest number of votes is
extracted and the full 6d pose is computed. These raw poses are then organized
in pose clusters. The clusters with the highest accumulated weights are the final
hypotheses and ideally resemble the object poses. Image from [91].

then check for object symmetries and merge clusters that represent equivalent
poses [45, 183]. Others only allow a hypothesis to be merged with a cluster if no
other hypothesis with the same model point has voted for this cluster before [63].
As the hypotheses come from different scene reference points, they cannot belong
to the same model reference point and are more likely caused by clutter in the
scene that coincidentally resembles a model feature.

This concludes the PPFM algorithm. However, several potential post-processing
steps haven been proposed, such as refinement using Iterative Closest Points (ICP)
or further pose verification steps [92, 117, 174].

6.2.2 Framework Integration Analysis

For a successful integration into the 6d object detection framework proposed in
Chapter 5, it must be possible to train the PPFM method from a CAD model, and
it must be possible to use default parameters for successful training and detection.
We will now discuss each of the two aspects for the described method.

Training from a CAD Model

PPFM uses point clouds as input for both model and scene. It is generally possible
to convert a CAD model into a point cloud. For example, the open source mesh
processing tool MeshLab [27] includes functions to sample points from the surfaces
of the CAD model, along with normals that correspond to the original surface
orientations and need not be computed from the sampled points. The model point
cloud is typically sampled so that the distance between points also resembles the
feature discretization step ddist [12, 37].

Automatic Training and Configuration

Whether the training and configuration can be done automatically mainly depends
on the parameter settings. These must allow to achieve reasonably good recognition
performance without manual adjustment of a single parameter. This means that
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either the parameters must apply to all objects, so that we can use the same default
value in any case, or that we can derive good parameter values automatically.
Regarding the latter, we have to bear in mind that there is no annotated training or
testing data available and we cannot optimize recognition performance by direct
validation of the results.

Based on the above method description, we have the following parameters to
discuss:

• ddist – feature discretization distance, point cloud sub-sampling step,

• dangle – feature discretization angle,

• srp – scene reference point step,

• dα – α-discretization of the voting spaces,

• n – number of pose hypotheses to be returned.

The parameters ddist and dangle are required to discretize the PPFs. Furthermore,
the same ddist is typically used for down-sampling of the model and scene point
clouds [37]. To account for objects of different sizes, this value is set relative to the
object’s diameter. In practice, this parameter is set to values from 0.025 · diam(M)

to 0.05 · diam(M) [138]. The effects of ddist on the recognition performance and
computation time can be observed in Figure 6.5, it can thus be used to trade off
both properties. The feature discretization angle dangle typically ranges between
8° [37] and 12° [12].

Figure 6.5: Left: Recognition rates improve when the point clouds are finely sub-sampled
and feature discretization is more fine-grained (small ddist), and also if more
scene points are used as feature reference point (small srp). Right: The same
settings, however, also cause the average matching time to increase exponentially.
Images from [138] and [91].

During matching, the scene PPFs are computed using only every srp
th point of

the scene as reference point. The parameter srp therefore can similarly to ddist be
used to trade off recognition performance and computation time. This effect is also
illustrated in Figure 6.5. Typical values range from 2 [91] to 10 [174], however, they
also depend on the setting of ddist and the size of the scene point clouds. For large
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scene point clouds and small reference point steps the matching might become
intractable. This issue is aggravated if the object is very small, because this affects
ddist which in turn leads to finer sub-sampling of the scene and consequently to a
larger point cloud.

The α-discretization of the voting spaces is sometimes conducted with a separate
parameter dα instead of the feature discretization angle dangle. However, as many
authors do not separate these concerns [37, 63, 183] and use dangle for both, it
should not be necessary to consider this additional parameter separately.

The subsequent steps of the algorithm do not require particular parameter
settings. However, the number n of desired object poses to be returned must
be specified, as the method never actually decides how many of the generated
hypotheses correspond to an object appearance and how many might be false
positives instead. This parameter can be set fairly simple, because we can use some
arbitrary default setting such as n = 1 if the user does not specify the expected
number of instances.

Summary

Finally, we can say that it is feasible to integrate PPFM into the service-based
6d object detection framework. The model description can be easily computed from
a CAD model. Regarding the parameters, most of them can be set to reasonable
default values, either for all objects uniformly or dependent on the object’s size.

However, we have also seen that the two parameters ddist and srp can have a huge
impact on recognition performance and computation time. As an optimal setting
would also depend on the specific input (i.e. the size of the scene point cloud) and
the requirements of the user (w.r.t. performance / computation time), it could be
beneficial to adjust these parameters individually. While the feature discretization
and sub-sampling step ddist is already required for training, the scene reference
point step srp can be modified for each individual detection process.

It must be furthermore noted that PPFM is not capable of solving the uncon-
strained detection problem in which it is not known beforehand how many in-
stances of an object are present in the given scene. A specification of the expected
number of instances is always necessary, although it can be set arbitrarily.

6.3 linemod

LINEMOD is a representative of the template matching methods. It uses RGB-D
templates as explicit model descriptions and follows the joint detection paradigm.
As for PPFM, we first describe the method and subsequently discuss its integration
into the proposed framework.7

7 The presentation of the approach as well as the discussion are supported by the work of Elmiger
[40], a Bachelor’s thesis I have co-supervised. The implementation is publicly available at https:
//gitlab.tubit.tu-berlin.de/antone/LINE-MOD-Pipeline (visited on 2020-01-16).
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6.3.1 Method Description

The description of the LINEMOD algorithm is scattered across several publications,
namely Hinterstoisser et al. [61, 59, 60, 62]. The first three publications [61, 59,
60] are concerned with the core algorithm and more specifically with the features
used during template matching and an efficient implementation of the matching
process. The latter [62] then introduces the pose estimation framework, i.e. the
creation of templates from a 3d model and post-matching steps to determine and
refine the pose hypotheses. In this section we describe the complete framework,
starting with the model-based view-point sampling and the extraction of features,
continuing with the matching process and finally describing the post-processing
and refinement steps.

Model-based Template Generation

The first step of the algorithm is the creation of templates from a given 3d model.
The object can only be recognized if there is a template for the particular appearance
of the object. It is therefore crucial to sample enough view points to ensure a
sufficient coverage of the object. However, this must be done deliberately, because
an increasing number of templates also linearly increases the computational effort
for matching.8

To achieve a uniform view point sampling, Hinterstoisser et al. [62] use an
iteratively refined icosahedron as illustrated in Figure 6.6, where each vertex
resembles a camera position. In their use case, objects are only seen from above,
and hence a sampling of the upper hemisphere is sufficient. Nevertheless, in
addition to the view points, further in-plane rotations are required to account for
different orientations in the image, and, moreover, the view points must be sampled
at different scales to cover a range of distances from the object to the camera. For
each of the determined camera poses an RGB image as well as a depth image is
rendered to create the raw templates. The rendering process requires knowledge of
the camera parameters.

Hinterstoisser et al. [62] reported that using approximately 2000 camera poses
(for the upper hemisphere) is a good trade-off between recognition performance
and computation time. Specifically, they used niter = 2 iterations for subdividing
the icosahedron, leading to 162 vertices, and a scale sampling step of dscale = 10cm.
For each view-point, in-plane rotations have been sampled with a sample step of
dangle = 15°.

Feature Extraction

Using the raw RGB and depth templates for matching purposes would be in-
tractable, hence only very specific features are extracted that describe the object’s
appearance well.

Methods like Scale-Invariant Feature Transform (SIFT) [105] and Histograms of
Oriented Gradients (HOG) [29] have proven that gradient-based features work well

8 Hodaň et al. [70] later showed that it is possible to achieve sub-linear complexity.
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Figure 6.6: Left: The object model is surrounded by a half-icosahedron. The vertices of
the icosahedron resemble the camera positions for the generation of templates.
The number of camera positions can be increased by iteratively inserting an
additional vertex at the center point of each edge and adjusting the distance
of the point to the origin. Middle: icosahedron after one iteration. Right:
icosahedron after two iterations. Image from [40].

for RGB images. They are robust to illumination changes and noise, and hence
LINEMOD also relies on gradients. More specifically, it samples a small set of
image locations that contain the most dominant gradients. These are sampled in a
way that they are reasonably scattered on the contour of the object.9 The image
locations are then only described as the quantized orientation of the dominant
gradient. The orientation is quantized in one of eight bins, whereas the direction
of the gradient is ignored (i.e. 0°− 180° instead of 0°− 360°). It is further on
represented as an 8-bit number, where each bit corresponds to one orientation
bin, i.e. all bits except the bit corresponding to the particular orientation of the
gradient are set to zero. The description of one template is hence only a list of
image locations with their respective gradient orientation in binary representation.

The depth templates are processed similarly. The surface normals are computed
and used as features. In contrast to the color gradients, the surface normals are
more descriptive for the shape of the object’s body and not its contours. Both
modalities are therefore complementary. Again, a small subset of discriminative
image locations is determined and the orientations of the corresponding surface
normals are quantized and represented in a similar binary fashion. Consequently,
the description of one depth template is the list of image locations and the respective
normal orientation in binary representation.

Matching Process

The matching process aims to detect the stored templates within a given RGB-D
image of a scene. We must therefore evaluate the similarity of each template
at every position of the image. As each template now only consists of several
locations and their respective orientations, we only need to check these locations
and compare them with the scene.

Let us introduce some notation to explain the matching function. The template
T has a set of locations P where one particular location is denoted with r. The
template shall be evaluated at position c of a given scene image I . The gradient

9 The gradients of the object’s contour are often the most dominant ones. This is particularly true for
textureless objects.
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orientation at T (r) must hence be compared to the gradient orientation at I(c + r)
for all r ∈ P . A cosine similarity function fcos is used to accomplish this.

Figure 6.7 illustrates the matching and visualizes the notation.

Scene Image 𝐼 Template 𝑇 

𝑟1 

𝑟2 

𝑟3 
𝑐 + 𝑟1 

𝑐 + 𝑟2 

𝑐 + 𝑟3 

𝑐 

𝑅(𝑐 + 𝑟3) 

Figure 6.7: A visualization of the notation used for LINEMOD template matching.

However, template matching methods often suffer from small translations or
deformations of the object. As a countermeasure, the orientation at T (r) is not only
compared with its direct correspondence at I(c+ r), but also with other orientations
within the neighborhood R of I(c + r) and only the maximum similarity is kept.
The similarity ε(I , T , c) of the template T at position c in the image I can then be
described as the sum of the maximum similarities at all examined locations r ∈ P .

ε(I , T , c) = ∑
r∈P

(
max

t∈R(c+r)
fcos (T (r), I(t))

)
(6.2)

To make the similarity computation tractable for a large number of templates,
the aforementioned binary representation is exploited. More specifically, the scene
image I is also converted to a binary representation which contains the quantized
gradient orientations and stores them in the same binary 8-bit pattern for each pixel.
To increase the robustness as intended, each pixel now also accumulates the gradient
orientations from its neighborhood R. The scheme is depicted in a simplified form
with five orientation bins (hence 5-bit numbers) and a local neighborhood of 3× 3
in Figure 6.8. In practice, eight orientations and a larger neighborhood are used [59].
Due to the binary pattern, the neighborhood aggregation can be implemented with
a simple OR operation. The resulting binary representation of the scene image is
denoted with J .

Now both the relevant image location of the template as well as the corresponding
scene image pixel including its neighborhood are described in T (r) and J (c + r),
respectively, with the same 8-bit patterns. Computing the similarity of T (r) and
J (c + r) thus already includes the max operation from Equation 6.2. In fact, we
have only eight different values for T (r) (as only exactly one value is set to 1) and
28 − 1 potential values for J (c + r) (because all combinations are possible, except
all zeros). The similarities of all 8 · (28− 1) possible combinations are pre-computed
and stored in look-up tables for efficient retrieval (“gradient response maps” [59]).
These look-up tables can be used for all templates and all scene images, hence
the cosine similarity fcos in Equation 6.2 does not need to be evaluated during
matching and the matching process can be much faster.
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Figure 6.8: Construction of the binary representation of the gradient orientations in the
RGB scene image I . The quantized gradients of the RGB image are displayed
in orange. Each pixel then accumulates the orientations within a 3× 3 neigh-
borhood R to improve robustness w.r.t. small deformations (blue). From this,
the binary representation J is derived. Image from [59].

While we described the matching process for the RGB image, it is in fact very
similar for the depth images, as the orientation of surface normals can be described
with the same binary pattern. The similarities are computed individually for each
modality and the sum of both gives the multi-modal similarity. The locations c in
the scene image that yield similarities above a certain threshold τmatch are considered
a match.

Post-processing

As the matching solely focuses on orientations of gradients and surface normals, it
is possible to sort out potential false positives using the absolute color and depth
informations in two outlier removal steps. In the first step, it is checked whether
the hue of the scene image resembles the color of the RGB template (using Hue,
Saturation, Value (color space) (HSV) color space). The second step then compares
the depth of the scene with a rendered model in the pose of the corresponding
template. Respective color and depth difference thresholds τcolor and τdepth are used
to filter the matches.

Each of the matches corresponds with a certain template, and, based on our
view-point sampling, we know the object’s pose in the template. However, as
the actual pose might not exactly match the pose in the template, a refinement
of the pose hypotheses is reasonable. This is conducted with ICP in two steps:
First, a large number of matches is iteratively refined using only a small subset of
the available points. Second, a refinement with more points is conducted for the
hypotheses that have been aligned best in the first step.

This leaves us with a small number of pose hypotheses that ideally correspond
to the object’s actual occurrences.

6.3.2 Framework Integration Analysis

Again, we will answer the research question for this particular method by first fo-
cusing on whether the training based on a CAD model is possible and subsequently
examining the required parameter settings.
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Training from a CAD Model

Unlike PPFM, which directly utilizes the 3d model of the object, the LINEMOD
detector works with RGB and depth templates. The acquisition of these templates
is conducted by rendering the CAD model in various poses, as explained in the
previous section. We can therefore conclude that it is generally possible to train
this method based on a CAD model.

Automatic Training and Configuration

Several parameters must be considered for an optimal setting. Let us first regard
the parameters of the view-point sampling stage:

• niter – number of iterations for subdividing the icosahedron,

• dangle – sample step for in-plane rotations per view-point,

• dscale – scale sample step.

As mentioned before, a fine sampling of view-points can improve the recognition
performance, but at the same time it increases the computational effort. It is there-
fore desirable to find a setting which balances both properties well. Hinterstoisser
et al. [62] examined the effects of different settings and their results are shown in
Figure 6.9. They found that a reasonable trade-off can be achieved with niter = 2,
dangle = 15°, and dscale = 10cm.

Figure 6.9: Trade-off between matching scores and number of templates (i.e. computational
effort). Left: Both characteristics based on the number of vertices for niter =
{1, 2, 3}. Middle: Matching scores for different settings for dangle and dscale.
Right: Number of templates for the settings of dangle and dscale. Image from
[62].

However, we have to bear in mind that these results have been generated for a
specific dataset, in which the objects are

• only seen from above, i.e. view-points from the lower hemisphere could be
omitted,

• known to be 65cm− 115cm far from the camera, i.e. dscale = 10cm leads to
6 scales.

These are very specific restrictions of the general, unconstrained 6d object detection
task. To solve the unconstrained problem we must sample view-points of the
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whole sphere thus doubling the number of templates. Accounting for the range
of distances is, however, not as easy. Based on a given set of camera parameters,
we can compute the area the object occupies in the image. We can then define
a minimal area that is required for recognizing the object and a maximal area
based on the size of the image, and from that we can suggest bounds for the
scale sampling. Nevertheless, in practice, this approach will always lead to an
unnecessarily high number of templates and thus to long matching times.

There are approaches to alleviate this problem. We have shown that it is possible
to drastically reduce the number of required view-points if the object is rotationally
symmetrical [40], as indicated in Figure 6.10. Although this only affects some cases,
industrial parts in practice relatively often exhibit symmetries. Furthermore, even
if we generate a large number of templates to account for all views and scales, it is
possible to exclude templates from the matching. Based on the depth image, we
can find out which scales are relevant for matching and only use the templates
within that range. And, lastly, Hodaň et al. [70] extended the LINEMOD detector
to accomplish a sub-linear complexity which allows to use more templates without
stressing the matching time.

Figure 6.10: If the object is rotationally symmetric, the icosahedron approach can be
dropped and it is sufficient to sample view-points from a single meridian.
Image from [40].

We must furthermore discuss the parameters required for matching and post-
processing. These include:

• τmatch – the similarity threshold above which we will accept a template to
match the scene at a certain position,

• τcolor – the difference threshold for the color verification, and

• τdepth – the difference threshold for depth verification.

The matching threshold τmatch can be used to trade off recognition performance
and matching time. We tested several values in [40] and the results are displayed
in Table 6.1. With a higher matching threshold, templates can be discarded earlier
and the matching process is accelerated. Moreover, fewer matches enter the post-
processing stage which also has a large impact on computation times. At the same
time, more true positives are disregarded which reduces the recognition rate.

With the color and depth difference thresholds, however, it is more complicated.
Brachmann et al. [17] report that “the two outlier removal steps are crucial to
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Table 6.1: Effect of the matching threshold τmatch on processing times and recognition
performance using the LINEMOD dataset [62]. (Results from [40]).

τmatch (%)
Matching
Time (ms)

Post-processing
Time (ms)

Recall (%)

80 735 880 97.15

85 244 40 95.52

90 122 3 88.22

achieve the reported results. [...] Unfortunately the correct values differ strongly
among objects and have to be set by hand for each object.”10 We verified this issue
in [40] and found that identifying a good setting is particularly hard for objects
with reflective surfaces, as the color changes to a greater extent due to reflections
and depth values are not as reliable as for matt surfaces. Hodaň et al. [70] also
rely on the two post-processing steps, they alleviate the problem by setting the
depth threshold depending on the size of the object model. The color check is
performed as in the original method, no further information are given. However,
as this method performed well in the SIXD Challenge [68] – which requires the
same settings for all objects – we can assume that it is possible, albeit not trivial,
to find a default parameter setting to achieve reasonable detection performance.
Nevertheless, tuning the parameters object-specifically would likely further improve
the recognition rates.

There are several other parameters regarding the refinement procedure with
ICP. However, their effect is not decisive, and we can adopt the default settings of
available implementations.

Summary

Finally, we can say that it is feasible to integrate LINEMOD [62] into the service-
based 6d object detection framework. The model descriptions can be computed
from a CAD model by rendering color and depth templates from a sufficient
number of view-points.

Regarding the parameters, there are two issues. First, we have several parameters
governing the generation of the templates and as a rule of thumb we can say
that more templates will yield a better detection performance. However, at the
same time it would slow down the matching process. By specifying the range of
view-points of the target application, the amount of templates to be generated
and matched could be greatly reduced. As these are application-specific and not
method-specific information, we can expect an operator to provide the parameter
values.

10 Brachmann et al. [17] also mention the work of Rios-Cabrera and Tuytelaars [133] and claim that they
were able to learn the two object-specific thresholds with a machine-learning-enhanced approach.
However, examining the respective publication [133] does not support this claim. Rios-Cabrera and
Tuytelaars [133] say that they also relied on the two outlier-removal steps, but it is not mentioned
how the thresholds were set. The machine learning part focused mainly on another issue, namely
identifying the most discriminative regions within each template by using negative training images.
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The second issue is that the distance and color thresholds τdepth and τcolor of
the two post-processing steps seemingly require object-specific tuning. There is
evidence that the parameters can greatly affect the recognition rates. For non-skilled
users it is not trivial to adjust these parameters by hand, hence this should be
avoided. Extensions of LINEMOD [70] and corresponding benchmark results [68]
suggest that it is generally possible to find reasonable parameters that apply to
many objects, therefore we do not question the general feasibility of integration in
the framework. It remains, however, a potential difficulty.

6.4 single shot pose

The third and last method of our selected set is the Single Shot Pose (SSP) approach
by Tekin et al. [161], which is a representative of the Deep Learning methods.

As for the other methods, we will first describe the functional principle of SSP
and subsequently perform a framework integration analysis. We can, however,
already anticipate the outcome – SSP is not designed to be trained from a CAD
model. Therefore, there will be a further sub-section to present my ideas and
experiments towards automatic training of SSP from CAD model.11 We will then
afterwards conduct the framework integration analysis considering the adapted
approach.

6.4.1 Method Description

The main idea of SSP is to estimate poses in one single forward pass through a
Convolutional Neural Network (CNN), hence the name Single Shot Pose. It extends
the prominent single shot 2d detector You Only Look Once (YOLO)v2 [130] to also
predict a 6d pose. Sometimes researchers therefore also refer to SSP as 6d-YOLO.

We will now first examine the network architecture and subsequently explain
the training procedure.

Network Architecture and Pose Estimation

YOLO as 2d detector is already capable of predicting 2d bounding boxes for a wide
range of object classes and it does so very fast: Redmon et al. [129] report that
they can process streaming video in real-time, given an appropriate GPU (Titan X).
The extension of Tekin et al. [161] therefore only concerns the estimation of the
pose. In the state of the art, Section 2.3, we mentioned three different types of
Deep Learning approaches: 1. pose estimation as classification problem (distinction
between a pre-defined number of poses), 2. direct regression of the 6d pose, and
3. regression of the 3d bounding box. SSP is of the latter type and hence predicts
the 2d image locations of the projected vertices of the object’s 3d bounding box.
Figure 6.11 shows the architecture of the network and illustrates the processing
steps.

11 The work with SSP is supported by several Master’s theses I have supervised, namely Neumann
[111], Lehmann [95], and Szalkiewicz [157]. Parts of the work have been published in Rudorfer et al.
[140]. The works mainly concentrated on training the SSP with synthetic data.
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Figure 6.11: Architecture of the SSP network and illustration of different processing steps.
From left to right: An exemplary input image; the image is sub-divided into a
grid of cells; each cell makes a prediction; each prediction contains 9 2d points,
the class probabilities and a confidence value. Only the four cells actually
containing an object are visualized in this figure. Image from [161].

The SSP network takes RGB images as input and processes them with its fully
convolutional architecture. In other words, it does not have any fully connected or
other fixed-size layers. This effectively allows to scale the network to differently
sized input images. YOLO’s convolutional and max pooling layers have been
adopted, only an additional pass-through layer has been inserted to use more
fine-grained features in a later stage of the network.

During the processing, the image is down-sampled by a factor of 32. This means,
that using e.g. an input image of size 416× 416 leads to an output feature map
of 13× 13. This can be perceived as sub-dividing the input image into a grid of
13× 13 cells. The cells are also called anchor boxes and each of these will produce
an output The output contains the probabilities for each class {p1(x), . . . , pC(x)},
a confidence value c(x), and nine 2d image locations {(x1, y1), . . . , (x9, y9)}. The
latter resemble the eight corners of the 3d bounding box as well as the centroid and
are given as offsets relative to the anchor box. Whereas the centroid is bound to be
within the associated cell, the corner points can as well be outside of it. As each
cell might contain multiple overlapping objects, it does not only predict one output
vector but five. Tekin et al. [161] hence assumed that at most five objects can be
present in one a single grid cell. As a result, the network produces 5 · 132 = 845
predictions.

For the computation of the pose, only the best predictions are taken into account.
A class-specific confidence cclass(x) is computed by multiplying the predicted
class probability max{p1(x), . . . , pC(x)} with the confidence value c(x). Predic-
tions with a class-specific confidence below a certain threshold cclass(x) < τcon f
are ignored. The remaining predictions are inspected in the context of a 3× 3
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neighborhood, because objects are likely to spread across the cells’ borders. To
avoid multiple detections and improve the pose accuracy, the adjacent predictions
are combined using a weighted average based on the confidence scores. Finally, a
Perspective-n-Point (PnP) algorithm [97] is used to compute the 6d pose based on
the correspondences of the predicted 2d projections with the actual 3d points of the
object’s centroid and the bounding box corners (which are given by the 3d model
of the object). No further refinement steps were conducted by Tekin et al. [161].
However, the typical post-processing steps could be integrated to improve the pose
accuracy.

Training Procedure

To train the network, Tekin et al. [161] used the following loss function L:

L = Lpt + λcon fLcon f + Lid (6.3)

where Lpt denotes the coordinate loss, Lcon f the confidence loss, and Lid the
classification loss. The former two are based on mean-squared error, whereas the
latter uses a cross entropy loss function. The weight factor λcon f is set to 5 for cells
that contain objects, and 0.1 for cells that do not, for reasons of model stability.
This makes sense because the confidence values solely relate to the pose accuracy
(which is not meaningful if no object is present). More specifically, the ground truth
confidence values are computed as a function of the distance from the predicted
bounding box points to the corresponding ground truth points.

As training data, annotated RGB images are required. Extensive augmenta-
tions are used to increase the amount of training variations and thus improve
generalizability. This includes randomly changing hue, saturation and intensity
as well as randomly scaling and translating the image. Tekin et al. [161] created
further training images by replacing the background with random images from the
PASCAL Visual Object Classes (VOC) dataset [43].

The weights of the network have been initialized with parameters of the YOLOv2

network, trained on ImageNet [142]. Stochastic gradient descent was used with a
learning rate of 0.001 which is divided by 10 every 100 epochs.

6.4.2 Towards Training From CAD Model

The SSP network learns its parameters from a large amount of annotated training
images. However, for a successful integration in our service-based 6d object
detection framework, we require a training procedure solely based on the CAD
model.

Choosing an Approach

As for LINEMOD, we could render the object’s model to create images for training,
but learning-based methods suffer from the gap between source and target domain.
The target domain is the distribution of the real data, i.e. the images the network
will have to process when deployed in production. By rendering synthetic images,
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we create a domain with a different distribution, which we call the source domain.
If the differences are too big, a CNN that learned on the source domain will perform
poorly on images form the target domain.

In the state-of-the-art Section 2.4 we investigated three research approaches to
learn from less annotated training data. Let us recapitulate their aim and the
specific requirements for their use, so we can decide which approach is most
suitable in our use case.

• Photo-realistic Rendering:

– Creation of a synthetic source distribution that is as close as possible to
the target distribution.

– Requires an elaborate pipeline to render realistic-looking, annotated
images.

• Domain Randomization:

– Creation of a source distribution that has a much higher variance than the
target distribution and is therefore likely to include the target domain.

– Requires a pipeline to synthesize annotated images with high variance.

• Domain Adaptation:

– Learning the transformation from the source distribution to the target
distribution.

– Requires source domain images and means to model the target distribu-
tion (e.g. unlabeled samples from the target domain).

Setting up the pipeline for photo-realistic rendering involves tremendous manual
effort, particularly for the preparation of realistic scenes (as in [69]). The pipeline
required for domain randomization is of a more general nature, which is more
suitable for our use case. Domain randomization can be compared to data augmen-
tation, which has also been applied by Tekin et al. [161]. The difference is, however,
that the former creates a new source domain, whereas the latter augments real
samples from the target domain. Lastly, domain adaptation approaches need to
model the target distribution from unlabeled samples. We can consider it manage-
able to collect unlabeled images from the target application. Although this is not
specifically modeled in the uniform interface of our 6d object detection framework,
a link to some unlabeled training images could also be included as method-specific
parameter. Thus, we do not necessarily need to exclude this option. However, it
also requires a pipeline for the generation of synthetic training data.

Creating Synthetic, Annotated Images

To create the training images, we follow the domain randomization approach,
not unlike [163]. All the details of our render-and-compose pipeline are published
in Rudorfer et al. [140], here I will describe it more briefly and focus on the results.
The pipeline creates training images as indicated in Figure 6.12. A range of object
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Figure 6.12: The render-and-compose pipeline for image creation. Image from [140].

views are generated by rendering the model, and, subsequently, these views are
composed onto random, real background images.

The view-points are sampled using the turntable approach with Euler angles to
rotate camera and object. We use a fixed distance during rendering and account for
the scale at a later stage. Two light-sources with varying brightness are randomly
positioned in the scene. After rendering the object view, we augment it by randomly
changing hue, saturation and illumination. We also scale the view in the range of
0.6 – 1.6, which covers the scales of the target domain (this is computationally faster
than rendering views in different scales). The augmented views are then composed
onto random, real background images from the COCO dataset [102]. We also
add distractor objects to the composite images. To create the annotation, we can
compute the pose of each object view based on the view-point during rendering,
and from translation and scale during composition.

Experiments

We implemented the pipeline using Blender for rendering and OpenCV for compo-
sition of the images. For the evaluation, we compare two variants of our method
(with and without HSV augmentation) to the results of Tekin et al. [161] who used
the LINEMOD dataset [62]. They split it into training and test sets and we use the
same test scenes for the evaluation. To measure the recognition performance, we
use the ADD and the Intersetion over Union (IoU) metrics. Note that the latter
only describes the similarity in appearance and does not directly check the 6d pose.
The results are displayed in Table 6.2.

The results demonstrate that training based on real data with extensive data
augmentation is superior. Of the two render-and-compose approaches, interestingly,
the one without color augmentation performed slightly better. For all approaches
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Table 6.2: Comparison of our render-and-compose approach with training on the real data.
Reported values are percentages of correctly estimated poses averaged over all
objects. [140]

Metric real [161] ours w/o HSV aug. ours w/ HSV aug.

ADD10% 54.88 6.10 5.59

ADD50% 96.62 36.37 31.27

IoU50% 99.94 87.31 48.71

we observe a strong dependency on the used error metrics. Relaxing the pose
acceptance threshold of the ADD metric to an average point distance of 50% of
the model’s diameter already greatly increases the recall. The IoU metric, which
is even more permissive, yields even better results. This demonstrates that the
2d detection of the object instances works reasonably well (e.g. 87.31% for our first
variant), but the network has difficulties to estimate accurate poses.

We made further investigations to quantify the effects of rendering and com-
posing separately. We therefore introduced two partial variants, where one uses
real object views and composes them on random background images, whereas the
other uses synthetic object views and composes them onto the original LINEMOD
images. Both partial variants are compared to the completely real and synthetic
variants in Table 6.3 for the two objects cat and iron.

Table 6.3: Effects of rendering and composing on the recall, using the ADD10% metric. [140]

Correct Poses (%)
Object Background Cat Iron

real real 55.4 78.0
real COCO 48.3 34.6

rendered real 6.9 29.7
rendered COCO 9.3 8.8

Both the rendering as well as the composing seems to have a strong effect on
the recognition rates. However, the effects are not very clear and do not indicate
that one part is more important than the other. Furthermore, some values are
unexpected, e.g. the 6.9% recall for the rendered cat on real backgrounds, which is
even worse than a completely synthetic training.

Discussion

We have proposed a method to generate purely synthetic data for training the SSP
and tested it against the results of Tekin et al. [161] on real data. The proposed sys-
tem is generally capable of recognizing the objects, but it fails to estimate accurate
poses. Although this could be partially alleviated with subsequent pose refinement
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(e.g. ICP), it is more desirable to further improve the training procedure. At last,
the training is a one-time effort whereas a pose refinement must be conducted for
every detection.

Notably, the variant with color augmentations was supposed to generalize better
due to the greater variation during learning, but in the end, it performed worse than
the variant without color augmentation. We speculate that our specific training
routine favors the latter variant. If the source distribution has more variance,
it covers a larger space and presumably requires more training samples than a
narrower source distribution.

A finer investigation on the individual effects of the rendering and composition
stages revealed that both parts play an important role. However, we also encoun-
tered unexpected values, which led us to further investigations. We conducted an
experiment where we trained SSP for the cat object with the same data and same
initialization 89 times, and found that the validation scores varied strongly. While
most values were in the range of 20% to 43%, there were also outliers below 10%.12

Based on this revelation, we must question the reliability of the findings from the
previous experiments. We conclude that the training routine must be optimized to
yield more reliable results.

As investigated in [95], a higher validation result indicates that the test result is
better as well. It may therefore be an option to train multiple models and choose
the trained model that performs best on the synthetic validation dataset. However,
although we can choose the best model, it is not possible to estimate its absolute
performance without a real test dataset.

6.4.3 Framework Integration Analysis

The Single Shot Pose network is a Deep Learning approach, which generally consist
of two parts: First, the detection algorithm, i.e. the network itself, and second,
the training procedure, i.e. the learning of the parameters that implicitly encode
the object appearances. In comparison to the previously investigated methods,
the focus now lies much more on the training procedure than on the detection
algorithm. Once the network is trained, there is basically only one more parameter
that governs the detection performance, namely τcon f , the confidence threshold
below which predictions will be ignored. It can naturally be used to adjust the
sensitivity of the detector. For the remainder of this analysis, we will therefore
concentrate on the training procedure.

Training from a CAD Model

The training procedure of Tekin et al. [161] made extensive use of data augmentation
techniques to increase the amount of training variations. However, this procedure
still relies on a small set of real, annotated images, which cannot be generated from
a CAD model. The SSP thus cannot be integrated in our service-based 6d object
detection framework as is.

12 The values denote the recall based on the 5cm5° metric. The details for this investigation can be
found in [157, p. 42].
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We therefore proposed a procedure which applies our render-and-compose schema
to generate training images from a CAD model [140]. Unfortunately, in our
experimental validation it became obvious that the recognition performance is
inferior to training with real images. More specifically, the network was able to
recognize the objects (i.e. perform 2d detection) but the estimated pose hypotheses
were to inaccurate. On the one hand, this demonstrates the technical feasibility
of such a model-based training procedure, but on the other hand, it also shows
the complexity of the pose estimation task. More elaborate approaches have to be
found in order to achieve satisfactory pose accuracies.

Automatic Training and Configuration

Similarly to LINEMOD, the generation of training images includes a view-point
sampling. Similar issues therefore also apply to this approach, however, their
effects are slightly different. For LINEMOD, using more view-points generally
slows down the detection. For SSP instead, it only affects the training stage, which
is less serious as it is only conducted once.

However, the effects on the training of the network are less foreseeable. In [140],
we made experiments with different numbers of object views. The results reported
in Table 6.4 indicate that a larger number of views does not necessarily improve the
recognition performance and instead bears new difficulties. We can therefore as-
sume that specifying the range of potential view-points for a particular application
may drastically facilitate the training.

Table 6.4: Effects of number of view-points on the recall, using the ADD10% metric. For
the bottom row, multiple object instances were present in the images. [140]

Correct Poses (%)
Object Views Training Images Cat Iron

180 720 5.3 16.7
440 2000 9.6 15.9

32000 20000 0.0 0.0

Further parameters and decisions govern the training, including the following:

• number of training images to generate,

• number of object instances in each image,

• types and extent of augmentations (illumination, color, distractor objects,
background images, . . . ), and

• general training parameters (epochs, batch size, learning rate, . . . ).

As the training images are completely synthetic, we can govern every single aspect
for the generation of these images. On the one hand, this gives us a wide range of
opportunities, but on the other hand, it requires many experiments to examine the
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effects of each parameter and their interdependences. Furthermore, in Section 6.4.2,
we also discussed that the training success strongly varies even for fixed parameters.
This depends on further technicalities such as the order of training data, the GPU
used for training (which may limit e.g. the batch size), and so on. That these
small variations can already have such a great impact on the training success
demonstrates the sensitivity of the procedure.

We can conclude two things from these circumstances: First, it is much harder
to examine the effects of certain parameters, because small effects may not be
detectable in the general variance. Second, the variations must have some root
cause and identifying this root cause may drastically help to improve the stability
and the success rate of the training procedure. E.g. in [65] it has been shown for
2d detection tasks that a specific order of training images can in fact speed up the
training and ultimately lead to better results. This may be a point of action for
further investigations.

Summary

In summary, we must say that an integration of SSP into the service-based 6d object
detection framework is not yet possible. We demonstrated that it is technically
feasible to train the SSP with synthetic images generated from a CAD model, but the
approach does not yet achieve satisfactory accuracy regarding the estimated poses.
Although a pose refinement using e.g. ICP could alleviate this issue, it is more
desirable to improve the generation of the training images. The latter, however,
is not trivial, as the training procedure is very sensitive. Certain uncontrolled
variables have a seemingly large effect on the training success, and the many
degrees of freedom in realizing the generation of training images are hard to
evaluate under such conditions.

Further research on training CNNs for object detection and pose estimation with
synthetic images is deemed necessary. As there are several works that demonstrate
competitive and even superior recognition rates when learned with synthetic data
for the simpler task of 2d detection [64, 65, 69], we can be optimistic that in
the future a model-based training procedure can be found that allows similar
achievements for pose estimation.

6.5 discussion

In the previous chapter we designed a service-based framework for 6d object
detection based on abstractions of object detection and pose estimation methods.
Throughout the design, we assumed that automatic training and configuration of
these methods is generally possible based on a CAD model of the object. This is
crucial to allow any customer to use the framework without the need for method-
specific expert knowledge.

Finding out whether this assumption holds true is at the core of this chapter, and
the corresponding research question is:

How well can contemporary object detection and pose estimation methods be automatically
trained and configured on the basis of a CAD model?
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We approached this question by selecting three exemplary methods as repre-
sentatives for the whole lot of contemporary object detection and pose estimation
methods. For each of the three methods, we performed a qualitative and quantita-
tive assessment of the training and configuration process. We made an in-depth
analysis of the algorithmic principle which allowed to identify method-specific
parameters and qualitatively discuss their influence. This analysis was supported
with results from own experiments and also from other sources to quantitatively
assess the effects of the parameters.

This approach has several advantages and drawbacks. Its main advantage is
that we are able to give a qualified answer to the research question for each of the
selected methods. However, the question is not restricted to the chosen detection
methods. A generalization of our findings to other contemporary object detection
and pose estimation methods not considered in this chapter is possible within
certain bounds. We selected the particular set of methods under consideration of
these bounds. Our set of methods consists of Point Pair Feature Matching [37],
LINEMOD template matching [62], and Single Shot Pose [161]. It is highly diverse
to allow for broader generalization.

Let us now discuss the specific findings and which of them can be generalized.
Regarding the particular methods, we came to the conclusions that the training
and configuration process of PPFM and LINEMOD can be automated and the
integration into our service-based framework is feasible. Even though one difficulty
may appear for LINEMOD which concerns the adjustment of thresholds for certain
outlier removal steps, this was not considered critical. On the other hand, the train-
ing procedure of SSP required deliberate modifications to allow for training based
on a CAD model. These modifications, however, lead to decreased recognition
performance and specifically less accurate pose estimates. The training procedure
is furthermore very sensitive, and it is not feasible to find an automatic procedure
fit for all applications.

Aspects such as the feasibility of learning from a CAD model can be generalized
easily to the respective category of the object detection method. For example,
we can say that all variants of PPFM directly use the 3d model, and all template
matching methods can easily be trained on the basis of object views generated
from the 3d model. For all Deep Learning approaches, it will be necessary to create
synthetic training images as proposed in Section 6.4.2. This will lead to similar
difficulties as for the SSP method.

Regarding the configuration and setting of certain parameters, the generaliz-
ability is less obvious. We encountered several types of parameters with different
implications for the integration into the framework. The first group consists of
parameters that allow to adjust the sensitivity of the detector. These parameters
always come in different flavors. In PPFM, they governed the discretization of the
features and the down-sampling of model and scene, in LINEMOD a threshold on
the similarity dictates how many candidates are considered a match, and in SSP,
the class-specific confidence value also must exceed a certain threshold. Yet, all
of these parameters have similar effects. Typically, a more sensitive detector will
detect more object appearances, but at the same time, it requires more candidates
to be processed, which in turn increases computation times. We can expect a
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non-expert to set these parameters, because trading off recognition performance
and computation time does not require expert knowledge. Many other methods
will also have some parameter that governs the sensitivity. However, the extent may
vary strongly across the different methods, e.g. the sensitivity of SSP only hardly
affects the computation time, whereas PPFM can quickly become intractable.

A second group of parameters is concerned with the creation of images from a
3d model. Both for LINEMOD and for SSP it was necessary to render the object
model, and to account for all potential object appearances we must sample a wide
range of view-points. Limiting the number of view-points helps speeding up the
detection or facilitates the training. However, the potential view-points depend
on the particular application at hand. As this is task-specific information, we can
expect it to be specified by a user without expert knowledge. This will apply to all
methods that utilize images instead of a point cloud during training, as we must
create these images from the 3d model.

The third type are diverse parameters that allow no generalization to other
methods. These may correspond to certain, individual parts of an algorithm such
as the specific color and depth difference thresholds used in the outlier removal
steps of LINEMOD. The steps are necessary due to the nature of the LINEMOD
features, hence these parameters may also apply to related template matching
methods but not to others. In Deep Learning, we may have parameters that are
shared among several approaches, but that differently affect each one of them.
These include parameters that govern the generation of synthetic training images
and also general training parameters like learning rate, batch size, and so on. There
are various different network architectures, each of which must be tuned differently.
All methods with such parameters, particularly when there are no reasonable
default settings, impose difficulties for the integration in the framework. Finding a
reasonably good setting then often requires manual tuning and method-specific
expert knowledge.

The analysis in this chapter revealed difficulties particularly with Deep Learning
methods, because they often require extensive amounts of training data, and
preferably real images. We might conclude that we have to exclude this category of
methods from our framework. However, Deep Learning approaches are relatively
recent in comparison with the other methods. In the field of object detection and
pose estimation, most novel publications include Deep Learning. We can therefore
expect the methods to mature in the near future, and there is already evidence
indicating that automatic training based on a 3d object model will be possible. More
specifically, several works demonstrated that CNNs learned with purely synthetic
data can even outperform such that have learned on real data [64, 65] in the
domain of 2d object detection. Furthermore, other researchers pursue the domain
adaptation approach and e.g. train Generative Adversarial Networks (GANs) that
transform synthetic data to match the target distribution [16, 15, 151, 157]. This
approach requires real, unlabeled images. It is imaginable to have a CNN that
is reasonably well-trained on synthetic data to be deployed into production, and
can then improve (when we automatically acquire unlabeled, real images) using
domain adaptation techniques with in-process learning.
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One last aspect we found during the in-depth analysis of the methods concerns
the post-processing. Most methods apply some sort of hypotheses verification or
pose refinement, but in most cases, these steps are not tightly coupled with the
detection algorithm. On the contrary, it is imaginable to use generic pose refinement
methods in combination with every detector. Particularly SSP could profit much
from subsequent pose refinement, as its hypotheses are often slightly inaccurate.
However, refinement with e.g. ICP is computationally costly and should be omitted
if the accuracy is sufficient. This may point towards an extension of the framework
by introducing pose refinement as distinguished service, which can be used after
detection if more accuracy is desired.

Coming to the end of this section, we can now summarize the answer to the
research question. The picture is diverse. Most of the contemporary 6d detection
methods can very well be trained and configured automatically on the basis
of a CAD model, particularly methods based on Point Pair Feature Matching.
This also applies to template matching methods, although manual adjustment of
few parameters could be helpful to improve both recognition performance and
computation time. However, we have seen that Deep Learning methods cannot yet
be trained and configured automatically. We demonstrated the general feasibility to
learn from synthetic images generated from the CAD model, but the procedure still
needs improvement to achieve sufficient accuracy of pose hypotheses. Furthermore,
these problems are tackled by the research community and we can expect that the
integration into our service-based 6d object detection framework will be feasible in
the future.

6.6 conclusion

For the integration of object detection and pose estimation methods into the
production environment, we proposed a service-based framework that allows the
application of such methods without expert knowledge. To accomplish this task,
the 6d object detection methods need to be trained and configured within the
framework, i.e. automatically and on the basis of a single CAD object model. In the
chapter at hand, we therefore investigated how well contemporary object detection
and pose estimation methods can satisfy this requirement.

We selected three representative methods, analyzed the underlying algorithms
and quantified the effects of crucial parameters experimentally. The insights gained
in the analysis of the specific methods allowed to generalize certain aspects to others
as well. We found methods based on Point Pair Feature Matching or template
matching to satisfy the conditions for the integration into the framework. On the
other hand, the integration of Deep Learning methods is rather challenging. We
proposed a procedure to train with synthetic training images generated from a
CAD model, and by these means we could demonstrate the general feasibility.
Nonetheless, the procedure must be further improved to attain the desired pose
accuracies.

In our analysis, we observed reoccurring themes for parameters. We have
grouped them into one of three types during our discussion. Parameters of the first
group can be found in almost all methods, they allow balancing the recognition

114



6.6 conclusion

performance and computation time. The second group governs the view-point
sampling, which is required by all methods that create images from the CAD model
(e.g. template matching, Deep Learning). For both groups, adjusting the settings is
possible based on the requirements of the application at hand, hence it does not
require any expert knowledge. However, there is also a third group, which are
diverse parameters that should be adjusted to optimize the recognition performance.
This third group consists of method-specific parameters and accordingly their
adjustment requires expert knowledge. If no reasonable default values can be
determined, parameters of this group are effectively impeding the usability. Novel
object detection and pose estimation methods must therefore be checked primarily
for the presence of such parameters to determine their suitability for the integration
into our 6d object detection framework.

Our main contributions in this chapter can be summed up as follows:

• in-depth analysis of PPFM, LINEMOD, and SSP with qualitative and quanti-
tative assessment of the training and configuration processes,

• proposition of a training procedure for SSP based on synthetic images gener-
ated from a CAD model, and

• generalization to other methods, by extrapolation from the specific methods to
their respective categories and classification of different types of parameters.
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C H A R A C T E R I Z AT I O N O F S E RV I C E - B A S E D 6 D O B J E C T
D E T E C T I O N

At this point of the thesis, we have designed a service-based framework for object
detection and pose estimation and we have furthermore proven that it can be
realized. Chapter 5 demonstrated the feasibility to implement the framework
infrastructure itself, and Chapter 6 exemplified the integration of contemporary
6d object detection methods.

Finally, in this chapter, we will shift focus from the feasibility of the framework
to its application and, more specifically, investigate the benefits and drawbacks that
may come with it. The corresponding research question is the following:

RQ 3: Characterization

Which benefits and drawbacks can we expect by using a service-based framework for
object detection and pose estimation instead of conventional systems and how is this
affected by the particular type of method?

This question has two parts. The first part asks for a comparison of our proposed
service-based framework with a conventional system for 6d object detection. The
second part assumes we use the service-based framework and aims to further
distinguish the particular object detection methods – some of them might e.g. be
able to exploit the advantages of cloud computing better than others. The benefits
and drawbacks we want to identify are of a general nature, they do not yet concern
a particular application. However, the goal is, that, given the specific requirements
of such an application, we can use this characterization to identify the vision system
and detection method that are best suited for the use case.

Throughout the characterization, we will focus on non-functional or circumstan-
tial properties of the systems. More specifically, we assume the direct requirements
regarding recognition rate and pose accuracy to be met irrespective of the system
type.

This chapter is divided into two parts which are concerned with the comparison
of our framework with a conventional system and a method-specific characteriza-
tion, respectively. Each of the parts will start with preliminary considerations, in
which the procedure for the respective characterization is determined, followed by
the analysis itself. The findings will be discussed in Section 7.3, and Section 7.4
concludes this chapter.
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7.1 comparison of the framework with a conventional system

In this section we aim to compare the variants of our proposed framework with a
conventional vision system to determine its strengths and weaknesses. Finding an
appropriate methodology for this characterization is not trivial. On the one hand,
our proposed framework is a pure software product, which could be evaluated
using techniques from the domain of software engineering. On the other hand,
machine vision systems have requirements that may remain unconsidered when
purely relying on those techniques. Furthermore, there are several aspects to the
framework that we have not worked out in detail, which might still affect an
assessment. An appropriate methodology should be able to handle these issues.

Anjos and Zenha-Rela [2] surveyed tools for quality evaluation of software
architectures. They identified four types of methods:

• formulating a variety of scenarios and assessing the responses of the architec-
tural candidates,

• formal modeling in order to evaluate the quality attributes by means of
mathematical proofs,

• experience-based, where architects and stakeholders use their experience to
judge an architectural candidate, and

• simulation-based, which relies on component implementations or other pro-
totypes to measure the attributes.

We can trivially exclude the experience-based approach. Simulations are feasible
only for small parts of the framework, e.g. for measuring response times or similar.
According to [2], formal modeling is mainly to assess operational parameters such
as performance. This leaves scenario-based evaluation methods, which can cover a
variety of attributes.

Focusing on scenario-based evaluation techniques, we find the reviews by Babar
et al. [4] and Ionita et al. [76]. They conclude that the Architecture Trade-off
Analysis Method (ATAM) [83] is the most mature technique that covers a broad
range of aspects. ATAM is first described in 1998 by Kazman et al. [83], it has been
widely adopted and refined since [82, 81, 114] and is still relevant today [10]. It
assesses a variety of quality attributes and identifies the technical trade-offs and
risks that come with an architectural candidate. It can optionally be combined with
an economic analysis to determine the best trade-off points [114]. We will therefore
choose ATAM as foundation for our procedure.

ATAM prescribes a sequence of steps, but Kazman et al. [81] emphasize that
it “is a spiral model of design and analysis”, where the analysis is used to refine
the design for the application at hand. Furthermore, performing ATAM typically
involves not only the system architects but also all relevant stakeholders. In
contrast to that, we will use ATAM solely for assessment and comparison of
different architectural candidates and without specific requirements of a particular
application in mind. We will additionally incorporate typical requirements of
machine vision systems, which are not necessarily considered by conventional
ATAM. The steps we will conduct are the following:

118



7.1 comparison of the framework with a conventional system

1. define relevant quality attributes (including those important for machine
vision systems),

2. brainstorm scenarios of uses of the system, potential faults and anticipated
changes,

3. scenario coverage checking, i.e. assigning quality attributes and priorities to
the scenarios,

4. describe the architectural candidates,

5. map prioritized scenarios onto the architectural candidates, i.e. anticipate
how an architecture responds to a particular scenario, and

6. perform quality-attribute-specific analysis by mapping the scenario responses
to their corresponding quality attributes.

The following subsections will therefore deal with the definition of quality
attributes and scenarios. Afterwards, we will define the architectural candidates.
We can then perform the scenario-based assessment, including the anticipation of
the candidates’ responses to the individual scenarios and an ordinal rating. For
the sake of brevity, this step is documented in Appendix A.2.3. Based on the
ratings and on the association of each scenario to one or more quality attributes
we can then perform the quality-attribute-specific analysis. This will identify the
individual strengths and weaknesses of each architectural candidate. A summary
concludes this comparison.

7.1.1 Quality Attributes

The first and foremost criterion for the quality of a vision system is its task per-
formance, i.e. the successful recognition of the object in question with adequate
pose accuracy. The task performance depends mainly on the underlying detection
method, which we compared thoroughly in Section 2.3. In this chapter, however,
we want to assess the circumstantial characteristics of the competing architec-
tures, which include non-functional properties of the software as well as typical
requirements of machine vision systems.

To cover all relevant aspects, we compiled a set of quality attributes from four
different sources:

1. the ISO/IEC 25010 norm [75] which defines attributes for the quality of
software products,

2. the publication of Bellomo et al. [10] who surveyed 31 different ATAM projects
to identify the most important attributes and concerns,

3. the introduction to building machine vision systems by Telljohann [162], and

4. the book chapter of Waszkewitz [176] who further elaborates on machine
vision in manufacturing.
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Each of the sources uses a different schema to organize their quality attributes.
However, all of them have in common that the general quality attributes are further
refined using sub-characteristics, which in turn can sometimes be broken down into
more fine-grained concerns. This is particularly useful for a clear understanding of
the meaning of the general quality attributes. The set of attributes we will use in
our comparison is organized similarly and is shown in Table 7.1.

Table 7.1: The quality attributes compiled for the comparison, including corresponding
sub-characteristics.

Performance and Efficiency
• Timing (learning times, detection times, latencies)
• Resource utilization (power consumption, scalability, data sharing)
• Readiness for collective learning

Compatibility and Maintainability
• Interoperability (standardization, interfaces)
• Installability (required efforts, physical space)
• Replaceability (components, system, updates)

Modifiability
• Configurability (objects, detection methods)
• Reusability (ease of reuse, reuse efficiency)
• Extensibility (ease of adding or modifying functionality)

Usability
• Ease of operation (required skills)
• Accessibility (of data, software and/or hardware)

Reliability and Security
• Availability (fault tolerance, recoverability)
• Security (confidentiality, resiliency)

We observe that some sub-characteristics might belong to several quality at-
tributes. For example, we assigned replaceability to the maintainability, but it could
also be regarded as a sub-characteristic of the modifiability attribute. To not let the
investigation be affected by such categorization issues, we will report results on
the level of sub-characteristics and use the attributes solely for the purpose of a
structured presentation.

7.1.2 Scenarios

We determined scenarios as prescribed in ATAM by brainstorming potential use
cases and failure cases from various stakeholder perspectives. Each scenario is
described with a number, title, the circumstantial conditions, a stimulus and the
corresponding business goals. An example of the structure is illustrated in Table 7.2.
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Table 7.2: An exemplary scenario with its description and assessment.

Scenario #13 Security update on server
Conditions System in normal operation mode; a computer needs to make

a security update
Stimulus The update process involves several reboots and blocks the

computer for 10 min
Business Goals Keeping software up-to-date; minimize downtime
Characteristics Availability, replaceability

The conditions summarize important properties of the environment, e.g. normal
operation mode signifies productive use with ongoing detections. The stimulus
represents the change of the situation, which must be dealt with by the architectural
candidate. Finally the business goals define the desired properties of the response.
In this example, it would not be allowed to skip the update, and it would be
preferable if the normal operation mode is not disturbed and production need not
be halted.

We identified 21 potential scenarios and described them in this manner. Table 7.3
shows the scenario titles, the complete descriptions of all scenarios can be found in
Appendix A.2.1.

7.1.3 Prioritization and Coverage

All 21 scenarios were prioritized with respect to their suitability for the characteri-
zation. We only conducted a binary prioritization, i.e. scenarios with high priority
are taken into account, whereas other scenarios have no priority and are excluded
from the comparison.

As illustrated in Table 7.3, this step led to the exclusion of three scenarios.
Scenarios 20 and 21 were not used due to their similarity to the scenarios 8 and 13,
respectively. Scenarios 8 and 20 are both concerned with a reduction of the available
time for detection, only distinguishing themselves in terms of quantity. Scenarios 13

and 21 are similar, because in both scenarios a computer/server is unavailable.
They can be distinguished solely by the cause and the duration of the unavailability.
Finally, scenario 19 has not been used as it turned to be too method-dependent.

As already visible in the exemplary scenario description in Table 7.2, we also
assigned sub-characteristics to each scenario on the basis of its description. However,
during the analysis, we found that the relevance of some characteristics has not
been assessed correctly, and certain adjustments have been made at a later stage.
The complete list of scenarios in Appendix A.2.1 includes the final association of
characteristics.

Having defined the priorities and the corresponding quality attributes, we can
now assess the coverage. The prioritized scenarios cover all the sub-characteristics
listed in Table 7.1. Except readiness for collective learning and reusability, which
have only one corresponding scenario, each characteristic is covered by at least

121



characterization of service-based 6d object detection

Table 7.3: The scenarios have been prioritized prior to the assessment. Only scenarios
#19–#21 have been excluded.

No. Scenario Title Prio.

1 Setup of framework
2 Test applicability of potential ODS
3 Setup new ODS, w/o integration
4 Integration of object detection system into manufacturing

environment
5 Training object
6 Making predictions
7 Scale from 1 to 5 identical ODS
8 Reducing cycle time from 10s to 5s with 5 identical ODS
9 Integration of novel object detection method

10 Switching the object detection method
11 Sensor type is not suitable and must be changed
12 Update framework
13 Security update on server
14 Internet connection fails for 10 min
15 DoS Attack
16 Intruder gains access to a computer
17 Detector with malicious code is used
18 Quality managament wants to re-evaluate detections
19 Sensor is changed: same type, different intrinsics
20 Restricting response time to 200ms
21 Power supply of computer breaks down and must be

exchanged
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two scenarios. A detailed breakdown of which scenario contributes to which
characteristic is available in Appendix A.2.2.

7.1.4 Architectural Candidates

Now that the quality attributes and the scenarios are fixed, we can move on to
define the architectural candidates. Naturally, the competing architectures are our
proposed service-based framework on the one hand, and a conventional system on
the other hand. However, in Chapter 5 we have designed several variants of our
service-based framework which we like to distinguish.

The first distinction is, that the cloud system of the framework can be operated
either in a private cloud or in a factory cloud. A factory cloud system is located
within the bounds of the factory and is assumed to be accessible only from within
the factory. This may improve latencies and availability, making the system alto-
gether more reliable. The downside may be, that it must be installed within the
factory before the first object detection system can be used, leading to a potentially
large initial investment. In contrast, a professional third-party provider could
give access to a private cloud system with only little effort. The cloud could be
accessed uniformly from all authorized locations, facilitating reuse of resources
across factories.

Furthermore, we distinguished two deployment options for trained object de-
tectors. They can either be executed in the cloud system, necessitating the Open
Platform Communications Unified Architecture (OPC UA) Vision Server to con-
tinuously communicate with the cloud. Alternatively, the Docker image of the
detector can be downloaded and deployed locally in the vision server. Such a local
deployment requires dedicated hardware on site, but can then operate without
communication to the cloud system, i.e. no network load is induced and requests
can be processed without latency. In contrast, the cloud execution requires only a
small, light-weight device on site, as it only forwards the detection requests to the
cloud.

As a baseline we use a conventional system setup. There are several providers
of bin picking solutions that perform the task of 6d object detection, albeit in a
constrained version.1 The solutions presented at Automatica 2018 in Munich are
summarized by Blackman [13] and form the basis for our comparison. The systems
typically include the sensors, software and computing unit, e.g. embedded PCs
or other. This allows for good adjustment of the components and their interplay,
but also leads to vendor lock-in: having purchased the ISRA Vision IntelliPick3D
system, we cannot switch to Kuka’s 3d Perception sensor or to Photoneo’s object
recognition software. Similarly, interfaces might be proprietary, although some
of the systems support OPC UA. All solutions process the images on site with
dedicated hardware, i.e. without any communication overhead or latencies. While

1 Bin picking solutions typically only deal with one type of object and must detect only one (graspable)
instance per iteration. This is a special case of the general 6d object detection problem considered in
this thesis, which deals with multiple types of objects and arbitrary number of instances (including
zero). Nevertheless, bin picking is reasonably close to our envisioned scenarios, we can therefore use
corresponding industrial solutions as appropriate baseline for comparison.
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Kuka uses the robot control for processing and can offer customers their vision
solution for 5000 EUR (including sensor, software, and cabling [13]), ISRA’s system
comes with its own embedded PC. According to ISRA Vision, their IntelliPick3D-
Pro system achieves return on investment in less than a year.2 It relies on some
Point Pair Feature Matching derivative [56] and can train new objects from a CAD
model. However, the individual systems are independent, i.e. an object that has
been learned on one site cannot be used at a different work station, moreover, a
complete new system has to be purchased.

Although these systems have large individual differences, we will consider them
as one joint baseline. Unfortunately, none of these systems has been available for
testing purposes and public descriptions of their internal structure and behavior are
relatively vague, we must therefore assume or guess certain properties to formulate
responses for some of the scenarios.

To sum up, we compare five competing setups:

• proposed framework in private cloud / cloud deployment,

• proposed framework in private cloud / local deployment,

• proposed framework in factory cloud / cloud deployment,

• proposed framework in factory cloud / local deployment, and

• conventional baseline setup.

7.1.5 Analysis of Quality Attributes

Step 5 of the characterization procedure is the scenario-based analysis for each of
the architectural candidates formulated in the previous subsection. This includes
the anticipation of the candidate’s response to the stimulus and an ordinal rating
of which candidate has the best response. The detailed analysis of the scenarios is
documented in Appendix A.2.3, and we directly move on to the final step of the
procedure, namely the quality-attribute-specific analysis.

Based the scenario-specific ratings, and the association of quality attributes to
each scenario, we can now aggregate a rating of the architectural candidates with
respect to the quality attributes. The summarized ratings are displayed in Table 7.4.

As Table 7.4 shows, the candidates have responded very differently to the
scenarios, and all of them have certain strengths and weaknesses. We will now
analyze the results in more detail.

Performance and Efficiency

The cloud-based solutions achieve the best scores in terms of performance and
efficiency. However, the picture is much more diverse when we regard the sub-
characteristics individually.

2 Their system is described on https://www.isravision.com/de/automotive/anwendungen/

presswerk/roboterfuehrung/intellipick3d-pro/ (visited on 2020-31-01), a brochure with
more information can be downloaded after providing an e-mail address. A brief description is also
published in [55].
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Table 7.4: Characterization of the architectural candidates. Ratings from the scenarios
have been averaged to determine the sub-characteristics score. The score for the
quality attributes is the average of its corresponding sub-characteristics weighted
by number of scenarios. (Symbols: is the best and the worst score.)
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Performance and Efficiency
Timing 2

Resource Utilization 2

Readiness for Collective Learning 1

Compatibility and Maintainability
Interoperability 2

Installability 2

Replaceability 4

Modifiability
Configurability 3

Reusability 1

Extensibility 3

Usability
Ease of Operation 5

Accessibility 2

Reliability and Security
Availability 4

Security 3
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Conventional systems have the best timing behavior, i.e. the shortest response
times and the least communication overhead. This can be achieved by the proposed
framework only when local deployment of the detectors is used. Quite intuitively,
the farther away the image travels to be processed, the longer it takes.

On the other hand, centralized cloud systems have a much better resource
utilization. The same workload can be processed by fewer physical machines,
which reduces not only energy consumption but also hardware costs. We observe
that this is a sensitive trade-off point. We can either choose short response times,
or good resource utilization, but not both.

As last characteristic we investigated the readiness for collective learning, i.e.
whether the system can potentially profit from performing the same task at multiple,
distributed work stations. This is only true for our framework variants with cloud
deployment, but can, with certain effort, also be expanded to the local deployment
variants.

However, we must also note that both timing behavior and the potential for col-
lective learning strongly depend on the method, which will be further investigated
in the next section of this chapter.

Compatibility and Maintainability

Regarding compatibility and maintainability, the cloud-based solutions again ac-
quire the best scores. Reasons for this are the standardized protocols, which allow
for a good interoperability, and centralized systems can be maintained more easily,
e.g. if individual components must be exchanged or parts of the system must be
updated.

A drawback of the service-based framework seems to be the installability. This
is particularly due to the fact that the setup of the cloud system is a large initial
burden, which can be alleviated only by a professional private cloud provider.
The variants with local deployment additionally require the installation of potent
local computing devices. In contrast, conventional systems do not have any initial
installation burden, but at the same time they do not benefit from scaling effects.

Modifiability

Conventional systems are purchased as a complete package including sensor,
hardware and software. This fosters ease of installation and use, but it comes at the
cost of reduced modifiability. Individual components can only be exchanged by
the vendor, additional components or detection methods cannot be integrated at
all or only at high cost. The detection capabilities of one system cannot be reused
for some other system, as each instance operates independently.

This is a strong contrast to the variants of the service-based framework, which is
designed with modifiability in mind. Particularly the cloud-based solutions achieve
top scores.
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Usability

In terms of usability, the framework solutions seem to be in favor of the conventional
systems. The reason lies in the better accessibility – the cloud-based framework
can be accessed with a convenient, browser-based interface and automatically
aggregates all relevant data in one place. This is not possible with the baseline
setup.

On the other hand, conventional solutions offer a very intuitive user interface
for the operation of the object detection system, e.g. for the parameterization
and learning of objects. Furthermore, what has been a disadvantage in terms of
modifiability now comes as advantage for the conventional solutions: They include
all required components. The customer is not charged with searching and selecting
sensors or computing devices and can concentrate on simply using the complete
solution.

It seems that in this context, usability and modifiability are contrasting each
other. A better modifiability typically increases the complexity of the system,
which in turn impedes its usability. Handschack [55] supports this point as he
writes about ISRA Vision’s IntelliPICK3D system: “The practical application of the
IntelliPICK3D system repeatedly reveals that the majority of customers prefers a
simple usability in favor of additional features if they cannot be used reliably in
production due to lack of understanding.”3

Reliability and Security

The last characteristics are availability and security. The results are very diverse. On
the one hand, the conventional system is best in terms of security, because the risk
of potential attacks is much lower and the effects less grave. This is partially also
valid for the local deployment variants of the framework. Cloud-based solutions
require sophisticated concepts to ensure confidentiality and prevent unauthorized
access, which represents a mandatory additional effort.

On the other hand, the cloud solutions have a higher availability. If a computer
requires an update or some failure occurs, the virtualization strategy allows to
dynamically put a (temporary) replacement server into production. Many scenarios
can therefore be handled successfully without any downtime. Locally deployed
systems including conventional solutions are much more susceptible and such
changes mostly necessitate a production halt.

7.1.6 Summary

During the analysis we could identify several trade-offs:

• timing vs. resource utilization,

• modifiability vs. usability, and

• security vs. availability.

3 The publication of Handschack [55] is originally in German language, the quote has been translated
for the inclusion in this thesis.
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The two characteristics of each trade-off are competing. Good response times are
only possible with local computing devices, but this impairs the resource utilization.
Similarly, a good modifiability raises the complexity of a system, which in turn
might complicate usability – although our results indicate that the cloud-based
system variants have nevertheless accomplished a good balance of both aspects,
which would be a real benefit. Thirdly, a high availability seems to come with
potential security risks, which must be treated with corresponding preventive
measures such as authorization, encryption and periodical updates. These trade-
offs are of a rather universal nature, and depending on which of the characteristics
are most important for a particular application, a different architecture might be
suitable.

Comparing the scores of the architectural candidates, we can observe that the
responses of the private cloud system are very similar to those of the factory
cloud system, irrespective of the detector deployment. In fact, the only differences
are concerning timing behavior, resource utilization, installability, and availability.
The factory cloud system is harder to set up and due to possibly fewer physical
machines less flexible in terms of resource utilization than a private cloud solution.
The latter offers further advantages in scalability when applications are rolled out
in different factories. Nevertheless, it is outpaced by the factory cloud system
in terms of latencies and reliability, as the Internet connection is not a danger to
communication within factory bounds.

As timing is such a crucial factor in computer vision applications, we also
proposed variants with local deployment. This means that the detector container is
downloaded to some local computing hardware and is further on executed locally.
The analysis shows that the local deployment variants are indeed superior in
terms of timing (as are the conventional systems). However, this comes with many
drawbacks compared to the cloud-variants. Naturally, due to the aforementioned
trade-offs, the resource utilization is worse for such systems. But there are further
impairments mainly regarding maintainability and usability. Interestingly, the local
systems have a better score in security. Even if the central cloud system is under
attack, the locally deployed systems can still continue operation. An attack to
the local computing devices is in turn not as harmful because it affects only one
particular object detection system.

Compared to our proposed variants, the conventional systems have their strengths
in timing, ease of operation and security. The comparison identified their greatest
drawback as a lack of modifiability, followed by wasteful resource utilization and
impaired accessibility. All of these aspects are less relevant if only one or two object
detection systems shall be deployed in a production system – in such cases, the
conventional systems indeed could be preferred to the proposed service-based
framework. However, with increasing number of object detection systems in a
factory, the advantages of the framework solutions gain much more weight. Many
resources can be efficiently reused, not only shared data, but also trained detectors
and most importantly the computing capabilities. It might be sufficient to operate
one cloud server to enable ten object detection systems, which represents a large
financial and ecological benefit.
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7.2 method-specific comparison

During the characterization of our cloud-based framework, we observed that
several aspects are affected not only by the service-based architecture, but also by
the particular object detection method. In this section, we want to examine the
influence of the method in more detail.

The procedure will be as follows: As a first step, we will identify the subset of
quality attributes and characteristics that are indeed affected by the choice of object
detection method. Subsequently, we briefly recapitulate the method candidates. The
method-specific comparison is less complex, with fewer attributes and side-effects
than in the characterization of the framework. We can therefore directly analyze
the candidates with respect to each attribute, without the need for scenario-based
analysis. After that, the comparison will be concluded by a short summary.

7.2.1 Relevant Quality Attributes

We can consider the same set of attributes as for the characterization of the frame-
work. These attributes and characteristics have been listed in Table 7.1. Most of
them, however, are not affected by the underlying object detection method. We
will now discuss each attribute to identify the aspects which are relevant to the
method-specific comparison.

The first attribute is performance, which has further sub-characteristics like
timing, resource utilization, and readiness for collective learning. Without further
ado, we can clearly say that these properties are of highest relevance, because they
are strongly affected, if not dictated, by the used algorithm.

The compatibility and maintainability is of less importance to the method-specific
comparison. Characteristics such as interoperability, installability and replaceability
are affected by the supported interfaces and the internal structure of the architecture,
but not by the used detection method.

Considering thirdly the modifiability, we see a more diverse picture. In Chapter 6

we found that it might be useful to pass some parameters to a detector, either to
trade off recognition performance and detection time, or to integrate contextual
information like camera intrinsics. The downside is, that the necessity to pass such
information impairs the ease of use. We may therefore consider the joint aspect
of configurability and ease of use and trade-off advantages and drawbacks. It is
furthermore of interest to examine the reusability, e.g. whether a trained detector
can be used with cameras that have different intrinsic or extrinsic parameters.

The fourth quality attribute is usability, which includes ease of operation and
accessibility. As our framework is designed to handle all detection methods
uniformly, this aspect should not be affected. Finally, the reliability and security are
also aspects that concern the framework architecture and not the detection method.

We can sum up the relevant attributes in the following list:

• Timing (learning times, detection times, communication overhead)

• Resource utilization (memory consumption, cpu/gpu usage, scaling effects)
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• Readiness for collective learning

• Configurability / ease of use

• Reusability (different objects and/or sensors)

7.2.2 Method Candidates

For the method-specific characterization, we will use the three methods from
Chapter 6 as representatives again, i.e. Point Pair Feature Matching (PPFM),
LINEMOD template matching, and the Single Shot Pose (SSP) network. We assume
their functional requirements to be met and their integration to be feasible without
limitations. The characterization concerns the application of these methods within
the framework, and hence no baseline is required.

As we have examined four different variants of our framework, we should
further specify which variant we consider in the method-specific comparison. It
is preferable to choose the framework variant that supports the relevant quality
attributes best, because that maximizes the effects of the detection methods. Effects
concerning resource utilization and readiness for collective learning are inhibited
by local detector deployment, therefore we favor a cloud-based deployment. The
differences between a private cloud and a factory cloud system are negligible.
However, to avoid ambiguities, we make the arbitrary assumption that we use the
private cloud system.

7.2.3 Analysis

For each of characteristics, we will now assess the behavior of the three detection
methods. We also discuss further implications for a potential use case.

Timing

There are several sub-aspects to the timing behavior of each method. We must
distinguish:

• learning time, i.e. how long it takes to train the detector,

• detection time, i.e. execution of the method,

• communication overhead, because the amount of data to be transmitted will
further affect the response time.

Although these times can be measured easily, it is not as easy to make a reliable
and valid measurement. We have seen in Chapter 6 that the timing behavior can
strongly depend on the configuration of the method. We should therefore prefer to
identify a representative range, instead of one particular value that is only valid
under very specific conditions. Most authors report only their detection times,
training times are less frequently mentioned. We therefore gather the relevant
information from several sources, some of them have already been introduced in
the state of the art in Chapter 2 and in the method integration in Chapter 6.
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The original PPFM by Drost et al. [37] has an average detection time of 6300ms (as
reported in [62]). However, in [91, p. 53] we have tested three different datasets
with fixed parameters and the average matching times were 300ms, 4600ms, and
17100ms, respectively. The algorithm’s runtime heavily depends on the extents of
the object in relation to the scene – processing takes much longer for large scenes.
In the SIXD Challenge 2017 [68], the same method was reported to have an average
matching time of 2300ms over several different datasets. The times are hardly
comparable, as they were not only achieved on different computing hardware, but
also different implementations were used, but they are a good indicator. We further
investigated the time to build the model description in [182]. Depending on the
object, this step took between 2s and 50s.

The LINEMOD template matching method is reported to achieve an average
detection time of 120ms by their authors [62]. In our experiments (see Table 6.1)
the detection times ranged from 120ms to 1600ms. As we have further investigated
in [40], the generation of templates for both color and depth modalities requires
32ms per view. An exemplary, well performing configuration uses about 11570
views, which leads to a total training time of slightly more than six minutes.

The authors of the SSP network reported an average detection time of 20ms [161].
However, the training times are much longer. Even with fewer epochs than in [161],
we observed training times of about 20 minutes [157]. As previously discussed in
Section 6.4.2 during integration of the method in the framework, it is necessary
to perform the training multiple times and choose the best model, because the
training is not always successful. With six trials the training time adds up to two
hours.

The training and detection times are summarized in Table 7.5. Cloud vision APIs
often translate computation times into cost with a pay-per-use business model.
Assuming that time equals cost, we can compute the cost in relation to the number
of detections. This is illustrated in Figure 7.1. We can observe that each of the
three methods has its sweet spot in which it may be preferred to the others. For
up to about 60 detections, PPFM is the cheapest method due to its short training
time. After that, LINEMOD takes over until the number of detections exceeds
18 000. The SSP has then compensated its large training overhead and can score
with fast detection times. Which method is best may therefore also depend on the
envisioned lot size.

Table 7.5: An overview of the time required (in seconds) for training and detection. We
report the amount of data that must be transmitted in relation to one color image.

PPFM LINEMOD SSP

Training Time [s] 2–50 370 7200

Detection Time [s] 2.3–17.1 0.12–1.6 0.02

Amount of Data 0.67 1.67 1

A factor that further affects the response times and is not yet regarded in the
figure is the amount of data that must be transmitted. We assume a uniform size
of 640× 480 for both color and depth images. RGB images consist of three 8-bit
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Figure 7.1: The total accumulated computing time (in seconds) over the number of de-
tections for the three methods. We assumed training times of 20s, 6min, and
2h, and detection times of 6.3s, 0.4s, and 0.02s for PPFM, LINEMOD, and SSP
respectively.

channels, whereas a depth image typically uses a single 16-bit channel.4 We further
assume that a compression does affect only the absolute file size, but does not
change the relations, which means that a depth image requires two thirds of the file
size of a color image. The corresponding amount of data required for each method
is also displayed in Table 7.5. The numbers indicate that PPFM might be used for
more than 60 detections until LINEMOD takes over, and the SSP will come into
play earlier than illustrated in Figure 7.1. However, the extent of this effect depends
on the throughput and the latency of the network and is based on [141] expected
to range within tens or few hundreds of milliseconds.

Resource Utilization

For the cost trade-off in Figure 7.1 we assumed that processing time and cost are
equal. But how well the methods utilize their resources may further affect the cost
per time unit.

There are several different aspects of resource utilization, but the governing factor
are the hardware requirements that must be met to execute the algorithm. The
PPFM timings reported in [91, 182] were achieved using off-the-shelf computers
with quad-core processors and 8 GB RAM. Similar hardware was used for the
evaluation of the LINEMOD algorithm in [62, 40]. In contrast, Tekin et al. [161]
required a PC with a NVidia Titan X Pascal GPU to achieve their fast recognition

4 See e.g. https://vision.in.tum.de/data/datasets/rgbd-dataset/file_formats (visited on 2020-
02-08).
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times. The GPU alone exceeds the price for a complete PC that is fit for PPFM or
LINEMOD.5

A further aspect affecting the resource utilization is the scaling behavior, where
we can distinguish scaling objects and scaling detections. In the first case, we
consider training the same detector for multiple objects. We discussed this aspect
already in our uniformity analysis in Section 5.1 and found that PPFM is using a
separate detection paradigm. This means, that the algorithm is executed separately
for each object – we have a linear scaling. LINEMOD can detect multiple objects in
one run of the algorithm simply by adding the templates of multiple objects. The
number of templates rises linearly, but it has later been shown that the algorithm
can be improved to exhibit a sub-linear scaling with respect to the number of
templates [70]. Finally, SSP is a neural network which can detect one or more
objects in one single forward pass. The architecture is identical irrespective of the
number of objects, hence SSP is largely unaffected.

Scaling detections is particularly interesting if requests are incoming at a higher
rate than they can be processed by a single instance of the detector. There are
several options to cope with that. For example, our framework and particularly its
virtualization strategy allows to simply spawn a new detector container. Up to a
certain amount, multiple detector containers can operate on the same hardware,
leading to a better utilization of the resources. However, this is not as trivial for SSP,
because the GPU cannot be occupied by independent processes. On the other hand,
the GPU offers the possibility of batch processing. This means that multiple images
could be processed together, which takes the same time as if we would process only
one image. The processing must be synchronized, i.e. the first detection requests
might have to wait until there are enough images to fill a batch (or the waiting time
exceeds a certain threshold). Furthermore, batch processing is only possible for one
and the same instance of the SSP – the same architecture with different weights
cannot be executed in parallel. In summary, all methods have means to scale up
with respect to the number of detections, albeit different ones.

Readiness for Collective Learning

In Section 3.2, we outlined the benefits of cloud computing, which include of-
floading computation, shared knowledge and abilities, and also collective learning.
Research has not yet matured in the field of collective learning, but we can suggest
which methods could potentially incorporate such techniques.

Collective learning is particularly advantageous, if we have multiple object
detection systems performing the same task. Each individual system could then
profit from the joint experiences of all detectors. Ultimately, the detector could be
updated or adjusted to yield a better recognition performance.

For PPFM and LINEMOD, we can imagine to tune certain parameters on the
basis of the object appearances in the collected image data. Tuzel et al. [168] learned
to rank the Point Pair Feature (PPF) in an unsupervised fashion, and similarly,

5 The NVidia Titan X Pascal has been released in 2016 and is not available anymore, but 2 years ago
the price was at slightly over 1200 EUR, see https://gpu.userbenchmark.com/SpeedTest/158352/

NVIDIA-TITAN-X-Pascal#Prices (visited on 2020-02-10).
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Rios-Cabrera and Tuytelaars [133] also enhanced LINEMOD by identifying the
most discriminative features in LINEMOD templates. The reported improvements
are, however, only very slight. In contrast, the SSP approach can potentially profit
much more, particularly if it is trained with synthetic images. A domain adaptation
approach could be utilized to map the source domain to the target domain, as
discussed earlier in Section 6.4.2. Research on domain adaptation for 6d object
detection is on a very early stage [157], but there are successful approaches in other
domains [15, 151].

Configurability / Ease of Use

This aspect has already been investigated thoroughly in Chapter 6, particularly
in Section 6.5, where we identified different groups of parameters. A first group
was used for adjusting the detector sensitivity, a second one to pass information
about the potential view points, and the third group was comprised of arbitrary
parameters that require expert knowledge to tune. Ease of use is best the fewer
parameters we must set, but better configurabilty can improve the performance.

All methods have parameters to adjust the detector sensitivity. Furthermore,
LINEMOD and SSP profit from information about the potential view points –
which are irrelevant for PPFM. We can therefore conclude that PPFM has the best
usability.

Reusability

Reusability includes several aspects. The most important one is presumably
whether a trained detector can be used as is in a different application. This
boils down to whether some sensor-specific or application-specific information
are required during training, or only during detection. Because PPFM works with
point clouds directly, it only requires sensor-specific information to convert a depth
image into a point cloud. As this is done during detection, we can use a trained
PPFM detector with arbitrary range image sensors.

In contrast, LINEMOD and SSP render images of the object during training,
which requires intrinsic camera parameters. If we use the same sensor type in a
different application, these parameters will probably only change very slightly and
we can assume to reuse the detector, albeit with slightly impaired pose accuracy. In
all other cases, a reuse is not possible. Moreover, both methods sample view-points
during training. If the view-points of the different applications differ too much,
this might further impair the reusability of both detectors.

Other aspects of reusability might concern the particular detector instances or the
model descriptions and how they can be reused internally within the framework.
For PPFM and LINEMOD we could split the explicit descriptions and the detector
instance. The detector instance would then be a general-purpose detector that, for
a given detection task, fetches a stored object model and executes the algorithm. In
turn, the descriptions could be used by multiple such detector instances if several
requests are incoming at the same time. On the contrary, SSP implicitly encodes
the model description in the weights of the network and hence requires distinct
detector instances.
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7.2.4 Summary

The insights of our analysis are qualitatively summarized in Table 7.6. We see that
each of the method has its own strengths and weaknesses, and none of them is
overall superior.

Table 7.6: A qualitative overview of the method-specific analysis. (Symbols: is the best
and the worst score.)
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Training time
Detection time
Communication overhead
Required hardware
Object scaling
Detection scaling
Readiness for collective learning
Configurability / ease of use
Reuse for other applications
Internal reuse

Point Pair Feature Matching (PPFM) is very flexible and easy-to-use, it is probably
the best choice in a low-volume production with frequent changes. However,
concerning the detection itself, it is relatively slow compared to the other methods.
If short cycle times require a fast detection process, then the SSP method is in favor,
particularly if multiple objects are to be recognized. Drawbacks of SSP are the
strong hardware requirements and the long training time, which only pays off for
large volumes. Finally, LINEMOD represents a good solution in between those two
extrema.

7.3 discussion

Chapters 5 and 6 were focused on the general feasibility of service-based object
detection and pose estimation. First, we demonstrated the feasibility to create a
service-based framework with a uniform interface. After that, we showed that ex-
emplary 6d object detection methods can indeed be integrated into this framework.

The current chapter was now dedicated to characterize the proposed solution by
investigating the potential benefits and drawbacks that come with it. It adheres to
our third research question:

Which benefits and drawbacks can we expect by using a service-based framework for object
detection and pose estimation instead of conventional systems and how is this affected by

the particular type of method?

135



characterization of service-based 6d object detection

We approached this question by conducting two distinguished analyses. The
first analysis was set up to compare our proposed service-based framework with
a conventional baseline system to identify the framework-specific benefits and
drawbacks. Our methodology was based on the Architecture Trade-off Analysis
Method (ATAM), which is an established measure to identify technical risks and
trade-offs in software architectures. Its first step was the definition of relevant
quality attributes - where we integrated machine-vision-specific requirements to
account for the peculiarities of the targeted applications. We then formulated
21 scenarios which reflect typical events in the lifetime of an object detection
system. For each of the architectural candidates – four variants of our framework
and one conventional baseline system – we anticipated and assessed the response
to the scenarios. The rating could then be translated into quality attributes, which
finally resembles the characterization of the architectures.

The second analysis then focused on how these quality attributes can be affected
by the particular 6d object detection method used. For most of the attributes a
method-specific effect could be ruled out a priori. We then discussed the remaining,
relevant characteristics by comparing the properties of the three exemplary methods
we already used in Chapter 6, namely PPFM, LINEMOD, and SSP. As argued
before, these methods were chosen not only because they represent contemporary
solutions, but also due to their high diversity.

Let us discuss the validity of our procedure to answer the above research question.
The differences between our proposed framework and a conventional baseline
system are not of an algorithmic nature, but of an architectural nature. The use of
ATAM is therefore reasonable. However, there are several degrees of freedom in
conducting ATAM. The results can vary strongly depending on the number and
type of quality attributes and scenarios. In ATAM, these shall be brainstormed by
a group of stakeholders, to include as many perspectives as possible and ensure
coverage of all relevant aspects. In this work, however, the attributes and scenarios
were identified by a single individual instead of a group of stakeholders. To account
for this weakness, we reviewed suitable literature to identify reasonable quality
attributes. Nevertheless, the choice of scenarios still has an impact, as adding or
removing certain scenarios would affect the characterization of the architectures.
The impact will be larger for attributes that are covered by only one scenario, i.e.
readiness for collective learning and reusability. All other attributes are covered
by at least two scenarios which limits the potential impact of a single, additional
scenario.

The assessment of quality attributes was conducted using an ordinal ranking.
This means the analysis can reveal qualitative differences, but it does not quantify
them. A further quantification would require a very specific application scenario
and is moreover strongly affected by circumstantial conditions such as network
bandwidth and latencies, but also organization and education of the staff. It would
furthermore require an embodiment of the architectural candidates, including the
conventional baseline system, with all of their features. Conducting such a detailed,
quantitative analysis would be very revealing for the particular application at hand,
but it would come with a loss of generalizability. Our qualitative characterization
instead can be used as a reference work for many different applications. Given the
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specific requirements of an application, our findings can be used to reason about
the suitability of a certain architectural approach. Furthermore, as pointed out
in [114], the ATAM procedure can be used as a basis for the Cost Benefit Analysis
Method (CBAM), which allows to determine the economic trade-offs.

Coming to the results, our qualitative assessment and thereby our answer to the
research question is summarized by Table 7.4 for the architectural, and Table 7.6 for
the method-specific characterization. Our cloud-based solutions are particularly
strong in compatibility, maintainability, and modifiability. Further characteristics
where they outperform conventional systems are a more efficient resource utiliza-
tion and better availability and accessibility. The strengths make this approach
particularly suitable in applications with many object detection systems, and with
potentially frequent system changes, which profit from high interoperability and
modifiability. Future features such as collective learning or data mining can be
supported well. On the other hand, the conventional systems do not have commu-
nication overheads and therefore exhibit better timing behavior. They are easy to
use and do not impose such mandatory additional efforts to cope with security
issues. Therefore they seem suitable if few object detection systems are required
whose modifiability is of less importance. The cloud system may be competitive
in such cases as well, but only if timing is not crucial and the capabilities can be
delivered by some third-party cloud provider, so that there is no initial investment
required.

During the analysis, we observed trade-offs of a relatively general nature. This
concerns e.g. response times and resource utilization – it is not possible to optimize
an architecture for both, and we must decide based on the particular requirements of
the application and associated economic trade-offs. Similarly, a good modifiability
may reduce the usability, because it often comes with a greater system complexity
which is harder to handle. A third trade-off regards availability and security – a
system that is not available and accessible at all is very secure, but if we want to
increase availability we also have to come up with appropriate security measures.

The particular object detection method used also affects certain quality attributes,
especially performance-related ones are affected. This concerns timing behavior
such as training time, detection time and communication overhead – a cloud-based
system can obviously be faster than a locally deployed system, if the former uses
SSP which makes predictions in 20ms, whereas the latter relies on PPFM which
takes several seconds. Interestingly, for the three examined methods, training times
and detection times were reciprocal, e.g. SSP, which takes longest for training,
can perform detections the fastest. In that manner, all of the methods are optimal
with respect to total computation time at a certain number of detections. We also
found that reuse of trained detectors is not that easily possible – several methods
require contextual information during training, such as camera intrinsics and
potential view-points. If these parameters change too much, the detector must be
trained anew even if it shall detect the same objects. This partly impairs the good
reusability scores of the framework variants. We observe that, to exploit the full
potential of service-based object detection, such method-specific aspects can be of
great importance.
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7.4 conclusion

In this chapter, we pursued the research goal to characterize the benefits and
drawbacks that come with the use of the proposed service-based framework for
object detection and pose estimation. We adopted a scenario-based evaluation
method to assess the architectural candidates, i.e. four variants of our framework
and one conventional baseline system. The 18 scenarios used for the assessment
covered five quality attributes with a total of 13 sub-characteristics, such as timing
or interoperability. As a result we could characterize each architectural candidate by
how well they comply with these sub-characteristics. In a second step, we examined
the three exemplary object detection methods from the previous chapter to identify
how they affect the benefits and drawbacks of the service-based framework.

Our characterization has demonstrated that the systems have different strengths
and weaknesses, making them suitable for a different set of applications. Conven-
tional systems are a reasonable choice for a small number of work stations which
do not require frequent modifications. If a better configurability is desired, or if
resource utilization and accessibility are of importance, our proposed service-based
framework can outplay its strengths. It is thus particularly suitable for larger-scale
applications.

Concerning the methods, we also found that each method has its justification.
PPFM can be trained in short time and is very easy to use, making it a flexible
solution for small batches. However, it is relatively slow and is outperformed first
by LINEMOD and later by SSP if the production volume increases.

The findings support the hypothesis that there is not one architecture or method
to rule them all, but each architecture and each method has a certain justification
and may be the best-suited one for a particular application. Our characterization
helps to identify the best candidate.

The main contributions of this chapter are the following:

• scenario-based analysis of five architectural candidates (including four vari-
ants of the proposed framework and one baseline system) which results in a
comparative assessment of relevant quality attributes,

• identification of general quality attribute trade-offs, i.e. timing vs. resource
utilization, modifiability vs. usability, and availability vs. security, and

• analysis of how exemplary object detection methods (PPFM, LINEMOD, and
SSP) affect the characterization of the framework.
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D I S C U S S I O N A N D C O N C L U S I O N S

The thesis at hand was dedicated to pave the way towards robust, service-based
object detection and pose estimation for manufacturing industries. It has the
potential to facilitate autonomous robotic grasping, handling and assembly in less
strictly defined production environments.

In this last chapter, we will bring together the results of the last three chapters
and summarize our findings. Furthermore, we discuss the potential generalizations
as well as the limitations of this work and eventually conclude with an outlook.

8.1 findings

We started with reviewing the relevant state of the art, which is comprised of
two parts. First, we formally defined object detection and pose estimation and
investigated means of benchmarking and evaluating different approaches, and
finally we examined the object detection methods themselves. In the second part,
we investigated the infrastructural aspects, i.e. how machine vision systems look
like today, and how service-based approaches try to transform the manufacturing
environment. We took a closer look at enabling technologies and existing, service-
based vision applications. In summary, we found that there are different types of
industrial vision systems, non of which is service-based yet. At the same time, the
field of object detection and pose estimation is characterized by a high diversity
of methods and a fast development pace. Accelerating the integration of new
methods into the production environment by using a service-based framework
would therefore be particularly valuable.

The objectives and research questions of this thesis were set up accordingly. We
aimed to propose such a framework and integrate contemporary object detection
and pose estimation methods. Moreover, we aimed to characterize the solution and
compare its properties with those of traditional systems.

In Chapter 5, we designed a service-based framework for object detection and
pose estimation and demonstrated its feasibility with a proof-of-concept imple-
mentation. The required technologies are already out there, as our approach was
inspired by cloud-based APIs like Google Cloud Vision, and by the Open Plat-
form Communications Unified Architecture (OPC UA) vision specification which
already has partly been released. The combination of both allows to bring the
advantages of cloud-based image processing to the shop floor of the manufacturing
industries. As shown in our characterization in Chapter 7, the advantages include a
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more efficient resource utilization, better interoperability with all kinds of devices,
and replaceability of individual components while minimizing downtimes. A
further advantage is the extensibility to support future object detection methods,
especially such that can potentially exploit collective learning. The downsides
include particularly the longer response times and the communication overhead,
but there are also other factors such as a greater system complexity and the need
for security measures.

We proposed different operational modes, namely in a private cloud or a factory
cloud, both with an optional local deployment. Most advantages can be achieved
with a full cloud approach: A third-party provides access to the cloud system and
we can directly start using it once we created an account. Although this would be
the cheapest and easiest solution, it comes with the highest response times and
necessitates transfer of data into some external cloud, which might be unwanted
due to confidentiality issues. The setup of a factory cloud system would yield
better response times and solves the confidentiality issues, but requires a much
higher initial investment.

In Chapter 6, we demonstrated that it is possible to use contemporary object
detection methods within the framework and to train them based on a CAD model.
Although we showed the feasibility, there is a lot of room for improvements. This
regards for example the required parameters. Often, we can tune the sensitivity
of a detector, which allows to trade off recognition performance and computation
time. Sometimes, it is necessary to give contextual information about the potential
view-points or the sensor, which impairs the reusability of these detectors. Some
methods even may require to tune specific, object-dependent parameters, which
can only be conducted with expert knowledge. In the literature, the methods are
mostly compared with respect to detection performance, disregarding these soft
factors that may be crucial for the applicability of the methods.

A second performance indicator that is typically compared is the detection time.
However, the methods are not optimized for fast and easy training, which is also
important for their application. Particularly Deep Learning methods are very
cumbersome to train. Although we demonstrated that it is possible to train them
on the basis of a CAD model, the procedure must be further refined to improve the
pose accuracy on real images. Even if fully automated, the lengthy training routine
(compared to other methods) prevents Convolutional Neural Networks (CNNs)
from being economically worthwhile for smaller production volumes, even though
their detection works much faster.

The characterization in Chapter 7 took a wide range of scenarios into account and
evaluated the benefits and drawbacks of certain framework architectures in compar-
ison with traditional systems. Given a particular application, this characterization
will help to identify the most suitable system type.

8.2 generalizations and limitations

It might suggest itself to generalize our findings to other machine vision tasks
besides 6d object detection. Some of our findings were concerned with particular
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object detection methods, and for these it is not possible, but others concentrated
more on the service-based framework.

Service-based frameworks for other machine vision tasks could be designed
in a very similar manner as our proposed framework. An early, crucial point
in the development of the framework was the uniformity analysis, where we
analyzed existing object detection and pose estimation methods with respect to
their operational uniformity, so that they can be handled using the same interface.
As we have proposed an interface for 6d object detection, one would need to
propose according interfaces for other machine vision tasks. The framework could
then rely on the same protocols, use the same virtualization concept and even the
deployment strategies.

Regarding the potential benefits and drawbacks of such an endeavor, we can, in
fact, resort to our characterization. During the comparison of the service-based
framework with a conventional baseline system, about half of the scenarios did not
necessarily refer to 6d object detection. Some of the characteristics are therefore
valid for all types of machine vision tasks and most certainly the identified trade-
offs are valid as well.

Let us focus on potential shortcomings and vulnerabilities of the proposed
service-based 6d object detection framework.

We observed that there is a general trade-off between timing and resource
utilization. If there are hard timing constraints, it is more suitable to use local
resources. On the other hand, using shared, cloud-based resources would yield
a more efficient utilization, which saves money and energy. However, there is a
burden to unlock efficient utilization, namely the transmission of the images into
the cloud. Because 6d object detection is a machine vision task that is relatively
computationally heavy, it is worthwhile to take that burden. Most other machine
vision tasks are rather simple, for example completeness checks or dimension
checks. In such cases the communication overhead may not pay off, and embedded
solutions like intelligent cameras are to be preferred. This might also be the case
for 6d object detection, if either the algorithms became very simple or the required
hardware became very cheap. Regarding the algorithms, we can say that, with the
current trend to Deep Learning, more resource-hungry detectors emerge. These in
turn require potent GPUs for training and detection. However, this requirement
is imposed more by the training than by the detection process itself. It could
therefore be reasonable to train the CNNs in the cloud, but then deploy them
locally on specifically designed, embedded systems. Such a local deployment is
also possible within the proposed framework, although it may come with certain
drawbacks regarding other quality attributes. While cheap resources and simple
algorithms may reduce the benefits of cloud-based solutions, more dependable
network connections and faster data transmission would have the opposite effect.

A shortcoming of the proposed framework with respect to conventional systems
is the complexity, particularly regarding the setup of an object detection system.
While conventional systems come with all required hardware (sensors, PC, cabling,
etc.), this is not the case for our framework solutions. It is of course mandatory that
every detection method comes with a documentation, which might recommend
certain sensors or setups. With growing market share of such framework-based
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solutions, it might be reasonable that vendors will develop certain standard setups
that work well in combination with the cloud API. This might ultimately lead to
an app-concept similar to smart phones, where we have a multitude of different
hardwares, but each of them has access to the same app store.

8.3 future work

There are several worthwhile directions for future research. Before gazing into
the far future, we should regard currently ongoing processes. The OPC UA vision
specification is – at the time of writing – only partly released, other parts are
still under development. Similarly, there are currently barely systems on the
market which make use of the specification. We can expect the release of the full
specification in the near future, and more manufacturers will adopt the standard.
OPC UA vision is elementary to our proposed framework for object detection and
pose estimation, and it is worthwhile investigating how it will affect the integration
of vision systems into the manufacturing environment.

An aspect that leaves room for improvement is the user-friendliness of 6d object
detection methods. Many researchers optimize for recognition performance, i.e.
pose accuracy and detection time, but soft factors are often disregarded. However,
these soft factors strongly affect the usability: Can the detector be trained with a
3d model? Is the training possible without expert knowledge? Is it necessary to tune
parameters, or can it be used as is? These aspects should be emphasized to facilitate
the adoption of object detection in the manufacturing industries. This particularly
concerns contemporary Deep Learning methods. As this technology is relatively
new and not fully explored, we still have a huge potential for improvements. We
can improve the training from synthetic data, we can bridge the domain gap using
domain adaptation techniques or weakly annotated data, and we can strive towards
in-process and collective learning to unleash the full potential.

Considering the application of object detection and pose estimation for robotic
grasping, the current paradigm is detecting the object and its pose as accurately
as possible and then to grasp and manipulate it. However, this paradigm might
change. When observing human object manipulation behavior, we realize that a
high pose accuracy before or during grasping is not mandatory. In fact, there are
already approaches which directly identify good grasping points from an image
to let the robot grasp the object in an arbitrary pose [3, 98]. The desired pose
accuracy must then be established at a later stage, when it is required for placing or
assembling the object. We humans solve this by re-orienting the item in our hands
with the help of both visual and tactile sensing. Enabling robots to do this requires
more elaborate gripper solutions in the first place, but it also suggests a fusion of
visual and tactile sensory data. Using multiple modalities, we could potentially
achieve higher pose accuracies altogether.

In production environments, predictable response times are often crucial to meet
hard real-time constraints. Cloud-based solutions introduce additional network
latencies and also some jitter, i.e. the latencies differ from request to request. The
network communication will become more dependable with technologies like 5G
or Time-Senstivie Networking (TSN). However, there are also other aspects that
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affect the timing, e.g. means of efficient resource utilization often come with a
certain waiting time for a process (e.g. batch processing on a GPU). Optimizing
for response times therefore contradicts the cloud-based approach, and one has
to consider which advantages weigh heavier. In the long run, it might be useful
to design production lines to be more flexible in terms of timing issues, so that a
slight delay of a response does not harm the production.

We also imagined to extend the framework to other vision tasks. The procedure
of this thesis could be used as a blueprint, and some findings such as parts of
the characterization are also valid for other tasks. It will then become more
interesting to investigate particular applications with specific requirements. A
quantification of the aforementioned trade-offs would be of special interest, but
such an experiment would require a relatively large-scale application to cover all
aspects. Nevertheless, the effort might pay off: With a quantitative characterization
we could e.g. determine the required network bandwidth or number the savings
through efficient resource utilization. It would help to estimate which vision
applications profit most from cloud-based frameworks, and for which algorithms it
is not reasonable to be offloaded.

Taking this thought one step further, we can imagine an ecosystem with a
multitude of different vision services. It could be an open, digital ecosystem
in which developers contribute new algorithms, customers apply them in their
factories and give direct feedback to the developers. The individual services
would be semantically described and could be composed (automatically) to larger
applications using service discovery mechanisms. This would be an important
cornerstone in the realization of Industry 4.0 and it could leverage the automation
of high-mix low-volume production processes.
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as a service—towards cloud-based motion planning and control for indus-
trial robots”. In: Robot Motion and Control (RoMoCo), 2015 10th International
Workshop on. 2015, pp. 33–39.

[174] Joel Vidal, Chyi-Yeu Lin, Xavier Lladó, and Robert Martí. “A Method for 6D
Pose Estimation of Free-Form Rigid Objects Using Point Pair Features on
Range Data”. In: Sensors 18.8 (2018), p. 2678.

[175] Xi Vincent Wang, Lihui Wang, Abdullah Mohammed, and Mohammad
Givehchi. “Ubiquitous manufacturing system based on Cloud: A robotics
application”. In: Robotics and Computer-Integrated Manufacturing 45 (2017),
pp. 116–125.

[176] Peter Waszkewitz. “Machine Vision in Manufacturing”. In: Handbook of
Machine and Computer Vision. Ed. by Alexander Hornberg. Somerset: John
Wiley & Sons Incorporated, 2017, pp. 699–799. isbn: 978-3-527-41339-3.

[177] Paul Wohlhart and Vincent Lepetit. “Learning descriptors for object recog-
nition and 3d pose estimation”. In: Proceedings of the IEEE Conference on
Computer Vision and Pattern Recognition. 2015, pp. 3109–3118.

[178] Yu Xiang, Roozbeh Mottaghi, and Silvio Savarese. “Beyond PASCAL: A
Benchmark for 3D Object Detection in the Wild”. In: IEEE Winter Conference
on Applications of Computer Vision (WACV). 2014.

[179] Yu Xiang, Tanner Schmidt, Venkatraman Narayanan, and Dieter Fox.
“Posecnn: A convolutional neural network for 6d object pose estimation in
cluttered scenes”. In: Robotics: Science and Systems (RSS) (2018).

[180] Yasuyoshi Yokokohji, Yoshihiro Kawai, Mizuho Shibata, Yasumichi Aiyama,
Shinya Kotosaka, Wataru Uemura, Akio Noda, Hiroki Dobashi, Takeshi
Sakaguchi, and Kazuhito Yokoi. “Assembly Challenge: a robot competition
of the Industrial Robotics Category, World Robot Summit–summary of the
pre-competition in 2018”. In: Advanced Robotics 33:17 (2019), pp. 876–899.

[181] Yi Zhou, Connelly Barnes, Jingwan Lu, Jimei Yang, and Hao Li. “On the
Continuity of Rotation Representations in Neural Networks”. In: arXiv
preprint arXiv:1812.07035 (2018).

[182] Markus Ziegler. Point Pair Feature Matching: Integration of Selected Extensions
to Improve Recognition Rates for Industrial Objects. Master’s thesis, TU Berlin,
2019.

[183] Markus Ziegler, Martin Rudorfer, Xaver Kroischke, Sebastian Krone, and
Jörg Krüger. “Point Pair Feature Matching: Evaluating Methods to Detect
Simple Shapes”. In: 12th International Conference on Computer Vision Systems
(ICVS). Vol. 1. 2019.

159



A
A P P E N D I X

a.1 opc ua vision specification

The OPC UA Vision Specification [170] defines a finite state machine which contains
the possible states and transitions of an OPC UA Vision Server. It further defines
an information model prescribing the object types and their relations. Figure A.1
depicts the state machine and Figure A.2 shows the main object types of the
information model.
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Figure 24 – States and transitions of the VisionAutomaticModeStateMachineType 

Interactions between external systems and the global “AutomaticMode” state machine are limited to few 
transitions in the model which we will see in detail in the description of methods and transitions. The most 
prominent points are obviously the Start-methods, typically used by a client to start operation of a vision 
system.  

However, there is frequently a need to synchronize operations between the vision systems and external 
systems where the vision system remains conceptually in one of the states of the “AutomaticMode” state 

Figure A.1: States and transitions of one possible state machine type. The operational
state itself consists of several sub-states. Methods for recipe and configuration
management are expected to be used in the states Initialized and Ready. Image
from [170, p. 95].
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Page 31 
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6 OPC Machine Vision information model overview 
Figure 7 shows the main objects types and the relations between them.  
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Figure 7 – Overview of the OPC Machine Vision information model 

  

Figure A.2: Main object types of the information model. Image from [170, p. 31].
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a.2 characterization supplements

This section contains all materials documenting the characterization procedure used
in Chapter 7. It includes the scenarios with prioritization and coverage of quality
attributes as well as the detailed analyses of the scenarios for the comparison of the
framework variants with the baseline setup and the method-specific comparison.

a.2.1 Scenarios

All scenarios are described in Table A.1.

Table A.1: All scenarios with their full description and associated attributes.

Scenario #1: Setup of framework
Conditions No object detection system present; cloud framework not in-

stalled
Stimulus Create instance of the proposed 6d object detection framework
Business Goals Gaining access to object detection capabilities in short time and

with low costs
Characteristics Installability

Scenario #2: Test applicability of potential Object Detection System (ODS)
Conditions Cloud framework available; CAD model and sample images

available; no trained detector present
Stimulus Train system to detect given object; perform exemplary detec-

tions
Business Goals Quickly assessing potential use cases for object detection
Characteristics Ease of operation, accessibility

Scenario #3: Setup new ODS, w/o integration
Conditions Cloud framework available; trained detector available
Stimulus Hardware and software are selected, purchased and installed

to make prototypic tests
Business Goals Fast, easy and cheap realization of new application
Characteristics Installability, ease of operation

Scenario #4 Integration of ODS into manufacturing environment
Conditions Hardware and software functioning; detector is trained
Stimulus A PLC is programmed to control the ODS
Business Goals Fast integration
Characteristics Interoperability, ease of operation

Scenario #5 Training object
Conditions Normal operation mode
Stimulus Provide CAD model to train a detector
Business Goals Fast training of detection method
Characteristics Configurability, ease of operation, timing, availability

– continued on next page –

iv



A.2 characterization supplements

– continued from previous page –
Scenario #6 Making predictions

Conditions Normal operation mode
Stimulus One ODS acquires an image each 10s to make a prediction
Business Goals Receive response within time limits; low operation costs; no

downtime
Characteristics Timing, resource utilization

Scenario #7 Scale from 1 to 5 identical ODS
Conditions One integrated ODS with trained detector present
Stimulus Setup new systems until ready for normal operation mode
Business Goals Quickly scale an application to maximize productivity
Characteristics Resource utilization, reusability, readiness for collective learn-

ing

Scenario #8 Reducing cycle time from 10s to 5s with five identical ODS
Conditions Five identical ODS (detect the same object) are in normal oper-

ation mode
Stimulus Cycle time is cut by half, system must be configured to adhere

to the new cycle time
Business Goals low modification costs
Characteristics Configurability

Scenario #9 Integration of novel object detection method
Conditions ODS is fully functioning in normal operation mode
Stimulus A novel object detection method shall be made available to the

system
Business Goals Easy integration of better recognition capabilities without

downtime
Characteristics Extensibility, replaceability

Scenario #10 Switching the object detection method
Conditions ODS is fully functioning in normal operation mode
Stimulus A different object detection method shall be deployed in the

ODS
Business Goals Easy integration of better recognition capabilities without

downtime
Characteristics Configurability, extensibility

Scenario #11 Sensor type is not suitable and must be changed
Conditions ODS is fully functioning, but sensor shows artifacts that impede

recognition performance
Stimulus Different type of sensor shows no artifacts and shall be de-

ployed in the ODS
Business Goals Improve recognition performance
Characteristics Replaceability, interoperability, ease of operation

Scenario #12 Update framework
– continued on next page –
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– continued from previous page –
Conditions System in normal operation mode; new version of the vision

framework is available
Stimulus System is updated to a new version
Business Goals Keeping software up-to-date; minimize downtime
Characteristics Extensibility, replaceability, availability

Scenario #13 Security update on server
Conditions System in normal operation mode; a computer needs to make

a security update
Stimulus The update process involves several reboots and blocks the

computer for 10 min
Business Goals Keeping software up-to-date; minimize downtime
Characteristics Availability, replaceability

Scenario #14 Internet connection fails for 10 min
Conditions Systems are in normal operation mode; Internet connection

fails
Stimulus The internet connection fails and is restored after 10 mins
Business Goals minimize impact on production
Characteristics Availability

Scenario #15 Denial-of-Service Attack
Conditions Systems are in normal operation mode
Stimulus An attacker makes a high number of requests, effectively over-

loading the system
Business Goals Minimize impact on production
Characteristics Security

Scenario #16 Intruder gains access to a computer
Conditions Systems are in normal operation mode
Stimulus An intruder gains access to a computer
Business Goals limit damage and keep data confidential
Characteristics Security

Scenario #17 Detector with malicious code is used
Conditions Operational mode; an available detector contains non-

functional or potentially harmful code
Stimulus The detector is used and the malicious code executes
Business Goals limit damage and keep data confidential
Characteristics Security

Scenario #18 Quality managament wants to re-evaluate detections
Conditions Systems are in normal operation mode
Stimulus Images of all ODS of the past two weeks shall be re-evaluated

with a custom detection method
Business Goals compare available methods; easy accessibility of all relevant

data
Characteristics Accessibility

– continued on next page –
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– continued from previous page –

Scenario #19 Sensor is changed: same type, different intrinsics
Conditions ODS is out of order because the sensor is defective
Stimulus A sensor with different camera intrinsics is deployed to the

ODS.
Business Goals quick deployment to minimize downtime
Characteristics Availability, reusability

Scenario #20 Restricting response time to 200ms
Conditions ODS is fully functioning, but with longer response time
Stimulus Response time must be reduced to 200ms
Business Goals Find measures to decrease response times; minimize downtime
Characteristics Configurability, timing

Scenario #21 Power supply of computer breaks down and must be exchanged
Conditions Systems are in normal operation mode; a computer fails
Stimulus The computer is down for 2h until a power supply replacement

can be installed
Business Goals minimize impact on production
Characteristics Availability

vii
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a.2.2 Coverage of Quality Attributes

The scenarios that have been prioritized (according to Table 7.3, p. 122) cover all
quality attributes. This is demonstrated by Table A.2.

Table A.2: List of the quality attributes with their sub-characteristics and associated sce-
narios by their id. Note that scenarios which have been excluded from the
comparison (#19–#21) are not regarded in this table.

Performance and Efficiency
Timing #5, #6

Resource utilization #6, #7

Readiness for collective learning #7

Compatibility and Maintainability
Interoperability #4, #11

Installability #1, #3

Replaceability #9, #11, #12, #13

Modifiability
Configurability #5, #8, #10

Reusability #7

Extensibility #9, #10, #12

Usability
Ease of operation #2, #3, #4, #5, #11

Accessibility #2, #18

Reliability and Security
Availability #5, #12, #13, #14

Security #15, #16, #17
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a.2.3 Scenario Analysis for Framework Comparison

Table A.3 documents the scenario-based analysis for the framework comparison. It
contains the scenarios including their descriptions, the responses of each architec-
tural candidate and the subsequent assessment.

Table A.3: Assessment of scenarios for the framework characterization.

Scenario #1: Setup of framework
Conditions No object detection system present; cloud framework not in-

stalled
Stimulus Create instance of the proposed 6d object detection framework
Business Goals Gaining access to object detection capabilities in short time and

with low costs
Characteristics Installability

Responses of the architectural candidates
Framework with private cloud / cloud deployment

Response A contract must be made with a third-party provider of the
service-based 6d object detection framework. Upon request, the
provider can set up the system in his server farm in probably
less than 1 hour, after which the framework will be available
to the customer. If resources on a larger scale are required, the
provider can gradually extend his server farm.

Framework with private cloud / local deployment
Response Same response as framework with private cloud / cloud de-

ployment.
Framework with factory cloud / cloud deployment

Response If a factory cloud system exists, the framework can probably
be installed there with reasonable effort. However, setting up
a factory cloud system is a complex endeavor that requires
elaborate planning and involves many stakeholders. This is
further complicated by some object detection methods that
require special hardware, e.g. GPUs for Deep Learning.

Framework with factory cloud / local deployment
Response Same response as framework with factory cloud / cloud de-

ployment.
Conventional baseline setup

Response This scenario does not apply to conventional setups, as they do
not include any cloud framework. Instead, each conventional
setup is purchased and operated individually, which is covered
by a different scenario.

Assessment
– continued on next page –
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– continued from previous page –
Rating

Framework with private cloud / cloud deployment
Framework with private cloud / local deployment
Framework with factory cloud / cloud deployment
Framework with factory cloud / local deployment
Conventional baseline setup

Comment The baseline requires no setup of a framework and can be
regarded as the winner of this scenario (although this comes
with certain impairments in other scenarios).

Scenario #2: Test applicability of potential ODS
Conditions Cloud framework available; CAD model and sample images

available; no trained detector present
Stimulus Train system to detect given object; perform exemplary detec-

tions
Business Goals Quickly assessing potential use cases for object detection
Characteristics Ease of operation, accessibility

Responses of the architectural candidates
Framework with private cloud / cloud deployment

Response The cloud framework can be used with google Remote Proce-
dure Call (gRPC) and Representational State Transfer (REST)
interfaces, particularly the latter enables a convenient, browser-
based user interface. The CAD model can be uploaded and
used to train a detector, depending on the method this takes
between several seconds to over one hour. The images can be
uploaded as well to initiate detections with the trained detector.

Framework with private cloud / local deployment
Response Same response as framework with private cloud / cloud de-

ployment.
Framework with factory cloud / cloud deployment

Response Same response as framework with private cloud / cloud de-
ployment.

Framework with factory cloud / local deployment
Response Same response as framework with private cloud / cloud de-

ployment.
Conventional baseline setup

Response Without purchasing the product, this cannot be conducted. The
product includes its own sensors and therefore the availability
of appropriate images is questionable. Instead, it is imaginable
to send the part to the vendor, so they can assess whether it
can be recognized or not.

Assessment
– continued on next page –
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– continued from previous page –
Rating

Framework with private cloud / cloud deployment
Framework with private cloud / local deployment
Framework with factory cloud / cloud deployment
Framework with factory cloud / local deployment
Conventional baseline setup

Comment This scenario can be solved with additional functionality that
is offered by the framework to improve usability.

Scenario #3: Setup new ODS, w/o integration
Conditions Cloud framework available; trained detector available
Stimulus Hardware and software are selected, purchased and installed

to make prototypic tests
Business Goals Fast, easy and cheap realization of new application
Characteristics Installability, ease of operation

Responses of the architectural candidates
Framework with private cloud / cloud deployment

Response The hardware consists mainly of sensor and computing device.
An arbitrary sensor can be used that is appropriate for the de-
tection method at hand. The documentation of the framework
might indicate which sensors work best, so that a solution with
a good trade-off between price and performance can be picked.
The computing device can be a slim device, because it only
processes requests to the cloud system (cloud deployment) and
does not perform any computations. Selecting custom hard-
ware allows to reduce costs, but may be regarded as additional
effort to be made by the customer. If hardware is available, the
system setup can be conducted in less than one hour.

Framework with private cloud / local deployment
Response In contrast to the response of the previous architecture, the local

deployment requires more potent computational resources on
site. The resources may require to be adjusted to the type of
detection method used, e.g. in case of Deep Learning. In case
limited installation space is available, this might challenging.
Furthermore, the detector must be deployed on the computing
device, which represents an additional step, although guided
by the framework’s interface.

Framework with factory cloud / cloud deployment
Response Same response as framework with private cloud / cloud de-

ployment.
Framework with factory cloud / local deployment

Response Same response as framework with private cloud / local deploy-
ment.

– continued on next page –

xi



appendix

– continued from previous page –
Conventional baseline setup

Response The driving factors regarding time are purchase and shipping
of the product. Upon arrival, the ISRA Vision system for ex-
ample is operational within few hours.1 The system includes
all required components, which alleviates the effort of hand-
picking the components for the customer. However, it is more
expensive and requires more installation space.

Assessment
Rating Installability:

Framework with private cloud / cloud deployment
Framework with private cloud / local deployment
Framework with factory cloud / cloud deployment
Framework with factory cloud / local deployment
Conventional baseline setup

Ease of operation:
Framework with private cloud / cloud deployment
Framework with private cloud / local deployment
Framework with factory cloud / cloud deployment
Framework with factory cloud / local deployment
Conventional baseline setup

Comment Time and efforts required for installation are best for the frame-
work solutions, as the customer depends less on external ven-
dors. However, ease of operation also regards the skills required
for the selection and installation of the components, which is
more complicated for the local deployment variants.

Scenario #4 Integration of ODS into manufacturing environment
Conditions Hardware and software functioning; detector is trained
Stimulus A PLC is programmed to control the ODS
Business Goals Fast integration
Characteristics Interoperability, ease of operation

Responses of the architectural candidates
Framework with private cloud / cloud deployment

Response The detection functionality can be accessed using OPC UA Vi-
sion, gRPC or REST. A PLC will probably rely on the OPC UA
protocol which is industrial standard.

Framework with private cloud / local deployment
Response Same response as framework with private cloud / cloud de-

ployment.
Framework with factory cloud / cloud deployment

– continued on next page –

1 See https://www.isravision.com/de/automotive/anwendungen/presswerk/roboterfuehrung/

intellipick3d-pro/ (visited on 2020-02-04).
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– continued from previous page –
Response Same response as framework with private cloud / cloud de-

ployment.
Framework with factory cloud / local deployment

Response Same response as framework with private cloud / cloud de-
ployment.

Conventional baseline setup
Response ISRA Vision’s IntelliPICK3D supports OPC UA, which can be

used to integrate the system.

Assessment
Rating

Framework with private cloud / cloud deployment
Framework with private cloud / local deployment
Framework with factory cloud / cloud deployment
Framework with factory cloud / local deployment
Conventional baseline setup

Comment Although the framework offers more interfaces, the integration
efforts are similar due to OPC UA as industry-relevant protocol.
Required skills are similar for all solutions, hence there is no
distinction between the rating of the quality attributes.

Scenario #5 Training object
Conditions Normal operation mode
Stimulus Provide CAD model to train a detector
Business Goals Fast training of detection method
Characteristics Configurability, ease of operation, timing, availability

Responses of the architectural candidates
Framework with private cloud / cloud deployment

Response Training an object can be conducted based on the CAD model
from any client PC that is authorized to access the framework.
A particular Object Detection System is not required, although
some methods might require contextual parameters such as
camera intrinsics etc. Because training is conducted in the
cloud, resources can be fully exploited to achieve a fast training
process. This can range from less than a minute to over an
hour, depending on the method. Operational ODS need not be
interrupted for training.

Framework with private cloud / local deployment
Response Same response as framework with private cloud / cloud de-

ployment.
Framework with factory cloud / cloud deployment

Response Same response as framework with private cloud / cloud de-
ployment.

Framework with factory cloud / local deployment
– continued on next page –
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Response Same response as framework with private cloud / cloud de-

ployment.
Conventional baseline setup

Response ISRA Vision’s IntelliPICK3D system can be trained on the ba-
sis of a CAD model as well. It relies on a Point Pair Feature
Matching (PPFM) derivative and therefore exhibits similar be-
havior, including a training time of a few minutes. However,
the operator must connect to the embedded PC of the system,
which might require physical presence. Furthermore, from the
available descriptions it is not clear whether training can be con-
ducted when the system is running, or whether the production
has to be halted.

Assessment
Rating Configurability, ease of use, and timing:

Framework with private cloud / cloud deployment
Framework with private cloud / local deployment
Framework with factory cloud / cloud deployment
Framework with factory cloud / local deployment
Conventional baseline setup

Availability:
Framework with private cloud / cloud deployment
Framework with private cloud / local deployment
Framework with factory cloud / cloud deployment
Framework with factory cloud / local deployment
Conventional baseline setup

Comment Due to the potential halt of the operating system, the conven-
tional setup receives a reduced score for availability.

Scenario #6 Making predictions
Conditions Normal operation mode
Stimulus One ODS acquires an image each 10s to make a prediction
Business Goals Receive response within time limits; low operation costs; no

downtime
Characteristics Timing, resource utilization

Responses of the architectural candidates
Framework with private cloud / cloud deployment

– continued on next page –
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Response The request is sent to the cloud system, i.e. it requires an In-

ternet connection. The communication overhead then depends
(among others) on the amount of data sent and on the location
of the server. In [141], we measured the communication times
for a vision service receiving a relatively large image of res-
olution 2592× 1944 via REST (i.e. with base64 encoding and
further overhead). The communication times were on average
1103ms for long distance (Berlin–Ohio) and 299ms for shorter
distance (Berlin–Frankfurt). The latter value is more realistic,
as we can assume close proximity and smaller image sizes. The
communication overhead can be alleviated by more powerful
computing hardware and potentially faster processing. As in
this scenario a request comes each 10s, the server is available to
handle other requests in the meantime for a better utilization
of resources.

Framework with private cloud / local deployment
Response Due to the local deployment, the ODS includes its own comput-

ing device which executes the detection functions. We therefore
have no communication latencies in processing the request.
However, as a request comes only each 10s, the device will idle
the rest of the time and waste energy.

Framework with factory cloud / cloud deployment
Response One of the primary goals of the factory cloud setup is to reduce

the latencies. Given appropriate bandwidth, the communica-
tion times can be reduced to a minimum. Similar to the private
cloud setup, the servers are available to handle other requests
which improves utilization of resources.

Framework with factory cloud / local deployment
Response Same response as framework with private cloud / local deploy-

ment.
Conventional baseline setup

Response Same response as framework with private cloud / local deploy-
ment.

Assessment
– continued on next page –
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Rating Timing:

Framework with private cloud / cloud deployment
Framework with private cloud / local deployment
Framework with factory cloud / cloud deployment
Framework with factory cloud / local deployment
Conventional baseline setup

Resource utilization:
Framework with private cloud / cloud deployment
Framework with private cloud / local deployment
Framework with factory cloud / cloud deployment
Framework with factory cloud / local deployment
Conventional baseline setup

Comment The ratings for timing and resource utilization differ strongly.
It is likely that we have identified a relevant trade-off point
here.

Scenario #7 Scale from 1 to 5 identical ODS
Conditions One integrated ODS with trained detector present
Stimulus Setup new systems until ready for normal operation mode
Business Goals Quickly scale an application to maximize productivity
Characteristics Resource utilization, reusability, readiness for collective learn-

ing

Responses of the architectural candidates
Framework with private cloud / cloud deployment

Response The setup of the systems can easily be done by duplicating
the existing ODS in terms of hardware and integration into the
manufacturing environment. The trained detector is already
available in the cloud and can directly be reused. In fact, all
the images are centralized in the cloud and can be used for
collective learning, e.g. with domain adaptation techniques
that improve recognition performance of synthetically trained
Convolutional Neural Networks (CNNs). The cloud system can
easily scale w.r.t. the requested load. For example, the detector
container can be duplicated and executed multiple times in
parallel. A GPU can furthermore perform batch processing,
i.e. multiple detections can be made in one process, which
represents a very efficient utilization of resources. If the load
raises permanently, the cloud provider can allocate additional
servers.

Framework with private cloud / local deployment
– continued on next page –
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Response Similar to the previous architecture, we can simply duplicate

the existing ODS in terms of hardware and integration into the
manufacturing environment. The trained detector is also avail-
able in the cloud, but must be deployed locally in an additional
step. This local deployment hinders collective learning, which
could be alleviated by additional synchronization of local data
with the cloud and periodically updating the detector. As each
ODS requires its individual computing device, the resource
utilization is bad.

Framework with factory cloud / cloud deployment
Response Same reasoning as for framework with private cloud / cloud

deployment. However, the capacities for scaling might be more
restricted than with a professional cloud provider.

Framework with factory cloud / local deployment
Response Same response as framework with private cloud / local deploy-

ment.
Conventional baseline setup

Response The system can be purchased multiple times to replicate the
existing ODS. However, the systems have no means to commu-
nicate with each other, i.e. each of them has to be configured
and trained anew. No collective learning is possible.

Assessment
Rating Resource utilization:

Framework with private cloud / cloud deployment
Framework with private cloud / local deployment
Framework with factory cloud / cloud deployment
Framework with factory cloud / local deployment
Conventional baseline setup

Reusability:
Framework with private cloud / cloud deployment
Framework with private cloud / local deployment
Framework with factory cloud / cloud deployment
Framework with factory cloud / local deployment
Conventional baseline setup

Readiness for collective learning:
Framework with private cloud / cloud deployment
Framework with private cloud / local deployment
Framework with factory cloud / cloud deployment
Framework with factory cloud / local deployment
Conventional baseline setup

Comment Cloud-based systems foster better resource utilization, reusabil-
ity and collective learning.

– continued on next page –
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Scenario #8 Reducing cycle time from 10s to 5s with five identical ODS

Conditions Five identical ODS (detect the same object) are in normal oper-
ation mode

Stimulus Cycle time is cut by half, system must be configured to adhere
to the new cycle time

Business Goals low modification costs
Characteristics Configurability

Responses of the architectural candidates
Framework with private cloud / cloud deployment

Response This architectural candidate has the highest response times
due to the private cloud system. Reducing the communication
and processing times can be achieved by using smaller images,
however, we assume that the means to reduce communication
overhead have been fully exploited. The framework then offers
options to adjust the trained detector, using parameters that
trade off recognition performance and computation time (as
identified in Chapter 6). If that is not sufficient, it is possible
to use a different detection method, which allows for shorter
detection times (e.g. Single Shot Pose (SSP) [161]). In case
the communication overhead is the bottleneck, it is further
possible to switch to local deployment, but this is associated
with higher costs. However, with very few exceptions, most
methods require relatively much computation time compared
to the communication overhead.

Framework with private cloud / local deployment
Response Due to the local deployment, the timing should already be good

and a reduction of cycle time may be possible without further
action. If this is not the case, the measures stated above are
available (parameters to trade off performance and time, other
detection methods). Finally, more potent computing devices
could be used to improve the computation time, but this is
associated with higher costs.

Framework with factory cloud / cloud deployment
Response Same response as framework with private cloud / cloud de-

ployment.
Framework with factory cloud / local deployment

Response Same response as framework with private cloud / local deploy-
ment.

Conventional baseline setup
– continued on next page –
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Response The means to parameterize the trade off between recognition

performance and computation time are unknown. Other de-
tection methods than the one pre-installed are not available,
and more potent hardware may not be compatible. This system
therefore has a lower bound on the cycle time and cannot move
further.

Assessment
Rating

Framework with private cloud / cloud deployment
Framework with private cloud / local deployment
Framework with factory cloud / cloud deployment
Framework with factory cloud / local deployment
Conventional baseline setup

Comment The framework solutions offer more options for reducing the
cycle time. In contrast, the cycle time of a conventional system
is relatively fixed, it cannot be shortened easily.

Scenario #9 Integration of novel object detection method
Conditions ODS is fully functioning in normal operation mode
Stimulus A novel object detection method shall be made available to the

system
Business Goals Easy integration of better recognition capabilities without

downtime
Characteristics Extensibility, replaceability

Responses of the architectural candidates
Framework with private cloud / cloud deployment

Response A novel object detection method can be integrated by providing
a new Docker image with a detector to the Docker registry of
the cloud system. This involves first the implementation of
functional requirements (e.g. learning on the basis of a CAD
model), then the implementation of the defined interface, and
finally the encapsulation of the application in a Docker con-
tainer. Given the new detection method is fully functioning,
this may take one or two days for a skilled software engineer.
The framework does not prescribe in detail how the Docker
registry is populated, but it envisions that both the framework
provider as well as the customer can add detectors. It is there-
fore possible for a client to integrate a custom detection method
into the framework. This process does not affect running object
detection systems.

Framework with private cloud / local deployment
Response Same response as framework with private cloud / cloud de-

ployment.
– continued on next page –
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Framework with factory cloud / cloud deployment

Response Same response as framework with private cloud / cloud de-
ployment.

Framework with factory cloud / local deployment
Response Same response as framework with private cloud / cloud de-

ployment.
Conventional baseline setup

Response There are no documented means to add novel detection meth-
ods to a conventional setup. More likely, the system vendors
will develop their own methods and release new methods
along with a new version of the system. The update may not
be downwards compatible, which means that older versions of
the system may not be able to use the new detection method.
Integration of a novel detection method, let alone a custom
detector, is therefore not deemed feasible.

Assessment
Rating

Framework with private cloud / cloud deployment
Framework with private cloud / local deployment
Framework with factory cloud / cloud deployment
Framework with factory cloud / local deployment
Conventional baseline setup

Comment Framework-based solutions beat conventional setups in terms
of extensibility.

Scenario #10 Switching the object detection method
Conditions ODS is fully functioning in normal operation mode
Stimulus A different object detection method shall be deployed in the

ODS
Business Goals Easy integration of better recognition capabilities without

downtime
Characteristics Configurability, extensibility

Responses of the architectural candidates
Framework with private cloud / cloud deployment

Response Switching the detection method can easily be conducted by
training a different detector with the object model (which is
already available in the cloud system). The training can be
conducted and the detector tested using a convenient, browser-
based interface. To actually deploy the detector to a running
ODS, an updated recipe must be added to the vision server. It
can be assumed that this is possible without any downtime of
the system, or with negligible downtime. A rollback is similarly
possible in case of any failures.

– continued on next page –

xx



A.2 characterization supplements

– continued from previous page –
Framework with private cloud / local deployment

Response Similarly as for the framework with private cloud / cloud
deployment, it is possible to conveniently train and test a new
detector. However, the deployment is more delicate, because
we must ensure that the hardware meets the requirements of
the new detection method. Although not necessarily, this can
involve exchanging the local computing device.

Framework with factory cloud / cloud deployment
Response Same as for the framework with private cloud / cloud deploy-

ment.
Framework with factory cloud / local deployment

Response Same as for the framework with private cloud / local deploy-
ment.

Conventional baseline setup
Response Switching detection methods is not necessarily possible, as

the systems are not designed to support multiple detection
methods. As the computing device is local, it might be required
to suspend the operations for a reconfiguration. This leads to a
downtime of the production.

Assessment
Rating

Framework with private cloud / cloud deployment
Framework with private cloud / local deployment
Framework with factory cloud / cloud deployment
Framework with factory cloud / local deployment
Conventional baseline setup

Comment Framework-based solutions beat conventional setups in terms
of reconfigurability, it is furthermore facilitated if the cloud-
based deployment is used.

Scenario #11 Sensor type is not suitable and must be changed
Conditions ODS is fully functioning, but sensor shows artifacts that impede

recognition performance
Stimulus Different type of sensor shows no artifacts and shall be de-

ployed in the ODS
Business Goals Improve recognition performance
Characteristics Replaceability, interoperability, ease of operation

Responses of the architectural candidates
Framework with private cloud / cloud deployment

– continued on next page –
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Response A different sensor type can be purchased and integrated into

the system with the available interfaces. However, the modality
and other sensor properties must be adequate for the used
detector. The detector must possibly be trained anew, e.g. if it
relies on the intrinsic camera parameters.

Framework with private cloud / local deployment
Response Same as for the framework with private cloud / cloud deploy-

ment.
Framework with factory cloud / cloud deployment

Response Same as for the framework with private cloud / cloud deploy-
ment.

Framework with factory cloud / local deployment
Response Same as for the framework with private cloud / cloud deploy-

ment.
Conventional baseline setup

Response The sensor is designed particularly for its use in the setup.
It is therefore very unlikely that this scenario occurs for a
conventional ODS. If it is yet to occur, it is likely that the
complete system must be replaced.

Assessment
Rating Extensibility, interoperability:

Framework with private cloud / cloud deployment
Framework with private cloud / local deployment
Framework with factory cloud / cloud deployment
Framework with factory cloud / local deployment
Conventional baseline setup

Ease of operation:
Framework with private cloud / cloud deployment
Framework with private cloud / local deployment
Framework with factory cloud / cloud deployment
Framework with factory cloud / local deployment
Conventional baseline setup

Comment The responses reflect two different aspects: On the one hand,
the framework-based systems can fully exploit their interfaces
to foster extensibility and interoperability. The downside of
this is, that it is possible to create a combination of components
which does not perform well, effectively increasing the proba-
bility of this scenario to occur. The conventional systems consist
of components that are tightly coupled and adjusted to each
other, which does not allow exchanging individual components,
but facilitates the application of the system.

Scenario #12 Update framework
– continued on next page –
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Conditions System in normal operation mode; new version of the vision

framework is available
Stimulus System is updated to a new version
Business Goals Keeping software up-to-date; minimize downtime
Characteristics Extensibility, replaceability, availability

Responses of the architectural candidates
Framework with private cloud / cloud deployment

Response The framework is structured in a modular way where all of
the components are only loosely coupled. It is therefore pos-
sible to update the components individually (e.g. storage or
detectors) as long as the interface stays the same. An update of
a component can be conducted by starting the container with
the new version of the software and forwarding all requests to
this new version, which can be achieved during runtime with
no downtime. However, there are several scenarios in which
the framework must be updated, e.g. if a new version of the
interface is required or if the Docker engine is to be replaced by
other technology. The interface is defined in a proto file. It is a
design principle for these files that the defined interface cannot
be modified, it can only be extended. This ensures downwards
compatibility with older services. Adhering to these principles
allows to use all existing services without any change, and new
detectors will then be able to exploit the added value of the
new interface. The replacement of the Docker engine is a more
delicate affair, because it requires a modification of all compo-
nents of the system. A second system must be setup with the
new technology, and the data and detectors must be migrated
to this new version. This can in principle be conducted during
runtime, although data integrity must be ensured when switch-
ing from the old version to the new one. A short downtime
might therefore be reasonable.

Framework with private cloud / local deployment
Response The reasoning is similar as for the framework with private cloud

/ cloud deployment. An update of individual components or of
the interface can be conducted during runtime. Regarding the
replacement of the Docker engine, it must be taken into account
that this engine also spreads to the local computing devices in
the object detection systems. It may therefore be necessary to
install new software on all the individual computing devices,
which necessitates a certain downtime. Particularly if many
ODS are present in a production line, this may be a considerable
effort.

Framework with factory cloud / cloud deployment
– continued on next page –
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Response Same response as for the framework with private cloud / cloud

deployment.
Framework with factory cloud / local deployment

Response Same response as for the framework with private cloud / local
deployment.

Conventional baseline setup
Response There is no central framework but only individual, local object

detection systems. To update all of these systems, it is necessary
to install the new software on each machine, possibly involving
a reboot. This necessitates a certain downtime and represents a
considerable effort if conducted for many machines.

Assessment
Rating

Framework with private cloud / cloud deployment
Framework with private cloud / local deployment
Framework with factory cloud / cloud deployment
Framework with factory cloud / local deployment
Conventional baseline setup

Comment The cloud system can be updated during runtime, whereas
the conventional system always requires downtime. The local
deployment systems have a mediocre rating, because some
updates might not necessitate a downtime, whereas others do.

Scenario #13 Security update on server
Conditions System in normal operation mode; a computer needs to make

a security update
Stimulus The update process involves several reboots and blocks the

computer for 10 min
Business Goals Keeping software up-to-date; minimize downtime
Characteristics Availability, replaceability

Responses of the architectural candidates
Framework with private cloud / cloud deployment

Response Due to the virtualization strategy it is possible to move contain-
ers from one physical server to another. If one server requires
an update involving downtime, others can take over the work-
load. To the customer, no downtime is noticeable.

Framework with private cloud / local deployment
Response The cloud servers adhere to the same reasoning as for the

previous architecture. However, we must also consider the
local computing units. In case one of these requires an update,
they are not easily replaceable for the time required. We must
therefore take into account the downtime of 10 minutes.

Framework with factory cloud / cloud deployment
– continued on next page –
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Response Same reasoning as for the framework with private cloud /

cloud deployment. However, the factory cloud might be more
limited regarding the physical servers than a professional pri-
vate cloud provider. Shifting the workload to other machines
might therefore not be as trivial, or might lead to reduced re-
sponsiveness of the system. The date and time for the update
should therefore be chosen deliberately.

Framework with factory cloud / local deployment
Response Same response as framework with private cloud / local deploy-

ment.
Conventional baseline setup

Response Same reasoning as for the framework variants with local de-
ployment. The local computing unit cannot be easily replaced
and we must deal with the downtime of 10 minutes.

Assessment
Rating

Framework with private cloud / cloud deployment
Framework with private cloud / local deployment
Framework with factory cloud / cloud deployment
Framework with factory cloud / local deployment
Conventional baseline setup

Comment The cloud-based systems are the only ones to avoid downtime
during server updates.

Scenario #14 Internet connection fails for 10 min
Conditions Systems are in normal operation mode; Internet connection

fails
Stimulus The internet connection fails and is restored after 10 mins
Business Goals minimize impact on production
Characteristics Availability

Responses of the architectural candidates
Framework with private cloud / cloud deployment

Response Accessing the servers requires an Internet connection. If the
connection fails, this induces a downtime for the corresponding
time span. However, it might involve further efforts to get the
production up and running again.

Framework with private cloud / local deployment
Response Due to the local deployment, the production is independent of

the Internet connection.
Framework with factory cloud / cloud deployment

Response As the cloud system is within the factory bounds, its respon-
siveness is independent of the Internet connection.

Framework with factory cloud / local deployment
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Response Same response as for the framework with private cloud / local

deployment.
Conventional baseline setup

Response Same response as for the framework with private cloud / local
deployment.

Assessment
Rating

Framework with private cloud / cloud deployment
Framework with private cloud / local deployment
Framework with factory cloud / cloud deployment
Framework with factory cloud / local deployment
Conventional baseline setup

Comment A failure of the Internet connection affects only the private
cloud / cloud deployment solution.

Scenario #15 Denial-of-Service Attack
Conditions Systems are in normal operation mode
Stimulus An attacker makes a high number of requests, effectively over-

loading the system
Business Goals Minimize impact on production
Characteristics Security

Responses of the architectural candidates
Framework with private cloud / cloud deployment

Response An effective prevention is necessary, but it can be considered
that a professional private cloud provider is capable to do so.
Servers must be accessible only from authorized clients. How-
ever, it may be possible that an authorized client is testing a
newly trained detector by executing it on a large batch of test
data, which may impair responsiveness of the servers for the
production-critical jobs. This can be prevented by restricting
the number of requests from one single client to a reasonable
amount or frequency, or by dynamically detecting clients that
overload the system and throttling their requests deliberately.
A reasonable option might also be introducing several levels of
authorization to distinguish testing applications from produc-
tive applications. The latter should then always have priority.
To sum up, even an unintended DoS attack might lead to
temporarily reduced responsiveness of the servers, possibly af-
fecting the production due to longer response times. Deliberate
precautions have to be made to prevent such scenarios.

Framework with private cloud / local deployment
Response The local deployment effectively prevents the risk of a DoS at-

tack, as the productive use is independent of the cloud system.
– continued on next page –
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Framework with factory cloud / cloud deployment

Response Same reasoning as for the private cloud / cloud deployment
system. However, it must be assumed that the technological
support in a factory cloud is not as skilled as in a professional
private cloud provider. It may therefore be a larger burden to
alleviate the effects of such an attack. At the same time, the
risk is reduced compared to the private cloud setup, because
the factory cloud is only accessible from within the factory.

Framework with factory cloud / local deployment
Response Same response as for the framework with private cloud / local

deployment.
Conventional baseline setup

Response Same response as for the framework with private cloud / local
deployment.

Assessment
Rating

Framework with private cloud / cloud deployment
Framework with private cloud / local deployment
Framework with factory cloud / cloud deployment
Framework with factory cloud / local deployment
Conventional baseline setup

Comment The locally deployed systems avoid the risk of such a scenario.
Cloud-based systems must take deliberate actions to alleviate
the risk.

Scenario #16 Intruder gains access to a computer
Conditions Systems are in normal operation mode
Stimulus An intruder gains access to a computer
Business Goals limit damage and keep data confidential
Characteristics Security

Responses of the architectural candidates
Framework with private cloud / cloud deployment

Response A successful intruder has access to all data, i.e. object models,
images and detection results. Moreover, the intruder might be
able to start or stop containers, or to modify existing detectors.
This can strongly affect the running production, this scenario
must therefore be prevented at all costs. An authentication
system must be used to prevent unauthorized access to the
system. Furthermore, all security updates must be installed
duly to minimize weaknesses. We can expect a professional
private cloud provider to manage this, but it is mandatory
additional effort.

Framework with private cloud / local deployment
– continued on next page –
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Response The response for framework with private cloud / cloud deploy-

ment also applies here. However, the local computing devices
can uphold the production capabilities during an attack of a
cloud server. In case a local computing device is attacked, the
intruder can affect the corresponding ODS, but not others. The
consequences are therefore less grave.

Framework with factory cloud / cloud deployment
Response The reasoning is similar as for the framework with private

cloud / cloud deployment. The risk is mitigated by the fact
that the factory cloud servers are only accessible from within
the factory. At the same time, however, the factory cloud might
not be as well-protected as a private cloud.

Framework with factory cloud / local deployment
Response Same response as for framework with private cloud / local

deployment.
Conventional baseline setup

Response A central cloud system does not exist, and consequently an
attack of a single computer only affects the corresponding ODS.
The risk is therefore reduced to a minimum. At the same time,
however, the individual PCs might not be as well-protected as
a cloud server.

Assessment
Rating

Framework with private cloud / cloud deployment
Framework with private cloud / local deployment
Framework with factory cloud / cloud deployment
Framework with factory cloud / local deployment
Conventional baseline setup

Comment Centralized systems come at the high risk that an intruder
gains complete access when overtaking the central node. It is
of utmost importance to ensure security of the cloud servers.

Scenario #17 Detector with malicious code is used
Conditions Operational mode; an available detector contains non-

functional or potentially harmful code
Stimulus The detector is used and the malicious code executes
Business Goals limit damage and keep data confidential
Characteristics Security

Responses of the architectural candidates
Framework with private cloud / cloud deployment
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Response The fact that the detectors are encapsulated in containers pre-

vents their malicious code to harm the host system, which
effectively limits the damage. The detector can still affect all
ODS that utilize it. It would be necessary for the malicious
detector to first act normal so it gets applied in production and
only then switch to malicious behavior to corrupt the running
production. In any other case, the malware could be recog-
nized and the detector eliminated. Deleting the detector from
the system or replacing its Docker image with a clean version
would solve the issue.

Framework with private cloud / local deployment
Response The reasoning is similar as for the framework with private cloud

/ cloud deployment. However, it is furthermore necessary to
redeploy the clean detector to the local computing devices.

Framework with factory cloud / cloud deployment
Response Same response as for framework with private cloud / cloud

deployment.
Framework with factory cloud / local deployment

Response Same response as for framework with private cloud / local
deployment.

Conventional baseline setup
Response Although it is not explicitly known, we can assume that no

virtualization technologies are used on conventional systems. It
is therefore possible that malicious code is executed and affects
the host PC. This might be some malware or ransomware, or
other programs that interfere with the productive use of the
system. Exchanging the detection method is not supported
and would not suffice to solve the problem, it might instead
be necessary to completely reinstall the system. Although
the consequences are grave, we must bear in mind that the
likelihood of this scenario is very small. In contrast to the cloud-
based framework, it is not possible to add custom detectors
or third-party detectors, and hence the available detector is
extensively tested.

Assessment
Rating

Framework with private cloud / cloud deployment
Framework with private cloud / local deployment
Framework with factory cloud / cloud deployment
Framework with factory cloud / local deployment
Conventional baseline setup
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Comment The virtualization strategy effectively limits the damage, cloud

solutions can quickly fix any issues with certain detectors and
roll out new ones. Although this scenario is most harmful for
the conventional systems, it is, at the same time, much less
likely – we therefore chose a score of 50% for these systems as
well.

Scenario #18 Quality managament wants to re-evaluate detections
Conditions Systems are in normal operation mode
Stimulus Images of all ODS of the past two weeks shall be re-evaluated

with a custom detection method
Business Goals compare available methods; easy accessibility of all relevant

data
Characteristics Accessibility

Responses of the architectural candidates
Framework with private cloud / cloud deployment

Response The images are available in the cloud system and can be re-
trieved via REST or gRPC for local testing. Better yet, the
custom detection method can be integrated into the framework,
the re-evaluation can then be conducted with the images which
are already in the cloud system.

Framework with private cloud / local deployment
Response Same reasoning as for the framework with private cloud /

cloud deployment. However, accessing all images of the past
two weeks requires a synchronization of the locally stored
images to the cloud. If such a synchronization is not conducted,
we must collect the images from all individual ODS, for which
we can use the available interfaces.

Framework with factory cloud / cloud deployment
Response Same response as for framework with private cloud / cloud

deployment.
Framework with factory cloud / local deployment

Response Same response as for framework with private cloud / local
deployment.

Conventional baseline setup
Response The images are not stored centrally. It is furthermore not clear

whether the images are stored at all but we assume so. We must
then collect the images from all individual ODS. Although the
systems are equipped with wireless LAN and OPC UA, it is
not clear whether the interface also allows to access the images.
It may be required to copy them directly from the disk.

Assessment
– continued on next page –
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A.2 characterization supplements

– continued from previous page –
Rating

Framework with private cloud / cloud deployment
Framework with private cloud / local deployment
Framework with factory cloud / cloud deployment
Framework with factory cloud / local deployment
Conventional baseline setup

Comment The centralized data storage of the cloud solutions allows for
good accessibility.
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