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Abstract

We are surrounded by more and more cyber-physical systems (CPS), controlling multiple
aspects of our lives, including safety-critical tasks where consequences of failure can be
catastrophic. We put a lot of trust in them, but that is not always justified. They are
integrated into a physical environment and are therefore often constrained to limited
resources, and at the same time, they are incredibly complex. Real-time systems with
strict timing bounds have to guarantee that activities finish before their deadline is
reached, in addition to the functional requirements of those activities. Ensuring the
quality of such systems is expensive and complicated.

Meanwhile, cyber attacks threaten CPS just as any computing system. In particular,
the widespread use of unsafe languages and limited operating system protections make
control-flow attacks dangerous to smaller CPS. Out of these attacks, code-reuse
attacks are the hardest to defend against, and there exists no capable solution for
resource-constrained safety-critical real-time systems.

This thesis presents WCET-aware diversity as an effective countermeasure against
code-reuse attacks on resource-constrained and safety-critical real-time systems. It
is based on fine-grained artificial software diversity on the basic block level, where
independent code fragments are reordered at random for every variant or execution.
We enhance this technique for higher security and lower worst-case execution time
(WCET) estimates. We use static WCET analysis to obtain detailed timing information.
Using that, we can identify non-critical sections where we insert instructions for finer
diversity. We propose static analyses for speculative hardware, specifically caches and
branch predictors, whose timing is impacted by diversity, invalidating existing analyses.
Our novel analyses deliver WCET estimates that are valid for all program variants.
Additionally, we use the analyses to further optimize fragmentation in critical locations
to increase the precision of WCET analyses with a minimal sacrifice in security.

We have implemented the approach in our diversification engine, accompanied
by static timing analyses implemented in the open-source WCET-analyzer OTAWA.
We performed extensive evaluation using two different sets of benchmark programs.
The results show that the timing estimates for our diversified programs are tight
despite the uncertainty introduced through diversification. Furthermore, WCET-aware
diversity offers a high level of security through fine-grained diversification, which can
be increased without impacting the WCET. Finally, we demonstrate the effectiveness
of our countermeasure using a pacemaker case study with realistic size and hardware.
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Deutsche Zusammenfassung

In der heutigen Welt sind wir von immer mehr Cyber-Physischen Systemen (CPS)
umgeben, die viele Aspekte unseres Lebens überwachen und steuern. Darunter sind
auch sicherheitskritische Anwendungen, in denen Fehlverhalten katastrophische Konse-
quenzen haben kann. Wir schenken diesen Systemen viel Vertrauen, jedoch ist dies
nicht immer gerechtfertigt. Diese Systeme sind in eine physische Umgebung integriert
und haben dadurch oft nur beschränkte Ressourcen zur Verfügung, dennoch sind sie
gleichzeitig sehr komplex. Für Echtzeitsysteme muss zusätzlich die Einhaltung fester
Zeitgrenzen garantiert werden. Die Qualitätssicherung ist teuer und anspruchsvoll.
Unabhängig davon sind CPS genauso durch Cyberangriffe bedroht wie andere Systeme.
Kontrollflussattacken sind hier besonders relevant, durch die weitverbreitete Verwendung
von unsicheren Sprachen und die eingeschränkte Verfügbarkeit von Schutzmaßnahmen
der Betriebssysteme. Unter den Kontrollflussattacken sind Code-Reuse-Attacken die,
die am schwersten zu verteidigen sind, und bisher existiert keine leistungsfähige Lösung
für ressourcenbeschränkte und sicherheitskritische Echtzeitsysteme.

In dieser Arbeit stellen wir WCET-aware diversity vor, eine wirksame Verteidigung-
stechnik gehen Kontrollflussattacken auf ressourcenbeschränkte und sicherheitskritische
Echtzeitsysteme. Es basiert auf feingranularer künsticher Software-Diversität auf
Basic-Block-Level. Hierbei werden unabhängige Code-Fragmente vor der Ausführung
zufällig umsortiert. Wir erweitern diese Technik für größere Sicherheit und genauere
Schätzungen der maximalen Ausführungszeit (WCET). Wir verwenden statische WCET-
Analysen, um mit detaillierten Informationen zur Ausführungszeit nicht-zeitkritische
Teile der Programme zu identifizieren, in die wir Instruktionen für eine feinere Diver-
sität einfügen können. Unsere neuen Analysen ermitteln WCET-Schätzungen, die für
alle Programmvarianten gültig sind. Außerdem verwenden wir die Ergebnisse dieser
Analysen, um die Fragmentierung so zu optimieren, dass die Genauigkeit der Analyse
wesentlich steigt, bei nur geringfügigen Sicherheits-Einbußen.

Wir haben unseren Ansatz in der Diversification Engine implementiert, des Weiteren
haben wir unsere statischen Ausführungszeitanalysen in OTAWA, einem Open-Source-
Tool für Ausführungszeitanalysen, implementiert. Wir haben alle Aspekte unseres
Ansatzes ausführlich unter Verwendung zweier Benchmark-Suiten evaluiert. Die Ergeb-
nisse der Evaluation zeigen, dass die von unseren Analysen geschätzten maximalen
Ausführungszeiten trotz der durch die Diversität verursachten Ungewissheit genau
sind. Außerdem bietet WCET-aware diversity ein hohes Maß an Sicherheit durch
feingranulare Diversität, die sogar noch erhöht werden kann ohne dabei die maximale
Ausführungszeit zu beeinträchtigen. Die Wirksamkeit unserer Verteidigungstechnik
demonstrieren wir anhand einer Fallstudie in Form eines einfachen Herzschrittmachers
mit Code-Größe und Hardware entsprechend einem realistischen CPS.
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1 Introduction

To an ever-increasing extent, we entrust cyber-physical systems (CPS) with our personal
safety and many other vital aspects of our life, such as in vehicles and medical devices.
A substantial fraction of the systems is safety-critical, where a malfunction can cause
serious injuries, death, or considerable damage. CPS interact directly with their
physical environment while at the same time being interconnected or connected with
the internet. That often makes them an easy target for hackers. For example, safety-
critical components of cars have to be connected to the human-machine interface
components for status and alarm displays, or pacemakers need diagnostic interfaces
for doctors. This connection to components with lower criticality opens a large attack
surface, as researchers recently demonstrated in attacks on actual automobiles [MV15;
NLD17].

CPS are predominantly developed in unsafe languages such as C, C++, and Assem-
bler, which allows for memory errors. These can be exploited using control-flow attacks,
where attacker-controlled input is used to redirect the control flow to malicious code.
Reduced operating system capabilities and memory isolation mechanisms in CPS enable
more direct hardware access, which lets less complex attacks have a more direct and
potentially damaging impact on the controlled environment. Code-reuse attacks, where
the attacker composes the malicious program out of existing code parts, are particularly
challenging to defeat, especially with the reduced capabilities of CPS.

Another aspect of physical interaction is that the environment dictates timing
requirements. When exceeding timing constraints results in a system failure, we refer to
these systems as hard real-time systems. These systems focus on a different performance
measure: Instead of the average performance, the worst-case execution time (WCET)
is the relevant measure to describe the timing of program parts, and that has to be
guaranteed to different degrees.

The problem we address in this thesis is that resource-constrained real-time systems
are largely unprotected from code-reuse attacks because existing countermeasures are
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Chapter 1. Introduction

not applicable or do not offer sufficient protection. A suitable countermeasure against
code-reuse attacks in real-time systems has to meet the following criteria:

1. Security. The approach has to protect the system against code-reuse attacks
effectively so that the cost of an attack becomes prohibitively large. The protection
should include new kinds of code-reuse attacks and cover the whole program.
In addition, the same low probability of a successful attack in the presence of a
vulnerability should apply for every single device or program instance.

2. Safety. Real-time systems are often safety-critical, forcing to make strong commit-
ments or guarantees regarding the proper functioning of the software. A security
measure must not interfere with these guarantees by introducing possibly unsafe
transformations of the code.

3. Applicability. The approach must be applicable to a large range of existing real-
time systems and their typical hardware features, i.e., it shall not require specific
instructions, registers and peripherals. In particular, a memory management
unit (MMU) would enable a large address space and virtualization but is not
commonly available in smaller CPS. We assume, however, basic write-or-execute
memory protection to be in place. Example platforms are microcontrollers based
on the ARM-Cortex-R4 processor architecture, which we use in our evaluation.

4. Performance. The crucial performance measure for real-time systems is the
WCET. The solution’s impact onto the WCET shall be low, predictable, and
boundable using static WCET analysis. The approach shall allow for obtaining
tight and safe static WCET estimates for hardware features commonly found in
smaller embedded systems, including speculative hardware such as caches and
branch predictors.

5. Practicability. As in most applications, the acceptance of security measures
depends significantly on the required effort. Therefore, the approach must be
transparent to the developer once introduced into the tool chain, and work without
manual interaction.

To solve the problem, we propose WCET-aware diversity. This novel security
countermeasure combines the proper consideration of security and timing requirements
in CPS with critical components, enabling an effective defense against code-reuse attacks.
The basic idea is to employ artificial software diversity (ASD) [Lar+14], using only
safe and timing-predictable diversifying transformations while concentrating potential
performance costs in non-critical code parts, thereby keeping the impact on the WCET
low. ASD is a compound term for approaches that vary the memory layout of programs,
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creating semantically equivalent program variants to hide implementation details from
potential attackers. It is based on the fact that code-reuse attacks require knowledge
of the code in order to be successful. Diversity does not mitigate the attacks entirely
but can make them sufficiently improbable if the offered variation is high. Therefor
we use block-level diversity [Dav+13; Kil+06; War+12], a very fine-grained approach.
The code is split into fragments, which are not connected through implicit control flow.
Static WCET analysis allows us to heuristically determine fragmentation rates for code
areas to balance the security and timing impact favorably. Our new static cache and
branch prediction analyses enable delivering a WCET estimate valid for all program
variants, even for systems that employ speculative hardware. Our thorough evaluation
using static analyses and WCET measurements on realistic hardware gives us insights
into the effects of diversity on execution times and WCET estimates.

The main contributions of this thesis are the following:

1. WCET-aware diversity. We propose a novel block-level diversity approach that
produces a high amount of variants with a low and boundable WCET, which
means that we are able to deliver a tight WCET estimate for all variants. Small
program sizes and memory spaces are considered from a security perspective:
WCET-aware splitting increases the number of variants - and thereby the system’s
security - using a heuristic to strategically select locations for fragment splits
while concentrating the corresponding performance cost outside the critical areas.
In the presence of speculative hardware, block-level diversity leads to variations in
execution times over variants, and specifically causes pessimism for corresponding
static analyses. To improve the WCET estimates in such systems we propose
our WCET optimization, which merges fragments where it is most beneficial for
execution times and WCET estimates.

2. Static cache analyses for diversified programs. Caches are speculative hardware
whose specific behavior depends on exact instruction addresses. This behavior
varies between variants, and therefore ASD invalidates existing static cache
analyses that do not take other variants into account. We propose new cache
analyses, which can cope with address uncertainties and deliver a WCET estimate
that is valid for all variants of the program. We present three different cache
persistence analyses, which we compare during our evaluation. These more flexible
static cache analyses could also be of great benefit outside the context of diversity:
When libraries and components, e.g., of different teams, are combined in a system,
code location and order of a task may be changed with every commit, invalidating
existing schedules. Our analysis enables reliable estimates for tasks independent
of other components.
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Chapter 1. Introduction

3. Static branch prediction analyses for diversified programs. Branch prediction is
a widely employed technique to increase the execution performance stochastically.
Most computing devices employ branch prediction of different kinds, and therefore
it is crucial to include their behavior in static WCET analyses to get precise
estimates. Analogously to caches, we propose new static analyses for different
kinds of branch predictors, hence allowing for taking their timing behavior into
account, even when instruction addressing details are unknown.

4. Efficient load-time diversity for CPS. We propose an efficient linear-time loading
algorithm that applies block-level or function-level diversity at every controller
reset, using address information retrieved at compile time. It allows us to create
new variants in the field at a high frequency without requiring a firmware update.

5. Full real-time operating system (RTOS) diversification. We demonstrate the
applicability and generality of our approach to CPS by diversifying the whole
code base of a reference system using FreeRTOS, a real-time operating system.
The diversification preserves privileges and memory protection, task switches and
interrupt handling. We demonstrate the full support of the OS features with
compile time and load time diversification.

6. Analysis of the impact of ASD on execution times. We provide a thorough timing
analysis of the general impact of diversity on different hardware setups, using
ARM-Cortex-R4, ARM-Cortex-R5, and RISC-V controllers.

Our solution can be applied to many real-time systems where basic memory protec-
tion is possible. However, we concentrate our effort on safety-critical systems, where
the static WCET analysis we employ is more suitable. On the other side, diversity
would not need to be applied in an ideal quality assurance setup with full functional
verification, static proof of the absence of vulnerabilities, and trust in all system com-
ponents. As situations like these are rare in the industry [BE17], we are confident that
our solution can make an impact in many safety-critical real-time systems, including
mixed-criticality systems [BD13] and systems employing redundancy through diversity.

We have published our work in four conference papers:

• [Fel+17] presents the approach’s main idea, specifically the first part of Contribu-
tion 1 : WCET-aware splitting, where instructions are inserted outside the critical
path to increase security. The locations are selected using a greedy algorithm and
a heuristic insertion rate.

• In [FGG18], we present a part of Contribution 2 : static cache analyses for diverse
systems based on Ferdinand and Wilhelm [FW99]. This work extends this previous
publication by more, and better, cache persistence analyses.
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• [FZG19] contains our novel static branch prediction analyses, as described in
Contribution 3.

• [Fel+20] contains Contributions 4 and parts of Contributions 5 and 6. We
demonstrate our load-time diversification with a case study using the fully diver-
sified real-time operating system FreeRTOS on an ARM-Cortex-R4f controller.
The extensive evaluation in that publication provides results on the measured
performance impact of the diversification.

I am the main author of all four publications. The results of [FZG19] and [Fel+20]
were obtained with the help of preliminary work done in Bachelor’s theses by Jonas
Zell [Zel18], Julian Hartmer [Har19], and Hanno Skowronek [Sko19]. I also supervised
several other Bachelor’s and Master’s theses that have contributed to this thesis: [Ngo18;
Res17; Abd19; Laz19; Chr20; Vos20; Moe20; Wei20; Spe20; Loh21]. All these theses
were done on topics that I developed.

This thesis is structured as follows: In Chapter 2, we introduce general concepts and
preliminaries on control flow attacks, artificial diversity, speculative hardware elements,
and their corresponding static timing analyses. Chapter 3 provides an overview of
related work on the subject - countermeasures against code-reuse attacks in general
and for real-time systems. Additionally, related work for the contributions on static
analyses are covered separately. In Chapter 4, we present our core approach for WCET-
aware diversity, including a general overview and idea, attacker and system model,
and assumptions. The implications our approach has on static timing analyses for
speculative hardware are further discussed in Chapter 5. Several new static analyses
are presented for caches and branch predictors. In Chapter 6, we offer details on
the implementation of our approach for specific instruction sets and microcontroller
architectures, and we present our pacemaker case study that we used to evaluate the
security implications of the approach. Chapter 7 contains the results of our thorough
evaluation of the contributions presented beforehand. At last, Chapter 8 includes a
discussion of our results, our conclusion, and an outlook on future questions raised by
this work.
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2 Background

Our work primarily deals with two very different fields: Application security in artificial
software diversity, and static timing analysis, particularly cache and branch prediction
analyses. In both areas, our approach extends or makes use of existing works. This
chapter introduces concepts that our work is based on, or that provide context to our
approach. In Section 2.1, we present basic definitions concerning the control flow of a
program. Section 2.2 introduces control flow attacks, where the aforementioned control
flow is diverted for malicious purposes. Section 2.3 discusses artificial software diversity,
the corresponding countermeasure against control-flow attacks that is central to our
approach. In Section 2.4, we present definitions for speculative hardware elements,
namely caches (Section 2.4.1) and branch predictors (Section 2.4.2), which we require
for the static analyses explained in the sections thereafter. In Section 2.5, we provide
foundations of static WCET analysis, with an introduction on how to find an overall
estimate in Section 2.5.1 and criticality as a way to express a detailed worst-case timing
for every basic block in Section 2.5.2. Section 2.5.3 introduces abstract interpretation,
which is the underlying concept of many static code analyses, including the cache
analyses we present. Finally, we introduce the analyses to express the behavior of
caches and branch predictors, as part of an overall WCET analysis, in Sections 2.6 and
2.7, respectively.

2.1 Control-Flow Graph

A program’s control flow is the starting point for most of the problems and solutions
discussed in this thesis. The structure that is used to represent control flow, e.g., in
static analyses, is the Control-Flow Graph (CFG) [All70], which is defined as follows.

Definition 2.1 (Control-Flow Graph). A CFG is a directed graph G =< N, E, s >,
where N is a set of nodes, E is a set of edges (N, N) between nodes, and s is the single
start node s ∈ N of the graph. If an edge e exists with e ∈ E ∧ e = (n1, n2), then n1

is a predecessor of n2, and n2 is a successor of n1. The nodes represent basic blocks,
which are defined as a sequence of program statements (i.e., instructions). If n2 is
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2.1. Control-Flow Graph

b1

b2

b3

b4

b5 b6

b7

b8

F
T

Figure 2.1: CFG example with two paths marked

a successor of n1, the last statement of n1 can transfer the control flow to the first
instruction of n2. Thus, only the first instruction of a basic block may have more than
one predecessor, and only the last may have more than one successor. An end node is
a node without successors. If an analysis requires the program to have only one end
node, a virtual end node can be introduced as the successor of all end nodes.

In the figures of this thesis, we represent basic blocks as circles or rectangles with
rounded corners, and they may additionally be annotated with either an address label
or their contents. If both are required, the address is depicted outside the node. The
start node is marked with an incoming edge. Note that the CFG abstracts from the
actual positioning of basic blocks in the program code. Also, a CFG does not contain
information on what kind of control-flow transfer an edge represents. Therefore, the
edges may be annotated: After conditional branches, the labels T and F represent that
a branch instruction is taken (branch executed) or not taken (fall through, i.e., the
execution is continued with the subsequent instruction). After unconditional statements,
a dashed edge represents a jump instruction to distinguish this from fall-through control
flow between instructions. Figure 2.1 contains an example of a CFG with partly
annotated edges and address labels inside the node.

To further describe the execution of programs using the CFG, we use the following
definitions [All70]:

Definition 2.2 (Path). A sequence of nodes of a CFG <n1, n2, ..., nk > is called a path,
iff n1 is the start node, nk is an end node, and there exists an edge (ni, ni+1) ∈ E for
every successive pair of nodes. Nodes may appear multiple times in a path. A critical
path, or worst-case execution path (WCEP), is a path that takes the longest possible
time for its execution (i.e., the worst-case execution time (WCET)).

Definition 2.3 (Dominance). A node d dominates a node n in a CFG if all paths from
the start node going through n also go through d.

8



Chapter 2. Background

2.2 Control-Flow Attacks

Control-flow attacks are cyber attacks, where a program’s control flow is diverted onto a
path not intended by the developer to execute instructions that form a malicious program.
They use memory errors, where variables are accessible beyond their boundaries or
validity. If these errors can be exploited using external data that an attacker may
control, they are called vulnerabilities. We call languages that do not inherently
prevent memory errors unsafe languages1, where C, C++, and Assembler are prominent
examples, which are also predominantly used in CPS development [EE 19]. If the
corrupted data can influence control-flow data, such as return addresses or indirect
jump addresses, control-flow attacks are possible. [Sze+13] conveniently summarizes
the types of control-flow attacks and their history.

Common vulnerabilities include:

• Buffer overflow: The most typical memory error is a failure to prevent writing
beyond the boundaries of an array within a loop, and the corresponding attack is
a buffer overflow attack. In stack buffer overflow attacks, the buffer resides in a
function’s variable space on the stack, below its return address. The overflown
buffer can be used to overwrite the return address, and thereby hijack the control
flow at function return.

• Heap overflow: Despite the term, vulnerabilities of this kind do not overflow
the heap memory for dynamic data allocation, but only data structures in the
heap. Typically these are also caused by buffer overflows. They can be used to
manipulate heap control structures, control flow data, or data in other objects.
This kind of vulnerability is, however, only relevant in systems that comprise
dynamic memory allocation. Thus, a basic operating system has to be present,
such as FreeRTOS, which we use to demonstrate our approach.

• Integer overflow: This kind of vulnerability refers to arithmetic computation
errors, which lead to undefined behavior, e.g., in C, and are often not appropriately
handled. Errors include actual overflows, data-losing operations, and incorrectly
interpreted number types [Die+15]. They can also be used to influence control-
flow, e.g., to disable a buffer bounds check.

• Temporal memory errors: Other than the aforementioned spatial memory errors,
temporal memory errors use correct memory locations at the wrong time. Exam-
ples are dangling pointers, use-after-free, or double-free vulnerabilities, where
invalid pointers can be used to access incorrect locations.

1Most modern languages, such as Java, Rust, and Go, are safe languages, i.e., they inherently
prohibit accessing memory outside the bounds defined by their variables (spatial memory safety) or
outside the lifetime of their variables (temporal memory safety).
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Figure 2.2: Control-flow attacks.

• Format string vulnerabilities: Incorrect handling of untrustworthy C-String data
can result in memory errors. The attacker misuses the interpretation of formatting
characters to read from or even write to memory locations outside the bounds of
the initial string. This kind of attack is only relevant in systems where powerful
string handling, e.g., implementations of printf, are used.

Figure 2.2 shows how an attacker can exploit the vulnerabilities. Figure 2.2a shows
a memory error at CFG level. In the called function, the memory error lets the attacker
control the function’s return address, therefore change the CFG edge of the return
instruction to where the attacker desires. In a code injection attack, the attacker
delivers the malicious program as data into the memory the hijacked control flow is
diverted to. The injected code is often called shell code, because it is typically used to
spawn a shell in general-purpose operating systems. In a CFG, this is represented as
additional nodes (Figure 2.2b). For example, the shell code could be part of the data
overflowing a buffer. This kind of attack is only possible if the written data is also
executable. Code-reuse attacks redirect the program execution to code that already
exists in the executable memory space. We represent this kind of control flow diversion
as additional edges in the control-flow graph (Figure 2.2c).

Code-reuse attacks are the kind of attack the focus of this thesis is on. They
emerged when data execution prevention (DEP), also called W⊕X or the NX bit, was
introduced as an effective defense against code injection. The basic idea of this is to
segregate memory areas so that executable code is never writable and vice versa, so that
injected code cannot be executed. Harvard architecture computers, as in many smaller
microcontrollers, where instructions and data are in different memories, implement
that feature automatically. Computers with von Neumann architecture or modified
Harvard architecture require access restriction measures such as an NX bit or a memory
protection unit (MPU) to implement DEP. As this is comparably easy to achieve and
very effective, it is common nowadays, which gives rise to code-reuse attacks that do
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Chapter 2. Background

not need to write to executable memory at all. Our approach is agnostic to what kind
of attack is performed. However, for the sake of completeness, we elaborate on some
examples in recent literature:

• Return-to-libc attacks are the simplest form of code-reuse attacks [Sha07]. The
hijacked control flow returns to an existing library function. libc is a large
code base with many useful functions, e.g., the system function, which executes
a string as a system command and can easily be used to spawn a shell. It is
often the target of attacks in general-purpose systems. The function calls can
also be chained for more expressive attacks, and [Tra+11] suggests that it also
enables turing-complete programming. Appropriate functions, however, have to
be available in the accessible memory space.

• Return-oriented programming (ROP)[Sha07; Roe+12] generalizes the diversion
of the control flow to using return instructions to target arbitrary code locations,
mostly short sequences ending on another return instruction. These so-called
gadgets can be arranged to execute malicious programs. The number of gadgets
required for Turing-complete programming is small, and tools exist to automati-
cally obtain gadget locations from binaries and compile these to gadget programs
[SW12]. They have been demonstrated to work for various processor architectures
including reduced instruction set computers (RISC), such as SPARC [Buc+08],
RISC-V [Jal+20], AVR [FC08; Hab+15] and ARM [Wei+18; MM19]. The latter
two demonstrations feature resource-constrained devices.

• As countermeasures based on protecting or monitoring return instructions were
proposed to defeat ROP (see Chapter 3), new kinds of code-reuse attacks were pro-
posed that avoid using returns: [Che+10] uses load-branch instruction sequences
instead. Jump-oriented programming (JOP) [Ble+11] uses jump instructions,
while a specialized trampoline gadget forwards the control flow, mimicking the
return functionality. Davi et al. [Dav+10] demonstrated that this technique also
works on RISC architectures such as ARM.

• Counterfeit object-oriented programming [Sch+15] is a sophisticated technique
to circumvent defenses, where the attackers craft special objects in heap data to
assemble the malicious program using C++ virtual function calls.

• Control Jujutsu [Eva+15] exploits incomplete pointer analyses in the counter-
measures to circumvent most kinds of protections. They use pairs of indirect
call sites and target functions that are legal, according to the CFG, to craft the
malicious behavior.
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Figure 2.3: Return-oriented programming example on ARM.

ROP is the most relevant technique for CPS, as large static library code bases
are unlikely to be present in the memory space, which rules out the otherwise more
straightforward return-to-libc. The targeted functionality is different from general-
purpose systems. In Linux, for instance, a process interacts with relevant resources
via the operating system exclusively through system calls. The attacker usually tries
to open a shell, raise privileges, escape the program’s virtual memory space, etc. In
a CPS, the attack often does not have to go through the operating system to reach
its effect. In the least complex case, the desired functionality only requires accessing
one address - imagine a function igniteAirbag() without parameters. More complex
scenarios involve crafting parameter values, lifting user modes, or changing access rights
before the attack can be set off.

Figure 2.3 demonstrates how a simple ROP exploit works, using the most intuitive
example, a buffer overflow vulnerability. Figure 2.3a shows the stack layout the buffer
resides in, as part of the function-local variables in a non-leaf function2 of an ARM
processor. Above the variables resides the frame pointer, which holds the stack pointer
from before the current function was called, and the return address, which is the address
where the execution continues after the current function finishes. Figure 2.3c shows the
program the attacker wants to execute: Loading two parameter values into registers,
and using these to update the value at a specific memory location. Figure 2.3b shows
the attack: At the beginning, the inserted data overflows the buffer with padding values.

2In leaf functions, i.e., functions that do not contain another function call, the return address is
stored in the link register lr and not on the stack, as an optimization.
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Chapter 2. Background

Then, the address of the first gadget replaces the original return address of the function.
After executing the vulnerable function, the control returns to that address, thereby
starting the malicious program. The first gadget pops four values from the stack to
registers, such as a typical function end. The frame pointer of the calling function
goes into r11, which is not relevant here. With pop {r4, r5} we can pass parameters,
which then reside in the registers r4 and r5, to the malicious program over the stack.
And last, a pop into pc finishes this gadget, passing control to the next one. Finally, the
last gadget does the job, i.e., its first instruction sets a control output of the controller
whose address is in r5 to the value of r4. The last return ends on address 0x4, the
undef exception in ARM, which we assume is implemented as an endless loop in this
example.

2.3 Artificial Software Diversity

Artificial software diversity (ASD)3 is a general term for approaches where code random-
ization hides implementation details from attackers. As becomes clear in Section 2.2,
code-reuse attacks rely on knowledge about the code, specifically the addresses of tar-
geted instructions. In ASD approaches, the concrete memory addresses of instructions,
and other implementation details are varied to obtain a huge number of semantically
equivalent program variants. Two semantically equivalent4 programs in this general
context result in the same final state given the same start state. The concept was first
systematically described in [FSA97]. [Lar+14] is a more recent survey that provides an
excellent overview of techniques and their advantages and shortcomings.

We introduce relevant approaches and implementations in Chapter 3. However, we
provide an overview of the levels at which possible transformations can be applied to
implement ASD. As a basic idea, the decisions a compiler makes during the compila-
tion, where the options are semantically equivalent, can be used as transformations.
Possibilities include

• Equivalent instruction or instruction sequence replacement : Different instructions
or instruction sequences may serve the same purpose. Exchanging instructions by
similar ones may break gadgets whose instructions are part of other instructions
at another instruction alignment. This approach is relevant for instruction sets
with variable instruction length, such as x86.

• Local instruction reordering: Function prologues and epilogues or other local data-
independent instructions may be reordered so that attackers encounter different
instructions each time they execute only parts of the function.

3In literature, ASD is also referenced as automated software diversity.
4In some approaches: almost equivalent. E.g., if disassembly is used in code transformations, this

may introduce additional program errors.
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low address high address

Figure 2.4: Relocation and reordering

• Non-functional code insertion: By inserting nop instructions or opaque predicates
at random positions, the positions of all instructions are varied.

• Inlining, outlining, or splitting functions: Changing the control flow structure
allows to vary positions, or remove gadgets entirely in some of the variants.

• Relocating and reordering code parts.

We are concentrating on the last, the only allowed diversifying transformations in our
approach, as illustrated in Figure 2.4. The key point is that relocating and reordering
code can be done with existing code parts exclusively connected through explicit control
flow (no fall-through instructions). It narrows the above definition of semantically
equivalent variants to programs that differ only in the location of instructions and
possibly the timing behavior. There are no differences in their executed instructions or
the CFG. Therefore, two variants of the same program execute the same instructions
in the same order to get from a start state to the same final state. This ensures much
better predictability of the timing of all possible variants, which we leverage in our
analyses. A more detailed discussion on this choice can be found in Section 4.1.3.

Varying the program is possible at the following levels:

• Segment-level diversity: Entire program segments can be relocated within the
available memory space at a given alignment. Segments are logical, naturally
divided parts of the program such as different libraries, code in different privilege
levels, or the different kinds of data such as heap and stack. Program sections
as emitted by the compiler are mapped into segments by linker and loader of a
program. As an example for segment-level diversity, ASLR [PaX03] maps program
segments such as the .text section to random positions in a virtual memory
space, aligned at the operating system’s page level.

• Function-level diversity [Kil+06]: Just as the compiler is free to choose the order
of functions and global data in the final executable, a variant can contain the
functions in random order without any semantic difference to other variants. This
level enables a much larger number of possible variants than in segment-level
diversity. The number of fragments equals the number of functions in the code.
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• Block-level diversity [Dav+13]: The code is further separated into small code
chunks that end on unconditional jumps (e.g., jmp, ret). We referred to these
chucks in earlier work [Fel+17] as movable instruction sequences (MIS).

To be able to refer to these levels jointly, we use a common term for the respective
independent code parts:

Definition 2.4 (Fragment). A fragment is a sequence of instructions located consecutively
in memory, whose last instruction does not share any implicit control flow (e.g., with
fall through instructions, return after a call) with the subsequent instruction. The
last instruction may either be a return, an unconditional jump, or read-only data.
Fragments may be composed of multiple basic blocks. We assume the boundaries of
fragments and basic blocks are given at compile time. In our analyses, we assume a
function frag: I → F , where I is the sequence of instructions the program consists of
and F = {f1, ..., fN} is the program, defined as a set of fragments.

We refer to the application of diversifying (randomizing) transformations as diversi-
fication, and the overall process as diversity. Note that changes to the code, such as
inserting instructions, can still be applied before the diversification, at compile time.
These changes then apply to all variants. The diversification itself may be introduced
into every stage of the software development life cycle. Relevant to us are the following:

• Compiler. As mentioned earlier, the compiler makes many decisions during
all stages of the compilation process, achieving the same result using differ-
ent solutions. A diversifying compiler can use these decisions (decide non-
deterministically) to create different executables. As a result, every machine can
get a different version of the same software. The process memory is the same
in every execution. For example, Franz [Fra10] proposes integrating diversifying
compilers into app stores for mobile phones. Note that we also refer to compiler
level or compile time if the diversification takes place in a program outside the
compiler, but conceptually at the same time, i.e., before shipping or loading the
program.

• Loading. Diversity at load time has the advantage that the run-time memory of
the program is diversified at every application restart. That makes it considerably
harder for the attacker to obtain knowledge of the system or even guess systemat-
ically. Also, the infrastructure to supply the program can be much simpler, as
every device gets the same initial program. Differential updates can be applied
as well, in contrast to programs diversified at compile-time. However, the binary
contains less information as parts of it are lost during the compilation process.
Hence, safe transformations are much more challenging to perform. Additionally,
infrastructure to perform diversification has to be shipped with the software.
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2.4 Speculative Processor Hardware

The diversifying transformations we use in this thesis keep the execution semantics
intact, but that only concerns the functional behavior. The timing behavior can be
affected, depending on the processor architecture. Specifically, this is the case when
hardware elements are involved whose purpose is to introduce execution speedups based
on assumptions about future executions. We refer to these elements as speculative
hardware. We are particularly concerned with instruction caches and branch predictors
because of their direct relation with the control flow. This section introduces types and
definitions for both these elements, as can be found in various works, e.g., [PH94].

2.4.1 Caches

Cache memories are small buffer memories, a hardware component that can significantly
improve a computer’s performance. They bridge the memory gap: Instructions accessing
the main memory take more cycles than other instructions, sometimes by orders of
magnitude, as they have to wait for the memory to deliver the data5. Caches can be
integrated tighter with the central processing unit (CPU), allowing considerably shorter
access times. They keep recently added data to be able to deliver it faster when it is
accessed again. Their effectiveness bases on the principle of locality:

• Spatial locality means that data located closely to accessed data is likely to be
accessed as well. Examples are arrays, strings, or structs in data caches, as well
as subsequent instructions in instruction caches.

• Temporal locality means that recently accessed data is likely to be accessed again
shortly. Examples are loop variables in data caches or instructions in loop scopes
in instruction caches.

Caches are used in embedded systems as well, usually as a single cache between
the CPU and the memory bus (level one cache). Embedded processors using the
RISC architecture often separate instruction and data caches, providing either or both,
allowing for separate analysis of their behavior.

Cache Definitions

The following parameters define the cache model we use: The line size SL is the number
of bytes that are cached together in a cache line, i.e., the size of the continuous data
loaded jointly. Instructions in memory that are loaded together into a cache line are
a memory block and become a cache block once loaded6. The set associativity A is

5When talking about instruction caches, we consider processor instructions to be data.
6As it is not always clear from the context if a memory block is cached, we usually use the term

cache block interchangeably with a memory block that is accessed or might be cached.
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Figure 2.5: Cache definitions.

the number of different cache lines a memory block is associated with, i.e., into which
a memory block can be loaded. The capacity SC is the total size of the cache, with
n = SC

SL
lines in the cache. A set s ∈ S consists of all memory blocks associated with the

same cache line and are therefore conflicting with each other. The number of different
sets s ∈ S equals n

A . The cache can logically be split into A ways, where each way
consists of lines associated with non-conflicting sets.

A cache with A=1 is direct-mapped, a cache with A=n is a fully-associative cache,
and caches with 1 < A < n are called (A-way) set-associative. Figure 2.5 shows an
example of a 2-way associative cache (A = 2) with n = 8 and SL = 16, where each
instruction is four bytes long. This setup results in four different sets colored in both
the memory blocks and the cache lines. The set coloring shows that the associativity is
interleaving, i.e., two neighboring memory blocks are not in conflict. This is typical for
instruction caches. Finally, the figure contains offsets o in a cache line. We use these
offsets in our cache analyses to describe the positioning of code parts relative to a cache
line, and denote O the set of possible offsets at which an instruction may be located.

Replacement Policies and Cache Semantics

All caches with A > 1 use a heuristic to determine which cache block to evict on a
cache miss if the cache is full. These heuristics are called replacement policies. Multiple
replacement policies are available. The most popular among researchers is least recently
used (LRU), because it is the most predictable [Rei+07]. Its policy is to evict the cache
line that has been accessed least recently (either loaded on a cache miss or re-used
in a cache hit). As the logic to maintain the access order (or ages) of cache lines is
comparatively complex, LRU is primarily implemented in hardware using approximate
measures for the ages of cache lines. This is similarly efficient as real LRU but less
predictable. An example is pseudo least recently used (PLRU), which uses a binary
search tree to find the approximately least recently used entry. Another prominent
example of a replacement strategy is first in first out (FIFO). There, an element is
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loaded on a cache miss, pushing all other entries a step further towards eviction. The
state of the FIFO cache does not change on a hit.

Figure 2.6 demonstrates the difference in predictability between the LRU and FIFO
policies in a cache set with A = 4. The same access sequence <a, b, c, d, a> is applied
on two different initial cache states. In LRU, the age of each of the previously accessed
cache blocks at a specific program point is independent of the initial cache state. In
this example, it is guaranteed that the last access to a is a hit because it would require
at least A misses to evict a cache block after loading it (i.e., the minimum life span
[Rei+07] is equal to the associativity: mlsLRU = A). When FIFO is applied, the final
state depends on the initial state. A just loaded cache block may be evicted on the
next miss, which could already be the following access. As can be seen in the given
example, the FIFO replacement policy does not allow for a reliable hit/miss prediction
for the last access of the sequence. This problem of a low mls (mlsF IF O = 1) is similar
for other replacement policies, such as most recently used (MRU) [Gua+14], with
mlsMRU = 2. Another common strategy is random replacement (RR) or pseudo-RR.
That naturally does not allow for any static predictions more than one access ahead
mlsRR = 1. The superior predictability of LRU has caused the research on static
WCET analysis to concentrate on LRU, with the recommendation to hardware vendors
to use that replacement strategy in controllers intended for safety-critical areas. We
follow that argument in this thesis by proposing novel analyses for LRU caches.

Note that we refrain from discussing write policies as we are only concerned with
instruction caches, which are assumed to be non-writable in this thesis.

2.4.2 Branch Prediction

Modern microprocessors implement a pipeline-based architecture, where multiple
instructions are executed in parallel at different pipeline stages. Pipelining signifi-
cantly increases the performance of the processor. However, the control flow is not
always linear. Computations may only reveal in advanced pipeline stages which instruc-
tions are to be executed next. If these differ from the instructions already started
to be executed, these must be flushed from the pipeline. That introduces pipeline
stalls, where the processor has to wait for the correct instructions to be loaded and
executed. To avoid stalls of the pipeline and the corresponding timing penalty, most
modern processors use branch prediction. A branch predictor anticipates future branch
decisions in the hope of using the pipeline more efficiently.

There are multiple strategies around to predict branch decisions. All of them have
the goal to minimize mispredictions but with different trade-offs between hardware
complexity and efficiency. We present the most relevant to us in this section. The
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Figure 2.6: Replacement policy examples.

top-level distinction of branch prediction strategies is between static and dynamic
branch prediction:

Static Branch Prediction

In static branch prediction, decisions are solely based on information that is available
before execution. Example strategies are all taken and none taken. Another common
strategy is called backwards-taken, which yields the best results of all static prediction
schemes [Smi81]. It predicts that only branches to lower addresses than that of the
currently executed branch are taken. This is owed to the fact that many backwards
branches are loop back-edges, which are taken more often than not, and forward edges
often point to the else-clause of an if/else construct, which is often the less likely
case chosen by developers.

Dynamic Branch Prediction

Dynamic branch prediction uses information gathered at run-time before the execution
of a branch. There are many approaches for dynamic branch prediction that differ
significantly in how they arrive at a prediction. The basic concepts and the strategies
differentiation in this section follow [MR11] and [Puf16].
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In our formalization of dynamic branch prediction, we denote D a decision and D̄

the opposite decision. A branch can be taken (T ) or not (N), m is a misprediction, and
p is a correct prediction. The additional time a branch needs to execute because of a
misprediction is the penalty P . A branch bx is part of one or more scopes, which are
defined as arbitrary sets of branches (e.g., loops).

strongly
predict
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predict
N

predict
T

strongly
predict

TT T T

NNN
N T

Figure 2.7: States and transitions of a 2-bit saturating counter.

Most dynamic branch predictors use a saturating counter, which is incremented or
decremented whenever a branch is taken or not taken, respectively, to encode historic
branch decisions. Figure 2.7 shows a two-bit saturating counter. The nodes display the
branch decision for the next branch this counter is polled for, where T and N signify
taken and not taken, respectively. The edges show how the counter is updated with
every branch decision. The advantage of a two-bit counter is that a deviation from a
previous decision does not immediately lead to a misprediction of the next decision
because it only moves the counter one step into the other direction.

If the branch predictor uses more than one counter to store historical decisions,
these decision counters need to be stored and addressed. One way is the local branch
predictor, which stores a separate entry for each branch instruction of the code, avoiding
conflicts entirely. This is relatively expensive to implement and is thus employed
seldomly. The addressing does not need to be exclusive for a specific branch. Branches
can share counters (also called branch aliasing), even with conflicting branch decisions.
In contrast to fetching incorrect data from a cache, wrong branch decisions still result
in correct functional behavior. One strategy is to address the entries by using the type
of branch, which results in conflicts between all branches of each type. Another popular
indexing strategy, used in global branch predictors, is to address counters based on
branch addresses or historic branch decision patterns, or both.

The branch predictor model we use, according to [Puf16], is a global branch predictor
that uses a branch history table (BHT), whose entries are saturating counters. The
number of entries of the BHT is a multiple of two (2n), and they are indexed using
n bits. The indexing strategies we use are depicted in Table 2.1. The local strategy -
not to be confused with the local predictor mentioned earlier - uses the lower relevant
n bits of the branch address a as an index to the BHT, which implements the idea
of a local predictor, but trading hardware complexity with allowing conflicts between
branches. The strategy global adaptive branch prediction (GAg) uses the last n branch
decisions of a branch history h as an index. This includes correlations between different
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conditional jumps and allows to detect repetitive sequences in branch decisions. The
gshare strategy combines the two by using both a and h, combined with exclusive-or.
Figure 2.8 shows a BHT addressed with the gshare strategy - the address of the last
instruction of bb1 (the branch) is used with the branch history h (where T = 1) to
reference the corresponding BHT entry.

Strategy Indexing Function
local a[n−1:0]

GAg h[n−1:0]

gshare a[n−1:0] ⊕ h[n−1:0]

Table 2.1: Common indexing strategies for a BHT with 2n entries.

Once the processor executes a conditional branch at the address bx, the associated
BHT entry is queried for a branch decision. After evaluating the condition, the branch
predictor updates the BHT entry with the decision.

2.5 WCET Analysis Foundations

CPS are embedded into a physical process, which often dictates the timing behavior of
the overall system. This requires the definition of certain response times, i.e., the correct
functionality of the program relies on reactions performed within fixed time bounds.
According to the embedded markets study in 2019 [EE 19], 54% of the embedded systems
projects had real-time capabilities. The WCET is the primary execution time measure
of real-time systems. It is an upper bound of the execution time of a process or piece
of code on specific hardware. It is input to real-time scheduling algorithms and often
the basis for the resource selection in projects. For hard real-time systems, especially
safety-critical embedded systems, a failure to meet the deadline is considered a system
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Figure 2.9: Execution times definitions [Wil+08].

failure. Therefore, it is crucial that it can be guaranteed that a WCET can be specified
that will not be exceeded. Example applications are motor controllers, car components
such as airbag and brake controllers, and medical devices such as pacemakers. Firm
real-time systems can tolerate infrequent deadline misses. For example, slow industrial
processes may work properly with previous sensor measurements when the current is
delayed. Soft real-time systems can cope with deadline misses by offering a degraded
quality of service, e.g., a media player can skip a frame if need be.

Figure 2.9 shows an overview of execution time estimates. The best-case execution
time (BCET) and the WCET are the lower and upper bound of execution times for
a given piece of code for all inputs and initial system states. Ideally, we would like
to obtain the WCET exactly. However, the system architectures are complex, as
is software. The timing behavior for many architectures is unknown, either due to
protected intellectual property or nondeterminism. Even if we assume the timing
behavior for a given hardware is known and deterministic, an exact determination
of the timing of all possible paths the software could take would entail solving the
halting problem, which is known to be undecidable. Therefore, the exact determination
is infeasible in most situations, which leaves us to create estimates of the WCET in
timing analyses. There are two general types of timing analysis: static and dynamic.

Static timing analysis aims to obtain a safe over-approximation of the execution
time based on code analysis, using a detailed model of the physical hardware. The
analyses use abstraction to deal with the state space of the software while reducing
the expressiveness of the programming language. They use worst-case assumptions to
simplify the hardware model. This often results in pessimistic estimates. The analyses
and corresponding toolchains are still complex and time-consuming. Therefore full
static timing analysis at the current state of research is only feasible for safety-critical
hard real-time systems, where a system failure results in serious damage or injury. We
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propose static timing analyses for caches and branch prediction in this thesis, and we
use the input of static WCET analysis as an input to our diversification mechanism.

A dynamic timing analysis obtains its estimates through measurements on the actual
hardware or a full system emulation. Usually, end-to-end measurements are used with
a sophisticated selection of inputs. This does not guarantee that all paths have been
covered at all system states, and that the WCEP has been found. Therefore, the WCET
estimates of dynamic analysis are inherently underestimating the WCET, not feasible
to provide formal guarantees of the timing behavior. We use timing measurements in
our evaluation to provide more precise insights on the actual impact of diversification
on real-world microcontrollers without fully disclosed timing behavior.

2.5.1 Static WCET Analysis

State-of-the-art static timing analyses perform the following steps [Wil+08]:

1. Construction of the control flow graph (CFG).

2. Value and Flow analysis. In this step, ranges of possible values in processor
registers and variables are determined for every execution step. With the results,
flow facts such as the maximum number of loop iterations can be determined, and
the CFG can be reduced by deleting unfeasible connections. WCET analyzers
also offer the possibility to supply flow constraints manually, using annotations
in the source code.

3. Processor behavior analyses. The actual timing of individual instructions depends
on the possible processor states and can be calculated using a model of the
hardware. This at least includes a pipeline analysis. Depending on the hardware,
it can include (multi-level) cache analyses or a branch prediction analyses. For a
multi-core system, shared resources such as memories and data buses must be
considered using additional analyses.

4. Global estimate. In this step, the local estimates are combined to a global maxi-
mum. Most WCET analyzers describe their program CFG, including the results
of all preceding analyses, as an equation system for integer linear programming
(ILP). Complex architectural features such as caches, pipelining or shared buses
can be expressed as ILP constraints as well. The equation system is then solved
using an ILP solver, maximizing the block execution times. This technique is
called the implicit path enumeration technique (IPET). Other techniques to com-
bine the information to an overall WCET include structure-based and path-based
approaches.
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(a) Annotated CFG

x1 = 1; // entry constraint
x1 = e14 + e12; // CFG constraints
x2 = e12 + e32;
x2 = e23 + e28;
x3 = e23;
x3 = e32;
...
e32 <= 3; // flow constraint
// object function
max: 3 x1 + 2 x2 + 3 x3 + 6 x4

+ 8 x8 + 6 x6 + 7 x7 + 2 x8;

(b) ILP representation

Figure 2.10: IPET example

Figure 2.10b shows an example ILP representation for the program in Figure 2.10a,
obtained using IPET. The labels starting with b are the basic blocks, and those starting
with e are for control-flow edges. The blue annotations starting with t are the individual
execution times for the basic blocks obtained by microarchitectural analyses. In the
ILP, the CFG is represented using a set of constraints connecting the execution counts
- variables starting with x corresponding to the basic blocks - with their entry and exit
edges, respectively. The optimization is bound to one execution of the program using
the entry constraint. Additional flow facts, such as limiting the execution count of
e32, can be used to bound the number of iterations of loops, or eliminate infeasible
paths. These constraints are obtained using flow analyses. Finally, the last line shows
the optimization goal for the ILP solver: The overall maximization of the sum of all
basic block executions times multiplied by the execution counts of their respective
basic blocks, which results in the WCET of the program. Note that this is only an
example: Other representations are possible, e.g., entirely omitting edges or creating the
maximization function with the edges. The results of other analyses can be introduced
as additional constraints used to further reduce the solution space in the hope of a
lower WCET maximum. Additional timing costs, such as cache and branch prediction
penalties are added to the maximization function as well.

The result the ILP solver emits is a table with variable assignments for basic block
execution counts that satisfy the equations and inequations and result in the maximized
value, the WCET estimate. The execution counts only represent a WCEP, which
produces the WCET. Basic blocks have different execution counts on other paths, and
the blocks outside the critical path have the execution count zero in this solution.
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2.5.2 Criticality

IPET is a flexible and scalable way to combine the results of multiple analyses to an
overall WCET estimate. However, the ILP solver produces only one solution: The
execution counts of all blocks on the critical path, the WCEP. Part of this solution
is an execution count of zero for all basic blocks not on this path. Therefore, there is
no timing information available for potentially large parts of the code. To solve this,
Brandner et al. [BHJ12] proposed a metric for timing information covering all basic
blocks: The criticality Cbb.

Definition 2.5 (Criticality). The criticality Cbb of basic block i is defined as

Cbb(i) = WCET (i)
WCET

,

where WCET (i) is the maximum of the execution times of all paths P that go through
i (i.e., i ∈ P ), and WCET is the worst-case execution time of the overall program.

WCET (i) is obtained for a given i by adding a constraint to the ILP. In the
example in Figure 2.10, the constraint x4 >= 1 would reduce the solution space to
represent the subset of paths that go through basic block b4. It is not necessary to
solve the ILP for every block to determine all WCET (i) in a given program. We can
use the dominance relations between the nodes of the CFG (basic blocks) to derive
WCET (i) for blocks pre-dominated by a given block. If a node u pre-dominates v, all
paths going through v must have gone through u, hence WCET (u) = WCET (v), if v

is part of the path that resulted in WCET (u) (The critical path of u must also be the
critical path of v, if it goes though v). The criticality of a block on the overall critical
path is 1. Dead code has a criticality of 0.

2.5.3 Abstract Interpretation

Static analyses aim to derive properties from a program statically, i.e., without actually
executing the program. An example of such properties is the classification of cache
accesses. Obtaining these properties for all program inputs and system states using
the concrete semantics of the program is usually infeasible due to the large number of
states possible. Abstract interpretation solves this by operating with abstract semantics,
reducing the program to aspects relevant to the properties the analysis should extract.
As we derived our analyses from existing analyses, we keep this introduction brief,
following the definitions in [Mih15], and refer to the original literature [CC77] and
works in the field of static timing analyses [Cul13a; Alt13].

We interpret a program as a state space S (concrete domain), which represents all
states that may occur at runtime. A state may contain the values of all variables or
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the contents and states of all memory locations. Transitions within this state space
represent the semantics of instructions, given as a function U : S → S. A program
property of interest in the analysis may be described a subset of S where the property
holds. This state space S may be infinite (although in a system with finite memory,
the number of states is finite, but possibly very large). To reason about a property for
all possible runtime states, a finite abstract state space S′ (abstract domain) is created
that is reduced to the information relevant to the analysis. A transition function U ′

applies abstract semantics: A transition between states in the abstract domain.
The theory of abstract interpretation provides means to ensure that the abstract

domain is a sound abstraction of the concrete domain. We use the following definitions:

Definition 2.6 (Partially Ordered Set). A partially ordered set (D,⊑) is a set with a
binary relation ⊑⊆ D× D, where the following properties hold for all a, b, c ∈ D:

• Reflexivity: a ⊑ a

• Antisymmetry: a ⊑ b ∧ b ⊑ a⇒ a = b

• Transitivity: a ⊑ b ∧ b ⊑ c⇒ a ⊑ c

Definition 2.7 (Monotonicity). Given are the partially ordered sets (D,⊑) and (D′,⊑′).
A function f : D→ D′ is monotone, if and only if

∀a, b ∈ D : a ⊑ b⇒ f(a) ⊑′ f(b)

.

Definition 2.8 (Galois Connection). Given are two partially ordered sets (D,⊑), (D′,⊑′).
Two monotone functions α : D→ D′ and γ : D′ → D form a Galois connection if and
only if:

∀x ∈ D : x ⊑ γ(α(x))

∀y ∈ D′ : y ⊑ α(γ(y))

The relation of the properties in both domains is established by defining a Galois
connection: (S,⊑) and (S′,⊑′) are defined as partial ordered sets, and two monotonous
functions α and γ enable abstraction and concretization of states, respectively, when they
fulfill the properties of the Galois connection. The update functions, such as transition
functions as part of the concrete and abstract instruction semantics, must be compatible
with the Galois connection so that we can approximate U(x) as U(x) ⊆ γ ◦ U ′ ◦ α(x).
Figure 2.11 illustrates the connection.

Using the CFG representation of a program, a fixpoint algorithm can iteratively
construct abstract states at program points that represent all concrete states possible
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Figure 2.11: Semantics in concrete and abstract domain.

at that program point. The outgoing state of each basic block is computed using U ′(x).
A fixpoint is reached when no update causes the abstract state to change. To work
its way through the CFG, the concrete algorithm requires two additional properties
in the abstract domain: A least upper bound (lub) has to be available for every two
states so that the states of multiple incoming control flow edges can be joined. Also,
the algorithm needs to start at some point, which is the bottom element for all states.
These elements are guaranteed to be available when we define S′ as a complete lattice.

Definition 2.9 (Lattice, Complete Lattice). A lattice (L,⊑,⊓,⊔) is a partially ordered
set that has for all pairs x, y ∈ L a least upper bound (x⊔ y) and a greatest lower bound
(x ⊓ y).

A complete lattice is a partial order where each subset L′ ⊆ L has a least upper
bound (lub) ⨆︁

L′ and a greatest lower bound (glb) ⨆︁
L′. The operators ⨆︁ and

d
are

called join or meet. The special elements ⊤ = ⨆︁
L and ⊥ =

d
L are referred to as top

and bottom, respectively.

A fixpoint algorithm can be guaranteed to terminate if the height of the lattice is
finite, and all transition functions (i.e., U ′) are monotonous with respect to the order
sqsubseteq′. A least upper bound can be found by defining a join function (J ′) that
finds a sound over-approximation of the union of two abstract states. Note that in
practice it is not necessary to supply a concretization function γ, as the properties under
investigation can be extracted from the abstract states resulting from the analysis.

2.6 Static WCET Cache Analysis

In this section, we introduce state-of-the-art cache analyses, from which we derived
the analyses we propose in this thesis. They are based on abstract interpretation and
they are developed to be introduced into the overall WCET analysis ILP in the form of
their result - an access classification for each potential cache- and memory access. This
separation of the cache analysis from the overall estimation was proposed in [TFW00].
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A memory block access can be assigned to the following classes:

• All hit (AH): Every access to this memory block is a hit, i.e., the memory block
is available in the cache. A must analysis determines the AH classification.

• All miss (AM): Every access to this memory block is a miss, i.e., the memory block
is not available in the cache. A may analysis determines the AM classification.

• First miss (FM): The memory block is persistent, i.e., one miss is required at
most to load the block into the cache. Once it is loaded, it is not evicted, hence
every successive access is a hit. This classification can further be refined to a
persistence with respect to a scope, e.g., to a loop of a specific nesting depth.
We denote P(L1) as an access that is persistent with respect to a nested loop at
level one (starting at zero). If a block is persistent with respect to a scope, it
will incur at most as many misses as the number of times this scope is entered.
Therefore, the classification is set to the outermost scope possible. The persistence
classification is obtained using a persistence analysis.

• Not classified (NC): The memory access can not be classified as one of the classes
above. In the worst case it has to be assumed to be an all miss.

The foundations in the following sections were partly taken from [FGG18] and are
conceptually similar to those established with the analyses presented below [TFW00;
FW99; Cul13b].

2.6.1 LRU Cache Semantics

We model a set-associative cache7 as follows : A cache set with index x is a sequence
of cache lines sx = {lx1 , ..., lxA}. The order of the lines corresponds to the age of the
line content in the LRU replacement, with lx1 being the youngest line in set x. Thus,
the order is independent of actual locations in memory. The cache is defined as the
union of all sets, C = ⋃︁{s1, ..., s n

A
}8. In addition to the actual cache lines, we use a

special cache line l⊥. Memory blocks that are currently not cached map to this virtual
cache line. The main memory is defined as a sequence of memory blocks (cache blocks)
M = {m1, ..., mk}, with k ∗SL greater or equal to the total program size. A cache state
c is a function that assigns each cache block to a cache line or l⊥

9.

c : M → C ∪ {l⊥}
7Our cache model includes fully associative caches and direct-mapped caches
8We define our cache states for the whole cache at once, although the behavior of the different sets

is independent. Our analyses for diversified programs cannot assume an independent behavior of the
sets. Modeling all sets at once in all analyses allows us to be more consistent.

9In other literature, often a cache state maps from cache to memory. We define it the other way
around. This helps in expressing our own analyses in a more compact way.
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Ĉ denotes the set of all cache states. A concrete cache state (CCS) fulfills the
property that at most one cache block can be mapped to each cache line, i.e., each line
can only hold one memory block:

c(m1) = c(m2)→ (m1 = m2 ∨ c(m1) = c(m2) = l⊥) (2.1)

We use auxiliary functions: set(m) : M → N maps cache blocks to cache set indices.
age : Ĉ ×M → N delivers the age of a cache block in the cache, or ∞ if not cached.

age(c, m) =

⎧
⎪⎨
⎪⎩
∞ | c(m) = l⊥

i | c(m) = lsi

(2.2)

We define the empty cache as a function that maps all cache blocks to l⊥:

c⊥(m) = l⊥

An update of the cache state c at a memory reference m using the LRU replacement
strategy is described by the update function U : Ĉ ×M → Ĉ. It updates the mapping
of all cache blocks m′ in a cache state c, resulting in a new cache state. The currently
accessed cache block m maps the first line of its set, ls1 , as it is (most recently) accessed
or loaded. If it was not cached, all cache blocks m′ ̸= m of the same set move one
cache line down in age (degrade from lsa′ to ls(a′+1)). The oldest one (with a′ = A) is
evicted, i.e., it its degraded from their previous cache line lsa′ to l⊥. If the access to m

is a hit, only the cache blocks of the same set that were cached more recently (a > a′)
are degraded. Cache blocks of other sets are not affected.

U(c, m) = Uh(c, m, set(m), age(c, m)) (2.3)

Uh(c, m, s, a)(m′) =

⎧
⎪⎪⎪⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎪⎪⎪⎩

ls1 |m′ = m

ls(a′+1) |m′ ̸= m ∧ c(m′) = lsa′ ∧ a′ < A ∧ a > a′

l⊥ |m′ ̸= m ∧ c(m′) = lsa′ ∧ a′ = A ∧ a =∞

c(m′) | otherwise

The concrete cache state resulting from executing a path that contains a sequence of
memory references P = ⟨m1, ..., my⟩ is constructed by cP = U(...U(U(c⊥, m1), m2)..., my).
The LRU replacement strategy allows us to start the analysis with c⊥, as it is indepen-
dent from the actual initial cache state (see Section 2.4.1).

The number of CCSs that may occur at a specific program location may be huge.
Analyses based on abstract interpretation operate on an abstract state, as described in
Section 2.5.3. In cache analyses, an abstract cache state (ACS) is such an abstract state,
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which represents all possible concrete cache states in a program location, with respect
to a certain property. For each analysis we present a monotonous update function U

(state transformation function), as well as a join function J to obtain the least upper
bound (lub) for two states. c⊥ serves as the bottom element of the lattice. Using these
essential elements of abstract interpretation, a fixpoint algorithm can be applied.

2.6.2 LRU Must Analysis

A must analysis to identify cache accesses as all hit was proposed by Ferdinand and
Wilhelm [FW99]. The basic idea is to map each cache block to the cache line representing
the oldest age in all cache states possible at that location. This way, cache information
of all program paths leading to the basic block can be accumulated. The abstract cache
states for the must analysis ACSmust are cache states c ∈ Ĉ. The difference to CCS is
that Condition 2.1 may not hold, i.e., each cache line can be associated with a set of
cache blocks.

An update of a cache block m of ACSmust in the must analysis Umust is the same
as the update U of a CCS: Cached blocks of younger age are degraded, and blocks
of age A are evicted if there was a miss. An important difference to the CCS is that
abstract cache states might contain cache blocks of the same age as m. A block m′ of
the same age as m is not degraded because ACSmust holds the oldest possible age. In
corresponding concrete cache states, only one cache block can be cached in that age.
Therefore those blocks are either younger than m, where degradation would lead to an
age not older than m’s age, or older and therefore they do not need to be degraded.
Given the ACSmust at the entry of the basic block, the cache behavior of the basic
block is independent of the path that is currently being executed.

Umust(c, m) = Uh(c, m, set(m), age(c, m)) (2.4)

The relevant change is the introduction of the join-function that implements the
least upper bound of two states. It is used to merge two ACSmust at program points
where different paths join, i.e., at the start of basic blocks with at least two incoming
edges. Here, for each cache block, the most pessimistic cache line is chosen, i.e., the
line with the oldest associated age. l⊥ is assigned if the cache block is not in the cache
in at least one of the two incoming cache states.

Jmust(c1, c2)(m) =

⎧
⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎩

l⊥ | c1(m) = l⊥ ∨ c2(m) = l⊥

c2(m) | age(c1, m) < age(c2, m) ∧ c1(m) ̸= l⊥

c1(m) | age(c1, m) ≥ age(c2, m) ∧ c2(m) ̸= l⊥

(2.5)
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Figure 2.12: Must analysis example.

After reaching the fixpoint, a memory access is classified as all hit, if m is present
in the ACSmust at the location before the access, i.e., ACSmust(m) ̸= l⊥.

Figure 2.12 demonstrates the must analysis on a small if-else example. The
rectangular stacks are ACSmust, with each element containing a set of cache blocks
mapped to a certain age (starting from the top with the youngest). Every arrow
annotated with a letter n depicts an access to a cache block n, i.e., Umust is applied.
The two remaining arrows target a joint ACSmust, applying Jmust to the two preceding
ACSmust. At the join, we can see that the oldest ages of a and x are selected for the
joint ACSmust, whereas b, c and d are evicted because they were accessed in only one
of the branches before, and may not be present.

Figure 2.13 provides an example of the results of the complete must analysis for a
short example program. The cache used here is a 2-way associative cache with four sets
and the block size SL is set so that it contains two fixed-size instructions. The boxes
with rounded corners are basic blocks, and they are split horizontally into one part per
instruction. The first number depicted in each instruction is the cache block it belongs
to and the second is its corresponding cache set. For example, the first two instructions
of bb1 are in cache block one, which belongs to cache set one. For convenience, the sets
are also marked with different colors. Along the edges of the CFG the corresponding
ACSmust are depicted, which were the result when the fixpoint was reached (assuming
bb1 is the entry node and the cache is empty at start). The ACSmust tables contain a
row for each age of cache contents with the youngest on top. The cache contents are
arranged by set, starting at set one from the left. This way conflicting cache blocks are
in the same column (e.g. cache blocks 1, 5 and 9 are conflicting in set one). When a
basic block is executed, the update function Umust is applied to the incoming ACSmust,
resulting in the ACSmust depicted at the outgoing edges. For example, in bb6 the
cache blocks six and seven are accessed, which corresponds to changes in sets two and
three. After the update, cache blocks six and seven are in the ACSmust at age one.
The conflicting cache blocks two and three are degraded from age one to age two, and
cache block ten is evicted because it already was at age two. The entry ACSmust of
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9 → 1
10 → 2
10 → 2

1 → 1
1 → 1
2 → 2
2 → 2
3 → 3

6 → 2
7 → 3
7 → 3

3 → 3
4 → 4
4 → 4
5 → 1
5 → 1
6 → 2

8 → 4
8 → 4
9 → 1

11 → 3
11 → 3
12 → 4

set 1 i1
set 2 i1

set 1 i2

cache (A=2):

bb1:
bb2:

bb3:

bb4:

bb5:
bb6:

bb7:

- - - -
- - - -

9 10 - -
- - - -

9 10 11 12
- - - -

1 2 3 -
9 10 - -

5 6 3 4
1 2 - -

1 6 7 -
9 2 3 -

- 6 - -
1 2 3 -

9 6 - 8
- 2 3 -

age 1
age 2

Figure 2.13: Fixpoint after must analysis.

bb7 shows an example application of the function Jmust: The oldest age of cache block
one is two, therefore this is its resulting age. Cache block seven is only cached after
bb6, and not after bb5, therefore it does not appear in the resulting ACSmust. This
analysis results in one access identified as a hit - the access to cache block one in bb5.
As this example demonstrates, the AH classification in the instruction cache analysis
can mostly be attributed to the spatial locality of instructions: A cache block loaded
recently when accessing partly at the end of a basic block can cause an AH classification
when other instructions of the same cache line are accessed subsequently in another
basic block.

2.6.3 LRU May Analysis

The may analysis is used to classify cache blocks as all miss (AM). Its cache states
ACSmay ∈ Ĉ associate each cache block with the cache line of the youngest age the
cache block may have. Umay is similar to Umust, with the difference that blocks with the
same (youngest) age get their age reduced, which is not the case in the must analysis.
Assume a cache block x is being accessed and a cache block y that may be as young as
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Figure 2.14: May analysis example.

the one that is just being accessed according to the incoming ACSmay. As in concrete
cache states only one cache block can map to an age, y is either actually older than
that age, or younger than x. In both cases its age has to be increased.

Umay(c, m) = Uh
may(c, m, set(m), age(c, m)) (2.6)

Uh
may(c, m, s, a)(m′) =

⎧
⎪⎪⎪⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎪⎪⎪⎩

ls1 |m′ = m

ls(a′+1) |m′ ̸= m ∧ c(m′) = lsa′ ∧ a′ < A ∧ a ≥ a′

l⊥ |m′ ̸= m ∧ c(m′) = lsa′ ∧ a′ = A ∧ a =∞

c(m′) | otherwise

The join function for the may analysis selects the youngest line of each cache block
out of the two incoming ACSmay.

Jmay(c1, c2)(m) =

⎧
⎪⎨
⎪⎩

c1(m) | age(c1, m) ≤ age(c2, m)

c2(m) | age(c2, m) < age(c1, m)
(2.7)

An access to a cache block m is classified as all miss, when the block is not present
in the ACSmay at the location where m is accessed, i.e., ACSmay(m) = l⊥. Figure 2.14
shows the may analysis of a small example program.

2.6.4 LRU Persistence Analysis according to Ferdinand

Persistence analysis is crucial in static instruction cache analysis because recurring
accesses to a memory location are mainly caused by loops, where the first access is
a miss, and subsequent accesses may be hits. One approach to this is loop unrolling:
The first iteration is virtually unrolled in the CFG, eliminating the first access to a
cache block, i.e., the miss, from the loop. Then, a regular must analysis can detect
persistent blocks. However, unrolling the first iteration(s) does not cover more complex
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control flow constructs adequately. Multiple other persistence analyses were proposed,
designed explicitly for the FM classification.

The persistence analysis of Ferdinand [FW99] is similar to the must and may
analyses mentioned before: It determines the oldest possible age of a cache block at
a given location but additionally marks blocks as evicted. An opposite may analysis
can achieve that. The cache model is extended by an additional line for each set (age
A+1), which represents a possible eviction, and l⊥ represents cache blocks that have
never been accessed.

sP
x = {lx1 , ..., lxA , lxA+1}

CP =
⋃︂
{sP

1 , ..., sP
n
A
}

Correspondingly, the cache states cP are a mapping of cache blocks to this extended
cache.

cP : M → CP ∪ {l⊥}

CP̂ denotes the set of all cache states, i.e., cP ∈ CP̂ , and we reference the abstract
cache states resulting from the persistence analysis by ACSpers ∈ CP̂ .

The update and join functions for the persistence analysis are given as follows:

Upers(cP , m) = Uh
pers(cP , m, set(m), age(cP , m)) (2.8)

Uh
pers(cP , m, s, a)(m′) =

⎧
⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎩

ls1 |m′ = m

ls(a′+1) |m′ ̸= m ∧ cP (m′) = lsa′ ∧ a′ < (A + 1) ∧ a ≥ a′

cP (m′) | otherwise

Jpers(cP _1, cP _2)(m) =
⎧
⎪⎨
⎪⎩

cP _1(m) | cP _2(m) = l⊥ ∨ age(cP _2, m) ≤ age(cP _1, m)

cP _2(m) | cP _1(m) = l⊥ ∨ age(cP _2, m) > age(cP _1, m)

(2.9)

An access to a cache block m can be classified as persistent if its age is younger
than A+1 or if it has never been used, i.e., age(ACSpers, m) ̸= A + 1. Using this
classification, the cache miss penalty for m can be bound to one miss. Figure 2.15
shows an example of the analysis in a program with a loop - the iterations are marked
to help identify the recurring pattern. In this example, only a 2-associative cache was
used, allowing for the ages one and two. The stacks depict ACSpers. The bottom box
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Figure 2.15: Persistence analysis example.

of the ACSpers is the age A+1, which signifies the state "may have been evicted". In the
first iteration, at most two different cache blocks are accessed subsequently, as either
the branch with b or the one with c is executed. In the second iteration, an access to
the opposite branch causes one cache block to get degraded to age A+1, resulting in
the same state for both of them after the join. Every iteration after that starts with the
same initial ACSpers, and all the other ACSpers are identical to the preceding iteration.
The algorithm will find out in iteration four that the fixpoint is reached.

The analysis presented so far performs poorly in the presence of nested loops, as
can be seen in the example program in Figure 2.16. Assume an associativity A = 2,
and a, b, c are cache blocks that belong to the same set. The blocks b and c can not be
evicted as long as the loop L1 is executed. In the next iteration of loop L0, however, a

causes an eviction of c, so it has to be loaded again in L0. The persistence analysis
would classify b as persistent, but not c. A more precise solution would identify the
persistence per scope. c is persistent with regard to L1, and cause as many cache misses
as overall executions of L1, which in this case is the number of executions of the body
of L0.

a b c

L0 L1

a
b
c

b

a,c

b

a,c

c
b
a

b
c

c
b

b
a,c

Figure 2.16: Persistence in nested loops.

Ballabriga [BC08] proposed multi-level persistence to cover the nested loops properly:
A persistence level is determined for each loop a cache block m is part of. They
achieved this using a stack of ACSpers, one for each loop nesting level: ACSpersM =
{ACSpers0 , ..., ACSpersk

}, with ACSpersk
for the innermost loop Lk. The fixpoint

analysis is initialized with c⊥ at the loop entry, and the CFG is traversed as if the loop
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were a program on its own. This way conflicts of blocks outside the loop with blocks
inside are not taken into account.

UpersM (ACSpersM , m) = Upers({ACSpers0 , ..., ACSpersk
}, m)

= {Upers(ACSpers0 , m), ..., Upers(ACSpersk
, m)}

(2.10)

JpersM (ACS1persM , ACS1persM )

= JpersM ({ACS1pers0 , ..., ACS1persk
}, {ACS2pers0 , .., ACS2persk

})
= {Jpers(ACS1pers0 , ACS1pers0), ..., Jpers(ACS2persk

, ACS2persk
)}

(2.11)

In Figure 2.16, the ACSpersM are depicted along the CFG edges within the loop.
The edges between a and b are in scope L0, i.e. the outer loop, and therefore only have
one ACS level ACSpers0 . The edges between b and c are within the scopes of L0 and
L1, therefore have an additional ACSpers1 stacked upon ACSpers0 . Note that the join
of the two incoming edges to b - the joined ACS is located above b - causes c to be
evicted from ACSpers0 . This join is not part of the analysis for ACSpers1 , therefore c

is never evicted and hence classified persistent with respect to L1.

2.6.5 LRU Persistence Analyses according to Cullmann

Ferdinand’s persistence analysis suffers from a soundness problem described by Cullmann
et al. [Cul13b]. The analysis may classify cache blocks as persistent wrongly in rare
occasions involving switch statements within loops. This deficiency can be countered
with appropriate restrictions on the source code level. However, other analyses were
proposed afterwards to fill the aforementioned gap. Our analyses are based on two
analyses proposed by Christoph Cullmann in his doctoral thesis [Cul13a], as are
introduced in the following.

The most precise analysis, according to Cullmann, is age-tracking conflict counting
persistence. The idea is to construct an ACS that combines a sound over-approximation
of the age of each individual cache block (age-tracking) with the set of blocks it may
conflict with (conflict counting). Both individual parts are imprecise in some situations
where the other is not. Combining them allows to select the more precise classification,
which results in WCET bounds similar to Ferdinand’s analysis.

More formally: The cache states cP , which can be used to cover the age tracking,
are extended by conflict sets M → 2M to obtain the cache states for age-tracking
conflict counting persistence, cAC :

cAC : M → (CP ∪ {l⊥})× 2M
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Analogously to the previous analyses, ĈAC is the set of all cache states, and
ACSAC ∈ ĈAC are the abstract cache states obtained during the analysis. The update
function is given below. The age component differs from Upers mainly in the degradation:
The age of every block in the set that was already in use is increased at every conflict, no
matter if it may have been a hit or not. This way, the age is a sound over-approximation.
The conflict set compensates for the imprecision this incurs. Blocks of other sets are
not affected.

UAC(cAC , m) = Uh
AC(cAC , m, set(m)) (2.12)

Uh
AC(cAC , m, s)(m′) =

⎧
⎪⎪⎪⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎪⎪⎪⎩

(ls1 , {m}) |m′ = m

(ls(a′+1) , S ∪ {m}) |m′ ̸= m ∧ cAC(m′) = (lsa′ , S) ∧ a′ < (A + 1)

(lsA+1 , S ∪ {m}) |m′ ̸= m ∧ cAC(m′) = (lsA+1 , S)

cAC(m′) | otherwise

The join function for age-tracking conflict counting persistence is similar to Jpers in
the age component of ACSAC , and applies a union to the conflict sets.

JAC(cAC_1, cAC_2)(m) =
⎧
⎪⎪⎪⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎪⎪⎪⎩

(lsa1 , S1 ∪ S2) | cAC_1(m) = (lsa1 , S1) ∧ cAC_2(m) = (l⊥, S2)

(lsa2 , S1 ∪ S2) | cAC_1(m) = (l⊥, S1) ∧ cAC_2(m) = (lsa2 , S2)

(lsmax(a1,a2) , S1 ∪ S2) | cAC_1(m) = (lsa1 , S1) ∧ cAC_2(m) = (lsa2 , S2)

(l⊥, S1 ∪ S2) | otherwise

(2.13)

After the analysis reached a fixpoint, an access to cache block m in set s can be
classified persistent at a location, if the following holds for the abstract cache state
ACSAC = (l, S): l ̸= ls(A+1) ∨ |S| ≤ A. That is, either the maximum age is lower or
equal to the associativity, or the number of elements in the conflict set is. Figure 2.17
contains an example application of the analysis with a 2-associative cache. The ACSAC

in this figure display a direct mapping from cache blocks to their corresponding age
and conflict set. The example demonstrates the interworking of the two aspects of
the ACSAC : The conflict sets are larger than the associativity, but for cache block a,
the age is still below the threshold A+1 at the accesses of a, which can therefore be
classified persistent. In another situation with fewer conflicting blocks but multiple
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Figure 2.17: Age tracking conflict counting persistence analysis.

consecutive accesses, the conflict set size may have been attributed to the persistence
classification.

The analysis can be implemented more efficiently than stated here by adding at
most A+1 elements to the conflict set during updates and adjusting the join function
and equality relations accordingly. That saves memory space during the analysis and
also allows for reaching the fixpoint earlier.

Cullmann defines his analyses for scopes as subgraphs of the CFG with a unique
entry node. As loops are scopes in that sense, the age-tracking conflict counting
persistence analysis can be used with Ballabriga’s multi-level persistence analysis as
well. That allows us to use the same persistence classification for nested loops as in
Section 2.6.4.

Another analysis proposed by Cullmann et al. [Cul13b] is set-wise conflict counting
persistence. A cache state for set-wise conflict counting cSC maps each cache block to
a set of conflicting cache blocks m ∈M .

cSC : M → 2M

Like in the definitions before, the cache states cSC assigned to CFG locations as
obtained during the analysis, are referred to as abstract cache statesACSSC . After the
fixpoint is reached, the ACSSC holds conflict sets for each cache block - all conflicting
blocks that were used within the scope. Update and join functions are given as follows:

USC(cSC , m)(m′) =

⎧
⎪⎨
⎪⎩

cSC(m′) ∪ {m} | set(m′) = set(m)

cSC(m′) | otherwise
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Figure 2.18: Set-wise conflict counting persistence analysis.

JSC(cSC_1, cSC_2)(m) = cSC_1(m) ∪ cSC_2(m) (2.14)

An access to a cache block m can be classified persistent when the block’s conflict
set in the corresponding ACSSC contains less than A+1 elements. In this case, all
conflicting blocks within the scope fit the cache - and can therefore never be evicted
once loaded10. Figure 2.18 shows the analysis applied to the example used before. It
demonstrates that the fixpoint is reached an iteration earlier, but the analysis fails to
classify the accesses to a as persistent. However, many small loops have few enough
blocks per set to actually fit the cache, making this analysis a valuable option.

The scopes to apply the analysis to can again be defined using Ballabriga’s multi-
level persistence. Note that the conflict sets for all blocks in a set are equal. Therefore,
the analysis can efficiently be implemented to only hold a conflict set per cache set
s ∈ S, and the mapping of conflict sets per cache block is implicitly given through the
cache set mapping of the cache blocks, i.e., set(m). Also, as with age-tracking conflict
counting persistence, filling the conflict sets up to A+1 elements during the fixpoint
analysis is sufficient.

2.7 Static WCET Analysis for Dynamic Branch Prediction

Branch prediction is an important mechanism to improve the performance of processors
and thus an integral architecture to take into account in static WCET analysis. It
would have grave negative implications on WCET estimates to assume a misprediction
penalty (all-mispredict) always when encountering a conditional branch. Instead, the
goal is to find a sound upper bound for the number of mispredictions per branch11.
The foundations presented in this chapter are partly taken from [FZG19], and were
presented before similarly in [Puf16].

10The set-wise conflict counting persistence analysis can be applied to other replacement strategies
as well. Using the FIFO strategy, for example, an access sequence with blocks that fit the cache will
end up having all those blocks cached eventually, and only one access per block will be a miss.

11Branch prediction and the static analyses we cover in this work handle the branch decisions and
are not to be confused with branch target prediction. Analysis of that aspect can be done separately
[GRG11]. We leave this aspect to future work.
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Figure 2.19: Misprediction edges according to [BR07]

We model mispredicted branches as additional edges of the CFG, as depicted in
Figure 2.19. Assume basic block bbx ends on a conditional branch bx. Then it has
two outgoing edges with execution count variables exT and exN , for the two possible
branch decisions. To represent branch prediction, these variables are complemented
with variables for correctly predicted and mispredicted decisions, pxD and mxD. These
replace the initial edge variables cxD for the cost of bbx in the ILP cost maximization.
Assuming a constant penalty P for mispredictions, the overall cost of bbx can be
computed as follows:

cxT pxT + (cxT + P )mxT + cxN pxN + (cxN + P )mxN (2.15)

The prediction edges can be trivially bounded by the number of times a decision is
taken or not taken in total, respectively:

pxD + mxD = exD. (2.16)

As the ILP solver maximizes the execution times, and the cost along misprediction
edges is higher, these trivial constraints implement the assumption all-mispredict12,
which we use as a baseline in performance evaluations. Static branch prediction can
be modeled by adding equations constraining the mispredictions to the correspond-
ing branch direction or branch type that the static strategy dictates. For example,
backwards-taken can be implemented by setting mxT = exT , mxN = 0 for forward edges
and mxN = exN , mxT = 0 for backward edges.

Similar to cache persistence, branch mispredictions are also bound with respect
to a scope S. ex[S]D, px[S]D, and mx[S]D correspondingly denote the counts for the
correct predictions, mispredictions, and the total number of times a decision D is made
for branch bx while the execution stays in S. The trivial time bounds are defined
accordingly:

px[S]D + mx[S]D = ex[S]D. (2.17)

Our analysis of dynamic branch prediction is based on the approach of Wolfgang
Puffitsch [Puf16], which we briefly describe in the following. The basic idea of the

12This assumes the absence of timing anomalies.
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approach is as follows: First, a data flow analysis is performed to obtain sets of possible
branch histories at every conditional branch location. These can be used, depending on
the indexing function, to group branches into persistent sets. Persistent sets are sets of
branches whose decisions cannot be influenced by branches outside these sets, i.e., the
branches in these sets may influence each other’s decisions. These persistent sets are
determined for every loop scope in the program. At last, constraints are created to
bound the mispredictions of each branch decision to the maximum of opposing decisions
that may be taken by branches within the persistent set.

A data flow analysis determines the set of possible branch histories Hx(hi) for a
branch bx, for every initial history hi ∈ I. I is the set of initial histories for a scope S.
In the global program scope, I contains all possible histories. A branch predictor state
is defined as the set of BHT entries that may be used by a branch bx:

Fx(hi) = {f(ax, h) | h ∈ Hx(hi)}

.

Two branches bx and by are conflicting if Fx and Fy share an entry. The indexing
strategy f is one of those listed in Table 2.1: The local strategy uses n bits of the
branch address a, GAg uses the branch history h, and gshare combines both with xor.

Using sets of possible histories, a set of persistent branch sets P = {B1, ..., Bk} can
be computed. A set of branches B is said to be persistent with regard to a scope S

if the branch predictor state Fx for the branches bx ∈ B is not modified by any other
branch between occurrences of the branches in B, while execution remains within S. In
other words, the branch prediction of a branch in a persistent set can only be influenced
by other branches within that set. Since this definition rules out interference from other
instructions, we can reason about the branches in B in isolation. We define P using
the following conditions:

⋃︂

i=1..k

Bi = S ∧Bi ̸= Bj → Bi ∩Bj = ∅ (2.18)

∀(bx ̸= by, bx ∈ Bx, by ∈ By). ∃hi ∈ I.Fx(hi) ∩ Fy(hi) ̸= ∅ → Bx = By (2.19)

Algorithm 1 creates minimal persistent sets. After running the aforementioned
data flow analysis to obtain Hx(hi), all branches are initialized in P within their own
persistent set. Then every pair of branches bx and by in B is checked for conflicts. If
they are in conflict, the sets in P, which contain bx and by, are merged. The result of
this algorithm is a set of persistent sets in S.
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Algorithm 1 Branch persistence analysis according to Puffitsch et al. [Puf16]
Input: Scope S, Initial Histories I
Output: Set of persistent branch sets P

1: run branch history analysis on B to compute Hx(hi) for all bx and hi

2: B← the set of branches in S
3: P ← ∅
4: for all bx ∈ B do
5: MakeSet(P, bx)
6: end for
7: for all bx ∈ B do
8: for all by ∈ B, F ind(bx) ̸= Find(by) do
9: if ∃hi ∈ I, Fx(hi) ∩ Fy(hi) ̸= ∅ then

10: Unite(P, bx, by)
11: end if
12: end for
13: end for
14: return P

We call a set of branches B closed under persistence when all branches in S with
overlapping branch predictor states are also part of B:

bx ∈ B, by ∈ S, Fx ∩ Fy ̸= ∅ → by ∈ B (2.20)

The set containing all branches in S is trivially closed under persistence within
S. However, to improve the precision of the analysis, it is beneficial to partition the
branches in S into smaller persistent sets.
P and Hx enable us to formulate additional ILP constraints that set tighter bounds

for mispredictions. Constraint 2.21 is defined for each branch decision in each scope.
It bounds the number of mispredictions of a decision D to the number of times the
opposite decision D̄ may be taken by the other branches within the persistent set B,
plus the maximum number of initial mispredictions after scope entry multiplied with
the number of times the scope is entered. Initial mispredictions are the decisions it
may take upfront to change the state of all involved counters in the BHT so that the
next prediction is D. This number of initial mispredictions is multiplied by the number
of times the scope is entered. The function M(bx, I) delivers the highest number of
entries in Fx for a branch bx over all initial histories in I, and therefore the number of
counters that might have to be turned.

M(bx, I) := max
hi∈I
|Fx(hi)|

∀bx ∈ B, mxD ≤ eS2n−1M(bx, I) +
∑︂

bi∈B

eiD̄ (2.21)
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Constraint 2.22 is added to the ILP for each decision per persistent set B. It bounds
the number of mispredictions for B to the number of opposite decisions of all branches
in the persistent set, again in addition to the number of initial mispredictions for each
scope entry. These are determined using the function M(B, I), which returns the
maximum number of entries in the BHT all bx ∈ B may access over all I. The initial
mispredictions have to be assumed eS times, as often as the scope is entered.

M(B, I) := max
h∈I
|

⋃︂

bx∈B

Fx(h)|

∑︂

bi∈B

miD ≤ eS2n−1M(B, I) +
∑︂

bi∈B

eiD̄ (2.22)

Altogether, at most five constraints per basic block and scope are added to the
ILP using Puffitsch’s approach. This impacts the execution time of the ILP solver
only slightly. However, the algorithms to obtain branch histories and persistent sets
can lead to long analysis times. As a trade-off Puffitsch proposes a fast approach that
assumes all 2n histories in Hx, only one persistent set in P for the entire scope, and
M(b, h) = 2n and M(B, h) = 2n, respectively.
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3 Related Work

In the preceding sections, we have established that code-reuse attacks threaten com-
puting systems of any size and application area, including CPS and real-time systems.
This chapter introduces the literature about run-time countermeasures against code-
reuse attacks that have preceded our work or have been published very recently. In
combination with our problem definition, we identified criteria that have to be met by
a suitable countermeasure: Security, Safety, Applicability, Performance, Practicability.

The central property that is missing in systems we study is memory safety. This
is an important subject in research related to safety and liveness, as memory errors
also lead to system failures compromising these properties. We, however, review the
literature from a security perspective, which adds an important aspect: The security is
as high as its weakest link. For safety properties, it may be acceptable to eliminate a
given percentage of vulnerabilities in some applications because an event’s probability
is low for every instance. Security is different: As soon as a vulnerability is discovered,
it can systematically be exploited by attackers. Therefore, the probability of the event
happening for the second time is much higher than for the first, and vulnerabilities
that can be exploited systematically are unacceptable.

As security is a non-functional requirement, it is often overseen as a tedious addition
to the functional requirements, depending on the security and safety levels the system
is subject to. Security countermeasures are most adopted when they are easy to
apply and do not require high additional cost and effort for every increment of the
software. Szekeres et al. [Sze+13] observed that countermeasures with more than
10% performance impact are not widely adopted. As their survey was conducted for
approaches for general-purpose systems, this can be expected to be even more so in
resource-constrained CPS.

The first question that comes to mind is: Why not ensure memory safety? Obviously,
it would be preferable to ship programs without memory errors. One way to do that is
using safe languages: Programs written in Java or C# are protected against code-reuse
attacks by design. That question is valid for general-purpose computing systems.
However, in systems with a minimal or even no operating system, the developer requires
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direct access to the underlying hardware and peripherals. The systems lack operating
system support for memory safety, and high performance is crucial. That, and the
legacy toolchains provided by microcontroller vendors, suggest using unsafe languages
like C, C++ and, Assembly. The embedded markets study 2019 [EE 19] determined
that to be the case for 83% of embedded systems, while 54% had real-time capabilities.
The same arguments hold for safe dialects of C, such as Cyclone [Jim+02].

Full memory safety can also be embedded into the program when an unsafe language
is used, as demonstrated for C with Softbound [Nag+09] for spatial memory safety
and CETS [Nag+10] for temporal memory safety. For every pointer, metadata such
as bounds and IDs are maintained and used to check for violations. The authors
of CETS measured an average runtime increase of 48%, and 116% if combined with
spatial memory safety. They also claim that all preceding approaches have a higher
performance impact.

Another approach is to find vulnerabilities using static code analysis. That is in
principle complementary to our approach. The solutions at hand come with effort,
cost, and different balancing between applicability and comprehensibility. Astrée
uses abstract interpretation to prove the absence of different kinds of memory errors
[Min+16; Cou+05], but it only supports C with limited expressiveness. It operates
at the full program level, which means that after a code change, the whole analysis,
which may take hours, has to be repeated. It has been applied to high-safety airplane
applications. Even ISO26262 [Int18], the norm for functional safety in automobiles, lists
static analysis using abstract interpretation even in the highest safety level ASIL D only
as recommended, which suggests that companies will likely avoid the effort. Infer [CD11]
uses separation logic and does not claim completeness and soundness with respect to
their assumptions. However, it is more applicable as it is possible to check incremental
changes in regular C and C++ using compositional and scalable analyses. Facebook
uses infer at regression test level, informing developers about potential problems in
recent commits [Cal+15].

None of the approaches mentioned above presents itself as a silver bullet against
memory errors and code-reuse attacks. For that reason, runtime countermeasures need
to be applied as a last resort to secure the systems. Earlier works [YJP12; Sze+13]
provide a comprehensive overview of the approaches of their time. Runtime code-reuse
defenses are either based on enforcement or randomization. In Sections 3.1 and 3.2, we
discuss relevant approaches in these categories that were designed for general-purpose
computers. Section 3.3 introduces approaches targeting CPS or real-time systems -
works which also aim to adjust to the specific properties of those systems. Finally, as
we propose new static WCET analyses in Section 5, we discuss related works specific
to these problems in Section 3.4.
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3.1 Enforcement-Based Countermeasures

With the wide-spread adoption of data execution prevention (DEP) as a policy in
general-purpose operating systems1, code injection attacks can be effectively prevented.
The idea is to keep the memory regions with executable code non-writeable, and data
sections such as stack and heap non-executable. This way, attacker-injected code can
never be executed. The policy is generally easy to enforce, with the exception of
just-in-time compiling (JIT), as code that has started executing should be mostly
immutable. In CPS, hardware capable of enforcing DEP is also available, either using
an MPU or even simpler protection, e.g., separated RAM and flash regions, where RAM
is not executable and flash memory can only be written in special modes. Very small
devices using a strict Harvard architecture enforce DEP by design. Nonetheless, DEP is
not a solution against code-reuse attacks, which do not rely on executing injected code.
For this reason, they have been the subject of most research on control-flow attacks
and countermeasures.

Another widely applied protection scheme is using stack cookies or canaries, as in
StackGuard [Cow+98]. A random value is either placed next to the return address of a
function or xor’ed with it. Before the function return is performed, the value is checked
or xor’ed again, which fails if it was compromised using a linear buffer overflow attack.
Stack canaries offer good basic protection against many vulnerabilities. However, only
a subset of indirect jumps are protected, and the protection of the whole program or
process relies on a single random value. That is specifically problematic in smaller
CPS, as there usually is no random number generator (RNG) provided by the OS, and
finding enough entropy for a single high-quality random value is hard. Therefore, stack
canaries are not activated by default and hence much less often deployed on real-time
systems.

PointGuard [Cow+03] generalizes the idea of stack canaries to protect all pointer-
type objects by xor-encrypting them in memory. It also relies on a single random
number, and its performance overhead is considerably larger, with 21%.

Another extension of stack canaries are shadow stacks, which conceptually replicates
the software stack. The replica can be used to ensure the integrity of the stack contents,
most importantly the return address of functions. Shadow stacks were proposed in
software (e.g. [BST+00; BDS05]) and with the help of special hardware features [FS01]
or hardware extensions [FPC09; DSW11]. The performance overhead of software-based
shadow stacks is reviewed in detail in [DMW15], with the conclusion that it is non-
negligible. It depends on the average frequency of return instructions and is around
10% (with a maximum of 33% among selected benchmarks), which can be reduced to

1DEP is also known as W ⊕ X or the NX bit
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an average of 5% with optimizations at the expense of memory size. Hardware-based
solutions are more efficient but not commonly supported.

Early protections against code-reuse attacks specifically targeted patterns of ROP
executions. kBouncer [Pap12] used Intel’s last branch records to detect suspicious
branch sequences. Monitoring is performed when executing system calls, which is
reasonable when assuming process isolation allows persistent changes to the system
state only through system calls. ROPecker [Che+14] uses a similar approach. When
the code execution leaves a small sliding window, a check is triggered, where past
and future control flow are searched for potential malicious payload using the branch
history records. When protections aim at detecting patterns of malicious behavior, and
the protection is known to the attacker, it can be circumvented by mimicking benign
behavior, as detailed in [Sch+14]. For example, a high frequency of return instructions
is lowered by inserting dummy code, longer gadgets, etc. DROP [Che+09] suffers from
the same problem. Its idea is constant monitoring of the execution for unusual behavior.
It uses Valgrind [NS07], which results in a performance overhead of more than five
times the original execution time.

In [PHH15], the behavior, represented as CPU records, is compared to malicious
behavior learned by a support vector machine. That may be more difficult to anticipate
by attackers; however, the system has to interrupt execution to check for deviations in
behavior. That may come too late for attacks that are not long-lasting. In addition,
the approach is also prone to false positives, which can make the cure worse than the
disease particularly in applications requiring high availability.

Another basic idea to thwart ROP is to compile programs without return instruc-
tions [Li+10], so there are no proper gadgets available. However, researchers quickly
demonstrated, e.g., with JOP [Ble+11], that code-reuse attacks do not rely on gadgets
ending on a return.

Control-flow integrity (CFI) is a security policy that restricts control flow to valid
targets. In addition to a shadow stack to protect the CFG’s backward edges (returns),
forward edges (function calls and indirect jumps) are instrumented to only be performed
if the target is among the potential targets that have been pre-determined for a control-
flow transfer. The full implementation of CFI (commonly called fine-grained CFI) that
was first proposed by Abadi et al. [Aba+09] introduces an unacceptable performance
cost. Coarse-grained approaches have followed, compromising on which instructions
to protect and which targets to accept as legitimate. For example, instead of using
a shadow stack to return to the caller site, the control flow is restricted to return to
instructions after any call. The problem is that legitimate but unintended targets can
still be misused by attackers in code-reuse attacks. If more targets are available for a
compromised transfer, that leaves more freedom to attackers. Burow et al. [Bur+17]
state that all coarse-grained CFI solutions can be circumvented, which has also been
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demonstrated in earlier research [Gok+14]. They also provide a detailed analysis on
the CFG precision and performance impact of existing approaches, highlighting the
inevitable trade-off between CFG imprecision and performance. Consequently, attacks
against CFI solutions implemented in modern compilers have been demonstrated by
StackDefiler [Con+15]. Recent attacks have also proven to be effective against even
fine-grained CFI solutions. Counterfeit object-oriented programming [Sch+15] benefits
from insufficiently represented C++ semantics in CFI and uses forged virtual functions
to attack. Control Jujutsu [Eva+15] benefits from imprecise points-to analyses during
the CFG construction to use function calls for their purpose. A mitigation to the use
of function call gadgets [Vee+16] has been proposed as an addition to CFI: Invalidate
the contents of registers that may be used as arguments to function gadgets, but
that only offers partial mitigation. In summary, CFI is a theoretically sophisticated
countermeasure against code-reuse attacks, but the practical applicability forces to
accept compromises that leave room for attacks. That is transparent to the attacker.
Therefore, once found, they can systematically exploit a vulnerability on multiple
devices.

As an extension of CFI, code pointer integrity (CPI) [Kuz+14] protects code
pointers instead of control-flow transfer instructions. The approach is based on the
idea that guaranteeing the memory safety of code pointers suffices to protect against
code-reuse, considerably reducing the necessary checks and instrumentation. A static
analysis determines the set of variables control-flow transfers might be sensitive to as a
safe over-approximation. These are stored in an isolated safe region, the safe pointer
store. All instructions manipulating these variables are instrumented to update the
safe pointer store, and pointer dereferences are instrumented with checks to establish
memory safety. Return addresses are additionally protected using a safe stack. The
performance impact of CPI is quite significant, at 8% on average, but up to 138 % for
one of the benchmarks. To counter that, the authors proposed code pointer separation
(CPS), a coarse-grained variant of CPI, with a 2% average overhead but incomplete
protection. CPI and CPS do not demonstrate temporal memory safety and are only
available for user-space programs in systems running on 32bit x86.

Multi-variant execution approaches such as in [Cox+06] are an effective way to
detect control-flow deviations. The idea is that if the control flow is diverted depending
on external input, the effect of that diversion will be different in the variants that
differ, for instance, in absolute code segment positions. However, their overhead is
prohibitively large. Variations exist to reduce monitoring effort, e.g., our earlier work
[Pfe+16], where only system calls are monitored as the points where the process can
change the system state. However, in our setup, processes can interact directly with
the hardware, which may leave attacks undetected. Moreover, the parallel execution
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and monitoring requires hardware and operating system support to provide virtual
memory and process isolation.

In addition to the shortcomings of each approach explicitly mentioned, they were
not designed and demonstrated in realistic conditions of a real-time CPS. Relying on
full process isolation, virtual memory and address translation, and advanced processor
features considerably reduces the applicability of these approaches to CPS and real-time
CPS. Another general property of enforcement-based protections is that the imposed
performance overheads are connected directly to the code that needs the protection,
which means that it is not possible to concentrate overheads in non-critical areas, as our
approach does. Leaving protections out of high-critical areas to improve performance
would open additional attack surfaces.

3.2 Randomization-Based Countermeasures

The idea of artificial diversity (as defined in Section 2.3) as a protection mechanism
has been around longer than code-reuse attacks. Cohen [Coh93] presented the most
common randomizing transformation techniques used in program evolution, providing
security through obscurity. Although this term is nowadays discouraged as an ineffective
security paradigm - relying on secrecy about the program implementation - the proposed
transformations can be reused against code-reuse attacks when applied in high frequency.
Many approaches have been proposed, most of them to be found in the survey by
Larsen et al. [Lar+14].

The most prominent randomization-based approach is address space layout ran-
domization (ASLR) [PaX03], which is commonly applied in general-purpose operating
systems such as Linux and Windows, and mobile operating systems such as Android.
ASLR implements segment-level diversity: Program sections of user processes such
as stack, heap, mmap, and dynamic libraries are mapped to random locations by the
operating system loader. The libraries are compiled as position-independent code (PIC)
so that their behavior is independent of their actual location. If the program code itself
(section .text) is a position-independent executable (PIE), it can be placed at random
positions as well. The kernel can be loaded to random positions, too, as with KASLR in
Linux. The overhead of ASLR is low, and its widespread deployment is certainly a large
step for the security of such systems. However, its effectiveness is limited. Shacham
et al. [Sha+04] showed that ASLR on 32bit x86 can be bypassed quickly by brute-force
attacks. That is due to the low number of possible locations for each section, given
that, for example, library positions are page-aligned. This limitation can be assumed
to be much worse in resource-constrained CPS without virtual memory: Instead of
a 32bit address space, the positions actually available are limited to the freedom the
free memory leaves. Another limitation of ASLR is its low level of secrecy: A single
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information leak, including memory disclosure, can expose the location of an entire
section.

Bhatkar et al. [BDS05] proposed early extensions of ASLR: Not only the section
locations, but also stack and heap objects, the entries of the global offset table (GOT)
and the function order in program code and libraries are randomized. Combined with a
shadow stack, this offered more fine-grained protection at 11% higher executions times
on average. The load-time function shuffling was proposed to be implemented using an
address table to replace function calls with jumps. An information leak targeting that
table would compromise most of the randomization.

A more local approach to disrupt ROP attacks as proposed by Pappas et al. [PPK12].
Instead of randomizing potential gadget locations, the local gadget code is randomly
changed to render it ineffective. Changes comprise narrow-scope code transformations,
such as replacing single instructions with equivalent instructions, reordering instruction
sequences, and randomizing register allocations and register preservation code. This
is particularly effective for the x86 instruction set, where variable instruction length
allows for targeting locations aside from the original instruction alignment, effectively
exposing instructions that were not compiled into the program. The randomizing
transformations are space-preserving, allowing for the protection of legacy code. That
requires disassembling the code. The approach is able to eliminate 10% of the available
gadgets entirely. If that is possible, the transformation is always performed. 80% of the
gadgets can be altered by random selection. However, in some cases, e.g., equivalent
instruction replacement, the number of options is rather small. An attacker aware of
the protection can concentrate on the remaining gadgets or gadgets that are as expected
with a high probability. Hence the approach does not offer complete protection.

A more universal approach is ASLP [Kil+06], a binary-rewriting approach that
implements function-level diversification. It uses relocation information from the linker
to relocate functions and variables across the entire virtual address space, which
assumes the presence of an MMU. Its average performance overhead is low at 1%.
The granularity of randomization depends on the number of functions defined in the
program.

In our approach, we use block-level diversity, an even finer granularity. This was,
for load-time, proposed by [War+12] (binary stirring) and [Dav+13] (Xifer), which
are closely related to our load-time diversity approach, but in general-purpose systems.
[War+12] is split into two phases: In a static phase, the binary is disassembled,
prepared, and reassembled. The new binary contains the original text section to be
used in data accesses, with special markings for indirect jump targets, which have
to be updated. In addition, it contains an address mapping table and a second text
section that contains the rewritten code, prepared to be diversified in the dynamic
phase by a load-time reassembler. The disassembler is set to interpret data as code if it

50



Chapter 3. Related Work

is not clearly distinguishable, because this would result in non-functional, but unused
code in the second code section. However, incorrect disassembly is not prevented
systematically. They claim 1.6% average performance overhead due to additional
instructions redirecting indirect control flow, although the results differ considerably
over platforms and benchmarks, where the maximum is 35%. The analysis does not
include a range for different variants of a benchmark. Hence the actual worst-case
performance impact is unknown. The memory impact is high at around 100%. Xifer
[Dav+13] performs disassembly, randomization, and re-assembly at load-time, which
allows introducing the countermeasure at the operating system level with no need to
prepare binaries beforehand. However, this leads to very slow loading (5.5kBit/s in
the experiments). It might be acceptable for the general-purpose system to ship the
disassembler, but would be unfeasible for a CPS. Xifer supports the ARM processors.
However, as it recompiles the diversified binary, it does not have to handle the specialties
of rewriting programs in the ARM instruction set (i.e., short address ranges). Instead,
it causes the program to be compiled differently, with different timing properties
and thus less predictability. Additionally, splitting a binary at random locations
during randomization makes the timing impact inherently unpredictable. The reported
performance impact is low, at 1.2% on average. However, although the approach allows
for fine-grained diversity, the experiments were conducted using rather coarse-grained
diversity. They argue that only a few fragments suffice for high enough security. This
argument is comprehensible for general-purpose systems, but does not hold for CPS
with a considerably smaller address space, and less gadgets required for an attack. We
elaborate on this matter in Section 4.1.4.

Instruction Location Randomization (ILR) [His+12] takes the randomization gran-
ularity a step further by randomizing the location of every instruction. Execution is
performed in a minimal per-process VM that uses a fall-through map to locate the
instructions. The reported 13% runtime overhead can be assumed to be much higher on
a single core processor, and likely not compatible with devices with reduced operating
system capabilities.

Homescu et al. [Hom+13] proposed an approach similar to our idea to concentrate
the performance impact of the security measure on low-critical areas. They use NOP
insertions as randomizing transformations during compile time - where the additional
offsets imposed by the NOP instructions cause a variation of all instructions of the
section. The criticality of program parts is obtained using software profiling, which is
rather imprecise given that the profiling is highly input-dependent. It also aims for
average performance reduction, while we are explicitly interested in the WCET.

The fine-grained randomization techniques for general-purpose systems primarily
concentrate on the protection of user processes. Giuffrida et al. [GKT12] propose an
OS-level solution that applies various randomization techniques to operating system
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components except the kernel. They even re-randomize components at certain times.
The approach requires extensive changes to the operating system, as components need
to be independent to be stopped and restarted entirely. An MMU is required as well.

Finally, a property of some of the above approaches is the reliance on disassembling
the program, claiming that it did not cause errors in their experiments. However,
disassembly is not sound as the resolution of indirect branches is an open problem
[Wen+19]. Therefore, using it as part of the randomizing transformations bears the
risk of introducing additional errors into the program. With a low probability, this is
acceptable in user programs of the general-purpose systems the approaches were designed
for, but it is unlikely to be accepted for programs with higher safety requirements. The
approaches were, so far, not applied to CPS that lack proper operating system support
and hardware such as an MMU, and it is not trivially possible.

3.3 CPS and Real-Time System Security

The publications described in the preceding sections present the general ideas for
countermeasures against code-reuse attacks. Most of them are not applicable to
resource-constrained CPS or hard real-time systems, or the applicability has not been
demonstrated. This section summarizes works that aim to fill this gap: They are
specifically intended to secure the systems similar to those we are targeting with our
work.

Randomization-based countermeasures have been proposed for CPS. AVRAND
[Pas+16] uses page-level randomization for AVR-based bare-metal systems. Page-
level diversification corresponds in their implementation to randomizing flash sectors
that can be written separately, which could be only a few, depending on the flash
memory. The contents of the first and last flash sectors are not randomized. The
randomization engine is part of the boot loader section of the device, therefore starting
a re-randomization at every device startup. The binary is prepared beforehand: All
branches are changed to absolute addressing. These addresses are then updated to the
new positions during randomization. This can not straightforwardly be ported to other
architectures. ARM, for instance, does not support absolute branches. Furthermore,
they do not explicitly handle indirect jumps and data within code sections. The
approach imposes a memory overhead of approx. 10%, and their example application
takes an additional second to load. A runtime performance overhead is not provided.
Mavr [Hab+15] is another randomization-based approach for AVR, specifically, an 8-bit
Harvard architecture. They use function-level randomization performed by an auxiliary
processor located between the flash memory, which holds the original code, and the
AVR. The randomization also relies on rewriting all jumps to absolute addressing.
Re-randomizing is started when a ROP attack is detected, i.e., when the program
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crashes. In their example implementation, a restart including randomization takes
about 20s, which is surprisingly long considering the case study is an unmanned aerial
vehicle.

EPOXY [Cle+17] aims to provide regular operating system security capabilities
to bare-metal systems by implementing lightweight versions of known mitigations.
Critical instructions, e.g., hardware accesses, are instrumented with privilege overlays,
reducing privileged execution to only these instructions. Stack contents are separated
into two different stacks - an unsafe stack for buffer type variables and a safe stack
for return addresses and other variables. The locations of the stacks, heap, constant
data, and code functions are randomized at compile time using LLVM passes. EPOXY
was demonstrated on different ARM-Cortex-M microcontrollers, reporting an average
runtime overhead of 1.6%. However, due to their nature as hardware-independent
programs, the benchmarks did not contain many privileged instructions. The granularity
of EPOXY’s diversification may not be high enough, depending on the system. When
its location is disclosed, the attacker can reuse code to request privileges [Abb+19].

Several works set out to improve on the shortcomings of EPOXY. ACES [Cle+18],
by the same authors, implements the least privilege principle for embedded systems.
They split the code into sub-thread-level compartments and restrict the execution to
the current compartment using the system’s MPU. Control-flow is restricted between
the compartments by a control-flow broker, which reconfigures the MPU accordingly
at compartment transfers. The low number of MPU regions only allows rather large
compartments, although the static analysis would allow for fine-grained compartments
depending on the memory and peripherals usage patterns of the compartments. This
results in a ROP gadget reduction between 32.5% and 85.3%, which leaves a large
attack surface. At the same time, the approach imposes a very high overhead, with
up to 5.7 times the execution times. MINION [Kim+18] is a very similar approach
that was proposed in 2018 as well. There, the privileges are reduced per process. All
processes, including the operating system, are executed in user mode. Only the view
switcher is executed in privileged mode. This component manages the access control
rules and updates the MPU at context switches between processes. MINION faces the
same difficulty as ACES: The low number of MPU regions forces the access rules to
allow access to code regions much larger than the process code itself: On average, 25%
of the code base. The runtime overhead, however, is much lower. The WCET overhead
obtained in end-to-end measurements was, on average, 6.13%. Abbasi et al. [Abb+19]
proposed µArmor, which protects ARM-Cortex-M3 embedded devices. Among the
proposed compile-time mitigations is a stack smashing protection using a system-wide
master canary and function-level diversification. The diversification is implemented
as an LLVM pass, which considerably reduces timing predictability for the differently
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compiled variants. The authors report a runtime overhead of 1% without considering a
potential WCET or optimizations to reduce the WCET.

CFI has been applied to real-time systems as well, most notably in RecFish [Wal+19].
Here, indirect jumps are replaced with jumps to instrumentation code in a region
protected by an MPU. The instrumentation checks for valid labels at the original call
or jump site before the jumps are performed. As discussed in Section 3.1, legitimate
targets based on an imprecise predetermined CFG can still be reused in an attack.
The label-based instrumentation likely expose a large number of targets. A shadow
stack additionally protects backward edges. The experiments result in a performance
overhead of up to 30%. µRai [Alm+20] promises protection for the return addresses
using return address integrity, assuming some other kind of CFI mechanism protects
the forward edges. The idea is to replace returns by indirect jumps to a return address
that is encoded by ID in a special register. With every function call, this target ID
register gets xor’ed with the new target ID. The returning function has a record of all
possible return sites for the IDs. Additionally, the program can be split into smaller
regions to reduce the number of possible return targets per function. The runtime
overhead of this approach seems low according to their evaluation (admittedly, the
selection of benchmarks shows favorable effects that can not be generalized to other
programs), but it has to be coupled with forward-edge CFI, which has a high overhead.

ECFI [Abb+17] separates CFI checks from the code to keep the timeliness of high-
priority tasks. Control-flow information is saved in a shadow stack by the observed
tasks. A low-priority checking task performs CFI checks when the schedule allows
it. The shadow stack is implemented as a ring buffer to bound the execution time of
the monitor, and can be overflown by higher priority tasks. The authors state that
the attacker can use this property to circumvent the mitigation. Furthermore, the
checks of the monitoring tasks might be too late, detecting only long-lasting attacks
on the system. A similar approach is used by Trackos [Pik+16], also incorporating an
additional monitoring task that checks for control-flow violations in the system.

MicroGuard [SHC19] enforces CFI by directing all branches into a safe memory
region. This region contains the monitor, which is comprised of brokers, i.e., instru-
mented jumps that are randomly ordered. The code is split into components, where
control flow transfers leaving the component of the requested jump are restricted to
components allowed according to a predefined CFG. The concept is inspired by ACES
[Cle+18], and the limitations on component sizes due to a limited number of MPU
regions should apply here as well. The performance impact is reported at 5% on average
and the memory usage is three times as high, while eliminating 69% of the ROP gadgets.
They also assume execute-only memory (XoM), which is not supported by the MPU.
Braden et al. [Bra+16] demonstrated software-based XoM for similar devices with LR2,
but that would impose an additional overhead. It is also unlikely that it would be
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compatible with MicroGuard, as it splits memory into specific regions, controlled by an
MPU, as well.

Intrusion detection systems (IDSs) have been proposed as well for real-time systems.
We have excluded the field from our discussion in general-purpose systems because the
external observation of behavior, mostly network traffic, is a much more general security
concept and usually not directly intended to prevent control-flow attacks. SecureCore
[Yoo+13] and the approach in [Zim+10], however, aim specifically at that. The benign
system behavior model is based on the WCET of tasks in the periodic task systems.
The IDS checks if execution conforms to this expected behavior. Checks are performed
by an additional (free) core of a multicore system [Yoo+13], a dedicated hardware
monitor [BRP20], or they are induced by the scheduler [Zim+10]. The former two
require additional hardware, and the latter induces high performance overheads. Both
require a reliable and fixed timing model in order to avoid false positives. Another
limitation is the time of checking - long-running attacks may be detected, but other
attacks may be successful before the check. Attacks could also imitate benign behavior
to avoid being detected.

A similarly distant security concept is remote attestation, where an external entity
can prompt systems to prove their integrity. In C-FLAT [Abe+16], this concept
is transferred to the control flow in embedded systems. A subset of functions are
instrumented to record their control flow, and the hashed representations of that control
flow can be compared to those obtained with a predetermined (perfect) CFG. The
instrumentation introduces a 20% performance overhead and requires a trust anchor
on the device, which is not a common hardware feature. And as with IDS, the time of
check may be too late.

Another approach to CPS is to equip them with additional hardware capabilities.
Francillon et al. [FPC09] proposed handling instructions in different stacks, mainly
protecting the return addresses from being overflown. [DKS14] introduces special
call and return instructions, which perform CFI checks restraining control flow to
valid call sites and returns back to the caller. Indirect jumps are protected using
heuristics that look for typical attack patterns. [Aba+13] proposes an on-chip control
flow monitoring module (OCFMM) that uses a predetermined and pre-loaded CFG to
enforce CFI. Indirect jumps and calls are not handled. CFI CaRE [Nym+17] uses the
ARM trustZone-M module, which is only part of few microcontrollers, to implement
a shadow stack for coarse-grained CFI protection. TrustLite [Koe+14] proposes an
execution-aware MPU (EA-MPU) to enforce the isolation of software modules. The
hardware extensions are complex, which raises the question if a processor with full
MMU capabilities might be a better choice. In general, requiring hardware features
that are not generally available violates our applicability criteria.
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None of the approaches presented so far discussed the predictability of the WCET
and its impact on WCET estimates, let alone optimizations to reduce the impact. That
is, however, the center of our approach. Deterministic enforcement-based approaches are
likely to have a predictable impact, but it will not be possible to introduce WCET-aware
optimizations without opening attack surfaces. WCET-aware control-flow checking
[Zha+18; Gu+14] demonstrates that: They introduce a CFI-like control flow checking
mechanism that optimizes for WCET reduction by omitting instrumentation in highly
time-critical areas. This leaves those places unprotected, but they argue from a safety
perspective: Leaving a small percentage unchecked in exchange for a much lower
performance penalty is acceptable. When security is the goal, it is not acceptable, as
we discussed at the beginning of this chapter. However, we apply a similar idea to
our randomization-based approach without trading performance with systematically
unprotected system parts.

3.4 Static WCET Analyses

Chapter 5 presents novel static analyses for caches and branch predictors. As described
in more detail in Section 2.5, the overall WCET analysis is comprised of many different
analyses. State-of-the-art approaches combine the results of separate analyses in a final
maximization of the WCET. With our diversification, the executed instructions and
their order are the same in all variants. Thus, the diversifying transformations we apply
only impact microarchitectural analyses for address-dependent hardware components.
Existing analyses are not applicable when the goal is to find a sound WCET for all
variants. We present new analyses for caches and branch prediction, which fill this gap.
This section gives an overview of existing works in the respective fields.

3.4.1 Static Cache Analyses

The behavior of instruction caches is inherently address-dependent due to the asso-
ciativity of caches - conflicting memory locations are based on their address. No
existing static cache analysis was intended to cover diversified programs or even any
uncertainty of instruction locations; thus, diversity invalidates their results. We present
new analyses for instruction caches, which are based on existing ones.

Analyses based on abstract interpretation (AI) for LRU-caches were proposed by
Ferdinand et al. [FMW97] and Ferdinand and Wilhelm [FW99]. These are must-, may-
and persistence-analyses, based on the ages of memory blocks in cache, combined in
abstract cache states. The persistence analysis was extended by Ballabriga [BC08] for
a more detailed classification of persistence in multi-level loops. As our analyses extend
these analyses, a more detailed description can be found in Section 2.6.
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Cullmann [Cul13b; Cul13a] proposed an instruction cache persistence analysis for
LRU-caches that is also based on abstract interpretation, but whose abstract cache
states represent conflict sets and counts rather than ages. Cullmann’s results are tighter
compared to Ferdinand’s, and they fix an error: Ferdinand’s analysis was not sound
in rare situations, which are more relevant for data caches. We also present a new
analyses based on Cullmann’s conflict sets, in combination with Ballabriga’s multi-level
persistence. Huynh et al. [HJR11], too, proposed an abstract interpretation-based
analysis for data caches that uses younger sets. Cullmann states that this is included
his age-tracking conflict counting persistence [Cul13a].

Apart from abstract interpretation, there are other static cache analysis techniques.
[LMW96] introduces cache conflict graphs, explicitly modeling all concrete cache states
as part of the program’s final ILP representation. Although ILP can fortunately be
solved efficiently in the context of timing analysis, it is still an NP-hard problem. It
is likely to cause scalability problems in the regular case, which would be worsened
by the uncertainty introduced by diversity. [Lv+11] uses model checking, which also,
implicitly, analyzes all cache states. Model checking faces scalability problems in
many applications due to the state space explosion. In [HG12] relative addressing of
cache contents is investigated. However, they concentrate on data flow analyses for
data caches, rather than implicit relations between instructions, thus not supporting
instruction cache analysis.

In addition to the LRU replacement policy, we propose an analysis that also covers
the FIFO replacement strategy. As FIFO caches are inherently less predictable [Rei+07],
the research on static FIFO cache analysis is sparse. Relative competitiveness [RG08]
enables us to find a rough upper bound for misses using the LRU analysis. Grund and
Reineke [GR09] proposed a complex abstract-interpretation-based analysis, which uses
ages in the abstract cache states. Domain cooperation helps using the results of the
may analysis for a more precise must analysis and vice versa. The same authors later
proposed another analysis [GR10], where access sequences were searched for repetitive
patterns called phases to find situations where a set of accessed blocks are persistent.
Both works lack a comprehensive evaluation for instruction caches using real programs,
hence their performance is not directly comparable to the approaches proposed for
LRU.

Lv et al. [Lv+16] present an overview of existing approaches in the field, including
the ones mentioned above.

3.4.2 Static Branch Prediction Analyses

Branch predictors are a vital way to improve performance in processors with multiple
pipeline steps, and most architectures apply some kind of branch predictor. There exist
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numerous branch prediction strategies, out of which many are address-dependent. We
propose analyses for branch prediction strategies we identified as address-dependent
in Chapter 2.5. Our analysis for static branch predictors using the backwards-taken
strategy is new in the sense that there were no static analyses necessary for programs
without diversity. As their behavior is 100% predictable statically for non-diversified
programs, it can just be encoded into the pipeline analysis, which is why there are
no dedicated static analyses. The opposite is the case for dynamic branch predictors.
Their mispredictions are very difficult to bound tightly in a static analysis, as Burguiere
and Rochange [BR07] stated. They conclude with the suggestion to avoid dynamic
branch prediction in environments where timing-predictability is desirable. In other
work [BRS05] they propose to encode branch predictions into the branch instructions
as a result of a static analysis. In reality, dynamic branch predictors are used in many
architectures, including microcontrollers. This is why there exists a small number of
approaches for the static WCET analysis of dynamic branch predictors.

Mitra and Roychoudhury [MR02] proposed to explicitly express the behavior of
the branch predictor as ILP constraints in the overall WCET analysis. As stated with
similar ideas in cache analyses, this results in a very complex ILP, whose size grows
exponentially with program size. They conclude that this limits the applicability of the
approach to real-world-scenarios. It can be expected to be much worse in the presence
of our diversity. Maıza and Rochange [MR11] later proposed a framework that allows
for generating ILP models of other kinds of branch predictors. The evaluation lead
them to the conclusion that certain types of branch prediction might not be affordable
when static WCET estimates are required, just as they stated before in [BR07].

Colin & Puaut [CP00] proposed an approach that classifies each branch instruction
according to their presence in the BHT, using abstract buffer states. These classifications
are used to bound misprediction penalties in a tree-based WCET computation. They
modeled a local branch predictor without aliasing, which means that a branch counter
for a branch instruction that is not present in the abstract buffer state can be modeled
using a default static scheme. Bate and Reutemann [BR04] proposed an extension that
uses explicit algorithmic structures for bounding the mispredictions, also providing
a correction of Colin’s loop bounds calculations. GAg predictors were considered in
addition to the local predictors. However, the applicability of the approach is limited
as only a few language constructs are discussed.

Puffitsch [Puf16] proposed a universal approach that enables modeling the typical
dynamic branch predictor schemes local, GAg and gshare. The branch predictor is not
modeled explicitly in the overall analysis, but constraints resulting from Puffitsch’s
analysis are encoded in the final ILP. As this is the most applicable and scalable
approach so far, we selected it as the basis for our analyses for dynamic branch
predictors in programs subject to diversification.
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3.4.3 WCET Code Optimization

As part of our approach to define the fragmentation for our diversifying transformations,
we arrange selected fragments with a fixed distance in order to reduce the WCET
for all variants. This optimization is aiming to reduce the set of possible variants by
those variants with the worst timing behavior, while still leaving enough variants for
effective security. As we are the first to combine software diversity with WCET analysis,
there are no approaches to solve similar problems in literature. However, WCET-aware
compilation [FLT06; FL10] aims to find one near-optimal variant for a system without
diversity applied afterwards. They propose WCET-aware procedure positioning [LFM08]
in order to optimize the cache behavior, and finer-grained transformations for caches
[FK11] and branch prediction [Pla+11]. None of these works use detailed results of the
WCET analysis like our approach. Instead, the feedback they obtain from the timing
analyzer is the WCET estimate for the entire program.
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Most CPS are resource-constrained and not equipped with a full operating system that
includes memory management, process isolation, and external security capabilities. In
addition, due to close interactions with hardware and peripherals as well as legacy
toolchains, CPS designers often use unsafe languages such as C, C++, and Assembler.
Unsafe languages allow for memory errors, and insufficient resource protection allows
these vulnerabilities to be exploited in comparably simple attacks. These control-flow
attacks, or control-flow hijacking, use vulnerabilities to divert the program’s control
flow to paths unintended by the developer.

A common example for control-flow attacks is the buffer overflow, where the absence
of bound checks allows for writing beyond an array’s boundaries. This can, for instance,
be used to overwrite a return address to divert the program to malicious code on
function return. Historically [Sze+13], the control flow was diverted to injected code
(shell code). This, however, can easily be prevented by enforcing DEP, an access policy
that disallows writing to executable code and vice versa. This thesis concentrates on
code-reuse attacks [Sze+13; Ble+11; Che+10], which are much harder to defend against.
As described in Section 2.2, code-reuse attacks divert the control flow to existing code
parts, misusing them for malicious purposes. They have been demonstrated to be a
threat to embedded systems [Buc+08; FC08; Wei+18], and their practical relevance has
been demonstrated by researchers [MV15; NLD17] as well. Checkoway et al. [Che+11]
discuss several attack vectors in a comprehensive car security analysis. These examples
indicate that it is about time to properly prepare for large-scale attacks such as fleet
attacks, as the exploits may already be prepared.

The main goal of this thesis is to propose a suitable countermeasure against
code-reuse attacks on real-time systems. We present a solution based on block-level
diversity [Lar+14] using relocation and reordering of code fragments as transformations
(introduced in Section 2.3), with modifications to adapt to the needs of real-time systems.
The fragmentation of the code needs to be fixed across program variants, i.e., it cannot
be changed during randomization, to retain a high level of timing predictability. Instead,
our approach modifies the fragmentation beforehand, for all variants, in two ways:
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First, with WCET-aware splitting we increase fragmentation to obtain a high security
level even in small memory spaces for smaller programs. The inevitable performance
impact is concentrated in non-critical areas to avoid a negative impact on the WCET.
Second, WCET optimization is used to reduce the WCET. In systems with speculative
hardware, such as caches, diversity by itself has an impact on the performance. We
select locations where uncertainty has an outstanding negative impact on the WCET,
to optimally reduce fragmentation in these critical areas. The novel diversity-aware
static analyses for different kinds of caches and branch predictors, which we propose in
the subsequent chapter, deliver WCET estimates that are valid for all variants. Their
results are used to identify suitable locations for the optimization. All these activities
take place at compilation time, preparing for direct compile-time diversification or
diversification at load-time. Figure 4.1 illustrates the idea. Each of the small boxes
represents a program variant in a program solution space, and the darker it is filled,
the worse is its timing.

diversification WCET-aware splitting WCET optimization

Figure 4.1: WCET-aware diversity illustrated

Our approach is depicted in Figure 4.2. The diversification engine combines the
components that coordinate compiling, code analysis, and static timing analyses. It
obtains the program source code as an input1 and performs the following steps:

1) The input is compiled into an assembler file. Then the assembly is prepared with
minor modifications to be compatible with diversification and WCET analysis
steps. For example, it has to be made sure that instructions with short-range
relative addresses stay in that range in all variants (e.g., literal pools for short-
range load instructions in ARM binaries have to be transformed, see Section 6.2.1
for details).

2) WCET-aware splitting increases the number of variants by inserting unconditional
jumps, thereby splitting fragments. This process is made WCET-aware by
concentrating insertions in non-critical areas. This step is optional but appropriate
when the initial number of fragments in the program is low, as it increases the
security of the system (A detailed discussion on this follows in Section 4.1.4).

1The source code requirement is dictated by OTAWA’s automatic flow fact analysis. The diversifica-
tion engine itself works entirely at assembler level.
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Figure 4.2: General approach overview.

3) WCET optimization: With the help of fragment dependencies, which are obtained
using static WCET analyses, the fragmentation is optimized for tighter WCET
estimates. This step is only necessary when speculative hardware is present, where
the timing between variants varies significantly, diversity is inducing additional
pessimism in the analysis, or both.

4a) For compile-time diversity, the program’s fragments are shuffled to random order,
creating one or more program variants.

4b) As a preparation for load-time diversity, diversification data is retrieved from
the assembly, such as fragment and section addresses, as well as branch target
addresses. Together with these data, the program binary is compiled as a payload
into the loader application, resulting in a self-diversifying binary. After a reset
of the target device, the loader creates a random fragment order, and loads the
program in that order.

The diversification engine compiles the program and performs timing analyses
between each step, using a compiler and the OTAWA WCET analyzer. We have
extended OTAWA with our new WCET cache and branch prediction analyses, which
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are part of these timing analyses. The timing analyses may result in a WCET estimate,
criticality values for each block, or fragment dependencies, depending on the prereq-
uisites of the next step. The last timing analysis delivers the WCET estimate for all
variants that can be used as a timing guarantee for the program.

The rest of this chapter is organized as follows: In Section 4.1 we build up to our
approach by defining attackers and systems to be attacked, followed by diversification
techniques we use and their properties in terms of security. After that, we describe
the two main parts of WCET-aware diversity: WCET-aware splitting in Section 4.2
and WCET optimization in Section 4.3. Finally, we present our approach to load-time
diversity in Section 4.4.

4.1 Context of our Approach

In this section we provide a context for our approach presented in the subsequent
sections. Sections 4.1.1 and 4.1.2 define possible attackers and their possibilities, and
the system to be attacked. Section 4.1.3 provides a detailed discussion about our choice
of diversifying transformations over other concepts. Finally, Section 4.1.4 establishes a
theoretical understanding of the level of security our approach can provide.

4.1.1 Attacker Model

Our attacker model is broad: We assume determined attackers who can mobilize a
large amount of resources on creating an exploit for a vulnerability. They have full
knowledge of the program and its development process, which includes the security
mechanisms (source code and binary) and they have access to reference hardware to
develop and test an exploit. We use this worst case scenario because effective protection
in such a case implies effective protection in all other cases. Hence, we assume that, if
present, a vulnerability will be found and exploited eventually. This kind of attacker
can only be defeated with security countermeasures that either completely seal the
vulnerabilities (such as an ideal control-flow integrity (CFI) approach), or that introduce
a high additional cost per attack, so that an exploit can not easily be ported to other
devices. The latter is the aim of artificial diversity. Security measures with incomplete
protection can be circumvented by this kind of attacker, and security by obscurity is
ineffective.

The number of attacking devices at the disposal of the attackers may be huge,
such as a botnet [ZBH16], as may the number of targeted devices. We assume that
even a small success rate per attacked device would be grave. For example, consider a
large-scale fleet attack on a specific car model, aiming to abrogate the engine controller.

63



4.1. Context of our Approach

Even if only a few attempts would result in accidents, that could be a success to the
attacker and hence unacceptable for the countermeasure.

4.1.2 Assumptions and Applications

The systems we envision our protection as a part of are medium-sized CPS with
insufficient hardware capabilities to implement protections known in general-purpose
systems. Most importantly, we do not expect a memory management unit (MMU) to
be present. An MMU would allow an operating system to use a large virtual memory
space and proper process isolation. It would not reduce applicability but raise the
question if such fine-grained diversity is really necessary, such as argued by Davi et al.
[Dav+13]. According to [Abb+19], systems with basic memory protection make up a
considerable fraction of CPS, as there is a trend towards 32bit processors, and many
of these are equipped with am MPU. In the field of safety-critical real-time systems,
static timing analysis is used2, which makes this the ideal application area of our full
approach. Existing static analyses can be complemented or extended by the analyses
we propose, without considerable changes to the development toolchain. However, if
static timing guarantees are not required by the application, there still is merit to
our approach. The increase of diversity by insertions and the diversity optimization
increase security and improve the average and worst-case performance, respectively,
no matter what confidence is expected from the timing bounds. On the contrary, if
the trade-off is more in favor of security increase and analysis time than on analysis
precision (while the actual WCET is still not affected considerably), hardware models
and analyses can be simplified to obtain similar results faster3.

Another question is worth discussing, as also briefly mentioned in Chapter 3: We
are talking about safety-critical systems - should proven (memory) safety not include
security with respect to control-flow attacks? Naturally, artificial software diversity is a
countermeasure of last resort if memory errors have to be expected, and it is also to
be assumed that they will be exploited. This rules out systems where an absence of
memory errors is statically proven or effective and complete countermeasures can be
applied. As explained in detail in Chapter 3, this is not the case for the majority of
CPS.

2Skeptics may say that static timing analysis is rarely ever used in real life except in the aviation
and astronautics industries. However, further research is being conducted to increase its applicability.
It should be consensus that, apart from applicability issues and effort, statically proven properties are
the preferable result.

3We leave the determination of a trade-off between the different aspects to actual future applications.
Our evaluations are exemplary or relative with respect to - simple - hardware models. This is done
with the objective to supply an idea of the impacts of isolated aspects (i.e., the effect of diversity on
cache analyses), rather than supplying a fully developed system with a perfect balance of security and
timing impact for a specific application.
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Similar to safety in general, systems with static timing guarantees for all software
elements, obtained through sound static analysis, should be free of memory errors
relevant for code reuse attacks. If the control flow of a task can be diverted freely, the
static analysis should not come up with a finite WCET bound for this task. However,
WCET-analyzers work under assumptions. The most notable assumption is the cor-
rectness of the CFG, which is usually obtained using the source code representation of
the program. The CFG analysis is likely not aware of memory errors as it does not
cover the corresponding data flow. The flow fact analysis that bounds loop iterations,
for example, is often supplemented with user annotations. In this case, the developer is
put in charge, who is likely not aware of memory errors.

Another point is that the static analysis often does not cover the whole code. In
mixed criticality systems [BD13], processes of different safety levels are allowed to
operate on a shared platform, as long as lower-critical processes do not interfere with
the timing of higher-critical processes, which can be achieved with proper preemptive
priority scheduling. Under this assumption, it is acceptable to have less confident
timing bounds for the lower-critical processes. This judgment, however, comes from a
timing perspective. A lower-priority process can still compromise the whole system if
under attack, which would go unnoticed by static analyses in higher-critical processes.
Other issues that impair confidence and trust in the overall safety of mixed-criticality
systems are discussed in Altmeyer et al. [Alt+15].

The approach we propose relies on the following assumptions:

• DEP is enforced in some way. The separation of writable data and executable
code is the most effective way to defeat code-injection attacks. We defend against
code-reuse attacks, but there is no need for the attacker to apply these at all
when code injection is possible. In strict Harvard architectures, code and data are
separated, and therefore, the assumption is met. However, this is only the case
for few microprocessor architectures. Other systems need some kind of memory
protection, such as implemented in an MPU, or even simpler, more static access
rules.

• The attacker is not able to acquire the entire code of the specific variant executed
on the device under attack. The idea of artificial diversity is to hide implementation
details that would be required to successfully mount an attack. That attempt
would be futile if the attacker was able to obtain the code through direct access
to the device, e.g., via open debugging interfaces or hardware attacks, or through
direct memory leaks. Employing diversity in the presence of memory leaks was
proposed before [Cra+15a], but that approach relies on virtualization instructions
that are not available for most processors. Note that only direct memory leaks,
where the attacker can read large parts of the code itself, are problematic. Fine-
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grained diversity can cope with indirect memory leaks, where the attacker can
read data (e.g., the stack) to obtain some addresses pointing into the code.

• We assume the code for all program parts to be available in an assembler repre-
sentation with symbolic addresses. That may be generated from source code or
hand-written. If the code is hand-written, we assume that there are no hard-coded
non-symbolic address references to code in diversified areas.

• Wherever static analyses are applied, we are confined to the assumptions imposed
by the applied static analysis tools; in our evaluations, OTAWA with oRange.
This includes, among other restrictions, that no recursion is used, loops can be
bound statically, and a CFG representation can be obtained from the source code.
These limitations are outside our field of research and have no impact on the
approach itself. However, they limit the selection of benchmark programs to be
used for our evaluation.

• We assume that the system protection is complemented with a fault tolerant
design. It should be able to survive a singular system crash as the most likely
result of an attack on a diversified system, and restart quickly enough to avoid
a system failure. It should react with a proper fail-safe mode that focuses on
core functionality. An important measure of degradation would be rejecting
as much communication as possible, such as in diagnostic interfaces of medical
devices. Vehicles could additionally issue warnings to the driver or perform an
emergency stop. For drones, the fail-safe mode is a slow vertical landing [Hab+15].
Additionally, as the randomly diverted control flow may also end up an an infinite
loop, a watchdog timer should be employed.

In systems meeting these assumptions, our approach enables fully automatic WCET-
aware diversity with tight WCET estimates. It protects against control-flow attacks and
thus can be used to increase the security of safety-critical real-time systems considerably.

4.1.3 Relocation and Reordering of Fragments

As explained in Section 2.3, semantically equivalent variants of programs can be obtained
through diversifying transformations that vary compiler decisions between functionally
equivalent options. As already mentioned, we use the transformations relocation and
reordering of fragments (see Figure 2.4 on page 14) during the randomization of the
program. This enables block-level diversity as the finest granularity. More coarse-
grained granularities are possible, such as function reordering or segment level diversity,
as well as any intermediate fragmentation along a subset of the block-level granularity’s
fragment boundaries.
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Block-level diversity is not a new concept, and neither is the increase of fragmentation
by instruction insertion, as both have been demonstrated in other approaches [Dav+13;
War+12]. In this section, we merely discuss why this is the most suitable diversity
approach for real-time systems, and why we base our approach on it.

Note that limiting the transformations allowed during randomization to relocation
and reordering is stricter than block-level diversity in previous approaches. We do not
allow random insertion of instructions to create fragments, such as proposed in Xifer
[Dav+13]. The fragment boundaries have to be determined prior to randomization,
and must not include potentially unsafe steps such as disassembly of the code. This
limits the variant space, which the attacker may also be aware of, but it gives us the
following advantages:

1. Complete coverage. It allows us to protect the entire instruction memory except
starting points such as interrupt tables4. In contrast to more local kinds of trans-
formations, such as equivalent instruction replacement or instruction reordering in
function prologues or epilogues, relocation and reordering of fragments is unaware
of the semantic content of the instructions (apart from fragment ends), and can
handle each instruction the same. All instructions are relocated, allowing for
complete coverage of the code and leaving no known instruction locations to the
attacker.

2. High security. A higher number of fragments allows for a higher number of
different variants, which offers a lower probability of the attacker encountering
expected gadgets at expected locations. We elaborate on this claim below in
Section 4.1.4. In addition to encountering things where expected, an attacker may
also be able to obtain addresses through partial information leaks. An indirect
information leak, for example, may expose a small number of instruction addresses
stored on the stack. With fine-grained diversity, i.e., small fragments, each leaked
address only gives away a comparably small number of instructions.

3. Timing predictability. The instructions and their execution paths, and hence the
CFG, are the same for all variants. This allows for a much better predictability
of the timing behavior, which is crucial in real-time systems in general, but
specifically for static code analyses - such as the ones we propose in Section 5.

4.1.4 Security Considerations

It is a fairly straightforward idea that, when diversity is applied to counter code-reuse, a
higher number of variants offers higher security, such as argued in various publications,

4In the example we discuss in Section 6.3, this is a small code section of eight instructions. These
are vulnerable to direct memory leaks (read access to instruction memory) and of course control-flow
attacks, if they are useful gadgets themselves.
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e.g., [BDS05; Dav+13; Lar+14]. The variability is often called entropy. However, this
term is defined, less complex than in other fields, simply as the total number of variants.
More important than the question if more entropy is better is the question of how much
is enough, considering that higher entropy may come at a higher cost in performance or
memory usage. That question is very difficult to answer universally, because the range
of programs, application environments, vulnerabilities, attack surfaces and exploits is
immense. Researchers in the field of software diversity usually resort to some of the
following options to quantify security [Lar+14]:

• Entropy analysis: Many approaches claim high security with a high number of
variants. We argue that this is only partially meaningful, as it implies that the
attacker needs to guess the complete memory layout of the variant in order to be
successful, which is hardly the case.

• Gadget survival rates, i.e., metrics to describe how many gadgets can be found in
multiple or all variants, give an insight into the location coverage of diversification.

• Example attacks in realistic case studies are an excellent way to prove the feasibility
of attacks, and the applicability of countermeasures.

• Logical reasoning helps to argue about the quality of a countermeasure rather
than quantifying security.

Our implementation (Chapter 6) and evaluation (Chapter 7) contain results on
gadget survival and example attacks. In the following, we make a case of why an increase
in fragmentation might be advised or necessary for some systems, even when applying
block-level diversity with the fragment boundaries given by the original code.

Assume an attacker who wants to perform a code-reuse attack despite the code
being diversified. The attacker will try to gain as much knowledge as possible, and
bridge the remaining uncertainty with chance. This may be feasible in systems that
allow multiple attempts or in attacks on multiple devices, e.g., using or creating botnets,
perform large-scale ransom attacks, etc. The authors of Xifer [Dav+12] argue that 13
fragments are highly sufficient as they allow for the number of variants V = 13! ≈ 232.5.
This assumes that the fragments can be spread anywhere in a huge virtual address space.
However, the attacker does not need to know the whole variant to be successful, and the
address space might be limited so that fragments are in adjacent locations. Assuming
an exploit that takes k gadgets, the attacker can assume the desired fragments to be
aligned neatly at the beginning of the code in the correct order with a probability of
X = n!

(n−k)! . With 13 fragments and a five gadgets exploit, that would make a 1 : 154440
chance, which is considerably less. A determined attacker or a botnet might be able to
perform this number of attempts. In addition, some of the instruction addresses might
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also be obtained by the attacker via indirect memory leaks [Cra+15a], which can not
entirely be prevented without dedicated virtualization hardware. Also, gadgets may
appear in multiple locations, which further increases the chance of the attacker.

The number of gadgets required for an exploit is also a crucial difference in CPS
compared to general-purpose systems. In the latter, user processes are encapsulated
by the operating system using proper process isolation. An exploit usually has to use
library functions invoking system calls to have a real effect on the system. As these
have rather complex parameters, exploits are complex. In systems without process
isolation, user processes can reach critical code more directly, which simplifies exploits.
The example exploits we studied in our pacemaker case study used between two and
four gadgets. In addition to reaching an attack goal, the attacks demonstrate privilege
escalation, restoration of the stack, halting, disabling of interrupts. The worst-case
to assume is a simple attack that reaches its goal with only one address. Imagine a
function that induces a shock in a pacemaker, ignites an airbag, or such.

There is another angle of the diversity if the space is limited: The memory size. CPS
are usually limited in flexibility to locate instruction sections or increase section sizes, as
they correspond to specific privilege levels, and are possibly aligned with other sections
of variable size such as the stack or the heap. If assuming the worst-case one-gadget
attack mentioned earlier, the number of possible locations for the critical instruction(s)
is limited to the section’s size. That means that although, by judging from the entropy,
there is a very high number of variants possible, the number of addresses to guess from
is one of a few kilobytes. For example, in our sample application in FreeRTOS, the
privileged kernel section has only 32 KB.

At last, there is the quality of the randomness of the fragment order. Entropy
sources for pseudo-random numbers are scarce in smaller microcontrollers, which often
causes low-quality results from pseudo-random number generators (PRNGs). Unevenly
distributed random numbers may give an advantage to attackers who are fully aware
of the protection scheme. A higher number of fragments naturally results in more
randomness along the variants, as the PRNG is inquired multiple times.

We conclude that the fragmentation of a section should be high enough so that the
system meets the following properties:

1. The whole section should be evenly randomized, allowing for full coverage and
low (≪ 1%) chance to encounter a specific gadget at the expected location.

2. It should be possible across the variants that any instruction may be located at
every instruction address within the given memory section, optimally with an
even distribution.

3. The diversification should not be based on few or unreliable random numbers.
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4. A memory leak of a single or few addresses should not reveal multiple gadgets.
It should be unlikely that a leaked function address also reveals the function’s
return address.

The first property is met by using relocation and reordering. The last property
suggests using block-level diversity instead of function reordering because functions are
broken up as well. The second and third property indicate that a higher fragmentation
is generally favorable. Depending on the application size and nature, the initial
fragmentation (existing unconditional jumps and returns) and fragment reduction due
to our optimization, this can make an increase of fragmentation prior to randomization
necessary.

4.2 WCET-Aware Splitting to increase Diversity

In the previous section, we argue that increasing the fragmentation can be necessary to
secure smaller applications or code sections properly. This section presents WCET-aware
Splitting, our approach to increase fragmentation without increasing the WCET and
WCET estimates simultaneously. Higher fragmentation can be achieved by inserting
unconditional jumps targeting the following instruction. The new instruction then
serves as a fragment end, as it only shares explicit control flow with the next instruction.
Figure 4.3 illustrates the idea. Figure 4.3a shows a program’s initial fragmentation
(fragments are in the background in gray), where b10 represents an inlined function
called by b3. The basic blocks are aligned in memory ascending along with their indices,
and the unconditional jumps in b4 and b6, as well as the returns in b9 and b10, mark
fragment ends. Figure 4.3b shows the same function (don’t mind F1 and F4 for now),
but with an unconditional jump inserted into b7. This splits fragment F3 into two new
fragments F3a and F3b.

The execution of newly inserted statements takes time, necessarily introducing
a performance penalty. This is why the number of statements and their respective
locations have to be chosen wisely. As we are focused on real-time systems, the main
target of optimization is the WCET. Timing information at compile time can be
obtained by static WCET analysis. Trivially, the idea is to insert instructions in basic
blocks that are not on the critical path. However, detailed timing information is only
available about the critical path. The timing impact of an insertion outside that path
can not be predicted in a straightforward fashion. As explained in Section 2.5.1, most
WCET analyzers use the implicit path enumeration technique (IPET) to combine the
results of the preceding analyses into an overall WCET. All relevant aspects of the
program are represented as an integer linear program (ILP), which an ILP solver then
solves. ILP is NP-hard, and the solver only delivers one solution for the specified target
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Figure 4.3: Program fragmentation illustrated in a CFG.

function. This solution represents the critical path. It contains execution counts for
all basic blocks or edges, respectively, on that path. All blocks not on that path have
an execution count of zero. Hence, a WCET analysis using IPET does not deliver
comprehensive timing information about the non-critical code parts. Changing the
timing of one block might change the critical path and the overall WCET. Splitting
the program into a maximal number of blocks while keeping the overall WCET below
a certain limit (e.g. 102% of the initial WCET) is an even more complex optimization
problem than the WCET analysis itself. Maximizing the number of inserted blocks
while constraining the WCET is a multiple objectives optimization problem that cannot
be solved directly using an ILP solver.

To overcome this issue, we use the criticality metric, introduced by Brandner et
al. [BHJ12] (see Section 2.5.2), as a measure of a basic block’s distance to the critical
path to identify locations for insertions. We embed this into a heuristic that aims at
maximizing the number of insertions that can be done with minimal impact on the
WCET. Before we introduce this heuristic, we present a greedy insertion that can find
local maxima of insertions. This will serve as a baseline to the heuristic.

4.2.1 Greedy Insertion

We use the criticality Cbb(i) and the execution count of a basic block i on its criti-
cal path, cnt(i), to implement a greedy algorithm for inserting unconditional jump
instructions, as outlined in Algorithm 2. The algorithm inserts one jump instruction
(insertInstruction) per step and performs a full timing analysis (timingAnalysis)
at the beginning and after each instruction insertion. The location where the instruction
is inserted is chosen as follows: First, the basic blocks of the CFG that can be split
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are selected (selectSplittableBBs), i.e., those with at least two instructions. The
minimum block size is three instructions if the last instruction was previously inserted,
to make sure that the process terminates. Out of these basic blocks, the blocks with the
lowest criticality Cbb(i) are selected (selectCriticalityBBs), and out of those, a block
i with the lowest cnt(i) is selected (selectMinCountBBs). The algorithm terminates
when the WCET exceeds a user-specified bound mxWCET. This may be the original
WCET if no WCET increase is acceptable. The algorithm returns the program (CFG)
from before the last step, which exceeded the bound.

Algorithm 2 Greedy instruction insertion
1: procedure MaxInsertion
2: mxWCET← WCET limit
3: CFG← program control flow graph
4: wcet, Cbb, cnt← timingAnalysis(CFG)
5: while true do
6: saveCFG← CFG
7: bbs← selectSplittableBBs(CFG)
8: bbs← selectCriticalityBBs(bbs, Cbb)
9: bbs← selectMinCountBBs(bbs, cnt)

10: bb← pickOne(bbs)
11: CFG← insertInstruction(bb, CFG)
12: wcet, Cbb, cnt← timingAnalysis(CFG)
13: if mxWCET <= wcet then
14: return saveCFG
15: end if
16: end while
17: end procedure

Assuming the minimal size of basic blocks to be split is two instructions, the greedy
algorithm finds a local maximum of inserted instructions. As a result, it can be used
to considerably increase the amount of fragments, while at the same time keeping the
WCET under the given maximum. However, this algorithm only serves to deliver an
idea of how many instructions can safely be inserted without exceeding the WCET
bound. The number of complete timing analyses that have to be performed with this
algorithm corresponds to the number of instructions inserted, and this is only bounded
by the number of instructions n in the program. In each timing analysis, the ILP has to
be solved multiple times, bound by the number of basic blocks k (although in fact the
dominance relations reduce this number considerably). Also, the greedy algorithm will
likely concentrate insertions in a few basic blocks while leaving a large number of blocks
unchanged. We have developed a heuristic that inserts blocks with less computational
effort and more distributed over the whole program to overcome these problems.

72



Chapter 4. WCET-Aware Diversity

4.2.2 Insertion Rate Heuristic

The main idea of our heuristic is twofold: First, we insert instructions on the critical
path until the target WCET is reached (assuming a certain percentage of increase is
acceptable to the developer, e.g., due to pre-determined timing laxities). Then, we
distribute new instructions over all other fragments such that more instructions are
inserted into fragments with a lower criticality. Only three timing analyses are necessary
in the process (Two if the accepted increase is 0%): Before each of the two steps to
retrieve necessary timing information, and afterwards to validate the result and set a
new WCET guarantee for all variants.

In the first step of our heuristic, we insert instructions on the critical path using an
algorithm similar to the greedy algorithm. The difference is that all block execution
counts on the critical path are known and each insertion’s effect can be directly
estimated. Thus, there is no need to perform timing analyses between insertions, and
instructions are equally spread between blocks with similar counts.

The second step is more difficult because we only know each block’s criticality and
execution count on its critical path from the criticality metric. We use the criticality to
efficiently assign an insertion rate to each basic block of the CFG, i.e., a number of
instructions before a jump instruction is inserted to split the block at that location. We
define the insertion rate in the following. A factor of the insertion rate is the density, a
measure of the size of the non-critical areas compared to the WCET of the critical path
that serves as an approximate measure of how many blocks can be inserted in total:

Definition 4.1 (Density D). The density D of the non-critical areas of a program is
defined as

D = WCET∑︁
i size(bi)

,

where bi are all basic blocks with Cbb(i) < 1.

Definition 4.2 (Insertion Rate R). The insertion rate R for basic block bi of a program
is defined as

R(i) = (1− Cbb(i)) ∗
D

cnt(i) ,

where cnt(i) is the execution count of a block bi on its worst-case execution path.

The rationale of this heuristic is as follows: The first factor (1 − Cbb(i)) ensures
that the insertion rate gets lower with higher criticality, down to zero on the critical
path. The second factor is the density D that increases the insertion rate proportionally
with the available space. For example, if the WCET of the critical path is very long
compared to the non-critical areas, instructions can be added at a high rate. At last,
the insertions are concentrated in basic blocks that have a low count on their critical
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path ( 1
cnt(i)), as WCET (i) increases in proportion to the number of times bi is executed

on that path.
In contrast to the greedy approach, our heuristic only slightly increases the compi-

lation and analysis time. The program is compiled and analyzed three times at most.
Again, determining the criticality includes solving the ILP at most k times with k

being the number of basic blocks in the initial program. This number is constant,
because split basic blocks will always be in a dominance relation to one another. As
a potential downside of this approach, there is no stepping back: The insertions may
cause a small increase of the WCET, e.g., due to a change of the critical path that
changes the criticalities and counts in an unpredictable way. However, this happens
during compile-time, before any randomization. Even the increased WCET can be
used as a safe upper bound with the same guarantees as for the final timing analysis.
If the increase is not acceptable, the insertion rate can be lowered by a constant factor.

4.3 WCET optimization for Speculative Hardware

So far, we have presented an approach to enhance security by increasing the fragmenta-
tion of block-level diversity. It contains the performance impact in non-critical areas
and thus keeps the WCET tight. In the presence of speculative hardware, however,
diversity through rearranging the code fragments by itself impacts the performance in
every location. When different variants have different WCETs, the overall WCET for
the program must be that of the worst-performing variant, which is also likely worse
than the original variant created by the compiler. In addition to that, uncertainty in
analyses may lead to over-estimation in the analysis on top of the actual worst-case
behavior.

In this section, we present WCET optimization as the second part of WCET-aware
diversity. We achieve a WCET reduction by strategically decreased fragmentation5.
This time the changes are concentrated on the critical areas, selecting only the most
promising parts of the code. That is based on the assumption that few critical locations
and code constructs cause the bulk of the timing increase (e.g., as part of a loop on the
critical path with many iterations). Only a subset of variants exhibits the unfavorable
behavior, and the goal is their elimination. As an example, coming back to Figure
4.3, we now merge the fragments F1 and F4, as depicted by the lock symbol in Figure
4.3b. F1 contains a loop on the critical path that calls the function b10 in fragment F4.
Not knowing the relative distance of these two fragments will likely have a negative
impact on the timing behavior of multiple speculative hardware elements. For example,

5Adrian Lohr contributed significant preparatory work in his Master’s thesis [Loh21] on the imple-
mentation of this part, including the concrete dependencies of instruction caches as discussed in Section
5.1.6.
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assuming a system with a direct-mapped cache, variants are possible where F1 and F4

are aligned such that their memory blocks are in the same cache set, evicting each other
from the cache. A diverse cache analysis would have to assume this as the worst-case.
In a system with branch prediction, F1 and F2 would be more suitable to be merged, as
they share a conditional branch. The diverse branch prediction analysis for the strategy
backwards-taken would have to assume a misprediction for this branch. Merging them
in the order favorable to the critical path will result in a performance gain of the WCET
estimate.

The information required for a qualified selection comes from static analyses for
diversified programs covering the speculative hardware elements. These analyses are
aware of the uncertainty introduced by the fragmentation and its impact in specific
code locations. We present analyses for caches and branch predictors in Chapter 5,
with a detailed evaluation of the performance of these analyses presented in Sections
7.3 and 7.4. To keep our approach flexible and independent from the specific underlying
hardware, we designed it in two parts: The first part, discussed in this section, is the
selection heuristic and merging algorithm. The second part consists of additions to the
static analyses for the specific speculative hardware to obtain the required information.
These are discussed together with the respective analyses in Chapter 5. The interface
linking the two parts is the definition of dependencies, which is flexible enough to
describe the behavior of different hardware and still let the heuristic be agnostic to
what hardware is actually being used.

We define a dependency as a tuple (f1, f2, od, op, w), with the following parts:

• f1 ∈ F and f2 ∈ F are two dependent fragments, i.e., their timing is correlated
and merging these two fragments will likely have a positive impact on the overall
WCET estimate. The dependency is defined asymmetrically, i.e., the additional
values are suited to f1 and f2 appearing in that order in the merged fragment.

• od ∈ N is a relative offset between the start addresses of the two dependent
fragments with optimal or at least promising behavior. We use this to avoid
conflicts of branches in the branch history table of dynamic branch predictors.

• op ∈ N is the offset period, i.e., an offset distance after which the behavior
of arranging the two fragments with distance od repeats itself. The address-
dependent behavior of speculative hardware does not depend on entire addresses
but only address parts, and hence behavior will repeat after relatively short
address distances.

• w ∈ R is the weight of the dependency. We include this to leave room for the
analysis defining the dependencies to favor some dependencies over others, e.g.,
when they are more likely to positively impact the timing.
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4.3. WCET optimization for Speculative Hardware

For each dependency d = (f1, f2, od, op, w), we additionally obtain the following
values to implement a selection heuristic for the optimization: We define the fragment
criticality Cf : F → [0, 1] as the maximum of the criticality values Cbb(b) of all basic
blocks b that are part of the fragment f :

Cf (f) = max
b∈f

Cbb(b) (4.1)

The criticality Cd(d) of the dependency d is defined as the product of the criticalities of
both contained fragments:

Cd(d) = Cf (f1) ∗ Cf (f2) (4.2)

This allows us to identify dependencies, where the connection of the two fragments,
e.g., an edge in the control-flow graph, is itself part of a critical area. For instance, if
both fragments are on the critical path of the program, then Cd(d) = 1. If the critical
path is left in a transition from one of the fragments to the other, the dependency’s
criticality reflects that accordingly. Analogously to the criticalities, the fragment count
is the highest count cnt(b) any of the fragment’s basic blocks b has on its critical path.:

cntf (f) = max
b∈f

cnt(b) (4.3)

The score of a dependency is the product of the fragment execution counts and the
weight of the dependency:

score(d) = cntf (f1) ∗ cntf (f2) ∗ w (4.4)

At last, we define a target parameter for the optimization as a percentage of
fragments to be merged together. Using this, and the definition of dependencies and
the auxiliary values, the optimization process works as follows:

1. Analysis: Obtain dependencies from static WCET analyses. The analysis parts for
the speculative hardware are configured to extract and export the dependencies.
The determination of optimal distances and weights as part of the dependencies
is optional.

2. Remove Duplicates: Multiple dependencies for the same two fragments may
appear, produced by different parts of the analysis. Duplicates of these depen-
dencies are eliminated.

3. Sorting: The dependencies are scored and sorted in a two-level descending sort,
first by Cd(d), second by score(d).
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4. Merge step: The two fragments of first dependency of the sorted list are merged.
Dependencies are dismissed if the involved fragments were already merged into
the same fragment in an earlier step. After the merge, the dependency is removed.

5. Repeat: If more dependencies exist and the percentage of merged fragments is
below the given target percentage, go to Step 4.

The algorithm of a merge step works as depicted in Figure 4.4. Figure 4.4a shows
two dependent fragments in the trivial case: They were classified as dependent by the
underlying analysis and the optimal or most promising behavior was determined with
the offset distance od. That is a relative offset of the start of the fragments, and it
might not be possible to arrange the fragments with that exact offset - in this example
fa is too large for fb to fit in that offset. For that reason, the hardware can define
the offset period op, after which behavior repeats itself. In the figure, the ticks in the
middle line depict the relative positions of fb to fa with the same behavior as when
assuming od. The algorithm now selects the relative position of fb closest to fa without
any overlap of the two fragments, as shown in Figure 4.4b. As mentioned before, the
dependencies are asymmetric, so fb is always positioned after fa. The gap between
the two fragments can be filled with any content, as benign code will never execute
it. Optimally, if an attack redirects to such a location, an error is thrown. Hence we
fill the gap with the reset instructions that invoke an appropriate handler. After the
merge, the algorithm keeps track of the positions of the original fragments within the
merged fragments. Figure 4.4c shows a more complex case, where both fa and fb are
already part of larger fragments due to preceding merges. In this case, the same relative
positions for fb are possible from the start of fa, but the code after fa in fragment fac

and the code before fb in fragment fdb has to be considered when selecting the first
position without overlap. The gap, again, is filled with invalid code. Note that with
this algorithm, any number of fragments can be merged together. However, at this
point, it is also possible to limit the fragment size or number of fragments to be merged
together, to keep fragments small for the sake of security. In that case, dependencies
violating these limits are dismissed in Step 4 of the above process.
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(c) Dependent fragments merged after pre-
vious merges.

Figure 4.4: Fragment merging algorithm.

4.4 Efficient and Secure Load-Time Diversity

In the previous sections, we have presented WCET-aware diversity to determine a
fragmentation of the code, assuming randomization of fragments afterwards. Creating
a random order of fragments is straightforward, using a linear shuffling algorithm
[Don99]. At compile time, this step follows after the assembly-level manipulations
and analyses described before. The randomized code can then be compiled to a final
variant (Specifics of the individual instruction set architecture (ISA) that is used are
discussed in Chapter 6). At load time, however, this is considerably more difficult:
Every reference to addresses that may have changed during diversification has to be
rewritten in the randomized variant. Instructions containing these references cannot be
identified trivially because the instruction memory contains both instructions and data.
Leaving that identification to a disassembler such as in [War+12; Lar+14; Dav+13]
is not feasible in safety-critical CPS. Disassembly is a potential source of error that
may compromise the safety of the system, because complete disassembly is an unsolved
problem [Wen+19]. Basing transformations on disassembly would therefore violate our
criteria to keep safety properties intact. Additionally, shipping a disassembler with the
program will not be feasible for many systems.

Our load-time diversity approach6 builds on the idea that the binary can be equipped
with enough information about the diversification so that the loader can operate
efficiently and safely without disassembling the program. The required information is

6This approach, most parts of this chapter, and the corresponding evaluation results were previously
published in [Fel+20].
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Figure 4.5: Load-time diversification overview.

similar to the more coarse-grained relocation information that is used for the variable
positioning of objects by the linker. Figure 4.5 illustrates the approach. It is split into
two phases: In the compile-time phase, the program is converted to an assembler file
suitable for diversification, where addresses are still symbolic. Fragment positions and
references to code segments such as branch targets are extracted here, which could
otherwise only be gathered at load time by a disassembling process. Together with this
information, the program is packed into the loader application as a payload, making it
a self-diversifying binary. The loader itself operates in phase two: It first determines
a random fragment order and then loads the program fragments to the designated
positions, while updating all relevant addresses. After the program is loaded, the
loader deletes all information that would reveal the order, and launches the diversified
program.

In the following subsections, we present the contents of the diversification data
that need to be supplied for load-time diversity, followed by the detailed steps that are
performed in the compile-time phase and the load-time phase.

4.4.1 Diversification Data

After randomization, the control flow and data accesses have to be adjusted to the new
fragment order. This rewriting of addresses requires knowledge of the locations of all
instructions whose behavior might change (i.e., instructions targeting code addresses
that are to be randomized). At first, we collect the set of fragment starting addresses
fAdr:{A} and sizes fSiz:{N} as part of the diversification data, where A is a set of the
addresses in the instruction memory.

Figure 4.6 illustrates which addresses are invalidated by fragment reordering: Each
relative data reference or branch target that points to a location outside its own fragment
and all absolute references pointing to sections that may be shuffled. These references
are depicted using dark red arrows (dashed for data accesses, solid for branches).
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b bb15

blt bb3

movt r3, :upper16:fX
movw r3, :lower16:fX

b bb4

ldr r0, dataY

b bb0

bb0:

bb1:

bb2:

bb3:

dataY:

bb4:
fragm

ent

Figure 4.6: Invalid branch addresses.

Invalidated addresses have to be updated in the loading process to keep the code’s
functionality equal to that of the initial fragment order. Irrelevant for diversification
are relative references within the fragment (green, dotted arrow).

We collect the respective instruction addresses in two tables rel:{A → F} and
abs:{A→ F}. Each table maps instruction addresses to target fragments. It is also
possible that multiple code sections with different access rights are shuffled (or not)
separately. In this case, also section information sInfo:{s} with s.address:A and
s.shuffle:boolean are collected.

4.4.2 Compile-Time Phase

The compile-time phase consists of the following fully automated steps:

1. The program is compiled to a low-level representation, where instructions are
fixed but addresses are symbolic. We use the LLVM compiler to create a single
assembly file without directives of variable size.

2. If relative references are too short in distance to be used as they are, the program
has to be rewritten in this phase. We cover that issue in Section 6.2.1.

3. The program is analyzed to extract diversification data.
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Algorithm 3 Diversified program loading.
Input: fAdr, fSiz // fragment locations and sizes
Input: rel, abs // relative and absolute address tables
Input: sInfo // section infos
Output: Program diversified and loaded

1: order, order’ ← [1..|F |]
2: seed ← obtainRandomSeed()
3: for all s ∈ sInfo | s.shuffle do
4: order’,seed ←randomFragmentOrder(seed, order’, s.address)
5: end for
6: fAdr’ ← updateFragLocations(fAdr, order, order’)
7: curRelEntry, curAbsEntry ← 0
8: for all f ∈ order do
9: for all i ∈ [0 .. (fSiz[f]-1)] do

10: srcAdr ← fAdr[f]+i
11: instr ← src[srcAdr]
12: if srcAdr = rel[curRelEntry].adr then
13: instr ← updateRelAddress(instr, srcAdr, rel.dst, fAdr, fAdr’)
14: curRelEntry += 1
15: end if
16: if srcAdr = abs[curAbsEntry].adr then
17: instr ← updateAbsAddress(instr, abs.dst, fAdr, fAdr’)
18: curAbsEntry += 1
19: end if
20: dst[fAdr’[f]+i] = instr
21: end for
22: end for

4. The program is compiled, and the section binaries are extracted separately.

5. The loader is compiled and packed with the diversification data and program
binary as a payload.

4.4.3 Load-Time Phase

The loader code starts up after each reset. Algorithm 3 describes the loading process in
detail: First, a random seed is taken from variable sources such as analogous inputs7.
With this, the order of fragments can be shuffled. The new order is then used to
determine the new fragment locations in the target program. The loading algorithm
itself iterates linearly though all instructions and copies them to the predetermined
locations. The pointers curRelEntry and curAbsEntry point to the current entry in
the rel and abs table, respectively. If an instruction that needs updating is encountered,
its address is in the current entry of the respective table. They are sorted, so they
can be processed linearly as well. Absolute addresses can be updated directly with

7Depending on the quality of random values, the seed can be updated intermediately.
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the difference in original and randomized position of the target fragment. A relative
address a of an instruction in fragment fx targeting a position in fragment fy can be
updated as follows:

a′ ← a + (fAdr(fx)− fAdr′(fx))− (fAdr(fy)− fAdr′(fy))

After copying the code to the target position, order’ and fAdr’ are deleted so that
potential attackers do not get access to the memory layout information using a single
information leak. After that, the execution can be switched to the actual program to
be executed. The user program then has to set the access rights properly so that the
entire loader area is not executable, the diversified program is not writable and its
RAM sections are not executable8.

Using the symbolic address information available at the assembler level, this approach
can support all branches and data accesses that may be used in the original program,
with one exception: The intentional use of non-symbolic absolute addresses in code
sections. This may appear in manually written assembler programs but is discouraged
and ruled out in our assumptions. Of course, memory errors and the corresponding
faults may lead to different unintended behavior over different variants. The algorithms
in the loader are all linear: The complexity of the randomization is O(|F |), and that of
the loading is O(n), with n as the number of instructions.

8Note that the loader code itself is not loaded, and can therefore be protected from being leveraged
in attacks using appropriate memory protection settings.

82



5
Static Timing Analysis for Diversified
Programs

Artificial software diversity aims to vary the executed program without changing
the functional semantics. The randomizing transformations we use - relocation and
reordering, as described in Section 2.4 - even ensure that the executed instructions
and their order are the same across all variants. That preserves much of the program
behavior’s predictability for static analyses. However, executing the same instructions
in the same order with the same inputs and system state does not necessarily mean that
the timing behavior is the same. Depending on the hardware the program runs on, the
execution time of instruction sequences varies across different locations in memory or
relative instruction distances. These address-dependent hardware elements are mostly
speculative hardware, which we introduce in Section 2.4. The varying timing behavior
has a few aspects to it:

1. The actual timing behavior differs across variants. As the observable timing
changes, dynamic timing analyses deliver different results for variants. Thus,
diversity adds a degree of freedom to the selection of measurement inputs that
poses a challenge in dynamic timing analyses.

2. Static analyses, depending on the precision of their hardware model, suffer
from additional uncertainty - the behavior becomes less predictable. As static
analyses always involve some kind of over-approximation of the system state,
the uncertainty may induce additional pessimism that exceeds the actual timing
variations. An even graver impact of diversity on existing static analyses, which
rely on detailed and fixed addressing information, is that they are not sound in
the context of diverse programs. Thus they are not applicable at all.

3. Both the average performance and the average actual WCET across all variants
may be higher than that of the variant the compiler created initially, i.e., the
performance is impacted negatively. That is, for example, likely if diversity
contradicts underlying assumptions about program execution used to optimize
the speculative hardware. For example, if the compiler works with the assumption
that backward edges in loops are statistically more often taken than not, which
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is the basis for the policy backwards-taken of the static branch prediction (see
Section 2.4.2), most variants will likely perform worse in that respect than the
original.

We directly address the first two aspects by introducing precise new diverse analyses1

for diversified programs that deliver sound results for all variants. The third aspect
is countered with the optimizations we propose in Section 4.3. These optimizations
require the results our static analyses deliver: The analyses are aware of locations in
the code where unknown relative positioning may introduce additional pessimism. In
Section 5.1.6, we define dependencies to identify cache blocks that are not persistent
but could be, and in Section 5.2.3 we do so for branches that are conflicting but could
be independent.

Note that we propose separate analyses for caches and branch prediction, including
individual evaluations of both aspects. Combining both aspects in a single would be
possible by introducing the impact of mispredicted branches in the cache analysis.
The misprediction edges introduced by the branch prediction analysis would have to
be used in the cache analysis. Furthermore, possible cache accesses by incompletely
executed instructions would have to be taken into account in the branch prediction
analyses through additional nodes in the CFG. This highly depends on the pipeline
implementation and would be transparent for the actual cache analysis. We refrain
from implementing and discussing combined analyses, because it would not add any
value to our analyses for diversified programs.

This chapter is organized as follows: Section 5.1 covers static cache analyses: First,
the problems that arise with artificial software diversity in the context of caches are
explained in detail. Then we propose our cache analyses to construct abstract cache
states for systems subject to diversity in Sections 5.1.1 through 5.1.4. Section 5.1.5
completes these analyses by combining the preceding results to a worst-case classification
per basic block. In Section 5.1.6, we propose a definition of fragment dependencies for
caches to be used in the fragmentation optimization proposed in Section 4.3. Section 5.2
presents the timing impact of diversity on branch prediction and our solutions in form of
adapted analyses, for static branch prediction in Section 5.2.1 and for dynamic branch
prediction in Section 5.2.2. Finally, we propose dependency definitions for branch
predictors in Section 5.2.3. Note that we published parts of this chapter previously in
[FGG18] and [FZG19].

1The analyses carry the prefix diverse to indicate that they are intended to be used on programs
that are subject to diversification.
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Chapter 5. Static Timing Analysis for Diversified Programs

5.1 Static Cache Analyses

The behavior of set-associative caches is inherently address-dependent, because instruc-
tions are associated with cache sets and cache lines based on their address. The following
timing issues arise in static cache analyses when assuming relocation and reordering
transformations are applied to create different variants, as illustrated in Figure 5.1.

• Absolute position of fragments: The absolute position of a fragment specifies the
offset in a cache line relative to which a basic block of the fragment is located.
As a result, a basic block may be associated with different numbers of cache sets.
Therefore the number of cache accesses and potential memory accesses during
the execution of the basic blocks differs. Figure 5.1a demonstrates this issue
with a single basic block: Version one covers two cache blocks (m2, m3) and can
therefore cause two cache misses at worst. In version two, the same basic block
is moved to another position where it covers three cache blocks (m3, m4, m5).
Larger structures suffer from similar issues, as the loop in 5.1b shows: Depending
on its position it may or may not fit the cache. Again, this depends on the offset
within a cache line.

• Relative distance of fragments: It depends on the relative distance of two frag-
ments f1 and f2 if their individual cache blocks are in conflict with each other
or not. Not knowing their location means that any cache block of f1 may be in
conflict with those of f2. Figure 5.1c demonstrates that with two basic blocks
in two different relative distances. Another topic is that diversity partly breaks
up the spatial locality of the cache. The idea of loading cache lines instead of
individual instructions is that the following instructions will likely be executed
soon. Figure 5.1d shows an example where the second basic block is already
loaded during the execution of the first. This will not happen when they are
further apart.

The impact of the described diversifying transformations on the cache behavior
results in the following requirements for appropriate static analyses:

• Cache sets cannot be treated independently across fragments. Every instruction
of a fragment f1 may affect f2, which means that a unified analysis for the whole
program is necessary. This is different from other literature, where the cache
analyses using abstract interpretation are usually formulated per set.

• Fragments can be located at different offsets relative to a cache line. As this may
affect cache sets as well, the offsets cannot be handled separately - coping with
all possible positions of all fragments has to be part of the analysis.
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variant 1 cache variant 2
m1
m1
m2
m2
m3
m3
m4
m4
m5
m5
m6
m6

m1
m1
m2
m2
m3
m3
m4
m4
m5
m5
m6
m6

l1
l2
l3
l4

m2
m2
m3
m3 m3

m4
m4
m5

two loads three loads

(a) Absolute addressing: Number of loads.

variant 1 cache variant 2
m1
m1
m2
m2
m3
m3
m4
m4
m5
m5
m6
m6

m1
m1
m2
m2
m3
m3
m4
m4
m5
m5
m6
m6

l1
l2
l3
l4

m2
m2
m3
m3
m4
m4
m5
m5

m2
m3
m3
m4
m4
m5
m5
m6

no conflicts m2 m6

(b) Absolute addressing: Capacity.

variant 1 cache variant 2
m1
m1
m2
m2
m3
m3
m4
m4
m5
m5
m6
m6

m1
m1
m2
m2
m3
m3
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m5
m6
m6

l1
l2
l3
l4

m2
m2
m3
m3
m4
m4
m5
m5

m1
m1
m2
m2

m5
m5
m6
m6

no conflicts m1 m5, m2 m6

(c) Relative addressing: Conflicts.

variant 1 cache variant 2
m1
m1
m1
m1
m2
m2
m2
m2
m3
m3
m3
m3

m1
m1
m1
m1
m2
m2
m2
m2
m3
m3
m3
m3

l1
l2

m1
m1
m1
m2
m2
m2

m1
m1
m1
m2

m3
m3

two loads three loads

(d) Relative addressing: Spatial locality.

Figure 5.1: Impact of basic block addresses on cache behavior.

• The number of cache blocks covered by a single basic block and the mapping of
instructions to cache blocks differ in different versions. Therefore, a classification
of cache accesses into the classes AH, AM, FH and NC is not feasible. A
classification is needed that combines the possible classifications across all positions
of all fragments into a worst-case classification.

The analyses we propose in the following sections have a basic idea in common:
While diversity introduces uncertainty, information derived from the fixed size and
content of fragments can still be leveraged to obtain tight estimates. The analyses are
based on existing analyses for non-diverse systems (see Section 2.6), but their abstract
cache states represent the larger state space induced by the additional uncertainty. In
order to compress this larger space to classification results, the worst-case is applied
across all variants. Summarized, uncertainty is countered with additional pessimism at
appropriate analysis stages.

In Section 5.1.1, we introduce an age-based must analysis inspired by Ferdinand
and Wilhelm [FW99]. Consequently, the similar age-based persistence analysis follows
in Section 5.1.2. Persistence, however, is central to the WCET analysis for instruction
caches. As there exist multiple viable approaches to that for non-diverse systems, we
explored different options as well. Sections 5.1.3 and 5.1.4 contain new analyses adapted
from Cullmann [Cul13b]. Section 5.1.5 introduces a cache access classification for all
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variants to be used in the overall WCET estimation. Finally, Section 5.1.6 introduces
fragment dependencies for caches, to be used in our WCET optimization.

5.1.1 Diverse Must Analysis

Our must analysis for systems subject to diversification identifies the oldest age of
cache blocks similar to the non-diverse analysis described in Section 2.6.2. We use the
insights discussed previously to define an ACS and its update and join functions. The
key idea is as follows:

• For every fragment in F (see Definition 2.4), we assume an independent virtual
memory in our abstract cache state (ACS). This way, cache block conflicts within
a fragment can be handled separately from other fragments using the known
concept of cache sets. Note that the size of the memory representation is similar
to the ACS before, because of the smaller size of the fragments.

• We create an ACS for every possible offset o ∈ O within cache lines a fragment
can start at. That way, we can find the worst-case timing for a basic block. The
offsets represent all positions in memory a fragment can be located at: We assume
the cache behavior to be identical across all sets and cache blocks. Therefore,
timing differences attributed to the absolute position can safely be reduced to
one position for each possible offset.

• At the transition of control flow from one fragment to another, every relative
distance of addresses is possible. To address this uncertainty, the worst-case cache
behavior is applied to ACS for all offsets of cache blocks of other fragments.
That way, we do not have to create a tree of ACS in combination of all possible
fragment offsets along a path.

This approach allows us to adapt to diversity and at the same time to keep and
use all the information available during updates in the abstract interpretation fixpoint
algorithm: Relative positioning within a fragment is fully available. Relative intra-
fragment positioning information and absolute positioning information are reduced to
the worst case timing. The spatial locality is reduced, but the analysis still allows us to
exploit the temporal locality of instructions.

Our abstract cache model for the must analysis is as follows: The cache C is
characterized as a set of cache lines (see Section 2.6.2). The memory model is composed
of virtual memories M , one per fragment in F . To also represent all possibilities
in absolute addressing, we add another dimension for the offsets. The full memory
representation results in O × F ×M . Our abstract cache state function is adjusted
accordingly to map every cache block of the new memory representation to a cache line:
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c̃ : O × F ×M → C ∪ {l⊥}

C̃ is the set of all cache states, and c̃⊥ with c̃⊥(o, f, m) = l⊥ represents the empty
cache state. ACS˜

must ∈ C̃ is an abstract cache state obtained during the analysis. As
described above, there is no direct affiliation of an instruction with a cache block in
our abstract model, as it depends on an offset. In addition to the previously mentioned
function frag : I → F , we assume the function block : O × I →M , which delivers the
cache block m of an instruction i within its fragment, given that it starts at an offset o.
Under the premise that all cache blocks of a fragment f1 are potentially in conflict with
the cache blocks of another fragment f2, the notion of cache sets is only valid within
a fragment. As the actual position of a fragment is unknown, we set the start of all
fragments to the current offset o, starting in the first set.

To obtain the set number from a memory block of a memory block in a fragment
at a certain offset, we assume the auxiliary function set˜ (o, f, m) : O × F ×M → N.
For better readability of the following definition of our must analysis, we define two
additional functions: degmust : C × N→ C is used to update (degrade) a cache block
mapping in a cache state. It selects a new cache line of the same set according to a
given age a.

degmust(l, a) =

⎧
⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎩

l⊥ | l = l⊥ ∨ (a =∞∧ l = lsA)

ls(a′+1) | l = lsa′ ∧ a > a′ ∧ a′ < A

lsa′ | l = lsa′ ∧ a ≤ a′ ∧ a ≥ 1

loadwc : C̃ × P (I)→ N determines the oldest age of a hit over a set of instructions
and all offsets, or a miss (∞) if any instruction misses at any offset. This resembles the
worst-case cache degradation of cache blocks whose relative distance to the instructions
in i is unknown.

loadwc(c̃, ⟨i1, ....ix⟩) = max
i∈{i1,...,ix}

o∈O

(︃
⎧
⎪⎨
⎪⎩

a | c̃(o, frag(i), block(i, o)) = lsa

∞ | c̃(o, frag(i), block(i, o)) = l⊥

)︃

Our update function ŨmustBB is applied at basic block level in two steps: First,
we perform the update of cache block mappings in the ACS that belong to the same
fragment as the basic block (Ũmust), and in a second step we degrade the cache blocks
of the other fragments by the worst-case D̃must.
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ŨmustBB (⟨i1, ..., ix⟩, c̃) = D̃must(Ũmust(...(Ũmust(c̃, i1), ..., ix), ⟨i1, ..., ix⟩) (5.1)

As stated earlier, our update function Ũmust has to be applied to instructions rather
than cache block references because the mapping between those differs with different
offsets. The update is therefore performed per instruction i, where all instructions
together define the virtual memory space O × F ×M . Cache block mappings for each
offset o′ in the same fragment are updated in the same way as in the regular must
analysis: If they are in another set, they stay unchanged. Otherwise, they get degraded
according to the previous cache state of i at offset o′.

Ũmust(c̃, i)(o′, f ′, m′) =

⎧
⎪⎪⎪⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎪⎪⎪⎩

ls1 | f ′ = f ∧m′ = m

degmust(c̃(o′, f ′, m′), a) | f ′ = f ∧m′ ̸= m ∧ s = s′

∧ c̃(o′, f, m) = lsa

c̃(o′, f ′, m′) | otherwise,

with f = frag(i) ∧m = block(i, o′) ∧ s = set(o′, f, m) ∧ s′ = set(o′, f ′, m′)

All cache blocks of other fragments get degraded in D̃must by the worst-case
cache access (the oldest cache hit or eviction determined with loadwc) that any of
the instructions of that basic block may suffer at any offset. This needs to be done
because each cache block can potentially conflict with that worst-case instruction. This
definition of the worst-case cache access assumes that no cache conflicts can occur
during the execution of a basic block, as the worst case access is a single miss. This
can be achieved by limiting the size of a basic block to SC

A − SL
2 in the preceding CFG

construction2.

D̃must(c̃, ⟨i1, ..., ix⟩)(o′, f ′, m′) =
⎧
⎪⎨
⎪⎩

degmust(c̃(o′, f ′, m′), loadwc(c̃, ⟨i1, ..., ix⟩) | f ′ ̸= frag(i1)

c̃(o′, f ′, m′) | otherwise

2An alternative to assuming no conflicts within the basic block is to allow the worst-case access
to be more than one miss. This would have to be applied to all blocks outside the current fragment.
However, this would make the analysis more complex, and basic blocks are rarely that large.
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The join function is adjusted to our memory model in the ACS˜
must.

J̃must(c̃1, c̃2)(o′, f,′ m′) =

⎧
⎪⎪⎪⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎪⎪⎪⎩

l⊥ | c̃1(o′, f ′, m′) = l⊥ ∨ c̃2(o′, f ′, m′) = l⊥

c̃2(o′, f ′, m′) | c̃1(o′, f ′, m′) = lsa1 ∧ c̃2(o′, f ′, m′) = lsa2

∧ a1 < a2

c̃1(o′, f ′, m′) | otherwise

(5.2)

So far, the pessimism to counter uncertainty in the relative distance of fragments
has been introduced into the update function in the form of D̃must - an update affects
the cache blocks of other fragments in the worst case. This helps keeping the analysis
local to the CFG instead of having to branch out for all combinations of fragment
positions at every fragment transfer. No additional pessimism is required in the join
function. However, an ACS˜

must contains virtual memories for all offsets. Consolidating
these aspects is part of the classification in Section 5.1.5. There, the pessimism to
counter the uncertainty in the absolute position of a fragment is introduced.

Figure 5.2 shows an example of applications of ŨmustBB for two basic blocks, and
a join J̃must of the two resulting ACSmust. Basic blocks are depicted as rounded
rectangles. The example assumes a 2-way set-associative cache with two instructions
per line and two sets, i.e., cache blocks with even and uneven numbers form two conflict
sets. The basic block bb1 belongs to fragment B. Its only instruction is part of cache
block B2 in fragment B when located at offset 0 or B3 when located at offset 1.
However, the actual number of the cache block is irrelevant. The relative distance
and thus the set distance to all other locations in fragment B matters. bb2 has two
instructions, therefore two cases: Both are part of the same cache block, or they are
not. The first instruction is part of A2 at offset 0 and part of A3 at offset 1, while the
second is always in A3. The two-columned boxes represent ACS˜

must, with a cell for
every offset and age each. ŨmustBB for bb1 works as follows: First Ũmust is applied.
The access to B2 at offset 0 is a hit. The age of B2 is set to one, and B1 is unaffected
because it is not in conflict with B2. The access to B3 at offset 1 is a miss, therefore
B1, which is in conflict with B3, gets evicted. B2 is unaffected at offset 1. The cache
blocks of fragment A are handled in D̃must: The worst-case access was the miss in
offset 1. This has to be applied to all cache blocks of fragment A, even at offset 0,
where the access was a hit. As the relative distance between A and B is unknown, the
worst case access may be on a block that is in conflict with any block out of fragment
A. The same happens with bb2: The worst-case access is one miss per set (in both
offsets A3). Thus all blocks of fragment B get evicted. The join shows, that here the
offsets are handled separately, and the oldest possible age is applied to all cache blocks
individually.
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B2 ∨ B3

A2 ∨ A3
A3

bb1:

bb2:

A1,A2 A2

B1,B2 B1,B2

B2 B3

A1,A2,B1 A2,B2

A2,A3 A2,A3

A1

A1,A2 A2

offset 0 offset 1
age 1

age 2

Figure 5.2: Diverse must analysis example.

The proposed analysis terminates because

1. the number of memory blocks in the program and the number of blocks in the
abstract cache state are both finite, and

2. the update and join functions are monotonous. The age is only set to 1 during
an update for the accessed blocks, which is the same change in every fixpoint
iteration. In all other cases, the age of blocks only increases towards eviction.

We refrain from presenting a formal proof and a formal closure of the abstract
interpretation because our analysis differs from Ferdinand’s must analysis only in
the way the memory blocks are organized and in additional pessimism, resulting in
possibly faster evictions of cache blocks. The offsets add another dimension to the
ACS, increasing the calculation effort but not affecting the monotony.

The may analysis of Ferdinand can be adapted similarly. However, we do not use
the may analysis for the classification we propose in Section 5.1.5. For the sake of
completeness, adapted formulas can be found in Appendix A.

5.1.2 Diverse Persistence Analysis based on Ferdinand

The idea of how to introduce the uncertainty of the diversifying transformations into
the must analysis can be directly applied to the persistence analysis as well. A cache
state c̃P is a mapping of cache blocks in fragments to the extended persistence cache
model including the age A+1 (which signifies may have been evicted), once for every
offset. We label the set of all such cache states C̃P , and a specific abstract cache state
obtained during an analysis ACS˜

pers.

c̃P : O × F ×M → CP ∪ {l⊥}

We derive helper functions analogously to the must analysis, but using the persistence
cache model CP instead of C. The degrade function degrades the age of cache blocks
like in the non-diverse persistence analysis. That differs from the must analysis in that
cache blocks of the same age as the block just accessed are degraded as well, and there
are no evictions to age ∞; instead, cache blocks reach the age A+1.
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degpers(l, a) =

⎧
⎪⎨
⎪⎩

ls(a′+1) | l = lsa′ ∧ a ≥ a′ ∧ a′ < A + 1

l | otherwise

loadwcP (c̃P , ⟨i1, ....ix⟩) = max
i∈{i1,...,ix}

o∈O

(︃
⎧
⎪⎨
⎪⎩

a | c̃P (o, frag(i), block(i, o)) = lsa

∞ | c̃P (o, frag(i), block(i, o)) = l⊥

)︃

The persistence update function per basic block ŨpersBB consists of two steps:
Ũpers is applied to each instruction individually, where only blocks of the same set and
fragment are updated, for each offset. After that, the worst-case access is applied to all
blocks of other fragments.

ŨpersBB (⟨i1, ..., ix⟩, c̃P ) = D̃pers(Ũpers(...(Ũpers(c̃P , i1), ..., ix), ⟨i1, ..., ix⟩) (5.3)

Ũpers(c̃P , i)(o′, f ′, m′) =

⎧
⎪⎪⎪⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎪⎪⎪⎩

ls1 | f ′ = f ∧m′ = m

degpers(c̃P (o′, f ′, m′), a) | f ′ = f ∧m′ ̸= m ∧ s = s′

∧ c̃P (o′, f, m) = lsa

c̃P (o′, f ′, m′) | otherwise,

with f = frag(i) ∧m = block(i, o′) ∧ s = set(o′, f, m) ∧ s′ = set(o′, f ′, m′)

D̃pers(c̃P , ⟨i1, ..., ix⟩)(o′, f ′, m′) =
⎧
⎪⎨
⎪⎩

deg(c̃P (o′, f ′, m′), loadwcP (c̃P , ⟨i1, ..., ix⟩)) | f ′ ̸= frag(i1)

c̃P (o′, f ′, m′) | otherwise

The join function J̃pers corresponds to the join function of the regular persistence
analysis of Ferdinand, applied to the virtual cache state for the diverse analysis: Out
of the ages of a cache block in two cache states, the oldest age a with 1 ≤ a ≤ A + 1 is
selected, if at least one of them is not l⊥.
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A0
A0 ∨ A1
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B3 ∨ B4

B4

B0
B0 ∨ B1

B1

B1 ∨ B2
B2

B2 ∨ B3

B4 ∨ B5
B5

B5 ∨ B6

B1 B2 B3 B4

A0 A1 A2
A3 A4 A5 B0

A0 A1 A2
B1 B2 B3 B4

A3 A4 A5 B0

B0 B1
A0 A1 A2 B2 B3

B4

A3 A4 A5
A2 A3 A4 A5

A0 A1
B1 B2 B3 B4

B0

A0 A1 A2
B1 B2 B3 B4

A3 A4 A5 B0

B1 B2

A0 A1 A2 B3 B4

A3 A4 A5 B0

offset 0:

B1 B2 B3 B4

A0 A1 A2
A3 A4 A5 B0

A0 A1 A2
B1 B2 B3 B4

A3 A4 A5 B0

B0 B1
A0 A1 A2 B2 B3

B4

A3 A4 A5
A2 A3 A4 A5

A0 A1
B1 B2 B3 B4

B0

A0 A1 A2
B1 B2 B3 B4

A3 A4 A5 B0

B2 B3

A0 A1 A2 B1 B4

A3 A4 A5 B0

offset 1:

bb1:

bb2:

bb3:

bb4:

bb5:

bb6:

bb7:

age 1

age A+1

set 1 i1
set 2 i1

set 1 i2

cache (fragment A):

cache (fragment B):

Figure 5.3: Example of Ferdinand’s persistence analysis

Jpers
˜ (c̃P _1, c̃P _2)(o′, f,′ m′) =

⎧
⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎩

c̃P _1(o′, f ′, m′) | c̃P _2(o′, f ′, m′) = l⊥∨

(c̃P _1(o′, f ′, m′) = lsa1 ∧ c̃P _2(o′, f ′, m′) = lsa2 ∧ a1 ≥ a2)

c̃P _2(o′, f ′, m′) | otherwise

(5.4)
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The analysis starts at c̃⊥ like the other analyses and runs until a fixpoint is reached.
Then, an access to a block m × f , assuming a specific offset o, can be classified as
persistent if its age in the corresponding entry in ACSpers has not reached A+1.
Section 5.1.5 presents a way to combine classifications for all scopes (specifically, loops)
and offsets into a worst-case classification per basic block. Figure 5.3 shows example
ACS˜

pers after reaching a fixpoint for the small program presented in Figure 2.12, a loop
with an if-else-clause within its body, which is part of two fragments A and B. The
cache is 4-way associative, with two instructions per line (offsets) and four sets. Basic
blocks are rounded rectangles, split into their instructions. Instructions are labeled with
the cache blocks within fragments they are associated with. If there are two, the first is
for offset 0 and the second is for offset 1. The coloring indicates membership to a set,
where all blocks whose difference is a multiple of four belong to a set. The ACS˜

pers each
contain one line for each possible oldest age, complemented by the additional line A+1,
in gray. In the resulting ACSpers, each fragment has at most two blocks in conflict.
Hence, the program in the example fits the cache even in a variant where the fragments
A and B are aligned with worst-case conflicts. The example shows that our analysis can
classify many accesses as persistent, as the cache blocks accessed by bb2, bb4 and bb7

do not reach age A+1 for any offset. However, the example shows a weakness of this
analysis as well: Because the additional pessimism to counter diversity’s uncertainty is
applied in each update, memory blocks that are not used in every path through the
loop are degraded in every iteration, which is why the memory blocks of bb6 and bb5

are not persistent as of the analysis results. Additionally, applying the worst-case per
basic block update also means that the worst case may be applied multiple times in
subsequent basic blocks which are not in conflict. This motivates introducing further
analyses in the following sections.

5.1.3 Diverse Age-Tracking Conflict Counting Persistence

In the preceding sections on analyses for systems employing artificial diversity, we stated
that uncertainty in positioning has to be incorporated using additional pessimism. As
detailed before, Figure 5.3 shows that applying the worst-case impact of unknown
relative distances during the update works well in general. However, the indiscriminate
application of the worst-case during the update may assume more conflicts than are
actually possible. The conflict sets described by Cullmann [Cul13a] are a promising
way to solve this. In that work, multiple analyses are proposed, and the evaluation
shows that age-tracking conflict counting persistence (element wise)3 performs best.
We adapt that analysis to our abstract cache model for diverse systems, and apply the

3See background, Section 2.6.5.
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additional pessimism after the fixpoint is found, instead of doing it with every basic
block update.

Cache states for the diverse age-tracking conflict counting persistence are called c̃AC ,
while ACS˜

AC ⊆ c̃AC are abstract cache states that are the results of the persistence
analysis. c̃AC maps cache blocks m in fragments f to ages and conflict sets, once for
each offset o ∈ O.

c̃AC : O × F ×M → ((C̃P ∪ {l⊥})× 2M )

As stated in preceding analyses, the mapping between instructions and cache blocks
differs over offsets, therefore the update of a basic block is performed per instruction.

ŨACBB
(⟨i1, ..., ix⟩, c̃AC) = ŨAC(...(ŨAC(c̃AC , i1), ..., ix) (5.5)

The update function for each instruction works as follows: On an access to an
instruction i at offset o′, all cache blocks of the same set and fragment that have been
accessed before, are updated: The cache block m, that contains i at offset o′, is reset
to (1, m). This way, cache blocks that have been accessed can be identified. The ages
of cache blocks m′ other than m in the same set and fragment are increased if A+1
had not been reached before, and m is added to their conflict set. The cache state of
all other cache blocks stays unchanged. Note that there is no function similar to Dpers

to apply a worst-case. The update function tracks the conflicts per fragment separately
in ACS˜

AC .

ŨAC(c̃AC , i)(o′, f ′, m′) =

⎧
⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

(ls1 , {m}) | f ′ = f ∧m′ = m

(lsa+1 , S ∪ {m}) | f ′ = f ∧m′ ̸= m ∧ s = s′

∧ c̃AC(o′, f, m) = (lsa , S) ∧ a ≤ A

(lsa , S ∪ {m}) | f ′ = f ∧m′ ̸= m ∧ s = s′

∧ c̃AC(o′, f, m) = (lsa , S) ∧ a = A + 1

c̃AC(o′, f ′, m′) | otherwise,

with f = frag(i) ∧m = block(i, o′) ∧ s = set(o′, f, m) ∧ s′ = set(o′, f ′, m′)

The join function combines the oldest possible age of a cache block in both incoming
cache states with the union of the conflict sets. This corresponds to the behavior of the
original analysis.
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J̃AC(c̃AC_1, c̃AC_2)(o, f, m) =
⎧
⎪⎪⎪⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎪⎪⎪⎩

(lsa1 , S1 ∪ S2) | c̃AC_1(o, f, m) = (lsa1 , S1) ∧ c̃AC_2(o, f, m) = (l⊥, S2)

(lsa2 , S1 ∪ S2) | c̃AC_1(o, f, m) = (l⊥, S1) ∧ c̃AC_2(o, f, m) = (lsa2 , S2)

(lsmax(a1,a2) , S1 ∪ S2) | c̃AC_1(o, f, m) = (lsa1 , S1) ∧ c̃AC_2(o, f, m) = (lsa2 , S2)

(l⊥, S1 ∪ S2) |otherwise

(5.6)

So far, accesses between fragments do not interfere with each other. ACS˜
AC

can therefore only represent the intra-fragment conflicts after the fixpoint is reached.
Conflicts between fragments are considered when a cache state is used to determine
persistence. The function isPers(c̃AC , i, o) checks for persistence at an access to an
instruction i as follows: The corresponding cache block m at offset o is classified
persistent if and only if its conflict count or age is below A+1. In addition to the
conflicts within its fragment and set, this includes the sum of the worst-case accesses of
all other fragments. This worst-case assumes that the relative distance of m to another
fragment is one where a conflict arises with a block m′ that has the highest number
of conflicts over all blocks at any offset o′. As all fragments could be aligned with the
worst-case number of conflicts, we use the sum of worst-case conflicts. The maximum
of conflict set size or age (cache ways occupied) for a block m of fragment f at offset o

is determined using the helping function occAC . It returns the minimum of age and
conflict set size.

occAC(c̃AC , o, f, m) =

⎧
⎪⎨
⎪⎩

0 | c̃AC(o, f, m) = (l⊥, S)

min(a, |S|) | c̃AC(o, f, m) = (lsa , S)

isPers(c̃AC , i, o) =
(︃

occAC(cAC , o, f, m)+

∑︂

f ′∈F \f

(︁
max
m′∈M

o′∈O

occAC(c̃AC , o′, f ′, m′)
)︁)︃
≤ A

with f = frag(i) ∧m = block(i, o)

(5.7)

The function isPers is pessimistic with regard to the relative distance (conflicts)
between fragments. That still leaves the uncertainty in behavior untreated that the
unknown absolute position of the fragment creates (i.e., the different offsets). This is
covered 5.1.5, where an overall persistence per basic block is presented jointly for all
analyses.
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For the actual implementation, it is sufficient to maintain conflict sets only up to
size A+1. A larger conflict set per fragment will not change the persistence classification.
It, however, results in higher analysis times.

Figure 5.4 shows the analysis applied to the example of Figure 5.3. Again, the
rounded rectangles represent basic blocks with their instructions. The ACS˜

AC are only
displayed partly because the cache set mappings can not be combined as conveniently
as the ages in preceding analyses. We selected one set of each fragment to be displayed:
The blocks A0, A4, B0, and B4, from top to bottom. Each entry of the ACS˜

AC at
every location is displayed as a tuple of age and conflict set for both offsets. The results
show that this analysis performs better in this example: As of the age component, none
of the blocks would be persistent. The sum of worst-case ages over fragments is higher
than A=4 in every location. The conflict sets, however, capture the fact that only two
conflicting blocks are involved per fragment, which is in total equal to A=4. Therefore
all blocks can be classified as persistent. In other examples, e.g., with more different
blocks but shorter paths between two consecutive accesses of blocks, the age component
would be able to identify more persistent blocks. The idea of the age-tracking conflict
counting persistence is to select the tighter results from both components, which can
be leveraged in our diverse variant as well.

5.1.4 Diverse Set-Wise Conflict Counting Persistence

The third persistence analysis we evaluate is the set-wise conflict counting persistence
analysis, adapted for systems employing diversity. Cullmann [Cul13a] presents this
as a component building up to the age-tracking conflict counting persistence, which
tracks the conflicts per memory block. We propose a diverse variant as a lightweight
and more efficient - in terms of analysis time - analysis that consumes fewer resources
and terminates in the fixpoint faster. The rationale is that in many scopes, most blocks
of a set will end up in each other’s conflict sets. Thus, maintaining a conflict set per
cache set4 suffices for determining persistence in many cases. Of course maintaining an
age per set would not be feasible, which is why the analysis solely collects conflict sets.

Our idea to make the analysis cope with diversity-induced addressing uncertainty
is similar to that in Section 5.1.3: The conflicts sets for cache sets are collected per
fragment, and the over-approximation of conflicts to cover all variants is applied in
persistence checks. The cache state c̃SC maps each cache set s ∈ S in each fragment
f ∈ F to a set of conflicting cache blocks m ∈ M , for every offset. ACSSC

˜ are the
corresponding abstract cache states obtained during fixpoint analyses.

4In contrast to Cullmanns analysis as described in Section 5.1.3, we formulate the conflicts per cache
sets directly instead of collecting them per memory block. Using this shortcut directly is equivalent,
but simplifies our formalization.
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A0
A0 ∨ A1

A1
A1 ∨ A2

A2

A2 ∨ A3
A3

A3 ∨ A4
A4

A4 ∨ A5
A5

B3
B3 ∨ B4

B4

B0
B0 ∨ B1

B1

B1 ∨ B2
B2

B2 ∨ B3

B4 ∨ B5
B5

B5 ∨ B6

(0, {})
(0, {})
(0, {})
(0, {})

(2, {A0,A4})
(5, {A0,A4})
(5, {B0,B4})

(1, {B4})

(1, {A0})
(5, {A0,A4})
(5, {B0,B4})

(1, {B4})

(1, {A0})
(5, {A0,A4})
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(2, {A0,A4})
(1, {A4})

(5, {B0,B4})
(1, {B4})

(2, {A0,A4})
(5, {A0,A4})
(5, {B0,B4})
(2, {B0,B4})

(2, {A0,A4})
(5, {A0,A4})
(5, {B0,B4})
(2, {B0,B4})

offset 0:
(0, {})
(0, {})
(0, {})
(0, {})

(2, {A0,A4})
(5, {A0,A4})
(5, {B0,B4})

(1, {B4})

(1, {A0})
(5, {A0,A4})
(5, {B0,B4})

(1, {B4})

(1, {A0})
(5, {A0,A4})

(1, {B0})
(2, {B0,B4})

(2, {A0,A4})
(1, {A4})

(5, {B0,B4})
(1, {B4})

(2, {A0,A4})
(5, {A0,A4})
(5, {B0,B4})
(2, {B0,B4})

(2, {A0,A4})
(5, {A0,A4})
(5, {B0,B4})
(2, {B0,B4})

offset 1:

bb1:

bb2:

bb3:

bb4:

bb5:

bb6:

bb7:

A0 →
A4 →
B0 →
B4 →

Figure 5.4: Example for worst-case classifications across offsets.

c̃SC : O × F × S→ 2M

The update and join functions correspond to the conflict set component of ŨAC

and J̃AC .
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ŨSCBB
(⟨i1, ..., ix⟩, c̃SC) = ŨSC(...(ŨSC(c̃SC , i1), ..., ix) (5.8)

ŨSC(c̃SC , i)(o′, f ′, s′) =

⎧
⎪⎨
⎪⎩

c̃SC(o′, f ′, s′) ∪ {m} | f ′ = f ∧ s = s′

c̃SC(o′, f ′, s′) | otherwise,

with f = frag(i) ∧m = block(i, o′) ∧ s = set(o′, f, m)

J̃SC(c̃SC_1, c̃SC_2)(o, f, s) = c̃SC_1(o, f, s) ∪ c̃SC_2(o, f, s) (5.9)

Correspondingly, the persistence check function isPers(c̃SC , i, o) sums up the max-
imum conflicts over sets and offsets for all fragments. In addition to conflicts in the
current set at the given offset, this constitutes the highest possible number of conflicts
at the given location over all variants of the program. If that number is lower than
A+1, the access to i can be classified persistent at offset o.

isPers(c̃SC , i, o) =
(︃
|c̃SC(o, f, s)|+

∑︂

f ′∈F \f

(︁
max
s′∈S

o′∈O

|c̃SC(o′, f ′, s′)|)︁
)︃
≤ A

with f = frag(i) ∧m = block(i, o) ∧ s = set(o, f, m)
(5.10)

Figure 5.4 indirectly includes the results of the diverse set-wise conflict counting.
All memory blocks of the accessed block’s sets (same fragment) that are also accessed
within the loop, are part of the conflict sets in ACS˜

AC right before the access. That
would be the result of set-wise conflict counting as well, only without the age component
displayed here. In this particular case, the persistence that can be read from ACS˜

SC

is the same as in ACS˜
AC : All cache blocks are persistent.

As already mentioned in Section 2.6.5, the set-wise conflict counting analysis has
another advantage: As there are no ages involved, it does not directly implement the
semantics of the LRU replacement strategy. The resulting conflict sets can be used to
determine persistence for any replacement strategy where a recurring access sequence
involving only blocks that fit the cache results in all of them being cached eventually.
With the FIFO replacement strategy, for example, the analysis can be applied: A block
that has just been accessed can be evicted on the next access, but it can not be evicted
again before A different other blocks have been accessed, as it is placed on the first
(youngest) position after a miss. In a scope with less than A conflicting cache blocks
for a set, this means that no block can be evicted a second time. Therefore FIFO
persistence can be directly derived from the conflict sets. The only difference is that
for FIFO, the common persistence classifier first miss (FM) would be misleading - a
once miss would be more accurate.
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5.1.5 Cache Access Classification

The preceding sections present novel must- and persistence analyses based on abstract
interpretation. They represent all cache states, with respect to the property under
investigation, that are possible on all program paths in all program variants to be created
with our diversifying transformations. What is left now is the interpretation of these
cache states as classification results - to be used in the overall WCET estimation. In the
non-diverse case where only one variant is under investigation, this is straightforward.
Each instruction is directly associated to a cache block, hence all accesses to memory
can be classified and added to the overall estimation, which determines their execution
count on the critical path. The ACS we propose contain one abstract cache state per
offset o ∈ O to cope with the uncertainty in the absolute addressing of fragments, and
these have to be aggregated into a worst-case classification - and thus a cache penalty -
that covers all variants. Although we do not use direct cache block access categories,
we nevertheless use the term classification, analogously to previous publications (for
example, [Cul13b]).

The idea is as follows: For each offset, the cache block access classifications in a
basic block are determined as for the non-diverse cache analysis, resulting in a set of
access classifications for all accessed cache blocks, per offset o. The ACS can be accessed
using f = frag(i), m = block(i, o) and s = set(o, f, m). From ACS˜

must(o, f, m) ̸= l⊥,
the AH-classifications can be derived. The results of the persistence analyses ACS˜

pers,
ACS˜

AC or ACS˜
SC , are obtained using the loop scopes of Ballabriga’s multi-level

persistence analysis. That results in persistence classification levels P (LX) per loop
scope LX. The cache block references are classified as persistent with respect to the
outermost loop in which they are persistent. Before combining them over all offsets, the
classification levels are sorted by descending execution count, i.e., the number of misses
they may cause: NC ≥ ... ≥ P (L1) ≥ P (L0). The execution count of an inner loop is
a multiple of the outer loop’s execution count. For example, we assume a block in the
inner of two loops. If it is classified NC, a miss is assumed for each execution, which is
the product of the worst-case number of iterations of both loops. If it is only persistent
with respect to the inner loop L1, every first access within this loop is assumed to be a
miss, i.e., the number of iterations of L0. If it is persistent with respect to the outer
loop L0, at most one miss is assumed. If it is an AH, there are no misses. The worst
case for a classification level can now be found as the highest number that appears in
each offset, minus the number of accesses that are already covered in the levels before
(with higher execution counts).

Figure 5.5 shows an example: A basic block is displayed along with the cache block
access classifications obtained for the possible different offsets (four instructions per
cache line). Simply using the maximum of each level would give us one NC, two P (L1)
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m1

m2

m3

offset 0
offset 1

offset 2
offset 3

NC

P(L0)

P(L1)

P(L0)

P(L1)

P(L0)
P(L1)
P(L0)

P(L1)

1 × NC
1 × P (L1)
1 × P (L2)

Figure 5.5: Example for worst-case classifications across offsets.

and one P (L0), which is one access more than possible at most. However, assuming
the worst case number of AM is one, that includes an access classified as P (L1) as
well. That is why the two P (L1) accesses in offset 3 can be reduced to one. Formally,
our classification works as follows (we denote c0 for the maximal number of misses
and ci, (i > 0) as the maximal number of persistent blocks of each persistence level,
starting at c1 as the persistence level of the inner loop where the block resides. aio are
the numbers of misses and persistent blocks at offset o):

ci =

⎧
⎪⎪⎨
⎪⎪⎩

max
o∈O

(a0o) |i = 0

max
o∈O

(aio −
∑︁i−1

k=1 (ck − ako)) |i > 0
(5.11)

Our classification does not explicitly use the classes AM and AH. We assume a
miss for all accesses that cannot be found to be AH or persistent. This includes blocks
explicitly classified as AM 5. The blocks classified as AH are the "rest" of cache blocks,
which are not included in the other classes. Their number differs between the offsets,
and its maximum does not represent useful information to the WCET analysis. If
we assumed that hits also consumed time, we would have to include the hits as an
additional class of the above classification algorithm.

Using the preceding analyses and our classification, we can generate additional ILP
constraints for each classification level per basic block.

5.1.6 Fragment Dependencies related to Caches

Our definition of dependencies for the optimization in Section 4.3, with respect to
caches as underlying speculative hardware, is based on the definition of persistence.
This decision was made, because due to the access patterns of instruction caches,

5Note that we assume that the processor does not exhibit timing anomalies. We leave the inclusion
and combination of more complex architectural features to future work.
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the classification as persistent has the biggest impact on the overall WCET estimate.
Therefore, using the results of the persistence analysis for identifying dependencies
is the most promising. In particular, we use our Diverse set-wise conflict counting
persistence analysis to determine the dependencies, as it is the most suitable trade-off
between analysis time and precision, and because it supports other cache replacement
strategies than LRU as well6.

Two fragments fa and fb are dependent, if the following conditions hold for a basic
block bx ∈ fa:

1. bx is useful, i.e., after being accessed there exists at least one path, where it is
used again.

2. Any memory block that is part of bx is not classified persistent by the diverse
analysis, but there exists a fragment arrangement in which the non-diverse analysis
would classify that block as persistent.

For the first condition, we use a simple definition of useful basic blocks for which
the results can be obtained directly from the abstract cache states resulting from the
persistence analysis. A basic block bx = ⟨i1, ..., ik⟩ is useful, if the following condition
holds for the abstract cache state ACS˜

SC in the code location before the access (the
incoming ACS of the basic block):

m ∈ACS˜
SC(o′, f, s) | ∃i ∈ ⟨i1, ..., ik⟩, o′ ∈ O

with f = frag(i) ∧m = block(i, o′) ∧ s = set(o′, f, m)
(5.12)

That is, a basic block is useful if at least one its memory blocks at any offset has
been used before. The result of this definition basically boils down to every block that
is executed as part of a loop, directly or through function calls within loops, which are
the target of persistence analyses in the first place.

We define the second condition using the worst-case and best-case conflict counts
over all sets and offsets in the abstract cache state ACS˜

SC for bx at the same location,
analogous to the definition of persistence:

∑︂

f ′∈F

(︁
max
s′∈S

o′∈O

|ACS˜
SC(o′, f ′, s′)|)︁

)︃
> A ∧

∑︂

f ′∈F

(︁
min
s′∈S

o′∈O

|ACS˜
SC(o′, f ′, s′)|)︁

)︃
≤ A (5.13)

The first part of the condition is true if the worst-case conflicts of all involved
fragments in the current scope would not fit the cache, i.e., the number of conflicts is

6The persistent blocks not identified as such by the diverse set-wise conflict counting persistence
analysis, but by the diverse age-tracking conflict counting analysis, are rare. They are likely not the
best candidates for the optimization. However, as the diverse set-wise conflict counting persistence
analysis is a subset of diverse age-tracking conflict counting analysis, the approach can straightforwardly
be adapted to using the more precise analysis.
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higher than the associativity A. For finding the worst-case, the maximum is selected
over all sets and offsets for each fragment (recall that conflicts are collected separately
per fragment). These maxima are then added up for all fragments to assume the
worst-case situation that all these fragments are positioned so that these per-fragment
worst cases are again in conflict. The second part checks for the best case, which is
found analogously, if that would fit the cache, i.e., the number of conflicts is not larger
than A. If both parts of that condition are satisfied for the incoming ACS˜

SC of bx for
any persistence level, i.e., any loop scope bx is part of, there is a chance that a fragment
merge causes more blocks to be classified as persistent. Note that this is a heuristic and
not a guarantee that an optimal arrangement like the aforementioned exists. The mere
possibility, however, satisfies our definition of dependency. Therefore, a dependency is
defined between the current fragment fa and every other fragment that is part of the
current scope, i.e., any of its memory blocks are involved at the persistence level where
condition 5.13 is satisfied on:

dx = {(fa, fb, 0, 1, 1.0) | b ∈ fa ∧ fa ̸= fb ∧ ∃o ∈ O, s ∈ S.|ACS˜
SC(o, fb, s)| > 0}

(5.14)

We set the offset distance od to zero and the offset pattern op to one, disabling this
hardware’s distance feature. That is because, in earlier experiments, a more complex
algorithm than described here always chose arranging the fragments without a gap as
favorable in terms of WCET reduction. This has a straightforward explanation: The
instruction cache has an interleaved associativity to leverage spatial locality, which
causes close instructions to be part of memory blocks in different sets and even large
fragments likely fit the cache better when packed closely. Theoretical constructs are
possible where a nonzero fragment distance would be favorable, e.g., where a loop and
sub-function are distributed across fragments with other unrelated code in between.
However, such case did not play a noticeable role in our experiments. Therefore, we
simplified the solution in favor of analysis time and simplicity. However, when applying
the solution to data caches in future extensions, an optimal distance can be determined
by finding a suitable set arrangement of the fragments over all basic blocks involved.
We also set the weights of the dependencies to a uniform 1.0. This is because the
definition of these dependencies is already quite narrow, and therefore the final choice
can be left to the selection heuristic that is aware of execution counts and criticalities
of the blocks.
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5.2 Static Branch Prediction Analyses for Diversified Programs

Our diversifying transformations, relocation and reordering of fragments, cause the
absolute address of any instruction to be unknown at analysis time. Moreover, the
relative distance of two instructions located in different fragments is unknown as well,
while it is known for instructions within a fragment. Branch predictors that use branch
addresses anywhere in their prediction mechanisms will show different behavior for
different variants. This kind of diversity invalidates previous static analyses available
for these kinds of predictors, because their estimates may not deliver an upper bound.
If an appropriate analysis is absent, all-mispredict has to be assumed as the worst-
case behavior. We propose new analyses that incorporate the addressing uncertainty
imposed by the diversifying transformations. We use the addressing information
(inside fragments) that is available while assuming the worst case where information
is unavailable. Note that our work covers branch prediction, i.e., predicting if the
processor will decide to take a conditional branch or not. That differs from branch
target prediction, i.e., to predict the target address of an indirect branch if taken. That
kind of prediction is usually implemented using a branch target buffer (BTB). Static
analyses have been proposed [GRG11]. It is likely that a modification like our analyses
in Section 5.1 can be found, as the BTB and hence the analysis work similar to a cache.
We leave this aspect to future work.

This section is organized as follows: First, Section 5.2.1 covers the impact of diversity
on static branch prediction and our solution for the WCET, which is straightforward in
this case. In Section 5.2.2, we first explain the effects of our diversifying transformations
on the dynamic branch prediction strategies. Then we propose solutions to dynamic
branch prediction. At last, in Section 5.2.3, we define fragment dependencies with
respect to branch prediction for our WCET optimization introduced in Section 4.3.

5.2.1 Static Branch Prediction

For many static branch prediction schemes, the outcome of the branch prediction can
be determined at compile time, and the decision is independent of addresses. More
specifically:

• all-taken or none-taken strategies base predictions only on the possible branch
decisions, which can be decided just by knowing the CFG.

• Branch decisions based on static compile-time predictions such as in [BRS05] are
consistent across all variants, as long as those predictions do not use addresses.

• Branch decisions based on types of instructions are independent of addresses, as
diversity using relocation and reordering keeps all instructions as they are.
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entry bb1 bb2 bb3

abs. address

N✓

T forward X
T backward ✓

NX

(a) Regular branch backwards.

entry bb1 bb2 bb3

address fragment f1 fragment f2

NX

T dir? X
T dir? X

NX

(b) Branch into different fragment.

Figure 5.6: Static branch prediction and diversity: Backwards-taken.

The only noteworthy strategy that bases decisions on addresses is backwards-taken,
based on the idea that back edges in loops are more likely to be taken than not, while
the opposite is the case for if-else constructs. Therefore, back edges are predicted
taken, and forward edges are predicted not taken. Figure 5.6 visualizes the problem
that arises when addresses are unknown: Figure 5.6a shows the regular case in a small
CFG example with two conditional branches: The branch from bb1 to bb3 is forward,
as bb3’s branch instruction address b3 is higher than b1. Therefore, the taken-edge
e1T is mispredicted, and e1N is predicted correctly. The branch from bb3 to bb1 is
backward, and therefore, the opposing predictions are made. In Figure 5.6b, we can
now see that the unconditional jump from bb2 to bb3 marks a fragment border in a
diversified program. The absolute addresses are unknown, and the addresses of the
two fragments are independent of one another. As both conditional branches target
a fragment different from the fragment the branch belongs to, there will be variants
where the branches are either forward or backward. There is no way of knowing that
statically. Therefore, we have to assume a misprediction as the worst case for that kind
of branch. We model the ILP constraints to bound mispredictions accordingly, using
dstx as the target address of the branch bx and fx, fdst

x as the fragment of bx and the
target fragment of dstx, respectively:

∀bx ∈ B,

⎧
⎪⎨
⎪⎩

mxT = 0 |fx = fdst
x ∧ dstx ≤ bx

mxT = exT |otherwise
(5.15)

∀bx ∈ B,

⎧
⎪⎨
⎪⎩

mxN = 0 |fx = fdst
x ∧ dstx > bx

mxN = exN |otherwise
(5.16)
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5.2.2 Dynamic Branch Prediction

As described in Section 2.4.2, dynamic branch prediction uses a recent history of
branch decisions for predictions. That depends on the path taken, i.e., the instructions
executed before getting to the current branch. Our diversifying transformations affect
the instruction addresses, not their execution order or type. Thus, the historic branch
decisions that led to a program point do not differ between variants, and the CFG-based
analysis to obtain them can be applied just as described in Section 2.7. Consequently,
the global strategy GAg, which solely relies on the branch history, is not affected by
the diversity we assume. Puffitsch’s analysis [Puf16] can be used to obtain an upper
bound for all variants.

entry bb1 bb2 bb3

abs. address

N

T
T

N

a1 ⊕ hi
1 a3 ⊕ hj

3∃ =

conflict b1, b3

(a) Conflicts of branches with known addresses.

entry bb1 bb2 bb3

address

N

T
T

N

b1? ⊕ hi
1 (b1? + dist) ⊕ hj

3∃ =

conflict b1, b3

dist

(b) Conflicts of branches with unknown absolute address.

entry bb1 bb2 bb3

address fragment f1 frag. f2

N

T
T

N

b1? ⊕ hi
1 (b3?) ⊕ hj

3∃ =

conflict b1, b3

(c) Conflicts of branches with unknown relative distance.

Figure 5.7: gshare with and without diversity.
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As soon as the indexing functions of the global predictor use branch addresses, the
conflicts caused by aliasing between branches differ across variants and may therefore
lead to different branch decisions. The problem and our solution are illustrated with
gshare in Figure 5.7. Figure 5.7a shows the regular case. As the addresses of the two
conditional branches b1 and b3 of the basic blocks bb1 and bb3 are known, the branch
predictor state is addressed using these addresses, which are xor’ed with every possible
entry of the branch history set Hx. The branches are in conflict when the entry sets
share at least one entry. When the absolute addresses of the branches are unknown
statically, but the relative distance is fixed within the same fragment (Figure 5.7b), the
size of the branch predictor state in all variants of the code is even larger. However, we
can leverage the fixed distance between the two branches to limit the sets. A conflict
arises if the two branches may access the same BHT entry for any of their branch
histories in Hx combined with the possible addresses of b1 and b3 = b1 + dist. When
bb1 and bb3 are in different fragments (Figure 5.7c), the distance is unknown as well.
In that case, the BHT entries may be accessed with any possible combination of b1 and
b3. If the fragment alignment is set to that this is every possible address, as we usually
assume in our evaluations, we can expect a conflict between the two branches in any
case.

We define generalized constraints for the ILP system similar to those as defined by
Puffitsch [Puf16] (described in Section 2.7), with the difference that the addresses used
to obtain conflicts are over-approximated so that the behavior of all possible variants
is covered. We can re-use the constraints definition of the branch predictor model
described in Section 2.7, as well as the algorithm to obtain Hx. The branch predictor
state Fx, however, is using a specific address part ax (bit-length n with BHT size 2n)
of bx and is therefore only valid for the variant that is currently being analyzed. We
define a new branch predictor state, which makes ax a specific parameter and can thus
be applied to any location.

Fx(hi, ax) = {f(ax, h) | h ∈ Hx(hi)}

Ax is the corresponding set of addresses a branch bx may be located at. With this
new branch predictor state, we can define more general persistent sets P = {B1, ..., Bk},
where our first condition 5.17 is equal to Condition 2.18, but Condition 2.19 is replaced
by the following Condition 5.18 that takes unknown addresses and fragments into
account:

⋃︂

i=1..k

Bi = S ∧Bi ̸= Bj → Bi ∩Bj = ∅ (5.17)
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Algorithm 4 Generalized persistence analysis.
Input: Scope S, Initial Histories I
Output: Set of persistent branch sets P

1: run branch history analysis on B to compute Ĥ
2: B← the set of branches in S
3: P ← ∅
4: for all bx ∈ B do
5: MakeSet(P, bx)
6: end for
7: for all bx ∈ B do
8: Ax ← all possible addresses of bx

9: for all by ∈ B, F ind(bx) ̸= Find(by) do
10: if frag(by) ̸= frag(bx) then
11: Ay ← all possible addresses of by

12: if ∃ h ∈ I, ax ∈ Ax, ay ∈ Ay such that
13: Fx(h, ax) ∩ Fy(h, ay) ̸= ∅ then
14: Unite(P, bx, by)
15: end if
16: else
17: dist← by − bx

18: if ∃h ∈ I, ax ∈ Ax such that
19: Fx(h, ax) ∩ Fy(h, ax + dist) ̸= ∅ then
20: Unite(P, bx, by)
21: end if
22: end if
23: end for
24: end for
25: return P

∀(︁bx ̸= by, bx ∈ Bx, by ∈ By, dist = by − bx, fx = frag(bx), fy = frag(by)
)︁
.

(︃
∃hi ∈ I, ax ∈ Ax, ay ∈ Ay.

(︂(︁
fx ̸= fy ∧ Fx(hi, ax) ∩ Fy(hi, ay) ̸= ∅)︁∨

(︁
fx = fy ∧ Fx(hi, ax) ∩ Fy(hi, ax + dist) ̸= ∅)︁

)︂)︃
→ Bx = By

(5.18)

Instead of applying Fx ∩ Fy to every pair of branches bx and by, we apply this for
any combination of addresses we may encounter for bx and by. That encompasses all
address combinations if the branches are located in different fragments, but only address
combinations where bx + dist = by holds if they are located in the same fragment. Note
that the definition of addresses Ax and Ay is broad in a sense that it also supports a
limited subset of addresses. For example, when the fragments are aligned to a specific
bit width in the diversity implementation, this is supported as well. Furthermore, to
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N

T

Hentry =
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⟨0, 0, 1⟩
}

H1 =





⟨1, 1, 1⟩
⟨0, 1, 1⟩
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H3 =
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⟨0, 1, 0⟩

}

(a) CFG example with concrete branch histories Hx
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. . . . . . conflict

(b) gshare conflict addressing

Figure 5.8: Branch indexing conflict example for gshare.

consider every possible address, it suffices to vary the n address bits relevant to Fx.
Algorithm 4 implements a persistence analysis to obtain an optimal set of persistent
sets that fulfill the above criteria. The algorithm differs from Algorithm 1 only in the
way conflicting branches are identified. Instead of applying Fx ∩ Fy to every pair of
branches bx and by, we apply this for any combination of addresses we may encounter
for bx and by across all variants. Following the logic above, this encompasses all address
combinations when the branches are located in different fragments (lines 12-15). If they
are located in the same fragment, the algorithm only considers address combinations
where bx + dist = by (lines 18-20).

Figure 5.8 shows an example of the determination of conflicts. In Figure 5.8a, the
example program is represented as a CFG with three basic blocks, where bb1 and bb3

end with conditional branches and bb2 on an unconditional jump, a boundary between
fragments. The BHT is small for this example and indexed with three bits. Concrete
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branch history sets are given for the conditional branches. Figure 5.8b shows the
branch predictor states F1 and F3 created for determining if bb1 and bb3 are in conflict.
The table has three parts: The upper part shows the branch predictor states for fixed
branch addresses. In the middle part, bb1 and bb3 are assumed to be part of the same
fragment. Therefore, the branch predictor states are created for all eight addresses
a1 = b1[2:0] could take, and in every one of those cases, b3 is selected so that dist is
constant. None of the combinations has a conflict. Therefore bb1 and bb3 are not in
conflict. The branch predictor states of the last part of the table are omitted. As we
would, in our example, have to consider any three-bit address for b1 and b3, we can
assume a conflict without evaluating the predictor states.

With the updated persistent sets P, we create constraints similar to those in the
original analysis. We can use the constraint in Equation 2.21 unchanged, using the
persistent sets we obtained. The branch predictor state size M(bx, I) for a single branch
is constant over all variants. It depends on the branch history and a single, yet unknown,
address. M(Bx, I), the combined maximum of BHT entries accessed by a branch set,
is somewhat more complex when using diversity. The BHT entries accessed by two
branches can not be found using a union of those entries when the address distance
of those branches is unknown. Therefore, we once more leverage the information we
have about branches within a fragment and unite the accessed entries for all subsets
of B per fragment. The sum of these results per fragment is the maximum number
of different branch predictor states. This may vary depending on initial history and
fragment locations. Therefore, we find the maximum over all initial histories hi ∈ I

and all offsets o ∈ O that correspond to all possible fragment positions (i.e., branch
addresses). Formally,

Mdiv(B, I) := max
hi∈I
o∈O

(
∑︂

f∈F

|
⋃︂

bx∈B
frag(bx)=f

Fx(h, bx + o)|). (5.19)

The branch predictor states can be bounded with the BHT size, i.e., Mdiv(B, h) ≤ 2n.
Mdiv(B, h) is valid for all strategies of the global predictor. However, for GAg, it is too
pessimistic, as the unknown address distances are not relevant for its indexing function.
Therefore we apply the less general M(B, h) for GAg.

Finally, we create new constraints analogously to Constraints 2.21 and 2.22, for
every branch and persistent set, respectively, in every scope:

∀bx ∈ B, mxD ≤ eS2N−1M(bx, I) +
∑︂

bi∈B

eiD̄ (5.20)

∑︂

bi∈B

miD ≤ eS2N−1Mdiv(B, I) +
∑︂

bi∈B

eiD̄ (5.21)
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5.2.3 Fragment Dependencies related to Branch Prediction

In the previous section, we established that the static branch prediction strategy
backwards-taken and the dynamic strategies local and gshare depend on relative and
absolute branch addresses. Thus, diversity has an impact on the WCET estimates for
these architectures. Therefore there is room for WCET optimization as proposed in
Section 4.3. In this section, we present how dependencies for that optimization can
be extracted from the results of the analyses proposed before. These dependencies are
used as part of the optimization heuristic.

For backwards-taken, finding pairs of fragments that are dependent is trivial: For
every conditional branch bx ∈ fx with the target dstx, target fragment fdst

x , and
fx ≠ fdst

x , the two fragments fx and fdst
x are declared dependent of each other. We

use the direction of the branch in the original non-diversified program to define the
direction of the dependency as well. This is based on the assumption that the direction
corresponds to the control flow similar to compiler’s intent to arrange favorably, using
the original source code. For a backwards branch, i.e. dstx ≤ bx, the dependency is
exported as dx = (fdst

x , fx, 0, 1, 1.0) and for a forward branch as dx = (fx, fdst
x , 0, 1, 0.5).

Note that only the direction is important, but not the relative distance, so we set the
offset distance to od = 0 and the offset period to op = 1. The weight, however, is set
differently for the directions, favoring the backward branches with 1.0 over forward
branches with 0.5. The idea behind this is as follows: We have observed circular
dependencies between fragments that are part of loops, where all blocks have the same
criticality and similar execution counts. Following the idea of the strategy backwards-
taken, that backward edges as loop conditions are taken more often than forward edges,
we want to make sure these are considered first.

In the dynamic branch predictors discussed here, the goal of optimization is to avoid
conflicts between branches in different fragments. In our formalization of Puffitsch’s
static analysis for diversified programs, the place to do that is the creation of persistent
sets in P. Here, uncertainty in relative addressing between branches enforces the
assumption that these branches are conflicting and hence are part of the same persistent
set. To define dependencies, we identify pairs of fragments and relative distances
so that smaller persistent sets can be found. Using the definition of persistent sets,
we can find a dependency dx = (fx, fy, od, op, w) for any branch bx as follows: Two
fragments fx ̸= fy are dependent if they contain two branches with fx = frag(bx) ,
fy = frag(by) and ax and ay the relevant address parts, which are conflicting, i.e.,
Fx(h, ax) ∩ Fy(h, ay) ̸= ∅ and there exists a distance od, s.t. Fx(h, ax) ∩ Fy(h, ay) = ∅,
i.e., there is no conflict. Out of all possible od that avoid conflict, we select the smallest.
Additionally, we set the offset period to op = 2n - after this distance, the part ax of the
address bx used for addressing the BHT repeats and induces equal behavior. At last,
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we set the weight w reciprocal to the current scope size: w = 1
|S| . The rationale behind

favoring small scopes like that is that the more branches a scope has, the more likely
it is that there exist other branches in conflict with both the branches of the current
dependency. In that case, all of them end up in the same persistent set despite having
been merged during optimization.
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6 Implementation

In Chapters 4 and 5, we have introduced our approach for securing real-time CPS
using artificial software diversity together with static WCET analyses that take modern
speculative processor hardware into account. We have evaluated our approach thor-
oughly using our implementation, the diversification engine, and the Open Tool for
Adaptive WCET Analyses (OTAWA) WCET-analyzer, which we extended using our
new static analyses. This chapter covers technical aspects of that implementation. In
Section 6.1, we briefly introduce the diversification engine. Section 6.2 covers program
transformations that are necessary prior to other activities in order to support random-
ization and introduces our case study. Specifically, we describe how to cope with short
address widths in instructions of the ARM ISA. We demonstrate how our diversification
engine can be integrated into a development toolchain and execution platform for both
compile-time and load-time diversity, with fully diversified applications including the
FreeRTOS operating system, as detailed in Section 6.3. In Section 6.4, we introduce
our pacemaker case study, with which we evaluate attacks and the response of our
approach in an actual CPS of realistic size. At last, we provide an overview of the
implementation of our static WCET analyses as part of OTAWA in Section 6.5.

6.1 Diversification Engine

Our diversification engine is a standalone application written in Scala. It interacts with
compilers and the OTAWA WCET analyzer to transform and analyze the program. Its
basic functionality is described in Chapter 4. The program itself is composed of a set of
standard units called transformers, all operating on an internal program representation.
The program is passed from one transformer to another, implementing a pipes-and-filter
architecture. This way, extensions are easy to do and functionality can be combined
flexibly, depending on the configuration1.

1This architecture is similar to LLVM passes and the processors in OTAWA. As these tools operate
conceptually at the same time, they could theoretically be integrated as well. We decided pragmatically
to build our own tool, as it promised the lowest engineering effort. Implementing our program directly
as LLVM passes was not possible because the LLVM intermediate representation is too high-level to be
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Figure 6.1: Diversification Engine.

Figure 6.1 shows the basic structure of the diversification engine, with a simplified
program configuration that performs compile-time shuffling after heuristic instruction
insertion. Here, the engine parses the program at the beginning (ParseASMTransformer)
and creates a shuffled executable at the end of the process (CompileTransformer,
FragmentShuffleTransformer). Two timing analyses with OTAWA, including criti-
cality analysis (OTAWATimingTransformer), are necessary because the insertion trans-
former - deterministically - changes the program (HeuristicInsertionTransformer).
This affects the CFG, instruction addresses, etc. Many more transformers exist to
implement other processes, e.g., the greedy insertion, WCET optimization, and load-
time diversity, or auxiliary functionality, e.g., the literal pool transformation, fragment
and basic block size limitation, and statistics.

The internal program representation allows two views on the program: The frag-
ments contain all instructions of all sections, allowing for processing the instructions
and fragments linearly as they are currently arranged in program memory, just as in an
assembler or object file. The other view is the CFG, which can optionally be obtained
from OTAWA, along with the criticality values for each basic block. The basic blocks
can be mapped to fragments and instructions using their addresses.

The input to our program is an assembler file2 that has symbolic addresses and
no variable-length instructions or directives so that the instruction addresses can be

used for some of our activities. However, in the future, direct integration with a compiler would be
desirable.

2It is possible to merge all program objects into one assembler file using the LLVM compiler.
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Figure 6.2: Converting literal pools to fragment pools.

directly derived from the code. The code parts written in high-level languages are
compiled to assembler level using a standard compiler. Hand-written assembler files
are parsed independently, and the resulting program is merged with the main program
representation.

6.2 Diversity on Assembler Level

We have primarily implemented and evaluated our diversification with the 32bit ARM
instruction set, but our implementation is easily adaptable. The analysis and diversifi-
cation logic is transparent regarding the concrete instruction set and merely requires a
set of regular expressions to classify instructions and address references.

6.2.1 Diversity for ARM Controllers

Programs compiled for the 32bit ARM instruction set can be diversified with only
minor changes. In the following, we list the different uses of addresses in the instruction
memory (at assembler level), along with the steps that need to be taken for diversification
at compile time and load time, respectively:

• Conditional branches and jump instructions always use relative addressing, with
an address distance of ± 32MB. That suffices for many real-time systems3. The
branch targets are available symbolically at the assembler level, which is why
diversification at that level is unaffected. For the rewriting of the binary with

3If the section to be shuffled is larger than the maximum branch range, all out-of-fragment branches
have to be transformed to load/indirect branch pairs, as described for the Thumb instruction set in
Section 6.2.2. In some cases, splitting the sections and randomizing them separately may be advised to
avoid having to rewrite too many branches.
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load-time diversity, it is crucial to identify these instructions and their targets. We
use the rel table in the diversification data to collect all branches with possibly
varying distances, i.e., targeting other fragments.

• Absolute addresses may be saved as 32bit words, e.g., the instruction .word LABEL1

saves the address LABEL1. If LABEL1 is targeting a code section to be shuffled at
load-time, it is stored in the abs table of the diversification data.

• Move instructions with addresses as half-word immediate values are stored to the
abs table of the diversification data as pairs, to be updated together (e.g., movw

:upper16:LABEL).

• Load instructions with pc-relative addressing (LDR, ADR, VLDR) are the most
complex. The largest possible relative distance for the load instructions LDR and
ADR is 4096, and for the load into extension register instruction VLDR it is 1024
bytes. That is too short for diversification when located in another fragment.
ARM compilers create literal pools, where constant data is stored to be used by
close-by instructions. These may be referenced in multiple locations. The pseudo
instruction LTORG helps to create these pools in hand-written assembler. The
pools have to be repeated so that they are located at most 1024 bytes from the
instruction. However, with our diversification, the pool might be part of another
fragment and could therefore be relocated much further than that. To solve this
issue, we rewrite the program as follows: The literal pools, which are based on
absolute distances from the referencing instructions, are removed and replaced
by fragment pools that serve the same purpose. Each fragment pool contains all
constant data referenced within the fragment, thereby guaranteeing a relative
distance between reference and data across all variants. Figure 6.2 illustrates the
idea: Each constant data entry of a literal pool is copied to the fragments using
it. Fragment sizes have to be limited accordingly.

Programs limited to the use of addresses through labels can be diversified safely
using these addressing modes. However, using addresses as hard-coded immediate
operands pointing to a section to be shuffled is not supported.

6.2.2 Other Instruction Set Architectures

In addition to the 32bit ARM instruction set, our diversity approach can be used in
other architectures as well, with the following generalized schemes for preparations:

1. Relative branches to other fragments with an address width that might be shorter
than the largest possible distance within the shuffled section have to be "contained"
within the same section, e.g., by creating sub-sections to be diversified separately.
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With 32bit ARM, this would be relevant for sections larger than 32 MByte due to
the maximal branch distance. If possible, relative references can also be replaced
by indirect branches of sufficient range, e.g., absolute branches with the target
address as part of the fragment pool. The Thumb mode of ARM processors, which
is the only available in the ARM-Cortex-M series, only allows for a maximum
relative branch distance of 256 bytes. The rewriting effort is therefore considerably
higher compared to 32 bit ARM instructions.

2. If the address ranges of data references into the instruction cache are short, they
need to be restricted to point into the fragment the instruction is part of, just as
explained in Section 6.2.1 with literal pools. That also means that the fragment
size can not be larger than the shortest address width of the instruction set.

3. The fragments have to be aligned to the largest possible instruction size in
instructions sets with variable instruction sizes, so they are not misaligned after
shuffling. E.g., this is the case with Thumb2, where 16bit instructions may be
accompanied with 32bit instructions, or programs using interworking ARM and
thumb mode. Each fragment has to be extended with padding instructions in the
examples mentioned above until its size is a multiple of four bytes.

We implemented our diversification with the RISC-V instruction set. The address
lengths are all large enough to support diversity without modifications.

6.3 FreeRTOS on ARM-Cortex-R4

To demonstrate the applicability of our approach to real-time systems, we implemented
it for both compile-time and load-time diversity using the real-time operating system
FreeRTOS [Rea]. It is freely available with ports to many microcontrollers. Our diversifi-
cation supports the OS’s threading, interrupts, privilege modes, and memory protection.
Our example application and toolchain uses a LAUNCHPAD-XL2 TMS57012 microcon-
troller4. That features an ARM Cortex-R4f core, specifically designed for safety-critical
real-time systems. The ARM Cortex-R4f allows protecting twelve memory regions
of variable sizes using an MPU. This way, data execution prevention can be applied
effectively.

Figure 6.3 shows the memory layout of the TMS57012 microcontroller, along with
the sections of our application. The operating system functionality of FreeRTOS uses

4We also implemented the example applications for LAUNCHPAD-XL TMS57004, which uses an
ARM Cortex-R4. However, as the memory is smaller and a floating point unit is missing, it allowed
for much fewer benchmark programs. The general behavior of both controllers is identical. Therefore,
we decided to perform our evaluation with the LAUNCHPAD-XL2 TMS57012. We also implemented
compile-time diversification for applications including FreeRTOS on the HiFive1 Rev B01 board that
uses a RISC-V controller.
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the kernel space as well as a part of the user space. The kernel part contains the
OS parts during operation, such as the scheduler and heap management. The user
part contains the initialization code for the operating system and the user processes.
Instructions in kernel space can only be accessed in ARM access modes other than the
user mode (e.g., supervisor mode), which is secured by the MPU. We preserve this
difference in access modes by shuffling the kernel section separately. This is necessary
because it is possible that the attacker manages to attack kernel parts or switch to a
privileged mode (which can be achieved by simply calling a function in the standard
FreeRTOS implementation [Zho+19]). The sections to be shuffled separately are called
.text and .kernelTEXT. A third code section (.intvecs) contains the interrupt table
and is always located at address 0x0. In that section, the instructions are fixed and
cannot be shuffled. However, they have to be updated during loading when using load-
time diversity. All remaining sections have fixed addresses and contain no instructions
to be updated.

Figure 6.3a shows the memory layout of flash execution after compile-time diversifi-
cation. Each code section is located at the fixed location in the flash memory, where
the original program (without diversification) is located as well. The RAM is used for
stack, heap, and global data.

The ARM Cortex-R4(f) processor allows switching the execution from the initial
flash memory to RAM, which we use for the loading process of load-time diversification.
The loader is located in the flash memory, starting from address 0x0 (see Figure 6.3b).
It is packed with the diversification data and program sections as payload, which is why
they are located successively. The loader then copies the code sections to their target
locations in RAM (starting at 0x08000000) while shuffling and updating addresses using
the diversification data, if necessary. The other sections are copied as well. Figure 6.3c
shows the result. After loading, the loader switches the execution to RAM, which also
switches the start addresses of both memories. All sections are already linked towards
their target locations after the switch to avoid unnecessary data address updates in the
code. Also, all sections are located such that there are no conflicts in their target RAM
location. The loader in the flash, including its interrupt table, are now out of the way,
and only the target program is executable5. During its initialization it has to configure
the MPU to set the appropriate access permissions (Figure 6.3d).

5Note that the flash can still be used as a read-only memory in this experimental setup. The memory
sacrifice for diversification is large nevertheless. However, the controller also allows flashing from RAM
execution, which would allow a second loader stage to diversify code in the flash memory.
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Figure 6.3: Memory layout of FreeRTOS on TMS57012.

6.4 Pacemaker Case Study

We evaluated most of the aspects of our approach and its implementation using
benchmark programs, which allow for comparable results and wide coverage of aspects.
This concerns timing measurements and timing estimates in particular. However, it is
crucial for us to demonstrate the feasibility and effectiveness, and for that, benchmark
programs offer limited freedom. Therefore, we developed the pacemaker case study,
a real-time system scale benchmark application on actual hardware. It can be fully
diversified with our approach, including FreeRTOS, where it is implemented in, as
described in Section 6.3. Part of the case study is also an exploitable vulnerability and
several corresponding automated code-reuse attacks. These are used to explore attack
possibilities and the capabilities of our approach as a defense.

We chose the pacemaker as our example for an attacked application for the following
reasons: Its functional complexity is large enough to provide a suitable code base for
our examples, yet its size and resource limitations would prohibit using a fully equipped
operating system. Its manageable number of interfaces allows for demonstration of
the proposed approach without investing too much effort to implement a realistic
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Figure 6.4: Overview of pacemaker case study.

application environment. It is a real-time system with strict timing constraints6 and it
is safety-critical, with possible loss of life in case of failure. The latter offers a number
of grave attack scenarios, for example threatening users with malfunction to demand
ransom such as described in [VT12].

Figure 6.4 summarizes the architecture of our pacemaker application7. The func-
tionality is implemented as processes that are managed non-preemptively by FreeRTOS.
Two processes are handling I/O activities: Sensor inputs are read from analog-to-
digital converter (ADC) inputs and then preprocessed, and, if necessary, pulse signals
are emitted through general-purpose input/output (GPIO) outputs. The bulk of the
workload is done by the pacemaker control logic process, which implements a text-
book pacemaker algorithm whose medical details are not relevant and omitted here
for brevity. The communication process handles the universal asynchronous receiver
transmitter (UART) interface, which serves as a configuration and diagnosis interface
for medical personnel. In the case study, it is a serial port but it can be thought of
as any communication interface. We also assume the encryption in our example to
be compromised or the communication interface vulnerable, so we implemented the
communication without encryption. The communication process logically has a lower
criticality in the sense of safety levels than the other processes, as it is not required
for the core functionality of the pacemaker. It also contains an artificial vulnerability
in the form of a buffer with missing bound checks, which is a common kind of error.

6The classification is disputed because of rather slow reaction times. We leave that discussion out
of this work and qualitatively interpret the timing behavior as hard.

7The case study was developed with the help of three students as part of their Bachelor’s theses.
Chan-Sieu Ngo [Ngo18] implemented the pacemaker logic, which is compatible with OTAWA’s static
analysis, and the heart simulation in Linux. We later ported the pacemaker to the TMS57012 platform.
Christoph Ehmendörfer [Chr20] extended the application by a sample vulnerability and proposed
several code-reuse attacks that are possible to mount on that platform. Based on that work, Alexander
Weingart [Wei20] introduced a fault-tolerant design, implemented more robust attacks, and proposed
ways to evaluate the security aspects of our defense.
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Consequently, the sample attacks are mounted through this interface. We implemented
the system as hardware-in-the-loop, where an external device (another microcontroller
and a small circuit for the conversion of the signals) produces simulated heart sensor
readings as an input and displays the output of the pulse generator.

Artificial software diversity does not prevent the attacker from diverting the control
flow, but it renders attacks ineffective by making the behavior unpredictable for the
attacker. Part of this concept is solid handling of the outcome of a thwarted attack,
admitting to the possibility that vulnerabilities might still exist. In a general-purpose
computer, the reaction is straightforward: The system crashes, and it is left to the
user to restart and to determine if a restart is safe. That would be unacceptable in
our example application. Even an automatic restart without a proper response to the
attack is not enough - using this reaction in a denial-of-service attack will likely have
the same outcome as a successful attack. We, therefore, implemented a fault-tolerant
design (which is imperative for such a system for safety reasons anyhow).

Control flow redirected anywhere quickly causes an error of various kinds. For
example, a prefetch abort indicates that the transfer went to a memory location that
is not a valid instruction. A data abort is caused by an attempt to access a memory
location without appropriate permissions. FreeRTOS can trigger a reset on detected
failures such as the ConfigAssert Failure. And the system can hang because the
control flow goes into an infinite loop. To handle the system faults, we associated all
corresponding hardware interrupts and the software reset to a common fail-safe mode
handler that marks the system to be executed in fail-safe mode and resets it, but with
degraded service. In our example, the communication process, which is the only process
with lower criticality, is deactivated as well as all its associated interrupts. Only the
processes that are crucial to the core functionality of the system are restarted. A switch
back to normal mode is now only possible through a hard reset. In real life, a doctor
with real physical access to the patient and a proper diagnostic interface would have to
be consulted. The last case, a hanging system, is countered using a hardware watchdog,
which is reset periodically by the watchdog reset process. Once the watchdog triggers a
reset, the fail-safe mode handler is executed.

The attack we use to evaluate this case study has a simple goal: To trigger a
continuous shock of the pacemaker to the user. Unlike in systems with more complex
operating system support, in FreeRTOS, this does not require going through operating
system calls to which rather complex parameters have to be passed. With direct access
to the peripherals, a gadget sequence to set a memory location to a specific value suffices.
In our case, the function gioSetBit of FreeRTOS’s hardware abstraction layer (HAL)
makes it even easier. A gadget was available in the code base that loads the parameters
for this function from the stack and calls it. Using this single gadget location and its
parameters, the malicious purpose of the attack can be reached. Adding another gadget
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- a call to MPU_vTaskDelay passes the control back to the scheduler, which then resumes
normal operation. This makes it a stealthy attack with continuous impact, lasting
beyond its own execution. It is just an example of an exploit, simple and yet powerful.
It would be possible to craft the parameters for the IO register manipulation with
simpler but more gadgets. Once the vulnerability can be exploited, the possibilities are
unlimited as long as the code base provides the necessary instructions. In preparatory
works [Chr20], we also implemented more complex attacks to disable interrupts and
escape privileges, for which it is a known problem that it is possible in FreeRTOS
[Zho+19]. However, in this thesis, we focus on the defense mechanism we propose
rather than elaborate on the details of different attacks. We refer to the extensive
research mentioned in Section 2.2 on ROP attacks on embedded systems.

6.5 Static Analyses in OTAWA

OTAWA [Bal+10]8 is a framework for static timing analyses, actively developed by the
IRIT Labs in Toulouse, France. It is intended to be used by researchers in the field
of static timing analysis. After considering multiple tools for static WCET analysis,
we decided to use OTAWA for a number of reasons: It is publicly available, open
source, and can therefore be extended without fees or licensing issues. It features
implementations of analyses published in various relevant publications.

To facilitate extensions, OTAWA provides a flexible architecture, where individual
analyses or processing units, called processors, perform tasks on the internal model of
the program. This is similar to our implementation. OTAWA’s data model consists of
distributed global containers, which enables extensions to the model. The processors
are selected and configured using scripts of a dedicated XML format. Additionally, the
processors are connected by features and requirements to implement explicit depen-
dencies. A processor the script developer selected can only run after all its required
features have been provided by other processors. OTAWA automatically selects an
execution order for these processors if they are not explicitly referenced in the script.

The scripts are also the place to configure a model of the hardware - describing
the execution stages of the processor, the pipelining model, memory architecture, etc.
Additional hardware elements such as branch prediction and caches can be supported
by enabling additional features through processors. However, OTAWA only offers very
simple hardware models out of the box. Providing a comprehensive model of a realistic
microcontroller requires extensive engineering work to support all relevant aspects of the
hardware. Moreover, hardware vendors are secretive about their intellectual property,

8www.otawa.fr. We used and modified version 0.9, downloaded on June 10th 2016, from the
mercurial repository. The software is available and may be modified under the GNU Lesser General
Public License (LGPL).
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providing only information necessary for programming the device. For example, the
instruction cache is usually just described by size and connection to be CPU, such as a
16kB L1 cache. Necessary details like the associativity and replacement strategy are
not disclosed to the developer. For these reasons, a gap remains between the execution
hardware and the evaluation of static analyses provided by research as ours. However,
the specific workings of other hardware elements are independent of our analyses and
therefore not relevant to us. Their full implementation is beyond the scope of our
work. Instead, we use the simple hardware model in OTAWA to concentrate on specific
analyses and isolated effects and results.

We implemented the following features in OTAWA:

• A criticality analysis according to Brandner et al. [BHJ12], as described in Section
2.5.2.

• All static WCET cache analyses for diversified programs and their common
classification per basic block, as described in Section 5.1, as well as Cullmann’s
non-diverse cache analyses described in Section 2.6.

• Branch prediction analyses for static branch predictors, dynamic branch prediction
according to Puffitsch [Puf16], and our extension for systems subject to diversity,
as described in Section 5.2.

• A dependency feature exports dependencies from the results of the above analyses,
as proposed in Section 4.3. The following analyses were extended to make the
required information available: Set-wise conflict counting persistence analysis
(Section 5.1.6), branch prediction using the static strategy backwards-taken, and
the dynamic strategies local and gshare (Section 5.2.3).

In this chapter, we have presented our diversification engine, a reference diversifying
execution platform with FreeRTOS, a pacemaker case study running on real hardware
and including automated attacks and, finally, our implementation of the static analyses
in OTAWA. With that, we have a complete setup for experimenting with our approach
in a real hardware setting and realistic attack scenarios. This is complemented with
existing benchmarks that can be used for evaluation of WCET analyses. In the next
chapter, we present our evaluation results.
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Our approach has various aspects to it that require validation: The security it provides,
its timing impact, and its impact on static analyses and their precision. These aspects
call each for individual ways to evaluate them suitably. Security and applicability are
best analyzed using a realistic application on specific hardware. Measuring a timing
impact is best on real hardware as well, but with commonly known benchmark programs
that cover isolated timing effects. However, analyzing the effect on static analyses on
complex hardware is challenging due to the limited availability of hardware models for
the static analyzers. We deem providing these models outside the scope of our work.
Moreover, complex hardware also hinders an isolated evaluation of specific analyses,
which reduces the meaningfulness of the results. Therefore, static analyses are best
analyzed on simple hardware models with common benchmark programs. Additionally,
to cover the behavior of speculative hardware without interference from other hardware
with similar effects, it is best to analyze each of them in isolation. We provide an
evaluation that considers these requirements by mainly providing separated analyses
for all aspects we address.

At the start of this chapter, in Section 7.1, we provide information on the benchmark
programs and the execution environments used in our evaluation. We proceed with the
security evaluation in Section 7.2. We start our performance evaluation by providing
results of the static analyses for caches and branch predictors in Sections 7.3 and 7.4,
respectively. In the next step, we show the overall WCET-aware diversity results, com-
bining our static WCET analyses with insertions and optimization applied in systems
with speculative hardware in Section 7.5. To provide another view on the performance
impact of our diversity approach, we present the results of timing measurements on real
microcontrollers in Section 7.6. Finally, the results of the evaluation of our load-time
diversity approach are presented in Section 7.7, also using actual measurements rather
than estimates.
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7.1 Benchmark Programs and Target Hardware

The main performance measure in real-time systems is the WCET of tasks. It is
therefore consequential to align our evaluation of timing with related work in the
field of WCET analysis. The TACLeBench [Fal+16] benchmark suite1 is a program
collection intended to be used for research in WCET analysis. It also combines improved
versions of other benchmarks used in earlier works, such as the Mälardalen benchmarks
[Gus+10]2.

We are using the kernel benchmarks of TACLEBench. These are synthetic programs
that explore many aspects of programming and are independent of specific hardware.
We found that this part of the TACLeBench suite was the one with the most programs
supported by OTAWA. The kernel benchmark programs are 25 (note that [Fal+16]
does not mention crc, but it is part of the referenced version), listed in Table 7.1.
The table also contains the benchmark code size, i.e., processor instructions, and
fragmentation of different levels, i.e., number of functions, and fragments in basic
block level, respectively3, to provide a sense of size and complexity. We used all 25
programs in evaluations that did not involve static analyses, i.e., in Section 7.7. The
benchmarks were partly extended by standard library operations such as division and
memcpy (marked with ⋄) to be compiled for the controller and OTAWA. However, ten
of the programs are not supported for automatic evaluation in OTAWA (marked with
†) due to OTAWA’s restrictions and limitations. Specifically, the use of recursion
and loops with bounds that cannot be determined automatically4 or unbounded loops
cannot be used. Out of the remaining subset, six programs were supported by OTAWA
and its flow analysis tool oRange right away. We modified the rest of the programs
slightly to be able to use them as well, using minor structural changes such as more
explicit loop bounds or a lower call depth (marked with ∗).

The TACLeBench benchmark programs were selected and designed to evaluate
static timing analyses, covering a wide range of specific source code constructs. With the
overall timing in mind, the focus is on the critical path, and most benchmarks are even
single-path programs with all blocks being part of the critical path. Our approach brings
artificial software diversity into the picture, where the evaluation requires less focus on

1V1.9, which is described in the paper, is available as a tag in the repository https://github.com/
tacle/tacle-bench.

2We used the Mälardalen benchmarks for our evaluation in [Fel+17] and [FGG18]. The results
provided here are updated with the new set of benchmarks in all experiments.

3Note that these numbers are taken from the evaluations involving OTAWA on a Linux toolchain
using GCC. When compiling for execution on the microcontrollers we use Clang/LLVM for source
merging, and we include start files and custom standard library functions. Both aspects account for a
higher number of fragments in those experiments.

4We are aware that flow facts can be manually set in OTAWA. However, not in all benchmark
programs the loops can be bounded safely. Additionally, setting the bounds manually for the vast
number of variants we evaluated would impose an unacceptable labor effort.
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Benchmark Code Size (Instructions) Functions Fragments
binarysearch 163 7 11
bitcount† 616 15 31
bitonic† 206 7 11
bsort 167 6 13
complex_updates 255 5 9
countnegative∗ 201 6 12
crc⋄ 284 4 11
fac 83 5 7
fft† 425 10 23
filterbank† 404 5 19
fir2dim∗ 388 5 22
iir 198 4 10
insertsort 240 5 9
jfdctint 595 5 10
lms† ⋄ 391 6 16
ludcmp 659 6 22
matrix1 157 5 13
md5† 2060 17 29
minver∗ 785 7 34
pm† 2131 17 59
prime∗ 364 12 24
quicksort† ⋄ 3054 27 135
recursion† 75 5 7
sha† 1145 13 48
st 460 13 21

Table 7.1: TACLEBench benchmark programs.

the actual semantics of the code. Instead, more variety in control-flow constructs and
different proportions of critical and non-critical areas, i.e, the volume of the program,
are required. To better address this, we extended our benchmarking portfolio by our
own auto-generated benchmark suite (henceforth called AutoBench)5. The AutoBench
programs were created randomly, as follows: An expression could be a simple arithmetic
expression (probability 80%), a function call to an existing (1%) or new function (4%),
an if/else statement (10%) or a loop (5%). The probability that a block ended after
an expression was 1

14−3∗d , with d as the current block depth starting at 1. Using
these parameters, we have created the benchmark programs summarized in Table 7.2,

5We found existing solutions that produce such programs to be unsuited for our setup: GenE
[Wäg+15], which generates benchmarks for WCET analysis, cannot create flow facts for OTAWA, and
because the result is produced in LLVM-IR instead of C code, OTAWA cannot automatically create
flow facts. Decompiling LLVM-IR results in valid C code but without high-level control flow constructs
(e.g., loops), which is also unsuitable for flow fact generation. Csmith [Yan+11] creates benchmark
programs for compilers. However, even with most options disabled, csmith primarily created loop
counter constructs that could not be bound by OTAWA’s oRange tool for flow facts.

126



Chapter 7. Evaluation

constituting programs larger than TACLeBench, and with more complex and nested
control flow structures. The table contains the code size in instructions and the number
of fragments in block-level diversity, analogously to Table 7.1, and the parameters
obtained during the creation of the benchmarks.

Benchmark Expressions Loops Functions Code Size (Instructions) Fragments
auto1 206 9 17 852 46
auto2 341 14 25 1376 73
auto3 287 11 27 1208 63
auto4 274 5 29 1145 59
auto5 188 11 20 840 51
auto6 292 11 7 1037 46
auto7 232 6 15 906 44
auto8 212 17 9 853 46
auto9 169 8 9 663 30
auto10 81 3 7 329 15
auto11 94 3 7 374 18
auto12 292 9 10 1080 56
auto13 76 4 4 299 16
auto14 392 22 23 1571 83
auto15 131 10 9 543 30

Table 7.2: AutoBench benchmark programs.

In addition to the benchmark programs suitable for evaluating the timing aspects,
we used our pacemaker for experiments on actual hardware. The details on the
implementation of that case study can be found in Section 6.4.

As mentioned earlier, our experiments were conducted on different concrete hard-
ware or hardware models. The benchmark programs were compiled towards these
accordingly6. The controllers we successfully tested our diversification were the follow-
ing:

• Hercules LAUNCHXL-TMS57004 (TMS570LS0432, ARM-Cortex-R4, 8-Region
MPU, 384KB Flash, 32KB RAM)7

• Hercules LAUNCHXL2-TMS57012 (TMS570LS1224, ARM-Cortex-R4f, 12-Region
MPU, 1.25MB Flash, 192KB RAM)8

6We use compilation at optimization level -O0. This choice does not impact the timing analyses
or the diversity approach, as both are agnostic of the actual semantics of the code. However, the
benchmark programs are mostly small even without optimization, and the experiments benefit from a
substantial code base to analyze and diversify.

7https://www.ti.com/tool/LAUNCHXL-TMS57004
8https://www.ti.com/tool/LAUNCHXL2-TMS57012
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• TMDX570LC43HDK Hercules™ Development Kit (TMS570LC4357, ARM-Cortex-
R5F, 16-Region MPU, 4MB Flash, 512KB RAM)9

• Crowd Supply HiFive1 Rev B01 (SiFive E31, Open source 32bit RISC-V develop-
ment platform, 8-region MPU - physical memory protection with region locking)10

In experiments with OTAWA, the programs are compiled towards the ARMv7
instruction set as well, resulting in the same instructions for the source code functions.
However, OTAWA assumes a simpler machine, as explained at the beginning of this
chapter. We used a simple five-step pipeline, and all instructions uniformly take
five cycles. That can be seen as the worst-case timing for each instruction. A branch
misprediction penalty and a cache miss penalty both consume ten cycles. The speculative
hardware used in each experiment varies and is explicitly described if assumed to be
present.

We compiled every binary with proper startup code for the target machine, either
for the execution on an actual machine with minimal bare-metal execution initialization
or with FreeRTOS, or for the OTAWA experiments with generic Linux startup code.

7.2 Security

The core purpose of our approach is to increase the system’s security with respect to
the threat of code-reuse attacks. Therefore the first goal of this evaluation is to examine
the effectiveness of the countermeasure. In this section, we present the results of our
security evaluation, using the pacemaker case study that we introduce in Section 6.4.
As laid out in Section 4.1.4, we do so using exploit mitigation experiments and gadget
survival metrics.

We performed the first basic tests using our sample exploit to attack our pacemaker
case study11 - to show that the countermeasure is effective in our example and that
our system setup is robust even under attack. We performed two rounds of exploit
mitigation experiments to evaluate the behavior of the regular system compared to
the diversified one. In the first round, the attack was performed five times - resulting
in a long additional pacemaker shock to the fictive patient every time. That showed
that the attack was robust enough for our experiment. In round two, the same attack
was launched ten more times, now with our diversification in place, and failed every
time. That does not come as a surprise, as the number of samples we can maintain will
always be low compared to the theoretical success probability, as pointed out in Section
4.1.4. What is important here is the reaction of our system to the attack because a

9https://www.ti.com/product/TMS570LC4357
10https://www.sifive.com/boards/hifive1-rev-b
11Both described in detail in Section 6.4.
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crash without recovery would not be acceptable in the example scenario. Even with
recovery, a regular restart would allow denial-of-service attacks. Our experiments had
the following outcomes:

• Prefetch abort (5 times).

• Data abort (2 times).

• Unscheduled reset (2 times).

• Config assert failure issued by FreeRTOS (1 time).

All these kinds of errors caused the pacemaker to reset into the fail-safe mode,
which initializes all peripherals correctly, disables uncritical and potentially dangerous
components (in our case, the communication interface), and relaunches all critical
components. Therefore, our countermeasure is effective in our example, and the
application is robust. However, the mitigation of this attack cannot be taken as a
general claim for all possible attacks. The range of possible applications, vulnerabilities,
and attacks is too large to evaluate sufficiently - and the resourcefulness of attackers is
hard to simulate. Therefore, we go back to the theoretical result of Section 4.1.4 - the
low probability of hitting a gadget by chance - and evaluate that claim with a gadget
survival analysis.

We performed the gadget analysis with the program in its original fragment order and
100 variants with shuffled fragments. Additionally, we used three different fragmentation
levels, making it 303 binaries altogether: Function level, block level with the fragment
boundaries as found in the original binary, and inserted level, where we increased the
fragmentation by applying WCET-aware splitting to the pacemaker control logic

process. Altogether, the instruction section’s size of the application is approx. 77kB,
out of which 56.7kB are the unprivileged part of the OS and our user code (i.e., the
.text section). In the function level, the .kernelTEXT section has 145 fragments, and
in the block level 899. The .text section has 465 fragments in the function level and
1478 in the block level, respectively. The fragmentation increase in the inserted level
only affects the .text section, increasing the number of fragments to 1976.

We performed a gadget search on each program variant using the open-source tool
ROPGadget [SW12], which decompiles the binary and returns a list of short instruction
sequences (the gadgets) and their corresponding start address in the binary. The gadget
search is very broad, returning a large number of gadgets - approx. 4500 in the whole
code base. We reduced this large number by gadgets that include conditional branches,
which we consider non-functional due to their unpredictable behavior. That results in
approx. 430 gadgets in the .kernelTEXT section and 2080 in the .text section12. We

12The numbers are approximate because the ROPGadget search returns almost, but not exactly, the
same number of gadgets for each variant in the same section.
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(b) 100 shuffled variants.

Figure 7.1: Pacemaker case study: Gadget distribution in memory.

analyzed the sections separately because they are diversified separately, and it allows
us to compare the different sizes as well.

Figure 7.1 shows the distribution of gadgets in the original binary and the shuffled
variants at block level. It shows that even with a small number of samples, the gadgets
are spread evenly across their entire section (The .kernelTEXT is located in the lower
part, .text in the upper part. The gap is unused space that belongs to .kernelTEXT).
This result shows that the probability of hitting one specific unique gadget by chance
is, in fact, reciprocal to the section size. That concerns the entire code of both sections
and, therefore, all instructions of the code therein. However, in the pacemaker case
study, there is a third section, .intvecs, which is not diversified because interrupt
vector addresses are at fixed locations. Therefore, eight instructions are always known
to the attacker. However, in our setup, they all jump to the fail-safe handler. That
limits the value of the revealed information considerably, as this is one location the
attacker certainly won’t target.

A determined attacker will perform a deeper analysis of the gadgets to find targets
with a higher probability of success, which are code chunks that are not unique but may
appear multiple times. We performed the analysis similarly to Abbasi et al. [Abb+19],
where gadget-address pairs are collected from all variants, and duplicates of these pairs
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are counted. That leads to the definition of a surviving gadget as a gadget that appears
in the same location in at least two variants. In contrast, other works, e.g., Homescu
et al. [Hom+13], compare the gadgets of the variants to the original program. Although
the method of Abbasi et al. [Abb+19] might deliver less optimistic results, we feel that
this reflects the knowledge of the attacker better - as an attacker will likely encounter a
specific variant in a sample device, rather than obtaining access to the source code for
an original compilation.
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Figure 7.2: Top five gadgets found in most of 100 variants at the same address.
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Figure 7.3: Gadget survival rates.

Figures 7.2 and 7.3 display the results of a gadget survival analysis. Figure 7.2
shows the five best-performing gadgets, i.e., those that were found at the same location
in the highest number of variants. It shows that a few gadgets perform very well. These
are short and common function end gadgets (e.g., first: pop fp, pc and second: mov

sp, fp ; pop fp, pc). In the function level, they are located at the very end of the
section, where always a function end is located. These gadgets are likely not helpful to
the attacker by themselves without any payload instructions. However, the result shows
a clear advantage of the block level compared to the function level and even better the
inserted level : Higher fragmentation can break patterns like these. That is not only the
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case for absolute positioning like in this case, but also relative positioning: Knowing the
location of a function start in the function level, e.g., through an indirect information
leak, automatically reveals the gadgets at the end of the function as well. However,
the mean number of variants a gadget-address pair is found in, ranging from 1.145 in
.kernelTEXT at function level down to 1.126 in .text at inserted level shows that the
best performing gadgets are outliers (geometric means: 1.088 and 1.077, respectively).
Figure 7.3 supports this claim. It shows the percentages of gadgets to be found in
a particular number of variants, grouped by sections. The bars for each section are
very similar, which leads to the conclusion that this corresponds to the statistical
probability that an instruction sequence appears (gadgets contained multiple times),
rather than depending on the fragmentation. Also, at all levels, around 90% of the
gadgets only appear in one variant, i.e., the median for all levels is 1.0. Thus, we expect
the probability of encountering a specific and unique gadget such as a function at the
expected location, to be much lower than 1%.

We conclude that the fragmentation levels are high enough for these large code
bases when it comes to mere guessing by the attacker and that the limitation in this
case is the size of the code section. However, specific positioning patterns can be
countered with higher fragmentation, so block-level fragmentation offers higher security
than the function level. This also matches the theoretical consideration that assuming
the fragments containing targeted gadgets at the front yields higher probabilities for
the attacker, which is countered with higher fragmentation. Also, when the code base is
smaller, the fragmentation has to be made high enough to make sure every instruction
could be located at every position. Insertions are therefore even more useful for smaller
code sections.

7.3 Cache Analyses

In this section, we summarize the results of our evaluation of the static cache analyses
for programs subject to diversity, as presented in Section 5.1. The evaluation has the
following objectives:

1. Validate the central goal: To provide a valid upper WCET bound for all variants
of a benchmark given specific cache dimensions.

2. Quantify the impact of diversity onto the WCET estimates, i.e., the range of
estimates obtained by non-diverse analyses for different variants and the tightness
of the upper bounds provided by our diverse analyses.

3. Compare the results of the different persistence analyses we propose regarding
their initial tightness and susceptibility to diversity. That is, what impact does
the introduced uncertainty have on the analysis result?
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4. Provide an idea and comparison of the computational complexity the different
analyses have, and their corresponding applicability.

We performed the cache analysis evaluation using 100 variants of each the TACLeBench
and AutoBench benchmark programs, diversified at the function level and block level,
as well as 10 variants diversified at the segment level (varying cache line offsets by
prepending NOP instructions). Each variant was analyzed using the simple hardware
model described in Section 7.1, with different cache dimensions. We deliberately chose
smaller cache sizes to be able to analyze cache effects in a setup where actual conflicts
are observable. The cache penalty we assumed in the experiments was ten cycles, i.e.,
twice the instruction execution time. We obtained WCET estimates for each variant
using the following analyses, in addition to estimates of the non-diverse analyses they
are based on:

• must+ferdinand: A combination of our diverse extensions of Ferdinand’s must
analysis and persistence analysis, extended by Ballabriga’s multi-level persistence,
as proposed in Sections 5.1.1 and 5.1.2. We have published this analysis and a
corresponding evaluation in [FGG18].

• must+age-tracking: Our diverse age-tracking conflict counting persistence analysis,
described in Section 5.1.3, combined with the diverse must analysis based on
Ferdinand. The non-diverse analysis by Cullmann [Cul13a], which it is based on,
resulted in the tightest results in our evaluation.

• must+set-wise: Our diverse set-wise conflict counting persistence analysis, described
in Section 5.1.4, combined with a diverse must analysis based on Ferdinand. We
included this analysis as a possible trade-off between precision and analysis
runtime, as it is computationally simpler than age-tracking conflict counting
persistence.

• set-wise: Our diverse set-wise conflict counting persistence analysis, described in
Section 5.1.4, without must analysis. We included this analysis as an even faster
variant of the above analyses. An additional property of this analysis is that it is
applicable to FIFO caches, whereas the must analysis based on Ferdinand is not.
Leaving the latter out allows us thereby to provide results for a FIFO cache as
well.

• all-miss: For each cache size, the worst-case assumption, if there is a cache, is all
miss. The analysis we use here is equivalent to a one-place buffer of cache-line
length, i.e., if there is a cache access, it is assumed to be a miss. We use this
to demonstrate the precision of the other analyses. The buffer itself already
exploits the spatial locality of instructions considerably. Comparing our analyses
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to this analysis allows us to show the further increase of precision achieved with
them. The behavior of this analysis also is dependent on the alignment of the
instructions in cache lines. For that reason, it has to be handled similar to the
others, for each cache size as well as using diverse and non-diverse estimates.

• no-cache: In the absence of a suitable cache analysis, the overall WCET analysis
has to assume a cache miss for every instruction if the concrete addressing of
the instruction is unknown (e.g., when the program is later diversified or even
relocated). That is the baseline for our evaluation. Assuming a cache miss with
every instruction is equivalent to assuming there is no cache or buffering at all.
We implemented this analysis as a cache analysis using a one-instruction buffer.

In the rest of this section, we use the following terminology for the presented WCET
estimates:

• WCETdiv: A WCET estimate using a specific WCET cache analysis proposed by
us for a task in a program that is subject to being diversified (diverse analysis).
This represents an upper bound for all variants of the program using the same
instructions and cache sizes.

• WCETmin: The lowest WCET estimate found among a population of variants
of a benchmark, with the same hardware setting, using a specific WCET cache
analysis for a task in a program that is assumed to be executed without changes
(non-diverse analysis).

• WCETmax: The highest WCET estimate found among a population of variants
of a benchmark, with the same hardware setting, using a specific WCET cache
analysis for a task in a program that is assumed to be executed without changes
(non-diverse analysis). Together with WCETmin, this forms a range of WCET
estimates caused by diversity.

• WCETAM : The WCET estimate of the diverse all-miss analysis. This represents
an upper bound for cache accesses across all possible variants for a benchmark
program and cache dimensions.

• WCETBL: Represents the baseline obtained with the no-cache analysis.

To fulfill the first objective, we validated the results obtained with the imple-
mentations of the analyses mentioned using the following requirements: First, for
each benchmark, analysis, and cache setting, WCETdiv ≥WCETmax holds. Second,
WCETdiv was calculated for every variant, and for every two variants v1 and v2, the
corresponding WCETdiv1 and WCETdiv2 are equal. None of our experiments showed
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a violation of these rules. Additionally, we successfully performed sanity checks for
WCETdiv values across analyses, to validate the implementation, based on the theo-
retical fact that some analyses include others: WCETAM always delivers the highest
estimates of the diverse analyses, must+age-tracking includes a finer conflict counting
than must+set-wise, so its estimates should always be at least as tight. Without a must
analysis, the estimates of set-wise should be higher or equal to those of must+set-wise.
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(b) Cache: SL = 16B, 16 sets, A=4

Figure 7.4: Analysis precision for TACLeBench: WCET estimates assuming block-level
diversity compared to non-diverse range.

The following two sections give an overview of the concrete results obtained with
our evaluation. Section 7.3.1 covers WCET estimates, while Section 7.3.2 presents
analysis runtime results.
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7.3.1 WCET Estimates

Figure 7.4 displays the TACLeBench results of the three persistence analyses including
must analysis, using the exemplary cache sizes SL = 16B, 16 sets, with cache association
A=2 in Figure 7.4a and A=4 in Figure 7.4b. Figure 7.5 shows corresponding results
for AutoBench. All values are normalized with the respective WCETBL. For each
analysis, the values WCETmin, WCETmax, and WCETdiv are arranged from front
to back, in that order. The difference between WCETmin and WCETmax represents
the range of non-diverse WCET estimates across the examined variants, while the
offset on top of WCETmax to WCETdiv approximates the pessimism introduced to
cope with the uncertainty of diversity in the analyses. The results for each benchmark
program are framed by WCETAM , showing the precision gain achieved by the analyses
in comparison to a line-length buffer. The last column shows the arithmetic mean of
all the values across the displayed benchmarks.

We can draw several conclusions from the data: The WCET range between variants
using non-diverse variants is substantial, up to over 10% of the overall execution time in
auto4. This proves that the non-diverse analyses are not applicable to programs subject
to diversification. All diverse analyses are a considerable improvement in precision
compared to WCETBL, which would have to be assumed in the absence of a proper
analysis. They are also far better than WCETAM in most benchmarks, which means
that temporal locality can be leveraged in the cache model of our diverse analyses. Of
the proposed analyses, must+ferdinand, which we published first in [FGG18], performs
worst on average, but not for all benchmarks. As expected, must+age-tracking is at
least as precise as must+set-wise in all experiments. However, they are almost tied for
WCETdiv, which leads to the conclusion that the conflict sets, which are common to
both analyses, are responsible for most of the classifications.

Figure 7.6 displays the data as an over-estimation (WCETdiv/WCETmax − 1),
using must+age-tracking, SL = 16, 16 sets. Figures 7.6a and 7.6b vary different
cache associativities A. The results show that increasing associativity decreases the
pessimism. High associativities allow for the diverse analyses to classify more accesses
as persistent that were only classified so by the non-diverse analyses with smaller
associativities. With A=16, both the non-diverse and diverse analyses show similar
results. That leads to the conclusion that most loops fit easily into the cache even
when assuming the worst-case relative positioning of fragments. Figures 7.6c and
7.6d vary the diversification level at A=2, confirming another conjecture: The more
fragmented the code for diversification, the higher the over-estimation. The differences
are considerable, especially for TACLeBench, with over 15% overhead at block level
compared to just over 1% at function level. The over-estimations also vary heavily
across benchmarks, diversity levels, and cache dimensions, from almost none for some
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(b) Cache: SL = 16B, 16 sets, A=4

Figure 7.5: Analysis precision for AutoBench: WCET estimates assuming block-level diversity
compared to non-diverse range.

to 77% for auto20 with A=2 and at block level. These results strongly motivate our
WCET optimization evaluated in Section 7.5.
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(c) TACLeBench; Cache: SL = 16B, 16 sets, A=2, varying diversity levels
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Figure 7.6: Over-estimation using must+age-tracking analysis.

Table 7.3 broadens the results with averages for more combinations of cache dimen-
sions, diversity levels, and diverse cache analyses. The mean columns of the aforemen-
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tioned figures can be found here as well. Each cell value consists of a normalized average
of WCETdiv for an experiment and the average over-estimation WCETdiv−WCETmax

in percent of WCETmax that was obtained with the observed population of variants
for this experiment. The data presented in these tables supports the findings discussed
so far with the exemplary Figures 7.4, 7.5, and 7.6.

SL sets A block function segment
16 8 1 0.509(6.0) 0.475(4.4) 0.46(2.9)
16 8 2 0.471(17.2) 0.414(7.8) 0.381(1.6)
16 8 4 0.401(10.5) 0.367(3.4) 0.357(0.6)
16 8 16 0.356(2.9) 0.35(1.4) 0.347(0.6)
16 16 1 0.496(10.7) 0.418(6.4) 0.382(1.3)
16 16 2 0.468(22.8) 0.395(11.6) 0.356(0.6)
16 16 4 0.401(13.6) 0.36(3.7) 0.348(0.6)
16 16 16 0.356(2.9) 0.35(1.4) 0.346(0.3)
64 4 1 0.43(9.1) 0.381(5.2) 0.366(3.1)
64 4 2 0.41(14.5) 0.365(6.7) 0.344(1.2)
64 4 4 0.369(7.6) 0.348(2.7) 0.341(0.9)

(a) TACLeBench, must+ferdinand

SL sets A block function segment
16 8 1 0.436(4.3) 0.403(2.5) 0.397(1.8)
16 8 2 0.42(8.5) 0.384(2.1) 0.379(1.6)
16 8 4 0.395(5.6) 0.38(2.4) 0.372(1.4)
16 8 16 0.37(4.8) 0.363(3.1) 0.354(0.6)
16 16 1 0.436(5.6) 0.39(2.4) 0.382(1.6)
16 16 2 0.42(9.9) 0.384(2.9) 0.371(1.4)
16 16 4 0.394(7.7) 0.378(4.7) 0.358(0.8)
16 16 16 0.37(4.8) 0.363(3.1) 0.354(0.9)
64 4 1 0.407(6.8) 0.365(3.1) 0.36(2.3)
64 4 2 0.394(9.4) 0.359(2.9) 0.353(2.0)
64 4 4 0.367(4.9) 0.356(3.5) 0.346(1.5)

(b) AutoBench, must+ferdinand

SL sets A block function segment
16 8 1 0.518(10.7) 0.47(5.9) 0.447(2.5)
16 8 2 0.443(14.2) 0.388(4.3) 0.369(1.1)
16 8 4 0.375(5.0) 0.355(0.9) 0.354(0.9)
16 8 16 0.35(1.2) 0.347(0.6) 0.347(0.6)
16 16 1 0.506(16.3) 0.418(8.6) 0.374(0.8)
16 16 2 0.433(16.1) 0.356(1.1) 0.353(0.6)
16 16 4 0.368(4.8) 0.349(0.9) 0.347(0.6)
16 16 16 0.348(0.6) 0.347(0.6) 0.346(0.3)
64 4 1 0.439(13.4) 0.381(6.1) 0.362(2.5)
64 4 2 0.391(10.5) 0.345(1.2) 0.342(0.9)
64 4 4 0.354(3.5) 0.342(1.2) 0.34(0.9)

(c) TACLeBench, must+age-tracking

SL sets A block function segment
16 8 1 0.444(9.1) 0.402(3.9) 0.39(1.6)
16 8 2 0.405(6.6) 0.384(3.5) 0.373(1.1)
16 8 4 0.384(4.3) 0.378(3.0) 0.368(1.1)
16 8 16 0.359(1.7) 0.355(0.9) 0.354(0.9)
16 16 1 0.444(10.2) 0.392(4.3) 0.376(1.3)
16 16 2 0.405(8.0) 0.383(4.1) 0.367(1.1)
16 16 4 0.383(6.4) 0.374(4.8) 0.356(0.8)
16 16 16 0.359(1.7) 0.355(0.9) 0.354(0.9)
64 4 1 0.413(10.7) 0.366(4.0) 0.358(2.3)
64 4 2 0.381(7.0) 0.359(3.5) 0.351(1.7)
64 4 4 0.363(4.6) 0.354(3.2) 0.345(1.2)

(d) AutoBench, must+age-tracking

SL sets A block function segment
16 8 1 0.52(5.7) 0.483(4.1) 0.469(2.9)
16 8 2 0.444(9.1) 0.399(3.1) 0.383(1.3)
16 8 4 0.377(3.3) 0.358(0.8) 0.358(0.8)
16 8 16 0.35(1.2) 0.347(0.6) 0.347(0.6)
16 16 1 0.506(10.5) 0.422(6.0) 0.384(1.3)
16 16 2 0.433(12.5) 0.358(1.1) 0.357(0.8)
16 16 4 0.368(4.2) 0.351(0.9) 0.348(0.6)
16 16 16 0.348(0.6) 0.347(0.6) 0.346(0.3)
64 4 1 0.439(8.9) 0.384(4.9) 0.367(2.8)
64 4 2 0.391(8.3) 0.346(1.2) 0.344(1.2)
64 4 4 0.354(2.9) 0.343(1.2) 0.341(0.9)

(e) TACLeBench, must+set-wise

SL sets A block function segment
16 8 1 0.444(4.5) 0.408(2.8) 0.401(1.8)
16 8 2 0.405(3.1) 0.384(1.9) 0.381(1.9)
16 8 4 0.385(2.1) 0.38(1.9) 0.376(1.3)
16 8 16 0.362(2.5) 0.355(0.9) 0.354(0.6)
16 16 1 0.444(5.7) 0.393(2.3) 0.384(1.6)
16 16 2 0.405(4.4) 0.384(2.7) 0.374(1.4)
16 16 4 0.383(4.1) 0.376(3.6) 0.359(0.8)
16 16 16 0.359(1.7) 0.355(0.9) 0.354(0.9)
64 4 1 0.413(6.7) 0.366(2.8) 0.362(2.3)
64 4 2 0.381(4.7) 0.36(2.9) 0.354(2.0)
64 4 4 0.363(3.1) 0.356(3.2) 0.346(1.2)

(f) AutoBench, must+set-wise

SL sets A block function segment
16 8 1 0.528(5.4) 0.494(2.7) 0.482(3.0)
16 8 2 0.449(8.7) 0.407(2.8) 0.392(1.6)
16 8 4 0.38(3.3) 0.363(0.8) 0.362(0.8)
16 8 16 0.352(0.9) 0.35(0.3) 0.35(0.6)
16 16 1 0.513(9.6) 0.429(4.9) 0.392(1.3)
16 16 2 0.437(11.8) 0.362(0.6) 0.362(0.8)
16 16 4 0.37(3.6) 0.354(0.6) 0.352(0.6)
16 16 16 0.35(0.3) 0.35(0.3) 0.35(0.6)
64 4 1 0.45(8.4) 0.399(4.5) 0.379(2.7)
64 4 2 0.398(8.2) 0.353(1.4) 0.351(1.2)
64 4 4 0.358(2.9) 0.348(1.2) 0.347(1.2)

(g) TACLeBench, set-wise

SL sets A block function segment
16 8 1 0.449(3.9) 0.414(2.5) 0.406(1.8)
16 8 2 0.41(2.5) 0.39(1.6) 0.386(1.3)
16 8 4 0.389(1.8) 0.386(1.6) 0.382(1.3)
16 8 16 0.365(2.8) 0.357(0.6) 0.357(0.6)
16 16 1 0.449(4.9) 0.398(2.1) 0.39(1.6)
16 16 2 0.41(3.8) 0.39(2.6) 0.379(1.1)
16 16 4 0.387(4.0) 0.381(3.5) 0.363(0.8)
16 16 16 0.361(1.7) 0.357(0.6) 0.357(0.8)
64 4 1 0.42(6.6) 0.379(3.6) 0.374(2.7)
64 4 2 0.388(4.3) 0.372(3.0) 0.365(2.2)
64 4 4 0.369(3.1) 0.366(3.1) 0.354(1.7)

(h) AutoBench, set-wise

Table 7.3: Average normalized WCET over-estimation for different cache sizes and diversity
levels.
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Figure 7.7: WCET cache analysis runtimes comparing cache analyses and associativities.

7.3.2 Analysis Runtime

Figure 7.7 depicts the analysis run times of OTAWA’s overall WCET analysis, averaged
over all variants of a benchmark. The exemplary cache setting is again SL = 16B, 16
sets, and the variants were created at block level. In the figure, there are series for
combinations of all diverse cache analyses and four associativities A. As a reference,
the non-diverse must+ferdinand is depicted as well as a reference, as it is the status
quo in the published version of OTAWA. Runtimes were recorded in a Linux virtual
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machine on a standard laptop with an intel i7 core, and are depicted in ms in log
scale. For all analyses, it is clearly visible that the associativity A is a central factor
for the run time. Higher associativities require more iterations to find fixpoints in the
abstract interpretation algorithm and thus take more time to compute. The connection
between associativity and overall execution time is almost linear. Another result is that
must+ferdinand performs worst when considering the analysis time. In addition to the
bug in Ferdinand’s persistence analysis described by Cullmann [Cul13b] and its worse
average precision, must+age-tracking can clearly be favored over must+ferdinand. As
was expected due to the lower computational complexity, must+set-wise introduces an
additional analysis time improvement, which is even surpassed by set-wise.

7.4 Branch Prediction Analysis

This section provides an overview of the results of our static branch prediction analysis
evaluation. Similar to the cache analysis evaluation in Section 7.3, the evaluation has
the following goals:

1. Validate the central goal: To provide a valid upper WCET bound for all variants
of a benchmark given a specific type of branch predictor.

2. Quantify the impact of diversity on the WCET estimates, i.e., the range of esti-
mates obtained with non-diverse analyses for different variants and the tightness
of the upper bounds provided by our diverse analyses.

3. Provide an idea and comparison of the analysis times, and the corresponding
applicability.

Analogously to the cache analyses, we performed all experiments with at least
100 benchmark variants diversified at function level and block level, and 10 variants
diversified at segment level. The fragments are aligned at instruction size (4 Bytes).
We used the simple hardware model described in Section 7.1, accompanied by a
branch misprediction penalty P = 10, which is twice the number of cycles of a single
instruction. Our model of dynamic branch prediction uses a 2-bit saturating counter,
and the analyses are applied in loops scopes in addition to the global scope. The
analyses under evaluation are the same as we have published in [FZG19], presenting
almost identical results. However, the experiments have been re-run with the hardware
model harmonized with the other static analyses in this thesis and the presented set of
benchmarks. The following branch predictors were used for evaluation:

• all-correct: This artificial type of branch predictor always knows the correct
answer and serves as a guide value for us to see how predictor analysis results
manage in the actual range of predictions.
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• all-mispredict: The opposite of all-correct, it is always wrong, and its result
WCETmis is the upper end of the range of possible mispredictions. It serves
as our baseline the results are normalized and displayed with. It is also the
worst-case assumption a WCET analysis would have to make in the absence of a
suitable analysis, if diversity is applied and the utilized branch predictor depends
on instruction addressing.

• backwards-taken (bt): The most relevant static branch predictor that is address-
dependent and whose behavior is therefore influenced by diversity. We propose
an analysis in Section 5.2 that is capable of handling diversified programs.

• all-taken and none-taken: These static branch predictor strategies are taken along
for setting a context for backwards-taken.

• dynamic-local, dynamic-gshare, dynamic-GAg: These are the three dynamic
branch prediction strategies, with non-diverse static analyses proposed by Puffitsch
[Puf16] (See Section 2.7), and diverse analyses presented by us in Section 5.2.2.

• dynamic-fast: As Puffitsch [Puf16] proposed, this analysis takes a short circuit by
assuming all conflicts and possible branch histories. That makes it less precise, but
reduces the analysis times. We include this analysis, which is address-independent,
to provide reference values for our analyses.

The analyses for backwards-taken, dynamic-local, and dynamic-gshare, the address-
dependent predictors, were executed using non-diverse and diverse analyses for each
variant. Using these, we could validate our diversification and analysis implementations
regarding our first goal using the following requirements: First, for all diverse analyses,
the estimates for all variants of a benchmark, using the same hardware and the same
diversification level, come up with the same resulting WCETdiv. This is true for the
address-independent analyses as well. Secondly, WCETdiv is always larger or equal
to the highest estimate of the non-diverse analysis, WCETmax among the population
of variants (WCETmin is the corresponding lowest estimate). That means that the
estimates of the diverse analyses deliver an upper bound for all variants, no matter
which variant is analyzed.

With this basis for our evaluation established, we present the results in the following
sections, where Section 7.4.1 covers the analysis precision and 7.4.2 covers the analysis
run-times.

7.4.1 WCET Estimates

Figure 7.8 shows the WCET estimates obtained using different static branch predictors,
normalized with the result WCETmis of all-mispredict as the definite upper bound, using
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Figure 7.8: WCET estimate precision for static branch prediction.

block-level diversity. The whole potential of branch predictors (using our hardware
model) is the difference between all-correct and all-mispredict. On average, with
TACLeBench, all-mispredict is 9.8% above all-correct. For AutoBench, this is higher, at
17.3%, due to the higher complexity of control flow constructs. The ranges between
WCETmin and WCETmax with backwards-taken vary considerably. crc exhibits the
highest range with 11,4%, while it is 2,7% on average, with both TACLeBench and
AutoBench. WCETdiv is only slightly above WCETmax (0.2% with both TACLeBench
and AutoBench). There is no inherent additional pessimism involved in the diverse
analysis, and there is a high chance of finding variants behaving close to the worst case
among 100 variants. The range between WCETmin and WCETdiv is the potential
for the WCET optimization proposed in Section 4.3 and evaluated in Section 7.5.
WCETdiv for TACLeBench is on average 5.5% lower (11.9% for AutoBench) than all-
mispredict. This is a major improvement considering all-mispredict has to be assumed
in the absence of a diverse analysis. The general potential of branch prediction and
the impact of diversity on it can even be expected to be higher with deeper processor
pipelines and higher memory latencies.
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Figure 7.9: WCET estimates precision for dynamic branch prediction.

Figure 7.9 shows the normalized results for dynamic branch predictors using a
BHT with 16 entries (n = 4). The values WCETdiv, WCETmax, and WCETmin of
the address-dependent predictors dynamic-local and dynamic-gshare are depicted in
front of each other in that order. Additionally, dynamic-GAg and dynamic-fast are
each represented by a single bar. Again, the absolute results vary considerably across
benchmarks, which supports the need to have a proper branch prediction analysis as part
of the overall WCET analysis. On average, even the worst-performing analysis dynamic-
fast allows for estimates that are 3.7% (TACLeBench) and 9.6% (AutoBench) lower than
all-mispredict. However, the finer-grained analyses dynamic-GAg and dynamic-gshare
gain little additional improvement. The possible conflicts identified by the analyses
result in large persistent sets. That is already the case for Puffitsch’s original non-diverse
analysis, leaving small potential to excel for new diverse variants. With dynamic-local,
the range between WCETmin and WCETmax is higher, where WCETmax is on average
1.6% higher than WCETmin in both TACLeBench and AutoBench. crc has the highest
range with 14.4%. WCETdiv is on average 0.3% higher than WCETmax, which shows
that it is likely with the surveyed number of variants to produce a variant that exhibits
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worst-case behavior. The difference between WCETmin and WCETdiv again leaves
room for WCET optimization to improve the estimates.

Table 7.4 provides average results for all our experiments using both benchmark
sets, four different BHT sizes and the diversity fragmentation levels block, function and
segment level. The values as depicted are WCETdiv normalized with the respective
WCETmis and averaged over the variants of a benchmark. For the address-dependent
predictors, numbers in brackets represent the percentage by which this value over-
estimates the average WCETmin and WCETmax, respectively. We take the following
insights from the results: As expected, the significant range in estimates discussed
before with backwards-taken is only to be seen at block level. This is because there are
no conditional branches between functions.

In the results for dynamic-local, it can be seen that WCETdiv is independent of the
BHT size. The least significant bits make the difference in inter-fragment persistent sets.
With larger BHT sizes, the distance to WCETmax increases, as conflicts become less
likely within the variant population, but have to be considered in the diverse estimate.
Using diversity with lower fragmentation decreases the range and the over-estimation
of WCETdiv, as inter-fragment conflicts within scopes are reduced as well. This shows
that, indeed, the analysis is able to leverage available addressing information. It also
reveals the potential of WCET optimization. In total, the results for dynamic-local
show that the analysis is applicable and shows significant improvement over not only
all-mispredict, but also over dynamic-fast, which over-approximates the other dynamic
predictors with much less effort.

The estimates of dynamic-GAg and dynamic-gshare worsen with larger BHT size,
although the reality is likely the opposite. That is because the number of possible branch
histories |H| increases with history length, which also increases the initial mispredictions
that have to be assumed for each persistent set. This number often exceeds the total
executions of the branches, this way making many constraints obsolete. The analyses
(diverse and non-diverse) are not able to counter this effect noticeably by identifying
non-conflicting branches and finding small persistent sets. The diversity fragmentation
does not appear to have an effect on the results. Note that dynamic-gshare is the only
predictor where the range between WCETmin and WCETmax is non-zero at segment
level. This is because the indexing with addresses is address-dependent, but branch
histories are not, which creates a dependence on absolute addresses. Lastly, the results
of dynamic-fast (which assumes the full range of BHT conflicts and initial histories)
are higher but close to the estimates obtained with dynamic-GAg and dynamic-gshare.

To conclude the evaluation of dynamic predictors, our results show that the existing
analyses for dynamic-local and dynamic-gshare are indeed invalidated by diversity.
Dynamic-local provides significant improvement compared to dynamic-fast, which would
be the best address-independent analysis for the dynamic predictors. The improvement
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Strategy BHT size ARM ARMFunc ARMSeg
all-correct 0.911 0.912 0.911
backwards-taken 0.946(2.9/0.2) 0.926(0.0/0.0) 0.925(0.0/0.0)
dynamic-local 16 0.947(1.9/0.3) 0.937(0.5/0.2) 0.931(0.0/0.0)
dynamic-local 32 0.947(1.9/0.4) 0.936(0.6/0.4) 0.931(0.0/0.0)
dynamic-local 256 0.947(1.7/1.6) 0.936(0.5/0.4) 0.931(0.0/0.0)
vlocal 64 0.947(1.8/0.7) 0.936(0.5/0.4) 0.931(0.0/0.0)
dynamic-gshare 16 0.967(0.2/0.0) 0.967(0.2/0.0) 0.967(0.2/0.0)
dynamic-gshare 32 0.974(0.5/0.0) 0.974(0.4/0.0) 0.974(0.5/0.0)
dynamic-gshare 64 0.98(0.5/0.0) 0.98(0.4/0.0) 0.98(0.4/0.0)
dynamic-gshare 256 0.987(0.5/0.0) 0.987(0.2/0.0) 0.987(0.0/0.0)
dynamic-GAg 16 0.967 0.967 0.967
dynamic-GAg 32 0.974 0.974 0.974
dynamic-GAg 64 0.98 0.98 0.98
dynamic-GAg 256 0.987 0.987 0.987
dynamic-fast 16 0.969 0.969 0.969
dynamic-fast 32 0.975 0.975 0.975
dynamic-fast 64 0.981 0.981 0.981
dynamic-fast 256 0.989 0.989 0.989

(a) TACLeBench
Strategy BHT size ARM ARMFunc ARMSeg
all-correct 0.857 0.858 0.857
backwards-taken 0.894(2.8/0.3) 0.876(0.0/0.0) 0.874(0.0/0.0)
dynamic-local 16 0.896(1.8/0.3) 0.89(0.5/0.2) 0.886(0.0/0.0)
dynamic-local 32 0.896(1.8/0.3) 0.886(0.5/0.2) 0.882(0.0/0.0)
dynamic-local 256 0.896(1.7/0.9) 0.886(0.5/0.3) 0.882(0.0/0.0)
vlocal 64 0.896(1.7/0.4) 0.886(0.5/0.2) 0.881(0.0/0.0)
dynamic-gshare 16 0.903(0.2/0.0) 0.904(0.1/0.0) 0.903(0.0/0.0)
dynamic-gshare 32 0.91(0.3/0.0) 0.91(0.2/0.0) 0.91(0.3/0.0)
dynamic-gshare 64 0.916(0.2/0.0) 0.917(0.1/0.0) 0.916(0.0/0.0)
dynamic-gshare 256 0.93(0.1/0.0) 0.93(0.0/0.0) 0.93(0.0/0.0)
dynamic-GAg 16 0.903 0.904 0.903
dynamic-GAg 32 0.91 0.91 0.91
dynamic-GAg 64 0.916 0.917 0.916
dynamic-GAg 256 0.93 0.93 0.93
dynamic-fast 16 0.904 0.904 0.904
dynamic-fast 32 0.91 0.911 0.91
dynamic-fast 64 0.919 0.919 0.919
dynamic-fast 256 0.937 0.938 0.937

(b) AutoBench

Table 7.4: Average normalized WCET estimates for different branch prediction strategies
(overhead to W CETmin/W CETmax in brackets).

introduced by dynamic-gshare and dynamic-GAg, however, is small. Resorting to
dynamic-fast delivers similarly tight results. But if need be, our analysis delivers the
most precise results that are valid for all variants.

7.4.2 Analysis Runtime

With every experiment, we measured the analysis time of the overall WCET analysis
using OTAWA. Figure 7.10 shows the runtimes of the diverse analyses for dynamic
branch predictors (The analysis times of the non-diverse analyses are consistent with the
complexity estimated in [5]). We included backwards-taken for reference, as the static
branch predictor strategies only affect the overall analysis time marginally. For each
predictor, the diagrams display results for four different BHT sizes (Lighter marks with
higher values represent a larger BHT). The analyses do not scale well with increasing
BHT sizes. They do not increase the complexity of the persistent set creation algorithm,
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(b) AutoBench; varying BHT size; Block-level diversity

Figure 7.10: WCET branch prediction analysis run-times.

as conflicts can be decided efficiently with an additional factor of O(n). However, the
complexity of M(B, I) is increased by 2n, and this function executes up to its full
complexity more often than the persistent set creation. For large BHT sizes, it might
therefore be advisable to resort to dynamic-fast. In the case of dynamic-gshare and
dynamic-GAg, this goes along with the low chance of significant improvement of the
WCET estimates over dynamic-fast.
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7.5 WCET-aware Diversity: Impact on WCET estimations

In this section, we evaluate the impact of our WCET-aware diversity approach on WCET
estimates. More specifically, we evaluated the timing impact of WCET-aware splitting
and WCET optimization, as described in Sections 4.2 and 4.3: Insert instructions in
non-critical areas to increase security, and strategically merge fragments to tighten the
WCET estimates, where they may have been impacted by diversification.

The objectives of this final part of the evaluation are the following:

1. Assess the feasibility of the insertion rate heuristic for WCET-aware splitting
in terms of fragment increase without WCET impact, compared to the greedy
insertion approach as a baseline.

2. Evaluate the impact of WCET-aware splitting on the WCET estimates.

3. Evaluate the WCET improvements achieved by our proposed WCET optimization
for all hardware architectures with optimization potential due to their address
dependence.

For the evaluation, we performed a large number of experiments using our diversifi-
cation engine and OTAWA: The benchmark programs of TACLEbench supported by
OTAWA and those of AutoBench were compiled and analyzed with several parameters
varied. As fragmentation levels, we used the following: The block level, where all
unconditional jumps and returns are the fragment boundaries, as originally available in
the code. That serves as the base level. The inserted level has increased fragmenta-
tion, achieved through applying the insertion rate heuristic on the benchmark’s main
function (which contains almost the entire code). The optimized levels are obtained by
applying our WCET optimization on the program at inserted level. With the fragment
dependencies delivered by the static analyses, too many merge steps are possible in
some cases. Therefore we compare different limits: optimized-1 has at most 1% of
the fragments merged, and optimized-5 and optimized-10 have at most 5% and 10%
merged, respectively. To observe an effect in smaller benchmarks as well, we set the
minimal number of merges to one, as long as dependencies are available. Note that in
benchmarks with low fragmentation, i.e., some of the TACLEbench programs, these
levels may result in the same number of fragments. At last, we performed experiments
with the greedy insertion, resulting in binaries on greedy-inserted level. The hardware
architectures we used to evaluate are caches of different sizes, a branch predictor with
backwards-taken strategy, and branch predictors with the dynamic strategies dynamic-
local and dynamic-gshare with varying BHT sizes. These are all architectures where
we identified the potential to optimize due to the address dependence of the static
analyses. In the experiments employing caches, we have multiple analyses at hand. The
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(a) TACLeBench; Cache SL = 16B, 16 sets, A=2
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(b) AutoBench; Cache SL = 16B, 16 sets, A=2

Figure 7.11: Insertion rate vs. greedy insertion: Fragment numbers and compilation times.

results presented in Section 7.3 show that must+age-tracking analysis clearly performs
best. For that reason we obtained the results presented here with that analysis. The
intermediate timing analyses to obtain dependencies for WCET optimization were
performed with the less precise but faster set-wise analysis.

We use the terminology introduced in Sections 7.3 and 7.4. For the binaries of each
benchmark, hardware, and level, we obtained the following WCET estimates: WCETdiv

is obtained using the respective diverse WCET analyses. An estimate WCETorig is
created with a non-diverse analysis of the original program. Estimates are also obtained
for 20 variants of the diversified program, resulting in the range WCETmin ..WCETmax.
Altogether, we created more than 42900 estimates.

For the first evaluation objective, the results are shown in Figure 7.11. There, the
fragmentation in form of an absolute number of fragments is depicted in log scale,
together with the compilation time to create the binary in ms, in another log scale on
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the right y-axis. The compilation time includes the whole process described in Section
4.2, with all activities of the diversification engine, including timing analyses using
OTAWA. As an example, we chose a cache architecture. Filled markers represent the
fragment numbers at different levels, and empty markers represent the compilation
time to reach the results, levels aligned vertically.

In Figure 7.11a, we can see our main reason for including the AutoBench programs
in the evaluation: The TACLeBench benchmark programs are mostly very focused on
one computation result in single-path benchmarks, and therefore they have most of
the code on the critical path. Hence, there is none to little space left for insertions
when the WCET shall stay unaffected13. The greedy insertion algorithm reaches an
average fragment increase of 7%, while the insertion rate heuristic reaches 16%. This
differs significantly from the results of the AutoBench programs, presented in Figure
7.11b. These programs contain more parallel sub paths in their control flow structures.
The greedy insertions amount to an average increase of 374%, and the insertion rate
heuristic reaches 518%. To sum up, the results of both benchmark suites show that
the fragmentation increase due to the insertion rate heuristic and the greedy insertions
are in the same order of magnitude. In many cases, the insertion rate even performs
better than the greedy algorithm, which may prematurely terminate after finding a
local maximum. On the other hand, it is clearly visible why the greedy algorithm can
only serve as a baseline for our experiments: The compilation time does not scale well
with the code size and complexity, as multiple timing analyses are necessary. In many
benchmarks, the times are by orders of magnitude higher than those of the insertion
rate heuristic. With this result in mind, the following experiments were performed
using the insertion rate heuristic.

Figures 7.12, 7.13, 7.14, 7.15, and 7.16 show the WCET estimates at the levels
block level, inserted level, optimized-1, and optimized-5 for different kinds of speculative
hardware (we included more diagrams in Appendix B), which we discuss in more
detail below. They display the data as follows: The values are normalized with the
estimate WCETorig of the original binary, analyzed with the respective analysis for
regular, i.e., non-diversified, programs. In that sense, the diagrams display an overhead
compared to a toolchain that does not incorporate diversity. That is what a developer
introducing this countermeasure would have to expect as a change. The following
charts demonstrate that this value serves as a suitable normalization baseline because
the original program is one of the best-performing variants in most cases with the
hardware models used. The filled markers show WCETdiv, where the values for the
block level correspond to the results discussed in Section 7.3 and Section 7.4. The white

13In [Fel+17], we presented results with a higher WCET limit to allow insertions on the critical path,
which would be the way to go when higher fragmentations are desired in such situations. Here, we
decided to include the AutoBench benchmarks instead to observe the WCET-aware splitting with a
broader view.
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(c) Cache: SL = 16B, 16 sets, A=4

Figure 7.12: TACLeBench: Insertion and optimization results with different caches.

markers are the average estimates using the non-diverse analyses for all variants, and
the deviation bars depict the range between WCETmin and WCETmax. As the bars
were created using a population of 20 variants, the real values are likely to be further
apart. The difference WCETdiv −WCETmax indicates additional pessimism due to
uncertainty in the analysis. WCETdiv −WCETorig is the overhead observed when
comparing the diverse analyses with the unprotected program.
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(c) Cache: SL = 16B, 16 sets, A=4

Figure 7.13: AutoBench: Insertion and optimization results with different caches.

Figure 7.12 depicts the estimates for the TACLeBench programs and different
caches settings, with SL = 16B (four instructions per line), 16 sets and A = 1, A = 2,
and A=4. The results show that the heuristic performs well in identifying promising
locations for optimization and that a low number of fragment merges is enough to
reach considerable improvement. The level optimized-1 reduces the average overhead
of the diverse estimate compared to WCETorig by approx. 30% for A=1, by 43% for
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A=2 and 32%, for A=4. The pessimism was reduced as well, by 21%, 37%, and 40%,
respectively. The other evaluated cache sizes show similar results.

The optimization shows very different behavior for the benchmarks. Just like the
over-estimation itself, it depends significantly on the individual program. For example,
using A=2 and the binarysearch benchmark, the optimization reduces the overhead
by 90%. It also eliminates the bad-performing variants, which can be recognized
from the lower deviation bars in the chart. With A = 1, the optimization does not
have an observable effect, even at higher insertion rates. Apparently, the conflicting
loop is not identified as a dependency at all. Another finding is the difference in the
optimization performance for the different cache sizes. Although significant relative
overhead reductions are possible on all levels, the absolute improvements decrease with
the cache size. The reason is the higher number of benchmarks where our analysis
is already able to classify most blocks as persistent even at block level. There is no
additional pessimism to optimize away in many cases. Large loops that do not even
fit the A=4 cache, such as in the jfdctint benchmark, are rare. Finally, it is worth
noting that the optimization reaches similar improvements for the different improvement
levels because the benchmark programs are small. In many cases, the rule that at least
one merge should be performed results in the same benchmark for all levels.

In Figure 7.13, the results of the optimization experiments with caches are depicted
for the AutoBench programs. Overall, these show the same findings as with the
TACLebench benchmarks: Significant relative improvements are possible, with great
differences in individual benchmark behavior. For A = 1, optimized-1 even reduces
the overhead by 48%. As these programs are larger and in higher optimization levels
more fragments are actually merged, they even increase the effect: optimized-5 reaches
78% reduction and optimized-10 86%. Still, it is clear that the heuristic prioritizes
correctly. With higher numbers of fragment merges the additional reductions decrease,
which means that the best dependencies are picked first. In the experiment with A=4,
benchmark auto7 is an outlier, where the WCET-aware splitting caused an increase in
the WCET estimate. For this reason, the optimization success of optimized-1 seems low,
although there was a positive impact on other benchmarks. An interesting effect can be
observed with several benchmarks when using the A=1 cache: Here, the optimization
eliminated the worst variants, including the original program, from the possible range
of variants so that the diverse estimate is below that of the original program. Our
WCET optimization of the fragmentation therefore managed to improve the WCET for
non-diverse programs and their analysis as well.

The fragmentation optimization using the backwards-taken branch prediction strat-
egy has produced the results given in Figure 7.14. As it is the least complex and best
predictable hardware we observed, it does not surprise that the optimization is most
successful. The worst-case estimate for all variants can be optimized for almost all
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Figure 7.14: Insertion and optimization results with backwards-taken branch prediction.

benchmark programs, with average overhead reductions of 67% for TACLeBench and
84% for AutoBench using optimized-1, and 73% and 98% using optimized-5, respectively.
When merging at most 10% of the fragments using optimized-10, the average diverse
WCET of the AutoBench benchmarks was below the average original non-diverse
benchmark. That means that in this setup, the WCET-aware diversity has a positive
impact on the worst-case overall.

The behavior of dynamic branch predictors is much harder to predict, and the results
of Section 7.4.1 showed that the WCET estimates using static analysis are far from
the average (and possibly worst-case) performance that can actually be expected from
the hardware. The goal of our analysis was to provide estimates that are valid upper
bounds for all variants of a diversified program, as close as possible to the worst-case
to be found for specific variants by the non-diverse analysis. This was successful, but
to a great part owing to the fact that the non-diverse analysis assumes a large number
of conflicts already. For this reason, the ranges of estimates between variants are small,
as well as the additional pessimism on top of the highest estimate found among the
variants. We argued that there is enough room for optimization for dynamic-local, but
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Figure 7.15: Insertion and optimization results with dynamic-local branch prediction (BHT-
size: 16).

dynamic-gshare does not have enough potential. For the sake of completeness, and
because the implementation is quite generic, we evaluated both. The results can be
seen in Figures 7.15 and 7.16.

For dynamic-local, we observed that the optimization potential, albeit comparably
small, can be exploited very well by the improvement heuristic. With optimized-1,
the overhead was reduced by at least 58% on average for the explored BHT sizes
and benchmark suites. The best improvement was observed for BHT size 16 and the
TACLeBench suite, with a 73% overhead reduction. Using the levels optimized-5 and
optimized-10 reduced the estimates even further, with 96% reduction as the best result
observed with optimized-10 in AutoBench. Again, for a few of the benchmarks, the
new WCET estimate for all variants is below the estimate of the original variant.

When using dynamic-gshare, the impact of the optimization as an improvement of
the overall WCET is measurable but not worth the trouble. The potential is simply
not large enough, so in our experiments, the heuristic did not identify locations with
considerable impact. Large numbers of possible branch histories make it challenging to

155



7.5. WCET-aware Diversity: Impact on WCET estimations

bin
ary

sea
rch bso

rt

com
ple

x_
up

da
tes

cou
ntn

ega
tiv

e crc fac

fir2
dim iir

ins
ert

sor
t

jfd
cti

nt

lud
cm

p

matr
ix1

minv
er

pri
me st

mean

100

100.2

100.4

benchmark

R
el

at
iv

e
W

C
ET

(%
)

Block level Optimized ≤ 1%
Inserted level Optimized ≤ 5%

(a) TACLeBench

au
to1

au
to1

0
au

to1
1

au
to1

2
au

to1
3

au
to1

4
au

to1
5

au
to2

au
to3

au
to4

au
to5

au
to6

au
to7

au
to8

au
to9 mean

97

98

99

100

benchmark

R
el

at
iv

e
W

C
ET

(%
)

(b) AutoBench

Figure 7.16: Insertion and optimization results with dynamic-gshare branch prediction (BHT-
size: 16).

identify relative distances for branch pairs without potential conflict. And if found, the
number of initial mispredictions for each persistent set reaches the total count of the
loop before the branches now made independent can pay out.

In Table 7.5b, average values for all hardware elements we evaluated can be found.
Here, the first number is the overhead normalized with WCETorig, averaged over all
benchmarks for a specific hardware and level. In brackets is the mean percentage by
which WCETdiv exceeds WCETmax, i.e., the pessimism.

In summary, our evaluation demonstrated that WCET optimization, with the
corresponding definitions of dependencies as part of the static analyses, works as
intended. It is capable of compensating a very large proportion of the negative impact
that fine-grained diversity has on the worst-case timing of systems with speculative
hardware. The optimization is well able to tighten the WCET results for diverse
programs with only minor reductions in fragmentation. That allows meeting the
security requirement at the same time. Our insertion rate heuristic even allows
increasing the fragmentation to a very large extend without impacting the WCET.
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That can be used to compensate the fragment merges or increase the fragmentation of
smaller benchmarks with a low number of fragment boundaries.

Hardware Block Inserted Optimized Level
Level Level 1% 5 % 10 %

backwards-taken 3.41 (0.41) 3.41 (0.38) 1.12 (0.26) 0.9 (0.25) 0.71 (0.19)
dynamic-gshare; BHT-size:16 0.03 (0.0) 0.03 (0.0) 0.03 (0.0) 0.03 (0.0) 0.03 (0.0)
dynamic-gshare; BHT-size:32 0.47 (0.0) 0.47 (0.0) 0.47 (0.14) 0.47 (0.0) 0.47 (0.0)
dynamic-gshare; BHT-size:64 0.0 (0.0) 0.0 (0.0) 0.0 (0.0) 0.0 (0.0) 0.0 (0.0)
dynamic-local; BHT-size:16 1.98 (1.22) 1.98 (1.21) 0.54 (0.39) 0.54 (0.4) 0.49 (0.51)
dynamic-local; BHT-size:32 2.05 (1.03) 2.05 (1.77) 0.61 (0.53) 0.61 (0.58) 0.55 (0.44)
dynamic-local; BHT-size:64 2.09 (2.03) 2.09 (1.7) 0.71 (0.6) 0.71 (0.5) 0.65 (0.56)
must+age-tracking; SL = 4; 8 sets; A = 1 21.85 (12.08) 21.88 (11.27) 13.86 (9.39) 12.83 (8.65) 12.34 (8.65)
must+age-tracking; SL = 4; 8 sets; A = 2 22.7 (13.99) 22.81 (14.54) 15.45 (11.07) 13.69 (9.73) 12.9 (9.2)
must+age-tracking; SL = 4; 8 sets; A = 4 6.93 (5.23) 6.94 (5.17) 5.89 (4.22) 5.85 (4.05) 4.63 (3.35)
must+age-tracking; SL = 4; 16 sets; A = 1 37.59 (17.44) 37.63 (18.07) 26.41 (13.75) 23.28 (12.86) 22.29 (11.6)
must+age-tracking; SL = 4; 16 sets; A = 2 23.54 (16.26) 23.55 (16.08) 13.33 (10.22) 13.08 (9.78) 11.82 (8.22)
must+age-tracking; SL = 4; 16 sets; A = 4 6.58 (4.76) 6.59 (4.86) 4.48 (2.86) 4.47 (2.83) 4.29 (2.74)

(a) TACLeBench
Hardware Block Inserted Optimized Level

Level Level 1% 5 % 10 %
backwards-taken 2.37 (0.46) 2.37 (0.39) 0.39 (0.15) 0.04 (0.04) -0.07 (0.01)
dynamic-gshare; BHT-size:16 0.0 (0.0) 0.0 (0.0) 0.0 (0.01) 0.0 (0.01) 0.0 (0.01)
dynamic-gshare; BHT-size:32 0.01 (0.0) 0.01 (0.0) 0.01 (0.01) 0.01 (0.01) 0.01 (0.01)
dynamic-gshare; BHT-size:64 0.0 (0.0) 0.0 (0.0) 0.0 (0.0) 0.0 (0.0) 0.0 (0.0)
dynamic-local; BHT-size:16 1.04 (0.39) 1.04 (0.42) 0.37 (0.36) 0.05 (0.08) 0.04 (0.1)
dynamic-local; BHT-size:32 1.62 (1.08) 1.62 (0.73) 0.66 (0.28) 0.31 (0.1) 0.31 (0.12)
dynamic-local; BHT-size:64 1.63 (0.96) 1.63 (1.17) 0.67 (0.45) 0.24 (0.1) 0.24 (0.1)
must+age-tracking; SL = 4; 8 sets; A = 1 15.58 (9.21) 15.58 (10.22) 8.3 (6.15) 3.04 (3.83) 2.06 (2.85)
must+age-tracking; SL = 4; 8 sets; A = 2 10.08 (7.2) 10.08 (6.41) 6.11 (4.61) 4.88 (4.08) 4.1 (3.54)
must+age-tracking; SL = 4; 8 sets; A = 4 6.04 (4.63) 6.65 (5.16) 6.57 (5.11) 5.07 (4.24) 4.33 (3.68)
must+age-tracking; SL = 4; 16 sets; A = 1 20.99 (11.96) 20.99 (12.26) 10.87 (7.89) 4.6 (4.77) 2.93 (3.68)
must+age-tracking; SL = 4; 16 sets; A = 2 11.54 (9.06) 11.54 (8.47) 7.21 (5.5) 5.87 (5.08) 4.34 (3.71)
must+age-tracking; SL = 4; 16 sets; A = 4 8.78 (6.43) 9.87 (7.69) 9.84 (8.05) 7.64 (6.98) 5.06 (4.47)

(b) AutoBench

Table 7.5: Average results of WCET-aware diversity, normalized with W CETorig at block
level: overhead in percent, pessimism in brackets.

7.6 WCET-aware Diversity: Measured Impact

WCET-aware diversity uses static WCET analysis to achieve its goals, assuming to be
applied in the context of a real-time system where such analyses are used. We, therefore,
deem a safe upper bound of the WCET as the most important timing measure and
thus concentrated our evaluation in the preceding sections on the results of the static
analyses. However, these estimates only offer a partial view of the timing impact,
which gives only an approximate impression without detailed hardware models. In this
section, we present exemplary timing measurements on three different microcontrollers
to add another angle to the evaluation, with the following objectives:

1. Quantify the impact of fine-grained artificial software diversity on the timing of
programs when executed in exemplary microcontrollers.

2. Explore the effect of the WCET optimization of WCET-aware diversity on real
executions but using an approximate hardware model.
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Figure 7.17: Execution time measurements for compile-time diversity on TMS57012 (ARM-
Cortex-R4f).

In our experiments, we used subsets of the TACLeBench kernel benchmarks as
detailed in Section 7.1. For each benchmark, we created a binary without diversification
that results in the measurement ETorig. We also created 20 shuffled variants in function
level and block level. For the controllers using the ARM instruction set, which is
supported by OTAWA for static analyses, we additionally created 20 variants for the
diversification levels after employing WCET optimization, optimized-1 and optimized-5.
Out of these, ETmin, ETmax, and ETmean are the minimum, maximum, and arithmetic
average, respectively, from the execution time measurements obtained using the variants
of a benchmark in a specific hardware setting. Note that we use ET to distinguish the
execution time measurements from the estimates starting with WCET .

WCET optimization uses static analysis to determine execution counts and critical-
ities, but with the simple hardware model as discussed at the beginning of this chapter.
For these experiments, we implemented a default fragment dependency scheme where
we assume a dependency for each fragment pair in both directions. This corresponds
to letting the optimization heuristic prioritize solely based in criticalities and counts,
as described in Section 4.3. We resort to this approximate solution because a detailed
hardware model is not available publicly (and ready to apply in OTAWA)14.

Figures 7.17, 7.18, and 7.19 depict the evaluation results as follows: All measure-
ments are normalized with ETorig, to display the relative ranges on a more convenient
scale. The deviation bars of a benchmark at a certain diversity level display the range
between ETmin and ETmax, and the colored markers are the average values ETmean

among the respective population of variants. In each diagram, the x-label mean depicts
the above values averaged over all benchmarks at a certain diversity level.

14We are working on more precise models of the controller for OTAWA, such as in Wilfred Möller’s
Bachelor’s thesis [Moe20]. At the time of writing, this was not yet properly integrated and validated.
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The first controller we used is the TMS57012, which we also used to evaluate the
pacemaker case study and our load-time diversity (see Section 7.7). As this controller
uses the ARM instruction set, static analyses can be applied to use WCET optimization.
Therefore, we used the subset of 15 TACLeBench benchmarks that OTAWA supports.
The controller does not have a cache but a prefetch unit that can load two instructions
per cycle. How these instructions are aligned is not disclosed in the documentation,
and neither are other architectural properties that might be address-dependent. We set
the branch prediction strategy to none taken. In our experiments, we found that the
execution time results are deterministic, i.e., different experiments with the same binary
resulted in the same number of cycles. However, they are clearly address-dependent.
Figure 7.17 shows the results: The largest deviation of measurements for an experiment
was found with benchmark crc at block-level, ranging from 96.2% to 104.6% of ETorig.
The highest impact of diversity could be found in a variant of benchmark prime at the
function level, with 105.1%. At block level, ETmax was on average 101.7% of ETorig,
which is unexpectedly close to the 101.6 at function level. WCET optimization, even
if very approximate, has a clearly positive impact. It reduces the average ETmax to
100.89% of ETorig in level optimized-1 and to 100.85% in level optimized-5. In another
experiment, we set the branch prediction strategy to pattern history table. We omitted
the results here because they are almost identical. This lets us conclude that the branch
prediction is address-independent and that the timing variations are caused by the
prefetch unit or other pipelining effects.

As a second example, we chose the TMS570LC4357, which is similar to our reference
controller but larger and has a cache. We performed experiments with two different
configurations: In the first, we enabled the branch prediction mode pattern history
tables just as in the experiment with TMS57012, and in the second we enabled the
instruction cache. The cache is a 32KB L1 cache with an 8-word cache line size and
pseudo-random replacement, but again, crucial details to model the controller precisely
are not disclosed. Therefore, we used the approximate optimization as described above
without determining detailed dependencies. Figure 7.18 shows the results.

The results of the first experiment with TMS570LC4357, in Figure 7.18b, have the
same proportions as those using TMS57012 with the same branch prediction settings.
However, the variations are considerably higher: The execution time measurements of
crc at block level range from 94.1% to 116.0%, and ETmax is at block level at 105.8% of
ETorig on average (104.5% for function level). Another observation is that the original
measurements ETorig perform better with this controller than on the TMS57012. At
block level, the average of the average measurement per benchmark is 101% of ETorig,
while it is 99.6% with TMS57012. The other levels perform similarly. Again, our
approximate optimization was able to reduce ETmax considerably, to approx. 103.8%
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Figure 7.18: Execution time measurements for compile-time diversity on TMS570LC43
(ARM-Cortex-R5f).

in the levels optimized-1 and optimized-5, which is 65% of the worst-case overhead at
block level.

In Figure 7.18b, we can see that the timing behavior when including the cache is
address-dependent, but the ranges ETmin and ETmax are smaller than in the previous
experiments so far. It is also worth noting that the fragmentation level clearly has a
large share of the impact of diversity. At function level, ETmax was 100.6% of ETorig

on average, while at block level, it was 101.8% - the overhead almost three times as high.
An interesting observation is that, in contrast to the experiments before, the original
measurement ETorig was the best measurement of all variants of many benchmarks,
which leads to the conclusion that the impact of diversification on the execution time is
mostly negative across the overall population of benchmarks. The last observation to
discuss is the impact of our approximate optimization: There is no noticeable effect to
be found when using this hardware. We performed additional experiments where our
optimization used hardware models including caches with A=1, A=2 and A=3, and
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Figure 7.19: Execution time measurements for HiFive1 Rev B01 (RISC-V).

set numbers corresponding to the overall size, but the results are similar. We conclude
that the cache smoothens out most of the variation effects that can be observed without
caches and which are susceptible to the fragment selection of our optimization. What
is left is address-dependent behavior that we cannot account for. A detailed hardware
model would be necessary to create a suitable analysis to deliver the dependencies for
our optimization.

The last controller we used for this evaluation is the HiFive1 Rev B01. The RISC-V
instruction set is not supported at all by OTAWA. Therefore, these results do not
contain the levels optimized-1 and optimized-5. However, we included the controller
because it presents a property that is interesting for future work: The effect of large
relative distances on the diversification impact. The HiFive1 Rev B01 has 32 Mbit Flash
storage for the program instructions. In addition, it provides 16kB of instruction cache
and 16kB SRAM. In our experiments with HiFive1 Rev B01, only a subset with 12 of
the 25 TACLeBench kernel benchmarks were supported. Most were excluded because
of the missing floating point unit, and some because their data did not fit the SRAM.
Our results in Figure 7.19 show that it suffers from a larger memory gap than the ARM
controllers we used, with a flash memory much slower than the cache. In addition, the
associativity of the cache is apparently low. This results in the following effect: The
execution times are acceptable, ETmax ranges from 86.1% to 116% of ETorig at block
level if the benchmark programs are deployed as bare-metal applications and hence the
code section is small (Section 7.19a). However, if the same code is executed as part of
FreeRTOS with a considerably larger code base, ETmax is on average 305% of ETorig,
with an extreme outlier for md5 with 1405%. This large impact with a possibly very
high worst-case to be expected leads to the conclusion that diversity in its proposed
form is not applicable to large applications on this specific controller. However, with
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Figure 7.20: Load times of benchmarks over binary size.

smaller distances between the fragments, the results are comparable to those of the
examined ARM controllers. We discuss possible solutions to this in Section 8.3.

7.7 Load-Time Diversity

In Section 4.4, we propose an approach for efficient load-time diversity, further con-
cretized for ARM controllers in Section 6.2.1. In this section, we present the experimental
results of the implementation on the Hercules LAUNCHXL2-TMS57012 evaluation
board15. The most important experimental result is that the diversification approach
was demonstrated successfully on all TACLeBench kernel programs and our FreeRTOS
pacemaker case study. Furthermore, we evaluated the load times and memory impact as
the two metrics where load-time diversity behavior inherently differs from compile-time
diversity. Our load-time diversity approach enables executing the same code as in
compile-time diversity. Therefore, there is no conceptually different behavior to be
expected. However, in our example, the code is executed in a different memory - the
controller’s RAM instead of the flash memory, and therefore we also include runtime
measurements.

Figure 7.20 depicts the load times for all benchmarks over their respective code
size. It demonstrates that the loading process - the entire execution of the loader - has
linear complexity but also depends on constant data sizes, the fragmentation, and the
number of addresses to be updated. The straight lines in the chart show the average
load time of approximately 0.2 ms/kB in function-level diversity and 0.31 ms/kB in
block-level diversity. Our pacemaker benchmark requires 26.6 ms to load in block-level
diversity. This is considerably faster than other approaches (e.g., Xifer [Dav+13] with
5.5kB/s on a larger, faster general-purpose device) and enables restarting in fail-safe
mode during operation in many applications.

15We have previously published the results presented in this section in [Fel+20]
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Figure 7.21: Load-time diversity: Memory size measurements.
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Figure 7.22: Load-time diversity: Runtime measurements.

The flash memory overhead (i.e., the binary size) for the diversification of the
programs is shown in Figure 7.21. The sizes for instructions and data as well as the
additional diversification data are shown, compared to the total size of the original
program. The impact of the literal pool transformation is the amount by which the
program sections exceed the 100% line, which is negligible. The diversification data
size is 7.4% of the initial binary size on average for function-level diversity, and 32%
for block-level diversity. The loader itself takes up 6.4kB of flash memory.

We performed run-time measurements during RAM execution with at least 100
variants (different loader executions) of the TACLeBench programs to further evaluate
the impact of the diversity on the execution time. The branch prediction strategy
was left at the default pattern history table. Our measurements are summarized in
Figure 7.22. Each mark represents the average of execution time measurements ETmean
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7.7. Load-Time Diversity

for all executions of a benchmark. The deviation bars show the distribution of these
measurements, from the minimum ETmin to the maximum ETmax. All values are
normalized with the measurement ETorig obtained using the non-diversified program.
The results show that the execution time of all variants is on average only slightly
higher than that of the initial variant (0.01% at the function level and 0.03% at the
block level). The average ETmax is 0.86% higher than that of the original variant
for function-level diversity, and 0.87% for block-level diversity. The highest increase
was observed for bitcount at block level, with 3.2%. Compared to the results of
compile-time diversity, there is a smaller performance impact of load-time diversity
on the reference controller. The average execution times ETmean are lower. Also, the
average ETmax is approximately half of that in the compile-time experiment.
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8 Conclusion

This section concludes this work, starting with a brief summary of our results. Subse-
quently, we discuss our proposed approach along with the criteria we have defined in
the introduction of this thesis. Finally, we give an outlook into open topics and ideas
for future work in the context of this work.

8.1 Summary

In this thesis, we have proposed WCET-aware diversity, a countermeasure against
code-reuse attacks in resource-constrained systems in contexts where safety and timing
guarantees play an important role. Our main contributions are an approach for
WCET-aware diversity, static analyses for diversified programs that are executed on
speculative hardware, an efficient linear-time algorithm for load-time diversity, the
full diversification of a FreeRTOS based application, and a thorough evaluation of the
impact of our approach on execution times in various hardware setups.

Our WCET-aware diversity approach enhances block-level diversity in two ways:
Using static WCET-analysis, we identify non-critical areas where additional instructions
don’t impact the overall WCET. There, we insert instructions that serve as fragment
boundaries, in order to increase the fragmentation and thus the system’s security.
We call this process WCET-aware splitting. We obtain the required detailed timing
information from the criticality metric [BHJ12], and use that in a heuristic that finds
insertion locations at a suitable rate per basic block, using three timing analyses at
most.

Our WCET optimization counteracts the negative impact diversity may have on
the WCET: Fragments pairs are selected strategically to be merged to improve the
WCET estimates. This optimization is beneficial because rearranging code parts like
in block-level diversity has an impact on the timing behavior and its prediction: WCET
analyses have to be more conservative to counter uncertainties and cover all possible
variants. By merging fragments where the uncertainty in relative distance introduces
the highest cost in terms of an increased WCET estimate, we can reduce this effect
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significantly, and find an ideal trade-off between increased diversity (resp. security) and
increased WCET estimates. To achieve this, we introduced another heuristic that uses
fragment dependencies and favorable fragment distances we derive from the specific
local behavior of the underlying hardware.

We proposed several new formally well-founded static WCET analyses for different
kinds of speculative hardware in diversified systems, to improve WCET estimates, and
as an input to our WCET optimization. These analyses are inspired by existing analyses
for programs with fixed absolute and relative addresses. We enhanced them to properly
incorporate the addressing uncertainty, which is introduced through diversity. The
common key idea for all these analyses is to optimally leverage information on relative
addressing, available because of the predetermined and fixed fragmentation we use. For
caches, we proposed must and may analyses, and multiple different persistence analyses,
which we compared in detail in our evaluation. For all these analyses we proposed new
abstract cache models unifying all sets, fragments and cache line offsets, to adequately
reflect possible interactions between fragments at different relative distances. A novel
cache classification combines the analyses to worst-case accesses per basic block that
considers all aspects of uncertainty and is, therefore, valid for all diversified variants.
For branch predictors, our analyses support multiple strategies for static and dynamic
branch prediction. The novel analyses precisely capture fragment dependencies for the
WCET optimization mentioned above.

We also proposed an efficient load-time diversity approach that allows for linear-
time loading of a diversified program at every application startup. Diversification
data is extracted from the program that allows rewriting addresses safely in block-level
diversification without disassembling. The code and diversification data are packed as
payload of the loader into a self-diversifying binary.

We evaluated all the aspects of our contributions thoroughly, and our results
demonstrate the feasibility and effectivity of our approach. We discuss this in detail in
the following section. We evaluated execution time estimates delivered by our static
analyses using two sets of benchmark programs. Our estimates represent a considerable
improvement compared to assuming the worst-case hardware behavior, which would be
necessary in the absence of an analysis valid for diversified programs. In the presence of
caches and static branch prediction, the estimates are tight, particularly after applying
our fragmentation optimization. In the presence of dynamic branch prediction, the
additional pessimism introduced by diversity was lower because existing static analyses
already have to assume a conflict between most branches in the non-diverse case. Our
analyses nonetheless provide the tightest results for diversified programs compared to
existing address-independent analyses.

We demonstrated the practical feasibility by applying our diversification engine
to a realistic size and hardware case study for the envisioned class of systems. The
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pacemaker case study is implemented on top of FreeRTOS, an open-source real-time
operating system that is widely used [EE 19] and has derivations certified for safety-
critical systems. Our diversification covers the entire codebase, including the operating
system, without changes to the operating system itself. Code at different privilege
levels is diversified separately in their respective code sections. Our diversification
engine performs the diversification at compile time, or prepares load-time diversity as
described above. In a security evaluation, we have demonstrated, through example
attacks and gadget analysis with the pacemaker case study, that WCET-aware diversity
is an effective countermeasure.

8.2 Discussion

In the introduction of this thesis, we defined five broad criteria that a code-reuse
countermeasure should meet in safety-critical real-time systems. This section follows
up on these criteria and discusses to what extent our solution satisfies them.

Security

Artificial software diversity allows for individual protection of devices. Our approach
is a fine-grained diversity approach, using code relocation and reordering as its trans-
formations. It uses a predefined and fixed fragmentation that maintains a high level
of timing predictability but may therefore be known to the attacker. For block-level
diversity, Davi et al. [Dav+13] stated that a relatively small number of fragments
suffices to ensure the attacker cannot guess instruction locations with a probability high
enough for a realistic attack. We argue that this is valid for programs in a large virtual
memory space, but it may not suffice for small programs in small non-virtual memory.
Depending on code size and programming choices, the original fragmentation might
be too low, too. Additionally, the exploits in systems without proper process isolation
are more straightforward, requiring fewer gadgets; our example attack only needs one
gadget in its simplest form. For these reasons, we introduced, with WCET-aware
splitting, the possibility to increase the fragmentation to a level where even resourceful
attackers will encounter a prohibitive probability of success, without impacting the
WCET. In contrast to enforcement-based countermeasures, where the protection must
cover all protected code constructs disregarding the timing impact at specific locations,
a fragment split at any location has an impact on the whole code section, as it increases
the number of variants globally. Our gadget analysis in the pacemaker case study
showed that the probability of hitting a gadget by chance was low enough for function
level and block level diversification. However, patterns like function end gadgets that
appear multiple times can be avoided better with higher fragmentation. The gadget
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analysis also showed that in our case study, the entire code base was diversified, except
for the interrupts pointing to the fail-safe handler. Altogether, our approach offers a
high degree of protection against code-reuse attacks for a large range of programs.

Safety

The diversification in our approach exclusively uses relocation and reordering of code
fragments whose boundaries are fixed at compile-time. At that time, enough information
is available to determine a safe fragmentation without implicit interactions between
fragments that rely on their distance. This way it can be guaranteed that all variants are
functionally equal, in contrast to approaches that use potentially unsafe transformations
such as disassembling the code. However, as a common requirement, the code must not
contain constructs with undefined behavior, such as reading directly from instruction
memory at absolute locations. With our proposed new static analyses, even WCET
guarantees, which are almost as tight as those for non-diverse programs, can be made
for all variants of a program.

A crucial part of the design of safety-critical systems is to better plan for the
worst with proper failure handling. That goes along well with our software diversity if
handled correctly. Naturally, a system crash due to an attack is not a perfect situation.
However, things are under control when combined with restarting quickly into a fail-safe
mode that avoids further attacks. Our pacemaker case study demonstrated that the
fail-safe handler was launched every time after an attack, and even when using load-time
diversity, a quick restart including diversification is possible.

Applicability

Our approach is applicable to all kinds of microcontrollers that enable minimal memory
protection, such as DEP. When using load-time diversity, writing to executable memory
has to be possible, such as in an executable RAM. In addition to that, memory protection
for these areas needs to be available, such as with an MPU. These requirements are
met by a large range of small to mid-size microcontrollers. Although supported, we
do not aim for larger controllers because a full virtual memory could be protected by
general-purpose system countermeasures.

Our sample implementations on ARM-Cortex-R4 and RISC-V controllers, even
including FreeRTOS, show that the application is possible in standard systems without
requiring additional or special hardware, or instruction set additions.

An important point to address is the question whether such an attack may happen
at all in a safety-critical system, where everything has been verified, and memory safety
is guaranteed. Or can the control flow be diverted freely at all, in theory, if the WCET
analyzer found an execution bound? The answer is no, but all that involves effort, cost,
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and a lot of trust in people as well as tools such as compilers and static analyzers. The
reality of most systems is different - only a few programs are really that well verified in
all their components. Even in the highest safety level ASIL D, the automotive norm
ISO 26262 only recommends using static analysis for safety and security [Int18], and
leaves open how sound such analyses have to be. WCET analyzers, on the other hand,
rely on several assumptions, too. For example, the control-flow graph construction and
loop identification of OTAWA is based on the source code and linear disassembling and
does not reflect possible control-flow diversions due to memory errors1. Furthermore,
many systems are deployed with various analyses at different levels applied to their
components. In mixed-criticality systems [BD13], different kinds of WCET analyses
are applied to different priority levels of tasks, e.g., static analysis or dynamic profiling,
with respective guarantees. Therefore, the range of systems with potentially unsafe
components in safety-critical areas is large, even with parts where static WCET analysis
can be applied and is useful.

Performance

Fine-grained artificial software diversity has the potential to increase the WCET
considerably, and, depending on the transformations, the timing behavior may become
unpredictable. WCET-aware diversity aims to provide a high level of security while
keeping the WCET boundable and tight. That is, more specifically, to keep the WCET
estimates as tight as possible to the status quo, i.e., the tightest estimates for programs
that are not subject to diversification. In architectures, where the timing of the
instructions is independent of their addresses and relative distances, block-level diversity
using relocation and reordering does not introduce a performance overhead, as no
instructions are added. Furthermore, our evaluation results show that our insertion
rate heuristic can even increase the fragmentation dramatically with almost no impact
on the WCET estimates.

When using more complex architectures involving speculative hardware, our diversity
introduces timing variations across the different variants, invalidating existing address-
dependent analyses. A real WCET estimate needs to be a sound upper bound for all
variants, and the analyses need to ensure address independence. We proposed several
analyses for caches and branch predictors with different static and dynamic strategies.
Our evaluation demonstrated that the estimates of all analyses are a considerable
improvement compared to their worst-case assumptions and that our optimization
further reduces the gap for all hardware we studied. The optimization is particularly

1In our timing analyses and optimizations, we assume the same guarantees as provided by the
underlying WCET analyzer, which in the case of OTAWA is for the intended control flow as expressed
in respective source code constructs. The CFG construction is an analysis step outside the scope of the
analyses presented in this research, which assume a correct CFG as an input.
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successful for caches and static branch prediction. The original analysis for dynamic
branch predictors is less address-dependent because conflicts have to be assumed in
most situations. That leaves less room for optimizations, especially when using the
gshare strategy. Overall, our approach, including the proposed static analyses for
speculative hardware, provides WCET estimates close to those obtained for the original
program variant. Depending on the hardware used, the high security gain of fine-
grained diversification can therefore be achieved as a trade-off with only a minor WCET
increase.

Practicability

The main demand on practicability - that the approach is easy to use without manual
interaction by the developer - can be achieved by introducing our diversification engine
into the regular build toolchain, which we demonstrated with our evaluation setup.
All the developer has to do after a source code change is triggering the compilation
process as usual. Important to consider is also the deployment process: When using
load-time diversity, everything works as usual. The loader program that carries the
original program is deployed exactly as the original program would be. Compile-time
diversity, however, introduces an additional diversification step into the deployment
process. In contrast to our example process, the variants are not likely to be produced
on the developer’s machine. Instead, either partly compiling the program or diversifying
similarly to our loader program, an additional tool has to be integrated with an installer
or flashing tool for the microcontrollers. Once this is done, again, there is no additional
manual interaction necessary.

We usually assume that static timing analysis is employed on the targeted systems
independently from using our approach as a security measure. In that case, our
approach does not impose any further restrictions. However, applying it to other
systems introduces the limitations imposed by the WCET analyzer involved. In our
case, with OTAWA, this does not involve manual annotations and, regular C code can
be used, but other restrictions apply, e.g., limited use of recursion, low complexity of
loop bounds, limited support of external libraries, and the non-availability of exact
timing models for the specific hardware. We deem these restrictions outside the scope
of our research, but still, our approach inherits them from the used WCET analyzer.

Finally, the compilation time is relevant for the developer. The results of our
evaluation showed that the analysis times do not scale well with high associativities
of caches and large BHT sizes of dynamic branch predictors. When using the branch
prediction strategy gshare the additional effort will likely not match the potential
performance gain. However, the WCET improvements for most cache architectures
will make it worth waiting a few seconds more during compilation.
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8.3 Future Work

WCET-aware diversity, as presented in this work, opens various fields of further research.
We discuss some of these opportunities briefly in this section.

So far, we discussed insertions, optimizations, and the involved WCET analyses
on task level, i.e., the WCET and criticality were obtained for one task and its CFG.
This well represents smaller statically scheduled non-preemptive systems or classical
programs scheduled through an overall main loop. Those programs can be combined
into a single task and analyzed as a whole. For more flexibility with the scheduling
of tasks, the whole approach can be lifted to the system level. A possible way to do
this is defining a system-level criticality metric, which incorporates the scheduling and
possible task laxities resulting from it. That way, in non-preemptive systems, even code
locations that are on the critical path of a task could be declared less critical for the
overall timing. In preemptive systems, the overall laxity could be used intelligently for
further fragmentation, taking into account the periods and deadlines of all tasks. In
addition to the scheduling, code shared among tasks needs to be handled appropriately.
In the Master’s thesis of Mathis Sperlich [Spe20], preliminary work has been done for
preemptive scheduling, but further research is necessary.

A similar topic is mixed-criticality, where activities at different safety levels are
combined in a single system. Historic research concentrates on safety [BD13], and
particularly the timing aspects are handled separately for the tasks: Tasks with lower
criticality (in the sense of safety requirements) are allowed less strict timing guarantees.
The challenge for WCET-aware diversity would be to include these kinds of tasks, as
the current criticality metric is based on static analysis. If that is not applicable to
a task, another way of determining detailed timing information has to be found that
allows WCET-aware diversity to be applied at the overall system, including the precise
handling of code shared across different safety levels.

In Section 7.5, we presented results of a RISC-V controller that suggest that
there exist hardware setups where not only the uncertainty of the absolute address of
instructions and that of the relative distance matter to the timing impact of diversity
but also the scale of the relative distances. Variants with fragments very far apart
perform considerably worse than tightly packed code bases. A solution to this would be
fragment clustering or splitting the code into smaller sections, where the clusters can
be intelligently determined using appropriate dependencies. Naturally, as the resulting
sets of fragments are smaller, this would require a high fragmentation of the code as
well.

So far, our approach is not leakage resilient. Indirect information leaks can be
countered with high fragmentation: Even if addresses to code sections are revealed in
data memory, that is of limited use if the containing fragment is short. Direct memory
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leaks are more problematic - if parts of the instruction memory are revealed to the
attacker, an exploit can be crafted with the contained gadgets. Approaches for general-
purpose systems [Cra+15a; Cra+15b] require hardware support such as virtualization
or execute-only memory as an access restriction in hardware. uXOM [Kwo+19] is an
approach to execute-only memory that was proposed for bare-metal systems without an
operating system, executing the entire code at the same privilege level in a single address
space. The basic idea is to use an ARM-specific unprivileged instruction to load data,
prohibiting access to the all-privileged code. Load instructions that cannot be converted
to those instructions have to be verified with preceding monitoring instructions. It is
unclear if the necessary analyses and transformations would be compatible to our code.
However, it would be of great advantage to the security of our approach to integrate a
similar technique, which also enables the flexibility we offer with the operating system’s
privilege levels and code sections.

The field of static timing analysis offers multiple opportunities to explore with
artificial diversity applied to the programs. We chose LRU caches and branch predictors
as the most relevant speculative hardware elements in the research area. However, there
are more such elements, and suitable, but address-dependent static analyses are partly
available. For caches, static analyses exist for other replacement strategies such as
FIFO [GR09] and MRU [Gua+14]. Multi-level caches have been studied [HP08], as well
as shared caches in multi-core systems [YZ08] and unified caches [CR09]. Cache-related
preemption delay (CRPD) [ADM12], which is highly address-dependent, becomes
relevant as soon as preemption is considered, as already mentioned above. Our branch
prediction analyses cover branch decisions, but there are also branch target buffers
to predict [GRG11]. Finding enhancements to these analyses to support diversity
would broaden the range of devices supported by our approach, and tighten the WCET
estimates. However, many of the more sophisticated hardware elements are inherently
hard to predict, with is made worse by diversity. The potential for additional analyses
still needs to be explored.

Our load-time diversity requires a large RAM for the program to be executed after
diversification. An in-place diversification in flash memory at certain points in time
would solve that problem. In the TMS57012, programming the flash from RAM is
possible, but major challenges remain: How to make the operations atomic enough
to be safe from corrupting the program, and how to shuffle fine-grained fragments of
different sizes efficiently?

At last, there are practical aspects to address. We implemented our diversification
engine as a standalone tool for pragmatic reasons. Parts of it would be more efficient if
implemented as part of a compiler, where much more information is available than on
assembler level. Ideally, this would even be integrated with a WCET analyzer, such as
in the Patmos compiler for the Platin processor [Hep+15].
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IDS intrusion detection system

ILP integer linear programming

IPET implicit path enumeration technique

ISA instruction set architecture

JIT just-in-time compiling

JOP jump-oriented programming

LGPL GNU Lesser General Public License

LLVM Compiler-Infrastructure (originally: Low Level Virtual Machine)

LLVM-IR LLVM intermediate representation

LRU least recently used

lub least upper bound

mls minimum life span

MMU memory management unit

MPU memory protection unit

MRU most recently used

NC not classified

OTAWA Open Tool for Adaptive WCET Analyses

PIC position-independent code

PIE position-independent executable

PLRU pseudo least recently used

PRNG pseudo-random number generator
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List of Abbreviations

RISC reduced instruction set computer

RNG random number generator

ROP return-oriented programming

RR random replacement

RTOS real-time operating system

UART universal asynchronous receiver transmitter

WCEP worst-case execution path

WCET worst-case execution time

XML extensible markup language

XoM execute-only memory
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A Diverse May Analysis

degmay(l, a) =

⎧
⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎩

l⊥ | l = l⊥ ∨ (a =∞∧ l = lsA)

ls(a′+1) | l = lsa′ ∧ a ≥ a′ ∧ a′ < A

lsa′ | l = lsa′ ∧ (a ≥ 1 ∧ a < a′)

loadbc : C̃ × P (I)→ N determines the oldest age of a hit over a set of instructions
and all offsets, or a miss if any instruction misses at any offset. This resembles the
worst-case cache degradation of cache blocks whose relative distance to the instructions
in i is unknown.

loadbc(c̃, ⟨i1, ....ix⟩) = min
i∈{i1,...,ix}

o∈O

(ageinst˜ (c̃, o, i))

ŨmayBB (⟨i1, ..., ix⟩, c̃) = D̃may(Ũmay(...(Ũmay(c̃, i1), ..., ix), ⟨i1, ..., ix⟩) (A.1)

Ũmay(c̃, i)(o′, f ′, m′) =

⎧
⎪⎪⎪⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎪⎪⎪⎩

ls1 | f ′ = f ∧m′ = m

degmay(c̃(o′, f ′, m′), a) | f ′ = f ∧m′ ̸= m ∧ s = s′

∧c̃(o′, f, m) = lsa

c̃(o′, f ′, m′) | otherwise,

with f = frag(i) ∧m = block(i, o′) ∧ s = set(o′, f, m) ∧ s′ = set(o′, f ′, m′)

D̃may(c̃, ⟨i1, ..., ix⟩)(o′, f ′, m′) =
⎧
⎪⎨
⎪⎩

deg(c̃(o′, f ′, m′), loadbc(c̃, ⟨i1, ..., ix⟩) | f ′ ̸= frag(i1)

c̃(o′, f ′, m′) | otherwise

J̃may(c̃1, c̃2)(o′, f,′ m′) =

⎧
⎪⎨
⎪⎩

c̃1(o′, f ′, m′) | age˜ (c̃1, o′, f ′, m′) < age˜ (c̃2, o′, f ′, m′)

c̃2(o′, f ′, m′) | age˜ (c̃1, o′, f ′, m′) ≥ age˜ (c̃2, o′, f ′, m′)
(A.2)
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B Additional Evaluation Data

bin
ary

sea
rch bso

rt

com
ple

x_
up

da
tes

cou
ntn

ega
tiv

e crc fac

fir2
dim iir

ins
ert

sor
t

jfd
cti

nt

lud
cm

p

matr
ix1

minv
er

pri
me st

mean

100

120

140

160

benchmark

R
el

at
iv

e
W

C
ET

(%
)

Block level Optimized ≤ 1%
Inserted level Optimized ≤ 5%

(a) Cache: SL = 16B, 8 sets, A=1
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(b) Cache: SL = 16B, 8 sets, A=2
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(c) Cache: SL = 16B, 8 sets, A=4
Figure B.1: TACLeBench: WCET estimates after insertion and optimization compared to
initial case, smaller cache sizes.
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Appendix B. Additional Evaluation Data
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(b) Cache: SL = 16B, 8 sets, A=2
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(c) Cache: SL = 16B, 8 sets, A=4

Figure B.2: AutoBench: WCET estimates after insertion and optimization compared to
initial case.
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(b) AutoBench

Figure B.3: Insertion and optimization results with dynamic-local (BHT-size: 32).
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Figure B.4: Insertion and optimization results with dynamic-gshare (BHT-size: 32).
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