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Abstract

Network flows can be used to model numerous real world applications, such
as flows in physical networks like electrical, gas, or water networks, flows in traffic
networks, or flows of goods in logistic networks. More precisely, many of these ap-
plications can be modeled either as minimum cost flows or equilibria of network
games, sometimes even both. In this thesis, we study the computational com-
plexity of computing these flows and develop algorithms solving this task. In con-
trast to the basic static flow models that are widely studied in the literature, we
mainly focus on parametric flow models. In particular, we consider settings where
the demands, i.e., the external in- and outflow rates, are parametrized by a one-
dimensional value. The solution to a parametric flow problem is no longer one
static flow but a function mapping the parameter to a static flow satisfying the re-
spective demands. The parametric model allows to analyze the sensitivity of static
flows with respect to the in- and outflow.

This thesis is subdivided into two parts. The first part is concerned with the
minimum cost flow problem with convex costs, with and without parametric de-
mands. We characterize optimal solutions via optimal potentials, analyze the para-
metric minimum cost flows and its derivatives, and develop an output-polynomial
algorithm that can compute solution functions to the parametric minimum cost
flow problem for piecewise quadratic cost functions. We extend the algorithm
such that it can also be used to approximate the parametric solution for the mini-
mum cost flow problem with more general, convex costs. Since our algorithms can
handle the undirected and directed setting, it can be applied to many real-world
problems. In a computational study, we test two different algorithms for the com-
putation of parametric minimum cost flows on several traffic and gas instances
and find that the algorithms are also applicable in practice.

In the second part, we study the parametric computation of Nash equilibria
in an atomic splittable congestion games, a special form of network congestion
games. We characterize equilibria and show that their computation is a PPAD-
complete problem. As a byproduct of our analysis, we also obtain algorithms for
the parametric and non-parametric computation of equilibria in atomic splittable
congestion games.
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Zusammenfassung

Netzwerkflüsse können zur Modellierung zahlreicher Anwendungen verwen-
det werden, zum Beispiel für Flüsse in physikalischen Netzwerken wie Strom-,
Gas- oder Wassernetzen, Flüsse in Verkehrsnetzwerken oder Warenflüsse in logis-
tischen Netzwerken. Genauer gesagt können viele dieser Anwendungen entweder
als minimale Kostenflüsse oder Gleichgewichte von Netzwerkspielen modelliert
werden, manchmal sogar beides. In dieser Arbeit untersuchen wir die Komplex-
ität der Berechnung dieser Flüsse und entwickeln Algorithmen für deren Berech-
nung. Im Gegensatz zu statischen Flussmodellen, die in der Literatur häufig unter-
sucht werden, konzentrieren wir uns hauptsächlich auf parametrische Flussmod-
elle. Insbesondere betrachten wir Modelle, bei denen die Nachfragewerte an den
Knoten, das heißt die externen Ein- und Ausflussraten, durch einen eindimen-
sionalen Wert parametrisiert sind. Die Lösung eines parametrischen Flussprob-
lems ist nicht mehr ein statischer Fluss, sondern eine Funktion, die jeden Param-
eter auf einen statischen Fluss für die entsprechende Nachfragen abbildet. Das
parametrische Modell erlaubt es, die Sensitivität von statischen Flüssen in Bezug
auf den Ein- und Ausfluss zu analysieren.

Diese Arbeit gliedert sich in zwei Teile. Der erste Teil befasst sich mit
dem minimalen Kostenflussproblem mit konvexen Kosten, sowohl mit und ohne
parametrische Nachfragen. Wir charakterisieren optimale Lösungen über op-
timale Potentiale, analysieren die parametrischen minimalen Kostenflüsse und
ihre Ableitungen und entwickeln einen output-polynomialen Algorithmus, der Lö-
sungsfunktionen für das parametrische minimale Kostenflussproblem für stück-
weise quadratische Kostenfunktionen berechnen kann. Wir erweitern den Al-
gorithmus, sodass er auch zur Approximation von parametrischen Lösungen für
das minimale Kostenflussproblem mit allgemeineren, konvexen Kosten verwen-
det werden kann. Da unsere Algorithmen sowohl für ungerichtete als auch für
gerichtete Netzwerke geeignet ist, kann er auf viele reale Probleme angewendet
werden. In einer Rechenstudie testen wir zwei verschiedene Algorithmen auf
mehreren Verkehrs- und Gasinstanzen und zeigen, dass die Algorithmen auch in
der Praxis anwendbar sind.

Im zweiten Teil untersuchen wir die parametrische Berechnung von Nash-
Gleichgewichten in atomaren, teilbaren Auslastungsspiele (atomic splittable con-
gestion games), einer speziellen Form von Netzwerkstauspielen. Wir charakter-
isieren Gleichgewichte und zeigen, dass ihre Berechnung ein PPAD-vollständiges
Problem ist. Als Nebenprodukt unserer Analyse erhalten wir auch Algorithmen für
die parametrische und nicht-parametrische Berechnung von Gleichgewichten.
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1 Introduction

Flows in networks are ubiquitous in our everyday lives. Physical flows in electrical, fluid, and
gas networks provide us with basic resources such as water, power, and heat. Traffic flows con-
sisting of cars, trains, or pedestrians in transportation networks move people from A to B. The
products we consume travel in huge streams of goods through ever-growing logistic networks af-
ter being ordered via the internet or other communication networks transporting an enormous
flow of messages and data. All of these flows have in common that they strive towards a state of
least energy, least cost, or some other sort of equilibrium. Flows in physical networks are driven
towards least energy states resulting in stable equilibria in these networks; traffic flows also reach
a stable state induced by the efforts of the drivers trying to minimize their travel times—the same
applies to data flows in communication networks; and goods in logistic networks are routed in
ways that the transportation costs are minimized.

Since so many problems in the real world are modeled by flows that in some sense minimize
cost or represent some sort of equilibrium state, the analysis and the ability to compute said flows
helps us to understand and possibly improve important processes surrounding us in our every-
day live. The mathematical description of minimum cost flows and equilibrium flows has a long
tradition. The equilibrium conditions of directed electrical currents in networks have been de-
scribed by Kirchhoff in the mid 19th century [68, 69]. With the beginning of the 20th century,
more and more mathematical models for equilibrium flows in different settings were developed,
e.g., for gas networks by Weymouth [116] in 1912 or transportation networks by Tolstoı̆ [108] in
1930, followed by Kantorovich [63], Hitchcock [57], and Koopmans [76]. The latter sparked the
interest in the algorithmic analysis of network flow problem that was amplified with the introduc-
tion of the simplex method by Dantzig in the late 40s. In the following decade, many advances
in the field of network flows and combinatorial algorithms, resulting in the seminal books by
Dantzig [24] and Ford and Fulkerson [42], provided the basis for research in this area up to this
day. One main research object of this field is the minimum cost flow problem, incorporating
other interesting problems such as shortest path or maximum flow problems as special cases.

Formally, this problem is defined as follows. We consider a graph G = (V ,E) consisting of
a vertex set V and an edge set E . Every vertex v ∈ V is equipped with some demand value bv ,
representing the external outflow rate at this vertex. A demand can also be zero, modeling an
inner vertex with no in- or outflow, or negative, modeling a supply, i.e., an external inflow into the
network. A flow in the network is then a mapping x that maps every edge e ∈ E to a (typically non-
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negative) flow value xe , such that the difference of flow on incoming edges and flow on outgoing
edges at every vertex matches the demand. A flow is associated with a cost by equipping every
edge with a cost function Fe (xe ) that depends on the flow value of this edge. The cost of a flow x
is defined as C (x) = ∑︁

e∈E Fe (xe ) and the minimum cost flow problem asks for a flow minimizing
the cost. In short, we can formulate the minimum cost flow problem as

minC (x) = ∑︂
e∈E

Fe (xe )

s.t. x is a flow for demands bv , v ∈V.
(1.1)

Simultaneously to the development of network flows, John von Neumann’s work lead to the
emergence of game theory, yet another new field of mathematics. Following the first description
of the minmax theorem in 1928 [112], his book Theory of Games and Economic Behavior [113]
published in 1944 provided the basis for the field of game theory. In 1951, Nash [83] proved
his famous theorem regarding the existence of equilibria in n-player games. Interestingly, for
special types of games, so-called potential games, the computation of equilibria can be refor-
mulated as an optimization problem. For these games, computing an equilibrium is equivalent
to computing the minimum of some potential function [82]. This technique was introduced by
Rosenthal [97] for congestion games, a class of games that contains many interesting applications
such as the aforementioned equilibria in traffic or logistic networks. In particular, in the model
of Wardrop [114] that is widely used to model traffic equilibria in road networks, the computa-
tion of equilibria can be reduced to the computation of a minimum cost flow, as it was shown by
Beckmann et al. [6].

The minimum cost flow as defined in Eq. (1.1) as well as the many game theoretic models
are based on static flows, i.e., the flows in these settings do not model individual particles and
their movement over time through the network but rather describe a steady equilibrium state of
the underlying system. In some applications, e.g., electric networks, this steady state is reached
quickly as there is a large number of individual particles moving extremely fast and, thus, static
flow models yield good results. In other settings, e.g., traffic networks, the convergence towards
a steady state is slower and in- and outflow rates vary significantly more. Hence, static flow mod-
els are only useful as an approximation on macroscopic scales. Therefore, dynamic flows, also
called flows over time, are considered as an enhancement of the basic static flow model. In these
models, the entire path of the flow particles through the network is modeled and the flows are
functions depending on the time. Since the introduction of dynamic flows by Ford and Fulker-
son [41, 42], many models and algorithms for dynamic flows have been studied (see, e.g., the
survey of Skutella [106]). However, from a computational view, solving dynamic flow problems
is harder than solving the static models in general. For example, the dynamic flow variant of
the minimum cost flow problem, even on series-parallel graphs, is NP-hard [74] while the static
variant from Eq. (1.1) is solvable in strongly polynomial time [107] for arbitrary graphs.

In this thesis, we consider parametric flow models. In these models, a static flow problem,
e.g., the minimum cost flow problem from Eq. (1.1), is extended by introducing an additional
parameter. The solution to a parametric problem is a function that maps every parameter to a
feasible, static flow solution. While parametric flow models do not model the temporal evolu-
tion of the flow as the dynamic flow models do, they are still capable of modeling dynamics in
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the flow system arising from, e.g., varying demands or costs. Hence, with parametric flow mod-
els we can analyze dynamic effects of the static flows without having to use the whole dynamic
flow model. Several variants of parametric flow problems have been already studied, e.g., the
maximum flow problem with parametric capacities [48] or the minimum cost flow problem with
linear cost functions and parametric demands [1].

Throughout this thesis, we consider the setting where the demands bv at the vertices are
parametrized by a one-dimensional parameter. This enables us to study the dynamics and the
sensitivity of static flows with respect to the demands. Our goal is the analysis of the solution
functions as well as the development of combinatorial algorithms that are capable of solving
these parametric problems.

Outline and Contributions

Following this introduction, in Chapter 2 we give a short introduction on the most important
concepts used in this thesis. In particular, we discuss the basics of algorithms, graph theory,
static flows, non-linear optimization, and game theory. The remainder of the thesis is subdivided
into two parts.

The first part is concerned with the minimum cost flow problem with parametric demands.
In Chapter 3, we discuss the minimum cost flow problem from Eq. (1.1) in detail. We characterize
optimal solutions and corresponding optimal potentials of static and parametric minimum cost
flows. Our characterization is based on special matrices, namely graph Laplacian matrices. Fur-
ther, we analyze the solution to the parametric minimum cost flow problem that we refer to as the
minimum cost flow function, and study the sensitivity of the minimum cost flows with respect to
the parametric demand. In Chapter 4, we consider an undirected variant of the minimum cost
flow problem with piecewise quadratic edge cost functions. Since this particular variant can be
used to model flows in electrical networks, we refer to this setting also as the electrical flow prob-
lem. The main contribution of this chapter is the development of an algorithm that computes so-
lutions to the parametric electrical flow problem. We refer to this algorithm as the electrical flow
algorithm throughout this thesis. The algorithm is based on a method from electrical flow theory
by Katzenelson [66]. We adjust this basic method such that it can be applied to the parametric de-
mand setting and generalize it such that it works for very general, piecewise quadratic edge cost
functions. Finally, we analyze the algorithm and show that it runs in output-polynomial time,
i.e., its runtime is a polynomial in the encoding length of the computed minimum cost flow func-
tions. In the last chapter of this part, Chapter 5, we extend the electrical flow algorithm such that
it can also be applied to directed minimum cost flow problems with piecewise quadratic cost.
The main contribution of this chapter is the development of two methods that approximately
solve the parametric minimum cost flow for general convex cost functions. We then present a
small computational study of these two methods on traffic and gas network instances and find
that they can be applied also to larger instances in practice.

The second part of this thesis deals with the computation of Nash equilibria in atomic split-
table congestion games, a certain type of network congestion games. In these games, a finite
number of players wants to send a static flow through a given network with the least possible
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cost that depends on the flow send over the edges by all players. Thus, in this game, every player
wants to play a minimum cost flow while the flow costs are also dependent on the flows cho-
sen by other players. In Chapter 6, we analyze the game and its equilibria. As for the minimum
cost flow problem, we also consider a parametric setting, where the demands of the players are
a function of a one-dimensional parameter. We obtain characterizations of Nash equilibria of
parametric and non-parametric atomic splittable congestion games based on a novel matrix, that
we call block Laplacian matrix. Chapter 7 contains the main results regarding atomic splittable
congestion games. First we show that the computation of Nash equilibria in atomic splittable
congestion games is contained in the complexity class PPAD. This class was introduced by Pa-
padimitriou [90] and contains problems related to the computation of Nash equilibria as com-
plete problems. The main contribution of this chapter is to show that the computation of equilib-
ria in atomic splittable congestion games is a PPAD-complete problem as well. As a byproduct of
the analysis, we obtain an algorithm that can compute equilibria in parametric atomic splittable
congestion games. The algorithm is not efficient in general, but we discuss sufficient conditions
under which the algorithm has output polynomial runtime. Finally, in Chapter 8, we discuss
some technical details of atomic splittable congestion games that arise from the analysis of Nash
equilibria in the game. We deal with two types of degeneracy that can occur in these games and
show how the analysis an the algorithms from before can be adjusted to also work in these de-
generate games. In particular, we present a concrete example for a degenerate game that exhibits
a continuum of infinitely many equilibria for a fixed demand.



5

2 Preliminaries

In this chapter, we introduce the central concepts used in this thesis. We begin in Section 2.1
with the introduction of notions related to algorithms, the tool for solving the computational
problems that we are facing in this thesis. Most of the problems are related to flows in graphs.
All notions associated with graphs as well as some (graph related) linear algebra are defined in
Section 2.2, while Section 2.3 deals with flows and related concepts in particular. In Section 2.4
we review some non-linear optimization basics, namely, the Karush-Kuhn-Tucker conditions for
non-linear optimization problems with side constraints. Finally, we give a short introduction
into game theory in Section 2.5 and introduce the two games we are particularly interested in:
network congestion games and atomic splittable congestion games.

The introduction into the different topics in this chapter are laid out as a short, and some-
times high-level introduction and give a brief overview over the terms and the notation used in
this thesis. For an in-depth discussion of the respective topics the reader is referred to the ref-
erences mentioned in the respective subsections. Further, some topics, such as minimum cost
flows, atomic splittable congestion games, or the complexity class PPAD are reviewed in more
detail in the respective chapters.

2.1 Algorithms and Complexity

The main subject of this thesis is the computation of equilibria and flows. For the analysis of this
computation as well as its implementation in practice, we need a scheme to formalize the com-
putational procedures in question. These formal schemes are algorithms. In this first preliminary
section we define the basic formalities we will use throughout this thesis to write down and an-
alyze algorithmic solutions to computational problems. We only introduce the most important
notions regarding algorithms in this section. For a comprehensive introduction to algorithms we
refer to the textbook by Cormen et al. [22].

We follow the (informal) definition of Cormen et al. [22] and say an algorithm is a well-defined
computational procedure that takes some value or set of values, the input, and produces some
value or sets of values, the output. The algorithm itself consists of a finite sequence of compu-
tational steps transforming the input into the output. An algorithm is a computational tool to
solve a computational problem, e.g., sorting a sequence of numbers, finding a shortest path, or
computing a flow of minimal cost. A specific set of input values for a computational problem,



6 2.1. Algorithms and Complexity

e.g., a sequence to be sorted, or a network in which a shortest path should be computed, is called
an instance. In general, we want to find correct algorithms. These are algorithms that, for every
given instance, transform the input into an output that is a solution to the respective instance.

2.1.1 Algorithms in pseudocode

Algorithms can be formulated in many ways, for example, as actual computer code in a pro-
gramming language or just in plain, human-readable text. In this thesis, we will use a mixture
of both. Pseudocode is human-readable text that borrows typical elements like loops and logical
tests from programming languages. As an example, we consider the binary search algorithm that
finds the position of a key value in an ordered sequence or determines that no such index exists.
The following pseudocode specifies the input and the output of the algorithm and contains de-
tailed steps about the computational procedure.

Algorithm 1: Binary Search

Input: An ordered sequence a = (a1, a2, . . . , an) of n numbers ai ∈R with
a1 ≤ a2 ≤ ·· · ≤ an , a target value T ∈R

Output: An index i ∈ {1, . . . ,n} with ai = T or 0 if no such index exists
L ← 1,R ← n;
while L < R do

m ← ⌊︁L+R
2

⌋︁
;

if ai = T then
return m;

else if ai < T then
L ← m +1;

else
R ← m −1;

return 0;

We see that pseudocode is a mixture of text, mathematical formulae and keywords from pro-
gramming languages (such as if, while, and return). The arrow (←) indicates an assignment of a
variable.

2.1.2 Efficiency of algorithms

The available computing resources are continuously growing with the numbers of transistors on
microchips still doubling roughly every two years [100] since the end of the 1960s to this day.
However, computing power is still limited and also costly while the tasks and the size of prob-
lem instances, in particular in the light of big data applications, grow with the computing power.
Therefore, it is important to study and optimize the efficiency of algorithms. We measure the ef-
ficiency of algorithms by quantifying the number of elementary operations (like basic arithmetic
computations or comparisons) such that our quantification of the efficiency is independent of
the actual hardware. Further, we quantify the number of elementary operations in terms of the
input size, i.e., of the encoding length of the instance. Since we are particularly interested in the
behavior of the algorithms for large instances and to define magnitudes of efficiency we normally
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define the runtimes of an algorithm asymptotically. For this, we use Landau notation defined as
follows. Let f (n) be a real-valued function. Then we define the set

O ( f (n)) := {︁
g (n) | ∃c > 0,n0 ∈R : 0 ≤ g (n) ≤ c f (n) for all n ≥ n0

}︁
of all functions that grow asymptotically not faster than the function f (n). Conversely, we define
the set

Ω( f (n)) := {︁
g (n) | ∃c > 0,n0 ∈R : g (n) ≥ c f (n) ≥ 0 for all n ≥ n0

}︁
that do not grow asymptotically slower than the function f (n). Finally, we also use the notation

Θ( f (n)) :=O ( f (n))∩Ω( f (n))
{︁

g (n) | ∃c1,c2 > 0,n0 ∈R : 0 ≤ c1 f (n) ≤ g (n) ≤ c2 f (n) for all n ≥ n0
}︁

for functions that grow as fast as f (n) asymptotically. Assume we are given two algorithms for the
same problem and f1(n) is the runtime of the first algorithm and f2(n) is the runtime of the sec-
ond algorithm. If f2(n) ∈ O ( f1(n)) then we know that the second algorithm is as least as efficient
as the first one (at least asymptotically) and, vice versa, if f1(n) ∈Ω( f1(n)), the second algorithm
is, at best, of the same efficiency as the first algorithm.

By definition, the runtime of an algorithm depends on the instance. In general, there are
two basic approaches to measure runtimes: either the worst-case approach that only considers
the maximum number of elementary operations over all possible instances or the average-case
approach that considers the average number of elementary operations over all instances. We will
only use the former as it is also the stronger notion and yields a bound for all possible instances.

As an example, consider the binary search from Algorithm 1. We see that the algorithm makes
two variable assignments for the initialization and then, for every iteration of the while-loop, does
two assignments and two comparisons. The input of the algorithm is a sequence of n numbers
and a target value T . Since we assume that the numbers are encoded in binary notation, the
encoding size of the input is in O ((n + 1)log2(K )), where K is the maximum size of the input
numbers. Assuming that the input numbers are not exponential in n, we get that the encoding
length is in O (n). The worst-case runtime for Algorithm 1 occurs if the target value is the first
or last element or if is not contained in the sequence. In this case, the interval [L,R] must be
halved

⌈︁
log2(n)

⌉︁
-times until the loop is finished. Therefore, the worst-case number of elemen-

tary operations in this algorithm is 2+ 2
⌈︁

log2(n)
⌉︁ ∈ Θ(log(n)). The asymptotic runtime allows

us to compare the performance of the binary search algorithm to other search algorithms. For
example, the naive search algorithm that iterates through the whole sequence a needs at least
one comparison for every element in the sequence in the worst case, hence, the runtime of this
algorithm would be in Ω(n). Although we do not compare the exact runtime we can immediately
see from this analysis that the binary search algorithm performs better by orders of magnitudes
for large instances.

2.1.3 Complexity classes and completeness

By analyzing the number of operations performed by an algorithm in the worst-case, we have a
tool to measure the efficiency of algorithms in general. This makes it also possible to determine
the complexity of computational problems: The performance of the best possible algorithm can
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be used as a measure of the complexity of a computational problem since it gives a lower bound
on the worst-case efficiency of all algorithms that solve the problem. In general, we consider an
algorithm to be efficient if its runtime is a polynomial in the input size. This leads to the complex-
ity class P, first introduced in 1964 by Cobham [17] and, independently, in 1965 by Edmonds [32].
A computational problem PROBLEM is in P if there exists some p ∈N and an algorithm that solves
PROBLEM with a worst-case runtime in O (np ). As a broader complexity class we consider the
complexity class NP that, informally, contains all problems that are verifiable in polynomial time.
This means, for every solution of a computational problem in NP there exists some certificate
that proves the correctness of the solution and can be verified in polynomial time. For example,
for the search problem from before, the index i of the target value T itself would be a certificate.
The simple check whether ai = T can be used as a certificate of the correctness of the solution
i . In particular, every problem in P must be in NP, i.e., P ⊆NP. The opposite direction, i.e., the
question whether there exists a polynomial time algorithm for every problem in NP is one of the
most import open problems in theoretical computer science.

In 1972, Karp [64] introduced the notion of polynomial reductions for decision problems, i.e.,
problems that ask whether an instance has a solution or not. We say there exists a reduction from
a computational problem P to another computational problem P′ if there is a polynomial time
alogrithm that transforms every instance I of P to an instance I ′ of P′ such that I ′ has a solution if
and only if I has a solution. Informally this means, we can solve P using a solution method for P′

with only the small (polynomial time) extra effort of the reduction. In particular, every efficient
(i.e., polynomial time) algorithm for P′ immediately induces a polynomial time algorithm for P.

Interestingly, there are problems in NP with the property that all other problems in NP can
be reduced to the respective problem. Such problems are called NP-complete problems. This no-
tion was first introduced by Cook [20] in 1971 who also proved that the problem 3-SAT asking for
the satisfiability of a Boolean formula in 3-conjuctive normal form is NP-complete. Reducing an
NP-complete problem to another problem yields new NP-complete problems. With this tech-
nique Karp [64] revealed the existence of many other NP-complete problems such as CLIQUE,
VERTEX-COVER, or HAMILTONIAN-CYCLE. NP-complete problems are considered to be “hard”
problems since no efficient problem for any NP-complete problem is known and the finding of
such algorithm would immediately imply the existence of efficient algorithms for all problems in
NP which is thought to be unlikely.

There are a variety of complexity classes besides P and NP depending on the nature of the
computational problems. In this thesis we are in particular interested in the complexity class
PPAD introduced by Papadimitriou [90] in 1994. This class contains many problems regarding
the computation of equilibria in games. In particular, in the second part of this thesis, one major
result will be to prove that the computation of equilibria in atomic splittable congestion games
is a complete problem in this particular complexity class. We introduce this class in detail in
Section 7.1.
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2.2 Graphs and Networks

All problems we consider in this thesis use graphs. A directed graph is a tuple G = (V ,E) with
a vertex set of n = |V | vertices and an edge set E ⊂ V ×V containing m = |E | edges. An edge
e = (v, w) is a tuple containing two vertices v and w indicating a directed connection between
the vertex v , also called the tail of the edge, and the vertex w , also called the head of the edge.
Two vertices connected with an edge are also called adjacent. Our definition of edges forbids
parallel edges, i.e., two distinct edges with the same head and tail. Additionally, we in general do
not admit self-loops, i.e., edges e = (v, v) with the same head and tail vertex. If necessary, parallel
edges or loops can be also modeled by introducing an additional dummy vertex and replacing the
respective edge by two edges in series using the dummy vertex. For every vertex v ∈V , we denote
by δ+(v) := {e ∈ E | e = (v, w)} the set of outgoing edges in vertex v and δ−(v) := {e ∈ E | e = (w, v)}
denotes the set of incoming edges in vertex v . If an edge e is an incoming or outgoing edge of a
vertex v we also say the edge e is incident to the vertex v . The number d(v) := |δ−(v)∪δ+(v)| of
edges that are incident to a vertex v ∈V is called the degree of the vertex.

A sequence of p ∈N edges P = (︁
(v1, w1), . . . , (vp , wp )

)︁
with wi = vi+1 for i = 1, . . . , p−1 is called

a path of length p starting in v1 and ending in wp . The set of all paths in a graph G is denoted
by P , and the set of all paths starting in v and ending in w is denoted by Pv,w . A closed path C =(︁
(v1, w1), . . . , (vp , wp )

)︁
with v1 = wp is called a cycle, and we use C to denote the set of all cylces in

a given graph. Every path P that does not contain a cycle as a subsequence is a simple path. Two
vertices v and w are connected if there is a path from v to w or vice versa. A maximal subset of
connected vertices is called connected component. If there is only one connected component we
say the graph is (weakly) connected. If there is a path in both directions between any two vertices,
we say the graph is strongly connected.

2.2.1 Shortest paths

One of the fundamental problems in combinatorial optimization is the shortest path problem
asking for the length of a shortest path in a graph. While the shortest path problem is already in-
teresting on its own right, having many real-world application such as computing shortest routes
in traffic networks, scheduling (e.g., [4, 35, 78]), personnel planning [16], and many more (see,
e.g., Chapter 4 in [2]), it also arises as a subroutine in many other optimization problems. In par-
ticular, the shortest path problem is a key part of all minimum cost flow algorithms as it is the
easiest minimum cost flow variant.

To formalize the shortest path problem, we assume that we are given a directed graph G with
edge weights νe ∈R for every edge e ∈ E . The edge weights can be thought of as the lengths of the
edges, but they may also represent any general cost depending on the problem. Since shortest
path often occur as subproblems of other problems where the term edge cost may be used dif-
ferently, we refer to νe as the weight of the edge. Given weights we denote by ν(P ) :=∑︁

e∈P νe the
length of the path P with respect to the weights νe . We denote by ν̂v,w := minP∈Pv,w ν(P ) the length
of a shortest path between v and w . If no path between v and w exists then we set ν̂v,w =∞ and
if there is a path containing a negative cycle, that is, a cycle C with ν(C ) < 0, then ν̂v,w = −∞. In
both cases we say no shortest path between v and w exists. Any path P̂ with ν(P̂ ) = ν̂v,w is called
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shortest path. If existent, shortest path lengths exhibit optimal substructure meaning that every
subpath of a shortest path is again a shortest path. Formally, for every fixed vertex u the shortest
path lengths satisfy

νe ≥ ν̂u,w − ν̂u,v for every edge e = (v, w) ∈ E , (2.1)

if ν̂u,w and ν̂u,v are finite. Eq. (2.1) shows that shortest path length exist if and only if there is no
negative cycle.

We distinguish between the single-source shortest path problem (that we also just refer to as
shortest path problem) where we are interested in the shortest path length ν̂u,v for all vertices v ∈
V for one fixed source vertex u and the all pair shortest path problem where we are interested in
all shorest path lengths ν̂u,v for all u, v ∈V . Both variants of the problem can be solved efficiently.
The label correcting algorithm, first described independently by Bellman [7] and Ford [38], can
be used to solve the single-source variant in O (nm) time while the all pair shortest path problem
can be solved in O (n3) using the Floyd-Warshall algorithm [37, 115]. If all edge weights are non-
negative, Dijkstra’s algorithm [27] achieves a runtime bound of O (n2) in the basic variant, using
better data structures yields a better runtime of O (m +n log(n)) [44].

2.2.2 Matrix representations of graphs and Laplacian matrices

Often it is convenient to use matrices to represent graphs or properties of graphs. In this subsec-
tion, we introduce the basic notation and matrices used throughout this thesis. To begin with,
we adopt the convention of bold face lower case letters for vectors, e.g., x = (︁

xi
)︁

i=1,...,n ∈ Rn , and
bold face upper case letters for matrices, e.g., X = (︁

xi j
)︁

i=1,...,n, j=1,...,m ∈ Rn×m . We write 0 for the

all-zero and 1 for the all-one vector. Additionally, we denote by diag
(︁
x1, . . . , xn

)︁
the n-by-n diag-

onal matrix with diagonal entries x1, . . . , xn and by In := diag(1, . . . ,1) the n-by-n identity matrix.
The i -th column of the identity matrix, i.e., the i -th unit vector is denoted by ei .

For any two vectors x,y ∈ Rn we say x is lexicographically smaller than y if there is an index
i ∈ {1, . . . ,n} with x j = y j for j < i and xi < yi , i.e., if the vectors x and y coincide up to the (i −1)th
component and xi < yi . We write x ≺L y in this case.

Given a graph G = (V ,E) with n vertices and m edges, we assume that there is some ordering
of the vertices such that V = {v1, . . . , vn} and some ordering on the edges such that E = {e1, . . . ,em}.
In particular, we identify the vertices with the numbers 1 to n and the edges with the num-
bers 1 to m. We then use for example the notation x = (︁

xv
)︁

v∈V ∈Rn to denote a vector containing
a number xv for every vertex or X = (︁

xv,e
)︁

v∈V ,e∈E ∈ Rn×m to denote a n-by-m matrix contain-
ing numbers xv,e for every pair of vertices and edges. We denote by ev the n-dimensional unit
vector with the one in the row corresponding to the vertex v . Likewise, we denote by ee the m-
dimensional unit vector with the one in the row corresponding to the edge e. Given a matrix A,
we use notation A−i ,− j to denote the submatrix obtained from A by deleting the i -th row and the
j -th column and, similarly, for any vector x, we write x−i for the vector without the i -th compo-
nent. In particular, we use the shorthand notation Ǎ := A−1,−1 for the matrix obtained from A by
deleting the first row and first column and x̌ := x−1 for the vector x without the first component.
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v1
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e2

e3

e4

e5

(a) Example Graph.

Γ=

⎛⎜⎜⎝
−1 −1 0 0 0
1 0 −1 −1 0
0 1 1 0 −1
0 0 0 1 1

⎞⎟⎟⎠

(b) The incidence matrix.

Figure 2.1: The incidence matrix for an example graph.

Adjacency and incidence matrix

Using matrix notation we can encode a graph G = (V ,E) in two different ways. The adjacency
matrix

A = (︁
av w

)︁
v∈V ,w∈V ∈Rn×n with av w =

{︄
1 if v and w are adjacent,

0 otherwise,

encodes which vertices are connected by edges without information on the orientation of these
edges while the incidence matrix

Γ= (︁
γv,e

)︁
v∈V ,e∈E ∈Rn,m with γv,e =

⎧⎪⎪⎨⎪⎪⎩
1 if e ∈ δ−(v),

−1 if e ∈ δ+(v),

0 otherwise,

encodes the whole graph storing the incoming and outgoing edges for every vertex in its rows.
Furthermore, we introduce the degree matrix D = diag

(︁
d(v1), . . . ,d(vn)

)︁
containing the degree of

all vertices.
In almost all parts of this thesis we use the incidence matrix to encode the graph. Fig. 2.1

shows the incidence matrix for an example graph. Since this matrix is of great importance, we
introduce some additional notation. For e = (v, w) ∈ E , we denote by γe ∈ Rn the column of Γ
corresponding to the edge e. This vector contains exactly two non-zero entries, the entry −1 at
the position corresponding to the tail vertex and the entry 1 at the position corresponding to
the head vertex. Given any vector x ∈ Rn , the dot product of γe and x yields the difference of
x-values along the edge e = (v, w) meaning γ⊤

e x = xw − xv . Thus, the product Γ⊤x yields a vector
containing all differences of x-values along all edges. Given another vector y ∈ Rm , the product
Γy yields a vector in Rn where the entry corresponding to the vertex v is

∑︁
e∈δ−(v) ye −∑︁

e∈δ+(v) ye ,
i.e., the difference of all y-values of incoming and outgoing edges at vertex v . We use this fact
below when defining flow conservation in Section 2.3.

Laplacian matrices

One of the central building blocks of the algorithms we present in this thesis is the Laplacian
matrix. For any graph G the (unweighted) Laplacian matrix is defined by L := ΓΓ⊤. For non-
negative edge weights ce ≥ 0,e ∈ E we also define the (weighted) Laplacian matrix by

L :=ΓCΓ⊤ where C = diag
(︁
ce1 , . . . ,cem

)︁
.
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We refer to both variants as Laplacian matrix but in general we use the weighted variant as the
unweighted matrix is just a special case for unit weights. We note that the unweighted Laplacian
matrix can also be computed by L = D−A using the adjacency and the degree matrix. Note that
the Laplacian matrix is independent of the orientation of the edges, i.e., one or more edges can
be reversed without changing the Laplacian. All information in L is therefore just information of
the underlying undirected graph. However, even if the orientation of the edges is not important,
we will always assume that all edges are directed and have a fixed orientation.

The Laplacian matrix was discovered in different contexts (see [52] and [80] for a review) but
is most famously known from Kirchhoff’s Theorem from 1847 [69] and therefore also sometimes
referred to as Kirchhoff matrix. Kirchhoff’s Theorem proves the connection between the deter-
minant of the submatrix Ľ of the Laplacian matrix and the number of spanning trees in the un-
derlying graph.

Proposition 2.1 (Kirchhoff 1847 [69]). The number of spanning trees in G is equal to det
(︁
Ľ
)︁
.

For an extensive survey of Laplacian matrices see the paper of Merris [80]. We state the main
properties of the Laplacian we need throughout this thesis in the subsequent proposition. For
the rest of this subsection, we consider two vertices v, w connected only if they are connected by
a path containing only edges with non-zero edge weight ce and adjust the definition of connected
components accordingly since a zero-weight edge has the same effect as a non-existent edge in
the definition of the Laplacian matrix.

Proposition 2.2. The Laplacian matrix has the following properties.

(i) L is a symmetric, positive semi-definite matrix.

(ii) L 1 = L⊤1 = 0, i.e., the sum of every row and column of L is zero.

(iii) Let nC be the number of connected components in G. Then, rank(L) = n −nC .

(iv) If G is weakly connected, Ľ is positive definite.

Proof. (i) The Laplacian matrix L is clearly symmetric and, since for every x ∈Rn we have

x⊤L x = ∑︂
e=(v,w)∈E

ce (xw −xv )2 ≥ 0,

L is also positive semi-definite. (ii) Since every edge is incident to exactly two vertices, the row
sum of the incidence matrix Γ is zero. This implies that row and column sums of L are zero as
well. (iii) With L beeing symmetric and positive semi-definite, x⊤L x = 0 if and only if Lx = 0,
i.e., if and only if x is in the nullspace of L. The term x⊤L x = 0 is zero if and only if xv = xw for
any two adjacent vertices v and w . Hence, x is in the nullspace of L if and only if it is a linear
combination of the indicator vectors of the connected component. There are nc such vectors,
thus, rank(L) = n−nC . (iv) Finally, if G is connected, then only the linear hull of the all-one vector
is in the nullspace of L. Thus, any quadratic submatrix and in particular Ľ must be non-singular
and therefore also positive definite.
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Generalized inverses

In our applications we will need to solve equations of the form L x = y for x. As the Laplacian
matrix is singular, even if G is connected, this equation has no unique solution. As we have dis-
cussed in the proof of the previous lemma, the matrix-vector product L x depends only on the
differences xw −xv along the edges e = (v, w) ∈ E . Therefore, the solution of L x = y is invariant to
additive constants.

In order to ensure unique solutions it will be convenient to fix the value of the solution to 0
for one distinguished vertex. In general, we will fix the value of the first vertex v1 and restrict to
solutions from the subspace

{︁
x ∈Rn | xv1 = 0

}︁
. For succinct notation we will introduce the notion

of generalized inverses. Given any matrix A ∈ Rn×n we say a matrix A+ ∈ Rn×n is a generalized
inverse of A if AA+A = A.

Lemma 2.3. Assume the system Ax = y has some solution x̄. Then A+y is a solution as well.

Proof. By assumption, we have Ax̄ = y. Thus, A
(︁
A+y

)︁= AA+Ax̄ = Ax̄ = y.

Given a matrix A ∈Rn×n , we call a matrix A∗ pseudo inverse1 of A if A∗ is a generalized inverse
and A∗y ∈ {︁

x ∈ Rn | xv1 = 0
}︁

for all y ∈ Rn , i.e., if A∗ maps into the subspace of vectors with first
component fixed to zero.

Lemma 2.4. If rank(A) = n −1 and A 1 = 0, then the unique pseudo inverse of A is A∗ =
(︄

0 0⊤

0 Ǎ
−1

)︄
.

Proof. First, we observe that any consistent system A x = y has a unique solution in the subspace{︁
x ∈ Rn | xv1 = 0

}︁
. Therefore, the pseudo inverse A∗ must be unique. By assumption, the subma-

trix Ǎ is non-singular. Let a,b ∈ Rn−1 be vectors such that A =
(︄

a11 a⊤

b Ǎ

)︄
. Since A 1 = 0, we have

Ǎ 1 =−b and Ǎ
−1

b =−1. Thus,

A A∗ A = A

(︄
0 0⊤

0 Ǎ
−1

)︄ (︄
a11 a⊤

b Ǎ

)︄
= A

(︄
0 0⊤

Ǎ
−1

b In−1

)︄
=

(︄
a11 a⊤

b Ǎ

)︄ (︄
0 0⊤

−1 In−1

)︄

=
(︄
−a⊤1 a⊤

Ǎ 1 Ǎ

)︄
=

(︄
a11 a⊤

b Ǎ

)︄
= A

and A∗ is a generalized inverse. Since the matrix clearly maps into the subspace
{︁

x ∈Rn | xv1 = 0
}︁
,

the claim follows.

For any weakly connected graph the Laplacian matrix L satisfies the conditions of Lemma 2.4.

Therefore, there exists a unique pseudo inverse L∗ =
(︄

0 0⊤

0 Ľ
−1

)︄
and every consistent system Lx = y

has the unique solution x∗ = L∗y in the subspace
{︁

x ∈ Rn | xv1 = 0
}︁
. We end this subsection

with the following lemma proving that the pseudo inverse of the Laplacian matrix has only non-
negative entries.

1Note that the term pseudo inverse is used in the literature also interchangeably with generalized inverse or to refer
to other special generalized inverses such as the Moore-Penrose inverse.
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Lemma 2.5. The matrix Ľ is inverse positive, i.e., all entries of the matrix Ľ
−1

are positive. In par-
ticular, the pseudo inverse L∗ has only non-negative entries.

Proof. The matrix L has by definition only non-positive off-diagonal entries. The same holds
for the submatrix Ľ. Since L is positive semi-definite and Ľ is non-singular, the matrix Ľ is posi-
tive definite. Together with the non-positive off-diagonal entries, this makes Ľ an M-matrix, and
these matrices are inverse positive, see the paper by Plemmons [94].

2.2.3 Series-parallel graphs

As a special class of graphs we consider series-parallel graphs. These graphs are of particular
interest since many of the algorithms we present in this thesis have a polynomial runtime on
series-parallel graphs. Further, series-parallel graphs also arise in many electrical networks. For-
mally, we say a graph is a two-terminal graph with terminal vertices s, t ∈ V if all edges e ∈ E are
contained in some (possibly undirected) simple s-t-path. A two terminal graph G = (V ,E) with
terminals s, t is a series-parallel graph if it either consists of the single edge (s, t ) or if it can be
constructed from the graph containing only the single edge (s, t ) by repeated application of the
following two operations.

• (Serial expansion) Replace an edge e = (v, w) by two edges e ′ = (v,u) and e ′′ = (u, w), where
u is a new vertex.

• (Parallel expansion) Replace an edge e = (v, w) by two edges e ′ = (v, w) and e ′′ = (v, w).

Note, that our definition of edges does not allow for parallel edges, so technically the parallel edge
e ′′ must be modeled by two edges in series.

2.3 Flows in Graphs

The fundamental mathematical object that we study in this thesis are network flows. In its most
general form, a flow is a mapping from the edges of a graph G = (V ,E) to the real numbers, i.e.,
a function x : E → R,e ↦→ xe . Most of the time we will use a vector representation of this flow
function and write x = (︁

xe
)︁

e∈E in order to represent a flow. The flow value xe on some edge can be
interpreted as the rate of some (physical) quantity (e.g. cars, data, electricity, people, . . . ) traveling
on the edge. In general, we also admit negative flow values xe that we interpret as flow traversing
the edge against its orientation, i.e, from head to tail vertex.

Usually, in addition to the network, we are given the following quantities that constrain flows
from all possible vectors in Rm to a set of feasible flows. First, there is the demand function
b : V →R, v ↦→ bv assigning a demand value bv to every vertex v ∈V . A negative demand value is
interpreted as supply. As with flows we also usually use a vector notation for the demand function
and write b = (︁

bv
)︁

v∈V . We will always assume that b⊤1 = 0, i.e., that of all supply and demand

values sum to exactly zero. The value val(x) := ∑︁
v∈V

|bv |
2 is the absolute value of flow in the net-

work and referred to as the value of the flow x. Second, we have lower and upper flow bounds
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v w

bv bwℓe ≤ xe ≤ ue

v w

bv +ℓe bw −ℓe0 ≤ x′e ≤ ue −ℓe

(a) Removal of non-zero lower bounds.

v w

bv bw0 ≤ xe ≤ ue

v u w

bv ue bw −uexe′ ≥ 0 xe′′ ≥ 0

(b) Removal of upper bounds.

Figure 2.2: Graph transformations to remove lower and upper flow bounds.

ℓe ,ue ∈ R∪ {−∞,∞} with ℓe < ue for all edges e ∈ E . We also refer to the bounds as capacities of
the edges and again use vector notation writing ℓ= (︁

ℓe
)︁

e∈E and u = (︁
ue

)︁
e∈E . A flow x satisfying

Γx = b, (2.2a)

ℓ≤ x ≤ u (2.2b)

is called a feasible flow, the set F := {︁
x ∈ Rm | x satisfies Eq. (2.2a) and Eq. (2.2b)

}︁
is refered to as

the set of feasible flows. Every row of the constraint Eq. (2.2a) corresponds to a vertex v ∈ V and
reads ∑︂

e∈δ−(v)
xe −

∑︂
e∈δ+(v)

xe = bv

enforcing that for every feasible flow the sum of incoming and outgoing flow at every vertex
matches the demand of this vertex. This means, there is no flow leaking at the vertices and there-
fore Eq. (2.2a) is also referred to as flow conservation constraint. In the realm of electrical flows
this constraint was first described by Kirchhoff in 1845 [68] and is called Kirchhoff ’s law.

If there are no infinite lower bounds the flow bound constraint Eq. (2.2b) can be simplified
to x ≥ 0 without loss of generality by two simple transformations of the underlying network and
demand vector b. If there are edges with a non-zero but finite lower bound ℓe ̸= 0 then we can
replace the flow bound by bounds 0 ≤ x ′

e ≤ ue −ℓe for all edges e = (v, w) and the demands by
bv +∑︁

e∈δ+(v) ℓe −∑︁
e∈δ−(v) ℓe at every vertex v . Any flow x′ that is feasible for the new bounds and

demands corresponds to a flow x := x′+ℓ that is feasible for the original bounds and demands.
Fig. 2.2a depicts the corresponding construction for a single edge. If the edges have zero lower
bounds but non-zero upper bounds, the upper bounds can be removed on any edge by the fol-
lowing construction. Replace the edge e = (v, w) with two edges e ′ = (v,u) and e ′′ = (w,u) by
introducing a new dummy vertex u. The dummy vertex gets a demand value bu = ue while the
demand of the vertex w is replaced by bw −ue . The construction is depicted in Fig. 2.2b. In this
construction, the flow on the first artificial edge xe ′ corresponds to the actual flow xe in the origi-
nal network. The flow on this edge cannot be higher than ue since by construction not more than
a total of ue can enter the vertex u without violating flow conservation. The more flow is sent on
the edge e ′ the less flow of the artificially added demand is sent on the edge e ′′. In particular, the
same amount of flow sent on edge e ′ has to leave the node not on edge e ′′. Thus, the construction
indeed behaves like one edge.

The above construction works if at least one of the flow bounds any edge e is finite. If ℓe =−∞
and ue < ∞ the orientation of the edge and lower and upper bound can be switched without



16 2.3. Flows in Graphs

changing the set of feasible flows—only the sign of xe is changed. Thus, we can write the flow
constraints from Eqs. (2.2a) and (2.2b) in the normal form

Γx = b (2.3a)

x ≥ 0 (2.3b)

as long as there is at least one finite bound for any edge. Since in this normal form all flow is non-
negative and, thus, traverse every edge along its orientation, we say the flow is a directed flow
in this case. If all edges have only infinite bounds (i.e., all inequalities in Eq. (2.2b) are trivial),
then we say the flow is an undirected flow. Undirected flows have in general a nicer structure
and problems over undirected flows are possibly easier to solve as every optimization problem
over an undirected flow problem has only equality constraints. In general, there can be hybrid
versions of directed and undirected flows if only some edges have finite bounds. However, in
practice, most problems are either directed or undirected. Examples for directed problems are
traffic flows where lanes can typically be only used in one direction while many physical problems
like electrical flows are undirected. We therefore only consider either directed in the standard
form from Eq. (2.3) or undirected problems.

2.3.1 Multi-commodity flows

In many real-world application the same network may be used by different types of flows that
may interact but do not mix. This may, for example, be the case in road networks where the
cars of different populations of drivers with different origin and destination pairs use the same
roads, but the cars do not “mix” in the sense that every car has a fixed origin and destination. The
same holds for data networks where packages of different servers interact or networks in logistics
where different goods travel through the network to satisfy different supplies and demands of
different goods. Following this last example we call these different types of flow commodities
and a problem where multiple commodities are involved is a multi-commodity flow problem.
In contrast, we also refer to the basic model with one commodity as a single-commodity flow
problem.

In a multi-commodity setting, we have k ≥ 2 different commodities K = {1, . . . ,k}. A multi-
commodity flow is a matrix X = (︁

xe, j
)︁

e∈E , j∈K where every column x j is a single-commodity flow
of the j -th commodity. We slightly abuse notation and denote by xe :=∑︁

j∈K xe, j the total flow of
all commodities on edge e. The demands are encoded in a matrix B = (︁

bv, j
)︁

v∈V , j∈K where every

column b j is the demand vector of the single-commodity flow of the j -th commodity. A directed,
feasible multi-commodity flow is a matrix xe, j satisfying the constraints

ΓX = B (2.4a)

X ≥ 0. (2.4b)

An undirected multi-commodity flow has to only satisfy Eq. (2.4a). Note that we consider only
the standard form of multi-commodity flows without (commodity-dependent) flow bounds, but
these can be added easily.



Chapter 2. Preliminaries 17

2.3.2 Edge flows and path flows

Up to this point, we considered an edge based definition of flows. We call flows defined as a
mapping from the edges to the real numbers also edge flow. There is a second natural way to
define flows via paths and cycles. A path flow is a mapping x : P ∪C → R that assigns a real
number to every (simple) path and every (simple) cycle in the graph G . Given a path flow, we can
easily obtain an edge flow by setting

xe =
∑︂

P∈P :
e∈P

xP + ∑︂
C∈C :
e∈C

xC .

The converse is also true, i.e., given an edge flow x we can always find a path flow satisfying the
equation above. This statement is famously known as the flow decomposition theorem. For a
proof, see for example Ahuja et al. [2].

Proposition 2.6 (Flow decomposition theorem). Every path flow has a unique representation as
edge flow. Conversely, every edge flow can be represented as a path flow (not necessarily in a unique
way) with at most n +m paths and cycles having nonzero flow.

While paths flows are in many cases more natural in applications—for example, it is more
natural in a traffic network to connect origins and destinations with flow carrying paths instead of
assigning edges with flow—edge flows are much easier to handle. Paths flows may have an infinite
support, i.e., consist of infinitely many flow carrying (non-simple) paths and cycles. Although the
flow decomposition theorem ensures that there is always a path flow with at most n+m non-zero
entries, edge flows always have m components allowing for the succinct vector representation.
We will almost always use the edge based formulations for that reason.

2.3.3 The maximum flow problem

One fundamental problem in the realm of flows is the maximum flow problem. For this problem
we are typically given two special vertices s, t ∈V we refer to as source vertex and sink vertex and
we ask for the maximum value of any flow we can send between s and t .

Formally, we say a flow x is a s-t-flow if x is a flow for a demand vector b = r (et −es) for some
r ≥ 0, i.e., bs =−r , bt = r , and bv = 0 for all v ̸= s, t . Thus, an s-t-flow is a flow where exactly one
vertex has supply (the source) and one vertex has demand (the sink) and the value of the flow is
some non-negative r ≥ 0 that we also call the rate of the flow x. In this section, we assume that
all edges have a lower flow bound of zero and a (possibly infinite) upper bound, that we also call
capacity. Since we are typically restricted to s-t-flows for the maximum cost flow problem, we
cannot use the constructions from the previous section to remove the capacities as these would
change the demand vector b. Therefore, we use the explicit upper bounds in this section. The
maximum flow problem is then defined as

max val(x) = r

s.t. Γx = r
(︁
et −es

)︁
0 ≤ x ≤ u.

(2.5)
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A flow x solving Eq. (2.5) is called maximum flow (or short max flow). In order to understand
maximum flows we need to look at a dual problem: The value of a max flow is intuitively deter-
mined by the capacity of the smallest bottleneck of the network. If a flow is maximal there must
be a bottleneck between the source and the sink through which no more flow can be sent. So, in-
stead of looking for the maximum flow, we can also try to find the smallest bottleneck. Formally,
we introduce the notion of a cut in G . A cut ∅ ̸= S ⊂ V is a subset of the vertices partitioning the
vertices in the two set S and V \ S. A cut with s ∈ S and t ∉ S is called s-t-cut. The sets

δ+(S) := {e = (v, w) ∈ E | v ∈ S}, δ−(S) := {e = (v, w) ∈ E | w ∈ S}

are the outgoing and incoming edges of the cut S, also referred to as cut edges. Finally, we define
the capacity of the cut S as

u(S) := ∑︂
e∈δ+(S)

ue

A cut with the least capacity among all s-t-cuts is called a minimum cut (or min cut). When first
studying the maximum flow problem, Ford and Fulkerson [39] established the following result
relating maximal flows and minimal cuts.

Proposition 2.7 (Max-Flow Min-Cut Theorem [39]). The value of maximum flow is equal to the
value of a minimum cut.

A basic class of algorithms that solve the maximum flow problem are so-called augmenting
path algorithms. The first algorithms of this class to solve the maximum flow problem was also
already introduced by Ford and Fulkerson [39] and Elias et al. [34] in 1956. The algorithms work
as follows. For every intermediate flow solution x construct a residual graph Gr = (V ,E r ) with the
set of residual edges

E r := {︁
e ∈ E | xe < ue

}︁∪{︁
(w, v) | e = (v, w) ∈ E and xe > 0

}︁
that contain all edges of the original graph G that are not used at capacity and additional back-
ward edges for every edge with non-zero edges. We refer to the former as the forward edges and
to the latter as backward edges. The forward edges in the residual graph are equipped with resid-
ual capacities ũe = ue −xe , the backward edges with residual capacities ũe = xe . Then, find a path
from s to t in the residual graph. We refer to this path as the augmenting path and define its ca-
pacity as ũP = mine∈P ũe . Next, create a new flow x′ by setting x ′

e = xe + ũP if e is contained as a
forward edge in P , x ′

e = xe − ũP if e is contained as a backward edge in P , and x ′
e = xe for all other

edges e. This procedure is repeated until no augmenting path can be found (or the augmenting
path has infinite residual capacity; in this case the maximum flow is infinite). This algorithm
produces an s-t-flow in every step. Further, it can be shown that if no augmenting path exists,
the vertices that are reachable from s via edges with non-zero residual capacity in the residual
network form a cut in the original network that has a capacity that is equal to the value of the un-
derlying flow. Therefore, by the Max-Flow Min-Cut Theorem from Proposition 2.7, the flow must
be a maximum flow.

The basic augmenting path algorithm only runs in pseudo-polynomial time, i.e., the run time
depends on the actual values of the capacities ue . Further, as already shown by Ford and Fulker-
son [39], given irrational capacity values, the algorithm may perform infinitely many steps with-
out converging to the value of a maximum cut, see also [122] for an example. Edmonds and
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Karp [33] showed, that by using only shortest augmenting paths, i.e., augmenting paths with the
least number of edges, the runtime can be improved to O (nm2). In general, the maximum flow
problem can be solved even faster with different classes of algorithms, namely preflow-push al-
gorithms and capacity scaling algorithms. Since we are only interested in augmenting path algo-
rithms in this thesis we defer the presentation of these algorithms to the literature. In particular,
we refer to the books by Ahuja et al. [2] and Williamson [117] for an introduction to these algo-
rithms and maximum flows and general and to the survey on polynomial time algorithms for the
maximum flow problem by Goldberg and Tarjan [51].

2.3.4 Minimum cost flows

In this subsection, we briefly introduce the minimum cost flow problem. This problem is one of
the two main topics of this thesis and discussed in more detail in Chapter 3. Here, we just present
the basic notation.

For the minimum cost flow problem, there are, in addition to the flow constraints from before,
edge cost functions Fe : R → R for all edges e ∈ E . We use a capital letter to denote the edge cost
functions and denote by fe := F ′

e the derivatives of the edge cost that we refer to as marginal cost
functions. Typically, we impose some assumptions on the edge cost functions such as convexity
or monotonicity. Given edge cost functions Fe for all edges, we define the function

C : Rm →R, C (x) := ∑︂
e∈E

Fe (xe )

and refer to C (x) as the cost of the flow x. The (directed) minimum cost flow problem is then
defined as

min C (x)

s.t. Γx = b,

x ≥ 0.

(2.6)

We also consider an undirected minimum cost flow variant without the non-negativity constraint.
Note that the problem in Eq. (2.6) is as general as admitting flow bounds ℓ≤ x ≤ u. In this case, we
can use the same construction from the beginning of this section to remove the lower and upper
bounds. However, the cost functions neet to be adjusted in these constructions as well. In the
lower bound removal construction from Fig. 2.2a we equip the edge e with the new cost function
x ↦→ Fe (x +ℓe ) such that the cost of the minimal flow on the edge is already incorporated. In the
lower bound removal construction from Fig. 2.2b we equip the edge e ′ with the cost Fe ′(x) = Fe (x)
since, as stated there, the flow on edge e ′ corresponds to the actual flow on the replaced edge e.
The second artificial edge e ′′ is equipped with the zero cost function Fe ′′ = 0 such that the artificial
flow on the edge e ′′ does not contribute to the objective function.

2.4 Non-Linear Optimization

Minimum cost flows are obviously a special kind of optimization problems. But also the com-
putation of equilibria in certain games can be reformulated as optimization problems. Hence,
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we will need some basic tools to solve optimization problems. Since most of the objective func-
tions in these optimization problems are of non-linear nature, we are in particular interested in
non-linear optimization problems.

In this section we characterize optimal solutions of non-linear optimization problems with
side constraints. In order to do so, we use the Karush-Kuhn-Tucker (KKT) conditions [65, 77]. For
a comprehensive introduction to nonlinear optimization and optimality conditions we refer to
the book by Ruszczyński [101]. Consider the general minimization problem

min f (x)

s.t. gi (x) ≥ 0 for i = 1, . . . , p,

hi (x) = 0 for i = 1, . . . , q,

x ∈Rn .

(2.7)

If the functions f , gi and hi satisfy certain regularity conditions, then the KKT conditions yield
necessary conditions for a local minimum of this minimization problem. In the following the-
orem, we use Linear Constraint Qualification as regularity condition for the KKT conditions de-
manding that the functions gi and hi are affine. Since the side constraints in the optimization
problems that we consider throughout this thesis are typically flow conditions as in Eq. (2.6) this
is sufficient for most problems we consider. When we furthermore assume that the objective
function f is also convex, then the KKT conditions are also sufficient.

Proposition 2.8 (KKT conditions). Assume that the function f : Rn → R is continuously differen-
tiable and convex and that the functions gi : Rn → R, i = 1, . . . , p and hi : Rn → R, i = 1, . . . , q are
affine. Then the following two conditions are equivalent.

(i) The point x̂ ∈Rn is the global minimum of the minimization problem from Eq. (2.7).

(ii) The vector x̂ is feasible for the minimization problem from Eq. (2.7) and there exist vectors
λ̂ ∈R

p
≥0 and µ̂ ∈Rq such that

0 =∇ f (x̂)−
p∑︂

i=1
λ̂i∇gi (x̂)−

q∑︂
i=1

µ̂i∇hi (x̂) and λ̂i gi (x̂) = 0, i = 1, . . . , p.

Proof. See, e.g., Theorem 3.25 and Theorem 3.27 in Ruszczyński [101].

In some cases we will use objective functions that are not differentiable. Then, Proposition 2.8
cannot be applied to the corresponding optimization problems. However, there is a more general
formulation with similar conditions. Since in the more general case, the gradient ∇ f does not
exist, we use subgradients instead. Given a convex function f : Rn →R and x ∈Rn , we say a vector
z ∈Rn is a subgradient of f at x if

f (y) ≥ f (x)+z⊤(y−x) for all y ∈Rn .

The set of all subgradients of f at x is called the subdifferential of f at x and is denoted by ∂ f (x).
The geometric interpretation of a subgradient is as follows. For every subgradient z of f at x, the
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x

f (x)

g
g ′

(z, -1)(z′, -1)

Figure 2.3: The epigraph of a convex function f (blue) and two affine functions g , g ′ (black) de-
fined by two subgradients z,z′ below the epigraph.

function g (y) := f (x)+z⊤(y−x) does not lie above the graph of f , see Fig. 2.3. If the function f is
differentiable at x, then the subdifferential consists only of the gradient, i.e., ∂ f (x) = {∇ f (x)}. For
functions f that map from R to R the subdifferential is the interval

∂ f (x) =
[︃

lim
h↑0

f (x +h)− f (x)

h
, lim

h↓0

f (x +h)− f (x)

h

]︃
of all values between the left and the right derivative of f in x.

If A ⊆ X is some subset of X and x ∈ X , then we denote by A + x the set of all points in A
translated by x, i.e., A+x := {y ∈ X | y = a +x, a ∈ A}. We then obtain the following generalization
of the KKT-conditions.

Proposition 2.9 (KKT conditions for non-differentiable objective). Assume that the function f :
Rn → R is convex (but not necessarily differentiable) and that the functions gi : Rn → R, i = 1, . . . , p
and hi : Rn →R, i = 1, . . . , q are affine. Then the following two conditions are equivalent.

(i) The point x̂ ∈Rn is the global minimum of the minimization problem from Eq. (2.7).

(ii) The vector x̂ is feasible for the minimization problem from Eq. (2.7) and there exist vectors
λ̂ ∈R

p
≥0 and µ̂ ∈Rq such that

0 ∈ ∂ f (x̂)−
p∑︂

i=1
λ̂i∇gi (x̂)−

q∑︂
i=1

µ̂i∇hi (x̂) and λ̂i gi (x̂) = 0, i = 1, . . . , p.

Proof. This follows from Theorem 3.34 in [101]. Note that the formulation of Theorem 3.34 re-
quires Slater’s conditions as a regularity condition, which is in general stronger than the Linear
Constraint Qualification. However, as argued in Section 3.5 in [101], Eq. (3.48) in the same sec-
tion is sufficient for Theorem 3.34 to hold true. Since Linear Constraint Qualification implies this
condition, Theorem 3.34 can also be used in the case of Linear Constraint Qualification.
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Player 2

confess silent

P
la

ye
r

1

confess (−4,−4) (−1,−5)

silent (−5,−1) (−2,−2)

Table 2.1: The player’s payoffs in the Prisoner’s dilemma game. For every strategy profile s the
payoff is given as a tuple

(︁
u1(s),u2(s)

)︁
.

2.5 Game Theory

The second main subject of this thesis are equilibria in network congestion games, specifically
Wardrop equilibria and equilibria in Atomic splittable congestion games. In this section, we state
the necessary game theoretic definitions and results.

The aim of game theory is to model situations where multiple strategic agents interact. For-
mally, a game consists of a set of k players N = {1, . . . ,k}. Every player i ∈ N has a set of pos-
sible strategies Si and selects a strategy si ∈ Si yielding an overall strategy profile, that is a vec-
tor s = (︁

si
)︁

i=1,...,k ∈ S :=×i∈N Si containing the strategies chosen by all players. Further, every
player has a payoff (or utility) function ui : S →R mapping the outcomes (i.e., the possible strat-
egy profiles) of the game to a number representing the payoff of the game for player i .

A strategy profile s is a Nash equilibrium, or just short equilibrium, if no player has a unilateral
incentive to deviate from their strategy. Formally, s is a Nash equilibrium if

ui (s) = max
s′i∈Si

ui

(︂(︁
s−i , s′i

)︁)︂
for all players i ∈N , where

(︁
s−i , s′i

)︁
denotes the strategy profile where every player except player

i plays the strategy according to s and player i plays s′i .

Example (Prisoner’s dilemma). Consider a situation where two prisoners are on trial for a com-
mitted crime. Both felons have two options: They may remain silent or confess and cooperate
with the authorities. Depending on their choice they will face different sentences. If both pris-
oners confess, they will both get a sentence of 4 years. If only one of them confesses the prisoner
admitting the crime will get a low sentence of 1 year, while the other one will get 5 years. Finally,
if both of them remain silent, both prisoners will get a sentence of 2 years.

The game therefore consists of the set containing the two players N = {1,2} and the strategy
sets Si := {confess,silent}. The payoff function may be best described by the values in Table 2.1
stating the payoffs (that is, in this case, the negative of the sentence in years) for prisoner one and
two for all four possible outcomes. The unique Nash equilibrium in this game is for both players
to confess since in all other strategy profiles at least one player can profit by confessing. The game
is considered a dilemma since both players could get away with a relatively small sentence if they
would coordinate and remain silent. However, the strategy profile where both players confess is
the only Nash equilibrium, although it yields less payoff for both players.
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2.5.1 Nonatomic selfish routing games

The first class of games that we will consider in this thesis are nonatomic network routing games.
These games differ from our prior definition by having a continuum of players N rather than
having a finite set and therefore being called nonatomic. In a nonatomic network routing game
we consider a multi-commodity network where typically every commodity j has a single source
vertex s j and a single sink vertex t j and wants to route a demand of value r j . The players in this
game can be thought of as infinitesimal small flow particles that want to travel from the source
to the sink vertex of one commodity. A strategy for every player is to choose a path from s j to
t j . An interesting special case of nonatomic network routing games is when there is only one
commodity, we refer to these games also as single-commodity games.

An outcome of a nonatomic selfish routing game is then a non-negative multi-commodity
flow X ≥ 0 satisfying the demands. The flow values can be interpreted as follows. If there is an
amount of xe, j flow of commodity j on edge e then this means a share of

xe, j

r j
of the players trav-

eling between s j and t j have chosen a path P containing edge e.

Every edge is equipped with a non-negative, non-decreasing, convex cost function ce : R≥0 →
R≥0 and the players experience a payoff

uP (X) =− ∑︂
e∈P

ce (xe ),

where xe =∑︁
j∈K xe, j is the total flow on edge e. The payoff is the negative cost of all edges in the

chosen path P , where the edge cost depends on the total flow of all commodities on that edge.
Players therefore want to minimize the total cost of the path that they are using.

Nonatomic selfish routing games have been widely studied as they have a variety of appli-
cations, e.g., the macroscopic view on traffic or communication networks where the impact of
single drivers or data packets are negligible. Research on these games began about a century ago
when Pigou [93] described the problem first. The famous example described at the end of this
subsection is also due to Pigou. In the 1950s Wardrop [114] formalized the problem and gave a
first description of equilibria that therefore are also known as Wardrop equilibria. Intuitively, a
multi-commodity is in equilibrium if no infinitesimally small flow unit has an incentive to take
another path. But this means, that all paths that carry flow must also be shortest paths. To for-
malize this, we say a s j -t j -path P ∈ P s j ,t j is used if xe, j > 0 for all e ∈ P . Then, the equilibrium
conditions also known as Wardrop’s first principle are as follows: A multi-commodity flow X is a
Wardrop equilibrium if and only if∑︂

e∈P
ce (xe ) ≤ ∑︂

e∈Q
ce (xe ) for all used P ∈P s j ,t j and all Q ∈P s j ,t j (2.8)

holds for all commodities j ∈ K . Eq. (2.8) formalizes the fact that every path chosen by any flow
particle must indeed be a shortest path between the source-sink-pair of this commodity. It also
implies that all used paths of one commodity must have the same length. However, Wardrop’s
principle is a path based formulation. In the following proposition we state an equivalent edge
based formulation using shortest path lengths. For a proof, see e.g. Proposition 2.7.7. in [98].
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Proposition 2.10. Denote by π
j
v the length of a shortest path from s j to the vertex v with respect to

the edge weights ce (xe ). Then, a multi-commodity flow xe, j is a Wardrop equilibrium if and only if

ce (xe ) =π
j
w −π

j
v for all e = (v, w) ∈ E with xe, j > 0,

ce (xe ) ≥π
j
w −π

j
v for all e = (v, w) ∈ E with xe, j = 0

for all commodities j ∈ K .

Optimal flows and efficiency of equilibria

In addition to equilibrium flows we also consider socially optimal flows. An optimal flow is a
minimum cost multi-commodity from with respect to the edge cost ce

(︁∑︁
j∈K xe, j

)︁
, i.e., optimal

flows are flows that minimize the total cost

C (X) := ∑︂
e∈E

xe ce (xe )

that we also refer to as the social cost. We denote a socially optimal flow by XSO and its cost
by C (XSO). A socially optimal flow can be interpreted as the outcome of the game if the decision
were not made be selfish players but rather by a central authority that wants to minimize the total
(or, equivalently, average) cost of all players. A key insight of game theory is that equilibria are not
efficient in general, i.e., their costs are higher than these of a socially optimal flow. In general, the
performance of the cost of equilibrium solutions is measured by the quotient

PoA :=
max

Equilibria X
C (X)

C (XSO)

that was dubbed price of anarchy by Papadimitriou [91]. The price of anarchy is the quotient
of the cost of the Wardrop equilibrium with the highest cost and the optimal social cost. Note
that in the case of Wardrop equilibria, all Nash equilibria have the same cost C (WE) (see, e.g.,
Proposition 2.2.6 in [98]) and the price of anarchy can also be written as PoA = C (WE)

C (SO) . Rougharden
and Tardos [99] showed that the price of anarchy is bounded by 4

3 if all cost functions are linear,
but may be unbounded for arbitrary polynomial functions.

Relationship between Wardrop equilibria and optimal flows

By definition, the socially optimal flow is a minimum cost flow with respect to the edge cost
functions Fe (x) = xe ce (xe ) solving the (non-linear) problem from Eq. (2.6). Applying the KKT-
conditions from Proposition 2.8 to this problem, we obtain potential based conditions for socially
optimal flows. We defer the computation to later chapters (see Theorem 3.1 in Section 3.2.1 for
the single-commodity case and Corollary 3.9 in Section 3.4 for more details).

Proposition 2.11. The multi-commodity flow X is a socially optimal flow if and only if there exists
a matrix Φ ∈Rn,k containing potential vectors φ j ∈Rn for every commodity j ∈ K as columns such
that

ce (xe )+xe c ′e (xe ) =φ
j
w −φ

j
v for all e = (v, w) ∈ E with xe, j > 0,

ce (xe )+xe c ′e (xe ) ≥φ
j
w −φ

j
v for all e = (v, w) ∈ E with xe, j = 0.
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(a) Graph with costs.
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(b) Wardrop Equilibrium.
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(c) Social optimal flow.

Figure 2.4: Pigou’s example.

If we normalize the potentials from Proposition 2.11 to zero at the respective source vertices
s j we see that, by Proposition 2.10, we can interpret the socially optimal flow X also as a Wardrop
equilibrium but for cost functions c̃e (x) := ce (x)+ xe c ′e (x). Conversely, a Wardrop equilibrium
with respect to costs ce (x) can also be interpreted as socially optimal flow with respect to the
costs c̃e (x) := 1

x

∫︁x
0 ce (s)d s for x > 0 and c̃e (0) = ce (0). This equivalence of equilibrium and op-

timal flows was first described by Beckmann et al. [6] and is therefore also known as Beckmann
transformation. The Beckmann transformation implies that there is no conceptual or compu-
tational difference between equilibria and optimal flows. In particular, all these flows can be
computed by a minimum cost flow computation and, additionally, this also implies the existence
of Wardrop equilibria.

Corollary 2.12. If the cost functions ce are continuous and there exists some feasible flow X satisfy-
ing the demands, then Wardrop equilibria always exists. If the costs ce are also strictly increasing
then the Wardrop equilibrium is unique.

Proof. Under these assumptions, we can rephrase the computation of a Wardrop equilibrium as
a feasible minimization problem with differentiable objective. Hence, a solution must exist. If,
additionally, the costs are strictly increasing, the objective of the minimization problem is strictly
convex and, hence, the solution must be unique.

Pigou’s Example

The following example with the famous network introduced by Pigou [93] illustrates the concepts
of Wardrop equilibrium, optimal flow and the price of anarchy.

Example (Pigou’s example). Consider the graph from Fig. 2.4a with only two vertices and two
parallel edges, one of the edges having constant cost of 1 and the other a flow dependent cost
of x. There is only one commodity routing a demand of 1 from s to t . In the equilibrium, all
flow uses the lower edge inducing a cost of 1 on this edge. Both edges then have a cost of 1 and
therefore the flow is obviously an equilibrium. Since all flow has to “pay” a cost of 1 the overall
cost is 1 as well. The Wardrop equilibrium is depicted in Fig. 2.4b.

Given any flow, denote by x1 the amount of flow using the upper edge and by x2 = (1−x1) the
amount of flow using the lower edge. Then the total cost of the flow is x1 ·1+ x2

2 . Therefore, in an
optimal flow an optimal share of x̂1 = argmin0≤x1≤1(x1 ·1+ (1− x1)2) uses the upper edge. Thus,
splitting the flow on both edges yields an optimal flow depicted in Fig. 2.4c with cost 3

4 . The price



26 2.5. Game Theory

of anarchy in this example is 4
3 . As stated above, for linear costs, the price of anarchy is bounded

from above by 4
3 . Hence, Pigou’s example shows that this bound is in fact tight.

2.5.2 Atomic splittable congestion games

The second class of games we consider in this thesis are atomic splittable congestion games. These
games are in a sense a more general form of the nonatomic selfish routing games presented
before. Instead of one population of infinitesimally small players (or flow particles), in atomic
splittable congestion game we have a finite set of atomic players N = {1, . . . ,k} that have a non-
negligible influence on the game—hence the name atomic players. Each of these players controls
a non-zero amount of flow (or interpreted differently, a population of infinitesimally small play-
ers) that they want to route between a source vertex si and a sink vertex ti . As in the routing
games before, the flow experiences cost ce (xe ) depending on the total amount of flow xe of all
players on the edge. While in the selfish routing game every flow particle wants to minimize its
own cost, in atomic splittable congestion games, the players want to minimize the total cost of
their share of the flow. If there is only k = 1 player, then the outcome of the game is a socially
optimal flow as defined above.

Atomic splittable congestion games can be seen as a coalitional version of Wardrop equilib-
ria. In traffic networks it can be the case that providers of navigation systems or operators of
ride-sharing companies control a large amount of the road traffic. The same holds for internet
service providers or operators of websites with large amount of traffic such as YouTube or Netflix
in telecommunication networks. In these cases, the classical Wardrop equilibrium model may
not be a good approach to model these networks as these companies may not be interested in
minimizing the travel times of each of the small flow particles (traffic or data) controlled by them
but rather seek to minimize the overall travel time of their flow to improve the average experi-
ence of their costumers. In this setting, companies may be willing to sacrifice cost experienced
by some of their flow particles in order to improve the overall cost of their flow; see also the discus-
sion in Catoni and Pallottino [13]. Atomic splittable congestion games have been studied in the
context of traffic networks (Haurie and Marcotte [55]), communication networks (Orda et al. [88])
and logistics networks (Cominetti et al. [19]). Formally, an atomic splittable congestion game con-
sists of k players, a graph G = (V ,E), and a family of cost functions (ce,i )e∈E ,i∈N . Every player has
a source vertex si and a sink vertex ti and a demand rate ri . A feasible strategy for a player i is a
feasible si -ti -flow xi of rate ri , i.e., to route its flow in a feasible way between the source and the
sink vertex. An outcome of a game is a strategy profile x = (︁

(x1)⊤, . . . , (xk )⊤
)︁⊤ containing the flows

of all players stacked. We denote by xe :=∑︁k
i=1 xe,i the total flow of all players on edge e ∈ E . Every

player has to pay (player-dependent) cost for all of its flow particles, i.e., the utility experienced
by player i is

ui (x) =−C i (x) :=− ∑︂
e∈E

xe,i ce,i (xe ).

As usual, every player seeks to maximize their utility, i.e., wants to minimize the cost paid. For
every edge e ∈ E and every player i ∈N , we define by µe,i (x) := ∂

∂xe,i
xe,i ce,i (xe ) the marginal cost

of player i on edge e. Then, a Nash equilibrium in an atomic splittable congestion game can be
characterized as follows, see Bhaskar et al. [8] for a reference.
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Proposition 2.13. The strategy profile x = (x1, . . . ,xk ) is a Nash equilibrium flow if and only if, for
every player i , xi is a feasible si -ti -flow and∑︂

e∈P
µe,i (x) ≤ ∑︂

e∈Q
µe,i (x) for all si -ti -paths P,Q where P is used.

The existence of Nash equilibria in atomic splittable congestion games follows from standard
fixed point arguments (Kakutani [62], Rosen [96]), for more details see Altman et al. [3] and Orda
et al. [88].

Proposition 2.14. Assume that for every player i , there exists a feasible flow xi . If, for all players,
the player cost function C i is convex and differentiable, then a Nash equilibrium does always exist.

While the existence of Nash equilibria is always guaranteed (under the assumptions men-
tioned above), the equilibria, also in contrast to Wardrop equilibria, need not be unique. Even in
the case of player-independent cost functions, Bhaskar et al. [8] show that the edge flows are not
unique. On a positive note, Altman et al. [3] prove that if the cost functions ce,i are monomials of
degree at most three, Nash equilibria are always unique.
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Parametric Minimum Cost Flows
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3 Minimum Cost Flows

In this part of the thesis we consider a parametric version of the classical minimum cost flow
problem. In the minimum cost flow problem we are given a directed, strongly connected1 graph
G = (V ,E) with n = |V | vertices and m = |E | edges. We assume throughout this whole part that
all graphs do not contain parallel edges and have no self-loops. Every vertex v ∈V has a demand
value bv ∈ R, where negative demand bv < 0 indicates a supply. Further, every edge e ∈ E is
equipped with a flow-dependent cost function Fe : R≥0 →R. Given a flow x, we denote by C (x) :=∑︁

e∈E Fe (xe ) the cost of the flow. The minimum cost flow problem, as introduced in Section 2.3.4,
then is

min C (x)

s.t. Γx = b,

x ≥ 0.

(3.1)

A feasible flow x̂ with C (x̂) ≤C (x) for every feasible flow x is called minimum cost flow. Since this
formulation is based on directed flows we also refer to this problem as the directed minimum cost
flow problem. We will use the notation x̂ = (x̂e )e∈E throughout this part of the thesis to denote
minimum cost flows and distinguish them from other feasible flows.

The main focus in this part does not lie on the minimum cost flow from Eq. (3.1) but rather on
the following parametric variant. Let b : R≥0 →Rn ,λ ↦→ b(λ) be a continuous function mapping a
non-negative parameter λ to a demand vector b(λ) = (︁

bv (λ)
)︁

v∈V . Then, we refer to the parametric
minimization problem

min C (x)

s.t. Γx = b(λ),

x ≥ 0

(3.2)

as the parametric minimum cost flow problem. A solution to the parametric problem is a function
x̂ : R≥0 → Rm ,λ ↦→ x̂(λ) = (︁

x̂e (λ)
)︁

e∈E such that, for every λ ∈ R≥0, x̂(λ) is a minimum cost flow for
demand b(λ). We call this function the minimum cost flow function.

1We note that this assumption is no restriction. If the graph is not connected, the minimum cost flow problem can
be split into smaller problems on connected graphs. If the graph is not strongly connected but weakly connected,
additional edges with very high costs can be added to the graph without changing the optimal flow.
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Our overall goal is to study and analyze minimum cost flows and parametric minimum cost
flows as well as the development of algorithms that compute the minimum cost flow function
exactly or approximately.

Chapter Outline

In this chapter, we discuss the fundamental concepts of the minimum cost flow problem and its
parametric variant. We begin in Section 3.1 by reviewing the well-studied linear variant of the
minimum cost flow problem and briefly introduce the solution methods and algorithms for this
particular variant. In Section 3.2 we begin our analysis of the general, non-linear minimum cost
flow problem as defined in Eq. (3.1) by characterizing optimal solutions via optimal potentials
leading to the important characterization in Theorem 3.1. We introduce the notion of shortest
path potentials and define the central concept of a support of a solution that we use throughout
the whole thesis. Sections 3.3 and 3.4 consider the optimality conditions of the special cases of
undirected and multi-commodity flows. Finally, in Section 3.5 we consider the parametric variant
of the minimum cost flow problem as defined in Eq. (3.2). We study the minimum cost flow
function and its properties, such as continuity and smoothness. The central result of this chapter
is Theorem 3.13 which gives the explicit formulas for the derivative of minimum cost flow and
optimal potential functions and relates these derivatives to the Laplacian matrix. We then obtain
multiple results concerning these derivatives, among others we obtain Thomson’s principle and
Rayleigh’s monotonicity law (cf. Corollaries 3.15 and 3.16) known from electrical networks and
prove some properties of the objective function of the minimum cost flow problem.

Bibliographic Information Most of the results in the first four sections of this chapter are ba-
sic insights of minimum cost flows. The analysis of the minimum cost flow function and the
corresponding results from Section 3.5 are joint work with Per Joachims and Max Klimm. A pub-
lication titled Approximate Parametric Computation of Minimum Cost Flows with Convex Costs
containing these results is currently in preparation.

3.1 The Linear Minimum Cost Flow Problem

The minimum cost flow problem is one of the most important and well-studied problem in the
realm of combinatorial optimization. Usually it is studied in its linear variant that already covers
many interesting applications and also contains other problems such as the shortest path or the
maximum flow problem as special cases. In the linear minimum cost flow problem, all edge costs
Fe are linear. Therefore, there is some vector c = (ce )e∈E ∈Rm of typically non-negative cost such
that every cost function can be written as Fe (x) = ce x. The directed linear minimum cost flow
problem then is

min c⊤x

s.t. Γx = b,

x ≥ 0.

(3.3)
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Minimum cost flow problems and transportation problems have been studied for a long time,
starting as early as the 1930s, see the historical overview by Schrijver [103]. Since the 1950s many
algorithms for solving the linear minimum cost flow problem have been proposed: The primal-
dual algorithm by Ford and Fulkerson [40, 42], the successive shortest path algorithm indepen-
dently developed by Jewell [59], Iri [58], and Busacker and Gowen [12], the out-of-kilter algorithm
introduced independently by Minty [81] and Fulkerson [47], and the cycle-canceling algorithm by
Klein [70]. All of the aforementioned algorithms are closely related as pointed out by Zadeh [121]
in the sense that they perform the same augmentation steps. In particular, all these algorithms
are inefficient as they may perform an exponential number of iterations for certain families of
minimum cost flow problems as shown by Zadeh [119, 120]. Further, these algorithms are closely
related to our algorithms for solving the (parametric) minimum cost flow problem with quadratic
costs that we introduce in Chapters 4 and 5. The successive shortest path algorithm maintains an
optimal pseudo-flow (that is a flow that is optimal but does not satisfy the demand conditions)
and augments this flow along shortest paths with respect to the edge costs until an optimal flow is
reached. The primal-dual algorithm works similar using maximum flows in subnetworks to aug-
ment the pseudo-flows. Our algorithms for electrical flows and non-linear minimum cost flows
work similarly since they also maintain optimality and augment flow by increasing the flow on
subnetworks consisting of shortest path edges.

While the aforementioned algorithms are inefficent since they may require an exponential
number of steps, the linear minimum cost flow problem can be solved efficiently. The first poly-
nomial-time algorithm is due to Tardos [107] and was later adopted to the minimum-mean cycle
canceling algorithm by Goldberg and Tarjan [49, 50]. Many efficient algorithms are based on
scaling techniques, either scaling of capacities, e.g., the algorithm by Orlin [89]), or scaling of
costs as introduced by Röck [95] and by Bland and Jensen [9]. Similar scaling techniques are also
used by Végh [110] yielding a strongly polynomial-time algorithm for the non-linear minimum
cost flow problem with quadratic costs.

In practice, the linear minimum cost flow problem is often solved with the network simplex
method. This method was originally developed by Dantzig [23] and is a variant of the simplex
method for linear programming (which, itself is a possible solution method since the problem
in Eq. (3.3) is in fact a linear program). The book by Dantzig [24] discusses the specializations of
the simplex method for the minimum cost flow problem in more detail.

For a comprehensive introduction to minimum cost flows with linear costs and an in-depth
presentation of many of the algorithms we refer to the textbook by Ahuja et al. [2]. We also refer
to the textbook by Williamson [117] that also describes many solution methods for the minimum
cost flow problem and related computational problems.

3.2 Characterization of Minimum Cost Flows

3.2.1 Optimal potentials

A minimum cost flow is a solution to the (non-linear) optimization problem from Eq. (3.1). Thus,
we can use the KKT conditions from Proposition 2.8 to characterize minimum cost flows. This
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characterization depends mainly on the derivative of the edge cost F ′
e . We denote the derivative

by fe (xe ) := F ′
e (xe ) and refer to the function fe as the marginal cost function of the edge e.

Theorem 3.1 (Optimal Potentials). Assume that the edge cost functions Fe are continuously differ-
entiable with marginal costs fe and convex for all edges e ∈ E. Then the following two conditions
are equivalent.

(i) The flow x̂ ∈Rm
≥0 is a minimum cost flow.

(ii) The flow x̂ ∈Rm
≥0 is feasible and there exists a vector φ ∈Rn such that

fe (x̂e ) =φw −φv for all e = (v, w) ∈ E with x̂e > 0, (3.4a)

fe (x̂e ) ≥φw −φv for all e = (v, w) ∈ E with x̂e = 0. (3.4b)

Proof. We apply the KKT-conditions from Proposition 2.8 to the minimum cost flow problem
from Eq. (3.1). We observe that we can reformulate the inequality constraints as g (x) := x ≥ 0 and
the equality constraints as h(x) := b−Γ⊤x = 0. By Proposition 2.8 a feasible flow x̂ is optimal if
and only if there exist vectors λ̂ ∈Rm

≥0,µ̂ ∈Rn such that

∇C (x̂) = ∑︂
e∈E

λ̂e∇ge (x̂)+ ∑︂
v∈V

µ̂v∇hv (x̂) = λ̂+Γ⊤µ̂= 0 and λ̂
⊤

x̂ = 0.

We note that λ̂
⊤

x̂ = 0 is equivalent to λ̂e = 0 if x̂e > 0, since x̂ ≥ 0. Thus, the conditions above are
equivalent to

fe (x̂e ) = F ′
e (x̂e ) = ∂

∂x̂e
C (x̂) = λ̂e +γ⊤

e µ̂= µ̂w − µ̂v for every e = (v, w) ∈ E with x̂e > 0,

fe (x̂e ) = F ′
e (x̂e ) = ∂

∂x̂e
C (x̂) = λ̂e +γ⊤

e µ̂≥ µ̂w − µ̂v for every e = (v, w) ∈ E with x̂e = 0.

Hence, with φ= µ̂, the claim follows.

We call a vector φ ∈Rn that, together with some minimum cost flow x̂, satisfies the conditions
from Eq. (3.4) an optimal potential vector (or short optimal potential). Note that our convention
to encode demands as positive numbers and supply as negative numbers in the vector b leads to
the potential difference φw −φv rather than φv −φw in Eq. (3.4). Since in almost all applications,
marginal costs are non-zero for positive flow values, this implicates that potentials are increas-
ing in the direction of the flow. While this is intuitive for some settings, like, for example, traffic
networks, where potentials can be interpreted as travel times and more distant vertices have nat-
urally higher potential, this may be counterintuitive for many physical applications such as gas
or electricity networks where the flow usually is oriented from higher to lower potentials. We will
use the convention of increasing potential along the flow direction throughout the entire thesis.

Optimal potentials are key for the understanding and the computation of minimum cost
flows. While optimal potentials cannot be unique—the system Eq. (3.4) depends only on po-
tential differences and is hence invariant under additive constants added to the potential—the
marginal cost fe (x̂e ) for a minimum cost flow and, hence, the differences of the optimal poten-
tials φw −φv along all edges e = (v, w) that are flow carrying are unique, even if the minimum cost
flow itself is not.
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(a) An instance with no solution.
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(b) An instance with a solution containing a cycle.

Figure 3.1: Two instances of the minimum flow problem with demands next to the vertices and
cost functions next to the edges. (a) An instance that does not admit any solution. (b) An instance
with the unique optimal solution x̂e1 = 2 on the lower edge e1 and x̂e2 = 1 on the upper edge e2,
i.e., a solution with flow on a cycle.

Lemma 3.2 (Uniqueness). Assume that all edge cost functions Fe are continuously differentiable
and convex. Then,

(i) for any two minimum cost flows x̂, x̂′ the marginal costs are equal, i.e., fe (x̂e ) = fe (x̂ ′
e ) for all

edges e ∈ E,

(ii) if the edge cost are strictly convex, the minimum cost flow is unique as well.

Proof. Let x̂, x̂′ be two minimum cost flows. Then, C (x̂) = C (x̂′). Since the functions fe are as-
sumed to be convex, so is the function C . Since the set of feasible flows is convex, every convex
combination x(µ) :=µx̂+(1−µ)x̂′ is feasible in the minimum cost flow problem from Eq. (3.1) for
every µ ∈ [0,1]. Further, by the convexity of C ,

C (x̂) ≤C (x(µ)) ≤µC (x̂)+ (1−µ)C (x̂′) =C (x̂) (3.5)

and, thus, x(µ) is also a minimum cost flow. Therefore, the function µ ↦→ g (µ) := C (x(µ)) is con-
stant with respect to µ. But since all functions Fe are convex this is only possible if for every edge
the function µ ↦→ Fe (xe (µ)) is linear. Thus, fe (xe (µ)) is constant with respect to µ and, hence,
fe (x̂e ) = fe (xe (1)) = fe (xe (0)) = fe (x̂ ′

e ).
If the edge cost are strictly convex then the second inequality in Eq. (3.5) is strict whenever

x̂ ̸= x̂′ which is a contradiction. Hence, there cannot be two distinct minimum cost flows.

We note that the assumptions on Fe from Theorem 3.1 are not sufficient for the existence of a
minimum cost flow, even if the problem is feasible. Fig. 3.1a shows an example with continuously
differentiable, convex functions. Since, for every fixed flow, sending some additional amount of
flow along the cylce decreases the costs of the solution, no optimal solution exists. The next
lemma states a mild condition that guarantees the existence of a solution.

Lemma 3.3 (Existence). Assume that there is a feasible flow, that the edge cost functions Fe are
continuous, and that lim∥x∥→∞C (x) =∞. Then, the minimum cost flow problem has a solution.

Proof. Let x0 be a feasible flow for the problem. Then, the solutions to the minimization problem
does not change if we add the constraint C (x) ≤C (x0). The growth condition lim∥x∥→∞C (x) =∞
implies that there exists an M ∈R such that, for every flow x satisfying this constraint, xe ≤ M for
every e ∈ E . Hence, the set of feasible solutions is bounded and, since the set of feasible flows is
closed, also compact. The objective is continuous and a minimum exists.
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Finally, we shortly discuss cycle-free solutions. Consider the example from Fig. 3.1b. The
unique optimal solution to this instance is the flow that sends two flow units on the lower edge
and one flow unit on the upper edge. Hence, there is a cycle such that all edges of this cycle have
positive flow. In particular, the flow on the lower edge is higher than the total inflow into the
network, i.e., flow is generated within the network. This behavior originates in the fact that the
edge costs are not monotonically increasing. For small flow values sending more flow over an
edge actually decreases the edge cost. In some applications, this behavior is actually desired. For
example, in electrical networks, we can model active components such as batteries or generators
using this fact. If we demand that the cost functions are non-decreasing, we can guarantee that
no optimal solution contains a cycle with positive flow, i.e., every optimal solution is cycle-free.

Lemma 3.4 (Cycle-free solutions). Assume that all edge cost functions Fe are non-decreasing. If a
minimum cost flow exists, then there exists a minimum cost flow x̂ that is cylce-free, i.e., there exists
no cycle C such that x̂e > 0 for all e ∈C . In particular, all edge flows are bounded by the total inflow
into the network, i.e., x̂e ≤ B for all edges e ∈ E, where B := 1

2

∑︁
v∈V |bv |.

Proof. Let x̂ be a minimum cost flow. If x̂ is cycle-free, we have found cycle free solution. Oth-
erwise, there exists a cycle C with x̂e > 0 for all e ∈ C . Let δ := mine∈C x̂e . Define a new flow x̃
by setting x̃e = x̂e −δ for all e ∈ C and x̃e = x̂e for all e ∉ C . Then, x̃ ≥ 0 by definition and Γx̃ = b
since the flow conservation at every vertex is unchanged. Hence, x̃ is a feasible solution and, as
the edge cost are non-decreasing, C (x̃) ≤ C (x̂). Thus, x̃ is also an optimal solution but with one
cycle less than x̂. Iterating this argument leads to a cycle-free minimum cost flow.

If x̂ is cycle-free, the flow decomposition from Proposition 2.6 yields that x̂ can be decom-
posed into path-flows. These path flows cannot have higher flow value than the demand at the
last vertex of the path without violating flow conservation. Hence, no edge can have higher flow
than the total demand at vertices with positive demand, i.e., x̂e ≤∑︁

v∈V :
bv>0

bv = 1
2

∑︁
v∈V bv = B for all

edges e ∈ E .

3.2.2 Shortest path potentials

Optimal potentials can be used as a certificate to verify that a flow x is indeed a minimum cost
flow. Given some flow x we only need to compute an optimal potential—or show that no such
potential exists—in order to verify that a given flow is a minimum cost flow. We can do this as
follows using shortest paths.

Given a feasible flow x in the graph G = (V ,E), we construct a new graph Gx = (V ,E x) with the
edge set E x = E∪←−

E x, where
←−
E x = {︁

(w, v) | ∃e = (v, w) ∈ E with xe > 0
}︁
, i.e., we add backward edges

for all edges with positive flow. We define edge weights νe = fe (xe ) for all edges e = (v, w) ∈ E and
ν(w,v) = − f(v,w)(x(v,w)) for all (w, v) ∈ ←−

E x, i.e., we equip the forward edges with weights fe (xe )
and the backward edges with − fe (xe ) of the corresponding forward edge. Finally, for any fixed
vertex v1 ∈ V , we define the vector πv1,x = (︁

π
v1,x
v

)︁
v∈V ∈ Rn containing the shortest path lengths

from v1 to v with respect to the edge weights νe . We call the vector πv1,x the vector of shortest
path potentials w.r.t. v1 and x. Note, that the values π

v1,x
v may not exist if the graph Gx contains

negative cycles. In fact, the next lemma shows that the shortest path potentials w.r.t. to a flow x
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Figure 3.2: An example network (a) with a minimum cost flow with its optimal potential and
shortest path network (b) and a non-optimal flow with its shortest path network containing neg-
ative cycles (c).

exist only if the flow is a minimum cost flow. In this case, the shortest path potential is also an
optimal potential.

Lemma 3.5. Assume that the edge cost functions Fe are continuously differentiable and convex. Let
v1 ∈V be an arbitrary, fixed vertex and x a feasible flow.

(i) The shortest path potentials πv1,x exists if and only if x is a minimum cost flow.

(ii) If πv1,x exists, it is an optimal potential.

(iii) πv1,x̂ =πv1,x̂′
for any two minimum cost flows x̂, x̂′.

Proof. If the shortest path potential exists it satisfies by definition of shortest paths

π
v1,x
w −π

v1,x
v ≤ νe = fe (xe )

for every edge e = (v, w) ∈ E . For every edge e = (v, w) ∈ E with xe > 0, there exists also a backward
edge. Hence, for these edges, we additionally have π

v1,x
v −π

v1,x
w ≤ ν(w,v) =− fe (xe ) implying π

v1,x
w −

π
v1,x
v = fe (xe ). Therefore, by Theorem 3.1, πv1,x is an optimal potential for the flow x and x is a

minimum cost flow. Conversely, if x is a minimum cost flow, then, by Theorem 3.1, there exists
some optimal potential φ. But this implies that there cannot be a negative cycle with respect to
the edge weights νe in Gx. Thus, the shortest path potential πv1,x exists.

Finally, Lemma 3.2(i) implies that for any two minimum cost flows x̂, x̂′ we have fe (x̂e ) =
fe (x̂ ′

e ). Thus, the edge weights νe are the same for all minimum cost flows and the shortest path
potentials are the same.

Fig. 3.2 shows an example graph with cost functions and demand and illustrates the shortest
path network Gx for two given flows. For the first flow x̂ there exists a shortest path potential and,
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thus, this potential is an optimal potential for the minimum cost flow x̂. For the second flow the
shortest path network contains two negative cycles indicating that the flow x is not optimal.

Lemma 3.5 shows that a shortest path potential can only exist for a minimum cost flow and
that it is independent of the choice of the minimum cost flow. We therefore use the notation πv1

for the shortest path potential of minimum cost flows. We note that two shortest path potentials
πv1 and πv2 for two different vertices v1 and v2 differ only by a constant. To simplify notation
further, we will omit the superscript v1 and implicitly assume that we fixed one vertex v1 and
denote by π the unique shortest path potential for this vertex.

3.2.3 Supports of minimum cost flows

We have seen that minimum cost flows can be obtained by solving the system of equalities and
inequalities from Eq. (3.4). A solution of this system has to satisfy the potential inequalities
fe (xe ) ≥ πw −πv for all edges and, additionally, the inequality has to be tight for every edge with
xe > 0. We are in particular interested in edges for which the potential inequalities are tight for
the minimum cost flow. We say an edge e = (v, w) ∈ E is active if for some minimum cost flow x̂

fe (x̂e ) =πw −πv .

Note that the shortest path potentials πv are unique. Since, additionally, by Lemma 3.2, the values
fe (x̂e ) are independent of the actual flow, the definition of active edges is independent of the
choice of the minimum cost flow and of the actual values of the shortest path potential. The set

S := {︁
e = (v, w) ∈ E | e is active

}︁
is called support of the minimum cost flow. Again, note that the definition of support is a property
of the solution and independent of the actual minimum cost flow.

Lemma 3.6. The subgraph GS := (V ,S) of G containing only active edges is connected.

Proof. Since we assume that G is strongly connected, there is a shortest path from v1 to every
vertex v ∈ V . Since all shortest path edges are by definition active edges (along these edges the
equality fe (x̂e ) =πw −πv holds by definition of πv ) the subgraph GS is connected.

The support encodes most of the information of the minimum cost flow. If we are given the
support S of a minimum cost flow, we can rewrite the optimality conditions from Theorem 3.1
and obtain following the system of equations

fe (xe ) =φw −φv for all e = (v, w) ∈ S,

xe = 0 for all e ∈ E \ S,∑︂
e∈δ+(v)

xe −
∑︂

e∈δ−(v)
xe = bv for all v ∈V ,

which can be solved for the optimal flow x. In the particular case of quadratic cost functions Fe

the above system is a system of linear equations and can be solved easily.
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3.3 The Undirected Minimum Cost Flow Problem

One key feature of the minimum cost flow problem in Eq. (3.1) is that it is directed, i.e., we only
allow positive flow on edges. While this is inherent to many applications such as traffic flows
there are also many problems that are undirected. In particular in physical applications such as
electrical flows or flows of liquids in a pipe system, the flow is not restricted to traverse edges in
only one direction. In these cases we also allow for negative flows xe on edges. These negative
flows can be interpreted as flow traversing the edge against its orientation. We therefore also
consider the problem

min C (x) = ∑︂
e∈E

Fe (xe )

s.t. Γx = b

for cost functions Fe : R→R. We refer to as the undirected minimum cost flow problem. Since the
problem has no inequality constraints the optimality conditions consist only of linear equations
and the problem is therefore easier to solve in general.

Corollary 3.7. Assume that the edge cost functions Fe are continuously differentiable and convex
for all edges e ∈ E. Then the following two conditions are equivalent.

(i) The feasible undirected flow x̂ ∈Rm is an undirected minimum cost flow.

(ii) There exists a vector φ ∈Rn such that fe (xe ) =φw −φv for all e = (v, w) ∈ E.

Proof. This follows from the KKT conditions in Proposition 2.8.

We can also generalize the notion of cycle-free flows to the undirected case. An undirected
flow x is cycle free if there exists no cycle C such that either xe < 0 for all e ∈C or xe > 0 for all e ∈C .
We obtain the following sufficient conditions for the existence of cycle-free, undirected minimum
cost flows.

Corollary 3.8. Assume that for every ei nE the cost function Fe is non-decreasing for x > 0 and
non-increasing for x < 0. If an undirected minimum cost flow exists, then there exists an undi-
rected minimum cost flow x̂ that is cycle-free. In particular, the absolute value of every edge flow is
bounded by the total inflow into the network, i.e., |x̂e | ≤ B for all edges e ∈ E, where B := 1

2

∑︁
v∈V |bv |.

Proof. If we are given a minimum cost flow that is not cycle-free, we can remove every cycle
with positive flow with the same construction as in the proof of Lemma 3.4. Every cycle with
negative flow can be removed by increasing the flow on the cycle. By assumption, this also can
only decrease the cost of the flow. Hence, a cycle-free minimum cost flow must exist. Similar to
Lemma 3.4, the flow decomposition theorem implies that the absolute flow on every edge cannot
be larger than the total inflow in the network.
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3.4 The Multi-Commodity Minimum Cost Flow Problem

As a further variant of the minimum cost flow problem, we consider the multi-commodity variant
of the minimum cost flow problem. Given k commodities K = {1, . . . ,k} we want to find a multi-
commodity flow X = (︁

xe, j
)︁

e∈E , j∈K with X ≥ 0 satisfying demands B = (︁
bv, j

)︁
v∈V , j∈K that minimizes

a seperable objective function depending on the total flow xe :=∑︁
j∈K xe, j on the edges. Formally,

we want to solve

min
∑︂
e∈E

Fe (xe ) = ∑︂
e∈E

Fe

(︂ ∑︂
j∈K

xe, j

)︂
s.t. ΓX = B, (3.6)

X ≥ 0.

An optimal solution X̂ of the problem from Eq. (3.6) is called multi-commodity minimum cost
flow. Similar to Theorem 3.1 we can use the KKT-conditions from Proposition 2.8 to obtain an
optimality condition using optimal potentials. Since a multi-commodity flow consists of k single-
commodity flows we obtain also k optimal potential vectors φ j = (︁

φ
j
v
)︁

v∈V that we also combine

to a single matrix Φ= (︁
φ

j
v
)︁

v∈V , j∈K .

Corollary 3.9. A matrix X̂ = (︁
x̂e, j

)︁
e∈E , j∈K is a multi-commodity minimum cost flow solving the

problem from Eq. (3.6) if and only if there is a matrix Φ= (︁
φ

j
v
)︁

v∈V , j∈K containing potential vectors
for every commodity j ∈ K such that

fe (xe ) =φ
j
w −φ

j
v for all e = (v, w) ∈ E with xe, j > 0, j ∈ K ,

fe (xe ) ≥φ
j
w −φ

j
v for all e = (v, w) ∈ E with xe, j = 0, j ∈ K ,

ΓX = B,

X ≥ 0.

3.5 Minimum Cost Flows with Parametric Demand

In this section we analyze the minimum cost flow function x̂ : R≥0 → Rm , i.e., the function that
solves the parametric problem Eq. (3.2). As we have seen before, minimum cost flows do not have
to be unique for fixed demand. Thus, there can also be multiple minimum cost flow functions
x̂(λ) that solve the parametric problem. A further problem arising from the non-uniqueness is
that for any two arbitrarily close parameters λ,λ′ the minimum cost flows x̂(λ) and x̂(λ′) may dif-
fer significantly as the minimum cost flow function can jump to a completely different solution.
This implies that a general minimum cost flow function for a problem with non-unique solutions
can be neither differentiable nor continuous which makes the analysis considerably harder.

In order to enable a meaningful analysis of the minimum cost flow function we need some
assumptions on the cost functions and the demand function. For the remainder of this chapter,
we make the following assumptions.
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Assumption 3.10. Assume that

(i) the cost functions Fe are continuously differentiable, strictly convex, and satisfy the growth
condition lim

x→∞Fe (x) =∞.

(ii) The demand function λ ↦→ b(λ) is continuously differentiable.

(iii) There exists a feasible flow for every demand vector b(λ) and λ≥ 0.

Assumption 3.10 immediately gives us the following lemma.

Lemma 3.11. The minimum cost flow function λ ↦→ x̂(λ) is well-defined and continuous.

Proof. Lemmas 3.2 and 3.3 imply that there is a unique minimum cost flow for every λ≥ 0. Thus,
the minimum cost flow function is well-defined. Further, Theorem 2.5 from [105] implies the
continuity.

Some of the above assumptions may be altered or weakened. For example, the growth con-
dition can be dropped if we assume non-decreasing costs Fe . Further, Lemma 3.11 works for
convex but not strictly convex functions. However, in this case, a more careful definition of the
minimum cost flow function for the values of λ where the solution is not unique is needed. For
ease of exposition we forgo a detailed discussion of this matter. Finally, we could also remove the
assumption that the problem is feasible for all λ≥ 0 and restrict the domain of the minimum cost
flow function to values where b(λ) admits a feasible solution.

In Section 3.2.2 we have proven that for every minimum cost flow there exists a unique op-
timal shortest path potential π (that depends on a vertex v0 that we assume is fixed thoughout
this section). We define the function π : R≥0 → Rn ,λ ↦→ π(λ), mapping every parameter value
to the optimal shortest path potential for the minimum cost flow x̂(λ) and refer to this function
as the optimal potential function. Further, we consider the function λ ↦→ S(λ), mapping the pa-
rameter λ to the support of the minimum cost flow, called the support function. As discussed in
Section 3.2.3 the support is unique for every λ (even if the minimum cost flow is not) and there-
fore the support function is well-defined.

Finally, we are also interested in the cost of an optimal solution in dependence of the param-
eter λ. By slightly abusing notation we define the minimum cost function C : R≥0 → R,λ ↦→C (λ),
where

C (λ) :=C (x̂(λ)) = ∑︂
e∈E

Fe (x̂e (λ)).

Lemma 3.12. The optimal potential function λ ↦→π(λ) is well-defined and piecewise continuous.
The support function is piecewise constant.

Proof. Since the shortest path potentials are unique for every λ ≥ 0, the optimal potential func-
tion is well-defined. The edge weights used in the definition of the shortest path potentials only
depend on the marginal cost fe (x̂e (λ)) which itself depends continuously on λ by assumption
and Lemma 3.11. This implies that, if the graph Gx does not change for all λ ∈ I for some in-
terval I , then the optimal potential function is continuous on this interval. Since the optimal
flow functions x̂e (λ) are continuous in λ by Lemma 3.11, the set of used edges {e ∈ E | x̂e (λ) > 0}
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Figure 3.3: An example for a parametric minimum cost flow instance and the minimum cost flow
function.

is piecewise constant in λ and, thus, so is the graph Gx. Hence, the optimal potential function
λ ↦→π(λ) is continuous.

Example. Consider the graph with vertices V = {v1 = s, v2, v3, v4 = t } with edge cost functions Fe

depicted in Fig. 3.3a and the demand function λ ↦→ b(λ) := λ(−1,0,0,1)⊤, i.e., the demand func-
tion encoding all s-t-flows of positive demand rates. The functions in Fig. 3.3b are the minimum
cost flow functions solving the corresponding directed minimum cost flow problem. For every
λ≥ 0, the flow x̂(λ) is a minimum cost flow for demand b(λ). Fig. 3.3c shows three flows for three
choices of the parameter λ with the associated optimal potentials.

3.5.1 Derivative of the minimum cost flow function

The following theorem is the first main result stating that for smooth marginal cost functions the
minimum cost flow function as well as the optimal potential function are (piecewise) differen-
tiable and that we can express the derivatives explicitly. As we will see, the differentiability of the
optimal potential function and the minimum cost flow function hinge on the differentiability of
the marginal cost functions. Therefore, we will assume throughout this and the following sub-
sections that the marginal cost functions fe are continuously differentiable for all edges e ∈ E .
Since the edge cost functions Fe (x) =∫︁x

0 fe (s)d s are assumed to be convex, the derivative f ′
e (x) is

positive for almost all x. In order to ensure differentiability, we will additionally assume that the
derivatives are strictly positive for all x, i.e., f ′

e (x) > 0 for all x ≥ 0. In this case, for a given λ ≥ 0,
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we define

ce (λ) :=
{︄

0 if e ∉ S(λ),
1

f ′
e (x̂e (λ)) if e ∈ S(λ)

(3.7)

Let Cλ := diag
(︁
ce1 (λ), . . . ,cem (λ)

)︁
be the diagonal matrix containing the values ce (λ) as diagonal

elements and let
Lλ :=ΓCλΓ

⊤

be a Laplacian matrix depending on the weights ce (λ). These weights are non-zero for all active
edges e ∈ S(λ). By Lemma 3.6, the subgraph of these edges is connected and, thus, Proposition 2.2
implies that the matrix Lλ has rank n −1. In particular, the submatrix Ľλ is positive definite and
the pseudo inverse L∗

λ
that maps into the subspace {φ ∈ Rn | φv1 = 0} exists and is unique. The

following theorem shows the connection between the pseudo inverse of the Laplacian and the
derivative of the minimum cost flow and the optimal potential function.

Theorem 3.13. Assume that the marginal costs fe are differentiable and that f ′
e (x) > 0 for all x ≥ 0

and e ∈ E. Then, the minimum cost flow function and the optimal potential function are differ-
entiable for almost all λ ≥ 0 where the support function λ ↦→ S(λ) is continuous (i.e., for all λ ≥ 0
where the support does not change). For all λ≥ 0 where the derivatives exist, the explicit formulas

d

dλ
π(λ) = L∗

λb′(λ)

d

dλ
x̂(λ) = CλΓ

⊤L∗
λb′(λ),

(3.8)

where b′(λ) = (︁ d
dλbv (λ)

)︁
v∈V , hold true.

Proof. Before we begin the proof, we recall that optimal potentials are non-unique. In order
to avoid the non-uniqueness, we focus on shortest path potentials that are fixed to zero in the
vertex v1. Formally, this requires to ignore the potential of the first vertex and, therefore, also
to ignore all rows and columns that correspond to the first vertex in the respective matrices. To
this end, recall that we denote by M̌ the matrix obtained from M by deleting the first row and
column and by v̌ the vector obtained from v by deleting the first component. In particular, we
denote by φ̌= (φv )v=v2,...,vn the (n−1)-dimensional vector that is obtained from some other vector
φ= (φv )v∈V ∈Rn by deleting the first component corresponding to the vertex v1. Additionally, we
denote by Γ−1 the incidence matrix without the first row.

The support function λ ↦→ S(λ) is piecewise constant. Hence, for all λ0 ≥ 0, where the support
does not change (i.e., where the support function is continuous), there is an open set U ⊆ [0,∞)
containing λ0 such that the support is constant on U , i.e., S(λ) = S(λ0) for all λ ∈ U . For the
remainder of the proof, assume we are given a fixed value λ0 with these properties. We de-
fine the coefficients se := 1 if e ∈ S(λ0) and se := 0 and encode the support with the matrix S :=
diag(se1 , . . . , sem ).

The proof is based on the following idea: We define a function g that maps a triplet of flow x,
potential φ, and parameter λ to the slack of the equalities in the KKT-conditions from Theo-
rem 3.1 such that every triplet (x,φ,λ) that is mapped to zero by g must contain a minimum cost
flow by the optimality conditions from Theorem 3.1. Using the implicit function theorem, we
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then obtain a differentiable function mapping λ to the minimum cost flow and the optimal po-
tential. We then prove that these functions coincide with the minimum cost flow function and
the optimal potential function.

We begin by defining the function

h : Rm →Rm ,x ↦→ h(x) = (︁
he (xe )

)︁
e∈E with he (xe ) :=

{︄
fe (xe ) if e ∈ S(λ0),

xe if e ∉ S(λ0).

We further define the coefficients ae := f ′
e (xe ) if e ∈ S(λ0) and ae := 1 otherwise. Then, the Jaco-

bian matrix of the function h is A := diag(ae1 , . . . , aem ). Consider the function

g : Rm ×Rn−1 ×R→Rm+n−1 : (x,φ̌,λ) ↦→
(︄

h(x)−SΓ⊤
−1φ̌

Γ−1x− b̌(λ)

)︄
.

Claim. Let λ ∈ R≥0 be some parameter value with S(λ) = S(λ0). Assume that x ∈ Rm and φ ∈ Rn

with φv1 = 0 satisfy

g(x,φ̌,λ) = 0. (3.9)

Then x is a minimum cost flow for parameter λ with optimal potential φ. In particular, x̂(λ) = x
and π(λ) =φ.

Proof of the claim. It is easy to see that the last n rows of Eq. (3.9) imply Γ−1x = b̌(λ), i.e., x satisfies
the flow conservation for all vertices but v1. But since the vector b(λ) sums to zero, this also
implies that Γx = b(λ), i.e., x is indeed a flow for demand b(λ).

For every edge e = (v, w) ∈ S(λ0) the corresponding e-th row of Eq. (3.9) is equivalent to
fe (xe )− se (φw −φv ) = 0. For every edge e = (v, w) ∉ S(λ0) the corresponding e-th row in Eq. (3.9)
is equivalent to xe − se (φw −φv ) = 0. Hence, Eq. (3.9) is equivalent to

fe (xe ) =φw −φv if e = (v, w) ∈ S(λ0),

xe = 0 if e = (v, w) ∉ S(λ0).

The first part implies that the flow x satisfies the optimality conditions from Theorem 3.1 on the
subgraph G ′ = (V ,S(λ0)) induced by the support edges. Since the minimum cost flow does not
change if all non-support edges are removed and the minimum cost flow is unique, this implies
that the flow x coincides with the minimum cost flow x̂(λ) on G ′. Further, we know that for all
non-support edges, xe = 0 = x̂e (λ). Hence, the vector x and the minimum cost flow x̂(λ) coincide.

Since π(λ) is an optimal potential for the minimum cost flow x̂e (λ), we have πv1 (λ) = 0 =φv1

and, additionally, πw (λ)−πv (λ) = fe (x̂e (λ)) = fe (xe ) =φw −φv for every support edge e = (v, w) ∈
S(λ0). Hence, the potentials π(λ) and φ have the same value at the vertex v1 and their potential
differences coincide for all support edges. Since the support edges form a connected subgraph
by Lemma 3.6, π(λ) =φ follows. △

The Jacobian of the function g is

Jg =
(︄

A −SΓ⊤
−1 0

Γ−1 0 −b̌
′
(λ)

)︄
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with the submatrices

Jg ,(x,φ̌) =
(︄

A −SΓ⊤
−1

Γ−1 0

)︄
and Jg ,λ =

(︄
0

−b̌
′
(λ)

)︄
.

Since A has full rank, the submatrix Jg ,(x,φ̌) is non-singular if and only ifΓ−1A−1SΓ⊤
−1 =Γ−1CλΓ

⊤
−1 =

Ľ is non-singular (see, e.g., Theorem 8.5.11 in Harville [54]), where Ľ is the submatrix without the
first row and column of the Laplacian matrix Lλ := ΓCλΓ

⊤. The weights cλ0 (λ) are positive for all
e ∈ S. Thus, by Proposition 2.2 and Lemma 3.6, Ľλ0 and therefore also Jg ,(x,φ̌) are non-singular.
The inverse of Jg ,(x,φ̌) at λ=λ0 is

J−1
g ,(x,φ̌)

=
(︄

A−1 −A−1SΓ⊤
−1Ľ

−1
λ0

Γ−1A−1 A−1SΓ⊤
−1Ľ

−1
λ0

−Ľ
−1
λ0

Γ−1A−1 Ľ
−1
λ0

)︄
and the implicit function theorem yields the existence of an open set U ∋λ0 such that there exist
continuous and differentiable functions x : U →Rm and φ̌ : U →Rn such that g (x(λ),φ̌(λ),λ) = 0
for all λ ∈U . By the chain rule, the explicit derivatives are

d

dλ

(︄
x(λ)
φ̌(λ)

)︄⃓⃓⃓⃓
⃓
λ=λ0

=−J−1
g ,(x,φ̌)

Jg ,λ =
(︄

A−1SΓ⊤
−1Ľ

−1
λ0

b̌
′
(λ0)

Ľ
−1
λ0

b̌
′
(λ0)

)︄
=

(︄
Cλ0Γ

⊤
−1Ľ

−1
λ0

b̌
′
(λ0)

Ľ
−1
λ0

b̌
′
(λ0)

)︄
.

If we define λ ↦→ φ(λ) to be the function that maps to a vector with a first component that is
constant zero and all other components are φ̌(λ), then we can rewrite the derivatives from above
as

d

dλ

(︄
x(λ)
φ(λ)

)︄⃓⃓⃓⃓
⃓
λ=λ0

=
(︄

Cλ0Γ
⊤L∗

λ0
b′(λ0)

L∗
λ0

b′(λ0)

)︄
.

With the claim from above, we get that the function λ ↦→ x(λ) coincides with the minimum cost
flow function λ ↦→ x̂(λ) on U while the function λ ↦→φ(λ) coincides with the shortest path poten-
tial function λ ↦→π(λ). This concludes the proof.

Theorem 3.13 offers important structural insights of the minimum cost flow function and the
optimal potential function. The behavior of the optimal potential function π(λ) and the mini-
mum cost flow function x̂e (λ) is governed by the weighted Laplacian matrix Lλ. As optimal po-
tentials and the minimum cost flow are closely connected via the optimality conditions from
Theorem 3.1 the derivative of the minimum cost flow function is a only a linear transformation
of the derivative of the optimal potential. The Laplace weights ce (λ) depend on the support S(λ)
and the derivative of the marginal cost. Overall, we see that the minimum cost flow function and
the optimal potential function solve the differential equation from Eq. (3.8).

We note that Eq. (3.8) holds also true for the undirected minimum cost flows. In this case,
the support is trivial: By Corollary 3.7 all edges are active for every minimum cost flow. Thus, the
derivatives from Eq. (3.8) are independent of the support in this case. If, further, the marginal
costs are linear, then the differential equation in Eq. (3.8) becomes trivial since the derivatives
are constant in this case. Hence, if we consider the undirected minimum cost flow problem with
quadratic costs (and, thus, linear marginal costs) the solution will always be just a linear func-
tion. This particular setting corresponds exactly to the setting of electrical flows and will be the
foundation of our algorithms that we describe in Chapters 4 and 5.
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3.5.2 Derivative flows and potentials

The derivatives of the minimum cost flow function and the optimal potential funtion also exhibit
an interesting structure: The derivative of the flow is an undirected minimum cost flow in the
subgraph of active edges and the derivatives of the potentials are the optimal potentials for this
flow. In order to show this, let λ ≥ 0 be some fixed parameter for which the derivatives from
Eq. (3.8) exist. Denote by GS := (V ,S(λ)) the subgraph of G containing only the active edges from
the support and define

ae :=
{︄

f ′
e (x̂e (λ)) if f ′

e (x̂e (λ)) exists,

1 otherwise

for all e ∈ S(λ) in this graph. Let A be a diagonal matrix containing the coefficients ae . Then,
consider the undirected minimum cost flow problem

min
1

2
x⊤Ax

s.t. ΓS x = b′(λ)
(3.10)

where ΓS is the incidence matrix of the graph GS .

Theorem 3.14. For fixed λ≥ 0 such that the derivatives from Eq. (3.8) exist, let x′ := (︁ d
dλ x̂e (λ)

)︁
e∈S(λ)

be the derivative of the flow restricted to the active edges and let π′ := d
dλπ(λ) be the derivative of

the potentials. Then, x′ is the unique optimal solution of the minimum cost flow problem from
Eq. (3.10) with optimal potentials π′.

Proof. By definition of the pseudo inverse L∗
λ

we know that LλL∗
λ

is the projection on the subspace
of vectors with zero-sum. Thus,

Γ
d

dλ
x̂(λ) =ΓCλΓ

⊤L∗
λb′(λ) = LλL∗

λb′(λ) = b′(λ),

i.e, d
dλ x̂(λ) is a flow for demand b′(λ). Additionally, Eq. (3.8) implies for every e ∈ S(λ) that

ae x ′
e = ae

d

dλ
x̂e (λ) = ae

(︂
ce (λ)

(︂ d

dλ
πw (λ)− d

dλ
πv (λ)

)︂)︂
=π′

w −π′
v .

Thus, by Corollary 3.7 the vector x′ is the optimal solution of the minimum cost flow problem
from Eq. (3.10) with optimal potentials π′. Since the objective is strictly convex, x′ is also the
unique solution.

For fixed λ, the derivative of the minimum cost flow function is itself an undirected minimum
cost flow for quadratic cost functions. Therefore, we can also interpret this derivative flow as an
electrical flow in an electrical network with linear resistances ae . We discuss the interpretation of
minimum cost flows as electrical flows in more detail in the next chapter. For now, we will state
two properties of the derivative flows that are also known in the realm of electrical flows: Thom-
son’s principle states that an electrical flow minimizes the dissipated energy (i.e., it states that an
electrical flow is indeed a minimum cost flow). Rayleigh’s monotonicity law postulates that the
overall effective resistance of an electrical network (corresponding to the term

(︁
b′(λ)

)︁⊤L∗
λ

b′(λ))
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is monotone in the resistance values (corresponding to the inverses 1
ae

of the values ae defined
above) of the edges. For further reference and another derivation of these laws using Markov
chains see Doyle and Snell [30]. In our context, we can formulate these two laws as follows.

Corollary 3.15 (Thomson’s principle). Let y be some flow with support S(λ) for demand b′(λ).
Then, (︂ d

dλ
x̂(λ)

)︂⊤
A

(︂ d

dλ
x̂(λ)

)︂
≤ y⊤Ay.

Proof. This follows immediately from Theorem 3.14.

Corollary 3.16 (Rayleigh’s monotonicity law). Let ãe be coefficients with ãe ≥ ae for all e ∈ S(λ)
and ae = 0 otherwise. Let c̃e := 1

ae
for e ∈ S(λ) and c̃e = 0 for e ∉ S(λ). Let C̃ := diag

(︁
c̃e1 , . . . , c̃em

)︁
.

Then (︁
b′(λ)

)︁⊤L∗
λb′(λ) ≤ (︁

b′(λ)
)︁⊤L̃∗ b′(λ),

where L̃∗ is the pseudo inverse of the matrix L̃ :=Γ⊤C̃Γ.

Proof. Denote by Ã := diag
(︁
ãe1 , . . . , ãem

)︁
. From Theorem 3.14 we know that x′ := (︁ d

dλ x̂e (λ)
)︁

e∈E
is a flow for demands b′(λ). Further, we define the vector y := C̃Γ⊤L̃∗b′(λ). Then, ye = 0 for
e ∉ S(λ) and Γy = ΓC̃Γ⊤L̃∗b′(λ) = b′(λ), i.e., y is a flow for demand b′(λ) with support S(λ). By
definition, CλA = C̃Ã = S := diag

(︁
se1 , . . . , sem

)︁
, where se = 1 if e ∈ S(λ) and se = 0 if e ∉ S(λ). Note

that S d
dλ x̂(λ) = d

dλ x̂(λ) and Sy = y. Hence, we obtain(︁
b′(λ)

)︁⊤L∗
λb′(λ) =

(︂ d

dλ
x̂(λ)

)︂⊤
Γ⊤L∗

λb′(λ) =
(︂ d

dλ
x̂(λ)

)︂⊤
SΓ⊤L∗

λb′(λ) =
(︂ d

dλ
x̂(λ)

)︂⊤
A

d

dλ
x̂(λ)

Cor. 3.16≤ y⊤Ay = y⊤SΓ⊤L̃∗b′(λ) = (︁
Γy

)︁⊤L̃∗b′(λ) = (︁
b′(λ)

)︁⊤L̃∗b′(λ).

Example. Consider the example from the last subsection defined in Fig. 3.3. Fig. 3.4a depicts
the subgraphs containing the active edges and the derivate flows and potentials for the fixed
parameter values λ = 1

2 , λ = 7
2 , λ = 8. For example, for λ = 1

2 the support consist of the edges
e1,e3, and e5. Since all edge costs are quadratic functions, the derivatives of the marginal costs
are constant and, hence, the coefficients ae are constants independent of the flow. Therefore,
the edge costs of the undirected minimum cost flow for the derivative defined in Eq. (3.10) are
the same for all parameter values. Fig. 3.4b shows the derivative flows and potentials. Although
the original minimum cost flow problem was directed, the derivatives are undirected flows, as we
can see in the second example. The derivative flow d

dλ x̂e3 (λ) = −1
5 is negative, meaning that the

minimum cost flow x̂e (λ) is decreasing for this parameter value. Since the original problem has
quadratic cost the Laplacian matrix Lλ depends only on the support but not on the derivatives of
the marginal costs f ′

e (x) as the latter is constant. Hence, the derivatives are piecewise constant
for this example and there are overall only the three different derivatives shown in Fig. 3.4b.

3.5.3 Derivative of the objective function

In addition to information about the evolution of the minimum cost and optimal potential func-
tion, we can also use the derivatives from Theorem 3.13 in order to obtain insights about the
dependence of the minimum cost function C (λ) on λ.
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(b) Derivative flows d
dλ x̂(λ) and potentials d
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Figure 3.4: Derivative minimum cost flow problems and derivative flows d
dλ x̂(λ) and potentials

d
dλπ(λ) for parameters λ= 1

2 , λ= 7
2 , λ= 8 for the minimum cost flow problem from Fig. 3.3.

Theorem 3.17. If all marginal cost functions fe are differentiable with positive derivative, then the
minimum cost function λ ↦→C (λ) is differentiable for all λ≥ 0 with the derivative

d

dλ
C (λ) = (︁

b′(λ)
)︁⊤

π(λ).

Additionally, the minimum cost function λ ↦→ C (λ) is twice differentiable for all λ ≥ 0 where the
support does not change and the second derivative is

d 2

d 2λ
C (λ) = (︁

b′(λ)
)︁⊤L∗

λb′(λ).

Proof. By Theorem 3.13 the flow function λ ↦→ x̂(λ) is differentiable for all λ≥ 0 where the support
does not change. Thus, the same holds for λ ↦→C (λ) =∑︁

e∈E Fe (x̂e (λ)) as well. With the chain rule,
we compute

d

dλ
C (λ) = d

dλ

(︂ ∑︂
e∈E

Fe (x̂e (λ))
)︂
= ∑︂

e∈E
fe (x̂e (λ))

d

dλ
x̂e (λ).

Since ce (λ) = 0 for all edges e ∉ S(λ), we have d
dλ x̂e (λ) = 0 for all e ∉ S(λ). For edges e ∈ S(λ), we

have fe (x̂e (λ)) =πw (λ)−πv (λ) by definition of the support. Hence,

d

dλ
C (λ) = ∑︂

e=(v,w)∈E

(︁
πw (λ)−πv (λ)

)︁ d

dλ
x̂e (λ) = (︁

Γ⊤π(λ)
)︁⊤ d

dλ
x̂(λ)

= (︁
π(λ)

)︁⊤ d

dλ
Γx̂(λ) = (︁

π(λ)
)︁⊤ d

dλ
b(λ) = (︁

π(λ)
)︁⊤b′(λ).
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This proves the differentiability of λ ↦→ C (λ) for all λ ≥ 0 where the support does not change.
Recall that the support function is piecewise constant, hence for every λ0, where the support
changes (i.e., λ ↦→ S(λ) is not continuous), there exist an open interval I ∋λ0 such that the deriva-
tive d

dλC (λ) exists for all λ ∈ I . We observe that the limit limλ→λ0
d

dλC (λ) = (︁
π(λ0)

)︁⊤b′(λ0) exists
for all λ since the shortest path potentials π(λ) are continuous and the demand function is dif-
ferentiable everywhere. Since the minimum cost function C (λ) is also continuous in λ it follows
that λ ↦→ C (λ) is differentiable for all λ ≥ 0. Applying Theorem 3.13 once more we obtain that

d
dλC (λ) itself is differentiable for all λ≥ 0 where the support does not change with the derivative
d 2

d 2λ
C (λ) = (︁

b′(λ)
)︁⊤Lλb′(λ).

As an immediate corollary of Theorem 3.17 we obtain that C (λ) is convex.

Corollary 3.18. Assume that b′(λ) ̸= 0 for almost all λ≥ 0. Then, the minimum cost function λ ↦→
C (λ) is strictly convex.

Proof. By Theorem 3.17, the flow cost function is differentiable for almost all λ≥ 0. The definition
of the pseudo-inverse implies

d 2

d 2λ
C (λ) = (︁

b′(λ)
)︁⊤L∗

λb′(λ) = (︁
b(λ)ˇ ′)︁⊤Ľ

−1
λ b(λ)ˇ ′

.

By Proposition 2.2 the matrix Ľ
−1
λ is positive definite. Then, by assumption,

(︁
b(λ)ˇ ′)︁⊤Ľ

−1
λ b(λ)ˇ ′ >

0. Thus, for almost all λ ≥ 0 the second derivative of C (λ) exists and is positive. Hence, the
continuous function C (λ) is strictly convex.

If the demand function is linear and the edge costs are non-decreasing, then we can also
prove that the objective function C (λ) is non-decreasing in the parameter λ.

Corollary 3.19. Assume that the demand function is linear, i.e., b(λ) = λb. and that the edge cost
functions Fe are non-decreasing. Then, the minimum cost function λ ↦→C (λ) is non-decreasing.

Proof. If the edge costs are non-decreasing then fe (x) ≥ 0 for all edges e ∈ E . Since the demand
function is assumed to be linear, we get with Theorem 3.13 and the fact that x̂(λ) is an flow for
demand b(λ) that

d

dλ
C (λ) = b⊤π(λ) = 1

λ

(︁
Γx̂(λ)

)︁⊤
π(λ) = 1

λ

(︁
x̂(λ)

)︁⊤
Γ⊤π(λ)

= 1

λ

∑︂
e∈E

(︁
πw (λ)−πv (λ)

)︁
x̂e (λ) = 1

λ

∑︂
e∈E

fe (x̂e (λ))x̂e (λ) ≥ 0

for all λ> 0, where we used Theorem 3.1 in the last step.
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4 Parametric Computation of
Electrical Flows

As an important intermediate step towards the parametric computation of minimum cost flows
we consider electrical flows. More precisely, in this chapter, we study undirected minimum cost
flows with piecewise quadratic cost functions, formalized in Eq. (4.1) below. This setting can also
model different applications, such as water or gas networks by approximating the edge costs of
these problems by piecewise quadratic cost functions. The approximation of edge costs with
piecewise quadratic cost functions is described in more detail in Chapter 5. Since undirected
minimum cost flows with quadratic edge costs can be interpreted as electrical flows in linear
electrical resistor networks, as we describe in more detail subsequently, we refer to this setting
throughout this thesis as the electrical flow setting.

Consider an electrical circuit. That is a combination of electrical components E , such as re-
sistors, motors, batteries, etc., that form a network. When a constant external voltage, i.e., a
constant potential difference in the electromagnetic field, is applied to such networks, electric
charges move through the conductive branches of the electrical circuit following the potential dif-
ferences in the field. The flow rate xe , i.e., the rate of charges traversing the electrical components
e ∈ E per time unit, is called electrical flow or electrical current. In particular, since we assume that
the voltages are unchanged, we are considering a directed current, opposed an alternating cur-
rent, where electrical flows and potentials oscillate. The electrical flow is typically assumed to be
constant over time (if the voltage induced by the electromagnetic field is unchanged) and satisfy-
ing Kirchhoff ’s law Γx = b, where Γ is the incidence matrix encoding the underlying graph of the
electrical network and b contains the inflow/outflow rates of possible external electrical currents.
An electrical flow is therefore also a mathematical flow as defined in Section 2.3.

The electrical components of the circuit are characterized by a current-voltage-characteristic
or potential loss function. In our model, this is a function fe mapping an electrical flow xe to
voltage ue , i.e., a difference in electrical potential. The latter is the amount of potential energy
per electric charge needed to maintain an electrical flow xe through the component. Thus, the
current-voltage-characteristic models how much energy is needed per electric charge to main-
tain a certain electrical flow. Often, this characteristic is modeled as a linear function fe (xe ) =
re xe , where we call the slope re resistance of the component e ∈ E . In this particular case, the
current-voltage-characteristic represents Ohm’s law U = R · I , stating that the voltage U is the
product of resistance R and electrical current I . We call a characteristic function that satisfies
fe (0) = 0 homogeneous (in particular, linear characteristics fe (xe ) = re xe are homogeneous) and
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all other characteristics inhomogeneous. Homogeneous characteristics model passive compo-
nents (e.g. resistors or motors) since a non-zero voltage (i.e. energy) is needed to maintain an
electrical flow. Inhomogeneous characteristics model active components (e.g. generators or bat-
teries) as they can sustain a non-zero electrical flow without an external potential difference.

Finally, we assume that an electrical flow minimizes the total power dissipation in the net-
work, i.e., the total energy per time unit needed to maintain the electric flow. The current-voltage-
characteristic models the voltage, i.e., energy per charge, depending on the flow, i.e., charges per
time unit. Therefore, the integral Fe (xe ) := ∫︁xe

0 fe (s)d s models the power dissipation for an elec-
trical component e ∈ E given an electrical flow. Therefore, an electrical flow is a solution to the
minimization problem

min
∑︂
e∈E

Fe (xe ) = ∑︂
e∈E

∫︂xe

0
fe (s)d s

s.t. Γx = b.

(4.1)

Hence, an electrical flow is an undirected minimum cost flow with respect to the cost functions
Fe (xe ) = ∫︁xe

0 fe (s)d s. In order to be aligned with our previous terminology, we also refer to the
current-voltage-characteristic fe as the marginal cost and call the power dissipation function Fe

the edge cost function. We also note that we use the same convention as in the previous chapter
that the vector b contains demand values implying that flow travels from lower to higher poten-
tials, which might be unintuitive for physical flows. As for the minimum cost flow problem, we
also consider a parametric variant, the parametric electrical flow problem, where the demand
vector b is a function λ ↦→ b(λ) depending on the one-dimensional parameter λ.

Of particular interest is the special case of linear resistances, i.e., of characteristics of the form
fe (xe ) = re xe . Then the parametric electrical flow problem simplifies to

min
1

2
x⊤Rx

s.t. Γx = b(λ),

where R = diag
(︁
re1 , . . . ,rem

)︁
. Usually, resistances are assumed to be positive, i.e., f ′

e (xe ) = re > 0.
Since the problem is undirected, the supports of the solution are trivial, i.e., S(λ) = E for all λ≥ 0.
Therefore, the characterization of derivatives of the minimum cost flow functions from Theo-
rem 3.13 yields the differential equations

d

dλ
π(λ) = L∗b′(λ) and

d

dλ
x̂(λ) = CΓ⊤L∗b′(λ)

for the electrical flow x̂(λ) and the optimal (electrical) potentials π(λ), where the matrices C = R−1

and L = ΓCΓ⊤ are independent of λ. Therefore, we can solve the differential equations in this
special case and obtain

π(λ) = L∗b(λ) and x̂(λ) = CΓ⊤L∗b(λ).

Hence, the flow and potential functions x̂(λ) and π(λ) solving the parametric electrical flow prob-
lem are just linear transformations of the demand function b(λ). This insight constitutes the main
building block of the combinatorial algorithm for the computation of electrical flow for networks
with piecewise linear marginal cost that we develop in this chapter.
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Chapter Outline

The aim of this chapter is to develop an algorithm that computes parametric electrical flows (i.e.,
parametric minimum cost flows in undirected networks) with piecewise linear current-voltage-
characteristics (i.e., with piecewise linear marginal costs). We will refer to this algorithm also
as the electrical flow algorithm. We begin by formalizing the setting with piecewise linear re-
sistances and characterizing (parametric) electrical flows via optimal potentials in Section 4.1.
Then, we develop the core of our algorithm for the simplest setting in Section 4.2. In this basic
setting, we only consider electrical networks with homogeneous, piecewise linear, and contin-
uous marginal costs. Further, we assume that the instances are non-degenerate, meaning that
the breakpoints of the cost functions are chosen such that all pivoting steps of our basic method
are uniquely defined. In the subsequent section, Section 4.3, we discuss degeneracy in more de-
tail and extend our algorithm with a lexicographic rule that is capable of handling degenerate
instances. Sections 4.4 and 4.5 are concerned with further extensions of our algorithm that also
allow for non-homogeneous and discontinuous marginal cost, as well as piecewise linear and
affine demand functions.

While the algorithm, in particular the basic variant, is quite intuitive, its details are rather
technical and require a certain amount of definitions and notations. In order to assist the reader
with the variants of the algorithm, Sections 4.2 to 4.5 begin with a summary of the setting con-
sidered and the extension of the algorithm presented in the respective section. Additionally, we
provide a short overview of the most important notions and formulas of the basic variant of the
algorithm in Appendix A.2. Further, Section 4.8 contains a detailed example of the basic algo-
rithm with use of the lexicographic rule that may be helpful for understanding the algorithm.

In Section 4.6, we present a way to alter the core of the algorithms. While the basic variant of
the algorithm presented in Section 4.2 is based on linear algebra and Laplacian matrices in par-
ticular, our alternative variant presented in Section 4.6 is based on solving a quadratic program.
This variant is in particular interesting for the complexity analysis of our algorithm in Section 4.7.
In this section we prove that the algorithm is efficient in the sense that it runs in output polyno-
mial time, i.e., its runtime is a polynomial in the input size and the size of the produced output
electrical flow functions. In particular, the runtime depends on the number of breakpoints of the
output functions. This number can be exponential in the size of the instance as we show with an
explicit example in Section 4.7.2.

Bibliographic Information The results of this section are joint work with Max Klimm. The first
description of the electrical flow algorithm with a focus on the application to Wardrop equilibria
appeared as an extended abstract in the Proceedings of the Thirtieth Annual ACM-SIAM Sympo-
sium on Discrete Algorithms, 2019 [71]. An extended version also covering the more general min-
imum cost flow setting titled Parametric Computation of Minimum Cost Flows with Piecewise
Quadratic Costs appeared in Mathematics of Operations Research [73].
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Figure 4.1: A piecewise linear marginal cost function with two breakpoints.

4.1 Electrical Flows with Piecewise Linear Resistances

We begin our analysis by characterizing electrical flows as well as the corresponding optimal
potentials for networks with continuous, strictly increasing, piecewise linear current-voltage-
characteristics, i.e., for networks where the marginal cost function fe of every edge is contin-
uous, strictly increasing, and piecewise linear. Formally, we assume that for every edge e ∈ E
there is a set Te := {1, . . . , t̄ e } where every t ∈ Te corresponds to one of the function parts of the
piecewise linear function fe . Put differently, we assume every function fe has t̄ e +1 breakpoints
τe,t ∈R∪{−∞,∞}, t ∈ {1, . . . , t̄ e +1} such that −∞= τe,1 < τe,2 < ·· · < τe,t̄ e

< τe,t̄ e+1 =∞. Further for
every function part t ∈ Te there are constants ae,t > 0 and be,t ∈R1 such that fe (x) = ae,t x+be,t for
all x ∈ [τe,t ,τe,t+1]. Let σe,t := fe (τe,t ) the value of fe at every breakpoint τe,t with the convention
that fe (−∞) = −∞ and fe (+∞) = +∞. Further, let T̄ := Te1 ×·· ·×Tem . See Fig. 4.1 for an exam-
ple of a piecewise linear marginal cost function with three function parts Te := {1,2,3} and two
proper breakpoints τe,2,τe,3 and two artificial breakpoints τe,1 =−∞ and τe,4 =∞. We use vector
notation and denote by f : Rm → Rm the function that maps any flow vector x ∈ Rm to the vector
of all marginal costs f(x) := (︁

fe (xe )
)︁

e∈E .

We proceed with solving the electrical flow problem from Eq. (4.1) with piecewise linear mar-
ginal costs. Since we assume that the marginal costs are strictly increasing, the objective function
is strictly convex and therefore there exists a unique electrical flow x̂. Corollary 3.7 implies that
x̂ ∈Rm is the unique electrical flow if and only if there exists a potential vector φ such that

Γx̂ = b (4.2a)

and f(x̂) =Γ⊤φ. (4.2b)

1For ease of exposition, the notation is slightly overloaded as we use the symbol b for demands bv at the vertices as
well as for the offsets be,te of the piecewise linear cost functions. The two cases can be distinguished by the subscript.
Further, the offsets be,te are rarely used and, in particular, all vectors b refer to demand values.
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The optimal potential is non-unique. We therefore restrict ourselves to the potential space

Π := {φ ∈Rn |φv1 = 0}.

Given the optimal flow x̂, Eq. (4.2b) implies that the potential differences on every edge are fixed.
Hence, there is an unique optimal potential π ∈ Π satisfying the optimality conditions from
Eq. (4.2).

4.1.1 Characterization of electrical flows

For continuous, stricly increasing, piecewise linear marginal cost, the electrical flow problem
from Eq. (4.1) has a unique solution. In this subsection, we develop an explicit form for this
unique solution. In order to express the electrical flow explicitly, we need to find the unique
solution of the piecewise linear system from Eq. (4.2). First, we observe that that the function f
mapping a flow to the marginal costs of the edges has an inverse f−1 since it is componentwise
strictly increasing. Assume, we are given some vector y = (︁

ye
)︁

e∈E . Then, for every edge e ∈ E ,

there are numbers te ∈ Te such that σe,te ≤ ye ≤σe,te+1. Therefore, we have f −1
e (ye ) = 1

ae,te
ye − be,te

ae,te
.

Let t := (︁
te

)︁
e∈E ∈ T̄ and define Ct := diag

(︂
1

ae1,te1
, . . . , 1

aem ,tem

)︂
and dt :=

(︂
be,te
ae,te

)︂
e∈E

. Then,

f−1(y) = Cty−dt.

In order to solve Eq. (4.2b) explicitly for x̂e , we subdivide the potential space Π into regions that
we define as follows. Recall, that the vector γe denotes the column of the incidence matrix corre-
sponding to the edge e ∈ E . For any t ∈ T̄ we define the polytope

Rt := {︁
φ ∈Π |σe,te ≤γ⊤

e φ≤σe,te+1 for all edges e ∈ E
}︁

that we refer to as region corresponding to t. Note, that for some t ∈ T̄ the region Rt may be empty
if the inequalities defining the region are inconsistent. Then, given some potential φ ∈ Π, the
unique solution of Eq. (4.2b) is

x = f−1(︁Γ⊤φ
)︁= CtΓ

⊤φ−dt.

This implies two things. First, given any optimal potential φ ∈ Rt, we can compute the corre-
sponding flow with the preceding formula. Second, by inserting this flow into Eq. (4.2a), we see
that every optimal potential must satisfy the equality

Ltφ= b+Γdt, (4.3)

where Lt =ΓCtΓ
⊤ is the weighted Lapacian matrix with the positive weights 1

ae,te
,e ∈ E . By Propo-

sition 2.2 we know that Lt has rank n −1 and the unique solution in Π of Eq. (4.3) is

π= L∗
t

(︁
b+Γdt).

The electrical flow therefore is

x̂ = CtΓ
⊤π−dt = CtΓ

⊤L∗
t

(︁
b+Γdt

)︁−dt.
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(a) Graph with marginal cost functions.
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Figure 4.2: (a) A graph with piece-wise linear marginal cost functions. (b) The potential space
Π for fixed πs = 0. The breakpoints of the cost functions induce boundary hyperplanes (dashed
lines, with normal vectors γe ) that subdivide the space into regions.

Note that the above formula depends on the region t. Thus, in order to compute the electrical
flow, we first need to find the correct region Rt. Given a region Rt, we can easily check if this
is indeed the region of the optimal potential. By construction, a region Rt contains the optimal
potential π ∈Π if and only if π= L∗

t

(︁
b+Γdt) ∈ Rt.

Example. Consider the network depicted in Fig. 4.2a. We are given a graph with three vertices
and three edges and piecewise linear marginal cost functions. Every marginal cost function fe

has three breakpoints (including the artificial breakpoints at −∞ and ∞) and two function parts
Te = {1,2}. Therefore, there are eight possible vectors t ∈ T̄ = {1,2}3 and also eight regions in the
potential space. The regions are depicted in Fig. 4.2b. Note, that only seven regions can be seen
as one of the regions is empty.

As a particular example, consider the region Rt for t = (1,1,2)⊤. Intuitively, this region con-
tains all potentials that belong to flows with xe1 ≤ 3, xe2 ≤ 2 and xe3 ≥ 1. Formally, the region is the
set

R(1,1,2)⊤ = {︁
φ= (0,φv ,φt ) ∈Π | −∞≤φv ≤ 3,−∞≤φt −φv ≤ 2,1 ≤φt ≤∞}︁

.

From the coefficients of the marginal costs we obtain the matrix C(1,1,2)⊤ = diag
(︁
1,1, 1

4

)︁
and the

vector d(1,1,2)⊤ = (︁
0,0,−3

4

)︁
. Thus, the Laplacian matrix of this region and its pseudo inverse are

L(1,1,2)⊤ =

⎛⎜⎝ 5
4 −1 −1

4
−1 2 −1
−1

4 −1 5
4

⎞⎟⎠ and L∗
(1,1,2)⊤ =

⎛⎜⎝0 0 0
0 5

6
2
3

0 2
3

4
3

⎞⎟⎠ .

Assume we are given the demand vector b = (︁− 7
2 ,1, 5

2

)︁
. Then the optimal potential in this region

for this demand vector is π= L∗
(1,1,2)⊤

(︁
b+Γd(1,1,2)⊤) = (0,2,3)⊤. Since this potential is indeed in the

region R(1,1,2)⊤ , we know that it is the optimal potential of the electrical flow which we compute

as x̂ = C(1,1,2)⊤Γ
⊤π−d(1,1,2)⊤ = (︁

2,1, 3
2

)︁⊤.
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4.1.2 Characterization of parametric electrical flows

In the previous subsection we have developed explicit formulas for the optimal potential and
the electrical flow inside regions in the potential space that enable us to check whether a given
region Rt contains the optimal potential for a given demand vector b and, if this is the case, also
compute it explicitly. In this subsection we consider the parametric electrical flow problem

min
∑︂
e∈E

∫︂xe

0
fe (s)d s

s.t. Γx =λb,

(4.4)

where the marginal cost functions are continuous, strictly increasing, piecewise linear functions
and the demand is a linear function depending on the one-dimensional parameter λ. We can use
the insights from the previous subsection to characterize all optimal potentials for all parameters
λ ≥ 0, i.e., the image of the optimal potential function π(R≥0) = {π(λ) | λ ≥ 0}. We also refer
to the function λ ↦→ π(λ), whose image will turn out to be a piecewise linear curve inside the
potential space, as the solution curve in the potential space. Note that if we are given the solution
curve we can obtain the electrical flow function λ ↦→ x̂e by using the function f−1 and its explicit
representation inside the regions in the potential space from the previous subsection.

We can characterize all optimal potentials as follows. For every t ∈ T̄ define the set

Πt := {︁
π ∈ Rt | ∃λ≥ 0 with Ltπ=λb+Γdt

}︁
containing all potentials π that are an optimal potential for some λ ≥ 0. We refer to Πt as the
solution segment in region Rt. For every region, we distinguish three cases. If Πt =∅, we say the
region is infeasible. If |Πt| = 1, i.e., the solution segment consists of exactly one potential, we say
the region is degenerate. If |Πt| > 1, we say the region is feasible and non-degenerate. Additionally,
we say the parametric electrical flow problem from Eq. (4.4) is degenerate if there is at least one
degenerate region.

For every t ∈ T̄ we define by ∆πt := L∗
t b the potential direction and by πt := L∗

t Γdt the poten-
tial offset in the region Rt. Then, with the definition of the region, we obtain

Πt := {︁
πt +λ∆πt |λ≥ 0 and σe,te ≤γ⊤

e (πt +λ∆πt) ≤σe,te+1 for all edges e ∈ E
}︁

(4.5)

and see that the solution segment inside a region is a (possibly empty or degenerate) line segment
of the line πt +λ∆πt,λ≥ 0 with direction ∆πt and offset πt. Fig. 4.3 illustrates the solution curve
consisting of the line segments Πt for the example from the previous subsection as well as the
corresponding electrical flow functions.

Theorem 4.1. The image of the solution curve function λ ↦→π(λ) is the union of the solution seg-
ments of all regions Rt,t ∈ T̄ , i.e.,

π(R≥0) = {π(λ) |λ≥ 0} = ⋃︂
t∈T̄

Πt.

Furthermore, for every region Rt, there are numbers λmin
t and λmax

t such that

Πt =
{︁
πt +λ∆πt |λ ∈ [λmin

t ,λmax
t ]

}︁
. (4.6)
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Figure 4.3: The solution curve and the electrical flow function in the network from Fig. 4.2 for the
demand b = (bs ,bv ,bt )⊤ = (−1,0,1), i.e., for s-t-flows. (a) The solution curve (thick line) inside
the potential space and regions with potential directions ∆πt. (b) The electrical flow functions
for this example λ ↦→ x(λ) = f−1(Γ⊤π(λ)).

Proof. The first part follows by construction: For every λ, the optimal potential π(λ) lies in some
region Rt and therefore belongs to the solution segment Πt. Conversely, every potential πv ∈Πt

of any solution segment Πt is by definition the optimal potential of the electrical flow f−1(Γ⊤π)
for some parameter λ and therefore contained in the image of the solution curve.

For the second part, consider a region Rt for some t ∈ T̄ and define the values

λt(e) :=

⎧⎪⎪⎪⎨⎪⎪⎪⎩
σe,te −γ⊤

e πt

γ⊤
e ∆πt

if γ⊤
e ∆πt > 0,

σe,te+1−γ⊤
e πt

γ⊤
e ∆πt

if γ⊤
e ∆πt < 0,

−∞ otherwise,

and λt(e) :=

⎧⎪⎪⎪⎨⎪⎪⎪⎩
σe,te+1−γ⊤

e πt

γ⊤
e ∆πt

if γ⊤
e ∆πt > 0,

σe,te −γ⊤
e πt

γ⊤
e ∆πt

if γ⊤
e ∆πt < 0,

∞ otherwise,

for all edges e ∈ E with γ⊤
e ∆πt ̸= 0. Solving the inequalities in Eq. (4.5) yields that

λmin
t := max

{︁
max
e∈E

λt(e),0
}︁

λmax
t := min

e∈E
λt(e)

are the numbers such that Eq. (4.6) holds true. Note that λmin
t >λmax

t if the region is infeasible.
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4.2 Basic Algorithm for Electrical Flows

Setting

Parametric Problem

min
∑︂
e∈E

∫︂xe

0
fe (s)d s

s.t. Γx = b(λ)

Assumptions
• piecewise linear, continuous, strictly increasing marginals fe

• Homogeneous marginals, i.e., fe (0) = 0
• Linear demand function b(λ) =λb
• Instance is non-degenerate, i.e., |Πt| ̸= 1 for all t ∈ T̄

In this section, we develop a basic algorithm that computes the solution curve λ ↦→π(λ) and
the electrical flow function λ ↦→ x̂(λ). This basic procedure is the foundation for all further meth-
ods that we develop. The method is based on an idea for a homotopy method for the computa-
tion of electrical flows for fixed demands introduced by Katzenelson [66] in 1965 and enhanced
by, among others, Fujisawa, Kuh, and Ohtsuki [45, 46, 87]. Although the setting for our algorithm
and the method proposed by Katzenelson are similar, the latter only seeks to “solve” an electrical
network, i.e., find one optimal potential for a given demand. Our algorithm however solves the
parametric problem described above. Further, Katzenelson only describes a high-level method
while we develop a detailed algorithm that can also handle more special cases, in particular de-
generate regions as we will see in the next subsection.

The method we describe in this section works for the most basic setting described at the be-
ginning of this section and will be enhanced in the following sections. It works as follows. We
start with the initial potential π0 = 0. Since we assume that the marginal costs are homogeneous,
i.e., fe (0) = 0 for all e ∈ E , π0 = 0 is the optimal potential for the flow f−1(π0) = 0, i.e., the electrical
flow for λ= 0. We then determine the region t0 such that π0 ∈ t0. Next, we compute the solution
segment in the region Rt0 with Theorem 4.1. The end of the solution segment Πt0 lies in a new
region Rt1 . We compute the solution segment Πt1 in the new region and iterate this process until
we have computed all solution segments. We continue by describing these steps in more detail.

4.2.1 Initialization

Since we assume that the demand function b(λ) is linear the flow x0 = 0 is feasible for λ= 0. The
marginal costs are homogeneous, thus π0 = 0 is an optimal potential for x0 = 0. By performing
binary search over the breakpoints of every marginal cost function we can find a vector t0 ∈ T̄
such that π0

w −π0
v = 0 ∈ [σe,te ,σe,te+1] for every edge e = (v, w) ∈ E in O (m log t̄ ) time, where t̄ =

maxe t̄ e is the maximum number of breakpoints of any edge. Then, we set up the initial Laplacian
matrix Lt0 and compute its generalized inverse L∗

t0 .

4.2.2 Main loop

In every loop, we are given a feasible region Rti and the generalized inverse of the Laplacian ma-
trix L∗

ti corresponding to this region. With the Laplacian matrix, we can compute the potential
offset πti and the potential direction ∆πti . With the offset and the direction, we obtain the values
λti (e),λti (e) defined in Theorem 4.1 for all edges and, finally, the values λmin

ti and λmax
ti . Note that
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we only need to store the offset and direction and the values λmin
ti and λmax

ti to characterize the
solution segment Πti completely.

In order to find the next region Rti+1 we introduce the notion if neighboring regions. Two
regions Rt1 ,Rt2 are considered to be neighboring if there is an edge e ∈ E such that t2 = t1 ± ee ,
where ee ∈ Rm is the unit vector with the non-zero entry in the component corresponding to the
edge e. Thus, two regions are neighboring if the corresponding vectors t1, t2 differ in only one
component corresponding to some edge e by exactly one. We call this edge boundary edge and
the breakpoint σt1,t2 :=σe,t 1

e +1 if t2 = t1 +ee or σt1,t2 :=σe,t 1
e −1 if t2 = t1 −ee boundary breakpoint.

By definition, two neighboring regions with boundary edge e are separated by the hyperplane
defined by γ⊤

e π=σt1,t2 . Let

E∗
t := {︁

e ∈ E |λmax
t =λt(e) <∞}︁

be the set of all edges that contribute to the minimum in the computation of λmax
t . Intuitively, the

edges in E∗
t induce the boundaries at which the solution segment Πt ends and the solution curve

continues behind this boundary. In the example described in Fig. 4.3 there is a unique boundary
edge for every feasible edge, e.g., the edge e2 for the region R(1,1,2)⊤—the solution segment of
this region ends in a hyperplane induced by the edge e2. If there is a unique boundary edge, the
algorithm can proceed in the corresponding neighboring region. If there is no boundary edge,
the solution segment can be extended infinitely in the region Rt. Only in the case of multiple
boundary edges it is not obvious in which region the algorithm should proceed. However, in a
non-degenerate instance, boundary edges are always unique.

Lemma 4.2. If the instance is non-degenerate, then |E∗
t | ∈ {0,1} for all t ∈ T̄ .

Proof. Assume that the instance is non-degenerate, i.e., |Πt| > 1 for all feasible regions Rt. Fur-
ther, assume there is a region t∗ with |E∗

t∗ | > 1. Consider the potential π∗ := πt∗ +λmax
t∗ ∆πt∗ .

This potential is by definition an element of Πt∗ and lies on the boundary to at least two other
regions Rt1 ,Rt2 . These regions are also feasible since they contain π∗. By non-degeneracy, we
know that the solution segment in these two other regions are non-trivial line segments. Thus,
we have at least three non-trivial solution segments Πt∗ ,Πt1 , and Πt2 intersecting in π∗. But since
the potentials depend continuously on the parameter λ, this implies that there must be multiple
potentials for the same parameter λ which is a contradiction to the uniqueness of the optimal
potential π(λ).

4.2.3 Pivoting

We have seen that every feasible region has either no or exactly one boundary edge in the non-
degenerate case. If there is no boundary edge, the solution segment can be extended to infinity
and the algorithm stops. Otherwise, we have to go to the next, neighboring feasible region that
is determined by the boundary edge e ∈ E∗

t . The following theorem shows how the Laplacian
matrices and potential directions of any two neighboring regions are connected and was also
stated in a similar form by Fujisawa and Kuh [45].
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Theorem 4.3. Let Rt1 ,Rt2 be two neighboring regions with boundary edge e ∈ E. For this boundary
edge, let ∆c := 1

ae,t2
e

− 1
ae,t1

e

. Then,

(i) the pseudo inverse of the Lalacian in region Rt2 is

L∗
t2 =

(︂
In − ∆c

1+∆c γ⊤
e L∗

t1γe

L∗
t1γeγ

⊤
e

)︂
L∗

t1 ,

(ii) the potential directions of the regions satisfy sgn
(︁
γ⊤

e ∆πt1

)︁= sgn
(︁
γ⊤

e ∆πt2

)︁
.

Proof. By definition of ∆c we have Ct2 = Ct1 +diag(0, . . . ,0,∆c,0, . . . ,0). Therefore, the Laplacian
matrix in the region Rt2 is Lt2 = ΓCt2Γ⊤ = Lt1 +∆c γeγ

⊤
e . Considering the matrices and vectors

without first row and column we obtain likewise Ľt2 = Ľt1 +∆cγ̌e γ̌
⊤
e . The submatrices of the

Laplacian are non-singular and the Sherman-Morrison formula (see, e.g., [53, 104]) yields

Ľ
−1
t2 =

(︂
In − ∆c

1+∆c γ̌⊤
e Ľ

−1
t1 γ̌e

Ľ
−1
t1 γ̌e γ̌

⊤
e

)︂
Ľ
−1
t1 .

The definition of the pseudo inverse and γ̌⊤
e Ľ

−1
t1 γ̌e =γ⊤

e L∗
t1γe imply (i).

With the determinant identity det(In +vw⊤) = 1+w⊤v (see, e.g., [54, Corollay 18.1.3]) we ob-
tain

det(Ľ
−1
t2 ) = det

(︁
In−1 +∆cγ̌e γ̌

⊤
e Ľ

−1
t1

)︁
det

(︁
L−1

t1

)︁= (︁
1+∆c γ̌⊤

e Ľ
−1
t1 γ̌e

)︁
det

(︁
L−1

t1

)︁
and thus

γ⊤
e ∆πt2 =γ⊤

e

(︂
In − ∆c

1+∆cγ⊤
e L∗

t1γe

L∗
t1γeγ

⊤
e

)︂
L∗

t1 b = 1

1+∆cγ⊤
e L∗

t1γe

γ⊤
e L∗

t1 b =
det

(︁
L−1

t2

)︁
det

(︁
L−1

t1

)︁γ⊤
e ∆πt1 .

Since the submatrices L−1
t1 and L−1

t2 are positive definite (ii) follows.

The formula from Theorem 4.3(i) provides an easy update formula for the pseudo inverse of
the Laplacian matrix when pivoting to the next region. As it only requires products of vectors in
Rn the update can be performed in O (n2) time. By definition of neighboring regions, the next
region obtained by a pivoting step from a feasible region to the next region is feasible as well.
Further, Theorem 4.3(ii) implies that λmin

ti+1 = λmax
ti when pivoting from one region Rti to the next

region Rti+1 , i.e., the potential direction in the subsequent region is directed away from the last
boundary crossed.

4.2.4 Termination

By definition, the algorithm considers exactly one region Rt in every iteration. The next lemma
proves that every region is considered at most once implying that the algorithm stops after finitely
many iterations. Additionally, we see that the number of iterations depends on the number of
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breakpoints of the output function λ ↦→ πv (λ). We analyze the runtime of the algorithm in Sec-
tion 4.7 in more detail; a detailed example for the basic method can be found in Section 4.8.

Lemma 4.4. The algorithm considers every region Rt at most once.

Proof. By the non-degeneracy assumption, we have λmax
t >λmin

t for every feasible region Rt. For
any two regions Rti ,Rti+1 considered in two subsequent iterations λmin

ti+1 = λmax
ti . Thus, λmin

t is
strictly increasing with the number of iterations and no region can be considered twice.

4.2.5 Pseudocode

Algorithm 2: Basic Algorithm for electrical flows

Input: Directed graph G with piecewise linear, homogeneous, strictly increasing, and
continuous marginal cost functions fe : R→R, demand vector b

Output: Piecewise function x̂ : R≥0 →Rm s.t. x̂(λ) is an electrical flow for all λ≥ 0
choose t ∈ T̄ such that 0 ∈ Rt;
compute L∗

t ;
λmin

t ← 0;
repeat

compute πt, ∆πt, and λmax
t for t;

x̂(λ) ← CtΓ
⊤(πt +λ∆πt)−dt;

e∗ ← unique boundary edge in E∗
t ;

t ← t+ sgn(γ⊤
e ∆πt)ee∗ ;

L∗
t ←

(︂
In − ∆c

1+∆c γ⊤
e L∗

t γe
L∗

t γeγ
⊤
e

)︂
L∗

t ;

λmin
t ←λmax

t ;

until λmax
t =∞;

return x̂(λ);

4.3 A Lexicographic Rule for Degenerate Instances

Setting

Parametric Problem

min
∑︂
e∈E

∫︂xe

0
fe (s)d s

s.t. Γx = b(λ)

Assumptions
• piecewise linear, continuous, strictly increasing marginals fe

• Homogeneous marginals, i.e., fe (0) = 0
• Linear demand function b(λ) =λb

Extension: Lexicographic rule for degenerate instances

The basic algorithm presented so far works only for non-degenerate instances. Degeneracy
occurs if the solution curve hits exactly a point where multiple boundaries intersect. Intuitively, if
the solution curve is perturbed slightly, the solution curve does not pass through the intersection
of the boundaries and resolves the degeneracy. In this section, we prove that this is in fact true
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and show that a small perturbation of the initial starting potential can be used to overcome de-
generacy. Further, we develop a lexicographic rule that enables us to retrace the behavior of the
perturbed solution curve implicitly without having to compute an explicit small perturbation.
Ultimately, we can use this lexicographic rule for a new pivoting rule in degenerate regions.

4.3.1 Perturbed solution

Formally, for ϵ> 0 we define the perturbation vector ϵ := (0,ϵ,ϵ2,ϵ3, . . . ,ϵn−1)⊤ ∈Π. Then, consider
the perturbed initial potential π0,ϵ :=π0 +ϵ. Note, that for homogeneous marginal cost, π0 = 0
and, thus, π0,ϵ = ϵ. However, the following result holds for any initial potential π0.

Lemma 4.5. There is ϵ∗ > 0 and t∗ ∈ T̄ such that π0,π0,ϵ ∈ Rt∗ for all 0 < ϵ< ϵ∗. The vector t∗ can
be found in O (m log t̄ ) time.

Proof. For every edge e ∈ E , consider the function pe (ϵ) := γ⊤
e ϵ. By definition, pe (ϵ) is either a

monomial in ϵ (if e is incident to vertex v1) or the difference of two monomials in ϵ. This means,
there are numbers p, q ∈N such that

pe (ϵ) =
{︄
ϵp if e ∈ δ+(v1)∪δ−(v1),

ϵp −ϵq otherwise.

As the function pe (ϵ) has this simple structure, we immediately obtain the following properties.

(a) pe (ϵ) = 0 implies ϵ ∈ {0,1},
(b) the sign of pe (ϵ) is constant for 0 < ϵ< 1, and
(c) |pe (ϵ)| ≤ ϵ for 0 ≤ ϵ≤ 1.

We define sets of edges

E1 = {e ∈ E | pe (ϵ) < 0 for all 0 < ϵ< 1} and E2 = {e ∈ E | pe (ϵ) > 0 for all 0 < ϵ< 1}.

By (b), these sets form a partition of the edge set E .

Claim. There is a unique t∗ such that

(i) π0 ∈ Rt∗ ,
(ii) γ⊤

e π0 >σe,t∗e for all e ∈ E1.
(iii) γ⊤

e π0 <σe,t∗e +1 for all e ∈ E2.

Further, t∗ can be found in O (m log t̄ ).

Proof of the claim. Start with some t ∈ T̄ such that π0 ∈ Rt. This vector can be found in O (m log t̄ )
by performing a binary search over the breakpoints of every marginal cost function for every
edge e ∈ E . Then, as long as there is an edge e ∈ E1 with γ⊤

e π0 = σe,te , move to the neighboring
region with t′ := t − ee . Since π0 lies on the boundary of Rt and Rt′ it is also contained in Rt′

but γ⊤
e π0 = σe,te = σe,t ′e+1 > σe,te . Likewise, if there is an edge e ∈ E2 with γ⊤

e π0 = σe,te+1, move
the neighboring region with t′ := t+ee . Iterating this procedure at most m times yields a vector
t∗ with the claimed properties in O (m log t̄ ). Assume, there are two vectors t1,t2 ∈ T̄ with the
claimed properties. Then, there is at least one edge e with t 1

e ̸= t 2
e and, without loss of generality,

assume t 1
e < t 2

e . But this implies γ⊤
e π0 ≤ σe,t 1

e +1 ≤ σe,t 2
e
≤ γ⊤

e π0 where either the first or the last
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inequality is strict since the edge is either in E1 or E2. Thus, there is a contradiction and t∗ is
unique. △

Let t∗ be the unique vector from the preceding claim. Then, define

ϵ1 := min
e∈E1

(︁
γ⊤

e π0 −σe,t∗e
)︁

and ϵ2 := min
e∈E2

(︁
σe,t∗e +1 −γ⊤

e π0)︁ (4.7)

and let ϵ∗ := min{ϵ1,ϵ2,1}. With this definition, we obtain for ϵ< ϵ∗

σe,t∗e
(4.7)≤ γ⊤

e π0 −ϵ
(c)≤γ⊤

e π0 +pe (ϵ) ≤γ⊤
e π0 ≤σe,t∗e +1 for e ∈ E1

σe,t∗e ≤γ⊤
e π0 ≤γ⊤

e π0 +pe (ϵ)
(c)≤γ⊤

e π0 +ϵ
(4.7)≤ σe,t∗e +1 for e ∈ E2.

Since γ⊤
e π0,ϵ =γ⊤

e π0 +pe (ϵ), we have that π0,ϵ ∈ Rt∗ for all 0 < ϵ< ϵ∗.

Consider a new solution curve λ ↦→πϵ(λ) in the potential space, where, for every λ≥ 0, πϵ(λ)
is the optimal potential of a minimum cost flow solving

min
∑︂
e∈E

∫︂xe

0
fe (s)d s

s.t. Γx =b(λ)+Lt∗ϵ

and t∗ is the vector defined in Lemma 4.5. We refer to λ ↦→πϵ(λ) as the perturbed solution curve.
The perturbed solution curve solves a minimum cost flow problem with slightly perturbed de-
mand. Similar to the normal solution curve the perturbed curve consists of linear solution seg-
ments

Πϵ
t =

{︁
πt +λ∆πt +L∗

t Lt∗ϵ |λ ∈ [λmin,ϵ
t ,λmax,ϵ

t ]
}︁

(4.8)

for all t ∈ T̄ . Note that the solution segments of the perturbed curve have the same direction
∆πt as the normal solution curve but have a slightly perturbed offset. Analogous to the nor-
mal solution curve, the upper and lower bounds for the parameter can be computed as λmin,ϵ

t :=
max

{︁
maxe∈E λϵ

t (e),0
}︁

and λmax,ϵ
t := mine∈E λ

ϵ

t (e) depending on the values λϵ
t (e) and λ

ϵ

t (e). With
the same computations as before it can be shown that for all edges where these values are finite

λϵ
t (e) =λt(e)+pe,t(ϵ) and λ

ϵ

t (e) =λt(e)+pe,t(ϵ),

where
pe,t(ϵ) := m⊤

e,tϵ with m⊤
e,t :=− 1

γ⊤
e ∆πt

γ⊤
e L∗

t Lt∗ .

Additionally, we can also define the boundary edges of region Rt for the perturbed solution curve
by E∗,ϵ

t := {︁
e ∈ E | λmax,ϵ

t = λ
ϵ

t (e) <∞}︁
. We note that L∗

t∗Lt∗ = diag(0,1, . . . ,1) is the projection onto
the potential space Π by definition of the pseudo inverse. Therefore, with Eq. (4.8) we see that for
t = t∗ and λ = 0 the potential πt∗ +L∗

t∗Lt∗ϵ =π0 +ϵ is the initial potential of the perturbed solu-
tion curve and the perturbed solution curve is indeed the solution curve that starts in π0,ϵ =π0+ϵ

and has the same direction vectors as the original solution curve. Fig. 4.4 depicts the perturbed
solution curve in relation to the original solution curve. The figure shows that both curves be-
have similarly in the sense that they start in the same region and that all non-degenerate regions
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π0
Rt∗

π0,ϵ

ϵ

(a) Solution curve and perturbed solution curve.

π0

π0 +ϵ

Rt∗

(b) Start region Rt∗ .

Figure 4.4: (a) The solution curve (thick line) exhibts one degenerate and two non-degenerate
feasible regions. The perturbed solution curve (dotted line) starts in the initial potential π0,ϵ.
Observe, that the non-degenerate pivot steps are the same for both curves while the perturbed
curve performs some non-degenerate extra boundary crossing instead of the degenerate cross-
ing. (b) The initial potential π0 is feasible in multiple regions. The dotted curve shows all possible
perturbed initial potentials π0,ϵ =π0 +ϵ for all ϵ> 0. The highlighted region is the unique region
Rt∗ with π0,ϵ ∈ Rt∗ for all ϵ< ϵ∗.

of the original solution curve are also traversed by the perturbed solution curve. This means, if
we encounter a region with |E∗

t | > 1, then we find the next non-degenerate region of the orig-
inal solution curve by tracking the behavior of the perturbed curve. The perturbed curve may
perform several pivoting steps in betwee,n but eventually both curves will proceed in the same,
non-degenerate region. The next theorem formalizes this and proves that both curves behave
similarly and that the perturbed instance is non-degenerate.

Theorem 4.6. There exists ϵ∗ > 0 such that for all 0 < ϵ< ϵ∗ the following is true for any t ∈ T̄ .
(i) If Rt is infeasible for the unperturbed problem, i.e., Πt =∅, then Πϵ

t =∅ as well.
(ii) If Rt is feasible and non-degenerate for the unperturbed problem then it is feasible and non-

degenerate for the perturbed problem as well.
(iii) If Rt is feasible and |E∗

t | ≤ 1, then E∗
t = E∗,ϵ

t .
(iv) If Rt is feasible for the perturbed problem, then Rt is non-degenerate for the perturbed problem

and |E∗,ϵ
t | ≤ 1.

Proof. Since |pe,t(ϵ)| < ϵ for 0 < ϵ< 1 we get that for every edge e ∈ E and ξ> 0 there is an ϵ∗e,ξ > 0
such that |pe,t(ϵ)| < ξ for all 0 < ϵ < ϵ∗e,ξ. Since there are only finitely many edges, for every ξ > 0
there also exists a value ϵ∗

ξ
such that |pe,t(ϵ)| < ξ for all edges and all 0 < ϵ< ϵ∗

ξ
.

We note that if λt(e) = −∞ for all edges or λt(e) = ∞ for all edges, then the same holds for

all respective values λϵ
t (e) or λ

ϵ

t (e) since this depends only on the potential direction ∆πt. Thus
λmin,ϵ

t = λmin
t or λmax,ϵ

t = λmax
t , respectively, in these cases. For the rest of the proof we therefore

omit these cases and assume without loss of generality that the minimum or maximum in the
computation of λmin

t and λmax
t are finite.
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(i) Let t ∈ T̄ be a vector such that the region Rt is infeasible. Then λmin
t > λmax

t . Let ξ := λmin
t −λmax

t
2 .

Choose some ϵ> 0 with ϵ< ϵ∗
ξ

. Let e1,e2 ∈ E be such that λmin
t =λt(e1) and λmax

t =λt(e2). Then,

λmin,ϵ
t ≥λϵ

t (e1) =λt(e1)+pe1,t(ϵ) >λt(e1)−ξ=λt(e2)+ξ>λt(e2)+pe2,t(ϵ) =λ
ϵ

t (e2) ≥λmax,ϵ
t

and, thus, λmin,ϵ
t >λmax,ϵ

t implies Πϵ
t =∅.

(ii) If conversely, for some t ∈ T̄ , λmax
t > λmin

t , then by setting ξ := λmax
t −λmin

t
2 we get λmax,ϵ

t > λmin,ϵ
t

with the same computation.
(iii) Let t ∈ T̄ be such that |E∗

t | ≤ 1. If E∗
t =∅ then λt(e) =∞ for all e ∈ E and, as argued above, also

λ
ϵ

t (e) =∞ for all e ∈ E and E∗,ϵ
t = ∅. Therefore, assume that |E∗

t | = 1 and let e1 be the edge such
that λt(e1) =λmax

t . Let e2 be the edge with the second smallest value, i.e., λt(e1) <λt(e2) ≤λt(e) for
all e ̸= e1,e2. Note that since we assume that there is only one boundary edge, the first inequality

is strict. Set ξ := λt(e2)−λt(e1)
2 and let ϵ< ϵ∗

ξ
. Then, for any e ̸= e1,

λ
ϵ

t (e) =λt(e)+pe,t(ϵ) ≥λt(e2)+pe,t(ϵ) >λt(e2)−ξ=λt(e1)+ξ>λt(e1)+pe1,t(ϵ) =λ
ϵ

t (e1).

Thus, e1 is the unique minimizer in the computation of λmax,ϵ
t and, hence, E∗,ϵ

t = {e1} = E∗
t .

(iv) If we assume that (iv) is not true, then there exists a region Rt and an infinite number of values
ϵ1 > ϵ2 > ϵ3 > ·· · > 0 such that Rt is degenerate for all ϵ= ϵ1,ϵ2,ϵ3, . . . . Thus, λmin,ϵ

t = λmax,ϵ
t for all

of these ϵ values. Since there are only a finite number of edges, there must be at least one pair
of edges e1,e2 with e1 ̸= e2 such that λϵ

t (e1) = λmin,ϵ
t = λmax,ϵ

t = λ
ϵ

t (e2) for infinitely many different
values ϵ. Thus, for an infinite number of values ϵ= ϵ̃1 > ϵ̃2 > ·· · > 0, we obtain

0 =λϵ
t (e1)−λ

ϵ

t (e2) =λt(e1)−pe1,t(ϵ)−λt(e2)−pe2,t(ϵ) =: g (ϵ).

Hence, the function g has an infinite number of distinct roots which is a contradiction since g
is a non-zero, continuous polynomial in ϵ of degree at most n since we assume that there are
no parallel edges and, therefore, pe1,t(ϵ) ̸= −pe2,t(ϵ). Thus, we infer that there is an ϵ∗ > 0 such
that every Rt is non-degenerate, i.e., the perturbed instance is non-degenerate. By Lemma 4.2,
|E∗,ϵ

t | ≤ 1 must hold for all edges as well.
Overall, there is a universal ϵ∗ > 0 such that all parts from above hold true since there is only

a finite number of regions.

From Lemma 4.5 and Theorem 4.6 we get that
(a) there is a unique starting region Rt∗ that contains the initial potentials of both the original

and the perturbed solution curve,
(b) the set of feasible regions of the perturbed instance is exactly the set of feasible, non-degen-

erate regions of the original instance, and
(c) the perturbed instance is non-degenerate, i.e., in particular, |E∗,ϵ

t | ≤ 1 for all t ∈ T̄ .
This implies, if we track the perturbed solution curve and the (uniquely defined) boundary cross-
ings of the perturbed curve, we will obtain all feasible, non-degenerate regions of the original
solution curve. Since only these regions actually contribute to the solution (degenerate regions
define only one point of the output functions) knowing these regions is enough to compute the
whole solution curve. Hence, we can adjust the basic algorithm as follows to also work for degen-
erate instances: In the pivoting step use the unique boundary edge from E∗,ϵ

t that must be also
contained in E∗

t .
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4.3.2 Lexicographic rule

Tracking the behavior of the perturbed solution curve eliminates the problem with non-unique
boundary crossings. However, it is not yet clear how to compute the unique boundary edge in
E∗,ϵ

t for the perturbed solution curve. In order to do this explicitly, we need to find a—possibly
very small—ϵ∗ > 0 such that we can use Theorem 4.6 and compute the values λϵ

t (e),λ
ϵ

t (e) with
this very small ϵ. Neither of these steps is feasible in practice. For the computation of ϵ∗ we need
to examine all regions in advance. And even if we are given the correct ϵ∗ > 0, storing this value
and computing with it in necessary precision may be challenging. However, all these problems
can be avoided since the unique boundary edge of the perturbed solution curve in any region Rt

can be obtained implicitly via a lexicographic rule.

Recall that we use the notation v̌ for the vector obtained from v by deleting the first com-
ponent. We will use the shortened vectors m̌e,t obtained from the vectors me,t in the following
theorem because the perturbation of the potential of the first vertex, i.e., the first component of
the perturbation vector ϵ, is zero and, hence, the first component of the vectors me,t will not play
a role.

Theorem 4.7. There exists ϵ∗ > 0 such that, for all 0 < ϵ< ϵ∗, the edge e∗ ∈ E is the unique boundary
edge of region Rt for the perturbed solution curve, i.e., E∗,ϵ

t = {e∗}, if and only if

m̌e∗,t ≺L m̌e,t for all e ∈ E∗
t \ {e∗},

i.e., if and only if the the vector m̌e∗,t is the (unique) lexicographically minimal vector among all
vectors m̌e,t for all boundary edges E∗

t of the original solution curve.

Proof. If e∗ ∈ E∗,ϵ
t , then for any e ̸= e∗

0 <λ
ϵ

t (e)−λ
ϵ

t (e∗) =λt(e)−λt(e∗)+pe,t(ϵ)−pe∗,t(ϵ) for all ϵ> 0.

Since limϵ→0 pe,t(ϵ)−pe∗,t(ϵ) = 0, we infer that λt(e)−λt(e∗) ≥ 0. This implies λmax
t = λt(e∗) and,

thus, e∗ ∈ E∗
t . For all e ∈ E∗

t we have λt(e∗) =λt(e). Therefore,

0 <λ
ϵ

t (e)−λ
ϵ

t (e∗) =λt(e)−λt(e∗)+pe,t(ϵ)−pe∗,t(ϵ) = m⊤
e,tϵ−m⊤

e∗,tϵ= m̌⊤
e,tϵ̌−m̌⊤

e∗,tϵ̌

for all e ∈ E∗
t \{e∗}. The last equation in the computation above follows since the first component

of the perturbation vector ϵ is zero. Since the vector m̌⊤
e,tϵ is a polynomial in ϵ with coefficient

vector m̌e,t, the inequality above holds for ϵ small enough if and only if

m̌e∗,t ≺L m̌e,t.

This shows that the condition is necessary. Since the boundary edge e∗ ∈ E∗,ϵ
t is unique the con-

dition is also sufficient.
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4.3.3 Pseudocode

Algorithm 3: Pivoting rule with lexicographic rule

Input: t ∈ T̄ such that Rt is feasible
Output: Unique boundary edge in E∗,ϵ

t
compute the set E∗

t ;
compute vector m̌e,t for all edges e ∈ E∗

t ;
return e∗ with m̌e∗,t ≺L m̌e,t for all e ∈ E∗

t \ {e∗};

4.4 Non-Homogeneous Demands and Marginal Costs

Setting

Parametric Problem

min
∑︂
e∈E

∫︂xe

0
fe (s)d s

s.t. Γx = b(λ)

Assumptions
• piecewise linear, continuous, strictly increasing marginals fe

• piecewise linear or affine demand function b(λ)

Extension: Initial phase to compute initial potential for non-homogeneous marginal
costs and handling of piecewise linear or affine demand functions

The basic electrical flow algorithm as described before assumes that the demand functions
as well as the marginal cost functions are homogeneous, meaning that b(0) = 0 and fe (0) = 0 for
all edges e ∈ E . In this case, the all-zero flow x = 0 is a feasible solution for λ = 0. Further, it is
obvious that the all-zero potential π= 0 is an optimal potential, since fe (xe ) = fe (0) = 0 =πw −πv

for every edge e = (v, w) ∈ E . Therefore, the algorithm can start with the region Rt that contains
the trivial initial potential π= 0. If either the demand function or the marginal cost functions are
no longer homogeneous, we need to find an initial solution to start from first.

To this end, we consider the initial problem

min
∑︂
e∈E

∫︂xe

0
fe (s)d s

s.t. Γx = b(0),

(4.9)

which is a minimum cost flow problem for the fixed demand b(0). As argued before, if both
demand function and marginal cost functions are homogeneous, this problem has the trivial
solution x̂ = 0 with optimal potential π = 0. In all other cases, we need to solve this problem
first. Since we assume that the marginal costs are piecewise linear, we can use the algorithm
by Végh [110] to solve this problem in strongly polynomial time. Further, we can also use the
electrical flow algorithm to obtain an initial solution, as we will discuss below.

Non-homogeneous marginal cost First, assume that the demand function is still linear,
i.e., b(λ) = λb. In this case, we can use the basic algorithm from before. But in case of non-
homogeneous marginals, we need the solution of the initial problem from Eq. (4.9). With the
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optimal potential of the solution, we can find the initial region in O (m log(t̄ )), where t̄ is the max-
imum number of function parts of any region. Note, that in the degenerate case, the initial region
is still unique since Lemma 4.5 holds for any initial potential π0.

Affine linear demand functions In the case of affine linear demand functions, i.e., b(λ) =
λb+b̄ we also need to find an initial solution solving the problem from Eq. (4.9) and the associated
optimal potential π0 as a starting point for the algorithm. Additionally, some minor adjustments
in the basic formulas are in order. In contrast to the linear demand setting, the solution segment
in the region Rt is now

Πt := {︁
π ∈ Rt | ∃λ≥ 0 with Ltπ=λb+ b̄+Γdt

}︁
,

where we additionally take the offset demand b̄ into account. The characterization from Theo-
rem 4.1 still holds, however, the potential offset of the region is now

πt := L∗
t

(︁
Γdt + b̄

)︁
.

Hence, we can handle affine demands by computing an initial solution and using a slightly ad-
justed formula for the potential offsets.

Piecewise linear demand functions Assume that the demand function is piecewise linear,
i.e., there are intervals [λi ,λi+1], i = 1, . . . ,K such that the demand function is linear on these in-
tervals, i.e., b(λ) = λbi + b̄

i
for λ ∈ [λi ,λi+1], i = 1, . . . ,K . After solving the initial problem, we can

run the basic algorithm with affine cost functions for the affine linear pieces of the demand func-
tion, stopping the computation when the maximal parameter λi+1 is reached. In particular the
solution x̂(λi+1) and the associated optimal potential π(λi+1) can be used as the initial solution
for the next affine function part. Further, the last region of run for the current function part can
be used directly as initial region for the next function part.

4.4.1 Initial Phase I

All cases above require the solution of the initial problem from Eq. (4.9). Besides using some
algorithm for fixed demand solutions, we can also use the parametric electrical flow algorithm to
obtain an initial solution. The normal basic variant starts with the all-zero potential. In case of
non-homogeneous demands or marginal cost, this is not possible since this is not the potential
of an electrical flow for the demand b(0). However, it is the optimal potential of an electrical flow
for some other, artificial demand. Formally, denote by π̃0 := 0 the artificial, all-zero potential.
Let t̃0 ∈ T̄ such that π̃0 ∈ Rt̃0 , i.e., Rt̃0 the region containing this artificial potential. Finally, define
some artificial demand b̃ := Lt̃0π̃0 −Γdt̃0 =−Γdt̃0 . Then, we obtain

L∗
t̃0

(︁
b̃+Γdt̃0

)︁= π̃0.

By our characterization of electrical flows and optimal potentials from Section 4.1.1, we get that
the potential π̃0 = 0 is the optimal potential of the electrical flow x̃0 := Ct̃0Γ⊤L∗

t̃0π̃
0 −dt̃0 = −dt̃0

that satisfies the demand b̃. In case of homogeneous marginals, we in particular have that dt̃0 = 0,
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(c) Flows (on edges) with potentials (on vertices) and demands b for the potentials marked in (b).

Figure 4.5: (a) A graph with non-homogeneous marginal cost functions. (b) The Phase I solution
curve (dashed) and Phase II-solution curve (solid line) for the network from (a) with demand
function b(λ) =λ(−1,0,1)⊤. (c) Flows with associated demands for the potentials marked in (b).

hence the all-zero potential is the optimal potential of the all-zero flow for the all-zero demand
in this case. If we now consider the following parametric electrical flow problem

min
∑︂
e∈E

∫︂xe

0
fe (s)d s

s.t. Γx = b̃(λ) := b̃+λ
(︁
b(0)− b̃

)︁
,

that we also refer to as the Phase I problem, then clearly the potential π̃0 = 0 is an initial poten-
tial for this problem, i.e., we can start the basic algorithm from this potential and compute the
solution curve λ ↦→ π̃(λ) solving this problem. The potential π̃(1) then is an optimal potential of
an electrical flow for demands b̃(1) = b(0) and, therefore, a feasible initial potential for the orig-
inal electrical flow problem. Note that this procedure is equivalent to adding the new, artificial
function part b̃+λ

(︁
b(0)− b̃

)︁
to the (piecewise) linear demand function b(λ). In the special case

of homogeneous marginal cost, this artificial part of the demand function starts in particular in
the zero demand.

Example. Consider the graph from Fig. 4.5a with marginal cost on the edges. Assume, we want
to solve the parametric electrical flow problem with the demand function b(λ) = λb, where b =
(−1,0,1)⊤. Note that the marginal cost function f1 is non-homogeneous since f1(0) = 2. The zero
potential π̃0 = 0 is not associated with the zero flow but rather with the flow x̃0 = (6,0,0)⊤ (see
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first flow in Fig. 4.5c) inducing an auxiliary demand b̃ = (−6,6,0)⊤. Therefore, we need to first
solve the Phase I problem with auxiliary demand function

b̃(λ) = (−6,6,0)⊤−λ(−6,6,0)⊤

in Phase I. The Phase I solution curve λ ↦→ π̃(λ) is depicted as dashed line in Fig. 4.5b, Fig. 4.5c
shows the corresponding flows. The potential π̃(1) = (0,3,1)⊤ is the optimal potential for the flow
x = (−1,−1,1)⊤ for demand b = (0,0,0)⊤. Thus, the potential π̃(1) is the initial potential of the
solution curve for Phase II. The basic algorithm with initial potential π0 = π̃(1) = (0,3,1)⊤ then
yields the solution curve λ ↦→π(λ) for the actual problem depicted as solid line in Fig. 4.5b.

From a physical perspective, it is worth noting that the edge e1 acts because of its non-ho-
mogeneous marginal cost function as an active electrial component, meaning that it generates
power rather than consuming power. This generated power results in the circulation flow x =
(−1,−1,1)⊤ which is optimal for no externally applied current. The active component with non-
homogeneous marginal cost therefore acts as a battery or a generator in this context.

4.4.2 Pseudocode

Assume we are given a function BasicAlgorithm(G, f, b, p) that takes a graph G, marginal
costs f, a piecewise linear demand function b, and an initial potential p as input and uses the
basic algorithm (with lexicographic rule) in order to compute the solution curve for the demand
function starting from the initial potential given. Then, we can express the two-phase algorithm
with the following pseudocode.

Algorithm 4: Two-phase algorithm for non-homogeneous marginal cost

Input: Directed graph G with piecewise linear, strictly increasing, and continuous
marginal cost functions fe : R→R, affine linear demand function λ ↦→ b(λ)

Output: Piecewise function x̂ : R≥0 →Rm s.t. x̂(λ) is an electrical flow for all λ≥ 0
choose t̃0 such that 0 ∈ Rt̃0 ;
b̃ ←Γdt̃0 ;
/* Phase I: Run Basic Algorithm with altered demand function starting

in the potential 0 */
π̃(λ) ← BasicAlgorithm(G, ( fe )e∈E , λ ↦→ b̃+λ

(︁
b(λmin)− b̃

)︁
, 0);

/* Phase II: Run Basic Algorithm on original instance demand function
starting in the potential π̃(1) from Phase I */

π(λ) ← BasicAlgorithm(G, ( fe )e∈E , λ ↦→ b(λ), π̃(1)) ;
return flow function x̂(λ) corresponding to solution curve π(λ)
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4.5 Discontinuous Marginal Cost and Ambiguous Regions

Setting

Parametric Problem

min
∑︂
e∈E

∫︂xe

0
fe (s)d s

s.t. Γx = b(λ)

Assumptions
• piecewise linear, strictly increasing marginals fe

• piecewise linear or affine demand function b(λ)

Extension: Handling of discontinuous marginal cost functions

In this section, we discuss an extension of the basic algorithm that allows the algorithm to also
work for instances with discontinuous marginal cost functions. While discontinuous marginal
cost functions may seem artificial, they are actually of great importance. First, they enable us
to model more general electrical components such as diodes that let flow pass only if a certain
voltage threshold is surpassed. Second, we we will see that discontinuous marginal costs can be
used to model lower and upper capacities on edges and, thus, also directed edges. We use this
insight in Chapter 5 to generalize our basic electrical flow algorithm to the setting of minimum
cost flows.

Since the marginal cost functions are not necessarily continuous, the edge cost function
Fe (x) = ∫︁s

0 fe (s)d s is not continuously differentiable everywhere. Therefore, the basic optimal-
ity condition for the electrical flow problem cannot be applied. However, there is a similar cri-
terion for minimization problems for non-smooth edge cost that we obtain by using the KKT-
conditions for non-smooth functions from Proposition 2.9. We denote the left-sided limit of fe

by f −
e (x) := lims↑x fe (x) and the right-sided limit of fe by f +

e (x) := lims↓x fe (x).

Lemma 4.8. A vector x̂ ∈ Rm is an electrical flow for an instance with discontinuous marginal
cost fe ,e ∈ E and demand b if and only if there exists a potential vector φ ∈Rn such that

f −
e (x) ≤φw −φv ≤ f +

e (x) for all e = (v, w) ∈ E (4.10a)

Γx̂ = b (4.10b)

Proof. From Proposition 2.9 we get that x̂ is an electrical flow if and only if there exists a vector
φ ∈Rn such that

0 ∈ ∂xF(x̂)− (︁∇x(Γx−b)
)︁
φ= ∂xF(x̂)−Γ⊤φ,

where F is the vector of all edge costs Fe (x̂e ) = ∫︁x̂e
0 fe (s)d s. Every row corresponding to edge

e = (v, w) of this condition is equivalent to 0 ∈ ∂x

(︂∫︁x
0 fe (s)d s

)︂⃓⃓⃓
x=x̂e

− (φw −φv ). Since

0 ∈ ∂x

(︂∫︂x

0
fe (s)d s

)︂⃓⃓⃓
x=x̂e

− (φw −φv ) = [︁
f −

e (x̂e )− (φw −φv ), f +
e (x̂e )− (φw −φv )

]︁
,

Eq. (4.10) follows.

We see that the optimality condition from Lemma 4.8 coincides with the normal potential
equation whenever the marginal cost functions are continuous. But even in the presence of dis-
continuous marginal cost we can adopt our basic algorithm to work in this setting. The basic
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fe (x)
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e,1

σ+
e,1
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(a) Marginal cost function function fe .

f −1
e (y)
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+
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(b) Inverse marginal cost function f −1
e .

Figure 4.6: Discontinuous marginal cost function (a) and its pseudo-inverse (b).

algorithm is based on the inverse function

f−1(y) = Cty−dt

of the marginal cost function. This inverse function can be used to map any potential vector
to a flow such that they satisfy πw −πv = fe (xe ) for every edge e ∈ E . Further, this inverse cost
function is crucial to obtain Eq. (4.3) describing the relation between optimal potential π and
demand vector b via the Laplace matrix Lt.

Although the marginal cost function may not be continuous, we can still define appropriate
(pseudo)-inverse functions of the marginal costs such that they act like the inverses in the contin-
uous case. Recall, that we denote by ae,te and be,te the slopes and offsets of the piecewise linear
function fe with breakpoints τe,te . Let σ+

e,te
:= f +

e (τe,te ) and σ−
e,te

:= f −
e (τe,te ). (Note, that these

values coincide if fe is continuous in τe,te .) We define the pseudo-inverse of fe by

f −1
e (y) :=

{︄
1

ae,te
y − be,te

ae,te
if y ∈ (︁

σ+
e,te

,σ−
e,te+1

)︁
,

τe,te if y ∈ [︁
σ−

e,te
,σ+

e,te

)︁
.

See Fig. 4.6 for a visualization. Then, given any potential φ, the potential φ and the flow x :=
f−1(︁Γ⊤φ

)︁
satisfy Eq. (4.10a) from Lemma 4.8. If the marginal costs are continuous, the pseudo

inverse is just the normal inverse as before.
In order to simplify notation, we consider all discontinuities of the marginal costs as separate

function parts te with ae,te =∞, ce,te = 0, and de,te = τe,te . Then, again, we can express the inverse
marginal cost function inside the region Rt in vector notation as

f−1(y) = Cty−dt.

The basic algorithm still works like before with the following difference: There are now regions
Rt where one or more edges have weight ce,te = 0. Proposition 2.2 implies that if there is a cut
of edges with zero weight, the Laplacian matrix has rank less than n − 1 and, thus, the pseudo
inverse L∗

t is not unique anymore.
Formally, we say two vertices v, w are actively connected with respect to the weights ce,te if

there is an undirected path between v and w containing only edges with non-zero weight. An
actively connected component is a maximal subset of vertices that are actively connected. We
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say a region Rt is ambiguous if there are at least two actively connected components with respect
to the weights ce,te . In an ambiguous region, the kernel of Lt has an extra dimension (in addition
to the trivial kernel spanned by the all-one-vector) meaning altering the potential along this extra
dimension does not change the corresponding flow x = f−1(Γ⊤φ) and, in particular, does not
change the demand b = Ltφ. This leads to a not well-defined potential direction and breaks
the basic algorithm. However, this problem can be fixed with a simple repair step that basically
consists of a jump in the potential space to an adjacent, non-ambiguous region without changing
the flow.

Theorem 4.9. Let t ∈ T̄ such that Rt is ambiguous. Denote by K := n −1− rank(Lt) the number of
kernel dimensions inside the potential space Π. For every potential φ ∈ Rt,

(i) there exists t′ ∈ T̄ and φ′ ∈ Rt′ such that Rt′ is non-ambiguous and f−1(Γ⊤φ) = f−1(Γ⊤φ′).
Such vector and potential can be found in O

(︁
n2

)︁
time.

(ii) if K = 1, there exist exactly two vectors t′,t′′ ∈ T̄ and two potentials φ′,φ′′ ∈ Rt′ satisfying
condition (i).

Proof. By definition, there are K +1 actively connected components with respect to the weights
ce,te in region Rt. For every actively connected component U ⊂ V , denote by 1U the indicator
vector of the component U , i.e., the vector with 1 for every entry corresponding to a vertex v ∈U
and 0 for every entry corresponding to a vertex v ∉U . Also, by definition, 1U ∈ ker

(︁
Lt

)︁
. Without

loss of generality, we assume that v1 ∉ U for all actively connected components we consider in
this proof (otherwise, just consider V \U ). This ensures that 1U ∈Π.

Given a potential φ ∈ Rt in some ambiguous region Rt we define the following steps.

1. Identify an arbitrary actively connected component U ⊂V with v1 ∉U .

2. Find µ̄ ∈R such that

µ̄= argmax
{︁|µ| |µ ∈R,σe,te ≤γ⊤

e φ+µγ⊤
e 1U ≤σe,te+1 for all e ∈ E

}︁
. (4.11)

Define φ′ :=φ+ µ̄1U .

3. Identify an edge e ∈ E such that γ⊤
e φ′ = σe,te or γ⊤

e φ′ = σe,te+1. In the former case define
t′ := t−ee , in the latter case define t′ := t+ee .

Claim. If φ ∈ Rt in some ambiguous region Rt, then the three steps above are well-defined and

(a) φ′ ∈ Rt′ ,
(b) f−1(Γ⊤φ) = f−1(Γ⊤φ′),
(c) rank

(︁
Lt′

)︁= rank
(︁
Lt

)︁+1.

Proof of the claim. Since Rt is ambiguous, the actively connected component from step 1 must ex-
ist. By definition of an actively connected component, γ⊤

e 1U ̸= 0 only if ce,te = 0. Hence, only the
inequalities belonging to inactive edges (i.e., edges with ce,te = 0) are relevant for the maximiza-
tion in Eq. (4.11). But for these edges, the breakpoint values σe,te and σe,te+1 are finite since they
are the left-sided and the right-sided limit of fe at some breakpoint τ. Also, since Rt is ambiguous,
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there is at least one inactive edge and thus at least one inequality in Eq. (4.11) bounding µ. Thus,
there must be a finite µ ∈R satisfying Eq. (4.11). Since the value µ̄ is a maximizer, there must be at
least one edge such that one of the inequalities is tight, proving that the third step is well-defined.

By definition of µ̄, the potential φ′ lies on the boundary between the region Rt and Rt′ , hence
φ′ ∈ Rt′ and (a) follows. Further, the potentials γ⊤

e φ = γ⊤
e φ′ for all active edges e ∈ E . Hence,

potential differences only change for inactive edges, but these have no influence on the flow,
proving (b). For t, the edge e from step 3 is inactive. For the vector t′, we consider a different but
adjacent function part for this edge. Since there cannot be two adjacent function parts of an edge
with ce,te = ce,te+1 = 0 (after every jump of the marginal cost function there always is a “normal”
function part), the edge e must be active in the region Rt′ . Since all other edges are unchanged, we
know that two actively connected components must be merged, hence, the rank of the Laplacian
matrix increases by exactly one, proving (c). △

After iterating steps 1 to 3 at most n − 1 times, rank
(︁
Lt′

)︁ = n − 1 and Rt′ must be non-am-
biguous. Hence, after at most n −1 iterations of step 1 to 3 we obtain a vector t′ and a potential
φ′ with the properties claimed in (i). The whole procedure can be performed in O (n2) time as
follows. In the first iteration, we determine an actively connected component, e.g., with breadth-
first search in O (n2) time. This step is not necessary in all following iterations, since we obtain a
new actively connected component by tracking which components merge when making edge e
active. In order to compute the maximum in Eq. (4.11), we need to solve up to 2m independent
linear (in-)equalities and compute the minimum over the solutions, which is possible in O (n2)
time. This computation must only be carried out once in the first iteration for every edge e ∈ δ(U )
because from one iteration to the next edges can only drop out of δ(U ) and never enter δ(U ). For
all edges remaining in δ(U ), the respective equalities in (4.11), and thus their solutions, are only
shifted by the value ±µ̄ from the previous iteration. While solving these equations, every edge
that induce maximum in the solution are a possible choice for step 3. Thus, (i) is proven.

If K = 1, then there are only two actively connected components and only one containing the
vertex v1. Thus, there is only one direction 1U in the kernel of Lt. Following the line starting in
φ with direction 1U leads to exactly two neighboring regions that have less actively connected
component (by the proof of the claim above) and are thus non-ambiguous. The potentials on the
boundary to these regions are the potentials claimed in (ii).

Theorem 4.9 provides a basis for a repair step when the algorithm encounters an ambigu-
ous region without unique potential direction. In this case, Theorem 4.9(i) implies that we can
perform a jump to another potential in a non-ambiguous region without changing the flow x =
f−1(Γ⊤φ). Further, this step can be performed efficiently. The next theorem will prove that this
step is also always uniquely defined.

Theorem 4.10. Let t ∈ T̄ such that Rt is feasible and non-ambiguous. Then, there is a well-defined
t′ ∈ T̄ such that

(i) the region Rt′ is feasible and non-ambiguous,

(ii) and λmax
t =λmin

t′ .

Furthermore, this vector can be found in O
(︁
n2

)︁
time.
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Proof. We assume without loss of generality that the instance is non-degenerate. If this is not the
case, consider the perturbed solution curve and use its behavior to define the pivoting rule.

Let t′′ ∈ T̄ be the vector such that Rt′′ is the neighboring region from the “normal” pivoting
step (possibly with lexicographic rule). As shown in the proof of Theorem 4.3, the Laplacian ma-
trices of the neighboring regions Rt and Rt′′ satisfy Lt′′ = Lt +∆cγeγ

⊤
e , where e ∈ E∗

t is the unique
boundary edge. Thus,

rank
(︁
Lt′′

)︁≥ rank
(︁
Lt

)︁− rank
(︁
γeγ

⊤
e

)︁= (n −1)−1 = n −2.

If Rt′′ is non-ambiguous (i.e., rank
(︁
Lt′′

)︁= n −1), we can use t′ = t′′ and we are done. Thus, for the
rest of the proof, we are concerned with the case that Rt′′ is ambiguous and rank

(︁
Lt′′

)︁= n −2. By
definition, the potential π(λmax

t ) lies on the boundary between the regions Rt and Rt′′ and is the
optimal potential of the electrical flow x̂(λmax

t ) = f−1(︁Γ⊤π(λmax
t )

)︁
. Since it lies on the boundary,

it is also contained in Rt′′ . By Theorem 4.9(ii), there are exactly two potentials π′(λ) and π′′(λ)
in two neighboring, non-ambiguous regions of Rt′′ that are optimal for the same flow. Since one
of these is π(λmax

t ), there is only one uniquely defined, other potential π(λ)′ inside a uniquely
define region Rt′ with t′ ∈ T̄ . By Theorem 4.9(i) we can find this vector in O (n2) time.

Hence, the procedure described in Theorem 4.9 yields, starting from the boundary potential
π(λmax

t ) another non-ambiguous region Rt′ and another potential π′ ∈ Rt′ . Further, f−1(︁Γ⊤π′)︁ =
f−1(︁Γ⊤π(λmax

t )
)︁ = x̂(λmax

t ). Hence, π′ is an optimal potential for some electrical flow and, thus,
Rt′ is also a feasible region. Rt′ therefore satisfies the condition (i). Also, we already know that
λmax

t ∈ [︁
λmin

t′ ,λmax
t′

]︁
since π′ ∈ Rt′ is an optimal potential of an electrical flow for parameter λmax

t .
It remains to be shown that the potential direction in the region Rt′ is directed away from the
boundary to the region Rt′′ .

Let U ⊂ V be the unique actively connected component not containing v1 as defined in the
proof of Theorem 4.9. Further, denote by e∗1 the boundary edge between the regions Rt and Rt′′

and by e∗2 then boundary edge between the regions Rt′′ and Rt′ . Assume without loss of gener-
ality that the demand function is b(λ) = λb+ b̄. (If the demand function is piecewise linear it is
sufficient to consider the local behaviour with the locally affine demand function b(λ) =λb+ b̄.)

Claim. sgn
(︁
1⊤

U b
)︁

sgn
(︁
γ⊤

e∗
1

1U
)︁= sgn

(︁
γ⊤

e∗
1
∆πt

)︁
and sgn

(︁
1⊤

U b
)︁

sgn
(︁
γ⊤

e∗
2

1U
)︁= sgn

(︁
γ⊤

e∗
2
∆πt′

)︁
.

Proof of the claim. We have by definition 1⊤
Uγe ̸= 0 if e ∈ δ(U ) and 1⊤

Uγe = 0 if e ∉ δ(U ). In par-
ticular, e∗1 ,e∗2 ∈ δ(U ). Additionally, we know by construction of the region Rt′ that ce,t ′e = 0 for all
e ∈ δ(U ) \ {e∗} and ce∗,t ′e > 0. Therefore, we obtain

1⊤
U b = 1⊤

U Lt∆πt = 1⊤
UΓCtΓ

⊤∆πt =
∑︂

e∈δ(U )
ce,te 1⊤

Uγeγ
⊤
e ∆πt′ = ce∗

1 ,te 1⊤
Uγe∗

1
γ⊤

e∗
1
∆πt

implying the first part of the claim. The second part follows by the same argument. △
The claim yields

sgn
(︁
γ⊤

e∗
2
∆πt′

)︁= sgn
(︁
γ⊤

e∗
1

1U
)︁

sgn
(︁
γ⊤

e∗
2

1U
)︁

sgn
(︁
γ⊤

e∗
1
∆πt′

)︁
. (4.12)

Let µ̄ be the value as defined in Eq. (4.11) in the proof of Theorem 4.9 with φ=π(λmax
t ).

Claim. sgn
(︁
γ⊤

e∗
1
∆πt′

)︁= sgn(µ̄)sgn
(︁
γ⊤

e∗
1

1U
)︁
.
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Figure 4.7: Network with discontinuous marginal cost functions. (a) The graph with the dis-
continuous marginal cost functions. (b) The potential space for πs = 0. The shaded regions
are ambiguous, the zigzag arrows indicate the directions along which the induced flow does not
change in these regions. The thick line represents the solution curve for demands (bs ,bv ,bt )⊤ =
λ(−1,0,1)⊤.

Proof of the claim. Since e∗1 ∈ E∗
t , the solution curve hits the boundary induced by e∗1 in the poten-

tial π(λmax
t ). Assume that sgn

(︁
γ⊤

e∗
1
∆πt′

)︁= 1. Then, γ⊤
e∗

1
π(λmax

t ) =σe,te+1 =σe,t ′′e . Hence, for µ= 0
the lower inequality corresponding to e∗1 in Eq. (4.11) is satisfied with equality. Thus, the term
µγ⊤

e∗
1

1U cannot be negative and, by non-degeneracy, it must be in fact positive. If, conversely,

sgn
(︁
γ⊤

e∗
1
∆πt′

)︁=−1, it follows that µγ⊤
e∗

1
1U must be negative and hence, the claim is proven. △

The preceding claim and Eq. (4.12) imply

sgn
(︁
γ⊤

e∗
2
∆πt′

)︁= sgn(µ̄)sgn
(︁
γ⊤

e∗
2

1U
)︁
. (4.13)

By construction, the potential π′ on the boundary between Rt′′ and Rt′ satisfies γ⊤
e∗

2
π′ =σe,t ′′e +1 =

σe,t ′e if and only if µ̄γ⊤
e∗

2
1U is positive and γ⊤

e∗
1
π′ =σe,t ′′e =σe,t ′e+1 if and only if µ̄γ⊤

e∗
2

1U is negative.

This, together with Eq. (4.13) and the definition of λmin
t′ implies that λmin

t′ = λmax
t since π′ is the

optimal potential for the electrical flow for parameter λmax
t .

All of the above enables us to use the basic algorithm (with lexicographic rule) also for dis-
continuous cost. If the initial potential π0 lies in an ambiguous region, then Theorem 4.9 implies
that we can find a non-ambiguous region containing another possible initial potential to start
from. The pivoting rule implied by Theorem 4.10 ensures that ambiguous regions can always be
avoided by jumping to a next, non-ambiguous region. The following example and Fig. 4.7 illus-
trate this procedure.

Example. Consider the graph depicted in Fig. 4.7a. Each of the marginal cost functions written
next to the edges have one discontinuity. For example, the marginal cost function f3 has disconti-
nuity at x = 3 with f −

3 (3) = 3 and f +
3 (3) = 5. Hence, all potentials φ with γ⊤

e3
φ=φt −φs ∈ [3,5] can
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be optimal potentials for a flow x with xe3 = 3. Put differently, for all potentials φ with γ⊤
e3
φ ∈ (3,5)

the edge e3 is inactive.

Fig. 4.7b shows the whole potential space for this example. As noted above, for potentials with
γ⊤

e3
φ ∈ (3,5) the edge e3 is inactive, these are all potentials between the vertical dashed lines. For

potentials with γ⊤
e1
φ ∈ (2,3) the first edge is inactive (between horizontal dashed lines) and for

potentials with γ⊤
e2
φ ∈ (1,3) the second edge is inactive (between the diagonal dashed lines). This

leads to regions where the weights ce,te are zero for one or more edges. In particular, there are
ambiguous regions which are highlighted in Fig. 4.7b. Consider, for example, the region defined
by φv ≤ 2, φt ≤ 5 and φt −φv ≤ 3 (this is the lower region shaded in light gray). In this region
the edges e2 and e3 are inactive and the graph splits into two actively connected components
U = {t } and V \U = {s, v}. The vector 1U can be added to potentials inside this region without
changing the flow. This vector also spans an additional kernel direction of the Laplacian matrix
in this region. The direction defined by 1U is indicated by the zigzag arrow in the region.

In the region shaded in dark gray all edges are inactive and the graph splits into three ac-
tively connected components. Therefore, there are two directions along which the potential can
be changed without affecting the flow. The Laplacian matrix in this region has two extra kernel
dimensions—in particular it has rank 0, i.e., it is the zero matrix because all weights are zero.

Finally, consider the demand function b(λ) =λ(−1,0,1)⊤, i.e., the demand function encoding
all s-t-flows. The thick line in Fig. 4.7b depicts the solution curve for this demand function. The
solution curve starts in the initial potential π0 = (0,0,0)⊤. In the potential π(3) = (0,1,2)⊤ the
edge e2 becomes inactive since πt −πv = 1 = f −

2 (1). In the following region, edge e2 is inactive.
Thus, all flow uses the lower edge and the potential πv remains constant resulting in a horizon-
tal trajectory of the solution curve. In the potential π(4) = (0,1,3)⊤ the edge e3 becomes inac-
tive as well, the solution curve enters an ambiguous region. There is exactly one direction along
which we can move through this region without changing the flows. This leads to the potential
(0,1,4)⊤ at which the solution curve leaves the ambiguous region. The zigzag part of the solu-
tion curve corresponds to potentials that are all optimal potentials for the same electrical flow
x̂(4) = (1,1,3)⊤ for λ = 4. The resulting optimal potential function λ ↦→π(λ) has a discontinuity
at λ= 4 as well. At the potential (0,1,4)⊤ the edge e2 becomes active again making the following
region non-ambiguous and the solution curve continues through non-ambiguous regions.

4.6 Direction Computation via Quadratic Programming

The basic algorithm and its variants presented in the preceding sections are based on a simple
routine. The algorithm starts from an optimal potential π (the initial potential or the first po-
tential inside a new region), computes a direction ∆πt in the potential space using the Laplacian
matrix associated with the current region and follows it until it reaches a new region. In this
section, we present a different approach based on quadratic programming to obtain a suitable
potential direction ∆πt without using the Laplacian matrix. Generalizing this new method will
enable us to develop a method working for multi-commodity networks as well. We will describe
this in Chapter 5. Further, it ensures output-polynomial runtime for degenerate instances: The
lexicographic rule may need an exponential number of intermediate steps that do not contribute
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to the solution. The quadratic programming approach described in this section avoids this prob-
lem.

For this section, assume that we are given a potential π(λ0) that is an optimal potential for
the electrical flow x̂(λ0) for some demand b(λ0). The goal is to find a potential direction ∆π such
that all potentials π(λ0)+ (λ−λ0)∆π are optimal potentials for the electrical flows b(λ) for all
λ0 ≤λ≤λ1 where λ1 >λ0. This direction corresponds to the potential direction ∆πt in the (next)
region Rt in which the solution curve will proceed. Given this direction it is also easy to identify
the next region making for example the lexicographic rule unnecessary.

Given π(λ0) and x̂(λ0), we define for every edge e ∈ E

a+
e := lim

x↓x̂e (λ0)

fe (x)− fe
(︁
x̂e (λ0)

)︁
x − x̂e (λ0)

and a−
e := lim

x↑x̂e (λ0)

fe (x)− fe
(︁
x̂e (λ0)

)︁
x − x̂e (λ0)

the right-sided and left-side derivative of the marginal cost at x̂e (λ0). Note, that since we are
considering only piecewise linear marginal costs in this chapter, a−

e and a+
e are the slopes of the

linear pieces left and right of x = x̂e (λ0). If x̂e (λ0) is not a breakpoint of the piecewise linear
function fe , then in particular a−

e = a+
e . Define the matrices A+ := diag

(︁
a+

e1
, . . . , a+

em

)︁
and A− :=

diag
(︁
a−

e1
, . . . , a−

em

)︁
. Then, consider the quadratic program

min
1

2
y⊤A+y+ 1

2
z⊤A−z

s.t. Γ(y−z) = b′(λ0),

y,z ≥ 0

(4.14)

The quadratic program from Eq. (4.14) has a continuous, strictly convex objective function and
therefore posses a unique optimal solution (y∗,z∗). It can be solved with ϵ-precision using the

inscribed ellipsoid method in O
(︂
poly(n) log

(︁1
ϵ

)︁)︂
time.

Theorem 4.11. There exists λ1 >λ0 such that

x̂(λ) = x̂(λ0)+ (λ−λ0)x∗ for all λ ∈ [λ0,λ1],

where x∗ := y∗− z∗ and (y∗,z∗) is the optimal solution of the quadratic program from Eq. (4.14).
Further, the exact optimal solution (y∗,z∗), and therefore the vector x∗ as well, can be computed in
O (poly(n)) time.

Proof. Let (y∗,z∗) be the unique optimal solution of the quadratic program from Eq. (4.14).The
Karush-Kuhn-Tucker conditions from Proposition 2.8 state that there are dual potential vectors
φ∗ ∈Rn and µ∗,ν∗ ∈Rm

≥0 with y∗
e µ∗

e = z∗
e ν∗

e = 0 for all e ∈ E such that

0 =∇y,z

(︂1

2
y⊤A+y+ 1

2
z⊤A−z

)︂
− (︁∇y,z

(︁
Γ(y−z)−b′(λ0)

)︁)︁
φ∗− (︁∇y,zy

)︁
µ− (︁∇y,zz

)︁
ν.

This yields

0 = a+
e ye −γ⊤

e φ∗−µ∗
e and 0 = a+

e ze +γ⊤
e φ∗−ν∗

e (4.15)

for all edges e = (v, w) ∈ E .
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Claim. Let x∗ := y∗−z∗. For every edge e = (v, w) ∈ E we have

γ⊤
e φ∗ =φ∗

w −φ∗
v =

⎧⎪⎪⎨⎪⎪⎩
a+

e x∗
e if x∗

e > 0,

a−
e x∗

e if x∗
e < 0,

0 if x∗
e = 0.

Proof of the claim. First, assume that x∗
e = y∗

e − z∗
e > 0. If x∗

e ̸= y∗
e , then y∗

e ≥ z∗
e > 0. Thus, we

can define a new solution (ỹ, z̃) with ỹe := y∗
e − z∗

e ≥ 0 and z̃e := 0 as well as ỹe ′ = y∗
e ′ and z̃e ′ = z∗

e ′

for all edges e ′ ̸= e. The new solution is clearly feasible and, since ỹe < y∗
e and z̃e < z∗

e , the new
solution has a strictly smaller objective value, contradicting the optimality. Thus, we have that
y∗

e = x∗
e > 0. By complementary slackness, we also know that µ∗

e = 0. Hence, the statement follows
from Eq. (4.15).

Now, assume that x∗
e = y∗

e − z∗
e < 0. With the same reasoning as before, we obtain that z∗

e =
x∗

e > 0 and, thus, also ν∗
e = 0. Hence, the statement follows from Eq. (4.15).

Finally, assume that x∗
e = 0. Thus, alos y∗

e = z∗
e = 0. With Eq. (4.15), we obtain

γ⊤
e φ∗ =µ∗

e ≥ 0 and γ⊤
e φ∗ =−ν∗

e ≤ 0

and, hence, the statment also follows in this case. △
For λ > λ0, consider the flow x(λ) := x̂(λ0)+ (λ−λ0)x∗ and the potential φ∗(λ) := π(λ0)+

(λ−λ0)φ∗. The side constraint of the quadratic program ensures that x∗ = y∗− z∗ is a flow for
the demand b′(λ0). Since the demand function is assumed to be (piecewise) linear, the flow x(λ)
must be a flow for the demand b(λ). If we choose λ1 > λ0 such that for all λ≤ λ0 the flow x̂λ0 (λ)
does not exceed the next breakpoint of the marginal cost function fe , then

fe (xe (λ)) = fe (x̂e (λ0))+ (λ−λ0)a+
e x∗

e = (︁
πw (λ0)−πv (λ0)

)︁+ (λ−λ0)
(︁
φ∗

w −φ∗
v

)︁=φ∗
w (λ)−φ∗

v (λ)

for all edges e = (v, w) with x∗
e ≥ 0 and

fe (xe (λ)) = fe (x̂e (λ0))+ (λ−λ0)a−
e x∗

e = (︁
πw (λ0)−πv (λ0)

)︁+ (λ−λ0)
(︁
φ∗

w −φ∗
v

)︁=φ∗
w (λ)−φ∗

v (λ).

In other words, x∗ and φ∗ satisfy the optimality conditions of the electrical flow problem from
Eq. (4.2). By uniqueness of the electrical flow, x(λ) = x̂(λ). If the potential φ∗ is normalized to
φ∗

v1
= 0, then also φ∗(λ) =π(λ).

The optimal solution (y∗,z∗) can be written as a solution of a system of at most 2m linear
equations, namely the binding equalities from the Karush-Kuhn-Tucker conditions above. With
Cramer’s rule we can express the solution of this system as rational numbers whose denominators
are the determinant of the coefficient matrix. Bounding this determinant with Hadarmard’s in-
equality yields that all entries in the solution vector are rational numbers with a common denom-
inator in O (M 2m), where M is the largest coefficient. Hence, if we compute a solution with 1

M 2m -

precision, the solution must be exact. As stated above, this is possible in O
(︂
poly(n)m log

(︁
M

)︁)︂
.
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non-degenerate degenerate

homogeneous O (n2.375 +n2L) O (n2.375 +poly(n)L)

non-homogeneous O (poly(n)+n2L) O (poly(n)L)

Table 4.1: Runtime of the parametric algorithm in different settings. L denotes the number of
breakpoints of the output electrical flow function.

4.7 Complexity

The runtime of the parametric computation of electrical flows with the parametric algorithm
hinges on the complexity of the electrical flow functions that it computes. In the non-degenerate
case, Algorithm 2 computes exactly one non-trivial function part of the piecewise linear electrical
flow function λ ↦→ x̂(λ) in every iteration.

Lemma 4.12. Every iteration of Algorithm 2 takes O (n2) time.

Proof. In every iteration, we assume that we are already given the pseudo inverse L∗
t of the Lapla-

cian matrix. The computation of the direction ∆πt and the offset πt mainly depend on the multi-
plication of an n ×n-matrix with an n-dimensional vector which can be done in O (n2) time. The
same holds for the computation of the new function part of x̂(λ)—note that we only need again
an offset flow vector and a flow direction vector (the offset and the slope of the linear part) to fully
characterize the new function part. These vectors are the result of a matrix-vector-multiplication
as well. The update formula of the pseudo inverse from Theorem 4.3 also depends only on vector
matrix multiplication and additions of n ×n-matrices. Finally, we need to compute λmax

t via the
values λt(e) and λt(e). Since the vector γe contains only two non-zero entries, any product of vec-
tors γ⊤

e v can be carried out in constant time. Therefore, for every edge e ∈ E , the values λt(e) and
λt(e) can be computed in constant time via the formulas from the proof of Theorem 4.1. Thus,
λmax

t and the boundary edge can also be computed in O (m) =O (n2) time.

For the initialization of Algorithm 2 we need to compute the inverse L∗
t0 . Since computing

the inverse of a matrix can be reduced to matrix multiplication (see, e.g., [22, Thm. 28.8]), the
initialization takes O (n2.375) using fast matrix-multiplication, e.g., with the algorithm by Copper-
smith and Winograd [21]. Finding the initial region takes O (n2 log(t̄ )) time, where t̄ is the max-
imum number of breakpoints of the marginal cost functions. Therefore, the initialization takes
O (n2.375) time. Denote the number of breakpoints of this function by L. Then, by Lemma 4.12 the
overall runtime of the basic algorithm is O

(︁
n2.375 +n2L

)︁
. The algorithm therefore runs in output

polynomial time.
In case of a degenerate instance, we can apply the lexicographic rule. This increases the com-

plexity of every iteration to O (n4) since it requires the computation of at most O (m)-many vectors
me,t which itself requires a matrix-vector-multiplication. Overall, the use of the lexicographic rule
cannot guarantee an output-polynomial runtime since the iterations corresponding to steps of
the lexicographic rule do not correspond to function parts of the output functions. In order to
overcome this issue and to ensure an output polynomial runtime, the next region and its poten-
tial direction can be computed solving the quadratic program from Eq. (4.14) which is possible
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in O (poly(n)) time by Theorem 4.11. Finally, in case of non-homogeneous marginal cost or affine
linear demand functions it might be necessary to compute a non-trivial initial potential π0. As for
the lexicographic rule, using Phase I cannot guarantee an output polynomial runtime since the
iterations during Phase I do not correspond to parts of the output. However, if the initial potential
is computed with the strongly-polynomial algorithm by Végh [110] as described in Section 4.4, an
output polynomial runtime is still possible. Note that discontinuous marginal cost have no in-
fluence on the runtime since ambiguous regions can be skipped in O (n2) time by Theorem 4.10.
Table 4.1 summarizes the complexity of the parametric algorithm in all different settings. All run-
times so far depend on the number of function parts L of the output function λ ↦→ x̂(λ). Hence,
whether the electrical flow function can be computed in polynomial time depends on the size
of this number. As it will turn out, this number is in general exponential in the size of the in-
put graph and number of function parts of the input functions. However, for the special case of
series-parallel graphs, we can prove polynomial runtime.

4.7.1 Complexity of the electrical flow functions in series-parallel graphs

As a special case with guaranteed polynomial runtime for our algorithms, we consider parametric
s-t-flows in series-parallel graphs. To this end, assume that G is a series-parallel graph with two
terminals s and t . Consider b = (︁

bv
)︁

v∈V with bs = −1, bt = 1, and bv = 0 for all v ̸= s, t and the
demand function b(λ) = λb modeling all demands of s-t-flows. We show that in this setting the
number of function parts L of the electrical flow function and, hence, also the runtime of the
electrical flow algorithm is polynomial in the size of the instance.

Theorem 4.13. If G is a series-parallel graph with terminals s and t and the demand function
λ ↦→ b(λ) maps only to s-t-flows, then L ∈O

(︁
t̄m

)︁
, where t̄ := maxe∈E t̄ e is the maximum number of

breakpoints of the marginal cost functions.

Proof. We follow the definition of Duffin [31] and call two edges e,e ′ ∈ E confluent if there are no
two (undirected) simple cycles C1,C2 containing both edges in G such that e,e ′ have the same ori-
entation in C1 and a different orientation in C2. Further, an edge is s-t-confluent if it is confluent
with the (virtually added) edge (t , s).

Claim. A two-terminal graph G is series-parallel if and only if all edges are s-t-confluent.

Proof of the claim. Duffin showed that a graph is series-parallel if and only if all pairs of edges
e,e ′ ∈ E ∪ {(t , s)} are confluent, see Theorem 2 in [31]. Hence, we only need to show that all edges
in G are s-t-confluent if and only if all pairs of edges e,e ′ ∈ E∪{(t , s)} are confluent. The if direction
follows immediately. For the only-if direction assume there are two edges e = (v, w),e ′ = (v ′, w ′)
that are not confluent. Since G is a two-terminal graph, there are s-t-paths P1,P2, where e is
contained in P1 and e ′ is contained in P2. Without loss of generality we assume that both edges
are contained in the respective paths in forward orientation. This means, P1 = (s, x1, v, w, x2, t )
and P2 = (s, x3, v ′, w ′, x4, t ) where x1, x2, x3, x4 are some sequences of vertices. By the assumption
that e,e ′ are not confluent, there must exists two cycles with C1 = (v, w, x5, v ′, w ′, x6, v) and C2 =
(v, w, x7, w ′, v ′, x8, v) where, again, x5, x6, x7, x8 are some sequences of vertices. But then we can
create the cycles C3 := (s, x1, v, w, x2, t , s) and C4 := (s, x3, v ′, x5, w, v, x6, w ′, x4, t , s) that include e
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(a) Braess graph.
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Figure 4.8: The Braess graph (a) with marginal cost functions and its electrical equivalent, the
Wheatstone bridge (b) with resistors r1, . . . ,r5 and an artificial edge from t to s with a power
source.

and the (virtual) edge (t , s) in different orientations, yielding a contradiction to the assumption
that e is s-t-confluent. △

Theorem 0 from [31] implies that b encodes an s-t-flow in a series-parallel graph if and only
if the sign of flow xe = f −1

e

(︁
γ⊤

e L∗b
)︁

is independent of the weights in the Laplace matrix L. This
means, for all regions Rt, the sign of ∆xe = f −1

e

(︁
γ⊤

e ∆πt
)︁

is the same and therefore independent of
the region. Hence, every breakpoint is only crossed once and therefore there are at most as many
boundary crossings as the total number of breakpoints of all marginal cost functions.

Theorem 4.13 states that the number of breakpoints of the output function is polynomial in
the size of the graph and the number of breakpoints of the input function if an s-t-flow is com-
puted in a series-parallel graph. Hence, the parametric algorithm runs in input polynomial time
in this case. Note that the proof of Theorem 4.13 implies the even stronger result that the number
of boundary crossings of the solution curve is polynomial in the input size. This implies that even
in the degenerate case or in the case of non-homogeneous marginal costs the lexicographic rule
and Phase I, respectively, yield polynomial runtimes.

4.7.2 Complexity of the electrical flow functions in general graphs

Series-parallel graphs guarantee a polynomial number of breakpoints L of the electrical flow
functions. The key feature that we used in the proof of Theorem 4.13 is that a graph is series-
parallel if and only if all edges are confluent with a virtual edge from the sink to the source. This
is equivalent to the fact that the sign of the derivative of the flow ∆xe is independent of the Lapla-
cian matrix and, thus, also independent of the region. In turn, this equivalence implies that every
non-series-parallel graph must allow for choices of e,λ1,λ2, and marginal cost functions fe such
that the flow xe is increasing for λ1 and decreasing for λ2.

The smallest non-series-parallel graph is the graph depicted in Fig. 4.8a that we refer to as
the Braess graph, named after Dietrich Braess who described a paradoxical traffic network using
this particular graph. In the Example by Braess [10], given the correct marginal cost functions,
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the overall travel time of all drivers in a traffic network can be improved if the middle edge is
removed from the network. This counterintuitive behavior is closely related to the property of
increasing and non-increasing flow described above. In fact, the edge whose removal can im-
prove the performance of the network is exactly the edge that has a non-monotone flow function
λ ↦→ x̂e (λ). We compute the electrical flow functions explicitly for a network on the Braess graph
in the subsequent section. The electrical network equivalent to the Braess network is the Wheat-
stone Bridge depicted in Fig. 4.8b. Duffin [31, Thm. 1] shows that the Wheatstone bridge is indeed
the forbidden minor for series-parallel graphs.

Since general graphs can have non-monotone electrical flow functions λ ↦→ x̂e (λ), it is pos-
sible in theory to reach an exponential number of combinations of breakpoints/function parts
of the marginal cost functions of all edges with this property leading to an exponential number
of feasible regions. We will construct such a family of graphs by using the Braess graph as the
main building block. The middle edge in the Braess graph has positive flow for small demands,
while it has negative flow for large demands leading to a sign change of the flow on this edge.
(See the example in Section 4.8 for a concrete example of this behavior of the Braess graph.) If
we replace the middle edge with a new Braess graph, we can trigger this sign change twice: Once
when the flow on the inner component increases and once when it decreases. If we then use this
graph again as replacement for the middle edge of another Braess graph, we can trigger the sign
change of the flow on the innermost edge already four times. Hence, by nesting many Braess
graphs, we obtain a network where the sign of the electrical flow function changes exponentially
many times. A similar construction has also been used before by Disser and Skutella [29] to show
that the successive shortest path algorithm is NP-mighty, meaning that the algorithm implicitly
solves NP-hard problems while solving the maximum flow problem.

We define the family of nested Braess graphs GB := (GB
j ) j≥1 as follows. The j -th nested Braess

graph GB
j := (V B

j ,E B
j ) has the vertex set V B

j := {v0, v1, v2, . . . , v2 j , v2 j+1} with n = 2 j+2 vertices. The

edge set consists of three different types of edges E B
j := E 1

j ∪E 2
j ∪E 3

j with

E 1
j := {︁

(vi , vi+1) | i ∈ {0, . . . ,2 j } \ { j }
}︁
,

E 2
j := {︁

(vi , v2 j−i ) | i ∈ {0, . . . , j −1}
}︁
,∪{︁

(vi+1, v2 j+1−i ) | i ∈ {0, . . . , j −1}
}︁

E 3
j := {︁

(v j , v j+1)
}︁
.

We use the vertex s := v0 as source and the vertex t := v2 j+1 as sink and consider s-t-flows of
demand λ in this network, i.e., the demand function is λ ↦→ b(λ) with bs(λ) =−λ, bt (λ) = λ, and
bv (λ) = 0 for all v ̸= s, t . Finally, we equip the edges with the marginal cost functions

fe (x) = f (x) := x for all e ∈ E 1
j ,

fe (x) = g i (x) :=
{︄

10i−1

ϵ x if x ≤ ϵ,

ϵx +10i−1 −ϵ2 if x > ϵ

for all (vi , v2 j−i ), (vi+1, v2 j+1−i ) ∈ E 2
j ,

i = 0, . . . , j −1,

fe (x) = h1(x) := ϵx for e = (v j , v j+1) ∈ E 3
j ,

where 0 < ϵ < 1
100 is assumed to be some small number. Fig. 4.9 shows two examples of nested

Braess graphs for j = 1 and j = 3. In particular, the first nested Braess graph GB
1 is the classical
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(a) First nested Braess graph GB
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(b) Recursive structure.
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x

x

g 3(x)
x

g 2(x)

g 2(x) x

x

g 1(x)

ϵx
g 1(x)

x

(c) Third nested Braess graph GB
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Figure 4.9: The nested Braess graphs GB
1 for j = 1 (a) and j = 3 (c) with marginal cost functions.

(c) The recursive structure of nested Braess graphs: The j -th nested Braess graph can be seen as
a Braess graph with marginal cost function g j (x) and x on the outer edges and a marginal cost
function h j (x) on the middle edge. The middle edge and its marginal cost function replace the
inner part of the network.

Braess graph. It is easy to see that the nested Braess graphs exhibit the following, recursive struc-
ture. For j ≥ 2 and 1 ≤ p ≤ j −1, denote by GB

j

[︁
V p

j

]︁
the subgraph of the j -th Braess graph induced

by the subset of vertices V p
j := {︁

vp , vp+1, . . . , v2 j+1−p
}︁
. Then, by definition, GB

j

[︁
V p

j

]︁ = GB
j−p . We

can exploit this recursive structure when analyzing electrical flows in larger nested Braess net-
works. We view the j -th nested Braess network as a normal Braess graph where the marginal cost
function of the middle edge that we denote by h j (x) models the behavior of the whole inner com-
ponent, see Fig. 4.9b. When considering the recursive structure, we refer to the vertex v1 as v and
to the vertex v2 j as w . Further, we use the edge names e1 = (s, v),e2 = (s, w),e3 = (v, w),e4 = (v, t ),
and e5 = (w, t ). Further, for shorter notation, we use x1, x2, . . . , x5 as short forms for the electrical
flows on the respective edges e1, . . . ,e5 in the network.

Lemma 4.14. Let x = (x1, . . . , x5)⊤ be an electrical flow for parameter λ in the j -th nested Braess
graph. Then, the flow is symmetric, meaning that x1 = x5 and x2 = x4. Further, |x1|, |x2| ≤ |λ|.

Proof. The flow conservation requires that x5 −x2 = x3 = x1 −x4. Further, the equilibrium condi-
tions from Corollary 3.7 imply that f (x1)+g j (x4) = g j (x2)+ f (x5). Assume that x1 > x5. Then the
flow conservation implies also x4 > x2. Since the functions f and g j are strictly increasing this
would imply f (x1)+ g j (x4) > g j (x2)+ f (x5) leading to a contradiction. The assumptions x1 < x5

and x2 ̸= x4 lead to the same contradiction.

For the second part, assume that for λ > 0 we have x1 > λ. Then, by flow conservation we
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obtain x1 > λ = x1 + x2 = 2x1 − x3 and, thus, x2 < 0 < x3. This implies that f (x1)+h j (x3) > 0 >
g j (x2) contradicting the equilibrium conditions. All other cases of |x1|, |x2| ≤ |λ| lead to the same
contradiction.

Lemma 4.14 describes the obvious fact that an electrical flow in the j -th nested Braess net-
work (or, more precisely, in the abstracted version as in Fig. 4.9b) is described by only three vari-
ables: x1, x2, and x3 which represent the amount of flow entering at the upper edge and the lower
edge, and the amount of flow in the inner component represented by edge e3. Flow conserva-
tion and equilibrium conditions from Corollary 3.7 for an electrical flow for parameter λ can be
simplified to

x1 = x2 +x3,

λ= x1 +x2,

g j (x2) = f (x1)+h j (x3).

Since the j -th nested Braess network is reused as a subcomponent in the higher nested Braess
networks, we will encounter cases where a negative amount of flow enters the subcomponent.
Therefore, we will also study the behavior of the networks for negative parameter values λ < 0
and deviate from our convention that λ≥ 0. This does not change any properties of the electrical
flows.

Lemma 4.15. Let j ≥ 1 and let x = (x1, . . . , x5)⊤ be an electrical flow in the j -th nested Braess graph
for parameter λ.

(i) Let h j+1(λ) :=πt (λ)−πs(λ) = f (x1)+g j (x2) be the potential difference of the whole j -th nested
Braess network. In particular, this is the marginal cost function of the inner component in the
j +1-th nested Braess network. Then, h j+1(0) = 0, h j+1 is strictly increasing, and

h j+1(λ) ≤ 10 j −ϵ2

2
− 1+ϵ

2
λ if 0 ≤λ≤ 5

2

10 j−1 −ϵ2

1−ϵ
.

(ii) If λ< 0, then x3 < 0.

(iii) If λ= 10 j−1−ϵ2

1−ϵ , then x3 ≥ 5
2

10 j−2−ϵ2

1−ϵ .

(iv) If λ> 2 10 j−1−ϵ2

1−ϵ , then x3 < 0.

Proof. The marginal cost function of the whole j -th nested Braess network is obviously the sum
of f (x1)+g j (x2). Since all marginal cost functions are homogeneous, the zero flow is the electrical
flow for λ = 0 and, thus, h j+1(0) = 0. Further, the derivative of h j+1(λ) = πt (λ) is defined almost
everywhere and is ∆πt , i.e., the t-th entry of the vector ∆πt = L∗b. Since b has two non-zero
entries (−1 for v = s and 1 for v = t ) the vector ∆πt is just the t-th row of the pseudo inverse of
the Laplacian matrix L. With Lemma 2.5 it follows that ∆πt must be positive and therefore h j+1

is strictly increasing.
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Note that g j (x) ≤ ϵx+10 j−1−ϵ2 by definition. By Lemma 4.14, we get that x1, x2 ≤λ. Assume
that 0 ≤λ≤ 5

2
10 j−1−ϵ2

1−ϵ . Then, we obtain

h j+1(λ) = f (x1)+ g j (x2) ≤ ϵx2 +10 j−1 −ϵ2 +x1 ≤ 10 j−1 −ϵ2 + (1+ϵ)λ

= 10 j−1 −ϵ2 + 3

2
(1+ϵ)λ− 10 j −ϵ2

2
+ 10 j −ϵ2

2
− 1

2
(1+ϵ)λ

≤ 10 j−1 −ϵ2 + 15

4
(1+ϵ)

10 j −ϵ2

1−ϵ
− 10

2
(10 j−1 −ϵ2)− 9

2
ϵ2 + 10 j−1 −ϵ2

2
− 1

2
(1+ϵ)λ

≤ 31ϵ−1

4(1−ϵ)
(10 j−1 −ϵ2)+ 10 j −ϵ2

2
− 1

2
(1+ϵ)λ

ϵ< 1
100≤ 10 j −ϵ2

2
− 1

2
(1+ϵ)λ.

This proves (i). We note, that all properties of (i) also hold for j = 0, i.e., for the function h1(x) = ϵx.
The flow conservation implies that

x1 = λ+x3

2
and x2 = λ−x3

2
.

Let λ< 0. Assume that x3 ≥ 0. Then x2 ≤ λ
2 < 0 and x2 ≤ x1 and we obtain

0
(i)≤ h j (x3) = g j (x2)− f (x1) = 10 j−1

ϵ
x2 −x1 ≤ 10 j−1 −ϵ

ϵ
x2 < 0

which is a contradiction. Hence, (ii) follows.
Let λ> 2 10 j−1−ϵ2

1−ϵ and again assume that x3 ≥ 0. Then, x2 ≤ λ
2 and x1 ≥ λ

2 , and we obtain

0
(i)≤ h j (x3) = g j (x2)− f (x1) ≤ g j

(︃
λ

2

)︃
− f

(︃
λ

2

)︃
= ϵ

λ

2
+10 j−1 −ϵ2 − λ

2
= 10 j−1 −ϵ2 − 1−ϵ

2
λ< 0

which is a contradiction proving (iv).
Finally, let λ= 10 j−1−ϵ2

1−ϵ . Assume that x3 <α := 5
2

10 j−2−ϵ2

1−ϵ . Then, we obtain,

h j (x3) = g j (x2)− f (x1) > g j
(︃
λ−α

2

)︃
− f

(︃
λ−α

2

)︃
= ϵ

λ−α

2
+10 j−1 −ϵ2 − λ−α

2

= 10 j−1 −ϵ2 − 1−ϵ

2
λ− 1+ϵ

2
α= 10 j−1 −ϵ2

2
− 1+ϵ

2
α

(i)≥ h j (α) > h j (x3)

which, again, is a contradiction proving (iii).

Consider the j -th nested Braess network. The properties (ii)–(iv) from Lemma 4.15 show that
the amount of flow x3 that is routed through the inner component is increasing from x3 = 0 at
λ = 0 to at least x3 = 5

2
10 j−2−ϵ2

1−ϵ at λ = 10 j−1−ϵ2

1−ϵ . Then the flow in the inner component decreases

to below zero for λ > 2 10 j−1−ϵ2

1−ϵ . Using the lemma recursively, this implies that in the inner com-
ponent which is the j − 1-th nested Braess network, the flow in in the inner component must
increase initially, then decrease, increase again and decrease again. Overall, by recursion, we
obtain that the flow on the innermost edge e = (v j , v j+1) must change at least 2 j times from in-
creasing to decreasing. Hence, the electrical flow function λ ↦→ x̂(v j ,v j+1)(λ) must have at least 2 j

breakpoints and we obtain the following result.

Theorem 4.16. For every j ≥ 1, the electrical flow function λ ↦→ x̂(λ) for the j -th nested Braess
network GB

j which has n = 2 j +2 ∈O ( j ) many vertices has L ∈Ω(2 j ) many breakpoints.
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s

v

w

t

2x
e1

{︄
5x x < 1

x +4 x ≥ 1

e2

{︄
9
2 x x < 0

x x ≥ 0
e3

{︄
5x x < 1

x +4 x ≥ 1

e4

2x

e5

(a) Graph with marginal costs.

πv

πw

1 2 3 4 5 6 7 8 9

1

2

3

4

5

6

7

8

9
πw −πv = 0

πw −πs = 5

πt −πv = 5

for πt = 9
π(λ)

(b) Potential space and graph of π(λ).

Figure 4.10: Graph with marginal cost (a) and a projection of the potential space with the solution
curve π(λ) (thick line) and the boundaries of the regions (dashed).

4.8 An example for the parametric computation of electrical flows

In the final section of this chapter, we present a concrete example for the computation of the
electrical flow function with the algorithm described in this chapter. We use the Braess graph
introduced in the previous section with the marginal cost functions depicted in Fig. 4.10.

Example. Consider the graph from Fig. 4.10a with the given marginal cost functions. Throughout
this example, we use the convention that in every vector indexed by vertices, the vertices are
ordered s, v, w, t , i.e., for example, a potential vector is denoted by π= (πs ,πv ,πw ,πt )⊤. We want
to compute the electrical flow function for the demand function for s-t-flows of rate λ, i.e., we
consider the demand function

b(λ) :=λ

⎛⎜⎜⎜⎝
−1
0
0
1

⎞⎟⎟⎟⎠ .

The cost functions of the edges e1 = (s, v) and e5 = (w, t ) have no breakpoint, and the cost func-
tions of the edges e2 = (s, w), e3 = (v, w), and e4 = (v, t ) have one breakpoints each. Therefore,
there are overall eight combinations of function parts and, thus, eight regions Rt. The boundaries
of the regions are the hyperplanes in the potential space defined by the equalities

πw −πt = fe2 (1) = 5,

πw −πv = fe3 (0) = 0,

πt −πv = fe4 (1) = 5.

Fig. 4.10b shows the projection (πs ,πv ,πw ,πt ) ↦→ (πv ,πw ) of the potential space including the
solution curve in blue and the dashed boundaries of the regions. Note, that the boundary induced
by e4 is depicted only for the value πt = 9.
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Initialization. All cost functions are homogeneous, therefore the potential π(0) = (0,0,0,0)⊤

is the optimal potential for the electrical flow x̂(0) = (0,0,0,0,0)⊤ for λ= 0. There are two regions
that contain the zero potential (since the marginal cost function of e3 has a breakpoint at x = 0).
We can use the method described in the proof of Lemma 4.5 to find an the initial region Rt∗ . This
would yield in this case the region Rt with t = (1,1,1,1,1)⊤. Since this region is only valid for λ= 0
we forgo the exact computations for this region and start this example with the region Rt1 with
t1 = (1,1,2,1,1)⊤ which is also a valid starting region.

Iteration 1. We start in the region Rt1 with t1 = (1,1,2,1,1)⊤. The slopes of the marginal costs
are

(︁
ae,t 1

e

)︁
e∈E = (2,5,1,5,2)⊤ and the offsets of the cost functions are

(︁
be,t 1

e

)︁
e∈E = (0,0,0,0,0)⊤.

Therefore, we obtain the following matrices and vectors for the first region.

t Ct dt Lt L∗
t ∆πt πt⎛⎜⎜⎜⎜⎜⎝

1
1
2
1
1

⎞⎟⎟⎟⎟⎟⎠

⎛⎜⎜⎜⎜⎜⎝
1
2 0 0 0 0
0 1

5 0 0 0
0 0 1 0 0
0 0 0 1

5 0
0 0 0 0 1

2

⎞⎟⎟⎟⎟⎟⎠

⎛⎜⎜⎜⎜⎜⎝
0
0
0
0
0

⎞⎟⎟⎟⎟⎟⎠

⎛⎜⎜⎜⎜⎜⎝
7

10 − 1
2 − 1

5 0

− 1
2

17
10 −1 − 1

5

− 1
5 −1 17

10 − 1
2

0 − 1
5 − 1

2
7

10

⎞⎟⎟⎟⎟⎟⎠

⎛⎜⎜⎜⎜⎜⎝
0 0 0 0

0 94
63

80
63

4
3

0 80
63

115
63

5
3

0 4
3

5
3 3

⎞⎟⎟⎟⎟⎟⎠

⎛⎜⎜⎜⎜⎜⎝
0
4
3
5
3

3

⎞⎟⎟⎟⎟⎟⎠
⎛⎜⎜⎜⎝

0
0
0
0

⎞⎟⎟⎟⎠

We continue by computing the values λt(e) and λt(e) for all edges. The values at the break-
points of the marginal cost functions for this region are

(︁
σe,t 1

e

)︁
e∈E = (−∞,−∞,0,−∞,−∞)⊤ and(︁

σe,t 1
e +1

)︁
e∈E = (∞,5,∞,5,−∞)⊤. (Note that, since the marginal costs of e1,e3,e5 have no break-

points, they only have the artificial breakpoints at −∞ and ∞ and therefore never contribute in
the computations.) With the respective potential differences of ∆πt and πt we obtain

λmin
t1 = max

{︁−∞,−∞,0,−∞,−∞⏞ ⏟⏟ ⏞
=λt(e)

,0
}︁=−∞ and λmax

t1 = min
{︁∞,3,∞,3,∞⏞ ⏟⏟ ⏞

=λt(e)

}︁= 3.

Hence, the solution segment in region Rt1 is

Πt1 =
{︂
λ

(︂
0,

4

3
,

5

3
,3

)︂⊤
⏞ ⏟⏟ ⏞

=π(λ)

⃓⃓⃓
λ ∈ [0,3]

}︂
.

Using the formula x = f−1(︁Γ⊤π
)︁= Ct1Γ⊤π−dt1 we can compute the minimum cost flow function

in this region as

x̂(λ) = f−1(︁Γ⊤π(λ)
)︁= λ

3
(2,1,1,1,2)⊤, λ ∈ [0,3].

In order to find the next region, we determine the boundary edges E∗
t1 = e2,e4 since these two

edges induce the minimum in the computation of λmax
t1 . The boundary edge is not unique, hence

we need to use the lexicographic rule to find a unique next region. To this end, we compute the
vectors me,t1 for all boundary edges with the formula

m⊤
e,t1 :=− 1

γ⊤
e ∆πt1

γ⊤
e L∗

t1 Lt∗ .
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With t∗ = t1, since Rt1 is the initial region, we obtain that L∗
t1 Lt∗ =

⎛⎜⎜⎜⎝
0 0 0 0
0 1 0 0
0 0 1 0
0 0 0 1

⎞⎟⎟⎟⎠ and, thus,

m⊤
e2,t1 =

(︂
∗,0,−3

5
,0

)︂⊤
≺L m⊤

e4,t1 =
(︂
∗,

3

5
,0,−3

5

)︂⊤
.

Note that we replaced the first components of the vector with ∗ since, by Theorem 4.7, we only
compare the vectors without the first component. By the lexicographic rule, we choose the bound-
ary edge e2 and the next region is Rt2 with t2 = (1,2,2,1,1)⊤.

Iteration 2. In the second iteration we obtain the following matrices and vectors.

t Ct dt Lt L∗
t ∆πt πt⎛⎜⎜⎜⎜⎜⎝

1
2
2
1
1

⎞⎟⎟⎟⎟⎟⎠

⎛⎜⎜⎜⎜⎜⎝
1
2 0 0 0 0
0 1 0 0 0
0 0 1 0 0
0 0 0 1

5 0
0 0 0 0 1

2

⎞⎟⎟⎟⎟⎟⎠

⎛⎜⎜⎜⎜⎜⎝
0
4
0
0
0

⎞⎟⎟⎟⎟⎟⎠

⎛⎜⎜⎜⎜⎜⎝
3
2 − 1

2 −1 0

− 1
2

17
10 −1 − 1

5

−1 −1 5
2 − 1

2

0 − 1
5 − 1

2
7

10

⎞⎟⎟⎟⎟⎟⎠

⎛⎜⎜⎜⎜⎜⎝
0 0 0 0

0 30
31

16
31

20
31

0 16
31

23
31

21
31

0 20
31

21
31

65
31

⎞⎟⎟⎟⎟⎟⎠

⎛⎜⎜⎜⎜⎜⎝
0
20
31
21
31
65
31

⎞⎟⎟⎟⎟⎟⎠

⎛⎜⎜⎜⎜⎜⎝
0
64
31
92
31
84
31

⎞⎟⎟⎟⎟⎟⎠
We compute the maximal parameters as

λmin
t2 = max

{︁−∞,3,−28,−∞,−∞⏞ ⏟⏟ ⏞
=λt(e)

,0
}︁= 3 and λmax

t2 = min
{︁∞,∞,∞,3,∞⏞ ⏟⏟ ⏞

=λt(e)

}︁= 3

and, therefore the solution segment

Πt2 =
{︂(︂

0,
64

31
,

92

31
,

84

31

)︂⊤
+λ

(︂
0,

20

31
,

21

31
,

65

31

)︂⊤
⏞ ⏟⏟ ⏞

=π(λ)

⃓⃓⃓
λ ∈ [3,3]

}︂

consists of only one point. Therefore, this iteration and this region do not contribute to the output
function. There is a unique boundary edge e4 leading to the next region Rt3 with t3 = (1,2,2,2,1)⊤.

Iteration 3. In the third iteration we obtain the following matrices and vectors.

t Ct dt Lt L∗
t ∆πt πt⎛⎜⎜⎜⎜⎜⎝

1
2
2
2
1

⎞⎟⎟⎟⎟⎟⎠

⎛⎜⎜⎜⎜⎜⎝
1
2 0 0 0 0
0 1 0 0 0
0 0 1 0 0
0 0 0 1 0
0 0 0 0 1

2

⎞⎟⎟⎟⎟⎟⎠

⎛⎜⎜⎜⎜⎜⎝
0
4
0
4
0

⎞⎟⎟⎟⎟⎟⎠

⎛⎜⎜⎜⎜⎜⎝
3
2 − 1

2 −1 0

− 1
2

5
2 −1 −1

−1 −1 5
2 − 1

2

0 −1 − 1
2

3
2

⎞⎟⎟⎟⎟⎟⎠

⎛⎜⎜⎜⎜⎜⎝
0 0 0 0

0 14
15

8
15

4
5

0 8
15

11
15

3
5

0 4
5

3
5

7
5

⎞⎟⎟⎟⎟⎟⎠

⎛⎜⎜⎜⎜⎜⎝
0
4
5
3
5
7
5

⎞⎟⎟⎟⎟⎟⎠

⎛⎜⎜⎜⎜⎜⎝
0
8
5

16
5

24
5

⎞⎟⎟⎟⎟⎟⎠
We compute the maximal parameters as

λmin
t3 = max

{︁−∞,3,−∞,3,−∞⏞ ⏟⏟ ⏞
=λt(e)

,0
}︁= 3 and λmax

t3 = min
{︁∞,∞,8,∞,∞⏞ ⏟⏟ ⏞

=λt(e)

}︁= 8
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λ

x̂e (λ)

1 2 3 4 5 6 7 8 9

1

2

3

4

5

x̂e1 (λ) = x̂e5 (λ)

x̂e2 (λ) = x̂e4 (λ)

x̂e3 (λ)

Figure 4.11: The electrical flow functions for the graph from Fig. 4.10a.

and, therefore the solution segment is

Πt3 =
{︂(︂

0,
8

5
,

16

5
,

24

5

)︂⊤
+λ

(︂
0,

4

5
,

3

5
,

7

5

)︂⊤
⏞ ⏟⏟ ⏞

=π(λ)

⃓⃓⃓
λ ∈ [3,8]

}︂
.

We obtain the following part of the electrical flow function

x̂(λ) = f−1(︁Γ⊤π(λ)
)︁= 1

5
(4,−4,8,−4,4)⊤+ λ

5
(2,3,−1,3,2)⊤, λ ∈ [3,8].

Again, there is a unique boundary edge e3 leading to the next region Rt4 with t4 = (1,2,1,2,1)⊤.

Iteration 4. In the fourth iteration we obtain the following matrices and vectors.

t Ct dt Lt L∗
t ∆πt πt⎛⎜⎜⎜⎜⎜⎝

1
2
1
2
1

⎞⎟⎟⎟⎟⎟⎠

⎛⎜⎜⎜⎜⎜⎝
1
2 0 0 0 0
0 1 0 0 0
0 0 2

9 0 0
0 0 0 1 0
0 0 0 0 1

2

⎞⎟⎟⎟⎟⎟⎠

⎛⎜⎜⎜⎜⎜⎝
0
4
0
4
0

⎞⎟⎟⎟⎟⎟⎠

⎛⎜⎜⎜⎜⎜⎝
3
2 − 1

2 −1 0

− 1
2

31
18 − 2

9 −1

−1 − 2
9

31
18 − 1

2

0 −1 − 1
2

3
2

⎞⎟⎟⎟⎟⎟⎠

⎛⎜⎜⎜⎜⎜⎝
0 0 0 0

0 7
6

5
12

11
12

0 5
12

19
24

13
24

0 11
12

13
24

35
24

⎞⎟⎟⎟⎟⎟⎠

⎛⎜⎜⎜⎜⎜⎝
0
11
12
13
24
35
24

⎞⎟⎟⎟⎟⎟⎠

⎛⎜⎜⎜⎜⎜⎝
0
2
3

11
3

13
3

⎞⎟⎟⎟⎟⎟⎠
We compute the maximal parameters as

λmin
t4 = max

{︂
−∞,

32

13
,8,

32

13
,−∞⏞ ⏟⏟ ⏞

=λt(e)

,0
}︂
= 8 and λmax

t4 = min
{︁∞,∞,∞,∞,∞⏞ ⏟⏟ ⏞

=λt(e)

}︁= 3

and, therefore the solution segment is

Πt4 =
{︂(︂

0,
2

3
,

11

3
,

13

3

)︂⊤
+λ

(︂
0,

11

12
,

13

24
,

35

24

)︂⊤
⏞ ⏟⏟ ⏞

=π(λ)

⃓⃓⃓
λ ∈ [8,∞)

}︂
.
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We obtain the following part of the electrical flow function

x̂(λ) = f−1(︁Γ⊤π(λ)
)︁= 1

3
(1,−1,2,−1,1)⊤+ λ

24
(11,13,−2,13,11)⊤, λ ∈ [8,∞).

The maximal parameter value of this region is infinity, hence, we stop and have computed the
whole minimum cost flow function, depicted in Fig. 4.11.
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5 Parametric Computation of
Minimum Cost Flows

In the previous chapter, we have developed an algorithm that solves the parametric electrical
flow problem. Now, we again consider the parametric minimum cost flow problem

min
∑︂
e∈E

Fe (xe )

s.t. Γx = b(λ)

x ≥ 0

(5.1)

for, in the most general case, convex edge costs Fe . For the special case of (piecewise) quadratic
cost functions, the parametric minimum cost flow problem can be viewed as the directed variant
of the electrical flow problem discussed before. We will see that we can model directed edges as a
special case of the electrical flow problem where we set the edge cost to ∞ and the marginal cost
to −∞ for x < 0. Also, we can adjust the parametric algorithm from the electrical flow case easily
to also work for these edge costs.

One big advantage of (piecewise) quadratic cost functions is that they guarantee the existence
of rational solutions whenever all coefficients are rational, allowing the computation of exact
solutions. This immediately follows since the optimal solution is characterized by a system of
linear equations from the KKT-conditions. For general convex cost functions, the minimum cost
flows may be irrational rendering the computation of an exact solution impossible. Therefore, we
only seek to compute approximate solutions in this case. We present two methods to achieve this
goal. For our first method, we will approximate the cost functions with piecewise quadratic costs
and use the parametric algorithm for this case. The second approach is based on approximate
solutions for fixed parameter values and the interpolation of the these solutions.

Chapter Outline

We begin in Section 5.1 by generalizing the electrical flow algorithm from the previous chapter to
minimum cost flows with piecewise quadratic cost functions. To this end, we use discontinuous
marginal cost to model hard lower and upper edge capacities. In Section 5.1.1, we generalize the
quadratic programming approach from Section 4.6 to the multi-commodity case, allowing us to
also solve parametric multi-commodity minimum cost flows.



94 5.1. Parametric Minimum Cost Flows for Piecewise Quadratic Costs

The main part of this chapter, Section 5.2, is concerned with the parametric minimum cost
flow problem with general convex cost. We develop two approximate solution methods. In Sec-
tion 5.2.1, we present the method of marginal cost approximation (MCA). This method solves a
parametric minimum cost flow problem with general convex costs by approximating the mar-
ginal costs with linear splines and then solving the resulting instance with piecewise quadratic
costs. The second method, minimum cost flow interpolation (MCFI), is discussed in Section 5.2.2.
This method solves the parametric problem by computing (approximate) solutions for fixed pa-
rameter values and then interpolating the flow functions. For both methods, we provide step
size rules for the respective interpolations that guarantee bounds on the absolute and relative
approximation error.

Finally, in Section 5.3, the aforementioned methods are tested in a computational study on
directed and undirected minimum cost flow instances originating from real-world traffic and gas
flow instances.

Bibliographic Information The results presented in this chapter are joint work with Per Jo-
achims and Max Klimm. The results from Section 5.1 are published in Mathematics of Operations
Research [73] in a paper titled Parametric Computation of Minimum Cost Flows with Piecewise
Quadratic Costs. A preliminary version of this work was already published as an extended ab-
stract in the Proceedings of the Thirtieth Annual ACM-SIAM Symposium on Discrete Algorithms,
2019 [71]. Sections 5.2 and 5.3 are part of a publication titled Approximate Parametric Computa-
tion of Minimum Cost Flows with Convex Costs that is currently in preparation, a preprint is avail-
able at [61]. A python package that implements the algorithms presented in this and the previous
chapter including its documentation is available under the name paminco on GitHub [60].

5.1 Parametric Minimum Cost Flows for Piecewise Quadratic Costs

Setting

Parametric Problem

min
∑︂
e∈E

∫︂xe

0
fe (s)d s

s.t. Γx = b(λ)

ℓ≤ x ≤ u

Assumptions
• Piecewise-linear, strictly increasing marginal costs fe

• Piecewise-linear demand function b(λ)

Extension: Handling of hard lower and upper edge capacities.

The minimum cost flow problem from Eq. (5.1) with piecewise quadratic cost functions Fe

can be viewed as a special case of the parametric electrical flow problem with piecewise linear
resistances. If the edge costs are piecewise quadratic, then the marginal costs fe are piecewise
linear. The only difference is that, in the minimum cost flow problem, we have (lower) bounds
for the flow. The following theorem proves that bounds on the edge flow can be modeled with
piecewise functions that may take infinite values.
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fe (x)

x
ℓe ue

σe,1

σe,2

(a) Marginal cost function.

f −1
e (y)

y
σe,1 σe,2

ℓe

ue

(b) Inverse marginal cost function.

Figure 5.1: A discontinuous characteristic function fe modeling a lower edge capacity of ℓe and
an upper edge capacity of ue . (a) The characteristic function with fe (x) = −∞ for x < ℓe and
fe (x) =∞ for x > ue . (b) The (pseudo-)inverse characteristic function f −1

e .

Theorem 5.1. Let ℓ = (︁
ℓe

)︁
e∈E and u = (︁

ue
)︁

e∈E with ℓe ≤ ue be lower and upper capacities for the
edges. Then, the flow x̂ ∈Rm is the unique optimal solution to

min
∑︂
e∈E

Fe (xe ) s.t. Γx = b ℓ≤ x ≤ u (5.2)

if and only if x̂ is the unique optimal solution to

min
∑︂
e∈E

Fẽ (xe ) s.t. Γx = b, (5.3)

where Fẽ (x) :=
∫︂x

ℓe

f ẽ (s)d s with

f ẽ (x) =

⎧⎪⎪⎨⎪⎪⎩
−∞ if x < ℓe ,

fe (x) if ℓe ≤ x ≤ ue ,

∞ if x > ue

with the convention that the integral over the infinite parts is also infinite.

Proof. The optimal solution to (5.2) has finite value in (5.3) and therefore is also an optimal so-
lution for (5.3). Conversely, every optimal solution of (5.3) must be feasible in (5.2), otherwise it
would have infinite value. Buth then it must also be an optimal solution to (5.2).

If the marginal cost functions are piecewise linear, then the adjusted marginal costs f ẽ from
Theorem 5.1 are also piecewise linear but with two special pieces at the beginning and the end
where the function f ẽ jumps to infinity. An example is depicted in Fig. 5.1. The jumps to infinity
can be handled as the discontinuities. The inverse marginal cost function f ẽ

−1
then has function

parts with zero slope. The only difference to the setting in Section 4.5 is that these function parts
may extend to infinity. This may lead to situations where the maximum in Eq. (4.11) is infinite
since the ambiguous region can be unbounded to one side. However, it is still possible to find a
neighboring region in the opposite direction. Therefore, the first statement of Theorem 4.9 is still
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satisfied. The second statement for the case K = 1 may not be true for all ambiguous regions since
we can now only guarantee the existence of at most one neighboring non-ambiguous region.
Therefore, also the statement of Theorem 4.10 is not true in all cases. It may happen that we
cannot find a subsequent, non-ambiguous region as claimed in that theorem. Whenever this is
the case, the maximum in Eq. (4.11) is infinite. This implies that there is a cut induced by U ⊆ V
such that (a) all edges in the cut are inactive, (b) σe,te+1 = ∞ for all edges e ∈ δ+(U ), and (c)
σe,te =−∞ for all edges e ∈ δ−(U ). This implies that the flow corresponding to the potential at the
boundary to the previous region satisfies x̂e = ue for all edges e ∈ δ−(U ) and x̂e = ℓe for all edges
e ∈ δ+(U ), i.e., the cut induced by U has no residual capacity and, hence, the flow x̂ must be a
maximum flow. This leads to the following corollary.

Corollary 5.2. Let t ∈ T̄ such that Rt is feasible and non-ambiguous. Then, either the statement of
Theorem 4.10 is true or the flow x̂(λmax

t ) is a maximum flow.

The corollary implies that the parametric algorithm can be also used as a maximum flow al-
gorithm. In fact, it can be viewed as a variant of the Ford-Fulkerson algorithm for the maximum
flow problem that augments the flow on multiple paths rather than one path in the residual net-
work. Therefore, the parametric algorithm can also be compared to the maximum flow algorithm
by Dinic [28] that relies on finding so-called blocking flows that are used to augment the flow on
more than one path simultaneously. In our parametric algorithm, the residual network is imple-
mented implicitly as flow can be decreased on edges that are not at maximum capacity.

Together with the maximum flow x̂(λmax
t ) we also obtain a the maximal parameter λmax =

λmax
t for with the problem is feasible. Conversely, since we consider hard edges capacities, it may

be that there is no feasible flow for the demand b(0). In this case, we first have to find the first
parameter value λmin such that the problem is feasible. This parameter value can be obtained by
solving the linear program

minλ s.t. Γx = b(λ), ℓ≤ x ≤ u.

The overall procedure is summarized in the following pseudo code.

Algorithm 5: Algorithm for parametric minimum cost flows

Input: Directed graph G with piecewise linear and strictly increasing marginal cost
functions fe : R→R, piecewise linear demand function λ ↦→ b(λ), lower and upper
edge capacities ℓe ≤ ue .

Output: Numbers λmin,λmax ∈R≥0 ∪ {∞} s.t. λmin is the minimal and λmax is the maximal
parameter such that problem is feasible and function x̂ : [λmin,λmax] →Rm s.t.
x̂(λ) is an minimum cost flow for all λ≥ 0.

set up marginal cost f ẽ (x) as defined in Theorem 5.1;
λmin ← optimal solution of minλ s.t. Γx = b(λ) and ℓ≤ x ≤ u;
solve parametric electrical problem from Eq. (5.3) for λ≥λmin;
λmax

t ←λmax
t , where Rt is the last non-ambiguous region during the computation of the

electrical flow;
x̂(λ) ← electrical flow solving electrical problem from Eq. (5.3);
return x̂(λ);
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5.1.1 Parametric multi-commodity minimum cost flows

Setting

Parametric Problem

min
∑︂
e∈E

∫︂xe

0
fe (s)d s

s.t. ΓX =λB

X ≥ 0

Assumptions
• Piecewise-linear, strictly increasing marginal costs fe

• k commodities K = {1, . . . ,k}
• Linear multi-commodity demand function B(λ) =λB

Extension: Parametric Algorithm for the multi-commodity setting

We can also use the insights from electrical flows to solve the parametric minimum cost flow
problem for piecewise quadratic cost. Although there is no direct way to generalize the approach
via Laplacian matrices to the multi-commodity setting, we still can use the direction computation
approach via convex programming from Section 4.6. Consider the parametric problem

min
∑︂
e∈E

Fe (xe ) = ∑︂
e∈E

Fe

(︂ ∑︂
j∈K

xe, j

)︂
s.t. ΓX =λB (5.4)

X ≥ 0,

with edge cost Fe (x) =∫︁x
0 fe (s)d s with piecewise linear, strictly increasing marginal cost fe . Note

that we only consider the case of linear demand functions of the form B(λ) = λB, However, this
approach can also be generalized to piecewise linear demand functions.

We want to find a multi-commodity mincost flow function λ ↦→ X̂(λ) such that X̂(λ) is a multi-
commodity minimum cost flow for every λ≥ 0. We can use the same approach as in Section 4.6.
Assume we are given a minimum cost flow X̂(λ0) with optimal potentials Π(λ0) for some fixed
parameter λ ≥ 0. Then, we can solve a quadratic program similar to the one from Eq. (4.14) to
obtain a flow direction X̂

∗
such that X̂(λ0)+ (λ−λ0)X̂

∗
is an multi-commodity minimum cost

flow for λ ∈ [λ0,λ1] for some λ1 > λ0. This means, solving the quadratic program yields a flow
derivative that we can use to extend the multi-commodity minimum cost flow function further.

Since we now consider the directed and the multi-commodity case, we have to extend the
quadratic program from Eq. (4.14). Given a flow X̂(λ0) and optimal potentials Π(λ0) for a param-
eter λ0, we define, as in Section 4.6, values

a+
e := lim

x↓x̂e (λ0)

fe (x)− fe
(︁
x̂e (λ0)

)︁
x − x̂e (λ0)

and a−
e := lim

x↑x̂e (λ0)

fe (x)− fe
(︁
x̂e (λ0)

)︁
x − x̂e (λ0)

,

where x̂e (λ0) =∑︁
j∈K x̂e, j (λ0) is the total flow on edge e. Additionally, we consider the edges sets

EU
j := {︁

e ∈ E | x̂e, j (λ0) > 0
}︁

E A
j := {︁

e ∈ E | x̂e, j (λ0) = 0 and π
j
w (λ0)−π

j
v (λ0) = fe (x̂e (λ0))

}︁
E I

j := {︁
e ∈ E | x̂e, j (λ0) = 0 and π

j
w (λ0)−π

j
v (λ0) < fe (x̂e (λ0))

}︁
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for every commodity j ∈ K . These sets partition the edges into used, active and inactive edges.
Used edges carry flow of the respective commodity and therefore it is possible to increase or de-
crease flow on these edges when increasing λ. The active edges do not carry flow, hence, flow
cannot be decreased on these edges. Since they are part of the active network and in the support
it is possible to increase flow on these edges. The inactive edges are not in the support and there-
fore do not play a role in the evolution of the equilibrium until they become active. These are ad-
ditional constraints that we need to consider in contrast to the undirected electrical flow case be-
fore. To encode the information about these edges sets into the quadratic program, we introduce
the following matrix notation. For any subset of edges E ′ ⊆ E we define the coefficients 1e∈E ′ := 1
if e ∈ E ′ and 1e∈E ′ = 0 if e ∉ E ′ for all e ∈ E . Then we define the matrix IE ′ := diag

(︁
1e1∈E ′ , . . . ,1em∈E ′

)︁
.

The, we define the quadratic problem

min
1

2

(︁
x+

)︁⊤A+x++ 1

2

(︁
x−

)︁⊤A−x−

s.t. x = ∑︂
j∈K

x j

ΓX = B. (5.5)

IE A
j

x j ≥ 0 for all j ∈ K ,

IE I
j
x j = 0 for all j ∈ K .

Note that the first constraint is only used for a more concise notation. The actual optimal solution
to the quadratic problem is a matrix X∗ with columns x∗, j . We denote by x∗ the total flow asso-
ciated with this multi-commodity flow. The quadratic program has a continuous, strictly convex
objective function and therefore the optimal solution is unique.

Theorem 5.3. There exists λ1 >λ0 such that

X̂(λ) = X̂(λ0)+ (λ−λ0)X∗ for all λ ∈ [λ0,λ1],

where X∗ is the optimal solution of the quadratic program from Eq. (5.5). Further, the exact optimal
solution X∗ can be computed on O (poly(n,k)) time.

Proof. First we note that the exact optimal solution of the quadratic program can be found in the
claimed time with the inscribed ellipsoid method [67] and smoothing techniques as described by
Nesterov [84] by the same arguments as in the proof of Theorem 4.11.

The Karush-Kuhn-Tucker conditions for non-smooth optimization problems (see, e.g., [101,
Thm. 3.34]) yield that there exists a dual potential matrix Φ∗ ∈Rn and further dual vectors µ ∈Rm ,
0 ≤ν j ∈Rm , j ∈ K , and η j ∈Rm , j ∈ K that, together with the unique optimal solution X∗, satisfy

0 ∈ ∂X,x

(︂1

2

(︁
x+

)︁⊤A+x+
)︂
+∂X,x

(︂1

2

(︁
x−

)︁⊤A−x−
)︂
+µ⊤∇X,x

(︂ ∑︂
j∈K

x j −x
)︂

+ ∑︂
j∈K

(︁
φ j )︁⊤∇X,x

(︁
λ0B−Γx

)︁− ∑︂
j∈K

(︁
ν j )︁⊤∇X,x IE A

j
x j + ∑︂

j∈K

(︁
η j )︁⊤∇X,x IE I

j
x j

⃓⃓⃓
X=X∗,x=x∗,φ=φ∗ .

(5.6)
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For xe ̸= 0 the above equations are differentiable. Hence, by considering the derivative of Eq. (5.6)
with respect to xe , we obtain for all e ∈ E with x∗

e ̸= 0

µe = a+
e x∗

e if x∗
e > 0,

µe = a−
e x∗

e if x∗
e < 0.

(5.7)

For all edges with x∗
e = 0 we obtain from the subdifferential that µe = âe x∗

e = 0, where âe ∈
[a−

e , a+
e ]. Eq. (5.6) is differentiable with respect to X and we obtain

µ⊤− (︁
φ j )︁⊤Γ− (︁

ν j )︁⊤IE A
j
+ (︁

η j )︁⊤IE I
j
x j = 0

by taking the derivative with respect to the column x j . Thus, we get for every edge e ∈ E and every
commodity j ∈ K

µe =φ
j
w −φ

j
v if e = (v, w) ∈ IEU

j
,

µe =φ
j
w −φ

j
v +ν

j
e if e = (v, w) ∈ IE A

j
,

µe =φ
j
w −φ

j
v −η

j
e if e = (v, w) ∈ IE I

j
.

The complementarity conditions imply that ν j
e ≥ 0 with equality if x∗

e, j > 0. This implies

µe =φ
j
w −φ

j
v if e = (v, w) ∈ IEU

j
, or e = (v, w) ∈ IE A

j
and x∗

e, j > 0,

µe ≥φ
j
w −φ

j
v if e = (v, w) ∈ IE A

j
and x∗

e, j = 0.
(5.8)

We claim that we can extend the multi-commodity minimum cost flow function with the flow X∗

and the optimal potentials with the potentials Φ. In order to show this, we first define the value
λ1 up to which the functions can be extended. To this end let

ϵ1 := min

{︃
− x̂e, j (λ0)

x̂∗
e, j

⃓⃓⃓⃓
e ∈ EU

j , j ∈ K : x̂∗
e, j < 0

}︃
,

ϵ2 := min

{︃
fe (x̂e (λ0))− (︁

π
j
w (λ0)−π

j
v (λ0)

)︁
φ

j
w −φ

j
v −µe

⃓⃓⃓⃓
e ∈ E I

j , j ∈ K : φ j
w −φ

j
v −µe > 0

}︃
.

Since we only consider used edges e ∈ EU
j for the computation of ϵ1 and inactive edges e ∈ E I

j for
the computation of ϵ2, the values ϵ1 and ϵ2 are strictly positive. Since we assume that the edge
costs Fe are piecewise quadratic, the edge cost and the marginal cost functions have breakpoints
τe,te , te = 0, . . . , t̄ e . For every edge e, denote let τ−e and τ+e be the breakpoints such that x̂e (λ0) ∈[︁
τ−e ,τ+e

)︁
if x∗

e ≥ 0 and x̂e (λ0) ∈ (︁
τ−e ,τ+e

]︁
if x∗

e < 0. Then define

ϵ3 := min

{︃
− x̂e (λ0)−τ−e

x∗
e

⃓⃓⃓⃓
e ∈ E : x∗

e < 0

}︃
and ϵ4 := min

{︃
− τ+e − x̂e (λ0)

x∗
e

⃓⃓⃓⃓
e ∈ E : x∗

e > 0

}︃
.

By definition, ϵ3,ϵ4 > 0. Finally, we define λ1 := λ0 +min
{︁
ϵ1,ϵ2,ϵ3,ϵ4

}︁ > λ0. The definition of ϵ1

ensures that no flow becomes negative, the definition of ϵ2 ensures that no inactive edge becomes
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active and ϵ3 and ϵ4 ensure that no breakpoint of the (marginal) cost is exceeded. Consider the
flow and potential function

X̂(λ) = X̂(λ0)+ (λ−λ0)X∗ and Π(λ) =Π(λ0)+ (λ−λ0)Φ for all λ ∈ [λ0,λ1].

We now claim that for every λ ∈ [λ0,λ1] the multi-commodity flow X̂(λ) and the potential Π(λ)
satisfy the conditions of Corollary 3.9. It is easy to see that X̂(λ) satisfies the demands λB and that
X̂(λ) ≥ 0 by the definition of ϵ1.

Let λ ∈ [λ0,λ1] and let e = (v, w) ∈ E be an edge with x̂e, j (λ) > 0. This is only possible if e ∈ EU
j

or e ∈ E A
j and x∗

e, j > 0. Thus, we obtain for these edges

π
j
w (λ)−π

j
v (λ) =π

j
w (λ0)−π

j
v (λ0)+ (λ−λ0)

(︁
φ

j
w −φ

j
v
)︁

(5.8)= fe
(︁
x̂e, j (λ0)

)︁+ (λ−λ0)µe

(5.7)= fe
(︁
x̂e, j (λ0)+ (λ−λ0)x∗

e

)︁= fe
(︁
x̂e (λ)

)︁
proving the first condition of Corollary 3.9. Let e = (v, w) ∈ E be an edge with x̂e, j (λ) = 0. Then
there are two cases. Either, e ∈ E A

j and x∗
e, j = 0 or e ∈ E I

j . In the former case, we can use the same

computation as above but with µe ≥φ
j
w−φ

j
v from Eq. (5.8) which yields π

j
w (λ)−π

j
v (λ) ≤ fe

(︁
x̂e (λ)

)︁
.

In the latter case, we obtain if φ j
w −φ

j
v −µe > 0 with the definition of ϵ2

π
j
w (λ)−π

j
v (λ) =π

j
w (λ0)−π

j
v (λ0)+ (λ−λ0)

(︁
φ

j
w −φ

j
v
)︁

≤ fe (x̂e (λ0))+µe (λ0)(λ−λ0) = fe (x̂e (λ))

and if φ j
w −φ

j
v −µe ≤ 0

π
j
w (λ)−π

j
v (λ) =π

j
w (λ0)−π

j
v (λ0)+ (λ−λ0)

(︁
φ

j
w −φ

j
v
)︁

≤π
j
w (λ0)−π

j
v (λ0)+µe (λ0)(λ−λ0)

= fe (x̂e (λ0))+µe (λ0)(λ−λ0) = fe (x̂e (λ))

and, hence, also the second condition of Corollary 3.9 is satisfied. Therefore, as claimed, X̂(λ) =
X̂(λ0)+ (λ−λ0)X∗ is a multi-commodity minimum cost flow for all λ ∈ [λ0,λ1].

Theorem 5.3 gives rise to an parametric algorithm that computes the multi-commodity min-
imum cost flow functions. We can start at λ0 = 0 with the zero flow and compute a flow direction
X∗. With this direction we can extend the minimum cost flow function upto λ1 as defined in the
proof of Theorem 5.3. Then we can iterate this procedure. The following pseudo-code summa-
rizes the procedure.



Chapter 5. Parametric Computation of Minimum Cost Flows 101

Algorithm 6: Algorithm for parametric multi-commodity minimum cost flows

Input: Directed graph G with piecewise linear, convex cost functions Fe : R≥0 →R,
multi-commodity demand function B(λ) =λB

Output: Piecewise function X̂ : R≥0 →Rk×m s.t. X̂(λ) is a mincost flow for all λ≥ 0
λmin ← 0;
X̂(λmin) ← 0;
repeat

compute optimal solution X∗ of QP in Eq. (5.5) w.r.t. X̂(λmin);
compute λ1 as defined in Theorem 5.3;
λmax ←λ1;
X̂(λ) ← X̂(λmin)+ (λ−λmin)X∗ for λ ∈ [λmin,λmax];
λmin ←λmax;

until λmax =∞;
return x

5.2 Approximate Parametric Minimum Cost Flows for Convex Costs

Setting

Parametric Problem

min
∑︂
e∈E

∫︂xe

0
fe (s)d s

s.t. Γx = b(λ)

ℓ≤ x ≤ u

for 0 ≤λ≤λmax

Assumptions
• Strictly increasing and differentiable marginal costs fe

• fe (x) ≥ 0 for all x > 0 and fe (x) ≤ 0 for all x < 0 for all e ∈ E
• Arbitrary flow bounds ℓe ∈R∪ {−∞} and ue ∈R∪ {−∞}
• Piecewise-linear demand function b(λ) such that for all λ a

minimum cost flow exists.
• Maximal parameter value λmax > 0

Extension: Approximate solutions for general convex costs.

In this section, we consider the parametric minimum cost flow for general, convex and dif-
ferentiable edge cost functions. Formally, we consider the parametric problem

min
∑︂
e∈E

∫︂xe

ℓe

fe (s)d s

s.t. Γx = b(λ)

ℓ≤ x ≤ u

(5.9)

with the following assumptions. We assume, that the marginal costs fe are increasing and dif-
ferentiable, ensuring the uniqueness of the solutions. Further, we admit arbitrary flow bounds
ℓe ∈ R∪ {−∞} and ue ∈ R∪ {∞} with ℓe ≤ ue for every edge e ∈ E . Hence, the following analysis
covers the directed and the undirected case. In contrast to all previous settings, we constrain the
parameter λ with some fixed upper bound λmax > 0 in order to obtain a meaningful definition
of approximate solutions below. For the parameter λ ∈ [0,λmax], we consider a piecewise linear
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demand function λ ↦→ b(λ) and assume that the problem is feasible for every 0 ≤ λ ≤ λmax. Fi-
nally, we make an additional assumption on the marginal cost fe . We demand that the marginal
costs are non-negative for positive flow values and non-positive for negative flow values. This
ensures that the edge costs are non-increasing for negative flows and non-decreasing for positive
flows. Corollary 3.8 therefore implies that all solutions are cycle-free yielding the trivial bound
x̂(λ) ≤ 1

2

∑︁
v∈V |bv (λ)| on the edge flows. This assumption excludes marginal costs that, for exam-

ple, model active components in electrical networks. We note, that some of the following results
can be weakened as long as an absolute bound on the edge flows exists.

In contrast to the setting of (piecewise) quadratic cost functions from the previous section,
the marginal cost functions are no longer (piecewise) linear. Hence, the minimum cost flows can
no longer be characterized as the solution of a system of linear equations via the KKT-conditions.
This implies that the minimum cost flows may not be rational anymore, even if all coefficients of
the cost functions are rational. That may make it impossible to compute exact solutions to the
minimum cost flow problem. Therefore, we will be only concerned with approximate solutions.
Formally, let λ ↦→ x̂(λ) be the minimum cost flow function mapping the parameter λ to the exact,
optimal solution to Eq. (5.1). Fix some maximal parameter value λmax > 0 and some parameters
α > 1 and β ≥ 0. Then, we say a function x̃(λ) : [0,λmax] → Rm is an (α,β)-approximate mini-
mum cost flow function on [0,λmax] if, for every λ ∈ [0,λmax], the vector x̃(λ) is a feasible flow for
demand b(λ) and if

C̃ (λ) ≤αC (λ)+β for all λ ∈ [0,λmax], (5.10)

where C̃ (λ) :=C (x̃(λ)) =∑︁
e∈E Fe

(︁
x̃e

)︁
denotes the cost of the flow x̃(λ). Thus, an (α,β)-approximate

minimum cost flow function maps the parameter λ to a flow x̃(λ) that is a feasible flow for de-
mand b(λ) and whose cost exceed the optimal cost at most by a relative factor of α and an abso-
lute error of β.

We proceed by developing two methods to compute approximate minimum cost flow func-
tions. The first method will use a linear-spline approximation of the marginal cost functions. By
approximating marginal cost with linear splines the original problem is transformed into a min-
imum cost flow problem with piecewise quadratic costs. This problem can then be solved with
the parametric algorithm from before. The second method follows a quite naïve approach. It
computes solutions for the minimum cost flow problem for fixed demands b(λi ), i = 1, . . . ,K and
then uses a linear interpolation of these flows as the solution. For both approximations it will be
crucial to find appropriate step sizes for the respective linear spline approximation. In order to
obtain these step sizes, we need the following, basic result for linear splines.

Let f : [a,b] → R be a twice differentiable, real valued function on the interval [a,b]. Given a
family of breakpoints a = x0 < x1 < x2 < ·· · < xK−1 < xK = b that we also refer to as mesh, we call
the function

s f : [a,b] →R, x ↦→ s f (x) := f (xi )+ x −xi

xi+1 −xi

(︁
f (xi+1)− f (xi )

)︁
for x ∈ [xi , xi+1)

the linear spline of f with mesh (xi )i=1,...,K . We denote by δi := xi+1 − xi the distance of two adja-
cent mesh points and refer to δi as the i -th step size and call maxi δi the mesh size. We obtain the
following result on the approximation error of the linear spline. For a proof and further reference
see, e.g., the textbook by de Boor [26].
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Proposition 5.4. Let f : [a,b] → R be a twice differentiable function. Given a mesh a = x0 < x1 <
x2 < ·· · < xK−1 < xK = b,

| f (x)− s f (x)| ≤ 1

8
δ2

i max
ξ∈[xi ,xi+1]

| f ′′(ξ)|

for every x ∈ [xi , xi+1].

5.2.1 Marginal cost approximation

The first method to obtain approximate minimum cost flow functions is based on an approxima-
tion of the (marginal) cost functions and therefore also refered to as marginal cost approxima-
tion (MCA). Intuitively, the minimum cost flows of two minimum cost flow problems whose cost
functions (or, more precisely, whose marginal cost functions) are very similar should not be too
different. This is in fact true as we prove in the next theorem.

Lemma 5.5. Let α> 1, β≥ 0, and λmax > 0. Let xmax := maxλ∈[0,λmax]
1
2

∑︁
v∈V |bv (λ)|. Assume we are

given two families of marginal cost functions ( fe )e∈E and ( f̃ e )e∈E with all marginal costs fe being
homogeneous, i.e., fe (x) ≥ 0 for x ≥ 0 and fe (x) ≤ 0 for x < 0. Let λ ↦→ x̂(λ) be the minimum cost flow
function solving the minimum cost flow problem from Eq. (5.9) for edge costs Fe (x) := ∫︁x

0 fe (s)d s
and let λ ↦→ x̃(λ) be the minimum cost flow function for the same problem but with edge costs
F̃ e (x) :=∫︁x

0 f̃ e (s)d s. If

| f̃ e (x)− fe (x)| ≤ α−1

1+α
| fe (x)|+ β

(1+α)mxmax for all 0 ≤ x ≤ xmax (5.11)

or | f̃ e (x)| ≥ | fe | for all −xmax ≤ x ≤ xmax and all e ∈ E and

| f̃ e (x)− fe (x)| ≤ (α−1)| fe (x)|+ β

mxmax for all 0 ≤ x ≤ xmax (5.12)

then λ ↦→ x̃(λ) is an (α,β)-approximate minimum cost flow function on [0,λmax] for the minimum
cost flow problem with edge cost Fe .

Proof. Assume, that the condition from Eq. (5.11) is satisfied. Then, for every −xmax ≤ s ≤ xmax,

−α−1

1+α
| fe (s)|− β

(1+α)mxmax ≤ f̃ e (s)− fe (s) ≤ α−1

1+α
| fe (s)|+ β

(1+α)mxmax .

Since the marginal costs fe are assumed to be homogeneous, the above equation is equivalent to

2

1+α
fe (s)− β

(1+α)mxmax ≤ f̃ e (s) ≤ 2α

1+α
fe (s)+ β

(1+α)mxmax if s ≥ 0

or
2α

1+α
fe (s)− β

(1+α)mxmax ≤ f̃ e (s) ≤ 2

1+α
fe (s)+ β

(1+α)mxmax if s < 0

and, thus, by taking the integral from 0 to xe , we obtain for any x ∈Rm with −xmax ≤ x ≤ xmax that

2

1+α
Fe (x)− β

(1+α)m
≤ F̃ e (x) ≤ 2α

1+α
Fe (x)+ β

(1+α)m
. (5.13)
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x

fe (x)

x

s fe
(x)

Linear spline approximation

with step sizes from Theorem 5.6

Minimum cost flow function
λ ↦→ x̂(λ)

Minimum cost flow function
λ ↦→ x̃(λ)

optimal solution
optimal solution

computed with Algorithm 5

(α,β)-approximate solution

Figure 5.2: Method of marginal cost approximation: Approximating the marginal cost via linear
splines yields a new minimum cost problem that can be solved with Algorithm 5. The optimal
solution x̃(λ) to this new problem is an (α,β)-approximate solution to the original problem.

Since the marginal cost functions are homogeneous, the edge cost functions are non-decreasing
and, thus, by Lemma 3.4 all flows are cycle-free. Therefore, the maximum total inflow xmax is an
upper bound for the flow on every edge. Therefore, we can use Eq. (5.13) for all x = x̂e (λ) and
x = x̃e (λ) for all λ. We note that

∑︁
e∈E F̃ e (x̃e (λ)) ≤ ∑︁

e∈E F̃ e (x̂e (λ)) since x̃(λ) is the minimum cost
flow for parameter λ with respect to the edge cost Fẽ . We obtain

C̃ (λ) = ∑︂
e∈E

Fe (x̃e (λ))
(5.13)≤ ∑︂

e∈E

1+α

2

(︂
F̃ e (x̃e (λ))+ β

(1+α)m

)︂
≤ ∑︂

e∈E

1+α

2

(︂
F̃ e (x̂e (λ))+ β

(1+α)m

)︂ (5.13)≤ ∑︂
e∈E

1+α

2

(︂ 2α

1+α
Fe (x̂e (λ))+ 2β

(1+α)m

)︂
=α

∑︂
e∈E

Fe (x̂e (λ))+ ∑︂
e∈E

β

m
=αC (λ)+β,

where we used the inequality from Eq. (5.13) twice, first for x = x̃e (λ) and then for x = x̂e (λ). This
proves that x̃(λ) is an (α,β)-approximate minimum cost flow function for the problem with edge
cost Fe .

If we additionally assume | f̃ e (x)| ≥ | fe (x)|, then also F̃ e (x) ≥ Fe (x) holds true. Similar to the
first case, we get that the condition from Eq. (5.12) implies

F̃ e (x) ≤αFe (x)+ β

m
. (5.14)

Therefore, we obtain

C̃ (λ) = ∑︂
e∈E

Fe (x̃e (λ)) ≤ ∑︂
e∈E

F̃ e (x̃e (λ))
(5.14)≤ ∑︂

e∈E

(︂
αFe (x)+ β

m

)︂
=αC (λ)+β
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and the claim follows.

Lemma 5.5 implies that the solution of a minimum cost flow problem with approximate
marginal cost is an (α,β)-approximate solution to the original flow problem. Together with Propo-
sition 5.4, we obtain the following result for instances with marginal cost functions that are ap-
proximated with linear splines.

Theorem 5.6. Assume we are given a parametric minimum cost flow problem with piecewise linear
demand function λ ↦→ b(λ) and with strictly convex edge costs Fe that are differentiable three times.
Let α> 1, β≥ 0, and λmax > 0. Let xmax := maxλ∈[0,λmax]

1
2

∑︁
v∈V |bv (λ)|. For every edge e ∈ E, let s fe

be a linear spline interpolation of the marginal cost fe with a mesh −xmax = x1 < ·· · < xK = xmax.
If

(i) the step sizes δi = xi+1 −xi satisfy

δi

√︃
max

ξ∈[xi ,xi+δi ]
| f ′′

e (ξ)| ≤ 2
⎷

2

√︄
α−1

1+α
| fe (xi )|+ β

(1+α)mxmax

or

(ii) f ′′
e (x) is non-decreasing and f ′′

e (x) ≥ 0 for x ≥ 0 and non-increasing and f ′′
e (x) ≤ 0 for x < 0

for all edges e ∈ E. Further, the step sizes δi = xi+1 −xi satisfy

δi B ≤ 2
⎷

2

√︄
(α−1)| fe (xi )|+ β

mxmax ,

where B := max
{︁√︁| f ′′

e (xi )|,√︁| f ′′
e (xi +δi )|}︁.

then the minimum cost flow function λ ↦→ x̃(λ) computed with respect to costs with marginal
costs s fe is an (α,β)-approximate minimum cost flow function on [0,λmax] for the original min-
imum cost problem with marginals fe . In particular, the minimum cost flow function λ ↦→ x̃(λ)
can be computed with Algorithm 5.

Proof. Proposition 5.4 and (i) imply

| fe (x)− s fe (x)| ≤ 1

8
δ2

i max
ξ∈[xi ,xi+1]

| f ′′
e (ξ)| (i )≤ α−1

1+α
| fe (x)|+ β

(1+α)mxmax

and, hence, with Lemma 5.5 the claim follows.
If we assume (ii), the marginal cost are convex for x > 0 and concave for x < 0. Thus, the

linear spline s fe is always smaller than the function fe for negative values and greater than the
function fe for positive values. Thus, |s fe (x)| ≥ | fe (x)| for all x ∈ R. Additionally, by the mono-
tonicity assumptions on f ′′

e , we get that maxξ∈[xi ,xi+δi ] | f ′′
e (ξ)| = max

{︁| f ′′
e (xi )|, | f ′′

e (xi +δi )|}︁ = B 2.
Hence, with Proposition 5.4 we obtain

| fe (x)− s fe (x)| ≤ 1

8
δ2

i B 2 (ii)≤ (α−1) fe (x)+ β

mxmax

and with Lemma 5.5 the claim follows.
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Overall, we obtain the following two step method to compute minimum cost flow functions
for problems with convex cost. First, compute linear splines interpolating the marginal costs
using the step sizes from Theorem 5.6. Second, use Algorithm 5 to compute an exact solution
for the problem where we use the linear splines as marginal cost. The method is summarized
in Fig. 5.2 and refered to as marginal cost approximation (MCA). In practice, the maximum in
the assumption of Theorem 5.6(i) may be hard to compute. However, for many applications the
edge cost (and also the marginal cost) are polynomials with non-negative coefficients. Therefore,
assumption Theorem 5.6(ii) is satisfied. Given a mesh point xi the next step size δi satisfying the
assumption can be computed using binary search as the left hand side is monotone in δi .

5.2.2 Minimum cost flow interpolation

The second method for the computation of an approximate minimum cost flow function is not
based on changing the instance (by interpolating the marginal cost) as before. Rather, it is based
on the following intuitive observation. If we are given minimum cost flows x̂1 and x̂2 for two
parameters λ1 and λ2 then (a) any convex combination λ2−λ

λ2−λ1
x̂1 + λ−λ1

λ2−λ1
x̂2 of these two flows is

a feasible flow for parameter λ ∈ [λ1,λ2] and (b) if λ1 and λ2 are not too far apart then, intu-
itively, the convex combination should also be an approximate minimum cost flow. Therefore,
we introduce the following method we also refer to as minimum cost flow interpolation (MCFI).
Given a minimal and a maximal parameter value λmin and λmax, choose some fixed parameter
values λmin = λ1 < λ2 < ·· · < λK−1 < λK = λmax. Then, compute exact (if possible) or approx-
imate minimum cost flows for the fixed parameters, e.g., with the Frank-Wolfe method. This
yields minimum cost flows x̂1, . . . , x̂K for these parameter values. Then, for every edge, com-
pute linear splines x̃e (λ) interpolating the points (λ1, x̂1

e ), . . . , (λK , x̂K
e ). The resulting function

λ ↦→ x̃(λ) := (x̃e (λ))e∈E is then our candidate for an approximate minimum cost flow function.
This approach is very intuitive and also has been used in many studies in practice, see Colini-
Baldeschi et al. [18], O’Hare et al. [86], and Youn et al. [118]. However, it is not trivial to find
explicit step sizes δi := λi+1 −λi such that the resulting function is an (α,β)-approximate mini-
mum cost flow function for given α> 1,β≥ 0, and in the studies mentioned above no bound on
the step sizes is given.

Formally, we assume we are given an oracle F that, for every ϵ > 0 and every fixed λ0 ≥ 0,
solves the minimum cost flow problem from Eq. (5.1) for fixed λ = λ0 with ϵ precision. This
means, the flow x0 =F ϵ(λ0) is a feasible flow for parameter λ adding satisfies C (x0) ≤ (1+ϵ)C (x̂),
where x̂ is the optimal solution. This oracle can be for example the ellipsoid method or the Frank-
Wolfe algorithm. Given fixed parameter values λmin = λ1 < λ2 < ·· · < λK−1 < λK = λmax with step
sizes δi :=λi+1 −λi we define the function

x̃ : [λmin,λmax] →Rm , λ ↦→ λ−λi

λi+1 −λi
F (λi+1)+ λi+1 −λ

λi+1 −λi
F (λi ) if λ ∈ [λi ,λi+1]. (5.15)

Thus, the function x̃ is a linear interpolation of the fixed parameter solutions F (λi ). In the
following theorem, we present conditions on the step sizes that guarantee that x̃ is an (α,β)-
approximate minimum cost flow function. Recall that we use the notation C (λ) := C (x̂(λ)) to
denote the cost of the minimum cost flow for parameter λ. Further, we denote by C̃ (λ) :=C (x̃(λ))
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the cost of the flow returned by the function defined in Eq. (5.15). For the remainder of this sub-
section we will assume that the demand function λ ↦→ b(λ) is affine linear, i.e., that there are
vectors b and b̄ such that b(λ) =λb+ b̄. This assumption is no restriction as we can compute the
approximate minimum cost flow function for all linear parts of possibly piecewise linear demand
function separately.

Theorem 5.7. Let α> 1,β≥ 0, and 0 < ϵ<α−1. Let λ1, . . . ,λK be the breakpoints of the function the
function x̃ defined in Eq. (5.15). If for every interval [λi ,λi+1], i = 1, . . . ,K −1 one of the following
conditions holds true, then the function x̃ is an (α,β)-approximate minimum cost flow function.

(i) The objective function λ ↦→C (λ) is non-decreasing on [λi ,λi+1] and the step size δi satisfies

δi
d

dλ
C (λi +δi ) ≤ α−1−ϵ

1+ϵ
C (λi )+ β

1+ϵ
.

(ii) The objective function λ ↦→C (λ) is non-increasing on [λi ,λi+1] and the step size δi satisfies

δi
d

dλ
C (λi ) ≥−α−1−ϵ

1+ϵ
C (λi )− β

1+ϵ
.

(iii) For every e ∈ E, the marginal cost function fe is differentiable and f ′
e (x) > 0 for all x. Further,

the support does not change between λi and λi+1, i.e., S(λ) = S(λi ) for all λ ∈ [λi ,λi+1] and
the step size δi satisfies

δi max
λ∈[λi ,λi+δi ]

√︂
b⊤L∗

λ
b ≤ 2

⎷
2

√︄
α−1−ϵ

1+ϵ
C (λi )+ β

1+ϵ
.

Proof. By Corollary 3.18, the function λ ↦→ C (λ) is convex. Thus, λ ↦→ d
dλC (λ) is non-decreasing.

For λ ∈ [λi ,λi+1], we obtain with the mean value theorem that there exists ξ ∈ [λi ,λi+1] such that

d

dλ
C (λi ) ≤ C (λi+1)−C (λi )

λi+1 −λi
= d

dλ
C (ξ) ≤ d

dλ
C (λi+1). (5.16)

Since also x ↦→ C (x) (i.e., the mapping of some flow to its cost) is convex, we obtain with condi-
tion (i) that

C̃ (λ) ≤ λ−λi

λi+1 −λi
C (F (λi+1))+ λi+1 −λ

λi+1 −λi
C (F (λi ))

≤ (1+ϵ)

(︃
λ−λi

λi+1 −λi

(︁
C (λi+1)−C (λi )

)︁+C (λi )

)︃
(5.16)≤ (1+ϵ)

(︂
δi

d

dλ
C (λi+1)+C (λi )

)︂ (i )≤ αC (λi )+β≤αC (λ)+β,

where we used that λ ↦→C (λ) is non-decreasing on [λi ,λi+1]. This proves the sufficiency of con-
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dition (i). For the second condition, we observe that

C̃ (λ) ≤ λ−λi

λi+1 −λi
C (F (λi+1))+ λi+1 −λ

λi+1 −λi
C (F (λi ))

≤ (1+ϵ)

(︃
λ−λi

λi+1 −λi

(︁
C (λi )−C (λi+1)

)︁+C (λi+1)

)︃
(5.16)≤ (1+ϵ)

(︂
−δi

d

dλ
C (λi )+C (λi+1)

)︂ (i i )≤ (1+ϵ)

(︃
α−1−ϵ

1+ϵ

(︂
C (λi )+δi

d

dλ
C (λi )

)︂
+ β

1+ϵ
+C (λi+1)

)︃
≤ (1+ϵ)

(︃
α−1−ϵ

1+ϵ
C (λi+1)+C (λi+1)+ β

1+ϵ

)︃
=αC (λi+1)+β≤αC (λ)+β,

where we used that λ ↦→ C (λ) is non-increasing on [λi ,λi+1] proving that condition (ii) is suffi-
cient. For the third condition, we define the function

g (λ) := λ−λi

λi+1 −λi
C (λi+1)+ λi+1 −λ

λi+1 −λi
C (λi ).

This function is a linear spline interpolating the function C (x) on the interval [λi ,λi+1]. Since
we assume that the support does not change on this interval, Theorem 3.13 yields that the min-
imum cost flow function λ ↦→ x̂(λ) is differentiable on the interval [λi ,λi+1] and, hence, C (λ) is
differentiable as well. Thus, Proposition 5.4 and Theorem 3.17 imply that

g (λ)−C (λ) ≤ 1

8
δ2

i max
λ∈[λi ,λi+1]

d 2

d 2λ
C (λ) = 1

8
δ2

i max
λ∈[λi ,λi+1]

b⊤Lλb. (5.17)

Therefore, we get

C̃ (λ) ≤ λ−λi

λi+1 −λi
C (F (λi+1))+ λi+1 −λ

λi+1 −λi
C (F (λi ))

≤ (1+ϵ)(g (λ)−C (λ))+ (1+ϵ)C (λ)

(5.17)≤ 1+ϵ

8
δ2

i max
λ∈[λi ,λi+1]

b⊤Lλb+ (1+ϵ)C (λ)

(iii)≤ (α−1−ϵ)C (λi )+β+ (1+ϵ)C (λ) ≤αC (λ)+β

and, hence, λ ↦→ x̃(λ) is an (α,β)-approximate minimum cost flow function.

Theorem 5.7 yields conditions for the step sizes that ensure that the function in Eq. (5.15) is
an (α,β)-approximate minimum cost flow function. Condition (i) requires that the derivative at
the next breakpoint is not too large. In particular, it requires a bound on the value d

dλC (λi +δi ) =
b⊤π(λi +δi ). Thus, in order to compute optimal step sizes δi via this bound iteratively, we need
to know the optimal potentials for the parameter λi +δi , which is unknown in general. We will
circumvent this difficulty by finding a general estimate of the derivative in the following corollary.
Condition (ii) depends only on the quantities that are given if the solution for the parameter λi is
known. The cost C (λi ) can be computed directly from the flow while the derivative can be sim-
plified to d

dλC (λi ) = b⊤π(λi ) and, thus, depends only on the optimal potentials of the optimal
solution and the demand derivative vector. Hence, condition (ii) can be used directly in an iter-
ative computation. However, it requires that the objective function λ ↦→ C (λ) is non-increasing.
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For most settings this is not the case; for example for linear demand functions the objective func-
tion is non-decreasing by Corollary 3.19. Finally, condition (iii) leads in general to larger step sizes
since it is based on a better estimate via the second derivative of the objective function. However,
it assumes that the support is unchanged and thus only applicable in special cases, for example,

for undirected flows. Additionally, the condition depends on the term maxλ∈[λi ,λi+δi ]

√︂
b⊤L∗

λ
b

that is also hard to compute in general. In the next corollary we will state further conditions
under which this term can be simplified further.

In order to find an estimate for the term b⊤π(λi +δi ) recall that, as defined in Section 3.2.2,
the shortest path potentials are defined based on shortest path length in the graph Gx = (V ,E x)
with x = x̂(λi +δi ) that has additional backward edges for all edges with x̂λi+δi (λ) > 0. In order to
find an estimate for these shortest path lengths, we define new edge weights for the edges in Gx.
For a given M > 0, we consider the edge length νM

e = max{ fe (M),− fe (−M)} for all edges e ∈ E x (i.e.
for forward and backward edges). Then, we denote by ν̂M

v,w the length of a shortest path from v to
w in this graph. These shortest path length are a rough estimate for the shortest path length used
in the computation of the shortest path potentials πv as they emulate the case that every edge
in the graph is used by the same, large quantity of flow M (in forward or backward direction).
Additionally, we introduce the notion of a source-sink-decompositon for the demand vector b. A
source-sink-decomposition of b is a family of J ∈N tuples S(b) = (︁

(s j , tr ,r j )
)︁

j∈{1,...,J }, where every
tuple contains a source vertex s j ∈V , a sink vertex tt ∈V , and a demand rate r j ∈R≥0 such that

bv = ∑︂
j∈{1,...,J }:

t j=v

r j −
∑︂

j∈{1,...,J }:
s j=v

r j

for all vertices v ∈ V . This means, S(b) contains source-sink-pairs with demand rates that in-
duce the demand vector b. For a suitable M , the path length ν̂M

v,w together with some source-
sink-decompositon will enable us to find an estimate for the term b⊤π(λi +δi ). Further, if we
impose some additional assumption on the marginal cost functions, we can find an estimate that
simplifies the maximum in the second condition from Theorem 5.7.

Corollary 5.8. Let α > 1,β ≥ 0, and 0 < ϵ < α−1. Let λ1, . . . ,λK be the breakpoints of the function
the function x̃ defined in Eq. (5.15). If for every interval [λi ,λi+1], i = 1, . . . ,K −1 one of the following
conditions holds true, then the function x̃ is an (α,β)-approximate minimum cost flow function.

(i) The objective function λ ↦→C (λ) is non-decreasing on [λi ,λi+1] and the step sizes δi satisfy

δi
∑︂

(s j ,t j ,r j )∈S(b)
r j ν̂

M
s j ,t j

≤ α−1−ϵ

1+ϵ
C (λi )+ β

1+ϵ

with M :=
J∑︂

j=1
r j (λi +δi ) for some source-sink-decomposition S(b) = (︁

(s j , tr ,r j )
)︁

j∈{1,...,J }.

(ii) For every e ∈ E, the marginal cost function fe is differentiable with f ′
e (x) > 0 for all x ∈R, and

convex for x > 0, and concave for x < 0. Further, the support does not change between λi and
λi+1, i.e., S(λ) = S(λi ) for all λ ∈ [λi ,λi+1], and the step sizes δi satisfy

δi

√︂
b⊤L∗

B b ≤ 2
⎷

2

√︄
α−1−ϵ

1+ϵ
C (λi )+ β

1+ϵ
,
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where LB is the Laplacian matrix with respect to the weights cB
e = 1

max{ f ′
e (B), f ′

e (−B)} if e ∈ S(λi )

and cB
e = 0 if e ∉ S(λi ), and B := maxλ∈[λi ,λi+1]

1
2

∑︁
v∈V |bv (λ)| is the maximum value of total

inflow in the network in the interval [λi ,λi+1].

Proof. Since M = (λi +δi )
∑︁J

j=1 r j =λi+1
∑︁J

j=1 r j is the total amount of flow entering the network
and the edge cost are assumed to be non-decreasing, M is a trivial upper bound on the flow on
any edge for parameter λi+1, i.e., |x̂e (λi+1)| ≤ M . Thus, for every edge e ∈ E x,

|νe | = | fe (x̂e (λi+1))| ≤ max{ fe (M),− fe (−M)} = νM
e .

For j = 1, . . . , J denote by Ps j ,t j and Qs j ,t j the shortest path from s j to t j in the graph Gx with
respect to the edge weights νe and νM

e , respectively. Then,

d

dλ
C (λi +δi ) = ∑︂

v∈V
bvπv (λi +δi ) =

J∑︂
j=1

r j
(︁
πt j (λi +δi )−πs j (λi +δi )

)︁
≤

J∑︂
j=1

r j
∑︂

e∈Ps j ,t j

νe ≤
J∑︂

j=1
r j

∑︂
e∈Qs j ,t j

νe ≤
J∑︂

j=1
r j

∑︂
e∈Qs j ,t j

νM
e ≤

J∑︂
j=1

r j ν̂
M
s j ,t j

and, thus, with Theorem 5.7, the claim follows with condition (i).

If we assume that condition (ii) is satisfied, then the derivative of every marginal cost func-
tions f ′

e is non-increasing for x < 0 and non-decreasing for x > 0. Since we assume that the edge
cost are non-decreasing, the total inflow into the network is always a bound on every edge flow.
In particular, |x̂e (λ)| ≤ B = maxλ∈[λi ,λi+1]

1
2

∑︁
v∈V |bv (λ)| for every λ ∈ [λi ,λi+1]. Thus, f ′

e (x̂e (λ)) ≤
max{ f ′

e (B), f ′
e (−B)} for every edge e ∈ E . For every support edge we obtain e ∈ S(λi ) that ce (λ) =

1
f ′

e (x̂e (λ)) ≥ 1
max{ f ′

e (B), f ′
e (−B)} = cB

e . Further, for all e ∉ S(λi ), we have ce (λ) = 0 = cB
e . This implies, we

can apply Rayleigh’s monotonicity law from Corollary 3.16 and obtain

b⊤L∗
λb ≤ b⊤L∗

B b

for all λ ∈ [λi ,λi+1]. Thus, again, we can apply Theorem 5.7 and the claim follows.

5.3 Computational Study on Traffic and Gas Networks

In the previous sections, we have extended the parametric algorithm for electrical networks such
that we can use it for arbitrary minimum cost flow problems with convex costs. In this section
we study the applicability of the algorithm for real-world instances in practice. We therefore use
a Python implementation of the algorithm in order to solve real-world traffic and gas instances.
The traffic networks are directed networks with polynomial edge costs and we compute the equi-
libria in the corresponding networks which are equivalent to minimum cost flows by the Beck-
mann transformation described in Section 2.5.1. The gas instances consist of undirected net-
works and the equilibria in these networks can therefore be treated as electrical flows. However,
the cost functions in the gas networks are cubic and not quadratic as it is the case for electrical
networks.
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We test both variants of our algorithm described in Section 5.2, the marginal cost approxima-
tion and the minimum cost flow interpolation. In the former variant, we interpolate the marginal
cost functions fe with linear splines using the step sizes from Theorem 5.6 and use the extension
of our parametric electrical flow algorithm to compute minimum cost flow functions. The lat-
ter variant computes approximate solutions for given parameter values λ1,λ2, . . . with step sizes
defined by Corollary 5.8 and interpolate the returned minimum cost flow functions.

5.3.1 Implementation

We use a Python 3 implementation of the described algorithms. The networks are implemented
based on edge and vertex lists using Dataframes from the Pandas package [79]. For shortest path
computations we use the implementation of Dijkstra’s algorithm from the SciPy package [111].
For most linear algebra computations, we use sparse arrays from the Scipy package. In particular,
we use an implementation from the same package of the Cholesky decomposition that we use
instead of the inverses of the Laplacian matrices in order to avoid numerical instabilities.

For the minimum cost flow interpolation we implement a variant of the Frank-Wolfe algo-
rithm [43], also known as the conditional gradient method. We use the parallel tangents (PAR-
TAN) method (see Florian et al. [36]) to improve the convergence rate of the algorithm. The
Frank-Wolfe algorithm requires solutions of subproblems which are in our case either classical
minimum cost flow problems with linear cost or, in the case of directed, single-commodity net-
works, shortest paths computations. For both types of subproblems we use the SciPy package; the
Simplex algorithm to solve the former and Dijkstra’s algorithm to solve the latter. The complete
implementation including a comprehensive documentation is available on GitHub [60] under
the name paminco.

5.3.2 Instances

Traffic networks from the Transportation Networks Library

The first set of instances we consider are traffic networks based on real road networks of cities or
larger areas provided by the Transportation Networks library [109]. The networks are given in the
TNTP-file format that we convert into a minimum cost flow instance. The TNTP-files provide the
network structure containing vertices, edges, and edge cost functions. The edge cost functions
model the travel time required to traverse an edge depending on the congestion created by the
flow on the edge and are given in the form

ce (x) = ffte

(︃
1+Be ·

(︂ x

cape

)︂4
)︃
,

where the coefficients model the free flow time ffte on the edge (that is the time it takes to tra-
verse the edge without any congestion), the capacity cape of the edge, and a coefficient Be that
models the effects of congestion on this edge. The TNTP-file format also specifies demands of
a multi-commodity setting with several commodities spread out through the network. In this
computational study, we will only consider the single-commodity case. Therefore, we replace
the commodities by a single commodity with random source s and sink vertex t and a demand



112 5.3. Computational Study on Traffic and Gas Networks

rate r that is a fraction of the overall demand D of all commodities specified in the TNTP-files.
Concretely, we use r = D

2 for the Berlin networks and r = D
10 for the American networks. Then, we

compute parameteric traffic flows for demand rates scaled by the parameter λ ∈ [0,1]. We repeat
the computation for several random source and sink pairs. In this setting, we want to compute
Wardrop equilibria with respect to these edge cost. By the Beckmann transformation discussed
in Section 2.5.1, this is equivalent to solving the minimum cost flow problem

min
∑︂
e∈E

∫︂xe

0
ce (s)d s = ∑︂

e∈E
ffte

(︃
xe + Be

5
· x5

e

cap4
e

)︃
s.t. Γx =λb

x ≥ 0,

where b = (bv )v∈V with bs =−1, bt = 1, and bv = 0 for all v ̸= s, t .

We also use some preprocessing routines on the network that remove isolated and artificial
vertices as well as some edges with zero cost functions in order as our algorithms require a con-
nected graph and strictly convex cost functions. The vertices and edges removed in these prepro-
cessing steps are only used as artificial entries and exits of the network and their removal does
not affect the general structure of the networks. The network sizes given in Table 5.1 contain the
number of vertices and edges of the networks after this preprocessing step.

Gas networks from the GasLib

The second set of test instances we use are gas networks from the GasLib [102]. This library
contains several schematic and real-world gas networks in different sizes. Gas networks are undi-
rected networks (and can be therefore treated like electrical networks) and the edges model pipes,
compressors, valves, and other components of a gas pipeline network. Further, the library pro-
vides information of gas inflow and outflow rates in several scenarios.

Gas flows through a pipe e = (v, w) can be modeled by the Weymouth equations [116]

p2
w −p2

v =βe xe |xe |,

where pv is the pressure value at vertex v and βe is an edge-dependent coefficient modeling the
resistance of the pipe e. With the substitution φv = p2

v we see that a gas flow in a network consist-
ing only of pipes can be interpreted as a solution to an undirected minimum cost flow problem
with marginal cost functions fe (x) = βe x|x|. We neglect all components of the network other
than pipes (such as compressors and valves) by contracting the respective edges. This can be in-
terpreted as modeling the network where all compressors are shut down and all valves are open.
The coefficients βe modeling the resistance of the edges can be obtained from physical proper-
ties of the pipes, such as length, roughness, and diameter. These properties are also provided in
the GasLib data. For more details and the exact formula for the computation of the coefficients
βe , see, e.g., Pfetsch et al. [92].

For every gas network, we create N = 20 parametric instances as follows. First, we choose one
fixed demand scenario from the data corresponding to some base demand b̄. Then, we choose
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N = 20 pairs consisting of one source vertex s and one sink vertex t . We then consider the affine-
linear demand function with an offset demand b̄ and a demand direction that corresponds to
s-t-flows of rate r := 1

2

∑︁
v∈V |b̄v |. Formally, define the demand vector b with bs =−r , bt = ri , and

bv = 0 for all v ̸= s, t . Then we consider the demand function

b(λ) =λb+ b̄

and compute the gas flows for all parameters λ ∈ [0,1]. Hence, for every network we consider N =
20 instances with the parametric setting where we start with the basic demand and then increase
the demand for one (random) s-t-pair. Since the parametric computation does not start with the
zero-demand, we need to compute an initial solution for the MCA method. In the computational
experiments, we use the Phase I variant of the electrical flow algorithm described in Section 4.4.

For the minimum cost flow interpolation approach, we need to use a step size rule from
Corollary 5.8. The first rule of this corollary requires the objective function λ ↦→ C (λ) to be non-
decreasing, which is not guaranteed in the case of affine linear demands. Therefore, we want to
use the second rule from Corollary 5.8(ii). Since we consider an undirected problem, the supports
are always the same for all parameter values. However, the marginal cost functions fe (x) =βe x|x|
do not have strictly positive derivative needed to apply this step size rule. We solve this problem
by adding a regularization term of ζx with some small ζ > 0 to the marginal cost function. This
implies that its derivative is 2βe |x|+ζ> 0 is positive. The following lemma proves, that for ζ small
enough, we can compute (α,β)-approximate solutions to any precision.

Lemma 5.9. Let λ ↦→ x̂(λ) be the minimum cost flow in an instance with marginal cost functions
fe (x) =βe x|x| and denote by C (λ) the cost of the flow x̂(λ). Denote by β∗ := mine∈E βe . Further, let
λ ↦→ x̃(λ) be the minimum cost flow for the same instance but with marginal cost functions f̃ e (x) :=
βe x|x|+ζx and denote the cost of this flow with respect to the orginial cost functions by C̃ (λ). Let

α> 1, β> 0, λmax > 0, and xmax := maxλ∈[0,λmax]
1
2

∑︁
v∈V |bv (λ)|. If ζ≤ 2

√︂
(α−1)ββ∗

mxmax , then

C̃ (λ) ≤αC (λ)+β for all λ ∈ [0,λmax], (5.18)

i.e., x̃(λ) is an (α,β)-approximate minimum cost flow.

Proof. By assumption, we obtain

| fe (x)− f̃ e (x)| = ζ|x| = (α−1)β∗x2 + β

mxmax −
(︃
(α−1)β∗x2 −ζ|x|+ β

mxmax

)︃

≤ (α−1)β∗| fe (x)|+ β

mxmax −
(︃
(α−1)β∗x2 −2

√︄
(α−1)ββ∗

mxmax |x|+ β

mxmax

)︃

= (α−1)| fe (x)|+ β

mxmax −
(︃√︂

(α−1)β∗|x|−
√︄

(α−1)β

mxmax

)︃2

≤ (α−1)| fe (x)|+ β

mxmax

and, thus, with Lemma 5.5 the claim follows.
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(a) Sioux-Falls Network with s = 1, t = 24.
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(b) GasLib-40 network.

Figure 5.3: Runtimes of the minimum cost flow interpolation algorithm for different values of ϵ.

We use the original instance for the results of the marginal cost approximation and the in-
stance with cost functions marginal cost functions f̃ e (x) := βe x|x| + ζx for the minimum cost
interpolation. For the latter, we choose a value of ζ such that Eq. (5.18) holds for α = 1+ 10−5

and β = 10−5. We then adjust the values for α and β in the computation of the step sizes from
Corollary 5.8(ii) for the interpolation such that we can guarantee the overall approximation for
α= 1.01 and β= 1.

5.3.3 Computational experiments and results

We apply both algorithmic approaches from Section 5.2, namely marginal cost approximation
(MCA) and minimum cost flow interpolation (MCFI), to five traffic networks from the Transpora-
tion Networks library and six different gas networks from the GasLib library. Further, we compute
fixed solutions for the parameter λ= 1 with the Frank-Wolfe algorithm (FW) to compare the com-
putation times of the parametric algorithms to the effort of computing a solution for a fixed de-
mand. All computational experiments are carried out on a Google Cloud virtual machine of type
c2-standard-8. The virtual machine provides eight virtual CPUs with up to 3.8 GHz CPU comput-
ing frequency each and 32 GB RAM. Both algorithms compute (α,β)-approximate minimum cost
flows. For all computational experiments we fix α= 1.01 and β= 1.

ϵ-trade-off for the minimum cost flow interpolations

The minimum cost flow interpolation has an additional parameter 0 < ϵ<α−1 that governs the
trade-off between the approximation quality of the Frank-Wolfe algorithm for the fixed parameter
values and the approximation quality of the interpolation of the minimum cost flows. We begin
the computational study by trying to find an optimal value for ϵ, both for the directed traffic and
the undirected gas networks. To this end, we use the Sioux-Falls network from the Transportation
Networks library and the GasLib-40 network from the GasLib with fixed demands and compute
the parametric solution with the minimum cost flow interpolation for varying values of ϵ. Fig. 5.3
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(b) Runtimes of both algorithms for random instances.

Figure 5.4: Results of the computational study for the Sioux-Falls traffic network.

shows results of the trade-off. We see that for low and high values of ϵ the runtime of the paramet-
ric algorithm increases. For low values of ϵ the runtime increases as the convergence threshold
for the Frank-Wolfe algorithm for the fixed demands decreases and therefore the runtime of the
Frank-Wolfe algorithm increases. For high values of ϵ the runtime of the Frank-Wolfe algorithm is
low, however, as we can see from the step size formulas from Theorem 5.7, the step sizes decrease
and, hence, the number of breakpoints increases resulting in more calls of the Frank-Wolfe al-
gorithm in total. The trade-off yields an optimal value ϵ = 0.0015 for the traffic network and an
optimal value of ϵ= 0.0025 for the gas network. We will use these values for all traffic and gas net-
works, respectively, in all subsequent computations, although it should be noted that the optimal
value also depends on the network and choice of demands. However, it is not feasible to perform
this trade-off for every network prior to the actual computation since it already requires solving
the parametric problem multiple times rendering the purpose of the whole trade-off pointless.
Hence, we use these two values as heuristic value for ϵ for all computations.

Parametric computation of Wardrop equilibria in the Sioux-Falls network

As a specific example for the traffic networks, we consider the Sioux-Falls network from Fig. 5.4a.
In k = 50 iterations, we draw a random source and sink vertex sk , tk from all vertices and use a
demand rate of r = D

10 , where D is the total demand of the original data. This leads to a demand
rate of r = 36060 in this concrete setting which ensures that the network is sufficiently congested.
We use the marginal cost approximation (MCA) and the minimum cost flow interpolation (MCFI)
to obtain a parametric solution for λ ∈ [0,1] of all 50 instances. The results are shown in Fig. 5.4b.
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(a) The progress over time for both algorithms for the instance with s = 1 and t = 24.
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(b) The price of anarchy curve for a demand rate of r = 10 routed between the vertices s = 20 and
t = 3 for λ ∈ [0,10000] replicating a result of O’Hare et al. [86].

Figure 5.5: Results for two fixed instances of the Sioux Falls network. (a) The progress over time
of MCA and MCFI for the fixed instance with s = 204 and t = 248. (b) Replication of the price of
anarchy curve for a fixed instance as done by O’Hare et al. [86].

The MCA algorithm has an average runtime of 290ms over fifty random instances with the run-
times (blue dots in Figure 5.4b) ranging from 200ms to 460ms. The MCFI algorithm has an aver-
age runtime of 48.5s over fifty random instances with the runtimes (red dots in Figure 5.4b) rang-
ing from 8.3s to 104.5s. For all random s-t-pairs the MCA algorithm has a huge advantage over
the MCFI algorithm; the MCFI algorithm has on average about 160-times longer runtimes on the
random instances. Fig. 5.5a shows the progress of both algorithms over time for one particular
instance (with source s = 1 and t = 24): The graph shows how far the parametric output functions
have been computed (in terms of the parameter λ) after given runtime in seconds. We see that
the MCA algorithm makes steady and fast progress, while the MCFI needs a long time before it
makes progress and the progress is decreasing for higher values of λ. The varying progress of the
MCFI algorithm can be explained by the step size rule used for the algorithm: Since the support
can change in the directed traffic networks, we use the step rule from Theorem 5.7(i) that makes
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(a) GasLib-40 network.
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Figure 5.6: Results of the computational study for the GasLib-40 gas network.

no assumptions on the support. For small values of λ the value C (λi ) is very small resulting in
small steps δi . For high values of λ, the estimate of the derivative d

dλC (λi + δi ) developed in
Corollary 5.8 is very large, leading again to smaller steps.

Finally, we use the MCA algorithm to replicate a result of O’Hare et al. [86] who studied the
price of anarchy, i.e., the cost of an equilibrium divided by the cost of a social optimal solution, for
varying demands. Since both the equilibrium and the optimal flow can be computed as a mini-
mum cost flow (see Section 2.5.1 for more details), we can use the MCA algorithm to compute the
parametrized equilibrium and optimum flows and, thus, the corresponding cost and the price of
anarchy curve. O’Hare et al. chose a setting where a demand rate of r = 10 is routed between the
vertices s = 20 and t = 3 and computed the price of anarchy curve for parameters λ ∈ [0,10000].
Our implementation of the MCA algorithm can compute the equilibrium flows in 13.3s and the
optimal flows in 20.0s resulting in the curve shown in Fig. 5.5b. Since the output functions of the
MCA algorithms have breakpoints at exactly the points where the (marginal) cost functions of the
network have breakpoints, we can in particular can identify the values of λ where the flows on the
edges becomes positive or zero. These points are called route transition points in the paper by
O’Hare et al. and can also be easily obtained from the output of the MCA algorithm. This exam-
ple shows that the MCA algorithm can be used in practice to analyze price of anarchy curves with
reasonable computing time (in our case approximately 30s for the Sioux-Falls network).
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Figure 5.7: The progress over time of both algorithms for the GasLib-40 network and s = 1, t = 12.

Parametric computation of gas flows in the GasLib-40 network

As a specific example for the gas networks, we consider the GasLib-40 network that is depicted
in Fig. 5.6a. This network is a small exemplary gas network that is not based on a real world
example. The GasLib contains one scenario b̄ for in- and outflow rates at the vertices. We use
the MCA algorithm and MCFI algorithm to compute parametric solutions for demands λb+ b̄
with λ ∈ [0,1], where the demand vector b models an s-t-flow of rate r = 1

2

∑︁
v∈V |b̄v | = 2175. We

repeat the parametric computation 20 times for random s-t-pairs and obtain an average runtime
of 4.3s for the MCA algorithm and 10.3s for the MCFI algorithm. Fig. 5.6b depicts the runtimes
of both algorithms for all random instances. We see that runtimes are similar for most instances.
However, for some choices of s and t the MCFI algorithm has a significantly higher runtime. In
these instances, the Frank-Wolfe algorithm used to compute the fixed parameter solutions has a
higher runtime slowing the MCFI algorithm down.

Fig. 5.7 shows the progress of both algorithms over time. Since we use the Phase I of the elec-
trical flow algorithm in order to compute the initial solution, the MCA algorithm is split into two
separate runs. In Phase 1 (depicted by the dotted line in Fig. 5.7), the initial solution is obtained,
while in Phase II (depicted as the blue line in Fig. 5.7) the actual parametric problem is solved.
In this particular run, the interpolation of the cost function took about 0.3s, Phase I needed 3.1,
and Phase II only took 0.1s. We see that most of the runtime in this example is needed for the
initial Phase I. This can be explained with the fact Phase I begins with very small flows (as it be-
gins with small demands). Since the marginal cost in the gas networks are homogeneous (i.e.,
fe (0) = 0), the interpolation requires a very fine mesh around 0 in order to guarantee the (α,β)-
approximation. Therefore, the electrical flow algorithm solving Phase I traverses many regions
for very small demands, leading to many iterations for small demands, as it can also be seen in
Fig. 5.5a.
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Network n m MCA MCFI FW

SiouxFalls 24 76 0.3s 48.5s 0.3s

Berlin (Tiergarten) 321 545 5.1s 135.4s 2.2s

Anaheim 416 914 2.2s 57.4s 0.8s

Berlin (M.-P.-F.-C.) 843 1376 76.9s 854.8s 12.5s

Chicago-Sketch 546 2176 76.9s > 3600.0sa 77.2s

GasLib-11 8 8 0.4s 0.9s 0.0s

GasLib-24 18 19 1.1s 1.6s 0.1s

GasLib-40 34 39 4.3s 10.3s 0.2s

GasLib-134 87 86 10.1s 8.3s 0.1s

GasLib-135 106 141 81.7s 228.2s 1.0s

GasLib-582 268 278 475.5s 613.9s 0.7s

aNone of the 20 instances finished within the time limit of one hour.

Table 5.1: The runtimes of the minimum cost approximation (MCA), the minimum cost flow
interpolation (PFW), and the Frank-Wolfe algorithm for a single fixed demand (FW) on several
instances.

Overall results

Table 5.1 shows the results of both the MCA and the MCFI algorithms for all networks included in
this computational study. For the traffic networks, the results are for k randomly chosen source
and sink pairs, with k = 50 for the smaller networks (Sioux-Falls, Berlin-Tiergarten, Anaheim)
and k = 20 for the larger networks (Berlin Mitte-Prenzlauerberg-Friedrichshain-Center, Chigaco-
Sketch). For the gas networks, a random scenario (if there was more than one possible scenario)
is chosen, and we run the algorithm k = 20 with an affine linear demand function based on the
random scenario as offset and an random s-t-flow as demand direction. In addition to the MCA
and MCFI algorithm, the table contains the runtime of the Frank-Wolfe (FW) algorithm for fixed
parameter λ= 1 as a reference value. For all computations we use a time limit of one hour which
was only exceeded for some instances of the largest traffic network and the largest gas network.

For all networks, except for GasLib-134, the MCA algorithm is considerably faster than MCFI.
The network GasLib-134 is an exception due to its structure. The network is a tree which makes
the solution with the Frank-Wolfe subroutine of the MCFI algorithm extremely fast. Since the
MCA method always needs some overhead time to compute the interpolation of the marginal
cost functions, MCFI is faster in these examples. We also note, that for the gas instances, the MCA
times also include the time for Phase I. If the initial solution is computed differently (for example
with a single call of the Frank-Wolfe algorithm), these runtimes may be even improved. Overall,
we conclude that both the MCA and the MCFI algorithm are applicable in practice. In particular
for large instances, the MCA algorithm has considerably better runtimes for larger instances.
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Equilibria in Atomic Splittable
Congestion Games
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6
Atomic Splittable
Congestion Games

The second part of this thesis is concerned with atomic splittable congestion games. An atomic
splittable congestion game consists of a graph G = (V ,E), k players N = {1, . . . ,k} with associated
source and sink vertices si , ti and a demand rate ri > 0. A feasible strategy for player i is to choose
an si -ti -flow xi = (︁

xe,i
)︁

e∈E ,i∈N with demand rate ri . The resulting outcome of a game is a vector

x = (︁
(x1)⊤, . . . , (xk )⊤

)︁⊤ that contains the flows of the players stacked. We encode the demands
in vectors ri for every player i with entries −ri at si , ri at ti and entries 0 for all other vertices
such that we can phrase the flow condition for every player as Γxi = ri . Let G := diag

(︁
Γ, . . . ,Γ

)︁
be

a block diagonal matrix containing k copies of the incidence matrix as block diagonal matrices
and let r = (︁

(r1)⊤, . . . , (rk )⊤
)︁⊤ be the vector containing all demand vectors stacked. Then, we can

characterize feasible outcomes of the game with the equation Gx = r.
The edges of the graph are equipped with typically non-decreasing and convex cost functions

ce,i that may depend on the identity of the player i . The cost function models the congestion of
the edges, e.g., the load dependent travel time in traffic applications. In this thesis we will almost
exclusively consider the special case of atomic splittable congestion games with affine linear cost
functions. Every player has to pay the total cost of their flow, that is

C i (x) := ∑︂
e∈E

xe,i ce,i (xe ),

where xe := ∑︁k
i=1 xe,i is the total flow of all players on edge e ∈ E . Hence, every player pays the

cost depending on the total congestion caused by all players but only for their own flow. The
players seek to minimize their cost. Thus, given the strategies of all other players are known, a
best response of player i is to choose a minimum cost flow with respect to the objective C i . In the
special case of a game with a single player, the outcome of the game is in particular a minimum
cost flow. This connection between atomic splittable congestion games and minimum cost flows
enables us to use techniques similar to those used in Part I to characterize equilibria and devise
an algorithm for the parametric computation of equilibria. Although the techniques are closely
related, the treatment of atomic splittable congestion games is much more involved. Also, the
computation of equilibria is harder in general than the computation of minimum cost flows. As a
result of our analysis, we will be able to show that the computation of an equilibrium in an atomic
splittable congestion game, even for affine linear costs, is a complete problem in the complexity
class PPAD.
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Chapter Outline

The aim of this chapter is to characterize the Nash equilibria of atomic splittable congestion
games. We begin in Section 6.1 by reformulating the equilibrium conditions in matrix based
equalities and inequalities resulting in Theorem 6.3, the main result of this section. In this the-
orem, we characterize optimal potentials of Nash equilibria. The characterization is based on a
matrix we call block Laplacian matrix and can be viewed as a generalization of our characteriza-
tion of electrical flows based on Laplacian matrices in Section 4.1.1. On the way, we define the
central concept of a support of a Nash equilibrium, that is the information on which edges are
part of the minimum cost network for the respective players.

The second part of this chapter, Section 6.2, is concerned with a parametric variant of atomic
splittable congestion games where the demand of all players is depending linearly on a one-
dimensional parameter λ, similar to the parametric minimum cost flow setting considered in
the first part of this thesis. We characterize the sets of all optimal potentials belonging to fixed
supports of the game in Lemma 6.7, analogous to Theorem 4.1 regarding the solution curve in
the electrical flow case. We see that in atomic splittable congestion games, the support of the
solution plays the role of the regions in the context of electrical flows. Finally, we consider the
connection of neighboring supports. These are supports where only one edge for one player
changes its status (active or inactive) and we obtain with Theorem 6.8 the second main result of
this chapter, relating the Laplacian matrices of neighboring supports.

Similar to the analysis of parametric electrical flows, the characterization of (parametric)
Nash equilibria in atomic splittable congestion games requires a lot of notation and definitions.
Appendix A.3 provides a concise overview of the most important definitions from this chapter.

Bibliographic Information The results of this and the subsequent two chapters are joint work
with Max Klimm. An extended abstract appeared in the Proceedings of the Thirty-First Annual
ACM-SIAM Symposium on Discrete Algorithms, 2020 [72]. An extended version is submitted to
the SIAM Journal on Computing and currently undergoing the review process.

6.1 Characterization of Nash Equilibria

We begin the analysis of atomic splittable congestion games by characterizing the Nash equilibria
of the game with a potential based formulation similar to the characterization of minimum cost
flows. For all of our analysis we will assume that the cost functions of the players are affine linear,
non-negative, and strictly increasing, i.e., the cost functions have the form

ce,i (x) = ae,i x +be,i

with ae,i > 0 and be,i ≥ 0. To make the analysis easier, we assume that the graph G is strongly
connected. This is without loss of generality as edges with costs having very high offsets be,i can
be added without changing the equilibrium states.

In a Nash equilibrium, no player has an incentive to deviate from their strategy, i.e., to choose
a different routing of their flow. Proposition 2.13 provides a characterization of such equilibrium
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states via marginal cost. Recall that, given an outcome of the game, the marginal cost of the edge e
for player i are defined as µe,i (x) := ∂

∂xe,i
xe,i ce,i (xe ). Since we assume that the cost functions ce,i

are linear, we can express the marginal cost as µe,i (x) = ae,i xe +be,i +ae,i xe,i . We observe that the
marginal costs are always non-negative by assumption. By Proposition 2.13, the flow x is a Nash
equilibrium if and only if every path that is used by player i is also a shortest path with respect
to the marginal cost for this player. The following lemma rephrases this characterization using
optimal potentials.

Theorem 6.1. The flow x is a Nash equilibrium if and only if Gx = r (i.e., all flows are si -ti -flows of
rates ri ) and there exist vectors of vertex potentials φi ∈Rn for every player i ∈N with

φi
w −φi

v =µe,i (x) if xe,i > 0,

φi
w −φi

v ≤µe,i (x) if xe,i = 0
(6.1)

for all edges e = (v, w) ∈ E and players i ∈N .

Proof. If x is a Nash equilibrium, define φi
v as the length of a shortest path from si to the vertex v

with respect to the edge weights µe,i (x). These potentials do always exist since the marginal costs
are non-negative and the graph is strongly connected. By Proposition 2.13, every used path, i.e.,
path with xe,i > 0 for all edges, is a shortest path with respect to these edge weights. Hence, the
potentials φi

v satisfy Eq. (6.1).
Conversely, if x is a feasible flow and satisfies Eq. (6.1) then the length of every used path P is∑︂

e∈P
µe,i (x) = ∑︂

e=(v,w)∈P
φi

w −φi
v =φi

ti
−φi

si

while the length of any path Q is∑︂
e∈Q

µe,i (x) ≥ ∑︂
e=(v,w)∈Q

φi
w −φi

v =φi
ti
−φi

si
.

Hence, every used path is a shortest path and with Proposition 2.13 the claim follows.

6.1.1 Shortest path potentials and supports

As we already observed in the realm of minimum cost flows, optimal potentials are not unique.
The potentials can be shifted by constants. But even fixing the potential at some vertex is not
enough to ensure uniqueness of the potentials: If there are subgraphs that only contain unused
edges for at least one player, then the potentials in this part of the graph are only defined via the
inequality part of Eq. (6.1) leaving some degree of freedom on the potentials of the vertices in
this part of the graph. In order to avoid this ambiguity, we will use again shortest path potentials.
Given a flow x we define the shortest path potentials πi

v to be the length of a shortest path from
si to vertex v with respect to the edge length µe,i (x). This potential is always uniquely defined
since the marginal costs are non-negative and we assume that the graph is strongly connected.
Further, as argued in the proof of Theorem 6.1, this potential is also an optimal potential. We note
that although for a given flow x the shortest path potential is unique, neither the flow x nor the
shortest path potential needs to be unique for a given instance. In fact, we present an example
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with infinitely many equilibria in Section 8.1.1. Since flows and potentials are not unique, the
shortest path potential (and supports that we define subsequently as well) always depend on the
equilibrium flow x. However, we do not always explicitly mention this dependence to keep the
notation simple.

We denote by φ := (︁
(φ1)⊤, . . . , (φk )⊤

)︁⊤ the vector containing all potential vectors of the players
stacked and likewise by π := (︁

(π1)⊤, . . . , (πk )⊤
)︁⊤ the vector containing all shortest path potential

vectors stacked. Further we introduce the subspace

Π := {︁
φ ∈Rkn |φi

si
= 0 for all players i ∈N

}︁
that we refer to as potential space containing only potentials that are zero at the source vertices
of the respective players. Further, we define

N := {︁(︁
α11⊤, . . . ,αk 1⊤)︁⊤ ∈Rkn |α1, . . . ,αk ∈R

}︁
with 1 ∈Rn being the n-dimensional all-ones vector. Since ker(Γ⊤) = span(1), the vector space N

is the kernel of G⊤. Further, the potential space Π is isomorphic to the quotient space Rkn/N .
Both the potential space and the space N will be helpful when we need unique potentials for the
computation of equilibria later on.

Based on shortest path potentials we define the support of a Nash equilibrium x as the family
of edge sets

S = (︁
Si

)︁
i∈N with Si := {︁

e ∈ E |πi
w −πi

v =µe,i (x)
}︁

containing the edges satisfying the potential inequalities from Eq. (6.1) with equality with respect
to the shortest path potential π. We note that this definition differs slightly from the classical
definition of support where only used edges (i.e., edges with xe,i > 0) are considered to be support
edges. In our definition, an edge is in the support S if it is part of some shortest path from si to ti

but does not need to be used.

6.1.2 Matrix-based characterization of optimal potentials

The support contains the relevant information and once we know the support of a solution, the
solution flow x can be obtained by solving a system of linear equations. Assume, we know the
support, then the solution x must satisfy

φi
w −φi

v =µe,i (x) for all e ∈ E , i ∈N with e ∈ Si , (6.2a)

xe,i = 0 for all e ∈ E , i ∈N with e ∉ Si , (6.2b)

Gx = r (6.2c)

together with some potential φ. We begin our analysis of Nash equilibria by solving the above
system of linear equations for a given support. To this end, we first solve Eqs. (6.2a) and (6.2b)
for x. In order to express the solution in an explicit matrix form, we need some additional def-
initions. For any two players i , j ∈ N and any edge e ∈ E we define the coefficient ω

i j
e := 1 if

e ∈ Si ∩S j and ω
i j
e := 0 otherwise. Thus, the coefficient ω

i j
e indicates whether the edge e is active

for both players i and j . We also write ωi
e as a short hand form of ωi i

e . Let Ωi := diag
(︁
ωi

e1
, . . . ,ωi

em

)︁
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be a diagonal matrix encoding the support of player i on the diagonal. Additionally, we define
the block diagonal matrix Ω containing the matrices Ωi of all players as block diagonal entries.
Further, for every e ∈ E , we denote by κe := |{i ∈ N | e ∈ Si }| the number of players whose sup-
port contains the edge e. We define the diagonal matrix K̄ := diag

(︁ 1
κe1+1 , . . . , 1

κem +1

)︁
and the block

matrix K ∈Rkm×km containing k ×k copies of the matrix K̄. Finally, we define the matrix

C :=Ω(Ikm −KΩ)A−1,

where Ikm is the km ×km identity matrix and A−1 := diag
(︁ 1

ae1,1
, . . . , 1

aem ,k

)︁
is the diagonal matrix

containing all reciprocals of the slopes of all cost functions.

Lemma 6.2. For a fixed support S and a potential φ the system from Eqs. (6.2a) and (6.2b) has the
unique solution

x = C
(︁
G⊤φ−b

)︁
,

where b = (be1,1, . . . ,bem ,k )⊤ is the vector containing all offsets of the cost functions. The total flow
on edge e = (v, w) with respect to this flow x is

xe = e⊤e,i KΩA−1(G⊤φ−b) =ωi
e
φi

w −φi
v −be,i

(κe +1)ae,i
,

where ee,i ∈ Rkm is the unit vector corresponding to edge e and player i . The total flow formula is
independent of the choice of player i . In particular, we can express the flow of the i -th player on
edge e = (v, w) as

xe,i =ωi
e

(︁
e⊤e,i A−1(G⊤φ−b)−xe

)︁=ωi
e κe

φi
w −φi

v −be,i

(κe +1)ae,i
.

Proof. We can express the marginal cost of player i as µe,i (x) = ae,i
(︁∑︁

j :e∈S j
xe, j + xe,i

)︁+be,i for
every e ∈ E . Thus, we can rewrite Eqs. (6.2a) and (6.2b) as

xe,i +
∑︂

j∈N :e∈Si

xe, j = ρe,i if e ∈ Si for all e ∈ E , i ∈N

xe,i = ρe,i if e ∉ Si for all e ∈ E , i ∈N

with

ρe,i :=ωi
e
φi

w −φi
v −be,i

ae,i
.

We denote by J ∈Rmk×m the block-matrix containing k stacked copies of the m ×m identity ma-
trix Im . Let ρ be a vector containing all coefficients ρe,i . Then, we can express the above system
as (︁

Imk +ΩJ(ΩJ)⊤
)︁
x =ρ.

Since (Ω j )⊤Ω j =Ω j by definition, we observe that

(︁
Im + (ΩJ)⊤ΩJ

)︁−1 = (︁
Im +

k∑︂
j=1

Ω j )︁−1 = (︁
diag(κe1 +1, . . . ,κem +1)

)︁−1 = K̄.
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Since this inverse exists, the Sherman-Morrison-Woodbury formula (see, e.g., Hager [53] for a
reference) implies that the inverse(︁

Ikm +ΩJ(ΩJ)⊤
)︁−1 = Ikm −ΩJ

(︁
Im + (ΩJ)⊤ΩJ

)︁−1(ΩJ)⊤ = Imk −ΩJK̄(ΩJ)⊤

exists and, hence, the above system has the unique solution x = (︁
Ikm −ΩJK̄J⊤Ω

)︁
ρ. The vector

G⊤φ contains all potential differences of all edges for all players. Thus, ρ =ΩA−1
(︁
G⊤φ−b

)︁
. Since,

additionally, JK̄J⊤ = K, we obtain

x =Ω(Ikm −KΩ)A−1(︁G⊤φ−b
)︁= C

(︁
G⊤φ−b

)︁
.

Let e ∈ E and i ∈ N be fixed and let ee,i ∈ Rkm be the unit vector corresponding to the edge-
player pair and ee ∈Rm be the unit vector corresponding to the edge. Then,

e⊤e,i KΩ= e⊤e,i JK̄J⊤ = e⊤e K̄J⊤Ω= 1

κe +1

k∑︂
j=1

e⊤e, jΩ= 1

κe +1

k∑︂
j∈N :e∈S j

e⊤e, j (6.3)

which is indeed independent of the player i . Then, we can choose an arbitrary player i ∈N and
compute the total flow on edge e as

xe =
∑︂

j∈N :e∈S j

xe, j =
∑︂

j∈N :e∈S j

e⊤e, j C
(︁
G⊤φ−b

)︁= (︂ ∑︂
j∈N :e∈S j

e⊤e, j −
∑︂

j∈N :e∈S j

e⊤e, j KΩ
)︂
A−1(︁G⊤φ−b

)︁
(6.3)=

(︂ ∑︂
j∈N :e∈S j

e⊤e, j −
κe

κe +1

∑︂
j∈N :e∈S j

e⊤e, j

)︂
A−1(︁G⊤φ−b

)︁= (︂ 1

κe +1

∑︂
j∈N :e∈S j

e⊤e, j

)︂
A−1(︁G⊤φ−b

)︁
(6.3)= e⊤e,i KΩA−1(G⊤φ−b).

Plugging in the definitions of the respective matrices yields the remaining inequalities.

The formula from Lemma 6.2 allows us, given a support S and a potential φ, to compute a
flow x satisfying Eqs. (6.2a) and (6.2b). If the potential is optimal and the support is correct then
this flow automatically satisfies the complementarity conditions from Eq. (6.1) of the Nash equi-
librium. Replacing x = C

(︁
G⊤φ−b

)︁
in the flow condition from Eq. (6.2c), we obtain the equality

Lφ−d = r (6.4)

characterizing the optimal potentials φ, where L := GCG⊤ and d := GCb. Again, note that the
matrix L and the vector d depend on the support. We call the matrix L block Laplacian matrix
with respect to the support S. The block Laplacian matrix has a similar structure as the classi-
cal weighted block Laplacian but instead of scalar entries it contains again Laplacian matrices
that operate on the sub networks of the active networks of player pairs. Formally, define weight
matrices

Ci i := diag

(︃
κe1 +1−ωi

e1

(κe1 +1)ae1,i
ωi

e1
, . . . ,

κem +1−ωi
em

(κem +1)aem ,i
ωi

em

)︃
for all i ∈N ,

Ci j := diag

(︃
1

(κe1 +1)ae1, j
ω

i j
e1

, . . . ,
1

(κem +1)aem , j
ω

i j
em

)︃
for all i , j ∈N with i ̸= j ,
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and with these weights the Laplacian matrices Li j := ΓCi jΓ⊤. Then these Laplacian matrices
have non-zero weights only on edges that are active for both players i and j . In some sense, these
matrices govern the bilateral interaction of all player pairs. With the definition it is easy to show
that the block Laplacian matrix has the form

L =

⎛⎜⎜⎜⎜⎜⎝
L11 −L12 · · · −L1k

−L21 L22 . . .
...

...
. . .

. . . −Lk−1,k

−Lk1 · · · −Lk,k−1 Lkk

⎞⎟⎟⎟⎟⎟⎠ .

We say a potential vector φ ∈ Rnk is an optimal potential for a Nash equilibrium with sup-
port S if φ together with the flow x := C

(︁
G⊤φ−b

)︁
satisfies the conditions of Theorem 6.1. If we can

find a support S and an optimal potential for a Nash equilibrium with this support we can obtain
the actual Nash equilibrium via the simple linear transformation x = C

(︁
G⊤φ−b

)︁
. We introduce

one additional coefficient σi
e := 1 if e ∈ Si and σi

e :=−1 if e ∉ Si for all e ∈ E and i ∈N . Note that
σi

e = 2ωi
e −1. Similar to the matrices Ωi and Ω we define the matrices Σi := diag

(︁
σi

e1
, . . . ,σi

em

)︁
for

all players i ∈ N and the block diagonal matrix Σ containing the matrices Σi as block diagonal
entries.

Theorem 6.3. A potential φ ∈ Rnk is the optimal potential of a Nash equilibrium for demand r
with support S if and only if

Lφ−d = r, (6.5a)

W(G⊤φ−b) ≥ 0, (6.5b)

where W :=ΣC̃ with C̃ := (Ikm −KΩ)A−1.

Proof. We need to show that the potential φ together with the flow x = C
(︁
G⊤φ−b

)︁
satisfies the

conditions in Eq. (6.1) from Theorem 6.1 if and only if it satisfies the conditions in Eq. (6.5). By
Lemma 6.2 it follows that Eq. (6.5a) is equivalent to the equality constraints in the complemen-
tarity conditions Eq. (6.1). It remains to be shown that Eq. (6.5b) is equivalent to the respective
inequalities, i.e., xe,i ≥ 0 for all e ∈ Si , i ∈N and φi

w −φi
v ≤µe,i (x) for all E ∉ Si , i ∈N .

If we consider a row of Eq. (6.5b) corresponding to edge e and player i then there are two
cases. If e ∈ Si , then σi

e = 1 and ωi
e = 1 and, thus, e⊤e,iΣ= e⊤e,iΩ. Therefore, the corresponding row

is equivalent to

0 ≤ e⊤e,iΣC̃(G⊤φ−b) = e⊤e,iΩC̃(G⊤φ−b) = e⊤e,i C(G⊤φ−b) = e⊤e,i x = xe,i ,

i.e., equivalent to the non-negativity of the flow xe,i .
Similarly we get for every edge e and player i with e ∉ Si that the corresponding row is equiv-

alent to

0 ≤−e⊤e,i C̃(G⊤φ−b) =−e⊤e,i (Ikm −KΩ)A−1(G⊤φ−b)

=−κe
φi

w −φi
v −be,i

(κe +1)ae,i
=−φi

w −φi
v −be,i −ae,i xe

ae,i
=−φi

w −φi
v −µe,i (x)

ae,i
,
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where we used the formulas for the from Lemma 6.2. Since ae,i > 0 this is equivalent to φi
w −φi

v ≤
µe,i (x) concluding the proof.

6.1.3 Computation of optimal potentials

The characterization of optimal potentials as in Theorem 6.3 already implies a trivial algorithm
for the computation of optimal flows and, thus, also Nash equilibria. This trivial approach works
as follows.

Algorithm 7: Trivial algorithm for computing Nash equilibria

Input: Atomic splittable congestion game with affine linear, player dependent edge cost
ce,i (x) = ae,i x +be,i

Output: Nash equilibrium x with optimal potentials φ.
for every support S do

φ← some solution of the linear system Eq. (6.5a) for support S;
if W(G⊤φ−b) ≥ 0 then

x ← C
(︁
G⊤φ−b

)︁
;

return (x,φ);

Obviously, Algorithm 7 is not feasible in practice as there are exponentially many supports S.
The main challenge will be to find a support of a solution. We will develop a method that finds
a support of the solution when we look into parametric solutions in later sections. For now, we
maintain the assumption that we are given a support S and are concerned with solving the equa-
tion Eq. (6.5a) explicitly. We call a support that belongs to a Nash equilibrium feasible. For every
feasible support there must be at least one vector φ solving Eq. (6.5). As we have stated above, the
matrix G⊤ has the kernel N , hence, there cannot exist a unique solution. In particular, all player
potentials are invariant to adding constants. Therefore, we will restrict all our computations to
potentials from the potential space Π where we fix every player potential to zero at the source
vertex.

Lemma 6.4. For every support S, ker(CG⊤) =N .

Proof. By definition, the matrix C can be written as block matrix containing the blocks Ci j . Con-
sider submatrix Ĉ of C without all zero rows and columns, i.e., without all rows and columns that
correspond to edges e and players i with e ∉ Si . Then it follows from the definition of the matrices
Ci j that the matrix Ĉ is strictly diagonally dominant. Thus, Ĉ is non-singular. Denote by Ĝ the
sub-matrix of G without the columns corresponding to players and edges with e ∉ Si . Then, Ĝ is
a block diagonal matrix containing the incidence matrices of the active networks of all players as
block entries. Since these graphs are connected, the left nullspace of these matrices is spanned
by the all-ones vector 1 for all players. Thus, ker(Ĝ

⊤
) =N and, hence,

ker(CG⊤) = ker(ĈĜ
⊤

) = ker(Ĝ
⊤

) =N .

Lemma 6.4 shows that the function mapping potentials π ∈Π from the potential space to the
flows x := C

(︁
G⊤π−b

)︁
is injective. Thus, every potential from the potential space solving Eq. (6.5)

belongs to a unique Nash equilibrium flow x. This also implies that there are only three options
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regarding the uniqueness of Nash equilibria for a given support. The system from Eq. (6.5) can
have no solution, a unique solution, or infinitely many solutions depending on the number of
solution of the linear system from Eq. (6.5a) in the potential space Π. The latter depends on
the block Laplacian matrix L = GCG⊤. In fact, all three cases are possible. In particular, it can
also happen that the Laplacian matrix L has a kernel that also intersects with the potential space
leading to infinitely many equilibria. For a concrete example for this situation, see Section 8.1.1
where we present a game that exhibits an infinite number of equilibria for one demand and one
support. We consider these cases as degenerate. Formally, we say a support S is a-degenerate if
dim(ker(L)) > dim(N ) = k. An atomic splittable congestion game is called a-degenerate if there
is a feasible, a-degenerate support. We use the term a-degeneracy since, intuitively, this type of
degeneracy depends on the slopes of the cost functions ae,i that need to be in a certain configura-
tion for the game to be a-degenerate. Later, we will also encounter a different type of degeneracy
depending on the offsets be,i that we call b-degeneracy. For now, we will assume that all games
are non-a-degenerate and deal with a-degenerate games in more detail in Section 8.1.

Corollary 6.5. If an atomic splittable congestion game is non-a-degenerate, then the number of
Nash equilibria of this game is finite.

Proof. A non-a-degenerate game has at most one Nash equilibrium for every support S. Since
the number of supports is finite, the claim follows.

If we assume that the game is non-a-degenerate, then the linear equation from Eq. (6.5) has
a unique solution π ∈Π. In order to express the solution to this system explicitly, we again define
a pseudo-inverse for the block Laplacian matrix, similar to the pseudo-inverse for the Laplacian
matrix as introduced in Section 2.2.2. We defined the pseudo-inverse of a Laplacian matrix via
the inverse of the submatrix Ľ obtained by removing the first row and column. For the pseudo-
inverse of the block Laplacian matrix we use a similar approach. In the non-a-degenerate case
the dimension of the block Laplacian L is k. Therefore, we remove k linear dependent rows and
columns and use the resulting submatrix as a basis for the pseudo-inverse.

Formally, recall that every row and column of the block Laplacian matrix belongs to a pair
(v, i ) consisting of a vertex v and a player i . In particular, the first n rows and columns corre-
spond pairs (v,1) for Player 1, the next n rows and columns belong to pairs for Player 2 and so
on. Define a permutation matrix P that, when multiplied from the right to a matrix A ∈ Rnk×nk ,
moves all columns corresponding to the vertex-player-pairs (si , i ), i = 1, . . . ,k of players and their
source vertex to the front of the matrix. Additionally, let Ľ be the matrix obtained from the
block Laplacian matrix L by removing all rows and columns corresponding to the vertex-player-
pairs (si , i ), i = 1, . . . ,k. Then, we can express the Block Laplacian matrix as

L = P⊤
(︄

X Y
Z Ľ

)︄
P,

where X,Y,Z are matrices of appropriate sizes. Finally, we define a new matrix

L∗ := P⊤
(︄

0 0

0 Ľ
−1

)︄
P
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with the zero matrices having the same sizes as the matrices X,Y, and Z. Note that for k = 1
the block Laplacian matrix is just a normal graph Laplacian matrix and, thus, by Lemma 2.4,
the matrix L∗ is a pseudo-inverse of L. The following lemma proves that, for non-a-degenerate
supports, the matrix L∗ is indeed for all k a pseudo-inverse of the block Laplacian matrix L.

Lemma 6.6. Let S be a non-a-degenerate support and L be the associated block Laplacian matrix.
Then,

(i) the block Laplacian matrix L has the left and right nullspaces ker(L⊤) = ker(L) =N and the
row and column spaces span(L⊤) = span(L) =N ⊥.

(ii) the submatrix Ľ is non-singular.
(iii) the matrix L∗ is well-defined and a generalized inverse of the matrix L mapping into Π.
(iv) the unique solution in Π of the system from Eq. (6.5) is π= L∗(r+d).

Proof. Since S is assumed to be non-a-degenerate, the rank of the block Laplacian matrix is
rank(L) = (n −1)k. Thus, dim(ker(L)) = dim(ker(L⊤)) = k = dim(N ). Since, by definition ker(G) ⊆
ker(L) and ker(G) ⊆ ker(L⊤), we have that ker(L⊤) = ker(L) = N . Further, since the column
space of any matrix is the orthogonal complement of the nullspace of its transpose (see, e.g.,
Lemma 12.5.2 in [54]), we obtain span(L) = (ker(L⊤))⊥ = N ⊥ and, likewise, span(L⊤) = N , con-
cluding the proof of (i). The matrix L has exactly dim(ker(L)) = k linear dependent rows. Since,
additionally, ker(L) = N , the rows and columns n · (i −1)+1 to n · i sum to zero for every player
i ∈ {1, . . . ,k}. Removing one of these row and column pairs for every player therefore removes k
linear dependent rows and columns. Therefore, the matrix Ľ has no linear dependent rows or
columns by construction and is non-singular, proving (ii). Since Ľ is non-singular, L∗ is well-
defined. With Theorem 9.2.1 from [54] (a generalization of Lemma 2.4), we also obtain that L∗ is
a generalized inverse of L. Since L∗ maps into Π by definition, (iii) follows immediately. Finally,
(iv) follows from (iii).

6.2 Parametric Atomic Splittable Congestion Games

In this section, we consider a parametric variant of the atomic splittable congestion game. We
will see later that we can use the insights of the parametric variant for the computation and the
analysis of Nash equilibria in atomic splittable game for fixed demands. As for the minimum cost
flows in the first part of this thesis, we consider a variant with parametric demand. We formalize
this with the following definition. We say a flow x is a λ-Nash equilibrium if it is a Nash equilib-
rium for the game where every player has the demand rates λri , i.e., where every player wants
to send a fraction of λ of their demand. To circumvent some technical difficulties we restrict this
problem to λ ∈ [0,1] and are interested in computing a function λ ↦→ x(λ) that maps every pa-
rameter λ ∈ [0,1] to a λ-Nash equilibrium. Naturally, every algorithm that can compute such a
function can also compute a Nash equilibrium for the unparametrized variant by returning x(1).

We have seen that there is a one-to-one correspondence between shortest path potentials
π ∈Π and Nash Equilibria x. We call the a shortest path potential π ∈Π that corresponds to the
λ-Nash equilibrium λ-potential. We also consider functions λ ↦→ π(λ) that map the parameter
value λ ∈ [0,1] to the λ-potential of some Nash equilibrium. We note that since Nash equilibria
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are not unique (even if the game is non-degenerate) the functions λ ↦→ x(λ) and λ ↦→π(λ) are also
not uniquely defined in general.

6.2.1 Potential lines

We begin by characterizing all λ-potentials (and, thus, indirectly all λ-Nash equilibria) for fixed
supports. With Theorem 6.3 we can characterize all λ-potentials for a fixed support as follows
and observe that a potential π ∈ Π is a λ-potential for some λ ∈ [0,1] and the support S if and
only if it is contained in the set

ΠS := {︁
π ∈Π | ∃λ ∈ [0,1] : Lπ−d =λr,W(G⊤π−b) ≥ 0

}︁
(6.6)

that we refer to as the potential line of support S. We say a support is λ-feasible if ΠS ̸= ∅. For every
non-a-degenerate support S, the potential line is in fact a line segment in the potential space. To
formalize this, we define the potential direction ∆π := L∗r and the potential offset πS := L∗d.

Lemma 6.7. For every λ-feasible, non-a-degenerate support S there are numbers λmin
S ,λmax

S with
0 ≤λmin

S ≤λmax
S ≤ 1 such that

ΠS = {︁
λ∆π+πS |λmin

S ≤λ≤λmax
S

}︁
.

Proof. The unique solution of Lπ−d =λr in Π is π=λ∆π+πS . Thus,

ΠS := {︁
π ∈Π | ∃λ ∈ [0,1] : W

(︁
G⊤(λ∆π+πS)−b

)︁≥ 0
}︁
.

Let we,i := W⊤ee,i be the row of the matrix W corresponding to the pair of edge e and player i . The
(e, i )-th inequality in the characterization of ΠS above can be rewritten as

λw⊤
e,i G⊤∆π≥ w⊤

e,i (b−G⊤πS).

Solving these inequalities for λ we obtain the values

λmin
S := max

(︄{︄
w⊤

e,i (b−G⊤πS)

w⊤
e,i G⊤∆π

⃓⃓⃓⃓
w⊤

e,i G⊤∆π> 0

}︄
∪ {0}

)︄

λmax
S := min

(︄{︄
w⊤

e,i (b−G⊤πS)

w⊤
e,i G⊤∆π

⃓⃓⃓⃓
w⊤

e,i G⊤∆π< 0

}︄
∪ {1}

)︄

satisfying the claim.

Lemma 6.7 proves that the potential line is indeed a line segment with a direction ∆π and
endpoints πmin

S := λmin
S ∆π+πS and πmax

S := λmax
S ∆π+πS . We call these points boundary po-

tentials denoted by ∂ΠS := {πmin
S ,πmax

S }. See Fig. 6.1 for a visual representation of the potential
line.
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πS

λmin
S

λmax
S

λ= 0
λ=λmin

S

λ=λmax
S

ΠS

∆π

Figure 6.1: The set of all λ-potentials ΠS is a segment of the line with direction ∆π with extreme
points πmax

S and πmin
S . All potentials on this line segment induce Nash equilibria for demands λr

with λmin
S ≤λ≤λmax

S .

6.2.2 Neighboring Supports

So far we considered fixed supports S and characterized the associated λ-potentials. In this sub-
section we study the connection between different λ-feasible supports. Since many of the defi-
nitions and expressions introduced before depend on the support S, we will add the support to
the subscript of all matrices and coefficients. In order to study the connection between supports,
we introduce the notion of neighboring supports. Let e ∈ E and i ∈N . Then, we say two supports
S,S′ are (e, i )-neighboring if

(a) S j = S′
j for all j ̸= i and

(b) Si \ S′
i = {e} or S′

i \ Si = {e} .

If S,S′ are (e, i )-neighboring we also write S′ = N (S,e, i ) and say S′ is the (e, i )-neighbor of S. By
definition, two (e, i )-neighboring supports differ only by exactly one active/inactive edge for one
player. This implies that for neighboring supports, the matrices CS as well as Laplacian matrices
LS are closely related. In fact, as in the first part of the thesis, we can again show that the Lapla-
cian matrix of a neighboring support can be obtained by a rank-1-update from the old Laplacian
matrix. To formalize this, we need two new definitions. For every edge e ∈ E and i ∈ N , we
define the vectors qS,e,i := (WS G)⊤ee,i and q̄S,e,i :=−(︁

(Ikm −KSΩS)Γ⊤)︁⊤ee,i . The vector qS,e,i can
be interpreted as the normal vector corresponding to the hyperplane induced by the respective
inequality e⊤e,i W(G⊤φ−b) ≥ 0. (See also Fig. 6.2 further below.) The vector q̄S,e,i is almost the

same vector but without the sign σi
e . The following theorem shows that with these vectors we can

also express the connection between the Laplacian matrices of two neighboring supports.

Theorem 6.8. Let e ∈ E and i ∈ N and S be some support. Then, let S′ := N (S,e, i ) be the (e, i )-
neighbor of S. Then,

(i) LS′ = LS + q̄S′,e,i q⊤
S,e,i ,

(ii) L∗
S′ = L∗

S −
1

1+q⊤
S,e,i L∗

S q̄S′,e,i

L∗
S q̄S′,e,i q⊤

S,e,i L∗
S ,

(iii) sgn
(︁
q⊤

S,e,i∆πS
)︁= σS

σS′
sgn

(︁
q⊤

S,e,i∆πS′
)︁
,

(iv) sgn
(︁
q⊤

S,e,i∆πS
)︁=−sgn

(︁
q⊤

S′,e,i∆πS
)︁
,
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where σS := sgn
(︁

det(L̂S)
)︁

is the sign of the determinant of the submatrix L̂S obtained from the
block Laplacian matrix LS by removing all rows and columns corresponding to the pairs (si , i ) for
all i ∈N .

Proof. We begin the proof by establishing a connection between the matrices CS and CS′ of the
neighboring supports S and S′.

Claim. If S′ = N (S,e, i ), then CS′ = CS −
(︁
Ikm −ΩS′KS′

)︁
ee,i e⊤e,iΣS

(︁
Ikm −ΩS KS

)︁
A−1.

Proof of the claim. We make the following observations: The only difference between S and S′ is
by definition the different state of the edge e for player i . Thus, ωi ′

e ′(S′) = ωi ′
e ′(S) for all e ′ ̸= e or

i ′ ̸= i and ωi
e (S′) =ωi

e (S)+σi
e (S′). Thus, likewise the matrix ΩS′ differs from the matrix ΩS only by

one value and we get
ΩS′ =ΩS +σi

e (S′)ee,i e⊤e,i =ΩS +ee,i e⊤e,iΣS′ .

Further, the number of players that use an edge is unchanged for all edges but the edge e. Thus,
κe ′(S′) = κe ′(S) for all e ′ ̸= e and κe (S′) = κe (S)+σi

e (S). Let

∆κ :=− σi
e (S′)

(κe (S′)+1)(κe (S)+1)
= 1

κe (S′)+1
− 1

κe (S)+1
.

Then,
K̄S′ = K̄S +∆κee e⊤e

with ee ∈ Rm being the m-dimensional unit vector corresponding to the edge e. Observe that
KS = JK̄S J⊤ where J is the km×m block matrix that contains k stacked copies of the m×m identity
matrix. Then, in particular, KS′ −K = J∆κee e⊤e J⊤. Using J⊤ee,i = ee and K̄S ee = 1

κe (S)+1 ee we obtain

KS′ee,i e⊤e,iΣS′KS = JK̄S′J⊤ee,i e⊤e,iΣS′JK̄S J⊤ = J
1

κe (S′)+1
ee,i e⊤e,i

1

κe (S)+1
J⊤ =−J∆κee e⊤e J⊤ = KS−KS′ .

(6.7)
Overall, we get

CS′ −CS =
(︂
ΩS′

(︁
Ikm −KS′ΩS′

)︁− (︂
ΩS

(︁
Ikm −KSΩS

)︁)︂
A−1

=
(︂(︁
ΩS +ee,i e⊤e,iΣS′

)︁(︁
Ikm −KS′(ΩS +ee,i e⊤e,iΣS′)

)︁−ΩS +ΩS KSΩS

)︂
A−1

=
(︂
ee,i e⊤e,iΣS′ −ΩS KS′ΩS −ΩS KS′ee,i e⊤e,iΣS′ −ee,i e⊤e,iΣS′KS′ΩS

−ee,i e⊤e,iΣS′KS′ee,i e⊤e,iΣS′ +ΩS KSΩS

)︂
A−1

=
(︂
ee,i e⊤e,iΣS′ −ΩS(KS′ −KS)ΩS −ee,i e⊤e,iΣS′(KS′ −KS)ΩS +ee,i e⊤e,iΣS′KSΩS

−ΩS KS′ee,i e⊤e,iΣS′ −ee,i e⊤e,iΣS′KS′ee,i e⊤e,iΣS′
)︂
A−1

(6.7)=
(︂
ee,i e⊤e,iΣS′ +ΩS KS′ee,i e⊤e,iΣS′KSΩS +ee,i e⊤e,iΣS′KS′ee,i e⊤e,iΣS′KSΩS +ee,i e⊤e,iΣS′KSΩS

−ΩS KS′ee,i e⊤e,iΣS′ −ee,i e⊤e,iΣS′KS′ee,i e⊤e,iΣS′
)︂
A−1

= (︁
ee,i e⊤e,iΣS′ −ΩS KS′ee,i e⊤e,iΣS′KS −ee,i e⊤e,iΣS′KS′ee,i e⊤e,iΣS′

)︁(︁
Ikm −KSΩS

)︁
A−1

= (︁
Ikm −KS′ΩS′

)︁
A−1ee,i e⊤e,iΣS′

(︁
Ikm −KSΩS

)︁
A−1

=−(︁
Ikm −KS′ΩS′

)︁
A−1ee,i e⊤e,iΣS

(︁
Ikm −KSΩS

)︁
A−1
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concluding the proof of the claim. △
Using the claim, we get

LS′ −LS = G
(︁
CS′CS

)︁
G⊤ =−G

(︁
Ikm −KS′ΩS′

)︁
A−1ee,i e⊤e,i ΣS

(︁
Ikm −KSΩS

)︁
A−1⏞ ⏟⏟ ⏞

=ΣS C̃S=WS

G⊤ = q̄S′,e,i q⊤
S,e,i

proving (i).

Denote by L̂S the matrix obtained from LS by deleting the rows and the columns correspond-
ing to all pairs (si , i ). Since we assume that S is non-a-degenerate, the nullspace of LS is N .
Hence, L̂S is non-singular. Further, denote by q′

S,e,i and q̄′
S,e,i the vectors obtained from qS,e,i and

q̄S,e,i by removing the rows corresponding to the pairs (si , i ). Then, applying (i) to the matrix L̂S′ ,

we obtain L̂S′ = L̂S + q̄′
S,e,i

(︁
q′

S,e,i

)︁⊤ and thus

det
(︁
L̂S′

)︁= det
(︂
L̂S

(︁
I(n−1)k + L̂

−1
S q̄′

S,e,i

(︁
q′

S,e,i

)︁⊤)︁)︂= det
(︁
L̂S

)︁(︂
1+ (︁

q′
S,e,i

)︁⊤L̂
−1
S q̄′

S,e,i

)︂
.

By definition, the pseudo inverse L∗
S of the matrix LS can be computed by adding zero rows and

columns to the inverse L̂
−1
S . Hence,

1+q⊤
S,e,i L∗

S q̄S,e,i = 1+ (︁
q′

S,e,i

)︁⊤L̂
−1
S q̄′

S,e,i =
det

(︁
L̂S′

)︁
det

(︁
L̂S

)︁ ̸= 0.

By non-a-degeneracy assumption, the determinants of both matrices L̂S′ and L̂S are non-zero.
This implies that we can use the Sherman-Morrison-Woodbury formula for generalized inverses
(see, e.g., Theorem 18.2.14 in Harville [54]) to compute the pseudo inverse L∗

S′ and obtain (ii).

Claim. If S′ = N (S,e, i ), then for every player j ∈N

e⊤e ′, j C̃S′ =
⎧⎨⎩

κe (S)+1
κe (S′)+1 e⊤e, j C̃S + σi

e (S)
κe (S′)+1

(︁
e⊤e, j −e⊤e,i

)︁
A−1 if e ′ = e,

e⊤e ′, j C̃S if e ′ ̸= e.

Proof of the claim. We compute

κe (S)+1

κe (S′)+1

(︁
Ikm −ΩS KS

)︁
ee, j = κe (S)+1

κe (S′)+1
ee, j +ΩS KS

κe (S)+1

κe (S′)+1
ee, j

= ee, j −
σi

e (S′)
κe (S′)+1

ee, j −
(︁
ΩS′ −ee,i e⊤e,iΣS

)︁
KS′ee, j

= (︁
Ikm −ΩS′KS′

)︁
ee, j −

σi
e (S′)

κe (S′)+1
ee, j +ee,i e⊤e,iΣS KS′ee, j

= (︁
Ikm −ΩS′KS′

)︁
ee, j +

σi
e (S′)

κe (S′)+1

(︁
ee,i −ee, j

)︁
.

Multiplying this equation with A−1 from the left, we obtain the first part of the claim. If e ′ ̸= e, then
the number of players using the edge e ′ is the same for both supports S and S′, i.e., κe ′(S′) = κe (S)
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and, thus, KS ee ′, j = KS′ee ′, j for all j ∈N . Therefore, we obtain

(︁
Ikm −ΩS KS

)︁
ee ′, j = ee ′, j −

(︁
ΩS′ −ee,i e⊤e,iΣS′

)︁
KS ee ′, j

= ee ′, j −
(︁
ΩS′ −ee,i e⊤e,iΣS′

)︁
KS′ee ′, j

= (︁
Ikm −ΩS′KS′

)︁
ee ′, j +ee,i e⊤e,iΣS′KS′ee ′, j⏞ ⏟⏟ ⏞

=0

= (︁
Ikm −ΩS′KS′

)︁
ee ′, j .

Multiplying this equation with A−1 from the left we also get the second part of the claim. △
With the preceding claim and qS,e,i =

(︁
ΣS C̃S G

)︁⊤ee,i we get qS′,e,i = − κe (S)+1
κe (S′)+1 qS,e,i . The latter

directly implies (iv). With (ii) we further obtain

q⊤
S,e,i∆πS′

(ii)= q⊤
S,e,i

(︂
L∗

S −
1

1+q⊤
S,e,i L∗

S q̄S′,e,i

L∗
S q̄S′,e,i q⊤

S,e,i L∗
S

)︂
r

= 1

1+q⊤
S,e,i L∗

S q̄S′,e,i

q⊤
S,e,i L∗

S r

= det
(︁
L̂S′

)︁
det

(︁
L̂S

)︁ q⊤
S,e,i∆πS

proving (iii) by applying the sign function to both sides.

Theorem 6.8 establishes a simple rank-1-update formula for the block Laplacians and their
pseudo inverses as well as a connection between the orientation of the direction vectors ∆πS of
two neighboring supports. If we are given a feasible support S, we are interested in the neigh-
boring supports S′ that are feasible as well. Neighboring supports with ΠS ∩ΠS′ ̸= ∅ are of par-
ticular interest. In this case, the line segment ΠS of support S continues with the line segment
ΠS′ for the neighboring support S′. This will allow us later to trace the line of all λ-potentials
over different supports. If for S′ = N (S,e, i ) we have ΠS ∩ΠS′ ̸= ∅ we call S′ the continuative (e, i )-
neighbor of S since this support “continues” the line segment of the support S and denote by
NS := {S′ |ΠS ∩ΠS′ ̸= ∅} the set of all continuative neighbors. In order to characterize the contin-
uative neighbors for a given support S, we introduce the (possibly empty) sets

Nmin
S =

{︄
S′ = N (S,e, i )

⃓⃓⃓⃓
w⊤

S,e,i G⊤∆πS > 0 and
w⊤

S,e,i

(︁
b−G⊤πS

)︁
w⊤

S,e,i G⊤∆πS
=λmin

S

}︄

Nmax
S =

{︄
S′ = N (S,e, i )

⃓⃓⃓⃓
w⊤

S,e,i G⊤∆πS < 0 and
w⊤

S,e,i

(︁
b−G⊤πS

)︁
w⊤

S,e,i G⊤∆πS
=λmax

S

}︄

of (e, i )-neighboring supports that induce the minimum in the computation of the values λmin
S

and λmax
S . We refer to these sets as sets of lower and upper continuative neighbors of S. With the

following lemma we will prove that the lower and upper continuative neighbors are indeed all
continuative neighbors.
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πmin
S1

πmax
S0

πmax
S1

πmax
S2

qS1 ,e1 ,i1

qS1,e2,i2

ΠS0 ΠS 1
ΠS2

∆π
S0 ∆πS 1

∆π
S2

Figure 6.2: The potential lines of continuative neighbors. The potential line ΠS1 of the support
S1 is a line segment with direction ∆πS1 bounded by hyperplanes with normal vectors qS1,e,i .
The support S1 has two continuative neighbors NS = {S0,S2}, the lower continuative neighbor S0

(since ΠS1∩ΠS0 =
{︁
πmin

S1

}︁
) and the upper continuative neighbor S2 (since ΠS1∩ΠS2 =

{︁
πmin

S2

}︁
). The

direction vectors ∆πS of neighboring supports may have the same orientation (as it is the case for
S0 and S1) with respect to the bounding hyperplane or a different orientation (as it is the case for
S1 and S2). By Theorem 6.8(iii), this depends on the signs of the determinants of the respective
block Laplacian matrices.

Lemma 6.9. For every support S, NS =Nmin
S ∪Nmax

S . If S′ ∈NS , then there exists a unique potential
π∗ ∈Π such that

ΠS ∩ΠS′ = ∂ΠS ∩∂ΠS′ = {︁
π∗}︁

.

Further, CS′
(︁
G⊤π∗−b

)︁= CS
(︁
G⊤π∗−b

)︁
, i.e., the potential π∗ is an optimal potential for the same

flow for both supports.

Proof. Let e ∈ E and i ∈ N be such that S′ := N (S,e, i ) ∈Nmin
S we get by definition of the lower

continuative neighbors that

w⊤
S,e,i

(︁
G⊤πmin

S −b
)︁= w⊤

S,e,i

(︁
G⊤(λmin

S ∆πS +πS)−b
)︁= 0. (6.8)

Using the statement about the matrices C of neighboring supports from the first claim in the
proof of Theorem 6.8 we get

CS′
(︁
G⊤πmin

S −b
)︁= (︁

CS +
(︁
Ikm −ΩS′KS′

)︁
ee,i e⊤e,iΣS

(︁
Ikm −ΩS KS

)︁
A−1)︁(︁G⊤πmin

S −b
)︁

= CS
(︁
G⊤π∗−b

)︁+ (︁
Ikm −ΩS′KS′

)︁
ee,i w⊤

S,e,i

(︁
G⊤πmin

S −b
)︁ (6.8)= CS

(︁
G⊤πmin

S −b
)︁
.

(6.9)

We note that for e ∈ E and i ∈ N with S′ := N (S,e, i ) ∈ Nmax
S we obtain similar equations if we

replace Nmin
S with Nmax

S , πmin
S with πmax

S , and λmin
S with λmax

S .

Claim. If S′ := N (S,e, i ) ∈Nmin
S then WS′

(︁
G⊤πmin

S −b
)︁≥ 0. Likewise, if S′ := N (S,e, i ) ∈Nmax

S then
WS′

(︁
G⊤πmax

S −b
)︁≥ 0.

Proof of the claim. Let S′ := N (S,e, i ) ∈Nmin
S . Let e ′ ∈ E be some edge and j ∈N some player and

consider the row of the inequality corresponding to the pair (e ′, j ). There are three cases.
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Case 1: Assume e ′ ̸= e. Then the second claim from the proof of Theorem 6.8 implies

ee ′, j WS′ =σi
e (S′)ee ′, j C̃S′ =σi

e (S)ee ′, j C̃S = ee ′, j WS

and, thus, ee ′, j WS′
(︁
G⊤πmin

S −b
)︁= ee ′, j WS

(︁
G⊤πmin

S −b
)︁
) ≥ 0.

Case 2: Assume e ′ = e and j ̸= i . We again use the second claim from the proof of Theorem 6.8
and obtain

e⊤e, j WS′
(︁
G⊤πmin

S −b
)︁

=σi
e (S′)

(︃
κe (S)+1

κe (S′)+1
e⊤e, j C̃S +

σi
e (S)

κe (S′)+1

(︁
e⊤e, j −e⊤e,i

)︁
A−1

)︃(︁
G⊤πmin

S −b
)︁

=σi
e (S)

(︃
e⊤e, j C̃S −

σi
e (S)

κe (S′)+1
e⊤e, j C̃S +

σi
e (S)

κe (S′)+1

(︁
e⊤e, j −e⊤e,i

)︁
A−1

)︃(︁
G⊤πmin

S −b
)︁

=σi
e (S)

(︃
e⊤e, j C̃S +

σi
e (S)

κe (S′)+1

(︁
e⊤e, j KSΩS⏞ ⏟⏟ ⏞
=e⊤

e,i KSΩS

−e⊤e,i

)︁
A−1

)︃(︁
G⊤πmin

S −b
)︁

= e⊤e, j WS
(︁
G⊤πmin

S −b
)︁+ 1

κe (S′)+1
w⊤

S,e,i

(︁
G⊤πmin

S −b
)︁

(6.8)= e⊤e, j WS
(︁
G⊤πmin

S −b
)︁≥ 0.

Case 3: Assume e ′ = e and j = i . We again use the second claim from the proof of Theorem 6.8
and obtain

e⊤e, j WS′
(︁
G⊤πmin

S −b
)︁= e⊤e, jΣS′C̃S′

(︁
G⊤πmin

S −b
)︁

=−σi
e (S)

κe (S)+1

κe (S′)+1
e⊤e, j C̃S

(︁
G⊤πmin

S −b
)︁

=− κe (S)+1

κe (S′)+1
w⊤

S,e,i

(︁
G⊤πmin

S −b
)︁ (6.8)= 0.

If we replace Nmin
S with Nmax

S , πmin
S with πmax

S , and λmin
S with λmax

S the second part of the claim
follows similarly. △

Let S′ = N (S,e, i ) ∈Nmin
S ∪Nmax

S be an upper continuative neighbor. First, assume that S′ ∈
Nmin

S . Then,

LS′πmin
S −dS′ = GCS′G⊤πmin

S −GCS′b
(6.9)= GCS G⊤πmin

S −GCS b = LSπ
min
S −dS =λmin

S r

and WS′
(︁
G⊤πmin

S −b
)︁≥ 0 by the preceding claim. Hence, πmin

S ∈ΠS′ by definition of the potential
line from Eq. (6.6). Thus, ΠS ∩ΠS′ = {πmin

S } implying that S′ is a continuative neighbor (i.e., S′ ∈
NS). If S′ ∈Nmax

S , we obtain with the same computation πmax
S ∈ΠS′ and thus ΠS ∩ΠS′ = {πmax

S }.
Hence we have proven NS ⊃Nmin

S ∪Nmax
S .

If, conversely, S′ = N (S,e, i ) ∈NS is a continuative neighbor, we know that by definition that
there exists π∗ ∈ΠS ∩ΠS′ . With the same computations as in the above claim, we can prove that

0 ≤ e⊤e,i WS′
(︁
G⊤π∗−b

)︁=− κe (S)+1

κe (S′)+1
e⊤e, j WS

(︁
G⊤π∗−b

)︁≤ 0.
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Hence, in the potential π∗ the inequality from the definition of the potential line is tight, hence
π∗ must be a boundary potential. This also implies that S′ is either in Nmin

S or in Nmax
S . This

proves NS ⊂Nmin
S ∪Nmax

S . Further, this shows that every potential in ΠS∩ΠS′ is also in ∂ΠS∩∂ΠS′ .
Since only the potentials πmin

S ,πmax
S are boundary potentials, ∂ΠS∩∂ΠS′ can only contain at most

one of these potentials, proving that there exists a unique π∗ in ΠS ∩ΠS′ , namely either πmin
S or

πmax
S . Then, the further part of the statement also follows with Eq. (6.9)

Lemma 6.9 can be interpreted as follows. The continuative neighbors of a support are exactly
the lower and upper continuative neighbors Nmin

S and Nmax
S . Further, we can find these neigh-

bors by identifying the tight constraints in the computation of λmin
S and λmax

S . Moreover, the po-
tential line of two continuative neighbors intersect in exactly one potential which is a boundary
potential of both supports. Fig. 6.2 depicts the relation of the potential lines ΠS of neighboring
supports schematically.
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7
Computation of Nash
Equilibria

The main focus of this chapter lies on the analysis of the computational complexity of the com-
putation of Nash equilibria in atomic splittable congestion games. Formally, we are interested in
the following problem we denote by NASH-ATOMIC-SPLITTABLE.

NASH-ATOMIC-SPLITTABLE

INPUT: atomic splittable congestion game with graph G = (V ,E), players N = {1, . . . ,k}
with sources si , sinks ti , and demand rates rv,i ;0,
and cost functions ce,i (x) = ae,i x +be,i with ae,i ∈R>0, be,i ∈R≥0.

OUTPUT: Nash equilibrium x

We prove that NASH-ATOMIC-SPLITTABLE is a complete problem for the complexity class
PPAD, which contains problems such as the ϵ-approximate computation of Nash equilibria in
k-player games for k ≥ 2 or finding solutions to Brouwers fixed point problem. As a corollary
of proving the membership of NASH-ATOMIC-SPLITTABLE in PPAD, we obtain a trivial, yet inef-
ficient path-following algorithm for the computation of Nash equilibria. In fact, since we use a
parametric formulation of the problem to prove the membership of the computation in PPAD,
the algorithm we obtain is also capable of computing a function x : [0,1] → Rkm such that for
every λ ∈ [0,1], the flow x(λ) is a Nash equilibrium for demands λr.

Chapter Outline

We begin in Section 7.1 by introducing the complexity class PPAD. We define the class via the
problem END-OF-THE-LINE and additionally present some hard problems contained in PPAD.
The main contribution of this chapter is to show that NASH-ATOMIC-SPLITTABLE is a PPAD-
complete problem via Theorems 7.9 and 7.11 in Sections 7.2 and 7.3. In Section 7.4 we analyze the
special case of player-independent cost and prove that Nash equilibria are unique in this case. Fi-
nally, in Section 7.5 we use the trivial Line-Following Algorithm for problems in PPAD to obtain
algorithms for the computation of Nash equilibria in atomic splittable congestion games. The
analysis of these algorithms shows that the computation can be done in polynomial space and, if
the costs are player-independent, also in output-polynomial time.
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7.1 The Complexity Class PPAD

We are interested in the computational complexity of the problem NASH-ATOMIC-SPLITTABLE

defined at the beginning of this chapter. In particular, we want to show that the computation of
Nash equilibria in our setting is hard in some sense. A first idea would be to show that NASH-
ATOMIC-SPLITTABLE is a NP-complete problem. However, this is not feasible. We know from
Proposition 2.14 that NASH-ATOMIC-SPLITTABLE always possesses a solution making it a total
search problem, that is a search problem that always has a solution. These problems are unlikely
to be NP-complete for the following reason; see also Daskalakis et al. [25]. Suppose there was
a reduction from an NP-complete problem, say SAT, to some decision variant of NASH-ATOMIC-
SPLITTABLE. Since a Nash equilibrium always exists, the reduction must be based on a property of
the computed Nash equilibrium rather than its existence, and since NASH-ATOMIC-SPLITTABLE

returns an arbitrary equilibrium, this property must be satisfied for all Nash equilibria. Thus, all
Nash equilibria in the game returned by the reduction must have a property that is verifiable in
polynomial time and that is true if and only if the Boolean formula in SAT is satisfiable. But this
implies that, for every non-satisfiable formula, all Nash equilibria of the game from the reduction
must violate this property. Hence, any Nash equilibrium of the game could be used as a certificate
that is easy to verify for the non-satisfiability of the Boolean formula putting SAT in coNP. Overall
this would imply that NP= coNP which is thought to be unlikely. Hence, NP is probably not the
correct complexity class for these kinds of problems.

In order to classify the complexity of such problems, in particular the complexity of the com-
putation of Nash equilibria, Papadimitriou [90] introduced the new complexity class PPAD. The
name PPAD owes its name to the parity argument for directed graphs (PPAD stands for Polyno-
mial Parity Argument for Directed graphs) which states the following.

Proposition 7.1 (Parity argument for directed graphs). If a directed graph has an unbalanced node
(a vertex with different in-degree and out-degree), then there exists another unbalanced node.

The name was chosen because this argument is the key element in the existence proofs for
several total search problems, such as the computation of Nash equilibria, ensuring the existence
of solutions without giving an efficient way to solve these problems. Further it is key for the
definition of the complexity class. The class PPAD contains several complete problems such
as the (approximate) computation of Nash equilibria for games in strategic form as well as the
computation of fixed points in certain conditions. Although a lot of effort was put in finding
efficient algorithms for these problems, no efficient algorithm is known leading to the conclusion
that these problems are hard. We will present some PPAD-complete problems further below. For
more discussion on why PPAD-complete problems are believed to be hard, see for example the
papers by Papadimitriou [90], Daskalakis et al. [25], and Beame et al. [5] as well as the respective
chapter by Papadimitriou in the textbook by Nisan et al. [85].

7.1.1 Definition of PPAD via End-of-the-Line

We define the complexity class PPAD by defining one of its complete problems, END-OF-THE-
LINE, that is based directly on the parity argument. Consider a directed graph G = (V ,E) where
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s

t

Figure 7.1: A typical PPAD-graph consisting of disjoint paths and cycles. There is at least one
directed path from a distinct source s to a sink t .

every vertex has in-degree and out-degree of at most 1, i.e., at most one incoming and one out-
going edge. Without loss of generality, we assume that there is no isolated vertex (otherwise just
add a self-loop for this vertex). In a graph with these properties, every vertex has at most one pre-
decessor vertex (connected via the incoming edge) and at most one successor vertex (connected
via the outgoing edge). Thus, the graph can be encoded implicitly via a predecessor function
pred : V → V ∪ {∅} mapping every vertex to its predecessor or the empty set if no predecessor
exists and a successor function succ : V → V ∪ {∅} that is defined likewise. We say that such a
graph is a PPAD-graph of size n ∈N if every vertex as well as the functions pred and succ have an
encoding length that is polynomial in n. Thus, in particular, a PPAD-graph of size n may have
a number of vertices that is exponential in n. In this special setting, the parity argument from
Proposition 7.1 can be strengthened to the following formulation.

Proposition 7.2 (Parity argument for PPAD-graphs). If, in a directed graph where every vertex as
in- and out-degree of at most 1, there exists a vertex s ∈V with in-degree 0, then there exists another
vertex t ∈V with out-degree 1.

We also refer to the vertex s as the source and to the vertex t as the sink. Since every vertex
in a PPAD-graph has in- and out-degree of at most 1, a PPAD-graph is a combination of paths
and cycles. If there is a source vertex s, then there must be at least one directed path starting in
s and ending in a sink t . Fig. 7.1 shows an example for a PPAD-graph. With the definition of the
PPAD-graph, we can now formulate the END-OF-THE-LINE problem as follows.

END-OF-THE-LINE

INPUT: a number n ∈N, PPAD-graph G of input size n, source vertex s ∈V

OUTPUT: sink vertex t

The END-OF-THE-LINE problem asks for a sink vertex, given a source vertex s. The parity ar-
gument implies the existence of a solution t . Since the graph (and thus the path between s and t )
may have an exponential number of vertices in n, it is not clear how to compute a solution effi-
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ciently. However, there is the following, trivial but inefficient algorithm for the computation of a
solution of END-OF-THE-LINE.

Algorithm 8: Line-Following

Input: PPAD-graph G , source vertex s ∈V
Output: Sink vertex t
t ← s;
while succ(t ) ̸= ∅ do

t ← succ(t );
return t ;

Finally, we use END-OF-THE-LINE as the defining problem for the complexity classPPAD. We
say a total search problem PROBLEM is in PPAD if there is a polynomial reduction from PROBLEM

to END-OF-THE-LINE, that is, there is a function that transforms the solution of an instance of
END-OF-THE-LINE to a solution of PROBLEM in polynomial time. Hence, every problem PROBLEM

in PPAD can be reduced to finding a sink vertex in a PPAD-graph with (possibly exponentially
many) vertices and well-defined predecessor and successor functions that have a polynomial
encoding length in the input size of PROBLEM.

7.1.2 Some PPAD-complete problems

The definition of the complexity class PPAD via END-OF-THE-LINE may seem artificial. But in
fact there are many interesting complete problems in this class. One of the most important com-
plete problems in this class is based on Brouwer’s fixed point theorem.

BROUWER

INPUT: a Lipschitz continuous function f : [0,1]n → [0,1]n

together with an efficient algorithm for evaluating f ,
a Lipschitz constant K s.t. ∥ f (x)− f (y)∥ ≤ K ∥x−y∥ for all x,y ∈ [0,1]n ,
a precision ϵ> 0

OUTPUT: an ϵ-approximate fixed point of f , i.e. a point x ∈ [0,1]n with ∥ f (x)−x∥ ≤ ϵ.

The fixed point theorem with the same name [11] ensures that BROUWER has a solution, see
Knaster et al. [75] for a proof. Although BROUWER seems to be a completely unrelated problem, it
can be reformulated in a combinatorial way that puts it inPPAD, see Papadimitriou [90]. Further,
it can be shown that it is PPAD-complete.

Proposition 7.3. BROUWER is PPAD-complete.

Proof. See Daskalakis et al. [25] for the respective reductions.

Proposition 7.3 has two interesting implications. First, it gives another intuition why prob-
lems that are PPAD-complete are indeed hard problems: Hirsch et al. [56] show that every algo-
rithm that treats the function f in BROUWER as a black box, i.e., does not use any details of the
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function itself, must be exponential. This means, any efficient algorithm for BROUWER must be
capable of extracting some useful information from any input function f which seems unlikely.
Second, this puts many problems whose existence is based on Brouwer’s fixed point theorem into
the complexity classPPAD. In particular, the computation of an ϵ-approximate Nash equilibrium
in a strategic game is also PPAD-complete. To formalize this, recall the definition of a strategic
game from Section 2.5. In a Nash equilibrium, every player chooses a strategy that maximizes
their payoff given all other players have chosen a strategy, i.e., every player plays an optimal re-
sponse to the strategies played by all other players. An ϵ-approximate Nash equilibrium is an
outcome of a game where every player achieves a payoff that is no less than the optimal payoff
given all other players have fixed their strategy.

ϵ-NASH

INPUT: a game with k players N = {1, . . . ,k}, k ≥ 2,
the explicit payoffs ui for all players and strategies, a precision ϵ> 0

OUTPUT: an ϵ-approximate Nash equilibrium s

Proposition 7.4. ϵ-NASH is PPAD-complete.

Proof. See Daskalakis et al. [25].

In fact, the ϵ-NASH is even PPAD-complete in the case of only two players as shown by Chen
et al. [14]. The computation of equilibria in many other games are PPAD-complete too. We
are interested in one particular type of game as we can reduce these games to NASH-ATOMIC-
SPLITTABLE later. A Win-Lose-Game is a two-player game, where every player has n strategies.
The payoffs for every strategy profile are encoded in matrices U for player 1 and V for player 2,
where U,V ∈ {0,1}n×n . Thus, every player can only have a payoff of either 1 or 0, i.e., either win
or lose. A strategy for Player 1 is to choose a probability distribution over the strategies, that is
a vector y ∈ [0,1]n with

∑︁n
i=1 yi = 1. Likewise, a strategy for Player 2 is a vector z ∈ [0,1]n with∑︁n

i=1 zi = 1. For ϵ> 0, a strategy profile (ȳ , z̄) is an ϵ-approximate Nash equilibrium if

y⊤U z̄ ≤ ȳ⊤U z̄+ϵ,

ȳ⊤V z̄ ≤ ȳ⊤V z̄+ϵ

for all respective strategies y,z. We then define NASH-WIN-LOSE as follows.

NASH-WIN-LOSE

INPUT: matrices U,V ∈ {0,1}n×n , precision ϵ> 0

OUTPUT: ϵ-approximate Nash equilibrium (ȳ, z̄) of the Win-Lose-Game with payoffs U,V.

Proposition 7.5. For any constant β> 0, NASH-WIN-LOSE for ϵ= n−β is PPAD-complete.

Proof. See Chen et al. [15].
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Figure 7.2: Schematic representation of the potential space and the resulting, dual PPAD-graph.

7.2 Nash-Atomic-Splittable is in PPAD

Before prove the hardness of NASH-ATOMIC-SPLITTABLE we show that the problem is actually
contained in PPAD. By our definition of the complexity class PPAD, we need to reduce NASH-
ATOMIC-SPLITTABLE to END-OF-THE-LINE. We can do this by showing that we can compute a
Nash equilibrium in an atomic splittable congestion game by following a line in a graph with
possibly exponentially many vertices that is given implicitly by predecessor and successor func-
tions pred and succ. Thus, we need a representation of the atomic splittable game that resembles
a PPAD-graph like in Fig. 7.1. When we studied the structure of parametric Nash equilibria in
Section 6.2, we discovered that we can define a notion of “neighboring” for supports. In particu-
lar, the representation of the potential lines of the supports as depicted in Fig. 6.2 looks in some
sense similar to aPPAD-graph: The supports have predecessors and successors (lower and upper
continuative neighbors) and the potential lines form a line that we can follow. This line, consist-
ing of the line segments ΠS starts in the optimal potential for the Nash equilibrium for λ= 0 and
ends in the optimal potential for the Nash equilibrium for λ = 1. Intuitively, the starting point
for λ= 0 is easy to obtain: For λ= 0, the all-zero flow is a Nash equilibrium and the optimal po-
tential can be obtained with an easy shortest path computation. On the other hand, the optimal
potential for λ= 1 at the end of the line is the optimal solution of the underlying atomic splittable
game for demands r. This is the basic idea for the reduction we will use in this section. Still, there
are many details we need to work. Is there an unique optimal potential we can start with? Are
the neighboring continuative neighbors uniquely defined? And can we find these neighboring
supports in polynomial time?

Before we formalize these ideas, we want to gain more intuition. Consider again the potential
lines of the feasible supports as depicted in Fig. 6.2. Now consider some projection of the poten-
tial space to R2 such that the x-axis corresponds to the parameter λ and the y-axis corresponds
to some function of the potentials π. We have seen in Fig. 6.1 that the potential lines are line seg-
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ments that start in a potential for λmin
S and end in a potential for λmax

S . Under the (hypothetical)
projection this line will now start in a point with x-coordinate λmin

S and end in a point with x-
coordinate λmax

S . Such projection is of course not easy to find, however, it helps us to understand
the problem better. The resulting picture looks like the picture in Fig. 7.2a. The potential lines
of continuative neighbors are connected. Some supports intersect the vertical line at λ = 0 (in
this case only the support S1). Thus, these supports admit a solution for λ = 0, at least one of
them must be a support for the trivial initial solution x = 0. Some supports intersect the vertical
line at λ= 1. These supports admit a solution for λ= 1, hence, a solution of the non-parametric
game. The picture already suggests a method to compute a solution: Start at the support for the
trivial equilibrium for λ = 0 (in this picture this must be S1) and then follow the line segments
until we reach a support with λmax

S = 1 (in this picture, we would end up in S5). If we in particular
consider the dual graph of the potential line, where the vertices are supports that are connected
if the respective potential lines intersect, we obtain the graph in Fig. 7.2b is a PPAD-graph.

Note that the picture in Fig. 7.2a already incorporates some assumptions that are yet un-
clear: There is only a unique starting point (i.e., a unique support for λ = 0), all supports have a
unique continuative neighbor, and every support (or its potential line) has some sort of orienta-
tion (indicated by the small arrows on the potential lines) that allows us to define predecessors
and successors. In the remainder of this section, we will prove these details formally.

7.2.1 Reduction of Nash-Atomic-Splittable to End-of-the-Line

Given a atomic splittable congestion game with graph G = (G ,V ), affine-linear, player-specific
cost functions ce,i , and k players with sources and sinks si , ti and demand rates ri > 0, we need
to define a PPAD-graph. In order to avoid confusion with the graph G and its vertices, we denote
the vertices of the PPAD-graph by S and also refer to these vertices as states. Additionally, we
define the edges in this graph implicitly with the functions pred and succ and, finally, we need to
define a unique source vertex (or source state) S0 to start from.

As already suggested in Fig. 7.2 and the corresponding discussion, we use the set

S := {S | S is λ-feasible and non-a-degenerate}

of all feasible, non-a-degenerate supports. We will assume for this whole section that every game
is non-a-degenerate, such that S in fact contains all λ-feasible supports, i.e., all supports that
admit an equilibrium for some λ ∈ [0,1]. The special case of a-degenerate games is discussed
later in Section 8.1. We already see that the number of states can be exponential in the encoding
length of the atomic splittable congestion game (which is defined by the size of the graph, i.e.,
the number of vertices n, and the number of players k) since there is an exponential number of
supports.

In order to define the predecessor and successor functions uniquely, we need to ensure that
there is at most one lower and one upper continuative neighbor. In fact, we will make an assump-
tion that this condition is always satisfied and treat all other cases as a new type of degeneracy
that we will study in more detail later. Formally, we say a λ-feasible support S is b-degenerate
if |Nmin

S | > 1 or |Nmax
S | > 1. A game is called b-degenerate if there is at least one λ-feasible b-

degenerate support. Intuitively, a support cannot be b-degenerate if the potential line ΠS hits
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unique boundary hyperplanes at its ends. If, however, multiple boundaries intersect in the end
point, there are multiple neighboring supports that can be λ-feasible and may be continuative
neighbors. Hence, b-degeneracy is similar to the degeneracy we discussed in the context of elec-
trical and minimum cost flows in the first part. In particular, it can be solved by a small per-
turbation of either the potentials or the offsets be,i of the cost functions. Further, similar to the
electrical flow case, we can develop a lexicographic rule to define unique continuative neighbors
even in the case of degeneracy.

For the remainder of this chapter, we will always assume that all games are non-b-degenerate
and discuss degenerate games in Section 8.2 in more detail. Figs. 6.2 and 7.2 already indicate
that the lower and upper continuative neighbor relation is not enough to define predecessor
and successor functions. For example, in Fig. 6.2 the supports S1 and S2 are both upper con-
tinuative neighbors of each other while S0 is a lower neighbor of S1 and S1 is an upper neigh-
bor of S0. How two continuative neighbors are oriented depends on the orientation of the po-
tential direction ∆πS with respect to the boundary that separates the two respective potential
lines. By Theorem 6.8(iii) this mutual orientation of the potential directions depends on the sign
σS := sgn

(︁
det(L̂S)

)︁
of the determinant of the submatrix L̂S of the block Laplacian matrix of the

respective supports. Since we assume that all supports are non-a-degenerate, this sign is always
non-zero and we refer to σS as the orientiation of the support S. In the schematic representation
of the potential space in Fig. 7.2a the orientation is depicted as small arrows next to the potential
lines. We can now define the successor and predecessor functions as follows. For every λ-feasible
support S, we define the functions pred :S→S∪ {∅} and succ :S→S∪ {∅} by

pred(S) :=

⎧⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎩
∅ if σS = 1 and πmin

S is a 0- potential,

∅ if σS =−1 and πmax
S is a 1-potential,

S′ ∈Nmin
S if σS = 1 and πmin

S is not a 0-potential,

S′ ∈Nmax
S if σS =−1 and πmax

S is not a 1-potential.

succ(S) :=

⎧⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎩
∅ if σS = 1 and πmax

S is a 1-potential,

∅ if σS =−1 and πmin
S is a 0-potential,

S′ ∈Nmax
S if σS = 1 and πmax

S is not a 1-potential,

S′ ∈Nmin
S if σS =−1 and πmin

S is not a 0-potential.

Recall that a potential π is a 0-potential if it is an optimal potential for demands 0 and a 1-
potential if it is an optimal potential for demands r, i.e., an optimal potential of a solution.

Lemma 7.6. The functions pred and succ are well-defined and can be evaluated in O
(︁
poly(n,k)

)︁
-

time.

Proof. By assumption, all supports are non-b-degenerate. Hence, there is always a unique, well-
defined S′ in Nmin

S or Nmax
S as long as the respective set is not empty. Therefore, in order to show

that the functions are well-defined, it suffices to show the following claim.

Claim. If πmin
S is not a 0-potential, Nmin

S ̸= ∅. If πmax
S is not a 1-potential, Nmax

S ̸= ∅.
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Proof of the claim. Assume that πmin
S is not a 0-potential. This is equivalent to λmin

S > 0. By
definition of λmin

S , this means that there is an edge e ∈ E and a player i ∈N such that

λmin
S =

w⊤
S,e,i

(︁
b−G⊤πS

)︁
w⊤

S,e,i G⊤∆πS
.

But this implies by the definition of the lower continuative neighbors that S′ = N (S,e, i ) ∈Nmin
S .

The same reasoning implies that Nmax
S ̸= ∅ whenever πmax

S is not a 1-potential. △
Since λmin

S and as λmax
S can be computed in polynomial time in the size of the graph and the

number of the players, we can determine all lower and upper continuative neighbors and check
if πmin

S is a 0-potential or πmax
S is a 1-potential in O

(︁
poly(n,k)

)︁
-time.

The functions pred and succ are well-defined. We continue by showing that these functions
represent indeed a predecessor and successor relation on a graph with vertices S.

Lemma 7.7. The predecessor and successor function satisfy

(i) succ(pred(S)) = S for all supports S ∈S with pred(S) ̸= ∅.

(ii) pred(succ(S)) = S for all supports S ∈S with succ(S) ̸= ∅.

Proof. We begin the proof by proving the following claim.

Claim. Let ∅ ̸= S′ := N (S,e, i ) be the (e, i )-neighbor of S.

(a) If S′ = pred(S) then σS q⊤
S,e,i∆πS < 0.

(b) If S′ = succ(S) then σS q⊤
S,e,i∆πS > 0.

Proof of the claim. Assume that S′ = pred(S). Then, we have two cases.

Case 1: σS = 1. Then, S′ ∈Nmin
S . By non-b-degeneracy, there is no other e ′ ∈ E and j ∈ N such

that
w⊤

S,e ′, j ,e,i

(︁
b−G⊤πS

)︁
w⊤

S,e ′, j ,e,i G⊤∆πS
=λmin

S .

Hence, the pair (e, i ) must induce the maximum in the computation of λmin
S . Therefore,

σS q⊤
S,e,i∆πS = w⊤

S,e ′, j ,e,i G⊤∆πS < 0.

Case 2: σS = −1. Then, S′ ∈ Nmax
S . With the same reasoning as above, (e, i ) must induce the

minimum in the computation of λmax
S . Therefore, σS q⊤

S,e,i∆πS =−w⊤
S,e ′, j ,e,i G⊤∆πS > 0.

If we ssume that S′ = succ(S) we obtain the same result but with opposite signs. △
Now, assume that pred(S) ̸= ∅ and let e, i be chosen such that S′ := N (S,e, i ) = pred(S). We

know that S′ must be a continuative neighbor of S′ ∈NS . Lemma 6.9 implies that, conversely, S ∈
NS′ , i.e., that S is also a continuative neighbor (either lower or upper) of S′. Since the respective
boundary potential is not a 0- or a 1-potential (otherwise, S′ could not have been a predecessor of
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S), S must be either a predecessor or a successor of S′. The claim and Theorem 6.8(iii)-(iv) imply
that

σS′q⊤
S′,e,i∆πS =−σS q⊤

S,e,i∆πS > 0.

Applying again the claim for the support S′, S = pred(S′) is a contradiction, hence S = succ(S′) =
succ(pred(S)) must hold true, proving (i). The second statement (ii) follows likewise.

We note that every isolated support S ∈S (that is a support with no predecessor or successor)
must have a 1-potential and, thus, be a support of a solution. Therefore, whenever we encounter
an isolated support, it is a sink in the PPAD-graph. We now define the source state of our PPAD-
graph as follows. Let S0 be a support of the Nash equilibrium x = 0 for demand 0r. We prove in the
following lemma that this support is unique and use it as the source of the PPAD-graph. Note,
that we can find this support in polynomial time with a simple shortest path computation.

Lemma 7.8. The following holds true.

(i) There is a unique support S0 for the zero flow 0.

(ii) The orientation of the support S0 is positive, i.e., σS0 = 1.

(iii) Let S ∈ S be not the source state, i.e., S ̸= S0. If pred(S) = ∅ or succ(S) = ∅, then there is a
1-potential π ∈ΠS .

Proof. Since we assume non-b-degeneracy, for λ= 0 there are unique shortest paths with respect
to the edge cost µe,i (0). If this was not the case, there would be multiple supports for the flow 0
and thus these supports would have multiple lower or upper continuative neighbors. This proves
(i).

Further we obtain that for every player the active edges e ∈ Si form a spanning tree. Denote
by G̃ the matrix obtained from G by removing all columns corresponding to inactive edges and all
rows corresponding source vertices si . Then the matrix G̃ is of quadratic size (n−1)k×(n−1)k and
a block diagonal matrix, where every block on the diagonal is the incidence matrix of a spanning
tree without the row corresponding to the source vertex si . These quadratic sub matrices have
determinant ±1. Hence, det(G̃) =±1. Let C̃S0 be the matrix obtained from CS0 by deleting all rows
and columns corresponding to inactive edges for the respective players. The matrix C̃S0 is strictly
diagonally dominant by definition. Further, L̂S0 = G̃C̃S0 G̃

⊤
. Thus, σS0 = det

(︁
L̂S0

)︁ = det
(︁
C̃S0

)︁ > 0
and (ii) follows.

Finally, we claim that there is no other Nash equilibrium flow for the zero demand 0 other
than the all-zero flow. Indeed, for demand 0 every player can play the zero flow for cost of 0
(independent of the other players’ strategy). But if a player sends some flow, this always has
strictly positive cost. Hence, playing the zero flow is a strictly dominant strategy and x = 0 is the
only Nash equilibrium for zero demand. By (i), there is also only one support, the support S0

for this flow. This implies, that all supports other than S0 cannot have a 0-potential. Hence, (iii)
follows by the definition of the predecessor and the successor functions.

Lemma 7.8 shows that there is a unique initial support S0. This can be found in polynomial
time. Since it has positive orientation and no predecessor, it is either an isolated state and there-
fore has also a 1-potential, or it has a successor. Following the successors iteratively, we can find
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a sink support that has no successor and, thus, again by Lemma 7.8 has a 1-potential. Having
found a support with a 1-potential the Nash equilibrium can be easily computed as shown in
the previous chapter. Overall, we have shown that we can reduce NASH-ATOMIC-SPLITTABLE to
END-OF-THE-LINE and we obtain the following result.

Theorem 7.9. NASH-ATOMIC-SPLITTABLE is in PPAD.

Since support changes can only occur for finitely man values λ, as there is only a finite num-
ber of supports, the optimal potentials of equilibria appear in the relative interior of the potential
lines ΠS except for a null set of demands. This implies that these equilibria are all unique start
points or endpoints of a path in the PPAD-graph. Subtracting the artificial equilibrium at λ= 0,
we have shown that there is an odd number of equilibria. In order to formalize this, consider
a fixed graph G with fixed cost functions, and a fixed set of k players with source and sink ver-
tices si , ti , i = 1, . . . ,k. Then all possible demands for this setting are given by the non-negative
vectors r = (r1, . . . ,rk )⊤ ∈ Rk

≥0 of possible demand rates for the players. The next corollary proves
that the set Reven ⊆Rk

≥0 containing all vectors of demand rates r ∈Rk
≥0 such that the correspond-

ing game has an even number of equilibria is a null set with respect to the Lebesgue measure.

Corollary 7.10. Given a non-b-degenerate atomic splittable congestion game, the setReven is a null
set with respect to the Lebesgue measure. In particular, if the demand rates r of a game are drawn
from a continuous distribution D on Rk

≥0, then PD[the game has an odd number of equilibria] = 1.

Proof. Given a fixed demand rate vector r̂ ∈Rk
≥0, consider all games with demand rates λr̂,λ≥ 0.

Then, the sets of all optimal potentials for all equilibria of all these games have the same structure
as depicted in Fig. 7.2a, but without the boundary at λ = 1. From the figure and also from the
previous analysis it follows that for every λ there is an odd number of optimal potentials (and
thus equilibria) except for λ-values where the potential lines of neighboring supports intersect.
Since there are at most K = 2mk feasible supports, there at most K values λ1(r̂), . . . ,λK (r̂) for which
the game with demand λi (r̂) has an even number of equilibria. Overall, we can rewrite Reven as

Reven = ⋃︂
r∈Rk

≥0:
∥r∥=1

{︁
λr |λ ∈ [0,∞]

}︁∩Reven = ⋃︂
r∈Rk

≥0:
∥r∥=1

2mk⋃︂
i=1

{︁
λi (r)r

}︁= 2mk⋃︂
i=1

⋃︂
r∈Rk

≥0∥r∥=1

{︁
λi (r)r

}︁
.

Denote by µ the Lebesgue measure over Rk , then µ
(︂⋃︁

r∈Rk
≥0:∥r∥=1

{︁
λi (r)r

}︁)︂ = 0 since the set is a

lower dimensional subset of Rk . Thus, we obtain

µ
(︁
Reven)︁≤ 2mk∑︂

i=1
µ
(︂ ⋃︂

r∈Rk
≥0:∥r∥=1

{︁
λi (r)r

}︁)︂= 0.

The in particular-part follows from the definition of continuous distributions.

7.3 Nash-Atomic-Splittable is PPAD-complete

Having shown that NASH-ATOMIC-SPLITTABLE is in PPAD, we will prove that NASH-ATOMIC-
SPLITTABLE is also a hard problem in this complexity class. We will do this by reducing another
complete problem, namely NASH-WIN-LOSE, to NASH-ATOMIC-SPLITTABLE.
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(a) Macro structure of the reduction.
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(b) Gadget Gr,c used in the macro construction.

Figure 7.3: Construction for the PPAD-hardness of computing a Nash equilibrium in an atomic
splittable congestion game.

Theorem 7.11. NASH-ATOMIC-SPLITTABLE is PPAD-hard.

Proof. We reduce from NASH-WIN-LOSE. Let (U,V) be a win-lose game with matrices U,V ∈
{0,1}n×n . We proceed to describe the construction of a corresponding atomic splittable conges-
tion game with graph GU,V, two players N = {1,2} with demands r1 = r2 = 1, and cost functions
ce,i . The macro structure of the underlying graph GU,V is shown in Fig. 7.3a. We note that our
construction uses constant cost functions (in particular cost functions with constant cost 0) for
the benefit of a simpler exposition. It is not hard to see that the same construction is valid for cost
functions with non-constant functions with slopes ae,i = δ for δ> 0 small enough.

There are n2 gadgets Gr,c with r,c ∈ {1, . . . ,n} that are arranged in a grid like fashion. The
horizontal edges of the grid as well as the edges connecting s1 and t1 to the grid, shown dashed
and blue in Fig. 7.3a, have constant cost 0 for Player 1 and constant cost 4n for Player 2. We call
these edges type-1 auxiliary edges. Similarly, the vertical edges of the grid as well as the edges
connecting s2 and t2 to the grid, shown dot-dashed and red in Fig. 7.3a have constant cost 4n
for Player 1 and constant cost 0 for Player 2. These edges are called type-2 auxiliary edges. Every
gadget Gr,c with r,c ∈ {1, . . . ,n} has four designated verices s̄r , t̄ r , s̄c , t̄ c . In the macro structure,
incoming auxiliary type-1 edges to Gr,c from the left are connected to s̄r , incoming auxiliary type-
2 edges from above are connected to s̄c , outgoing auxiliary type-1 edges to the right are connected
to t̄ r , and outgoing auxiliary type-2 edges to below are connected to t̄ c .

We introduce an additional parameter T ∈N in our construction of the gadgets Gr,c in order
to parametrize the number of edges in every gadget. We specify T in Claim (3) below. For some
given T ≥ 1, every gadget Gr,c has T type-1 main edges e1

r,c,1, . . . ,e1
r,c,T and T type-2 main edges

e2
r,c,1, . . . ,e2

r,c,T as well as some auxiliary edges, see Figure 7.3b. The dashed blue edges are type-
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1 auxiliary edges that have constant cost 0 for Player 1 and constant cost 4n for Player 2 while
the dash-dotted red edges are type-2 auxiliary edges that have constant cost 4n for Player 1 and
constant cost 0 for Player 2. The structure of Gr,c is such that every path from s̄r to t̄ r that does
not use type-2 auxiliary edges uses exactly one of the type-1 main edges e1

r,c,1, . . . ,e1
r,c,T and all

type-2 main edges {er,c,1, . . . ,e2
r,c,T }. Similarly, every path from s̄c to t̄ c that does not use any of the

type-1 auxiliary edges uses exactly one of the type-2 main edges e2
r,c,1, . . . ,e2

r,c,T as well as all of the
type-1 main edges {e1

r,c,1, . . . ,e1
r,c,T }.

For the type-1 and type-2 main edges, we define the player-specific affine costs as follows.
The player-specific costs are of the form ce,i (x) = ae,i x +be,i with

ae,1 =
{︄

1−ur,c if e = e1
r,c,t with r,c ∈ {1, . . . ,n}, t ∈ {1, . . . ,T },

0 otherwise,

ae,2 =
{︄

1− vr,c if e = e2
r,c,t with r,c ∈ {1, . . . ,n}, t ∈ {1, . . . ,T },

0 otherwise,

be,i = 0 for all e1
r,c,t ,e2

r,c,t with r,c ∈ {1, . . . ,n}, t ∈ {1, . . . ,T }.

We claim that in every Nash equilibrium, Player 1 does not use any of the auxiliary type-2
edges and Player 2 does not use any of the auxiliary type-1 edges.

Claim (1). Let x be a Nash equilibrium of the game. Then, x1
e = 0 for every type-2 auxiliary edge e

and x2
e = 0 for every type-1 auxiliary edge.

Proof of the claim. We show the claim only for Player 1 since the argumentation for Player 2 is
symmetric. By Proposition 2.13, Player 1 only uses paths with minimal marginal costs in x. The
marginal cost of every path containing a type-2 auxiliary edge e is at least

ae,i x̄e +be,i +ae,i xi
e ≥ 4n.

On the other hand, every path that does not contain a type-2 auxiliary edge traverses all gadgets
Gr,1, . . . ,Gr,n for some r ∈ {1, . . . ,n}. In each gadget, Gr,c with c ∈ {1, . . . ,n}, Player 1 traverses one of
the type-1 main edges er,c,tc with tc ∈ {1, . . . ,T } as well as some type-1 auxiliary edges and some
type-2 main edges each of which have no cost for Player 1. Thus, the marginal cost of the path is
determined by the n type-1 main edges. Let Er = {e1

r,c,tc
| c ∈ {1, . . . ,n}} be the set of these edges.

The marginal cost of the path is then given by∑︂
e∈Er

ae,i x̄e +be,i +ae,i xi
e ≤

∑︂
e∈Er

x̄e +xe,i ≤ 3n.

We conclude that every path of Player 1 not containing a type-2 auxiliary edge has lower marginal
cost than a path containing a type-2 auxiliary edge and the claim follows. △

Notice that Player 1 has an exponential number of paths from s1 to t1 that do not use any of
the type-2 edges. Every such path visits one row of gadgets Gr,1, . . . ,Gr,n for some r ∈ {1, . . . ,n}.
Within each gadget Gr,c , c ∈ {1, . . . ,n} the path uses one of the T type-1 main edges e1

r,c,1, . . . ,e1
r,c,T .

We claim that in every Nash equilibrium, all paths that visit the same row of gadgets have the
same flow of Player 1.
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Claim (2). Let x be a Nash equilibrium of the game. Then, xi
e i

r,c,t
= xi

e i
r,c,t ′

for all i ∈ {1,2}, r,c ∈
{1, . . . ,n}, and t , t ′ ∈ {1, . . . ,T }.

Proof of the claim. We show the claim only for Player 1 since the argumentation for Player 2 is
symmetric. Let r,c ∈ {1, . . . ,n} and t , t ′ ∈ {1, . . . ,T } be arbitrary and consider the edges e = e1

r,c,t

and e ′ = e1
r,c,t ′ . Since x is a Nash equilibrium, by Claim (1), we may assume that Player 1 does not

use any type-2 auxiliary edges and Player 2 does not use any type-1 auxiliary edges. Since every
path of Player 2 that does not use any type-1 auxiliary edges and traverses the gadget Gr,c uses all
type-1 main edges, this implies in particular that x2

e = x2
e ′ .

If x1
e = x1

e ′ = 0, there is nothing left to show, so it is without loss of generality to assume that
x1

e > 0. This implies that there is a path P from s1 to t1 carrying positive flow. Let P ′ be the path
that uses the same edges as P , except that in gadget Gr,c edge e ′ is used instead of edge e. (This
means that also some auxiliary type-1 edges are swapped in Gr,c , but since they have no cost for
Player 1, we may ignore them for the following arguments.) Proposition 2.13 implies

ae,1x̄e +be,1 +ae,1x1
e ≤ ae ′,1x̄e ′ +be ′,1 +ae ′,1x1

e ′ , (7.1)

which is equivalent to

(1−ur,c )(2x1
e +x2

e ) ≤ (1−ur,c )(2x1
e ′ +x2

e ′),

using the definition of the cost functions. Further using that x2
e = x2

e ′ and that 1−ur,c ≥ 0 this
implies x1

e ≤ x1
e ′ and, thus, x1

e ′ > 0. We conclude that Eq. (7.1) is actually satisfied with equality
implying that x1

e = x1
e ′ . △

For Player 1 and r ∈ {1, . . . ,n} let x1
r denote the total flow sent along the paths using the r th

gadget row Gr,1, . . . ,Gr,n . Similarly, for Player 2 and c ∈ {1, . . . ,n} let x2
c denote the total flow sent

along the paths using the cth gadget column G1,c , . . . ,Gn,c .

Claim (3). Let x be a Nash equilibrium of the game with T = 2nβ+1 for some β > 0. Then, the
strategy profile (ȳ, z̄) with ȳ r = x1

r for all r ∈ {1, . . . ,n} and z̄c = x2
c for all c ∈ {1, . . . ,n} is an n−β-

approximate Nash equilibrium of (U,V).

Proof of the claim. For the sake of a contradiction, suppose that (ȳ, z̄) is not an n−β-approximate
Nash equilibrium of (U,V). Due to symmetry, it is without loss of generality to assume that
Player 1 has an alternative strategy y with y⊤Uz̄ > ȳ⊤Uz̄+n−β. This implies in particular that

max
r∈{1,...,n}

n∑︂
c=1

ur,c z̄c > min
r∈{1,...,n}:ȳ r >0

n∑︂
c=1

ur,c z̄c +n−β. (7.2)

Let r∗ ∈ argmaxr∈{1,...,n}
∑︁n

c=1 ur,c z̄c and let r ′ ∈ argminr∈{1,...,n}:ȳ r >0
∑︁n

c=1 ur,c z̄c be arbitrary. Since
x is a Nash equilibrium for GU,V, all used paths have the same marginal total cost, and unused
paths have higher marginal total cost. Using Claim (2), this implies in particular that

∂

∂x1
r ′

(︃ n∑︂
c=1

T (1−ur ′,c )
(︂ x1

r ′

T
+x2

c

)︂ x1
r ′

T

)︃
≤ ∂

∂x1
r ∗

(︃ n∑︂
c=1

T (1−ur ∗,c )
(︂ x1

r ∗

T
+x2

c

)︂ x1
r ∗

T

)︃
,
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which gives

n∑︂
c=1

2(1−ur ′,c )x1
r ′

T
+ (1−ur ′,c )x2

c ≤
n∑︂

c=1

2(1−ur ∗,c )x1
r ∗

T
+ (1−ur ∗,c )x2

c .

Using the definition of (ȳ, z̄) we obtain∑︂
c∈[n]

2(1−ur ′,c )ȳ r ′

T
+ (1−ur ′,c )z̄c ≤

∑︂
c∈[n]

2(1−ur ∗,c )ȳ r ∗

T
+ (1−ur ∗,c )z̄c .

Finally, we obtain

n∑︂
c=1

ur ∗,c z̄c ≤
n∑︂

c=1
ur ′,c z̄c +

n∑︂
c=1

2(1−ur ∗,c )ȳ r ∗ −2(1−ur ′,c )ȳ r ′

T

≤
n∑︂

c=1
ur ′,c z̄c +

n∑︂
c=1

2ȳ r ∗

T
≤

n∑︂
c=1

ur ′,c z̄c + 2n

T
=

n∑︂
c=1

ur ′,c z̄c +n−β,

contradicting (7.2). △
Using that it is PPAD-complete to compute an n−β-approximate equilibrium of a two-player

win-lose game for any β > 0, we conclude that the computation of a Nash equilibrium of an
atomic splittable congestion game is PPAD-hard as well.

7.4 Games with Player-Independent Cost Functions

The construction of the reduction in the proof of Theorem 7.11 crucially depends on the fact that
the cost are not symmetric for the players. In fact, as shown by Cominetti et al. [19], in the case of
player-independent affine cost functions an equilibrium can be computed efficiently by solving
a quadratic program. In this section, we analyze the structural changes in this case, in particular
with respect to the block Laplacians and the potential lines. Therefore, we assume throughout
this section that the cost functions are of the form

ce,i (x) = ce (x) := ae x +be

with coefficients ae ,be > 0,e ∈ E . Under this assumption we obtain the following result regarding
the block Laplacian matrices.

Lemma 7.12. If the cost functions are player-independent, then, for every support S, the block
Laplacian matrix LS is symmetric and positive semi-definite. Further, the nullspace of the block
Laplacian is ker(LS) =N .

Proof. By definition, LS = GCS G⊤. Recall from Section 6.1.2 that the matrix CS has a block struc-
ture and contains the matrices Ci j

S . If we assume player-independent cost functions, then ae,i =
ae, j = ae for all e ∈ E . Thus, Ci j

S = C j i
S . Hence, the matrix CS and also the matrix LS are symmetric.

Further, it can be easily verified that, for every row of CS , the difference of diagonal element and
all (non-zero) off-diagonal is 1

(κem +1)ae
> 0. Hence, CS is a diagonally dominant matrix and, thus,

also positive definite. Hence, LS is positive semi-definite. Further, the positive semi-definiteness
implies that LS v = GCS G⊤v = 0 if and only if CS G⊤v = 0. With Lemma 6.4, ker(LS) = N fol-
lows.
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If LS is positive semi-definite, we know by Sylvester’s criterion that all principal minors of the
matrix are positive semi-definite. Hence, in particular the principal minor σS = sgn

(︁
det(L̂S)

)︁≥ 0
must be non-negative. Since additionally ker(LS) =N , the matrix L̂S cannot be singular, and thus
σS > 0 for all supports. This immediately implies the following result.

Theorem 7.13. If the cost functions are player-independent, then

(i) the game is non-a-degenerate,

(ii) the orientation σS of every support S is positive,

(iii) for every demand vector r there is a unique Nash equilibrium x.

Proof. Statements (i) and (ii) follow directly from the fact that σS > 0 for all supports. If the game
is non-a-degenerate, then there can be at most one optimal potential π ∈Π for every support S
and demand vector r, since in this case the mapping induced by the block Laplacian matrix LS is a
bijection between the space of all demand vectors and the potential space. Since every potential
induces a unique flow, there can be at most one Nash equilibrium for every non-a-degenerate
support. Since the orientation of every support is positive, there can be no cycles in the PPAD-
graph. Hence, tracing the potential lines back from any support of a Nash equilibrium with the
pred function must lead to a support for the zero flow. In non-b-degenerate games, there is only
a unique initial support, hence, in this case, there can also only be a unique Nash equilibrium
for every demand vector. In the case of a b-degenerate game, this is still true by the following
argument. Applying a small perturbation to the offsets of the cost functions be makes the game
non-b-degenerate (we discuss this in detail in Section 8.2) while this small perturbation does not
change the support of an equilibrium. Hence, the same reasoning applies.

7.5 (Parametric) Computation of Nash Equilibria

Algorithm 8 allows the computation of Nash equilibria in atomic splittable congestion games. We
start with the zero flow and the corresponding support and iterate through the supports using the
succ function until we arrive at a support for a Nash equilibrium. For this support, we can easily
compute the equilibrium flow by solving the block Laplacian system. But since our definition
of the PPAD-graph relies on the potential lines and, thus, on a parametric formulation of the
problem, we in fact obtain even more. As a byproduct of this sequence we compute a sequence of
supports S0, . . . ,SL , where Sl is the support of Nash equilibria for demands λr for λ ∈ [︁

λmin
S ,λmax

S

]︁
.

By construction,
⋃︁L

l=1

[︁
λmin

S ,λmax
S

]︁ = [0,1]. Thus, we can define a function λ ↦→ S(λ) that maps
every parameter λ to a support of some Nash equilibrium for demand λr. Given the support S(λ)
and λ, we can easily compute a Nash equilibrium for the demand λ as discussed in Section 6.1.
Hence, we obtain a function x : [0,1] ↦→ Rmk such that x(λ) is a Nash equilibrium for the demand
λr.

Theorem 7.14. The parametric variant of NASH-ATOMIC-SPLITTABLE can be solved in polynomial
space.
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Proof. Since the function λ ↦→ πi
v (λ) that maps a value λ to the potential of a Nash equilibrium

for demand λr is linear for every support (see Lemma 6.7), and flows depend linearly on the
potentials, the function x is piecewise-linear. Thus, it is enough to compute the potentials at
the breakpoints λmin

S ,λmax
S explicitly. For any support, this can be clearly done in polynomial

time. Since the initial support and the function succ can be computed in polynomial time as
well, NASH-ATOMIC-SPLITTABLE can be computed in polynomial space.

If the orientation σS of all supports is positive (e.g., if the cost functions are player-indepen-
dent), then the Nash equilibria are unique for every demand by Theorem 7.13. Hence, in this case,
the procedure described above even computes all Nash equilibria. In this case, the parametric
computation is in fact closely related to the parametric computation of minimum cost flows and
electrical flows described in Part I of this thesis. If, in addition, the game is non-b-degenerate,
then every support corresponds to a breakpoint of the piecewise affine function x and, therefore,
the algorithm is output polynomial.

Theorem 7.15. If the game is non-b-degenerate and σS > 0 for all feasible supports, then the para-
metric variant of NASH-ATOMIC-SPLITTABLE can be solved in output polynomial time. In partic-
ular, the runtime is in O

(︁
(kn)2.375 +L(kn)2

)︁
, where L is the number of breakpoints of the piecewise

affine output function x.

Proof. To obtain the first support S0, we need to solve k shortest-path-problems to obtain the
initial potential and, hence, the initial support. Then we need to initialize the Laplacian matrix
LS ∈ Rkn×kn and compute its (generalized) inverse. Using a fast matrix multiplication algorithm,
e.g. the Coppersmith-Winograd algorithm [21], this can be done in O

(︁
(kn)2.375

)︁
time.

Given the (generalized) inverse of the Laplacian L∗
S , potentials and flows can be computed in

O ((nk)2) time as it only requires the multiplication of nk ×nk matrices with vectors of dimen-
sion nk. We note that by definition the matrix C̃S has at most k non-zero entries in every row.
The vectors wS,e,i ,qS,e,i , and q̄S,e,i have also only O (k) many non-zero elements. This implies
that every value necessary for the computation of λmin

S and λmax
S can be obtained in O (k) time.

Thus the computation of λmin
S and λmax

S itself needs O (km ·k) = O ((kn)2) time. The bottleneck
is thus the computation of the (generalized) inverse of the Laplacian matrix. However, the in-
verse does not need to be computed from scratch, but can be obtained with the update formula
from Theorem 6.8. Since this formula also depends only on the sparse vector qS,e,i and q̄S,e,i with
O (k)-many non-zero entries, this update step can also be computed in O ((nk)2)-time.
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8
Degeneracy in Atomic
Splittable Congestion Games

In our analysis of atomic splittable congestion games, we have encountered two types of degen-
eracy. A game is a-degenerate if there is a feasible support S such that the kernel of the Laplacian
matrix LS is larger than N . In this case, there is no longer a unique optimal potential for a given
demand and, thus, also no unique equilibrium flow, even for fixed supports. In fact, in an a-
degenerate game, there is a parameter λ such that there exists an infinite number of equilibria
for the demand λr. In Section 8.1, we will show how to adopt the PPAD-functions pred and succ

in the presence of a-degenerate supports. In some sense, a-degenerate supports and the po-
tential lines of these supports resemble ambiguous regions that we discussed in Section 4.5 for
electrical and minimum cost flows. Similar to these ambiguous regions, we can also jump over
a-degenerate regions in atomic splittable congestion games. We discuss all details in Section 8.1.

The second type of degeneracy is b-degeneracy which occurs if multiple boundaries intersect
in the endpoint of a potential line. In this case, the continuative neighbors of a support are not
uniquely defined. This is similar to the “normal” degeneracy in the case of electrical flows and
minimum cost flows. Similar to our approach in Section 4.3, we will show that a small perturba-
tion of the problem can remove this type of degeneracy. Further, again similar to the electrical
flow case, we can show that this perturbation may be performed implicitly and we derive a lexi-
cographic rule to do so. We discuss this type of degeneracy in Section 8.2

8.1 a-Degenerate Atomic Splittable Congestion Games

An atomic splittable congestion game is a-degenerate if there exists at least one feasible a-de-
generate support. By definition this means that there is a support S such that

dim
(︁

ker(LS)
)︁> dim(N ),

i.e., the kernel of the block Laplacian matrix exceeds the ”normal“ nullspace N . Hence, the
equality LSπ−dS = λr has an infinite number of solutions and there exists a continuum of opti-
mal potentials and Nash equilibria for the same demand with the same support S. In particular,
there is no longer a unique potential direction ∆πS and the potential line ΠS cannot be repre-
sented as in Lemma 6.7. Thus, also λmin

S and λmax
S as well as the notions of continuative neigh-

bors cannot be defined as before. Therefore, the goal of this section is to adjust the functions pred
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and succ such that we avoid a-degenerate supports without changing all other properties of the
PPAD-graph.

First, we note that the initial support S0 for the zero-flow is always non-a-degenerate by
Lemma 7.8. Hence, we can always start from this support. The next observation is that the con-
tinuative neighbors of a non-a-degenerate support are not ”too degenerate“, meaning that the
block Laplacian matrix of a neighboring support S′ of a non-a-degenerate support S can have at
most one additional kernel dimension. We refer to a support with an additional kernel dimension
(i.e., a support with dim

(︁
ker(LS′)

)︁= dim(N )+1) as weakly-degenerate.

Lemma 8.1. Let S′ be a neighboring support of the non-a-degenerate support S. Then,

dim
(︁

ker(LS′)
)︁≤ dim(N )+1 = k +1.

Proof. By Theorem 6.8 we have LS′ = LS +q̄S′,e,i q⊤
S,e,i . Since S is non-a-degenerate, the rank of the

block Laplacian for this support is rank(LS) = k(n −1). Thus, we obtain

rank
(︁
LS′

)︁≥ rank
(︁
LS

)︁− rank
(︁
q̄S′,e,i q⊤

S,e,i

)︁= k(n −1)−1

and the claim follows.

For every weakly degenerate support S we find by definition a vector ∆πN
S such that

ker(LS) \N = span
(︁
∆πN

S

)︁
,

i.e., a vector that spans the additional kernel direction. This vector is only unique up to scalar
multiplication. For the remainder of this section, we assume we are given some fixed vector ∆πN

S
satisfying the equation above and we refer to this vector as nullspace direction of the support S.
As already indicated by the notation, we will use the nullspace direction as a substitute for the
(no longer uniquely defined) potential direction ∆πS in order to find another, non-a-degenerate
support. Intuitively, moving along the nullspace direction, will yield optimal potentials for the
same Nash equilibrium and, if some boundary is found, possibly another feasible support for
the Nash equilibria that is not a-degenerate. The following lemma proves some properties of the
nullspace direction.

Lemma 8.2. Let S′ = N (S,e, i ) be the (e, i )-neighbor of the non-a-degenerate support S. Assume
that S′ is weakly degenerate and feasible. Then,

(i) ∆πN
S′ ∈ span

(︁
L∗

S q̄S′,e,i

)︁
,

(ii) if q̄⊤
S′,e,i∆πS ̸= 0, then there exists a unique λN

S′ ∈ [0,1] such that the system

LS′π−dS′ =λr (8.1)

has a solution in Π if and only if λ=λN
S′ ,

(iii) a vector π ∈Π is a solution of Eq. (8.1) if and only if there exists ξ ∈R such that

π= L+
S′

(︁
λN

S′r+dS′
)︁+ξ∆πN

S′ ,

where L+
S′ is some generalized inverse of the matrix LS′ that maps into Π.
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Proof. Using a corollary of the Sherman-Morrison-Woodbury formula for generalized inverses
(see, e.g., Corollary 18.5.2 in Harville [54]) and Theorem 6.8 we obtain

rank(LS′) = rank(LS)+ rank(1+q⊤
S,e,i L∗

S q̄S′,e,i )−1. (8.2)

Since S′ is weakly degenerate, we know that rank(LS′)− rank(LS)) = −1 and, thus, we obtain that
rank(q⊤

S,e,i L∗
S′ q̄S′,e,i ) =−1. Together with Theorem 6.8(i) we get

LS′L∗
S q̄S′,e,i = LS LS q̄S′,e,i + q̄S′,e,i qS,e,i L∗

S q̄S′,e,i = q̄S′,e,i − q̄S′,e,i = 0. (8.3)

Thus, span(L∗
S q̄S′,e,i ) ⊆ ker(LS′)∩Π. With dim(ker(LS′)∩Π)) = 1 we obtain that ker

(︁
(LS′)∩Π

)︁ =
span(L∗

S q̄S′,e,i ). Since ∆πN
S ∈ ker

(︁
(LS′)∩Π

)︁
, this proves (i).

Feasibility implies that there exists some λN
S such that Eq. (8.1) has a solution for λ = λN

S .
Denote this solution by πN . Assume there is another λ̃ such that Eq. (8.1) has a solution and
denote this solution by π̃. Then,

(λN
S′ − λ̃)q̄⊤

S′,e,i∆πS = q̄⊤
S′,e,i L∗

S (λN
S′ − λ̃)r

(8.1)= q̄⊤
S′,e,i L∗

S LS′(πN − π̃)
(8.3)= 0.

With the assumption that q̄⊤
S′,e,i∆πS ̸= 0 we obtain λN

S − λ̃= 0 proving (ii).
By definition of the generalized inverse, L+

S′
(︁
λN

S′r+dS′
)︁

is a solution of Eq. (8.1). Since LS′∆πN
S′ =

0, every vector L+
S′

(︁
λN

S′r+dS′
)︁+ξ∆πN

S′ with ξ ∈ R is a solution of Eq. (8.1). Since ∆πN
S′ is the only

basis vector of the kernel of LS′ in the potential space, this characterizes all solutions in Π. Note,
that the choice of the generalized inverse is not unique but the formula holds for any choice of
generalized inverse.

The formula in Lemma 8.2(iii) represents the solutions of Eq. (8.1) as a linear combination of
a basic solution, namely L+

S′
(︁
λN

S′r+dS′
)︁
, and the linear hull of the kernel (ξ∆πN

S′ ,ξ ∈ R). The basic
solution is non-unique and depends on the choice of the generalized inverse L+

S′ . Since the exact
choice is not relevant for all further computations, we just assume that we consider one fixed
generalized inverse.

If the support S′ is a continuative (e, i )-neighbor of some feasible support S, then S′ is feasible
as well, and we can apply Lemma 8.2 in order to obtain with the definition from Eq. (6.6) that

ΠS′ = {︁
π ∈Π | ∃λ ∈ [0,1] : LS′π−dS′ =λr,WS′(G⊤π−b) ≥ 0

}︁
= {︁

π ∈Π | LS′π−dS′ =λN
S′r,WS′(G⊤π−b) ≥ 0

}︁
= {︁

π= L+
S′

(︁
λN

S′r+dS′
)︁+ξ∆πN

S′ | ∃ξ ∈R : WS′
(︁
G⊤(︁

L+
S′(λN

S′r+dS′)+ξ∆πN
S′

)︁−b
)︁≥ 0

}︁
as a representation of the potential line of the support S′. We see that the potential line of a weakly
a-degenerate support is similar to the potential line of a non-a-degenerate support. The poten-
tial line ΠS′ is a one-dimensional line segment with offset vector L+

S′
(︁
λN

S′r+dS′
)︁

and a direction
vector ∆πN

S′ . In contrast to the non-degenerate case, the potential line of a weakly a-degenerate
support is parametrized by an artificial parameter ξ rather than the demand parameter λ ∈ [0,1]
and admits only optimal potentials for one fixed parameter ξ.

In the same projection as in Fig. 7.2 described in Section 7.2 the potential line of a weakly de-
generate support would appear as a vertical line: A continuum of optimal potentials for infinitely
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λ

π

1λN
S2

ΠS1

→
ΠS2

ΠS3

→

Figure 8.1: The potential lines with the a-degenerate support S2.

many Nash equilibria for the same parameter value ∆πN
S′ (and, hence, the same demand) as de-

picted in Fig. 8.1. Similar to Lemma 6.7 we can rewrite the potential line in a form parametrized
with the parameter ξ and a minimal and maximal value for this parameter.

Lemma 8.3. Let S′ be a feasible, weakly degenerate support and (e, i )-neighbor of the feasible sup-
port S. Then, there are finite numbers −∞< ξmin

S′ ≤ ξmax
S′ <∞ such that

ΠS′ = {︁
π= L+

S′
(︁
λN

S′r+dS′
)︁+ξ∆πN

S′ | ξ ∈ [ξmin
S′ ,ξmax

S′ ]
}︁
.

Proof. As in the proof of Lemma 6.7, we can define values

ξmin
S′ := max

{︄
w⊤

S′,e,i

(︁
b−G⊤L+

S′(λN
S′r+dS′)

)︁
w⊤

S′,e,i G⊤∆πN
S′

⃓⃓⃓⃓
w⊤

S′,e,i G⊤∆πN
S′ < 0

}︄

ξmax
S′ := min

{︄
w⊤

S′,e,i

(︁
b−G⊤L+

S′(λN
S′r+dS′)

)︁
w⊤

S′,e,i G⊤∆πN
S′

⃓⃓⃓⃓
w⊤

S′,e,i G⊤∆πN
S′ > 0

}︄

and thereby obtain the wanted representation by solving the inequalities for ξ.

In contrast to the non-degenerate case, the parameter ξ is not bounded by 0 and 1 and there-
fore it is not obvious that there are always finite values ξmin

S′ ,ξmax
S′ . To see that this is actually the

case, first consider the vector v := CS′G⊤∆πN
S′ . By Lemma 8.2(i), we know that there is some α ∈R

such that ∆πN
S′ = αL∗

S q̄S′,e,i . If we assume that v = 0, then 0 = LS v = αLS L∗
S q̄S′,e,i . By definition of

the pseudo inverse, LS L∗
S is the projection onto the potential space Π. But, by definition, the pro-

jection of q̄S′,e,i ofΠ is non-zero (the vector is not a zero-sum vector). Thus, this is a contradiction,
and v must be non-zero.

By definition of CS′ , the vector v is zero on all inactive edges. Hence, we can interpret this
vector as a (undirected) flow on the active edges. Since, additionally Gv = LS′∆πN

S′ = 0, this is a
non-zero flow for zero demand, i.e., a non-zero circulation. Thus, there are positive and negative
components in the vector v. Finally, the vector v coincides with the vector WS′G⊤∆πN

S′ in all
components corresponding to active edges because σi

e =ωi
e . Thus there are edges e and players i

such that w⊤
S′,e,i G⊤∆πN

S′ is positive and negative. Hence, the maximization and the minimization
above are not performed over an empty set. Further, there is at least one pair of player and edge
such that the maximum is attained and one pair such that the minimum is attained.
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The preceding lemma shows that the potential line of a weakly degenerate support is indeed a
bounded line segment. In particular, there are some pairs of players and edges (e, i ) for which the
respective inequalities in definition of the potential line are tight, allowing us to find continuative
neighbors at both ends of the potential line of the weakly degenerate support. We will assume
that these continuative neighbors are unique for now and treat all other cases as b-degenerate
cases. In particular, we discuss this mixture of a- and b-degeneracy at the end of the next section.
From the proof of Lemma 8.3 we can see that, when moving along the potential line, the flow
belonging to the respective optimal potential changes exactly by the vector v := CS′G⊤∆πN

S′ . Since
Gv = LS∆πN

S′ = 0, we conclude that v is an undirected circulation for every player. Hence, all Nash
equilibria for an a-degenerate support differ only by a certain amount of flow on cycles.

Since there are two ends of the potential line each of which corresponding to a continuative
neighbor, we can always find a subsequent, third support S′′, if the continuative neighbor S′ of
a support S is weakly degenerate. The following lemma proves that this support is again non-a-
degenerate enabling us to jump over the degenerate support.

Lemma 8.4. Let S be a non-a-degenerate support. Let S′ = N (S,e, i ) be a continuative neighbor of
S that is a-degenerate. Then there is a unique defined support S̄(S,S′) ̸= S that is a continuative
neighbor of S′. Further, S̄(S,S′) is non-a-degenerate.

Proof. By the assumption that all supports are non-b-degenerate, there are exactly two continua-
tive neighbors for S′ defined by the tight inequalities in the computation of ξmin

S′ and ξmax
S′ . Hence,

the support S̄(S,S′) is unique.
For ease of exposition let S′′ := S̄(S,S′). Let e ′ ∈ E and i ′ ∈N be the edge and player such that

S′′ = N (S′,e ′, i ′). The pair (e ′, i ′) must the maximizer or minimizer in the respective computation
of ξmin

S′ or ξmax
S′ , hence q⊤

S′,e ′,i ′∆πN
S′ ̸= 0 and, thus, q̄S′′,e,i ′q

⊤
S′,e ′,i ′∆πN

S′ ̸= 0. Since rank(q̄S′′,e ′,i ′q
⊤
S′,e ′,i ) =

1, we get that q̄S′′,e ′,i ′qS′,e ′,i v = 0 if and only if v ∉ span
(︁
∆πN

S′
)︁

\ {0}.
Now, let v ∈ ker

(︁
LS′′

)︁
be a vector from the nullspace of LS′′ . Then, we distinguish between two

cases.

Case 1: v ∈ span
(︁
∆πN

S′
)︁

\{0}. Then, 0 = LS′′v = LS′v+ q̄S′′,e ′,i ′qS′,e ′,i v = q̄S′′,e ′,i ′qS′,e ′,i v ̸= 0, which is a
contradiction. Thus, this case is impossible.

Case 2: v ∉ span
(︁
∆πN

S′
)︁

\ {0}. Then, 0 = LS′′v = LS′v + q̄S′′,e ′,i ′qS′,e ′,i v = LS′v, and thus v ∈ N ∪
span

{︁
∆πN

S

}︁
. Hence, with the assumption of this case, we infer v ∈N .

Overall, we have shown that v ∈ ker
(︁
LS′′

)︁⇒ v ∈N and, therefore, ker
(︁
LS′′

)︁=N . Hence, S̄(S,S′) =
S′′ is non-a-degenerate.

With the insights from Lemma 8.4, we can define new predecessor and successor functions
by defining pred′ :S→S∪ {∅} and succ′ :S→S∪ {∅} with

pred′(S) :=
{︄
pred(S) if pred(S) ∈S,

S̄(S,S′) if pred(S) ∉S,
and succ′(S) :=

{︄
succ(S) if succ(S) ∈S,

S̄(S,S′) if succ(S) ∉S.

Finally, we need to show that these functions are compliant in the sense that the successor of
the predecessor of some support is the support itself and vice versa. We do this in the following
lemma.
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Lemma 8.5. The functions pred′ and succ′ are well-defined and computable in polynomial time.
Further,

(i) succ′(pred′(S)) = S for all supports S ∈S with pred′(S) ̸= ∅.

(ii) pred′(succ′(S)) = S for all supports S ∈S with succ′(S) ̸= ∅.

Proof. The functions are well-defined by Lemma 8.4. Further, they are computable in polynomial
time since the functions pred′ and succ′ are and the support S̄(S,S′) can be found in polynomial
time.

The parts (i) and (ii) follow from Lemma 7.7 whenever pred(S) ∈ S or succ(S) ∈ S, respec-
tively. Since the proof of Lemma 7.7 relies on the relation between the potential directions of
two neighboring supports (i.e., the property (iii) from Theorem 6.8) we need to prove a similar
property for the case of weakly degenerate supports and their nullspace direction ∆πN

S . We will
achieve a similar result by adding a small perturbation to the respective block Laplacian matrices
in order to avoid having to deal with singular matrices.

Formally, for any player i ∈N and δ> 0, we define a matrix Di = (︁
d i

v,w

)︁
v,w∈V ∈Rn×n by

d i
v,w =

⎧⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎩
δ if v = w ̸= si ,

−δ if v = si or w = si and v ̸= w,

(n −1)δ if v = w = si ,

0 otherwise.

Thus, the matrix Di is a (n −1)× (n −1)-diagonal matrix with δ on the diagonal with an extra row
and column at the position of the source vertex si of this player such that the whole matrix Di has
zero row and column sums. We denote by D the block diagonal matrix containing the matrices
Di , i = 1, . . . ,k as block diagonal entries. Further, we denote by D̂ the matrix obtained from D
by removing all rows and columns corresponding to all source vertices of all players. Then, in
particular, D̂ = δIk(n−1) is δ times the k(n − 1)×k(n − 1) identity matrix. Thus, for every matrix
A ∈Rk(n−1)×k(n−1), the matrix A+ D̂ is non-singular for almost all δ> 0.

For every S and its block Laplacian matrix LS , we define the matrices Lδ
S := LS+D, L̂

δ
S := L̂S+D̂,

and Lδ,∗
S , where the latter matrix is obtained from the matrix

(︁
L̂
δ
S

)︁−1 by adding a zero row and
column for every source vertex si of every player, analogous to the definition of the pseudo in-
verse L∗

S . Note that the matrix Lδ,∗
S is well-defined for almost all δ> 0. Additionally, we define the

direction vector ∆πδ
S := Lδ,∗

S r. By definition, Lδ
S

δ→0−−−→ LS and L̂
δ
S

δ→0−−−→ LS element-wise. Whenever

L̂S is non-singular, we also obtain by the continuity of the inverse that
(︁
L̂
δ
S

)︁−1 δ→0−−−→ L̂
−1
S and, thus,

finally also Lδ,∗
S

δ→0−−−→ L∗
S and ∆πδ

S
δ→0−−−→∆πS .

Now, let S be a feasible, non-a-degenerate support. Let S′ = N (S,e, i ) be a continuative neigh-
bor and assume that S′ is a-degenerate. Then, by Lemma 8.4 there exists the unique, non-a-
degenerate neighbor S′′ := S̄(S,S′). Then, with Theorem 6.8, we obtain

Lδ
S′ = LS′ +D = LS + q̄S′,e,i q⊤

S,e,i +D = Lδ
S LS + q̄S′,e,i q⊤

S,e,i

and, similarly, Lδ
S′′ = LS′ + q̄S′′,e ′,i ′q

⊤
S′,e ′,i ′ . Since the determinant det

(︁
L̂S′

)︁
is a continuous, non-zero

polynomial in the variable δ that is zero for δ= 0, there exists δ∗ > 0 such that for all 0 < δ< δ∗
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(a) the matrix L̂S′ is non-singular and the sign of the determinant σ∗
S′ := sgn

(︁
det

(︁
L̂S′

)︁)︁
is con-

stant,

(b) the signs sgn
(︁

det
(︁
L̂S

)︁)︁
and sgn

(︁
det

(︁
L̂S′′

)︁)︁
are constant and equal to σS and σS′′ , respectively.

With the same computation as in the proof of Theorem 6.8, we obtain

det
(︁
L̂
δ
S′

)︁= det
(︁
L̂
δ
S

)︁(︁
1+q⊤

S,e,i Lδ,∗
S q̄S′,e,i

)︁
. (8.4)

Using the Sherman-Morrison formula as in the proof of Theorem 6.8 and the direction ∆πδ
S :=

Lδ,∗
S′ r, we compute

det
(︁
L̂
δ
S′

)︁
∆πδ

S′ = det
(︁
L̂
δ
S′

)︁
Lδ,∗

S′ r

= det
(︁
L̂
δ
S′

)︁(︃
Lδ,∗

S − 1

1+q⊤
S,e,i Lδ,∗

S q̄S′,e,i

Lδ,∗
S q̄S′,e,i q⊤

S,e,i Lδ,∗
S

)︃
r

(8.4)= det
(︁
L̂
δ
S

)︁(︁
1+q⊤

S,e,i Lδ,∗
S q̄S′,e,i

)︁⏞ ⏟⏟ ⏞
δ→0−−−→0 by Eq. (8.2)

Lδ,∗
S r−Lδ,∗

S q̄S′,e,i q⊤
S,e,i det

(︁
L̂
δ
S

)︁
Lδ,∗

S r⏞ ⏟⏟ ⏞
δ→0−−−→σS∆πS

δ→0−−−→−σS q⊤
S,e,i∆πS L∗

S q̄S′,e,i .

Similarly, since the support S′ and S′′ are neighbors as well, we obtain

det
(︁
L̂
δ
S′

)︁
∆πδ

S′
δ→0−−−→−σS′′q⊤

S′′,e ′,i ′∆πS′′L∗
S′′ q̄S′,e ′,i ′ .

Since exactly one of the supports S,S′′ is the lower and one is the upper continuative neighbor
of S′, one of the values qS′,e,i∆πN

S′ and qS′,e ′,i ′∆πN
S′ must be positive and one must be negative,

because one of the pairs (e, i ), (e ′, i ′) must contribute to the computation of ξmin
S and one to the

computation of ξmax
S (see also the proof of Lemma 8.3). Hence,

sgn
(︁
qS′,e,i∆πN

S′
)︁=−sgn

(︁
qS′,e ′,i ′∆πN

S′
)︁
. (8.5)

Recall, that by Eq. (8.2), we have

q⊤
S,e,i L∗

S q̄S′,e,i =−1 and, likewise, q⊤
S′′,e ′,i ′L

∗
S′′ q̄S′,e ′,i ′ =−1. (8.6)

Using Theorem 6.8(iv), we get that q⊤
S,e,i∆πδ

S′ = −q⊤
S′,e,i∆πδ

S′ and q⊤
S′′,e ′,i ′∆πδ

S′ = −q⊤
S′,e ′,i ′∆πδ

S′ . By
Lemma 8.2(i), there exists α,β ∈R such that α∆πN

S′ = L∗
S q̄S′,e,i and β∆πN

S′ = L∗
S′′ q̄S′,e ′,i ′ . Thus, with

the two limits of det
(︁
L̂
δ
S′

)︁
∆πδ

S′ computed above we get

q⊤
S,e,i L∗

S q̄S′,e,i =−q⊤
S′,e,i L∗

S q̄S′,e,i and q⊤
S′′,e ′,i ′L

∗
S′′ q̄S′,e ′,i ′ =−q⊤

S′,e ′,i ′L
∗
S′′ q̄S′,e ′,i ′ . (8.7)

Overall, this yields

σS sgn
(︁
q⊤

S,e,i∆πS
)︁ (8.6)= −sgn

(︁
σS q⊤

S,e,i∆πS q⊤
S,e,i L∗

S q̄S′,e,i

)︁
(8.7)= sgn

(︁
σS q⊤

S,e,i∆πS q⊤
S′,e,i L∗

S q̄S′,e,i

)︁= sgn
(︁
ασS q⊤

S,e,i∆πS q⊤
S′,e,i∆πN

S′
)︁

(8.5)= −sgn
(︁
ασS q⊤

S,e,i∆πS q⊤
S′,e ′,i ′∆πN

S′
)︁=−sgn

(︁
σS q⊤

S,e,i∆πS q⊤
S′,e ′,i ′L

∗
S q̄S′,e,i

)︁
= sgn

(︂
σS lim

δ→0
q⊤

S′,e ′,i ′ det
(︁
L̂
δ
S′

)︁
∆πδ

S′

)︂
= sgn

(︂
lim
δ→0

q⊤
S′,e ′,i ′ det

(︁
L̂
δ
S′

)︁
∆πδ

S′

)︂
= sgn

(︁
σS′′q⊤

S′′,e ′,i ′∆πS′′q⊤
S′,e ′,i ′L

∗
S′′ q̄S′,e ′,i ′

)︁ (8.7)= −σS′′ sgn
(︁
q⊤

S′′,e ′,i ′∆πS′′
)︁
.
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(c) Potential space.

Figure 8.2: An example for an a-degenerate game. (a) Graph with cost functions of player 1. (b)
Optimal strategies of every player depending on the parameter λ. Strategies are encoded by the
fraction of player flow α sent along the direct edge between the source and sink of the respective
player. (c) Projection of the potential space with potential lines and boundary potentials πl .

We have established the same sign condition for the supports S and S′′ relating the orientation of
the respective directions analogous to the result of Theorem 6.8(iii). Hence, we remainder of the
proof follows as in the proof of Lemma 7.7.

Overall, we have shown that we can handle a-degenerate atomic splittable congestion games
by redefining the predecessor and successor functions pred and succ. The new functions pred′

and succ′ exclude a-degenerate supports. As shown in Lemma 8.2, the a-degenerate supports
that are excluded with the new predecessor and successor functions are only feasible for one
fixed parameter λ, this does only exclude solutions for a null set of demands and does not affect
the parametric computation since the neighboring supports are also feasible for the same λ.

8.1.1 An example of an a-degenerate game

In this subsection, we present a concrete example of an a-degenerate game.

Example. Consider an atomic splittable game with k = 8 players on the graph G depicted in
Fig. 8.2a. Every player has a source and a sink vertex that are adjacent (e.g., s1 = v1 and t1 = v4)
and a demand of ri = 2. Therefore, every player has two (simple) paths between their source and
sink: a direct path consisting of only one edge (e.g., e8 for player 1) and a longer path consisting
of three edges (e.g., e1,e3,e5 for player 1). The edge of the respective short path is equipped with
the cost function ce,i = 9x +3 and the edges on the longer path are equipped with cost functions
ce,i = x + 6. The cost functions of all other edges are irrelevant, since they will never be used
by the respective player. Fig. 8.2a depicts the cost functions of player 1. The game is therefore
player-symmetric, i.e., the game looks the same for every player. However, the cost functions of
the edges depend on the player.

Because of this symmetric structure, we will mainly focus on player 1 for the rest of the exam-
ple and only give the potentials, flows and cost for this player. Since all other players act similar,
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the respective values are the same for the respective vertices and edges.

It is easy to see that for very small values of λ (i.e., for very small demand rates of the players),
all players will route their demand on the shorter path between their source and sink since this
path has a smaller cost offset be,i . Hence, the first support is the support S1 containing the direct
edge and the first two edges of the longer path for every player as active edges. The initial optimal
potential for the flow x1 = 0 is π1 = (0,6,12,3)⊤ (potential for player 1). The maximum parameter
value for this support is λmax

S1 = 1
2 and the Nash equilibria are

x(λ) = (0,0,0,0,0,0,0,2λ)⊤, 0 ≤λ≤ 1

2

(flow for player 1); every edge has a total flow of 1. At the value λ= 1
2 , the third edge of the longer

path becomes active (the optimal potential is π1 = (0,7,12,3)⊤ for λ = 1). In fact, all of these
edges become active for all players. Hence, this is in fact a b-degenerate boundary crossing and
the support (as well as the game) is b-degenerate. We ignore this fact here, since the b-degeneracy
simplifies the exposition of the example considerably and consider the support S2 where all edges
of the short and the long path are active for all players as the next support.

The support S2 is a-degenerate. It can be shown that the corresponding block Laplacian
matrix LS2 has rank 23 and that the vector (0,1,2,3)⊤ ∈ Π is in the kernel of LS2 . This vector is
the nullspace direction ∆πN

S2 of the support S2. This direction belongs to the flow circulation(︁1
3 ,0, 1

3 ,0, 1
3 ,0,0,−1

3

)︁⊤ (this is exactly the circulation containing the longer path plus the direct
edge as backward edge). This means, flow can be shifted between the direct edge and the longer
path (simultaneously for all players) without destroying the Nash equilibrium. In fact, there is a
continuum of Nash equilibria for parameter λ= 1

2 , namely

x
(︃

1

2

)︃
= (ξ,0,ξ,0,ξ,0,0,1−ξ)⊤, 0 ≤ ξ≤ 1.

In the potential π3 = (0,8,16,24)⊤ all flow of all players is routed on the longer paths and there is
a total flow of 3 flow units on every edge. In this potential, all edges of the direct paths become
inactive (again, this is a b-degenerate transition) and the next support S3 is the support where
only the edges of the long paths are active for all players. The Nash equilibria for this support are
the flows

x(λ) = (2λ,0,2λ,0,2λ,0,0,0)⊤,
1

2
≤λ≤ 1

with the Nash equilibrium (2,0,2,0,2,0,0,0) and the optimal potential π4 = (0,14,28,42)⊤ for the
parameter λ= 1.

Since every player has only two possible strategies (short and long path) and all players act
in a symmetric way, we can encode all equilibria by the fraction of the flow that is send over
the respective shorter paths by the players. This results in the representation in Fig. 8.2b. This
representation of the strategies can also be seen as a projection of potential lines and the potential
space (depicted in Fig. 8.2c) such that the x-axis corresponds to the parameter λ, i.e., this is a way
of obtaining the abstract projection described in Section 7.2 and Fig. 7.2.



168 8.2. b-Degenerate Atomic Splittable Congestion Games

8.2 b-Degenerate Atomic Splittable Congestion Games

In this section we study b-degeneracy. Informally, b-degeneracy occurs if there are multiple
boundaries intersecting in boundary potentials, i.e., multiple edges become active and/or inac-
tive for one or multiple players. As already mentioned before, b-degeneracy is the analog of the
degeneracy in electrical networks and minimum cost flow networks described in the first part.
Therefore, we can develop similar methods for handling b-degeneracy. Intuitively, b-degeneracy
can be resolved by adding a small perturbation, in this case, a perturbation to the offsets of the
cost functions be,i . This small perturbation lifts the degeneracy and induces also an implicit lex-
icographic rule that makes it unnecessary to apply the perturbation in an explicit form.

Recall, that formally a game is b-degenerate if there is a b-degenerate support. A support is
b-degenerate, if |Nmin

S | > 1 or |Nmax
S | > 1. For every b-degenerate game, we consider a variant of

the same game that we call ϵ-perturbed game. The ϵ-perturbed game is the same game with the
only difference being that the offsets of the cost functions are perturbed. The cost functions of
the ϵ-perturbed game are bϵ := b+ϵ, where

ϵ := (︁
ϵ,ϵ2, . . . ,ϵkm−1,ϵkm)︁⊤ ∈Rmk

is referred to as the perturbation vector. Analogous to Theorem 6.3 and Lemma 6.7 we obtain the
following result for the ϵ-perturbed game.

Lemma 8.6. For ϵ > 0 and some S, let Πϵ
S be the potential line for support S in the ϵ-perturbed

game. Then there are values λmin,ϵ
S and λmax,ϵ

S such that

Πϵ
S = {︁

λ∆πS +πϵ
S |λmin,ϵ

S ≤λ≤λmax,ϵ
S

}︁
,

where πϵ
S = L∗

S GCS bϵ.

Proof. First, we observe that, by Theorem 6.3, π is a λ-potential for the support S in the ϵ-
perturbed game if and only if

LSπ−dϵ =λr and WS
(︁
G⊤π−bϵ

)︁≥ 0,

where dϵ = GCS bϵ. As in the proof of Lemma 6.7, we observe that

Πϵ
S = {︁

π ∈Π | ∃λ ∈ [0,1] : WS
(︁
G⊤(λ∆πS +πϵ

S)−bϵ
)︁≥ 0

}︁
.

Solving the constraints for λ, we get that the numbers

λmin,ϵ
S := max

(︄{︄
w⊤

S,e,i

(︁
bϵ−G⊤πϵ

S

)︁
w⊤

S,e,i G⊤∆πS

⃓⃓⃓⃓
⃓ w⊤

S,e,i G⊤∆πS < 0

}︄
∪ {0}

)︄

λmax,ϵ
S := max

(︄{︄
w⊤

S,e,i

(︁
bϵ−G⊤πϵ

S

)︁
w⊤

S,e,i G⊤∆πS

⃓⃓⃓⃓
⃓ w⊤

S,e,i G⊤∆πS > 0

}︄
∪ {1}

)︄

yield the claimed representation of Πϵ
S .
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Lemma 8.6 shows that the potential lines of the perturbed game only differ from the potential
lines in the original games by a perturbed offset vector πϵ

S and perturbed minimal and maximal
values for the parameter λ. As we will see in the next lemma, this perturbation depends contin-
uously on the perturbation variable ϵ. Hence, for very small values of ϵ the feasible supports as
well as the optimal potentials and, hence, the Nash equilibria, of the perturbed an the original
game are almost the same but, as it will turn out, the perturbed game will be non-b-degenerate.
Hence, we can always consider the perturbed, non-b-degenerate game whenever we encounter
a b-degenerate support. Formally, we prove the following lemma.

Lemma 8.7. Let S be a non-a-degenerate support. Then, there exists ϵ∗S > 0 such that for all 0 < ϵ<
ϵ∗S the following holds.

(i) If S is infeasible, then Πϵ
S =∅ as well.

(ii) If S is feasible and non-b-degenerate, then S is also non-b-degenerate in the ϵ-perturbed
game. Further, the support S has the same unique continuative neighbors in the unperturbed
an the ϵ-perturbed game.

(iii) If S is feasible and b-degenerate, then Πϵ
S = ∅ or S is non-b-degenerate in the ϵ-perturbed

game.

Proof. We begin by introducing some additional notation. For a fixed support S and every e ∈ E
and i ∈N , we define

αS,e,i (λ) = (w⊤
S,e,i G⊤∆πS)λ+w⊤

S,e,i (G⊤πS −b),

βS,e,i (ϵ) = w⊤
S,e,i (G⊤πS −b)ϵ,

λ̄S,e,i =
w⊤

S,e,i (b−G⊤πS)

w⊤
S,e,i G∆πS

,

ν̄S,e,i (ϵ) =
w⊤

S,e,i (Ikm −G⊤L∗
S GCS)

w⊤
S,e,i G∆πS

ϵ.

With these definitions and the linear nature of the perturbation bϵ = b+ϵ we obtain

ΠS = {︁
π ∈Π | ∃λ ∈ [0,1] : αS,e,i (λ) ≥ 0 for all e ∈ E , i ∈N

}︁
,

Πϵ
S = {︁

π ∈Π | ∃λ ∈ [0,1] : αS,e,i (λ)+βS,e,i (ϵ) ≥ 0 for all e ∈ E , i ∈N
}︁
,

λmin
S = max

(︁{︁
λ̄S,e,i | w⊤

S,e,i G⊤∆πS < 0
}︁∪ {0}

)︁
,

λmax
S = min

(︁{︁
λ̄S,e,i | w⊤

S,e,i G⊤∆πS > 0
}︁∪ {0}

)︁
,

λmin,ϵ
S = max

(︁{︁
λ̄S,e,i + ν̄S,e,i (ϵ) | w⊤

S,e,i G⊤∆πS < 0
}︁∪ {0}

)︁
,

λmax,ϵ
S = min

(︁{︁
λ̄S,e,i + ν̄S,e,i (ϵ) | w⊤

S,e,i G⊤∆πS > 0
}︁∪ {0}

)︁
.

Now suppose S is infeasible, i.e., ΠS = ∅. Thus, for every λ ∈ [0,1] there exists e ∈ E and
i ∈ N such that αS,e,i (λ) < 0. Thus, αS(λ) := mine,i αS,e,i (λ) < 0 for all λ ∈ [0,1] and, hence, α∗

S :=
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maxλ∈[0,1] αS(λ) < 0. Since limϵ→0 βS,e,i (ϵ) = 0, there exists ϵ∗S > 0 such that maxe,i βS,e,i (ϵ) < −α∗
S

for all 0 < ϵ< ϵ∗S . But this implies, for all 0 < ϵ< ϵ∗S and λ ∈ [0,1], that

min
e,i

αS,e,i (λ)+βS,e,i (ϵ) < min
e,i

αS,e,i (λ)−λ< 0.

Hence, Πϵ
S =∅ for all 0 < ϵ< ϵ∗S and we have proven (i).

Now, assume that S is feasible and non-b-degenerate. Then, the support has a unique lower
and a unique upper continuative neighbor meaning that there exists a unique maximizer (or min-
imizer, respectively) in the computation of λmin

S (or λmax
S , respectively). Assume without loss of

generality, that the maximum is attained at some value λ̄S,e,i and not at 0 or 1. Let e1, i1 and e2, i2

be the edges and players such that λmin
S = λ̄S,e1,i1 and λmax

S = λ̄S,e2,i2 . Define

∆λ := min
{︂

min
(e,i ) ̸=(e1,i1)

w⊤
S,e,i G⊤∆πS<0

(λmin
S − λ̄S,e,i ), min

(e,i )̸=(e2,i2)
w⊤

S,e,i G⊤∆πS>0

(λ̄S,e,i −λmax
S )

}︂

be the minimal difference between the largest and second largest or smallest and second smallest
λ̄S,e,i -values. If ∆λ=∞ because there are no further edges and players with w⊤

S,e,i G⊤∆πS ̸= 0, the
same holds for the perturbed game and thus there must be a unique minimizer or maximizer
as well. Therefore, in this case, we have proven (ii). If ∆λ is finite, then choose ϵ∗S > 0 such that
|ν̄S,e,i (ϵ)| < ∆λ

2 for all e, i with w⊤
S,e,i G⊤∆πS ̸= 0. This is possible since limϵ→0 ν̄S,e,i (ϵ) = 0. Then, we

obtain for all e ̸= e1 and i ̸= i1

λ̄S,e1,i1 + ν̄S,e1,i1 (ϵ) ≥ λ̄S,e,i +∆λ+ ν̄S,e1,i1 (ϵ) > λ̄S,e,i + ∆λ

2
> λ̄S,e,i + ν̄S,e,i (ϵ)

and, hence, (e1, i1) is the unique maximizer in the computation of λmin,ϵ
S . Similarly, we can prove

that λ̄S,e2,i2 + ν̄S,e2,i2 (ϵ) < λ̄S,e,i + ν̄S,e,i (ϵ) implying that (e1, i2) is the unique minimizer in the com-
putation of λmax,ϵ

S . Therefore, the support S has unique lower and upper continuative neighbors
and we have proven (ii).

Now, assume that the support S is feasible and b-degenerate and Πϵ
S ̸= ∅. Then, we need to

show that S is non-b-degenerate in the ϵ-perturbed game, i.e., that there are unique lower and
upper continuative neighbors. The neighbors are not unique only if there are two combinations
of edges and players (e, i ), (e ′, i ′) such that both pairs are maximizers or minimizers in the respec-
tive computation of λmin,ϵ

S or λmax,ϵ
S . Thus, b-degeneracy in the ϵ-perturbed game occurs only if

there are pairs (e, i ), (e ′, i ′) such that

λ̄S,e,i + ν̄S,e,i (ϵ) = λ̄S,e ′,i ′ + ν̄S,e ′,i ′(ϵ). (8.8)

We assume for the remainder of the proof that ϵ∗S is chosen small enough such that, for all 0 < ϵ<
ϵ∗S ,

λ̄S,e,i + ν̄S,e,i (ϵ) = λ̄S,e ′,i ′ + ν̄S,e ′,i ′(ϵ) ⇒ λ̄S,e,i = λ̄S,e ′,i ′ and ν̄S,e,i (ϵ) = ν̄S,e ′,i ′(ϵ). (8.9)

This is possible since limϵ→0 ν̄S,e,i (ϵ) = 0. Further, we derive the following necessary condition.

Claim. If for two fixed pairs (e, i ) and (e ′, i ′) and every ϵ∗S > 0 there exists 0 < ϵ < ϵ∗S such that
Eq. (8.8) holds true, then there exist 0 ̸= η,η′ ∈R such that(︁

ηe⊤e,i −η′e⊤e ′,i ′
)︁
X = 0, (8.10)
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where X := Ikm − C̃S G⊤L∗
S GΩS and ee,i ∈ Rkm is the unit vector corresponding to the edge e and

player i .

Proof of the claim. The assumption of the claim and Eq. (8.9) implies that there are infinitely many

values ϵ with ν̄S,e,i (ϵ) = ν̄S,e ′,i ′(ϵ). Let η := σi
e

w⊤
S,e,i G∆πS

and η′ := σi ′
e′

w⊤
S,e′ ,i ′G∆πS

. Since w⊤
S,e,i = e⊤e,i WS =

σi
e e⊤e,i C̃S we obtain

0 = ν̄S,e,i (ϵ)− ν̄S,e ′,i ′(ϵ) =
(︃

1

w⊤
S,e,i G∆πS

w⊤
S,e,i −

1

w⊤
S,e ′,i ′G∆πS

w⊤
S,e ′,i ′

)︃(︁
Ikm −G⊤L∗

S GCS
)︁
ϵ

= (︁
ηe⊤e,i −η′e⊤e ′,i ′

)︁
XC̃Sϵ.

The latter term is a polynomial in ϵ that is zero for infinitely many values of ϵ, hence, its coeffi-
cients

(︁
ηe⊤e,i −η′e⊤e ′,i ′

)︁
XC̃S must be zero. Since C̃S is strictly diagonally dominant (this follows by

definition similar to the proof of 6.4) and therefore non-singular, Eq. (8.10) follows. △
We have shown that the support S is b-degenerate in the ϵ-perturbed game only if there is a

special vector with only two non-zero entries in the nullspace of the matrix X⊤. We continue by
characterizing this nullspace.

Claim. Let v ∈Rkm . Then, v⊤X = 0 if and only if there exists z ∈Rkn with v = (︁
GΩS

)︁⊤z.

Proof of the claim. Let Y := C̃S G⊤L∗
S GΩS = C̃S G⊤GΩS C̃S G⊤GΩS . Then X = Ikm −Y. Therefore, it

suffices to show that v⊤Y = v if and only if v = (︁
GΩS

)︁⊤z.

We note that the vector space spanned by the columns of GΩS is a subspace of the space
spanned by the columns of LS . Therefore, we can apply Lemma 9.3.5 from Harville [54] yielding

GΩS Y = GΩS C̃S G⊤L∗
S GΩS = C̃S = GΩS

proving the if-direction.

For the only-if direction, observe that rank(Y) ≤ rank(GΩS) by definition. On the other hand,
we see that rank(GΩS) = rank(GΩS Y) ≤ rank(Y). Thus, rank(Y) = rank(GΩS). We conclude that
for every v that is not a combination if the rows of GΩS we have v⊤Y = 0 because, otherwise, the
rank of Y must be strictly larger than rank(GΩS). Thus, if there is no z with v = (GΩS)⊤z, then
v⊤Y = 0 concluding the proof. △

The preceding claim implies that v⊤X = 0 only if there is a (potential) vector z ∈Rkn such that

ve,i =
{︄

0 if e ∉ Si ,

zi
w − zi

v if e ∈ Si
(8.11)

for every edge e = (v, w) ∈ E and i ∈ N . By Eq. (8.10), the vector v := (︁
ηe⊤e,i −η′e⊤e ′,i ′

)︁
is in the

left nullspace of X and has non-zero entries for (e, i ) and (e ′, i ′). Therefore, we conclude with
Eq. (8.11), that e ∈ Si and e ′ ∈ Si ′ , i.e., both edges e,e ′ are active for the respective players. Further,
since

(︁
ηe⊤e,i−η′e⊤e ′,i ′

)︁
has only two non-zero entries, this implies that the potential z induces a non-

zero potential difference only for the edges e,e ′ and the respective players i , i ′. We now consider
two cases.
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Case 1: i ̸= i ′. In this case, the edge e is the only edge with non-zero potential difference with
respect to the potential z for player i . This means, e is the only active edge of some cut.
Therefore, this edge must also be active for all neighboring supports, because, by definition
of supports, the subgraph of active edges must be connected. Hence, there is no choice
for this edge (and the same holds for the other edge e ′) and, although there is more than
one edge inducing the maximum or minimum in the computation of λmin,ϵ

S and λmax,ϵ
S , the

continuative neighbor is still unique, since these are fixed and must stay active.

Case 2: i = i ′. In this case, there are exactly the two edges e,e ′ for which the potential difference
w.r.t. z is non-zero. This implies, these edges are the only active edges in some cut in the
graph. Further, we know that the potential difference on the one edge is η= 1

w⊤
S,e,i G∆πS

and

−η′ = − 1
w⊤

S,e′ ,i G∆πS
on the other edge. If w⊤

S,e,i G∆πS and w⊤
S,e ′,i G∆πS do have not the same

sign, then they do not contribute to the computation of λmin,ϵ
S and λmax,ϵ

S and, thus, there
is no conflict. If the signs are the same, we can infer that the potential differences along
these edges have an opposite sign, hence these two edges are the only active edges for the
player i in some cut and exactly one of them is an incoming and one is an outgoing edge.
This implies, there is only one path from the source si that contains both edges, and one of
the edges must be later in the path. By definition of supports (via shortest path potentials)
it is only possible that the later edge becomes inactive. Therefore, also in this case, there is
only one choice for a continuative neighboring support.

Lemma 8.7 implies that for every support S, we can find ϵ∗S > 0, such that S is either infeasible
or non-b-degenerate in the ϵ-perturbed game for all 0 < ϵ< ϵ∗S . Hence, by choosing the smallest
of these (finitely many) values ϵ∗S , we obtain a value ϵ∗ > 0 such that the ϵ-perturbed game is
non-b-degenerate.

Theorem 8.8. For every atomic splittable congestion game, there exists ϵ∗ > 0 such that the ϵ-
perturbed game is non-b-degenerate.

The insights into b-degeneracy from Lemma 8.7 allow us to study how likely b-degenerate
games are. In fact, we can prove that, if the offsets of the cost functions be,i are drawn from a
continuous distribution, then almost all games are non-b-degenerate, proving that such games
are really degenerate.

Corollary 8.9. For a fixed graph G, fixed players N with sources, sinks, and demands, and affine-
linear cost functions ce,i with fixed slopes, assume that the offsets of the costs b are drawn from a
continuous distribution D on Rkm

>0 . Then,

PD

[︁
the game with offsets b is b-degenerate

]︁= 0.

Proof. With the definitions from the proof of Lemma 8.7, we know that it is necessary for a sup-
port S to be b-degenerate that there are two pairs (e, i ), (e ′, i ′) such that ν̄S,e,i (ϵ) = ν̄e ′,i ′,i (S). This
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can be, similar to the proof of Lemma 8.7, reformulated as(︃
1

w⊤
S,e,i G∆πS

w⊤
S,e,i −

1

w⊤
S,e ′,i ′G∆πS

w⊤
S,e ′,i ′

)︃(︁
Ikm −G⊤L∗

S GCS
)︁

⏞ ⏟⏟ ⏞
=:y⊤

S,e,i ,e′ ,i ′

b = 0.

With the same arguments as in the proof of Lemma 8.7, for b-degeneracy it is necessary that y ̸= 0.
Hence, we get the non-trivial necessary condition y⊤S,e,i ,e ′,i ′b = 0 for a b-degenerate support S.
Since the conditions is non trivial, the set of all offset vectors that satisfy this necessary condition
BS,e,i ,e ′,i ′ := {︁

b ∈ Rkm
≥0 | y⊤S,e,i ,e ′,i ′b = 0

}︁
is a real subspace of R≥0 and PD

[︁
b ∈ BS,e,i ,e ′,i ′

]︁ = 0. Let B

be the set of all offset vectors b that lead to a b-degenerate game. Then,

B ⊆ ⋃︂
S∈S

⋃︂
(e,i ),(e ′,i ′)∈E×N

(e,i ) ̸=(e ′,i ′)

BS,e,i ,e ′,i ′

and thus

PD

[︁
B

]︁≤ ∑︂
S∈S

∑︂
(e,i ),(e ′,i ′)∈E×N

(e,i )̸=(e ′,i ′)

PD

[︁
BS,e,i ,e ′,i ′

]︁= 0.

8.2.1 Implicit perturbation

We have shown that for every game, there exists a value ϵ > 0 such that the ϵ-perturbed game is
non-b-degenerate. In order to define the predecessor and successor functions pred and succ in a
unique way, we consider the set

Sϵ := {︁
S | S is a feasible, non-a-degenerate support for the ϵ-perturbed game

}︁
of feasible supports for the ϵ-perturbed game. Then, we can also use the successor and prede-
cessor functions predϵ,succϵ of the ϵ-perturbed game for the actual game. By Theorem 8.8 these
are well-defined. However, it is not clear, whether we can compute these functions in polyno-
mial time since they depend on the value ϵ. With the next theorem we prove that this is indeed
possible.

Theorem 8.10. For all 0 < ϵ < ϵ∗, the unique continuative neighbors of the ϵ-perturbed game can
be determined implicitly via a lexicographic rule in polynomial time without using an explicit
value ϵ.

Proof. From the proof of Lemma 8.7 we know that the values λmin,ϵ
S and λmax,ϵ

S (and, hence, the
continuative neighbors) can be computed by finding the edge e and player i that minimizes or
maximizes, respectively, the value λ̄S,e,i + ν̄S,e,i (ϵ). Since limϵ→0 ν̄S,e,i (ϵ) = 0, it is necessary that
this pair also maximizes or minimizes λ̄S,e,i . All such supports can be found in polynomial time
and we then only need to find the pair (e, i ) that also minimizes ν̄S,e,i (ϵ) among all of these sup-
ports. From the proof of Lemma 8.7 we obtain

ν̄S,e,i (ϵ) ≤ ν̄e ′,i ′,i (S) if and only if pe,i (ϵ) := ηe⊤e,i XC̃Sϵ≤ η′e⊤e ′,i ′XC̃Sϵ=: pe ′,i ′(ϵ).
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The functions pe,i (ϵ) and pe ′,i ′(ϵ) are polynomials in ϵ with pe,i (0) = pe ′,i ′(0) = 0. Hence, for ϵ∗ > 0
small enough, pe,i (ϵ) ≤ pe ′,i ′(ϵ) holds only if the coefficient vectors of these polynomials satisfy

ηe⊤e,i XC̃S ≺L η′e⊤e ′,i ′XC̃S .

Hence, we only need to perform the lexicographic comparison for all player edge pairs in ques-
tion which can be done in polynomial time.

Using the implicit lexicographic rule to determine continuative neighbors implies that the
computation of Nash equilibria for b-degenerate games is inPPAD as well. Further, the approach
for the parametric computation of Nash equilibria is still feasible for b-degenerate games. How-
ever, as it is the case in the electrical network and minimum cost flow setting, it may not be pos-
sible anymore to obtain the solution in output polynomial time since the lexicographic pivoting
rule may consider an exponential number of supports that do not contribute to the solution as
they may only contain one optimal potential for an isolated Nash equilibrium.

8.2.2 a-b-Degeneracy

Until now we treated a- and b-degeneracy separately and assumed for all a-degenerate games
that they are non-b-degenerate and vice versa. In this final subsection we want to address games
that exhibit both types of degeneracy. First of all, it is obvious that we can use all techniques from
before without further changes if a- and b-degeneracy are separated within the game, i.e., if in
a a-b-degenerate game every support is either a- or b-degenerate. The only interesting case left
is the case of an a-degenerate support that is also b-degenerate. We defined an a-b-degenerate
support as an a-degenerate support where we can find multiple maximizers or minimizers in the
computation of ξmin

S and ξmax
S that lead to multiple continuative neighbors. Since the definitions

of ξmin
S ,ξmax

S and λmin
S ,λmax

S are closely related, b-degeneracy in a-degenerate supports should
behave similar to the normal b-degeneracy. Thus, it should not occur in the ϵ-perturbed game.
This is indeed the case as we show in the following theorem.

Theorem 8.11. There exists ϵ∗ > 0 such that, for all 0 < ϵ< ϵ∗, there are no a-b-degenerate supports
in the ϵ-perturbed game.

Proof. The proof is analogous to the proof of Lemma 8.7 and we only sketch the main steps here.
For every a-degenerate support and every e ∈ E and i ∈N let

ξ̄S,e,i :=
w⊤

S,e,i

(︁
b−G⊤L+

S (λN
S r+πS)

)︁
w⊤

S,e,i G⊤∆πN
S

.

Then we can reformulate the computation of ξmin
S and ξmax

S as

ξmin
S = max

{︁
ξ̄S,e,i | w⊤

S,e,i G⊤∆πN
S < 0

}︁
and ξmax

S = min
{︁
ξ̄S,e,i | w⊤

S,e,i G⊤∆πN
S > 0

}︁
.

Similar, for the ϵ-perturbed game, we can compute the respective values as

ξmin,ϵ
S = max

{︁
ξ̄S,e,i + ν̄S,e,i (ϵ) | w⊤

S,e,i G⊤∆πN
S < 0

}︁
,

ξmax,ϵ
S = min

{︁
ξ̄S,e,i + ν̄S,e,i (ϵ) | w⊤

S,e,i G⊤∆πN
S > 0

}︁
,
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where

ν̄S,e,i (ϵ) :=
w⊤

S,e,i

(︁
Ikm −G⊤L+

S GCS
)︁

w⊤
S,e,i G⊤∆πN

S

ϵ.

With these definitions, we are in almost the same situation as in the proof of Lemma 8.7. If follows
that, whenever the a-degenerate support is b-degenerate, there must be η,η′ ∈ R such that the
vector

(︁
ηe⊤e,i −η′e⊤e ′,i ′

)︁
is in the left nullspace of the matrix X̃ := Ikm − C̃S G⊤L+

S GΩ. The only minor
difference is that the matrix X̃ depends on the generalized inverse L+

S rather than the (in this case
non-existent) generalized inverse L∗

S . The generalized inverse has a lower rank than the pseudo
inverse in the non-a-degenerate. This results in a slightly weaker statement in the second claim
in the proof, namely, v⊤X = 0 holds true only if (in contrast to the if and only in in the original
proof) there exists z ∈ Rkn with v = (︁

GΩS
)︁⊤z. However, this weaker statement is still enough for

the remaining part of the proof which follows exactly as in the proof of Lemma 8.7.
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A Symbol Index and Overview

This appendix contains a symbol index as well as concise overviews over the notation related
to electrical flow algorithm and parametric atomic splittable congestion games. Appendix A.1
contains two indexes, one for every part of this thesis, containing the most important symbols
used throughout both parts. Appendices A.2 and A.3 provide a brief overview of the electrical flow
algorithm and parametric atomic splittable congestion games. The overviews review the most
important definitions and formulas of the respective sections. Important symbols are highlighted
and complemented with a reference to the definition in the respective parts.



180 A.1. Symbol Index

A.1 Symbol Index

A.1.1 Symbol Index for Part I

α relative error for approximate minimum cost flows
β absolute error for approximate minimum cost flows
ϵ perturbation variable / approximation quality of oracle in MCFI
ϵ perturbation vector
Γ vertex-edge incidence matrix
γe column of incidence matrix corresponding to edge e
λ parameter of parametric problems
λmin

t minimal parameter for region Rt

λmax
t maximal parameter for region Rt

φv optimal potential of vertex v
φ optimal potential vector
Φ matrix of optimal potentials for multi-commodity flows
πv shortest path potential
π shortest path potential vector
π0 initial potential
∆πt potential direction in region Rt

πt potential offset in region Rt

Πt solution segment of region Rt

σe,te function value at breakpoint of piecewise linear marginal cost function
τe,te breakpoint of piecewise linear marginal cost function
ae,te slope of the piecewise linear marginal cost function
be,te offset of the piecewise linear marginal cost function
bv demand at vertex v
b vector of all demands
B matrix of all demands for multi-commodity flows
b(λ) demand function
Cλ weight matrix for Laplacian with weights from derivative of marginal costs
Ct weight matrix for Laplacian in region Rt with weights 1

ae,te

C (x) cost of flow xe

C (λ) flow cost function; cost of minimum flow for parameter λ

dt vector of inverse marginal cost function offsets
be,te
ae,te

e edge
E set of edges
fe marginal cost function of edge e
f vector of marginal cost functions
Fe edge cost function of edge e
G graph
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ℓe lower bound of flow on edge e
ℓ vector of lower flow bounds
Lλ Laplacian matrix w.r.t. weights from derivative of marginal cost functions
Lt Laplacian matrix of region Rt

m number of edges
me,t coefficient vector of perturbation polynomial (for lexicographic rule)
n number of vertices
Rt region in the potential space
S support (set of active edges)
s f linear spline of function f
t region vector (vector of function part indices)
T̄ set of all region vectors
Te index set of breakpoints of marginal cost function of edge e
ue upper bound of flow on edge e
u vector of upper flow bounds
v , w vertex
V set of vertices
xe flow on edge e
x flow vector
x̂e minimum cost flow / electrical flow on edge e
x̂ minimum cost flow / electrical flow vector
X multi-commodity flow
X̂ multi-commodity minimum cost flow
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A.1.2 Symbol Index for Part II

Γ vertex-edge incidence matrix
γe column of incidence matrix corresponding to edge e
ϵ perturbation variable for b-degenerate supports
ϵ perturbation vector for b-degenerate supports
κe number of players who consider edge e active
λ parameter for parametric problem
λmin

S minimal parameter of support S
λmax

S maximal parameter of support S
ξ parameter value of a-degenerate support
µe,i marginal cost of edge e for player i
ξ nullspace direction parameter for a-degenerate supports
φi

v potential of player i at vertex v
φi potential vector of player i
φ full potential vector containing all player potential vectors
πi

v shortest path potential of player i at vertex v
πi shortest path potential vector of player i
π full shortest potential vector containing all player shortest potential vectors
∆πS potential direction of support S
πS potential offset of support S
∆πN

S nullspace direction of a-degenerate support S
∂ΠS set of boundary potentials of support S
πmin

S lower boundary potential of support S
πmax

S lower boundary potential of support S
Π potential space
ΠS potential line of support S
σS support orientation; sign of the determinant of reduced block Laplacian
σi

e player support sign; indicates if edge e is active (+1) or inactive (−1) for player i
Σi player support sign matrix encoding the support of player i
Σ player support sign matrix encoding the support

ω
i j
e player support coefficient; indicates if edge e is active (1) or inactive (0)

for player i and player j
ωi

e player support coefficient; indicates if edge e is active (1) or inactive (0) for player i
Ωi player support matrix encoding the support of player i
Ω support matrix encoding the support
ae,i slope of cost function on edge e of player i
A diagonal matrix containing all slopes of the cost functions
be,i offset of cost function on edge e of player i
b vector off all offsets of all cost functions
C block weight matrix; defined as Ω(Ikm −KΩ)A−1

C̃ unsigned block weight matrix; defined as (Ikm −KΩ)A−1

Ci j weight matrix for player pair (i , j ); submatrix of C
d offset vector in block Laplacian equation; defined as GCb
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e edge
E set of edges
ee,i unit vector corresponding to edge e and player i
G graph
G diagonal matrix of k copies of the incidence matrix Γ

i , j player
k number of players
K̄ diagonal matrix with diagonal elements κe

K block matrix containing k ×k copies of K̄
LS block Laplacian matrix of support S

Li j
S Laplacian matrix of player pair (i , j ); submatrix of LS

N nullspace of matrix G⊤; spanned by potential vectors with constant potential
for every player

N (S,e, i ) Neighboring support of S defined by edge e and player i
NS set of continuative neighbors of support S
Nmin

S set of lower continuative neighbors of support S
Nmax

S set of upper continuative neighbors of support S
N set of all players
pred predecessor function
qS,e,i normal vector of boundaries in the potential space; defined as (WS G)⊤ee,i

q̄S,e,i unsigned normal vector of boundaries in the potential space
(︁
(Ikm −KSΩS)Γ⊤

ri demand rate of player i
ri demand vector of player i , encoding si -ti -flow of rate ri

r full demand vector containing all player demand vectors
S support
Si player support, i.e., the set of active edges for player i
si source vertex of player i
succ successor function
ti sink vertex of player i
v , w vertex
V set of vertices
W signed block weight matrix; defined as ΣC̃
wS,e,i column of W corresponding to the edge e and the player i
xe,i flow of player i on edge e
xe total flow of all players on edge e
xi flow vector of player i
x flow vector containing all player flows
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A.2 Overview: Basic Parametric Electrical Flow Algorithm

Setting

We consider the following parametic problem

min
∑︂
e∈E

∫︂xe

0
fe (s)d s

s.t. Γx = b(λ)

with piecewise linear marginal cost functions.

Marginal costs

The marginal cost are piecewise linear with breakpoints τe,t→ p. 54 and

fe (x) = ae,t x +be,t for all x ∈ [τe,t ,τe,t+1], t ∈ {1, . . . , t̄ e +1}

and with ae,t > 0. The values at the breakpoints are denoted by σe,t→ p. 54 := fe (τe,t ). f(x) := (︁
fe (xe )

)︁
e∈E

denotes the vector valued function mapping a flow to a vector of marginal cost.

Regions

Every vector t→ p. 55 ∈ T̄ := Te1 × ·· · ×Tm consisting of indices of function parts of the marginal cost

te ∈ Te := {1, . . . , t̄ e } defines a region

Rt→ p. 55 := {︁
φ ∈Π |σe,te ≤γ⊤

e φ≤σe,te+1 for all edges e ∈ E
}︁

in the potential space. Inside the region, the inverse of the marginal cost functions are linear and
every potential can be mapped to a flow via this inverse by computing

x = f−1(︁Γ⊤φ
)︁= CtΓ

⊤φ−dt,

where Ct→ p. 55 := diag
(︂

1
ae1,te1

, . . . , 1
aem ,tem

)︂
and dt :=

(︂
be,te
ae,te

)︂
e∈E

.

Laplacian matrix

An optimal potential φ ∈ Rt for demand b satisfies

Ltφ= b+Γdt,

where Lt→ p. 55 = ΓCtΓ
⊤ is the Laplacian matrix corresponding to the region Rt. The pseudo-inverse

(mapping into the potential space) is denoted by L∗
t→ p. 55 .
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Solution segments

For the parametric problem with b(λ) =λb, the solution segment of region Rt defined as

Πt → p. 57:= {︁
π ∈ Rt | ∃λ≥ 0 with Ltπ=λb+Γdt

}︁
contains all shortest path potentials for any parameter value λ≥ 0. It can be rewritten as

Πt → p. 57= {︁
πt +λ∆πt |λ ∈ [λmin

t ,λmax
t ]

}︁
,

with the potential direction ∆πt → p. 57:= L∗
t b, the potential offset πt := L∗

t Γdt, and the minimal and

maximal parameter values

λmin
t → p. 58:= max

{︁
max
e∈E

λt(e),0
}︁

λmax
t := min

e∈E
λt(e)

with

λt(e) → p. 58:=

⎧⎪⎪⎪⎨⎪⎪⎪⎩
σe,te −γ⊤

e πt

γ⊤
e ∆πt

if γ⊤
e ∆πt > 0,

σe,te+1−γ⊤
e πt

γ⊤
e ∆πt

if γ⊤
e ∆πt < 0,

−∞ otherwise,

and λt(e) :=

⎧⎪⎪⎪⎨⎪⎪⎪⎩
σe,te+1−γ⊤

e πt

γ⊤
e ∆πt

if γ⊤
e ∆πt > 0,

σe,te −γ⊤
e πt

γ⊤
e ∆πt

if γ⊤
e ∆πt < 0,

∞ otherwise.

Boundary edges and neighboring regions

The set of all edges that induces the minimum in the computation of λmax
t are called boundary

edges the set containing all boundary edges is denoted by

E∗
t → p. 60:= {︁

e ∈ E |λmax
t =λt(e) <∞}︁

.

If |E∗
t | > 1, the region Rt is degenerate.
Two regions Rt1 ,Rt2 are neighboring if there is an edge e ∈ E such that t2 = t1 ± ee , where

ee ∈Rm is the unit vector with the non-zero entry in the component corresponding to the edge e.
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A.3 Overview: Atomic Splittable Congestion Games

Setting

We consider an atomic splittable congestion game with k players in a graph G = (V ,E) with n

vertices and m edges. The cost functions ce,i→ p. 124 are player-dependent, i.e.,

ce,i (x) = ae,i x +be,i .

The slopes and offsets are used in the matrix and vector

A−1→ p. 127 := diag
(︂ 1

ae1,1
, . . . ,

1

aem ,k

)︂
and b = (be1,1, . . . ,bem ,k )⊤.

Every player has a source vertex si , a sink vertex ti , and a demand rate ri . The strategy of a player
is a si -ti flow xi with rate ri , i.e., it satisfies Γxi = ri , where ri encodes the demand of the player.

An outcome of the game is a vector x→ p. 123 = (︁
(x1)⊤, . . . , (xk )⊤

)︁⊤ satisfying Gx = r where

G→ p. 123 =

⎛⎜⎜⎝
Γ 0

. . .

0 Γ

⎞⎟⎟⎠ ∈Rnk×mk .

Support

The support

S→ p. 126 = (︁
Si

)︁
i∈N with Si := {︁

e ∈ E |πi
w −πi

v =µe,i (x)
}︁

encodes all edges contained in the shortest path networks of the players. The support is also
encoded in the coefficients

ω
i j
e =

{︄
1 if e ∈ Si ∩S j ,

0 if e ∉ Si ∩S j ,
ωi

i :=ωi i
e σi

e
→ p. 126
→ p. 129

= 2ωi
e −1 =

{︄
1 if e ∈ Si ,

−1 if e ∉ Si .

and the matrices

Ω→ p. 126 :=

⎛⎜⎜⎝
Ω1 0

. . .

0 Ωk

⎞⎟⎟⎠ with Ωi :=

⎛⎜⎜⎝
ωi

e1
0

. . .

0 ωi
em

⎞⎟⎟⎠

Σ→ p. 129 :=

⎛⎜⎜⎝
Σ1 0

. . .

0 Σk

⎞⎟⎟⎠ with Σi :=

⎛⎜⎜⎝
σi

e1
0

. . .

0 σi
em

⎞⎟⎟⎠ .

For every edge, κe→ p. 127 is the number of players using edge e. We encode this information in the

matrices

K→ p. 127 =

⎛⎜⎜⎝
K̄ 0

. . .

0 K̄

⎞⎟⎟⎠ ∈Rkm×km with K̄ =

⎛⎜⎜⎝
1

κe1+1 0

. . .

0 1
κem +1

⎞⎟⎟⎠ .
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Block Laplacian

The weight matrix of the block Laplacian Matrix is defined as C → p. 127:=Ω(Ikm −KΩ)A−1 and has the

following structure

C =

⎛⎜⎜⎜⎜⎜⎝
C11 −C12 · · · −C1k

−C21 C22 . . .
...

...
. . .

. . . −Ck−1,k

−Ck1 · · · −Ck,k−1 Ckk

⎞⎟⎟⎟⎟⎟⎠
with

Ci i → p. 128=

⎛⎜⎜⎜⎜⎝
κe1+1−ωi

e1
(κe1+1)ae1,i

ωi
e1

0

. . .

0
κem +1−ωi

em
(κem +1)aem ,i

ωi
em

⎞⎟⎟⎟⎟⎠ and Ci j =

⎛⎜⎜⎜⎝
1

(κe1+1)ae1, j
ω

i j
e1

0

. . .

0 1
(κem +1)aem , j

ω
i j
em

⎞⎟⎟⎟⎠ .

The matrix encodes the relationship between optimal potentials and optimal flows via the for-
mula x = C

(︁
G⊤φ−b

)︁
from Lemma 6.2. We also consider the following two variants of the matrix C

C̃ → p. 127= (Ikm −KΩ)A−1 and W =ΣC̃ =Σ(Ikm −KΩ)A−1.

The block Laplacian matrix is defined as L → p. 131= GCG⊤ and has the following structure

L =

⎛⎜⎜⎜⎜⎜⎝
L11 −L12 · · · −L1k

−L21 L22 . . .
...

...
. . .

. . . −Lk−1,k

−Lk1 · · · −Lk,k−1 Lkk

⎞⎟⎟⎟⎟⎟⎠ ,

where Li j := ΓCi jΓ⊤. With the offset vector d → p. 131= GCb it characterizes optimal potentials via

the linear equalities and inequalities from Theorem 6.3. For non-a-degenerate supports, L∗ → p. 131

denotes the uniquely defined pseudo inverse mapping into the potential space

Π → p. 126:= {︁
φ ∈Rkn |φi

si
= 0 for all players i ∈N

}︁
.

Every support has a sign σS → p. 134:= sgn
(︁

det(L̂S)
)︁

depending on the submatrix of the block Lapla-

cian obtained by deleting all rows and columns corresponding to the source vertices of the re-
spective players.
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Parametric atomic splittable congestion games

For every support S, the potential line

ΠS→ p. 133 := {︁
π ∈Π | ∃λ ∈ [0,1] : Lπ−d =λr,W(G⊤π−b) ≥ 0

}︁
contains all optimal potentials from the potential space for some equilibrium for λ ∈ [0,1]. We

denote by we,i→ p. 133 := W⊤ee,i the row of the matrix W corresponding to edge e and player i . Further,

we consider the vectors qS,e,i→ p. 134 := (WS G)⊤ee,i and q̄S,e,i := (︁
(Ikm −KSΩS)Γ⊤)︁⊤ee,i .

The values

λmin
S→ p. 133 := max

(︄{︄
w⊤

e,i (b−G⊤πS)

w⊤
e,i G⊤∆π

⃓⃓⃓⃓
w⊤

e,i G⊤∆π< 0

}︄
∪ {0}

)︄

λmax
S→ p. 133 := min

(︄{︄
w⊤

e,i (b−G⊤πS)

w⊤
e,i G⊤∆π

⃓⃓⃓⃓
w⊤

e,i G⊤∆π> 0

}︄
∪ {1}

)︄

allow to rewrite the potential line in the form

ΠS = {︁
λ∆π+πS |λmin

S ≤λ≤λmax
S

}︁
,

where ∆π→ p. 133 = L∗r is the potential direction and πS := L∗d potential offset of the support.

Neighboring supports

S′ = N (S,e, i )→ p. 134 is the (e, i )-neighbor of S, if S j = S′
j for all j ̸= i and Si \ S′

i = {e} or S′
i \ Si = {e} .

∂ΠS→ p. 133 = {πmin
S ,πmax

S } = {λmin
S ∆π+πS ,λmax

S ∆π+πS} are the boundary potentials.

The continuative neighbors NS→ p. 137 := {S′ |ΠS ∩ΠS′ ̸= ∅} =Nmin
S ∪Nmax

S consist of lower and upper

continuative neighbors

Nmin
S→ p. 137 =

{︄
S′ = N (S,e, i )

⃓⃓⃓⃓ w⊤
S,e,i

(︁
b−G⊤πS

)︁
w⊤

S,e,i G⊤∆πS
=λmin

S

}︄
,

Nmax
S→ p. 137 =

{︄
S′ = N (S,e, i )

⃓⃓⃓⃓ w⊤
S,e,i

(︁
b−G⊤πS

)︁
w⊤

S,e,i G⊤∆πS
=λmax

S

}︄
.
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