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Abstract 

In order to set up flexible and interoperable IT infrastructures businesses increasingly adopt 
the service-oriented architecture (SOA) concept and its implementation in the form of Web 
services. Web services are self-contained platform-independent components on the 
abstraction level of concrete business activities. The idea is to implement (cross-
organisational) business processes as a composition of services. 
 
While common Web service standards define syntactic conventions in terms of how to 
interact with a service, they are not backed by formally defined semantics. Due to this lack of 
semantic expressiveness human interaction is necessary in order to understand the 
functionality a service provides. Moreover, the smooth interaction of Web services as part of 
a process usually requires considerable manual integration efforts. With the advent of the 
Semantic Web and its vision to make the meaning of Web resources understandable to 
machines, the research community spawned several activities towards semantically described 
Web services. The idea behind this is to shift the integration of services from the syntactical 
to the conceptual level and to increase the achievable degree of automation in the Web 
service management life-cycle. 
 
It has been recognized that in order to succeed, the Semantic Web needs to be built on top of 
the already existing and operating World Wide Web. However, with regard to the 
composition of services this strategy has not been consistently followed. Popular Web service 
ontologies come with their own dedicated service composition specifications which have so 
far not been adopted by industry. On the other hand, well established composition standards, 
such as the Business Process Execution Language (BPEL), do not natively support Semantic 
Web services.  
 
The work presented in this thesis contributes to the closing of this gap. The proposed 
approach and architecture exploit formally defined Web service semantics in order to 
improve automation and interoperation in the design and execution of service compositions. 
This enables service retailers to rapidly adapt to changing market conditions. By using BPEL 
as the underlying process representation language, a bridge is being built between existing 
Web service standards and emerging Semantic Web technologies. A key element of the 
proposed approach is the concept of semantic activity components which are abstract 
functional building blocks that are highly hybrid in character. Semantic activity components 
enable the simultaneous composition of a process on the conceptual and on the technical 
level, thus contributing to the fundamental goal of SOA: to reduce the gap between IT and 
business.  
 
The results of this work contributed to the development of an open semantics-based 
interoperability infrastructure for Web services. As part of this infrastruture an integrated 
service composition toolchain has been developed. The toolchain covers the complete 
composition life-cycle starting from the definition of abstract business functionalities to their 
semi-automatic integration into a BPEL process, the configuration of the process and its 
deployment as a Web service. 
 



 

Zusammenfassung 

Für den Aufbau flexibler und interoperabler IT-Infrastrukturen nutzen Unternehmen 
zunehmend das Konzept der Service-orientierten Architektur (SOA) und dessen 
Implementierung in Gestalt von Web-Services. Web-Services sind eigenständige 
plattformunabhängige Komponenten auf der Abstraktionsebene von konkreten 
Geschäftsfunktionalitäten. Die grundlegende Idee ist es, organisationsübergreifende 
Geschäftsprozesse durch die Komposition von Diensten zu unterstützen. 
 
Die Standards im Bereich Web-Services definieren zwar die syntaktischen Konventionen für 
die Interaktion mit einem Dienst, sie sind jedoch nicht mit einer formal definierten Semantik 
hinterlegt. Der Mangel an semantischer Ausdrucksfähigkeit macht menschliche Interaktion 
erforderlich, um die von einem Web-Service erbrachte Funktionalität zu verstehen. Dem 
nahtlosen Zusammenspiel von Web-Services im Rahmen eines Prozesses geht üblicherweise 
ein erheblicher manueller Integrationsaufwand voran. Mit dem Aufkommen des Semantic 
Web und der Vision, die Bedeutung von Web-Ressourcen für Maschinen verständlich zu 
machen, hat sich die Forschungsgemeinschaft in verschiedenen Aktivitäten mit der 
semantischen Beschreibung von Web-Services auseinandergesetzt. Die Integration von 
Diensten soll von der syntaktischen auf die konzeptionelle Ebene gehoben werden, um den 
Automatisierungsgrad im Web-Service-Lebenszyklus zu erhöhen. Ein entscheidender 
Erfolgsfaktor für das Semantic Web ist, dass es auf dem bereits bestehenden World Wide 
Web aufsetzt. Hinsichtlich der Komposition von Web-Services wurde diese Strategie jedoch 
nicht konsequent verfolgt. Für die Komposition von Diensten bieten Web-Service-Ontologien 
eigene Spezifikationen, die in der Industrie jedoch kaum Beachtung finden. Bekannte  und 
etablierte Standards, wie z.B. die Business Process Execution Language (BPEL),  
unterstützen hingegen nicht nativ die Komposition von semantischen Web-Services. 
 
Die in der vorliegenden Arbeit präsentierten Ergebnisse tragen dazu bei, diese konzeptionelle 
Lücke zu schließen. Der vorgestellte Ansatz und die vorgestellte Architektur nutzen 
semantische Dienstbeschreibungen, um die Modellierung von Web-Service-Prozessen zu 
vereinfachen und die Interoperabilität der zur Ausführungszeit eines Prozesses gebundenen 
Dienste zu gewährleisten. Auf diese Weise werden Anbieter von komponierten Diensten 
befähigt, sich besser an ein dynamisches Marktumfeld anzupassen. Durch die BPEL-
konforme Repräsentation der modellierten Prozesse wird eine Brücke zwischen bereits 
etablierten Web-Service-Standards und den aufkommenden Technologien des Semantic Web 
geschlagen. Zentrales Element des Ansatzes ist das Konzept der „Semantic Activity 
Components“. Dabei handelt es sich um abstrakte funktionale Bausteine, die einen 
hochgradig hybriden Charakter aufweisen und dadurch die simultane Modellierung eines 
Prozesses auf konzeptioneller und auf technischer Ebene ermöglichen. Auf diese Weise wird 
das grundlegende Ziel Service-orientierter Architekturen adressiert, die IT-Prozesse eng an 
den Geschäftsprozessen auszurichten.  
 
Die Ergebnisse dieser Arbeit haben zu der Entwicklung einer auf semantischen Technologien 
basierenden Interoperabilitäts-Infrastruktur für Web-Services beigetragen. Als Teil dieser 
Infrastruktur wurde ein integriertes Toolkit für die Komposition von Diensten entwickelt. Das 
Toolkit unterstützt den gesamten Kompositionsprozess, angefangen bei der Definition von 
abstrakten Geschäftsfunktionalitäten, über deren semi-automatische Integration in einen 
BPEL-Prozess, bis hin zur Konfiguration des Prozesses und dessen Bereitstellung als Web-
Service.  
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Chapter 1 
 
Introduction 

1.1 Background and Motivation 

1.1.1 Application Interoperability and Software Components  

Achieving interoperation of applications within enterprises usually turns out to be a 
challenging task as many of the systems that are to be tied together started their 
existence as independent and monolithic entities. Mostly, such assets lack open and 
standards-compliant interfaces. Nevertheless, as modern business processes are 
becoming increasingly complex and since more and more tasks within a business are 
carried out based on Information and Communication Technology (ICT), the smooth 
and seamless interoperation of applications has become a significant operational, 
financial and thus competitive factor in today’s business [CLB1993, AO2005]. This 
fact is reflected through the emergence of a whole IT business sector that is completely 
focused on providing Enterprise Application Integration (EAI) services and platforms, 
and that has experienced unpredictable growth. The EAI industry has put forth 
topologies and systems that are mainly focused on dealing with existing islands of 
automation [JWJ2000, GL2004]. However, integration efforts in heterogeneous legacy-
centric system environments mostly result in complex and difficult-to-manage 
infrastructures that bear the risk of being too inflexible to adapt to changing market 
conditions and business goals [HST1999]. 
 
In response to the above-mentioned challenges there has been a growing consensus that 
complex enterprise IT systems should be build out of reusable components providing 
discrete business functions. Component-based development (CBD) relies on the 
principle of reuse, i.e. the building blocks constituting a system can be – despite of their 
hidden implementation – easily used by other systems. Instead of building enterprise 
systems from scratch, when consequently applying the CBD paradigm, system 
development mainly becomes a task of identifying, configuring, assembling and 
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composing self-contained functional elements [LRV1998, Wh2002, RWT2001]. The 
fundamental ideas of CBD are not new. In fact, since the often cited software crisis in 
the early sixties, numerous methodologies, programming languages and architectural 
models emerged that aim at capturing system functionalities in the form of reusable 
modules, libraries, subsystems and packages. In particular the advent of object-oriented 
design and programming (OOD/P) received much attention as it is based on the idea of 
building computer programs as collections of objects that communicate by sending and 
receiving messages [He1992, Eg1992]. The consideration of software objects as 
individual actors with distinct responsibilities and roles allows for translating the 
behaviour and properties of real-world elements to the software level, thus promoting 
greater maintainability and flexibility of software. Although object orientation is a 
widely adopted and very successful design and development method, the resulting 
software units are still rather fine-grained and tightly coupled. Moreover, OOP does not 
inherently consider the demands imposed by heterogeneous and distributed 
environments in which software is implemented using different programming 
languages, operating systems and physical locations. While OOP just encourages the 
decoupling of interface and implementation, the CBD paradigm explicitly enforces this 
separation. Commonly, this is achieved by describing the provided functionalities and 
the behaviour of a component in a platform-independent manner using appropriate 
interface definition languages (IDL). Clients may be developed using different 
languages and platforms and they may reside in different network locations than the 
component itself. The location and implementation transparency is enabled by the 
underlying execution environment in which a component is deployed. Since a 
component internally may be implemented using object-oriented technologies, OOP 
and CBD can be considered as complementary [MM1999].   
 
The CBD concepts were put into practice by several competing component 
implementation models. Prominent examples are the Component Object Model (COM) 
[WK1994], the Enterprise JavaBeans model (EJB) [MH1999] and the CORBA 
component model (CCM) [Si2000]. Each of these models defines a set of standard 
descriptors, protocols and services that enable interoperation, distribution, registration, 
lookup, deployment, composition and configuration of components. The component 
implementation models were implemented by several middleware products that 
represent environments in which distributed component-based applications are 
developed and executed. Such middleware implementations provide a rich set of 
additional services, such as persistence and transaction, enabling both component 
developers and application developers to outsource standard tasks to the infrastructure 
and thus to concentrate on the business logic [LRV1998]. The CBD paradigm and 
corresponding platforms have helped enterprises to create flexible and maintainable 
business applications, to integrate existing software and to cast their internal business 
processes to IT infrastructures.  

1.1.2 Cross-organisational Interoperability and Service-
orientation 

Due to increasing competitive pressure and globalization, more and more business 
processes spanning multiple organizational and administrative domains emerged. In 
such a setting, inter-enterprise interoperation of IT systems becomes a critical success 
factor [Ou2001, Me2003]. For the implementation of cross-organizational processes, 
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however, most component implementation models turned out to be suitable only to a 
limited extent as they do not provide the required level of abstraction. Component-
based middleware platforms, such as CORBA or EJB implementations, require the user 
to adopt a specific object model that might not be suitable for all collaborating parties 
[Ol2006, Me2003]. Components residing on these platforms have an internal state and 
an instance-specific execution context. Considered that the lifecycle of a component is 
managed by its consumer, the coupling must be still regarded as tight. In addition, more 
practical problems, such as with the data transport, arose: More and more enterprises 
tightened their security policies, allowing external communication via standard Web 
protocols only [Me2003].  
 
In recognition of these challenges there has been a growing consensus that cross-
organizational communication is supported best through a specific architectural model, 
the Service Oriented Architecture (SOA), which represents a further step up the 
abstraction ladder [FWL2005, PG2003]. In the SOA, services are self-contained 
components as well but on the abstraction level of concrete business activities. While in 
the background a business activity, such as a credit card payment, involves various 
systems and thus might be implemented using traditional component-based middleware 
platforms, on the service level just the business functionality becomes visible.  Services 
in the SOA-model mostly reside on the network and they can be used without 
knowledge of the underlying implementation platform. They are discovered and 
advertised by means of service registries. A service usually is stateless and its lifecycle 
does not correspond to the life-cycle of a particular client. It is difficult – maybe 
impossible – to draw a conceptual border between components and services. Rather it 
seems to be more appropriate to state that components when being used in a service-
oriented architecture become services. In fact, SOA-based systems can be considered as 
distributed component-based systems with a specific emphasis on cross-organisational 
communication. Clearly it can be claimed that the SOA paradigm, while embracing 
typical CBD-inherent targets (contracts, encapsulation, reusability etc.), minimizes the 
dependencies between individual components and thus further loosens the coupling 
between software entities and collaborating partners [Me2003]. 
 
Although its fundamental principles are not new, it has taken considerable time for the 
SOA paradigm to become widely applied in practice. The break through took place 
with the emergence of Web services. Web services are distributed platform-independent 
software components that are described, discovered and accessed based on standard 
Web technologies, such as XML and HTTP. Today, the Web Service Architecture 
(WSA) [WSA2003] as defined by the World Wide Web Consortium (W3C) is the most 
prominent instantiation of the SOA model. The success of Web services is rooted in the 
simplicity and ubiquity of the underlying standards and protocols (WSDL, SOAP and 
UDDI). Furthermore, the Web service idea and related standardization efforts received 
strong support from major industry players, including IBM, Sun Microsystems and 
Microsoft. Although there are still problems to be solved (e.g. with regard to security 
and distributed transactions), Web services can be considered as a promising 
technological means for putting the idea of virtual marketplaces and dynamic virtual 
enterprises into practice [Na2001, Me2003]. Web services are, however, not just used 
in a cross-organizational context but they are also applied for achieving interoperation 
of applications within enterprises.  
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For a client it might be of some value to use the functionality provided by a service in 
an isolated manner. However, the full power of SOA in general and Web services in 
particular can be only tapped when combining the functionality of several services, i.e. 
when creating composite services. It is understood that composite services recursively 
can be used as part of other composite services. Thus, progressively aggregating 
services at a higher level of abstraction allows for the creation of increasingly complex 
applications [SD2005]. As Web services provide discrete business functionalities, the 
composition of Web services offered by different parties is a means to implement cross-
organizational business processes. Since the advent of Web services there have been 
numerous efforts that aim at defining description languages enabling the centralized 
(“choreography”) or decentralized (“orchestration”) execution of Web service 
processes, among them the Web Services Flow Language (WSFL) [Le2001], XLANG 
[Th2001], the Business Process Modeling Language (BPML) [Th2002] and the Web 
Service Choreography Interface (WSCI) [WSCI2002]. Today the Business Process 
Execution Language (BPEL) [BPEL2003], which results from a consolidation of 
XLANG and WSFL, has become the de-facto standard for describing Web service 
compositions. There are numerous freely available and commercial modelling tools and 
execution engines that support the design and execution of BPEL-compliant business 
processes. Major vendors of enterprise integration platforms already have added or are 
about to include BPEL-support into their products. According to Gartner “BPEL will 
emerge as the leading industry standard for Web service orchestration and coordination 
of business processes” [Or2004]. 

1.1.3 Towards Semantic Interoperability of Web Services 

Although XML-based Web service standards ensure interoperability on a technical 
level, semantic interoperability issues are left open to a large extent. When describing a 
Web service, neither WSDL nor XML as the underlying mark-up language define any 
explicit semantics. Consequently, for machines and for software agents the provided 
information about functional and non-functional service properties is - although 
readable - barely interpretable. Hence, human interaction is necessary in order to 
understand what a service does and how it can be invoked [FS2005]. The lack of 
formally defined semantics clearly limits the achievable degree of automation for Web 
service discovery, invocation and interoperation.  
 
Making the meaning of Web resources understandable to and exchangeable between 
applications is the declared goal of the emerging Semantic Web initiative. The vision is 
to make the Web a place where not just people but also independently designed 
programs can share, process and understand data, thus being able to collaborate and 
share information in a more flexible manner [BHL2001]. In order to implement a 
universal metadata infrastructure, the Semantic Web initiative has produced formal 
languages, such as the Resource Description Framework (RDF) [RDF2004] and the 
Web Ontology Language (OWL) [OWL2004], for specifying and sharing domain 
conceptualizations in the form of taxonomies and ontologies. In recognition of the 
opportunities provided by the Semantic Web, the research community has spawned 
several activities in the direction of Semantic Web services. The basic idea is to use 
ontology languages like OWL in order to create machine-understandable Web service 
descriptions. This is achieved by enriching Web service descriptions with the concepts 
defined in generic service ontologies and specific domain ontologies. Examples for 
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upper service ontologies are the Web Ontology Language for Services (OWL-S) 
[OWLS2004] and the Web Service Modelling Ontology (WSMO) [WSMO2005]. The 
semantically-enriched service descriptions enable software agents to reason over the 
functional and non-functional properties of services.  

1.1.4 Web Service Composition Challenges 

The lack of semantic expressiveness of traditional Web service technologies imposes a 
set of limitations on the design and execution of cross-organisational business processes 
[FT2002]. In a dynamic service marketplace with parties frequently joining and leaving, 
services that provide identical functionality are offered at different prices and at 
different conditions. Hence, in order to stay competitive and to optimize the costs of 
business processes, enterprises are increasingly forced to adapt to the changing 
environment, to cut static business-relations and to select their partners on the fly. 
Furthermore, in order to promptly react to the ever-changing customer requirements, 
new services and products need to be created on demand [Na2001, FJ2006]. For the 
design and execution of cross-organisational business processes this brings about - 
among others - three main challenges: 
  

• First, although the functionalities in a business process are provided by 
services, the process needs to be designed on a higher level that abstracts from 
concrete partner bindings.  

• Second, a smooth interoperation with the services that are dynamically selected 
in the scope of a process needs to be ensured. In fact, this is not just a question 
of interoperability between the invoking client and the services that make up a 
process but also between the services themselves as they usually share data. 

• Third, in order to quickly respond to customer demands, the design of an 
abstract process should be supported (semi-)automatically.  

 
BPEL as the most-widely used language for describing Web service compositions 
allows for the design of abstract processes. The activities within a process are, however, 
still bound to fixed interfaces and statically defined messages. In an open environment 
with a multitude of potential business partners this approach must be considered as too 
inflexible since all collaborating parties would need to agree on a common message 
schema. Although for almost any business domain there are well-defined XML Schema 
standards, it can not be assumed that these standards are consequently adopted. In fact, 
it is often ironically said that standards are fine because there are so many. A practical 
example from the eGovernment domain clarifies the problem: In order to enable 
smooth eGovernment transactions on the domestic level several EU member states have 
defined XML schemas for problem-specific areas, such as citizen registration or 
building permission. However, in order to increase customer satisfaction, more and 
more processes are centred around life and business events requiring the interaction of 
different administrations [VKL2002]. Consequently, there are a high number of 
independently defined but semantically similar elements (e.g. “Person” vs. “Citizen”) 
that need to be syntactically aligned with enormous manual integration efforts. The 
problem gets even more evident when it comes to the deployment of cross-border 
processes spanning administrations from different countries which are using their 
national eGovernment standards. Clearly, with respect to the subsidiarity principle, it 
can not be assumed that national Web service related message exchange standards and 
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applications will be abolished for the benefit of a European approach. Furthermore, 
with respect to the number of parties involved, it would be a longsome mission to agree 
on EU-wide common service interfaces and/or message formats. A similar line-up can 
be found in the eBusiness domain as there are often highly sector-specific and 
competing message standards that are designed on different granularity levels. 
 
It is obvious that such problems need to be addressed on a conceptual rather than on 
syntactic level and Semantic Web services are a promising step into this direction. 
Compared to the rigid and strictly hierarchic data model of syntactic mark-up 
languages, ontology definition languages provide much richer means for aligning and 
relating different concepts, through re-use (e.g. generalisation) and property-centric 
classification [Kl2000]. Exploiting the semantic descriptions of Web services it is not 
just feasible to establish interoperability by bridging different data representations on 
the semantic layer, but also to support the composition task itself by automatically 
analysing concept relations and by applying goal-oriented planning algorithms 
[FST2006, SHP2003].  
 
It has been recognized that the Semantic Web in order to succeed it needs to be build on 
top of the already existing and operating Web. This is also reflected by the recently 
discussed Semantic Web service technologies that are grounded on well-established 
Web service standards, such as WSDL. However, with regard to the composition of 
Semantic Web services this strategy has not been followed consequently. In fact, there 
are several research efforts towards describing service compositions and business 
processes based on ontologies. For example, OWL-S provides constructs for the 
specification of simple control and data flows. There are, however, no process 
management platforms available that can be considered as sufficiently mature and 
comprehensive to be used in mission-critical business scenarios. On the other hand, 
BPEL as the dominant standard does not inherently support the composition of 
Semantic Web services. Therefore, a challenge is to develop an architecture and a 
corresponding platform that exploit the benefits that Semantic Web services provide for 
flexible design and execution of cross-organisational businesses processes, while at the 
same time staying compatible to well-established composition standards – thus 
preserving existing investments of workflow engine vendors and users. The thesis at 
hand represents a contribution towards achieving this challenge.     

1.2 Objectives and Scope 

The overall objective of the thesis is to analyse, design, implement and validate an 
infrastructure and a platform for the flexible design, configuration and execution of 
business processes based on semantically described Web services.  
 
From a business point of view the objective is to enable retailers in dynamic service 
marketplaces to quickly adjust to changes in the business environment by providing 
them with an infrastructure for the adapative composition of heterogeneous third-party 
provider services.  
 
From a more technical point of view the objective is to exploit formally defined Web 
service semantics in order to enhance automation and interoperation during the design 
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and execution of service compositions while staying compatible with existing process 
management standards and platforms. 
 
In order to align the above stated technical and business objectives, an analysis of 
service composition approaches and their implications for retailers will be provided. 
Based on the analysis a business-oriented classification of composition strategies is 
developed. 
 
The work performed within the scope of this thesis contributed to the development of 
an open semantics-based interoperability infrastructure that provides mechanisms for 
publishing, discovering and invoking heterogeneous Web services in peer-to-peer 
networks [Do2004]. In particular this thesis develops as part of the semantics-based 
interoperability infrastructure a platform which includes an integrated service 
composition toolchain.  
 
As part of the platform the following entities are defined, developed, integrated and 
validated: 
 

• An architecture for self-contained functional components that are abstract 
representatives for concrete Web services, 

• tools for the automated generation of these components from abstract (OWL-S 
based) semantic service descriptions, 

• a process modelling tool supporting the semi-automated composition of the 
functional components to a BPEL-compliant business process, 

• a configuration tool enabling the configuration of the process runtime 
behaviour through the specification of complex service selection criteria,  

• a deployment tool which allows for deploying the configured process as a Web 
service in an BPEL-compliant process engine. 

 
Exploiting formally defined semantics in the composition of Web services is an active 
field of research which ranges from the usage of ontologies to ensure a common 
understanding among human actors to the fully-automated creation and execution of 
business processes. In order to further determine the scope of the presented work it 
should be noted that this thesis does not address automated planning as it is known from 
the area of artificial intelligence. Rather, an architecture is proposed and implemented 
which focuses on building a bridge between existing Web service standards and 
emerging Semantic Web technologies. At the same time it is demonstrated how 
semantics can be exploited in order to improve the degree of automation and 
interoperability in the composition process. However, the decision of which process 
steps are necessary in order to achieve a specific goal is still left up to the process 
design expert.   
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1.3 Outline of the Thesis 

The thesis is organised in ten chapters. 
  
Chapter 2 presents a comprehensive analysis of concepts, technologies and standards 
for the provision of technical and semantic interoperability between distributed 
applications on the Internet. Apart from an introduction to the Web service stack and its 
fundamental standards, the chapter determines shortcomings of traditional Web service 
technology and describes how the emerging Semantic Web intends to address these 
issues. Finally, the concept of Semantic Web services is introduced, which is based on 
the utilization of ontology languages for the creation of machine-understandable Web 
service descriptions. The chapter concludes with an overview of competing high-level 
Web service ontologies. 
 
Chapter 3 presents an open peer-to-peer based infrastructure for the collaboration of 
Web service providers and requestors that are using highly heterogeneous message 
formats and data representations. Based on the technologies introduced in chapter 2 it is 
elaborated on how semantic mediation is achieved through ontology mapping, i.e. by 
defining relations and transformations between semantically similar concepts. Although 
in the presented interoperability infrastructure service advertisement and discovery is 
handled in a highly decentralized manner, service providers should be also enabled to 
include their existent Web service registries. Hence, it will be elaborated on how simple 
ontologies and Semantic Web service descriptions can be mapped to the UDDI-specific 
registry information model. 
 
Chapter 4 provides an overview of service composition principles and strategies. In 
order to analyse business implications, an understanding of the actors and their 
relationships in typical Web service applications is required. For this reason a generic 
business model for Web service applications, which is rooted in the Open Distributed 
Processing (ODP) domain, will be provided. Particular attention is paid to service 
retailers that may adopt composition strategies which mainly differ with regard to two 
characteristics, namely the type of service binding (static or dynamic) and the degree of 
automation used in creating the process model. A classification and a business-oriented 
analysis of service composition strategies in terms of their adaptability to changing 
market conditions is provided.  
 
Chapter 5 provides a high-level view on the functional architecture of a composition 
platform which builds on the semantics-based interoperability infrastructure presented 
in chapter 3. As a central element, abstract functional building blocks, so called 
semantic activity components, and a set of tools supporting the complete composition 
life-cycle, including process design, configuration and deployment, are presented. 
Furthermore, it is detailed on how the work of a process expert may be supported by 
automatically analysing the relations between inputs and outputs of the process 
activities. Finally, related work in the Web service composition domain is assessed and 
put into relation to the approach followed within this thesis. 
 
Chapter 6 presents the detailed architecture of semantic activity components from 
which a business process is being built. The focus is put on how the composition life-
cycle tools and the process engine interact with the various component interfaces. In 
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order to be included into a BPEL process, each activity component exposes a Web 
service interface which is described in detail in this chapter. Furthermore, the chapter 
elaborates on how different type representations (OWL, XML Schema, Java) are 
mapped in order to enable the simultaneous modelling of a process on the semantic and 
on the technical level. Finally, the automated generation of an activity component from 
an abstract (OWL-S-based) service description is discussed. 
 
Chapter 7 details the functional range, the visual appearance and the architecture of the 
process modelling tool, which is a central part of the presented composition platform. 
The tool allows for the visual design of the process control flow by arranging instances 
of activity components and control constructs to a process tree. The generation of the 
internal process model and its transformation to a BPEL-compliant process description 
is described in detail. The chapter, in particular, addresses the issue of how the data 
flow modelled in terms of semantically related ontology concepts can be represented in 
the generated BPEL process. When being deployed in an appropriate engine, the 
process shall be available to clients as a Web service. Hence the chapter describes how, 
along with the BPEL description, the WSDL description of the process is generated.  
 
Chapter 8 provides an overview of the functional range and the visual appearance of the 
process configuration tool. Furthermore, it will be detailed how a user-defined 
configuration is internally represented and how it is applied at runtime in order to fine-
tune the discovery and selection of suitable Web services. Moreover, the chapter will 
also briefly outline the operation and implementation of the process deployment tool 
which provides the means for deploying a configured process in a BPEL engine, hence 
for making the process accessible as a plain Web service. 
 
Chapter 9 describes the technical and organisational environment in which the 
presented approach and composition tools were applied and tested. Moreover, the 
design, configuration and deployment of an exemplary business process will be 
described, thus allowing for the assessment of the developed platform with respect to 
the originally identified requirements and challenges. Finally, in response to the 
findings of the validation, the ongoing evolution of the proposed approach and 
mechanisms will be addressed. 
 
Chapter 10 recalls the fundamental concepts and ideas of the proposed approach for 
adaptive service composition in a semantics-based interoperability infrastructure. 
Moreover, potential advancements are discussed and an outlook on future developments 
and priorities in this area is provided. 
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Chapter 2 
 
From Technical to Semantic 
Application Interoperability 

Interoperability is the ability of components to seamlessly exchange information, hence 
it is a key challenge to be addressed in distributed information systems. Technical 
interoperability is concerned with the agreement on the data formats, the underlying 
media and the communication protocols. As discussed in the previous chapter, there are 
several middleware architectures and platforms that enable interoperation among 
heterogeneous applications on the technical level. Web services, in particular, have 
received broad industrial support and are widely used as a means for integrating 
applications by means of ubiquitous World Wide Web technologies. However, for the 
sound exchange of data it is important to ensure that its precise meaning is 
understandable by the communicating parties. The ability of sharing meaning is widely 
referred to as semantic interoperability. Still, semantic interoperability is mostly 
achieved by using common message schemas and the meaning of the messages is 
shared informally. However, in order to increase the degree of automation and to 
manage complexity in heterogeneous environments, it is of paramount importance that - 
to a certain extent - the meaning of exchanged data is not just understandable to humans 
but also to machines. The emerging Semantic Web provides technologies which allow 
for the machine-interpretable formal conceptualisation of a knowledge domain. This 
chapter provides a comprehensive survey of fundamental Web service and Semantic 
Web technologies. 

2.1 Web Services 

In the preceding chapter the term Web service was introduced without having clearly 
defined what a Web service is and how it is used. This chapter explains the Web service 
concepts and technologies in more detail. 
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In recent time Web services have gained considerable momentum. Many software 
vendors have announced Web service initiatives and adoption. Furthermore there are 
many organizations which are involved in the refinement of Web service standards. The 
Business Week Magazine states that Web services “represent the next big technology 
change in computing”, but at the same time underlines the problem that “few people 
seem to actually agree on what a Web Service is.” [Ke2005] 
 
Although there seems to be a slow convergence towards a common understanding of 
what the term Web service means, there is no universally adopted definition. Several 
software vendors and Web service infrastructure providers have published their own 
definitions.  
 
Some definitions point out that the Web service interaction use case is usually machine 
to machine: “The easiest way to describe a Web service is to say that if it is done on the 
Internet, using Web protocols, and it does not involve a live user operating a Web 
browser, then it is a Web service.” [In2006] 
 
Bosworth refers to the same aspect by stating that “the term Web services refers to an 
architecture that allows applications to talk to each other.” [MB2003] 
 
The World Wide Web consortium highlights the importance of XML by defining a 
Web service as “a software application identified by a URI1, whose interfaces and 
bindings are capable of being defined, described, and discovered as XML artefacts. A 
Web service supports direct interactions with other software agents using XML based 
messages exchanged via Internet protocols.”[WSA2002] 
 
An even more technology-oriented definition is given by Microsoft: “A Web service is 
a unit of application logic providing data and services to other applications. 
Applications access Web services via ubiquitous Web protocols and data formats such 
as HTTP, XML, and SOAP, with no need to worry about how each Web service is 
implemented.” [Mi2006] 
 
In general – without violating the above given descriptions – it can be said, that a Web 
service is a platform and implementation independent software component that: 

• is described using a service description language, 
• can be published to a registry of services, 
• can be discovered through a standard mechanism (at runtime or design time), 
• is invoked through a declared API, usually over a network, 
• can be composed with other services. 

 
It is important to mention that despite its name, a Web service does not necessarily exist 
on the World Wide Web. Rather it can live anywhere on the network, Internet or 
Intranet. Furthermore Web services do not need to be used through a network. They can 
also be invoked by means of a simple method invocation in the same operating system 
process, or using shared memory between narrowly coupled processes running on just 
one machine. Actually, as they are mostly applied for machine-to-machine 
communication, Web services have very little to do with the browser-oriented and 
HTML-centric World Wide Web.  

                                                      
1 Uniform Resource Identifier, IETF RFC 3986 
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The following section will explain the circumstances and conditions that have lead to 
the development of Web services as well as the fundamental Web service concepts. 

2.1.1 Idea and Concepts 

In a global marketplace, companies have been continuously seeking for new ways to 
address competitive pressure. The need to shorten manufacturing and development 
cycles, to reduce operational costs and time-to-market, to increase customer 
satisfaction, and to rapidly adapt to market changes has historically led companies to 
collaborate and to distribute their business processes. As a result, the information and 
communication systems in many of today’s mid and large size companies exhibit 
tremendous diversity. 
 
In order to automate processes spanning multiple administrative and organizational 
domains the existing stand-alone applications had to be opened and efficient 
interoperability mechanisms had to be established. Distributed object-oriented 
technologies and middleware platforms, such as the Distributed Component Object 
Model (DCOM) or the Common Object Request Broker Architecture (CORBA), are 
powerful means for the integration of applications within enterprises or organizations. 
However, as argued in the introduction of this thesis, for integrating systems across 
organizational domains these technologies are only suitable up to a limited extent. This 
is due to the highly heterogeneous environments in which it is difficult to prescribe 
common object models, programming languages or operating systems. Even the 
communication between organizations that are using compatible middleware 
technologies is not necessarily practicable since the underlying data transport may be 
blocked by firewalls or other security facilities. Moreover not just the transport of data 
but also its shared interpretation has to be taken into account.  
 

 
Figure 2-1 Cross-organizational communication with HTTP and XML 

 
The successful evolution of the World Wide Web as a ubiquitous infrastructure for 
world wide available information has brought the idea of using this infrastructure also 
as a physical medium for application communication based on standard Web protocols, 
such as the Hypertext Transfer Protocol (HTTP) or the Simple Mail Transfer Protocol 
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(SMTP), for the exchange of messages that have been defined by means the Extensible 
Markup Language (XML). XML and the XML Schema Definition Language (XSD) 
allow for the definition of arbitrary mark-up languages for the representation of 
structured data in a human- and machine-readable manner. The transformation of XML 
messages to programming language specific objects and vice versa is quite simple. 
Corresponding XML parsers are available for almost every platform. Moreover HTTP 
can be regarded as the least common denominator for the data transport since most 
organizations are using a web server. As illustrated in Figure 2-1 in many cases this is 
the only communication channel which is permitted by security policies. 
 
With the Simple Object Access Protocol (SOAP) a lightweight protocol for the 
exchange of XML messages in a request/response-manner was developed. SOAP 
defines a convention that can be used to represent remote procedure calls (RPC). In the 
case of using HTTP as the protocol binding, an RPC call maps naturally to an HTTP 
request and an RPC response maps to an HTTP response. Although SOAP was 
intended to provide networked applications with RPC services in XML, the interaction 
with a Web service is not necessarily RPC-centric but may also be document-centric. In 
the former case a service is seen as a set of methods to be invoked remotely and the 
messages are serializations of business objects. With document-centric communication, 
however, the documents themselves are the main purpose of the distributed 
computation and the services are considered as components that read, store and produce 
documents. RPC-centric communication is more instructive than descriptive, since it 
prescribes the system behaviour. This, however, can turn out as a problem in distributed 
environments and may constrain interoperability.    
 
Communication mechanisms and message representations are not sufficient to create 
services. One of the most important characteristics of a service is that it exposes a well-
defined interface with a set of messages that the service receives and sends, a set of 
named operations or verbs and, if the service is deployed, a binding to a documented 
network address. For describing the interface of a Web service a specific XML 
language, the Web Service Description Language (WSDL), has been developed. A Web 
service description contains definitions (data types and messages), operations and 
service bindings, thus providing all necessary information for a client to interact with a 
Web service. 
 
For building software applications that use services available on a network, such as the 
Internet, a specific architectural model has become widely accepted, the Service 
Oriented Architecture (SOA).  The SOA model follows the principle of loose coupling 
by “providing universally available interfaces with application-specific semantics to 
customer and provider, and delivering descriptive messages constrained by an 
extensible schema through the interfaces” [He2003].  Another important SOA principle 
is location transparency, which covers the ability to access information objects without 
advance knowledge of their location. Furthermore SOA embraces the concept of 
implementation neutrality, which stresses the independence from the way how the 
interacting components are implemented. Extensibility is another important aspect of 
SOA. The requirements for software systems evolve along with the ever-changing 
world. The exchanged messages need to be extensible in order not to lock service 
consumers and providers into one version of a service. Flexible configurability, long 
lifetime and granularity are other keywords that are usually dropped when talking about 
SOA.  
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Figure 2-2 Service Oriented Architecture model 

 
The SOA model often is equated with the “find-bind-execute” paradigm. As illustrated 
in Figure 2-2, a consumer uses a third-party registry for finding service descriptions 
which fulfil certain criteria, e.g. regarding service class or non-functional properties. 
The consumer uses the service description to bind to a service provider and to 
invoke/execute2 the provided service. 
 
There are several, mostly industrial driven, registry initiatives for Web services, among 
them Electronic Business XML (ebXML) and Universal Description, Discovery and 
Integration (UDDI). A UDDI registry contains categorized information about services, 
about the businesses that offer services and about the interfaces and communication 
standards that are used for conducting transactions. Requestors can search a UDDI 
registry, find services based on certain matchmaking criteria and retrieve service 
details, such as links to the service description (WSD) and the invocation address. It is 
important to note that UDDI does not define a specific registry implementation but the 
interfaces and data structures that are used for storing and finding services and 
businesses. Similarly to UDDI an ebXML registry allows businesses to find partners, to 
define trading-agreements, and to exchange messages in support of business operations.  
 
The above mentioned technologies can be aggregated to the Web service stack shown 
in Figure 2-3. As indicated by the free spaces there are many more elements that are 
part of the Web service stack, such as technologies related to quality of service (Web 
service transactions, security and reliability) and service management.  

                                                      
2 In the following rather than “execute” the term „invoke“ will be used for describing the 
interaction with a service. While the former implies the existence of some kind of internal 
program logic that is “executed”, “invoke” abstracts from the internal structure and underlines 
the component-like character of a service.  
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Figure 2-3 Web service stack 

 
In summary, it can be said that Web services represent a middleware that provides the 
necessary abstraction level enabling decentralized and distributed applications to 
collaborate over the Internet irrespective of their concrete implementation. 

2.1.2 Technologies and Standards 

In the previous chapter apart from the basic Web service concepts and paradigms the 
constituting technologies, such as SOAP, WSDL, UDDI and BPEL, were mentioned. 
This chapter provides a deeper insight into these technologies, which either have 
become an official standard or at least have the status of a widely used de-facto 
standard. 
 

2.1.2.1 Simple Object Access Protocol 

The Simple Object Access Protocol (SOAP) was originally created by Microsoft. The 
protocol defines the coordinated exchange of XML messages in order for services to be 
able to describe their capabilities, and to allow other services or applications on the 
Internet to use those capabilities. By means of SOAP different object models can be 
bridged over the Internet and an open mechanism is provided that allows applications to 
communicate with each another.  
 
SOAP was submitted to the Internet Engineering Task Force (IETF) in 1999. In 2000, 
Microsoft submitted SOAP 1.1 to the World Wide Web Consortium (W3C). Today, 
SOAP 1.2 is an official W3C recommendation [SOAP2003] and part of the W3C’s 
XML Protocol Activity, which addresses the challenge to design a universal message 
protocol for the interaction of senders and receivers on the Web. 
 
In addition to the messages structure, SOAP also defines a processing model, error 
handling mechanisms, an extensibility model, an RPC convention and a protocol 
binding framework.  
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Figure 2-4 SOAP message structure 

 
The basic elements of a SOAP message are depicted in Figure 2-4. A SOAP message is 
an XML document that is sent via a communication protocol, such as HTTP or SMTP. 
A message without attachments is made up of an envelope, an optional SOAP header 
and a SOAP body. The optional SOAPHeader element can include one or more 
headers, which carry metadata about the message (e.g. information regarding the 
receiving and sending parties). The SOAPBody element, which always follows the 
SOAPHeader element, contains the message content. In case of an error, SOAPBody 
carries fault and status information. A SOAP message can also include one or more 
attachments in addition to the SOAP part, which must contain XML content only. 
Figure 2-5 and Figure 2-6 illustrate how the invocation of a simple method like 
“public int getAvailableSeats(String flightNr)” maps to SOAP request and 
response messages.  
 

 

Figure 2-5 SOAP request 
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Figure 2-6 SOAP response 

Several SOAP protocol bindings were defined, which describe how a SOAP message is 
transported from one network node to another. In the above given example the most 
popular protocol binding is used, namely SOAP/HTTP. In order for two parties to 
communicate, it is crucial for them to agree on the binding to use. Therefore each 
SOAP binding has a unique URI. 

When using the SOAP RPC-style, the name of the method to be invoked is the name of 
the element inside the Body tag. The method element contains the input parameters - in 
the given example a simple String. The response contains an encoded representation of 
the result of the RPC call and it is also a SOAP envelope. It is important to note that all 
parameters are passed by value. For simplicity reasons and since the focus is on 
interoperability, SOAP does not support the passing of parameters by reference. Hence 
there is no need for distributed garbage collection. 

The SOAP headers, which have been left out in the given example, are mainly used for 
two purposes. They may contain processing information, such as correlation identifiers 
and routing controls, which is processed by the middleware. SOAP headers can also 
carry information for the application, such as additional elements complementing the 
application messages. 

Usually, a SOAP message is not travelling directly from its origin to its destination. 
Rather it passes several intermediaries on its message path. These intermediaries can 
process the messages in order to provide value-added services, like message securing, 
non-repudiation services and message tracing.  

In order to send data and objects used in common programming languages as part of 
SOAP messages, the SOAP data model and the SOAP encoding have been introduced. 
The data model is an abstract representation of common data structures as they can be 
found in high level programming languages like Java. The encoding defines rules which 
are used to serialise the abstract data model into XML so that it can be sent as part of 
SOAP messages.  

2.1.2.2 Web Service Description Language 

The Web Service Description Language (WSDL) is an XML format for the description 
of Web services by defining the operations that a service offers and the messages that 
can be sent to and received from a service. By means of WSDL, a Web service can be 
described in an abstract, language-neutral manner. Thus WSDL is an important part of 
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the Web services framework integration layer. WSDL was originally developed by a 
group of companies, including IBM, Intel and Microsoft. The WSDL specification has 
been submitted to the World Wide Web Consortium and version 2.0 as the successor of 
version 1.1 has the status of a candidate recommendation [WSDL2006]. However, 
today very few Web services are described using version 2.0. The frameworks 
presented in this thesis and the following explanations are based on WSDL 1.1 
[WSDL2001]. 
 
The fundamental idea of WSDL is to provide a standard set of elements that can be 
used to describe a Web service in a machine-interpretable way. As shown in Figure 2-7, 
a WSDL description usually has two parts: the service interface definition and the 
service implementation definition. The service implementation definition determines 
the access point of a service and differs from provider to provider. The service interface 
definition is a kind of contract, which may be stored in a registry as a technical 
fingerprint. 
 
The primary elements of a Web service description are “types” “message”, “portType”, 
“binding”, “port” and “service”.  
 
The messages define the data which is transmitted between service requestor and 
service provider in an abstract way. A message consists of one or more “parts”, which 
represent the parameters belonging to a service function. A message part is associated 
with a simple or a complex data type. These types usually, although not necessarily, are 
specified by means of XML Schema and they are defined in the types element of the 
service interface definition. A “portType” element contains the abstract set of 
operations that the service offers. Each operation represents a single function or action 
that the service can perform. The invocation of an operation includes the exchange of 
input and output messages which are referenced in the corresponding “output” and 
“input” child elements of the operation element.  
 
The service implementation definition is introduced with the “service” element, which 
contains a description of the physical service endpoints. Although the messages to be 
exchanged have been determined in the interface definition part of a WSD, the 
invocation details, i.e. the concrete protocols (such as SOAP and HTTP) and data 
encoding conventions, have to be defined for the messages and for the operations of a 
particular portType. So called “bindings” are used for this purpose. Finally, “ports” are 
defined which associate a reusable binding with a protocol-specific address, thus 
specifying a single communication endpoint.  
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Figure 2-7 Structure of a Web service description using WSDL 

 
A significant strength of WSDL is its flexibility. So called extensibility elements can be 
used under WSDL elements in order to specify technology specific bindings. Thus, the 
WSDL specification does not need to be revised with the advent of new network and 
messaging protocols.  

2.1.2.3 Universal Description, Discovery and Integration 

As discussed in section 2.1.1, the concept of service registries is an essential element in 
the SOA model which facilitates the use and discovery of services and which allows for 
the decoupling of service providers and requestors. Requestors query a registry in order 
to find descriptions of services that satisfy their requirements. These service 
descriptions contain sufficient information for a requestor in order to invoke the 
services.  
 
Universal Description, Discovery and Integration (UDDI) is a project that specifies an 
API and data structures (based on well-established industry standards, including XML, 
HTTP, SOAP and WSDL) for programmatically finding and registering businesses, 
services and service types.  
 
The UDDI initiative was originated by major IT companies, among them IBM, 
Microsoft and Ariva. Later, UDDI was developed under the control of the OASIS 
international standards consortium and today version 3.0 is an official OASIS standard 
[UDDI2004]. The basic idea of UDDI is to provide a standard interface as well as 
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classification and search mechanisms that support both the service discovery at runtime 
as well as at the design time of a business process. A UDDI compliant registry can be 
either used for a public network or as part of an organizations internal infrastructure. 
The UDDI API specification defines a set of Inquiry APIs to find services and 
businesses and a set of Publication APIs to register businesses and services. Not just 
businesses may register information about themselves and about their service portfolio 
but also organizations like industry groups and standards bodies can publish abstract 
information, such as service types and taxonomies. 
 
The information about business entities in a UDDI registry is conceptually structured in 
White, Yellow and Green Pages. While the White Pages cover contact information like 
company name, address and phone, the yellow pages contain service and business 
classification information. Finally, the green pages contain information about how to 
physically access a service.  
 

 
Figure 2-8 UDDI basic information model 

 
The base information model of a UDDI registry is defined in appropriate XML 
schemas. The main elements of the core information model are “businessEntity”, 
“businessService” and “bindingTemplate”. A businessEntity element captures the 
information about an organization or a business, such as name, description and contact 
details. Each service published to a UDDI registry needs to be associated with a 
business entity. The businessService element represents a structure for the description 
of a specific business function. Various technical details, such as references to technical 
models, classification and categorization information as well as the physical access 
point, are described in the bindingTemplate element. A service may have several access 
points. Thus, there may be different binding templates grouped under a businessService 
description. An important element of the UDDI information model is the “tModel”. A 
tModel represents an external specification or standard. By linking to a specific tModel 
(e.g. from a binding template) the compliance with that specification or standard can be 
expressed. For example, a tModel may represent a service interface definition (see 
Figure 2-7) of a Web service or a specific classification scheme. 
 
Apart from the data structures the UDDI specification defines two API operation types: 
Inquiry and Publication. The operations are defined as SOAP messages, which are sent 
over HTTP and which need to be understood by a UDDI compliant registry. By means 
of the Publication API organizations can publish business, service and taxonomy 
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information to the registry. The Inquiry API can be used to retrieve information in two 
steps. First, classification and categorization criteria are used to browse the registry for 
services or businesses. Subsequently, specific operations are used to find detailed 
information about the desired entities.    
 

2.1.2.4 Business Process Execution Language 

Frequently, in order to achieve a specific goal, i.e. in order to be able to satisfy the 
request of a customer, different services need to be composed. Several third-party 
services when being linked together may be published as a new service providing the 
desired functionality. It is understood that a composite service in turn may be part of an 
even more complex service. As argued in chapter 4.2, composition is a fundamental 
concept in SOA. When integrating several Web services into a process, it is very 
important to describe the process in a commonly accepted way. The Business Process 
Execution Language (BPEL) is based on XML and has become a de-facto standard for 
describing composite Web services. In 2002 the first version of BPEL was developed 
by IBM, Microsoft and BEA Systems. BPEL was not designed from scratch. Rather, it 
is a combination of two earlier approaches, namely IBM’s Web Services Flow 
Language (WSFL) and Microsoft’s XLANG. Later BPEL was submitted to the OASIS 
standardization body. Although OASIS has published a draft of BPEL version 2.0 
[BPEL2006], currently most process engines only support BPEL version 1.1 
[BPEL2003], which also is used for the work presented in this thesis. 
 

 
Figure 2-9 BPEL process structure 

 
BPEL allows for the definition of executable processes that compose a set of given 
services. A process offers a set of port types and provides operations like a normal Web 
service. Thus, the BPEL business process from the client’s point of view is described 
and invoked like any other Web service. When designing a BPEL process the WSDL 
descriptions of the contained Web services are used in order to enable communication 
with these services. The relations between the various Web services in a business 
process are called “partner links”. Mostly, partner links are concrete references to the 
Web services that the business process interacts with. Partner links also define the 
interaction of a BPEL process with a client. A BPEL process specifies both the control 
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flow and the data flow between the participating Web services. BPEL supports 
conditional behaviour, loops, sequential and parallel execution as well as fault handling 
mechanisms. Moreover, variables can be declared, assigned and manipulated. The steps 
in a BPEL process are called activities. Some BPEL constructs for defining primitive 
activities are “assign” for assigning data variables, “invoke” for invoking other Web 
services, “reply” for creating a synchronous response, “receive” for receiving a request 
from a client and “throw” for indicating an exception. Primitive activities can be 
combined by means of structure activities, like “flow” for invoking a set of activities in 
parallel, “while” for defining loops and “switch” for implementing conditional 
branches. The communication between the BPEL process and external Web services as 
well as the communication between the process and a client can be synchronous or 
asynchronous. More advanced BPEL features include fault handling, compensation, the 
definition of events and abstract business processes. 
 
BPEL is typically used for the coordination of processes in e-business collaborations. 
There are a number of other standards which play an important role in such 
collaborations and which BPEL builds on, e.g. WS-Security, WS-Transaction, WS-
Addressing and WS-Policy. 
 
Various runtime environments for BPEL processes were developed, such as the Oracle 
BPEL Process Manager, IBM’s WebSphere Business Integration Server and the Open 
Source engine ActiveBPEL. Some of these orchestration servers are not just capable of 
executing BPEL processes, but also provide a graphical environment for process 
design, monitoring and debugging.  
 

2.1.3 Shortcomings of Current Web Service Technologies 

With the advent of Web services, it was expected that the Web would turn rapidly into a 
huge marketplace where business collaborations and transactions are taking place in a 
distributed and highly dynamic manner. The revolution, however, failed to appear: 
Today Web services are mainly used for application integration within organisations or 
enterprises (EAI). Often cited scenarios, like the automated arrangement and booking of 
all business trip components (e.g. conference, flight, hotel, rental car) by means of 
intelligent software agents, are still waiting to be realized.  
 
A significant cause for this development is the fact that Web services have only 
partially kept their promise of being self-contained and self-describing software 
components. As presented in section 2.1.2.2, by using the XML-based Web Service 
Description Language, the operations, parameters and Internet address of a Web service 
are described in a human-readable and structured manner. However, for machines or for 
software agents the information provided about a service is barely interpretable because 
XML lacks a semantic background and WSDL does not define any explicit semantics 
either. As a consequence human interaction is necessary in order to understand what a 
service does and how it can be invoked. A simple example clarifies this point: Service 
providers might choose completely different names for a parameter that carries a credit 
card number: “cardnumber”, “creditcard”, “numbercreditcard” etc. For humans it is 
obvious that all these parameters represent the same concept – for a software agent, 
however, this is not clear at all. Applications in which the lookup and invocation (and 
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thus the interoperation) of services have to be performed automatically, i.e. without 
human interaction and integration, are difficult to implement under this premise. 
 
In order for such scenarios to be realizable, the knowledge about resources on the Web 
has to be brought from an implicit to an explicit level, i.e. technologies are needed that 
allow for the formal definition and for the standardized exchange of the knowledge 
about web-resources. Moreover, frameworks and tools are needed that are capable of 
reasoning about the formally defined semantics. The evolving Semantic Web initiative 
defines descriptive languages for representing machine-interpretable metadata about 
resources in the World Wide Web. The following chapter provides an introduction into 
the core Semantic Web concepts and technologies. 

2.2 Semantic Web 

The semantic web initiative is a collaborative effort led by the World Wide Web 
Consortium with participation from a large number of researchers and industrial 
partners. In the past years this initiative has gained considerable momentum and 
generated technologies, frameworks and tools that may help to overcome substantial 
limitations of current Web technology. Surprisingly, the research community to a large 
extent has a common understanding of what the Semantic Web vision is and what its 
constituting technologies are.  
 
In the free encyclopaedia Wikipedia the Semantic Web is described as “a project that 
intends to create a universal medium for information exchange by giving computer-
understandable meaning to the content of documents on the World Wide Web” 
[Wi2006]. 
 
The World Wide Web Consortium stresses the relevance of XML and of the Resource 
Description Framework (RDF) as base technologies by stating that “the Semantic Web 
provides a common framework that allows data to be shared and reused across 
application, enterprise, and community boundaries. […] It is based on the Resource 
Description Framework, which integrates a variety of applications using XML for 
syntax and URIs for naming.” [SWA2006] 
 
Tim Berners-Lee points out that the Semantic Web should not be seen as a development 
that is detached from the current web. In his famous Scientific American article he 
states that “the Semantic Web will bring structure to the meaningful content of Web 
pages, creating an environment where software agents roaming from page to page can 
readily carry out sophisticated tasks for users. […] The Semantic Web is not a separate 
Web but an extension of the current one, in which information is given well-defined 
meaning, better enabling computers and people to work in cooperation.” [BHL2001] 
 
Dumbill highlights that the main vision of the Semantic Web is to manage complexity 
by automating tasks that are currently done manually: “The essential aim of the 
Semantic Web vision is to make Web information practically processible by a 
computer. Underlying this is the goal of making the Web more effective for its users. 
This increase in effectiveness is constituted by the automation or enabling of things that 
are currently difficult to do: locating content, collating and cross-relating content, 
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drawing conclusions from information found in two or more separate sources.” 
[Du2001] 
 
The following chapter will introduce the basic ideas and concepts of the Semantic Web. 

2.2.1 Idea and Concepts 

The research efforts around the Semantic Web are based on the idea that the Web can 
reach its full potential only if it becomes a place where not just people but also 
automated tools can share, process and understand the contained data. For the Web to 
scale, programs should become capable of collaborating and sharing information even 
when these programs have been designed independently from one another [FS2004]. 
Actually “understanding” in this context means that computers can accept data, find out 
about its structure, and do something appropriate with it. 
 
In order to realize this vision, an infrastructure is needed which allows for providing 
information about resources in a machine-understandable way. Such a metadata 
infrastructure should not replace but rather extend the current Web. Thus, it needs to be 
based on the same core technologies as the World Wide Web. In 2000 Tim Berners-Lee 
proposed a layered architecture for implementing such a universal metadata 
infrastructure – the Semantic Web stack [Be2000]. A slightly modified version of the 
stack is shown in Figure 2-10.  
 

 
Figure 2-10 Layered Semantic Web architecture 

 
When providing metadata about a resource it is crucial that the resource has a unique 
name. Therefore Uniform Resource Identifiers (URI) can be found at the foundation 
layer of the Semantic Web stack. There are different URI schemes which are broadly 
used, such as the http scheme (e.g. “http://my.phd.thesis.de”) or the urn scheme (e.g. 
“URN:ISBN:3-8334-1681-5”). A Uniform Resource Locator (URL) is a specific type 
of a URI and identifies a network-retrievable resource. However, it is important to note 
that URIs are not just used for identifying resources that are retrievable on the Web, but 
they can also name any other resource whether it is a concrete object like the “Hotel 
Adlon” or a generic concept like “luxury”. Another fundamental part of the Semantic 
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Web stack is Unicode, an industry standard that provides the means to encode text of all 
languages and forms.  
 
On top of these basic technologies XML is used as a universal format for message 
exchanges. While XML just enables syntactic interoperability, i.e. it guarantees a 
syntactic foundation, the layers lying on top are used to define metadata about 
resources. 
  
Basically, metadata about a resource is a set of statements. Such statements can be 
modelled in an entity-relationship style, i.e. as triples of two resources bound by a 
property. The property is a directed relation between two resources. To give an 
example: The statement “Hotel Adlon is located in Berlin” could be modelled as the 
triple (Hotel Adlon, located in, Berlin), where the first element of the triple represents a 
resource, the second element a property and the last part again a resource which is the 
property value. The Resource Description Framework (RDF) is, as the name indicates, 
a general model for representing such statements as labelled unidirectional graphs. 
Among other notations there is also an XML-based syntax called RDF/XML that can be 
used to serialise and exchange such graphs.  
 
Although RDF can be used to define statements about resources, there needs to be a 
way to define a vocabulary for these statements, i.e. it must be possible to define classes 
of resources and the properties that the class members share. For this purpose RDF 
Schema has been developed.  RDF Schema (RDFS) allows for the creation of simple 
conceptual models which can be used to create taxonomies, i.e. hierarchical 
categorizations of objects. A taxonomy has a typical tree structure with a root and 
several branches. It is a system of classification that groups resources into classes and 
sub-classes depending on their relationships and shared properties. 
 

 
Figure 2-11 Extract of the NAICS3 taxonomy 

 
Up to the RDF layer the Semantic Web Stack is rather technology centric.  URIs, XML 
and RDF Schema are considered as a common base for implementing the layers above. 
On top of the RDF Schema layer the ontology layer is located.  
 
An ontology defines the common concepts (meanings) and words used to represent and 
describe a knowledge area. The earliest example of an ontology might be Aristotle’s 
works on logic, the Organon, which contains the first ontological category theory. 
Ontologies are used to standardize meanings and to share complex domain information. 
                                                      
3 North American Industry Classification System, http://www.naics.com/ 
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They can go far beyond the class-property descriptions as enabled by RDF Schema. 
Thus, languages for the creation of conceptual models with a higher semantic richness 
than taxonomies are needed.   
 
A highly expressive ontology language that has been defined for the Semantic Web is 
the Web Ontology Language (OWL). In OWL, concepts and the relationships between 
them are usually implemented as classes, relations, properties, attributes and values. 
However, OWL in contrast to RDF Schema allows for defining cardinality constraints 
on properties. Furthermore, Boolean combinations of class expressions, such as 
intersections and unions, can be defined, and universal quantifiers as well as existential 
quantifiers can be used to define restrictions on how properties may be used by 
instances of a class. 
 
As indicated by the logic layer of the Semantic Web stack, it is important to note that 
ontology languages, such as RDFS or OWL, are backed by a strict formal logic which                               
itself is a language with syntax and semantics. For both, RDF Schema and OWL, a 
high-level abstract syntax and a corresponding standard model-theoretic semantics were 
defined. Based on the foundation of the formal semantics, i.e. by mapping an ontology 
language to a logic formalism, machines are enabled to interpret ontologies and to 
reason about them without human involvement. By means of automated reasoning it is 
possible to classify resources in classes, to analyze the semantic similarity of resources, 
to verify knowledge for consistency, and to check many more things.  
 
While the logic layer is concerned with technologies and methods for inferring facts 
that are not explicitly stated, the proof layer covers technologies for tracing and 
explaining the logical reasoning steps, i.e. for explaining why a particular conclusion 
has been reached. 
 
At the right side, orthogonally to several other layers, the Semantic Web stack contains 
digital signatures. In the Semantic Web signatures are important for signing assertions 
(e.g. that a given statement was made by a specific person) and for signing proofs. In 
the Web everyone is allowed to make logical statements about resources. Thus, 
sensitive and mission-critical applications will only accept inferences on statements that 
they can trust. 
 
Some parts of the Semantic Web Stack still have to be realized. Tools applying formal 
logics, e.g. inference engines, are not mature regarding stability and performance, 
digital signatures are not really widely used and yet, there are no broadly accepted 
specifications and software for establishing a semantic web of trust. 
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2.2.2 Technologies and Standards 

Having looked at the fundamental idea and concepts of the Semantic Web, this chapter 
provides a deeper insight into basic technologies that are used to describe resources and 
to define ontologies. 

2.2.2.1 Resource Description Framework 

RDF is a part of the W3C Semantic Web Activity and has the status of an official W3C 
recommendation [RDF2004]. As mentioned in section 2.2.1, metadata in RDF is 
captured by making statements about resources. A resource may be anything that is 
identified by a Uniform Resource Identifiers: a web page, a person or any type of 
concept. Each statement consists of a subject, a predicate and an object. The subject is 
the resource described, the predicate is a property of the subject, and the object is the 
value of the property. The underlying RDF data model is based on graphs. 
Consequently the subject and the object of a statement are modelled as nodes and the 
predicate as an arc that is directed from the subject node to the object node. The 
exemplary statement from section 2.2.1 “Hotel Adlon is located in Berlin” would be 
represented by the left graph shown in Figure 2-12. In the example the assumption is 
made that the Adlon hotel itself rather than its webpage is identified by the URI 
http://www.adlon.de. This is a small but very significant difference. Otherwise, the 
meaning of the statement would be that the webpage of the Adlon hotel is hosted in 
Berlin. This, however, might not be necessarily true.  
 

 
Figure 2-12 RDF statements as directed graphs 

 
An object in an RDF statement may be either a resource or, as it is illustrated in the 
right hand graph in Figure 2-12, a literal, i.e. a constant value. For the typing of literals 
RDF uses XML Schema data types (XSD), such as “xsd:string” or “xsd:date”.   
 
RDF graphs can be arbitrary complex. A resource representing the object in a given 
statement can be used as a subject for further statements. In the example shown in 
Figure 2-12 for the resource “Berlin”, identified by the URI 
“http://www.cities.de/berlin”, additional information could be captured, e.g. the fact 
that Berlin is located in Germany. Moreover, if there is more than one statement with 
the same subject then this subject can be merged to a single node in the graphical 
representation. This leads to more complex graphs, as shown in Figure 2-13. The 
semantics of an RDF graph is a conjunction of all its statements. 
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Figure 2-13 A graph representing different RDF statements 

  
An aggregate concept, such as a specific address that consists of street, city code and 
country, would need to be identified by a unique URI. However, naming each 
individual address with an identifier would lead to an inflation of URIs, although most 
of these concepts may never be referred to from outside of that particular graph. This is 
why RDF provides a way to define empty nodes, which represent anonymous resources 
that do not have a URI and which are just used to connect other parts of the graph. 
 
In order to describe groups of things, e.g. all cities belonging to a given country, RDF 
provides a container vocabulary. A container in RDF is a resource that contains 
members which are in turn resources or literals. There are three kinds of containers: 
sequence, bag and alternative. A bag represents a group of resources or literals where 
the order is not relevant. As the name indicates the order of the members in a sequence 
is well defined. From an alternative a specific resource or literal can be selected. 
Typically, a container is used in order to specify that a property has a value that is a 
group of things. 
 
It is not possible to restrict the members of a container to a specific set. Other graphs 
may always add new members to any type of container. In order to specify sets with a 
well-defined number of members, RDF provides the collection vocabulary. 
 
The graph-based data model of RDF is defined in the RDF concepts specification 
[RDF2004a]. Furthermore this specification contains the RDF graph abstract syntax 
specification, which is based on the notation of RDF graphs in triples. Each triple 
represents one arc with its corresponding nodes. The RDF graph abstract syntax is 
backed with a specification of the formal semantics [RDF2004b], which is fundamental 
for making automated deductions in RDF data. 
 
It is a rather straight-forward procedure to implement applications that manipulate 
graphs and reason about the RDF statements. However, for the exchange of RDF 
graphs between heterogeneous applications an interoperability layer, i.e. a universally 
interpretable syntax, is needed. For this purpose RDF/XML [RDF2004c] was defined – 
a specific XML vocabulary for the serialization of RDF metadata. The following 
example illustrates the XML serialization of the RDF graph shown in Figure 2-13.  
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Figure 2-14 XML serialised RDF graph 

 
The surrounding RDF tag contains namespaces declarations. An RDF statement always 
represents a description, thus it starts with the “rdf:Description” tag. The resource 
described is identified by means of the “rdf:about” attribute. The subsequent property 
element (“terms:creation_date”) contains as content the object of the statement, which 
is a typed literal here. As shown in the example, multiple statements about the same 
resource can be grouped under a single description tag.  
 
It is important to note that the underlying data model does not depend on any specific 
serialization syntax. Any concrete syntax, such as RDF/XML, is linked to the formal 
semantics through the abstract syntax, which relies on triples representing graphs.  

2.2.2.2 RDF Schema 

RDF supports the classification of resources into categories by means of a predefined 
“rdf:type” property. There is, however, no way to describe classes or properties 
themselves, nor is it possible to describe the relations between classes or properties to 
other classes and properties. Hence, RDF does not provide a mechanism for defining 
application-specific RDF vocabularies. For this purpose the RDF Schema language 
(RDFS) was developed. In 1999 RDFS became a proposed recommendation and today 
the RDF Vocabulary Description Language is an official W3C recommendation 
[RDFS2004].  
 
RDFS builds on top of RDF, i.e. based on the RDF data model a set of standard 
properties and resources (the RDFS vocabulary) was defined which can be used to 
create simple domain-specific ontologies. Consequently RDFS documents are valid 
RDF documents. While the subclass relationships of some RDFS primitives are 
illustrated in Figure 2-15 the instance relationships of the RDFS vocabulary are shown 
in Figure 2-16.  
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Figure 2-15 RDFS vocabulary subclass relationships 

 
The classes and properties defined in the RDF Schema vocabulary may be used to 
describe properties, classes and other resources. Basically the RDFS data model very 
much resembles the data model of object oriented programming languages. It is 
possible to define classes, i.e. groups of individuals that have common characteristics. 
However, there is a significant difference: In object orientation a class is defined 
through the properties that the instances of this class share. In RDFS however the 
properties take the centre: Properties are independent concepts (usually defined outside 
of class definitions) which are described in terms of the classes which they apply to 
[RDFS2004].   
 
A class is defined by means of the “rdfs:Class” resource. More specifically, a class is a 
resource (often identified by a URI reference) that has an “rdf:type” property with a 
value of “rdfs:Class”. The extension of a class is the set of all instances of the class. 
However, in RDFS there is a distinction between the set of instances and the class 
itself: Two classes sharing the same set of instances may be totally different concepts. 
Hierarchies of classes, i.e. inheritance relations, are defined by means of the property 
“rdfs:subclassOf”. Not just “rdfs:subclassOf” but all RDFS properties are instances of 
the class rdf:Property, i.e. they are resources exposing an “rdf:type” property that has 
the value “rdf:Property”. Since “rdf:Property” is the class of all properties it is defined 
as an instance of “rdfs:Class”.  

 
Figure 2-16 RDF Instance relationships 

 
The semantics associated with the “rdfs:subClassOf property” is that all instances of the 
class to which the property applies are also instances of the class that is given as the 
value of the property. Furthermore, the rdfs:subClassOf property is transitive.  
 
In order to link properties to the classes that they describe, RDFS foresees the domain 
and range mechanisms: The property rdfs:domain is used to define the class to which 
the property applies, i.e. which is described by the property. For a given property 
multiple domains may be specified. Consequently, a resource that exhibits a property 
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belongs to all classes that have been specified as domains of the property. If a property 
has no specified domain, nothing is said about the resources that carry the property. 
 
The range of the values that a property can take is specified by means of the rdfs:range 
property. Again, for a property there may be more than one range defined. Resources 
that are used as values of a property belong to all classes that have been defined as the 
range of the property. Not just classes but also typed literals may be used as the range 
of a property. 
 
Specialization relationships among properties are defined by means of 
“rdfs:subPropertyOf”. The interpretation of such a relationship is that all resources 
related by one property are also related by the other property. 
 
An example for a very simple vocabulary defined by means of RDF Schema is 
illustrated in Figure 2-17: Two classes “Hotel” and “BusinessHotel” as well as a 
property “numberOfStars”, which is applied to the hotel class, have been defined. 
 

 

Figure 2-17 A simple RDF vocabulary  

 
Properties are, as discussed above, independent of class definitions. Thus, by default 
they have a global scope which is not restricted to a specific class. Moreover, there are 
further significant differences between the RDFS data model and the type system of 
object-oriented programming languages. RDF Schema descriptions always have a 
descriptive character while object-oriented type systems are prescriptive. In a 
programming language when defining a class with certain typed attributes this 
represents a constraint, i.e. the creation of instances with missing attributes is not 
allowed. Neither is it allowed to create attributes with value types which are different 
form those specified in the class definition. Schema information defined in RDFS, 
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however, just provides additional information about resources. The interpretation of 
such information is left up to the application. 
 
While RDFS provides efficient reasoning support, its semantic richness is quite limited. 
In order to model complex ontologies that go beyond typed hierarchies, more 
expressive language features like additional relations between classes (e.g. 
disjointness), cardinality and enumerated classes are needed. This is where the Web 
Ontology Language comes into play. 

2.2.2.3 Web Ontology Language 

The Web Ontology Language (OWL) has its roots in DAML+OIL [DAML2001], 
which is a fusion of the DARPA Agent Markup Language (DAML) and the Ontology 
Inference Layer (OIL). OWL is being developed under the control of the W3C Web 
Ontology Working Group and it has become a W3C recommendation in 2004 
[OWL2004]. The goal of OWL is to provide a greater machine interpretability of 
metadata than that supported by RDFS, RDF and XML. 
 
Among other extensions, OWL provides the means to describe classes with logical 
operators, to restrict properties with regard to their cardinality and to define properties 
as being transitive or symmetric. An OWL ontology contains descriptions of classes, 
properties and of their instances. The OWL formal semantics [OWL2004a] lays the 
foundation to reason about OWL ontologies, i.e. it is used to derive facts that have not 
directly been specified in the ontology, but which are entailed by the underlying 
semantics. 
 

 
Figure 2-18 Language expressiveness vs. computability 

 
An ideal ontology language would provide efficient reasoning support and a high 
expressive power. Unfortunately these requirements are directly opposed. Therefore 
OWL has three decreasingly-expressive sublanguages:  
 

• OWL Full covers all available OWL primitives and allows for combining these 
primitives with RDF and RDFS, thus providing maximum expressiveness and 
full upward-compatibility with RDF. However, OWL Full is undecidable. 
Hence it does not provide efficient reasoning support. 

 
• OWL DL (Description Logic) is a sublanguage of OWL Full that provides a 

high expressiveness and computational efficiency, i.e. it is guaranteed that all 
entailments are to be computed in finite time. OWL DL includes all OWL 
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primitives but it defines some type restrictions, e.g. a class can not be an 
individual or a property. 

 
• OWL Lite is a limited subset of OWL DL excluding arbitrary cardinality 

(cardinality constraints are limited to values of 0 and 1), disjointness statements 
and enumerated classes. On the one hand this results in a limited semantic 
expressiveness, on the other hand it is quite easy to use OWL Lite and to 
implement tool support. 

 
There is a strict upward compatibility between these OWL varieties. In general all 
OWL sublanguages to a large extent make use of RDF, e.g. instances are declared using 
RDF typing information and RDF descriptions. However, there are additional 
primitives, such as owl:Class and owl:ObjectProperty, which are mostly specialisations 
(i.e. restrictions) of existing RDF constructors (see Figure 2-19). 
 

 
Figure 2-19 OWL subclass relationships 

It is important to note that OWL just like RDF is based on an open world assumption. 
Hence descriptions of resources defined in a given ontology can be extended by other 
ontologies. Descriptions thereby added can just extend but not retract existing 
information. As a consequence contradictions may arise. Applications that make use of 
OWL need to somehow cope with contradictory or incomplete information. 
 
An OWL document consists of an optional header followed by class and property 
definitions and statements about individuals. The header contains metadata, such as 
versioning information, comments and import statements, which are used to include 
external OWL ontologies. There is no prescribed order of elements in an ontology, 
furthermore there is no strict separation of individuals and the classes and properties 
that define a domain. 
 
The following is a list of some OWL-specific language primitives which extend the 
expressive of power of RDF and RDFS: 

• By means of boolean combinations it is possible to define unions, intersections 
and the complement of classes. Specific properties, such as 
“owl:complementOf”, are available for this purpose. 

• Enumerations (“owl:oneOf”) can be used to define a class by listing all its 
elements. 

• Properties can be described with additional characteristics, such as transitive, 
symmetric, functional and inverse functional properties. An example for a 
transitive property is the location property that has been used in the example 
shown in Figure 2-13. 
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• Restrictions can be used to constrain the range of a property in specific scopes. 
In the context of a class definition the “owl:allValuesFrom” property can be 
used to state that for each instance of a class the value of the restricted property 
is of a specific class or data type. By means of the “owl:someValuesFrom” 
property it is said that for each instance of a class there is at least one instance 
of the restricted property which has a value of a specific class or data type. In 
terms of logic these restrictions are universal and existential quantifications. 

• Property cardinalities can be used to specify the number of elements in a 
relation. The “owl:maxCardinality” and “owl:minCardinality” properties are 
provided for this purpose. 

 
Figure 2-20 shows an exemplary excerpt from on OWL ontology that defines a class 
“hotel” and a transitive property “location”. Furthermore, by means of property 
restrictions it is stated that each hotel must have at least one location and that at least 
one location property of a hotel has a value of type “country”. 
 

    

Figure 2-20 Excerpt from an OWL ontology 

In order to achieve a common understanding about the concepts in a specific domain it 
is crucial to adopt, to refine and to extend already existing ontologies. To give an 
example: Classes that represent the same concept might have been given different 
names in independently developed ontologies. Hence, onotology mapping mechanisms 
are needed which allow for combining a set of ontologies as part of a third. For this 
reason OWL supports basic ontology mapping by declaring the equivalence or 
distinctness of classes and individuals. The fact that two classes have exactly the same 
instances can be expressed by means of the “owl:equivalentClass” property. The 
“owl:sameAs” property is used to state that two individuals are identical. Two resources 
are marked as mutually distinct with the “owl:differentFrom” property.  
 
OWL is backed with a well-defined formal semantics since the abstract syntax 
[OWL2004a] has been mapped to predicate logic and descriptions logics (OWL DL). 
OWL is an evolving language – several additional features, such as partial ontology 
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imports and rules for property chaining, are currently being discussed or under 
development. 

2.3 Semantic Web Services 

As discussed in chapter 2.1, Web services are widely used as a middleware that enables 
distributed applications to collaborate irrespective of their concrete implementation. 
This is being achieved by a couple of standards which rely on widely used Web 
technologies, thus providing interoperability on a technical level. However, following 
the argumentation given in chapter 2.1.3, there are some serious drawbacks with regard 
to the automation of service discovery, interoperation and composition. While 
traditional Web service descriptions are machine-readable they are not machine-
understandable, i.e. they are not backed with formally defined semantics that allows 
machines to draw conclusions about the service functionality and usage pattern. Hence, 
in the Web service world automation is mainly achieved by agreeing on fixed 
interfaces, message formats and data types, i.e. on contracts that requestors and 
providers must adhere to. The underlying semantics of such contracts, however, 
remains in the minds of the users. 
 
Having recognized the potential of the Semantic Web the research community has 
spawned several activities in the direction of Semantic Web services. In the following 
chapter, the concepts of Semantic Web services as well as fundamental Semantic Web 
service technologies will be described. 

2.3.1 Idea and Concepts 

The basic idea is to use ontology languages like OWL in order to create machine-
understandable Web service descriptions (see Figure 2-21). This can be done by 
enriching Web service descriptions with the concepts defined in generic service 
ontologies and specific domain ontologies.  
 

 
Figure 2-21 Towards Semantic Web services 

 
By investigating semantic service descriptions, software agents may not just find out 
which input-/output-parameters are needed and returned but also what these parameters 
mean. Thus, by associating different parameters that carry a credit card number to the 
credit card concept of a finance ontology it becomes clear what these parameters mean 
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– independent of their concrete names. However, not just parameters but also other 
functional aspects, such as the service capabilities and the preconditions that need to be 
satisfied in order for the service to work properly, may be defined by means of 
ontologies. 
 

 
Figure 2-22 Using ontologies in a SOA 

Using formally defined semantics the basic idea of SOA, i.e. considering and using 
services as self-contained and self-describing components, can be realized. Furthermore 
the find-bind-execute paradigm, which was described in section 2.1.1, may be 
implemented in a dynamic manner as the level of automation during service discovery, 
execution and composition increases (see Figure 2-22).  
 
Various initiatives have created upper-level ontologies that can be used for describing 
the functional and non-functional characteristics of Web services in a machine-
interpretable manner. Most of these efforts make use of already existing technologies 
and frameworks from the Web service area and the Semantic Web area respectively. 
Hence, the Semantic Web services stack shown in Figure 2-23 basically is a 
combination of the Web service stack (see Figure 2-3) and the lower layers of the 
Semantic Web stack (see Figure 2-10). 
 

 
Figure 2-23 Semantic Web services stack 

The W3C Semantic Web Services group4 is a forum for the discussion of topics which 
are oriented towards the integration of Semantic Web technology into the existing Web 
                                                      
4 http://www.w3.org/2002/ws/swsig/ 
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services work of the W3C. Currently in this context four specifications have been 
submitted by W3C members: The OWL Web Ontology Language for Services (OWL-
S), the Web Service Modeling Ontology (WSMO), the Semantic Web Services 
Framework (SWSF) and Web Services Semantics (WSDL-S). Each specification 
basically defines an upper ontology of generic service concepts for describing 
inputs/outputs, preconditions, effects and other service properties.  Furthermore, 
concepts concerning service choreography and composition are provided. Although in 
some ways the specifications complement one other they can be considered as 
competitors. 
 
In the following, from the above mentioned specifications the most advanced service 
ontologies, namely OWL-S and WSMO, will be introduced in more detail.  In the 
context of this thesis OWL-S was used for semantically describing Web services. 

2.3.2 Technologies and Standards  

2.3.2.1 Web Ontology Language for Services 

The Web Ontology Language for Services (OWL-S) provides a starting point for the 
formal description of Web Services. The advancement of OWL-S is lead by the OWL 
Services Coalition, which in November 2004 submitted OWL-S version 1.1 
[OWLS2004] to the World Wide Web Consortium. Strictly speaking, OWL-S is not a 
separate language but a so called upper ontology which represents generic information 
to be used in concrete service ontologies. The work presented in this thesis is based on 
version 1.0 of the OWL-S upper ontology.  
 
OWL-S mainly consists of the “Service” ontology and of three sub-ontologies: 
“Profile”, “Process” and “Grounding”. The Service ontology defines the four classes 
“Service”, “ServiceProfile”, “ServiceModel” and “ServiceGrounding” and some 
properties which are applied to these classes. The predefined classes are used to 
describe a Web service from different perspectives. While the profile contains 
functional and non-functional properties of a service, the model describes a service as a 
process and reveals information about its internal structure. The Grounding contains 
information about how and where to invoke the service. 
 
These three viewpoints are connected through the properties “presents”, “describedBy” 
and “supports” of the Service class, which is the starting point for the description of 
Web services (see Figure 2-24).  
 

 

Figure 2-24 Different views of a Web service [OWLS2004] 
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Automated service discovery is one of the motivations for the semantic description of a 
Web service. Thereby two perspectives have to be considered: On the one hand the 
service requestor has to define the requirements for a service and on the other hand the 
functionality provided by a Web service needs to be published. For both purposes the 
“Profile” class may be used, which is derived by the abstract class “ServiceProfile”. An 
OWL-S profile describes the functionality that a service provides and its non-functional 
properties, such as the service quality. The functional aspects of a Web service are 
described in terms of its inputs, outputs, preconditions and effects (IOPEs). As an 
example, in Figure 2-25 the simplified profile of a flight booking service is shown. As 
input the service expects a flight number and a credit card number. The output is a 
booking number.  
 

   

Figure 2-25 A simple OWL-S service profile 
 
The „serviceClassification“ property is used to classify the functionality of the service. 
Domain specific service types and parameter types are not part of the OWL-S 
specification, rather they are specified in separate domain ontologies, e.g. finance and 
travel ontologies.  Apart from the inputs and outputs a service profile also defines 
preconditions and effects. In order for a Web service to be invoked successfully, all 
preconditions need to be satisfied. In contrast to the outputs the effects describe the 
real-world consequences that the service invocation has. In the given example, an effect 
would be the charging of the credit card. 
 
Conditions can be used to describe outputs and effects which depend on the course of 
the Web service. The Semantic Web Rule Language [SWRL2003] is recommended for 
describing such conditions. Apart from the functional description of a Web service, 
there are also non-functional aspects which may be of interest for a user. The profile 
may carry information about the service provider, e.g. contact data. Furthermore, 
additional characteristics of a service can be captured, such as service quality or the 
geographic region in which the service is offered. 
 
In order to search for a suitable service a requestor (e.g. a software agent) can again use 
the “Profile” class to describe which inputs he may provide and which outputs he 
expects from a Web service to receive. In the same way, the requestor may specify 
preconditions he complies with and non-functional attributes a service needs to have. 
The specified requirements (request profile) may be compared with concrete OWL-S 
service descriptions (advertisement profiles) – a procedure which is usually known as 
“matching”. During matching the advantages of semantic service descriptions get 
obvious. In contrast to traditional WSDL descriptions, the service properties, such as 
inputs or outputs, can not just be analyzed for equal types or names. Rather more 
complex relationships, such as “subclass-of” may be analyzed and exploited 
accordingly. Moreover, advanced matching engines are capable of decomposing 
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complex objects into their parts in order to check whether these could be of use for the 
requestor. If request profile and advertisement profile match to a certain extent, a 
requestor might consider a service as useful and hence invoke it. For example, when 
looking for a service of the class “FlightBooking”, by means of appropriate matching 
mechanisms more specialised Web services might be found, e.g. instances of the class 
“CharterFlightBooking”, which is a subclass of “FlightBooking”. 
 
Apart from using the “Profile” class, there are also other ways for a requestor to specify 
its requirements. By means of ontology query languages, such as the OWL-Query 
Language (OWL-QL) [FHH2003], complex queries to be applied to OWL knowledge 
bases can be formulated. Thus, by specifying the requirements as an OWL-QL query 
concrete OWL-S service descriptions can be queried and analyzed.  
 

 
Figure 2-26 OWL-S process types and relationships [OWLS2004] 

 
Although by means of the profile Web services can be found, it does not contain 
sufficient information about how to invoke a dynamically bound service. Such 
information is provided by the service model and the service grounding. The model 
regards a service as a process and reveals information about its internal structure. The 
OWL-S specification foresees “atomic”, “simple” and “composite” processes. An 
atomic process is a single Web service operation that can be directly invoked in a single 
step. For each atomic process at least one grounding must be defined which contains the 
technical invocation details. Composite processes are described by means of control 
constructs, such as “Sequence”, “Spilt” and “Join”, “If-Then-Else” and “Repeat-Until”. 
Apart from the control constructs, OWL-S provides the necessary means to define the 
data flow of a composite process, e.g. in order to specify that an output parameter of 
one subprocess should be used as an input to a subsequent subprocess. An OWL-S 
“simple” process is a pure abstraction means that is used to hide the complexity of a 
composite process. It is important to note that the service model is not an executable 
program. Rather it is used for the requestor in order to learn how to interact with the 
service. 
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Figure 2-27 Invocation of a semantically described Web service [FS2005] 

 
Technical details, such as communication protocols, message formats and endpoint 
addresses, are specified in the service grounding. The grounding in conjunction with the 
service model provides the relevant information for a requestor (e.g. a software agent) 
to invoke a service. OWL-S itself does not provide any means for defining concrete 
message formats. Rather, the service grounding refers to the WSDL description of a 
Web service, thus OWL-S builds on a widely used de-facto standard. As a consequence 
it is relatively easy to semantically annotate already existing Web services. The main 
purpose of the grounding is to define a mapping between the inputs/outputs of the 
Semantic Web service, which are specified in terms of OWL classes and the XML 
message parts defined in the WSDL description of the service. For the necessary data 
transformations XSLT stylesheets need to be defined. In the grounding, for each input 
parameter defined in the OWL-S description and for each output parameter defined in 
the WSDL description, an XSLT stylesheet may be included. Thereby a one-to-one 
mapping is not mandatory, e.g. a complex OWL class may be split up to several XML 
Schema types. A schematic representation of the various invocation steps is shown in 
Figure 2-27.  
 

2.3.2.2 Web Service Modeling Ontology 

The Web Service Modeling Ontology (WSMO) provides a conceptual base for 
describing the core elements of Semantic Web services. It is developed by the WSMO 
working group5. WSMO has its roots in the Web Service Modeling Framework 
(WSMF) and extends it with a set of languages and a formal ontology. In June 2005 
WSMO was submitted to the World Wide Web Consortium [WSMO2005]. WSMO is 
formalized by the Web Service Modeling Language (WSML) - a rule-based language 
for the Semantic Web. Furthermore, under the WSMO umbrella a Web Service 
Execution Environment, named WSMX, is being developed as reference architecture 
and implementation for the dynamic discovery, mediation and interoperation of 
Semantic Web services which are based on the WSMO specification. 
                                                      
5 http://www.wsmo.org 
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Figure 2-28 Core elements of the WSMO specification [WSMOa] 

 
As shown in Figure 2-28 WSMO identifies four core elements for describing Semantic 
Web services: ontologies, Web services, goals and mediators. 
 
Ontologies define machine-interpretable semantic for establishing information 
interchange and interoperability between providers and requestors during Web service 
usage. Other WSMO elements are making use of these domain specific vocabulary 
definitions. Similarly to OWL, WSMO supports the importing of ontologies into other 
ontologies either directly or by resolving any conflicts through mediation.  
 
The basic elements of an ontology are concepts, functions, relations, axioms and 
instances. Concepts are defined through their subsumption hierarchy and through their 
attributes, which include range specifications. Interdependencies between a set of 
parameters are described by relations. Relations that beside the set of parameters have a 
unary range, i.e. that have one functional parameter, are represented as functions. 
Instances of concepts or relations either are defined by specifying values for parameters 
or attributes or by a link to an instance store. Axioms are used to formalize domain-
specific knowledge and are specified as logic expressions. 
 
In WSMO a Web service is described by five components: interfaces, non-functional 
properties, used mediators and a capability. The capability of a Web service is defined 
by means of pre- and postconditions, effects and assumptions. Through its capability a 
Web service can be linked to certain goals that it does accomplish.  The interface of a 
Web service contains a link to a choreography description and to an orchestration 
description which specify how to interact with the service and how to cooperate with 
different service providers respectively. Non-functional properties contain meta-
information about a service that does not affect its functionality. Such properties can be 
specified for most WSMO elements. 
 
Goals are another core building block of WSMO. By means of goals the functional 
requirements for a service from the requestor’s point of view are being described. 
Having goals and Web services as separate entities in WSMO ensures the decoupling of 
request and Web service advertisement. A goal is described by requested interface, used 
mediators, requested capability, imported ontologies and non-functional properties.  
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The idea of mediators is to link heterogeneous resources by resolving incompatibilities 
on the data level and on the process level. Mediation on the data level mainly involves 
the integration of different terminologies. On the process level mediation is performed 
by aligning heterogeneous communication patterns between different Web services, e.g. 
by grouping or splitting messages or by changing their order. WSMO foresees four 
kinds of mediators: “OOMediators” for ontology mediation, “GGmediators” for linking 
goals, “WGmediators” for linking Web services to goals and “WWMediators” for 
enabling interoperability between two heterogeneous Web services. 

WSMO in many aspects is more comprehensive and more extensible than OWL-S. 
While requestor requirements are described by means of goals and thus are decoupled 
from Web service descriptions, in OWL-S for both purposes a profile is used. 
Mediators are another important building block of WSMO which is not covered by 
OWL-S. It remains to be seen whether OWL-S, WSMO or another alternative will 
become widely accepted.  

2.4 Summary 

In this chapter a comprehensive analysis of concepts and technologies for the provision 
of technical and semantic interoperability between distributed applications on the 
Internet was presented.  
 
Web services and the underlying standards SOAP, WSDL and BPEL are widely used as 
a middleware that allows for the implementation of processes spanning multiple 
administrative and organizational domains. In the Web service stack XML as a 
universal means for establishing syntactical interoperability between heterogeneous 
applications is of outstanding relevance. 
 
However, traditional Web services just partially have kept their promise of being self-
contained and self-describing software components. For machines or for software 
agents the information provided about a service is barely interpretable because XML 
lacks a semantic foundation and other Web service standards, such as WSDL, do not 
define any formal semantics either. As a consequence the degree of interoperation and 
automation in Web service applications is limited. 
 
Remedy is provided by the evolving Semantic Web initiative, which defines descriptive 
languages for representing machine-interpretable metadata about resources in the World 
Wide Web. Ontology representation languages, such as RDFS or OWL, are backed by a 
strict formal logic, which enable machines to interpret ontologies and to reason about 
them without human involvement. An ontology mainly differs from an XML schema in 
that it is not a message format but a knowledge representation.  
 
When applying Semantic Web technologies to the Web service domain machine-
understandable service descriptions can be created. High-level Web service ontologies, 
such as OWL-S and WSMO, were developed as frameworks for describing service 
capabilities, interaction patterns and non-functional service properties. Furthermore 
they allow for the seamless integration of domain-specific knowledge. The adoption of 
Semantic Web technologies in the service domain promises to increase the automation 
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of the whole Web service lifecycle, including discovery, invocation, interoperation and 
composition. 
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Chapter 3 
 
A Semantics-based 
Interoperability Infrastructure 

The concepts and tools that were elaborated in the context of this thesis have 
contributed to the European Commission supported strategic research project IST-
SATINE “Semantic-based interoperability infrastructure for integrating Peer-to-Peer 
Networks with Web Service Platforms”6. The main goal of the SATINE project was to 
develop a semantics-based interoperability infrastructure for the online tourism 
business. The previous chapter presented in detail the main concepts and basic 
technologies for achieving technical and semantic application interoperability on the 
Internet. This chapter will focus on how these technologies were used in order to 
develop an open infrastructure for the collaboration of service providers and requestors 
that are using heterogeneous message formats and data representations. Within the 
scope of this thesis and as part of the interoperability infrastructure a service 
composition framework and a component for the publication and discovery of 
semantically enriched Web services in UDDI registries were developed. 

3.1 The SATINE Interoperability Infrastructure at a 
Glance 

The SATINE infrastructure provides tools and mechanisms for publishing, discovering, 
composing and invoking Web services through their semantics in peer-to-peer 
networks, thus exploiting the synergies between these two technologies.  
 
The basic idea of SATINE is to loosen the currently centralized structure of the travel 
business, which is clearly dominated by the so called global distribution systems (GDS) 
through which most of the bookings are established. All the airlines, many hotel chains 

                                                      
6 http://www.srdc.metu.edu.tr/webpage/projects/satine 
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and car rental companies list their inventory with major GDS7.  A GDS gives its 
subscribers pricing and availability information for various travel products, such as 
flights or rental cars.  Travel agents, corporate travel departments, and even Internet 
travel services, subscribe to one or more GDS. 
 
However, GDS offer proprietary interfaces and in order to use them, service consumers 
(mostly travel agencies) and service providers have to pay considerable license fees. 
Small companies that can not afford a GDS connection and companies offering non-
standard services lack an open environment in which their services can be published 
and discovered without having to make major financial and technological investments. 
 
As discussed in chapter 2.1 Web services are the technology of choice for achieving 
technical interoperability between heterogeneous distributed applications. In fact, many 
companies have started to wrap their existing applications with Web services in order to 
allow for seamless integration with their partners and customers. Despite of these 
technical advances, a major challenge to be addressed remains the broad variety of 
providers using different message schemas and different data representations for their 
services. As in almost every business domain, there are some well-known standards in 
the tourism domain as well, such as the XML schemas published by the Open Travel 
Alliance (OTA) [OTA2004], which define standard messages for booking, availability 
checking, reservation and cancelling of flights, hotels and rental cars. However, it is not 
realistic to assume that all parties will agree on the same set of messages. The reasons 
are manifold: Firstly, with respect to granularity of the represented data the 
requirements may differ significantly from provider to provider. Furthermore, there are 
already many Web services in place that are not likely to be re-implemented for the 
sake of a universal approach. Moreover, usually there are multiple concurring standards 
and standardization organisations in a given business domain. 
 
With regard to these conditions, it is evident that there is a strong need for automated 
data mediation between different providers and their services. However, as discussed in 
chapter 2.1.3, XML in general and most Web service standards in particular are rather 
limited with regard to their expressiveness since they are not backed with formally 
defined semantics. As argued in [Kl2000], the static XML type bindings do not allow 
for polymorphism. In particular, XML Schema lacks inheritance relations exploitable 
for matching. In order to address this challenge, the SATINE interoperability 
infrastructure lifts domain-specific XML schemas to an ontology level, which allows 
for expressing much richer relations between independently defined concepts. In 
addition, ontology mapping mechanisms are implemented in order to mediate between 
different Web service descriptions, message formats and data representations. 
 
By using the SATINE infrastructure and tools service providers are enabled to wrap 
their existing applications as Web services, to annotate them semantically, and to 
advertise these services in the Satine network. The network basically relies on a peer-
to-peer (P2P) infrastructure and deploys semantic querying, routing and mapping 
mechanisms in order to discover and invoke appropriate services.  
 
The integration of Web services with P2P networks seems to be promising as both 
concepts embrace the concept of loosely coupled communication. With regard to the 

                                                      
7 Popular global distribution systems are “Amadeus”, “Sabre”, “Galileo” and “Worldspan” 
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discovery of services P2P networks impose lower entry barriers than Web service 
registries. Registries may require special administrative agreements to join them and 
service providers need to take care for keeping the information published in several 
registries up to date. Hence, for small and medium enterprises it is easier to make their 
services available through a P2P network which directly gathers the relevant 
information from the individual peer nodes.  
 
A rather coarse-grained view on the SATINE infrastructure is illustrated in Figure 3-1. 
 

 
Figure 3-1 SATINE semantics-based interoperability infrastructure 

 
The network consists of three logical layers. The core layer is the super peer network, 
which is responsible for keeping the semantic routing tables and for routing the 
messages, i.e. queries, advertisements, invocation/result messages and other entities. 
The second layer contains the edge peers, which represent the users of the SATINE 
network, i.e. each edge peer is a travel service provider or requestor. One goal to be 
achieved with the SATINE infrastructure is legacy integration. Therefore the outmost 
logical layer is made up of already existing resources, such as databases and service 
registries. For these resources appropriate semantic wrappers are provided as part of the 
edge peers. With regard to the work presented in this thesis a detailed illustration of the 
P2P communication mechanisms is not relevant. 
 
The service descriptions are based on the Web Ontology Language for Services (OWL-
S), which was introduced in chapter 2.3.2.1. The creation of semantically-enriched 
service descriptions is not a straight-forward task since it does not only require domain-
specific knowledge but also an understanding of how to formalize this knowledge in 
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terms of OWL classes and properties. Thus, as part of the infrastructure, tools are 
provided that allow for the semantic annotation of Web services in a drag-and-drop 
fashion.   
 
A provider may publish services directly at its edge peer, which has an internal 
repository for this purpose. Alternatively the services may be published in a UDDI or in 
an ebXML service registry which is connected to the edge peer through a registry 
wrapper. Using a service registry has the advantage that any published services are also 
visible for external parties that do not participate in the Satine P2P network. In any 
case, the edge peer provides an extract of the semantic service descriptions to its super 
peer, which in turn prompts any adjacent super peers to update their routing tables.  
 
As already mentioned, interoperability between the participating service providers and 
requestors is established by capturing the domain-specific knowledge in ontologies and 
by providing a mapping between the concepts defined in different ontologies. The 
following sections will present the different kinds of ontologies and how they are 
structured. Furthermore, the deployed ontology mapping mechanisms are examined in 
detail. 

3.2 Formalising the Domain Knowledge 

Ontologies represent a significant building block in the SATINE architecture. Two 
kinds of ontologies have been distinguished: Functionality ontologies are used to 
annotate a service with the function that it fulfils. The concepts defined by means of a 
functionality ontology are mainly used during service discovery. Message ontologies 
are used for defining the concepts that are part of the input and output messages of a 
service. Hence, the concepts defined in message ontologies are mainly used during 
service invocation. 

3.2.1 Functionality Ontology 

The purpose of a functionality ontology is to provide a classification of the various 
services available in the network. Thus, a functionality ontology primarily represents a 
taxonomy of service functions. In order to learn about the service classes in the tourism 
domain, the XML message specifications published by the Open Travel Alliance 
(OTA) were investigated and the request/response pairs defined by OTA were arranged 
into a class hierarchy, similar to the taxonomy illustrated in Figure 2-11. Through the 
classification of services, Web service discovery is facilitated.  
 
For the semantic description of Web services in the SATINE network the OWL-S upper 
service ontology is used. As explained in chapter 2.3.2.1, OWL-S provides the “Profile” 
class for describing the functionality and the non-functional properties that a service 
provides. Therefore the service functionality ontology is realized as a hierarchy of 
abstract OWL-S profiles, i.e. each service class in the functionality ontology is a 
subclass of the generic OWL-S “Profile” class. For a concrete Web service instance its 
operational semantics is defined by furnishing its OWL-S description with a profile that 
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is an instance of one of the service classes defined in the functionality ontology. To 
give an example: For a Web service that provides a functionality for booking flights its 
OWL-S description presents a profile that is an instance of the “AirBookingService” 
class defined in the functionality ontology (see Figure 3-2).  
 

 
Figure 3-2 Classification of service functionalities 

 
Using taxonomies for categorizing Web services is not a new idea. The UDDI registry 
specification provides a means for linking a registered business service to an external 
taxonomy, such as the NAICS8. However, usually such taxonomies are not defined in a 
uniform machine-interpretable way, i.e. human involvement is necessary in order to 
interpret the relations among the elements. Based on the OWL formal semantics an 
appropriate discovery module may reason over the functionality ontology. Thus, when 
looking for air services a reasoning system may find out that a service which exposes a 
profile of type “AirBookingService” is an air service too. 
 
Not just the functionality but also non-functional properties, such as quality guarantees 
provided by a service, are of relevance during service discovery.  For this purpose, 
                                                      
8 North American Industry Classification System 
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OWL-S foresees the generic property “serviceParameter”, which may accompany a 
profile description. As shown in the upper part of Figure 3-3, the value of the 
“serviceParameter” property is an instance of the predefined class “ServiceParameter”.  
 
In addition to the hierarchy of service profiles the functionality ontology defines a 
hierarchy of non-functional service parameters9. Thereby two kinds of service 
parameters are distinguished: generic ones that apply to all service types and parameters 
that apply just to a specific class of services. As a base for defining generic service 
parameters, such as the guaranteed response time and the geographic location of a 
service, the “GenericParameter” class is defined as a subclass of “ServiceParameter”.  
 

 
Figure 3-3 Classification of non-functional service parameters 

 
Furthermore, as part of the functionality ontology, for selected service types specific 
classes are created as a basis for defining parameters that apply exclusively to those 
particular service types. As an example in Figure 3-3 it is illustrated that non-functional 
parameters specific to air services, such as the maximum baggage weight, are derived 
from the generic “AirServiceParameter” class. 
 
For each service functionality class the range of its “serviceParameter” property is 
restricted accordingly. Thus, in the given example the “serviceParameter” property of 
the “AirService” profile class may just carry generic parameters or instances of the 
“AirServiceParameter” class and its subclasses respectively.  
 

                                                      
9 It may be controversially discussed whether the naming „functionality ontology” is suitable for 
an ontology that also defines non-functional parameters. Probably it would make more sense to 
name it “service capability ontology” or similarly. However, in order to ensure coherence with 
the SATINE project publications the name has been retained unchanged. 
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The OWL-S description of a concrete Web service instance may exhibit any number of 
non-functional properties. As illustrated in the example, the values of these properties 
are instances of the parameter classes defined in the functionality ontology. 
 
As part of the service composition platform that was developed within the scope of this 
thesis, non-functional parameters are used to configure the various activities in a 
process. Later on, during process execution, the non-functional service parameters are 
evaluated in order to create a ranking among functionally equivalent invocation 
candidates.    

3.2.2 Message Ontologies 

The previous section introduced functionality ontologies and how these are used in 
order to facilitate service discovery in the SATINE network. However, a classification 
of service functionalities and the definition of non-functional service parameters are not 
sufficient to semantically describe Web services. Input and output parameters represent 
another significant functional aspect of a Web service.  
 
For the Web services published in the SATINE interoperability infrastructure it was 
assumed that they support a document-centric communication model, i.e. each service 
receives a single input message (request) and it responds with a single output message 
(response). Document-centric communication is recommended by the Web Services 
Interoperability Organization10 (WS-I).  
  

 

Figure 3-4 OWL-S process model of a Web service instance 

                                                      
10 http://www.ws-i.org 



Chapter 3 

52 

Detailed information about the input and output parameters of a semantically described 
Web service are not specified in its profile but by means of the OWL-S process model. 
Figure 3-4 shows a process model instance of a flight booking service. The process 
model defines an atomic process that has a single input and a single output.   
 
From the highlighted parts of the listing it can be seen that the concepts of input and 
output parameters are specified externally to the service definition in appropriate 
domain-specific message ontologies. For the various types of services (air, car, hotel, 
weather etc.) different message ontologies were created. Figure 3-5 shows a simplified 
excerpt from a message ontology. The ontology specifies a number of concepts which 
reflect the various elements of the request and response messages being exchanged. 
Furthermore, corresponding properties were defined in order to relate the defined 
concepts with each other. Appropriate restrictions ensure that the properties are applied 
in a sensible manner, e.g. for the “AirAvailabilityRequest” concept a restriction ensures 
that instances of this class have exactly one departure date.  
 

 
Figure 3-5 Simplified excerpt of a message ontology 

 
In the context of this work the basic SATINE message ontologies were extended with a 
higher degree of conceptualization. In order for ontologies to have a high impact, they 
need to be widely shared, re-used and composed. Thus, either already existing 
ontologies were imported or specific ontologies were developed for the definition of 
widely used concepts, such as “date” or “person” (see Figure 3-6). Several concepts in 
the message ontologies are modelled as extensions of already existing, externally 
defined concepts, e.g. “ArrivalDate” and “DepartureDate” is derived from a 
“PointOfTime” concept which is originally defined in a specific time ontology. 
Furthermore, in the case that two concepts are semantically equivalent, they are related 
with the “equivalentClass” property provided by OWL. This ensures a basic level of 
interoperability when exchanging information between services which are using 
different message ontologies.  
 
As it can be seen in Figure 3-6, at the lowest level, i.e. for properties that range over 
datatypes rather than over objects, predefined XML Schema datatypes are being 
defined as the value range.  
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Figure 3-6 Identification of shared concepts and ontology re-use 

 
As already mentioned in chapter 3.1, for several reasons, such as different granularity 
requirements, it can not be expected that all providers and requestors agree on a 
common set of messages. Although the word “ontology” indicates the opposite, this is 
also true for ontologies. In fact, several examples for semantically overlapping but 
independently defined ontologies exist. 
 
Hence, the SATINE interoperability infrastructure enables different service providers to 
use their own set of message ontologies. However, due to different granularity 
requirements the means that OWL provides for tying ontologies together (such as 
subclass and equivalence relations) are sometimes not sufficient. For this reason, in 
order to achieve interoperability, as part of the SATINE infrastructure an ontology 
mapping framework was developed.  

3.3 Ensuring Interoperability through Ontology 
Mapping 

A single ontology is not enough to support communication in a highly distributed 
environment.  In an electronic business environment featuring a high number of 
participants, reaching from individual customers over small and medium enterprises to 
large companies, the requirements for information granularity differ significantly. It is 
not feasible to address this problem by introducing a single global ontology or a single 
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global schema which would have to be adopted by all participants. As discussed in 
[BFS2006], this is in particular the case for inter-domain integration of services. 
Domain standards usually evolve independently from each other in order to serve best 
for intra-domain integration. Thus, there is a strong need for semantic mediation. A 
simple example for two semantically equal concepts that have been represented in 
different ontologies is shown in Figure 3-7. Although both concepts represent an 
address they are modelled at a different granularity level. While the one concept 
captures “street” and “streetnumber” in a single property the other concept uses 
separate properties for this purpose. Such granularity heterogeneities can not be bridged 
by means of the language elements provided by OWL. 
 

 
Figure 3-7 Granularity differences in independently designed ontologies 

 
Ontology mapping is seen as a solution for this problem. In [Su2002] it is stated that 
“mapping one ontology with another means that for each concept (node) in ontology A, 
we try to find a corresponding concept (node), which has the same or similar semantics 
in ontology B […]”. A similar definition is provided in [Di2001]. However, ontology 
mapping is not only concerned with “finding” such relationships between different 
ontologies but also with representing transformations between semantically similar 
concepts. Moreover, apart from simple 1:1 relationships also more sophisticated n:m 
mappings need to be taken into account. Through the definition of mappings 
information can be exchanged in a semantically sound manner.   

3.3.1 Mapping Tool 

As part of the SATINE project, the “owlMT” [Bi2005] ontology mapping tool, 
developed by METU SRDC11, and a corresponding mapping engine were used.  
 
The mapping tool allows for defining a unidirectional mapping from one ontology to 
another. In order to create such a mapping, these ontologies need to be related at a 
conceptual level, i.e. a user needs to analyze the overlapping semantics between two 
                                                      
11 http://www.srdc.metu.edu.tr 
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ontologies and to define relations between similar entities. These entities are the 
ontology properties and classes. The result of this process is a mapping definition that 
includes a set of patterns which are used for mediating between the source ontology 
entities and the entities of the target ontology. Ontology mapping can be a complex 
task, since not just similar concepts in terms of classes need to be considered for 
matching but also the properties that apply to these classes and which define the 
relations between various ontology concepts. Furthermore, a mapping does not just 
include the relation between semantically similar properties, but it also includes the 
methods that are necessary to transform the values that these properties might take. In 
the owlMT tool three kinds of mapping patterns are distinguished: 

• Conceptual mapping patterns, which are used for relating classes 
• Property mapping patterns, which are used to relate object properties 
• Property mapping patterns for relating data type properties 

 
Three conceptual mapping patterns, namely “similarity”, “intersection” and “union”, 
are defined. The “similarity” pattern is used to state that two classes are conceptually 
similar, and that instances of the class in the source ontology may be directly 
transformed to instances of a class in the target ontology. When the user of the mapping 
tool declares two classes as being similar, an instance of the “similarity” pattern is 
added to the mapping definition. Figure 3-8 shows an excerpt from a mapping 
definition that defines a “similarity” pattern in order to achieve a mapping from an 
“Address” to a “PostalAddress”.  
 

 

Figure 3-8 Instance of the similarity pattern 

The transformation from an instance of a source class to an instance of a target class 
can just be performed when the object properties and the data type properties which 
apply to these classes are also related. For this purpose, corresponding property 
mapping patterns need to be defined and added to the mapping definition. These 
patterns will be described below. The instance transformations resulting from a 
“similarity” pattern may be bound to conditions. Hence, for the above given example 
the user may define the condition, that an instance of the “Address” concept should be 
transformed to a “PostalAddress” only if the Address instance carries a 
“hasStreetNumber” property. Conditions are represented in the Knowledge Interchange 
Format (KIF), “a language designed for use in the interchange of knowledge among 
disparate computer systems” [KIF2000]. Here, a KIF statement basically is a set of 
tuples which are logically linked by means of Boolean operators. KIF statements may 
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be embedded into OWL-QL queries. An OWL-QL engine employing a reasoning 
system, such as the Java Theorem Prover12 (JTP), may be used to resolve these queries. 
More details about using KIF for querying OWL ontologies will be provided in Chapter 
8. The above described condition can be represented through the following KIF 
statement: 
 

(and (rdf:type ?x Address) (hasStreetNumber ?x ?y)) 
 
At runtime, when the mapping engine performs the instance transformations it uses an 
OWL-QL engine in order to investigate the source instances with respect to the user-
specified conditions.   
 
Apart from the “similarity” pattern two other conceptual mapping patterns were 
defined: “union” and “intersection”. The “union” pattern is used to relate the union of a 
set of classes in the source ontology with a class in the target ontology, i.e. instances 
that belong to any of the source classes defined in the union pattern are transformed to 
instances of the target class. Accordingly, the “intersection” pattern is used to relate an 
intersection of classes of the source ontology to a class in the target ontology. 
 
Declaring conceptual mapping patterns is not sufficient to specify the mapping between 
instances of two classes, since these instances are mainly characterized and classified 
through their properties. As detailed in section 2.2.2.3, OWL distinguishes between two 
types of properties: Object properties are used to describe the relation between two 
classes and data type properties are used to link instances of a class to values of a 
specific data type or to a literal. The mapping tool foresees a property mapping pattern, 
called “ObjectPropertyTransform”, for relating the object properties of a source class 
with the object properties of a target class. Thereby the mappings are not necessarily 
one-to-one, i.e. one or more object properties from the source ontology may be related 
with one or more object properties in the target ontology.  
 

 
Figure 3-9 Mapping object properties by means of property paths 

 

                                                      
12 http://www-ksl.stanford.edu/software/jtp/ 
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In [Bi2005] it is described how this problem is handled by the definition of paths 
between different classes which are connected through object properties and other 
(intermediate) classes. The example illustrated in Figure 3-9 shows how the two 
concepts “Passenger” and “Address” belonging to ontology A are connected through a 
path of two properties and an intermediate class  “ContactDetails”. This path may be 
related with another semantically similar path in the target ontology B.  The owlMT 
tool again uses KIF statements to represent both paths. An “ObjectPropertyTransform” 
pattern which is added to the mapping definition includes the related paths and a 
reference to the conceptual mapping pattern it is based on. At runtime, when 
transforming instances of source ontology concepts to instances of target ontology 
concepts, the paths in the defined “ObjectPropertyTransform” patterns are used to 
connect the instances of the target ontology by means of appropriate object properties. 
 
The third and last pattern supported by the mapping tool is the 
“DatatypePropertyTransform” pattern. In OWL data type properties either carry a plain 
literal or a value of an XML Schema data type. At runtime, when transforming 
instances of a class defined in the source ontology to instances of a conceptually related 
class in the target ontology, an appropriate transformation needs to be performed also 
for the data type properties which apply to these instances. Again, as the example 
shown in Figure 3-7 indicates, it might be not sufficient to just copy the values of the 
data type properties. Rather more complex functions and operators need to be provided, 
such as “split” “concat” or “substring”. Such functions can be implemented relatively 
easy by means of XSLT. For the example given in Figure 3-7 a concatenation function 
could be applied to the values of the “hasStreet” property and the “hasStreetNumber” 
properties in order obtain a valid value for the “hasStreetAddress” property defined in 
the target ontology.  
 

 
Figure 3-10 Datatype property transformation (cf. [Sa2005]) 

 
As it turned out during investigation of different travel message ontologies, often more 
sophisticated transformations are necessary in order to avoid the loss of information 
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during ontology mapping. Such transformations require a programmatic approach, 
including iterations and conditional branches, in order to obtain the desired results. 
Therefore, the mapping tool supports the inclusion of JavaScript code into the definition 
of a “DatatypePropertyTransform” pattern. The example shown in Figure 3-10 
demonstrates a data type property mapping which is defined by means of embedded 
JavaScript code. At runtime, during instance transformation, the code is interpreted 
accordingly.   
 
The mapping tool provides a graphical user interface, which is used to define any kind 
of mapping from the source to the target ontology. The following section illustrates 
how the mapping definitions are used by the mapping engine in order to achieve the 
desired transformations. 

3.3.2 Mapping Representation and Mapping Engine 

The designed mapping pattern instances are stored as part of a mapping definition, 
which represents the output of the mapping tool. For the persistent representation of the 
mapping definition a schema was defined which itself represents an OWL ontology. 
The class hierarchy of that ontology is given in [Sa2005]. Each mapping pattern 
described in the previous section is represented as a class. Thus, a mapping pattern 
instance defined by a user is an instance of that class. Various properties were defined 
which are used to carry the mapping details, such as conditions or property paths.  
 

 
Figure 3-11 Mapping engine components (cf. [Sa2005]) 

 
The mapping engine performs the transformations from source ontology instances to 
instances of classes defined in the target ontology. The logical architecture of the 
engine is illustrated in Figure 3-11. As input the engine uses a mapping definition 
created by means of the mapping tool and instances of classes defined in the source 
ontology. The mapping process starts with the defined conceptual mapping patterns 
since all other patterns depend on them. Thereby the engine uses an ontology handler 
for importing the mapping definition and source instances, as well as for the 
serialization of appropriate target instances. When applying the mapping definition the 
engine makes use of a JavaScript engine to process the data type property 
transformation scripts. Furthermore, an OWL-QL engine was integrated to obtain 
instance data and to check any defined conditions.  
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3.4 Ontology Deployment and Distribution 

The previous chapters introduced the different kinds of ontologies that are used for 
representing the domain knowledge in the SATINE interoperability infrastructure. 
Functionality ontologies define the concepts that are used for service discovery, namely 
a hierarchy of service functionalities and non-functional service parameters. Message 
ontologies define the concepts that are exchanged between service requestors and 
service providers during service invocation.  
 
It is important to note that the services that are already in use at the provider sites are 
mostly standard Web services which are based on the technology stack discussed in 
section 2.1.2. Hence, these services are described by means of the Web Service 
Description Language (WSDL), and the request and response messages produced and 
consumed by these Web services are plain XML messages which are based on statically 
defined XML schema types (XSD). By means of transformation mechanisms these 
messages are lifted to an ontology level, e.g. the message parts are transformed to 
instances of OWL classes which are defined in a message ontology. Details about the 
XSD-to-OWL transformation process are provided in [Sa2005] and will not be 
presented at this point. Rather the subsequent considerations take for grainted that the 
messages exchanged between the trading partners, and which are traversing the peer-to-
peer network, are instances of message ontology concepts, such as the 
“AirBookingRequest” concept illustrated in Figure 3-6. 

 
Figure 3-12 Ontology scopes 
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As already figured out, due to the large number of potential providers in the travel 
domain and due to different granularity and abstraction requirements in information 
modelling, it can not be assumed that there is a “one-fits-all” message ontology that is 
adopted by all participants. Instead, several message ontologies may exist in parallel, 
and some actors may want to define their own local ontologies, i.e. their own languages 
they want to use. Hence, in order to establish semantic interoperability, mediation 
between different ontologies is needed. As presented in section 2.2.2.3, the OWL 
ontology representation language provides basic relations for mapping ontologies. For 
more sophisticated mappings the ontology mapping tool and the mapping engine 
presented in the preceding chapter are used. 
 
As illustrated in Figure 3-12, the SATINE interoperability infrastructure differentiates 
between two ontology scopes: local and global. An edge peer, i.e. a service provider or 
consumer, may create and introduce its own local ontology, which may result from the 
syntactical transformation of the utilised XML schemas. Thus, a local ontology is 
strongly affected by the provider’s or consumer’s own granularity and abstraction 
requirements. Such an ontology is not advertised to the peer-to-peer network; rather, it 
is stored locally at the edge peer.    
 
Other ontologies might reflect an understanding and a granularity level that is shared by 
more participants. Such ontologies might have been created based on the domain 
knowledge captured in schemas which are issued by standardization committees, such 
as the XML schemas published by the Open Travel Alliance. Since these ontologies 
reflect the understanding and the granularity requirements of a certain user community, 
they are used in the interoperability infrastructure as global ontologies. In contrast to 
local ontologies, global ontologies are known to the routing backbone of the peer-to-
peer infrastructure, i.e. to the super peers (SP). The deployment of a global ontology is 
reserved to privileged users of the interoperability infrastructure.  
 
Service providers and requestors using a local ontology need to deploy appropriate 
local-to-global mappings in order to be able to communicate with any other participant. 
These mappings will probably result in a certain degree of information loss. For this 
reason, more than one global ontology may be deployed to the infrastructure. As stated 
in [Sa2004] a community having similar message schemas may choose a common 
global ontology to map their local ontology to, whereas another community might adopt 
another global ontology. Furthermore it is argued that two global ontologies are likely 
to have low similarity. Hence, the communication between peers in one community 
(e.g. P1 and P2 in Figure 3-12) is characterized through low information loss while the 
information loss between communicating peers belonging to different communities 
(e.g. P1 and P3) is higher. Such an approach, named “semantic gossiping”, was 
described in [ACH2002]. 

3.5 Service Annotation, Publication and Discovery 

In the SATINE infrastructure the description of a Semantic Web service mainly 
consists of three components, namely of an OWL-S service description, a WSDL 
description and a security policy description. 
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According to the overview of OWL-S provided in chapter 2.3.2.1, an OWL-S service 
description mainly consists of a profile, a service model, and a grounding. As illustrated 
in Figure 3-3, the service profile is created as an instance of one of the service 
functionality classes which are defined in the functionality ontology. All these classes 
are direct or indirect subclasses of the OWL-S “ServiceProfile”. By this means the 
functionality provided by a service is specified. Furthermore, values for the non-
functional parameters (generic and service class specific ones) are given in the profile 
instance. An instance of the service model is created in order to link the service inputs 
and outputs to the concepts defined in a message ontology. 
 
While the OWL-S description is used for describing a Web service semantically, the 
technical details (i.e. access point and protocol bindings) are specified by means of the 
WSDL. The WSDL description is used for service invocation purposes only. 
 
The third element of a service description is its security policy specification. In the 
SATINE infrastructure transaction privacy is preserved based on a combined 
symmetric/asymmetric key encryption mechanism. Furthermore, in order to ensure 
authenticity, messages may be digitally signed. The private data necessary to be 
encrypted is generally only a part of the document, so there is no need to encrypt the 
whole message. By means of the security policy description the message parts which 
need to be encrypted as well as the message parts which need to be digitally signed are 
specified. A detailed description of the SATINE security infrastructure is provided in 
[Sa2005a]. 

 
Figure 3-13 Service publication and lookup 

 
The creation of a semantic service description is not straight-forward. Therefore tool 
support is provided for associating a Web service with the concepts defined in the 
functionality and message ontologies, for specifying non-functional parameters and for 
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defining the security policies. Detailed information about the provided tools and 
mechanisms is given in [Sa2005b]. 
 
Having implemented, deployed and semantically described a Web service, the provider 
may publish it either locally at the provider’s peer node or in a Web service registry 
which is connected to an edge peer through an appropriate registry wrapper. Within the 
scope of this thesis a semantic wrapper for UDDI registries was developed that will be 
discussed in the following chapter.  
 
For the distribution of information in the P2P network the Edutella approach [Ne2002] 
was used, i.e. a peer registers the meta-data of the resources it hosts to the super-peer 
that it is connected to. The super-peer uses the meta-data to update its super-peer/peer 
(SP/P) routing indices. Thus, when publishing a new service, the provider peer sends an 
extract of the semantic service description (OWL-S) to its super-peer, which updates its 
indices accordingly. Furthermore, each super-peer maintains super-peer/super-peer 
routing indices regarding the resources which can be retrieved through its adjacent 
super-peers. These indices contain meta-data at a lower granularity level, e.g. while the 
SP/P indices may hold detailed information about the non-functional parameters and the 
service functionality the SP/SP indices might just contain the latter. Having updated its 
SP/P indices, a super-peer informs its adjacent super-peers about the updates. This 
results in a series of updates among super-peers. Whenever a new super-peer joins the 
network it is informed about the current network status by its adjacent super-peers.  
 
The P2P approach results in a high scalability and reliability of the whole service 
network since there is no central service repository. Furthermore, providers may 
administer their service descriptions locally, which results in lower efforts to keep them 
up-to-date.  More detailed information concerning the routing mechanisms and the 
message format used for the distribution of semantic information is provided in 
[Sa2005a]. 
 
While a provider publishes a service by means of an advertisement message, a 
requestor creates a query message to search the P2P network for services that fit his 
needs. The advertisement and query messages are issued at the super peer’s 
advertisement and lookup interfaces respectively. As described in chapter 2.3.2.1, there 
are various ways of specifying the search criteria for a Semantic Web service. The 
SATINE interoperability infrastructure uses the OWL query language (OWL-QL) for 
this purpose.    
 

 

Figure 3-14 A simple OWL-QL query 
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OWL-QL uses a simple request-response model where the querying agent (client) 
issues a query to the answering agent (server). An OWL-QL query consists of several 
elements, such as a query pattern, a must-bind variable list, a may-bind variables list 
and an explanation request. XML-syntax is used and the query is surrounded by “<owl-
ql:query>” tags. Central element of an OWL-QL query is the query pattern, which may 
be either formulated in the Knowledge Interchange Format [KIF2000] or in an RDF-
like format. Basically the query pattern represents an OWL knowledge base in which 
some resource identifiers (URIs) have been replaced by variables. It is the task of an 
answering agent to bind these variables. 
  
The simple query shown in Figure 3-14 is used to find all kinds of air services, i.e. it 
asks for instances of the “AirService” class which is defined in the functionality 
ontology. According to the exemplary functionality ontology illustrated in Figure 3-2, 
when applying the query to a number of service profiles, all instances of “booking” 
services, “details” services and “availability” services would be returned. More 
complex queries include Boolean operations and requirements for specific non-
functional parameters. Within the scope of this thesis a tool for the construction and 
execution of complex queries was developed. This tool, which is used for the 
configuration of abstract composite services, will be presented in Chapter 8.  
 
A requestor (peer) issues its query message at the lookup interface of the super-peer 
that it is connected to. Thereupon, based on the semantic routing indices the query is 
routed through the P2P network to all peers that are capable of answering it. The 
querying results collected at the requestor peer contain all relevant information for 
invoking a service. 

3.6 Enriching UDDI Registries for Semantic Service 
Publication and Discovery 

Registries have always been an important element of distributed component-based 
systems. In service-oriented architectures registries are used to facilitate service 
discovery and to allow for the decoupling of service providers and requestors. A 
provider publishes a service description in a registry and the requestor may search the 
registry for services that fulfil its requirements. In the Web service world the UDDI 
registry specification has gained wide acceptance. As detailed in chapter 2.1.2.3, the 
UDDI specification defines a set of APIs and XML data structures for 
programmatically finding and registering businesses and services. It was envisioned 
that there would be a global UDDI business registry which consists of several replicated 
registries that are logically indistinguishable. However, today most UDDI registries are 
deployed in a private scope, i.e. they are used to register and to find services within 
enterprises or within a virtual organisation, i.e. in a closed network of collaborating 
companies.   
 
In the SATINE infrastructure a provider may store its service descriptions not just in 
the internal peer repository but also in a UDDI registry which is connected to the 
provider peer through a registry wrapper. The motivation for including service 
registries to the P2P interoperability infrastructure is twofold: Due to the multitude of 
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UDDI registries these registries themselves are in the need of discovery. Furthermore, 
using a standard service registry has the advantage that any published services are also 
accessible for external parties that do not participate in the P2P network.  
 

 
Figure 3-15 UDDI wrapper components 

 
In order to achieve these goals two steps are necessary. Firstly, UDDI registries need to 
be semantically enriched by mapping concepts defined in the functionality ontology to 
the registry specific object model. Furthermore, the UDDI specific service descriptions 
need to be associated with the semantics stored in the registry. For this purpose, within 
the scope of this thesis a UDDI registry wrapper was developed, which consists of three 
components: an ontology deployment wrapper, a publish wrapper and a query wrapper.  

3.6.1 Ontology Deployment Wrapper 

UDDI registries have rather limited capabilities of representing service semantics. As 
described in chapter 2.1.2.3, the UDDI specification foresees so called “tModels” 
(technology models) for stating the compliance of a registered service with a standard 
technology or with a standard classification system. Each tModel has a name, a unique 
key, an optional descriptive overview document and several other components. The 
tModel element allows “standards bodies, industry groups or individual businesses to 
specify reusable abstract definitions of service types that others can use and combine” 
[Gr2002]. Basically, the functionality ontology, which was described in chapter 3.2.1, 
defines service types, too. Therefore the concepts defined in the functionality ontology 
can be registered to a UDDI registry as tModels.  

 
Figure 3-16 Mapping ontology concepts to UDDI tModels 
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Figure 3-16 illustrates the functional principle of the ontology deployment wrapper. For 
each concept in the functionality ontology that is a subclass of the OWL-S Profile class, 
i.e. for each concept representing a service functionality class, the wrapper uses the 
UDDI publish API to create a corresponding UDDI tModel. A mapping table stores the 
association between a tModel and an ontology concept by mapping the URI of the 
concept to the corresponding tModel key.  
 
The structure of a UDDI tModel as created by the ontology deployment wrapper is 
shown in Figure 3-17. The "name" element of the tModel carries the URI of the service 
class that the tModel represents. Furthermore, the "overviewURL" element of the 
"overviewDoc" structure is initialized with the physical address of the ontology 
document. 
 

 
Figure 3-17 tModel representing a class of the functionality ontology 

 
The idea of using tModels to represent ontology concepts was discussed in [Do2002] 
and [Pa2002]. These approaches, however, do not address how to represent the relations 
between ontology concepts on the UDDI level.  
 
The functionality ontology basically is a hierarchy of service types, which are related 
by using the OWL “subclassOf” property. These subclass relationships can be 
represented by means of UDDI “category bags”. Category bags are used to classify the 
entities in a UDDI registry, such as services or businesses, according to taxonomies or 
industry standards, which are in turn represented by tModels. By carrying the reference 
of a tModel in its category bag an entity states its compliance to the standard or to the 
service class that the tModel represents. A category bag may carry an arbitrary number 
of such associations named “keyed references”. When creating a tModel that represents 
a node of the functionality ontology, the ontology deployment wrapper uses the 
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category bag of this tModel to add references to all tModels representing super classes 
of that node. Hence, the taxonomy of service classes is represented as a taxonomy of 
tModels. By this means, a user or a software agent browsing the UDDI registry may 
learn about the relations between the various tModels and find the required services. 

3.6.2 Publish Wrapper 

A peer that is connected to a UDDI registry transparently uses the UDDI publish 
wrapper whenever the provider decides to publish a service. The purpose of the 
wrapper is to register the service and to associate the service entry in the registry with 
the concepts of the previously deployed functionality ontology. Furthermore, the 
wrapper informs the P2P network about the availability of a new Web service.  
 
As described in chapter 2.1.2.3, the UDDI specification defines a “businessService” 
structure, which contains all information relevant for discovery and invocation of a 
service. Thus, for each service to be published the wrapper creates a businessService 
instance and adds a reference to the tModel representing the service functionality class 
as well as references to all superordinate tModels to the category bag (see Figure 3-18).  
 

 
Figure 3-18 Publishing a Semantic Web service to a UDDI registry 

As discussed in chapter 3.5, a service description consists of three parts: an OWL-S 
based semantic service description, a WSDL technical service description and a 
security policies description. In order to publish a service to the SATINE P2P network 
links to all of these descriptions need to be provided since the contained information is 
required by a requestor for service invocation. Therefore, when publishing a service to a 
UDDI registry, these resources have to be somehow associated with the 
businessService entity. 
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For a provider who makes use of a UDDI registry it might be of importance that any 
published services can not just be found and invoked within the P2P network but also 
by other (external) parties. Consequently, service entries in the UDDI registry should 
satisfy both requirements: They need to be compliant to the UDDI standards and 
conventions and they should provide all additional information which is necessary for 
semantic service discovery and invocation in the P2P network.   
 
Within a UDDI businessService structure the "bindingTemplate" element is used to 
describe the technical characteristics of a service. A businessService instance may have 
several binding templates describing different ways (e.g. different protocols) of how to 
access the service. Therefore, two binding templates are created: a standard one for 
external service requestors and a proprietary template that contains additional semantic 
information. 

3.6.2.1 Standard UDDI Binding Template 

The dashed lines in Figure 3-19 illustrate how the elements of the first binding template 
are used. In the case that an external WSDL description is used, the "Using WSDL in a 
UDDI Registry" best practice note demands that “the value of the accessPoint must be 
the URL of the WSDL implementation document” [UDDI2004a]. Furthermore, the 
bindingTemplate must contain a reference to the predefined "WSDL Address" tModel. 
Following these conventions, the UDDI publish wrapper creates a binding template that 
points to the service WSDL file and that refers from the “tModelInstanceInfo” structure 
to the “WSDL Address” tModel.  
 

 
Figure 3-19 Associating service descriptions with UDDI binding templates 

 
According to the UDDI data structure specification the "instanceDetails" element of the 
"tModelInstanceInfo" structure "holds service instance specific information that is 
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required…to provide further parameter and settings support" [UDDI2002]. 
Furthermore, the optional "instanceParms" element is supposed to carry "settings 
parameters or a URL reference to a file that contains settings or parameters required to 
use a specific facet of a bindingTemplate description". Consequently, this element is 
particularly suited to hold the link to the security policy file. The defined binding 
template provides all information relevant for an external service requestor to access the 
Web service in the traditional way.  
 

3.6.2.2 Additional Binding Template 

Service invocation in the SATINE network is based on the semantic description of the 
Web service. Therefore, in addition to the WSDL and the policy file, the service OWL-
S file has to be linked to a service description. For this reason, as part of the 
"businessService" structure, a second binding is defined. In Figure 3-19 the solid lines 
illustrate how the elements of the second binding template are used. The "accessPoint" 
element refers to the URL of the OWL-S service description. Since the grounding of an 
OWL-S description may contain a link to the WSDL definition, it is justifiable to speak 
about a binding in this regard. However, since UDDI does not define any conventions 
for the use of OWL-S based service descriptions, there is no predefined standard 
tModel for this option. For this reason, in order to clarify the intended use of the 
"accessPoint" element, a custom "OWL-S Address tModel" is defined and referenced 
from the binding template. Again, as in the first binding, the above mentioned optional 
"instanceParms" element contains a link to the security policy file. The second binding 
template is used by the UDDI query wrapper which will be presented in the following 
chapter. 

3.6.3 Query Wrapper 

As described in chapter 3.5, the main element of a lookup message which is routed 
through the P2P network is an OWL-QL query. A peer uses the query wrapper in order 
to search a UDDI registry for service descriptions that match with an incoming OWL-
QL query. The functional principle of the UDDI query wrapper is illustrated in Figure 
3-20.  
 
First of all, the URI of the service class, as it was defined in the functionality ontology, 
is extracted from the OWL-QL query. The mapping table created by the ontology 
deployment wrapper is used in order to obtain the key of the tModel which represents 
the requested service functionality. Having the tModel key on hand, a UDDI compliant 
“find_service” message is prepared and sent to the registry inquiry API. The result is a 
set of business service descriptions which carry the given tModel key. According to the 
publish mechanism described in the previous chapter, this is the case for services that 
do either directly belong to the requested functionality class or that are instances of one 
of its subclasses. 
  
Up to this point, a rather coarse grained service discovery (based on the provided 
functionality) was performed. However, the OWL-QL query may contain more detailed 
selection criteria, such as non-functional parameters. If this is the case, the binding 
templates of the businessService descriptions are analyzed in order to retrieve the links 
to the OWL-S profiles of the candidate services. An OWL-QL engine is instantiated 
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and the OWL-S profiles are declared as the underlying knowledge base. Thereupon, the 
query is applied to the knowledge base and the response is analyzed. For any matching 
services the remaining information (WSDL and security policies) is retrieved. Finally, 
the aggregated service descriptions are returned to the peer that in turn forwards the 
results to its super peer.  
 

 
Figure 3-20 UDDI query wrapper 

3.7 Service Invocation 

During invocation of a service there is no direct point-to-point communication between 
requestor and provider since both parties may use different languages (i.e. different 
message ontologies) to express request and response respectively. Rather the 
corresponding messages are routed through the P2P network. On their way they are 
subject to various transformations, which are performed by means of the ontology 
mapping framework that was presented in chapter 3.3.  
 
Since each participant who uses its own local message ontology needs to provide a 
mapping to a global one, and since the mappings between different global ontologies 
are known to all super peers, there is always a transformation path from the requestor 
concepts to the provider concepts and vice versa.  
 
In order to invoke a service the requestor needs to create an invocation message which 
is handed over to the invocation interface of its local peer node. Apart from technical 
access data and provider address information, the most important element of an 
invocation message is the request object (i.e. the service input), which is an instance of 
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an OWL class defined in the requestor’s local message ontology. The requestor’s peer 
node transparently uses the local-to-global mapping definition in order to transform the 
request object to an instance of a global message ontology. Thereupon, the invocation 
message is sent to the super peer and routed through the P2P backbone to the super peer 
that the provider peer is connected with. More detailed information about the applied 
routing mechanisms is given in [Sa2005a]. Since the super peer is informed about the 
mapping facilities of its edge peers, it decides whether another global-to-global 
mapping is necessary in order for the provider peer to be capable of mapping the given 
ontology concept to a local one. Having performed the mapping to its local message 
ontology, the provider peer uses the request instance to invoke the Web service. The 
result, which is an instance of the provider’s message ontology, undergoes the reverse 
path of transformations. 

3.8 Summary 

This chapter presented the core components and mechanisms of an interoperability 
infrastructure which provides tools and mechanisms for publishing, discovering, and 
invoking Web services through their semantics in peer-to-peer networks.  
 
In a dynamic business environment, with service providers and consumers joining and 
leaving, semantic interoperability should be addressed by using ontologies which define 
the relevant domain-specific concepts and their relations. Consequently, as a 
fundamental building block of the presented interoperability infrastructure, ontologies 
of different kinds and scopes are used. So called “functionality ontologies” classify the 
available service functionalities and thus, are mainly used for service discovery 
purposes. “Message ontologies” define the concepts of the Web service input and 
output messages which are exchanged during service invocation.  
 
In a business network, with an increasing number of participants, the abstraction and 
granularity requirements differ significantly. Therefore, it is not feasible to introduce a 
single ontology that is adopted at a global scope. Hence, in order to enable the sound 
exchange of information between parties which are using heterogeneous ontologies, 
there is a strong need for semantic mediation. In the presented interoperability 
infrastructure semantic mediation is achieved through ontology mapping. An ontology 
mapping tool provides the means to define relations and transformations between 
semantically similar concepts. Based on the defined mappings a corresponding engine 
transforms instances of source ontology concepts to instances of semantically related 
classes and properties defined in the target ontology. 
 
In order to limit the number of mappings, different ontology scopes are introduced. 
Providers and requestors are allowed to define their own local message ontologies, 
which may be strongly affected by their own granularity and abstraction requirements. 
However, such local ontologies need to be mapped to one of the global ontologies, 
which represent an understanding that is shared by more participants, i.e. by a certain 
community of interest. The deployment of mappings between global ontologies enables 
the cross-community collaboration. 
 



A Semantics-based Interoperability Infrastructure 

71 

The peer-to-peer topology of the presented interoperability infrastructure results in a 
high scalability and reliability of the whole business network. There is no central 
service repository, rather information about services is distributed in the form of routing 
indices, which are analyzed and updated during service discovery and service 
advertisement. Nevertheless, service providers may connect their existent UDDI 
registries to the P2P network. A wrapper was introduced which maps taxonomies and 
semantic Web service descriptions to the UDDI specific information model. 
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Chapter 4 
 
Service Composition Principles 
and Strategies 

The preceding chapters presented fundamental technologies enabling the technical and 
semantic interoperation of distributed applications. In addition, an interoperability 
infrastructure for the publication, discovery and invocation of heterogeneous Semantic 
Web services was introduced. A key concept of the SOA model is the composition of 
services. In order to achieve a specific goal, i.e. in order to satisfy the request of a 
customer, usually several services need to be composed. The following chapters will 
elaborate on how the composition of Web services in a semantics-based interoperability 
infrastructure can be supported in a dynamic and adaptive manner. In order to 
understand the concerned actors and their relationships, this chapter will first present a 
generic business model for Web service applications that has its roots in the Open 
Distributed Processing (ODP) domain. Furthermore, a classification of service 
composition strategies will be elaborated. The generic business model and the 
classification act as a frame for positioning the proposed composition approach. 

4.1 A Generic Business Model for Web Service 
Applications 

In Chapter 2 Web services were introduced as a middleware that allows applications to 
collaborate over the Internet irrespective of their concrete implementation. The 
promised success of this technology lies in the adoption of the widely used standards 
XML, SOAP and the Web Service Description Language (WSDL). These standards 
cover the message exchange between the actors, the description of interfaces, the 
behaviour of actors and many further aspects of distributed systems, such as security, 
quality of service and monitoring. 
 



Chapter 4 

74 

The Web service architecture (WSA) published by the W3C [WSA2003] identifies the 
functional components and their relationships in the Web service domain, thus 
integrating various concepts under a common reference architecture. As shown in 
Figure 4-1, the WSA basically distinguishes between two roles, namely requestor and 
provider. Both agree on certain technical and semantic conventions in order to interact. 
 

 
Figure 4-1 Web Service architecture concepts according to W3C 

 
For a detailed discussion about particular research issues, such as the adaptive 
composition of Web services, the model provided by the WSA is rather coarse-grained 
and technology-centric. Thus, a more comprehensive underlying model is needed, i.e. a 
"big picture" that organises the elements and roles in the Web service domain into a 
coherent whole. This is why for the following discussions the Reference Model for 
Open Distributed Processing (RM-ODP) [ODP1998] is applied. The RM-ODP is a 
technology independent model for distributed software systems. It has been adopted by 
many successful technologies and standardisation efforts, such as the Common Object 
Request Broker Architecture [CORBA2002] and the Model Driven Architecture 
proposal from the Object Management Group [MDA2001]. 

4.1.1 Web Services as Distributed Components 

The relevance of ODP in this respect becomes obvious when investigating the 
architecture and the fundamental principles of Web services. The Web Service 
Architecture (WSA) is an instantiation of the SOA model, which considers services as 
self-contained and self-describing components. As discussed in the first chapter of this 
thesis, while embracing typical targets of component-based development (CBD), such 
as encapsulation and reusability, the SOA model abstracts from the contract that a 
component has with the platform into which its is deployed, just focusing on the 
contract with the outside world. Furthermore, Web services encapsulate functionality 
on the abstraction level of discrete business functionalities. This way the SOA model in 
general, and Web services in particular minimize dependencies between individual 
components and loosen the coupling between software entities, thus addressing typical 
problems in the implementation of inter-organisational business processes. Hence, Web 
services can be regarded as distributed component-based systems with a strong 
emphasis on cross-organisational and inter-domain communication. 
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Much of the early research in component-based development and distributed objects 
has been done in the ODP area. The combination of the two concepts openness and 
distributed processing are regarded as significant for organizational flexibility. Since 
the reference model for ODP defines a framework for describing distributed processing 
systems in general, it is well-suited for describing Web-service-based systems in 
particular.  
 
Regarding the actors in such a setup, the RM-ODP and the WSA cover the following 
similar roles [FJ2006]: 
 

• An exporter represents the party that provides the service. As shown in Figure 
4-1, in the field of Web services an exporter is mentioned as a provider agent. 
An exporter submits its service description to the broker. The service 
description includes a description of the interface along with information about 
the location where a service is available. 

• A broker implements a trading function to trade services. Trading means to 
perform a matchmaking of requirements and advertisements of services. The 
WSA uses the concept of a discovery service for the broker. 

• An importer is a component that imports a service. As shown in Figure 4-1, in 
the context of Web services the importer is named requestor agent. The WSA 
proposes that a requestor agent performs a discovery process by 
communicating with a discovery service. An importer queries the broker for a 
service by submitting a description about his requirements. 

• The RM-ODP for trading also defines a broker administrator who defines, 
manages and enforces the trading policies. The analogy to the WSA is the 
owner or provider of a discovery service. 

 
The WSA distinguishes between software on the one hand and an organisation or a 
single human on the other hand. Accordingly, software is mentioned as a provider- or 
requestor-agent while when speaking about humans or organisations only requestor or 
provider is mentioned. The above discussed analogies reveal that the WSA basically 
represents an implementation of the RM-ODP concepts. 

4.1.2 Applying the TINA Business Model 

Key elements of the RM-ODP are the viewpoints, which are used to abstract the system 
structure. The RM-ODP enterprise viewpoint is concerned with the business activities 
(stakeholders, roles and policies) of a specified system, and it is usually taken during 
the requirements analysis phase. The enterprise viewpoint introduces a specific business 
language for defining roles and policies in a system.  
 
Hereafter, in order to gain a business-oriented view on Web service applications, an 
already existing instance of the enterprise viewpoint is used: the Telecommunications 
Information Networking Architecture (TINA) business model. Although the roots of 
TINA are in the telecommunications area, the business model reflects very well key-
business roles and relationships that can be found in typical cross-organisational and 
multi-domain environments as targeted by Web service applications.  
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TINA identifies the following business roles [TINA1997]: 
 

• An actor in the consumer business role is the end-user of services. It consumes 
services without generating revenues out of them. 

• The broker business role allows the other business roles to dynamically find 
new services and other stakeholders. Hence, a broker provides a kind of yellow 
pages service. 

• A third-party service provider provides services to retailers or to other third-
party providers. According to the TINA specification these services "can be 
regarded as 'whole sale' of services". 

• A stakeholder in the retailer business role adds value to services offered by 
third-party service providers. The retailer provides these value added services 
to consumers.  

• In TINA the connectivity provider role has been introduced in order to clearly 
separate the mainly hardware based transport services from other basically 
software based services. Since the network level is not of interest for the 
subsequent considerations, this role will not be further investigated. 

 

 
Figure 4-2 TINA business roles and their representation in the Web service domain 

 
When comparing the roles in the TINA business model with the roles identified in the 
Web service architecture it is obvious that the TINA roles can be regarded as business-
oriented views on the generic Web service requestor and provider roles: 
 

• A stakeholder in the consumer role is a requestor of a Web service. 
• A stakeholder in the broker role is a provider of a discovery Web service. 
• A stakeholder in the 3pty provider role provides a Web service. 
• A stakeholder in the retailer role can be a requestor and a provider of a Web 

service. 
 
Thus, as illustrated in Figure 4-2, the TINA business model can be easily applied as a 
generic business model for Web service applications. In the following section the 
retailer role will be further investigated.   
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4.2 Adding Value by Composing Web Services 

As mentioned in the previous chapter, a retailer adds value to services offered by third-
party providers and by other retailers. Value-added services are provided to consumers 
and to other retailers. There are various ways of how a retailer may add value to 
services, e.g. by managing the accounting and billing for third-party services. A very 
common way to do this, however, is to combine existing services. Usually, in order to 
be able to satisfy the request of a customer, several services of different providers need 
to be composed. Two third-party services A and B, when being linked together, may be 
published by a retailer as service C providing a new functionality. It is understood that a 
composite service in turn may be part of an even more complex service. Service 
composition is a fundamental concept of SOA. The SOA paradigm considers services 
as self-describing and self-contained building blocks, thus it is a common procedure to 
arrange these building blocks to composite ones.  

4.2.1 Service Composition Characteristics and Business 
Implications 

A composite service can be regarded as a combination of activities (which may be other 
atomic or composite services), invoked in a defined order and executed as a whole. In 
this way, a composite service has the behaviour of a typical business process. In order 
to build a service composition, some steps must be taken: 
 

• A process model (also referred to as a “plan” hereafter) specifying control and 
data flow among the activities has to be created. 

• Concrete services to be bound to the process activities need to be discovered. 
As discussed above, the retailer usually interacts with a broker, e.g. with a 
service registry, in order to look up services which match with certain criteria.  

• The composite service must be made available to potential consumers. Again, 
the broker is used to publish a description and the physical access point of the 
service. 

• During invocation of a composite service a coordinating entity (e.g. an 
execution engine) manages the control flow and the data flow according to the 
specified plan.  

 
The sequence of these steps and how they are performed significantly depends on the 
applied service composition strategy. In the following, some characteristics of these 
steps will be analyzed and later on will be used as criteria to classify composition 
strategies. 

4.2.1.1 Static versus Dynamic Service Binding 

The selection of the services to be composed may be performed at design-time or at 
run-time. In the former case the bindings are static, i.e. for each instantiation the 
composite service will be made up of the same constituent services. In the case of 
dynamic binding the constituent services are selected at runtime, based on 
automatically analysable criteria, such as service functionality, operation signatures and 
quality of service parameters. Dynamic binding implies the dynamic invocation of the 
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constituent services. Consequently, a sufficient level of interoperability has to be 
established, either through fixed interfaces or by applying more sophisticated 
matchmaking and mapping mechanisms.  
 
For a retailer, the applied binding mechanism has several business implications. In a 
growing service market 3rd party service providers may offer the same functionality at 
different conditions, e.g. regarding QoS parameters like price. When applying dynamic 
binding, discovery and invocation is scalable as the number of services increases. 
Hence, the costs of a composite service offered by a retailer may decrease along with 
the growing competition in the associated marketplace. The cost advantage may be 
either handed over to the consumer, or it will increase profitability at the retailer’s side. 
Furthermore, dynamic binding may enhance fault-tolerance and thus reliability. Since 
the actions in a process are not hardwired to concrete services, the unavailability of a 
service may be compensated through the invocation of a functionally equivalent one. 
  
On the other hand, dynamic binding may affect adversely the performance of a 
composite service execution. The runtime-interaction with a broker in order to discover 
suitable service candidates could be, depending on the applied matchmaking and 
ranking mechanisms, a time-consuming task. All in all, it can be argued that 
composition strategies adopting dynamic binding are more adaptive to a changing 
business environment than strategies applying static service binding. 
 

4.2.1.2 Creation of the Process Model 

Another significant characteristic of a service composition strategy is the degree of 
automation in the creation of the process model. Traditional service composition 
approaches, as applied by EFlow [Ca2000] and similar platforms, require the user to 
define the data flow and the control flow of a composite service manually, either 
directly or by means of designer tools, e.g. in a drag-and-drop fashion. Subsequently, 
the process description is deployed in a process execution engine. Depending on the 
abstraction level provided by the tools and depending on the applied binding 
mechanism, the user either creates the process model using concrete service 
descriptions or using abstract service templates, which are representatives for sets of 
services, i.e. for service classes. With respect to the multitude of available services and 
service templates, it may be time-consuming to manually select the building blocks to 
be included into the composite service. Furthermore, the creation of the data flow, i.e. 
specifying the parameter assignments between activities, can be a complicated task 
which requires the user to have an extensive knowledge about the underlying type 
representations.  
 
More advanced composition strategies actively support the user with the creation of the 
process model, which is often referred to as semi-automatic service composition. 
Corresponding modelling tools, such as the process designer presented in [SHP2003], 
may interact with a broker in order to automatically look up services which match 
(regarding IOPEs - inputs, outputs, preconditions, effects) with the already available 
control and data flow, thus facilitating and accelerating the process design. The same 
applies for the creation of process models that are based on abstract functional building 
blocks (which will be bound to concrete services at runtime). Based on an analysis of 
the underlying types and concepts, the parameter assignments between these building 
blocks may be automatically proposed.  
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Fully-automated composition approaches intend to generate a service composition plan 
without any human interaction. Mostly AI inspired methods based on formal logic are 
used for that matter, e.g. automated reasoning through theorem proving. An example is 
the SWORD toolkit [PF2002], which requires the user to only specify the initial and the 
final state facts. By means of a planning algorithm a workflow graph, containing 
available activities or concrete services, is generated that satisfies the requirements 
established by the requestor. If there are multiple solutions for a problem, i.e. several 
plans satisfy a given set of requirements, a selection is made based on an evaluation of 
QoS parameters. The selection either can be made by the process designer or 
automatically, through predefined weighting and ranking functions. Combining the 
latter with dynamic service binding implies that the complete service composition (i.e. 
process model generation and service binding) can be performed at runtime. The 
question to which extent the composition procedure can be automated is subject to 
research. Fully automated service composition may work well in narrow and formally 
well defined application domains. The more complex the context, however, the more 
difficult it will be to apply the automated service composition approach in real-world 
applications. 
 
Again, the applied degree of automation for generating the process model (the plan) has 
significant business implications for a retailer who composes services and delivers them 
to consumers. As mentioned above, modelling the control flow and the data flow of a 
composite service may be time-consuming tasks. Automatic or semi-automatic 
composition techniques promise to speed up this procedure, thus bringing down the 
costs for developing new services. Furthermore, time-to-market is accelerated, since the 
retailer may react faster and more flexible to the customer requirements. Moreover, the 
designed composite services improve in quality, as the application of “intelligent” tools 
helps to create more efficient processes, e.g. by proposing parallel execution of 
functionally independent activities. 

4.2.1.3 Execution 

For the execution of composite services usually two different models are applied: 
“orchestration” and “choreography”. Although there is not a common sense regarding 
these two definitions, it can be considered that in an orchestration all interactions that 
are part of a business process (including the sequence of activities, conditional events, 
among others) are described like a traditional workflow. This description is interpreted 
by an orchestration engine which has control of the overall composition. On the other 
hand, a choreography is more collaborative and less centralized in nature. Only the 
public message exchanges are considered relevant, and each service only knows about 
its own interactions and behaviour. Differently from orchestration, there is not an entity 
that has a global view and a global control of the composition [Pe2003, RB2005].  
 
When referring to the origins of the words the following comparison can be made. The 
first, orchestration, can be compared to a set of musicians (services) commanded by a 
conductor (engine). The second, choreography, can be compared to a group of dancers 
(services) who already know how to perform and who do not obey a central 
coordination. Usually, real scenarios involving complex systems with multi-part 
interactions require both approaches. In [SM2006] the authors propose a set of policies 
to regulate service compositions and to establish a relationship among these policies 
and the execution models. 
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4.2.2 A Business-oriented Classification of Composition 
Strategies  

Apart from the execution model, two service composition characteristics were 
examined, namely the type of service binding and the degree of automation used in the 
creation of a process model: service composition approaches may use static or dynamic 
binding; the process model can be created manually, semi-automatically or 
automatically. As illustrated in Figure 4-3, these characteristics can be used for a 
classification of existing service composition strategies in six main categories. The fact 
that the borders between these categories are not strict but fluent is made clear by the 
overlapping transitions between the squares. There are composition approaches that 
may be assigned to two or more categories.  To give an example: besides static and 
dynamic binding there may be several variations in between, such as the pre-selection 
of a restricted set of service candidates at design time from which one service is chosen 
and invoked at runtime. 
 

 
Figure 4-3 Classification of service composition strategies 

 
In the preceding discussion of the business implications for service retailers, it was 
argued that composition approaches which apply dynamic binding mechanisms are 
more adaptive to a changing environment in which third party providers are frequently 
leaving and joining. Growing competition in the associated marketplace may cause a 
decrease in the costs of a composite service offered by a retailer. Furthermore, it was 
argued that a high degree of automation in the creation of the process model would 
reduce development efforts and accelerate time-to-market, thus enabling the retailer to 
adapt to changing customer demands faster. Hence, in the classification shown above, 
the degree of adaptiveness of the composition strategies, i.e. their capacity to adjust to 
changes in the environment, increases in the direction to the top right hand corner of the 
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diagram. Taking into account the above mentioned attributes cost efficiency, time-to-
market and reliability, it can be argued that a highly adaptive service composition 
strategy has positive effects on the retailers competitiveness and profitability. 
 
On the other hand, this does not inherently mean that the more automation the better. 
The degree of automation applicable in a real world context is limited by many more 
factors. Particularly this is true with regard to performance issues, since interacting with 
a broker for service discovery and matchmaking as well as applying sophisticated 
algorithms for automated plan generation may be time-consuming tasks - for business 
critical applications probably too time-consuming to be performed at runtime.  
 
In [Di2005] the authors state that “functional optimisation addresses very well the 
technological part of a problem, but does not pay enough attention to the intentions of 
the users and the structure and dynamics of social groups and user communities”. A 
retailer applying automatic process modelling and dynamic service binding usually has 
limited control over the way in which a problem will be solved, i.e. how a service will 
be composed. As a consequence, it might become opaque with which partners the 
retailer collaborates and shares data within the scope of a process. Trust is the keyword 
in this respect. However, the on-demand establishment of security and trust 
relationships still is an unsolved problem.     
 
The decision which composition strategy a retailer should adopt strongly depends on 
the characteristics of the business domain. With respect to the generic TINA business 
model discussed in section 4.1.2, it can be said that the number of consumers and the 
number of 3rd party service providers in a business domain or in a business case are the 
key factors to be taken into account. Four main cases can be distinguished: 
 

• In the case of many consumers and many service providers, a retailer would 
usually adopt a composition strategy that includes the dynamic binding of 3rd 
party provider services. Furthermore, the creation of composition plans should 
be supported (semi-)automatically in order to respond to consumer needs in a 
flexible manner. For instance, such a setup can be found in the tourism domain. 

• If there are just few consumers and many 3rd party providers, special attention 
needs to be paid to a flexible service binding and efficient service trading. Such 
combinations are characteristic for business networks that are controlled by few 
dominant business partners [Ou2001]. For instance, in the automotive industry 
large manufacturers have subsidiaries that are responsible for providing special 
product parts. These subsidiaries control a great number of competing 
suppliers. Usually, due to the limited number of consumers in such an 
environment, the process models are rather static and there is no need to create 
them automatically. 

• Electronic Government is a typical application domain in which many service 
consumers but just few 3rd party providers (e.g. city districts) can be found. A 
retailer (e.g. a municipality) may offer a one-stop eGovernment portal where 
consumers (e.g. citizens) may combine a set of services without having to visit 
several administrations separately. Thus, the composition plan strongly depends 
on the consumers living conditions and should be created (semi-)automatically 
on-demand. The customised delivery of eGovernment services was addressed 
in [MB2005]. 
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• In the case of few consumers and few 3rd party providers there is usually no 
need for automated process modelling and dynamic service binding, since the 
efforts for the implementation of an adequate infrastructure covering service 
discovery and service trading outweigh the gained flexibility benefits.  

4.2.3 Technical Limitations 

Most composition approaches applied in a real-world context use “traditional” Web 
service technologies, such as WSDL and the Business Process Execution Language 
(BPEL). There are various orchestration tools which support process designers in 
visually arranging and composing Web services to complex BPEL processes that are 
deployed and executed in adequate workflow engines. With respect to the above 
analysed criteria, the adoption of such approaches results in a very low degree of 
adaptivity, since the process model is created manually and the services are bound at 
design time. Furthermore, some - although very few - applications apply dynamic 
binding based on fixed interfaces and fixed message formats, thus showing a slightly 
higher adaptiveness to dynamic business environments. Technically this is achieved by 
dividing the WSDL description in two parts, namely the service interface definition 
(capturing messages, port type etc.) and the service implementation definition. While 
the service implementation definition determines the access point of a service and 
differs from provider to provider, the service interface definition is a kind of contract, 
which may be registered to a UDDI registry as a technical fingerprint. Thus, within a 
workflow it is possible to search the registry for services that comply with a given 
contract.  
 
Approaches exhibiting a higher degree of adaptiveness can hardly be found in a real 
world context. As argued in chapter 2.1.3, automated service discovery and integration 
are difficult to realize with traditional Web service technologies and with frameworks 
which are mainly focused on establishing technical interoperability. For the dynamic 
binding of heterogeneous services it is crucial to overcome different data 
representations by means of mediation and mapping mechanisms. Furthermore, the 
functionality and the state change (i.e. preconditions and effects) provided by a service 
need to be formally defined in order for a software system to be able to create a process 
model automatically. Thus, with respect to the afore given classification of composition 
strategies, the following statement can be made: The higher the desired degree of 
adaptiveness, the more comprehensively and thoroughly technologies which support the 
formal definition and interpretation of service semantics need to be adopted.  

4.3 Summary 

This chapter provided an analysis of Web service composition strategies and principles. 
Since Web services can be regarded as distributed component-based systems with a 
strong emphasis on cross-organisational communication, the RM-ODP can be used as a 
conceptual base for organising the elements and actors in the Web service domain into 
a coherent whole. More specifically, the TINA business model, an instantiation of the 



Service Composition Principles and Strategies 

83 

RM-ODP enterprise viewpoint, provides a framework for analysing business-oriented 
aspects of Web service applications.  
 
Within this framework an actor in the retailer business role provides added value to 
consumers by composing the services of third-party providers. The retailer may adopt 
different composition strategies which mainly differ with regard to two characteristics, 
namely the kind of service binding (static or dynamic) and the degree of automation 
used in creating the process model.  
 
A business-oriented analysis of service composition strategies in terms of their 
adaptiveness to a dynamic business environment was undertaken. Taking into account 
attributes like cost efficiency, time-to-market and reliability, it can be argued that a 
highly adaptive service composition approach has positive effects on the retailers 
competitiveness and profitability. However, the decision which composition strategy a 
retailer should adopt strongly depends - among other considerations like security and 
trust - on the characteristics of a business domain, such as the number of third party 
providers and consumers. 
 
Today, most composition approaches applied in a real-world context use static bindings 
and manually created process models, thus exhibiting a low degree of adaptiveness. 
However, the advent of formally defined semantics to Web service standards paves the 
way to more automated and dynamic, hence to more adaptive composition of services. 
  
The following chapters will elaborate on how the semantics-based interoperability 
infrastructure presented in Chapter 3 can be used as a foundation for implementing a 
platform for the adaptive composition of Web services. 
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Chapter 5 
 
Composition Approach and 
Life-Cycle 

This chapter presents an approach and a platform for the composition of services in a 
semantics-based interoperability infrastructure. The generic business-model and the 
classification of composition strategies provided in the preceding chapter is used as a 
framework to clearly position the proposed approach. Furthermore, a high-level view 
on the functional architecture of the developed platform will be given. The platform 
provides retailers with an integrated toolchain for the adaptive composition of existing 
3rd party services. The chapter will clarify how the various tools interact in order to 
allow for the composition of services on a semantic rather than on a purely technical 
level. The platform was developed under the premise to make use of a widely adopted 
process definition language, thus bringing together the advantages of semantic service 
descriptions and well-established process execution environments. The chapter 
concludes with a discussion and an assessment of related work.  

5.1 Requirements 

A requirements specification is an important part of the software development life cycle 
as it is used in design, implementation, project monitoring, verification and validation. 
A detailed requirements analysis for the composition platform developed within the 
scope of this work is provided in [Sa2004a]. It covers UML use cases and activity 
diagrams, which are used to collect the necessary system functionalities. In the 
following, high-level (general) requirements and the adopted composition strategy will 
be discussed.  
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5.1.1 General Requirements 

The interoperability infrastructure presented in Chapter 3 is an open environment which 
providers and requestors use to advertise and find semantically described Web services. 
Due to its scalable P2P-based architecture and due to the semantic interoperability 
established through ontology mediation, the presented infrastructure is especially suited 
for application domains featuring a large variety of actors and heterogeneous data 
representations. 
 
Following the argumentation given in the previous chapter, in such a setup the 
composition of services should be supported in a highly adaptive manner. Provider 
peers frequently join and leave the network along with the services they offer. In order 
to be adaptive to the supply situation, a business process should not be constrained to 
invoke Web services that were selected during process design. Rather, for the subtasks 
in a business process the best matching services need to be selected and invoked at 
runtime. Hence, the retailer providing a composite service should be enabled to model a 
business process based on abstract functional building blocks rather than on concrete 
Web services. Most available Web service composition platforms, however, require the 
user to select concrete service instances in order to model the control flow and the data 
flow of a process. Consequently the retailer should be provided with means to configure 
the building blocks of a process with constraints (regarding non-functional parameters) 
which can be used as service selection criteria at runtime. 
  
Although several advanced Web service composition environments exist, most of them 
demand considerable knowledge about Web service technologies and technical details 
(such as access ports and parameter types of services) of the user. However, as 
discussed in the introduction, Web services are located on a rather high abstraction 
level as they represent a technical implementation of discrete business functions. The 
combination of these business functions to processes includes technical and business-
oriented views and thus involves users with different responsibilities and competencies. 
A composition platform should reflect this separation of concerns and it should provide 
each actor involved in the composition life-cycle with the adequate level of usability. 
This means, for example, that during process design one should be able to take a 
business architect's rather than a software architect's view, i.e. the composition should 
be supported on a semantic rather than on a technical level. The interoperability 
infrastructure described in chapter 3.2 defines any domain specific concepts in terms of 
functionality and message ontologies. Hence, the data and control flow of a process 
should be represented in terms of these ontology concepts.  
 
Finally and most importantly, a retailer must be enabled to make its business processes 
available to the outside world. Consequently, the composition platform needs to provide 
a means for describing and publishing a process as a plain Web service which can be 
discovered and invoked by service consumers (and other retailers) without them having 
to know its internal structure and its composite character respectively.  

5.1.2 Domain-specific Considerations 

The P2P-based interoperability infrastructure on which the composition platform builds 
has been instantiated in the travel business. The travel business is characterized through 
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a great variety of players that lack an open environment in which their services can be 
published, found and invoked without major financial investments. 
 
From a business point of view, creating complex services by composing simple Web 
services is of particular relevance in the travel domain: Apart from the typical examples 
like the composition of package tours more sophisticated processes are conceivable, 
such as a flight reservation based on the availability of tickets for a certain cultural 
event.  
 
The link between the service providers and the real user of the service, i.e. the traveller, 
are the travel agencies and travel e-commerce sites. These actors are connected to third-
party service providers, such as airlines or global distribution systems, to get on-line 
availability information for flights, hotels and rental cars, and to make bookings and 
reservations on behalf of their customers. Hence, as illustrated in Figure 5-1, the travel 
agencies and the travel e-commerce sites are in a typical retailer role. With regard to 
size and diversity of the customer base in the travel domain, a high adaptiveness to 
consumer demands becomes a critical success factor for retailers. Following the 
argumentation given in the previous chapter, this calls for supporting the design of new 
(composite) services in a (semi-)automated manner. A detailed business domain 
analysis of the travel sector, capturing stakeholders, market processes and technologies, 
is provided in [Sa2004a]. 
 
 

 
Figure 5-1 Business roles and actors in the travel domain 

 
Although the demonstration and validation context of the composition platform is the 
travel business, its applicability should not be constrained to a specific business 
domain. Consequently, another requirement to be taken into account is the 
straightforward extensibility and transferability of the presented approach and 
developments. 
 
With regard to the above given requirements, i.e. dynamic binding of services and 
semi-automated creation of the process model, the composition approach and the 
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corresponding platform presented in this thesis can be clearly positioned in the upper 
middle square of the classification provided in Figure 4-3. As it will be addressed in the 
following section, a major technical challenge in this regard is to adopt a widely used 
business process description standard. 

5.1.3 Design Constraints 

When analysing the requirements for a system, there are usually several constraints that 
need to be considered. Constraints limit the range of valid designs by prescribing 
programming languages and tools to be used as well as by imposing conformance to 
specific standards.  
 
A significant constraint for the practical applicability of a composition platform is the 
availability of a suitable execution environment, i.e. of workflow engine that is capable 
of executing and coordinating the activities in a composite service. As discussed in 
chapter 2.1.2.4, the Business Process Execution Language (BPEL) evolved to the de-
facto standard for composing Web services. It has taken several years and tremendous 
financial investments to develop BPEL-compliant workflow engines which can be 
considered as sufficiently stable and mature to be used in business-critical scenarios. 
However, BPEL does not support the composition of Semantic Web services, i.e. of 
Web services that make use of ontology languages like OWL to describe service 
capabilities and messages. On the other hand, there are several research efforts towards 
describing service compositions and business processes based on ontologies. As 
described in chapter 2.3.2.1 the Web Ontology Language for Services (OWL-S) 
provides a process ontology that distinguishes between atomic, simple and composite 
processes. Furthermore, in OWL-S constructs for the specification of simple control 
and data flows are available. However, there are no adequate engines available that can 
be considered as sufficiently mature and comprehensive to be used in real business.   
 
The composition platform presented in this thesis was elaborated under the premise to 
validate the developments in a real-world context, i.e. as part of a travel commerce 
portal. Consequently, a main challenge that has been addressed in this work was to 
establish a mapping from the semantic level to the technical level, i.e. a process 
designed based on ontologies and featuring dynamic service selection needs to be 
deployed and interpreted by a standard BPEL-compliant workflow engine. 

5.2 Composition Life-Cycle and Functional 
Architecture 

Key element of the proposed composition approach are abstract functional building 
blocks which are included into a process model. The building blocks are created based 
on the domain-specific ontologies. Each building block is the representative of a 
specific service functionality class, i.e. of a set of Web services that provide the same 
functionality. As discussed in chapter 3.2.1, the available service functionality classes 
and their relations are specified in the functionality ontologies. Hence, for each service 
functionality class specified in a functionality ontology (e.g. “AirBooking” or 
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“CarAvailability”) an abstract functional building block may be created. A building 
block, although representing a specific functionality, does not implement this 
functionality. Rather, its abstract character lasts until execution time, when for each 
building block in a process a concrete Web service is discovered and invoked. Due to 
their modular character and their inherent meaning, the abstract building blocks have 
been named “semantic activity components” [FT2004].  
 
Figure 5-2 illustrates the composition life-cycle. Since semantic activity components 
have a well-defined functional architecture (which will be detailed in the following 
section), their creation can be automated by means of a component generation tool. The 
tool enables a user to explore the functionality and message ontologies in order to 
specify the desired functionality class, input and output parameters and other properties 
of the activity component. During the generation procedure, programme code, property 
files and technical descriptions are created. The generated activity components are 
stored in a hierarchically ordered repository which may be browsed and searched based 
on the concepts defined in the domain ontologies.  
 
A process modelling tool supports the retailer with composing the functional building 
blocks to a business process. For this purpose it provides facilities for designing the 
data flow and the control flow in terms of the ontology concepts. Whenever an activity 
component is added to the process model, an instance of the component (identified 
through a unique identifier) is created. Behind the scenes, the modelling tool creates a 
BPEL process definition which reflects the designed data flow and control flow. For 
this purpose, the tool needs to establish a mapping between the semantic and the 
technical level. Consequently, the OWL ontology concepts that a process designer uses 
to express the data flow are mapped to XML Schema types, since the BPEL data model 
is based on XML Schema. This issue will be detailed in Chapter 6.  

 
Figure 5-2 Composition life-cycle 

 
Again, the process models are stored in a repository where they are available for further 
modification and configuration. Prior to its deployment to a workflow engine a process 
model may be configured by means of a configuration tool. The tool enables a retailer 
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to specify complex constraints on the non-functional parameters (properties) of the 
activity component instances that have been included into the process model. As 
described in chapter 3.2.1, a hierarchy of non-functional parameters – service class 
specific ones as well as generic ones – is defined in the functionality ontology. At 
execution time, an activity component uses the defined constraints in order to select a 
specific Web service from a set of functionally equivalent service candidates. 
 
By means of a deployment tool the configured process is deployed to an appropriate 
workflow engine. Since there is no standard deployment process, the implementation of 
the deployment tool is strongly tailored to the employed workflow engine. Having 
deployed the process, it is available as a plain Web service, thus hiding the 
implementation details and its composite character. 
 
Once the composite service is invoked, the BPEL workflow engine interprets the 
process definition and orchestrates the contained activity components. Each activity 
component is responsible for discovering and for invoking a semantically matching 
service in the P2P network. Thereby the interfaces that were described in chapter 3.5 
and 3.6.3 are being used. Just like the process modelling tool an activity component 
features a hybrid character: It receives as input from the BPEL engine and returns as 
output to the BPEL engine instances of XML Schema types. At the same time, 
however, the activity component has to communicate with a Semantic Web service in 
terms of OWL ontology concepts. 
 

 
Figure 5-3 Intra- versus Inter-organisational semantic harmonisation 

 
It is important to note that in a retailer’s business the above described composition tasks 
usually are not performed by one and the same user. Rather, in the composition life-
cycle various actors with different responsibilities and competencies need to 
collaborate. While, for example, one user is responsible for defining the functional 
building blocks, hence for creating the activity components, another user - in the role of 
a process designer - is in charge of combining these functions to a business process 
model. Another actor, in turn, may be responsible for providing different configurations 
(i.e. different instances) of a process model. Deploying a business process as a 
composite service and securing its continuous availability are further responsibilities. A 
common understanding among all involved users is established based on a common 
vocabulary, i.e. by means of the local (message) ontologies that a retailer adopts (cf. 
section 3.4). These ontologies represent the retailer’s own conceptualisation of the 
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application domain. Since the creation and evolution of local ontologies is a 
coordinated effort, they are likely to be tightly integrated through the re-use 
(aggregation, specialisation, equivalence etc.) of concepts.  
 
The interaction of the retailer with 3rd party providers does, however, require additional 
harmonisation efforts as each provider makes use of its local ontology reflecting its own 
granularity requirements. Hence, interoperability with the services which are 
dynamically invoked as part of a business process, transparently is ensured through the 
ontology mapping features which were detailed in chapter 3.3. 
 
In the following the various artefacts and components of the service composition 
approach outlined above will be described from a high-level conceptual view. Semantic 
activity components are accessed by various tools throughout the whole composition 
life-cycle. Hence, the components exhibit a well-defined functional architecture, which 
will be detailed in the following chapter. 

5.2.1 Semantic Activity Components 

The functional architecture of an activity component is typical for a software 
component: It is a collection of pre-packaged implementation classes and 
corresponding files and it offers a set of well-defined interfaces with which the various 
life-cycle tools interact (see Figure 5-4).  
 

 
Figure 5-4 Activity component interfaces 

 
By means of the introspection interface a process modelling tool retrieves the ontology 
concepts of the input and output parameters which were specified during the activity 
component generation. Having this information on hand, a modelling tool may support 
the user in designing the data flow. This is done by automatically analysing the 
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semantic correlation of input and output parameters of different activity components 
that need to be tied together. The presentation interface is used to retrieve visual 
information (e.g. icon, shape) for presenting the component to the user. In other words: 
By means of its presentation interface a component is being able to present itself in a 
visual process modelling environment.   
 
The configuration interface is used by a configuration tool in order to assign any user-
defined constraints to the activity component. Apart from complex constraints on non-
functional service parameters, the configuration interface also allows for specifying 
constraints on the execution context, e.g. in order to indicate that for a particular service 
the same provider as for a preceding service should be selected. 
 
The component is invoked by the BPEL workflow engine through the invocation 
interface. Since the BPEL engine considers the component as a plain Web service, the 
invocation interface must be a standard Web service interface defined in the Web 
Service Description Language (WSDL). An appropriate WSDL description is 
automatically created by the component generation tool. As already mentioned, when 
being invoked, the component performs all necessary steps to look up and to invoke a 
Semantic Web service which provides the functionality that the activity component 
represents. Hence, the invocation interface is implemented as a kind of “Web service 
proxy”. The idea of using Web services as proxies for other Web services is discussed 
in [Ve2004]. In this way, the restriction of BPEL, which only allows for the static 
binding of Web service interfaces, can be bypassed.  
 
Nevertheless, for certain scenarios it may be necessary to apply a static binding, e.g. in 
the case that a retailer has special agreements or a well-established business relationship 
with a specific partner. For this purpose, an activity component exposes its service 
discovery capabilities through the lookup interface. The configuration tool uses the 
lookup interface in order to present a list of Web service candidates to the user, who 
may chose on of the services to be statically bound to the activity component instance.  
 
The presented functional architecture is a generic one. It covers a set of interfaces that 
an abstract functional building block should provide in order to interact with the various 
tools supporting the composition life-cycle. Later on, it will be described how this 
generic functional architecture was implemented to build the composition platform. 
 

5.2.1.1 The Type Representation Problem 

The above-given descriptions make clear that, throughout the different composition 
life-cycle phases, the input and output parameters exposed by an activity component 
must be available in various type representations: The process designer should be 
enabled to specify activity components and to model the data flow of a process in terms 
of ontology concepts, i.e. in terms of OWL classes and properties. Thereby he either 
may adopt a global message ontology (a broadly shared conceptualization) or a local 
message ontology (a custom conceptualisation of the application domain). In the 
background, since the process modelling tool needs to create a BPEL process, it needs 
to map the OWL-based data flow to a data flow based on XML Schema types.  
 
At process execution time, the BPEL workflow engine invokes the Web service proxy 
of an activity component by passing instances of XML Schema types. Internally, the 
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business logic of the Web service proxy is implemented in a programming language, 
such as Java. Hence, a mapping between the XSD types and that programming 
language must be established. 
 
The activity component communicates with a Semantic Web service in the P2P 
network by sending and receiving instances of OWL concepts. For this purpose, the 
programming language objects need to be mapped to OWL instances and vice versa. As 
described in chapter 3.3, interoperability with the remote Semantic Web service (which 
implements the desired functionality) is established through the ontology mapping 
facilities that are provided by the underlying interoperability infrastructure.  
 

 
Figure 5-5 Type representations and mappings 

 
The relevant type representations and transformations are illustrated in Figure 5-5. 
Chapter 6 will provide a detailed insight into the activity component architecture and 
into the necessary mappings.  

5.2.2 Semantics-based Process Modelling  

By means of a process modelling tool the available activity components are composed 
to a business process. More specifically, the modelling tool is used to define the control 
flow, the data flow, the process inputs and the process outputs. The tool has access to 
the activity component repository. For each component it retrieves the provided 
functionality by using the introspection interface of the component. Furthermore, the 
information obtained through the presentation interface is used to visually present the 
component to the process designer.  
 
Whenever the process designer adds an activity component to the process model, a 
unique instance of that component is created. The process model basically is a tree of 
activities, and each node of the tree may be either a control construct or an activity 
component instance. Control constructs are used to define the conditional and repeated 
execution (“switch”, “repeat”, “while”) of sub-nodes. Furthermore, the parallel or 
sequential execution (“flow”, “sequence”) of activities can be specified.  
 
Having modelled the control flow, the process designer may define the data flow 
between the various activities. Basically, this is done by assigning activity outputs to 
the inputs of subsequent activities. As discussed in chapter 3.2.2, for the Web services 
published in the P2P-based interoperability infrastructure it was assumed that they use a 
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document-centric communication mode, i.e. for each service a single ontology concept 
is defined as input and a single concept is defined as the service output. Although an 
activity component is a representative for a set of functionally equivalent Semantic 
Web services, it would be too restrictive to allow for assignments only on the level of 
the input and output concepts. When composing different services the output of one 
service usually is just of partial relevance for the input of another service.  
 

 
Figure 5-6 Property assignments 

 
An example is given in Figure 5-6: It is not feasible to assign the output of a “flight 
information service” to the input of a “car availability service”, since both properties 
range over different concepts that are most probably not semantically related. However 
it might be necessary to pick up a rental car just when the flight arrives, i.e. to assign 
the "ArrivalTime" of an air availability response to the "PickupTime" of a car 
availability request. Therefore the modelling tool enables the process designer to 
“browse” the concepts, i.e. to explore their properties. A property that applies to a 
concept may in turn range over other concepts, hence the tool supports browsing in a 
recursive manner up to the “datatypeProperty” level, i.e. until reaching a property that 
ranges over a literal or a plain datatype. Furthermore the cardinalities are considered. In 
general, instances of OWL classes may expose multiple instances of the same property. 
Those properties are presented to the process designer as arrays. 
 
As it was explained in chapter 2.2.2.3, OWL - in contrast to object-oriented 
programming languages - specifies properties independently of class definitions. By 
using appropriate “domain” declarations, however, properties are applied to the classes 
defined in an ontology. Another way to associate properties to classes is to add 
cardinality restrictions to a class definition. In order to find out the complete set of 
properties that apply to a given class, a reasoning module needs to be used. This is, 
however, a rather time-consuming process. Furthermore, for each property and for each 
concept the modelling tool needs to know its XML Schema representation in order to 
include any user-defined assignments to the BPEL process which is transparently built 
in the background. Therefore, during activity component generation, the relations 
between properties and classes are pre-processed and stored within an activity 
component along with a mapping to their XML Schema counterparts. This issue will be 
detailed in Chapter 6. 
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The motives for supporting service composition in terms of ontology concepts are 
manifold. As already discussed, ontologies provide a common understanding among the 
various actors that are involved in the design, configuration and deployment of a 
business process. Although consensual knowledge can be also expressed in prose or by 
referring to external standards, such descriptions lack a formal background. 
Furthermore, when using ontologies, during process execution the ontology mapping 
facilities of the semantics-based interoperability infrastructure as presented in chapter 
3.3 can be used to establish interoperability with different service providers, thus 
allowing for the dynamic binding and invocation of heterogeneous Semantic Web 
services.  
 
Having the semantics on hand, the work of a process designer can be supported by 
automatically analysing the semantic coherence of inputs and outputs of the various 
functional building blocks. This is a significant advantage over BPEL-based process 
modelling, which is bound to the restrictive XML Schema type system. XML Schema 
provides a basic vocabulary and structuring mechanisms for defining rich- and semi-
structured data. However, as discussed in chapter 2.2, ontology languages like OWL are 
semantically richer and provide more expressive power for defining relations between 
types or concepts respectively. OWL supports the inheritance of properties from 
superclasses to subclasses. Furthermore, superclasses “inherit” the instances of 
subclasses. By means of XML Schema those relationships can not be directly modelled 
but only in an artificial way [Kl2000]: the inheritance of attributes, which restrict and 
extend the base type, requires the creation of intermediate types and multiple 
inheritance is not supported at all. In XML Schema the bottom-up inheritance of 
instances to superclasses can only be achieved through explicit type castings, hence no 
real polymorphism is provided.  As a consequence, XML schemas defining complex 
type relations are rarely to be found in practice. With all these aspects and 
consequences in mind, it can be said that XML schemas describe the structure of a data 
container while an ontology describes a domain. 
 
During data flow modelling the process designer browses the inputs of activity 
component instances that were added to the process model, thus determining properties 
for which an assignment needs to be specified (cf. Figure 5-6). When selecting a 
particular property, in the background the modelling tool may analyse the inputs and 
outputs of preceding activity components. The tool uses a matchmaking module to find 
properties that range over concepts which are semantically related to the range of the 
selected property, i.e. which can be considered as assignment candidates.  
 
Thereby different kinds of relations are distinguished: 
 

• Exact match – An exact match is given when the range of two properties is 
exactly the same, i.e. both properties range over concepts that are identified 
by the same Uniform Resource Identifier (URI). 

• Direct subclass match – OWL uses the “rdfs:subclassOf” property to define 
a concept as a subclass of another concept. The OWL reference states that “if 
the class description C1 is defined as a subclass of class description C2, then 
the set of individuals in the class extension of C1 should be a subset of the 
set of individuals in the class extension of C2” [OWL2004]. An instance of 
class C1 also is an instance of C2. Hence, a property for which C1 has been 
defined as the range may be assigned to a property that ranges over C2.  
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• Equivalent match – In OWL the “equivalentClass” property has the meaning 
that “the two class descriptions involved have the same class extension (i.e. 
both class extensions contain exactly the same set of individuals)” 
[OWL2004]. This does, however, not mean that two classes represent the 
same concept. Although they are related they are not necessarily equal. If 
two classes C1 and C2 are declared as equivalent, then this has the same 
meaning as defining C2 as a subclass of C2 and C2 as a subclass of C1. 
Hence, in the dataflow of a process two properties that range over equivalent 
classes may be assigned to each other. 

• Indirect Subclass match – The “rdfs:subclassOf” property is transitive. If C2 
is a subclass of C1 and C1 is a subclass of C3 then C2 is a subclass of C3. 
By recursively applying that rule “indirect” subclass matches can be 
detected. Furthermore, the distance between two classes may be calculated, 
which is the number of intermediate levels in the subclass hierarchy. The 
distance is an indicator of the semantic similarity of two classes, since for 
each intermediate subclass relation usually new restrictions or extensions are 
defined. A reasoning module is required to detect indirect subclass matches.  

• Part-of match – A part-of match indicates that for a given concept C1 none 
of the above matches could be found. However, for a certain part of C1, i.e. 
for at least one property of C1, one of the above matches was detected.  

 
For a given property the matches found are presented to the process designer as a list 
that is ordered from high to low similarity. Exact matches are considered to have the 
highest degree of similarity. They are followed by equivalent matches, which are in turn 
followed by direct subclass matches.  Subsequently, any indirect subclass matches 
ordered by ascending distance and finally part-of matches are listed. Through the 
automated pre-selection of assignment candidates the process designer is supported 
with the data flow modelling, which can be a time-consuming task for complex 
processes.  
 
Any parameter assignments specified by the process designer also have to be added to 
the BPEL process, which is being built in the background. This, however, leads to the 
problem that assignments that are not based on an exact match but just on an equivalent 
or a subclass match result in type mismatches on the XML Schema level. Therefore, the 
relation between two concepts as defined in the message ontology is used to transform 
an XML instance from the source to the target type. This issue will be further 
elaborated in Chapter 7, which provides a detailed insight into the implementation of 
the process modelling tool.  
 
In a final step, the process designer defines the inputs and outputs of the business 
process. The inputs of activity components for which no assignments were specified are 
automatically defined as the global process inputs. 
 
The functional architecture of the modelling tool is illustrated in Figure 5-7. The tool 
has access to the activity component repository in order to find the available functional 
building blocks. Information relevant for process modelling (i.e. service functionality 
class, input concepts, output concepts and corresponding XML Schema types) is 
obtained through the component’s introspection interface. The internal process model 
can be serialised and de-serialised in order to store it in and to load it from a repository 
respectively. Each activity in the BPEL process model is linked to the invocation 
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interface of the corresponding activity component. As described in the previous chapter, 
the invocation interface is implemented as a Web service which acts as a proxy or 
gateway to the Semantic Web services offered by 3rd party providers. Its technical 
access details are defined in a WSDL description, and they can be obtained through the 
introspection interface. Each BPEL process defines so called “partner links”, which are 
concrete references to the Web services that the business process interacts with. Hence, 
a partner link for each activity component instance (more specifically: to the Web 
service proxy of the component) is added to the BPEL process. 
 

 
Figure 5-7 Functional architecture of the process modelling tool 

 
The BPEL process model is serialised as a BPEL description file, which represents the 
input for a process engine. After deployment, the process should be available as a plain 
Web service. For this reason the modelling tool - in addition to the BPEL description - 
generates a corresponding WSDL file for the process.  

5.2.3 Process Configuration  

According to the composition life-cycle presented in chapter 5.2, the designed process 
models are tailored to different needs (customised) by means of a configuration tool. 
The configuration of a process model mainly includes the specification of constraints 
on the non-functional parameters of the involved activity component instances. Chapter 
3.2.1 described how the service functionality ontology specifies a hierarchy of non-
functional service parameters that are derived from the OWL-S “ServiceParameter” 
class. Thereby two kinds of service parameters were distinguished: generic ones that 
apply to all service types (such as “ResponseTime” or “Country”) and parameters that 
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apply just to a specific class of services including their subclasses (such as 
“BonusMiles” or “MaxBaggage” for flight services). The OWL-S profiles of 
semantically described Web services carry instances of the non-functional parameters 
defined in the functionality ontology. 
 
The service discovery facilities of the P2P-based interoperability infrastructure only 
support simple constraints: A user looking for a Web service of a specific service 
functionality class may specify for each of the non-functional parameters which apply 
to that service class the desired value. For the manual selection of services this is 
sufficient, since the user may further investigate the discovered services. However, 
when it comes to automated selection and invocation of services, more fine-grained 
constraints are needed. For this reason the configuration tool includes a constraint editor 
that allows for linking simple constraints by means of Boolean operators 
(“and”,”or”,”not”). The resulting composite constraints in turn may be linked together. 
This way, arbitrary complex constraints may be created (see Figure 5-8). 
 

 
Figure 5-8 Composite constraints on non-functional activity component parameters 

 
It is important to note that, in contrast to the simplified example shown in Figure 5-8, 
non-functional parameters may have a complex structure, i.e. they are defined as OWL 
classes with mandatory and optional properties which in turn may range over other 
ontology concepts. Therefore, similar to the process modelling tool, the configuration 
tool allows for browsing a non-functional parameter and for defining restrictions on 
certain properties or sub-properties.  
 
For some activities in a process it might be of importance to specify constraints relative 
to the execution context of the process, i.e. constraints that depend on runtime 
information. To give an example: For a specific activity it might be necessary to choose 
the same service provider that was dynamically selected for a preceding activity. Apart 
from other scenarios, this is the case when using a “Car Availability” activity 
(component) followed by a “Car Reservation” activity (component) which requests a 
reservation for one of the offers returned by the preceding activity. The configuration 
tool supports the definition of such dynamic constraints for selected non-functional 
parameters.  
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Figure 5-9 Functional architecture of the process configuration tool 

 
During process execution, when being invoked by the workflow engine, an activity 
component is responsible for the discovery and invocation of a semantically matching 
Web service. Due to the multitude of 3rd party providers, there may be several services 
which provide the requested functionality and which at the same time comply with the 
configured constraints. In this case, a ranking among the services candidates has to be 
established. Usually, this can be achieved by means of a weighting function. The 
service for which the weighting function returns the best result will be selected for 
invocation. If there is a problem with the availability of this service, the second-best 
matching service is selected and so on. The process configuration tool allows for 
defining a simple weighting function by determining a non-functional parameter (or one 
of its properties) according to which the service candidates should be ranked.  
 
Figure 5-9 illustrates the functional architecture of the process configuration tool. The 
tool imports the process description in order to render the modelled flow of activities. 
Furthermore, any activity component instances that have been stored along with the 
process description are instantiated and their functionalities (i.e. the service 
functionality classes) are retrieved through the introspection interface. For each activity 
component instance, the non-functional parameters as defined in the functionality 
ontology are presented to the user. By means of the constraint editor the user may 
browse the non-functional parameters and define simple and complex constraints as 
well as the ranking criteria. The tool uses the component’s configuration interface in 
order to store and to load the configuration information respectively. For this purpose, it 
is necessary to represent the constraints in a persistent format. This issue will be further 
detailed in Chapter 8. 
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As already mentioned, the underlying interoperability infrastructure just uses simple 
constraints during service discovery. In order to overcome this limitation, in addition to 
the constraint editor, a corresponding constraint validation module was developed. 

5.2.4 Process Deployment and Execution 

By means of the process deployment tool a configured process is installed in a BPEL 
workflow engine. There is no standard deployment mechanism for BPEL processes. 
The procedure varies from vendor to vendor. For this reason the tool is customized to a 
specific BPEL engine13.  
 

 
Figure 5-10 Functionality of the process deployment tool 

 
The deployment tool imports the BPEL process description and the corresponding 
process WSDL which were generated by means of the modelling tool. These files are 
transparently handed over to the vendor specific deployment implementation, which 
exposes the process as a Web service to the outside world. At the same time, the 
deployment tool extracts from each activity component instance its Web service proxy 
(i.e. the implementation of the invocation interface) in order to make it available to the 
process engine.  
 
The composite Web service may be either directly included into an application (e.g. to a 
travel commerce portal) or it may be semantically annotated and published to the P2P 
network or another semantics-based Web service market place. As described in chapter 
3.5, the presented interoperability infrastructure provides tool support for the semantic 
annotation and advertisement of the newly created service.   
 
Whenever the composite Web service is invoked, the BPEL engine creates an instance 
of the process and takes care for its orchestration, i.e. it executes the control flow and 
data flow as specified by the process designer. For each activity component instance, 
the BPEL process has a “partner link” that refers to the invocation interface, i.e. to the 

                                                      
13 Throughout implementation and validation of the composition toolkit the “Oracle BPEL 
Process Manager” was used. 
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WSDL description of the activity component’s Web service proxy. As opposed to usual 
Web services, the proxy is not deployed on a Web server, i.e. it is not used through a 
network. Rather (as indicated by Figure 5-10) it resides locally to the workflow engine 
and is invoked as part of the same operating system process. This issue will be further 
detailed in Chapter 6.  
 
The Web service proxy, when being invoked, fulfils three main tasks: discovery, 
selection and invocation (Figure 5-11). In order to discover Web service candidates, it 
first retrieves the configuration that was specified for the activity component instance. 
Based on the defined constraints an OWL-QL query (similar to the query illustrated in 
Figure 3-14) is created and issued at the lookup interface of the retailer’s peer node. As 
mentioned above, the P2P-based interoperability infrastructure just supports simple 
lookup messages covering the desired service functionality class and simple values for 
non-functional parameters. Consequently, the query is rather coarse-grained and does 
not cover the complex constraints (especially the ranking criteria) that were defined by 
means of the process configuration tool. Therefore, in a second step, for the set of 
service candidates found in the P2P network their OWL-S descriptions are retrieved 
and handed over to a constraint validation module. The module uses the service 
descriptions as a knowledge base and executes a set of queries. More details about the 
queries and about the implementation of the validation module will be provided in 
Chapter 8. As a result of this second filtering, a list of matching service candidates - 
sorted according to the defined ranking criteria - is returned.   
 

 
Figure 5-11 Process execution 

 
Having selected a suitable Semantic Web service, the invocation message is prepared. 
Main element of the message is the service input – an OWL instance belonging to a 
class defined in the retailer’s local message ontology. During activity component 
creation, this OWL class was specified as the input of the component. Subsequently, the 
invocation message is issued at the provider peer’s invocation interface. On its way 
through the P2P network the input is mapped to the corresponding OWL concept of the 
provider’s message ontology. The opposite procedure is applied to the result which is 
part of the provider’s response message. 
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Apart from the semantic mediation that is established through the ontology mapping 
facilities presented in chapter 3.3, a couple of syntactic transformations need to be 
performed. The Web service proxy, when being invoked by the workflow engine, more 
or less just forwards the input it receives from the process data flow. On this way, 
however, various type representations need to be bridged. The BPEL workflow engine 
invokes the activity component by passing instances of XML Schema types that are 
specified in the WSDL description of the Web service proxy. Internally, the business 
logic of the proxy is implemented in a specific programming language. The mapping 
between the XML Schema instances and the programming language objects is provided 
transparently by the underlying Web service platform. However, a further 
transformation needs to be performed, namely from the programming language-specific 
objects to the OWL input instance that is included into the invocation message. The 
opposite transformation is applied to the result received from the Web service 
invocation. The mapping from and to OWL will be detailed in Chapter 6. 

5.3 Related Work 

The literature on Web service composition is extensive, consisting of promising results 
and many challenges [FST2006]. In the following, in order to clarify how the presented 
approach builds on and contributes to research in the area of Web service composition, 
related work will be discussed and assessed.  
 
Laukkanen and Helin in [LH2003] present a model for composing Web service 
workflows based on OWL-S descriptions. They introduce the concept of a “workflow 
composer agent” (see Figure 5-12) which is able to replace Web services that are not 
available at the time of invocation. In the paper it is exemplified, how the pre- and 
postconditions can be exploited in order to replace a single Web service with a series of 
alternate services. The authors stress, however, that the fully automated generation of a 
workflow is out of the scope of the presented work. Hence, still human interaction is 
required during workflow composition. For the matching of input and output 
parameters the algorithms described by Paolucci et al. [Pa2002a] are applied. An “exact 
match” is given when the advertisement and the searched service refer to the same 
ontology concept, i.e. the Web service can be used as such. In case of a “plug-in match” 
the Web service found is more specific than the searched service, i.e. it produces more 
results than needed. A “subsumes match” denotes a service that is more general than the 
advertisement, hence other Web services need to be searched that provide the missing 
results. The presented approach acts on the strong assumption that the Semantic Web 
service descriptions share the same ontologies, i.e. the same classes. Under these 
conditions, there is no need for applying ontology mapping mechanisms as they were 
presented in chapter 3.3. The question of how Web services that are part of a BPEL 
process can be dynamically exchanged is left unanswered. An update of the BPEL 
process definition cannot be performed at runtime, since this would require re-
deployment of the process. Deployment, however, is a rather time-consuming 
procedure. The activity component architecture that will be detailed in the following 
chapter of this thesis represents an adequate means to dynamically bind Web services 
without having to alter the original BPEL process.  
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Figure 5-12 Workflow composer agent [LH2003] 

 
Agarwal et al. in [Ag2005] address the issue of automatically generating a business 
process model by regarding the composition of services as a planning problem. The 
presented approach for composing and deploying Web services is based on goal-
oriented inference techniques. As shown in Figure 5-13, two composition phases are 
distinguished: In the logical composition phase existing service types are combined in 
order to create new functionalities. In the physical composition phase Web service 
instances are selected, bound together and deployed as a new composite service. Hence, 
similar to the approach presented in this thesis, service instances and service types are 
detached and the latter are specified by OWL-S profiles. In addition to the functionality 
class, a service type is characterized through its inputs, outputs, preconditions and 
effects (IOPEs). A planning algorithm is used to find a path of actions (i.e. state 
transformations) that leads from an initial state I to a goal state G. The initial state is 
given through the precondition defined for the new service type, whereas the goal state 
is defined by its effects. The available service types, along with their specified 
preconditions and effects, are scanned in order to find a solution, i.e. a suitable path of 
actions. The approach takes into consideration that for a given planning problem the 
values of all logical terms may not be known in the initial state since they depend on 
certain runtime events. OWL-S allows for the definition of conditional outputs and 
effects for this purpose. So called “limited contingency planning” is applied in order to 
create several alternative execution paths which are traversed depending on the runtime 
conditions. The planning algorithm was implemented based on the JPlanner4J 
framework [Sr2004]. Depending on the underlying base of service types, for some 
problems just an incomplete plan can be generated. Subsequently, the plan is translated 
to an abstract BPEL process. In the “physical” composition phase concrete Web service 
instances are included into the process, i.e. static binding is used. Suitable service 
instances are found by means of a matchmaking module. Matchmaking, however, is 
primarily done for the pre-conditions and effects as well as for non-functional 
properties. The question, how conceptual heterogeneities and granularity differences of 
inputs and outputs can be aligned, remains unanswered. Hence, the authors state that 
the generated BPEL workflow just is a draft that needs to be examined and possibly 
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manually modified before it is ready to be deployed. This, however, requires the 
process designer to be technically experienced. Basically, the approach described in 
[Ag2005] and the composition approach presented in this thesis have different 
priorities, i.e. they can be regarded as complementary. While Agarwal et. al. put the 
focus on the automated generation of an execution plan, this thesis concentrates on 
semi-automated data flow modelling, on the exchangeability of services at runtime and 
on the bridging of heterogeneous data representations. 
 

 
Figure 5-13 Logical and physical composition [Ag2005] 

 
Sivashanmugam et al. in [Si2004] stress the importance of decoupling the process 
design from the partner selection, thus enabling a process designer to create process 
blue prints from which several instances with varying partners can be generated. 
Although BPEL allows for the modelling of abstract processes which are bound to 
specific port types, i.e. specific interfaces, it is argued that not all partners might 
implement these interfaces and that partner selection becomes more flexible by 
capturing the requirements of the process in the form of a “semantic process template”. 
Such a template holds the semantics of the constituting activities, the control flow and 
conditional branches. At deployment-time, in order to create the executable BPEL 
process, for the activities in a semantic process template Web services that satisfy the 
semantic requirements are discovered. As illustrated in Figure 5-14, the presented Web 
service composition framework provides a process designer module and a process 
generation module. The process designer tool allows for specifying the activities in a 
semantic process template by defining the functional semantics (IOPE) in terms of 
ontological concepts. The activities are linked by means of control flow constructs. 
While some of these constructs are taken from the BPEL specification, others, 
especially those defining semantic requirements, are not. Although the ontologies are 
defined using OWL, the services are semantically described using annotated WSDL 
descriptions instead of OWL-S profiles. Non-operational aspects are captured by means 
of the “Web Services Endpoint Language” [Le2001]. In order to find suitable Web 
services, the discovery infrastructure detailed in [Ve2004a] is used. Service candidates 
for specific activities are ranked and presented to the user. The ranking is based on the 
weighted arithmetic mean of the ranking values in two dimensions, semantic matching 
and QoS matching. In order to calculate the ranking on the semantic matching, the 
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subclass hierarchy of concepts is taken into account.  Having selected suitable services, 
the data flow between them is defined. This includes the manual mapping between the 
input and output parameters. Finally, the process generation module creates an 
executable BPEL process from the process template, the selected services and the data 
flow. The process is ready to be deployed in a corresponding BPEL engine. The 
framework addresses the problem that for many business scenarios hard coding of the 
participating services and of the business logic is not efficient.  
 

 
Figure 5-14 METEOR-S Web service composition framework [Si2004] 

 
The work presented in this thesis is inspired by the ideas described by Sivashanmugam 
et al., since the modelling tool that will be detailed in chapter Chapter 7 is used to 
specify a configurable process template consisting of abstract activities, too. However, 
this work provides various conceptual advancements which contribute to increased 
efficiency and automation in the composition life-cycle. In [Si2004], apart from abstract 
activities, Web service interfaces or even concrete Web service implementations may 
be included in the process. This, however, leads to the problem that a process designer 
is required to cope with technical details, such as port types and message formats. As 
argued in chapter 5.2, usually several actors with different competencies are involved in 
the composition life-cycle. Although all of them share the same conceptual model, their 
responsibilities and expertise differ significantly. A business process expert designing a 
process model is most probably not technically experienced. Hence, in the process 
composition life-cycle detailed in chapter 5.2, whenever a static binding of Web 
services to an activity is necessary, this task is performed independently of the process 
design in the configuration phase. Another significant difference concerns the data flow 
design. The approach detailed by Sivashanmugam et al. requires the data flow to be 
modelled among the selected Web services. This includes any necessary type mappings. 
Consequently, the data flow needs to be manually adjusted whenever different services 
are bound to the process template. Designing the flow of information is, however, an 
essential part of business process modelling. When using the composition framework 
presented in this thesis, the data flow is only modelled once, namely on the conceptual 
level. Heterogeneities between non-shared but semantically similar ontology elements 
of partner Web services are transparently aligned by means of the underlying 
interoperability infrastructure. Again, the semantic bridges, which define the conceptual 
mappings, need to be defined only once by domain experts. Apart from the above-
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mentioned improvements, this thesis contributes to the ongoing research in the area of 
semantics-based process modelling by proposing an architecture for self-describing 
components (encapsulating behaviour, semantic and visual information as well as 
configuration data) which simplifies data exchange among the life-cycle tools and 
which allows for the runtime configuration of an activity. On the other hand, this work 
may benefit from the complex ranking mechanisms proposed in [Si2004], which take 
into account two dimensions: semantic matching and QoS matching. 
 
Verma et al. build on the above-discussed concept by Sivashanmugam et al. of 
augmenting BPEL to carry semantic descriptions of service requirements. The 
composition prototype described in [Ve2004] addresses the issue of handling inter-
service dependencies in a process flow. This is achieved by grouping the process 
activities into units of scope with different domain constraints. The user creates a high-
level BPEL process in which for each unit of scope a generic Web service proxy finds a 
set of Web services which are compatible with the defined constraints. Hence, selection 
and binding of Web services to the activities within a unit of scope is performed as a 
single operation. This, however, requires that complex service dependency constraints 
have been defined in adequate ontologies to which all service providers stick. The 
composition platform developed in the context of this thesis takes up and implements 
the idea of Web service proxies in order to realize the dynamic binding of Web 
services.  
 
Mulye et al. in [Mu2005] introduce a designer for business processes, which also is 
developed in the scope of the METEOR-S project. The designer uses semantic template 
based partner discovery, enabling the user to specify the requirements for process 
partners and activities and to bind services at design or at deployment time. A 
functional ontology based on the RosettaNet specifications is used for this purpose. The 
tool focuses on semantics-based service discovery, whereas the issue of achieving 
interoperability among the services that make up a composition is not addressed. The 
designer tool provides a GUI which enables the user to add process elements in a drag-
and-drop fashion. The element icons are colour-coded in order to better understand their 
meaning. Similarly to the argumentation given above, there are, however, several 
elements and technical details, such as namespace declarations, which may ask too 
much technical know-how from a process expert who should be concerned solely with 
the process design. This is due to the fact that the graphical representation of a process 
strongly corresponds to the BPEL process definition, as it directly visualises BPEL 
elements, such as “assign” statements and XML namespace declarations. The 
composition framework developed within the scope of this thesis hides as far as 
possible the BPEL-specific syntax from the user: The functional building blocks are 
directly represented as graphical ones, thus abstracting from how the provided 
functionality is implemented and how it is embedded in a BPEL process definition. The 
data flow, i.e. any parameter assignments, is modelled by listing the ontology concepts 
of the activity inputs and outputs as browsable trees from which the user may select 
certain nodes.  On the other hand, the tool presented by Mulye et al. provides a richer 
set of control constructs, such as scopes and special activities like compensation 
handlers. For reasons of simplicity, these functionalities are not (yet) provided by the 
process modelling tool described in chapter 7.  Another significant difference is the 
degree of automation during creation of the data flow. The tool discussed in [Mu2005] 
does not provide any support in this regard, whereas chapter 5.2.2 described in detail, 
how the approach followed in this work uses conceptual relations to propose 
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assignments between semantically related parameters. Such recommendations can 
hardly be given when the data flow is designed between concrete Web service 
instances, since their XSD-based input and output messages lack semantic richness. 
 
How to assist a user in the composition process was addressed by Sirin et al.: In 
[SHP2003] and [SPH2004] a prototype tool is discussed which presents matching 
services to the user at each step of the composition. Existent WSDL-based Web 
services are semantically annotated by means of an OWL-S translator tool. The 
composition prototype consists of a workflow editor and an inference engine which 
stores information about the services in its knowledge base (cf. Figure 5-15). The 
composition process is started by selecting one of the registered services. The service 
inputs are examined and the knowledge base is queried for services providing 
appropriate outputs which can be assigned to the needed inputs. For two given 
parameters the inference engine returns an exact match if both are bound to the same 
OWL class in their OWL-S profile. A subclass relationship between two parameters is 
considered as a generic match. Matching services are presented to the user, who may 
further filter the results by means of their non-functional attributes.  
 

 
Figure 5-15 Web service composer system architecture [SPH2004] 

 
The static binding of Web services might affect reliability, as the unavailability of a 
Web service cannot be dynamically resolved by invoking a functionally equivalent one. 
Furthermore, the composer only allows for defining assignments of complete 
parameters. In practice, however, more fine-grained assignments are necessary, since 
the output of one service usually is just of partial relevance for the input of another 
service. The approach presented in this thesis adopts the idea of guiding the process 
expert in the process design. It does, however, enable the process modelling on an 
abstract level instead of using concrete Web services. Consequently, the number of 
functional building blocks which may be included into a process is manageable, and 
there is no need to provide automated support in this regard. On the other hand, the 
composition tool which will be detailed in Chapter 7 provides a means to model 
assignments on the level of matching parameter parts. Due to the complex structure of 
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parameters this may become a time-consuming task. Hence, instead of providing 
recommendations regarding the services to be included, support during process design 
is provided with regard to potential parameter assignments. Another significant 
difference between both composition approaches is the process definition format. The 
composer presented in [SPH2004] does not generate a BPEL process but an OWL-S 
“CompositeProcess”, which needs to be orchestrated by the client. 
 
Figure 5-16 illustrates how the work discussed above can be positioned with regard to 
the classification of composition strategies as defined in chapter 4.2.2. The approaches 
differ with regard to the binding of Web services and the degree of automation in 
creating the process model. Nevertheless, since they exhibit a critical degree of 
adaptiveness and have similar technological bases they bear some relation with the 
work presented in this thesis (which is represented by the “X” in the diagram). 
 

 
Figure 5-16 Comparison of related composition approaches 

5.4 Summary 

This chapter presented an approach and a functional architecture for the adaptive 
composition of Web services in a semantics-based interoperability infrastructure. The 
composition life-cycle ranges from the ontology-driven design of a business process, 
over its configuration, to the deployment of the process as a composite Web service. 
 
As a key element of the presented approach functional building blocks, so called 
semantic activity components, were introduced. Semantic activity components are 
included into a process model as representatives for certain service functionalities. They 
expose a set of well-defined interfaces which are used by the various composition tools 
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in order to retrieve the component’s technical or semantic characteristics and to invoke 
the component within the scope of a business process. 
 
A service retailer may specify and generate activity components based on its own 
conceptual model, i.e. based on the concepts of a locally applied domain ontology. As 
in a retailers’ business usually several actors with different competencies and 
responsibilities are involved in the composition life-cycle, the shared conceptualisation 
ensures a common understanding among them. At process execution time, however, the 
dynamic invocation of 3rd party services is achieved by exploiting the ontology 
mapping features provided by the underlying interoperability infrastructure. 
 
It was presented, how the work of a process designer may be supported by 
automatically analysing the semantic relations between inputs and outputs of the 
various functional building blocks. This is a significant advantage over the traditional 
composition of Web services, since XML Schema provides less expressive power than 
ontology languages like OWL do. Having designed the process model, criteria for the 
automated selection of a Web service may be specified by defining a ranking function 
and constraints on the non-functional parameters that an activity component exposes.  
 
The availability of an industrial suitable workflow engine is a precondition for the 
practical application of a Web service composition platform. BPEL - the Business 
Process Execution Language - has evolved to the de-facto standard for composing Web 
services. Several BPEL implementations exist that can be considered as stable and 
mature enough to be used in business-critical scenarios. Hence, as a technical design 
constraint for the composition platform the use of BPEL as a process description 
language was identified. Consequently, a bidirectional mapping between the semantic 
and the technical level, i.e. between the OWL ontology concepts and the XML Schema 
types used in a BPEL process definition, needs to be transparently provided. 
 
The chapter concluded with an assessment of related work. The provided analysis 
clarifies how the presented approach and the composition platform build on and 
contribute to ongoing research in the Web service composition domain.  
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Chapter 6 
 
Semantic Activity Components 

This chapter will elaborate on the detailed architecture and the implementation of the 
semantic activity components, which act as abstract functional building blocks in the 
presented composition approach. A solution for the type representation problem, which 
was discussed in the previous chapter, will be presented. Furthermore, the ontology-
driven creation of activity components, their instantiation and details regarding the 
realisation of the various component interfaces will be presented. 

6.1 Mapping Different Type Representations 

Chapter 5.2.1.1 discussed that in the various phases of the composition life-cycle the 
input and output parameters that an activity component exposes must be available in 
different type representations. Hence, as illustrated in Figure 6-1, mappings between 
these representations need to be established.  
 
An OWL to XML Schema mapping is needed for the process modelling tool to create a 
BPEL process based on the data flow that the process designer specifies in terms of 
OWL concepts.   
 
As it will be further detailed, a semantic activity component along with its component-
inherent Web service proxy is implemented in the Java programming language. A client 
usually accesses a Web service via standard Web protocols and data formats, such as 
HTTP, XML, and SOAP, without worrying about how the service is implemented. The 
platform on which the Web service is deployed transparently takes care for mapping the 
incoming XML Schema instances to the implementation specific objects and vice versa. 
However, for an activity component, due to its proxy functionality (i.e. since it is a local 
representative of a remote service), there is no need to make it accessible from a 
network. Rather, the activity component’s Web service proxy is deployed locally to the 
BPEL engine, i.e. to the client. Hence, instead of the widely used SOAP binding a 
“Java binding” [WSIF2006] is used and included to the WSDL description of the Web 
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service proxy.  Consequently, when the BPEL engine invokes the activity component, it 
passes and receives Java objects. The Java method invocations are much more efficient 
and reliable than SOAP-based communication.   
 

 
Figure 6-1 Type representation mappings 

Finally, in order for the activity component to provide the desired functionality, it needs 
to invoke a Semantic Web service offered by a 3rd party provider. Hence, the Java 
objects received as input have to be transformed to OWL instances. The opposite 
transformation is performed with the OWL instances that are received as a result from 
the Web service. 
 
The explanations given above indicate that throughout the composition life-cycle five 
of the six mappings shown in Figure 5-5 need to be applied. The following sections will 
detail how these mappings are achieved. 

6.1.1 Mapping OWL to XML Schema 

The mapping of OWL concepts to XML Schema types is required during process 
design. Since the data flow of a process is designed based on the input/output concepts 
that an activity component exposes, the mapping needs to be established on the type 
level rather than for instances of these types. Hence, it is performed only once, when 
the activity component is created by means of the generation tool. As discussed in 
chapter 5.2.2, defined OWL classes have a complex structure, i.e. they exhibit 
properties which range over other ontology concepts. For each OWL class a complex 
XML Schema type is created. Furthermore, for each property that applies to a class an 
XML Schema element is created. OWL object properties range over OWL concepts for 
which in turn complex XML Schema types need to be created. By contrast, OWL 
datatype properties range over simple XML Schema types anyway. Hence, these types 
can be directly adopted.  
 
Figure 6-2 illustrates the mapping by means of an example. For the OWL class 
“FlightSegment” a corresponding complex XML Schema type is created. The object 
property “hasFlightNumber” applies to the “FlightSegment” class. Hence, an equally 
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named XML Schema element is created and added to the afore-created complex XML 
Schema type. The “hasFlightNumber” property is an object property, i.e. it ranges over 
another OWL class. Hence, for this class (“FlightNumber”) in turn a complex XML 
Schema type is created.  The class exposes a datatype property that ranges over the 
simple XML Schema datatype “int”. Consequently, for the “type” attribute of the 
corresponding XML Schema element the same datatype is specified.    
 

 
Figure 6-2 Mapping OWL concepts to XML Schema types and elements 

 
As described in chapter 2.2.2.3, OWL uses restrictions to define the cardinality of a 
property, i.e. how many instances of a property a class may carry. The example shown 
in Figure 6-3 illustrates that such cardinality restrictions are also taken into account for 
the corresponding XML Schema definitions. Since an OWL property is mapped to an 
XML Schema element, the predefined “minOccurs” and “maxOccurs” attributes are 
used to represent a cardinality restriction. If no cardinality was specified, any number of 
property instances may be applied to the instance of an OWL class. In this case 
minOccurs=’0’ and maxOccurs=’unbounded’ are used by default.  
 

 
Figure 6-3 Mapping cardinality restrictions 

 
In the above given examples the domain and the range of OWL properties have been 
explicitly specified. This is, however, not mandatory. In contrast to object-oriented 
programming languages, OWL specifies properties outside and independent of a class 
definition. A property which is declared without a domain is applicable to all classes. 
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Consequently, the corresponding element would need to be added to every single 
complex XML Schema type. Furthermore, a property may define multiple ranges or no 
range at all. In an XML Schema definition, however, the type of an element needs to be 
declared unambiguously.  Hence, some assumptions for the ontology design are made. 
If the domain of a property is left unspecified, each class that makes use of the property 
must define a cardinality restriction (see Figure 6-3) on the property. In case of a 
property without a defined range or with multiple ranges, an OWL class that makes use 
of the property must define an “allValuesFrom” restriction (see Figure 6-4). This 
restriction requires that for every instance of a class that has instances of the specified 
property, the values of the property are members of the class indicated by the 
owl:allValuesFrom clause. 
 

 
Figure 6-4 Determining XML Schema element types 

Chapter 6.2 will elaborate on how the concepts and the corresponding mappings are 
stored in / retrieved from an activity component. 

6.1.2 Mapping XML Schema to Java 

As already mentioned, an activity component is invoked through its Web service proxy, 
which exhibits a “Java binding” in its WSDL description. By means of the Java binding 
a Java class can be described using WSDL, and it can be accessed as a WSDL-
described service. Hence, the BPEL engine directly invokes the proxy by passing and 
receiving Java objects instead of making a SOAP remote procedure call.  
 
The transformation of XML Schema instances to Java objects and vice versa is 
performed by the BPEL engine. For this purpose most engines (such as the Oracle 
BPEL Process Manager14 and IBM’s BPWS4J15) make use of the “Web Service 
Invocation Framework” [WSIF2006a]. WSIF is a technology originally developed by 
IBM. It enables developers to interact with abstract representations of Web services 
through their WSDL descriptions instead of working directly with the API which 
implements the Simple Object Access Protocol (SOAP). With WSIF, the same 
programming model for a client can be used regardless of how the Web service is 
implemented and accessed.  
                                                      
14 www.oracle.com/technology/bpel/ 
15 http://www.alphaworks.ibm.com/tech/bpws4j 
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As part of the Java binding the WSDL description includes a type map that specifies 
which Java type corresponds to which XML Schema type used in the WSDL message 
parts. The question in this regard is, how to represent XML Schema instances in Java. 
For this purpose, so called “XML façades” are widely used. XML façades are a set of 
Java interfaces and classes through which XML data can be accessed and stored using 
standard get/set methods. Support for basic data types is provided through a mapping to 
built-in Java types, and for complex XML Schema types Java classes are generated. 
The conceptual idea is to hide XML behind the façade and to manipulate the data 
through regular Java interfaces, a concept known as XML serialization. 
 
There are various tools, so called schema compilers, for creating XML façades in an 
automated manner. The implementation of the activity component generator makes use 
of the schema compiler that is part of the Oracle BPEL Process Manager. However, 
other compilers may be plugged in as well.  
 

 
Figure 6-5 XML façade 

As shown in Figure 6-5, for each complex XML Schema type three Java classes are 
generated. The “AirportFactory” class is used to create instances of the “Airport” class. 
The interface “IAirport” is implemented by the “Airport” class and defines the methods 
which are visible for the outside world. For each element of the XML Schema type 
corresponding methods are generated that can be used to get and to set the element 
value respectively (“getHasAirportCode”, “setHasAirportCode”).  If the element has a 
simple predefined XML Schema type, such as “xsd:string” or “xsd:date”, these types 
are mapped to already existing Java types, e.g. to “java.lang.String” and 
“java.util.Date” respectively. If the XML Schema element has a complex type, then for 
this type in turn an XML façade is generated. 
 
If an element may occur multiple times (i.e. the “maxOccurs” attribute is greater than 
one) a simple pair of get- and set-methods is not sufficient. In this case, as shown in 
Figure 6-6, a set of methods is created which allows to pass and to retrieve a list of 
element values respectively. 
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Figure 6-6 XML Façade for elements with multiple occurrence 

6.1.3 Java to OWL and back 

The activity component’s Web service proxy has to prepare the invocation message for 
the Semantic Web service which dynamically is selected for providing the functionality 
that the component is a representative of. Hence, Java objects received as input need to 
be transformed to instances of OWL concepts. The preceding section described the 
mechanism of automatically mapping XML Schema types to Java classes, which are 
used as XML façades. Chapter 6.1.1 explained that the XML Schema types in turn are 
the result of an automated mapping from the OWL concepts which have been declared 
as the activity component’s input and output parameters. Consequently, by exploiting 
the underlying rules for these two mappings, it is possible to transform an instance of a 
Java class to an instance of the original OWL concept.  
 
For an object of a specific Java class an individual of the equally named OWL class is 
created. Each “get”-method provided by the Java object represents an OWL property 
instance. If the return value of such a method is a standard Java type, then the OWL 
property instance is a datatype property instance. Otherwise it is an instance of an 
object property, and for the return value in turn an OWL individual is created.  The 
transformation is illustrated in Figure 6-7. 
 

 
Figure 6-7 Java-to-OWL transformation 

It is important to note that although the figure shows Java classes, the mapping does 
take place on an instance level. In order to develop a generic mapping module, several 
difficulties need to be taken into account. First, for a Java object to be mapped to an 
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OWL individual its class membership and the provided methods including the method 
signatures are to be determined dynamically, i.e. at runtime. Second, for each property 
instance added to the OWL individual the property value needs to be set properly. In 
order to obtain the value, the corresponding “get”-method of the Java object has to be 
dynamically invoked. These tasks require programming on the meta-level, i.e. the code 
needs to examine itself and its software environment in order to operate on classes and 
objects which are not known a priori. Meta programming in Java is supported by the 
“Reflection API”, which allows programs to find out about the class of an object and its 
methods and members. 
 
Another issue to be taken into account are the concept URIs. In the example shown in 
Figure 6-7 for the qualified element names (e.g. “air:Airport”) the correct namespaces 
must be declared so that the element names expand to the URI of the OWL concepts 
(e.g. “http://www.mytravel.com/AirMessageOntology.owl#Airport”). The complete 
URIs, however, are not part of the Java objects. Hence they need to be retrievable 
through the introspection interface of an activity component instance. This issue will be 
detailed in chapter 6.2 and chapter 6.3.2 respectively. 
 
The transformation of OWL individuals to Java objects takes place when the activity 
component’s Web service proxy receives the invocation result from a Semantic Web 
service. The OWL result needs to be mapped to a Java object which is passed back to 
the BPEL engine. The engine in turn - through the WSIF - takes care of the 
transformation to an XML Schema instance. In order for the latter mapping to take 
place, the OWL individual must be mapped to a corresponding Java XML façade. As 
described in the previous section, the façade classes are created during activity 
component generation by means of a schema compiler, and they are used by the WSIF 
to map XML Schema instances to Java objects and vice versa. 
 

 
Figure 6-8 Mapping OWL instances to Java objects 

As shown in Figure 6-8, for an OWL individual its class membership is determined, 
and the factory function of the corresponding XML façade is used to create a Java 
object. For each datatype property of an individual the corresponding “set”-method of 
the Java object is invoked with the property value. The mapping procedure is recursive: 
Object properties carry other OWL individuals. Hence, before they can be added to the 
Java object, for these individuals in turn another XML façade object is created. It 
should be noted that in the example pseudo code is shown to illustrate the mapping 
principle. On the implementation level, however, in order to provide a generic mapping, 
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again the reflection API has to be used to dynamically compose method calls which are 
derived from the names of the OWL classes and properties.                        
 
The preceding section introduced XML façades which represent XML Schema types 
with multiple element occurrences. In this case the Java object provides methods that 
allow to get and to set a list of element values respectively. As illustrated in Figure 6-9, 
for an OWL individual that exposes multiple instances of the same property the 
façade’s “add”-method is used to capture the set of property values.        
 

 
Figure 6-9 Handling properties with multiple occurrence                                                                             

6.2 Ontology-driven Activity Component Creation 

From the user’s point of view, an activity component is generated in two steps. First, 
the user has to define the characteristics of the component in terms of the service 
functionality class, the input/output concepts and the component name. As part of the 
semantics-based interoperability infrastructure presented in Chapter 3 a Web service 
annotation tool is provided. The tool enables a user to browse functionality and 
message ontologies and to select certain ontology nodes in order to create an OWL-S 
service description. An activity component is a kind of abstract service too. Hence, the 
annotation tool is used to collect the requirements for a component in the form of an 
OWL-S description. As described in chapter 2.3.2.1, an OWL-S description consists of 
a profile, a model and a grounding. Since the component is not associated with a 
concrete Web service instance, the grounding is left empty, i.e. an abstract service 
description is created. In the appendix an exemplary abstract OWL-S description which 
serves as input for the generation of an “AirBooking” activity component is provided. 
The highlighted lines represent the user-specified ontology concepts (input, output, 
service class, name) for the component. As explained in chapter 3.2.1, the service 
functionality ontology is a hierarchy of OWL-S profile classes - each profile class is 
representative of a specific functionality. Consequently, the profile of the abstract 
OWL-S service description is an instance of one of the functionality ontology classes. 
Hence, it automatically inherits the set of generic and service-class-specific non-
functional parameters defined in the ontology (cf. chapter 3.2.1). 
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Having specified the component, the abstract service description is imported to the 
component generation tool. The tool allows for specifying additional - mainly visual - 
information which can not be directly represented by means of OWL-S, such as an 
icon, a colour and a shape for a component. The information is used by the various 
composition life-cycle tools to visually represent the component. When the generation 
process is started, the tool performs three steps (see Figure 6-10): Parsing of the abstract 
OWL-S description, proxy Web service generation and component serialization. These 
three steps will be detailed in the following subchapters. The output of the generation 
tool is an activity component in its persistent form, i.e. a Java archive (JAR) file. JAR is 
a specialisation of the ZIP format. It is widely used to store compiled Java classes and 
associated metadata that can constitute a program. For Java applications accessing and 
modifying JAR files is straight-forward, since a standard Java API allows for extracting 
or adding files to and from a JAR archive respectively.  
 

 
Figure 6-10 Activity component generation 

The following sections will detail how the various parts of an activity component are 
generated. 

6.2.1 Abstract OWL-S Description Parser 

The OWL-S description is parsed by means of the Mindswap OWL-S API16. In a 
further step, any ontology concepts which have been specified as inputs and outputs are 
analysed in order to learn about their structure. The analysis process is not straight-
forward. As discussed in chapter 2.2.2.3, OWL specifies properties independent of class 
definitions. By means of domain restrictions and cardinality restrictions, however, 
properties are applied to a class. This way, in contrast to its use in object oriented 
                                                      
16 OWL-S API - http://www.mindswap.org/2004/owl-s/api/index.shtml 
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programming languages, the same property may be used in the context of distinct 
classes. In addition, the property cardinalities have to be determined in order to find out 
how many instances of a given property the instances of a class may carry. Properties in 
turn may range over other ontology concepts. Some of these concepts are probably 
defined in separate external ontologies which need to be imported first. For the analysis 
of the input/output concepts a plain parser is not sufficient. In addition to the facts (i.e. 
to the RDF triples) which have been directly specified, also inferred facts need to be 
considered. For instance, when determining the complete set of properties that a class 
exposes, any properties inherited from direct or indirect super-classes need to be 
considered too. Consequently, an OWL reasoning module is used for this purpose.  
 

 
Figure 6-11 Complex structure of message ontology concepts 

 
In practice most ontologies are designed using OWL DL.  As OWL DL has its roots in 
Description Logics, which are decidable parts of First Order Logic, the reasoning 
process will terminate in a finite number of steps. Nevertheless, using an OWL reasoner 
for the parameter analysis is a recursive and hence a time-consuming procedure. An 
ontology may define a large number of concepts. Usually, as shown in Figure 6-11, just 
a subset of these concepts is related to the inputs and outputs of an activity component. 
Nevertheless, when obtaining information from a reasoner, it takes into account the 
ontology as a whole to build a model. In principle, it would be possible to instruct the 
reasoner to ignore certain import statements. Unfortunately, ontologies are not always 
sufficiently modularized to apply this strategy without losing critical information. In 
particular for performance-critical scenarios, such as the dynamic construction of OWL 
inputs for synchronously invoked Semantic Web services, some kind of pre-processing 
is needed to speed up the interaction and to avoid time-out problems. Therefore, when 
reasoning over the abstract OWL-S description, any relevant information regarding the 
structure of the declared parameters is captured in an adequate data structure 
(“OWLPropertyTree”) which can be queried in subsequent phases of an activity 
component’s life cycle. 
 
For each input and for each output parameter a separate OWLPropertyTree is created. 
Figure 6-12 illustrates the tree for the exemplary input shown in Figure 6-11. The idea 
of the OWLPropertyTree is to provide a property-centric view on the structure of a 
concept. Each node (“OWLPropertyNode”) stores information about a specific 
property, e.g. its URI, its range and the defined cardinality restrictions. It is important to 
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understand, that a given node stores just that part of information about a property which 
is relevant in the context of the analysed concept. For instance, for a property several 
ranges may be defined. However, according to the ontology, in the context of a specific 
class to which the property applies just a particular range might be of relevance. 
Furthermore, a property might be applicable to different classes which are, however, 
not relevant in the context of the analysed input/output concept. The same is true for the 
cardinality restrictions, which are always class-specific. Thus, an OWLPropertyNode 
always represents a concept-centric view on the characteristics of a property. 
 

 
Figure 6-12 An exemplary OWLPropertyTree  

 
Figure 6-12 illustrates that an OWLPropertyNode is linked to its child nodes, i.e. to the 
OWLPropertyNodes which apply to the context-specific range of the property. 
Furthermore, each node has a link to its father. The leaves are OWL datatype properties 
which range over XML Schema datatypes, i.e. which carry concrete values instead of 
other OWL individuals. The root node is determined through the predefined 
“parameterType” property of the OWL-S process ontology. As already discussed on the 
basis of Figure 3-4, in an OWL-S service description the “parameterType” property is 
used for specifying the parameter concepts. 
 
In order to model the data flow, a process designer assigns certain parameter parts to 
semantically matching parameter parts of other activity component instances. He 
thereby decomposes an OWL concept into its properties and digs down the property 
tree until a suitable property is found or until reaching the datatype level. Thus, the 
structure of an OWLPropertyTree is ideally suited to be used by the process modelling 
tool, which enables the process designer to visually browse the structure of a parameter. 
 
For each activity component input/output parameter the root node of the corresponding 
OWLPropertyTree may be retrieved through the component’s introspection interface. 
The interface of an OWLPropertyNode is illustrated as a UML class diagram in Figure 
6-13. The “getOWLResource” method returns the property URI. The “minOccurs()” 
and “maxOccurs()” methods are used to find out about the property cardinality 
restrictions. By means of “getOWLRange()” the range of the property is determined, 
i.e. for object properties the URI of an OWL concept and for datatype properties the 
name of an XML Schema datatype is provided.  The “getChildren()” and “getParent()” 
methods return the (list of) adjacent OWLPropertyNodes, hence these functions are 
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used to traverse the tree. The aforementioned methods provide the relevant information 
for a process designer to explore the OWL concept of a parameter and to specify 
assignments between the parameters of two activity component instances. However, at 
the same time the process modelling tool internally has to build the BPEL process. As 
described in chapter 5.2.2, at the end the BPEL process is nothing else than a 
composition of the activity component’s Web service proxies. Hence, in order to 
represent any specified assignments on the BPEL level, the process modelling tool 
needs to know for each activity component parameter the associated Web service proxy 
parameter and for each parameter concept (OWL) its XML Schema counterpart. For 
this purpose an OWLPropertyNode provides a set of additional methods, which will be 
detailed in the following section.  
 

 
Figure 6-13 Interface of an OWLPropertyNode 

 
Having parsed the abstract OWL-S description, and having pre-processed the structure 
of any specified input and output concepts, in the next step the Web service proxy is 
generated. 

6.2.2 WS Proxy Generator 

A Web service proxy implements the invocation interface of the activity component’s 
logical architecture. When being invoked the proxy takes care for finding and invoking 
a semantically matching Web service. From the perspective of a BPEL process the Web 
service proxy and its WSDL description are the only relevant parts of a component. 
While the process designer is composing activity component instances, the process 
modelling tool transparently builds the BPEL process by means of the component-
inherent Web service proxies.   
 
A Web service proxy is constructed in two steps. First the WSDL description is 
generated, and afterwards the Web service code (i.e. the implementation of the WSDL 
interface) is generated and compiled.  
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6.2.2.1 WSDL Generator 

The WSDL description uses XML Schema to define any message types. Hence, the 
WSDL generator first needs to create XML Schema types out of the OWL concepts 
which have been specified as input and output parameters of an activity component.  
 

 
Figure 6-14 Generation of the XML schema definition 

Figure 6-14 shows the excerpt of an abstract OWL-S description that is used as input to 
the component generation tool in order to create an “AirBooking” activity component. 
The functionality is specified through the profile element, which is an instance of the 
“AirBookingServices” class defined in the functionality ontology. A single input 
parameter of type “AirBookingRequest” and a single output parameter of type 
“AirBookingInfo” are specified by referring to the corresponding concepts of a message 
ontology. The preceding section described that for each concept its structure was 
captured in a property tree. The property tree is traversed in order to create XML 
Schema types. For this task the mapping mechanisms detailed in chapter 6.1.1 are 
applied, i.e. for OWL classes complex XML Schema types and for OWL properties 
XML Schema elements are created. As shown in Figure 6-14, the complete set of type 
definitions for an activity component is stored in a single XML Schema definition file 
that is named after the activity component (e.g. “AirBooking.xsd”). While creating the 
schema, it is normalized in order to guarantee that a particular XML Schema type is not 
added to the schema twice. Normalization is necessary since the parameter concepts 
may expose different properties (such as “hasTraveller” and “hasCustomer”) that range 
over the same OWL class (e.g. “Person”). All XML Schema types are created within 
the same namespace, i.e. just the fragment identifier at the end of the URI reference 
which identifies an OWL concept is considered. Consequently, the assumption was 
made that no equally named (with regard to the fragment identifier) but semantically 
different concepts are used for defining the parameters of an activity component. This 
may be improved in future work. 
 



Chapter 6 

124 

Having created the XML Schema definition, a WSDL description of the Web service 
proxy is generated. In the following, the WSDL generation is exemplified for the 
“AirBooking” activity component. Section 2.1.2.2 explained that a Web service 
basically is described in terms of types, messages, port types, bindings and ports. 
Within the “types” element all the data types used by a Web service are declared. These 
types may be either defined inline or by referring to an external XML Schema file. As 
shown in Figure 6-15, the generated WSDL imports the previously created XML 
Schema definition (“AirBooking.xsd”).  
 

 
Figure 6-15 WSDL generation – Importing the XML schema 

 
A WSDL “message” defines the set of parameters used in a method signature or 
operation. Within an operation each message element can be used as an output or as an 
input message. A message is decomposed into parts, which can be regarded as the 
detailed method parameters. The WSDL generated for the Web service proxy contains a 
request and a response message (see Figure 6-16). For each input parameter defined in 
the OWL-S description a part is included into the request message. The part’s type is 
the complex XML Schema type which corresponds to the OWL concept of the input. 
An additional part named “ACInstanceName” is added for the following reason: The 
process designer may add several instances of the same activity component to a 
process. Although these instances provide the same functionality, they may be 
configured with different constraints, and hence invoke different Semantic Web 
services at runtime. For each activity component a single Web service proxy is 
generated. Thus, when being invoked the proxy needs to know the instance it currently 
embodies. The instance name is passed through the hidden “ACInstanceName” 
parameter, which does not represent a user-specified activity component input. Another 
parameter part is the process context – a global variable that allows activities to share 
context-related information. The use of the process context will be detailed in Chapter 
8. 
 

 
Figure 6-16 WSDL generation – Defining Messages 

 
Figure 6-16 illustrates that the output message part does not directly correspond to the 
output parameter as defined in the OWL-S description. Rather a complex XML Schema 
type (“OutputPartHolderAirBooking”) acts as a holder for all outputs defined in the 
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abstract service description. The reason for using a holder object lies in the 
implementation of the Web service proxy. When using the WSDL Java-binding, the 
operation of a Web service is mapped to a method of a Java class. Since a Java method 
has a single return value, all objects to be returned need to be encapsulated in a holder 
structure.  
 
The port type is the Web service’s abstract interface definition. It contains a set of 
operations that the Web service offers without saying anything about how these 
operations are invoked (in terms of protocols or addresses). For the Web service proxy 
a port type with a single operation (which is named “action” per default) is generated. 
As shown in Figure 6-17, the previously generated request and response message are 
defined as input and output respectively.  
 

 
Figure 6-17 WSDL generation – Defining the port type 

The abstract interface elements are bound to concrete data formats and protocols by 
means of a “binding” element. By separating a port type from a concrete binding, it gets 
reusable, i.e. a port type may be implemented by several bindings that allow for 
accessing a Web service operation with different protocols. As already discussed in 
chapter 6.1, an activity component’s Web service proxy is deployed locally to the 
BPEL engine. For this reason, instead of the “standard” SOAP binding, a Java binding 
is used. The Java binding for the Web service proxy of the “AirBooking” activity 
component is shown in Figure 6-18. The type attribute identifies that this binding 
describes the previously created “AirBookingPortType”. By means of “typeMap” 
elements the abstract types defined in the WSDL message parts are mapped to 
corresponding Java types. The Java types result from the XML Schema to Java 
mapping described in chapter 6.1.2. They are created by the Web service code 
generator that will be detailed in the following section. When creating a Java façade, 
the XML Schema compiler maps the namespace of the XML Schema type to a Java 
package name. For each type defined in the imported XML Schema file, a mapping is 
defined and added to the WSDL description.  
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Figure 6-18 WSDL generation - Java binding 

The remaining binding elements map the operation defined in the port type to an 
equally named Java method, which must be provided by the Java class implementing 
the Web service proxy. The “parameterOrder” attribute specifies the ordering of the 
input message parts for the invocation. This allows for mapping an abstract operation to 
a Java method, even if their signatures are not compatible in the ordering of parts. 
 
Within a WSDL description a “service” element is a collection of “ports”, whereas each 
port expresses how a binding is deployed at a particular access point. In the case of a 
Java binding, the access point is a Java class rather than a network location. 
Consequently, within the address element the Java class (named “ACService” by 
default) with its complete package name is referenced. The generation of the 
“ACService” class, i.e. the Web service proxy implementation, will be detailed in the 
following chapter. The Web service proxies of different activity components are 
distinguished by means of the package structure, i.e. the “ACService” class is placed in 
a sub-package that is named after the component.     
 

 
Figure 6-19 WSDL generation – Defining the access port 

 
The above described elements make up a complete standard-compliant WSDL 
description. In order to be used as part of a BPEL process, however, an additional 
element - the “partnerLinkType” - needs to be added. BPEL calls the links to all parties 
it interacts with “partner links”. A partner can be a Web service that is invoked by a 
BPEL process, but it may also be a client that invokes the BPEL process. In order to 
clarify the role of a partner it declares a partner link type. The partner link type, later 
on, is used in a BPEL process for defining a concrete reference to a Web service.  
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Figure 6-20 WSDL generation – Defining a partner link type 

 
With the WSDL description on hand, and having created the XML Schema definition, 
the property trees presented in chapter 6.2.1 can be completed. Such a tree does not just 
store the structure of a particular OWL parameter, but each node (i.e. each 
OWLPropertyNode) is also populated with information about the corresponding Web 
service proxy parameter. In order to represent an assignment on the BPEL level, the 
process modelling tool needs to know for each activity component parameter the 
associated Web service proxy parameter and for each parameter type (OWL) its XML 
Schema counterpart. As it will be detailed in Chapter 7, BPEL allows for assigning 
parameter parts to other parameter parts. Within a BPEL assignment XPath 
[XPATH1999] statements may be used to determine a specific element within a 
complex BPEL variable. Hence, for a particular property of an OWL parameter, the 
modelling tool may use the “getWSDLPartName()” and the “getXPathFull()” methods 
to get the reference to the corresponding part of a WSDL parameter. Internally, when 
invoking the “getXPathFull()” method on an OWLXSDNode, the property tree is 
traversed up to the root node in order to obtain the superordinated XML Schema 
elements and to create an appropriate XPath statement. Furthermore, by means of the 
“getXSDType()” method the XML Schema type of an element, i.e. the type that 
corresponds to the range of an OWL property, may be retrieved. Chapter 7 will 
elaborate in detail on how the information stored in an OWLPropertyNode is used to 
create a BPEL assignment. 

6.2.2.2 Web Service Code Generator 

Having defined a WSDL description for the Web service proxy, the implementation 
code needs to be generated and compiled. As the proxy is implemented in the Java 
programming language, in a first step the XML Schema to Java mapping, as described 
in section 6.1.2, is applied, i.e. Java classes which act as XML façades are generated. 
For this purpose, the code generation module calls the schema compiler that is part of 
the Oracle BPEL Process Manager. Other compilers may be plugged in as well.   
 
The WSDL is an interface definition language (IDL) similar to well-known IDLs from 
other distributed computing approaches, such as CORBA or COM. In general, the 
information specified in an IDL file together with the invocation conventions are 
combined by an IDL compiler to generate a client-side stub which has the same 
interface as the provider of an operation. The stub implementation knows how to 
marshal and to encode the invocation data and how to decode the invocation results. 
Similarly, a server-side specific IDL compiler generates a server-side stub that is 
responsible for passing the incoming data to the implementation of an operation and for 
returning the results.  
 
From the client-perspective, a specific characteristic of the Web Service Invocation 
Framework (WSIF) is that it allows for completely dynamic, hence for stubless 
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invocation of a Web service, solely based on the examination of the meta-data specified 
in a WSDL description. In this regard, WSDL is used as a normalized description of 
heterogeneous software that can be accessed through the WSIF in a protocol- and 
location-independent manner. On the server-side usually a skeleton (i.e. a server stub) 
needs to be generated and filled with business logic. However, for the WSDL “Java 
binding” mechanism this is not necessary, since the transformation of XML instances to 
Java objects (i.e. to the XML façades) and vice versa is handled by the WSIF 
implementation. Consequently, as specified in the port definition of the WSDL 
description (see Figure 6-19), the code generation module creates a single Java class 
“ACService” in a package which is named after the activity component (e.g. 
“de.fhg.fokus.swscomp.ac.services.airbooking”).   
 

 
Figure 6-21 Generation of the proxy implementation (ACService) 

 
As shown in Figure 6-21, the ACService class exposes an “action()” method to which 
the equally named WSDL operation is mapped (see Figure 6-18). As parameter types 
the afore-created XML façades are used. The operation of a Web service proxy when 
being invoked will be described in section 6.3.5. 
 
In a final step the code generator compiles the Web service proxy implementation. For 
compilation and other tasks that use executable programs, such as a compiler for 
creating Java classes or a schema compiler for generating the XML façades, Ant tasks 
were created. Apache Ant17 is an open source, cross-platform build tool written in Java. 
Ant build files are written in XML, and they generally consist of a set of interdependent 
targets. Such targets contain tasks that can perform all kinds of functions. 

6.2.3 Activity Component Serialiser 

As discussed in chapter 6.2, an activity component in its persistent form is a Java 
archive (JAR) with well-defined content. The JAR format is widely used to store 
compiled Java classes and associated metadata that can constitute a program. The 
serialiser module, which is a part of the activity component generation tool, is 
responsible for creating the JAR archive from the various component elements that 
have been generated before. Most of these elements are persistent files anyway: 
 

• the abstract OWL-S description  
• the XML Schema definition defining the complex XML Schema types 
• the corresponding XML façades as compiled Java classes  
• the WSDL description of the Web service proxy  
• the Web service proxy implementation as a compiled Java class 

                                                      
17 http://ant.apache.org 
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Figure 6-22 Serialization of the property trees 

 
Chapter 6.2.1 explained that the structure of the activity component input and output 
concepts, as defined in the abstract OWL-S description, is pre-processed and captured 
in the form of property trees. Furthermore, the nodes of such a property tree also 
contain information about the associated Web service proxy parameters as specified in 
the generated WSDL description. In order to store the parameter information as part of 
a component, it is serialised as an XML file. An appropriate XML schema was 
developed for this purpose. As illustrated in Figure 6-22, the schema defines “Input” 
and “Output” elements that carry any number of  “OWLPropertyNode” elements, each 
of which representing the root node of a property tree. Apart from the context-specific 
information about a property, through its “son” elements an OWLPropertyNode also 
contains the child nodes, i.e. the OWLPropertyNodes which apply to the context-
specific range of a property.  
 
Another Ant task was defined which invokes the “jar” command in order to create a 
JAR archive from the complete set of files constituting a persistent activity component. 
The structure of the JAR archive is exemplified in Figure 6-23 for the AirBooking 
activity component. Apart from the WSDL description of the proxy 
(“AirBooking.wsdl”), the XML Schema definition (“AirBooking_Types.xsd”) and the 
serialised property trees (“AirBooking_ParameterInfo.xml”), it contains a user-defined 
logo (“AirBooking.gif”) and additional configuration properties (“ac.properties”). 
Furthermore, the proxy implementation (“ACService.class”) is included in the 
“airbooking” subpackage and the set of Java XML façades is located in the “types” 
subpackage of the Java package hierarchy (e.g. “de.fhg.fokus.swscomp.ac”).  
 
More details on the generation tool are described in [Sa2005c]. A prototype of the tool 
was implemented as part of a diploma thesis [Ki2005]. The following chapter will 
elaborate on how an activity component is instantiated and how the various component 
interfaces have been realised. 
 



Chapter 6 

130 

    
Figure 6-23 Structure of a persistent activity component (AirBooking.jar) 

6.3 Realisation of the Component Interfaces 

An activity component exhibits several interfaces, which are used throughout the whole 
composition life-cycle by various composition tools. In chapter 5.2.1 the component 
interfaces have been informally described from a conceptual point of view. This chapter 
presents how these interfaces have been realised.  
 
In order to use the functionality provided by a component, it needs to be de-serialised 
from its persistent form (as a JAR file) to a Java object. The simplified class diagram 
shown in Figure 6-24 illustrates, that a factory (according to “abstract factory” design 
pattern) was implemented for this purpose. The static method “getInstance()” returns a 
factory instance. The “createAC()” method takes as an argument the activity component 
JAR file, and it returns an instance of the “ActivitComponent” class, which 
encapsulates the complete set of operations that an activity component provides. The 
factory and the “ActivityComponent” class are part of a package which provides 
functionalities that are shared by all activity components (e.g. 
“de.fhg.fokus.swscomp.ac.common”).  
 
A client interacts with the component through the public interfaces that are defined in a 
dedicated package. The interfaces represent task-specific views on a component: While 
one tool primarily uses the presentation and the introspection interfaces in order to 
retrieve information relevant during the design of a business process, another tool may 
access a component solely through its configuration interface. 
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Figure 6-24 Activity component implementation and factory (simplified)     

6.3.1 Presentation 

Through the presentation interface the various tools of the composition platform 
retrieve visual information in order to present an activity component as part of a 
graphical user interface. As shown in Figure 6-25, the presentation interface is rather 
simple. It allows for retrieving an icon (.gif or .jpeg) that was added during activity 
component generation. Furthermore, the component’s visual appearance might have 
been specified as a scalable vector graphic (SVG). SVG is an open (XML-based) 
standard [SVG2003] developed by the W3C SVG Working Group. It is used for 
describing two-dimensional vector graphics. 
 

 
Figure 6-25 Activity component presentation interface 

6.3.2 Introspection  

By means of the introspection interface (shown in Figure 6-26) a process modelling tool 
retrieves semantic and technical information that is relevant for the process design. The 
“getName()” method provides the name of the activity component as specified in its 
abstract OWL-S service description (e.g. “AirBookingComponent”). It is important to 
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note that this is the name of an abstract functional building block. The process designer 
may add multiple instances of the same activity component to the process model, e.g. 
one instance for booking an outward flight and another instance for booking a return 
flight. These instances may be configured with different constraints and hence invoke 
different Semantic Web services at process execution time. In order to distinguish the 
instances, they are given distinct names through the configuration interface; the name of 
the abstract functional building block, however, stays the same.  
 

 
Figure 6-26 Activity component introspection interface 

 
The “getOwlsServiceClass()” method returns the URI of the service functionality class 
as defined in the functionality ontology. Of central importance are the 
“getOwlsInputs()” and “getOwlsOutput()” methods, which return detailed information 
about the structure of the ontology concepts that were defined as inputs and outputs of 
an activity component. During instantiation of a component the XML-serialised 
property trees are de-serialised, and for each defined input/output parameter the 
“OWLPropertyNode” representing the root of a parameter’s property tree is returned. 
By traversing the property tree, the process modelling tool enables the user to browse 
the conceptual structure of a parameter. At the same time, the tool transparently 
accesses information about the corresponding Web service proxy parameter and its 
XML Schema type (cf. chapter 6.2.1).  
 
In order to include the invocation of an activity component’s Web service proxy to the 
BPEL process, the process modelling tool needs to know additional (parameter 
independent) details, such as the specified partner link type and the port type. The 
“getWsdlURL()” method returns the path to the WSDL file contained in the activity 
component JAR archive. However, when de-serializing a component its WSDL 
description is already parsed. Thus, several convenience methods starting with 
“getWsdl…()” provide the relevant details about the Web service proxy without having 
to access the WSDL description. 
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6.3.3 Configuration 

Through the configuration interface an activity component is configured with 
constraints that apply to its non-functional properties. For each appearance of an 
activity component in a process, i.e. for each component instance, a separate 
configuration may be specified. When being invoked, the component instance uses the 
specified constraints in order to find suitable Web services as candidates for invocation. 
Among these candidates a particular Web service is selected according to a ranking 
function. By means of a configuration tool, prior to deployment of the process in a 
workflow engine, the activity component instances are configured. In addition to static 
constraints, also dynamic ones may be specified by the user of the configuration tool. 
Dynamic constraints depend on the execution context, i.e. on the non-functional 
properties of preceding Web services.  
 

 
Figure 6-27 Activity component configuration interface 

 
The configuration interface shown in Figure 6-27 provides the “createConfig()” 
method, which is used to create an empty configuration for the component instance 
identified by the “acInstanceName” parameter. By means of the “addConstraint()” 
method a new constraint is added to the configuration object. As it will be detailed in 
Chapter 8, a constraint may be atomic or complex. A complex constraint is made up of 
several atomic and/or other complex constraints which are logically linked through 
Boolean operators. Each constraint added to the configuration object is automatically 
linked with already existing constraints by means of a Boolean AND operator. Thus, a 
configuration object encapsulates a single complex constraint which is extended with 
each invocation of the “addConstraint() method and which can be retrieved through the 
“getConstraint()” method. By means of “setConstraint()” the defined constraint is 
overwritten with a new one.  
 
Although by default an activity component dynamically binds to a Semantic Web 
service, for certain application scenarios a static binding is preferable. The 
“setStaticBinding()” method binds a pre-selected Semantic Web service to the activity 
component instance. The remaining methods are related to the user-defined service 
ranking and the provision of dynamic constraints which depend on the execution 
context of a process. These issues will be further detailed Chapter 8. 
 
Having created an instance-specific configuration, it is added to the component by 
means of the “setConfig()” method. Internally the configuration is serialised to an XML 
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file, which is named after the instance and which is stored in the component’s JAR 
archive. For a given component instance its configuration may be retrieved by means of 
the “getConfig()” method.  

6.3.4 Lookup 

As discussed in the previous section, a Web service may be pre-selected and statically 
bound to an activity component instance. A component anyhow implements the 
business logic for looking up a Web service at runtime. Hence, it makes this 
functionality available through the lookup interface to be used at configuration time. 
The “lookupWS()” method is invoked with the activity component instance name.  
 

 
Figure 6-28 Activity component lookup interface 

 
Internally, the component uses the constraints specified for that instance in order to 
compose an OWL-QL query, which is issued at the lookup interface of the connected 
P2P network. The configuration tool uses the lookup interface in order to present a list 
of candidate Web service to the user. When selecting one of these services, it is bound 
to the component by means the configuration interface. 

6.3.5 Invocation 

The invocation interface is used by the BPEL workflow engine in order to invoke the 
activity component. In contrast to other interfaces, the invocation interface is 
implemented as a Web service which acts as a proxy and which exposes a WSDL 
description. Chapter 6.2.2 described in detail how the proxy implementation 
(“ACService” class) of an activity component and the WSDL description are 
automatically created by means of the activity component generation tool. When the 
BPEL process is deployed in the workflow engine, the Web service proxies and other 
component-specific classes are added to the class path in order to be accessible by the 
engine. Proxies of different activity components are distinguished by means of the 
package structure (see Figure 6-29). 
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Figure 6-29 Invocation of Web service proxies 

 
As discussed in chapter 5.2.4, when being invoked, the Web service proxy fulfils three 
main tasks: discovery, selection and invocation of a Semantic Web service. Although 
an activity component is a representative of a specific service class, a large part of the 
functionality it provides is generic and shared by all activity components. Hence, such 
functionality is not generated for every single component; rather it is outsourced to a 
separate package (e.g. “de.fhg.fokus.swscomp.ac.common”). As all Web service 
proxies rely on common mechanisms for performing their tasks (e.g. for preparing a 
service lookup message) they inherit from the “ActivityComponent” class (see Figure 
6-30). The “initProxy()” method is used to initialize the proxy with the URI denoting 
the service functionality that the activity component provides and that is defined in the 
functionality ontology. Furthermore the instance name is passed in order for the proxy 
to load the instance-specific constraints that have been set through the configuration 
interface. By means of the “executeProxy()” method the generic part of the Web service 
proxy is invoked with the input parameters received from the BPEL engine. A “Request 
Converter” module (see below) is responsible for transforming these inputs to OWL 
instances which are part of the invocation message for a Semantic Web service. 
Furthermore, when invoking the “executeProxy()” method, a list of URIs identifying 
the OWL concepts defined as activity component outputs is passed. These concept 
identifiers are used by the “Response Converter” (see below) while converting the 
OWL instances returned by the Semantic Web service to Java objects. Before, in order 
to look up a Semantic Web service, the proxy creates an OWL-QL query (similar to the 
query illustrated in Figure 3-14), which is passed to the lookup interface of the local 
peer node and routed through the P2P-based interoperability infrastructure. By means 
of a constraint validation module (which will be detailed in Chapter 8) a list of 
matching service candidates, sorted according to the defined ranking criteria, is 
returned.   
 
As described in chapter 3.7, the selected Semantic Web service is not invoked directly. 
Rather an invocation message is prepared and issued at the invocation interface 
provided by the local peer node. Apart from a technical and semantic service 
description, the invocation message contains the request message, i.e. the component 
input parameters as OWL individuals.  
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Figure 6-30 Web service proxy implementation 

 
The request converter transforms a Java object - received as input from the BPEL 
engine - to an OWL individual. Thereby the recursive OWL-to-Java transformation 
mechanism, as presented in chapter 6.1.3, is applied. The request converter takes as 
input a Java object and the corresponding property tree (i.e. the OWLPropertyNode 
object representing the root of the property tree), which provides a property-centric 
view on the OWL input concept. By traversing the property tree an OWL individual is 
created and furnished with the appropriate properties. In parallel, by using the Java 
reflection mechanisms, the Java object is explored in order to extract the values and to 
set them in the corresponding datatype properties of the OWL individual. The whole 
transformation takes part at runtime; hence, using the pre-processed OWL property 
trees leads to a significant gain of time. Having created an OWL individual, it is 
serialised to its XML representation. This includes the assignment of a unique identifier 
to each individual. Furthermore, the base URIs of the various ontologies are collected 
and consolidated in order to include appropriate namespace declarations and qualified 
tag names (e.g. “air:FlightSegment” instead of “http://www.lh.de/LHAirMessageOnto-
logy.owl#FlightSegment“). The creation of an OWL request message is exemplified in 
Figure 6-31.  
 
The activity component inputs are defined using concepts from a local message 
ontology. Hence, on their way through the P2P network the OWL individuals are 
transformed (by using the conceptual and property mapping patterns presented in 
chapter 3.3) to individuals conforming to the provider’s message ontology. The 
opposite procedure is applied to the invocation results. 
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Figure 6-31 Creation of an OWL request message 

 
The OWL response message containing the invocation results is parsed and a Jena 
ontology model is build. Jena18 is a Java-based framework that provides APIs for 
reading, manipulating and writing RDF graphs and OWL ontologies. The response 
message basically is a set of OWL individuals. From the message it does not directly 
become apparent which individuals are output parameters of the activity component and 
which ones are just a part of other individuals. For this reason, as shown in Figure 6-30, 
the list of OWL concepts defined as activity component outputs is passed to the 
“executeProxy()” method. For each output concept the corresponding OWL individual 
is extracted and passed to the response converter. The converter maps an individual to a 
Java object by applying the Java-to-OWL mapping mechanism presented in chapter 
6.1.3. 
 

 
Figure 6-32 Handling multiple output parameters 

 

                                                      
18 http://jena.sourceforge.net/ 
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While in theory a Semantic Web service may have several output parameters, the 
implementation of the Web service proxy, i.e. the “action()” method of “ACService” 
class, only allows for returning a single value. For this reason, as it has been shown in 
Figure 6-16, a holder structure is created which encapsulates all output parameters in a 
single Java object. When invoking the “executeProxy()” method, an empty holder 
object is passed. Figure 6-32 illustrates how the holder is filled with the Java objects 
returned from the response converter. The result is passed back to the BPEL engine, 
which, by means of the WSIF, takes care of the transformation to an XML instance.  

6.4 Summary 

This chapter provided a detailed insight into the architecture of semantic activity 
components from which a process is being built.  
 
It was presented, how different type representations can be bridged in order to allow for 
the simultaneous composition of the process on the semantic and on the technical 
(BPEL) level. While OWL classes and properties are mapped to complex XML Schema 
types and elements, the XML instances are represented in Java as XML façades. The 
underlying mechanisms for these two mappings are exploited in order to handle the 
transformation between Java objects and OWL instances, which is needed to 
dynamically invoke a Semantic Web service as part of a BPEL process. 
 
As an activity component represents a kind of abstract service, the characteristics for a 
new component to be generated are specified by means of an abstract OWL-S 
description. The generation procedure comprises - among other steps - an analysis of 
the component’s input/output parameters, the creation of appropriate XML Schema and 
Java types and the generation of a Web service proxy including its WSDL description. 
The parsing of and the reasoning over OWL ontologies is time-consuming.  Hence, the 
structure of the declared input and output concepts is pre-processed and captured in an 
adequate data structure. Finally, an activity component is made persistent as a JAR 
archive with a well-defined structure.  
 
It might become necessary to provide the same functionality in different phases of a 
business process. Hence, it was described how several instances of the same functional 
building block may be included into a process model. By means of the component’s 
configuration interface these instances may be configured separately. When being 
invoked, a component uses the instance-specific configuration in order to automatically 
find and select suitable Semantic Web services from 3rd party providers.  
 
Although an activity component, by default, dynamically binds to a Semantic Web 
service, in the configuration phase also a static binding may be defined. Appropriate 
invocation candidates may be obtained by using the lookup interface through which a 
component makes its discovery facilities available to external tools.  
 
The generated Web service proxy implements the invocation interface of an activity 
component. The proxy fulfils three main tasks: discovery, selection and invocation of a 
semantically matching external Web service offered by a 3rd party provider. It was 
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shown how the type mappings which are required to interact with these Semantic Web 
services are implemented by dedicated request and response converter modules. 
 
The following chapter is concerned with the process design and the implementation of 
the process modelling tool. 
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Chapter 7 
 
Semantics-based Process 
Modelling  

As part of the composition platform a process modelling tool was developed. The tool 
enables a process expert to easily design a process model by composing functional 
building blocks, i.e. by arranging the semantic activity components that were created by 
means of the component generation tool. A process model is an abstract process that is 
not bound to any concrete 3rd party provider services. In the following, after providing 
some impressions regarding the appearance and the functional range of the tool, its 
architectural details will be described. In Chapter 5.2.2 it was discussed, how a process 
expert may be supported with designing the data flow by automatically providing 
recommendations for assignments between semantically related input/output 
parameters. Consequently, this chapter will also address the question, how 
polymorphism of parameters can be emulated on the BPEL level in order to allow for 
such assignments to be represented in a BPEL process.  

7.1 Process Modelling Tool  

The following explanations will give an idea of the appearance and the usage of the 
process modelling tool. A comprehensive description of the provided features and 
detailed operating guidelines will not be provided at this point. Rather such information 
is available in [Sa2006].  

7.1.1 Overview 

Figure 7-1 shows a screenshot of the graphical user interface. Most of the buttons 
provided by the toolbar on the top are used to manage the process model repository, i.e. 



Chapter 7 

142 

to store, to load and to delete process models. Furthermore, a blank process model may 
be created and named.  
 
On the left hand side two layered panels are provided. While the “Control” panel (in the 
background) lists the control constructs that are used to structure a process, the 
“Activity” panel shows a list of activity components that were created and subsequently 
stored in the activity component repository. When retrieving a component from the 
repository, by using the factory described in chapter 6.3, it is first de-serialised from its 
persistent form. Each component is represented through an individual icon, which the 
modelling tool retrieves via the component’s presentation interface. Right to the 
“Activity” panel the control flow of the process is designed and presented to the user as 
a tree of activities. The right part of the user interface is concerned with the data flow of 
a process. When selecting an activity from the control flow tree its input parameters are 
listed and can be browsed in the “Input parameters” panel. For each input parameter 
and for each parameter part a list of assignment recommendations is given in the 
neighbour panel. Underneath, the data flow is shown as a graph. Each node of the graph 
represents an activity and each edge represents the flow of data from one activity to 
another. When selecting an edge, detailed information about the underlying 
assignments is shown. 
 

 
Figure 7-1 GUI of the process modelling tool – Design of the control flow 

7.1.2 Control Flow Design 

The control flow is being designed by adding activity component instances and control 
constructs to the process model. Whenever an activity component from the “Activity” 
panel is chosen a new instance of that component is created and added as a new node to 
the process tree. The user is required to assign a unique name to each activity 
component instance. As discussed in the previous chapter, it is important to distinguish 
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between the various instances of the same component. Although they provide the same 
functionality (e.g. flight booking), they may be configured separately, and thus behave 
differently at execution time. The name of an activity component instance may be 
changed at any time during process design. 
 
An important aspect of the control flow design is to define the order in which a set of 
activities take place. The following control constructs are available to be included into 
the process tree: 
 

• Flow – By means of the flow control construct concurrency and 
synchronization is achieved. The activities in a flow are processed in parallel. A 
flow ends when all of the contained activities have completed. 

• Sequence – The activities belonging to a sequence are processed one after the 
other. A sequence is completed when its final activity has completed. 

• While – For a while control construct a Boolean condition needs to be defined. 
The activities belonging to a while node are executed in a loop as long as the 
condition is true. 

• Switch/Case: For the activities belonging to a switch node "case" conditions 
can be defined. One particular sub-activity can be marked as "otherwise". The 
control passes the first activity whose case condition is true. If no case 
condition is true, the control passes the activity with the "otherwise" label. 

 
A control construct added to the process model is represented through a node in the 
process tree that ranges over all its sub-nodes. Control constructs can be combined and 
nested in arbitrary ways. 
 

 
Figure 7-2 Defining a case condition 

Figure 7-2 illustrates the definition of a condition. The exemplary process model 
contains a switch node that ranges over a single sequence node. The sequence however 
should be executed just in the case that the preceding activity was successful (i.e. the 
reservation ID returned from the flight booking activity is greater than "0"). In order to 
define such a condition the user - by right clicking on the sequence activity - opens a 
context menu from which the "set case condition" menu item is selected. A window 
pops up that allows for browsing all process parameters. The user selects a specific 
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parameter (part) and defines a simple condition by means of a logical operator and a 
value. More complex conditions may be defined by integrating the constraint editor that 
will be presented in Chapter 8. 
 
Nodes from the process tree may be modified, deleted, copied and pasted by using the 
actions provided in the context menu. When deleting, copying or pasting a node the 
sub-nodes are also included. This way, complete sub-processes may be moved. 

7.1.3 Semi-automated Data Flow Modelling 

It is in the nature of business processes that the services which are invoked within its 
scope share data. In order to design the data flow a user needs to know for each activity 
in a process model the input parameters it consumes and the output parameters it 
returns. The interface of an activity component may be explored in a separate window 
(see Figure 7-3) which in its left part shows the ontology concepts of the input 
parameters and in the right part the output concepts of the component.  
 
The central task in data flow modelling is the definition of assignments between the 
parameters of activity components. This can be either done in a pull- or in a push-
manner. The tool supports the pull-mode, i.e. for all input parameters of an activity 
component instance the data sources must be specified. When selecting an activity from 
the process tree the concepts of its input parameters are shown in the “input 
parameters” panel. As discussed in chapter 5.2.2, for meaningful data flows to be 
defined the modelling tool must support fine-grained assignments. Therefore the user 
may browse the tree-structure of the parameter concept until reaching the datatype 
level.  

 
Figure 7-3 View activity component input and output parameters 

 
Usually, in order to find an appropriate data source for a given input parameter or for a 
specific part of that input parameter, the process designer needs to carefully examine 
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the outputs (and their constituent parts) of preceding activities. For processes with 
numerous activities that have complex input and output messages this becomes a time-
consuming task. Therefore, this task is supported by the modelling tool which 
automatically analyses the semantic coherence of parameter concepts. When the user 
selects an input parameter part then for each individual output parameter part of each 
preceding activity its relation with the selected input parameter part is analysed. For this 
purpose a matchmaking module is used which reasons over the ontology concepts of 
two parameter parts. In case that the ontology concepts match, the output parameter part 
is an assignment candidate for the selected input parameter part. The types of matches 
(exact, equivalent, direct and indirect subclass match) were discussed in detail in 
chapter 5.2.2. As shown in Figure 7-4 the outputs of preceding activities are listed in 
the “Assignment Recommendations” panel and each output parameter tree is expanded 
up to the parts that were identified as assignment candidates for the selected input 
parameter part. Furthermore, for the sake of clarity, each assignment candidate is 
highlighted and labelled with the type of match.   
 

 
Figure 7-4 Assignment recommendations 

 
For each of the above mentioned matching types a similarity value S is pre-defined. It is 
S(exact match) ≥ S(equivalent match) ≥ S(direct subclass match) ≥ S(indirect subclass 
match). The similarity value of an indirect subclass match results from the similarity 
value of a direct subclass match divided through the distance in the subclass hierarchy. 
A direct subclass match has a distance of one. The various output parameter trees are 
ranked and ordered from high to low relevance. Thereby the relevance is calculated by 
summing up the similarity values of the contained matches. When the user has specified 
the assignment for a particular input parameter part then that part is highlighted in bold. 
As soon as for all subparts of an input parameter part assignments are specified this part 
is also highlighted in bold and thus marked as complete. The user may easily specify 
assignments between parameter parts that are described by different but semantically 
related concepts. On the BPEL level, however, this requires syntactic transformations, 
as within the BPEL process an assignment of elements belonging to different XML 
Schema types would normally lead to a type mismatch. Chapter 7.2.2 will elaborate on 
how this issue is handled. 
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If the definition of an OWL class allows for multiple instances of a property then this 
property is implicitly handled as an array. The modelling tool marks arrays by adding a 
pair of brackets (“[]”) to the property type. The process designer may define 
assignments between properties that represent arrays as long as they range over a 
matching base concept. Sometimes it might become necessary to select a specific array 
member and to assign it to an input parameter part. In this case and in the case of nested 
arrays the user is required to make additional selections that are further detailed in 
[Sa2006]. It should be noted that although an array implies a specific order of the 
members, the OWL specifications do not determine the order of properties in the XML 
serialization of an OWL individual. Therefore, when using the feature of assigning 
specific array elements, there needs to be an agreement with potential service providers 
about the meaning of the order. 
 
The inputs and outputs of the complete process are specified by the process designer. 
Similar to the investigation of an activity component’s interface, the user can browse 
the parameters and select the parts that are required as outputs of the whole process. 
Inputs or input parts for which no assignments were specified are implicitly handled as 
global input parameters of the whole process. The data flow is visualized as a graph. 
The nodes of the graph represent the activities of the process, while the directed edges 
indicate a data flow (an assignment) from the source to the target activity. Although the 
process designer should not be concerned with technical details, at any time during 
process modelling, the BPEL definition and the WSDL file for the process can be 
viewed by switching from the “Design” to the “BPEL” or to the “WSDL” tab 
respectively. 

7.2 Process Model 

While on the one hand the process modelling tool supports the process design by means 
of abstract building blocks and ontology concepts, on the other hand the composed 
process shall be deployable as a composite Web service in a BPEL workflow engine. 
As the BPEL standard does not cover semantic service descriptions or data flow in 
terms of OWL classes and properties it is necessary to differentiate between an internal 
process model and an external process model. When designing the process the 
proprietary internal model is being built. The internal model captures all relevant 
information as specified by the process designer including activity component instance 
details, assignments, control constructs etc. When a process is saved the internal 
process model is serialised to an XML file and stored in the process model repository. 
As discussed in chapter 5.2 the repository contains the abstract process models from 
which individually configured instances can be built by means of the configuration tool. 
When loading a process the XML file is de-serialised to the internal process model.  
 
At any time, from the proprietary internal process model a BPEL-compliant process 
model can be generated (see Figure 7-5). Thereby the introspection interfaces of the 
included activity components are used to retrieve technical details, i.e. the WSDL 
descriptions of the Web service proxies and the corresponding XML Schema types. 
Furthermore additional parameter transformations are added to the BPEL process 
model in order to enable the assignments between parameters that are described by 
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similar but different ontology concepts. Depending on performance constraints, the 
BPEL process model may be either generated continuously, i.e. whenever the process 
designer modifies the process model, or on demand. At the latest when the process is 
saved the BPEL model is generated and serialised as an XML file, which is stored 
along with the serialization of the internal process model in the process model 
repository.   

 
Figure 7-5 Process representations 

7.2.1 Internal Process Model 

The internal model of a process is, similarly to the graphical representation, a tree that 
is composed of a set of nodes. In order to build this tree, the classes shown in Figure 
7-6 are used. The abstract PMNode class provides methods that are of general interest, 
such as for naming the node and for storing links to subnodes. All other nodes are 
created by means of subclasses of PMNode. The classes SequenceNode, 
FlowNode, SwitchNode and WhileNode represent the corresponding control 
constructs and provide additional attributes that are used to store and to manipulate 
settings relevant for the respective construct. For example, in addition to the 
functionality provided by the PMNode class a WhileNode provides methods for 
defining the condition of the while loop. A FlowNode defines methods for inserting, 
deleting and modifying “links” which are used to synchronize certain activities within a 
flow. Any activity which is part of a flow may be defined as a source or a target activity 
of a link.  
 
Within the internal process model an activity component instance is represented 
through an ACNode which is a specific subclass of PMNode. It stores all instance-
specific data and provides methods for storing and manipulating the assignment 
information, i.e. the data sources for input parameters of the component instance. 
Furthermore, additional information, such as whether a parameter of an activity is used 
as an output of the complex process, is stored in an ACNode. In order to retrieve 
generic information about an activity component, mainly the components’ introspection 
and presentation interfaces are accessed. The modelling tool extensively uses the pre-
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processed property trees (as presented in chapter 6.2.1) which allow for browsing the 
inputs and outputs as OWL concepts and XML Schema types at the same type.  
 
The whole process is an instance of the BProcessModel class which provides 
methods for storing generic process information about the process and which contains a 
reference to the first sequence node which represents the root of the process tree. All 
other nodes are direct or indirect subnodes of this SequenceNode instance. 
 

 
Figure 7-6 Internal process model 

7.2.1.1 Serialization of the Internal Process Model 

For the serialization of the internal process model an appropriate XML schema (see 
appendix) was developed. When the user saves the process a file is generated that 
complies with the schema. For this purpose JAXB, the Java Architecture for XML 
Binding [Fo2004], was used. By means of a JAXB compiler Java classes can be 
generated from XML schemas. The compiler takes an XML schema as input, and then 
generates a package of Java classes which reflect the rules defined in the source 
schema. Consequently Java applications can work with schema-compliant XML data as 
Java objects. The generated Java classes primarily provide the following functionality: 

• creation of Java objects that reflect the structure and elements of the XML 
schema, 

• validation of the process data in order to assure the conformance to the XML 
schema, 

• generation of an XML document for the process based on the created Java 
objects. 

 
In fact, the classes discussed in the previous section were generated based on the 
custom XML schema representing the internal process model. In conjunction with the 
JAXB API this provides a convenient and reliable way to serialise/deserialise the 
internal process model to/from an XML file. 
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7.2.2 BPEL Process Model 

This chapter will elaborate on how the internal process model maps to the various 
elements of the BPEL process model as introduced in chapter 2.1.2.4. The relations 
between a BPEL process and the parties it interacts with are specified by means of 
“partner links” (see Figure 7-7). In this regard partners are both: external services that 
are invoked within the scope of the process and clients that invoke the process. The 
BPEL process itself (from an outside view) is a plain Web service that is described by 
an appropriate WSDL file. Hence, each BPEL process defines at least one link to a 
partner, namely to the client. Instead of links to remote Web services, the internal 
process model carries information about activity component instances that are invoked 
through their invocation interfaces and that are implemented and described as Web 
services with a proxy functionality. Hence - apart from the client partner link - the 
remaining partner links in the generated BPEL process are links to the activity 
components’ Web service proxies.   
 

 
Figure 7-7 Basic structure of the generated BPEL process model 

7.2.2.1 Blank process  

When the user creates a new process from scratch, the internal process model consists 
solely of a BProcessModel node and an empty SequenceNode which is the root 
for all subsequently added activities. From this initial process model the BPEL process 
model shown in Figure 7-8 is generated. Within the surrounding process element 
three sections – partner links, variables and the root sequence – are specified. These 
sections are further extended whenever new activities, assignments or control constructs 
are added to the process. The surrounding process tag is used for the obligatory 
“housekeeping”, i.e. it provides attributes for defining the process name as specified by 
the user (“DemoProcess” in the given example) and for setting a target name space in 
which all other elements of the BPEL process definition reside.   
 
In general, a multitude of elements within a BPEL process (such as control constructs 
or partner links) need to be labelled with individual names. On the one hand this means 
a high degree of flexibility for the user who creates the process, and it is the 
precondition for the re-use of certain elements. On the other hand, the purpose of the 
elements is not always understandable for a technically inexperienced business process 
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designer who may find it difficult and confusing to name them reasonable. The process 
modelling tool as far as possible avoids requesting technical details from the user. 
Hence, when generating the BPEL description, pre-defined conventions are applied to 
derive the element names from the input that the user provides during process design. 
For example, as shown in Figure 7-8, the process namespace and the name of the root 
sequence node are derived from the process name that the user provides when 
generating a blank process. Such simplifications come at the trade-off that the element 
names are not always as self-describing as they could be. However, since the complete 
process life-cycle - including configuration and deployment - is tool-based, there is no 
need for manual interpretation or modification of the generated BPEL process. 
 

 
Figure 7-8 BPEL process skeleton generated from an empty process model 

An empty process has no partner except for the client. Therefore in the partner links 
section initially just a single link is defined (see Figure 7-9). A partner link always is an 
instantiation of a partner link type which declares how two parties interact and what 
each party offers. Partner link types generally are part of the partner Web service 
descriptions, hence the partnerLinkType attribute in the given example refers to 
the partner link type that is specified in the interface description (WSDL) for the 
business process. Chapter 7.2.2.5 will elaborate on how the process WSDL file is 
generated. 
 

 
Figure 7-9 Client Partner Link 

Variables in a BPEL process store the results of invoked services for subsequent 
modifications and/or as input to other services. Initially, for the blank process just 
variables for the process input and output are defined (see Figure 7-10). The message 
types of the variables are again specified in the process WSDL file.  
 

 
Figure 7-10 Declaring the process input and process output variables 
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The sequence element is the starting point for the execution of the process. Initially, as 
shown in Figure 7-11, it just contains a receive operation and a reply operation. The 
receive operation waits for an incoming message using the client partner link. The 
portType and operation attributes specify the abstract interface and the operation 
through which the message is received. Both elements, port type and operation, are 
defined in the process WSDL description. The received message is stored in the 
processInput variable declared before. By means of the createInstance 
attribute the BPEL engine is instructed to launch a new process instance for each 
incoming request. The reply operation is the final step in the process execution. It 
instructs the engine to return the value of the processOutput variable to the client.  
 

 
Figure 7-11 Root sequence node 

All further added control and data flow operations are sub-nodes of the root sequence 
element, i.e. they are hooked in between the receive and the reply operations. 

7.2.2.2 Activity Component Instances 

Whenever the user selects an activity component and adds a new instance to the 
process, the internal process model is extended with an ACNode. Basically, when 
generating the BPEL process, each ACNode is mapped to a BPEL invoke operation 
which is configured so as to invoke the activity components’ Web service proxy.  
 

 
Figure 7-12 Information sources for the BPEL generator 

 
The BPEL generator uses two information sources (see Figure 7-12). Detailed 
information about the interface of the Web service proxy which is needed to link the 
proxy with the BPEL process is retrieved through the methods provided by the activity 
components’ introspection interface (see chapter 6.3.2). Among other things, the 
namespaces, the partner link type as well as message and port types defined in the 



Chapter 7 

152 

proxy WSDL are of interest. Additionally, instance-specific information (e.g. the user-
specified name for the newly created activity component instance) is obtained from the 
ACNode in the internal process model. 
 
Below the generated BPEL code for invoking an instance of an exemplary 
“AirBooking” component will be discussed. The generation of the Web service proxy 
for the “AirBooking” component already was presented in chapter 6.2.2. It is assumed 
that the process designer decided to name the activity component instance as 
“BookMyFlight”. It is understood that further instances of the same component in the 
process will need to be named differently. At first, as shown in Figure 7-13, the 
namespaces in which the WSDL elements of the “AirBooking” proxy and the 
corresponding XML Schema types reside are added to the surrounding process element.  
 

 
Figure 7-13 AC instance invocation – Adding the AC namespaces 

In a second step a new partner link is created in order to team up with the Web service 
proxy of the “AirBooking” activity component (see Figure 7-14). As mentioned above, 
the relevant information about the partner link type and the partner role is obtained 
through the components’ introspection interface. The partner link type specified in the 
WSDL description of the proxy just defines one (its own) role, thereby expressing the 
willingness to interact with any partner. 
 

 
Figure 7-14 AC instance invocation – Adding the AC partner link 

It should be noted that both the namespaces and the partner link in the BPEL process 
are just defined once for all instances of a given activity component. They provide a 
basis for the communication with the Web service proxy. The elements presented 
below, however, are added for each individual instance of a component. In the variables 
section two variables for capturing the input and the output of the activity component 
instance are declared. As they are instance-specific their names are derived from the 
user-specified instance name (“BookMyFlight”).  
 

 
Figure 7-15 AC instance invocation – Adding input and output variables 

The various instances of an activity component may be configured individually. Hence, 
when being invoked by the BPEL engine the “AirBooking” Web service proxy needs to 
know which instance it currently represents, i.e. which configuration to apply. 
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Figure 7-16 AC instance invocation – Invoking the Web service proxy 

As discussed in chapter 6.2.2.1, the instance name may be passed through a hidden19 
part of the request message. For this purpose, a statement for assigning the instance 
name (here “BookMyFlight”) is added to the BPEL process. The same is done for the 
process context (not shown). Finally, the invoke operation for the “AirBooking” Web 
service proxy is added by using the adequate partner link and port type. 

7.2.2.3 Assignments for exact matches 

During process design for each input parameter of an activity component instance the 
data sources need to be specified. In the internal process model the assignment 
information is stored in the nodes that contain information about the activity component 
instances (ACNodes). As detailed in chapter 6.2.1, the structure of the ontology 
concepts which describe the input and output parameters of an activity component is 
pre-processed and stored in the form of “OWL property trees”. The process modelling 
tool makes use of these property trees in order to enable the user to browse the concept 
of a parameter, to decompose it into its parts and thus to specify fine-grained 
assignments between matching parameter parts of two activity components. In the 
internal process model such fine-grained assignments are represented by storing (apart 
from references to the activity component instances and to the involved parameters) the 
paths in the property trees of the source concept and the target concept respectively (see 
Figure 7-17). In addition, the type of match (exact, subclass, etc) is stored.  
 

                                                      
19 “Hidden” in this context means that this message part has no semantic counterpart that is 
retrievable through the components’ introspection interface. Thus, it is not visible for the user of 
the process modelling tool. 
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Figure 7-17 Representing fine-grained parameter assignments on the BPEL level 

 
When generating the BPEL process the assignment information from the internal 
process model is used to access the activity components, to retrieve the appropriate 
property trees and to traverse them until reaching the source and the target node 
respectively. As described in chapter 6.2.1 such “OWLPropertyNodes” at the same time 
provide information about a specific property of an input/output parameter concept and 
about the corresponding parameter part and its XML Schema type in the Web service 
proxy WSDL description. In order to build an appropriate BPEL copy operation, three 
pieces of information about the assignment source and about the assignment target are 
needed: the variable names, the WSDL message parts and the queries that specify the 
exact XML Schema elements from which and to which will be copied.  
 
As described in the previous section, for each activity component instance one variable 
for storing the input message and another one for storing the output message of the Web 
service proxy are included into the BPEL process. As the names of these variables are 
derived from the name of the activity component instance it is straight-forward to add 
them. Chapter 6.2.2 explained that each input parameter of an activity component in the 
Web service proxy WSDL is represented as an individual message part. The name of 
this part is provided by the getWSDLPartName()method of the OWL property 
node. For specifying the path to the desired element of the complex XML Schema type 
BPEL makes use of the XPath [XPATH1999] query language. The path is provided by 
the getXPathFull() method of the property node. Internally the XPath query is 
created by traversing the property tree up to the root node in order to obtain the 
superordinated XML Schema elements. 
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Figure 7-18 Generated BPEL assignment 

Figure 7-18 shows an exemplary BPEL assignment that is generated when the process 
designer passes a booking number received from an “AirBooking” component to a 
subsequent “AirPayment” component. More specifically the value of the 
“hasBookingID” property belonging to the “AirBooking” output is assigned to the 
“hasBookingNumber” property of the “AirPayment” component. The assignment in 
this case is straight-forward as in the underlying ontology definition both properties 
range over the same OWL concept, namely a booking number. Consequently, following 
the explanations provided in chapter 6.1.1, the corresponding XML Schema elements 
are of the same type and structure. Assignments for properties that range over 
semantically related but different concepts will be discussed in the following section. 

7.2.2.4 Assignments between semantically similar parameters - emulating     
polymorphism 

The motivation for using an ontology representation language like OWL to describe the 
characteristics and in particular the parameters of an activity component was discussed 
in chapter 5.2.2. XML Schema requires to model inheritance in an explicit way while in 
OWL it may also be derived from the concept definitions. Furthermore, when using 
XML Schema, complex inheritance relations (including extensions and restrictions of 
the base type) can only be modelled in an artificial manner using intermediate types. 
Multiple inheritance is not supported at all. A comprehensive analysis of the relation 
between ontologies and Schema-languages is provided in [Kl2000]. It concludes that 
XML schemas are suitable for defining data container structures while ontologies 
describe a domain.  The higher semantic expressiveness of OWL is exploited for 
issuing data flow recommendations and for enabling the process designer to assign 
parameter parts (properties) that have a subclass or equivalence relation to the target 
property.  
 
However, different concepts – even when they are semantically related – are mapped to 
different XML Schema types. Consequently, when translated to BPEL operations, such 
assignments result in type mismatches. In principle, in order to reflect the subclass 
relationship between two ontology concepts, the corresponding XML types could be 
generated by applying the XML Schema “extension mechanism”. It allows for 
extending a complex type with additional elements and to define restrictions, thus to 
create a kind of subtype hierarchy. However, for various reasons this mechanism was 
not used. OWL allows for multiple inheritance, but on the XML Schema level this is 
not supported at all. It is not feasible to define complex XML Schema types as an 
extension of multiple other types. Furthermore, a more practical problem arises. 
Although the extension element is part of the XML Schema specification, there are only 
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very few XML processing frameworks which are able to handle it correctly. In 
particular this is the case for the available Web service implementations: Passing an 
XML instance of an extended type to a parameter of the base type usually results in 
erroneous and unexpected behaviour. 
 
For these reasons, the assignment of semantically similar parameters in a BPEL process 
was realized by syntactically transforming XML instances from the source type to the 
expected target type, thus emulating polymorphism. During process design, when 
looking for candidates to be assigned to a parameter part, a subclass match (cf. section 
5.2.2) is either detected through an explicitly defined subclass-relationship or by 
analysing the set of properties that apply to the compared concepts (facet analysis). It is 
understood that any OWL individual belonging to a subclass B at the same time also 
belongs to the superclass A. Consequently, the property cardinality restrictions defined 
for A do also apply for OWL class B: The set of properties AP  that are mandatory20 for 
individuals of the super class is a subset of BP  which is the set of mandatory properties 
for individuals belonging to OWL class B.  Taking into account the OWL-to-XML 
Schema mapping conventions explained in chapter 6.1.1, this means that a generated 
XML Schema type Y which corresponds to the OWL subclass B at least defines the 
same mandatory elements as the complex XML Schema type X does which corresponds 
to the OWL superclass A. Thus, an XML instance of the source type Y may be 
transformed to the target type X by individually copying the mandatory elements ( XP ) 
of the target type from the source instance to a target type instance.  
 
A simple example is illustrated in Figure 7-19. The XML element “hasPassenger” (of 
type “Passenger”) which is part of a “FlightBooking” parameter is assigned to the 
element “hasHirer” (of type “Person”) of a “RentalCarReservation” message. During 
process design the user specified an assignment between the properties since in the 
underlying ontologies the “Passenger” class is directly or indirectly defined as a 
subclass of “Person”. Although on the BPEL level the generated XML Schema types 
“Person” and “Passenger” are different the assignment is carried out by copying the 
elements that constitute the “Person” type from the “Passenger” instance to a blank 
“Person” instance.  
 

 
Figure 7-19 Syntactic XML instance transformation 

 
Although the above described transformations ensure the creation of a valid target type 
instance, there may be some information loss when just sticking to the mandatory 

                                                      
20 The property cardinality is at least one. 



Semantics-based Process Modelling 

157 

elements of an XML Schema type. Properties that are applied with a minimum 
cardinality of “0” to the OWL superclass and that also remain optional for individuals 
of the subclass (i.e. the subclass does not refine the property constraints) need special 
handling. A static copy operation for the corresponding XML Schema elements may 
not be included into the BPEL code as this would lead to erroneous behaviour when 
assigning an instance that does not contain these elements. Therefore, each copy 
operation for optional elements is preceded with a check for the existence of these 
elements.  
 

 
Figure 7-20 Conditional assignment for optional elements 

 
Figure 7-20 illustrates the BPEL code which is generated in this case. In the given 
example it is assumed that either (a) within the “Person” class definition a cardinality 
restriction with a minimum cardinality of “0” is defined for the “hasTitle” property and 
the cardinality restriction is not “overridden” by the subclass or that (b) the “Person” 
class is defined as the domain of the property. In any case the property is considered as 
optional and consequently the corresponding XML Schema element “hasTitle” is 
created with a minOccurs attribute set to “0”. The standard XPath function 
count() is used to find out the number of “hasTitle” nodes of a “Passenger” instance 
which needs to be transformed to a “Person” instance. Subsequently, by means of a 
switch statement, the copy operation is only executed in the case that “hasTitle” 
elements exist.  
 
Not just subclass matches but also equivalent matches are handled in the above 
described manner. The assignment of parameters that are described by equivalent OWL 
classes is even more straight-forward: If class A is defined as being equivalent to class 
B then – according to the OWL specification [OWL2004] –  A is a subclass of B and B 
is a subclass of A. Following the argumentation given above the conclusion can be 
drawn that both classes share the same properties. Hence, for each of the defined 
elements a copy operation is added to the BPEL code. Optional elements are again 
handled by means of conditional copy assignments. 
 
An alternative approach for carrying out the necessary XML transformations would be 
to use the Extensible Stylesheet Language (XSL). XSL defines XSLT [XSLT2006] 
which is an XML application for specifying rules for transforming one XML document 
into another. Some vendors of BPEL engines have enhanced their products with the 
capability to process XSLT stylesheets. Capturing the above described transformations 
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in the form of XSLT stylesheets instead of specifying numerous (partly conditional) 
copy operations would result in better structured and more readable BPEL processes. 
On the other hand it should be noted that XSLT transformation functions are not part of 
the BPEL 1.1 specification. Several vendors have defined proprietary extensions for 
including XSL transformations but in order to ensure maximum compatibility such 
extensions were not considered for the work presented in this thesis.  

7.2.2.5 Process WSDL 

When being deployed the generated BPEL process is made available to clients as a 
normal Web service. Hence, it needs to be described by means of the WSDL. The Web 
service description is generated along with the BPEL process definition by traversing 
the internal process model. For a blank process (as it was described in 7.2.2.1) the Web 
service description shown in Figure 7-21 is created. Its elements are defined within the 
same namespace as the elements of the BPEL process definition. The Web service 
description is subdivided into three parts that are further described below: messages, 
port type and the partner link type. The BPEL process defines references to all of these 
parts. 
 

 
Figure 7-21 WSDL skeleton generated from an empty process model 

A single pair of message types is declared: one for the request received from the client 
and the other one for the returned response. As shown in Figure 7-22 these message 
types initially are empty. They will be refined for each parameter that is defined as a 
process input or output respectively. The BPEL process definition makes use of the 
defined message types in order to specify the types of the process input and output 
variables. 
 

 
Figure 7-22 Process WSDL – Request and response message 

The generated port type (see Figure 7-23) includes the supported set of operations. By 
default a single operation is defined that is named after the process. The port type 
defines the abstract interface that the Web service provides to clients. At the same time 
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the generated port type and the operation are also referenced from the BPEL process in 
order to specify from where the receive operation will get the incoming data. 
Furthermore, the final step in the BPEL process execution, the reply operation, also 
refers to the port type in order to define through which interface the process result will 
be returned. 
 

 
Figure 7-23 Process WSDL – Port type 

The BPEL process interacts with its partner through so called partner links. Since an 
empty process has no partner except for the client, the empty BPEL process model just 
defines a single partner link (cf. section 7.2.2.1) which is an instantiation of a partner 
link type defined in the process WSDL. The partner link type is a neutral view on a 
business relationship and it defines the roles that may be adopted by the interacting 
parties.  As shown in Figure 7-24, the generated link type just defines the role of the 
service provided by the BPEL process (“DemoProcessService”), hence it is open to 
team up with any client. The prefix and the corresponding namespace indicate that 
partner link types are not part of the core WSDL but they are defined through the 
WSDL extensibility element mechanism.    
 

 
Figure 7-24 Process WSDL - Partner link type 

While the generated WSDL provides an “interface definition” of the exposed Web 
service, the “service implementation definition” (specified within the scope of the 
WSDL “service” and “binding” tags),  describing the physical service endpoint, the 
used protocols and the data coding conventions, is left open. These elements are 
automatically generated by the BPEL execution environment when the process is 
deployed.  

7.2.2.6 Global Process Inputs and Outputs 

By using the process modelling tool the process designer may specify that for a given 
activity the input or specific input parts are received from outside of the process, i.e. 
these parameters need to be provided by the client of the composite Web service. In the 
internal process model the information about which activity inputs were appointed as 
process inputs is stored in the activity component instance nodes (ACNodes). When 
translating the internal process model to a BPEL process an adequate copy operation 
from the process input message to the parameter part in question is added to the 
assignment section that precedes the invocation (cf. 7.2.2.2) of the activity component 
instance. Figure 7-25 illustrates the assignment generated when the process designer 
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declares the “hasCustomer” parameter part of an AirBooking activity component as a 
global process input.  
 

 
Figure 7-25 Initialize AC Parameter part with the process input 

The declaration of global process inputs does not just affect the generation of the BPEL 
process. At the same time the request message received by the BPEL process needs to 
be extended accordingly. The type of this request message, however, is specified in the 
WSDL description of the process. Therefore, as illustrated in Figure 7-26, a new part is 
added to the request message definition. The type of this new part is the XML Schema 
type which corresponds to the range of the property that was defined as process input. 
In the same way as described in section 7.2.2.3  the name of the required XML Schema 
type is obtained from the OWL property node retrieved through the activity 
component’s introspection interface.  
 

 
Figure 7-26 Extend WSDL request message with additional part 

 
Using a new type in the process WSDL description requires to define it within the 
types section. As explained in chapter 6.2, while generating an activity component an 
XML Schema definition file containing all relevant type definitions is created. These 
are made available to the process WSDL by including an adequate import statement 
into its types section.     
 

 
Figure 7-27 Import Activity component XSD types into process WSDL 
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If the process designer for certain input parameter parts of an activity component 
instance did not specify any assignment source then these parameter parts are 
automatically defined as process inputs. The declaration of activity outputs as process 
output parameters is handled in an analogous manner as the process inputs: The type of 
the process response message is extended accordingly and the corresponding assign 
operation is included directly after the invoke operation for the activity component 
instance.  

7.3 Implementation Structure 

The concepts presented in this work can be implemented in many different ways. This 
is why implementation issues are not at the focal point of this document. Therefore, this 
section will only provide a very brief overview of the main packages of the process 
modelling tool. More details can be found in [Sa2005c]. The implementation entities 
concerned with process modelling have been arranged according to the packages 
depicted in Figure 7-28.  
 

 
Figure 7-28 Main packages related to the process modelling tool 

 
The “facade” package contains the classes that are concerned with rendering the 
graphical user interface of the tool.  The business logic and classes that are related to 
the various process representations have been implemented in the “model“ package and 
in its sub-packages. Finally, the “utils” package contains classes of general use. 
 
The classes in the model package reflect the elements of the internal process model as 
presented in 7.2.1. They are used to build the process tree consisting of control 
constructs, assignments and activity component instances. The process root is 
implemented by the “BPProcessModel” class. As the name indicates, the 
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“BPELGenerator” class implements the logic for generating a BPEL process 
description from the internal process model. In order to do so, it makes use of the 
elements in the “BPELModel” sub-package which contains classes representing the 
various nodes of a BPEL process. These classes can be directly used for the XML 
serialisation of the process. Similarly to the “BPELGenerator”, the “WSDLGenerator” 
takes care for building and serialising the WSDL interface of the BPEL process from 
the internal process model. A prototype of the process modelling tool was implemented 
as part of a diploma thesis [Ch2005]. 
 

 

Figure 7-29 Packages of the toolchain GUI and of the various repositories 

 
Following the argumentation provided in chapter 5.2, different users are concerned with 
the various tasks in the composition life-cycle. Hence, the constituting tools of the 
composition toolkit are likely to be used in a stand-alone manner. However, as it can be 
seen from Figure 7-1, a graphical interface was implemented from which the process 
modelling tool and all other components of the composition toolkit are accessible. For 
this meta-tool a separate package with the contents shown in Figure 7-29 was created. 
The various repositories for the activity components, for the process models and for the 
configured processes have been implemented on the same level. 

7.4 Summary 

This chapter provided an overview of the functional range and an insight into 
architectural details of the process modelling tool, which is a central part of the service 
composition platform.  
 
The tool allows for the visual design of the process control flow by combining instances 
of activity components and control constructs to a process execution tree. The activities 
carried out within the scope of a business process share data, hence the data flow 
design, i.e. the specification of assignments between the individual activity parameters, 
is of particular importance. According to the types of matches described in chapter 5, 
the tool automatically identifies appropriate assignment candidates and ranks them from 
high to low relevance. 
 
When designing the process a proprietary internal process model is being built. Upon 
request the internal process model is translated to a BPEL-compliant process definition. 
Any control constructs are mapped to their BPEL counterparts and for each individual 
activity component instance a link to its Web service proxy is added to the BPEL 
process definition. Furthermore, the data flow specified by the process designer in 
terms of ontology concepts is translated to BPEL assignments between the parameters 
of the Web service proxies. Thereby the introspection interfaces of the included activity 
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components are used to retrieve technical details, such as the WSDL descriptions of the 
Web service proxies and the corresponding XML Schema types. 
 
For the process designer it is convenient to follow the recommendations provided by 
the modelling tool for assignments between different but semantically related 
parameters. When creating the BPEL process, however, such assignments need special 
handling, as the underlying XML Schema types differ. Hence, transparently for the 
user, polymorphism is emulated on the BPEL level by syntactically transforming a 
source parameter to an instance of a target parameter type. Thus, valid assignments are 
created while at the same time exploiting the relationships defined on the ontology 
level. 
 
When being deployed, the generated BPEL process is made available to clients as a 
Web service. Hence, along with the BPEL description, the WSDL description of the 
process is being built. In the WSDL description response and request messages are 
constructed based on user-specified process inputs and outputs. 
 
The designed process models are serialised and stored in the process model repository. 
From a single process model several custom-configured instances may be created. This 
issue and the deployment of a process to a BPEL engine will be detailed in the 
following chapter. 
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Chapter 8 
 
Process Configuration and 
Deployment 

The configuration phase is an essential part of the composition life-cycle. For a given 
process model several individual configurations may be created. The discovery and 
selection of suitable Web services for the various process activities is carried out 
automatically during process execution. Hence, apart from the process functionality 
which is inherently determined through the contained activity components, more 
distinguished non-functional service selection criteria need to be specified. This chapter 
will provide a brief overview of the functional range and the visual appearance of the 
process configuration tool. Furthermore, it will be detailed how a user-defined 
configuration is internally represented and how it is applied at runtime in order to fine-
tune the process behaviour. A configured process is ready to be deployed in a BPEL 
engine and to be published as a plain Web service. The necessary steps are carried out 
by means of a deployment tool which completes the composition platform presented in 
this thesis. This chapter will also briefly outline the operation and implementation of 
the process deployment tool. 

8.1 Non-functional Parameters and Constraints 

It already was mentioned that the various process composition tasks are usually carried 
out by different actors with different competencies and responsibilities. While the one 
user determines abstract business functionalities and generates the corresponding 
activity components, a dedicated expert may be concerned with the business process 
design, i.e. with composing the abstract functional components. The underlying 
functionality ontologies and message ontologies are a common reference point for all 
involved actors. The activity components that are shared throughout the whole 
composition life-cycle are representatives for the service functionality classes defined 
in the functionality ontology. In addition, a functionality ontology also defines 
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properties for describing non-functional service aspects. As providers describe their 
services based on these properties, it is straightforward to use them as service selection 
criteria. For this reason, the process configuration tool enables the configuration of the 
activity component instances by defining constraints on non-functional service 
parameters.  
 
Such constraints range from the simple specification of values or value ranges to the 
definition of dependencies between service properties. The configuration ensures that at 
runtime of a process each activity component invokes a service which not just provides 
the desired functionality but which also satisfies the non-functional requirements. 
Moreover, as shown in Figure 8-1, in the case that multiple candidate services fulfil the 
constraints, a user-specified ranking function ensures that the most appropriate one (in 
the example the service with the lowest guaranteed response time) will be selected.  
 

 
Figure 8-1 Configuration elements  

 
The functional architecture of the configuration tool already was discussed in chapter 
5.2.3. The following chapters will describe how this high-level architecture was put into 
practice. But before, the structure and the various types of non-functional parameters 
shall be recalled: 
 
Chapter 3.2.1 described in detail how the service functionality ontology specifies a 
hierarchy of non-functional service parameters and how service providers can include 
instances of these parameters into their Semantic Web service descriptions (cf. Figure 
3-3).  Here it should be recalled that each non-functional parameter is a refinements of 
the OWL-S “ServiceParameter” class. Thereby two kinds of service parameters were 
distinguished: generic ones that apply to all service types (e.g. “ResponseTime”) and 
parameters that apply just to a specific class of services including their subclasses (such 
as “CarType” for car rental services).  
 
The defined non-functional parameter classes may be arbitrary complex, i.e. they may 
exhibit datatype properties which range over simple types and they may have object 
properties which in turn range over other classes. For example, for the “ResponseTime” 
parameter shown in Figure 8-2 two datatype properties are defined which determine the 
minimum and the maximum guaranteed response time.  Furthermore, as illustrated for 
the “CarType” service parameter, there may be fixed predefined instances (i.e. values), 
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such as “OffRoad” or “Van”.21 The following section will detail how the configuration 
tool enables the specification of constraints on the various types of parameters. 
 

 
Figure 8-2 Different types and forms of non-functional service parameters 

8.2 Process Configuration Tool 

The following description provides an overview of how the process configuration tool 
looks like and how it is used. A comprehensive description of the provided features and 
detailed operating guidelines will not be provided here. Rather such information is 
available in [Sa2006]. 

8.2.1 Overview 

Figure 8-3 shows a screenshot of the graphical user interface. By means of the buttons 
provided in the top toolbar a process configuration can be loaded and saved or a blank 
configuration can be created. Having loaded a process to be configured, its control flow 
(activities and control constructs) is presented in the panel on the left hand side. By 
selecting an activity component instance from the process control flow it may be 
configured using the options provided by the configuration panel on the right hand side 
of the tool. The configuration panel is subdivided into five sections. The “properties” 
section enables the user to browse the non-functional parameters that are applicable to 

                                                      
21 In the provided example the properties or instances are not directly defined for the non-
functional parameter but for an intermediate class (“RT_Type” and “CT_Type”). The definition 
of these dummy classes, although practically not relevant, became necessary because the   
OWL-S  specification (1.0) foresees for the generic “ServiceParameter” class a standard 
property “sParameter” which carries the value of the non-functional parameter. 
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the selected activity component instance. Having selected a specific non-functional 
parameter or a parameter part, the user may define in the “property details” section an 
atomic constraint by specifying an operator and a value. Such a constraint can be added 
to the “constraints” section where it may be combined with others. In the “ranking” 
section a simple ranking function can be determined which serves as a criterion for 
selecting one out of multiple candidate services that comply with the configured 
constraints.  
 

 
Figure 8-3 GUI of the process configuration tool 

 
Finally, in the “provider” section the user may determine that for the current activity the 
same provider as for one of the preceding activities shall be chosen. The message panel 
at the bottom of the window informs about the status (i.e. success or potential 
problems) of the actions performed. 

8.2.2 Defining atomic and complex constraints 

As mentioned before, each of the activity component instances shown in the process 
control flow may be configured individually. The configuration panel changes 
accordingly and renders the generic non-functional parameters as well as the activity 
component-specific ones as a browsable tree (see Figure 8-3). Having selected a 
property, its details, i.e. the URI and the type over which the property ranges, are shown 
below. In case that there are already predefined instances for the selected non-
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functional parameter then these are presented as a drop-down list in the value field. 
Otherwise the user may enter a value manually. Furthermore, in the operator field a list 
of suitable relational operators is provided. The list of available operators depends on 
the type of the selected property, e.g. “<” or “>” are just allowed for properties ranging 
over types for which a corresponding natural ordering is defined. Atomic constraints 
specified in this manner are listed in the constraints panel where they may be combined 
with others. Figure 8-4 shows how two constraints are marked and logically linked in 
order to create a complex one. From the list exactly one constraint can be applied to the 
activity component instance. When pressing the corresponding “Apply” button this 
constraint is visually highlighted. The restriction to only one constraint does not limit 
the range of applicable constraints as by means of the logical operators arbitrary 
complex ones may be created.  
 

 
Figure 8-4 Creation of a complex constraint 

8.2.3 Service Ranking and Provider Selection 

If at runtime multiple services comply with the constraints that were defined for an 
activity component instance, a decision needs to be made which service should be 
selected for invocation, i.e. in this case a ranking between the candidate services 
becomes necessary. The service which ranks first will be selected and invoked. If this 
service is not available or if an error occurs during invocation, the second-best 
matching service is selected and so on. Usually such rankings are based on a well-
defined weighting function which performs a sum or average in order to give some non-
functional parameters more of a "weight" than others. In literature several approaches 
for defining such a function can be found. Here, just in order to demonstrate the basic 
principle of service ranking, the user may apply for each activity component instance a 
very simple weighting function f(x)=x by determining a single property according to 
which the candidate service shall be arranged. As shown in Figure 8-5, when right-
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clicking on a property, it may be selected as the ranking property, i.e. it is used as input 
to the weighting function. Furthermore, the user may determine whether the results 
shall be arranged in ascending or in descending order. In the example illustrated in 
Figure 8-5 from all flight information services which comply with the configured 
constraints the one with the lowest guaranteed response time shall be invoked.  

 
Figure 8-5 Service ranking criteria 

 
Some service selection constraints need to be defined relatively to the execution context 
of the process, i.e. they depend on information which is not available at configuration 
time. For example, when carrying out an activity it often becomes necessary to select 
the same service provider that was dynamically (i.e. at runtime) selected for an 
associated activity. As shown in Figure 8-6, in the provider section of the configuration 
panel the user may chose one of the preceding activities in order to determine such a 
dependency. An approach for representing such inter-service dependencies including 
the execution context by means of ontologies is presented in [Ve2004]. 
 

 
Figure 8-6 Configure service interdependencies 

8.3 Constraint Model and Representations  

After having presented the logical architecture of the process configuration tool in 
chapter 5.2.3, this section will describe the internal structure of constraints and their 
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representation. In this respect, three representation levels have to be distinguished. First, 
the constraints – and the configuration information in general – need to be available in a 
form comprehensible for the end user, i.e. to be used on the presentation level. Second, 
an internal constraint model is required which can be easily interpreted when it comes 
to the constraint checking, i.e. to the validation of Web service descriptions in terms of 
the specified constraints. Finally, as the configuration will be stored as part of an 
activity component, a persistent serialisation of the internal constraint model is needed. 
First, before discussing the various constraint representations, a more detailed insight 
into the architecture of the process configuration tool will be provided. 

8.3.1 Configuration Tool Architecture 

The central module used by the tool is the “constraint editor” (see Figure 8-7). The 
constraint editor is realised as a generic software component which enables the 
specification of constraints for a specific service functionality class. Instances of the 
constraint editor are created by means of a factory module. After being initialised with a 
specific service class of the functionality ontology, the editor finds out which non-
functional properties apply to the selected class. Through its interface the editor 
provides a visual panel that can be easily integrated into any graphical user interface.  
 

 
Figure 8-7 Architecture of the process configuration tool 

 
When the user loads a process description from the process model repository, the 
configuration tool builds the corresponding internal process model (cf. chapter 7.2). 
Thereupon, for each activity component instance contained in the process model, the 
tool creates a separate constraint editor instance. Whenever the user selects a specific 
activity from the process, the panel of the corresponding constraint editor instance is 
retrieved and shown, so that the non-functional properties can be browsed and used to 
compose constraints.  
 
Having configured a process, it may be stored in the process repository (right hand side 
in Figure 8-7). In order to do this, the configuration tool retrieves the user-specified 
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constraints from the various constraint editor instances and passes them to the 
associated activity components through their configuration interfaces. As within the 
scope of a process a single activity component may represent multiple differently 
configured activity component instances, one and the same activity component may be 
associated with different constraint editor instances. The various instance-specific 
configurations of an activity component are distinguished by the name that the user 
gave to the activity during process modelling and which is shown in the visualised 
control flow of the process. Details on this and on the implementation of the 
configuration interface were provided in chapter 6.3.3.  
 
When being configured, an activity component takes care for the persistent storage of 
the instance-specific configurations (in its JAR archive). Finally, the configuration tool 
stores the process descriptions (the proprietary one and the BPEL-compliant 
description) along with the configured activity components in the process repository. 
The contents of this repository are accessed by the process deployment tool. As 
indicated by the arrows shown in Figure 8-7, the configuration tool also allows for 
loading and modifying an already configured process from the process repository. In 
this case the constraint editor instance is initialised not just with the service 
functionality class but also with the constraints retrieved from the configured activity 
component. 
 
The architecture of the configuration tool and its components will not be further 
detailed here. Rather the focus now is put on the various constraint representations. 

8.3.2 Constraint Representations 

A simplified version of the internal constraint representation is illustrated by the three 
implementation classes shown in Figure 8-8. Both classes “AtomicConstraint” and 
“ComplexConstraint” are derived from the same base class which provides shared 
functionalities.  
 
Just as presented in the previous chapter, an atomic constraint basically consists of  

• a property part of a non-functional parameter 
 (e.g. “http://travel.org/TravelFuncOntology.owl#acceptsCreditCard”),  

• a relational operator (e.g. “equal to”)  
• and a value (e.g. “http://banking.org/Business.owl#VISA”).  

 
A complex constraint links several other complex and atomic constraints. It is made up 
of 

• a boolean operator (e.g. “OR”) 
• and of two or more operands (instances of Constraint). 
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Figure 8-8 Internal constraint representation (simplified) 

 
Apart from these elements, the “Constraint” class provides various (partly abstract) 
methods which are implemented in the subclasses. Most of these methods are 
concerned with the different constraint representation formats. By means of the 
“toString()” method a constraint presents itself in a human-readable form which can be 
directly displayed in the appropriate panel of the process configuration tool. Moreover, 
through the “toXML()” method a constraint serialisation which complies to a well-
defined XML schema is provided. The XML schema, which is depicted in the left hand 
side of Figure 8-9, was specified as a document type definition (DTD). In addition, the 
figure illustrates the XML serialisation of an examplary complex constraint which is a 
conjunction of two atomic constraints. The “toXML()” method is primarily used by an 
activity component instance to store its own configuration in a persistent form. This 
aspect will be further detailed below.  
 
Finally, a representation format suitable for the automated validation of Semantic Web 
service descriptions (i.e. of OWL-S profiles) in terms of the specified constraints is 
needed. For this task a specific reasoning module – the constraint checker – was 
developed. The constraint checker will be presented in chapter 8.4. The Semantic Web 
service descriptions embody a knowledge base and constraints are queries over that 
knowledge base.  A reasoning system uses both the explicit and the implicit knowledge 
contained in the knowledge base to create answers. Many reasoning systems use first 
order logic representation languages, such as the Knowledge Interchange Format 
[KIF2000], to represent the knowledge base and queries. Anyhow, as described in 
chapter 3.5, KIF queries are part of the service lookup messages which are routed 
through the P2P-based interoperability infrastructure that the composition framework is 
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based on. Consequently, by means of the “toKIF()” method a constraint is able to 
represent itself as a KIF-compliant query.  
 

 
Figure 8-9 XML serialisation of constraints (simplified) 

 
The knowledge base of OWL-S Web service profiles is a collection of RDF statements 
each of which consists of a subject, a predicate and an object (cf. chapter 2.2.2.1). The 
subject is the resource described, the predicate is a property of the subject, and the 
object is the value of the property. Consequently KIF queries over the knowledge base 
are sentences of the form (predicate subject object) or (operator operands). If all 
elements of such a relational sentence are constants, the reasoner determines the truth of 
the sentence. In the case that one or more arguments of a query are variables, the 
reasoner determines instances of the sentence (i.e. valid variable assignments) that are 
entailed by the underlying knowledge base. Variables are marked by a preceding 
question mark.  
 
The KIF representation of a simple atomic constraint is illustrated in the upper part of 
Figure 8-10. The property of the non-functional parameter is the predicate and the value 
is the object of the KIF query. If for a given OWL-S profile the reasoner is able to find 
an instance for variable “x1” then the Semantic Web service complies with the 
constraint. Atomic constraints which include other operators, such as “greater than” 
map to more complex KIF representations as illustrated in the lower part of Figure 
8-10. In this case the constraint is made up of two operands which are linked with by a 
logical AND operator. Each operand is a logical sentence. While the one sentence binds 
the property value, the second sentence checks whether this value satisfies the defined 
constraint. KIF representations of complex constraints, such as the one shown in Figure 
8-4, are composed in the same manner. 
 
Instead of a complete URI reference, a qualified name of the form “prefix:localName” 
is used to identify the resources within a query. The constraint classes implement 
additional methods for retrieving namespace-related information. 
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Figure 8-10 KIF representation of atomic constraints (simplified) 

 
The illustration of KIF-compliant constraints shown above is simplified in that it does 
not take into account potential multiple occurrences of the same property in a given 
Semantic Web service description. This problem is illustrated by the OWL-S service 
profile shown in Figure 8-11.  
  

 
Figure 8-11 Extended KIF representation of a constraint 

 
As part of the profile for a specific flight booking service an instance of the non-
functional parameter “ProviderInformation” is defined. The structure of the parameter 
is complex as it has several properties which in turn range over other ontology 
concepts, such as “ContactDetails” from a business ontology. According to the 
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examples given above, the constraint that the provider of an air booking service has to 
be located in Germany would normally translate to the KIF query 
(businessOnt:locatedInCountry ?x “Germany”).  However, as described in chapter 
2.1.2, properties in OWL are defined independently from class definitions, i.e. they are 
not bound to a specific class. Hence, the property “businessOnt:locatedInCountry“ may 
also be used as part of another non-functional parameter, e.g. containing payment-
related information. For this reason an atomic constraint on a property (and so its XML 
serialisation) is enriched with information about the property context. More 
specifically, not just the property name itself but also the name of the non-functional 
parameter and the path to the property (e.g. “travelOnt:ProviderInformation, 
travelOnt:hasContactDetails, businessOnt:located-InCountry”) are stored. Based on 
this information, a KIF query as shown in the left part of Figure 8-11 is generated and 
applied to the OWL-S profiles of candidate services.  
 
In order to configure the activity components with the user-defined constraints the 
activity component configuration interface as described in chapter 6.3.3 is used. For 
each activity component instance a configuration object (see Figure 6-27) is created and 
the constraints retrieved from the corresponding constraint editor are added. In the same 
manner user-defined service ranking information is assigned. As described above, the 
user may specify a simple ranking between candidate Web services which conform to 
the configured constraints by determining (a) a ranking property including its property 
path and (b) the sort order. As described above, more complex ranking mechanisms are 
conceivable. The constraint editor is extensible in this respect.  
 
In chapter 5.2.3 the need for dynamic constraints which are relative to the execution 
context of the process was motivated. Dynamic constraints depend on non-functional 
parameter values contained in the profiles of services that are invoked before the 
current activity. As the service selection is performed dynamically, these parameter 
values are available only at runtime. For this purpose, another constraint class was 
defined as an extension of “AtomicConstraint” (see Figure 8-12). 
 

 
Figure 8-12 Dynamic constraint 

In addition to the elements of an atomic constraint a dynamic constraint also refers to a 
specific preceding activity in the process model. The property and the operator is used 
in the same way as for an atomic constraint. The value of the constraint, however, refers 
to a non-functional parameter of the selected preceding activity. This way, 
interdependencies between the activities in a process may be specified, such as “the 
provider of a rental car service must accept the same type of bonus miles as provided by 
the provider of a preceding flight reservation activity”. After a configuration is 
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complete it is handed over to the activity component by means of the interface 
illustrated in Figure 6-27.   
 
The activity component stores each instance-specific configuration as an XML file 
which is named after the activity component instance, i.e. after the name that the 
process designer assigned to the activity. Thereby it uses the ability of constraints to 
represent themselves in XML. The detailed configuration structure and a sample 
configuration are provided in appendix of this document. 

8.4 Constraint Checking and Service Selection 

As a complement to the constraint editor presented in chapter 8.3.1, a constraint 
checker was implemented. The constraint checker validates Semantic Web service 
descriptions, i.e. OWL-S service profiles, with regard to the user-defined constraints. 
Figure 8-13 illustrates how the constraint checker is integrated into the activity 
component invocation procedure. Upon invocation by the BPEL process engine (1), the 
component-internal Web service proxy creates a service lookup message and sends it to 
the P2P-based service infrastructure (2). More specifically, as the provider of a 
composite service is also a peer node of this network, the lookup message is sent to the 
adjacent super peer from where it is further distributed. Basically, the lookup message 
contains a simple OWL-QL query asking for Semantic Web services which offer the 
functionality (according to the functionality ontology) that the activity component 
instance embodies. The response is a number of service candidates which contain links 
to the semantic (OWL-S), technical (WSDL) and security related service information 
(cf. chapter 3.5). For the constraint validation and the service selection only the 
semantic service description is of relevance.  

 
Figure 8-13 Constraint checker as part of the activity component invocation process 

 
While waiting for the service lookup results, the Web service proxy de-serialises the 
instance-specific configuration to constraint objects (3) as they were described in the 
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previous section. As part of this step, the dynamic constraints are extended with 
information from the process execution context. This issue will be further detailed 
below. Upon receipt of the aggregated service lookup results, the service descriptions 
and the updated constraints are handed over (4) to the generic constraint checker 
module which encapsulates a reasoning engine. Having initialised the knowledge base 
of the reasoning engine with OWL-S descriptions of candidate Web services, the 
checker uses the ability of constraints to serialise themselves in the KIF format in order 
send them to the reasoner as a query over its knowledge base. If for a given service 
description the reasoner is able to entail valid variable assignments, then the 
corresponding service complies with the defined constraints (5). Matching services are 
sorted according to the defined ranking function and returned to the Web service proxy 
(6), which prepares an invocation message for the highest ranking Semantic Web 
service (7). Details about the invocation procedure were provided in chapter 3.7.    
 
It is worth discussing whether the validation of constraints as part of the service 
discovery procedure should be better performed at the provider side rather than by the 
service requestor. In this case, instead of sending a coarse-grained lookup message 
which only specifies the desired functionality, a more fine-grained query including the 
constraints on non-functional parameters would be sent to the network. In such a 
scenario the constraint checker module would be employed at the provider site. At a 
first look this strategy appears to be more efficient, since the queries are processed in a 
distributed manner and a more restricted set of candidate services is sent through the 
network. However, for various reasons the sequence of actions was implemented as 
described above. The first reason is a pragmatic one. While designing and 
implementing the service composition framework, the discovery facilities of the 
underlying interoperability infrastructure provided support for simplistic queries only. 
Furthermore, due to the highly distributed P2P-based architecture, only the requestor, 
i.e. the Web service proxy, is aware of the aggregated set of results that match with a 
given request. Consequently, the ranking of candidate services has to be performed at 
the requestor site. This again includes the import and querying of service profiles which 
partly reduces performance gains through distributed query processing as described 
above. In any case the constraint checker was realised as a generic module which can 
be easily integrated. For example this has been done for the UDDI registry wrapper 
presented in chapter 3.6.  
 
It has been stated above that the constraints are extended with information from the 
process execution context in order to consider inter-service dependencies. Figure 8-14 
illustrates how this was implemented. For each process designed by means of the 
modelling tool a dedicated global variable containing the process context is created. In 
this case the process context is a table which maps an activity name to the profile of the 
Semantic Web service which has been dynamically invoked for that activity. The 
process context is passed to each activity component instance as a hidden input 
parameter. This means that it is an input parameter of the automatically generated Web 
service proxy (cf. Figure 6-16). However, as it is not part of the semantic component 
description, it is not shown to the user of the process modelling tool. After having 
deserialised the dynamic constraints, the constraint parts which refer to the non-
functional parameters of preceding activities are replaced by concrete values. These 
values are taken from the service profiles that have been stored in the process context 
by the preceding activities. Thereafter, the “addConstr()” method illustrated in Figure 
8-8 is used to merge the constraints. Having applied the updated constraint to the 
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candidate services, the profile of the 3pty service which has been selected to be invoked 
is returned as a hidden output together with the normal output parameters of the Web 
service proxy. In the generated BPEL process an appropriate assign statement adds this 
profile to the process context table, thus making it available to subsequent activities.  
 

 
Figure 8-14 Process execution context 

 
A configured process is ready to be deployed in a process engine. The functionality 
provided by the process deployment tool will be detailed in the following section. 

8.5 Process Deployment  

The configured processes are stored in a process repository which is accessed by the 
deployment tool. The task of the deployment tool is to simplify the installation of the 
process as a complex Web service in a BPEL engine. This chapter provides a 
description of the deployment procedure, thus pointing out the need for tool support. 
But before, the following section will provide a brief overview of the functional range 
and the visual appearance of the tool. 
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8.5.1 Overview 

The process deployment tool is simple to handle. A screenshot of its graphical user 
interface is provided in Figure 8-15. The panel on the left hand side shows the content 
of the process repository, i.e. the list of available processes. The only relevant 
configuration property is the path to the installation directory of the BPEL workflow 
engine to which the processes shall be deployed. By pressing the “Deploy” button the 
deployment of the selected process is started. The user is kept informed about the status 
in the message panel at the bottom of the window. After deployment the process is 
available and invocable as a Web service.  
 

 
Figure 8-15 Process deployment tool 

 
In chapter 4.2 the TINA business model was referenced and the composition platform 
was positioned as a means for retailers to flexibly compose services of third-party 
providers and to offer the composed services to consumers. This may be done by 
accessing the Web service interface of the deployed process from any other application, 
e.g. from an online e-commerce portal. Another possibility would be to provide the 
newly created service to other retailers in the interoperability infrastructure presented in 
Chapter 3. In this case, the technical Web service description (WSDL) must be 
complemented with security policies and it needs to be semantically annotated. As 
mentioned in chapter 3.5, details about the annotation tool, which is part of the 
interoperability infrastructure, are provided in [Sa2005b]. 

8.5.2 Deployment Procedure 

There is not a standard procedure for deploying a process on a BPEL engine, rather it 
varies from vendor to vendor. For this reason the tool had to be tailored to a specific 
BPEL engine. Throughout the development and test phase of the process composition 
toolchain, the Oracle BPEL Process Manager [Or2004] was used. As a consequence the 
deployment tool is tailored to this engine.  
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The various deployment steps implemented by the tool are illustrated in Figure 8-16. 
Basically, for a normal process to be deployed the relevant information is contained in 
the BPEL and the WSDL description of the process and in the WSDL descriptions of 
the partners, i.e. of the services which are invoked as part of the process. For a BPEL 
process that was composed by means of the modelling tool, the partners are the Web 
service proxies of the activity components. For this reason, as a first step of the 
deployment procedure a temporary folder is created and for each activity component its 
proxy WSDL description is copied to this folder. As the generated XML Schema types 
which are used as inputs and outputs for the Web service proxies are defined externally 
to the WSDL descriptions (cf. chapter 6.2.2) they are copied to the same location. 
Moreover, the BPEL and the WSDL descriptions of the process itself, along with a 
specific deployment descriptor, are copied to the temporary folder. Having all these 
files together, the proprietary vendor-specific deployment script is invoked to start the 
deployment procedure. As part of this procedure, the BPEL description is validated and 
a JAR-file containing process-relevant information is created in a specific deployment 
folder of the engines installation directory. As it has been detailed in chapter 6.2, the 
interface descriptions of the Web service proxies specify a local Java binding rather 
than a binding to a remote service. Consequently, the BPEL engine must have direct 
access to the proxy implementation.   This is why, after having completed the vendor-
specific deployment procedure, the proxy implementation is extracted from each 
activity component and added to the standard classes folder of the BPEL engine (or any 
other folder which is part of the class path). Moreover the generated Java types which 
are used in the signatures of the Web service proxies are copied to the same location.  
 

 
Figure 8-16 Process deployment steps 

 
As described in chapter 8.4, when being invoked by the workflow engine, the Web 
service proxy needs to access the configuration data which is serialised as a persistent 
XML file. This is why all instance-specific configuration files are extracted from an 
activity component and copied to a folder relative to the current working folder, which - 
in this case - is the deployment folder of the process. Thus, at runtime a Web service 
proxy is able to access the configuration files without knowledge about the workflow 
engine installation folder. When being invoked, the execution of the process and the 
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interaction with the Web service proxies is being carried out as it has been described in 
chapter 5.2.4 and 6.3.5 respectively. 

8.6 Implementation Structure 

Implementation issues are not at the focal point of this document. Hence, this section 
just briefly describes how the implementation of the process configuration and 
deployment tools was structured. Basically, this includes an overview of the relevant 
packages. More detailed information can be found in [Sa2005c]. 
 
The implementation entities concerned with process configuration and deployment have 
been arranged according to the four packages depicted in Figure 8-17. For components 
that provide a graphical user interface, by convention the corresponding GUI 
implementation is sourced out to a separate sub-package.  
 

  
Figure 8-17 Main configuration and deployment packages 

 
In order to start the configuration tool as a stand-alone application, the 
“ProcessConfigurationTool” class of the “processconfigurator” package is used. 
Whenever a new process to be configured is loaded or when loading an already 
configured process, the “ProcessParser” reads the serialisation of the internal process 
model and renders the control flow as a tree by means of the “PCTreePanel” class of 
the GUI sub-package. Moreover, the class “ProcessConfigurationTool” takes care for 
loading the relevant activity components and for retrieving/storing the instance-specific 
configurations. For each activity component instance a constraint editor 
(“ConstraintCreator”) is created by means of the “ConstraintCreatorFactory” in the 
“constrainteditor” package.  The “ConstraintCreator” implements the methods that are 
required to find out which properties are applicable to the corresponding activity 
component and it is the entry point for the creation of the atomic and complex 
constraint objects. Each constraint editor instance comes with its own GUI which is set 
visible whenever the user selects the corresponding activity component from the 
process tree. The various constraint types and classes, as well as the functionality they 



Process Configuration and Deployment 

183 

provide, have already been described in chapter 8.3.2. The “ConstraintStore” is only of 
relevance when the constraint editor is launched as a stand-alone component. Otherwise 
the activity component by itself takes care for serialising the configuration. 
 
The package “constraintchecker” contains the modules concerned with the validation of 
constraints. The main component is the “ConstraintChecker”. It is initialised with a 
constraint object and provides the methods to validate one or more service profiles. The 
“ConstraintChecker” makes use of the “JTPWrapper”, which encapsulates the JTP 
reasoner implementation. The “ConstraintChecker” returns a list of “ProcessResult” 
objects. As the “ProcessResult” class implements the Java “Comparable” interface, the 
results can be directly ordered according to the specified ranking function. This task is 
carried out by the “RankingFunction” class. Prototypes of the constraint editor and of 
the constraint checker modules were implemented as part of a diploma thesis [Go2006]. 

8.7 Summary 

This chapter provided insight into the process configuration and deployment 
procedures. The functional range and architectural details of the process configuration 
and deployment tools were described. This includes a description of how a user-defined 
configuration is internally represented and how it is applied at runtime in order to fine-
tune the process execution behaviour.  
 
The major part of an activity components’ configuration consists of constraints on non-
functional service parameters that are defined in terms of ontology concepts. Three 
different constraint representations are distinguished. Apart from the in-memory 
constraint model and its XML serialisation, a constraint representation is required 
which is suitable for the automated validation of Semantic Web service description in 
terms of the specified constraints.  
 
Basically, the semantic descriptions of candidate Web services are collections of RDF 
statements each of which consists of a subject, a predicate and an object. These 
statements form a knowledge base and constraints are queries over that knowledge 
base. This is why they have the ability to represent themselves as statements in the 
standard Knowledge Interchange Format (KIF) where some elements are replaced by 
variables. As a counterpart to the configuration editor a constraint checker module was 
developed which encapsulates a backward chaining reasoner to create appropriate query 
results.  
 
Apart from static constraints, the configuration tool allows for the creation of dynamic 
constraints which refer to the non-functional parameters of dynamically selected Web 
services, i.e. to information that is only available at process execution time. It was 
shown how such information is captured in the process execution context, which – 
transparently for the user – is passed as a hidden input to each activity component. 
Consequently, prior to the validation of constraints, the constraint checker takes care for 
updating them with information from the process execution context. 
 
The process description along with any configured activity components is stored in a 
dedicated repository which is accessed by the process deployment tool. As there is not a 
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standard procedure for deploying a BPEL process, the tool was tailored to a specific 
BPEL engine. In addition to the vendor-specific deployment procedure, some additional 
steps are automatically carried out in order to make the activity component 
implementation and corresponding configuration data available to the workflow engine. 
Having deployed the process it is available as a normal Web service which can be 
invoked from any other application. 
 
The following chapter will describe a concrete application scenario and provide an 
assessment of the composition approach and the employed technologies. 
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Chapter 9 
 
Scenario, Validation and Evolution  

Validation includes the examination of a plan or solution approach with regard to the 
given problem and the requirements that have been originally identified. This chapter 
describes the technical and organisational environment in which the tools presented in 
this thesis were applied to support retailers in the adaptive composition of 3rd party 
provider services and in making the composite services available to their customers. 
Moreover, the design, configuration and deployment of an exemplary business process 
will be described, thus allowing for the assessment of the developed platform with 
respect to the originally analysed requirements. Finally, in response to the findings of 
the assessment, this chapter will outline the further evolution of the proposed approach 
and mechanisms.  

9.1 Scenario 

The presented service composition platform is an integral part of the pilot application 
launched by the European strategic research project SATINE22. As described in Chapter 
3, the semantics-based interoperability infrastructure developed in the SATINE project 
was instantiated in the online tourism business, which, due to the diversity of actors, 
services and message exchange formats is an ideal test bed for the development and 
deployment of interoperability approaches. By using the SATINE infrastructure and 
tools, service providers are able to wrap their existing applications as Web services, to 
annotate them semantically, and to advertise these services in a P2P network. 
Interoperability between the participating service providers and requestors is 
established by capturing the domain-specific knowledge in dedicated ontologies and by 
providing a mapping (cf. chapter 3.3) between the concepts defined in different 
ontologies.  
 

                                                      
22 Semantic-based interoperability infrastructure for integrating Peer-to-Peer Networks with Web 
Service Platforms (IST-2104 STP) 
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The provision of an open semantics-based interoperability infrastructure enables 
smaller companies to enter a market that is dominated by a few proprietary global 
distribution systems (GDS) through which most of today’s bookings are established. 
Moreover, with increasing competition, resellers (retailers) are in the need of combining 
3rd party provider services in a more flexible manner (cf. chapter 4.2.2). The following 
section presents the setup of the SATINE pilot application which reflects the afore-
mentioned variety of actors and online tourism services. It has to be pointed out that 
most of the described services are not artificial ones but are operating on real travel 
systems and real data.  

9.1.1 Setup 

As part of the pilot application several companies from the travel industry providing 
various services are connected through the SATINE semantic interoperability 
infrastructure. Most of the services published in the P2P network are related with one of 
the following activities: flight booking, hotel reservation, tour booking and rental car 
reservation [Sa2006a].  
 

• Airline flight booking is one of the major operations in the travel domain, 
including three steps represented by three different services: Check available 
flights, get detailed information about a flight and book a flight. In the first step 
the service consumer submits the requested itinerary which consists of a list of 
flight leg descriptions. The service provider lists the available flights for each 
leg and provides information about the carrier company, the flight numbers, the 
airports, meal type etc. Finally, the booking service is called with the list of 
selected flight segments and personal data of the traveller. Global distribution 
systems, such as provided by Amadeus23 or Galileo24, are the main providers of 
flight information and booking services. Another service related with the 
booking of airline flights is the lowest fare search, which returns the available 
flights (including all intermediate flight segments) between two locations sorted 
by price in ascending order.  

 
• The reservation of hotel rooms is another major operation which usually is 

realised by the following services: Get a list of hotel properties for a given 
location, check the availability of hotel properties, get additional information 
about hotel property and reserve room. The service consumer first requests a 
list of hotel properties for a given location, followed by a request for the 
available room types and room rates for a specific time period. Next, detailed 
hotel information including a description text and the available facilities are 
requested. Finally, the selected hotel property, the time period, the room and 
rate type, and the traveller’s name are provided in order to complete the 
reservation and to receive a reservation number. In addition to the GDSs there 
are other applications, such as central reservations systems (CRS), where each 
supplier may handle its allotment management.   

 

                                                      
23 http://www.amadeus.com 
24 http://www.galileo.com 



Scenario, Validation and Evolution 

187 

• The booking of (guided) tours includes two steps or services: Search for 
available tours and booking of a tour in general seats. In a first step the tours 
and the available seats are requested by the service consumer based on the tour 
destination, date, language and the number of travellers. In response any 
matching tours and their details (tour descriptions, start/end dates and times, 
vehicle types, price etc.) are provided to the requestor. In a second step the 
detailed traveller information and the selected tour are supplied to the service 
provider in order to book the tour.   

 
• The reservation of rental cars includes the invocation of two services: Check 

for available rental cars and make the reservation. First, the service consumer 
requests information about available vehicles by specifying the location, the 
pick-up and return dates, and the desired vehicle properties. The specified 
location is an airport code, since the rent-a-car service frequently is used in 
combination with a flight booking (especially in the business travel domain). In 
response to the availability request the provider returns a list of available 
vehicles including company info, car class and price. One of the listed offers in 
conjunction with personal traveller data is used as input to the reservation 
service which returns the appropriate reservation number. 

 
In addition, various information provision services, such as location-based weather 
forecast and local activities, have been included into the pilot application. The service 
categories and functionalities identified above are reflected in the global travel 
functionality ontology (cf. chapter 3.2.1) which defines a corresponding taxonomy of 
travel service functionalities. 
  
As described in chapter 3.1, the topology of the interoperability infrastructure is 
basically a P2P network consisting of different logical layers. The core layer is the 
super peer network which is responsible for maintaining the semantic routing tables and 
for routing the messages, i.e. queries, advertisements and service invocation/result 
messages. The edge peers represent the users of the SATINE network, i.e. each edge 
peer is a travel service provider or requestor or both. The outmost logical layer is made 
up of already existing resources, such as databases and service registries for which 
semantic wrappers are provided at the edge peers. Following this logical architecture, 
Figure 9-1 illustrates the main actors and their services in the pilot application (cf. 
[Sa2006a]). The following actors are part of the pilot setup: 
 

• IHZ Travel25 is a medium-sized travel agency located in Italy. IHZ owns a large 
database of hotel properties which has been wrapped by means of a semantic 
data base wrapper module in order to expose appropriate hotel information and 
reservation Web services. Moreover, IHZ provides air booking services as well 
as car reservation and tour services.  

 
• Turmek Travel26 located in Turkey is an agency specialised in providing trip 

organisation services to large companies. In the SATINE pilot application 
Turmek offers guided tour services. Since these are already available as Web 
services the semantic annotation tools are used to create and publish semantic 

                                                      
25 http://www.ihz.it 
26 http://www.turmek.com.tr 
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service descriptions in the P2P network. In addition Turmek offers a payment 
service. 

 
• Marco Polo owned by Intro Solutions27 is a central reservation system (CRS) 

which provides online connectivity to the major GDSs. Moreover, Marco Polo 
provides value-added services by adding additional information (e.g. detailed 
information on hotel rooms and amenities) to the data retrieved from the GDSs. 
In the pilot scenario Marco Polo offers air, hotel and car services by accessing 
the Amadeus GDS which is the biggest global distribution system in Europe.  

 
• Touristix is an online travel e-commerce portal operated by Turmek Travel. It 

provides users with a set of alternatives for the services they look for by. As the 
target group of Touristix are end users, the portal advertises and sells package 
tours, in addition to the usual air, hotel, car and tour services. Customers access 
the Touristix portal either through the public website or through a Java-based 
application for mobile devices.   

 
Additional actors, solely providing pure information services (e.g. weather), and peer 
nodes providing monitoring and administration facilities are - for the purpose of clarity 
- not shown in the diagram.  
 

 
Figure 9-1 Pilot application players and service groups (cf. [Sa2006a]) 

 
The global functionality and message ontologies (cf. chapter 3.4) deployed in the super 
peers of the network are geared to the XML schemas published by the Open Travel 

                                                      
27 http://www.introsolutions.com.tr 
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Alliance (OTA) [OTA2004], thus ensuring a widely shared understanding and 
granularity level of the modelled concepts. Moreover, a second set of global message 
ontologies was deployed to demonstrate the global-to-global mapping facilities of the 
core P2P network. While some actors adopt a global ontology, others make use of their 
own local ontologies. These are either created from scratch or reflect the message 
schemas applied by already existing and operative Web services. For example, the 
Marco Polo peer node uses custom ontologies that are more or less translations of the 
message schemas that are used to exchange information with the proprietary Amadeus 
GDS.  In any case it is in the responsibility of a service provider to create a conceptual 
mapping to one of the global ontologies. At runtime the ontology mapping facilities 
outlined in chapter 3.3 are transparently applied in order to ensure interoperability 
between service requestors and providers.  
 
In Chapter 4.1 a generic business model for Web service applications, distinguishing 
between 3rd party providers, brokers, consumers and retailers, was presented. When 
applying this model to the pilot application outlined above, it becomes obvious that the 
Touristix travel portal finds itself in a typical retailer role. In fact, Touristix is reselling 
the travel products found in the P2P network through its e-commerce portal to 
consumers. In this sense, from the view of Touristix, the remaining actors are 3rd party 
providers28. The importance of composing 3rd party provider services for the business of 
a retailer and the impact of the adopted composition strategy was discussed in chapter 
4.2. The composition approach proposed in this thesis was positioned as means to 
support retailers in dynamic service marketplaces in offering value-added services to 
their customers. Hence, the composition platform was integrated as part of the pilot 
application in order to enable Touristix as a retailer to compose heterogeneous third-
party provider services. 

9.1.2 Process Design, Configuration and Deployment 

Touristix adopted the global travel functionality ontology as it defines the relevant 
functionalities at a suitable degree of detail. Over time, however, the company has 
developed its own information model for the travel domain which in naming and 
granularity has been applied in the already existing IT landscape. In order to reflect the 
existing conceptualisation, the company decided to use its own local message 
ontologies. 
 
One of the composite services Touristix intends to provide to its customers is the 
“Fly&Drive” service – an integrated express search and booking of a low priced flight 
and of a rental car for a given destination and time period. In terms of the concepts 
defined in the global functionality ontology, the Fly&Drive service includes low air fare 
search, air booking, vehicle availability and vehicle reservation functionalities. As a 
first step to model the new process, a user responsible for the process design checks the 
activity component repository for already available functional building blocks. Since 

                                                      
28 It may be discussed whether or not the other actors (in particular Marco Polo) are retailers too, 
since in the end they are not providing the services themselves but are rather accessing the 
reservation systems of airline and hotel companies. However, as the business model 
distinguishes between actors and roles, one and the same actor – depending on context and 
viewpoint – may take on different roles. 
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several processes with flight-related activities have been designed before, 
“AirLowFareSearch” and “AirBooking” activity components are already available. In 
order to create the missing components for the availability checking and the reservation 
of rental cars, the process designer (or a dedicated user responsible for this task) makes 
use of the activity component generation tool. As described in chapter 6.2, the 
characteristics of a component to be generated are specified in terms of the concepts 
defined in the functionality and message ontologies.  
 
In case that the ontologies do not yet cover the relevant concepts for the rental car 
domain, this phase might also require the contribution of a domain expert and of an 
information architect. When defining a new ontology or when extending an already 
existing one, the newly created concepts should as far as possible refer to or re-use 
existing ones (e.g. through aggregation, specialisation and equivalence relationships), 
thus ensuring a shared understanding within the organisation.   
 
The component generation procedure includes the automated creation of XML Schema 
types and of Web service proxies as described in chapter 6.2. Having the relevant 
activity components at hand, the process designer uses the process modelling tool to 
create the control flow. The control and data flows of the Fly&Drive process are 
illustrated by means of the activity diagram shown in Figure 9-2. In order to find the 
lowest rates for the outbound flight and for the return flight, two instances of the 
“AirLowFareSearch” activity component are invoked in parallel. Next, the 
“VehicleAvailability” activity component is added to the process in order to check the 
availability of rental cars while taking into account the arrival and departure times of 
the flights found before. Finally, the process designer adds two instances of the 
“AirBooking” component that are invoked in parallel to a “VehicleReservation” 
activity component instance.  
 
The input and output parameters specified in terms of the local message ontology 
concepts are illustrated in Figure 9-2 by means of the boxes attached to the activities. 
Assignments between input and output parameters or between parameter parts are 
indicated through arrows. For the first activities the input has to come from outside of 
the process, i.e. from the client. Consequently, when browsing the input parameter of 
one of the “AirLowFareSearch” activity components, the various properties are defined 
as the global process input. This does not only affect the generated BPEL description 
itself but also the WSDL description which describes the Web service interface to the 
BPEL process.  
 
An “air low fare search” service, as defined in the functionality ontology, returns a set 
of flight alternatives (“PricedAirItineraries”) sorted in ascending order by price, i.e. 
starting with the cheapest flight. Moreover, each option may have multiple intermediate 
stops and therefore consists of several flight segments (“FlightSegments”). The process 
designer uses the facilities of the process modelling tool (cf. chapter 7.1.3) to select the 
cheapest outbound flight option and to assign the arrival time of the last flight segment 
to the pick-up time parameter of the activity component concerned with looking up 
rental-car offers. Similarly, the departure time belonging to the first flight segment of 
the return flight is used as the return time of the “VehicleAvailability” activity 
component. The remaining data flow will not be discussed here in detail. However, the 
diagram makes evident that even for relatively small processes the data flow design 
may become a complex and time-consuming task. 
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Figure 9-2 „Fly&Drive“ control flow and data flow 
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Chapter 7.1.3 explained how the work of the process designer is facilitated not only 
through the fact that he is enabled to define the data flow in terms of ontology concepts 
instead of data types but also through the assignment proposals issued by the process 
modelling tool. For the Fly&Drive process this is illustrated by means of Figure 9-5 
which shows a small excerpt of the message ontologies adopted by Touristix. The 
domain experts involved in the ontology development make extensive use of already 
existing time and business ontologies. For example, the expert concerned with the 
design of the car rental ontology uses the “Person” concept of a publicly available 
business ontology to describe the person who rents a car. However, for the domain 
expert designing the air ontology the person concept is not fine-grained enough as the 
booking of flights always requires a passport ID. Hence, he decides to create a 
“Passenger” concept as part of the air ontology which is derived from “Person”. The 
process designer does not need to know how these concepts are related: When browsing 
the input of the “VehicleReservation” request the process modelling tool automatically 
recommends that the “Passenger” parameter is assigned (cf. Figure 7-4). 
 

 
Figure 9-3 Excerpt of local message ontologies 

 
Another example is the “AirportCode” concept which is a three-letter code (e.g. 
“TXL”). Touristix decided to support rental car reservation at airports only. Hence, the 
expert in charge of maintaining the car rental ontology marked the “LocationCode” 
concept in the car rental ontology as being equivalent to the “AirportCode” concept. 
Consequently, during process design the tool recommends the codes of the departure 
and of the arrival airport as potential input to the property which refers to the rental car 
location. It goes without saying that properties ranging over the same concepts are also 
listed as part of the assignment recommendations. The similarity function applied to 
rank potential assignment candidates was described in chapter 7.1.3. In order to create 
an appropriate BPEL data flow from the assignments that the user specified in terms of 
ontology concepts, the process modelling tool includes syntactic parameter 
transformations into the generated BPEL process. The transformations required were 
discussed in chapter 7.2.2.4. A condensed version of the generated BPEL process 
(excluding handling of the process context) is provided in the appendix. 
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Touristix decides to create several process configurations in order to fine-tune the 
execution of the process to the individual profiles of the customers logged into the 
Touristix travel portal. For this purpose the process configuration tool described in 
Chapter 8 is used. For each activity component instance the generic and service class 
specific non-functional parameters as defined in the travel functionality ontology are 
listed, and the tool allows for the definition of atomic and composite constraints on 
these parameters.  
 

 
Figure 9-4 Individual configuration of the Fly&Drive process 

 
One of the configurations created for the Fly&Drive process is illustrated in Figure 9-5. 
The activities that are responsible for finding the flights and the rental car offers are 
configured to invoke only services which support a specific frequent traveller 
programme or which allow for making a payment with a particular credit card. The 
activity component instances concerned with the flight booking and the rental car 
reservation are configured by means of dynamic constraints which refer to the non-
functional parameters of dynamically selected Web services, i.e. to information that is 
only available at process execution time. In the given example, the dynamic constraints 
ensure that the booking and reservation of travel products is carried out at the same 
service provider which provided the initial offer. The various representations of an 
activity component configuration and its run-time validation have been discussed in 
chapter 8.3 and 8.4. When saving the process configuration, the instance-specific 
configurations are stored as part of the activity components, i.e. they are kept 
independent from the process model. 
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Touristix transfers the process to its local BPEL engine by means of the process 
deployment tool. As detailed in chapter 8.5.2, the tool initiates the vendor-specific 
deployment procedure which accesses the BPEL description, the WSDL interface 
descriptions of the four Web service proxies and the corresponding XML Schema 
types. Moreover, as the Web service proxies are invoked locally, the tool takes care for 
moving the proxy implementation, the generated Java type classes and the serialised 
configuration of each activity component instance to a local folder of the workflow 
engine. As a result of the deployment procedure, the access point, i.e. the Web address 
at which the process can be invoked as a standard Web service, is provided. As shown 
in Figure 9-5, Touristix integrated the service as part of the SATINE pilot application 
into its travel eCommerce portal.  
 

 
Figure 9-5 Fly&Drive service integrated with a travel portal 

 
The composite service was successfully invoked in various configurations and for 
several pilot application set-ups, demonstrating that for each activity the most 
appropriate 3rd party provider service is selected. The ontology mapping facilities of the 
P2P network were applied, thus ensuring the semantically sound exchange of 
information for each combination of services and service providers (air and car rental 
services by Marco Polo, air services by Marco Polo and car rental services by IHZ, air 
and car rental services by IHZ, air services by IHZ and car rental services by 
MarcoPolo). 
  
In addition, several scenario-independent tests were carried out in order to assess the 
BPEL process description as well as the proper operation of the activity components 
and their interaction with the facilities of the interoperability infrastructure. The validity 
of the generated BPEL process descriptions was tested by means of the validation 
checker that is part of the process engine. Moreover the monitoring and debugging 
facilities of the BPEL engine were extensively applied to test the interaction of the 
process with its client and the correct invocation of the generated Web service proxies. 
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As described in chapter 5.2.4, in order to find and invoke a suitable Semantic Web 
service in the P2P network, the Web service proxies make use of the lookup and 
invocation interfaces of the peer node through which the retailer is connected to the 
network. Consequently, the OWL-QL query messages and the Web service invocation 
messages were monitored in order to check their compliance with the SATINE message 
specifications. Chapter 6.1 described the transformations between different type 
representations required for simultaneously handling the data flow in the BPEL process 
(XML Schema), in the Web service proxies (Java) and for the interaction with the 
Semantic Web services of 3rd party providers (OWL). The generated type 
representations and the transformation mechanisms were tested by applying the 
complete transformation chain forward and backward to a number of test variables and 
by comparing the variable values with the original ones. Moreover, several tests with 
regard to the functionality of the process modelling, configuration and deployment tools 
were carried out. 

9.2 Validation 

As part of the analysis of service composition characteristics provided in chapter 4, a 
number of business challenges as they are faced by service retailers were identified. 
Moreover, the relevance of service composition for delivering value-added services to 
customers and the impact of the adopted composition strategy on the business 
performance of service retailers was discussed. Based on these findings a business-
oriented classification of composition strategies was proposed together with an 
assessment of which strategy is adequate for a given market configuration.  
 
The objective declared in the introduction of this document is to provide retailers in  
service markets featuring a variety of heterogeneous 3rd party providers with a flexible 
Web service composition approach and platform. Hence, with respect to the assessment 
of which strategy is adequate for a given market configuration, it was decided to adopt 
a strategy for the highly adaptive composition of services, thus imposing various 
technical requirements on the approach and tools to be developed (cf. Chapter 5).  
 
In the following the identified business challenges and the related technical 
requirements will be reviewed in order to assess how and to which extent they are met 
by the work presented in this thesis. 
 
Adaptiveness to Customer Demands 
 
In order to stay competitive, service providers and thus retailers need to react promptly 
to the ever-changing customer requirements by reducing time-to-market for new 
products. As stated in chapter 4.2.1.2, for the creation of composite services this 
translates to the requirement of automating the composition procedure. The presented 
composition platform addresses this issue through the adoption of semantic 
technologies for the data flow modelling. By issuing recommendations for parameter 
assignments based on the semantic coherence of ontology concepts, the process design 
task is accelerated. Taking as an example the Fly&Drive process discussed in the 
previous section, when searching an appropriate assignment for the pick-up time input 
parameter of the car reservation activity, the process designer receives a 
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recommendation for six assignment candidates out of more than 50 potential parameter 
parts. In total, for the complete data flow of the process, 48 (i.e. 20%) out of more than 
240 potential assignment alternatives are highlighted. Taking into account that the 
Fly&Drive process still is a rather small and straightforward one, the time saving can be 
considered as significant. As argued in chapter 5.2.2, due to lacking semantic 
expressiveness of XML Schema, this would be difficult to achieve in traditional BPEL 
process modelling.  
 
The automated creation of the complete process including its control flow would result 
in an even higher degree of automation, targeting the automated process generation 
triggered by a consumer request. However, as already stated in the introduction, fully 
automated service composition (based on planning algorithms) is not subject of this 
work. This area is strongly academic driven as its practical applicability (e.g. due to 
trust issues, cf. chapter 4.2.2) is rather limited. Moreover, such an approach, as it 
inherently includes the dynamic deployment of a process, would receive unsatisfactory 
support of the available BPEL engines.  
 
Concerning the adaptiveness to customer demands, it was also described how a process 
can be tailored to different needs by creating several configurations. As the 
configuration is kept separately from the process model, the behaviour of the composite 
service can be fine-tuned without having to redeploy it. 
 
Adaptiveness to Supply Situation 
 
In order to stay competitive and to optimize the costs of business processes, enterprises 
are forced to cut static business relations and to select their partners on the fly. For 
retailers, flexible partner selection is of particular importance in dynamic market 
environments where 3rd party providers are frequently appearing and vanishing along 
with the services they offer. For the composition of services this brings about two main 
technical challenges. First, Web services need to be dynamically bound to the process 
activities, i.e. the process model needs to be decoupled from the actual services. When 
applying dynamic binding, discovery and invocation is scalable as the number of 
services increases.  Second, in order to benefit from as many service offers as possible, 
interoperability between the client and the potential service providers has to be 
established, i.e. both parties need to communicate in a semantically sound manner.  
 
The proposed composition approach addresses the first issue through the hybrid 
character of the activity components which – from the perspective of the process 
designer – are abstract functional building blocks allowing for defining the process 
control and data flow without referring to any concrete 3rd party provider services. The 
dynamic binding at runtime is realised by adopting the concept of Web service proxies. 
The proxies have an agent-like character, in the sense that they take care for finding and 
invoking a suitable 3rd party provider service, thus bypassing the BPEL restriction to 
statically link Web services or fixed port types to the process model. The second 
technical challenge, interoperability with a large variety of service providers, has been 
addressed by using the semantic mapping mechanisms provided by the SATINE 
interoperability infrastructure that the service composition platform has been integrated 
with. In fact, pulling the alignment of request and response messages out of the process 
definition is a condition precedent to dynamic binding, as the replacement of a service 
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(provider) for a given activity must not require manual adjustment of the process 
definition itself.  
 
While the applied generic business model, as described in chapter 4.1.2, includes the 
broker role for stakeholders that perform the matchmaking of requirements and 
advertisements of services, the P2P-based interoperability infrastructure does not 
foresee a dedicated actor responsible for service trading. Rather, for the execution of 
composite services, this functionality is implemented partly by the peer nodes and the 
associated registries and partly by the activity components (cf. chapters 3.5 and 8.4). 
 
The facilities described above for decoupling process model and Web services, in 
conjunction with the definition and validation of static and dynamic constraints on non-
functional service parameters, ensure a high adaptiveness of the deployed BPEL 
process to changing supply conditions. It has, however, to be mentioned that the 
evaluation of constraints and the service ranking – for the purpose of demonstrating the 
basic principle – have been kept quite simple. Much more sophisticated Web service 
trading functionalities, such as discussed in [Ja2007], are conceivable.  
 
Practical Applicability 
 
It has been recognized by Tim Berners-Lee that the Semantic Web must build on the 
existing one in order to succeed [BHL2001]. In the SOA domain this strategy has been 
partly followed as Semantic Web services are grounded on existing Web service 
standards. With regard to the composition of services there is, however, a gap between 
the advancement of semantic technology and its link to well-established business 
process execution standards. The availability of a stable and reliable execution 
environment, suiting industrial needs, is an important decision criterion for enterprises 
to adopt a process composition platform. For BPEL, as the dominant Web service 
composition standard, tremendous efforts have been spent to develop process engines 
that are suitable to be used in business-critical scenarios. The preservation of financial 
investments made by vendors and users of BPEL-compliant process engines is another 
aspect that argues for grounding semantics-based Web service composition on existing 
process execution standards, i.e. to BPEL.  
 
Hence, as stated in the introduction, one of the declared objectives of the presented 
work was to contribute to building a bridge between emerging Semantic Web 
technology and existing Web service standards, thus promoting the practical application 
of the developed approach and tools. This challenge has been met, as the process 
created by means of the presented platform is BPEL-compliant, thus it can be directly 
deployed in a BPEL orchestration engine. At the same time the process is made 
available as a plain Web service along with its WSDL description which makes its 
integration into existing applications a straight-forward task. On the implementation 
level the above described goal was achieved by applying well-defined mappings 
between different type representations (OWL, XML Schema, Java) of one and the same 
service parameter. Based on these mappings the hybrid character of the process 
modelling tool and the activity components was developed. The modelling tool, while 
rendering the process activities and the data flow in terms of ontology concepts, 
internally creates a BPEL representation of the process. An activity component, in turn, 
for the BPEL process engine represents a normal Web service described by a WSDL 
interface, while internally it is able to communicate with Semantic Web services of 3rd 
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party providers in terms of OWL ontology individuals. The data flow specified between 
semantically related parameters of different types is realised on the BPEL level by 
means of syntactic transformations that are, transparently for the process designer, 
included into the BPEL process.  
 
It must be noted that for the purpose of proving the concept, only the basic control and 
data flow constructs have been implemented. Supporting the complete range of BPEL 
features is out of scope of the presented work. The addition of advanced features, such 
as exception and compensation handling relevant for reliable processing, is considered 
as a diligent but routine piece of work.   
 
Usability 
 
The usability of software has many facets. Several terms, such as user-friendliness, 
ergonomics and intuitiveness, are mentioned when talking about usability aspects. A 
usability analysis requires enormous efforts and enterprises have separate departments 
solely dedicated to evaluate and improve product usability. While usability in the usual 
sense is not at the focus of this work, in Chapter 5 it has been stressed that a service 
composition platform should reflect the separation of concerns and roles in the 
composition life-cycle, i.e. it should adjust to the organisational environment in which it 
is used. In fact, these aspects recently receive much attention in the ongoing debate on 
SOA governance frameworks.  
 
The presented approach and platform address the issue of organisational usability 
through the provision of separate tools that are tailored to the different phases 
(definition of business functions, process design, process configuration, process 
deployment) of the composition life-cycle and hence may be used by actors with 
different responsibilities and privileges. The exchange of information among the tools 
is well-defined and it takes place through shared repositories. Thereby, in the sense of a 
value creation chain, each tool is able to use the results of the previous life-cycle 
phases. As the involved actors belong to one and the same organisation they share the 
same information model (terminology and granularity of domain entities and their 
relationships) which is manifested in appropriate ontologies.  
 
It is, however, not sufficient to map different tasks and responsibilities to separate tools 
but these tools must also be tailored to the capabilities of the user. This requirement 
touches usability issues in their original sense. Therefore, it was demanded (cf. chapter 
5.1.1) that the actor responsible for designing the business process, should be enabled to 
take a business architect's rather than a software architect's view. Traditional Web 
service composition environments may, however, ask too much technical know-how 
from the process expert.  
 
The presented composition platform hides as far as possible the BPEL-specific syntax 
from the user: The functional building blocks are directly represented as graphical ones 
and the data flows are modelled by listing the ontology concepts of the activity inputs 
and outputs as browsable trees. Semi-automated data-flow modelling as a facilitating 
factor was already mentioned above. When generating the BPEL description, pre-
defined conventions are applied to derive the BPEL element names from the input that 
the user provides during process design. Such simplifications come at the trade-off that 
the element names are not always as self-describing as they could be. However, since 
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the complete process life-cycle - including configuration and deployment - is tool-
based, there is no need for manual interpretation or modification of the generated BPEL 
process definition. 
 
Transferability and Extensibility 
 
In order to anticipate future growth, design and implementation of a software should 
take into account the addition and modification of system functions. This ability is 
commonly referred to as the extensibility of a system. Extensibility is an architectural 
quality ensuring that a system does not only meet the current but also the future 
requirements of the organisation in which it is employed.  
 
A central element of the presented approach are the semantic activity components 
which encapsulate behaviour, semantic and technical service information, and 
configuration data. A functional architecture for the building blocks has been proposed 
by the definition of a set of well-defined interfaces through which these components 
can be queried, manipulated and invoked (cf. chapter 6.3). In fact, all of the presented 
life-cycle support tools perform their task and exchange information by plugging into 
the activity component interfaces. The self-contained and self-describing character of 
these functional building blocks contributes to the decoupling of the tools and thus 
eases the development of additional tools and functions for the composition life-cycle 
support. 
 
The composition approach and platform have been instantiated and demonstrated in the 
online travel business. However, it is important to note that the applicability of the 
proposed approach is not restricted to this domain. In fact, an advantage of the 
presented work lies in its transferability. It can be easily instantiated in any other 
application domain since the sole point of origin for generating the functional building 
blocks are the domain specific ontologies.  
 
While the transferability to other application domains is high, the question arises 
whether there are any specific challenges to be taken into account in scenarios that span 
multiple application domains. As detailed in chapter 5.2, an organisation employing the 
composition platform in order to retail composite services makes use of its own 
information model which is materialised in the locally applied ontologies. For a specific 
application domain it is realistic to assume that these ontologies are tightly integrated 
through the consequent re-use (specialisation, aggregation etc.) of concepts. However, 
the more services from different application domains are part of a process, the more the 
requirements for information granularity differ. In order to serve best for intra-domain 
integration, application domain specific ontologies are likely to evolve independently 
from each other. Hence, for a retailer providing processes spanning several different 
application domains (e.g. in a Government-to-Business context), the existence of tightly 
interconnected ontologies which have been developed in a collaborative effort cannot 
be regarded as a fact. This calls for integrating ontology mapping mechanisms as they 
are currently applied in the process execution phase into the process design phase. As it 
will be detailed in the following chapter, appropriate efforts are part of ongoing and 
future work. 
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9.3 Evolution 

In continuative work various aspects of the presented composition approach are further 
developed and advanced. As discussed in the previous chapter, one of these aspects is 
the support of business processes which not only cross the borders of organisations but 
also those of different application domains. In such a set-up, it might become necessary 
to apply ontology mapping mechanisms not only in the process execution phase in 
order to establish interoperability with 3rd party service providers but also in the process 
design phase as the process activities are described by means of ontologies that feature 
high granularity differences. 
 
Hence, this work contributed to the development of a prototypical Web service 
composition tool which applies rule-based “semantic bridges” in order to ease data flow 
modelling between process activities that are described by independently developed 
heterogeneous ontologies. Semantic bridges describe the relations between distinct 
concepts defined in different ontologies that are not shared but which intuitively have 
an equal or similar meaning [Ma2002]. Furthermore, semantic bridges define mappings, 
i.e. a translation between these concepts. In this sense, the ontology mapping tool 
provided as part of the SATINE infrastructure also uses the concept of semantic bridges 
and it defines these bridges in the form of “mapping ontologies” (cf. chapter 3.3.2). For 
the above mentioned composition tool prototype, however, instead of using the 
SATINE ontology mapping facilities, a rule-based approach for the specification and 
application of semantic bridges was implemented.  
 
The application of rule-based semantic bridges can be illustrated based on the simple 
example of two ontology classes (“Address” and “PostalAddress”) which, although 
intuitively representing the same concept, have been defined independently in separate 
ontologies (see Figure 9-6).  
 

 
Figure 9-6 Granularity differences 

In the one domain (A) “Address” and “Name” are different entities and “Name” defines 
separate properties for “GivenName” and “Surname”, while an Address is a class with 
properties such as “Street”, “Street Number”, etc. In the other domain (B) the address 
concept is named “PostalAddress” and has been modelled at a lower level of 
granularity, as the street and the street number are captured together in one single 
property (“hasStreetAddress”). The same granularity difference applies to the property 
“hasRecipient” which does not further differentiate between the given name and the 
surname.  
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The corresponding semantic bridge, illustrated in Figure 9-7, demonstrates the rules for 
mediating between these two information models. By applying the semantic bridge 
rules, an instance of type “Address” is furnished with additional properties e.g. with 
“hasStreetAddress” combining the values of the Address properties “hasStreet” and 
“hasStreetNumber”. Likewise “hasRecipient” is constructed by concatenating the 
properties “hasSurname” and “hasGivenName” of “Name”.  
 
Having the class definitions available, a reasoner is now able to classify the instance as 
a member of both classes “Address” and “PostalAddress”, since all required properties 
are present. Thus, within the scope of a process any service, independent of whether it 
adopts the conceptualisation of application domain A or that of domain B can now 
make use of this polymorph instance. Using rules for describing semantic bridges 
enables expressive mappings including one-to-one, one-to-many, and many-to-many 
relationships. 
 

 
Figure 9-7 Rule-based semantic bridge 

 
Expressing ontology mappings in terms of logic-based rules implies several advantages 
over the usage of proprietary mapping formats, such as “mapping ontologies”. Standard 
Semantic Web frameworks integrating reasoning capabilities for ontology languages 
and rule languages, such as SWRL29, can directly apply the semantic bridges as part of 
their reasoning process. Thus, the transformation of concept instances and their correct 
classification as well as potential further conclusions are handled in a well-integrated 
manner. The integration of an external mapping service or engine, such as the engine 
described in 3.3.2, becomes obsolete and the processing of the semantic bridge is 

                                                      
29 Semantic Web Rule Language, [SWRL2003] 
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realized in terms of standard functionalities of semantic Web frameworks30 that provide 
support for ontologies and logic-based rules.   
 
In [BFS2006] Barnickel et. al. provide a detailed description of how the concept of 
rule-based semantic bridges has been employed for semi-automated data flow 
modelling in a cross-domain context. Just as the composition platform presented in this 
thesis, the developed prototype composes Web services which have been semantically 
wrapped with OWL-S descriptions. It has been demonstrated in an eGovernment 
scenario that combines services from different application domains, including citizen 
registration, statistical recording, civil status registration, etc. As the composition tool is 
mainly thought as a proof-of-concept, its functional range is quite rudimentary. The 
Web services are directly and statically bound to the process, only sequences of 
activities are supported and the process is described in a proprietary format.  
 
The integration of rule-based semantic bridges into the composition approach and 
platform presented in this thesis seems to be promising and can be considered as a 
subject of future work.  

9.4 Summary 

This chapter described a practical scenario that has been realised by means of the 
presented composition platform. Moreover, the validation and the evolution of the 
proposed approach were presented.  
 
The scenario is part of a pilot application that has been set up and demonstrated in the 
European research project SATINE. The pilot application connects several travel 
industry companies providing a number of services that are related with the reservation 
and booking of flights, hotels, tours and rental cars. As most of these companies either 
wrap existing databases or access proprietary reservation systems to provide their 
services, they make use of the P2P-based interoperability infrastructure presented in 
chapter 3.  
  
The various pilot application players have been associated with the roles identified by 
the generic business models discussed in chapter 4.1. One of the actors finds itself in a 
typical retailer role as it operates an e-commerce portal through which it resells the 
travel products found in the P2P network to its customers. It was described how the 
retailer uses the presented composition platform in order to semi-automatically design, 
configure and deploy a process which, when being invoked, dynamically selects several 
services related with the reservation of flights and rental cars. The composite Web 
service was made available to consumers by integrating it with the travel portal of the 
retailer.  
 
Based on the described and on further scenarios, a number of functional tests have been 
performed, thus ensuring the correct operation of the implemented mechanisms and 
tools. In order to validate the presented work, a number of requirements and challenges 
as they have been identified in earlier chapters were examined and it has been assessed 
                                                      
30 e.g. KAON2, http://kaon2.semanticweb.org/ 
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how and to which extent these requirements are met. More specifically, aspects like 
adaptiveness to customer demands, practical applicability, usability, adaptiveness to the 
supply situation as well as transferability and extensibility have been reviewed. 
 
Finally, it was described, how in continuative work various aspects of the presented 
composition approach are further developed, in particular with regard to its 
applicability in scenarios that span several heterogeneous application domains. 
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Chapter 10 
 
Conclusion  

This chapter recalls the fundamental concepts and ideas of the proposed approach for 
adaptive service composition in a semantics-based interoperability infrastructure. 
Moreover, potential advancements are discussed and an outlook on future developments 
and priorities in this area is provided. 

10.1 Summary and Main Contributions 

With the advent of the SOA model and XML-based industry standards for Web 
services, it was expected that the Web would turn rapidly into a huge service 
marketplace in which business partners dynamically link up to virtual enterprises by 
composing their services on the fly. The revolution, however, failed to appear. 
Although Web services have become the means of choice for the technical integration 
of heterogeneous systems, the services in business processes are still hardwired and 
their interoperation requires significant integration efforts. 
 
A reason for this development is that Web services have only partially kept their 
promise of being self-describing components. In fact, the semantic expressiveness of 
XML-based Web service standards is rather limited as XML only allows for defining 
hierarchical data containment hierarchies. The lack of formally defined semantics 
clearly limits the achievable degree of automation for Web service discovery, 
invocation and interoperation as human interaction is necessary in order to understand 
what a service does and how it can be integrated with other services.  
 
With the advent of the Semantic Web and its vision to make the meaning of Web 
resources understandable to machines, languages for representing machine-interpretable 
metadata about Web resources evolved. As Web services are Web resources too, 
several research activities in the direction of semantically described Web services 
produced appropriate high-level service ontologies. Semantic Web services promise to 
increase the automation in the Web service lifecycle. Moreover, the semantic 
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interoperation of services employing different information representations is facilitated 
as their integration takes place on a conceptual rather than on a purely syntactical level.  
 
As the Semantic Web is an extension of the existing one, most Semantic Web service 
technologies are grounded to well-established Web service standards, such as WSDL. 
However, as described in chapter 2, with regard to the composition of services this 
strategy has not been consequently followed. Popular Web service ontologies come 
with their dedicated service composition specifications which so far are not adopted by 
industry. Hence, the process execution environments are mostly research prototypes 
lacking the adequate level of maturity to be used in real business scenarios. On the 
other hand, BPEL as the dominant Web service composition standard does not 
inherently support the composition of Semantic Web services. Consequently, the 
benefits of composing semantically described Web services are difficult to exploit in 
practice. This gap has been one of the main drivers for this thesis which aimed at 
utilising formally defined Web service semantics in order to enhance automation and 
interoperation in the design and execution of service compositions while staying 
compatible with existing business process execution standards and platforms. 
 
In order to clearly understand the actors that are addressed by the composition approach 
to be developed, a generic business model grounded in the ODP domain was applied. 
The model provided a business-oriented view on the generic requestor and provider 
roles as identified by the Web Service Architecture. It turned out that a flexible 
composition platform particularly addresses the needs of retailers who provide value-
added services to consumers by composing the services of 3rd party providers. 
Moreover, two significant service composition characteristics, namely the binding of 
third party services and the degree of automation used in the creation of the process 
model, were reviewed and used as a framework for the classification of service 
composition strategies. By relating these characteristics to the challenges which 
retailers face, a business-oriented analysis of composition strategies in terms of their 
adaptiveness to a dynamic business environment was carried out. This also allowed the 
objective to be expressed from a business perspective: to enable service retailers to 
quickly adjust to changes in the business environment by providing them with an 
infrastructure for the adapative composition of heterogeneous third-party provider 
services. 
 
The approach and tools presented in this thesis cover the complete composition life-
cycle (cf. Chapter 5), starting from the definition of abstract business functionalities, 
over their semi-automated integration into a process model, to the configuration of a 
process and its deployment as a Web service which in turn may be used as part of other 
compositions. The work contributed to the development of a P2P-based semantic 
interoperability infrastructure which was developed in the European research project 
SATINE31. The composition platform makes use of the SATINE ontology mapping 
facilities which allow for the semantically sound interoperation of Web service 
requestors and providers that are using heterogeneous information representations.   
 
Key element of the proposed approach is the concept of semantic activity components 
(cf. Chapter 6) which are abstract functional building blocks featuring a highly hybrid 
character: for the users of the various composition tools a semantic activity component 
                                                      
31 Semantic-based interoperability infrastructure for integrating Peer-to-Peer Networks with Web 
Service Platforms (IST-2104 STP) 
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is a visual representative of a business functionality that is defined in terms of ontology 
concepts. From the perspective of the BPEL process engine a semantic activity 
component is a statically bound Web service with a traditional WSDL description. 
Finally, the component is able to dynamically select and invoke an external Semantic 
Web service for which it represents a client.  
 
A functional architecture for the semantic activity components was proposed. The 
architecture identifies a set of well-defined interfaces (presentation, introspection, 
configuration, lookup and invocation) that a component has to implement in order to be 
used by or to interact with the composition tools and the BPEL workflow engine. A 
number of mappings and transformations were proposed that allow an activity 
component to fulfil its hybrid role by bridging different type representations (from 
OWL over XML Schema to Java types). An activity component is specified in terms of 
ontology concepts by means of an abstract semantic service description. The 
mechanisms to automatically create an activity component from this specification were 
described and implemented in the form of a component generation tool. A central part 
of this procedure is the generation of a Web service description and implementation 
which at runtime acts as a proxy for the Semantic Web services offered by 3rd party 
providers. Since the reasoning over OWL ontologies turned out to be time-consuming, 
it was described how the structure of the ontology concepts that are used as input and 
output parameters of the activity component can be pre-processed and captured in 
appropriate data structures.    
 
A modelling tool was developed which enables a process designer to visually compose 
the functional building blocks to a business process (cf. Chapter 7). In this context a 
mapping from the internal proprietary process model to a BPEL-compliant process 
model was presented. The data flow design is facilitated by abstracting from technical 
details and by analysing the semantic correlation (equivalence and subclass 
relationships) of ontology concepts in order to automatically recommend appropriate 
parameter assignments between process activities. As detailed in the validation of this 
thesis, the resulting time saving in the process design phase is significant. The 
assignment between semantically related parameters of different types can be easily 
represented in the internal process model. In order to overcome the limitation that XML 
Schema unlike OWL does not support real polymorphism, appropriate syntactical 
parameter transformations to be included into the generated BPEL process model were 
proposed. Along with the BPEL description a corresponding WSDL description is 
generated which describes how to access the process as a Web service.    
  
For one and the same process several individual configurations may be created (cf. 
Chapter 8). More specifically, the contained semantic activity component instances are 
configured with constraints on their non-functional parameters. A component uses these 
constraints as criteria for the dynamic selection of 3rd party provider services. Different 
constraint representations were proposed. In particular a mapping from the internal 
constraint model to Knowledge Interchange Format (KIF) queries was presented, thus 
allowing for the straight-forward validation of Semantic Web service descriptions in 
terms of the specified constraints. Moreover, the creation and validation of dynamic 
constraints was described. Dynamic constraints allow for the definition of 
interdependencies between dynamically bound Semantic Web services by referring to 
the process execution context. A configuration tool was developed which visually 
supports the definition and composition of constraints. Moreover, a corresponding 
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constraint checker and its integration into the activity component invocation procedure 
were described. A process deployment tool completes the service composition platform.  
 
The composition approach and tools have been tested and demonstrated in the tourism 
domain as part of a pilot application that connects several travel industry companies 
which make use of heterogeneous information models (ontologies). It was shown how a 
service retailer used the composition platform to design and configure a number of 
processes which dynamically invoke Semantic Web services that have been published 
in the SATINE P2P network. The processes were deployed in a BPEL engine and 
integrated as plain Web services with the retailer’s travel e-commerce portal. 
 
The validation (cf. Chapter 9) has shown that the identified business challenges and the 
related technical requirements are met by the developed composition platform: 
adaptiveness to changing customer demands is achieved by expediting the process 
design through the semi-automated data flow modelling. The decoupling of process 
model and dynamically invoked Web services, in conjunction with the semantic 
mediation facilities of the SATINE interoperability infrastructure results in a high 
adaptiveness of the deployed process to changing supply conditions. The gap between 
technological advancement and its practical applicability is bridged by providing a 
mapping to the BPEL process description standard, thus enabling the use of reliable 
process execution environments and the preservation of existing investments in such 
infrastructures. Usability issues have been addressed by mapping different tasks and 
responsibilities in the composition life-cycle to separate tools and by tailoring these 
tools to the capabilities of the user. The platform hides as far as possible technical 
details, thus allowing for taking a business architect's rather than a software architect's 
view. The self-contained and self-describing character of the semantic activity 
components contributes to decouple the life-cycle support tools, thus increasing the 
extensibility of the platform. Finally, the approach features a high transferability to 
other application domains as the domain-specific knowledge is captured in 
exchangeable ontologies. An analysis of related work clarified how the presented 
approach builds on and contributes to ongoing research in the area of Web service 
composition. 
 
A general question to be considered is whether the benefits of using formally defined 
semantics in the composition of Web services exceeds the required additional efforts. 
The traditional composition and integration of heterogeneous Web services relies on 
syntactical parameter transformations that are defined as part of a process. It has to be 
admitted that the approach followed in this thesis requires the creation of additional 
artefacts, such as ontologies and semantic service descriptions. The design and 
formalisation of (domain-specific) ontologies that feature a high degree of 
conceptualisation requires specific knowledge and is a time- and resource-intensive 
undertaking. The mapping of existing XML schemas to the defined ontology concepts 
and the semantic annotation of Web service descriptions are additional efforts in this 
respect. Moreover, the definition of mappings between independently developed 
ontologies requires a mutual understanding and thus involves domain experts from 
different organisations. On the other hand, it is just the formally defined semantic 
relationships that allow for managing complexity through the automation of time-
intensive tasks. And it is the shift to a higher abstraction level that establishes the basis 
for the separation of concerns (i.e. of business oriented and technical views) in the 
composition life-cycle. Furthermore, the decoupling of mappings between different 
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information representations from the process specification promotes the re-use of such 
mappings. Taking into account that the creation of ontologies, mappings and semantic 
service descriptions is a one-time effort, while - according to the SOA principles – one 
and the same service needs to be recurringly integrated with different business 
processes, it can be clearly stated that the additional efforts pay off in the long term.   

10.2 Outlook 

A researcher’s work is never done. In fact, there are a number of technical and 
conceptual advancements that can be considered as future work.  
 
The presented approach is focused on interoperability in the sense of aligning the inputs 
and outputs of Web services. Upper service ontologies, such as OWL-S, allow for the 
specification of preconditions and effects as logical formulas. Based on these formally 
defined state transformations, the process modelling tool could be extended towards 
automatically proposing activities or activity paths to be included in the process. This, 
however, would require the inclusion of appropriate planning strategies and algorithms, 
which, as stated in the introduction, are beyond the scope of this thesis. 
 
The control flow and data flow features provided by the process modelling tool allow 
for the design of relatively simple processes. For more complex processes, including 
scopes, compensation handling and events, the support of advanced BPEL constructs 
would become necessary.  
 
Another extension has been touched in the validation. An organisation acting in a 
particular application domain (e.g. in the travel business) may easily develop and apply 
a homogenous and coherent information model. However, in different application 
domains the requirements for information granularity differ significantly. Hence, in 
processes that span several application domains it cannot be assumed that the functional 
building blocks to be composed are described by tightly integrated ontologies. Hence, it 
might become necessary to apply ontology mapping mechanisms not only to achieve 
interoperation with different service providers but also for aligning the information 
exchanged between different semantic activity components. Chapter 9.3 described how 
rule-based ontology mappings can be used for this purpose.  
 
Future work will focus on how such rule-base semantic bridges can be embedded in 
BPEL processes. A challenge in this regard is that in order for the bridges to be applied, 
the data flow between the activities in a BPEL process needs to take place in terms of 
ontology individuals. This work will be carried out within the scope of the European 
research project QualiPSo32 as part of the interoperability activity, which is concerned 
with enhancing the semantic capabilities of Open Source middleware.  The findings of 
this activity will help to understand how BPEL as a standard will need to develop in 
order to natively support the composition of Semantic Web services.  
 
The question whether BPEL will evolve in this direction significantly depends on 
whether the ideas and concepts of Semantic Web services will become established in 
                                                      
32 QualiPSo - Quality Platform for Open Source Software (IST- FP6-IP-034763) 
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industry. As shown in this thesis, the adoption of semantic technologies in the 
composition of Web services increases flexibility and adaptivity. The ability to adapt to 
a changing environment, in turn, is seen as one of the biggest challenges that industry 
must face in times of economic globalisation. 
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Appendix  
 
Specifications, Schemas, Sample 
Documents 

Abstract Service Description (“AirBooking”) 
 
<?xml version="1.0" encoding="UTF-8"?> 
<rdf:RDF xmlns:rss="http://purl.org/rss/1.0/" xmlns:jms="http://jena.hpl.hp.com/2003/08/jms#" 
xmlns:funcOnt="http://mytrip.de/TravelFunctionalityOntology.owl#" 
xmlns:profile="http://www.daml.org/services/owl-s/1.0/Profile.owl#" 
xmlns:rdf="http://www.w3.org/1999/02/22-rdf-syntax-ns#" 
xmlns:process="http://www.daml.org/services/owl-s/1.0/Process.owl#" 
xmlns:rdfs="http://www.w3.org/2000/01/rdf-schema#" 
xmlns:owl="http://www.w3.org/2002/07/owl#"  
xmlns:vcard="http://www.w3.org/2001/vcard-rdf/3.0#" 
xmlns:service="http://www.daml.org/services/owl-s/1.0/Service.owl#" 
xmlns:daml="http://www.daml.org/2001/03/daml+oil#" 
xmlns:dc="http://purl.org/dc/elements/1.1/"  
xmlns="file:abstrServiceDescrip#"> 
  <owl:Ontology rdf:about="file:translatedOWLS"> 
    <owl:imports  

rdf:resource="http://mytrip.de:8080/public/onto/TravelFunctionalityOntology.owl"/> 
    <owl:imports rdf:resource="http://mytrip.de:8080/public/onto/AirBookingMesgOnt.owl"/> 
  </owl:Ontology> 
  <process:Output rdf:about="file:abstrServiceDescrip#AirBooking_Out"> 
    <process:parameterType  

rdf:resource="http://mytrip.de/AirBookingMsgOnt.owl#AirBookingIResponse"/> 
  </process:Output> 
  <process:ProcessModel rdf:about="file:abstrServiceDescrip#AirBookingProcessModel"> 
    <process:hasProcess> 
      <process:AtomicProcess rdf:about="file:abstrServiceDescrip#AirBookingProcess"> 
        <process:hasOutput rdf:resource="file:abstrServiceDescrip#AirBooking_Out"/> 
        <process:hasInput> 
          <process:Input rdf:about="file:abstrServiceDescrip#AirBooking_In"> 
            <process:parameterType  

rdf:resource="http://mytrip.de/AirBookingMsgOnt.owl#AirBookingRequest"/> 
          </process:Input> 
        </process:hasInput> 
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      </process:AtomicProcess> 
    </process:hasProcess> 
 
    <service:describes> 
      <service:Service rdf:about="file:abstrServiceDescrip#AirBooking"> 
        <service:presents> 
          <funcOnt:AirBookingServices rdf:about="file:abstrServiceDescrip#AirBookingProfile"> 
            <profile:serviceName>AirBookingComponent</profile:serviceName> 
            <profile:textDescription/> 
            <profile:hasInput rdf:resource="file:abstrServiceDescrip#AirBooking_In"/> 
            <profile:hasOutput rdf:resource="file:abstrServiceDescrip#AirBooking_Out"/> 
          </funcOnt:AirBookingServices> 
        </service:presents> 
        <service:describedBy rdf:resource="file:abstrServiceDescrip#AirBookingProcessModel"/> 
        <service:supports rdf:resource="file:abstrServiceDescrip#AirBookingGrounding"/> 
      </service:Service> 
    </service:describes> 
  </process:ProcessModel> 
</rdf:RDF> 
 
 

Generated Proxy WSDL Description (“AirBooking”) 
 
<?xml version="1.0" encoding="UTF-8"?> 
<definitions  name="AirBookingDefinition"  
            targetNamespace="http://fokus.fhg.de/swscomp/services/AirBooking"  
            xmlns="http://schemas.xmlsoap.org/wsdl/"  
            xmlns:format="http://schemas.xmlsoap.org/wsdl/formatbinding/"  
            xmlns:java="http://schemas.xmlsoap.org/wsdl/java/"  
            xmlns:plt="http://schemas.xmlsoap.org/ws/2003/05/partner-link/"  
            xmlns:soap="http://schemas.xmlsoap.org/wsdl/soap/"  
            xmlns:tns="http://fokus.fhg.de/swscomp/services/AirBooking"  
            xmlns:types_ns="http://fokus.fhg.de/swscomp/ac/types"  
            xmlns:xsd="http://www.w3.org/2001/XMLSchema"> 
  <types> 
    <schema xmlns="http://www.w3.org/2001/XMLSchema"> 
      <import namespace="http://fokus.fhg.de/swscomp/ac/types"  
                    schemaLocation="AirBooking.xsd"/> 
    </schema> 
  </types> 
  <message name="AirBookingRequest"> 
    <part name="AirBooking_In" type="types_ns:AirBookingRequest"/> 
    <part name="ACInstanceName" type="xsd:string"/> 
    <part name="ProcessContext" type="types_ns:Context"/> 
  </message> 
  <message name="AirBookingResponse"> 
    <part name="OutputPartHolderAirBooking" type="types_ns:OutputPartHolderAirBooking"/> 
  </message> 
  <portType name="AirBookingPortType"> 
    <operation name="action"> 
      <input message="tns:AirBookingRequest" name="AirBookingRequest"/> 
      <output message="tns:AirBookingResponse" name="AirBookingResponse"/> 
    </operation> 
  </portType> 
  <binding name="AirBookingJavaBinding" type="tns:AirBookingPortType"> 
      <java:binding/> 
    <operation name="action"> 
      <java:operation methodName="action" methodType="instance"  

parameterOrder="AirBooking_In, ACInstanceName, ProcessContext"/> 
     </operation> 
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    <format:typeMapping encoding="Java" style="Java"> 
      <format:typeMap formatType="java.lang.String" typeName="xsd:string"/> 
      <format:typeMap formatType="de.fhg.fokus.swscomp.ac.types.AirBookingRequest" 

typeName="types_ns:AirBookingRequest"/> 
      <format:typeMap formatType="de.fhg.fokus.swscomp.ac.types.OriginDestinationOption"  

typeName="types_ns:OriginDestinationOption"/> 
      <format:typeMap formatType="de.fhg.fokus.swscomp.ac.types.FlightSegment"  

typeName="types_ns:FlightSegment"/> 
      <format:typeMap formatType="de.fhg.fokus.swscomp.ac.types.Aircraft"  

typeName="types_ns:Aircraft"/> 
      <format:typeMap formatType="de.fhg.fokus.swscomp.ac.types.AircraftType"  

typeName="types_ns:AircraftType"/> 
      <format:typeMap formatType="de.fhg.fokus.swscomp.ac.types.Airport"  

typeName="types_ns:Airport"/> 
      <format:typeMap formatType="de.fhg.fokus.swscomp.ac.types.AirportCode"  

typeName="types_ns:AirportCode"/> 
      <format:typeMap formatType="de.fhg.fokus.swscomp.ac.types.TimePoint"  

typeName="types_ns:TimePoint"/> 
      <format:typeMap formatType="de.fhg.fokus.swscomp.ac.types.Terminal"  

typeName="types_ns:Terminal"/> 
      <format:typeMap formatType="de.fhg.fokus.swscomp.ac.types.TerminalCode"  

typeName="types_ns:TerminalCode"/> 
      <format:typeMap formatType="de.fhg.fokus.swscomp.ac.types.BookingClass"  

typeName="types_ns:BookingClass"/> 
      <format:typeMap formatType="de.fhg.fokus.swscomp.ac.types.TimeDuration"  

typeName="types_ns:TimeDuration"/> 
      <format:typeMap formatType="de.fhg.fokus.swscomp.ac.types.Equipment"  

typeName="types_ns:Equipment"/> 
      <format:typeMap formatType="de.fhg.fokus.swscomp.ac.types.FlightNumber"  

typeName="types_ns:FlightNumber"/> 
      <format:typeMap formatType="de.fhg.fokus.swscomp.ac.types.Airline"  

typeName="types_ns:Airline"/> 
      <format:typeMap formatType="de.fhg.fokus.swscomp.ac.types.AirlineCode"  

typeName="types_ns:AirlineCode"/> 
      <format:typeMap formatType="de.fhg.fokus.swscomp.ac.types.NumberOfStops"  

typeName="types_ns:NumberOfStops"/> 
      <format:typeMap formatType="de.fhg.fokus.swscomp.ac.types.ServiceClassCode"  

typeName="types_ns:ServiceClassCode"/> 
      <format:typeMap formatType="de.fhg.fokus.swscomp.ac.types.Passenger"  

typeName="types_ns:Passenger"/> 
      <format:typeMap formatType="de.fhg.fokus.swscomp.ac.types.Address"  

typeName="types_ns:Address"/> 
      <format:typeMap formatType="de.fhg.fokus.swscomp.ac.types.GivenName"  

typeName="types_ns:GivenName"/> 
      <format:typeMap formatType="de.fhg.fokus.swscomp.ac.types.Surname"  

typeName="types_ns:Surname"/> 
      <format:typeMap  

formatType="de.fhg.fokus.swscomp.ac.types.OutputPartHolderAirBooking"  
typeName="types_ns:OutputPartHolderAirBooking"/> 

      <format:typeMap formatType="de.fhg.fokus.swscomp.ac.types.AirBookingResponse"  
typeName="types_ns:AirBookingResponse"/> 

      <format:typeMap formatType="de.fhg.fokus.swscomp.ac.types.BookingNumber"  
typeName="types_ns:BookingNumber"/> 

      <format:typeMap formatType="de.fhg.fokus.swscomp.ac.types.Context"  
typeName="types_ns:Context"/> 

   </format:typeMapping> 
  </binding> 
  <service name="AirBookingService"> 
    <port binding="tns:AirBookingJavaBinding" name="JavaPort"> 
      <java:address className="de.fhg.fokus.swscomp.ac.services.airbooking.ACService"/> 
    </port> 
  </service> 
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  <partnerLinkType name="AirBookingPartnerLinkType"  
xmlns="http://schemas.xmlsoap.org/ws/2003/05/partner-link/"> 

  <role name="AirBookingServiceProxy"> 
    <portType name="tns:AirBookingPortType"/> 
  </role> 
  </partnerLinkType> 
</definitions> 
 
 

XML Schema of Internal Process Model 
 
<?xml version="1.0" encoding="UTF-8"?> 
<xs:schema elementFormDefault="qualified" xmlns:xs="http://www.w3.org/2001/XMLSchema"> 
  <xs:complexType name="ACNodeType"> 
    <xs:sequence> 
      <xs:element name="Assign" type="AssignType" minOccurs="0"                                        

maxOccurs="unbounded"/> 
<xs:element name="Source" type="SourceType" minOccurs="0"                                               

maxOccurs="unbounded"/> 
      <xs:element name="Target" type="TargetType" minOccurs="0"                                           

maxOccurs="unbounded"/> 
      <xs:element name="InputFromClient" type="OnodeType" minOccurs="0"                                                

maxOccurs="unbounded"/> 
      <xs:element name="OutputToClient" type="OnodeType" minOccurs="0"                                               

maxOccurs="unbounded"/> 
    </xs:sequence> 
    <xs:attribute name="name" type="xs:string" use="required"/> 
    <xs:attribute name="aclabel" type="xs:string" use="required"/> 
    <xs:attribute name="caseorotherwise" type="xs:string" use="optional"/> 
    <xs:attribute name="acnode_case" type="xs:string" use="optional"/> 
    <xs:attribute name="eonodepath_case" type="xs:string" use="optional"/> 
    <xs:attribute name="fromInputOrNot_case" type="xs:boolean" use="optional"/> 
    <xs:attribute name="operator_case" type="xs:string" use="optional"/> 
    <xs:attribute name="value_case" type="xs:string" use="optional"/> 
  </xs:complexType> 
  <xs:complexType name="ActivityType"> 
    <xs:choice> 
      <xs:element name="sequence" type="SequenceNodeType" minOccurs="0"/> 
      <xs:element name="flow" type="FlowNodeType" minOccurs="0"/> 
      <xs:element name="switch" type="SwitchNodeType" minOccurs="0"/> 
      <xs:element name="while" type="WhileNodeType" minOccurs="0"/> 
      <xs:element name="activitycomponent" type="ACNodeType" minOccurs="0"/> 
    </xs:choice> 
  </xs:complexType> 
  <xs:complexType name="AssignType"> 
    <xs:attribute name="fromInputOrNot" type="xs:boolean" use="required"/> 
    <xs:attribute name="acnode_from" type="xs:string" use="required"/> 
    <xs:attribute name="eonodepath_from" type="xs:string" use="required"/> 
    <xs:attribute name="assigninfo" type="xs:string" use="required"/> 
    <xs:attribute name="eonodepath_to" type="xs:string" use="required"/> 
  </xs:complexType> 
  <xs:complexType name="FlowNodeType"> 
    <xs:sequence> 
      <xs:element name="Link" type="LinkType" minOccurs="0" maxOccurs="unbounded"/> 
      <xs:element name="Source" type="SourceType" minOccurs="0"                                                     

maxOccurs="unbounded"/> 
<xs:element name="Target" type="TargetType" minOccurs="0"                                                    

maxOccurs="unbounded"/> 
      <xs:element name="activity" type="ActivityType" minOccurs="0"                                                     

maxOccurs="unbounded"/> 
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    </xs:sequence> 
    <xs:attribute name="name" type="xs:string" use="required"/> 
    <xs:attribute name="caseorotherwise" type="xs:string" use="optional"/> 
    <xs:attribute name="acnode_case" type="xs:string" use="optional"/> 
    <xs:attribute name="eonodepath_case" type="xs:string" use="optional"/> 
    <xs:attribute name="fromInputOrNot_case" type="xs:boolean" use="optional"/> 
    <xs:attribute name="operator_case" type="xs:string" use="optional"/> 
    <xs:attribute name="value_case" type="xs:string" use="optional"/> 
  </xs:complexType> 
  <xs:complexType name="LinkType"> 
    <xs:attribute name="name" type="xs:string" use="required"/> 
    <xs:attribute name="from" type="xs:string" use="required"/> 
    <xs:attribute name="to" type="xs:string" use="required"/> 
  </xs:complexType> 
  <xs:element name="ProcessModel"> 
    <xs:complexType> 
      <xs:sequence> 
        <xs:element name="SequenceNode" type="SequenceNodeType"/> 
      </xs:sequence> 
      <xs:attribute name="name" type="xs:string" use="required"/> 
      <xs:attribute name="targetnamespace" type="xs:string" use="required"/> 
    </xs:complexType> 
  </xs:element> 
  <xs:complexType name="SequenceNodeType"> 
    <xs:sequence> 
      <xs:element name="Source" type="SourceType" minOccurs="0"                                                    

maxOccurs="unbounded"/> 
      <xs:element name="Target" type="TargetType" minOccurs="0"                                                    

maxOccurs="unbounded"/> 
      <xs:element name="activity" type="ActivityType" minOccurs="0"                                                    

maxOccurs="unbounded"/> 
    </xs:sequence> 
    <xs:attribute name="name" type="xs:string" use="required"/> 
    <xs:attribute name="caseorotherwise" type="xs:string" use="optional"/> 
    <xs:attribute name="acnode_case" type="xs:string" use="optional"/> 
    <xs:attribute name="eonodepath_case" type="xs:string" use="optional"/> 
    <xs:attribute name="fromInputOrNot_case" type="xs:boolean" use="optional"/> 
    <xs:attribute name="operator_case" type="xs:string" use="optional"/> 
    <xs:attribute name="value_case" type="xs:string" use="optional"/> 
  </xs:complexType> 
  <xs:complexType name="SourceType"> 
    <xs:attribute name="linkname" type="xs:string" use="required"/> 
  </xs:complexType> 
  <xs:complexType name="SwitchNodeType"> 
    <xs:sequence> 
      <xs:element name="Source" type="SourceType" minOccurs="0"  
                                                 maxOccurs="unbounded"/> 
      <xs:element name="Target" type="TargetType" minOccurs="0"  
                                                 maxOccurs="unbounded"/> 
      <xs:element name="activity" type="ActivityType" minOccurs="0"  
                                                 maxOccurs="unbounded"/> 
    </xs:sequence> 
    <xs:attribute name="name" type="xs:string" use="required"/> 
    <xs:attribute name="caseorotherwise" type="xs:string" use="optional"/> 
    <xs:attribute name="acnode_case" type="xs:string" use="optional"/> 
    <xs:attribute name="eonodepath_case" type="xs:string" use="optional"/> 
    <xs:attribute name="fromInputOrNot_case" type="xs:boolean" use="optional"/> 
    <xs:attribute name="operator_case" type="xs:string" use="optional"/> 
    <xs:attribute name="value_case" type="xs:string" use="optional"/> 
  </xs:complexType> 
  <xs:complexType name="TargetType"> 
    <xs:attribute name="linkname" type="xs:string" use="required"/> 
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  </xs:complexType> 
  <xs:complexType name="WhileNodeType"> 
    <xs:sequence> 
      <xs:element name="Source" type="SourceType" minOccurs="0"                                                      

maxOccurs="unbounded"/> 
      <xs:element name="Target" type="TargetType" minOccurs="0"                                                      

maxOccurs="unbounded"/> 
      <xs:element name="activity" type="ActivityType" minOccurs="0"/> 
    </xs:sequence> 
    <xs:attribute name="name" type="xs:string" use="required"/> 
    <xs:attribute name="acnode_con" type="xs:string" use="optional"/> 
    <xs:attribute name="eonodepath_con" type="xs:string" use="optional"/> 
    <xs:attribute name="fromInputOrNot_con" type="xs:boolean" use="optional"/> 
    <xs:attribute name="operator_con" type="xs:string" use="optional"/> 
    <xs:attribute name="value_con" type="xs:string" use="optional"/> 
    <xs:attribute name="caseorotherwise" type="xs:string" use="optional"/> 
    <xs:attribute name="acnode_case" type="xs:string" use="optional"/> 
    <xs:attribute name="eonodepath_case" type="xs:string" use="optional"/> 
    <xs:attribute name="fromInputOrNot_case" type="xs:boolean" use="optional"/> 
    <xs:attribute name="operator_case" type="xs:string" use="optional"/> 
    <xs:attribute name="value_case" type="xs:string" use="optional"/> 
  </xs:complexType> 
  <xs:complexType name="OnodeType"> 
    <xs:attribute name="fromInputOrNot" type="xs:boolean" use="required"/> 
    <xs:attribute name="path" type="xs:string" use="required"/> 
  </xs:complexType> 
</xs:schema> 
 
 

Configuration XML Schema (DTD) 
 
<!ELEMENT Configuration (Constraint, Ranking?, DynamicConstraints)> 
<!ATTLIST Configuration 
  activityname CDATA #REQUIRED> 
 
<!ELEMENT Constraint (Atomic* | Complex*)> 
<!ELEMENT Atomic (#PCDATA)> 
<!ATTLIST Atomic 
  id ID #REQUIRED 
  property CDATA #REQUIRED 
  propertytype CDATA #REQUIRED 
  value CDATA #REQUIRED 
  operator CDATA #REQUIRED>   
 
<!ELEMENT Complex (#PCDATA)> 
<!ATTLIST Complex 
  id ID #REQUIRED 
  operator CDATA #REQUIRED 
  operands IDREFS #REQUIRED> 
 
<!ELEMENT Ranking (#PCDATA)> 
<!ATTLIST Ranking 
  rankingproperty CDATA #REQUIRED 
  sortorder CDATA #REQUIRED> 
 
<!ELEMENT DynamicConstraints (DynConstraint*)> 
<!ELEMENT DynConstraint (#PCDATA) 
<!ATTLIST DynConstraint 
  id ID #REQUIRED 
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  property CDATA #REQUIRED 
  propertytype CDATA #REQUIRED 
  value CDATA #REQUIRED 
  operator CDATA #REQUIRED 
  activity CDATA #REQUIRED> 
 
 

Activity Component Configuration Sample 
 
<?xml version="1.0" encoding="UTF-8" ?> 
<!DOCTYPE Configuration SYSTEM config.dtd> 
<Configuration> 
  <Constraint activityname="BookFlight">     
    <Complex id="3" operator="OR" operands="2 1 " /> 
    <Atomic id="1" 
           property="http://travel.org/TravelFuncOntology.owl#PaymentInfo,  
                            http://travel.org/TravelFuncOntology.owl#acceptsCreditCard" 
           value="http://banking.org/Business.owl#VISA"  
           propertytype="http://banking.org/Business.owl#Cards"  
           operator="equal"/> 
    <Atomic id="2" 
           property="http://travel.org/TravelFuncOntology.owl#PaymentInfo,  
                            http://travel.org/TravelFuncOntology.owl#acceptsCreditCard" 
           value="http://banking.org/Business.owl#MASTER"  
           propertytype="http://banking.org/Business.owl#Cards"  
           operator="equal"/> 
  </Constraint> 
  <Ranking rankingproperty="http://travel.org/TravelFuncOntology.owl#ResponseTime, 
                                                http://travel.org/TravelFuncOntology.ow#hasMaxResponseTime"  
                   sortorder="ascend"> 
  <DynamicConstrains> 
    <DynConstraint id="4" 
           property="http://travel.org/TravelFuncOntology.owl#ProviderInformation, 
                            http://travel.org/TravelFuncOntology.owl#hasProviderID" 
           propertytype="xsd:String" 
           operator="equal" 
           activity="SearchFlight" 
           value="http://travel.org/TravelFuncOntology.owl#ProviderInformation, 
                        http://travel.org/TravelFuncOntology.owl#hasProviderID"/> 
    </DynConstraint> 
  </DynamicConstraints> 
</Configuration> 
 
 

Generated BPEL Process Definition (“Fly&Drive”) 
 
<?xml version="1.0" encoding="UTF-8"?> 
<process  xmlns="http://schemas.xmlsoap.org/ws/2003/03/business-process/"  
          xmlns:tns="http://fokus.fhg.de/swscomp/process/FlyAndDrive"  
          xmlns:xs="http://www.w3.org/2001/XMLSchema"  
          xmlns:AirLowFare="http://fokus.fhg.de/swscomp/services/AirLowFare"  
          xmlns:AirLowFare_type="http://fokus.fhg.de/swscomp/ac/types"  
          xmlns:VehicleAvailability="http://fokus.fhg.de/swscomp/services/VehicleAvailability"  
          xmlns:VehicleAvailability_type="http://fokus.fhg.de/swscomp/ac/types"  
          xmlns:VehicleReservation="http://fokus.fhg.de/swscomp/services/VehicleReservation"  
          xmlns:VehicleReservation_type="http://fokus.fhg.de/swscomp/ac/types"  
          xmlns:AirBooking="http://fokus.fhg.de/swscomp/services/AirBooking"  
          xmlns:AirBooking_type="http://fokus.fhg.de/swscomp/ac/types"  
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          name="FlyAndDrive"  
targetNamespace="http://fokus.fhg.de/swscomp/process/FlyAndDrive"> 

  <partnerLinks> 
    <partnerLink myRole="FlyAndDriveService" name="client"  

partnerLinkType="tns:FlyAndDriveLinkType" /> 
    <partnerLink name="AirLowFare" partnerLinkType="AirLowFare:AirLowFarePartnerLinkType"  

partnerRole="AirLowFareServiceProxy" /> 
    <partnerLink name="VehicleAvailability"  

partnerLinkType="VehicleAvailability:VehicleAvailabilityPartnerLinkType"  
partnerRole="VehicleAvailabilityServiceProxy" /> 

    <partnerLink name="VehicleReservation"  
partnerLinkType="VehicleReservation:VehicleReservationPartnerLinkType"  
partnerRole="VehicleReservationServiceProxy" /> 

    <partnerLink name="AirBooking" partnerLinkType="AirBooking:AirBookingPartnerLinkType"  
partnerRole="AirBookingServiceProxy" /> 

  </partnerLinks> 
  <variables> 
    <variable messageType="tns:RequestMessage" name="input" /> 
    <variable messageType="tns:ResponseMessage" name="output" /> 
    <variable messageType="AirLowFare:AirLowFareRequest"  

name="inputAirLowFare_Outbound" /> 
    <variable messageType="AirLowFare:AirLowFareResponse"  

name="outputAirLowFare_Outbound" /> 
    <variable messageType="AirLowFare:AirLowFareRequest"  

name="inputAirLowFare_Return" /> 
    <variable messageType="AirLowFare:AirLowFareResponse"  

name="outputAirLowFare_Return" /> 
    <variable messageType="VehicleAvailability:VehicleAvailabilityRequest"  

name="inputSearchRentalCars" /> 
    <variable messageType="VehicleAvailability:VehicleAvailabilityResponse"  

name="outputSearchRentalCars" /> 
    <variable messageType="VehicleReservation:VehicleReservationRequest"  

name="inputRentalCarReservation" /> 
    <variable messageType="VehicleReservation:VehicleReservationResponse"  

name="outputRentalCarReservation" /> 
    <variable messageType="AirBooking:AirBookingRequest"  

name="inputAirBooking_Outbound" /> 
    <variable messageType="AirBooking:AirBookingResponse"  

name="outputAirBooking_Outbound" /> 
    <variable messageType="AirBooking:AirBookingRequest" name="inputAirBooking_Return" /> 
    <variable messageType="AirBooking:AirBookingResponse" 

 name="outputAirBooking_Return" /> 
  </variables> 
  <sequence name="FlyAndDrive"> 
    <receive createInstance="yes" name="receiveInput" operation="FlyAndDriveoperation"  

partnerLink="client" portType="tns:FlyAndDrivePT" variable="input" />   
    <flow name="flow1"> 
      <sequence name="AirLowFare_Outboundsequence"> 
        <assign> 
          <copy> 
            <from part="To_Airport" variable="input" /> 
            <to part="AirLowFare_In" query="/AirLowFare_In/AirLowFare_type:hasArrivalAirport"  

variable="inputAirLowFare_Outbound" /> 
          </copy> 
          <copy> 
            <from part="CabinPreference" variable="input" /> 
            <to part="AirLowFare_In"  

query="/AirLowFare_In/AirLowFare_type:hasCabinPreferences" 
variable="inputAirLowFare_Outbound" /> 

          </copy> 
          <copy> 
            <from part="From_Airport" variable="input" /> 
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            <to part="AirLowFare_In" query="/AirLowFare_In/AirLowFare_type:hasDepartureAirport"  
variable="inputAirLowFare_Outbound" /> 

          </copy> 
          <copy> 
            <from part="StartTime" variable="input" /> 
            <to part="AirLowFare_In"  

query="/AirLowFare_In/AirLowFare_type:hasDepartureDateTime"  
variable="inputAirLowFare_Outbound" /> 

          </copy> 
          <copy> 
            <from part="NumberOfTravellers" variable="input" /> 
            <to part="AirLowFare_In"  

query="/AirLowFare_In/AirLowFare_type:hasNumberOfPassengers"  
variable="inputAirLowFare_Outbound" /> 

          </copy> 
          <copy> 
            <from part="ServiceClass" variable="input" /> 
            <to part="AirLowFare_In" query="/AirLowFare_In/AirLowFare_type:hasServiceClass"  

variable="inputAirLowFare_Outbound" /> 
          </copy> 
        </assign> 
        <assign> 
          <copy> 
            <from expression="AirLowFare_Outbound"/> 
            <to variable="inputAirLowFare_Outbound" part="ACInstanceName"/> 
          </copy> 
        </assign> 
        <invoke inputVariable="inputAirLowFare_Outbound" name="invokeAirLowFare_Outbound"  

operation="action" outputVariable="outputAirLowFare_Outbound"  
partnerLink="AirLowFare" portType="AirLowFare:AirLowFarePortType" /> 

      </sequence> 
      <sequence name="AirLowFare_Returnsequence"> 
        <assign> 
          <copy> 
            <from part="AirLowFare_In"  

query="/AirLowFare_In/AirLowFare_type:hasDepartureAirport"  
variable="inputAirLowFare_Outbound" /> 

            <to part="AirLowFare_In" query="/AirLowFare_In/AirLowFare_type:hasArrivalAirport"  
variable="inputAirLowFare_Return" /> 

          </copy> 
          <copy> 
            <from part="AirLowFare_In"  

query="/AirLowFare_In/AirLowFare_type:hasCabinPreferences"  
variable="inputAirLowFare_Outbound" /> 

            <to part="AirLowFare_In"  
query="/AirLowFare_In/AirLowFare_type:hasCabinPreferences"  
variable="inputAirLowFare_Return" /> 

          </copy> 
          <copy> 
            <from part="AirLowFare_In" query="/AirLowFare_In/AirLowFare_type:hasArrivalAirport"  

variable="inputAirLowFare_Outbound" /> 
            <to part="AirLowFare_In" query="/AirLowFare_In/AirLowFare_type:hasDepartureAirport"  

variable="inputAirLowFare_Return" /> 
          </copy> 
          <copy> 
            <from part="ReturnTime" variable="input" /> 
            <to part="AirLowFare_In" 

query="/AirLowFare_In/AirLowFare_type:hasDepartureDateTime" 
variable="inputAirLowFare_Return" /> 

          </copy> 
          <copy> 
            <from part="AirLowFare_In"  



Appendix 

220 

query="/AirLowFare_In/AirLowFare_type:hasNumberOfPassengers"  
variable="inputAirLowFare_Outbound" /> 

<to part="AirLowFare_In" 
query="/AirLowFare_In/AirLowFare_type:hasNumberOfPassengers" 
variable="inputAirLowFare_Return" /> 

          </copy> 
          <copy> 
            <from part="AirLowFare_In" query="/AirLowFare_In/AirLowFare_type:hasServiceClass"  

variable="inputAirLowFare_Outbound" /> 
            <to part="AirLowFare_In" query="/AirLowFare_In/AirLowFare_type:hasServiceClass"  

variable="inputAirLowFare_Return" /> 
          </copy> 
        </assign> 
        <assign> 
          <copy> 
            <from expression="AirLowFare_Return"/> 
            <to variable="inputAirLowFare_Return" part="ACInstanceName"/> 
          </copy> 
        </assign> 
        <invoke inputVariable="inputAirLowFare_Return" name="invokeAirLowFare_Return"  

operation="action" outputVariable="outputAirLowFare_Return" 
partnerLink="AirLowFare" portType="AirLowFare:AirLowFarePortType" /> 

      </sequence> 
    </flow> 
    <sequence name="SearchRentalCarssequence"> 
      <assign> 
          <copy> 
            <from part="AirLowFare_In"  

query="/AirLowFare_In/AirLowFare_type:hasArrivalAirport/AirLowFare_type:hasAirportC
ode/AirLowFare_type:locationCode"  

variable="inputAirLowFare_Outbound" /> 
            <to part="VehicleAvailabilityRate_In" 

query="/VehicleAvailabilityRate_In/VehicleAvailability_type:hasLocationCode/VehicleAv
ailability_type:locationCode"  

variable="inputSearchRentalCars" /> 
          </copy>   
          <copy> 
            <from part="OutputPartHolderAirLowFare"  

query="/OutputPartHolderAirLowFare/AirLowFare_type:AirLowFareResponse/AirLowFar
e_type:hasPricedItinerary[1]/AirLowFare_type:hasOriginDestinationOption/AirLowFare_type:hasF
lightSegment[last()]/AirLowFare_type:hasArrivalDateTime"  

variable="outputAirLowFare_Outbound" /> 
            <to part="VehicleAvailabilityRate_In"  

query="/VehicleAvailabilityRate_In/VehicleAvailability_type:hasPickUpDateTime"  
variable="inputSearchRentalCars" /> 

          </copy> 
          <copy> 
            <from part="OutputPartHolderAirLowFare"  

query="/OutputPartHolderAirLowFare/AirLowFare_type:AirLowFareResponse/AirLowFar
e_type:hasPricedItinerary[1]/AirLowFare_type:hasOriginDestinationOption/AirLowFare_type:hasF
lightSegment[1]/AirLowFare_type:hasDepartureDateTime"  

variable="outputAirLowFare_Return" /> 
            <to part="VehicleAvailabilityRate_In"  

query="/VehicleAvailabilityRate_In/VehicleAvailability_type:hasReturnDateTime" 
variable="inputSearchRentalCars" /> 

          </copy> 
        </assign> 
        <assign> 
          <copy> 
            <from expression="SearchRentalCars"/> 
            <to variable="inputSearchRentalCars" part="ACInstanceName"/> 
          </copy> 
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        </assign> 
                 
        <invoke inputVariable="inputSearchRentalCars" name="invokeSearchRentalCars"  

operation="action" outputVariable="outputSearchRentalCars"  
partnerLink="VehicleAvailability" 
portType="VehicleAvailability:VehicleAvailabilityPortType" /> 

      </sequence> 
      <flow name="flow2"> 
        <sequence name="RentalCarReservationsequence"> 
          <assign> 
            <copy> 
              <from part="AirBooking_In"  

query="/AirBooking_In/AirBooking_type:hasPassenger/AirBooking_type:hasGiv
enName" 

 variable="inputAirBooking_Outbound" /> 
              <to part="VehicleReservation_In"  

query="/VehicleReservation_In/VehicleReservation_type:hasCustomer/Vehicle
Reservation_type:hasGivenName"  

variable="inputRentalCarReservation" /> 
            </copy> 
            <copy> 
              <from part="AirBooking_In"  

query="/AirBooking_In/AirBooking_type:hasPassenger/AirBooking_type:hasSur
name" 

variable="inputAirBooking_Outbound" /> 
              <to part="VehicleReservation_In"  

query="/VehicleReservation_In/VehicleReservation_type:hasCustomer/Vehicle
Reservation_type:hasSurname"  

variable="inputRentalCarReservation" /> 
            </copy> 
            <copy> 
              <from part="OutputPartHolderVehicleAvailability"  

query="/OutputPartHolderVehicleAvailability/VehicleAvailability_type:VehicleAv
ailabilityRateResponse/VehicleAvailability_type:hasLocationCode"  

variable="outputSearchRentalCars" /> 
              <to part="VehicleReservation_In"  

query="/VehicleReservation_In/VehicleReservation_type:hasLocationCode"  
variable="inputRentalCarReservation" /> 

            </copy> 
            <copy> 
              <from part="OutputPartHolderAirLowFare"  

query="/OutputPartHolderAirLowFare/AirLowFare_type:AirLowFareResponse/
AirLowFare_type:hasPricedItinerary[1]/AirLowFare_type:hasOriginDestinationOption/Air
LowFare_type:hasFlightSegment[last()]/AirLowFare_type:hasArrivalDateTime"  

variable="outputAirLowFare_Outbound" /> 
              <to part="VehicleReservation_In"  

query="/VehicleReservation_In/VehicleReservation_type:hasPickUpDateTime"  
variable="inputRentalCarReservation" /> 

            </copy> 
            <copy> 
              <from part="OutputPartHolderAirLowFare"  

query="/OutputPartHolderAirLowFare/AirLowFare_type:AirLowFareResponse/
AirLowFare_type:hasPricedItinerary[1]/AirLowFare_type:hasOriginDestinationOption/Air
LowFare_type:hasFlightSegment[1]/AirLowFare_type:hasDepartureDateTime"  

variable="outputAirLowFare_Return" /> 
              <to part="VehicleReservation_In"  

query="/VehicleReservation_In/VehicleReservation_type:hasReturnDateTime" 
variable="inputRentalCarReservation" /> 

            </copy> 
            <copy> 
              <from part="OutputPartHolderVehicleAvailability"  

query="/OutputPartHolderVehicleAvailability/VehicleAvailability_type:VehicleAv
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ailabilityRateResponse/VehicleAvailability_type:hasVehicleVendorAvailability[1]/Vehicle
Availability_type:hasVehicleCategory" 

 variable="outputSearchRentalCars" /> 
              <to part="VehicleReservation_In"  

query="/VehicleReservation_In/VehicleReservation_type:hasVehicleCategory"  
variable="inputRentalCarReservation" /> 

            </copy> 
            <copy> 
              <from part="OutputPartHolderVehicleAvailability"  

query="/OutputPartHolderVehicleAvailability/VehicleAvailability_type:VehicleAv
ailabilityRateResponse/VehicleAvailability_type:hasVehicleVendorAvailability[1]/Vehicle
Availability_type:hasVendor" 

 variable="outputSearchRentalCars" /> 
              <to part="VehicleReservation_In"  

query="/VehicleReservation_In/VehicleReservation_type:hasVendorPreference
"  

variable="inputRentalCarReservation" /> 
            </copy> 
          </assign> 
          <assign> 
            <copy> 
              <from expression="RentalCarReservation"/> 
              <to variable="inputRentalCarReservation" part="ACInstanceName"/> 
            </copy> 
          </assign> 
          <invoke inputVariable="inputRentalCarReservation" name="invokeRentalCarReservation"  

operation="action" outputVariable="outputRentalCarReservation"  
partnerLink="VehicleReservation" 
portType="VehicleReservation:VehicleReservationPortType" /> 

          <assign> 
            <copy> 
              <from part="OutputPartHolderVehicleReservation"  

query="/OutputPartHolderVehicleReservation/VehicleReservation_type:Vehicle
ReservationResponse"  

variable="outputRentalCarReservation" /> 
<to  

part="OutputPartHolderVehicleReservation_VehicleReservationResponse_Ren
talCarReservation"  

variable="output" /> 
            </copy> 
          </assign> 
        </sequence> 
        <sequence name="sequence"> 
          <sequence name="AirBooking_Outboundsequence"> 
            <assign> 
              <copy> 
                <from part="OutputPartHolderAirLowFare"  

query="/OutputPartHolderAirLowFare/AirLowFare_type:AirLowFareResponse/
AirLowFare_type:hasPricedItinerary[1]/AirLowFare_type:hasOriginDestinationOption" 

variable="outputAirLowFare_Outbound" /> 
<to part="AirBooking_In" 

query="/AirBooking_In/AirBooking_type:hasOriginDestinationOption"  
variable="inputAirBooking_Outbound" /> 

              </copy> 
              <copy> 
                <from part="customer" variable="input" /> 
                <to part="AirBooking_In" query="/AirBooking_In/AirBooking_type:hasPassenger"  

variable="inputAirBooking_Outbound" /> 
              </copy> 
            </assign> 
            <assign> 
              <copy> 
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                <from expression="AirBooking_Outbound"/> 
                <to variable="inputAirBooking_Outbound" part="ACInstanceName"/> 
              </copy> 
            </assign> 
            <invoke inputVariable="inputAirBooking_Outbound"  

name="invokeAirBooking_Outbound" operation="action"  
outputVariable="outputAirBooking_Outbound" partnerLink="AirBooking"  
portType="AirBooking:AirBookingPortType" /> 

            <assign> 
              <copy> 
                <from part="OutputPartHolderAirBooking"  

query="/OutputPartHolderAirBooking/AirBooking_type:AirBookingResponse"  
variable="outputAirBooking_Outbound" /> 

                <to part="OutputPartHolderAirBooking_AirBookingResponse_AirBooking_Outbound"  
variable="output" /> 

              </copy> 
            </assign> 
          </sequence> 
          <sequence name="AirBooking_Returnsequence"> 
            <assign> 
              <copy> 
                  <from part="OutputPartHolderAirLowFare"  

query="/OutputPartHolderAirLowFare/AirLowFare_type:AirLowFareResponse/
AirLowFare_type:hasPricedItinerary[1]/AirLowFare_type:hasOriginDestinationOption"  

variable="outputAirLowFare_Return" /> 
                  <to part="AirBooking_In"  

query="/AirBooking_In/AirBooking_type:hasOriginDestinationOption"  
variable="inputAirBooking_Return" /> 

                </copy> 
                <copy> 
                  <from part="AirBooking_In" query="/AirBooking_In/AirBooking_type:hasPassenger"  

variable="inputAirBooking_Outbound" /> 
                  <to part="AirBooking_In" query="/AirBooking_In/AirBooking_type:hasPassenger"  

variable="inputAirBooking_Return" /> 
                </copy> 
              </assign> 
              <assign> 
                <copy> 
                  <from expression="AirBooking_Return"/> 
                  <to variable="inputAirBooking_Return" part="ACInstanceName"/> 
                </copy> 
              </assign> 
              <invoke inputVariable="inputAirBooking_Return" name="invokeAirBooking_Return" 
  operation="action" outputVariable="outputAirBooking_Return"  

partnerLink="AirBooking" portType="AirBooking:AirBookingPortType" /> 
              <assign> 
                <copy> 
                  <from part="OutputPartHolderAirBooking"  

query="/OutputPartHolderAirBooking/AirBooking_type:AirBookingResponse"  
variable="outputAirBooking_Return" /> 

                  <to part="OutputPartHolderAirBooking_AirBookingResponse_AirBooking_Return"  
variable="output" /> 

                </copy> 
              </assign> 
            </sequence> 
          </sequence> 
        </flow> 
        <reply name="replyOutput" operation="FlyAndDriveoperation" partnerLink="client"  

portType="tns:FlyAndDrivePT" variable="output" /> 
  </sequence> 
</process> 
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Generated Process WSDL Interface Description (“Fly&Drive”) 
 
<?xml version="1.0" encoding="UTF-8"?> 
<definitions  name="FlyAndDriveWSDL"  
            targetNamespace="http://fokus.fhg.de/swscomp/process/FlyAndDrive"  
            xmlns:tns="http://fokus.fhg.de/swscomp/process/FlyAndDrive" 
            xmlns:plnk="http://schemas.xmlsoap.org/ws/2003/05/partner-link/"  
            xmlns:xsd="http://www.w3.org/2001/XMLSchema" 
            xmlns:VehicleAvailabilityxsd="http://fokus.fhg.de/swscomp/ac/types"  
            xmlns:AirBookingxsd="http://fokus.fhg.de/swscomp/ac/types"  
            xmlns:AirLowFarexsd="http://fokus.fhg.de/swscomp/ac/types"  
            xmlns:VehicleReservationxsd="http://fokus.fhg.de/swscomp/ac/types"  
            xmlns="http://schemas.xmlsoap.org/wsdl/"> 
  <types> 
    <xsd:schema xmlns:xsd="http://www.w3.org/2001/XMLSchema"> 
      <xsd:import namespace="http://fokus.fhg.de/swscomp/ac/types"  

schemaLocation="AirLowFare.xsd"/> 
      <xsd:import namespace="http://fokus.fhg.de/swscomp/ac/types"  

schemaLocation="VehicleAvailability.xsd"/> 
      <xsd:import namespace="http://fokus.fhg.de/swscomp/ac/types"  

schemaLocation="VehicleReservation.xsd"/> 
      <xsd:import namespace="http://fokus.fhg.de/swscomp/ac/types"  

schemaLocation="AirBooking.xsd"/> 
    </xsd:schema> 
  </types> 
  <message name="RequestMessage"> 
    <part name="To_Airport" type="AirBookingxsd:Airport"/> 
    <part name="CabinPreference" type="AirBookingxsd:CabinType"/> 
    <part name="From_Airport" type="AirBookingxsd:Airport"/> 
    <part name="StartTime" type="AirBookingxsd:TimePoint"/> 
    <part name="NumberOfTravellers" type="AirBookingxsd:NumberOfPassengers"/> 
    <part name="ServiceClass" type="AirBookingxsd:ServiceClassCode"/> 
    <part name="ReturnTime" type="AirBookingxsd:TimePoint"/> 
    <part name="customer" type="AirBookingxsd:Passenger"/> 
  </message> 
  <message name="ResponseMessage"> 
    <part  

name="OutputPartHolderVehicleReservation_VehicleReservationResponse_RentalCar
Reservation"  

type="VehicleReservationxsd:VehicleReservationResponse"/> 
    <part name="OutputPartHolderAirBooking_AirBookingResponse_AirBooking_Outbound"  

type="AirBookingxsd:AirBookingResponse"/> 
    <part name="OutputPartHolderAirBooking_AirBookingResponse_AirBooking_Return"  

type="AirBookingxsd:AirBookingResponse"/> 
  </message> 
  <portType name="FlyAndDrivePT"> 
    <operation name="FlyAndDriveoperation"> 
      <input name="FlyAndDriveinput" message="tns:RequestMessage"/> 
      <output name="FlyAndDriveouput" message="tns:ResponseMessage"/> 
    </operation> 
  </portType> 
 <service name="MyFlyAndDriveService"></service> 
  <plnk:partnerLinkType name="FlyAndDriveLinkType"> 
    <plnk:role name="FlyAndDriveService"> 
      <plnk:portType name="tns:FlyAndDrivePT"/> 
    </plnk:role> 
  </plnk:partnerLinkType> 
</definitions> 
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