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Abstract

Data rates provisioned by broadband Internet Service Providers continue to fall
short of the requirements posed by emerging applications. However, the po-
tential of statistical multiplexing of the last mile broadband connections remains
unexploited even as the average utilization of these connections remains low. In
this work we propose and evaluate a collaborative flow-based access sharing
infrastructure in community networks.

Our results show that with multi-homing and flow-based routing in today’s
broadband Internet access scenarios, significant performance benefits inclu-
ding a reduction in download times are achievable. The extent of the benefit
largely depends on the nature and volume of traffic: under high load and with
bulky transfers the achievable improvements are higher than those realizable
under low load scenarios with short-lived flows.

We start out by introducing the architecture of our system and describing
deployments on the client systems and the DSL routers. We introduce our ex-
perimental setups: an off-line fluid TCP simulator and a realistic testbed. We
use several traffic workloads, including real-world flow traces, artificial flow tra-
ces generated according to statistic distributions, artificial Web workloads, and
a peer-to-peer application. We then introduce a methodology for evaluating the
benefits of flow routing by comparing the flow durations with different routing
policies and network setups. This is done for different classes of flows, in rela-
tion to the current load in the system.

We investigate the capacity of our system and the possible performance
with ideal, omniscient routing algorithms. We then evaluate several routing po-
licies based on routing metrics like congestion or the number of active flows in
the system. Finally, we study the impact of employing a wireless network for
flow redirection amongst the broadband connections.
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Zusammenfassung

Die von Internet-Providern Endbenutzern angebotenen Transferraten sind oft
zu klein für den Bedarf moderner Applikationen, besonders in Spitzenlastsitua-
tionen. Obwohl die durchschnittliche Auslastung dieser Endbenutzer-
Anschlüsse meist niedrig ist, bleibt das Potenzial der statistischen Verkehrs-
bündelung über die letzte Meile von Bandbreitenverbindungen weitgehend un-
benutzt. Wir führen in dieser Arbeit eine kollaborative, Flow-basierte Infrastruk-
tur für das gemeinsame Nutzen von Internetverbindungen in privaten Commu-
nities vor und untersuchen ihre Auswirkungen.

Unsere Ergebnisse zeigen, dass Multihoming und Flow-basiertes Routing
in aktuellen Zugangsszenarien mit Bandbreitenverbindungen signifikante
Durchsatzverbesserungen sowie die Verkürzung von Downloadzeiten erlau-
ben. Der Umfang des Gewinns ist von der Natur und die Menge des Daten-
verkehrs abhängig. Die Verbesserungen unter Last und mit vielen parallelen
großen Übertragungen sind höher als die unter weniger Last und mit kurzen
Übertragungen.

Wir beginnen mit einer Beschreibung unserer Architektur und deren Ein-
satz auf Client-Rechnern und DSL-Routern. Wir stellen unsere Experimentier-
Umgebung vor: einen Fluss-basierten Off-line-TCP-Simulator und eine realisti-
sche Testumgebung. Wir benutzen mehrere Verkehrsmuster: Flow Traces aus
reellen Netzwerken, künstliche Traces, die auf statistischen Distributionen ba-
sieren, künstliche Web-Verkehrsmuster und eine Peer-To-Peer Applikation. Als
nächstes führen wir eine Methodik für die Bewertung von Flow-Routing ein. Da-
für vergleichen wir die erreichten Übertragungszeitungen für Flows unter ver-
schiedenen Routingalgorithmen und Netzwerkkonfigurationen. Wir setzen die
Ergebnisse in Beziehung zu verschiedenen Klassen von Flows und zur aktuel-
len Lastsituation.

Wir untersuchen die Kapazität unseres Systems und die mögliche Leistung
mit idealisierten, allwissenden Routing-Algorithmen. Als nächstes untersuchen
wir mehrere Routing-Algorithmen, die auf Metriken wie Überlastung oder An-
zahl von aktiven Flows basieren. Zum Abschluss untersuchen wir die Auswir-
kung der Benutzung eines Funknetzwerks für die Weiterleitung der Flows zwi-
schen den Breitbandanschlüssen.
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Chapter 1

Introduction

1.1 Motivation

The bandwidth needs of residential Internet users are constantly increasing due
to increasing demand from the application side. In addition, bandwidth demand
is not constant over time and many users experience an insufficient supply
during periods of peak traffic. Ubiquitous Internet access is required by many
applications, but it’s realization is still an open issue. The problem of insufficient
bandwidth supply has plagued data networks since their very beginning, while
the requirement for ubiquity is a recent phenomenon. Still, both issues are
related in that they are rooted in the race between novel network technologies
and applications.

This thesis is motivated by the goals of accommodating traffic surges and
providing mobility for residential Internet users. We discuss the current situation
before introducing the proposed solution. We then review the bandwidth supply
to and demand by residential users together with a few scenarios for mobility.

Bandwidth Supply

Today’s Internet access offers are certainly dominated by the digital subscriber
line (DSL) [123] and cable broadband technologies. For instance, DSL has a
predominant market share in Germany while cable dominates the USA broad-
band market.

DSL uses free bandwidth on the last mile local loop to connect a user mo-
dem to the digital subscriber line access multiplexer (DSLAM) at the telephony
operator’s site. It uses asymmetric uplink and downlink channels in order to
cope with speed limitations imposed by line length and cross-talk [78]. DSL
bandwidth has significantly improved during the last years, being limited by
the loop length and interference. This could hint to the fact that DSL is slowly
reaching the Shannon limit of the medium.

Cable broadband uses a cable TV infrastructure to provide Internet access

1



2 CHAPTER 1. INTRODUCTION

to the customers. Bandwidth rates are asymmetric and similar to the DSL ones.
Bandwidth modems at the customer premises connect to the cable modem
termination system (CMTS) at the operator site. Users share a cable segment
with a fixed channel capacity. In order to ensure fairness, many cable operators
use bandwidth throttling.

Bandwidth Demand

Network congestion is common these days. Two reasons are traffic peaks and
the constant increase in demand. Traffic peaks over a large range of time scales
are a widely studied phenomenon in Internet communication [38, 99]. Recent
studies [36, 87, 96] have found a tendency of the total Internet traffic to double
yearly in a fashion similar to Moore’s law [81]. Similar results [45] show that
the last mile bandwidth is increasing at a somewhat lower rate than traffic. This
suggests that the problem of congestion is not going to disappear soon due to
simple upgrades in technology.

Among the currently popular applications are peer-to-peer systems, Web
and media streaming. Recent studies by commercial operators [110, 112] have
shown that the traffic mix varies widely depending on the location and time
of the measurement. According to different studies of the Internet application
mix 20%–70% of traffic is attributed to P2P applications. For Web, numbers
between 10% and 50% are common. Media streaming, far behind the other
two, occupies up to 8% of the total measured bandwidth. One can also not
ignore the traffic generated by online gaming. In the following we take a look at
the requirements of the different applications.

Peer-to-peer (P2P) protocols are mostly used for content distribution. The
amount data to transfer is large; however there are no real-time demands. As
such the responsiveness of the application is of minor importance. One prob-
lem with the deployment of P2P on consumer DSL lines is that the protocol
needs almost symmetric bandwidth, whereas DSL is asymmetric. DSL uplinks
usually have about 1/10 of the downlink bandwidth. Therefore the uplink con-
nection is prone to congestion. This further hampers downlink communication
since TCP acknowledgments may be delayed or lost. Another problem with
P2P applications is that although they normally do not require quick response
times, they can clog the line and thus cause large delays for other applications.

Traffic patterns in World Wide Web surfing also impose high demands on
the transfer links. Web applications are usually interactive. Responsiveness
may be achieved through short transfer times from the server or by prefetching
bulky content, as done by the AJAX class of technologies [111]. AJAX-enabled
Web applications can communicate with the server in an asynchronous man-
ner in the background in order to prefetch and cache data. They are generally
based on Java Script and XML. Examples of AJAX-enabled applications are the
Google suite (Mail, Maps and Docs) and such popular social networks as MyS-
pace, Facebook. The term Web 2.0 was recently coined for this new generation
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of applications that use the Web as a platform.
Video streaming, another traffic-intensive application, has seen a revival

in the recent years with the advent of services such as YouTube (see [52] for
traffic characteristics). The business model of YouTube relies on distributing
user-made content. The entertainment industry uses video streaming in order
to provide moving picture content to the consumers. Popular services are the
live streaming of TV shows or the on-line video rental stores. Media streaming
generally requires the underlying network to provide a fixed-bandwidth channel.

Video conferencing, together with the less demanding audio telephony are
increasingly popular since the advent of platforms like Skype. A common fea-
ture of these streaming applications is their symmetric bandwidth demand.
Telephony and conferencing require symmetric communication channels. Other
popular interactive applications like on-line games, chat (IRC) or instant mes-
saging (Yahoo!, AIM, ICQ) need short response times.

Therefore we conclude that different applications have conflicting band-
width demands and compete for the limited bandwidth supply of residential
end-users. Even if the bandwidth available at a user suffices most of the time
demand can surge and cause congestion. The congestion can in turn cause
degradation of the other applications.

Free Capacity

A relatively constant bandwidth supply [78] combined with changing bandwidth
usage patterns [38, 99] results in periods of congestion followed by periods
when free capacity is available. A congested DSL router may well have in its
wireless coverage area a number of other uncongested nodes. More reachable
uncongested nodes mean more free bandwidth that could potentially be used
by the congested node.

Recent studies [10, 66] reveal the geographical density of 802.11x nodes
in the United States. The results of Jones et al. [66] suggest average densities
of 33 access points per square kilometer. The authors measure in Manhattan
more than 1800APs/km2. Akella et al. [10] infer the degree of access points
from wardriving data. The authors define the degree of an AP to be the number
of other APs in its interference range. They find, for e.g., that most nodes in
Portland have an estimated degree > 3.

Mobility

Ubiquitous computing (also called pervasive) is a relatively old field. A semi-
nal (but failed) effort towards the goal of defining and implementing pervasive
computing was done at XEROX Park in the early 1990s [138]. Nowadays the
hardware and communications infrastructure to support ubiquitous computing
is finally arising. It is not surprising that more and more users require ubiquitous
connectivity for their mobile devices. Still, situations when this is not granted
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are many. For instance, it is not possible to surf the Web with a smart phone
everywhere. There rarely is a good network coverage in subways. Hotspots
where wireless-enabled mobile devices like a PDA or iPod Touch can be used
are rare.

Another situation when lack of network connectivity can occur is that of pro-
fessionals working for a few days in a foreign location. Their mobility factor is
lower, measured in hours at the same spot compared to minutes in the pre-
vious examples. Nevertheless, they also face a connectivity problem, as the
minimum time required to obtain proper broadband access installed, say over
DSL, is measured in weeks. Another problem for them are the comparatively
long contract time frames, spanning from a month to a couple of years. Our
work is aimed at such users.

There are different approaches in providing universal Internet access –
each with some limitations. The problem of roaming between unrelated net-
works without interruptions at the application level is still open. One solution is
provided by the widespread 3G cellular phone networks. The drawbacks are
a limited cell capacity and high prices. Other solutions consist of commercial
hotspot installations such as Fon or the Deutsche Telekom’s Extended Hotspots
(EHS) projects [119]; all of them providing only very sparse coverage. When
compared to the amount and geographical presence of unused last-mile band-
width we see an immense potential for getting closer to having network ubiquity
for everyone everywhere.

Accommodating peak traffic and providing ubiquitous connectivity are two
of the major problems faced nowadays by the end-user network services. The
good news is that in most cases there is a high probability that someone in
reach has unused bandwidth that he could spare if willing and empowered to.
This thesis investigates how community networks can be deployed in order to
share Internet bandwidth and alleviate the two aforementioned problems.

1.2 Our Contribution

The previous section presents a number of shortcomings in Internet access
faced by the modern residential or semi-nomadic user. In this dissertation we
propose and evaluate a framework for building community networks that solve
these problems by taking advantage of the unexploited bandwidth of residential
broadband Internet links. We further extend the system for accommodating
mobile guest users.

Consider the scenario shown in Figure 1.1 [76]. A community of users
(Red, Green, Blue and Orange) access the Internet via DSL links connected to
different providers, the First and the Second ISP. They connect to each other
via an Ad-Hoc wireless network. The Orange user is a guest with no Internet
connection of his own. Two users connect to the First ISP, while the Blue user
is a customer of the Second ISP.
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Figure 1.1: Broadband sharing over a wireless LAN

Assume that the Red user experiences congestion on the downlink which is
caused, for example, by a large download from a Server on the Internet. If the
Green user’s Internet connection is idle, Red may be able to redirect his traffic
to the Green connection via some multihoming software or device. Another use
case is that of the nomadic Orange user who is a guest of the community. The
multihoming system allows him to use one of the three Internet links which is
idle at the moment, this corresponds to the Blue one in the pictured case.

We define a community network to be a computer system supporting a local
community that is owned and managed by the members in a shared fashion.
Other parallel definitions exist that place more emphasis on the social network-
ing aspect or on a certain network technology, e.g., P2P. We further use the
term community network with the defined meaning for our system.

To address the needs of our future residential users, we formulate a set
of requirements that frame our community network proposal and provide the
reasons for departing from the multihoming technologies in common use now:

Performance Transfer times must be reduced in order to improve the applica-
tion performance.

Session-Level Survivability Active connections may not be broken.
Mobile Guest Allow nomadic users to join the community.
Collaboration Users within a local community network can collaborate in order
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to improve their Internet connectivity.
Transparency The client and the server must be oblivious of the fact that the

communication between them is re-routed on their behalf.
Distributed Architecture Users are allowed to join and leave at will. The man-

agement overhead of a central infrastructure is avoided.
Status Quo Only existing hardware and network protocols are used.
DSL Limitations The DSL limitations of technical and contractual nature are

taken into account.
Wireless LAN Limitations The limited capacity of the shared medium is taken

into account.

Abiding by these requirements, we propose a system where residential
computers can interconnect and bundle their respective Internet connection
bandwidth. Each client node or alternatively DSL router runs a software agent
that can intercept and redirect the local TCP flows through another DSL link in
the system.

Since traffic peaks rarely occur simultaneously, our system is able to offer
every user a better peak bandwidth capacity without increasing the local link
capacity. Collaboration is enabled by implementing an (automated) give and
take market for bandwidth.

The proposed architecture does not need additional hardware neither at
the user’s site nor in the Internet. We propose and evaluate two alternative
realizations: one that intercepts traffic on the client machine within the socket
library and another one that intercepts traffic in the wireless router. We forward
TCP/IP traffic without making any changes to the protocol suite itself.

The requirement of having a distributed architecture is realized by having
independent software agents on the user’s client computers. Another feature of
our distributed architecture is that users can join and depart at any time, without
having to register with a central authority.

We keep a low joining barrier in order to make our platform for bandwidth-
sharing communities interesting for a large class of potential users. This is done
by allowing our users to remain autonomic entities for the period of collaboration
and by avoiding the need for a central coordinating authority.

One limitation of DSL is that the customers only receive a single public IP
from a pool belonging to the ISP. This implies that it is only possible to deploy
more IPs behind a DSL router when using network address translation [122]
(NAT). In order to cope with NAT our system consistently routes entire TCP
flows to a certain peer. Session-layer survivability is provided as long as the
connection to the routing peer is not dropped in the middle of a flow.

Users in a community network may connect to each other via a wireless
LAN. Nowadays wireless LANs have a large capacity but the medium is shared
between all the users in the network. When more users are connected, the
network capacity available for each of them is lower. Interferences, fading and
collisions may further lead to an unstable network bandwidth.
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We propose two solutions to account for the limitations of wireless LANs.
We describe a routing algorithm that limits the forwarded traffic by a certain
factor without seriously impeding the routing performance. Second, we use the
quality of wireless LAN links as an additional routing metric.

Summary

The main contributions of this work are:

• an architecture for flow routing in community networks and
• a collection of efficient flow routing algorithms

We devise a flow routing architecture that can be deployed both on the client
nodes and on the DSL routers. We formulate efficient flow routing policies
and find out which statistics are best suited to support their decision taking.
We show methods for coping with the limited capacity of the (wireless) shared
medium connecting the nodes in the community network.

1.3 Chapter Overview

In the following we give an overview of the structure of this thesis. In Chap-
ter 2, we give an overview of current technologies and research in areas re-
lated to our work. We introduce the topics of multihoming, mobility, mesh and
community networks. We discuss related work in the area of resource-sharing
communities.

In Chapter 4 we introduce the methodology underlying our work. We in-
vestigate the general characteristics of end-user Internet traffic and present re-
quirements for the generation of a representative traffic workload. We present
metrics and the statistical methods for evaluating the quality of a flow routing
algorithm in a certain network setup.

In Chapter 3 we describe the possible network setups for a community net-
work. We introduce a number of architectures for flow routing, each suitable
for a different set of requirements or network setups. We discuss deployment
of the flow routing infrastructure at the client nodes and on the DSL routers.
Moreover, we describe the architecture of a testbed and a custom offline fluid
TCP simulator used throughout our experiments.

We continue in Chapter 5 with a thorough investigation of the intrinsic sta-
bility and performance of flow routing systems, as deployed in our testbed and
in our simulator. We study the stability of the experiments related to the network
behavior and compare the two experimental setups (testbed and simulator). We
further study how the system scales with the number of nodes in the commu-
nity. We investigate the performance of different components in the proposed
architecture.
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Next, we propose, in Chapter 6, a number of flow routing algorithms and
analyze their performance. We start by investigating how good the routing per-
formance can be with the use of ideal, omniscient routing algorithms in the
simulator. We further propose the use of different statistics as routing metrics,
such as the network throughput, congestion or the active flows at a node. We
investigate the information value of such metrics. We finally investigate the lim-
itations of using a wireless network in the community and propose solutions for
flow routing to cope with the limited capacity of the medium.

We conclude our thesis in Chapter 7 with a summary of our findings and
directions for future work.



Chapter 2

Background

The flow routing system for community networks which we propose is related
to or extends prior work in several areas. These include multihoming, mobil-
ity, and wireless mesh networks. We review in this chapter related work while
discussing differences between our proposal and alternate and previously ex-
plored solutions.

We start with an overview of existing technologies for multihoming. Several
solutions exist for autonomous systems integrated into the global routing frame-
work to smaller network sites that connect to multiple ISPs. Next we discuss
solutions for connecting mobile hosts to the Internet. Functioning solutions
exist for cellular roaming while other areas of mobility support are emerging
without significant market penetration yet. The concepts in the reviewed tech-
nologies have overlappings with some concepts for multihoming. We review
wireless network technologies, design issues in mesh networks and wireless
routing algorithms. We investigate the residential Internet connectivity land-
scape and examine how its users make use of it. We then review residential
broadband network technologies. We conclude this chapter with a discussion
of community networks. We discuss existing efforts and modalities of sharing
connectivity. Related to our proposed bandwidth trading, we review research in
the area of establishing trust in peer-to-peer networks.

2.1 Multihoming

Multihoming is the practice of connecting a network site to the Internet through
multiple channels simultaneously. Although foreseen in the Internet architec-
ture from its very beginning, multihoming still presents a number of challenges.
We present in this section an overview of historical and current multihoming
technologies for the several approaches at implementing multihoming:

• as an autonomous system (AS) with its own public IP range. The BGP
routing infrastructure avoids failed links;

9
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• by connecting the system to multiple ISPs and using a multiplexer at the
border of the network site. The multiplexer is responsible for selecting
functioning links;

• by modifying the network stack both at the client and the server side. In
the case of a link failure, a connection is moved to another of the multiple
available links.

This introduction to multihoming is followed in the next section by an overview
of current solutions for host mobility. The two areas are related by the fact that
they both allow changing from one Internet link to another after failures in con-
nectivity. Different are the number of and availability of network links. The
available pool of Internet links for a multihomed site is generally stable and is
available most of the time. A mobile host is faced with a rapidly changing, very
small selection from a potentially huge pool of network connection opportuni-
ties. Multihoming deals with link failure through redundancy; mobility through
roaming.

A good survey of IPv4 multihoming practices by Abley et al. can be found
in RFC 4116 [7]. Methods for AS-based multihoming that pose less load on the
global routing tables are presented by Bates and Rekhter in RFC 2260 [23].
Connecting to the Internet through multiple links aims to fulfill the following
goals, as described in [7]:

Redundancy avoids having a single point of failure at the Internet link to a
single ISP. When a link fails, all the traffic can be redirected to the other
transit ISPs.

Load Balancing traffic can be distributed among multiple links, thus effectively
utilizing all the link capacities. A limitation that we will discuss later is that
it is much harder to balance incoming than outgoing traffic.

Transport-Layer Survivability is generally ensured by multihoming architec-
tures that employ globally visible IP addresses. Variants that make use
of private IPs (introduced in RFC 1918 [102]) coupled with network ad-
dress translation [122] (NAT) cannot ensure the survivability of layer-4
connections.

Ease of Deployment though multihoming setups are indeed complicated and
BGP-based ones even more so; there is a consensus of best practices
that minimize the amount of work required.

A good review of multihoming for IPv6 was published by Delaunois et al. [42].
Huston introduces a taxonomy for IPv6 multihoming in RFC 4117 [60]. The
technologies are grouped as follows:

Routing using the BGP protocols, similar to IPv4.
Mobility employing the mobile IPv6 (MIPv6) protocol introduced in

RFC 3775 [64] for session survivability in the context of multihoming. The
idea or this protocol is to use a proxy, the care-of address that re-routes
packets to a mobile or in our case renumbered multihomed host.
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Identity Protocols introduce a shim layer into the protocol stack.
Modified Protocol Element, an alternative to the shim layer where an exist-

ing element within the protocol stack takes upon the task of separating
the network identifier from the locator. The transport layer may for in-
stance, bind a set of locators to a single session and re-map the locator
of either the local or the remote session on demand. Another possibility
implemented within the IP layer is mapping and rewriting IPs in transit.

2.1.1 Multihomed AS

A multihomed AS is a stub autonomous system connected to multiple Internet
service providers. It uses either IPs allocated directly by the Internet Assigned
Numbers Authority (IANA) or from the address pool of one of the providers.

In both cases, an address prefix shorter than 24 bits is recommended. Many
APs filter longer prefixes in order to reduce the size of the routing tables. Given
the current scarcity of IP addresses, it might though not be easy to obtain such
a large set of addresses.

In order to take advantage of the whole available bandwidth, the stub AS
must implement load balancing across the multiple available links. There are
several solutions for this. A small site may use a load balancing appliance,
better in a redundant setup. Larger sites may have different routes pointing to
different ISPs. A naïve but sometimes effective option is to assign a high pref-
erence to the primary provider and a lower one to the backup one. A complex
solution is to passively or actively measure the egress traffic characteristics and
assign the routes in such a way that the load is split equally between the links.
Ancillary to traffic load, economic and performance metrics might also be used.

Balancing incoming traffic is a more complex issue, because IP routing is
destination-based. All one can do is give other participants hints and hope to
influence their decisions. Common methods include advertising different pre-
fixes via the different providers, asking the providers to assign preferences to
the routes, or artificially increasing the AS hop count of the announced routes.
It is possible to program the behavior of the ISP’s routing while using BGP com-
munity attributes [32]. Tight collaboration with the service providers is required
in any case.

A different architecture that does not unnecessarily increase the size of the
global BGP tables was proposed by Bates and Rekhter [23]. They suggest that
a multihomed site requests provider-allocated IP blocks from each ISP. Each
block is than allocated in the vicinity of the corresponding ISP link. This does not
increase the number of announced prefixes when compared to several single
link sites using the same addresses. Some trivial architectures also discussed
by the authors are trunking (multiple links to a single ISP) and the primary–
backup architecture. Both architectures risk by promoting one ISP to a single
point of failure.
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We conclude our review of BGP-based multihomed setups with the obser-
vation that the routing is a powerful instrument for ensuring reachability but can
be pretty obtuse when it comes to traffic shaping. Moreover, the challenges
posed by configuring an autonomous system may place this class of solutions
out of the reach of smaller operators.

2.1.2 Multiplexer

Guo et al. [55] give a good overview and evaluation of NAT-based multihoming,
an approach much closer to our proposal than the BGP-based ones presented
earlier. The problem with NAT is that it is not possible to stripe the packets of
a layer-4 connection across multiple access links. The authors propose using
a load balancing device at the border of the multihomed site, connected to
multiple DSL or cable Internet access lines. It is not explained how to avoid the
NAT device becoming a single point of failure. The authors achieve a decrease
in the duration of long-lived connections when compared to a single link by
a factor that exceeds the number of links to a small degree. For balancing
inbound load, the authors propose the use of DNS. Lookups are answered with
the IP address of the less-congested link.

Similar commercial efforts use the name smart routing. It implies that the
decisions are independent of the general Internet routing. Goldberg et al. [53]
analyze the performance of smart routing and its potential both for interfering
with BGP and for self-interference. The proposed algorithms focus on cost in
addition to network performance. The authors show that it is possible to achieve
relatively good resilience against interference. Interestingly, the authors of [40]
show that smart routing can bring economical benefits even to the ISPs. Smart
routing is marketed by a number of companies, including Internap [62], Rad-
ware [101], Angran [15], and Mushroom Networks [84].

2.1.3 End-to-End Protocols

A proposal specific for multihoming under IPv6 requires the introduction of a
shim layer between the IP end-layer and the routing layer, as shown in Figure
2.1. Its goal is to ensure transport-layer survivability while changing the IP
address of a host. The idea is to separate the locator of a host from its identifier.
In the current Internet, both the locator and the identifier are represented by the
IP address of a host. Separating the two allows the change of a host’s locator,
while the connection described by the two identifiers stays alive. The shim6
protocol is still an Internet Draft [94] by Nordmark and Bagnulo. The authors
also investigate security issues with locator reallocation, which are not in the
scope of this dissertation. Other protocols based on similar principles to shim6
in that they separate the locator from the identifier of an end-point are IKE for
Mobility [46] (MOBIKE) and the Host Identity Protocol [83, 91] (HIP). These will
be discussed in detail in Section 2.2 that reviews the host mobility problem.
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Figure 2.1: IPv6 network stack extended with shim layer

A layer-4 protocol that supports multihoming directly is SCTP, the Stream
Control Transmission Protocol introduced by Stewart [126] and standardized1

by RFC 4960 [125]. SCTP was primarily designed “to transport Public Switched
Telephone Network (PSTN) signaling messages over IP networks”. It lays at
the transport protocol layer, above IP. Unfortunately, SCTP still has yet to see
wide deployment into popular TCP/IP protocol stack implementations. One
feature that makes it interesting to us is the somewhat limited provision for
host multihoming at both ends. That is, the address management takes place
at association setup and cannot be changed later. This makes SCTP less
suitable for mobile hosts. Another fundamental difference to TCP is that SCTP
was designed for message streaming, while TCP does byte streaming.

Similar to SCTP, parallel TCP (pTCP) introduced by Hsieh and Sivakumar
in 2005 [59] proposes striping a transport-layer connection transparently over
multiple TCP connections. The authors also explain why naïve use of multi-
ple TCP sockets achieves a maximum bandwidth limited by the slowest link
used. Again, procedures for moving to an unrelated network are not discussed,
making this approach unsuitable for mobile hosts.

Habib [56] proposes resurrecting the session layer for striping connections
over the available network interfaces of a multihomed host. This architecture is
similar to the shim layer in that it requires changes in the protocol stack at both
ends of a connection. It is also similar to SCTP in the way that it allows the
establishment of multiple channels at the beginning of a session.

1RFCs are de facto standards of the Internet community.
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2.1.4 Conclusion

Recent work by Agarwal et al. [8] on Routeviews [107] data suggests that more
than 60% of the stub Autonomous Systems (AS) are multihomed, tendency
rising. Some reasons for the popularity of multihoming are that it brings the
benefits of increased reliability and better connectivity. On the other side, it
also has its drawbacks mostly due to lately restrictive IP block allocation and
being a reason for the ever increasing size of the global routing table.

A good study of the potential benefits of multihoming was done by Akella et
al. in [13]. The authors show a throughput performance improvement of up to
25% compared to using only the best ISP connection. In a previous paper [11],
Akella et al. give an upper bound of the performance improvement with mul-
tihoming at about 40%. They also show that a careful choice of providers is
crucial for the benefits of multihoming due to circumventing congestion points
in the Internet. The difference between the optimal selection and a random
one can be as high as 25%. We are able to provide in certain situations even
better results. One of the findings in [11] may apply to our effort: carefully
choosing a small number of providers that complement each other is sufficient.
Performance does not necessarily increase when adding more providers.

The same author compares in [12] the performance of using BGP against
overlay routing for multihomed setups. An overlay is in this context a network
built on top of another network (e.g., a VPN). Their conclusion is that the perfor-
mance of BGP routing can be very close to that of an overlay (within 5%–15%
for 3-way multihoming). BGP’s reaction to failure is also shown to be almost as
good as that of an overlay network.

The concept of load balancing has been applied to non packet switched
networks as well. In CDMA cellular networks, the principle of load balancing
was reshaped to exploit the phenomenon of cell breathing in 2G and 3G tech-
nologies, in which the size of the cell decreases as the traffic load increases. In
order to compensate for this, network users (circuits) are reassigned between
overlapping base stations. More recently, cell breathing techniques have been
applied to IEEE 802.11x, and 802.16 environments, and encouraging results
have been reported [17, 24]. Bejarano et al. [24] described how cell breathing
techniques can be used to implement load balancing in Wi-Fi networks. This
method does not require modifications to the clients, but only to be able to con-
trol the transmission power of the access points. The authors conclude that cell
breathing outperforms current solutions based on controlling the association
among users and access points. This approach is based on the redistribution
of users across the network and it may not be efficient for all scenarios. The
solution has strong dependencies on the network topology, cell overlapping,
and network federations (as users should be able to access colocated hotspots
in a given zone).

The multihoming solutions summarized above are not directly applicable to
our architecture, as they conflict with the requirements stated in Section 1.2.
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BGP-based multihoming doesn’t take into account the limitations of end-user
Internet plans: the lack of a public IP address block and of a BGP peering
session with the ISP. The solutions for transparent IP renumbering need either
changes to the network protocol stack, or an external proxy. Both conflict with
our requirement of using only existing hardware and not changing the TCP/IP
protocol stack. Support for multihoming in the transport-layer obviously requires
the reengineering of the network stack. The smart routing approaches require
a centralized setup, conflicting to our goal of having a distributed architecture.
We conclude that state of the art multihoming technologies are in most cases
too heavy weight for the loose residential routing community we propose in this
thesis.

2.2 Mobility

Similar to the host renumbering problem at multihomed sites, host mobility
faces the same issue of survivability of layer-4 sessions. The difference be-
tween multihoming and mobility is that multihoming aims at bundling a number
of relatively stable links, while multihoming enables a host to switch links, hav-
ing access mostly at one link at a time. The de-facto design goals of host
mobility can be summarized as follows:

Location-Independent Host Identification hosts must be identifiable even af-
ter location changes. Peers must be able to find mobile hosts at any
location.

Session Survivability layer-4 sessions must survive the act of relocating one
or both ends. For instance, readdressing should not interrupt a TCP ses-
sion.

Compatibility with IP Routing mobile management should successfully use
the infrastructure offered by IP routing.

Security is an important issue. The management of location-independent host
identifiers should not introduce additional security risks into the infrastruc-
ture.

A good review of the classical mobility technologies of the nineties, Mobile
IP, Migrate, and Host Identity Protocol was published by Henderson [57]. The
various solutions and proposals fall mainly into two categories: they either use
a proxy as traffic broker, or separate the identifier from the locator of a host,
as discussed earlier. The mobile locators use, e.g., as names IP addresses or
FQDNs.

Host mobility architectures are not widespread for multiple reasons. First,
major changes are required either in the infrastructure or in the protocol stack.
Second, alternative partial solutions exist for the users interested only in Web,
E-mail and access to corporate networks. For these users, dynamic IP allo-
cation via DHCP and VPN tunneling suffices. Third, the heavy deployment of
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Figure 2.2: Mobile IP Architecture (with foreign agent care-of address)

firewalls and NAT made the early IP mobility proposals less adequate for to-
day’s Internet.

An approach that has received much attention is Mobile IP, described in
RFC 3344 for IPv4 [100] and in RFC 3775 [64] for IPv6. The idea is to use a
proxy in the home network, the home agent to tunnel the traffic to a second
proxy in the foreign network, the foreign agent. The address of the mobile
node in the foreign network is called the care-of address. The mobile node
registers its care-of address with the home agent, requesting traffic forwarding.
A colocated care-of address that does not change when switching locations is
configured on one interface of the mobile node. Another variant that does not
require the mobile node to obtain an address in the foreign network is to have
a foreign agent care-of address. In this case, the foreign agent is responsible
for decapsulating tunnel traffic and forwarding it to the mobile host.

Figure 2.2 shows a typical RFC 3344 setup with a foreign agent care-of
address. The original proposal for IPv4 depicted here, routes ingress traffic to
the mobile node through the tunnel between the home agent and the foreign
agent. Egress traffic takes the normal Internet path. Packets use the home
address of the node as sender instead of the care-of address. This asymmetric
routing is called triangular. Nowadays, many ISPs filter traffic with a source
address that has a route pointing at a different interface. This is called ingress
filtering. The net result is that no return traffic reaches the mobile node when it
is not in its home network.

An improvement to Mobile IP that avoids triangular routing is the support
for route optimization. Although this was proposed for both IPv4 and IPv6, it
was only standardized for IPv6 [64]. In contrast to the basic operation mode,



2.2. MOBILITY 17

Foreign Network

x x
x

Internet

x x
xx
x

xx
x

xx
x

xx
Correspondent node

x
x

x
x

x

Mobile host

x x
xx
x

xx
x

xx
x

xxx x x

DNS/PKI

S
e

s
s
io

n

Update 

address

Retrieve the address 

of the mobile host

IP traffic,

HIP readdress

Figure 2.3: Architecture of the Host Identity Protocol

the peers of the mobile node are also required understand a new IPv6 header.
Packets for the mobile node are sent directly to its care-of address and decap-
sulated by the node itself. The peers must be aware of route optimization and
do the encapsulation. Although more complex, this operating mode avoids the
detour through the home network of the mobile node and the need for manag-
ing a tunnel to the foreign network.

Mobile IP for IPv6 is a further development of Mobile IP for IPv4. It shares
the basic features with the previous version and takes advantage of the new
possibilities offered by IPv6. A summary of the most important differences from
RFC 3775 [64] follows:

• the support from the a router in the foreign network, the foreign agent is
no longer required.

• router optimization is now included in the protocol. Security functions
without the need for pre-arranged security associations. Mobile IPv6 fur-
ther supports operations in a router landscape which performs ingress
filtering.

• the header overhead is reduced while using the IPv6 routing header in-
stead of IP encapsulation as with IPv4.

• mobile IPv6 is decoupled from a specific link layer, as it uses neighbor
discovery instead of ARP.

Another proposal is the Host Identity Protocol (HIP), introduced in
RFC 5201 [83] by R. Moskowitz. A number of other documents present dif-
ferent extensions to this work in progress: [65, 72, 73, 91, 92, 128]. From the
point of view of the host architecture, the HIP is a shim protocol layer placed be-
tween the IP and the transport layers. The idea is to use a cryptographic public
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key (Diffie-Hellman) as a host identifier and the IP as the locator. Cryptographic
keys are statistically considered to be unique. There exist two proposals on how
to manage the new host identifier name space, but no standard yet: using the
DNS infrastructure together with a rendez-vous server or using a public key in-
frastructure. Figure 2.3 depicts HIP’s architecture. HIP does away with proxies
as it enables communication end-points to notify each other directly about lo-
cation changes. A small drawback is that the NAT infrastructure must be aware
of the HIP readdress messages. HIP is by design resistant against denial-of-
service and man-in-the-middle attacks because it uses strong cryptography.

Wedlund and Schulzrinne [137] propose the use of the Session Initiation
Protocol (SIP) together with a SIP redirect or proxy server in order to inform the
correspondent host about a move. SIP is a P2P “application-layer control (sig-
naling) protocol for creating, modifying, and terminating sessions with one or
more participants”. It was formally introduced in RFC 3261 [106]. It makes the
logical distinction (that is, they all support exactly the same protocol) between
the following entities:

User Agents UAs are the endpoints of the negotiated session,
Registrars place the information they collect into the location service of the

domain they serve,
Proxy Servers forward requests to the current location of a UA and
Redirect Servers redirect requests to the new location of the UA.

The authors propose using the support in SIP for modifying a session to
notify correspondent hosts about IP address changes. Their architecture leaves
the issue of layer-4 session takeover to the new IP mostly open for future work.

Snoeren and Balakrishnan [117] propose the use of the existing DNS and IP
routing infrastructure for realizing mobile IP communication in a system called
Migrate. The FQDN will take then the role of the identifier, and the IP that of the
locator. The authors invoke the classic end-to-end design principle [109] of the
Internet: connection management is best provided by on an end-to-end basis,
without reliance on new network mechanisms. The only change to the network
stack is a new Migrate option in TCP. Security is realized by an optional key
exchange at connection setup. A later development [118] extends Migrate with
a session layer that handles prolonged network disconnection.

Mobike, described in RFC 4555 [46] is a mobility and multihoming exten-
sion to IKEv2, the Internet Key exchange Protocol. The scope of MOBIKE is
somewhat limited, as it only provides for address changes of a VPN tunnel,
in contrast to layer-4 connections. There is no rendez-vous mechanism in the
case when both tunnel ends change address simultaneously. MOBIKE uses
the NAT traversal feature of IKEv2 [67], with the limitation that inbound address
update messages through a NAT device are lost.

A somewhat outdated idea from 1997 by Mysore and Bharghavan [86] is to
use the multicast routing infrastructure in order to deploy mobility. As we know
now in 2009, the multicast architecture didn’t succeed, mostly because of the
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burden it places on the routers and the issues with address allocation [142].
The proposed system is however an interesting “outside the box” idea. The
authors suggest that mobile hosts are addressed by their multicast IP address,
which require minimal changes in TCP.

The extension to SCTP described in RFC 5061 [127] allows an end point
to add or remove some of its IP addresses at any time, not only at connection
establishment as in the original SCTP specification [125]. Riegel and Tuexen
propose in an (unfortunately expired) Internet Draft [103] the use of this exten-
sion for mobile SCTP, mSCTP. Xing et al. [140] and Koh et al. [68] provide two
evaluations of mSCTP. The drawback of mSCTP is that is only allows for soft
handover between networks. When a mobile node changes from one network
to another it must cross the zone where both networks are available. Handover
is done in this zone. When handover is accomplished, the mobile node can
destroy the session in the first network and use the second one for the con-
nection. Failing to cross an intersection zone of the two networks makes soft
handover impossible.

Closely related to flow management, the MAR mobile Internet infrastruc-
ture [105] provides a framework for leveraging the diversity of wireless access
providers, technology, and channels to provide improved wireless data perfor-
mance for the commuters via a wireless multihomed device that can be de-
ployed in moving vehicles. The packet scheduling architecture requires the
presence of a proxy server as a concentrator.

Another work in this direction by Papadopouli and Schulzrinne [97] propose
the integration of channels with largely different QoS characteristics for use by
scalable streaming data. Their prototype operates as a multicast application,
with adaptable, variable bandwidth. Standard applications such as WWW and
email are unable to take advantage of the proposed system.

Along these lines, the MultiNet project [31] proposes a multihomed single-
card device by means of virtualization. The authors implement a sublayer be-
low the IP layer that continuously switches the wireless card across multiple
networks. Multinet was evaluated while performing buffering and switching be-
tween two and up to six wireless networks. The authors report performance
issues related to the TCP protocol and to the resource consumption in mobile
devices (memory, processing power, etc.). Our work brings forward the idea of
routing flows across the network as opposed to accessing multiple networks, to
achieve better performance.

Recent work by Thompson et al. [132] evaluates a framework for end-host
multihoming with flow routing based on RTT measurements and prediction of
the flow sizes. However, the evaluation is limited to a proof of concept system
consisting of two nodes and one specific flow routing methodology proposed
by the authors.

Another example of flow management is the work presented in [129, 130].
The authors study the feasibility of improving performance by increasing path
diversity through flow-based path switching. The switching strategies are based
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on channel prediction using Markov models and packet loss as as the basic
metric. The authors conclude that by enabling path switching among a relatively
small number of channels, performance improves due to the selection of non-
overlapping loss periods on different paths. This work was evaluated using a
wired experimental setup. No evaluation in a wireless environment has been
reported though.

The mobility technologies discussed in this section suffer from additional
complexity due to the fact that they were not foreseen in the original Internet
design. They all require either infrastructure support, changes in the protocol
stack, or are limited in undesired ways (i.e. soft-handover in mSCTP).

Our approach targets mobility at a different time scale. The proposed com-
munity supports mobile guests, but will not provide for handover when a guest
is leaving the community. This is enough for the semi-nomadic user who keeps
his position for hours and needs Internet connectivity during this period. The
session-layer interruptions at the beginning and end of his guest time are not
considered important enough to justify additional complexity.

2.3 Manets

Wireless mesh networks or mobile Ad-Hoc networks (MANETs) represent a
technology often used in conjunction with mobility or multihoming. They are
called meshes because of their topology, where each node connects to all
the neighbors in reach. Due to the lack of binding to a fixed infrastructure,
a wireless network can naturally support mobile hosts. MANETs are often mul-
tihomed in order to cope with loss of connectivity between parts of the network.

In this section we review wireless network protocols, including historical
ones. We present a classification of relevant protocols. We further discuss
the benefits and the drawbacks of wireless networks. We finally describe the
IEEE 802.11x standard chosen by us for our testbed in more depth. For a good
survey of wireless mesh networks, see Akyildiz et al. [14].

We argument for the use of a wireless network to connect the nodes of a
community network. This is an alternative to a wired setup used, e.g., by local
gamer communities. Despite the drawbacks of wireless (unstable link capac-
ity), we consider that the bandwidth provided by a reasonably small and close
wireless network is enough for our needs. In most cases it largely exceeds that
of residential broadband Internet connections.

Approaches to radio data communication are probably as old as radio. Still,
protocols that are fully automated and allow for a certain number of commu-
nication partners to share the radio medium are relatively recent. During the
1970s, the University of Hawaii connected a number of remote campuses on
different islands via a wireless network based on amateur radio equipment [70]
and using a protocol called ALOHA. Their experiments are widely viewed as
the origins of modern share medium protocols, such as shared-medium Ether-
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net [3] and Wi-Fi [5]. A further development in the next decade was the spread
of packet radio, where amateur radio operators used their allocated spectrum
and equipment to build point to point wireless links, using a variant of the X.25
protocol. In the early nineties the IEEE 802.11 working group was constituted
with the purpose of creating standards for wireless communications in the unli-
censed Industrial, Scientific and Medical radio spectrum. The 802.11x protocol
suite has become the de facto standard for residential-range wireless computer
networks.

There is a lot of research nowadays on the topic of wireless mesh networks,
together with a number of commercial initiatives. Testbed deployments include
the now classical MIT Roofnet [26] that evolved into the Meraki company [80] of-
fering a wireless mesh router. Other examples include the Champaign-Urbana
Community Wireless Network [39] or the German grassroots initiative Frei-
funk [49].

Good criteria for classifying radio data protocols are their reachability ra-
dius and if they require a specialized infrastructure. A wireless personal area
network (WPAN) connects devices close to one person. Technologies include
Bluetooth (IEEE 802.15.1), ZigBee (IEEE 802.15.4) [2], UWB [47] and Wire-
less USB [4]. The maximum distance between nodes is in the 10 meters range.
A wireless local area network (WLAN) allows nodes to reach each other at
ranges up to about 100 meters. Examples of technologies are Wi-Fi [5] (IEEE
802.11x), HomeRF [85], HiperLAN [44] and the now defunct MMAC (HiSWAN).
Larger networks such as wireless metropolitan or wide area networks (WMAN,
WWAN) achieve much longer connection distances through the use of a cellu-
lar network infrastructure. Examples of such technologies include WiMAX [1]
(IEEE 802.16), GPRS, UMTS and HSDPA. Our requirements are best satisfied
by a wireless LAN, the reason why we will subsequently concentrate on the
widespread 802.11x network protocols.

Probably the greatest advantage of wireless networks over their wired coun-
terparts is their convenience. They are easy and quick to install and set up.
Costs, when counting the investments in a wired infrastructure are largely com-
parable. User mobility can drive increased productivity. On the down side,
security is much harder to implement on such a medium open to casual eaves-
droppers. Another issue with wireless networks is their limited reliability. Link
throughput may vary widely over short periods of time due to interference and
fading. Achieved bandwidth decreases both with distance and the number of
radio devices sharing a channel.

A number of well understood problems in the wireless architecture deserve
a more detailed description, allowing a better insight into how successful de-
ployment can be achieved. The hidden terminal problem [104] occurs when a
third node is out of sight for the sender but seen by the receiver (hence, hidden
to the sender). It is impossible for the sender to detect interference from the
hidden terminal, leading to additional collisions.

The exposed terminal problem occurs when a node is prevented from send-
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ing because of a neighboring transmitter which cannot be seen by the receiver.
Multipath fading is a phenomenon where multiple reflexions of a signal in-

terfere with each other. When the different signal paths have variable lengths,
the signal can be substantially attenuated at the receiver.

No real alternative exists to the use of TCP, the prevalent Internet protocol
in wireless setups. Its performance is thus crucial for the success of Wi-Fi de-
ployments. Recent studies have unearthed a number of issues that make clear
that the design of the TCP protocol is not well-suited for WLANs. An analysis
of TCP performance with moving nodes was done by Holland et al. in [58].
The problem here is that the TCP congestion control algorithm does not differ-
entiate between real congestion and temporary drops in link quality. Another
known issue is that the TCP throughput in multihop environments decreases
significantly with the number of in-flight packets [50]. Path asymmetry is also
known to have negative impact on TCP performance [18].

A new congestion control algorithm, TCP Westwood [77] achieves signifi-
cant improvements in wireless environments while only modifying the protocol
implementation on the sender side. Balakrishnan et al. [19] propose the Snoop
protocol for improving transfer performance in wireless networks. Snoop main-
tains the end to end semantics of TCP. The base station acts as a proxy that
caches and retransmits packets when necessary. A more radical proprietary
solution is the Venturi Transport protocol [133] (VTP) which aims to completely
replace TCP in a wireless network.

Another seminal result that makes use of the path diversity in mesh net-
works is network coding, introduced by Ahlswede at al. [9]. The idea is to over-
lap data streams and broadcast to all possible routes. Separating the streams
is then the task of the receiver. The authors show that network coding can
achieve near perfect channel usage, in contrast to one-way routing.

Despite all the issues discussed above, wireless networks are good enough
to be widespread nowadays. Their ease of use and good bandwidth most of
the time speak in their favor. In our opinion, the almost null effort required to set
up a wireless LAN by unrelated parties will make Wi-Fi the network technology
of choice for the proposed residential multihomed entity.

In Table 2.4 we summarize the different physical layer protocols specified by
the 802.11 group [5]. Two unlicensed radio bands with different widths around
2.4 GHz (2.4–2.5) and 5 GHz (5.15–5.35, 5.725–5.825) are used, split in 20 MHz
channels. The draft protocol 802.11n also allows the use of 40 MHz channels
in the turbo mode. The 2.4 GHz band offers 3 disjoint 20 MHz channels, and is
relatively crowded due to its use by other appliances like microwave ovens or
cordless telephones. The 5 GHz band is wider with its 8 channels but has the
disadvantage of a greater attenuation by walls and other solid objects.

Wireless networks can be deployed in two modes, Infrastructure and Ad-
Hoc. In Infrastructure mode, the nodes communicate via intermediate access
points (APs). Access points are usually connected via a wired backbone. In
Ad-Hoc mode, nodes that do not have direct connectivity communicate via in-
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Standard Publishing Nominal Frequency Disjoint
Year Bandwidth (Mbit/sec) Band (GHz) Channels a

802.11 1997 2 2.4 3
(obsolete)
802.11a 1999 54 5 8

802.11b 1999 11 2.4 3 b

802.11g 2003 54 2.4 3

802.11n 2009 248 2.4, 5 3 + 8 c

(in progress)

Figure 2.4: The IEEE 802.11 protocol suite

aNational regulations may prohibit the use of certain channels.
bThe standard specifies 14 overlapping channels. Channels 1, 6 and 11 are the set

of choice of non-interfering channels.
cWhen using 20 MHz channels. Splitting the spectrum in 40 MHz wide channels is

also specified.

termediate nodes, making the network easy to maintain but also prone to faults
due to connectivity and routing issues. A discussion on routing protocols for
Ad-Hoc wireless mesh networks follows.

Routing in MANETs is always a compromise between the opposite require-
ments of finding the best route to the destination and saving as much resources
as possible. Routing should neither use up to much of the limited bandwidth,
nor consume scarce battery power. A good, widely cited but somewhat out-
dated review of routing algorithms was done by Royer et al. [108]. A perfor-
mance comparison can be found in [27]. The authors classify the algorithms
in:

Table-Driven (pro-active): propagate updates through the network when link
states change. Each node maintains consistent routing information to
each other node.

On-Demand (reactive): discover routes when needed by the source node. The
advantages are the less required bandwidth and reduced power con-
sumption. The disadvantages are additional delays before being able
to send the first packets from a flow.

Later developments include combining the two classes of routing algorithms
or including exotic metrics like available battery power and expected consump-
tion or geographical location.

Multiple papers have reported on the difficulties posed by wireless envi-
ronments. Examples are the deployment of wireless in urban areas [119],
multi-hop environments [120], outdoor systems [26], and high-speed commu-
nications [30, 51], to mention just a few. This does not mean that wireless
technologies do not have huge potential or bring substantial benefits to the
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users. It means only that there is concentrated effort on addressing a number
of outstanding problems and understanding the limits of this medium. Wireless
networks have come a long way already and are presently the technology of
choice for applications where the management overhead of a fixed infrastruc-
ture is not an alternative.

2.4 Residential Internet

Within this section, we present related work on the bandwidth supply to and
demand by residential users. We examine current trends in broadband tech-
nology and present studies on end-user traffic patterns.

Bandwidth Supply

Nowadays broadband technologies include DSL, cable TV, or mobile 3G. Mar-
ket shares vary significantly from country to country. The predominant medium
is DSL followed by cable. According to a study commissioned by the European
Union [54] in 2005, the DSL market share in Germany holds approximately
97%. In other European countries cable broadband access is more popular:
25% of the market in Spain, 50% in Portugal and Austria. Emerging 3G tech-
nologies are slowly becoming more affordable and popular.

An interesting measurement study that compares the characteristics of DSL
and cable broadband access was done by Dischinger et al. [43]. The authors
do remote measurements that do not require the cooperation of the targeted
host. They send specially crafted TCP packets to the last router and to the DSL
modem. The answers consisting mostly of connection reset packets (RST) are
then intercepted and evaluated. The study includes thousands of clients from
12 major broadband providers in the USA. They find that:

• both DSL and cable flows are limited by the capacity of the access link
• TCP performance suffers from large queuing delays at the ISP
• traffic shaping at the ISP side often shows an initial burst
• DSL lines have a relatively high last-hop propagation delay due interleav-

ing which is necessary for error correction. Propagation delays on cable
are generally lower but have a higher jitter

• packet loss rates are very low

Bandwidth Demand

There are many studies that characterize end-user traffic. For a comparison
of Web traffic before and after the advent of caching see by Barford et al. [21].
Schneider et al. [111] study the impact of modern AJAX Web applications. For
the characteristics of peer-to-peer traffic see [113].
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One interesting approach to analyze end-user behavior on a per-user basis
is realized by the NETI@home [89, 114, 115] project. The authors propose a
distributed system that collects network statistics at the user’s site and uploads
them on the project’s server. They present results of the behavior of individual
users, including flow sizes and user think times 2 for the same and different
servers. The authors further propose an empirical user traffic model, in many
ways similar to Surge [22]. An investigation of idle times within a flow is unfor-
tunately left to future work.

A study by Morris [82] suggests that TCP loss rates increase with the num-
ber of TCP flows sharing a link. Yet, bottlenecks are shared in a fair manner if
the number of flows is kept relatively low.

2.5 Communities

Community Networks [134] is a concept that has recently gained increasing
popularity. A community network is a computer-based system intended to sup-
port a geographical community and its social network. We emphasize in this
work the role of community networks in providing connectivity to their users.
Providing content is out of scope. Several efforts exist in the area of community
networks that provide connectivity. Our additional contribution is a platform for
bandwidth sharing and trading with flow-based routing.

One variant of community networks are city-wide meshes like the semi-
nal MIT Roofnet [26] (later Meraki [80]), the Berlin Roofnet [25, 120], and the
Champaign-Urbana Community Wireless Network [39]. These provide Internet
access to their members via a mesh network with a number of Internet access
links sponsored by the community. Routing is provided, in contrast to our effort,
by an interior routing protocol.

Another variant is represented by opening access points to community mem-
bers. The access points are not directly connected, effectively building an is-
land architecture. Examples include La Fonera [48], BT Fon [28], the Deutsche
Telekom Extended Hotspots project [119] or the German Freifunk [49] initiative.

The work of Lad et al. [71] has the same vision as our proposal. They
provide a high-level architecture for sharing connectivity in a coalition peering.
Yet, the authors do not discuss the realization and performance evaluation of
the proposed architecture.

Bandwidth sharing may require a reputation system once the community
exceeds a certain size. Reputation systems help ensure the fair behavior of
the parties. They have been extensively studied in the context of peer-to-peer
content distribution systems. The results can be used in our context. Similar to
content, the amount of shared bandwidth can be easily measured. This allows
for the establishment of a price metric and subsequently a reputation-based
trade market.

2The think time is the time spent between consecutive requests.
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Ngan et al. [90] presents several architectures for reputation systems that
are resistant against collusion attacks. The authors find that having trusted
peers produces a relatively large overhead. The benefits are though similar to
the situation when unverified records are published, subject to trust from the
peers.

Buchegger et al. [29] go one step beyond trust systems based on one’s
own observations. The authors propose a reputation system that can cope with
falsely disseminated information. Only information that is similar to the own
observations is accepted. Considering compatible second-hand reports may
reduce the time for detection of misbehaved nodes significantly.

Another recent study [141] study fairness from the point of view of game
theory. The study indicates that it is a good idea for nodes to report their usage
truthfully. The authors confirm that the overhead of auditing is relatively small
and that the method scales well to large networks.



Chapter 3

Architecture

This chapter introduces the possible network setups in a community network
together with the architecture of the flow routing system. It further discusses
the architecture of the testbed and of the simulator as well as the instruments
we deploy in order to investigate the performance of the proposed flow routing
architecture and algorithms. Our choices for the system architecture are driven
by the requirements introduced in Section 1.2.

The architecture is based on the use-case for flow routing depicted in Fig-
ure 1.1. A number of hosts provisioned with Internet over consumer DSL lines
connect to each other via a local network. This LAN (wired or wireless) is be
used to redirect traffic to the Internet via a link belonging to a neighbor and for
control traffic.

We start by providing a number of alternatives for the network architecture
and describing their respective merits. A first variant aims at the development
of a commercial product. We propose an extension to the Deutsche Telekom
Extended Hotspots (EHS) platform with a custom routing framework. We call
this the router-based architecture. A second variant, client-based, operates
exclusively on the client machines interconnected via a local network. We give
arguments for the feasibility of a community network flow routing system using
a wireless LAN for the local network. We argue that the network overheads for
the two router-based and the client-based wireless architecture are similar.

We further introduce our testbed and explain why it is a valid model for the
router-based (EHS) as well as for the client-based community network archi-
tecture.

Next we describe the routing architecture. We propose a distributed system
of proxy and routing agents. These fulfill respectively the tasks of forwarding
flows and deciding about the optimal route. The agents are deployed on all
nodes of our community network. We choose a simpler configuration on the
testbed with a single central routing agent. We argue that the routing overhead
and accuracy is similar to the distributed system. This makes the performance
of the testbed similar to a real-world deployment.

27
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Figure 3.1: Extended Hotspots architecture

3.1 Network Setups

This section gives an overview of how the network setup of the community net-
work could look like. Community network nodes connect to the Internet and to
each other. One question that arises is which network devices are deployed.
For instance, DSL modems offer integrated access point (AP) functionality. An-
other important question is which network technologies are used to connect
the devices to each other: Ethernet or wireless 802.11x. Finally, we investigate
where the flow routing system can be deployed. The two options are on the
access points or on the clients.

3.1.1 Router-Based

Several approaches for sharing a hotspot with nomadic users have been pro-
posed recently. One category represented by La Fonera [48] or BT Fon [28]
has an island architecture with isolated hotspots open to the members of the
community. In order to become a member, someone must either provide a
hotspot or pay a fee. Hotspots are not connected to each other and offer a
limited fraction of the total Internet bandwidth to nomadic users.

Another category is represented by interconnected wide area meshes like
the early MIT Roofnet installation [26] (with the Meraki commercial spin-off [80]),
the German Freifunk [49] project, the Champaign-Urbana Community Wireless
Network [39] or the Berlin Roofnet [25]. Users connect to the mesh nodes and
reach the Internet over a route within the mesh. The layer-3 routing commonly
deployed together with the network address translation [122] (NAT) at the con-
sumer DSL links do not allow for effective load balancing.
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Extended Hotspots

DSL customers do not always buy the highest bandwidth that a DSL line al-
lows for. Some on the bandwidth remains then unused. Extended Hotspots
(EHS) is a product prototype from Deutsche Telekom that offers this additional
bandwidth to nomadic users. The DSL modem-router appliances at the homes
of private customers are extended with a hotspot cell to which nomadic users
can connect at a certain charge. We propose to extend the EHS architecture
with a community network and a flow routing system. We call this setup the
router-based architecture.

Now we describe the EHS architecture and explain how to extend it with
a flow routing system. Figure 3.1 [119] gives an overview of the EHS deploy-
ment. EHS runs on the CastleNet AVS800W platform: an ADSL2/2+ modem
and 802.11b/g wireless router with a 4-port Ethernet switch. The software plat-
form provided by Texas Instruments runs on Linux with a proprietary extension
Network Support Package (NSP). Another component deployed on the EHS
access point is the Wireless Distribution System (WDS) which allows for the
interconnection of the APs in a tree structure.

Multiple 802.11x virtual access points are defined on the EHS platform us-
ing a single wireless network card and radio. A virtual access point is used by
the private SSID, which provides Internet access to the owner of the device.
The public SSID is used for providing pay-per-go access for nomadic users.
Authentication and billing is supported on the access point by the open source
Wireless LAN AP controller Chillispot [34] together with a Radius server in the
backend.

Nomadic users book into the public SSID and authenticate against a Radius
server. They are then granted access to the Internet and their usage is booked
and billed accordingly. Software on the EHS devices can be updated remotely
via an auto-configuration server.

The WDS is a software framework for AP interconnection, provided as well
by Texas Instruments. It allows for the connection of two devices, both in
802.11x access point mode. The AP-to-AP links are secured using WPA2-
PSK. WDS nodes build a tree-like structure. Links to parent nodes are called
uplinks; links to children nodes are called downlinks. A designated node is the
root of the configuration, while all other nodes establish uplinks when they start
up. Only one uplink but multiple downlinks are allowed per node.

Load Balancing Extension

In collaboration with us, the EHS team implemented a prototype load balancing
module using the WDS framework [116]. A full design was proposed for the
system and a prototype was implemented. The prototype still has some limita-
tions. The design specifies that access points build disjoint clusters, using the
wireless link quality as a metric. The packet error rate or the signal/noise rate
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Figure 3.2: Network architecture of the WDS-based system

were proposed as alternatives. Traffic is classified to 6 classes of service which
are prioritized accordingly. Private traffic has a higher priority than public and
voice has a higher priority than TCP/IP traffic.

When congestion is detected new flows are re-routed. The peer to carry the
traffic is chosen according to a metric that accounts both for congestion and link
quality: M = max((1 − ci) ∗ li) where ci is a metric for the congestion of peer
i and li is the exponential average of a link quality metric to the neighbor i.

The prototype implementation is hindered by the poor CPU performance
of the CastleNet boxes. We are though able to run some feasibility tests at a
very low load. Future work includes resolving this issue, e.g., by upgrading the
hardware platform.

WDS Network Setup

To go beyond the specific setup of the WDS implementation, we propose the
network architecture shown in Figure 3.2. Clients connect to the access points
in Infrastructure mode. Routing is done on the access points. This yields cer-
tain advantages:

• instant access to the characteristics of the DSL connection including con-
gestion and total traffic (including junk traffic otherwise filtered by the fire-
wall)

• the flow routing infrastructure is completely transparent to the clients. Not
having to install software on the clients makes operation much easier for
the non-technical users
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Figure 3.3: Split WDS Architecture

On the down side, our current access point hardware has a single radio.
Thus, the forwarded traffic shares the medium with the client-AP traffic. This
imposes a limit on the size of the system, as discussed later. When targeting a
lay user base we can not expect that they are willing or able to do any software
installations on the wireless router. Consequently, the router-based architecture
suits a commercial product better than a software-only distribution.

Split Network Setup

As an alternative, we propose a splitted network setup, see Figure 3.3, where
the communication between the client and the corresponding DSL modem is
delegated to a separate wireless router. In Germany, typical DSL offers come
with a splitter and a dumb DSL modem. Usually modems do not have a wireless
card. Even if they do, the client must connect to the DSLAM directly using the
protocol PPPoE [75]. Therefore, many households own a separate wireless
router. Clients can connect via 802.11x to the wireless router, which is further
connected to the modem over Ethernet. The PPPoE session setup is realized
by the wireless router.

The advantage of this setup is that traffic forwarding can use a different
radio channel than the client-router communication. Moreover, different routers
can use different channels. Still, this is not such an advantage as it may appear
at first. Indeed, there are only three orthogonal radio channels for 802.11b/g.
Thus interference with other installations in the area is thus very likely.
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Figure 3.4: Client-based network architecture

3.1.2 Client-Based

Deploying the flow routing component on the DSL routers has the advantage
that the operation of the system is transparent to the user. Yet, this is not always
possible. Not all routers support additional components. Moreover, such com-
ponents must be tailored for each specific router platform. This requires most of
the time that the DSL provider is involved in the deployment process. An alter-
native to this is deploying the flow routing system on the client machines. The
amount of work required from the user side for the installation and configuration
is minimal.

We thus propose a network architecture which only relies on support from
the clients and requires no changes to the DSL routers. It runs the flow routing
system exclusively on the client hardware. This architecture is better suited
for a software-only deployment since installation on a notebook or desktop is
generally hardware-independent in contrast to the installation on an embedded
device.

Figure 3.4 shows a client-based setup with four fully meshed clients. The
connection from client to server is done in 802.11x Infrastructure mode while
the client interconnection uses an Ad-Hoc 802.11x network.

To avoid the deployment of two network cards in each client, a cumber-
some task on notebooks we propose to use multiple virtual network devices
that share the same radio and interface card, see e.g. the CastleNet access
points. The Linux MadWifi wireless driver [74] offers such a solution. It is possi-
ble to configure, on one single card, multiple devices, even in different modes:
Infrastructure, Ad-Hoc, or Monitoring. The radio devices stays tuned to a cer-
tain frequency but the flow of network packets is demultiplexed according to the
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Figure 3.5: Client-based architecture with wired connection to router

receiver MAC address and distributed accordingly to the multiple virtual drivers.
Notebooks are not suited for all applications, e.g., requiring massive stor-

age (a file server) or exceptional graphic output (graphic design, gaming). Even
though the installed base of mobile computers slowly takes over, many residen-
tial users still own a desktop device. Desktops are generally connected to DSL
routers using an Ethernet cable. Figure 3.5 illustrates such a setup, where
the clients communicate to each other over Ethernet and to the router over
wire. Certain local gamer communities have a wired infrastructure they use to
connect to each other, mostly for the low latency and high bandwidth of this
medium. Such setups make a wired network architecture for the community
network possible.

A wired community network has certain advantages with regard to flow rout-
ing. The infrastructure bandwidth (e.g., 10 Mbit/sec Ethernet) is orders of mag-
nitude bigger than the sum of the DSL bandwidth. DSL being the only bottle-
neck, a wired community can obtain the best performance from the proposed
flow routing system. A disadvantage is that building such a setup requires a
certain amount of work. This will not be the most frequent deployment nowa-
days but it will offer the best performance to its participants.

3.2 Testbed

We need an experimental testbed in order to evaluate the advantages and dis-
advantages of:

• different network setups
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Figure 3.6: Testbed network

• different routing procedures
• different traffic patterns

We deploy, at our site at T-Labs in Berlin, a testbed with four nodes that
supports the network setups introduced above. It is possible to configure the
testbed for wired or wireless operation. Internet access is provided at the four
nodes via real 2 Mbit/sec DSL lines. Alternatively, the nodes can reach the
Internet via a traffic shaping appliance and the high-bandwidth link provided by
the Berlin Technical University. We choose the NistNet [93] network emulation
package under Linux for traffic shaping. Compared to other traffic shaping
implementations, e.g., on Cisco routers, NistNet does not display an initial burst
and is thus more accurate. Traffic shaping allows us to emulate different DSL
bandwidths than the stock 2 Mbit/sec available.

3.2.1 Network Setup

Figure 3.6 shows the network setup of our testbed. It consists of four nodes,
one server (with two IPs) and control infrastructure. Each node contains a wire-
less DSL router and a client. We use the same DSL router device as the EHS
project, AVS800W from CastleNet Technology. It offers an ADSL2/2+ port, a
4-port Ethernet switch, and a 802.11b/g wireless card. The routers are directly
connected to the Internet via 2 Mbps DSL lines and to the corresponding client
machines both using an Ethernet and a wireless interface.

The clients are equipped with two Ethernet cards, one for the connection to
the router and one for client-client interconnection, traffic-shaped Internet and
management traffic. They also have a wireless 802.11a/b/g interface with an
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Figure 3.7: Testbed deployment

Atheros chipset. This is used both for the connection to the router and for the
client-client communication.

As such, we have the possibility to use both a wired and a wireless con-
nection for any of the client-router and the client-client links. For some of the
experiments we need the flexibility to tune the bandwidth of the access lines to
the Internet, e.g., to 4 Mbps. This functionality is provided by using the NistNet
network emulator [93]. The NistNet emulator is installed on a separate machine
that is accessible by all testbed nodes via the management network.

There is also a control node connected to the management network, from
which the configuration, monitoring and trace collection takes place. The man-
agement network shares the physical link with the wired client-client network.

The testbed nodes are spread across one floor in a 20-story office building
in Berlin, belonging to the Deutsche Telekom T-Labs. They coexisting with other
wireless networks, as in the real world. Near the in-house wireless infrastruc-
ture that at times generates pretty heavy traffic, multiple smaller testbed exist.
The number of access points seen in the area is at times as high as 50. The
distribution of the testbed nodes was planned to enable wireless reachability
among routers.

This testbed allows us to perform a broad range of experiments departing
from a simulation environment to a full real world multihomed community. More-
over, the actual conditions of the experimental setup (interference, congestion
in the ISP’s aggregation network, effects in the wired/wireless access medium,
etc.) contribute to a realistic test environment.

Two other important components of the testbed are the load generator and
the flow routing system itself. The load generator and the flow routing system
are described in the next sections.
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3.2.2 Workload

We introduce in this section LoadGen, the load generation tool deployed in our
testbed. We require the workload in our experiments to be:

• reproducible in order to allow for comparable experimental results
• realistic, close to the behavior of real users
• similar in testbed and simulator experiments

LoadGen was designed to conform to these requirements. It is a TCP trace
replayer that uses as input real-world TCP flow traces such as those intro-
duced in Sections 4.2.1 and 4.2.2. The generated workload consists of TCP
flows which mimic the characteristics of the flows in the original trace. This
guarantees the generated traffic is both realistic and reproducible. Another as-
pect that helps generating a reproducible workload is that the LoadGen clients
synchronize their start with each other. The simulator counterpart of LoadGen
is described in Section 3.3.3.

Other load generators use different traffic models. Basic tools like iperf [63]
produce a single flow between a client and a server with the goal of measuring
the bandwidth of the network path. D-ITG [16] generates packet trains ac-
cording to statistical distributions. The statistical parameters are collected by
other tools in the proposed framework. We propose an statistical approach for
flow-based traffic generation similar to D-ITG in Section 4.2.3. Swing [135] and
Harpoon [121] analyze the characteristics of packet traces and produce traffic
that is statistically similar to those. Finally, Surge [20] models Web traffic, again
in a statistically significant and parameterizable way. Surge models sessions
based on inter-request and idle periods together with document sizes.

LoadGen departs from these traffic models in that it reproduces, as accu-
rate as possible, the activity described by a live trace. It does not introduce the
intermediate step of distilling the statistical characteristics of the trace. More-
over, LoadGen does not model the user behavior related to a specific applica-
tion as Surge does. One disadvantage is that, although flow start times are
respected, achieved flow durations are dependent of the actual network capac-
ity. If we exceed the available capacity, congestion may build up as new flows
keep arriving. In order to avoid such a situation we carefully select our traces
in such a way that the available bandwidth is not exceeded. One criteria in ex-
tracting suitable traces is that the processing capacity (about 40 parallel flows
on the testbed clients) is not exceeded in almost all cases.

LoadGen is deployed as a client on the testbed nodes and as a server lis-
tening on different interfaces of a server machine placed in the Internet. Flows
are started by the client. A small header consisting of the first 38 bytes of a flow
is used to inform the server of the flow characteristics, consisting of:

• client name and flow ID
• classification (interactive or bulky)
• begin and finish timestamps; connection build-up duration
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• uplink and downlink payload

The flow start, duration (for Bulky flows) and the size in both directions are
taken from the original trace and respected during replaying. We can vary the
payload by scaling up or down the flow start times. Further parameters are the
cutoffs for the flow classification.

LoadGen obeys the traffic model explained earlier:

Interactive flows have a constant bandwidth and respect their original duration
Bulky flows consume as much resources as the network allows them to

The performance of the replayer is itself generally good: the median dura-
tion of a connection attempt is 13 ms over Ethernet and 95 ms over DSL. Flows
are started timely, with a median jitter of 8 ms. Interactive flows respect their
original duration with a median deviation of 0.2 seconds and some rare outliers.
We evaluate LoadGen’s performance in more depth in Section 5.3.1.

3.2.3 Flow Routing System

This section gives an overview over the architecture of the flow routing system
as deployed in our testbed, FlowRoute [139]. The goal of FlowRoute is to
allow us to study the performance of different routing algorithms under multiple
network setups in a realistic environment. The prototype which FlowRoute is
implements all major features required by a real world deployment.

We design FlowRoute in compliance to our requirements stated in Sec-
tion 1.2:

• be a stimulus for collaboration
• use existing hardware and software platforms
• provide a distributed architecture
• accommodate nomadic guests
• account for DSL and LAN limitations
• provide for session-level survivability

FlowRoute consists of an extension to the socket library, a Proxy Agent
and a Routing Agent. Connection attempts are intercepted in the socket library
extension. After obtaining a route from the Routing Agent, the connection (i.e.,
TCP flow) is forwarded to the corresponding Proxy Agent. The Proxy Agent
then connects to the desired server and transfers data back and forth between
the client and server. Figure 3.8 illustrates the architecture of the flow routing
system. An instance of the Modified Socket Layer, Proxy Agent and Routing
Agent is deployed on each node of the community network.

Most operating systems provide a variant of the Berkeley socket API [124]
for managing TCP connections. We override functions in the socket library
in order to intercept TCP connection attempts. In particular, the connect(2)
system call used to establish socket connections is replaced with our version
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Figure 3.8: Architecture of the routing system

of it. Preloading the library for a specific process ensures that the function
definitions in the library override the originals from the standard library.

The Proxy Agent is responsible for negotiating routing decisions with the
routing agent, forwarding foreign traffic and reporting. A Proxy Agent is de-
ployed on each client and is used as the first station for every intercepted flow.
When a TCP connection is intercepted, the local Proxy Agent is asked to me-
diate a routing decision. Proxy Agents accept connections from clients running
on local and peer nodes in the community network. They connect on behalf of
the client to the respective servers and relay traffic between the client and the
server.

A Routing Agent has a global view on the routing metrics and makes the
actual routing decisions. For this, it collects data from the proxies about the
amount and size of flows inside the system and different other network param-
eters. When asked by a proxy, it states the best route at the moment.

To keep things simple, we deploy a single, central, routing agent in our
testbed. A deployment in a real-world community network will have one routing
agent for each client. The difference between a central and a distributed de-
ployment of routing agents should be minimal. We know, see Section 5.3.2 that
the amount of control traffic in the system is small. Some additional traffic is
required in a distributed system because the proxy agents must report to all the
routing agents in the system. Yet, obtaining a routing decision does not require
a larger communication overhead. The proxy agents will request a routing de-
cision from a routing agent running on the same node, possibly resulting in a
quicker answer.

One limitation of the current DSL technology is that it provides a single, dy-
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namically assigned IP from the address pool belonging to the ISP. Customers
cannot bring in their own IP addresses. FlowRoute accounts for this limitation
by assigning each flow to a gateway for the entire duration of the flow. Band-
width limitations, both for the DSL links and the (wireless) LAN are taken into
consideration by the routing algorithms.

There are certain advantages provided by FlowRoute over the simulator.
Effects not modeled in the simulator, such as the impact of different shared in-
terconnection mediums, wired (Ethernet) vs. wireless (802.11x), etc., can be
studied. FlowRoute allows us to study the impact of the communication over-
head in a distributed system. There is a bandwidth overhead for the exchange
of management information between nodes and a time overhead due to pro-
cessing and communication delays. In contrast to the routing system in the
simulator, FlowRoute has access to data intrinsically not available to the simu-
lator. This includes packet and byte counts, packet drop rates and the quality
of wireless links. We integrate these statistics in the routing algorithms and can
study their impact.

Similar to the rest of the system (trace collection, load generator, simulator),
the routing system only processes TCP traffic. Augmenting all these compo-
nents for, e.g., UDP, is possible. Since TCP traffic is sufficient for valid results,
we consider extending the flow routing system for UDP or other protocols as
an implementation issue which is out of scope of this research study. For an
evaluation of the flow routing performance see Section 5.3.2.

3.2.4 Instrumentation

In order to evaluate an algorithm, we need a detailed instrumentation regarding:

Flow Characteristics: allow us to identify individual flows in subsequent test
runs with different algorithms and network setups. We collect data about
how the flow is routed and how long it lasts

Network Performance: we collect statistics at different points in the network
about throughput, congestion, and link quality at any given point during
the experiment

Such data is made available to flow routing. In addition, it is used for the
analysis of experimental results. In this section we concentrate on the informa-
tion used in the result analysis.

The instrumentation of our testbed provides extensive statistics about the
system behavior. It allows us to perform analyses of the flow routing perfor-
mance both for individual flows and for the network performance. Moreover,
they allow us to pinpoint shortages in network resources that may impact the fi-
nal results. Studies in the subsequent chapters are based on the data collection
mechanisms introduced in this section.

Flows receive a unique identification number from the load generator that
allows us to trace them across multiple experiments and to correlate traces
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from the load generator client and the server. The applications benefiting from
flow routing should not notice the infrastructure being in place. As a result, the
two systems identify and label flows independently. Flow labels from the two
systems can not be matched.

Different components in our test environment are responsible for the collec-
tion of statistics. Data is reported in trace logs. The load generators collect the
following statistics about each flow:

Identification: unique identifier, client machine, server IP, routing peer
Timers: relative start in the trace, actual start, end time, how long it takes to

connect, interval between start and the first data from the server
Size: amount of transferred data for each direction (uplink and downlink)
Load: maximum number of concurrent flows at the client during the flow’s lifes-

pan and maximum number of flows waiting to connect

Another entity collecting information on flows is the routing infrastructure.
Statistics are centrally reported by the proxies to the routing agent and traced
here. Following statistics are collected for each flow:

Routing: local peer and remote proxy and if the flow was re-routed or not
Timers: route setup time, start time, how long it takes to connect the proxy to

the server, moment when the first data chunk is returned by the server
and flow termination time

Size: transferred bytes in both directions

We are interested in relations between flow outcome, network, and routing
performance. Understanding them requires us to collect statistics about net-
work performance. This is done at multiple points in the system. We choose
a reporting interval of one second. Our analyses do not require finer grained
statistics. We collect the following data:

User Traffic at the load generator clients, servers and proxy agents
Packet Counts at the client nodes and DSL router
Byte Counts at the client nodes and DSL router
Packet Drops at the outgoing queue of the DSL router and the wireless card
Retransmissions by the wireless card
Wireless MAC errors CRC and physical errors
Radio Signal Quality received signal strength indication (RSSI)
Flow Trace built from a selective packet dump done with tcpdump [131]

Application-layer traffic outcome is recorded both at the load generators
and at the flow routing system. With routing enabled, a client can in theory use
the sum of the bandwidths of the DSL lines in the community. Traffic outcome
statistics both at the client and at the proxy allow us to understand how traffic
peaks at individual clients are distributed by the routing system to the peers. In
a perfect situation, a routing algorithm will distribute the traffic equally across
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Figure 3.9: Instrumentation points on the testbed

clients. Due to random flow sizes, TCP flow control, and congestion control we
unfortunately can not expect to generate an an equal distribution.

Proxy agents monitor the amount of forwarded traffic they carry. This allows
us to survey the efficiency of routing algorithms with respect to the amount of
cross-traffic they produce.

In order to study the amount of protocol signaling traffic we install data taps
at the network layer. Indeed, bandwidth limitations like those imposed by DSL
links apply to the overall transferred data, including protocol signaling.

For one such data tap we periodically query the statistics maintained by
the Linux firewall Iptables [88]. We install a firewall on the community network
nodes because we use its traffic monitoring facilities. We collect statistics at
the network interfaces towards the DSL router and towards the peer nodes.
Iptables provides us with counters for the incoming and outgoing amount of
bytes and packets at the network layer. We trace the statistics for the interface
leading to the DSL access link.

Another source of network layer traffic statistics is the DSL router. We pe-
riodically query a proprietary kernel extension on the routers. In addition to
packet and byte counts for both direction we have access to the amount of
dropped packets on the outgoing queue.

A part of our experiments use a wireless network infrastructure. We use the
wireless device driver [74] in order to collect statistics per time unit on:

• MAC-level retransmissions
• failed transmissions
• packet counts
• CRC errors
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• physical errors
• the received signal strength indication (RSSI)

For cross-checking we record partial dumps of the TCP traffic using tcp-
dump [131]. We record the connection establishment and tear down. Data can
be subsequently aggregated into flow-level statistics using the Bro tool [98].
Dumps are done on the clients both on the interface leading to the DSL router
and the interface carrying the re-routed and the management traffic of the flow
routing system.

The flow routing system maintains statistics about the flow outcome at each
node. It periodically reports the amount of flows it carries, classified into:

Total number of flows
Foreign flows, i.e. flows originating at peer nodes
Large flows are those that have already achieved a certain size. We set the

threshold at 8 KByte

3.2.5 Conclusion

The previous sections introduce one testbed that allows us to closely study the
benefits of flow routing in a community network. It consists of four peer nodes
provisioned with actual DSL lines. We are able to configure it to alternatively
use wired or wireless links for the connections between nodes and between
nodes and DSL routers. Moreover, a traffic shaping device permits the simula-
tion and study of DSL lines with varying characteristics.

The testbed is fitted with a TCP trace replayer, LoadGen. It allows us to
generate load that follow real-world traces, as those captured at the MWN site.
In other experiments we use Surge or BitTorrent to generate load.

We deploy FlowRoute, a realistic, distributed flow routing infrastructure in
order to study the performance of different routing algorithms and be able to
choose the best routing strategy. The flow routing infrastructure is designed to
be a close prototype of a realistic deployment at client sites.

Extensive instrumentation collects statistics on the performance of each
flow and the behavior of the network. These allow us to study in depth the
performance of different routing policies and the impact of different network
configurations.

3.3 Simulator

It is hard to investigate certain aspects of the proposed flow routing system
while using testbed of a limited size. We introduce in this section FlowSim, a
fluid TCP simulator that uses as input flow traces akin to the load generator
deployed on the testbed. Tasks made possible or much easier by the use of a
simulator include:
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• investigating how routing algorithms behave when being omniscient or
using ideal network setups, not available in reality

• understanding how does the system scale up beyond the limited number
of nodes provided by the testbed

• easily configuring different bandwidths and delays for the Internet links

• obtaining results much quicker than the duration of the input trace multi-
plied by the number of algorithms under investigation

3.3.1 Model of TCP dynamics

FlowSim is a fluid simulator for TCP traffic. The amount of transferred data
is computed on time slots of a configurable duration. Consider that multiple
TCP flows share a single link. In contrast to a packet-based simulator, FlowSim
computes for each time slot, flow and link the amount of transferred data based
on a model of TCP behavior. Packet activity is not taken into consideration.
We integrate in FlowSim a flow routing component on which we can deploy the
same routing algorithms that we use on the testbed.

Following link characteristics and aspects of the TCP dynamic are modeled
by FlowSim:

• link bandwidth. Different values are possible for the two opposite direc-
tions, allowing it to simulate the behavior of DSL lines

• link delays
• multiple TCP flows concurring for access to the same link
• the TCP slow start congestion control algorithm

Instead of developing a special workload generator, FlowSim relies on flow
traces as input. Each flow is described by its source, destination, start time,
duration transferred bytes for each direction. The output consists of start time,
end time, assigned link, and bandwidth category for each flow. The input traces
can either be captured from real networks or from testbed experiments. Popular
packet level simulators such as ns-2 [95] or SSFNet [37] are less suitable for
our purpose, given the large number of flows considered here. To validate the
results of the simulator we repeat all testbed experiments within the simulator.
Repeating all simulator runs within the testbed is not possible as not all flow
routing strategies are available in the testbed.

When simulating flow activity we use the classification of flows introduced in
Section 4.1. Flows are assigned one of the categories Interactive, RTT-limited
or Bandwidth-limited according to this classification. Note that RTT-limited and
Bandwidth-limited flows behave similarly and are referred together as Bulky
flows. Interactive flows are not allowed to exceed their original bandwidth while
the others compete freely for the available bandwidth.
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Once a new flow arrives, the router determines its category, namely In-
teractive, RTT-limited, or Bandwidth-limited. Bandwidth-limited flows are fur-
ther classified by the direction in which they exceed the interactive threshold
(i.e., 1/20 of the link bandwidth). We call them Downlink-, Uplink- and Both-
direction-limited flows. We further designate the direction in which a bulky flow
is bandwidth-limited its dominant direction. Once a flow has been classified it
is routed using one of the flow routing strategies.

One component of FlowRoute is the flow Scheduler. Its is to distribute the
available bandwidth among competing flows, while approximating the dynamics
of the TCP protocol. In order to achieve reasonable performance, it operates on
discrete time slots. We chose 1/10 of a second for the time slot size. The sim-
ulation results do not show a significant difference while running the simulator
with smaller time slots.

We target the distribution of the available upstream and downstream band-
width in a fair manner between all flows that use one link. Yet, we assume
that neither interactive (limited by the user/application behavior) nor RTT-limited
flows (restricted by TCP slow start) can benefit from an increase in bandwidth.
Such flows are unlikely to use their fair share of the bandwidth. Therefore we
consider each flow category separately.

We assume that Interactive flows are able to maintain the same through-
put as in the scenario in which the traces where captured. To determine their
bandwidth use within each time slot we model them as constant bandwidth
flows, following the logic in [136]. Their throughput is derived from the trans-
ferred bytes and the duration from the input trace. Therefore these flows do not
compete for bandwidth with bandwidth-limited flows.

Each Bulky flow exercises a TCP style slow start before it is able to attain
its fair share of bandwidth. RTT-limited flows are not large enough to come out
of the slow start period. Our TCP model is quite simple and assumes a simple
exponential increase in the used bandwidth during each time-slot until the flow
reaches its fair share. This ignores packet losses. Comparisons with results
obtained from the testbed for the same set of traces as input show that the
approximations are quite reasonable.

The scheduling algorithm starts with the least demanding flow categories,
interactive and RTT-limited, and then shares the remaining bandwidth among
the bandwidth-limited flows. Any unused bandwidth due to, e.g., a flow termi-
nation, is reassigned to other flows. First, RTT-limited flows are scheduled. If
the total bandwidth usage exceeds the link capacity, the assigned bandwidths
are scaled down. Our experience has shown that this happens very rarely.
Next, interactive flows are scheduled in the same manner. For each bandwidth-
limited flow, its fair share of the bandwidth is computed based on its dominant
direction(s). The bandwidth share for the non-dominant direction is then set
in proportion to the transmitted bytes. Finally, the results are again scaled to
utilize the available bandwidth.
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3.3.2 Network Setup

We use FlowSim to simulate typical network setups found in community net-
works. The following aspects of the network are configurable:

• number of DSL users and servers
• uplink and downlink capacities of the DSL connections
• delay of the DSL connections
• the flow routing algorithm

We assume that the interconnection capacity between DSL subscribers is
not the bottleneck and model it as infinite. As such, the simulator cannot distin-
guish if the community is interconnected via a wireless or wired network. This
topic is studied in stead with the help of the live testbed. Another related as-
sumption is that control traffic is negligible and will not compete or be delayed
by other traffic. This holds of course with a network medium wide enough. In
Chapter 5 we give arguments why these assumptions hold in general.

One drawback of the simulator is that it is somewhat optimistic about TCP
behavior. This has a reason related to the design choices we made. The
simulator uses a layer-4 (transport) model of network activity. This does not
allow to easily model problems that occur at the lower layers of the network
stack, such as packet losses or low-quality wireless links. The advantage of
having a transport-layer simulator is that it allows us to analyze the flow routing
system while abstracting lower-level problems. We investigate these aspects
separately with the use of the testbed.

3.3.3 Trace Replayer

One design goal of the simulator is to complement the results obtained on the
testbed. In order to satisfy this goal the results in the two setups must be com-
parable and we must be able to corroborate them. The following components
must then function in similar ways, use the same input and deliver similar data:

• load generation
• routing algorithms
• instrumentation

The testbed load generator uses the same traffic model as LoadGen on the
testbed. TCP flow traces are used as input. Flows are injected into the system
at the relative time moment when they occur in the trace. Sizes are respected,
together with the duration for Interactive flows. In order to corroborate the re-
sults, the same procedure is used when the flows receive their identification
numbers.
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3.3.4 Flow Routing

Another component of FlowSim, together with the flow Scheduler is the Router.
When a new flow arrives, it is the task of the router to decide to which peer in
the community network to re-route the flow. We implement in the router most of
the routing algorithms known to the routing agent on the testbed. Some statis-
tics collected on network stack layers below transport are though not available
to the simulator. Testbed algorithms that use these will therefore missing on
the simulator. Examples are MinTrafficCongestion that uses the packet drop
statistics on the DSL router or the extension that takes into consideration the
quality of the wireless link. Additionally to the testbed, the Router implements a
number of idealistic algorithms that cannot be deployed on a realistic system.

3.3.5 Instrumentation

Simulator instrumentation follows the design goal of making the testbed and
simulator results comparable. All instrumentation points form the testbed that
are compatible with the information present within the simulator are tapped and
traced. Network statistics collected below the network stack transport layer
and flow statistics pertaining to connection or server response times are not
available.

For individual flows, we collect the following:

• flow identifier, client machine, routing peer, server
• start, duration, transferred data for each direction
• maximum number of concurrent flows faced during the lifespan

On the network side, the user traffic outcome and the number of flows in
the system are recorded for analysis.

3.3.6 Conclusion

Together with the testbed, an off-line fluid TCP simulator completes the tool-
box we use to design and evaluate the performance flow routing algorithms in
different network setups. Similar instrumentation and similar implementation of
routing policies make results comparable. This allows us to separate and sepa-
rately analyze different aspects of the proposed system, for instance algorithms
performance and network performance issues.



Chapter 4

Methodology

After presenting and discussing our proposed architecture we introduce the
methodology behind our work. For understanding the behavior and benefits of
flow routing in community networks we need:

• experimental setups where we can investigate the response of different
routing algorithms and network setups

• a traffic generation procedure that realistically represents the behavior of
average users in the real world

• coherent and transparent metrics for the benefits of the flow routing sys-
tem

We use two experimental setups, a testbed and a simulator. The testbed
allows us to investigate the behavior of real setups, e.g., wireless networks.
We use the simulator for setups that cannot be easily modeled by a testbed
of a limited size. The two experimental setups yield reproducible results and
provide a thorough instrumentation required by the subsequent performance
analysis. The architecture of the testbed and the simulator is introduced later
in Chapter 3.

To realistically represent user behavior we rely on traces to generate rep-
resentative workload. Real-world network traces are replayed by our experi-
ments. We introduce in this chapter the network traces we use. We explain
how we select a representative slice of the original trace. Subsequently we de-
scribe the generation of artificial traces with similar statistical characteristics as
the real-world ones. The architecture of the load generators in the testbed and
simulator is described in Chapter 3.

We further introduce statistical measures for flow routing performance. Quan-
tifying routing performance must take into account the large number of flows
and the fact that not all of them benefit from routing at the same extent. We
present statistical measures for the flow routing performance. Aspects such as
the presence of outliers or the better performance in a congested system are
taken into account.

47
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4.1 Traffic

This section introduces the traffic input used in our experiments, both in the
testbed and in the simulator. We use real-world network dumps from which
we extract representative flow traces having a bandwidth suitable for our setup.
Additionally we generate flow traces based on statistical distribution known to
describe well Internet traffic.

In our experimental analysis of routing performance, we concentrate on
TCP traffic. We start with a large network trace, collected with tcpdump [131].
We further aggregate it in flows with the help of the Bro intrusion detection
system [98]. We define a flow to be a bidirectional train of packets that belong
to a certain protocol and are issued in a session between two specific end-
points. TCP does a clear delimitation of a session between two end-points
(IPs and ports) through the initial handshake and the final tear-down. Other
protocols, like UDP require the use of heuristic timeouts in order to guess when
a flow finishes. As a note, in contrast to Cisco’s Netflow [35] flow definition,
Bro aggregates both directions of a flow and is makes a less aggressive use of
timeouts. The dataset contains, for each TCP flow:

• the endpoint IP addresses and TCP ports
• the start and finish timestamps
• the amount of data transferred in the payload, per direction (uplink and

downlink)
• a number of flags, telling us if the entire initial and final handshakes were

found in the trace

We chose to use flow traces instead of packet traces after experimenting
with packet-level injection of replayed traces. These have shown that the timing
inaccuracies are significant. Buffering both in within the kernel and in the net-
work card delay the actual transmission of a packet delivered by the application
at the right moment. Additionally, the accuracy of the timers available to the
user-space under Linux is limited to about 5 ms according to our experiments.
Moreover, it is almost impossible to correctly interweave two packet trains sent
by two separate sources in opposite directions.

Flow traces are replayed both in the testbed and in the simulator in or-
der to generate workload for our experiments. We introduce our custom trace
replayer, LoadGen in Section 3.2.2 and its counterpart in the simulator in Sec-
tion 3.3.3. They both use as input a TCP flow trace and generate flows with
the same characteristics (relative start, duration, payload size) as those in the
original trace.

Our decision to limit our experiments to TCP traffic has two foundations:

• the distributed implementation of a system that manages TCP flows is
simpler because the flow termination is part of the protocol. No synchro-
nization between timeout tables is required. Extending the system for
other protocols like UDP or plain IP is a tractable implementation issue.
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• various sources like [79] report that TCP represents the vast majority
of the Internet traffic, generally above 80% or 90%. Decongesting TCP
should be in most cases enough. Other protocols would receive enough
bandwidth without being explicitly routed to the best Internet link.

Another assumption we make with our traces is that a slice of aggregated
traffic exhibits similar behavior to the traffic pattern generated by a (statistically
correct) single user. Note that the MWN traces (Section 4.2.1) are collected
at NAT aggregators serving student residences at a University campus. This
assumption is taken as well by other traffic generation tools [20, 33, 121] and
at some extent by the results of the NETI@home project [41].

The network traces we have contain way too much traffic for our testbed
system with a small number of DSL lines. We adjust the density of the test
input traces by randomly selecting a number of IPs from the intranet that yield
a bandwidth that is close to the desired one. In the case of the MWN trace, we
select traffic form a small set of the NAT aggregators in position. Random sam-
pling allows us to keep the statistical characteristics of the original trace and still
have an input with the desired bandwidth. Using a statistically relevant sample
for input, we expect results that are relevant for the typical user’s behavior.

One limitation of our testbed experiments is their duration. Typical residen-
tial users actively use the Internet for a small number of hours daily. We use in
our experiments workloads that represent such periods of peak activity. Times
of low activity, for instance nocturnal, are simply be ignored as irrelevant to the
performance of our system.

We have now a trace suitable for being replayed either in the simulator or in
the testbed. Let us discuss how the replaying is implemented. Flow traces have
the advantage that their injection in a network requires less accurate timing than
packet traces would. A disadvantage is that the information about the dynamics
of flow bandwidth is lost. We work around this by using some heuristics:

• interactive flows have a low, constant bandwidth
• the bandwidth of bulky and very short transfers is only limited by TCP’s

slow start algorithm and the network

After all, the uplink and downlink bottleneck on the DSL connections in our
setup affects only those flows that have the potential to utilize them at full speed.
In more detail, we identify the following main categories of flows, based on their
bandwidth requirements:

Interactive: a flow is classified as interactive if it’s bandwidth is likely to have
been limited by the behavior of the user that initiated it. This means
that its actual bandwidth use in a trace is smaller than some fraction,
(our heuristic: 1/20), of the DSL link capacity (2 Mbit/sec in our case).
Flows generated by telnet and ssh applications are typical examples of
interactive flows and should mostly fit our classification.
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RTT-limited: are flows whose data volumes are so small that they cannot take
advantage of the available bandwidth of the broadband connection. We
choose a threshold at 8 KB. Flows of this size don’t have a chance to
leave TCP’s slow start algorithm. Examples of RTT-limited flows are
short HTTP requests, in particular those initiated by AJAX applications
via XML-HTTP requests.

Bandwidth-limited (bulky): these are bulky transfers, longer than RTT-limited
flows and thicker than interactive ones. We further differentiate the bulky
flows by the direction in which they have the potential to reach the maxi-
mal bandwidth: uplink , downlink and in both directions. This finer clas-
sification is used by the simulator when replaying flows. For example,
long-lived FTP transfers usually generate bandwidth-limited flows. Our
classification identifies them as such.

Both the simulator and the load generator make use of this classification
when replaying flows. The classes are processed in different ways in order to
reproduce the original behavior of the flows. For interactive flows, we assume
a constant bandwidth equal to the average bandwidth of the flow in the origi-
nal trace, a reasonable assumption following the examples of [136]. They are
replayed accordingly. RTT-limited and bulky flows are allowed to attain the max-
imum bandwidth allowed by the network. Routing algorithms make at a lesser
extent also use of our flow classification, as discussed in later sections.

4.2 Input Traces

The main model we use for traffic generated by end users are real-live traces
from the Munich Scientific Network (MWN). In order to be able to vary traffic
characteristics like bulkiness and density we also deploy statistically generated
artificial traces. In this section we present our MWN dataset, compare it to the
well-known CRAWDAD traces and introduce the artificial trace generation.

4.2.1 MWN Traces

Network traces contain sensitive private information. In order to protect our
users, we aggregate and anonymize the data up to a level where the recon-
struction of personal information is not possible without a tremendous effort.
First, the extraction of flow data from the traces discards any payload data that
may have been captured. Second, we discard the server IP and all the port
information. Third, we map the client IPs to a smaller set of clients, used by our
testbed. Timing is normalized, such that the trace starts at the moment zero.
Only the information on the relative start moment, duration and amount of data
remains in clear text.

In our first dataset, we rely on connection-level summaries of traffic traces
captured at the border router of the Munich Scientific Network, MWN. The MWN
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Figure 4.1: PDF of the number of received bytes per application

provides 10 Gbit/sec Internet upstream capacity to roughly 50000 hosts at two
major universities and other research institutes as well as student dormitories,
with the daily traffic amounting to 3− 6 TB. The connection summaries contain,
for each flow, the source and destination IP addresses, amount of transferred
data in each direction, and timestamps. The advantage of these traces is that
ample bandwidth is available to all users of this network, and, for this reason,
we can safely assume that Internet usage is not impaired by any bandwidth lim-
itations of the access links. From this large collection of flow data we selected a
subset of flows that originated from IP addresses that are assigned to student
residences, to ensure that we consider only genuine residential traffic.

In a typical 24 hour workday trace from April 24th 2007 we identify approx-
imately 37 million flows, out of which 21.1 million have incomplete connection
information records, a typical component of todays traffic mix, such as SYN at-
tempts (56%), rejected connections (27%), in progress connections (8%), and
missing information (9%). For our experiments, we consider the remaining
15.9 million flows, through which 641 GB were transferred from, respectively
182 GB to the Internet. These volumes correspond to an average bandwidth
utilization of 60 Mbit/sec (17 Mbit/sec) down- (upstream).

To better understand the characteristics of the traffic, we classify the flows
according to the application that most likely generated them, as identified by
the port number. About 73.50% of the flows are HTTP, 7.83% HTTPS, 2.74%
eDonkey, 0.52% POP-3, and 15.41% are other traffic. Figure 4.2 shows the
complimentary cumulative distribution function (CCDF) of the received bytes
for different applications on a log-log scale. We observe that the flow sizes of
the applications are consistent with the heavy-tailed distributions that have pre-
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Figure 4.2: CCDF of the number of received bytes per application

viously been reported, e.g., [38]. The behavior of eDonkey may seem strange
at first, but this is due to its two traffic components—the control channel and
data transfer connection. Part of the byte contributions of other P2P file sharing
protocols are captured by the “Other” class; hence, it is not surprising that the
tails of the two curves coincide. The other P2P traffic is contained in the “HTTP”
class. The mean number of bytes over all connections is 43409 and the median
795. Similar observations hold for the bytes sent per flow.

To investigate the actual flow size distributions, we plot the probability den-
sity function (PDF) of the transfer sizes on a logarithmic X-axis, in Figure 4.1.
HTTP/ HTTPS exhibits the expected distribution with a small spike that corre-
sponds to the typical header size. HTTPS has a larger mean but a smaller
median. POP3 transfers are smaller, while eDonkey is on the extreme end with
many short connections due to control traffic and several larger ones due to
data transfers. The “Other” category is a mix of unidentified flow types, which
also seems to contain a significant amount of P2P traffic.

4.2.2 CRAWDAD Traces

In addition we use wireless traces gathered by the CRAWDAD project at the
Dartmouth College between November 2003 and February 2004 [69]. We
again restrict the traces to residential users by focusing on the residential build-
ings.

Contrary to the MWN setup which relies on a single network monitor, the
CRAWDAD data is gathered using a number of wireless devices. It is not sur-
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prising that the resulting traces seem to not be as complete, which prevents us
from determining the flow characteristics (start time, duration, transferred bytes)
for a significant number of flows. Another difference between the CRAWDAD
and the MWN traces is the low aggregate bandwidth of the former. The ag-
gregate bandwidth use of the MWN traces is only limited by the 10 Gbit/sec
upstream link and therefore often larger (by 1-2 orders of magnitude) than the
bottleneck capacity in our setup. In contrast, the bandwidth use in the CRAW-
DAD traces is often too small (by 1-2 orders of magnitude) to even fill a single
DSL upstream link. We overcome this problem by overlapping the data from all
the available taps and subsequently overlapping multiple days. This also gives
us the means to tune the bandwidth usage. Again, we randomly map IPs from
the trace to the set of clients in our testbed or simulator.

On average, each day of the CRAWDAD trace consists of roughly 1 million
flows with complete connection information (roughly 12% of the total number of
flows). Of these flows 54% are HTTP, similar to the MWN trace. Windows ser-
vices are responsible for more than 16% of the traffic (epmapper 9%, netbios-
ssn 5%, and Samba 2%). The mean number of transferred bytes per flow is
13 KB considerable smaller than in the MWN trace while the median is larger
with 4 KB. There are two explanations for this: first the MWN trace is newer and
object sizes have grown; second the available network bandwidth at MWN is
larger, which accommodates larger transfers.

4.2.3 Artificial Traces

In order to study the impact of parameters beyond those present in the live
traces harvested at the MWN, we employ a parameterized artificial trace gen-
erator. It allows us to experiment with an arbitrary number of users and servers
but also with arbitrary trace bandwidths and variability.

Inter-flow times and flow sizes can be generated according to statistical
distributions. For consistency to the real-world measurements, we generally
use one of the Exponential or Pareto distributions. The number of clients and
servers as well as the desired bandwidth may be chosen at will. One sim-
plification is the choice of a fixed, minimal flow size for the uplink direction.
Congestion of the uplink happens often due to ACK packets for downlink traffic,
making downlink congestion the most important factor.

We have, for simplicity, the option of only generating bulky flows. Interactive
flows cannot benefit much from routing, since they maintain a constant band-
width, generally much lower than the available one.

Three values are subject to random generation according to statistical dis-
tributions: flow start times, uplink and downlink payloads. For the sake of re-
alism, we use in most cases the Pareto distribution, described by the following
probability density function:

P (x)|x>=k =
αkα

xα+1
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whereby the names of the parameters α and k vary in different sources. The
flow sizes are finally scaled in order to achieve the desired bandwidth.

4.3 Metrics

In this section we discuss how we numerically qualify the improvements in-
curred by the different routing algorithms run by the Routing Agent. The follow-
ing difficulties must be taken into account:

• not every flow benefits in the same way from routing. The generally con-
stant routing delay has a larger impact on short flows than on long ones.

• in contrast to a simulator or a mathematical model, a testbed has a certain
amount of intrinsic variability in its functioning. We need to understand
how high this variability is and how it can influence the results.

• we have to separate the effects of different algorithms when combining
them.

When evaluating a routing algorithm, we compare it’s performance against
the performance achieved with the same workload and network setup but with
flow routing disabled. This is done on a flow by flow basis. In this section we
use as example a simple routing algorithm that achieves good performance.
RoundRobin routing redistributes the flows to the clients in a round-robin man-
ner. The baseline with disabled routing is referred to as Direct.

We start with a typical experiment, using a subset of the Munich Scientific
Network trace, described in Section 4.2.1. We compare the performance of
Direct against the performance of RoundRobin. RoundRobin performs very
well, mostly due to the trace’s intrinsic skewness. It’s drawback is that it makes
excessive use of the backbone bandwidth: with 4 clients, about 3/4 of the total
number of flows are rerouted. The experiments run for 30 minutes, followed by
a slow down period of 1 minute. The final slow down allows most of the pending
flows to complete.

We first investigate the size of the dataset under investigation and how
well the correlation between the results with Direct and RoundRobin performs.
From a total of 13226 flows in the 30 minutes trace, Direct successfully transfers
13178 and RoundRobin 13202 flows. The common set of flows being completed
by both experiments contains 13159 items. About 0.5% of the flows could not
be completed and incur measurement errors. The original trace downloads
575.27 MB and uploads 29.66 MB. The common set misses about 2.3% from
the downlink and about 3.8% from the uplink traffic.

When comparing two subsequent runs of the Direct experiment with each
other, the common set misses 0.6% of the original flows, 2.4% of the downlink
and 3.9% of the uplink traffic. These numbers give us a pretty good overview
of the stability of our experiments.



4.3. METRICS 55

We measure the quality of our routing procedure in terms of flow durations.
Next we introduce a number of quality metrics that allow us to compare the
outcomes of different routing algorithms that use the same set of flows. When
quantifying improvements, we only consider the common set of flows.

Let F be a sequence of n flows φi in the common set of two experiments
(e.g., Direct and Routed):

F = {φi |
n
i=1}

For each flow φi, let d(φi) be the duration achieved under Direct and r(φi)
the duration under Routed. In our expectation that the following inequality holds
for most i values: d(φi) > r(φi), we define the fractional flow improvements as
the following sequence:

I(F, d, r) =

{

d(φi)

r(φi)
|ni=1

}

Apart from the well-known statistical median:

µ1/2(I(F, d, r))

we introduce a geometric mean:

µg(I(F, d, r)) = n

√

√

√

√

∏

i=1,n

d(φi)

r(φi)
= e

∑

i=1,n
ln

(

d(φi)

r(φi)

)

n

The exponential form minimizes the rounding errors. We chose this specific
mean because of its property of being reflexive:

µg(I(F, d, r)) =
1

µg(I(F, r, d))

This property guarantees that improvements achieved when comparing Di-
rect to Routed are the inverse of the deterioration in the reversed comparison
of Routed to Direct:

µg(I(F, d, r)) × µg(I(F, r, d)) = n

√

√

√

√

∏

i=1,n

d(φi)

r(φi)
× n

√

√

√

√

∏

i=1,n

r(φi)

d(φi)

= n

√

√

√

√

∏

i=1,n

r(φi)

d(φi)

d(φi)

r(φi)

= 1

2
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Figure 4.3: Scatter plot of flow durations in Direct vs. RoundRobin

Another interesting metric for the quality of a routing algorithm, the total
improvement, compares the sum of the flow durations in both experiments:

M(F, d, r) =

∑

i=1,n d(φi)
∑

i=1,n r(φi)

We need these three metrics in order to be able to understand the effect
of outliers: µ1/2 is almost immune to them, M is aware of outliers and µg is
somewhere in the middle.

With these instruments at hand, we go on analyze the outcomes of our
typical experiment. In Figure 4.3, each point represents a flow. On the X axis
we have it’s duration under Direct and on the Y axis its duration under Round
Robin. Points under the diagonal represent flows that benefit from our routing
strategy. The flow classification from Section 4.1 is apparent in the point symbol
and color.

We first investigate the 3455 interactive flows, which should not be influ-
enced by routing and thus constitute background noise. As expected all the
quality metrics are close to 1: the median µ1/2 = 0.99, the geometric average
µg = 1.03 and the total improvement is M = 1.01. For the 3936 RTT-limited
flows we obtain µ1/2 = 0.99, µg = 1.13 and M = 1.42. The real improve-
ments are seen for the 5768 Bandwith-limited flows: µ1/2 = 1.23, µg = 1.6 and
M = 2.2.

This situation can be also seen in Figure 4.3: the (red triangle) interactive
flows are usually close to the diagonal; the (orange circle) RTT-limited are more
skewed but have very small durations. A lot of the (green square) Bandwidth-
limited flows are below the diagonal. Moreover the fact the generally µ1/2 <
µg < M show the tendency that the improvements are carried by a relatively
small number of outliers, usually transferring more data. This is normal, since
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the vast majority of flows is either interactive, or it does not come out of the slow
start.

4.4 Conclusion

We introduce a traffic model for TCP flows, followed by the traffic sources we
deploy. These are real-world traces, artificial Web traffic and the Bit Torrent
application. We present the metrics we use in order to quantify the benefits of
flow routing in community networks.
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Chapter 5

Operational Constraints on
Flow Routing

We proceed with a study of the intrinsic behavior of the flow routing system.
Reproducible results require a stable experimental setup. In the first section

we investigate the amount of variability induced by: different network setups in
the testbed, different workloads, and different experiment platforms (testbed
and simulator). In addition, we compare the different network setups. We find
that the performance of FlowRoute under different workloads are consistent.
Moreover, we find that results from the testbed are comparable to those from
the simulator in most cases.

To show how the system scales we continue with a study of how flow rout-
ing copes with community networks of different sizes. In order to keep results
comparable, we replicate the testbed system including the workload. The per-
formance improvements of our system stay the same even if the number of
nodes is increased or decreased.

We finish with investigating the performance limitations of of several com-
ponents in our system. The flow routing infrastructure should have a minimal
overhead in order to provide best benefits for the users. Finally, the wireless
connections between the clients must have enough capacity to support the ad-
ditional payload of forwarded flows.

5.1 Stability

An experimental setup is stable if it yields reproducible results. Moreover, slight
changes in the setup should not result in significant differences in the results.
We investigate in this section to which extent different network setups yield
similar results and how they compare to each other. As such we study the
impact of using different workloads in our experiments and compare results
from the simulator to those from the testbed.

59
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Figure 5.1: Stability of routing performance with different network setups

5.1.1 Influence of Home Network Configuration

In our testbed we have the ability to configure different network setups, as de-
scribed in Section 3.1. As such, even when using the same workload the net-
work performance may vary due to:

• interference when using wireless networks
• congestion at the ISP side for DSL links
• the dynamics of traffic shaping algorithms in NistNet

Changes in network performance result in changes in the overall perfor-
mance as measured by our experiments. We, in this section, study how much
the experiment performance varies for each of the different network setups in
the testbed. We find that some setups are more stable than others and that
some setups offer flow routing more opportunities for performance improve-
ments.

Within the community network there are two choices: Ethernet or an Ad-
Hoc wireless network. Between the client nodes and the server we have the
choice between DSL modems and traffic shaping using NistNet. The clients
connect to the DSL modems either over Ethernet or via a wireless network
in Infrastructure mode. We use in all testbed experiments the Client-Based
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network setup described in Section 3.1.2. In this case the connections between
the clients do not share the network medium with the connections between
community network nodes and the respective DSL modems. We set up the
wireless network between the nodes in 802.11a mode while the connections
to the modems use 802.11g mode. Although we know that the performance of
802.11a is better than that of 802.11b/g we use 802.11b/g because these are
the only modes supported by our router.

We run each experiment 5 times (using the same routing algorithm in the
same setup) to be able to compare results and study their variability. We choose
to use the MinWeight routing algorithm and compare its performance to that of
the Direct experiment without routing. The baseline Direct is run once for each
network setup.

The Figures 5.1.1 plot for each network setup (on the X-axis) the per-
formance of each experiment (on the Y -axis). Results for all flows and for
non-interactive flows in heavy-traffic regions are plotted separately. We show
both the median µ1/2 and the geometric mean µg See Figures 5.1(a), 5.1(c)
and 5.1(b), 5.1(d) respectively. We use the following labels for the different
network setups:

Eth-Nist: Client-Client on Ethernet; Client-Server over NistNet
Eth-Eth: both Client-Client and Client-Router on Ethernet
Eth-WiFi: Client-Client on Ethernet; Client-Router over 802.11g in Infrastruc-

ture mode
WiFi-Nist: Client-Client on 802.11a Ad-Hoc; Client-Server over NistNet
WiFi-Ether: Client-Client on 802.11a Ad-Hoc and Client-Router on Ethernet
WiFi-WiFi: Client-Client on 802.11a Ad-Hoc, Client-Router on 802.11g in In-

frastructure mode

We notice that the median µ1/2 performance has a lower jitter than the
mean µgdue to outliers from the small number of flows in each run. Moreover,
we see that the performance of all flows varies less than the performance of
flows facing heavy traffic. This is caused by the design of the workload gen-
erator which may sometimes amplify congestion. The workload generator is
supposed to initiate flows at predefined times while ignoring current network
conditions. If congestion occurs, the workload generator does not wait for the
link to clear. This design choice was made in order to create similar network
conditions for all flows across different experiments. This enables us to com-
pare the results from different experiments on a flow by flow basis.

Next, we compare the performance of the different network setups, as cap-
tured by the mean performance for all flows. We use the standard deviation σ
as a measure for jitter.

Table 5.2 summarizes the jitter results. We observe that the two most im-
portant factors leading to increased variability are the Ad-Hoc wireless network
between the community network nodes and the use of traffic shaping between
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Client to Client to router or server
client Ethernet Infrastructure NistNet

Ethernet 0.07 0.12 0.22
Ad-Hoc 0.30 0.18 0.46

Figure 5.2: Jitter σ of the mean performance for all flows under different network
setups

the clients and the servers. Wireless connections from the clients to the re-
spective DSL routers are more stable because of the small distance between
the radios. The unstable performance of NistNet is unexpected. However, we
speculate that this is due to the interrupt-driven implementation of NistNet. DSL
lines perform well.

In the remainder of this thesis, we usually use a wired network setup un-
less mentioned otherwise. The reason is that Ethernet connections have low
jitter and allow us to separately study orthogonal characteristics of our system:
algorithms and network performance.

5.1.2 Workload

Routing performance is influenced by the characteristics of the input trace. We
study in this section how the bandwidth of traces with similar statistical char-
acteristics affects the routing performance. We also investigate how the flow
routing system performs when faced with different traffic patterns.

We select subsets of the MWN traces with different average bandwidth de-
mand but similar statistical characteristics. Using these traces we can study,
e.g., relying on the simulator how the routing performance improves or de-
grades under load.

A different traffic pattern is generated using the classical Web workload
generator Surge [22, 20]. We further investigate the flow routing performance
with a peer-to-peer application.

Traffic Load

To quantify the performance of our flow routing system when facing different
traffic loads, we run experiments on the testbed using the full MWN trace in
addition to random sub-selections of 1/2, 1/3 and 1/4 of the flows. We run the
experiments on the testbed and use two routing algorithms known to perform
well, RoundRobin and MinWeight.

Figures 5.3(a), 5.3(b), 5.3(c), and 5.3(d) show the plot of flow durations
with RoundRobin. Each point represents a flow. Its duration without routing is
shown on a logarithmic X-axis and its duration with re-routing on a logarithmic
Y -axis. The contour plot overlayed on top of the scatter plot hints at the density
of the superimposed points in each region. Interactive flows are plotted as
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Figure 5.3: Performance with different trace bandwidths and the RoundRobin
routing algorithm

green triangles, RTT-limited flows as blue circles, and BW-limited flows as red
squares. More points below the x = y diagonal imply that more flows benefit
from re-routing. Most of the points in the experiment with the full MWN trace
are significantly below the diagonal. In the other experiments, less points are
situated far below the diagonal. Reducing the trace bandwidth also reduces the
routing performance.

Table 5.4 shows the numerical results for the same experiment and both
routing algorithms. We see that the full trace yields good performance with µg

at 2.24 and 2.12 for bulky flows and both algorithms. That represents a perfor-
mance increase of 124%, respectively 112%. With half of the flows missing, the
performance for bulky flows is reduced at µg = 1.24, respectively µg = 1.22.
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Routing Trace Flows
Policy Width All Bulky

µ1/2 µg M µ1/2 µg M

RoundRobin 1/1 1.00 1.22 1.06 2.00 2.24 2.89
1/2 1.00 1.04 1.01 1.00 1.24 1.34
1/3 1.00 1.02 1.00 1.00 1.09 1.11
1/4 1.00 1.01 1.00 1.00 1.08 1.12

MinWeight 1/1 1.00 1.20 1.06 1.88 2.12 2.72
1/2 1.00 1.04 1.00 1.00 1.22 1.32
1/3 1.00 1.01 1.00 1.00 1.07 1.09
1/4 1.00 1.01 1.00 1.00 1.06 1.07

Figure 5.4: Influence of trace width on routing performance

Direct (seconds)

R
ou

te
d 

(s
ec

on
ds

)

1 10

1
10

Interactive
RTT−Limited
BW−Limited

Figure 5.5: Routing performance scatter plot with the Surge Web workload

Further reductions in the workload reduce the performance even further.
We conclude that flow routing performance is very sensitive to the workload.

Community networks with congested links can profit from flow routing, as long
as there are links that are not fully utilized. Networks that are not under load
can not profit significantly from routing.

Surge

We use Surge [22, 20] to generate an artificial yet representative Web work-
load. Surge simulates user sessions with realistic delays between object re-
quests and activity pauses. The parameters, e.g., median and mean size of the
requested objects, are updated to reflect the characteristics of nowadays Inter-
net traffic. This includes Web 2.0 and P2P, as observed in the MWN trace see
Section 4.2.1. The workload results in an average utilization of 0.39 Mbit/sec
per DSL link. The Surge traffic is captured in a flow trace and replayed in the
simulator.

Figure 5.5 displays, for each flow, the achieved duration with RoundRobin
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Routing Flows
Policy All Bulky

µ1/2 µg M µ1/2 µg M

RoundRobin 1.00 1.05 1.11 1.00 1.21 1.31
MinWeight 1.00 1.06 1.13 1.01 1.23 1.38

Figure 5.6: Routing performance with the Surge Web workload

and without routing. Flows are classified as described in Section 4.1 in Inter-
active, RTT-limited, and Bandwidth-limited flows. The number of flows in the
Surge experiment (20603) is higher than in the MWN one (13182). The number
of bulky flows, 29%, is though lower than in the MWN trace at 43%. This leads
as expected to a lower routing performance, similar to that with the 1/2 MWN
trace.

BitTorrent

P2P file sharing are popular bandwidth-intensive applications. As an example,
we study the performance of a BitTorrent [61] transfer in our flow routing system.
BitTorrent is one of the most popular systems today. It is increasingly used
for legal applications like downloading large CD or DVD images or updates to
applications such as computer games.

BitTorrent clients start by downloading a small torrent file that describes how
to access the desired resource. The clients then connect to a central node in
the system called tracker. The tracker knows other nodes that hold the resource
and give the client a list of these. Peers holding the entire resource are named
seeds. Peers having only a part of the resource are called leeches. With this
knowledge at hand, the client starts to download chunks of the resource from
the different peers. In parallel it starts offering the chunks it already has to the
P2P network.

We retrieve a file of 100 MB of random data. The P2P network consists of
four seeding peers, each offering the whole file. One of them also serves as
BitTorrent tracker, allowing new clients to connect to the system. We limit the
download bandwidth to 1 Mbit/sec using the NistNet traffic shaping node in our
testbed.

Figure 5.7(a) [139] plots the download rate of the client against the ex-
periment time with and without flow routing. The download rate without flow
routing quickly grows to about 1 Mbit/sec and stays at that level, saturating the
downlink. When flow routing is enabled, the download rate raises to 3 Mbit/sec.
The download completes about three times faster this way. This indicates that
BitTorrent saturates the available bandwidth while using multiple HTTP connec-
tions to the three seeding peers.

However, it is not very plausible that all other links are completely unused
during the download. We generate competing traffic using the Surge [20, 22]
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(a) BitTorrent download with one client, one tracker and three seeding peers

0 1000 2000 3000 4000 5000

0
0.

8
1.

6
2.

4
3.

2

Experiment duration [s]

D
ow

nl
oa

d 
ra

te
 [M

bi
ts

]

Direct
MinLargeFlows

(b) BitTorrent competing for bandwidth with Web traffic

Figure 5.7: BitTorrent downloads with flow routing

Web workload generator. We deploy six clients that issue Web requests to one
server. One of these clients additionally downloads a 512 MB file containing
random data over BitTorrent. Moreover, we deploy 9 seeding peers each lim-
ited to an upload rate of 0.320 Mbit/sec. The available download bandwidth is
roughly equal to half of the aggregate bandwidth of all links.

Figure 5.7(b) [139] plots the measured download rate in time without routing
and with flow routing enabled. The download rate varies a bit when compared
to the previous results. However, the impact of the competing traffic is small,
indicating that BitTorrent is able to effectively use the remaining bandwidth.
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Conclusion

After several experiments with different traffic mixes, we have identified that the
following factors lead to good performance: a high load, unevenly distributed
among the clients and a large number of bulky flows. Moreover, we are able
to confirm that bandwidth-intensive applications with a high, flat workload, e.g.,
P2P can significantly benefit from flow routing.

5.1.3 Simulator and Testbed

In order to validate our simulator and justify its use in experiments with idealistic
routing algorithms or with larger topologies we compare its behavior to that
of the testbed for the same input trace. The simulator makes the following
assumptions which help in keeping it simple but also contribute to observable
differences:

• the TCP traffic model of the simulator does not implement congestion
control with the exception of slow start

• the simulator does not account for bandwidth limitations between the
clients

These design decisions make the simulator somewhat optimistic with re-
gard to the performance of flow performance. Some flows may need a shorter
time to complete in the simulator. Nevertheless, we show that the results of the
simulator are comparable to those of the testbed. In particular we study two
aspects of the experiment behavior in our setups: the bandwidth usage on the
DSL lines and the performance of routing algorithms.

Figure 5.8 plots the downlink bandwidth from an experiment in the testbed
and in the simulator with the same configuration. We run an experiment with 4
nodes and disable flow routing. We plot the downlink bandwidth usage against
time for each node in a separate lane. The curves for the testbed bandwidth
in blue and the simulator bandwidth in red are superimposed allowing an easy
comparison. We visually confirm that the two setups behave in a similar man-
ner, even though slight differences can be seen. With the exception of a few
outliers and some small lags the two curves match closely.

We choose two flow routing algorithms known to do well: RoundRobin and
MinWeight. RoundRobin is a very simple algorithm that redistributes the flows
among community network peers in a round-robin manner. MinWeight is more
complex. It uses a metric based on the number and size of active flows at each
peer in order to decide which is the best route for a new flow.

Table 5.9 displays the sum of the flow durations of our experiments. The
graph confirms our hypothesis that the simulator schedules flows a bit opti-
mistically. Yet, the longer total durations in the testbed are also due to a small
number of outliers that spend a long time waiting for retransmissions or ac-
knowledgments.
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Figure 5.8: Comparison of download bandwidth in simulator and testbed with-
out routing

Routing Setup
Policy Testbed Simulator
Direct 108045 97382

RoundRobin 101031 94411
MinWeight 99751 94306

Figure 5.9: Sum of flow durations in seconds in the testbed and the simulator

Table 5.10 displays the performance metrics of both routing algorithms in
the two environments. Performance for all the flows is similar. Flow subsets like
Bulky or Heavy-traffic flows see larger performance differences. The reason is
that differences in network performance occur mostly when the system is under
load. We are able though to conclude that both tools allow us to evaluate the
relative performance gains of routing algorithms. They predict similar results
for the same workload.

Routing Setup Flows
Policy All Bulky Heavy Traffic

µ1/2 µg M µ1/2 µg M µ1/2 µg M

RoundRobin Simulator 1.00 1.15 1.03 1.05 1.38 1.65 4.66 4.39 2.97
Testbed 0.99 1.18 1.07 1.18 1.49 1.86 3.63 3.49 3.09

MinWeight Simulator 1.00 1.13 1.03 1.01 1.33 1.65 4.01 3.93 3.02
Testbed 0.99 1.22 1.09 1.17 1.54 1.96 3.85 3.78 3.22

Figure 5.10: Performance of routing algorithms in testbed and in the simulator
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Figure 5.11: Simulator experiment for system scalability

5.2 Scalability

Next, we study how well the performance of the flow routing scales up as we in-
crease the size of the system. We investigate this with the help of our simulator
using a simple routing algorithm, RoundRobin.

Routing performance depends on the input traffic. The load it imposes on
the setup and its variability play an important role. Another important aspect
is if the heavy-traffic regions from different clients happen at the same time. In
order to eliminate effects related to traffic, we clone our 4-client testbed multiple
times and use the same input, i.e., the MWN trace for each clone. We therefore
are also increasing the load. Such a setup is depicted in Figure 5.11. Flows
can of course be forwarded between each of the several nodes (and the testbed
clones) in the system. We experiment with systems consisting of 4, 8, and 12
nodes. We do not impose any restrictions on the network that interconnects
the nodes.

The results confirm that our flow routing system scales well. The routing
performance varies minimally. The variability is less than 1/1000. Unfortu-
nately, the bandwidth requirements for the community network increase pro-
portional to (n − 1)/n. In Section 6.3 we address this problem.

5.3 Performance of Testbed Components

5.3.1 Load Generation

To generate a realistic workload in the testbed we need a workload generator
that can repeatedly impose the same load and can saturate the system. We
investigate in this section the behavior of LoadGen, our custom testbed load
generator. For a detailed description of LoadGen, see Section 3.2.2. We base
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Figure 5.12: Overhead of the flow routing system (high bandwidth; local route)

our evaluation on a typical run with the MWN trace. The focus of our analysis
are:

• how high is the generated load
• how accurate is the start time of each flow
• how accurate are the durations of Interactive flows

From multiple experiments we know that the performance of LoadGen dras-
tically decreases if the flow arrival rate is too high, i.e., if there are too many
flows in the system. The bandwidth and subsequently the number of flows in
the MWN trace are therefore chosen in such a way that they do not exceed the
capabilities of the load generator.

Flow arrival times are respected with an accuracy of roughly 0.8 ms. How-
ever, initiating a connection may induce additional delays with a median value
of 9.4 ms. Unfortunately, there are also a number of outliers where connections
need several seconds to complete, e.g., due to retransmissions of the SYN.
Fortunately, these are outliers.

The original durations of interactive flows are quite accurately respected.
The median difference between the achieved and desired durations is at roughly
180 ms. Again, there are a few outliers with values larger than one second.

We therefore conclude that LoadGen provides us with sufficient accuracy
and performance for our experiments. In certain situations a higher perfor-
mance in terms of flow arrivals would be advantageous. However, whenever
we consider results we have to keep in mind that there can be outliers due to
retransmissions, etc.
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5.3.2 Flow Routing Infrastructure

The performance of flow routing algorithms is influenced by the overhead im-
posed by the flow routing system. When a client attempts to connect to a server,
the proxy agent is informed about the new flow and it further asks the routing
agent about the best route for this new flow. This operation requires some time
and generates additional traffic in the community network.

We set up an experiment that allows us to study the delay incurred by rout-
ing. In order to exclude orthogonal delay sources, we replace the DSL lines
with Ethernet and connect the community network nodes also over Ethernet.
We compare the flow durations with routing disabled to the durations with a
dummy routing algorithm, Reject. Reject always uses the local link.

In Figure 5.12, we plot for each flow the duration without routing against
the duration with the dummy Reject routing policy. We instantly see that the
delays incurred by our routing procedure are small. The source of the delay is
the communication between client application, proxy agent, and routing agent
in addition to with the time needed to open a second connection. After all, the
direct connection from client to server is replaced with two connections, one
from client to proxy and the other from proxy to server.

In order to avoid other effects that may affect longer flows we first regard
the delays of the RTT-limited flows. The mean value of the distribution of the
delays is 17 ms while the median is at 15 ms. For all flows we obtain a mean of
35 ms and a median of 23 ms. These figures still are somewhat lower than the
DSL round trip times.

Next we measure the amount of traffic generated by the communication
between the components of the flow routing system with the RoundRobin algo-
rithm. In a typical experiment lasting 30 minutes, 570.9 MB of user payload are
downloaded and 28.22 MB are uploaded. Out of these, 468.1 downloaded MB
and 20.36 uploaded Mb uplink are rerouted to a better peer. The total number
of flows is 13157. In order to achieve this, 9.21 MB are transferred between the
proxy agents and the (in the testbed, central) routing agent. Additional 1.21 MB
are exchanged between the proxies themselves for port reservation announce-
ments. Note that the inter-agent protocol consists of readable text messages
and is designed without caring about message size optimization. Even so, the
control traffic represents only 1.7% of the total bandwidth usage on the shared
medium.

We conclude that the overhead of the flow routing infrastructure in terms of
delays and additional traffic between clients is small enough to not affect the
performance of the system.

5.3.3 Wireless Network Medium

We propose in Section 3.1 the use of a wireless network in order to connect
the community network nodes to each other. Wireless is a shared medium
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Figure 5.13: Bandwidth usage in a typical experiment on the testbed

which has a fixed capacity not directly depending on the number of hosts on
the network. A fundamental question is if the capacity of commercial wireless
networks is enough to sustain the traffic overhead imposed by our flow routing
system.

We investigate in this section the bandwidth requirements in our system
and the supply offered by an 802.11x Ad-Hoc wireless network. We start with
a mathematical model that allows us to compute a limit of the bandwidth re-
quirements. We then present measurements from experiments showing that
the real bandwidth needs are lower. Next, we use two testbeds deployed at
two different locations in order to measure the available bandwidth in 802.11x
networks.

We define a couple of variables in order give a formula for the bandwidth
requirements. Let Dbw and Ubw be the downlink and uplink DSL bandwidths
provided to the n nodes in our community network. Let Mbw be the (small)
amount of management traffic in the system and Sbw the bandwidth of the
shared medium, the Ad-Hoc 802.11x network. As we see in Section 6.3, most
routing algorithms forward about (n − 1)/n of the number of flows. Roughly
the same amount of traffic is forwarded over the shared medium. Mbw is about
2% of the forwarded traffic. We consequently have the following worst-case
requirement for Sbw:

Sbw ≥ Mbw + (n − 1)(Dbw + Ubw) ≈

(

n −
98

100

)

(Dbw + Ubw)

Consider our testbed with 4 nodes. The DSL lines provide 2 Mbit/sec on
the downlink and 0.198 Mbit/sec on the uplink. Mbw is almost negligible. As
such we obtain a worst-case lower bound for the wireless bandwidth: Sbw ≥
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Figure 5.14: Deployment of the wireless testbed at the Humboldt University

6.63 Mbit/sec. Measurements from a typical flow routing experiment display a
maximum used bandwidth on the Ad-Hoc network of 5.63 Mbit/sec, with a mean
value of 1.94 Mbit/sec. The bandwidth is averaged over periods of 2 seconds.
Figure 5.13 gives a graphical representation of the data.

Next, we study how high the capacity of an Ad-Hoc wireless network is
and how fair it behaves when multiple nodes are streaming data in parallel.
We employ the Iperf [63] utility to generate traffic and measure the bandwidth
available between the nodes. We measure the average bandwidth using a TCP
bulk transfer between two nodes. We start multiple UDP flows between different
pairs of nodes in order to study the fairness of the bandwidth allocation. The
UDP flows are set up to require a bandwidth 2 Mbit/sec, similar to the DSL
bandwidth available to a node in our testbed.

Our testbed at T-Labs described in Section 3.2 is situated at a place with
high wireless traffic. The reason for the high background traffic is that access
points are placed within the whole building in order to provide wireless connec-
tivity for employees moving around. Our testbed nodes are relatively close to
each other allowing them to partly compensate for the background noise.

In order to further investigate the effects of signal attenuation and reflec-
tion through walls, we use a second testbed deployed at the Humboldt Univer-
sity [25]. The wireless nodes here are placed in two buildings in a residential
area, where interference with nodes from the neighborhood is expected. Fig-
ure 5.14 [119] shows the physical layout of the nodes in the two opposite build-
ings of the Humboldt University in Berlin. For our study, we use the nodes on
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Testbed Network Bandwidth
sustained TCP UDP at 2 Mbit/sec

Average Median Average Median
T-Labs 802.11g 5.22 5.15 1.99 2.00
T-Labs 802.11a 20.57 21.75 – –

HU 802.11g 7.77 9.30 1.95 2.00

Figure 5.15: Capacity of the testbed wireless network

the 4th floor in the two buildings (23, 24, 54 and 55, in green). The network is
configured in the 802.11g Ad-Hoc mode.

We run two experiments on the two testbeds:

• we measure the TCP throughput between all the pairs of nodes
• we start two UDP flows of 2 Mbit/sec each in parallel and see if they are

able to maintain the nominal bandwidth. This is done between all the
possible combinations of nodes

Table 5.15 displays the average and median bandwidth values in the two
testbeds for these experiments. The capacity of the Humboldt network as mea-
sured by a TCP flow well exceeds the require 5.63 Mbit/sec. The capacity of the
T-Labs network in the 802.11g mode should be sufficient in most cases. When
configuring the network in the 802.11a mode, the relatively unused frequency
spectrum allows us to reach very good performance at more than 20 Mbit/sec.
Moreover, the results from the second experiment prove that different nodes
communicating with each other do not interfere too much.

Similar results are presented by Solarski et al. in [119]. The authors eval-
uate the throughput of wireless networks in urban buildings. They find that
the service area of access points has an average radius of about 30 m. The
network capacity within the service area is about 10 Mbit/sec in most cases.
Moreover, data rates between different floors usually exceed 4 Mbit/sec.

Careful configuration of the network mode and channel together with the
selection of a set of nodes that have good reachability to each other provide
enough network capacity in most cases. This makes it possible to deploy the
flow routing system over wireless network in a typical community net.

5.4 Conclusion

We show in this chapter how a flow routing algorithm performs when facing
different network media, workloads with different structure and bandwidth de-
mands, different experiment setups, and community networks of different sizes.
The results are consistent and show the principle feasibility of the approach. As
such we can now start focusing on designing routing strategies that can best
take advantage of the system. Moreover, we argument that the performance
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of workload generation and the flow routing infrastructure is good enough not
to significantly influence the results. In the next chapter we go on to design
efficient flow routing algorithms.
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Chapter 6

Algorithms

The goal of a flow routing algorithm is to decide, for each flow arrival, which
peer should be used by the flow as a gateway to the Internet. We introduce
several flow routing algorithms in this chapter. They take their routing decisions
based on different statistics about the system state and according to different
policies. We investigate the performance of these algorithms while using the
performance metrics introduced in Chapter 4.

The first question we answer is how close real-world flow routing algorithms
can get to omniscient, ideal ones. For this study we employ the simulator intro-
duced in Section 3.3 which allows us to experiment with ideal algorithms and
setups.

We define various metrics that can be used for routing, based on the statis-
tics we collect in our system. The value of the different routing metrics towards
obtaining good network performance is investigated subsequently.

Given the prevalent technological landscape, clients are most likely to con-
nect to each other via a wireless network. They share a medium with a limited
albeit large bandwidth. As such this raises the question: does this limit the
benefit of flow routing? The last section presents methods for optimizing per-
formance with a limited client-to-client bandwidth. We introduce and evaluate
several routing policies that reduce the amount of forwarded traffic according to
different criteria.

6.1 Ideal Setups

With the help of our simulator, we investigate how high the routing performance
can be under ideal conditions. For traffic generation we use the MWN trace, as
in most of our experiments.

An ideal routing algorithm represents a way of defining the best achievable
performance of flow routing in principle. We compare ideal algorithms with re-
alistic ones. The simulator implementation of the peer choice in the realistic al-
gorithms is as close as possible to the implementation deployed in the testbed.

77
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FatPipe is an ideal routing algorithm that bundles the DSL links to a big, fat pipe to be
shared by all flows. The only restriction is that no flow may be assigned more
bandwidth than the original DSL link has.

FullKnowledge is another ideal algorithm that knows from the beginning how large a
flow will eventually be and takes the routing decision accordingly.

Direct has flow routing turned off. Strictly speaking, this is not a routing algorithm at
all. This is used as a baseline to compare the performance of all other routing
algorithms.

RoundRobin is a simple routing algorithm with a good performance. It chooses des-
tination peers in a round-robin fashion.

MinWeight uses a metric based on the characteristics of the flows currently sharing a
certain DSL link. This is one of the best in our collection of routing algorithms.

Figure 6.1: Ideal flow routing algorithms under investigation

We describe and analyze the realistic algorithms in more detail later on.
Figure 6.1 lists the algorithms under study. The idea behind FatPipe is to

build an ideal model of the best possible flow routing algorithm without having
to actually implement it. Unaware clients using the hypothetical best possible
algorithm will have the impression of sharing a link with a bandwidth equiva-
lent to the sum of the Internet link bandwidths into the community network. A
flow using the bundled link under FatPipe is expected to see at most as much
concurrent traffic as on the best available DSL link. For FatPipe we restrict for
each flow the bandwidth usage to the bandwidth available on one original DSL
link. Flows using a perfect flow routing algorithm in a realistic setup would also
not be able to exceed the bandwidth of a single DSL line. This way we do not
depart too much from the model of a community network. FatPipe cannot be
implemented on the testbed with the available technology. It is possible to emu-
late a bundled link using our traffic shaping module with NistNet. What NistNet
can not do is to limit the bandwidth of individual flows, as required by this setup.

FullKnowledge uses the standard network setup of our community network.
It’s advantage over the real world is that it knows the flow size in advance. This
information is used when it decides which route the flow should take. Accurately
predicting the size of a flow is generally not possible. Flow sizes are yet known
to the simulator at all times. We employ FullKnowledge in order to study the
value of knowing the flow sizes in advance. We obtain a measure for this value
by comparing the performance of FullKnowledge to that of real-world algorithms
which do not have the information. We let FullKnowledge only route flows that
might benefit from it. These are the bulky ones according to our classification.
RTT-limited and interactive flows stay with the client where they originate. Each
bulky flow is forwarded to the peer that carries at the moment the lowest number
of bulky flows, foreign or local.

The benefits for the flow durations are computed with respect to Direct,
which is an experiment with routing disabled. A simple baseline is represented
by the RoundRobin routing policy. For each new flow, it chooses the routing
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Routing Flows
Policy All Bulky Heavy Traffic

µ1/2 µg M µ1/2 µg M µ1/2 µg M

FatPipe 1.00 1.20 1.05 1.18 1.51 2.12 5.00 4.73 4.00
FullKnowledge 1.00 1.17 1.04 1.11 1.45 1.95 4.85 4.49 3.71
MinWeight 1.00 1.13 1.03 1.01 1.33 1.61 4.17 3.92 2.68
RoundRobin 1.00 1.15 1.03 1.05 1.39 1.69 4.66 4.36 2.98

Figure 6.2: Bounds on routing performance: simulator experiments

peer in a round-robin fashion. MinWeight is studied in more depth in Sec-
tion 6.2.4. The route is chosen according to a metric on the number of active
flows on each peer. Flows are classified as short and long. Short flows are
assigned a weight of 1. The weight of long flows is set to 4.

The network setup in the simulator was designed to be a close model of
a certain realistic setup. We are able to configure this realistic setup on our
testbed. The DSL modems are the bottleneck in the simulated setup. For our
simulations we use the same bandwidth as the real DSL lines we have access
to: 2 Mbit/second downlink and 192 Kbit/second uplink. The network connecting
the clients to each other is not considered to be a bottleneck. It is modeled as
infinite by the simulator. Using Ethernet lines in the testbed produces similar
results. The links between clients and DSL modems are modeled as infinite
with similar results as Ethernet lines in the testbed. The reason we chose this
setup is that we start by studying the routing algorithms themselves before we
optimize them for less than perfect client to client and client to access point
wireless connections.

Table 6.2 compares the performance of the algorithms using the simulator.
As not every flow profits from routing, we regard the following subsets of flows:

All is the complete set of flows in our experiment.
Bulky flows were first introduced in Section 4.1. These are flows that transfer

at least a certain payload and attain in the original trace at least a certain
average bandwidth in both directions.

Heavy-traffic are non-interactive flows that face at some moment of their ex-
istence at least a certain number of other flows on the same link (hence:
heavy traffic).

Recall that we define routing performance as being the ratio between the
duration of each flow with and without routing. As explained in Section 4.3, we
define three statistical measures for the performance of sets of flows. These
are the median µ1/2, a geometric mean µg and M , the ratio between the sum
of the flow durations with routing and the sum of durations without routing.

Very good results are achieved for heavy-traffic flows. Bulky flows also gen-
erally profit from flow routing. For all flows the performance gain is moderate.
This is explained by long time periods with relatively low traffic and the large
number of very short flows. Still, we do not see any losses for the complete
set. A remarkable result is that FullKnowledge has a performance pretty close
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to FatPipe. This means that FullKnowledge is close to the perfect routing al-
gorithm. Moreover, RoundRobin and MinWeight are again relatively close to
FullKnowledge. We argue that very good results are possible even without
knowing the flow sizes in advance. This argument drives our study to another
direction than PERM [132] whose authors propose a method to predict the
characteristics of upcoming flows.

We expect similar performance in the testbed as with the simulator. Yet,
there are some differences which deserve a short clarification at this point.
As discussed in Section 3.3, the off-line TCP simulator accurately predicts the
bandwidth usage. Yet it is somewhat optimistic about scheduling certain flows.
When compared with the real-world testbed, many flows finish earlier in the
simulator. The reason for this is that the simulator does not face neither a
shared medium with a limited bandwidth between the clients, nor packet losses
or other common networking mishaps. These differences, though, are small
enough to allow us to investigate the relative performance of different routing
algorithms using the simulator.

6.2 Routing Metrics

This section investigates which network metrics are available and useful for flow
routing algorithms. A routing algorithm has to choose a peer for each flow. This
choice can be made, e.g., random or based on the current network conditions.
In this section we study which statistics capture the network conditions best.

6.2.1 Concept

We start by introducing the instrumentation points on the network. Of interest
are statistics on user data, byte counts, packet counts, packet drops, round-trip
time, wireless link parameters and the active flows on a link. To understand
which ones to use, we study if and how they differ. We investigate the similari-
ties between the different datasets and how these relate to similar performance
of the flow routing algorithms.

The first class of metrics under study are those that measure throughput
and congestion. Throughput statistics are collected at different points in our
testbed and measure the traffic outcome at different levels of the network stack.
Moreover, we collect the number of packet drops per second at the outgoing
queue of the DSL router as a measure for congestion. We study the correlation
between the following sets of metrics:

• user data and byte counts
• incoming and outgoing traffic
• byte counts and signaling traffic in the opposite direction
• traffic and congestion
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Another factor that can influence the routing performance is the RTT from
the gateway to a server in the Internet. The RTTs can differ between different
peers and the same server, as a result of different routing paths through the
Internet. In order to better understand the impact of RTTs and their use as a
routing metric we set up experiments in which we artificially set the RTT values
for each peer to different servers, both in the simulator and the testbed. RTTs
are indirectly evaluated by our system based on the time between a connection
attempt and the arrival of the first response data block.

Several statistics are collected by the testbed. We aggregate data over 1
second periods. This is regarded as enough for routing and has the advantage
that it obscures very short fluctuations. A proof is that routing algorithms per-
form similarly on the testbed and in the simulator which inherently has instant
access to the data. During the post-mortem analysis of experiments we only
need a coarser view and aggregate the data even further.

The following list summarizes the statistics collected by the testbed:

User Data transferred between the client and the server. We separately col-
lect statistics on the throughput for both directions, uplink and downlink.
We have data taps at the load generator client, server and at the proxy
agents.

Byte Counts at the network layer. The statistics include the size of the packet
headers and the synchronization traffic. We collect these statistics on the
DSL links, the client-router links and at the wireless network cards.

Packet Counts for the incoming and outgoing traffic. Statistics are collected
at the DSL and client-router links and at the wireless cards.

Packet Drops are collected for the outgoing queue of the DSL modems as well
as for the wireless devices.

Retransmitted Packets is a statistic gathered by the wireless device driver.
Round-Trip Time between proxy and server is estimated from the time elapsed

between a connection attempt from a proxy to a server and the arrival of
the first response packet from the server.

Radio Parameters of the wireless cards, including the signal strength (RSSI)
and the signal to noise ratio (SNR).

Number and Size of Active Flows contain information about:
• number of flows at each client
• number of flows passing each proxy
• the amount of data each flow has transferred in either direction

All the statistics about user data and the RTT estimations are available on
the simulator as well. Some of the data is only used for evaluation purposes
but it can easily be made available to the routing agent.

The following data taps are available in the testbed:

Load Generator periodically summarizes its throughput in both directions.
Since a client may transmit over several proxies, its throughput is not
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equal to the actual throughput of its local DSL line. The total throughput
of all clients, though, must be the same as the total throughput of the
DSL lines. As the client is agnostic of the routing environment, the client
throughput is only used for evaluation purposes and not known to the
routing agent.

Proxy Agent periodically reports to the routing agent the amount of user data
transferred in both directions. Local versus foreign traffic and flow counts
are reported as well. The reporting frequency is once per second. This
and other data is used by the routing algorithms.

Linux Firewall Iptables [88] allows access at reports for each rule. We use it
in order to collect statistics about byte and packet counts at the network
layer in both directions on the Internet link. The data is used, e.g., in
order to compute the amount of signaling traffic on the link.

Wireless Device Driver provides statistics about:
• byte counts
• packet counts
• MAC-level retransmissions
• failed transmissions
• CRC errors
• physical errors
• the received signal strength indication (RSSI)

Access Point the APs run the Linux operating system, which provides infor-
mation on byte counts, packet counts and dropped packets on the DSL
line. We only receive meaningful packet drop statistics for the outgoing
queue. Incoming traffic is queued at the ISP’s router. We monitor packet
drops on the uplink as a measure for congestion. Since the DSL link
is in most cases the bottleneck, packets have the highest chance to be
dropped here in our network.

6.2.2 Throughput

We study in this section statistics that describe different aspects of network
throughput and build routing algorithms based on them. Such statistics include:
user data, packet and byte counts, and packet drops.

Metrics

We start by investigating the correlations between the statistics we collect about
throughput and congestion. These explain why different metrics yield similar
results. Orthogonal statistics can be mixed in a compound routing algorithm.

Let us take a short look at these relations, starting with the one between
signaling traffic and payload. Figure 6.3 displays the traffic outcome of a single
node in the testbed in a typical experiment with routing turned off. The DSL link
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Figure 6.3: User data and byte counts in both directions
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(b) Uplink payload vs. downlink signaling

Figure 6.4: Relations between user data and signaling traffic

imposes a limit of 2 Mbit/sec downstream and 0.198 Mbit/sec upstream. Due to
bursty traffic shaping used by the ISP, these values may be exceeded in some
rare situations.

For each traffic direction (uplink and downlink) separate curves display the
measured amount of user data and the byte counts. The difference between the
byte counts and the user data is the signaling overhead of the TCP/IP protocol
suite. This consists of packet headers as well as of control traffic (e.g., empty
TCP acknowledgment packets or ICMP signaling). We notice that signaling
traffic is significant on the relatively thin uplink (in average 21%; up to 48%). On
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the downlink it does not make up for a noteworthy part of the traffic (average of
2%).

Next we investigate how strong the payload traffic on the downlink corre-
lates with the signaling traffic on the uplink. Our hypothesis is that a signifi-
cant part of the uplink signaling is made up of TCP acknowledgments for the
downlink traffic. In the other direction the effect should be negligible since the
downlink traffic is an order of magnitude larger than the uplink. The intuitive
picture is given by Figures 6.4(a) and 6.4(b). They confirm our hypotheses that
downlink traffic correlates with uplink signaling and uplink traffic does not relate
too much to the signaling.

For a more formal characterization of this correlation we use Pearson’s
product-moment coefficient. The coefficient is defined by the following relation:

ρX,Y =
cov(X, Y )

σXσY

where X and Y are two series of values, cov() means covariance and σ stan-
dard deviation. It is a well-known measure for correlation. Values close to 1
indicate a direct linear relationship; values close to −1 indicate an inverse lin-
ear relationship.

For the two-time series of downlink payload and uplink signaling traffic we
obtain a Pearson’s coefficient value of ρ = 0.9, indicating a reasonably strong
relation between them. Looking the other way around, the uplink payload does
not correlate significantly with the downlink signaling traffic: ρ = −0.29. Uplink
and downlink traffic do not seem to correlate to each other either: ρ = 0.18.

Next we examine the relation between the congestion of the uplink as mea-
sured by the router and the amount of uplink traffic. The router periodically
reports to the corresponding proxy the amount of transferred data and packets
together with the packet losses on the outgoing queue.

Figure 6.5 displays in parallel the byte counts and the upstream packet drop
frequency measured by the DSL modem. The values for packet drop frequency
are scaled up to fit the figure.

We visually confirm that the drop frequency curve follows to a certain extent
the downlink traffic one. Namely, high downlink traffic may result in congestion,
but does not always do so. The Pearson’s coefficient also does not indicate
a good correlation between the two variables. Experiments described later in
this section confirm the relatively low quality of the packet loss frequency as a
routing metric.

Our findings can be summarized as follows:

• user data and byte counts correlate strongly
• uplink signaling correlates with the downlink traffic
• the relation between downlink signaling and uplink traffic is weak
• uplink packet drops correlate somewhat with the downlink traffic
• uplink and downlink traffic show a weak correlation to each other
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Figure 6.5: Packet drops at the DSL modem related to downlink payload

We conclude that that the downlink and uplink traffic outcomes are interest-
ing candidates for routing metrics. It is enough if the routing agent is aware of
the user-level traffic. Uplink congestion measured in the form of packet drop fre-
quency should also be investigated in order to find out if the router has access
to valuable information that the clients do not have.

Algorithms

We further investigate the value of the metrics discussed above in routing al-
gorithms. We start with the traffic metrics in both directions. Since we know
that the correlation is low we build a compound metric and answer the ques-
tion if this outperforms the two directional traffic metrics. Congestion occurs
sporadically. There are not enough readings to use congestion alone as a rout-
ing metric. In order to study its value we combine it with a traffic metric. The
algorithms under study are:

MinDownTraffic is a routing algorithm that chooses, for each new flow, the
peer with the lowest downlink user data traffic

MinUpTraffic does the same, based on the user data uplink traffic
MinTotalTraffic chooses the peer with the lowest weighted sum of the up and

downlink bandwidth usage
MinTrafficCongestion first chooses the peer with the lowest or no congestion.

If more uncongested peers are available, which is usually the case, then
the peer with the lowest downlink usage is preferred

Table 6.6 displays the results, according to the metrics described in Sec-
tion 4.3. We immediately see that the bulky flows in high-traffic regions show
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Routing Flows
Policy All Bulky Heavy Traffic

µ1/2 µg M µ1/2 µg M µ1/2 µg M

MinDownTraffic 0.98 1.04 1.05 0.98 1.21 1.62 2.97 2.88 2.63
MinUpTraffic 0.97 1.01 1.05 0.96 1.13 1.54 2.71 2.80 2.47
MinTotalTraffic 0.99 1.13 1.08 1.01 1.33 1.90 3.22 3.25 3.15
MinTrafficCongestion 0.98 0.95 1.07 0.96 1.09 1.64 2.28 2.53 2.92

Figure 6.6: Performance of routing policies based on network metrics

Flow Class Performance
µ1/2 µg M

All 0.99 0.98 1.18
Heavy Traffic 1.57 2.37 4.74
RTT-Limited in Heavy Traffic 1.19 2.29 8.57
Bulky in Heavy Traffic 1.70 2.40 4.04

Figure 6.7: Routing performance of MinRTT for different flow classes

excellent improvement. We make use of this insight later when refining our
routing algorithms. Yet, the majority of flows: not bulky, in low-traffic regions, or
both benefit less. Only about 14% of the flows are bulky and face heavy traffic
in the system.

From our results we conclude, as expected, that both downlink and up-
link traffic are factors resulting in congestion. Downlink traffic is a marginally
better predictor of a congested link. This result confirms that the relation of
uplink to downlink bandwidth in typical DSL offers is a correct choice. When
regarding both directions in MinTotalTraffic we obtain excellent results, up to
a factor of 3.25 in heavy-traffic regions of the experiment. Mixing information
about congestion in the DSL router to the downlink traffic outcome in MinTraf-
ficCongestion improves some outliers: M = 2.92 (heavy-traffic) is larger than
for MinDownTraffic (M = 2.63). But this is not enough though for an improve-
ment in all cases: µg is lower, and the median more so. The reasons for this
are twofold: congestion occurs delayed after a surge in traffic and moderately
high traffic usually does not result in congestion (see Figure 6.5). We address
a similar problem, that traffic measurement react late to a surge of bulky flows
in the next sections.

6.2.3 Round-Trip Time

Until now we have investigated routing policies that clearly benefit bulky trans-
fers. Another approach that could benefit short flows is a routing policy that
accounts for the round trip time from client (proxy) to server. This section intro-
duces MinRTT, a flow routing algorithm that uses an evaluation of the round-trip
time as a routing metric. The underlying hypothesis is that the delay over the
Internet (including the link between the DSL router and the DSLAM) makes up
a significant part of the total delay experienced by the connection. We describe
a testbed setup used for evaluating this algorithm and review our findings.
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We use the traffic shaping facilities provided by NistNet [93] in order to
build a network setup with different delays in our testbed. Routes over the
NistNet node replace the DSL links and the Internet cloud between clients and
server. To isolate the effects of Internet from intranet network delays we choose
a configuration with wired links between the clients and from the clients to the
access points. We deploy four clients and two servers.

We configure for each client and server pair a link delay. Two values are
used: an RTT of 40 ms for the low link delay and 80 ms for the high link delay.
The chosen RTT values are within the spectrum that we were able to observe
on our DSL links. The reason why the link delays of our DSL lines are not lower
than this is that the ISP uses interleaving error correction. Full size packets
see RTTs up to 100 ms. Due to long queues extreme RTT values of 1000 ms
or more are sometimes seen on congested links. We do not model server
congestion because it equally affects all clients and cannot be avoided by flow
routing.

In order to understand the impact of the RTT on the flow performance, we
set up an experiment with all the client-server routes having the same RTT
value. We start an experiment without routing twice: once at RTTs of 40 ms
and then again at 80 ms. The performance ratio between the two situations is
similar for all flow sets we normally consider and for all the three performance
metrics. Values vary between about 1.10 and 1.30. These number are a good
indication of how good the performance of MinRTT can be.

We then experiment with our RTT-based routing algorithm MinRTT. We con-
figure for each client-server pair either a high delay or a low delay route. Two
clients have a better link to one server. The other two have a better link to the
other server.

In order to isolate the benefits of RTT-based routing from other factors that
may induce jitter, we let MinRTT know which are the link delays configured
by us. For practical applications, we propose that the proxy agents evaluate
the round-trip time to each server. This is done based on the application-layer
observation of flows activity. We employ the interval between the connection
attempt and the arrival of the first data packet as an assessment of the route
RTT. This interval is in our opinion a good approximation of a constant multiple
of the real RTT value. The reason is that setting up a TCP connection generally
requires sending a fixed number of packets. Only in rare cases retransmissions
are necessary. As a result, our interval is close to a multiple of the path RTT
most of the time. The routing metric for each proxy and server pair is computed
as an exponential average of this estimation of the RTT. When no fresh data
is available for 10 seconds, the RTT estimation decays and is set to zero. The
initial value is also zero.

MinRTT is a routing policy that uses the link delay as a metric when choos-
ing the route of each new flow. New flows are routed via the peer that has the
lowest RTT to the desired server. Ties are broken in a round-robin manner.
We present in Table 6.7 the performance figures for MinRTT in the omniscient
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configuration.
Let us first regard the sets of flows in the heavy-traffic regions of our ex-

periment. The performance is good with a µg = 2.37. In some situations,
short flows (RTT-limited M = 8.57) profit more from MinRTT than bulky ones
(M = 4.04). This does not happen though in all cases (RTT-limited µg = 2.29,
bulky µg = 2.40) yet the performance values are close to each other. Large val-
ues of M are hinting at outliers. When considering all flows, the performance
of MinRTT is modest: µ1/2 and µg indicate performance degradation, while M
shows a moderate improvement.

In a real setup using DSL lines we expect MinRTT to perform better than
in our experiment. On a congested DSL link, the largest delays on the route
from a client to a server may be a result of long queues in the DSL system.
The said delay is often larger than the delay imposed by the Internet. In this
case, MinRTT simply measures the congestion of the DSL line and is expected
to have a performance similar to other algorithms based on throughput metrics.
Indeed, throughput is indirectly measured this way. To which server the delay
is measured is not important if the bottleneck is not the Internet.

Another aspect of RTT measurements is that the characteristics of the link
between the DSL modem and the next router may interfere with the results. The
Internet is not necessarily the bottleneck with delays less than those incurred
by a full queue in the DSL system. Moreover, in order to obtain better results
we should actively probe the delay to the servers.

Suppose that it is possible to predict the sizes of the upcoming flows. Unfor-
tunately, our attempts have been unsuccessful contrary to the claims by [132].
Then using different routing algorithms for different flow types would be a good
idea. Conceivable is a mix of MinRTT and another algorithm that benefits bulky
flows, like MinWeight. A short flow would be routed according the the MinRTT
policy and a long one according to MinWeight.

6.2.4 Active Flows

A flow benefits from being routed to a certain peer when it is able to achieve a
higher bandwidth and complete earlier. The routing algorithms in Section 6.2.2
optimize flow performance by choosing a route with momentarily low bandwidth
usage. The new flow has then the chance of using the larger remaining band-
width. We introduce in this section another class of routing metrics that rely on
the number and size of active flows carried by each proxy. We start with simple
routing metrics and gradually include additional details in the metric. We ex-
plain the reason why good performance is expected and provide experimental
results. We tune our algorithm of choice by empirically exploring a meaningful
subset of the parameter space.

TCP flows share a link approximately in a fair manner [82]. We already
make use of this knowledge when scheduling flows in our fluid TCP simulator.
In routing, it allows us to predict up to a certain degree the bandwidth that a flow
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MinFlows routes each new flow via the peer that carries the smallest amount of flows
at a certain moment

MinLongRR same as MinFlows, but regards only the long flows. Ties are broken by
choosing the destination in a round-robin manner

MinWeight uses a weighted flow count. Long flows have a larger weight on the result
than short ones

MinWeightDown same as MinWeight, but uses the weighted flow count only on the
downlink

MinWeightUp similar to MinWeight, but employs the weighted flow count only on the
uplink

MinWeightSum does not differentiate between the two flow directions. Instead, it
compares the total number of transferred bytes with the threshold.

MinSlowStart predicts both the uplink and the downlink traffic. The values are scaled
to the bandwidth provided by our DSL lines in each direction and summed up

Figure 6.8: Flow routing algorithms under investigation, based on the number
and types of flows

will reach while facing concurrency from other flows. Ignoring all other factors,
a new flow on a link with n active flows and bandwidth B will reach a bandwidth
of B

n+1
.

A TCP flow reaches its full bandwidth potential after exiting the slow start
congestion control algorithm. During the initial exponential growth phase, TCP
doubles its congestion window each time an acknowledgment is received. We
expect flows that are still in the slow start phase to provide less competition to
the rest of the flows than the ones past slow start.

In order to account for TCP slow start, we classify flows in short and long.
Routing metrics take into account separately the number of short and long
flows. The classification is done according to a threshold on the amount of
data transferred by a certain flow. Every flow begins as a short one. Some
eventually reach the long flow status. A value of 8 KB for the threshold is a
plausible value for the bandwidth provided by our system and the number of
active flows in our experiments. Remember the flow classification introduced in
Section 4.1 and used by the trace replayer and the simulator. The categories
are Interactive, RTT-limited, and Bulky. RTT-limited flows will not leave the short
status or the exponential growth phase. Interactive and Bulky flows will start as
short and will eventually be counted as long flows.

When investigating the characteristics of the network traces used in our
experiments in Section 4.1 we have seen that flow sizes show a heavy-tailed
distribution. This confirms the findings of earlier studies, e.g., [38]. A property
of flow sizes following their heavy-tailed distribution is that a large active flow
has a much higher probability of growing even larger than a short active flow
has. Thus, a large flow has a good chance of further providing competition for
other flows on its link.

Figure 6.8 gives an overview of the algorithms studied in this section. Min-
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Flows uses as a routing metric the number of active flows on a DSL link. It
is based on the assumption that TCP flows share available bandwidth between
them in a fair manner. Effects like slow start or asymmetric flows are ignored by
MinFlows. We use this simple flow routing algorithm as a baseline in our study.
MinFlows performs well: in the heavy-traffic regions it achieves a median im-
provement of the bulky flow durations of µ1/2 = 3.38: more than three times
better than without routing. The mean is even higher at µg = 3.42. The total im-
provement M = 3.03. One reason for this is that the metric reacts immediately
on flow arrivals and does not allow flows to accumulate at one node. Indeed, if
node A carries n flows and node B carries n + 1 flows, then the next flow will
be scheduled for A. The next two flows will be scheduled as one for A and the
other for B. The result will now be that both nodes, A and B, carry n + 2 flows.
There is room for improvement due to the fact that larger flows which require
more bandwidth happen to occur in bursts at a certain node. This situation is
not solved by MinFlows in a satisfactory way.

Next algorithm, MinLongRR schedules new flows for the node with the low-
est amount of long flows. It does not perform as well as MinFlows. The mean
performance for bulky flows in the heavy-traffic region µg is 2.41, less than Min-
Flows’ 3.42. The reason for this is that bursts of short flows (interactive and
RTT-limited) may occur at a single node and will not be noticed by the routing
policy. Moreover, time periods without large flows do not allow for measuring a
useful routing metric. The round-robin tie break procedure reduces this effect.
Due to the relatively small number of bulky flows, it often happens that more
peers carry the same number of long flows. Local bursts in flow arrivals are
then scheduled to all of these equal peers, in a fair manner.

We combine the previous two routing policies, MinFlows and MinLongRR
into a new policy named MinWeight. MinWeight accounts for all flows in the
system (in contrast to MinLongRR) but gives long flows a higher weight, as
they have the potential to require a larger bandwidth. This is achieved by using
a weighted flow count as a metric: the number of short flows plus four times
the number of long flows. Moreover, we analyze the benefits of this procedure
when applying it only to one traffic direction. The resulting policies, MinWeight-
Down and MinWeightUp are both weaker than the compound MeanWeight, yet
yielding quite good benefits. The fact that neither of the directions pulls down
the compound result proves that our heuristic is right for each direction apart.
MinWeightSum applies the water mark to the total traffic without distinguish-
ing between the directions. It’s performance is somewhere between the two
directional algorithms, yet lower than MinWeight.

Worth a short discussion is the question why does MinWeigth not outper-
form MinWeightUp and MinWeightDown by a larger factor? We argue that
these algorithms are only guessing how the link usage will be in the future.
The routing system carries only this much information about the future.

Let us now investigate the parameter space of the weighted transfer routing
policy. The two variables under investigation are the byte threshold that differ-
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Routing Flows
Policy All Bulky Heavy Traffic

µ1/2 µg M µ1/2 µg M µ1/2 µg M

MinFlows 0.99 1.11 1.07 1.04 1.32 1.78 3.38 3.42 3.03
MinLongRR 0.93 0.88 1.02 0.88 0.95 1.30 2.47 2.41 2.18
MinWeightDown 0.99 1.16 1.08 1.11 1.45 1.93 3.93 3.81 3.29
MinWeightUp 0.99 1.23 1.09 1.20 1.56 2.05 4.16 4.01 3.44
MinWeightSum 0.99 1.22 1.17 1.10 1.52 2.55 3.64 3.99 4.84
MinWeight 0.99 1.23 1.09 1.20 1.58 2.12 4.28 4.17 3.64
MinSlowStart 0.99 1.21 1.09 1.15 1.52 2.00 4.03 3.97 3.33

Figure 6.9: Performance of routing policies based on network metrics

Weight Bulky Flows
µg

2 1.39
3 1.37
4 1.33
5 1.34
6 1.31

(a) Weight

Threshold Bulky Flows
KB µg

4 1.35
6 1.34
8 1.33
10 1.35
12 1.35
(b) Threshold

Figure 6.10: Parameter tuning for the MinWeight routing policy

entiates between short and long flows and the weight factor of the long flows, a
multiple of the short flow weight.

We run the experiment series in the simulator, and investigate the mean
improvement (µg) for bulky flows. We choose the simulator because it has the
advantage of running faster than a real-time experiment. We use the routing
performance numbers for the bulky flows. Results for bulky flows in the simula-
tor and testbed correlate well. A larger µg for bulky flows also means a larger
value for heavy-traffic flows. For an example, please see Figure 6.9.

Figures 6.10(a) and 6.10(b) display the results for long flow weights be-
tween 2 and 6 and for thresholds between 4 and 12 KB. We notice that the
performance is stabler than on the testbed and that the variation is so small
that the exact values of the parameters do not matter a lot. Similar but coarser
tuning in the testbed has shown that best results are obtained with the combi-
nation of a threshold of 8 KB and a weight factor of 4.

The fact that these figures are so close might seem astonishing at first
glance. There is though a good reason for it: this is only a guess at how flows
will eventually perform. Changing the values changes which flows indeed ben-
efit or loose from our choices; the general picture though is kept the same. Min-
Weight is the best algorithm we have. It is definitely better than RoundRobin,
our next-best algorithm (heavy-traffic µg 4.17 vs. 3.81). As we have seen in the
previous section, traffic outcome metrics do yield performance improvements
of the transfer times, but unfortunately at a lower rate than what we see with
metrics based on the flow outcome and sizes.

We implement the MinSlowStart routing policy that computes how far slow
start has already increased the congestion window and also the flow’s band-
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Figure 6.11: Flow durations and bandwidth for one client without and then with
enabled routing

width. Long flows accrue more bandwidth than short ones, as already men-
tioned, due to TCP’s slow start algorithm. Slow start adjusts the bandwidth of a
flow to the available resources while allowing for concurrency among different
TCP flows. Bandwidth is doubled each round trip time until reaching the limit
allowed by the medium and the concurrent flows. That means that, up to that
limit, the bandwidth of a flow is proportional to the amount of data already trans-
ferred. The upper limit is not known to us, but we can make an educated guess
and set our threshold again at 8 KB for either direction. The results do not vary
too much, as in the previous analysis, with thresholds between 2 and 24 KB for
the downlink and 1 to 8 KB for the uplink. MinFlowStart also performs well, with
a µg of 3.85 for the heavy-traffic region. Yet, it is outperformed by the simpler
weight heuristic. Again, the reason lays in the difficulty of estimating when a
flow has reached its peak bandwidth. TCP’s congestion control introduces a lot
of variability that does allow all competing flows to constantly stay at their peak
bandwidth.

6.2.5 Visualization

For a better insight into the way the flow routing algorithms function, we present
several relevant graphs in this section. We cover the distribution of flows among
hosts, and how routing increases bandwidht and decreases flow durations. We
show how flow routing influences the duration of flows for different flow cate-
gories. Typical results presented in this section use the RoundRobin routing
policy.

We start with a view of the flow outcome in the system. For this, we choose
one client node. Figures 6.11(a) and 6.11(b) display the flows for this client
with and without routing. The X-axis shows the time (e.g., the connection and
termination moments of a flow). Each flow is represented as a line between
connection and termination. The thickness of a line is proportional to the down-
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Figure 6.13: Improvement of flow durations versus traffic faced by the flows

link bandwidth of the flow. We color Interactive flows green, RTT-limited flows
blue and Bulky flows red. The Y-axis is random, such that flows do not overlap.
We immediately observe that flow routing allows many flows to finish earlier
and achieve a thicker bandwidth.

Figures 6.12(a) and 6.12(b) display the flows for each of the four clients
in the testbed on a separate lane. Accumulations of bulky flows at certain
moments in time are made visible this way. We see that many flows profit from
flow routing in regions with many bulky flows.

This relation between routing performance and congestion (measured, e.g.,
as the number of flows in the system) deserves further investigation. Fig-
ure 6.13 displays on the X-axis the number of concurrent flows in the system
and on the Y -axis the improvements achieved with routing. We classify flows
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Figure 6.14: Probability density function of flow duration improvements

into 15 sets, according to the amount of concurrent flows they face. For each
such set, we display the minimum, maximum, median and the 25% and the 75%
quantile duration improvement. Boxes exend between the 25% and 75% quan-
tiles. The median is shown as a line crossing the box. Minimum and maximum
values are shown as “whiskers” extending from a box.

In our work, we choose an empiric threshold of 30 flows that defines the
limit for heavy traffic. Flows facing more than 30 other flows at the same origin
client are thus in the heavy traffic region of our experiment.

We further concentrate on the duration improvement of the flows, defined
as the ratio between the direct duration and the duration achieved by the same
flow when routing is enabled. Figures 6.14(a) and 6.14(b) display the probability
distribution function (PDF) of the duration improvement ratio for all the flows,
respectively only for the flows in the heavy traffic region. The scale of the X-
axis is logarithmic. A larger area under the curve for x > 1 is an indication that
more flows benefit from flow routing that are impaired by it.

Another view of the same information is given by Figures 6.15(a) and 6.15(b).
For each flow, we plot on the X-axis its duration without routing and on the Y -
axis its duration with routing. The same color code as in Figures 6.11(a) is
used: red for bulky, green for interactive and blue for RTT-limited flows. More
points under the diagonal mean that more flows benefit from our routing proce-
dure. A geodesic plot in black is superimposed in order to hint at regions with
high point density.

Another way of displaying the point density is to draw it on the third coor-
dinate in a three-dimensional plot, shown in Figures 6.16(a) and 6.16(b). Be-
cause the density is computed for small square areas these diagrams do not
display points for individual flows. The color codes for individual points (repre-
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Figure 6.16: Surface plot of flow durations: no routing against with routing
enabled

senting flows) is lost in this case.

Another interesting view for the same experiment is shown in Figures 6.17(a)
and 6.17(b). Again, on the left are displayed all the flows and on the right only
those facing heavy traffic. For each flow, the duration improvement factor is
plotted on the Y -axis on a logarithmic scale. Flows are sorted according to the
benefit factor. The X-axis shows the placement of the percentile quantiles.
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Figure 6.17: Sorted plot of flow duration improvements

6.2.6 Conclusion

From the flow routing metrics under investigation, real-time correlated statistics
about flows result in the best performance. Second-best is the simple random
flow redistribution. Statistics about traffic collected at different points in our
testbed also result in good routing metrics.

Similar data collected at different points in the system yields routing metrics
with similar performance. This allows us to argument that the client-based and
the router-based architectures are equally performant.

The careful selection and combination of the data sets used in a routing
metric is important for obtaining good performance. In all cases, the flow routing
performance is better if the system is under load.

6.3 The Shared Medium

Important limiting factors for flow routing in community networks are the band-
width and delay of the shared medium. We have shown in Section 5.3.3 that the
wireless bandwidth and link quality are enough for the operation of the typical
setup in our testbed. We expect real-world deployments to display similar char-
acteristics. Yet the number of hosts and the connectivity between them may
vary beyond the typical values presented by us. We discuss, in this section,
modalities for adapting to situations where the shared medium is a bottleneck.

Consider for simplicity that a fixed fraction f of the total traffic Tbw is for-
warded. Let Fbw be the amount of rerouted traffic: Fbw = fTbw. The total traffic
is limited by the capacity of the n DSL lines in our system. Let Dbw be the
downlink and Ubw the uplink capacity of one DSL line:

Tbw ≤ n(Dbw + Ubw)

Let Sbw be the bandwidth of the shared medium which must provide a band-
width of at least Fbw:
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Sbw ≥ Fbw

Considering traffic peaks that might reach the total available DSL bandwidth
we can frame the requirements for the shared medium bandwidth:

Sbw ≥ fn(Dbw + Ubw) ≥ Tbw

The bandwidths Sbw, Dbw and Ubw are given and not under control. Without
any special precautions, our routing algorithms (such as MinWeight, RoundRobin
or MinTraffic) forward about f = (n−1)/n of the total traffic. We propose in this
section methods for controlling both the fraction of forwarded traffic f and the
number of nodes in the system n with the goal of keeping the traffic re-routed
via the wireless domain significant lower than Sbw.

Wireless links are known to be volatile in terms of connectivity. What gen-
erally happens is that MAC-level retransmits result in longer delays and in an
automatic reduction of the nominal bandwidth. We propose and evaluate the
inclusion of the wireless link quality in the routing metrics in order to cope with
this problem. Hosts that are not reachable are not supposed to carry traffic
from others.

Of course, less routing also means less performance gains. We investigate
in this section ways to reduce routing at points where it does not affect perfor-
mance too much. On a scale for performance from no routing to our best routing
algorithm (MinWeight), the goal is to keep performance as close as possible to
that of MinWeight while keeping the traffic between clients at a minimum.

6.3.1 Wireless Link Quality

The quality of the wireless links in our testbed is quite good. Fortunately, there
is a way of degrading it in an artificial manner. The MadWifi driver for wire-
less cards in Linux [74] allows us to configure the transmitting power, on a
scale from 1 (minimum) to 16 (maximum). The network cards use the Atheros
AR5414 chipset. The maximum power supported by the chipset is, according to
the specifications, 300 mW in the 802.11a mode and 500 mW in the 802.11bg
mode. Although the lower limit is not documented, we observe that it is bad
enough to guarantee bad reachability.

We investigate the impact of wireless link degradation in the client-to-client
connection. In order to limit measurement errors, we choose an architecture
with real DSL lines for this experiment. Clients are connected via an 802.11g
Ad-Hoc network. We deploy on each client a separate program that periodically
reports the link characteristics to the Proxy Agent. The data is provided by the
MadWifi driver via the athstats(8) utility. Available statistics are the:

• timestamp
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Cycle Number of Heavy Traffic
seconds Flows µg

– 13151 3.15
30 13126 1.92

150 12991 2.01
300 12573 2.07
900 12419 2.15

Figure 6.18: Routing performance while cycling the wireless transmission
power at one node

• number of successfully received and transmitted packets
• number of MAC-level retransmissions (long retry)
• number of unacknowledged, failed retransmissions
• number of packets received with CRC errors
• number of physical errors
• received signal strength indication (RSSI). Atheros presents the RSSI on

a scale from 0 to 127.

We define our metric w to be the ratio between retransmission and suc-
cessfully delivered (acknowledged, that is) outgoing packets. Proxies that do
not have up-to-date readings of w or whose metric exceed a certain threshold
are not allowed to carry any new foreign traffic. This reduces the extent at which
flow routing is possible but significantly decreases the risk that flows cannot be
completed. After a number of experiments, we empirically choose a threshold
for w.

In order to validate our approach we cycle the power of a node at different
speeds and evaluate the routing performance together with the number of flows
that cannot be successfully completed. During one cycle we start with the
maximum power then decrease it step by step until we reach the minimum. We
then increase it progressively until we reach again the maximum. In order not
to excessively interfere with the operation of the network card we reconfigure it
at most once per second.

We start with a baseline experiment where all client radios transmit at full
power. We use a simple routing algorithm, RoundRobin. The mean perfor-
mance for non-interactive flows that face heavy traffic is µg = 3.15. Almost all
the flows in the baseline experiment (13151 flows) are able to complete.

Table 6.18 presents the results. Since one node is about half of the time
excluded from the community network due to bad reachability, we expect to see
some performance decrease. Indeed, we loose roughly 30% from the baseline
of µg = 3.15. Independent of the cycle speed, the achieved performance is
stable at about µg = 2. Less than 10% of the flows are lost due to the fact that
they happen to use the node under stress at the wrong time. We notice that
for longer cycles the number of flows that do not manage to complete is higher.
Less flows in the system also means better performance for the remaining ones
which explains the slight performance increase with longer experiment cycles.
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Figure 6.19: Number of flows in the system, averaged over 30 seconds slots

Our findings allow us to argue that watching the wireless reachability of
individual nodes and excluding the bad ones from the system is indeed fea-
sible and the performance costs acceptable. Yet, when running a real world
community network one should permanently exclude nodes that have sporadic
performance degradation.

6.3.2 Critical Region

We have seen in the previous sections that most benefits are obtained in re-
gions where the system is under stress. Let us now analyze the situations
where congestion occurs. Are multiple nodes simultaneously affected? Are
there enough unaffected nodes? To do this we study how high the benefits of
flow routing are in congested regions. We further investigate the system perfor-
mance if flow forwarding is restricted to regions of high congestion, independent
of the routing algorithm.

Let us investigate how our system performs under load. Figure 6.19 dis-
plays the number of flows present at a certain time within the system. The
values are averaged over time slots of 30 seconds. The black curve corre-
sponds to the situation without routing and the blue one to the situation when
a simple routing algorithm (RoundRobin) is used. We notice that routing has
the ability to reduce the number of flows, mostly in regions where a lot of them
are present. The reason is that flows start at fixed points in time, but terminate
quicker when helped by flow routing. This is consistent with our observation
that flow routing is most effective if the system is under stress.

We know that the metric used by MinWeight is good in predicting the band-
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Figure 6.20: Aggregated flow metric, averaged over 30 seconds slots

width requirements of the flows carried by a node at a certain point in time.
We employ a similar metric m (for implementation reasons, actually the met-
ric from MinWeightSum) to plot the system load for the two situations: m =
4Nlarge +Nshort where Nlarge is the number of large flows and Nshort the num-
ber of short flows. In Figure 6.20 the black curve displays the evolution of m
without routing while the blue curve shows m with routing enabled. The situa-
tion is similar to that presented in Figure 6.19. Under load, flow routing is able
to effectively reduce the load in the community network. We further investigate
how individual nodes benefit from flow routing.

Figures 6.21 and 6.22 display m for the situations without and with routing,
this time separately for each client in the testbed. Without routing, bb06 and
bb08 carry a high load in the second half of the experiment. The metric m
reaches values as high as 150, with an average of about 50. When flows are
routed between the peers, m has similar values for all the four nodes, roughly
between 30 and 60.

To conclude our argument that routing performs best in regions of heavy
traffic, we plot in Figure 6.23 the routing benefit related to the number of flows
in the system. Each box represents a bin of flows that face a similar load.
The width of the box is proportional to the number of flows inside a bin. The
Y -axis shows how large the routing benefits (reduced flow duration) are. A
box extends from the 25-percentile to the 75-percentile with a middle line at the
height of the median. The “whiskers” extend from the minimum to the maximum
values. Interactive flows are excluded from this plot. With the exception of an
outlier (at 105), we notice a steady increase in performance with the load.

We take advantage of these findings. We augment MinWeight with the func-
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Figure 6.21: Metric on flows carried by each client, without routing

0 500 1000 1500

0
50

10
0

15
0

Seconds

M
et

ric
 o

n 
F

lo
w

s

bb05
bb06
bb07
bb08

Figure 6.22: Metric on flows carried by each client, with routing

tionality that a node is only allowed to forward traffic to its peers if the routing
metric m is above a certain value. Knowing the approximate traffic outcome in
our system, we inspect the interval m = 30 to m = 70. Table 6.24 displays
the results, both in terms of routing performance and of the fractional amount
of traffic on the shared medium. As discussed already, the overall performance
(All flows) is not outstanding. Without any limits on the re-routed traffic, we
obtain a performance increase by a factor µg = 4.17 for non-interactive flows
in heavy-traffic region. The cost of this result is that we must forward 78% of
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Figure 6.23: Routing benefit related to number of flows in the system

Limiting Flows Forwarded
Metric All Heavy Traffic Traffic Flows

m µ1/2 µg M µ1/2 µg M Down Up Flows
– 0.99 1.23 1.09 4.26 4.17 3.64 0.75 0.73 0.78

30 0.99 1.20 1.08 3.81 3.58 3.07 0.56 0.55 0.65
40 0.99 1.17 1.08 3.02 3.10 2.68 0.44 0.46 0.44
50 0.99 1.12 1.06 2.74 2.84 2.45 0.29 0.24 0.20
60 0.99 1.13 1.06 2.36 2.61 2.35 0.17 0.10 0.11
70 0.99 1.06 1.04 1.24 1.70 1.65 0.04 0.03 0.03

Figure 6.24: Performance and amount of forwarded traffic for different values
of m

all flows or 75% of the downlink and 73% of the uplink traffic. When reducing
the forwarded traffic to about 1/2 of the total (m between 30 and 40), we still
see a performance greater than 3 in the heavy-traffic region. When only for-
warding about 10% of the total traffic (m between 60 and 70) we can still have
a performance improvement by a factor of µg ≈ 2 for heavy traffic!

Reducing the total amount of traffic on the shared medium that connects the
clients to each other does not help a lot if the peak requirements exceed the
available bandwidth. We therefore investigate how the limiting factor m impacts
the traffic peaks. Figure 6.25 plots the amount of traffic on the shared medium
over time for different values of m. One first observation is that traffic peaks
cannot easily be controlled. Sometimes, a larger value of m simply produces
traffic surges in otherwise still regions. As an example the values for m = 50
are generally less than those for m = 60 with the exception of an outlier at about
600 seconds into the experiment. But in general higher values of m mean less
traffic also in peak regions. For instance, there is about 1 Mbit/sec between the
peak demand with disabled control and the peak demand with m = 40.
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Figure 6.25: The impact of the limiting metric m on the forwarded traffic

Limiting Percentiles (Forwarded Traffic)
Metric Downlink (Mbit/sec) Uplink (Kbit/sec)

m 50% 75% 100% 50% 75% 100%
– 1.81 2.46 4.06 91.71 103.6 273.3

30 1.36 1.99 3.95 69.91 93.92 166.20
40 0.88 1.72 2.85 49.06 77.93 226.60
50 0.72 1.08 3.16 17.72 34.65 162.4
60 0.15 0.64 2.80 7.59 19.45 71.76
70 0.01 0.12 1.20 0.95 5.10 39.51

Figure 6.26: Amount of forwarded traffic for different values of m, aggregated
over 30-seconds slots

Table 6.26 presents the 50%, 75% and 100% quantiles of the bandwidth
requirements for the forwarded traffic between clients. Downlink and uplink
requirements sum up on the shared medium. The figures are displayed sepa-
rately in order to spot correlations and because uplink is pretty much negligible.
Just for recalling the definition, x% of the measured values are lower than the
x% quantile. The figures presented here help sustain our claim that we are
able to control the bandwidth requirements most of the time with the exception
of rare peaks.

Concentrating on heavy traffic in the critical region is indeed the best modal-
ity we have found for controlling traffic on the shared medium. An idea left for
further work is to dynamically adjust the m parameter in order to keep the used
bandwidth on the shared medium at the desired level.The next sections de-
scribe for completeness two other obvious approaches that do not work as well
as this one: building clusters and the preference for the local link.
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Flows Forwarded
Clusters All Heavy Traffic Traffic Flows

µ1/2 µg M µ1/2 µg M Down Up Flows
2+2 0.99 1.11 1.06 2.38 2.51 2.29 0.52 0.59 0.54
no 0.99 1.23 1.09 4.26 4.17 3.64 0.75 0.73 0.78

Figure 6.27: Performance and amount of forwarded traffic with MinWeight and
two clusters

6.3.3 Clustering

In this section we investigate another approach for binding the amount of traffic
on the shared medium between the clients: build clusters and only route within
those clusters. The amount of forwarded traffic depends, among other factors,
also on the number of partners taking part in the exchange. Even when client
clusters are built, it is a good idea to share the same channel. This way the
possibility of rejoining two clusters or choosing other client to cluster assign-
ments is kept open. We only explore here how good clustering is at controlling
the amount of traffic on the shared medium. The topic of dynamic clustering is
left open for future work.

We use as follows the notation introduced earlier and ignore the small
amount of traffic used for management. Dbw and Ubw are respectively the
downlink and the uplink bandwidths of the DSL lines. The n nodes connect to
each other via a shared medium having a bandwidth Sbw. The amount of traffic
forwarded by the routing algorithms Fbw is a fraction f of the total traffic in the
system Tbw:

Fbw = fTbw ≤ fn(Dbw + Ubw)

Typical routing algorithms forward a fraction of the total traffic of about:

f =
n − 1

n

As a result, the upper limit of the forwarded traffic is given by:

Fbw ≤
n(n − 1)

n
(Dbw + Ubw) = (n − 1)(Dbw + Ubw)

Until now we have investigated algorithm changes for keeping f lower than
the typical n−1

n . Another idea for controlling Fbw is to build clusters of nodes,
automatically changing the value of f . For instance, with 4 nodes we obtain
f ≈ 3/4 = 0.75. With 4 nodes grouped into two clusters of 2 nodes each,
f ≈ 1/2 = 0.5. In order to prove this we run an experiment in which we group
the four nodes in our testbed in two arbitrary clusters.

Table 6.27 compares the routing performance and the amount of forwarded
traffic in our testbed with 4 nodes and with two clusters of 2 nodes each. The



6.3. THE SHARED MEDIUM 105

Routing Flows Forwarded
Policy All Heavy Traffic Traffic Flows

µ1/2 µg M µ1/2 µg M Down Up Flows
MinWeight 0.99 1.23 1.09 4.26 4.17 3.64 0.75 0.73 0.78
LessLocal 0.98 1.03 1.06 2.82 2.77 2.61 0.73 0.72 0.67

Figure 6.28: Performance and amount of forwarded traffic for LessLocal

results confirm our prediction on the amount of forwarded traffic. The perfor-
mance cost of the traffic reduction is larger than with the mechanism suggested
in Section 6.3.2. Yet, building clusters seems a good idea in larger commu-
nity networks. One either builds larger clusters that are able to provide bet-
ter routing performance, or the reduction in forwarded traffic is larger. Moving
from an unclustered community network with 6 peers to one with 3 clusters
of 2 peers each, incurs a reduction of 33% in the amount of forwarded traffic:
f6 − f2 = 5

6
− 1

2
. An important point for further work is to avoid having more

congested nodes within the same cluster. This can be realized by dynamically
modifying the cluster setup.

6.3.4 Preference for the Local Link

Yet another approach at controlling the traffic on the shared medium that con-
nects the clients to each other is to use the local link when possible. The rout-
ing algorithm LessLocal functions akin to MinWeight, with the difference that it
avoids forwarding flows to a peer that carries more foreign traffic than the local
one. The metric for foreign traffic is similar to the MinWeight routing metric, only
that we apply it solely to the foreign traffic carried by a specific proxy.

In contrast to the traffic control methods introduced in Section 6.3.2, Less-
Local is not tunable. Figure 6.28 present the results: a moderate reduction of
11% in the number of rerouted flows does not provide a significant reduction
of the traffic. Moreover, the amount of control achieved on the shared medium
traffic does not justify the performance loss.

6.3.5 Conclusion

In this chapter we proposed a number of routing algorithms and devised ways
to control the traffic on the limited bandwidth provided by the shared medium
that connects the nodes in the community network to each other.

Our first results show that our realistic routing algorithms are capable of
reaching performance levels very close to that in omniscient idealistic setups.

We find that the best routing performance is achieved by algorithms that
make use of the current statistics on traffic outcome. The proposed metric
combines the flow count with achieved flow size in each direction. Choosing a
threshold for the flow size suffices: no complicated formula is necessary.
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Second-best results are provided by a basic algorithm that distributes flows
to peers in a round-robin manner. Statistics on throughput and congestion
also result in good performance but seem to react too slow to the arrival of
new flows. The round-trip time helps performance for short flows but is not an
optimal choice.

In order to deal with changes in node reachability we isolate bad nodes. The
impact on the routing performance is acceptable. We devise different ways to
restrict the amount of traffic on the shared medium to an acceptable level. Best
performance is achieved when routing is restricted to nodes under load. Build-
ing clusters and showing a preference for the local link are considered as well.
They provide less performance but could be deployed in specific situations.

The combination of a routing algorithm based on flow statistics with restrict-
ing routing to nodes under load allows us to considerably improve the transfer
time of individual flows. Considering only the situations under load, improve-
ments by a factor of 2.5 to more than 4 are possible. Flow routing in community
networks has indeed the potential to significantly improve the Internet experi-
ence of participating users.



Chapter 7

Summary and Future Work

This chapter summarizes the contributions of this thesis and discusses future
directions.

7.1 Summary

In this thesis we propose an approach for improving the Internet connectivity of
residential users via collaboration. For this, residential computers are intercon-
nected in order to form community networks. Users are given the opportunity to
trade and share Internet bandwidth within the community network. This allows
them to use, e.g., during traffic peaks more than their nominal Internet connec-
tion bandwidth. This is possible since there is a high chance that not all users
face simultaneous traffic peaks. Thus, a user experiencing congestion has a
good chance of finding free bandwidth on on or several of the Internet links of
his peers.

Our design is scalable and easy to use. As such we propose the use of
of flow routing for bandwidth sharing in community networks. Moreover, our
flow routing infrastructure accounts for the limitations of the DSL technology.
Among these restrictions are the allocation of IPs from the address pool of the
respective ISP and the allocation of a single IP per DSL line.

Our contribution consists of:

• proposing and implementing a flow routing architecture that allows for
different network setups within the community

• investigating the benefits of flow routing
• development of an assortment of different flow routing algorithms and

their evaluation with respect to different network and operational metrics

We now describe our contributions in more detail. We study several pos-
sible setups for community networks. These include wired and wireless net-
works, the deployment of the flow routing system on the client nodes or on the

107
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DSL routers. We study how the size of the system and the connectivity be-
tween nodes influence the routing performance. Our results confirm that flow
routing brings real benefits for community networks and that a wireless network
interconnecting the clients offers enough performance.

Our investigations use two different experimental setups: a realistic testbed
and a custom fluid simulator of the TCP protocol. We generate realistic traf-
fic workloads by replaying flow-level real-world Internet traces. We study the
characteristics of several such traces and how representative they are for our
results. We compare the trace-based with other workload generation methods,
including a Web workload generator and a P2P application. We find that the
performance of flow routing is better at higher traffic loads and that bulk transfer
profit most from our approach.

We introduce a methodology for quantifying the benefits of flow routing al-
gorithms. This that allows us to compare different algorithms and network se-
tups. We define the flow routing performance with respect to the speedup it
achieves for individual flows. Transfer times when using the direct connection
are compared with transfer times achieved with a routing algorithm.

We further propose and investigate the performance of multiple flow routing
algorithms. These are based on different metrics about the network perfor-
mance and operational data. We find that the best performance is achieved
using the number of active flows at each node as a routing metric. We study
different mechanisms for coping with the limited capacity of a wireless network
connecting the community nodes to each other. Our results indicate that lim-
iting routing to situations where at least a node is congested is a good way
to manage the forwarded traffic while keeping the performance penalty at a
minimum.

We find that the performance improvements achieved by flow routing can
be quite significant. When congestion occurs, flow routing can reduce flow du-
rations by a factor of 4 or even more. We show that it is possible to significantly
limit the amount and peak bandwidth of forwarded traffic while still obtaining a
very good flow routing performance.

7.2 Future Work

We consider that our results on flow-based routing in community networks can
help the implementation of products that will help users improve their Internet
connectivity. To illustrate possible future directions, we present potential exten-
sions of the work presented in this thesis:

Experiments with Real Users: After experimenting within a simulator and a
testbed experimenting with real users is the logical next step. The goal
of such a study is to gain insights about the user satisfaction and their
acceptance of the flow routing system.
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EHS Implementation: The EHS team implemented in collaboration with us
the EHS prototype of router-based load balancing. This shows the fea-
sibility of our approach. However, the prototype is unable to carry the
desired load due to lack of CPU power. Resolving this issue is left open
for future work.

Mobility: Our system has in principle the ability to accommodate mobile, no-
madic users. They can use the flow routing infrastructure to connect to
the Internet but do not provide any bandwidth to their peers. An exper-
imental study of the flow routing behavior with mobile users is another
next logical step.

Trading and Trust: Community network nodes are managed by independent
people. As in any peer-to-peer system, mutual trust and a fair band-
width trading mechanism should be established. Prior results in this
area, e.g., [6] can and should be integrated in our flow routing system.
Proposed future work includes a mechanism for establishing trust and
a trading platform. Moreover, an analysis of the system behavior when
faced with honest users as well as cheaters is needed.

Incentives for Collaboration: Of further interest is the question if the subjec-
tive benefits of flow routing are enough so that users will invest the nec-
essary resources into the flow routing system. Resources are the time
required for connecting to a community network and the unused band-
width offered to one’s peers.

Classify and Prioritize Traffic: It is possible to classify traffic based on the
protocol and destination port. Different classes of traffic are expected to
benefit in different ways from flow routing. For instance, P2P applications
are usually bandwidth-intensive. These can be identified and be the first
to make use of re-routing.

Dynamic Clustering: In our study how to cluster nodes in a community net-
work we only investigate static splits of the set of nodes. An interesting
topic is how to assign nodes to clusters in such a way that heavy-traffic
nodes are partitioned between clusters, especially as the nodes under
load can change over time. As such, the assignment of nodes to specific
clusters can also change in time. Moreover, clusters may use different
radio channels to increase the available bandwidth within the community
network.

Other Protocols: We left the implementation issue of supporting other proto-
cols, e.g., UDP or plain IP open. For protocols other than TCP, flow ter-
mination must be triggered by a timeout since there is no reliable mech-
anism to terminate a connection.
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Appendix

A.1 Tools

We introduce in this chapter several custom tools used throughout this work.
For each tool, we explain it’s usage. Where applicable, we give a summary of
the command line options.

A.1.1 Trace Anonymizer

Network traces contain sensitive data about the on-line activity of the people
using network applications. We guarantee the user’s privacy by anonymizing
the traces before they are being stored and analyzed. Our in-house anonymizer
removes the payload and scrambles the IP addresses in the trace. The rest of
the IP and protocol (e.g., TCP or UDP) headers are not modified. Time stamps
are shifted in such a way that the first packet has a zero time.

A.1.2 Statistical Trace Generator

The statistical trace generator outputs traces in the Bro [98] conn format that
are subsequently replayed in the testbed by the load generator LoadGen. A
short summary of the command line options follows:

genflows <options>

-h|--help print this
-v|--verbose progress information to /dev/stderr
-a|--autoFname automatically generate file name
--file /dev/stdout
--nrClients 4
--nrServers 2
--testBed trace for the testbed
--duration 900 (seconds)
--distTime exp
--alphaTime 0.8
--meanDown 16348 (bytes)
--bwDown 1.5 (Mbit/second)
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--distDown exp
--alphaDown 0.8
--meanUp 512 (bytes)
--bwUp 0.0470 (Mbit/second)
--distUp flat
--alphaUp 0.8

known distributions: ’seq’, ’flat’ ’unif’, ’norm’, ’exp’, ’pareto’

downBwCutoff: 9830.40 b/s
upBwCutoff: 1966.08 b/s
byteCutoff: 8000 bytes

A.1.3 Experiment Management Tool

The experiment management tool is used for starting testbed and simulator
experiments alike. Options include the experiment type, duration and the used
routing policy.

Usage: /ehs/software/toolChain/experiment [args]
-h
-d duration
-i nist|dsl
-n number of clients (only for simulator)
-o extract|simulator|stop|testbed
-p "Direct LessLocal MinWeight MinLarge MinCongestion MinRtt FullKnowledge FatPipe"
-r rtt
-t trace
-w where
-z simulator variant w/ simplified BW-limited logic

A.1.4 Simulator

The off-line fluid TCP simulator FlowSim is described in detail in Section 3.3. A
description of its command line options follows:

eval_scheduler.pl - a flow based network simulator

Options:
-b byte cutoff
-d downstream capacity (Mbit/s)
-D debug level
-h help and exit
-i interactive cutoff
-l number of links (-1: Perl indexes are off by 1)
-n network regex
-N numeric ip link mapping
-p policy (real: Direct, MinWeight, MinLarge, LessLocal, MinRtt, MinCongestion
abstract: FullKnowledge, FatPipe, Optimal, Test)
-r default rtt (seconds)
-R period for open flows report
-s default segment size
-t terminate after so many seconds (0 = infinite)
-u upstream capacity (ratio)
-U update rate (seconds)
-x RTT configuration file ($rtt->{_client_src_}{_server_})
-z variant where all flows are BW-limited
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A.1.5 Load Generator

A detailed description of LoadGen, our custom traffic workload generator is
given in Section 3.2.2. It is started with the help of the experiment management
tool. LoadGen functions both in client and server modes and supports the
following options:

connReplay <options>
informational

-h | --help
-d | --debug
-D | --debugWorker
-t | --trace
-T | --traceWorker

compulsory
-c | --client
-s | --server

optional
-l | --logFile (/dev/stdout)
-f | --flowsFile (/dev/stdin)
-u | --URL [ip]:port[, ...]

no IP for -c means take it from the trace
-r | --clientRegex (’’)
-n | --nrWorkers (0)
-a | --startAt [seconds since Epoch]
-k | --skipTime (0)
-x | --acceleration (1)
-z | --terminateTime (0)
-w | --waitTime (0)

long
--byteCutoff (8000, 4000)
--interactiveCutoff (20, 100)
--downStreamCapacity (2)
--upStreamCapacity (0.192)
--reportInterval (1 second)
--cycleInterval (0.01)
--minSendSize (50)
--selectWait (0)
--maxBufSize (4096)
--maxFlows (40)
--maxArrivals (60)

Input line in Bro’s conn format:

start duration clientIp serverIp service clientPort serverPort protocol clientBytesSent
serverBytesSent state flags tag

In server mode, a PID file is written to /var/run (when root) or /tmp (as user).
The client returns while the server never does so. Signal handling:

HUP kill all flows
PIPE ignored (error will be caught elsewhere)
TERM gracious shutdown

A.1.6 Proxy Agent

The proxy agent is introduced in Section 3.2.3. We use the experiment man-
agement tool to start it. The proxy agent accepts the following command line
options:
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proxy - the connection proxy.
(C) Andreas Wundsam 2006-2007. All rights reserved.

Options:
--routed|r <host> Log in to routed running at <host> [DEF: localhost]
--name|n <proxyName> Announce proxy as name <name> [DEF: bb05.lab]
--announcedHost|H <host> Specify the host to announce to routed [DEF: bb05.lab]
--controlPort|c <port> Bind to control port <port> [DEF: 12345]
--dataPort|d <port> Announce data port <port> [DEF: 22245]

--transferLog|t <log> Log transfers to file [DEF: none]
--linkStatLog|l <log> Log link statistics to file [DEF: none]

--statInterval|s <int> Default value for statistics time intervals [DEF: 5]
--flowStatInterval <int> Interval for single flow statistics
--linkStatInterval <int> Interval for link statistics

--verbose|v [level] Increase verbosity to level x (-1<= level <= 10)
--quiet|q Warning messages only
--help This help screen

A.1.7 Routing Agent

The routing agent is introduced as well in Section 3.2.3.

routed - the routing daemon
(C) Andreas Wundsam 2006-2007. All rights reserved.

Options:
--port|p <port> Listen on control port <port> [DEF: 12347]
--route-policy|r <policy> Use Routing Policy <name> [DEF: RoundRobin]
--route-log|R <logfile> Logfile used to log all routing decisions
--linkStat-log|L <logfile> Log link statististics info here
--verbose|v [level] Increase verbosity to level x (-1<= level <= 10)
--quiet|q Warning messages only
--help This help screen
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