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Introduction

Applying combinatorial optimization in the industry frequently yields cost
savings delighting practitioners. Beyond that, at the core of some applica-
tions lies a particularly pretty theoretical problem rejoicing the mathemati-
cian. This thesis is devoted to sorting with objectives as a new powerful
way to model logistics and sequencing problems in industrial applications
in an integrated fashion. Its contributions are twofold: On the one hand,
we are motivated by optimization endeavors in the steel industry, for which
we develop combinatorial algorithms revealing significant optimization po-
tential in everyday production. On the other hand, the foundation of our
algorithm design is an in-depth analysis of the problems at hand, and it
unveils theoretically appealing subproblems for which we obtain complexity
and approximation results of interest in their own right. Throughout the
thesis, graph theoretic models appear as a recurrent theme.

The first part of the thesis is dedicated to sorting with stacks. In the
motivating application, steel slabs of up to twelve meters length weighing up
to twenty tons are stored intermediately in between different processing steps.
Cranes pile the slabs on stacks, and different processing orders before and
after storage necessitate sorting. The goal is to minimize crane movements,
our first objective for sorting.

The combinatorial problem of sorting with stacks was introduced by
Knuth already in the 1970s. He considered the sortability of permutations
using a sequence of stacks. Tarjan generalized this idea to sorting with acyclic
networks of stacks, where items to be sorted move from a source to a sink
through the network, where they may be stored temporarily on stacks in
its nodes. The goal of these works was the characterization of permutations
sortable by a given acyclic network; the complexity of sorting was not an
issue.

In contrast, given a complete, thus cyclic network of k ≥ 2 stacks, any
permutation is obviously sortable. We ask how to do the sorting with a
minimum number of moves in between stacks. This is a natural algorithmic
complement to the structural questions asked by Knuth, Tarjan, and others,
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2 Introduction

and significantly decreases the gap between theory and applications, where
shuffles occur naturally.

We prove strong inapproximability results for networks of k ≥ 4 stacks,
even when the problem is restricted to complete networks, by relating stack
sorting to node coloring problems on certain graphs. Obtaining positive
results proves challenging, yet we achieve a tight approximation algorithm at
the cost of resource augmentation. When there are constraints as to which
items may be placed on top of each other as in our application, deciding
about sortability becomes non-trivial again. We show that this problem is
PSPACE-complete for every fixed number of k ≥ 3 stacks.

In view of these results, computing provably good solutions quickly, as
required for practical purposes, raises various algorithmic challenges. We
describe an algorithm that computes solutions within 5/4 of optimality for
all our real-world test instances. The basic idea is a search in an exponential
state space, guided by a state-valuation function inspired by our graph col-
oring model. The algorithm is extremely fast and solves practical instances
within seconds. We assess the quality of our solutions by computing instance-
dependent lower bounds from a combinatorial relaxation formulated as mixed
integer program. To the best of our knowledge, this is the first approach that
provides quality guarantees for applied stacking problems.

In the second part, we consider an integrated sequencing and scheduling
problem. In our application, coils of sheet metal are coated with c layers out
of hundreds of colors. Coils are stapled together to run through c coaters
continuously, and different coil geometries as well as changes in the required
coating materials may necessitate time-consuming setup work. Most coating
stages are equipped with two parallel color tanks, enabling either parallel col-
ors or setup concurrent with production to reduce non-productive time. Even
when a processing sequence of coils has been determined, assigning tanks and
scheduling concurrent setup work to minimize the overall makespan remains
a highly non-trivial task. The achievable optimum for this subordinate op-
timization problem is largely determined by the order in which coils are
processed, and can hence be seen as a second objective for sorting.

We devise an optimization model relating the tank assignment and sche-
duling problem to clique and independent set problems in multi-interval in-
tersection graphs. The study of multi-intervals has received much attention
recently, in terms of both combinatorial theory and graph algorithms, and
we provide a unifying view contributing some new results. We also prove
NP-hardness for the very restricted special case arising from our scheduling
application, yet develop an efficient dynamic programming scheme for fixed
c.
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Based on our interval model, we finally develop a fast algorithm for the
integrated sequencing and scheduling problem. We evaluate the quality of the
solutions obtained via a combinatorial relaxation of the problem, formulated
as an integer program and solved by branch-and-price. This proves that our
solutions are within 5–15% of the optimum. In the industrial application,
our optimized plans yield a reduction in non-productive time by up to 20%
compared to the system in place and have greatly exceeded our partners’
expectations. Our software is currently being tested in production at the
steel plant, and its integration into the plants planning tool kit is expected
shortly.

The applied optimization challenges and their solutions, described in
Chapters 2 and 5, and Chapters 4 and 7, respectively, were the subjects
of cooperations with major steel companies, like voestalpine AG and Salzgit-
ter Flachstahl GmbH, and PSI Business Technology for Industries GmbH, a
software company specializing in planning tools for steel plants. The opti-
mization models and practical algorithms described were developed in close
communication with practitioners at steel plants, and with the specific goals
and restrictions of day-to-day operational use in mind.

How to read this thesis: We introduce our model of sorting with objec-
tives in Chapter 1, offering a unifying view of the two parts of the thesis.
We describe its applications in the steel industry and briefly comment on
related models from literature. Parts I and II of the thesis remain largely
self contained, however, and may also be read separately.

At the beginning of Part I, we introduce slab logistics in integrated steel
production as our motivating industrial application for sorting with stacks
in Chapter 2. We conclude with a precise formulation of the optimization
problem in mathematical terms. Then, we proceed to define leaner, more
abstract variants of the problem in Chapter 3, study their complexity, and
give approximation algorithms. Moreover, we briefly survey the literature
on related stack sorting problems. Finally, in Chapter 4, we describe our
algorithmic approach for the practical problem, develop a mixed integer pro-
gramming formulation yielding lower bounds, and close with a computational
study based on real-world test instances.

Similarly, we commence Part II with an introduction to coil coating with
shuttles. In particular, our interval-based optimization model is explained
in detail in Chapter 5. Chapter 6 surveys results on cliques and indepen-
dent sets in multi-interval graphs as a foundation for our solution approach.
We complement literature with some new results here, not only for the spe-
cial case arising from our application. Fast heuristic algorithms and lower
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bounds from an integer programming model solved by branch-and-price are
presented in Chapter 7, together with computational results from our indus-
try cooperation.

For a more theoretical view on combinatorial optimization, both Chap-
ters 3 and 6 disregard industrial applications completely and are mostly self-
contained as well. They provide comprehensive overviews of sorting with net-
works of stacks, and cliques and independent sets in multi-intervals graphs,
respectively.



Preliminaries

A basic knowledge of combinatorial optimization is assumed for reading this
thesis. Still, all but the most seminal terms are briefly explained in context
where appropriate. Nevertheless, this chapter gives some formal definitions
and simple facts used throughout, which may be beyond the mere basics. The
first section is dedicated to permutations, the second to terms surrounding
graphs.

All of the following is commonly used in literature and is hence given
without further reference, even though we refer to [91] for an excellent cov-
erage of the essentials of combinatorial optimization.

Permutations

The concept of permutations formalizes the commonplace notions of strict
order and (un)sortedness in mathematical terms. There are a great variety
of equivalent definitions of the term permutation, out of which the following
may be the most fitting in the context of this thesis.

Definition 1. A permutation π is an n-tuple containing each element of

[n] := {1, 2, . . . , n}.

exactly once:

π = π1π2 . . . πn, πi ∈ [n], πi 6= πj ∀i 6= j.

Furthermore, we call
π := πnπn−1 . . . π1

the reverse permutation of π.
Finally, we denote by Πn the set of all permutations of [n].

It is not hard to verify that |Πn| = n!.
There are a host of different ways to represent and interpret a permuta-

tion. Most intuitively, a permutation is a way to assign an order to a set of
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6 Preliminaries

n elements numbered 1, 2, . . . , n. Other possibilities include to view it as a
collection of disjoint cycles, a word, a matrix, and many more [20]. Often, it
will be convenient to use the following interpretation.

Definition 2. A permutation π naturally defines the bijective function

π : [n] −→ [n].

with

π(i) := j with πj = i ∀i ∈ [n]

assigning each element its position in π. Hence, we call

id := 12 . . . n

the identity permutation, and π−1 with

π−1(π(i)) = i ∀i ∈ [n]

the inverse permutation of π.

Clearly, for any permutation π, there is a unique inverse permutation π−1.

Graphs

Graphs are a very basic, but at the same time incredibly rich combinatorial
structure. Besides being particularly fun to work with in theory, they also
serve as a mathematical modeling tool in countless real-world applications.
We merely give their basic definition here, and refer to [74] for a broader
introduction to graphs. For the most part, this thesis is concerned with
undirected graphs.

Definition 3. An undirected graph G is a pair (V,E), where V is a set and

E ⊆ {W ⊆ V : |W | = 2}.

The elements of V are called the nodes, those of E the edges of the graph.
We denote by

δ(v) := {e ∈ E : v ∈ e}

the set of edges incident to v ∈ V , and call |δ(v)| the degree of v. Finally,
two nodes v, w ∈ V are said to be adjacent, if {v, w} ∈ E.
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When dealing with undirected graphs, an edge e = {v, w} ∈ E is routinely
denoted by e = (v, w) (or equivalently by e = (w, v)) for readability, even
though the order of the nodes of e is really of no interest in this case. Also,
the number of nodes of G is often denoted by n.

Due to the great generality of the graph concept, many mathematical
issues are extremely hard to address for general graphs. Hence, research of-
ten focuses on certain graph classes, i.e., graphs fulfilling certain restrictive
properties. Also, graphs arising from applications often posses such proper-
ties by nature. A good survey of important graph classes is given in [25]. We
proceed to define some graph classes which will be relevant to this work.

Definition 4. An undirected graph G = ([n], E) is called a permutation
graph, if there is a permutation π, such that

(v, w) ∈ E ⇔ v < w ∧ π(v) > π(w).

We say that π generates G.

The complement G of a permutation graph G is again a permutation graph,
since if π generates G, π generates G.

Graphs can be used to conveniently describe relations between sets, where
a node is associated with each set, and the existence of an edge between two
nodes signifies a certain relation between them. One such relation for which
the resulting graphs are studied widely (see again [25]), is intersection.

Definition 5. Let S denote a family of sets. The intersection graph of S is
G = (S,E) with

(v, w) ∈ E ⇔ v ∩ w 6= ∅.

Note that any graph G = (V,E) is the intersection graph of

S := {δ(v) : v ∈ V }.

The question whether a graph is the intersection graph of a family S with
elements of a certain type is commonly addressed in graph theory, and such
special intersection graphs form important graph classes.

Definition 6. An undirected graph G is called an interval graph, if it is the
intersection graph of a family of intervals in R.

Definition 7. An undirected graph G is called a circle graph, if it is the
intersection graph of a family of chords of a circle in R2.
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Note that given an undirected graph, deciding whether it is an interval
graph [33] or a circle graph [94] can be done in polynomial time, while this
recognition problem is NP -complete for many other classes of intersection
graphs.

Finally, we define some notions about subsets of the nodes of a graph.
Finding such subsets of maximum weight, or partitioning a graph into a
minimum number of them, constitute classic problems in combinatorial op-
timization.

Definition 8. A subset W ⊆ V of the nodes of a graph G = (V,E) is called
an independent set, if

v, w ∈ W ⇒ (v, w) /∈ E.

Definition 9. A subset W ⊆ V of the nodes of a graph G = (V,E) is called
a clique, if

v, w ∈ W ⇒ (v, w) ∈ E.

Definition 10. A k-coloring of a graph G = (V,E) is a function

c : V → {1, . . . , k}

assigning each node one of k colors. A k-coloring is called proper, if

c(v) = c(w) ⇒ (v, w) /∈ E.

In other words, a proper k-coloring is a partition of V into k independent
sets.



Chapter 1

Sorting with Objectives

In the classic algorithmic field of sorting, algorithms are designed to conduct
basic operations on data within an abstract machine, such that any permuta-
tion of items given as input is output in correct order. As in other algorithmic
disciplines, the performance of such algorithms is typically phrased in terms
of comparisons and memory usage, and their analysis focuses on worst and
average cases.

Sorting frequently plays an important role in logistics and production
planning, where work pieces are required to be transported or processed in
a certain order. In fact, most types of storage facilities can be viewed as a
means of sorting. Work pieces arrive for storage in a certain permutation,
and are later requested in a certain production or transport order, generally
a different permutation. Examples of such sorting machines include, but are
by far not limited to, high rack warehouses in distribution centers, different
types of marshaling yards in rail car classification, buffers to reorder work
pieces in paint shops, and other intermediate storage facilities in between
production steps in any multi-variant multi-step production process. In many
such applications, reordering work pieces is costly and time-consuming, so
efficient sorting is a key ingredient to optimizing overall performance of an
entire system.

Furthermore, on any production line, the order in which work pieces are
processed plays a crucial role for the efficiency of the production process. On
the one hand, this production sequence may have direct consequences like
necessitating setup time in between consecutive work pieces. On the other
hand, it also impacts further planning steps, like the scheduling of assembly
time or setup work. In contrast to the question how to sort most efficiently,
the question here is into which order to sort for optimal performance. In
the remainder of this chapter, we will elaborate on these two very different
objectives of sorting.

9



10 Sorting with Objectives

1.1 Sorting Machines

We commence this section by giving a more formal description of our general
model for sorting.

Definition 11. A sorting machine S comprises

• a set of possible operations M with resource usages rm, m ∈M ,

• a sortation function s : {(m1,m2, . . . ) : mi ∈M} −→ Π

describing the effect of any sequence of operations on the input permutation,
w.l.o.g. the identity.

Thus, performing a sequence of operations A := (m1,m2, . . . ) in S results
in the output permutation

π = s(A)

under resource usage

r(A) :=
∑
m∈A

rm.

Quite naturally, a sorting machine will most oftenly be defined implicitly by
a formal description of the (physical) sorting system and the related resource.

The standard view on sorting algorithms is unfit to address sorting ma-
chines for two reasons. Firstly, comparisons and memory usage will rarely be
appropriate terms of resource usage in this more general setting. Secondly,
worst and average case analyses say nothing about the actual efficiency of
sorting one specific permutation: The resource usage assessed therein could
well occur for every single permutation, even for those not requiring any re-
sources at all when handled intelligently by the given sorting machine. This
leads to the following definition regarding an objective for sorting.

Definition 12. For a sorting machine S = (M, s), an optimal sortation of
a permutation π is a sequence of operations

A∗π := (m1,m2, . . . ),mi ∈M

such that
r(A∗π) = min

A: s(A)=π
r(A).

Operations research literature abounds with logistic problems which may
be formulated in terms of sorting using specific sorting machines: Problems
in the logistics of steel making are considered in [60, 73, 100], [38, 96] describe
similar applications in container terminal operations, and questions in train
marshaling are treated in [17, 34], just to name a few.
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Another important application of very specific sorting machines is molec-
ular biology. Here, the distance between two genomes represented by two
permutations is measured as the minimum number of certain basic oper-
ations necessary to transform one into the other. The ensuing problem of
optimal sorting by basic operations is of interest in its own right, and has been
widely addressed in terms of combinatorial theory. Basic operations consid-
ered include reversals [69, 27], transpositions [8], and block-interchanges [30].
For a comprehensive overview, see also [105] and the references therein.

Note that our very general notion of sorting machines naturally includes
all of the above models for optimization in sorting as special cases.

1.2 Sequence-Based Optimization

In industrial applications, the planning of all details comprising even a single
production step is often too complex to be treated as a whole. A common
approach to deal with this intractability is to decompose the planning process
into several steps performed subsequently. The first decision made is often for
the order in which work pieces are processed. Then, based on this sequence,
another optimization problem needs to be solved.

In this situation, it seems natural to ask for an order of work pieces,
or a permutation, which allows for the best possible optimal value of the
subordinate optimization problem. We capture this notion of sequence-based
optimization as follows.

Definition 13. Let P denote an optimization problem. For a mapping P,
assigning an instance Pπ of P to every permutation π ∈ Πn, we say it gen-
erates P from Πn. We denote the optimal objective value of Pπ by

c∗(Pπ).

Note that in the easiest case, when the entire production plan is specified
by a sequence alone, the optimization problem Pπ is trivial, since it merely
amounts to computing the objective value of π.

Yet, as detailed in Section 1.1, the logistics providing work pieces to a
production step in a certain fixed order are a source of cost as well. Thus,
there is a trade-off between demanding a good sequence for detailed produc-
tion planning on the one hand, and minimizing the logistic cost of providing
it on the other, motivating the following integration of both optimization
goals.
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1.3 Integrated Model

In order to combine the notion of using a sorting machine S from Section 1.1,
and sequence-based optimization as described in Section 1.2, we will proceed
to view both the minimal resource usage for sorting a permutation π, and
the optimal value of the resulting instance Pπ of optimization problem P , as
objectives of an integrated model as illustrated in Figure 1.1.

Definition 14. Given a sorting machine S and a mapping P generating P
from Πn, the sorting objective of a permutation π ∈ Πn is

σ(π) := r(A∗π) + c∗(Pπ),

where A∗ denotes an optimal sortation for π by S.

Assuming we can find optimal sortations for S, and know how to solve in-
stances of P , the only variable of our model is π.

optimal sortation
A∗π Pπ

optimal solution of

sorting objective
σ(π) = r(A∗π) + c∗(Pπ)

sorting machine S instance Pπ of Pπ

Figure 1.1: An illustration of the integrated model for sorting with objec-
tives. Blue arrows depict optimization logic: For a permutation π—the only
variable of the model—a sequence of operations A∗π for the sorting machine
providing π, as well as a solution to the resulting instance Pπ of the sequence-
based optimization problem are sought. Both the optimal resource usage for
sorting r(A∗π) and the optimal cost c∗(Pπ) contribute to the sorting objective
σ(π). Black arrows depict typical application logic: Work pieces are provided
by S in the order of π and processed according to a plan given by the solution
of Pπ.
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Definition 15. A permutation π∗ ∈ Πn is optimal regarding sorting objec-
tive if

σ(π∗) = min
π∈Πn

(r(A∗π) + c∗(Pπ)).

Unfortunately, finding good sortations turns out to be very challenging,
even for rather basic sorting machines, as we will see in Chapter 3. Addition-
ally, most optimization problems occuring in practical production planning,
like the one studied in Chapter 6, are known to be hard from a computational
point of view, whether they are sequence-based or not. Still, we initiate re-
search on this general model by an in-depth study of two somewhat related
examples of the different notions of objectives for sorting from industrial
practice in this thesis. We briefly introduce them in Section 1.5, and they
are thoroughly described in Chapters 2 and 5. Finally, in the summary of
the thesis, we give an outlook on how the approaches to solve the two prob-
lems, described in Chapters 4 and 7, could principally be combined in further
research in order to yield a solution scheme for the integrated optimization
problem.

1.4 Related Research

In the past, research in applied optimization has made great progress in
modeling and solving problems on a large scale as demanded by industrial
applications. However, optimization models still often have a rather isolated
character, while complex processes in the industry are highly integrated. For
instance, production plans in an assembly process may be optimized, while
the logistics of parts delivery are considered separately, or not optimized at
all. Mostly, such isolated models incorporate their surrounding environment
by artificial additional constraints, e.g., by specifying a delivery capacity
which is expected of upstream logistics.

In an ongoing quest to represent industrial applications more realistically,
more integrated optimization approaches have been proposed. In particular,
there are a host of optimization problems sharing our model’s bilevel charac-
ter. Examples include mechanism design [84] and Stackelberg models [87] in
game theory, or two-stage models in stochastic integer programming [92]. In
the remainder of this section, we will briefly describe two other such bilevel
models, which are strikingly similar to our integrated model in character, yet
neither special cases nor generalizations thereof.
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1.4.1 Bilevel Optimization

A viable alternative to the abovementioned approach of modeling an envi-
ronment by constraints is to require it to operate optimally. This leads to
the notion of bilevel optimization introduced in the 1970s [24], where vari-
ables of a model are constrained to the set of optimal solutions of an inner
optimization problem. Bilevel optimization, traditionally rooted in the non-
linear optimization community, has received renewed attention in the past
decade, not least due to its ability to yield more realistic models in applied
optimization, and also the improved ability of solvers to deal with huge mod-
els. An extensive overview of recent publications on the topic is given in [40].
Applications include machine learning [12], model selection [11], and also
game theory [76], where equilibrium constraints can be modeled as an inner
optimization problem.

Following [40], a bilevel program has the form

min F (x(y), y) (1.1a)

s.t. G(x(y), y) ≤ 0 (1.1b)

H(x(y), y) = 0 (1.1c)

x(y) ∈ argminx{f(x, y) : g(x, y) ≤ 0, h(x, y) = 0} (1.1d)

x ∈ Rn (1.1e)

y ∈ Rm, (1.1f)

where G, H, g, and h are vector valued functions. The similarity of problem
(1.1) to our model from Section 1.3 is immediate: As in (1.1d), we require
the sorting machine to provide a permutation π with minimal resource usage,
while minimizing the joint objective

σ(π) := r(A∗π) + c∗(Pπ),

resulting from the resource usage in sorting, as well as the optimal cost of the
optimization problem depending on π, similar to (1.1a). Due to the variabil-
ity of our sequence-based optimization instance Pπ, and also the generality of
sorting machines, however, our model certainly does not qualify as a special
case.

1.4.2 Traveling Salesman Problems with Stacks

Another very recent strand of related research is a generalization of the clas-
sic traveling salesman problem, the double traveling salesman problem with
multiple stacks (DTSPMS), originally introduced in [85]. Here, two tours
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in two different networks of equal size have to be planned simultaneously.
Each node in the first, the pickup tour, is matched with a node in the sec-
ond, the delivery tour. All pickups precede all deliveries, items are stored
intermediately on k stacks, and both tours start from a fixed depot.

In the standard version of the problem, items cannot be relocated between
pickup and delivery. Hence, a pickup and a delivery tour are compatible, if
and only if items can be placed on stacks during pickup such that the delivery
tour respects the last-in-first-out constraints induced. When numbering the
nodes of the pickup tour in order, the delivery tour naturally defines a unique
permutation. It is not hard to see, that two tours are compatible, if and only
if the permutation graph resulting in this manner has a proper k-coloring,
which can be decided efficiently. The complexity of the problem has been
studied in [28] and [102], and heuristic [28, 45, 85] as well as exact [75]
solution approaches have been proposed.

Generalizing the standard DTSPMS, it would seem natural to consider
variants of the problem, where relocation of items in between the pickup and
delivery tours, or even in between single pickups and deliveries, is allowed.
These variants exhibit notable similarity to our model from Section 1.3. Spec-
ifying the resource usage of relocation operations defines a type of sorting
machine, and fixing one of the tours would give rise to the sequence-based
optimization problem of finding the best compatible other tour. Yet again,
these problems would neither be special cases nor a generalization of our
sorting with objectives. On the one hand, the natures of the sequence-based
optimization problem and the sorting machine are rather restricted, but on
the other hand their interaction is a lot tighter than in our model.

1.5 Applications in Steel Production

One industry abounding with optimization tasks fitting our most general
model is integrated steel production. Steel manufacturing, a prime exam-
ple of a highly complex and algorithmicly extremely demanding application
environment for mathematical optimization, plays a key role in many indus-
trialized countries’ economies. The steel making process comprises making
iron from ore, converting it to liquid steel, solidifying it to slabs in the casting
process, and finally rolling finished product shapes like tubes, beams or sheet
metal coils from it. In the process, each intermediate may undergo a number
of further processing steps like surface refinement, cooling, re-heating, and
many more.

When continuous, or strand casting was introduced on an industrial scale
in the 1950s, it became possible to commence processing casted steel slabs
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before they cool down completely, creating the possibility for huge energy
and thus cost savings by performing all the above production steps on one
production site and avoiding as much of the previously needed re-heating
as possible [99]. Naturally, the benefits of this integrated steel production
process depend largely on how quickly products move through the production
system.

Product portfolios of today’s steel makers are enormously diverse: A fin-
ished steel product is characterized, among other things, by the type of steel
used for it, the physical dimensions of the finished product, its strength and
grade of surface quality, which are both codetermined by the processing steps
applied to the slabs and their parameters, and finally its surface finishing.
Each of the many processing steps involved poses a highly non-trivial opti-
mization problem in itself, and even with today’s state-of-the-art operations
research methodology, this entire process is far too complex to be planned
in an integrated manner. In practice, the different stages are considered
hierarchically, and much planning is still essentially done manually.

Naturally, every processing step has very different rules governing in
which order products are processed best, hence intermediate storage in be-
tween processing steps becomes necessary. In order to use storage space
more efficiently, slabs or coils are usually stacked up to twelve tiers high,
severely restricting access to them, and making on-site logistics a significant
cost factor, or even a production bottleneck in some cases. So clearly, an
integrated view on sequencing and scheduling for a production step on the
one hand, and its preceding logistics system on the other as proposed in Def-
initions 14 and 15, could activate optimization potential inaccessible when
considering them separately, and may constitute an important step towards
the integrated optimization of a whole production system.

In Part I of this thesis, we focus on computing optimal sortations in slab
storage systems, occurring throughout the integrated steel production pro-
cess, which can be modeled appropriately as sorting machines comprised of
networks of stacks, as detailed in Chapter 3. In Part II, we deal with sequenc-
ing and scheduling problems arising in the final production step, the surface
finishing of steel coils. Here, we place special emphasis on concurrent setup
scheduling, a planning problem whose instances result from the sequence in
which coils are processed as described in Chapter 5.

Our studies of both of the above special cases of sorting with objectives
are based on actual industry cooperations. We describe the applications in
great detail, devise appropriate mathematical models, provide strong hard-
ness results, and finally develop algorithms suitable for day-to-day use in
the respective production environments. In the design of the heuristics used
therein, we rely on insights about the mathematical model obtained through
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a rigorous theoretical analysis of the problem at hand. Finally, we are able
to compute instance-dependent lower bounds using mixed integer program-
ming models of combinatorial relaxations, proving the heuristic solutions
computed to be near-optimal.





Part I

Sorting with Stacks: Slab
Logistics
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Chapter 2

Slab Logistics in
Integrated Steel Production

We commence this chapter with a brief introduction to the on-site logistics of
integrated steel production. The important subproblem of transport planning
in slab yards is the subject of an industry cooperation described in Section 2.3,
and serves as motivating application for the mathematical optimization model
devised in Section 2.4. We conduct an in-depth theoretical study of the model
in Chapter 3, and present a solution scheme, together with computational
experiments including lower bounds, in Chapter 4. Some of the work in this
chapter, particularly the model described in Section 2.4, is published in [73].

Acknowledgment: Much of the insight into integrated steel production,
the logistics involved, and especially slab yard operation serving as a founda-
tion of this chapter, was gained in countless personal discussions with knowl-
edgeable practitioners from various steel plants, as well as experts from con-
sulting firms well familiar with the steel industry. Conversations took place
during special interest workshops and symposia, within the bidding process
for optimization projects, and naturally within the industry cooperation de-
scribed in Section 2.3. The information gained therein is used in this chapter
without further reference.

During the better part of the integrated steel production process, steel is
handled in the form of slabs, bars of up to twelve meters length and thirty tons
weight. After being cast in the strand caster, slabs undergo many different
processing steps, like heat treatment and surface refinement, before they are
finally rolled into the shape of the finished steel product, like tubes or coils.
Quite notably, each slab is commonly assigned to a customer order before it
is even casted, and is thus individual.

21
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Many of these various production steps are highly complex tasks, which in
order to be performed economically require careful planning [99]. The most
prominent examples include the operation of the strand caster supplying
slabs of different materials and quality grades in a batch process, as well as
the hot-rolling mill, producing the full range of product shapes offered. Both
incur significant maintenance and setup cost, and good sequencing is the key
to cost-efficient operation. In between subsequent production steps, slabs are
brought to storage areas, so-called slab yards, where they are piled on stacks
in order to cope with scarce storage space, see Figure 2.1.

Figure 2.1: Stacks of slabs in a slab yard. Each slab is uniquely identified by
the number imprinted on its front side.

As already detailed in Section 1.5, these slab yards play an important role
in the integrated steel production process. Since efficient operation generally
dictates different processing sequences in subsequent production steps, inter-
mediate storage of slabs is inevitable. At the same time, slab yards often
pose a major bottleneck in production since stacks impose severe restrictions
on the access to slabs. In order to move a slab in a stack, all slabs above it
must be moved first, a very time and energy consuming process. It is thus
not exaggerated to state that efficient slab logistics are a key ingredient to
efficient operation of the integrated steel production process as a whole.

With regard to this fact, it might seem surprising that transport plan-
ning in slab yards is still virtually always done manually. In many cases,
transport dispatchers have recently been provided with computer-aided sys-
tems visualizing slabs in the yard as well as scheduled incoming and outgoing
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slabs. Such systems could also provide a good data basis for the automatic
generation of transport plans. From the optimization perspective, however,
transport planning in slab yards exhibits some particularly demanding chal-
lenges, which may well be a reason for the widespread absence of optimization
systems in this field today.

2.1 Objective & Challenges

The purpose of any slab yard is to accept slabs arriving from previous pro-
cessing on the one hand, and to provide them to the subsequent on the other.
The most important goal in its operation is to achieve both in a reliable and
timely manner: If a yard is unable to accept slabs, or provide them on time,
production in the preceding (or successive) lot has to decelerate, or even stop.
The cost of such an interruption of production can be immense. E.g., if a
strand caster would ever have to be stopped, this multi-million dollar device
would have to be replaced completely, causing weeks of production standstill
on top of that.

Naturally, in day-to-day production, such catastrophic standstills do not
occur frequently. However, in any attempt to increase a plant’s production
capacity, i.e., its throughput, slab yards eventually become a limiting factor,
since space is usually scarce and the size of slab yards can hardly ever be
increased as desired. In this situation, improved slab logistics may enable
an increase in throughput, which would not be possible without. Hence, the
optimization of transports in slab yards is an important factor co-determining
the potential for capacity enhancement of a steel plant.

The resource whose usage determines whether a slab yard can provide a
certain throughput is clearly its transport execution system, usually compris-
ing one or more cranes. Consequently, if the strain on the transport system
caused by the sorting process is reduced, the throughput potential of the yard
increases. Practitioners agree that the maximization of the throughput po-
tential of a slab yard, i.e., the minimization of transport requests necessary
for sorting, appropriately addresses practical optimization needs.

With timing playing such an important role, it becomes evident that an
optimization model will have highly dynamic character. The time necessary
for transports needs to be regarded precisely in order to ensure that solutions
fulfill all timing requirements of slabs provided and accepted by the yard.
Another challenge is the varying geometry of slabs, as this results in stacking
constraints: Certain slabs may not be placed on top of other slabs, e.g., if
they are much longer or wider than the slab below.

A major issue in automatic transport generation for slab yards in general



24 Slab Logistics in Integrated Steel Production

is also data uncertainty. Firstly, there is the possibility of sudden changes in
production plans not uncommon in an industrial environment. Such changes
result in different input or output sequences at the slab yard, so in addition
to having to replan future transports, all transports carried out so far, and
hence the entire state of the slab yard, may turn out to be unfit to serve the
new sequences. Furthermore, the dynamics of the problem on the one hand,
and the varying geometry of slabs on the other, make for another source of
uncertainty: At the beginning of any crane transport, slabs need to be picked
up by the crane, and depending on the geometry of the slabs on the stack, this
may be more, or less difficult. Frequently, a crane may need several attempts
in order to securely grip slabs, significantly increasing the time needed for
such transport. In fact, practitioners often mention the unpredictability of
transport times as the main obstacle for reliable transport planning.

All in all, these issues add a certain online character to the problem: Since
the sequence demanded at the output, as well as the time needed for certain
transports, may change unexpectedly, it would be unwise to rely on solutions
which sacrifice a sense of flexibility for the best possible objective. Rather,
good solutions also providing some adaptability to a possible change in data
should be sought. These ideas will play a prominent role in the design of the
solution approach in Chapter 4.

2.2 Types of Slab Yards

Slab yards can be very different in character, largely depending on their
position and purpose within the integrated production system. Some of the
most important criteria are listed in Table 2.1.

Criterion Possibilities

average slab dwell time one hour to several weeks
capacity in slabs 200–5000
maximum stack height 8–16
incoming slabs sequence or batch delivery
outgoing slabs sequence or batch pickup
means of transport crane (single or multiple slabs), straddle carrier
concurrent transports 1–7

Table 2.1: Major classification criteria for slab yards.

As detailed in Section 1.5, a major goal in integrated steel production is
to move slabs though the entire production process as quickly as possible,
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mainly to keep reheating to a minimum, saving cost and improving quality. In
most plants, however, this goal can only be realized for a certain percentage
of the production output, called the hot-charging rate. For any slab, it is
known at the time it is casted whether it is intended for hot-charging. For
these slabs, timing constraints are especially tight, and much attention is
payed to the efficiency of their logistics. For the remaining, i.e., cold-charged
slabs, it is not uncommon to remain in storage for extended periods of time
in between production steps. Hence, storage facilities can roughly be divided
into cold and hot slab yards.

Hot yards are typically located right in front of, or right behind a produc-
tion facility. A typical example is the slab yard at the strand caster. It may
have a capacity of around twenty stacks, i.e., just over two hundred slabs.
Freshly casted slabs arrive at the yard on a roller table, and are picked up
later from designated locations in the yard by straddle carriers in batches
of up to five. One or more cranes conduct slab transports, and particularly
need to respect tight time windows picking up slabs from the roller table:
When a new slab leaves the casting strand, the roller table must already have
advanced to make room for it, so any slab at its yard end must be removed
by then. On the other hand, the order of slabs in the batches picked up from
the yard by straddle carriers is rigidly prescribed by the production sequence
of the successive processing step, and of course there are timing constraints
to be respected here as well. Thus, slabs in the yard must be sorted quickly.

Not seldomly, production plans are synchronized tightly, so a crane can
move slabs from the roller table directly to a straddle carrier’s designated
pickup location, while the maximum dwell time of a slab in this yard is no
more than a few hours. Slab storage in front of a production facility, like the
yard at the hot-rolling mill, exhibit similar characteristics, with the roles of
incoming and outgoing slabs reversed.

Cold yards, on the other hand, often serve less specific purposes. Fre-
quently, cold-charged slabs are not yet regarded in production planning of
subsequent steps when casted. They may be stored in cold yards for up to
several weeks, until their customer order’s due date approaches, or they fit
especially well into production planning. Cold yards are usually significantly
larger than their hot counterparts, with up to several hundred stacks contain-
ing several thousand slabs. Delivery and pickup mostly occurs in batches,
often on trailers which collect or deliver cold slabs at different facilities of the
plant. While transport planning in cold yards is not as time-critical, their
sheer size poses a different kind of challenge in optimization.

Regarding means of transport in both types of yards, there may only be
one, but in some cases up to seven cranes for moving slabs. These cranes
are most often still operated manually, even though fully automatic cranes
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are not unheard of anymore. Cranes can be magnetic or mechanic, and they
can be capable of lifting only one, but also up to five slabs at once. In
rare cases, cold yards are not equipped with crane systems, so transports
within are performed by straddle carriers. Due to their high maintenance
cost, transport optimization becomes even more important in this case.

(a) (b)

Figure 2.2: Different means of transport for slabs: (a) a mechanic crane
which can only lift one slab at a time, (b) a straddle carrier carrying five
slabs.

Other properties of slab yards include maximum stacking height, ranging
from ten to twenty slabs, and the general layout of the storage area. Nev-
ertheless, the core challenge in all of them, namely utilizing the available
stacks such that the implied access restrictions inhibit material flow as little
as possible, is common to all types of yards.

When there are multiple cranes operating in one yard, using them in
parallel as efficiently as possible becomes a scheduling challenge of its own,
which is not treated in the present work, since the main focus here are the
restrictions on sorting implied by stacks. As detailed in Section 2.3, parallel
cranes also do not play a crucial role in the related industry project.

2.3 Industry Project

The model presented in Section 2.4, together with the solution scheme and
lower bounds in Chapter 4, are motivated by an optimization project for
the slab yards at the integrated steel plant of voestalpine [106], a big steel
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producer in Linz, Austria. This collaboration was initiated and coordinated
by PSI Business Technology (PSI-BT) [86], a software company specializing
in planning software for logistics and production processes in steel plants.
Simultaneously, possibilities for other, similar projects were investigated and
discussed with potential partners from the steel industry, fertilizing our ef-
forts regarding the generality of our model, as well as our solution approach.
However, confidentiality agreements prevent us from providing more details
regarding the latter cooperations.

The driving force behind the voestalpine project was an effort to increase
throughput capacity at plant level. It was assessed that slab logistics were
likely to become a bottleneck in the process, so the introduction of an ad-
vanced warehouse management system at the most important slab yards was
pursued. Within this context, the potential of transport optimization at slab
yard level was to be analyzed.

Goal of the project was the development of an optimization model and
an algorithm fit for day-to-day use in transport dispatchment, a software
prototype demonstrating the feasibility of the approach, and last but not least
the computation of instance-dependent lower bounds, providing a proof of
the quality of the solutions obtained. The results obtained were to be general
enough to be applicable to different types of slab yards.

A hot slab yard at the strand caster, and a typical cold slab yard holding
many hundreds of slabs were selected as examples representing this spectrum.
Both yards are served by a single crane, so the difficulties which would ensue
in scheduling parallel transports could be avoided in this project. We were
provided with test data containing detailed descriptions of yard layouts and
transport times, and typical delivery and pickup times for slabs. A more
detailed description of the yards and our test data is given in Chapter 4.

In discussions with practitioners at voestalpine, it turned out that in the
mainly manual planning process in place today, transport planning in hot slab
yards already impacts production planning for subsequent processing steps
to some degree. If the transport dispatcher determines from experience that
it will be difficult to provide slabs as demanded, the planner for subsequent
processing may slightly adopt the planned production sequence in order to
facilitate the sorting process at the slab yard. In a sense, this reinforces the
practical relevance of our integrated model for sorting with objectives defined
in Section 1.3.

We proceed to describe our optimization model in Section 2.4, and present
our algorithm with lower bounds, together with a computational study based
on project data in Chapter 4. The results of our work were received enthusi-
astically by both voestalpine and PSI-BT. However, for reasons undisclosed,
no efforts have been made so far to introduce transport optimization in pro-
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duction practice.

2.4 Optimization Model

We keep our problem formulation general enough to provide a concise, theo-
retically interesting problem class, but still specific enough to be applicable
to different industrial scenarios, in particular transport optimization in the
example slab yards described in Section 2.3. To the best of our knowledge,
no general and versatile problem formulation like ours has been presented
before, let alone solutions to them of proven quality.

Mathematically speaking, slab yards perform sorting with stacks, and in
the corresponding optimization problem, the goal is to minimize the number
of movements of an item from one stack to another, called shuffles. We
formally describe the problem as follows.

Incoming items. We have a set I of incoming items arriving on m par-
allel inputs over time. Each item i ∈ I is associated with a time window
[ri, di] ⊆ R+; ri is the release time and di the due time of item i. An item
i must be removed from the input within its time window. We may either
move it to one of the k buffer stacks or directly to one of the target stacks
defined below. Time windows of slabs arriving at the same input are disjoint,
i.e., at most one item is available at every input at a time. Thus, the items
at each of the inputs can also be interpreted as an input permutation.

Buffer stacks. Let S := {S1, . . . , Sk} be a set of k buffer stacks. Stack
S ∈ S can hold up to h(S) items. We write i  S j if and only if i lies, not
necessarily directly, on top of j in S. We use the same notation for the target
stacks defined below. An allocation of items to stacks C := (S1, . . . , Sk) with
their respective positions is called a configuration. The initial configuration
C0 need not be empty. The set of items that are allocated to the buffer stacks
in C0 is denoted by J . The entire set of items is thus V := I ∪ J , and we
define n := |V |.

Stacking constraints. Items may not be placed arbitrarily on top of each
other. We model stacking restrictions by a conflict graph: Let G := (V,E)
be a directed graph with vertex set V = I ∪ J and arc set E. Item i ∈ V
cannot be placed directly on top of item j if and only if (i, j) ∈ E. We call a
configuration C = (S1, . . . , Sk) feasible if every buffer stack S ∈ S contains
at most h(S) items and for all i, j ∈ V such that i lies directly on top of j,
we have (i, j) /∈ E. We assume that the initial configuration C0 is feasible.
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Target stacks. We are given a set T := {T1, T2, . . . , T|T |} of target stacks.
Each target stack

Ti :=
(
Ti1, . . . , Ti|Ti|

)
specifies an order (from first to last) in which the respective items have to be
collected. Every item i ∈ V occurs in at most one target stack; define ti ∈ T
as i’s target stack and let ti := ∅ if no such target stack exists. Items for no
more than w target stacks may be collected in parallel, capturing the notion
of limited space in the exit area of the buffer.

Once we have started collecting items for a target stack, we may only move
away, or dispose, this target stack when all of its items have been collected.
Additionally, the order in which we dispose target stacks must obey prece-
dence constraints defined by a partial order ≺T on T . If T1 ≺T T2 for target
stacks T1, T2 ∈ T , then T2 can only be disposed after T1 is disposed. This es-
sentially reflects the fact that target stacks destined for the same subsequent
processing step need to obey a strict order, while production sequences for
several subsequent processing steps may be compiled simultaneously.

Moves and objective. We have four possible kinds of moves; (a) an item
can be moved from an input to a buffer stack, (b) from an input to its target
stack (a direct move), (c) from the top of a buffer stack to the top of another
buffer stack (this is called a shuffle), and (d) from the top of a buffer stack
to a target stack.

A move is feasible if it respects all the conditions, like time windows,
height bounds, stacking conflicts, accessibility of target stacks, etc. defined
above. Transport times are known, but important for feasibility only, since
they are small compared to pickup and drop-off times for items. Thus, our
goal is to build all target stacks with a minimum number of feasible moves,
starting from the initial configuration C0. Naturally, this includes determin-
ing the exact order in which target stacks are started and disposed. The
feasibility version asks whether some feasible sequence of moves exists to
build all target stacks.

Practical stacking problems have received much attention in literature,
like in steel production [60, 100], container terminals [38, 96], in the very
general area of generic planning problems [47], and several more. All of
these papers significantly simplify the problems, in particular the precedence
constraints implied by stacking. Methodologies applied range from simu-
lated annealing [60], simulations [38], genetic algorithms [100], state space
evaluations [21, 78], but to the best of our knowledge, no principally exact
approaches have been suggested.
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Further related work deals with assigning trains [34] or trams [17] to tracks
of a switching yard or depot, parking buses in parking lots [48], and stowage
planning for container ships [6]. All of these ask whether it is possible to
assign items to stacks such that items can be retrieved in a desired order—
without any shuffles at all. So even though shuffles are a natural part of real
life stacking, the question of sorting with few shuffles, which would model
many of the above applications more accurately, was completely ignored.

Before we proceed with the description of our practical solution scheme,
we will define a more abstract version of the problem in the next chapter.
Stripping the problem of some of its details, important only for the industrial
application, will enable us to conduct a mathematical study of the core of
the task, namely sorting with stacks.



Chapter 3

Sorting with
Networks of Stacks

Motivated by the application-driven model in Chapter 2, we now study stack
sorting in a more abstract context in an effort to identify and understand the
core difficulties of sorting with stacks. This point of view is closely connected
to Chapter 1: Section 3.1 precisely defines a sorting machine in terms of
operations, resource usage, and an implicitly defined sortation function as
in Definition 11. After a detailed description of the model in Section 3.1,
we summarize related work in Section 3.2 before describing our own results.
Some of the work in this chapter appears in [72].

Stacks, as a fundamental data structure, play an important role in theore-
tical computer science, artificial intelligence, and combinatorial optimization.
Sorting, on the other hand, is a classic theme at the foundations of algorithm
design. It is apparent that the last-in-first-out (LIFO) restriction stacks im-
pose on their access is a major issue when using them for sorting. Additional
important restrictions, well motivated from practice as well, include limited
stack height and constraints as to which items may not be stacked directly
on top of each other.

Early works in stack sorting date back to the 1970s: Knuth introduced the
idea of stack sorting using the language of railway sidings [70]; he partially
characterized permutations which can be sorted using k stacks in series.
Tarjan extended these ideas to sorting with acyclic networks of stacks (and
queues) [101]. Even and Itai considered the sortability of permutations using
k parallel stacks [44]. They related this question to the problem of deciding
k-colorability of circle graphs. Based on these early results, a whole branch
of research in the theory of permutations ensued, attempting to characterize
permutations which are stack sortable in certain settings. Since results in
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the very general model of Tarjan proved very difficult to obtain, literature
has focused on special cases where the configuration of the stacks is very
restricted [70, 44], certain simple algorithms are assumed to be used for
sorting [108], or additional constraints regarding the order of items on the
same stack are imposed [5]. This point of view on stack sorting is surveyed
by Bóna in [19]; he also states, that “virtually nothing can be proved” for
general networks of stacks.

3.1 Model

A more formal definition of Stack Sorting, roughly following [101], is as
follows. In an instance (G, π), we are given a directed graph G = (V ∪
{s, t}, E) where s has no in-, t has no out-edges, and each v ∈ V represents
a stack Sv. To avoid trivialities, we assume throughout this chapter that
any v ∈ V is on an s-t-path in G, and (s, t) /∈ E. An input permutation
π = π1π2, . . . , πn of items 1, . . . , n is given at s and has to be sorted, i.e., all
elements of π have to pass through the system of stacks and arrive at t as the
identity permutation. When items leave (arrive at) a node v ∈ V , they are
popped from (pushed to) Sv, i.e., items may only leave a node in the reverse
order they arrived. We will refer to |V |, the number of stacks in the network,
as k. Naturally, items may only leave s in the order prescribed by π.

A solution consists of a sequence ` ∈ E2n+K of edges, such that moving
the items along them in the order of ` results in all items arriving at t in
correct order. Whenever an item moves in between stacks, i.e., along an arc
(v, w) ∈ V × V in the network, we say it is shuffled. We ask: Can we move
items through G such that all items arrive at t in correct order using no
more than K shuffles? The optimization version of the problem naturally
aims for the smallest possible K for which the answer to the above question
is positive. In terms of sorting machines as in Section 1.1, any edge e ∈ E
defines an operation, while the corresponding resource usage is one exactly
if e is an inner edge, i.e., e ∈ V × V .

It is worth emphasizing, that all previous work on the theory of stack
sorting is concerned with the structural question of sortability of permuta-
tions only: In all of the above papers (and those which followed), the network
G was assumed to be acyclic, i.e., an item, once popped from a stack, may
never be pushed back to it again. Contrarily, our results take a primarily
algorithmic view on stack sorting: We allow G to have cycles and explicitly
capture the essence of shuffling items back and forth in between stacks, en-
abling the sorting of any permutation, as is required in practical stacking
applications.
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We summarize the classic results of Knuth [70] and Tarjan [101] in Sec-
tion 3.2. Then, we explain relations to graph coloring in Section 3.3. Based
on these concepts, we will proceed to present our own results: We prove
strong hardness results in Section 3.4, provide an approximation algorithm
in Section 3.5, and finally consider a generalization of the problem with sta-
cking constraints in Section 3.6. Finally, there is an interesting special case
of the various stack sorting models occurring, e.g., in some railway shunting
applications: It may be required for all items to be on stacks before the first
item may leave them. This restriction is often called the “midnight con-
straint” [34], for it resembles the situation at a train night depot in between
the last arrival of a train in the evening and the departure of the first train
in the morning. We consider this case in Section 3.7.

Our results have direct consequences for our algorithmic choice in Chap-
ter 4 for the solution of the practical problem from Chapter 2, as well
as for other stacking applications from operations research literature, e.g.,
[6, 17, 34, 48, 73]. They also generalize or strengthen results for blocks world
models in artificial intelligence [55, 83], as we will conclude in Section 3.8.

3.2 Acyclic Networks: Stacks in Series

In this section, we summarize classic results regarding the sortability of per-
mutations using networks of stacks which do not contain cycles. In such
networks, once an item is popped from a stack, it can never be pushed to the
same stack again. While the practical relevance of this model is limited, it is
well suited to gain first insight into the basic mechanisms of stack sorting.

While most of this section is dedicated to the case when G is a network
of stacks in series, i.e.,

V := {v1, . . . , vk},
E := {(s, v1), (vk, t)} ∪ {(vi, vi+1) : i = 1, . . . , k − 1},

the following simple observation applies to all acyclic networks of k stacks
with m edges, demonstrating their inherent limitations when used for sorting:
When a permutation of length n passes through G, we may at each step
choose an edge along which to move an item. This exactly specifies all
possible sortations. The number of shuffles for sorting a permutation of
length n is at most n(k− 1), since no stack can be visited twice by the same
item. Adding moves from s and to t, the permutation has passed through
G after no more than n(k + 1) steps. Hence, we can obtain no more than
mn(k+1) permutations of the input given at s. There are, however, n! distinct
permutations of length n, and for large n we have mn(k+1) < n!.
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Fact 1 ([101]). Given any finite acyclic network, there are infinitely many
permutations it will not sort.

Conversely, one may ask how many stacks in an acyclic network are
needed to sort any permutation of a given length. Knuth proved the fol-
lowing result for stacks in series:

Lemma 1 ([70]). Suppose permutations of length ≤ m may be sorted on k
stacks in series. Then permutations of length ≤ 2m may be sorted on k + 1
stacks.

Proof. We use the first k stacks Sv1 , . . . , Svk to sort the first m items of the
given permutation to stack Svk+1

such that they are ordered top to bottom.
Then, we use Sv1 , . . . , Svk to sort the remaining items in the permutation,
merging them with the items on Svk+1

while moving them to t.

This entails the following sufficient criterion for the number of serial stacks
necessary to sort a permutation of given length.

Corollary 1. Any permutation of length n may be sorted on log2(n) stacks
in series.

It is now only natural to ask for characterizations of permutations, which
can be sorted by a given acyclic network of stacks. Yet even for stacks in
series, this turns out to be a very challenging question. Let us first consider
the network consisting of just one stack. The following was stated by Knuth
in [70].

Lemma 2 ([70]). A permutation π may be sorted by one stack S, if and only
if there are no 0 ≤ i < j < k ≤ n with

πk < πi < πj.

Proof. Assume the later does not hold, so let 0 ≤ i < j < k ≤ n with
πk < πi < πj. Items πi and πj both need to be pushed to S, since πk needs
to arrive at t first, and i, j < k. But πj needs to be popped from S before πi
since i < j, so π cannot be sorted because πi < πj.

Otherwise, we have for all i < j with πi < πj, that there is no k > j with
πk < πi. This means whenever two items πi, πj are in correct order in π, πi
can be moved to t before πj is removed from s. Any two items in reverse
order in π can be pushed to S and popped from it later in correct order, so
π can be sorted.
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Considering sortability on two stacks in series already turns out to be a
much harder question. In fact, an efficient algorithm deciding the sortability
of a permutation on two stacks is still at large, and Bóna states that “it is
possible that this decision problem is NP-complete” [19]. However, Tarjan
has identified a shortest permutation unsortable on two serial stacks, proving
sortability of all shorter permutations by enumeration [101].

Lemma 3 ([101]). The permutation 2435761 is a shortest permutation un-
sortable on 2 stacks in series.

He also claims to have constructed a permutation of length 41 unsortable on
three serial stacks.

In view of the tremendous difficulties already encountered considering
sorting with stacks in series, much of the literature has retired to even more
special cases, which we shall briefly describe. In [5], it is required that all
stacks are always ordered, i.e., increasing from top to bottom. For two serial
stacks, it is proven that the number of sortable permutations is equal to the
number of permutations avoiding the pattern 1342, which are enumerated
in [18].

Most popular is an even more restricted model due to West [108], in
which a simple greedy algorithm is assumed to be used for sorting: The next
operation is always determined by identifying the first edge in G along which
an item can be moved, whilst maintaining the ordered structure of the stacks.
If no such feasible edge exists, an item is popped from the last stack to t.
Bóna [19] calls permutations sorted by this algorithm on k stacks West-k-
sortable. The exact number of West-2-sortable permutations of length n was
conjectured in [108] to be

W2(n) =
2(3n)!

(n+ 1)!(2n+ 1)!
.

This was finally proven in [109]. For general k, no sharp bounds for this
number are known to date [19].

3.3 Parallel Stacks and

Relations to Graph Coloring

We proceed to analyze another special case of acyclic networks, which will
also be relevant to our results for complete networks in Section 3.4 and Sec-
tion 3.5. When G is a network of parallel stacks, i.e.,

E := {(s, v), (v, t) : v ∈ V },
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items can be moved from the source to any stack, and from any stack to the
sink. Shuffles do not occur in this case, since no edges between stacks exist.
In this setting, there is an interesting relationship between the sortability of
permutations by such networks, and node coloring problems in graphs of a
specific structure, first described in [44].

A graph coloring is an assignment of colors to the nodes of a graph. We
call a coloring proper, if nodes which share an edge receive different colors; a
k-coloring uses at most k colors. A circle graph is a graph whose nodes can
be drawn as chords of a circle such that two chords intersect, if and only if the
corresponding nodes share an edge. Deciding whether there exists a proper
k-coloring for a circle graph is NP-complete for k ≥ 4 [103], and polynomial
algorithms exist for k ≤ 3 [104].

Based on [44], we now argue that deciding whether a permutation π can
be sorted by k parallel stacks is equivalent to deciding k-colorability of a
circle graph whose nodes correspond to the items in π [44]. First note that
the class of circle graphs is equivalent to the so called overlap graphs [49]:
Their nodes can be represented as intervals such that two nodes share an
edge, if and only if their corresponding intervals intersect, but none of the
two contains the other. When placing the start and end point of an interval
along a circle instead of a line, this defines a chord of the circle instead of an
interval on the line. Now the chords associated with two intervals intersect,
if and only if the nodes associated with the intervals in the overlap graph
share an edge. Hence overlap graphs are exactly the intersection graphs of
chords of a circle.

With the overlap graph representation in mind, the correspondence of
k-colorings to sorting with k parallel stacks becomes clear easily: For the
numbers in π, we define n intervals I1, . . . , In with unique start and end
points in a discrete set of 2n points in time. The position of the start point
of Ii in the linear order of all start points is determined by i’s position in π.
Immediately after the start of Ii, we insert the endpoints of all intervals Ij
for which j appears no later than i in π, in ascending order. These intervals
define an overlap graph, and when two of its nodes do not share an edge,
either their intervals do not intersect, or one of their intervals contains the
other.

For a k-coloring of the nodes of this overlap graph, we now associate one
stack with each color and push the numbers in π to the stack associated with
their color, popping numbers of the stacks in correct order whenever possible.
Numbers placed on the same stack may leave the stack in correct order
without blocking each other, exactly if all numbers assigned to it form an
independent set in the overlap graph: If two numbers’ intervals are disjoint,
one number arrives after the first has already left the stacks, and if one
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number’s interval contains the other’s, the numbers are pushed to the stack
in the reverse order they need to leave it. Hence, a proper k-coloring of
the nodes of the circle graph corresponds exactly to a possibility to sort the
underlying permutation using k parallel stacks.

If for an instance I = (G, π) of Stack Sorting, G has additional edges
in between the stacks, i.e., every stack is still connected with s and t and some
shuffles are possible, there is an analog correspondence between I and the
related circle graphs: An optimal solution to I exists and contains no shuffles,
if and only if the circle graph defined by π as above has a proper k-coloring.
Otherwise, in any k-coloring of the circle graph, monochromatic edges, i.e.,
edges with both endpoints in the same color, are unavoidable. The following
example, cf. Figure 3.1, illustrates the connection between circle graphs and
Stack Sorting. It also demonstrates that, quite counter-intuitively, while
a proper k-coloring of a circle graph does correspond to a solution to Stack
Sorting without shuffles, asking for a coloring with fewest monochromatic
edges is not the same as asking for few shuffles.
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Figure 3.1: Optimally sorting π = 24361875 with one shuffle using k = 2
stacks; (a) the circle representation of the permutation, (b) the circle graph
with a shuffle-optimal coloring of the nodes; (c) the assignment of items to
stacks before the shuffle, (d) the assignment after the shuffle and after moving
the first four items out, and all remaining items to the stacks.
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The circle graph in Figure 3.1(b) is clearly not 2-colorable. So obviously,
at least one shuffle is necessary. The improper 2-coloring of the nodes repre-
sents the sorting of the permutation on two stacks shown in Figures 3.1(c)
and (d), which has exactly one shuffle and thus is optimal. The coloring
has two monochromatic edges and is suboptimal in this sense: Changing the
color of node 6 from green (circle) to red (square) would yield a coloring
with just one monochromatic edge. However, the sorting of the permutation
implied by this new coloring would have at least two shuffles.

At the core of the relationship between monochromatic edges in a coloring
of a circle graph and the number of shuffles in sorting with complete networks
of stacks lies the following observation: Suppose in a k-coloring of a circle
graph, there is a color class with c nodes and many, say c−1, monochromatic
edges. Consider a stack containing the corresponding c items. On the one
hand, all monochromatic edges could be incident to the item on top of the
stack. In this case, shuffling this one item would, so to speak, resolve all c−1
monochromatic edges. On the other hand, each of the c− 1 monochromatic
edges could connect two neighboring items on the stack—in this case, at least
c
2

shuffles would be necessary. The point is that in a coloring, the number
of monochromatic edges for one color class does not depend on a certain
ordering of its nodes, while on a stack, the order of its items is the single
most important factor determining the number of shuffles necessary.

Yet, as we will see, the circle graph representation for sorting with com-
plete networks of stacks is useful for proving hardness of approximation for
Stack Sorting.

3.4 Hardness of Approximation in

Cyclic Networks

In this section, we show that it is NP-hard to approximate the minimum
number of shuffles in Stack Sorting within a factor better than O(n),
even when restricted to complete networks of a fixed number of stacks, i.e.,

E = {(s, v), (v, t) : v ∈ V } ∪ {(v, w) : v, w ∈ V }.

We start by studying the related Min k-Partition problem: Given an
undirected graph, we ask for a k-coloring of its nodes such that the number of
monochromatic edges is minimized. We first prove a strong inapproximability
result for this problem on circle graphs using ideas from [68], where the same
result was shown for dense graphs.
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Theorem 1. Let G be a circle graph. For any k ≥ 4, it is NP-hard to
approximate the minimum number of monochromatic edges γ(G, k) in a k-
coloring of G within O(n2−ε).

Proof. Let J = (H, k) an instance of the k-coloring decision problem for a
circle graph H = (V ′, E ′) with n nodes. Deciding if J is a yes-instance (which
is equivalent to deciding if the minimum number γ∗ of monochromatic edges
in a k-coloring of H is 0) is NP-complete. We will construct an instance
I = (G, k) of Min k-Partition where G is a circle graph with N nodes, such
that approximating the minimum number γ(G, k) of monochromatic edges in
a k-coloring of G within O(N2−ε) is equivalent to deciding γ∗ = 0, and thus
to deciding J . In other words, our construction will create a quadratic gap
in the possible optimal values of I, thus amplifying the hardness of deciding
J to the hardness of approximating the optimal value of I.

Let s := n
2
ε
−1. We construct G = (V,E) as follows:

V := {v1, v2, . . . , vs : v ∈ V ′},
E := {(vi, wj) : (v, w) ∈ E ′; i, j = 1, . . . , s; i 6= j}.

In terms of the chord diagram of the circle graph, we obtain G from H by
replacing each chord in H by s parallel chords in G. So G is a circle graph
with N := sn nodes and s2m edges.

Now every k-coloring c of G can be transformed to a coloring c′ in which
all copies vi ∈ V of a node v ∈ V ′ have the same color, without increasing
the number of monochromatic edges: For each v ∈ V ′, pick the vi ∈ V with
the fewest incident monochromatic edges and color all of v’s copies in vi’s
color. By this, it follows immediately that every optimal k-coloring c of G
either has no or at least s2 monochromatic edges: When there is at least
one monochromatic edge, compute c′ from c as described above. Let (vi, wj)
be a monochromatic edge in c′. Since all s copies of wj are neighbors of all
s copies of vi, there are at least s2 monochromatic edges. Furthermore, we
have

s2 = n
4
ε
−2 = n

2
ε
(2−ε) = N2−ε.

Now suppose there was an algorithm computing an O(N2−ε)-approximate
solution to I with γ monochromatic edges. Then, for large enough n,

• γ ∈ o(N2−ε)⇒ γ∗ = 0⇒ H is k-colorable

• γ ∈ Ω(N2−ε)⇒ γ∗ ≥ 1⇒ H is not k-colorable.

Thus, such an algorithm would decide J .
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We now establish some bounds relating monochromatic edges in the col-
oring of a circle graph and shuffles in solutions to the corresponding instance
of Stack Sorting.

Lemma 4. Let ` be a solution to an instance I of Stack Sorting with k
stacks requiring L shuffles. Let

c` : V ′ → {1, . . . , k}

be the coloring of the corresponding circle graph H = (V ′, E ′) obtained by
assigning each node the color corresponding to the stack its item was first
placed on, and let γ` denote the number of monochromatic edges in c`. Then,

γ` ≤ (n− 1) · L.

Proof. From the correspondence between H and I it is clear, that for each
monochromatic edge in c`, at least one of the items corresponding with its end
points must be shuffled from its original stack in order to move both items
to t in correct order. On the other hand, each item can only be incident to
at most n− 1 other items in H, so each shuffle can only “pay” for the need
to shuffle items of at most n− 1 monochromatic edges.

Lemma 5. Let c : V ′ → {1, . . . , k} be a coloring of a circle graph H =
(V ′, E ′) with γ monochromatic edges. Let I be the instance of Stack Sort-
ing with a complete network of stacks corresponding to G′. One can easily
obtain a solution `c to I with Lc = 2 · γ shuffles from c.

Proof. The construction of `c happens in phases. A phase p ends whenever
a prefix ap of the identity permutation of all items not moved to the sink yet
has been removed from the source, e.g., phase one ends immediately after
item 1 has been removed from the source. During each phase, items are
moved from the source to stacks as prescribed by c. When phase p ends, we
move all items in ap to the sink before continuing with the next phase: If
the item needed next, say i, is not on top of its stack, we shuffle away all
items above it to some arbitrary stack, move i to the sink, and then reverse
all shuffles.

Note that for any item j which has to be shuffled in order to access i, we
have i < j. On the other hand, when j was removed from the source, not
all items m with m < i had been removed from the source yet (otherwise
i would have been moved to the sink in a previous phase). So from the
correspondence between H and I, it is clear that (i, j) ∈ E ′, and this edge
is monochromatic in c since i and j are on the same stack. So for each two
shuffles in `c, there is a distinct monochromatic edge in c.
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We are now ready to proof the main result of this section.

Theorem 2. Approximating the minimum number L∗ of shuffles in Stack
Sorting within O(n1−ε) is NP-hard, even when restricted to complete net-
works of a fixed number of k ≥ 4 stacks.

Proof. For an arbitrary circle graph H, let I denote the corresponding in-
stance of Stack Sorting with a complete network of k ≥ 4 stacks. Now
suppose there was an n1−ε-approximation algorithm for Stack Sorting.
Then, for any instance, we can compute a solution ` with L ≤ n1−εL∗ shuf-
fles, where L∗ denotes the number of shuffles in an optimal solution. As
before, let c` be the coloring with γ` monochromatic edges obtained from
assigning each node in H the color corresponding to the stack which the
corresponding item was first placed on in `. By Lemma 4, we have

γ` ≤ (n− 1) · L ≤ n2−εL∗ ≤ n2−εLc∗ ≤ 2 · n2−ε · γ∗

where c∗ denotes a coloring of H with the minimum number γ∗ of monochro-
matic edges. The last inequalities follow from the fact that L∗ is the minimum
number of shuffles possible and Lemma 5.

Thus, for large enough n, an O(n1−ε)-approximation algorithm for Stack
Sorting immediately implies an O(n2−ε)-approximation algorithms for Min
k-Partition on circle graphs.

Due to the generality of Stack Sorting, this hardness of approximation
immediately carries over to most applications involving sorting with stacks.

3.5 Approximation Algorithms for

Complete Networks

This section is dedicated to some positive results regarding complete net-
works of stacks. Even though their tightness w.r.t. our hardness result is
unsatisfactory, we will discuss that they are the best we may currently hope
for. We start by giving a general upper bound on the number of shuffles
needed.

When G is a complete network of k ≥ 3 stacks, we can apply the ideas of
merge sort [70]. First, we move all items from s to the (arbitrarily numbered)
stacks, placing all πi with

(j − 1)dn
k
e < πi ≤ jdn

k
e

on Sj for j = 1, . . . , k. Then, we sort the dn
k
e items on S1 by recursively

applying the same exact approach using the remaining k−1 blocks, popping
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items to t whenever possible. Now S1 is empty and we proceed with the
items on S2, . . . , Sk in the same way.

Fact 2. Stack Sorting with k ≥ 3 stacks can be done with n logk−1 n
shuffles.

Remark 1. It follows from Fact 2, that in order to close the gap to the lower
bound from Theorem 2, it would suffice to obtain an algorithm A which has
a linear approximation guarantee only for instances, for which an optimal
solution requires o(log n) shuffles. Returning the better solution of algorithm
A and the mentioned merge sort would result in a linear approximation al-
gorithm.

Closing the gap between hardness of sublinear approximation and the
straight-forward O(n log n) approximation appears to be very intriguing.
One way to achieve this is at the expense of a resource augmentation.

Theorem 3. There is an efficient algorithm which computes a solution with
3n · L∗ shuffles using αk + 1 stacks where L∗ denotes the minimum number
of shuffles using k stacks, given an α-approximation algorithm for coloring
circle graphs.

Proof. Our algorithm proceeds in phases, the lengths of which are determined
by repeatedly employing an α-approximation algorithm A for coloring circle
graphs. Iteratively considering longer prefixes of π, we apply A to the circle
graph defined by the current prefix, to determine the longest prefix which is
still αk-colorable by A. We move the corresponding set P of items of the
current phase to the first αk stacks according to the computed αk-coloring,
meanwhile moving items to the output whenever possible. Since there may be
items, which the coloring of the subgraph of this phase assumes to be movable
to the output, but which we cannot actually move out yet, we shuffle them
to stack Sαk+1 temporarily.

As a result, the items in P on each stack are now ordered from top to
bottom on the first αk stacks, and from bottom to top on Sαk+1. We will
now perform shuffles in order to have all these items on one stack, linearly
ordered from bottom to top.

Let S1 be the stack containing the set Q of all items from previous phases.
We pick another arbitrary stack S2 and merge all items in X := P ∩ (S1∪S2)
onto a third stack S3. We then merge all items in Q ∪ X ∪ Sαk+1 onto S2,
now having all stacks ordered from top to bottom and S1 empty. Finally,
we merge all items from all stacks onto S1 while moving items to the output
whenever possible and, quite importantly, inserting the next item in π at the
correct position, thus having sorted a part of π for which A could not find an
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αk-coloring. We have obtained a stack containing all items up to the current
phase ordered from bottom to top.

Note that in one phase, we have shuffled each item at most three times.
Hence, our algorithm needs L ≤ 3pn shuffles where p denotes the number of
phases.

On the other hand, any solution to Stack Sorting requires at least
one shuffle for each phase of our algorithm: Whenever the number of colors
needed by A exceeds αk, the chromatic number of the circle graph exceeds
k, thus at least one shuffle is necessary. Also, at the beginning of the next
phase, our algorithm has moved the maximum number of items possible to
the output and it may use all stacks available without restrictions. This is
naturally the best possible situation for an optimal solution as well. Thus, the
number of shuffles needed by an optimal solution is L∗ ≥ p, and L ≤ 3n ·L∗.
The runtime of our algorithm is obviously dominated by the n calls to A.

Remark 2. As the chromatic number of circle graphs cannot be determined
exactly in polynomial time, a resource augmentation of at least one stack
is unavoidable with our algorithm. This is rooted in the structure of circle
graphs itself: In the stack assignment obtained from a proper coloring of the
corresponding circle graph, the stacks do only remain sorted as needed by the
algorithm as long as items are moved to the output immediately whenever
possible. Thus, it is impossible to assign more than one color class to one
stack: It may always happen, that items in an additional color class on the
same stack keep items in the first color class from being moved to the output
in time, thus destroying the linear order of items within one color class in
the stack and possibly causing a non-constant number of additional shuffles
in each phase of the algorithm. In that sense, our resource augmentation is
best possible.

The relation to coloring circle graphs is our only algorithmic handle to
approximating Stack Sorting, despite considerable efforts. Lower bounds
for approximate colorings, in turn, classically rely on the maximum clique
size ω of a graph G, or the number of its vertices divided by the cardinality
of a largest independent set. While for the latter, simple examples shows
that the bound is trivial, i.e., exhibits a linear gap for circle graphs, it is
known for the former that no better factor than logω can be obtained—this
is mentioned in [3], citing a Russian paper by Kostochka. Note that this
also falsifies Unger’s claim of having obtained a 2-approximation in [103].
In fact, the best known approximation factor for coloring circle graphs is
α = log n [29], and no improvement to a constant factor is possible without
a new lower bound on the chromatic number of graphs.
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Alternatively, abandoning colorings, one is tempted to characterize in-
stances which need “few” shuffles in the sense of Remark 1. Yet, even de-
ciding whether no shuffles are needed is NP-hard. On the other hand, if the
permutation π avoids the pattern 123, no shuffles are needed if k ≥ 5, since
every triangle free circle graph is 5-colorable [3]. It becomes clear once more
why circle graphs “frustrated mathematicians for some years” [51], and still
continue to do so.

3.6 Stacking Constraints

In this section, we take our model one step further towards the realistic
model for stacking applications described in Chapter 2. We now consider the
generalization in which items may not be placed arbitrarily on top of others.
An instance of Stack Sorting with Conflicts is an instance of Stack
Sorting plus such constraints, which can be modeled as a directed graph
D with node set {1, . . . , n} such that an edge (i, j) in D signifies that item i
may not be directly on top of item j in any stack Sv.

With this extension, sortability becomes a justified question again. We
will refer to the problem of deciding whether a permutation π can be sorted
by a given networkG under stacking constraintsD as the feasibility version of
Stack Sorting with Conflicts, and prove it to be significantly harder,
i.e., PSPACE-complete, even for a complete network of a fixed number k ≥ 3
of stacks.

Theorem 4. Stack Sorting with Conflicts is in PSPACE.

Proof. We exploit Savitch’s Theorem [89], which states the equivalence be-
tween the complexity classes PSPACE and NPSPACE. We can obviously
represent any feasible configuration of items on s, t and the stacks in a net-
work in polynomial space. Moreover, all possible moves in such configuration
can be determined in polynomial time (and space). We can therefore per-
form a nondeterministic search using only polynomial space: In each step,
we choose one of the possible moves nondeterministically while only keeping
track of the current state. This algorithm may clearly find a sequence of
moves sorting π with a minimum number of shuffles, provided π is sortable
by G under D. Savitch’s Theorem states that any such nondeterministic
PSPACE algorithm can be transformed into a deterministic one.

Theorem 5. For any fixed k ≥ 3, deciding whether there exists a feasible
solution to an instance of Stack Sorting with Conflicts is PSPACE-
complete, even under the midnight constraint.
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Proof. We give a reduction from a special case of Configuration To Edge
shown to be PSPACE-complete in [62]: An instance NCL = (H,C, e∗) of
this problem is based on a 3-regular undirected graph H = (W,F ), node
weights c : W → R with c ≡ 2 and edge weights

w : F → R, w(e) ∈ {1, 2} ∀e ∈ F.

Furthermore, C denotes a feasible configuration given by an orientation of
the edges in F such that the sum of the weights of edges pointing into a node
is at least the node weight, i.e.,∑

e∈δ−(v)

w(e) ≥ c(v) ∀v ∈ W

where δ−(v) and δ+(v) denote the sets of incoming and outgoing edges of a
node v ∈ W in C, respectively. Finally, e∗ ∈ F denotes a certain edge of
the graph, and the question is: Is there a sequence of feasible edge reversals,
such that the orientation of e∗ is eventually reversed?

We call edges with weight two heavy, all other edges light and their sets
Fh and F` respectively, so F = Fh ∪ F`. H may only contain two types of
nodes: Nodes with three heavy incident edges, called Or-nodes, and nodes
with one heavy and two light incident edges, called And-nodes. We will refer
to their sets as WOR and WAND, respectively, so W = WOR ∪WAND.

The construction of an equivalent instance J = (G, π,D) of Stack Sort-
ing with Conflicts where G is a complete network of k ≥ 3 stacks, from
an instance NCL of this special case works in three steps: First, we define
basic gadgets consisting of items on two interconnected stacks for each Or-
and And-nodes respectively. Then, we prove that the items of all gadgets
can be put on any fixed number of k ≥ 3 stacks without losing their prop-
erties crucial to the reduction. Finally, we prove that we can number all
items in the construction from 1 to n, such that there exists a permutation
π of length n for J which forces the items into a configuration on the stacks
corresponding to the initial configuration C in NCL. An eventual feasible
reversal of e∗ in NCL will be possible, if and only if π is sortable by G.

Basic Gadgets: Figure 3.2 shows the basic gadget for each Or- and And-
node. Each node v ∈ W is associated with two nodes, i.e., stacks Sv1 and Sv2
in G, and for each edge e ∈ F , we introduce an item ie. When appropriate, we
denote items corresponding to heavy or light edges by ihe and i`e, respectively.
We add an additional item α, which will be underneath item ie∗ , the item
corresponding to the edge whose orientation we eventually want to reverse.



46 Sorting with Networks of Stacks

f

v

e

(a)

hv1 hv2

Sv1
Sv2

ie if

(b)

f

v

(c)

hv1 hv2

Sv2
Sv1

x1
v x2

v

`1
v `2

v

ie

(d)

Figure 3.2: Basic gadgets: (b) and (d) show stack representations of feasible
configurations (a) and (c) at an Or-node and an And-node, respectively.

Through appropriate stacking constraints we will enforce, that an item
ie corresponding to an edge e = (v, w) can only be on stacks Sv1 , Sv2 , Sw1 ,
and Sw2 . A configuration C in NCL will correspond to a configuration of
items on stacks as follows: Item ie is on stack Sv1 or Sv2 , if and only if
e ∈ δ+(v) in C (cf. Figure 3.2). Further stacking constraints will ensure that
only such configuration of items on stacks are possible in J , which correspond
to feasible configurations in NCL.

Note that in an instance of Stack Sorting with Conflicts, we can-
not explicitly prohibit items from being placed on certain stacks. We will
thus introduce items hv1 , hv2 for for all stacks Sv1 , Sv2 respectively, forming
a complete subgraph in the conflict graph D of our instance J . They will be
first in π, so each will be forced to occupy its own stack, and we can phrase
all further stacking constraint in terms of these base items.

In order to ensure feasibility of configurations, we introduce four more
auxiliary items x1

v, x
2
v and `1

v, `
2
v for each v ∈ WAND, which may only be

placed on the stacks of one single basic gadget (cf. Figure 3.2). The latter,
together with the hv1 , hv2 described above, will serve as carriers for items
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corresponding to light and heavy edges respectively.
So all in all, we specify the following stacking constraints:

• For each v ∈ WAND, items i`e1 , i
`
e2
6= ie∗ corresponding to its incident

light edges e1, e2 6= e∗ may only be on top of `1
v, `

2
v with e ∈ δ(v) in H,

respectively.

• For each e ∈ Fh, e 6= e∗, item ie may only be on top of hv1 and hv2 with
e ∈ δ(v) in H.

• If e∗ is a light edge, item α may only be on top of `1
v or `2

v with e∗ ∈ δ+(v)
in C. Otherwise, α may only be on top of hv1 and hv2 with e∗ ∈ δ+(v)
in C.

Further stacking constraints are necessary, not only to enforce a configu-
ration of items on stacks corresponding to the initial configuration C in NCL
when initially moving items to the stacks, but also for our basic gadgets to
accurately mirror the behavior of Or- and And-nodes. We are careful not
to be too restrictive in stating them, since it will need to remain feasible
to stack all items of one basic gadget in reverse order when reducing our
construction to a fixed number of k ≥ 3 stacks later:

• Items ie may not be on top of each other for any e ∈ F ,

• ie∗ may only be on top of α.

• Items hv1 and hv2 may only be on top of ieh for eh ∈ δ(v) in H,

• `1
v, `

2
v respectively may only be on top of i`e1 , i

`
e2

, on top of x1
v, x

2
v and

on top of each other for any v ∈ WAND.

• Items x1
v, x

2
v respectively may only be on top of hv1 , hv2 and `1

v, `
2
v for

any v ∈ WAND.

Claim 1. Starting from a feasible configuration of all items on stacks in
J corresponding to C in NCL, with all hv1, hv2 bottommost in stacks Sv1,
Sv2, any configuration of items on stacks Sw1, Sw2 obtained through shuffles
corresponds to a configuration in NCL which is feasible at w.

Proof. If w is an Or-node, this is fairly clear: at most two items ie can
be placed on its stacks, so one edge always remains oriented towards w (cf.
Figure 3.2(a), 3.2(b)).

If w is an And-node, the item ihe corresponding to its heavy edge e can
only be placed on hw1 and hw2 . Let us w.l.o.g. consider hw1 ; it can be exposed
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only by placing all of this node’s remaining items on Sw2 . It is not hard to
verify that this is possible (without violating stacking constraints), only if no
item i`e is among them. So the heavy edge e is directed outward, only if none
of this node’s two light edges is.

So once we convince ourselves that we can define an input permutation
π for J enforcing an initial configuration of items on stacks satisfying the re-
quirements of this claim, a pair of feasible stacks Sv1 , Sv2 always corresponds
to a feasible configuration C at v ∈ V in NCL. Clearly, there is also a
representation of each feasible configuration in NCL as a feasible stacking in
J obtainable by shuffles from an initial configuration corresponding to C as
above. Consequently, shuffles of items ie in between stacks of basic gadgets
for different nodes correspond exactly to feasible reversals of the orientation
of a single edge e in C.

Using only three stacks: The basic idea is to have one stack S3, which
initially contains all items in J , and two stacks S1, S2 to which the items from
two stacks Svi , Swj , i, j ∈ {1, 2} in the previous construction can be shuffled
whenever the reversal of an edge e = (v, w) is desired in NCL. Shuffling of ie
in between these stacks can then be performed as before (cf. Figure 3.3). For
k > 3, we add k − 3 items to the beginning of π which may not be stacked
with any other items, and which have to leave the stacks last, thus blocking
all but three stacks.
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h2
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S1 S2 S3

tv1
x2
v

x1
v
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ie∗

`2
v

`1
v

tα

e
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Figure 3.3: Only using three stacks: (b) shows the stacking in which item ie
can be shuffled from Sw1 to Sv2 . This corresponds to changing the orientation
of e in (a).

On S3, whole configurations of items formerly on stacks Sv1 , Sv2 in a
basic gadget, call them partial stacks now, are stacked on top of each other.
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We introduce separator items tv1 , tv2 only allowed to touch items possibly
topmost in Sv1 , Sv2 respectively. I.e., tv1 , tv2 may be on top of hv1 , hv2
respectively, on top of x1

v, x
2
v, `

1
v, and `2

v, and on top of ie for all e ∈ δ(v) in
H. Vice versa, all of these items may be on top of tv1 , tv2 (cf. Figure 3.3).
We will, by the construction of π described further below, initially force all
items, separated by separator items according to their partial stacks, on S3

in reverse order.
Say we need to change the orientation of an edge e currently oriented

from w to v, and ie is currently at the top of partial stack Sw1 . Assume
S3 contains the items from Sv1 , Sv2 and Sw1 in this order, top to bottom.
We now shuffle items from S3 to S1 until the items of Sv1 and its separator
item are topmost in the latter. Then, we shuffle items from S3 to S2, until
the items from Sv2 are topmost in S2. After shuffling tv1 back to S3, we
conduct shuffles in between S1 and S2 until one of them, w.l.o.g. S1

v , is ready
to receive ie. After placing tv1 back on S1, we perform shuffles from S3 to
S2 until partial stack Sw1 is topmost in the latter (cf. Figure 3.3). We may
finally shuffle ie from S2 to S1 (as it was topmost in Sw1), thus reversing the
orientation of e in NCL. Naturally, this whole process can easily be reversed
in order to initiate the next reversal of the direction of an edge in the same
way.

Note that by our stacking constraints, additional items belonging to dif-
ferent partial stacks, may never be on top of one another, and thus will never
mix in this process.

In order for the procedure described to be feasible, we still need to check
that the stacking constraints we specified for the basic gadgets do not make
it infeasible to stack their items on S3 in reverse order. This is easily done by
considering the seven possible partial stack configurations in reverse order:
It is feasible to put

• x1
v, x

2
v on `1

v, `
2
v, respectively

• `1
v, `

2
v on x1

v, x
2
v, respectively

• `1
v, `

2
v on `2

v, `
1
v, respectively

• `1
v, `

2
v on e1

` , e
2
` , respectively for e1

` , e
2
` ∈ δ(v)

• hv1 , hv2 on eh for eh ∈ δ(v).

We also need to pay some special consideration to the partial stack con-
taining α, call it Sα, since we need to guarantee that α can only be moved
once the orientation of ie∗ was feasibly changed. Thus, we place Sα bot-
tommost, and contrary to all other partial stacks in correct order, in S3 and
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forbid ie∗ to be placed on top of any separator element t. Now ie∗ can only
be moved to a partial stack corresponding to e∗’s other node, which would
correspond to feasibly changing the orientation of e∗.

Defining π and numbering items: In order to enable constraints as to
which items may be on stacks S1 and S2, two items which may not be placed
on top of each other or any other item are first in π, call them b1, b2. Only
items hv1 , hv2 may be on top of them. W.l.o.g., these items are placed on
S1, S2. Next up are two items c1, c2, which may only be on top of b1, b2,
and on top of which no other item may be, thus forcing all further items to
be placed on S3. Next, the partial stack containing α arrives bottom to top,
finalized by its separator item tα.

Next up in π are all items of all partial stacks Sv1 , Sv2 in a configuration
corresponding to the initial configuration C in NCL—the items of each par-
tial stack arrive subsequently in reverse order, each partial stack preceded by
its separator item t.

Item 1, which may be placed anywhere, but on top of which no item may
be placed, is last in π (enforcing the midnight constraint), and items c1, c2

are numbered 2 and 3, so they can leave the buffer immediately. Item α is
numbered 4: It can eventually leave the stacks, if and only if NCL is a yes
instance as argued. If we number the items below α in the same partial stack
5, . . . and all other items subsequently in the reverse order they appeared in
π, they can all leave the buffer in ascending order, if and only if α could.

Hence, for any fixed k ≥ 3, we can efficiently construct an instance J
of Stack Sorting with Conflicts with k stacks and at most 8|V | + c
items from an instance NCL = (G = (V,E), C, e∗) of PSPACE-complete
Configuration To Edge, where c is a small constant and J has a solution,
if and only if NCL was a yes instance.

3.7 Midnight Constraint:

Hardness and Extremal Results

In this section we consider the special case of Stack Sorting in which the
least item is last in π. In this case, all numbers must be placed on stacks
in the network before the first number may be moved to t. This restriction
occurs in some stacking applications, e.g., when trains or buses are parked
at a depot overnight [34] (thus the name), or when in a storage application
all deliveries preceed all pickups. This case is also particularly interesting
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from a theoretic point of view, because in the circle graphs corresponding to
such instances, two nodes share an edge, if and only if they are in correct
order in π. The circle graphs are thus permutation graphs (defined by the
reverse permutation of π), and deciding whether a proper k-coloring of a
permutation graph exists is easy for any k. Since the hardness results in
Section 3.4 are crucially based on the hardness of coloring circle graphs, they
do not hold here.

In fact, the complexity status of Stack Sorting with midnight con-
straint is still an open question, even for k = 2 stacks. However, when we
generalize the problem by uniformly capacitating stacks, i.e., introducing of
a uniform height bound for all stacks Sv, we can prove the following hardness
result.

Theorem 6. The problem of deciding whether an instance of Stack Sort-
ing with Capacities with midnight constraint can be solved without shuffles
is NP-hard for any uniform height bound of h ≥ 6.

Proof. We reduce Mutual Exclusion Scheduling [65] for permutation
graphs to Stack Sorting with Capacities. In this problem, we are given
a permutation graph H of n nodes and a positive integer h. Jansen [65]
proved that for every fixed h ≥ 6, the decision problem whether there exists
a partition of H into k independent sets of size at most h is NP-hard.

Let π = π1 . . . πn be the permutation defining H. We define an instance
of Stack Sorting with Capacities as follows. We use

π := (πn + 1) . . . (π1 + 1)1

as input permutation for the complete network of k stacks, each having ca-
pacity h. It is not difficult to verify that π can be sorted by G, if and only
if H can be partitioned into k independent sets of size at most h.

So for all we know, there may still exist efficient algorithms for Stack
Sorting in instances with midnight constraint, and no constraints on stack
heights. But since no polynomial algorithm is known even for the case of
two interconnected stacks, it seems improbable that Stack Sorting with
midnight constraint is generally tractable, even when restricted to complete
networks. In terms of approximation, however, they may be easier to handle
than the general case.

On the other hand, it is obvious that instances with midnight constraint
will generally need more shuffles for sorting than those where numbers can
be moved to t before all numbers are on stacks. We have already seen in
Section 3.5, that any permutation may be sorted by a complete network of
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k ≥ 3 stacks using O(n log n) shuffles, see Fact 2. But are there permuta-
tions for which Ω(n log n) shuffles are really unavoidable in such networks?
Inspired by personal discussions in the context of the present work, questions
of this type were recently considered in [46] using instances with midnight
constraint. We proceed to summarize some of the results obtained therein.

Theorem 7 ([46]). There are instances of Stack Sorting on a complete
network of k stacks, for which θ(n log n)−O(n) shuffles are unavoidable.

Proof. Let d denote the number of shuffles necessary to sort a permutation
π by G. The sorting process for π is completely specified by a sequence of
d+ 2n moves, each defined by one of the k(k + 1) directed edges of G along
which a number is moved. Clearly, different permutations require different
such sequences. The result now follows from a simple counting argument and
Stirling’s formula:

(k(k + 1))d+2n ≥ n! >
(n
e

)n
⇒ d+ 2n > logk(k+1)

(n
e

)n
⇒ d ≥ n log n

2 log(k + 1)
−O(n).

In view of Fact 2, this essentially tells us that there are permutations, i.e.,
precisely those requiring many shuffles, for which the merge sort algorithm is
a constant factor approximation, also reinforcing the relevance of Remark 1.

On two interconnected stacks, we cannot apply the ideas of merge sort.
Once all items are on the stacks, however, there is a straightforward way to
pop numbers to t with a minimum number of shuffles. The following trivial
algorithm results in a solution with a quadratic number of shuffles: Move
numbers 1, . . . , n−1

2
to stack one, the rest to stack two. After 1 has been

moved to t, shuffle as needed while popping the remaining numbers to t.
Clearly, the number of shuffles of this solution is at most

2

n−1
2
−1∑

i=1

i =
(n− 1)2

4
− n− 1

2
.

In [46], the authors prove that, similar to the case of k ≥ 3 interconnected
stacks above, there are permutations for which this is in some sense close to
best possible.

Theorem 8 ([46]). There are permutations which require at least Ω(n2−ε)
shuffles when sorted by two interconnected stacks.
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Proof. As in the proof of Theorem 7, different input permutations π re-
quire different sequences of shuffles while moving numbers through the stacks.
Omitting details irrelevant to our asymptotic analysis, there are (roughly)
2n potential occasions for shuffles in between moving items to, respectively
from, the stacks. Hence, with d again denoting the total number of shuffles
needed for some π, the number of different sorting schemes is equal to the
number of compositions of d from 2n natural numbers, each either signifying
shuffles from stack one to stack two or vice versa. Again using Stirling’s
formula, we have

n! ≤ 22n

(
d

2n

)
≤ 22n d2n

(2n)!
⇒ 22nd2n ≥

(n
e

)n(2n

e

)2n

⇒ d2n ≥
(n
e

)3n

⇒ d ∈ Ω(n
3
2 )

We will now improve this bound through a more sophisticated represen-
tation of the sorting process. Consider the moment when all items have been
pushed to the two stacks. The numbers on stack one, bottom to top, followed
by the numbers on stack two, top to bottom, define a midnight permutation
σ. In symmetry to the unique optimum sequence of shuffles when popping
all numbers to t described above, such permutation σ uniquely defines a se-
quence of shuffles performed while moving the numbers to the two stacks
(avoiding useless shuffles). Consequently, a midnight permutation σ exactly
defines the way a permutation π is sorted.

Furthermore, if σ sorts π with a minimum number of shuffles, then sort-
ing π with a midnight permutation σ′ which is in some sense close to σ,
will not require many more shuffles. For an appropriate definition of this
closeness, we partition permutations uniformly into subsequent blocks, and
require corresponding blocks in two close permutations to contain the same
numbers. The smaller the blocks, the closer the permutations.

More formally, we call two permutations σ, σ′ α-close for 0 < α < 1, if for
each p ≥ 0, σ and σ′ contain the same numbers between positions bpnαc and
b(p+1)nαc. Observe that if for sorting an input permutation π instead of the
optimal midnight permutation σ, a permutation σ′ α-close to σ is used, this
results in no more than 2n · 2nα = 2nα+1 additional shuffles. Particularly,
if the optimal number of shuffles for π is in O(n1+α), using any midnight
permutation σ′ α-close to the optimal σ does not change the asymptotic
number of shuffles.

For every σ optimal for π, there are (nα!)
n
nα distinct α-close midnight

permutations σ′. Hence, there are just as many distinct ways to sort π with
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the same asymptotic number of shuffles. We have

22n d2n

(2n)!
≥ n!(nα!)n

1−α ≥
(n
e

)n(nα
e

)n
⇒ 22nd2n ≥

(
2n

e

)2n (n
e

)n(nα
e

)n
⇒ d2n ≥

(
n3+α

e4

)n
⇒ d ≥ 1

e2
n

3+α
2

Since this analysis holds for every 0 < α < 1, it entails the desired result.

Essentially, this result tells us that for instances requiring many shuffles,
the trivial algorithm above is (almost) a constant factor approximation.

3.8 Conclusions

Sorting with stacks is a natural composition of a classic algorithmic theme
with a fundamental data structure. It is surprising however, that theory has
so far avoided the apparent need for shuffles—only sortability, not sorting
itself has been considered prior to our work. Our hardness results for basic
Stack Sorting, Stack Sorting with Conflicts, and Stack Sorting
with Capacities in Theorem 2, 5, and 6 partially explain this lack of
elegant and efficient algorithms. Even though we do provide some positive
results regarding approximation under resource augmentation in Theorem 3,
a large gap remains.

Another field closely related to Stack Sorting is blocks world planning
in artificial intelligence [55, 83]. In Limited Table Capacity Blocks
World Planning, a configuration of blocks on a limited number of stacks
is given, and one asks for a minimum number of movements of blocks to
achieve one of many possible goal configurations, specified by a not necessar-
ily complete set of basic positional relations in between blocks. Restrictions
as to which blocks may be put directly on top of each other may or may
not be part of the model. Our hardness results carry over in a natural way
to already very restricted special cases there, i.e., when the initial and goal
configurations are single stacks (corresponding to our in- and output permu-
tations).
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Open Problems

Regarding the minimization of shuffles in Stack Sorting, our work spawns
some challenging open complexity issues. Hardness of approximation from
Theorem 2 only holds for k ≥ 4. Indeed, it is not even known whether
polynomial time algorithms exist for k = 2 and k = 3. In general, there
is still a logarithmic gap between our inapproximability result and the best
known approximation algorithm, which we only manage to close by resource
augmentation. As pointed out in Section 3.5, the lower bound we use, i.e., the
minimum number of monochromatic edges in a k-coloring of a circle graph,
is not suited for a better result. What is an alternative lower bound on the
number of shuffles?

For instances with midnight constraint, where the circle graphs become
permutation graphs which can be properly colored in polynomial time, nei-
ther hardness results nor polynomial algorithms are known. Is this case really
significantly easier?





Chapter 4

State-Space Exploration
Scheme and
MIP Lower Bounds

In this chapter, we develop a fast heuristic solution approach for practical
stacking problems based on insights from the analysis of the problem in Chap-
ter 3. At its core, it is general enough to yield an algorithmic basis adaptable
to a wide range of logistic applications involving stacks. We give a rather
abstract definition of the general idea in Section 4.1 and proceed to describe
its application to transport optimization in stacking logistics in Section 4.2.
Next, in Section 4.3, we devise a way to compute lower bounds from a mixed
integer program formulation of a combinatorial relaxation of the problem.
Finally, in Section 4.4 we present a computational study based on data from
the industry project mentioned in Section 2.3. Some of the results in this
chapter are published in [73].

Heuristic algorithms are a common resort whenever strong complexity
results evaporate algorithm engineers’ hopes to efficiently solve life-sized in-
stances of an optimization problem exactly. In the case of stacking logistics,
Theorems 2 and 5 constitute such discouraging results even for very restricted
special cases of strongly simplified versions of the actual optimization prob-
lem. In fact, neither of them even relies on the highly dynamic character of
the application in order to prove hardness.

Furthermore, in view of the data uncertainty inherent in stacking logis-
tics as detailed in Section 2.1, a certain stability in the heuristic solutions
computed seems desirable. In some sense, the storage system should be left
in an acceptable condition after the execution of any subset of transports.
As we will see in Section 4.2, there are a number of natural ways to assign

57
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values to certain properties of the stack system, and we will exploit this fact
in the design of our algorithm.

The basic idea is a search in an exponential state space that is guided
by a state-valuation function. We define a state graph for practical stacking
problems in Section 4.1, and develop a state-valuation function in Section 4.2,
which guides a partial exploration of this typically exponential graph on all
feasible stackings. The power of this approach is that it provides sufficient
flexibility to model all constraints that are relevant from a practical point
of view, and at the same time also allows us to use different techniques and
heuristics to conduct and accelerate the state space exploration. The result is
a kind of dynamic programming algorithm, tuned to compute good solutions
for our real-world stacking instances fast.

4.1 Guided Graph Search

We use graph terminology to specify the state space which is searched for
a solution to our stacking problem: We associate a node with each possible
buffer configuration C, and define the neighborhood of a node as the set of
all configurations that can be constructed from C by one feasible move, or
transport. The notion of feasibility of a move includes that after the move
it must still be possible to remove all items from the inputs respecting their
time windows. Note that it does not suffice here to regard items’ due times
alone. Rapid succession of due times on different inputs, combined with long
transport times, may entail the need for a solution to serve the items of some
inputs ahead of their due time. However, deadlines to remove items from
their respective inputs in order to be able to feasibly serve all inputs can
be determined by a simple backward-calculation using bounds on transport
times.

Note that the actual nodes of the state graph do not only consist of a
buffer configuration C but also comprise a time stamp t and a notion of
progress made. This progress includes the items already removed from the
inputs, say A, and the set of target stacks for which items are currently being
collected Ω. We call

Σ := (C, t, A,Ω)

a state; every state corresponds to exactly one node in the state graph.

Obviously, it is impossible to generate even only a significant part of the
state graph—already the number of possible buffer configurations is huge.
Thus we use a valuation function on the buffer states to tell us which parts
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of the graph are “interesting”. This approach is somewhat related to the
idea of approximate cost-to-go functions in dynamic programming [15].

Quite naturally, the definition of a proper valuation function partly de-
pends on the nature of the instances to be solved. For the sake of illustration,
we give an example yielding an optimal algorithm for the Towers of Hanoi
problem in Section 4.1.1, before describing the approach for stacking logistics
in Section 4.2. The latter leads to good solutions for instances of our real-
world application and may well be suitable for other applications involving
the storage of items on stacks.

The power of this approach is two-fold: On the problem formulation side,
all constraints regarding the structure of the stacks, transport times, and the
necessity to respect time windows when removing items from the inputs can
easily be modeled by modifying the rules by which a node’s neighborhood
is created. On the solution side, different techniques can be used for the
exploration of the graph, allowing fine-tuning of the algorithm towards speed,
robustness, precision, flexibility, or other goals.

4.1.1 The Towers of Hanoi Example

We formulate the well-known Towers of Hanoi problem [97] as an instance
of our stacking problem as defined in Section 2.4, and solve it optimally by
our algorithm using a suitable valuation function. In this case, there are no
incoming items, i.e., I = ∅, and no constraints on the height of the stacks,

h(S) = n ∀S ∈ S.

There are three buffer stacks S1, S2, S3, containing the set V of all n items
1, . . . , n in an initial configuration C0 defined below. In order to intuitively
phrase stacking constraints, we refer to the items as discs with associated
diameters

d(1) > · · · > d(n).

A larger disc may never be stacked on top of a smaller one, or in terms of
the conflict graph G = (V,E) as in Section 2.4,

E := {(i, j) : i < j}.

In C0, all discs are feasibly stacked on S1, i.e.,

i S1 j ∀i > j.

In the classic formulation of the Hanoi puzzle, the goal is explicitly to
move all discs to S3. To implicitly require the same in our instance of the
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stacking problem, we increase n by two and define one target stack T1 = (1).
Now, building T1 requires moving disc 2 to an empty stack S2, hence enforcing
discs 3, . . . , n to be moved to S3.

An iterative algorithm computing the unique optimal solution to the Tow-
ers of Hanoi, consisting of exactly 2n − 1 moves, is described in [107]. It
amounts to the repeated application of two simple, well-defined rules. As-
sume the three stacks S1, S2, and S3 are arranged in a triangle with S1 on
the left, S2 on top, and S3 on the right, see Figure 4.1. The rules are:

R1: If n is even, move even discs counter-clockwise and odd discs clockwise
only; if n is odd, do it vice versa.

R2: In move k, starting at 1, move disc i, where i − 1 is the power of the
right-most (i.e., least-significant) 1-bit in the binary representation of k.

S1

S2

S3

1

2

3

4

6

5

Figure 4.1: The Towers of Hanoi with six discs after four moves of the optimal
solution.

The optimality of this algorithm can be exploited to define a valuation
function on the states for an instance of Stacking, such that a greedy search
in the state graph results in an optimal solution. First observe that by R2,
in an optimal solution to the Towers of Hanoi, after t steps disc i has been
moved exactly

µi(t) :=

⌊
t+ 2i−1

2i

⌋
times. Next, R1 states that after moving item i µi times, it is on stack Sσ(µi),
where

σ(µi) :=

{
1 + ((−µi) mod 3) if n, i both odd or both even

1 + (µi mod 3) else.

Now set v(C, i, `) to one if item i is on stack S` in configuration C, and
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to zero otherwise. For a state Σ = (C, t)1, consider the valuation function

valhanoi(Σ) :=
3∑
`=1

∑
i:σ(µi(t))=`

v(C, i, `).

Clearly, we have valhanoi((C, t)) = n if and only if C is exactly the configura-
tion attained by an optimal solution after t moves. Since n is also an upper
bound for this evaluation, it follows that exploring the state graph from C0,
by greedily choosing the neighboring state with highest valuation, results in
the optimal sequence of moves for the Towers of Hanoi. It is easy to see that
time and space required by our search are of the same order as the lower
bounds of Θ(2n) and Θ(n), respectively, proven in [36].

4.2 A Valuation Function for

Stacking Logistics

We now devise a valuation function specifically suited for applications in
stacking logistics. Even though one cannot hope that it will enable a simple
graph search algorithm to always find optimal solutions, as in the former
Towers of Hanoi example, we will see in Section 4.4 that it often comes close
for real-life instances. Its general idea is somewhat related to informed best-
first search strategies [37] like the well-known A∗-algorithm for shortest path
computation, in that it uses lower bounds on the cost of the remainder of
the solution which is being constructed.

Given a buffer configuration C = (S1, . . . , Sk) and the set of target stacks
T to be compiled, there is a natural lower bound on the number of moves
needed: We count one move for each item that will be moved from a buffer
to a target stack, plus one move for each item which has to be moved out of
the way; we will call the latter the number of false positions in C.

Recall that target stacks in T have to be compiled subject to a given par-
tial order ≺T . In order to know more precisely which items must be “moved
out of the way”, we determine in a preprocessing step a linear extension <T
of the partial order ≺T , in which we will begin collecting items for target
stacks. This is done by a simple heuristic, which first orders all target stacks
according to the latest release time of one of their items, and then ensures

Tα <T Tβ ∀Tα, Tβ : Tα ≺T Tβ (4.1)

1A and Ω are irrelevant for a state in this example, since I = ∅ and there is only one
target stack containing only one item.
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by delaying Tβ until directly after Tα in <T if necessary. Now assume w.l.o.g.
that T1 <T T2 <T . . .

For given Ω, denoting the set of target stacks currently being built as
before, we now define the following partial precedence order on the items:
For two items i, j, and ti, tj their respective target stacks as before, we write

i ≺ j :⇔ (ti <T tj ∧ {ti, tj} 6⊆ Ω)

∨
(ti = tj ∧ j  ti i).

So i is before j in ≺, if and only if i’s target stack has to be finished before
j’s, and they are not both currently being built, or i is needed before j on
the same target stack. The number of false positions for item i on stack S,
as introduced above, can then be written as

false(i, S) := |{j ∈ S : j  S i ∧ i ≺ j}|.

From any configuration C without false positions, we can build all re-
quired target stacks without a single shuffle. Thus, we deem buffer configu-
rations interesting which have few false positions. Yet, there is no benefit in
having perfectly ordered stacks w.r.t. target stacks to be built in the future,
if false positions prevent us from moving items to the target stack currently
being built. So in a sense, false positions regarding target stacks which are
built sooner should be more relevant than those regarding later target stacks.
Thus, we first define a valuation function counting false position w.r.t. one
certain target stack Tθ:

valappθ (Σ) :=
k∑
`=1

max
i∈S`∩Tθ

false(i, S`) ∀θ = 1, . . . , |T | (4.2)

Here, the maximum number of false positions in S` over all items in Tθ
represents exactly the number of items which need to be shuffled from this
stack when building Tθ. Now, for the complete evaluation of a state Σ =
(C, t, A,Ω), we sum up valuations for all target stacks not disposed of yet,
using a discount factor d ≤ 1 determining how fast the weight of false posi-
tions decreases for target stacks to be compiled in the future:

valapp(Σ) :=

|T |∑
θ=γ

dθ−γ · valappθ (Σ), (4.3)

where γ is the minimum index of a target stack not disposed of yet. Also,
when data on future target stacks is especially uncertain, this can be com-
pensated by an appropriate choice of a small discount factor d. For our
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application, a discount factor of 0.9 turned out to yield the best results con-
sistently.

Note that the sum of all false position in a configuration constitutes a
lower bound on the number of necessary moves only with respect to <T .
Theoretically, starting to collect items for target stacks in a different order
may lead to a better solution. Yet we have found that the number of false
positions computed with respect to ≺T only is too weak of a bound to be
of any help in the state space search, hence our introduction of its linear
extension.

In view of some uncertainty in related processes, and the strict bounds
on computation time prescribed by the slab stacking application, the most
important features of an algorithm are speed and the ability to react to
changes in data. The latter can naturally be achieved by defining the state
of the buffer after a change in data as a new initial state and rerunning the
algorithm, making the speed of the algorithm an even more important goal
for practical purposes.

Thus, a fast greedy variant of the graph search procedure is used, which in
each current node of the state graph computes the valuation function for all
neighboring nodes and picks the one with best value. To break ties, we prefer
moves which take less time and try to maintain as many unused stacks in
the buffer as possible. Somewhat surprisingly, this simple and extremely fast
search strategy leads to good solutions to practical instances, as described in
Section 4.4, reinforcing our choice of valuation function.

Finally, note that this valuation function favors buffer states in which
items can be moved to a target stack, but does not yet encourage the al-
gorithm to actually do so. Thus, we introduce an additional rule for the
choice of a neighbor, always preferring a state which moves an item to a
target stack over one that does not. The order in which the algorithm starts
to build the target stacks is determined by the linear order on target stacks
defined in (4.1). As soon as a target stack is completed and can be disposed,
the next new target stack according to <T is started.

4.2.1 Rollout Strategy

Naturally, besides the rather simple greedy approach, other strategies to
traverse the state space graph come to mind. Unfortunately, its immense size
makes it an imperative to tightly control the extent of exploration. In fact,
the degree of nodes, which is obviously huge in our case, often determines the
increase in the number of nodes considered by an algorithm with every step.
Thus, for most classic graph search algorithm, it is not clear how exploration
can be controlled without sacrificing most of the graph knowledge gained
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over the greedy approach.

One technique to achieve such balance between sparse exploration and
improved solution quality, however, is a so-called rollout strategy [16]. Es-
sentially, a rollout strategy is a two-stage approach. The first stage is usually
a rather exhaustive local search, while the second stage is a fast heuristic used
to assess for the first stage, which of its local candidates could be the most
promising.

In terms of our state graph, it amounts to running the greedy search
described above from a number of neighboring states of a state Σ and to
continue with the neighbor that returns the minimum number of moves.
Clearly, this approach still entails significant computational overhead. We
briefly report on experimental results in Section 4.4.

4.3 Lower Bounds from a

Combinatorial Relaxation

In order to assess the quality of our solutions, we compute lower bounds
on the optimal number of moves per instance. If the initial configuration is
non-empty, one may count false positions, i.e., how many items on top of an
item are needed later and thus have to be moved away. This bound is used
for cold yard instances, where we do not consider incoming items.

A more elaborate technique can be applied for the hot yard instances.
We formulate a mixed integer program (MIP) and derive a bound from an
optimal integer solution, or its linear programming (LP) relaxation. However,
a MIP capturing our problem in full detail is far from being computationally
tractable. In fact, in order to represent an exponential solution one would
have to work explicitly with an exponential number of variables.

Instead, we devise a non-obvious but surprisingly useful combinatorial
relaxation of the problem, which is mainly based on the time windows at
the inputs and the partial order constraints on the target stacks: We assume
a sufficiently large number k ≥ n of stacks. This implies that we need not
take care of infeasible buffer configurations because each item can use its own
stack. As a consequence, we disregard the concept of stacks and conflicts at
all, except for target stacks. The objective is to maximize the number of
direct moves from the inputs to the target stacks. For this relaxation, the
MIP computes a best possible linear extension <T of the partial order ≺T in
which to begin collecting items for target stacks.

Even though the MIP is deprived of the essential stacking character, it
turns out that the LP relaxation gives a good lower bound in practice, see



4.3. Lower Bounds from a Combinatorial Relaxation 65

the hot yard instances in Section 4.4. This is due to the fact that on the one
hand, timing constraints are often tight enough to force slabs from the input
to a buffer stack, and on the other hand many shuffles are avoided through
smart stacking in our state space search. Jointly, these characteristics reduce
the gap introduced by the relaxed MIP formulation.

Because of a time discretization, there are pseudo-polynomially many
variables. They have the following meaning:

• yi = 1⇔ item i is moved directly from its input si to its target ti.

• τ in
i is the point in time at which item i is removed from si, and τ out

i is
the point in time at which it is moved to its target stack ti.

• bq and eq denote the points in time at which assembly of target stack
Tq is started and ended, respectively.

• xqτ = 1⇔ target stack Tq is being assembled at time τ .

• θ := maxi∈I di denotes the latest due time of any item.

• M is a constant chosen to be large enough, any M ≥ θ will suffice.

Every item has to be moved at least twice, except if it is moved directly
from its input to its target stack. This is expressed in the objective func-
tion (4.4a). The reasoning of the constraints is as follows:

• Constraint (4.4b) enforces for each target stack Tq that if item j is
above i on Tq, i cannot be moved before j.

• By (4.4c), an item cannot be moved to its target stack earlier than it is
moved from its input. For a direct move, these times coincide because
of (4.4d).

• The correct ordering of each target stack Tq is preserved via (4.4e).

• Constraint (4.4f) reflects the partial order among target stacks.

• An item can be moved to a target stack Tq, only if Tq is being assembled.
This is ensured by (4.4g) and (4.4h).

• Constraints (4.4i), (4.4j) and (4.4k) ensure the correct setting of vari-
ables xqτ : If target stack Tq is being assembled at time τ , we force
xqτ = 1. Otherwise, constraints (4.4l) and (4.4m) force xqτ = 0. For
this technical construction, we need binary variables bτq and eτq (not to
be confused with bq and eq).
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min 2n−
n∑
i=0

yi (4.4a)

s.t. τ in
i ≤ τ in

j + (1− yj)M i, j ∈ I : ti = tj ∧ i ti j (4.4b)

τ in
i ≤ τ out

i i ∈ I (4.4c)

τ out
i ≤ τ in

i + (1− yi)M i ∈ I (4.4d)

τ out
Tq,p−1

≤ τ out
Tq,p Tq ∈ T , p = 1, . . . , |Tq| − 1 (4.4e)

eq ≤ er Tq, Tr ∈ T : Tq ≺T Tr (4.4f)

bti ≤ τ out
i i ∈ I (4.4g)

τ out
i ≤ eti i ∈ I (4.4h)

1 ≤ bq − τ + bτq (M + 1) τ = 0, 1, . . . , θ, q ∈ T (4.4i)

1 ≤ τ − eq + eτq (M + 1) τ = 0, 1, . . . , θ, q ∈ T (4.4j)

eτq + bτq ≤ 1 + xqτ τ = 0, 1, . . . , θ, q ∈ T (4.4k)

bq ≤ τ + (1− xqτ )M τ = 0, 1, . . . , θ, q ∈ T (4.4l)

τ ≤ eq + (1− xqτ )M τ = 0, 1, . . . , θ, q ∈ T (4.4m)∑
q∈T

xqτ ≤ w τ = 0, 1, . . . , θ (4.4n)

ri ≤ τ in
i i ∈ I (4.4o)

τ in
i ≤ di − 1 i ∈ I (4.4p)

0 ≤ bq q ∈ T (4.4q)

eq ≤ θ q ∈ T (4.4r)

yi ∈ {0, 1} i ∈ I (4.4s)

bτq , e
τ
q , xqτ ∈ {0, 1} τ = 0, 1, . . . , θ, q ∈ T (4.4t)

Table 4.1: Mixed integer program for obtaining a combinatorial lower bound
on the optimal number of moves for the stacking problem
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• The purpose of (4.4i)–(4.4m) is to limit the number of simultaneously
assembled target stacks to w, expressed by (4.4n).

• The remaining constraints (4.4o)–(4.4t) describe the respective vari-
ables’ domains, in particular the items’ time windows.

Most constraints (involving time) can be strengthened via minimal times
δ needed to move items around. This is omitted here to simplify the presen-
tation, but used in our computations. Note that the mixed integer program
computes a best possible feasible ordering in which to assemble its target
stacks, making its optimal objective value a true lower bound.

4.4 Computational Results

As part of the industry project described in Section 2.3, we evaluate the
performance of our algorithm for the two example slab yards at voestalpine’s
steel plant in Linz, Austria. Providing realistic test data proved challenging
for our partners, since at the time all transport planning was still conducted
manually, and no open interface for data extraction existed. Finally, some
instances based on real data were extracted under substantial effort, and we
report on our results obtained for these.

As described in Section 2.3, we tested two different sets of instances: hot
buffer instances for the hot slab yard at the strand caster with few buffer
stacks and tight time windows, and cold buffer instances for a typical cold
yard with many more buffer stacks, but no incoming items. In both cases,
all target stacks need to be built with a minimum number of moves. Our
C++ code was compiled using GNU 4.2 compilers, and all experiments were
performed on a standard Desktop PC with 2 GB RAM and a 2 × 1.6 GHz
dual core processor, running SuSE Linux 10.2.

Hot yard instances. Instances cover a time horizon of up to 16 hours, or
two shifts. There are three inputs, and three target stacks can be built in
parallel. The yard comprises between 14 and 16 buffer stacks. The variation
is due to the fact that a few stacks are sometimes blocked for technical
reasons. The uniform maximum stack height is twelve, and the crane can
transport one item at a time. The numbers of moves needed to compile all
target stacks are stated in Table 4.2.

The runtime for the greedy algorithm is less than 0.1 seconds per move.
The optimality gap is below 12% and can be improved to less than 10% using
a rollout strategy. Optimal integer solutions to the MIP were computed
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v1 v2a v2b v3

LB 325 496 251 732
greedy 362 561 264 794
gap (%) 10.2 11.6 4.9 7.8
rollout 359 538 260 785
gap (%) 9.5 7.8 3.5 6.8

Table 4.2: Solution quality for the hot yard instances of the greedy algorithm
(and rollout enhancement). LB refers to the MIP lower bound described in
Section 4.3.

within some minutes to several hours using CPLEX 10.1. No optimal integer
solution was found for instance v3, and we use the best LP bound instead.

Unfortunately, no data regarding crane transports performed by the man-
ual operators for these data sets is available. However, transport dispatchers
at voestalpine state that usually about half of all transports conducted at
this hot yard are shuffles. In our solutions, they account for less than 20%.
This suggests that the implementation of our algorithm in practice may be
able to greatly improve buffer performance at the strand caster, a view that
is also shared by consultants at PSI-BT well familiar with the slab logistics
at voestalpine.

Cold yard instances. We compute transports for eight hours, or one shift.
There are fifty buffer stacks, and five target stacks can be built simultane-
ously. The maximum stack height at the cold yard is 16, and the crane can
transport up to five slabs simultaneously. Picking up several slabs at once
takes the crane longer than picking up single slabs, and the yard’s bigger
size accounts for longer transport times than at the hot yard. Hence, less
transports can be conducted per time here.

There are no incoming items, therefore our MIP lower bound does not
apply. Instead, we use the following simple lower bound. For each stack in
the initial configuration, we count slabs accounting for false positions, while
aggregating contiguous blocks of slabs to be shuffled as one single transport
of up to five slabs. Numbers of moves needed are given in Table 4.3.

For these instances, more than 50% of the overall moves are shuffles.
Our algorithm needs less than 3 seconds per move. The optimality gaps are
consistently below 25%, despite the large share of shuffles. Again, no data
regarding manual operators’ crane transports was available. However, by our
lower bounds, a larger share of shuffles is unavoidable in this cold slab yard,
making it harder to conclusively compare our results to the practice in place.
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aa1 aa2 aa3 aa4 ab1 ab2 ab3

LB 30 52 109 109 105 111 108
greedy 36 64 128 126 131 135 126
gap (%) 20.0 23.1 17.4 15.6 24.8 21.6 16.7
rollout 34 60 119 120 124 125 117
gap (%) 13.3 15.4 9.2 10.1 18.1 12.6 8.3

ab4 ab5 ab6 ab7 ab8 ab9 ab10

LB 103 104 103 110 110 113 104
greedy 125 119 126 129 130 129 118
gap (%) 21.4 14.4 22.3 17.3 18.2 14.2 13.5
rollout 114 115 113 122 122 120 113
gap (%) 10.7 10.6 9.7 10.9 10.9 6.2 8.7

Table 4.3: Solution quality for the cold yard instances of the greedy algo-
rithm (and rollout enhancement). LB is the lower bound obtained counting
aggregate transports of slabs accounting for false positions.

In all our experiments, the computational overhead produced by the roll-
out strategy was enormous (increase in runtime by a factor of up to 100),
while the gain in quality is marginal—the application of this method in prac-
tice is therefore not conceivable.

Discussion

One may argue that a solution quality of 25% off optimum is rather weak.
Three comments are in order here. First, in view of the substantial relaxation
in the problem solved to obtain lower bounds, we conjecture that the quality
of the computed solutions is much better than what we are able to prove.
Second, in the area of approximation algorithms, an approximation factor
of 5/4 would be considered very good for a problem that certainly does not
admit a PTAS. Third, in recent years we have witnessed tremendous advances
in the area of computational combinatorial optimization, in particular in
mixed integer programming. We believe that striving for exact formulations
of hard application problems, or useful relaxations thereof, is an important
and fruitful step in advancing the field even further. In this sense, our MIP
formulation is of interest in its own right.

A major difficulty in developing better lower bounds is to capture the
problem-inherent shuffles. The Towers of Hanoi example shows that expo-
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nentially many shuffles may be needed. On the other hand, in our practical
instances we observed only a rather small number of shuffles. It would be
very interesting to characterize the hardness of an instance by means of its
“shuffling complexity”, which one could attempt to characterize based on the
density of its conflict graph, or its circle graph representation.

One major difficulty in the industry cooperation described was certainly
the scarcity of test data. We have repeatedly addressed this issue toward
our partners. Unfortunately, they were unable to provide more instances
than those presented here, citing a tremendous amount of work necessary to
extract instances from manual plans. However, practitioners of voestalpine
and consultants at PSI-BT alike rate our results as a valid proof of concept
and were quite impressed by the low share of shuffles and the anticipation of
future target stacks in the decisions of our plans.
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Chapter 5

Coil Coating with Shuttles

In the coil coating process, coils of steel are coated in several stages with few of
a broad variety of coating materials. Reducing the high setup cost inherent to
such paint job applications amounts to a complex integrated sequencing and
scheduling problem, posing a prime example of a sequence-based optimiza-
tion application as introduced in Section 1.2. After introducing the general
flavor of the problem at hand, we give a concise description of the ensuing
optimization task in Section 5.1. Modeling and solving practical instances
was the subject of an industry cooperation described in Section 5.2, and we
explain how an instance of the important concurrent setup scheduling sub-
problem evolves from a sequence of coils in Section 5.3. The theory behind
the model developed is analyzed in depth in Chapter 6, and an algorithm
for the integrated sequencing and scheduling problem, together with computa-
tional results and lower bounds to evaluate solution quality, are presented in
Chapter 7. Some of the work presented here appears in [64].

Acknowledgment: The insights into the coil coating process forming the
basis of this chapter were gained in an extensive dialog over several months
with practitioners at the coil coating facility of Salzgitter Flachstahl [88], and
GESIS [50], their information systems provider. We are indebted especially
to Sigurd Schwarz, Frank Barcikowski, and Andreas Holdinghausen for an-
swering our countless questions concerning the even more countless details
of setup cost, and for carefully verifying our solutions. The information from
these discussions is used in this chapter without further reference.

The finished product of many integrated steel plants are so called coils,
rolls of sheet metal, of up to several hundred meters in length and twenty
tons in weight, as depicted in Figure 5.1. The final step in production is
their surface finishing, referred to as coil coating. It plays an essential role in
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shaping steel producers’ extremely diverse product portfolio: The coils used
for home appliances, for instance, already have their typical white coating
when bought from the steel supplier; the sheet metal used for car bodies
already has an anti-corrosion coating before it arrives at the automotive plant
for pressing; coils destined for building construction receive their coatings,
which are very specific for technical as well as esthetic reasons, while still at
the steel plant.

Figure 5.1: Some coils of sheet metal. They comprise up to several hundred
meters of sheet metal, and may weigh as much as twenty tons.

Steel producers and manufacturers of coating materials on the one hand,
and distributors of pre-coated sheet metal on the other hand, have formed
associations to promote the evolution of coil coating on national [82] and
international [43] levels already in the 1960s. Progress in the development of
new and improved coating materials and techniques fosters an ongoing diver-
sification in pre-coated metal products, and in recent years there have been
quite a few scientific publications on coil coating, e.g., [39, 80]. Yet, to the
best of our knowledge, the present work is the first dealing with optimization
in the planning process.

As is typical for paint jobs, the coil coating process may be subject to
long setup times, mainly for the cleaning of equipment, and thus very high
setup cost. In order to reduce this cost, so-called shuttle coaters have been
introduced. They possess two separate tanks which allow to hold two different
coatings at the same time, see Figure 5.2. The advantage is twofold: The
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shuttle can be used to switch between two different coatings on the same
coater at (essentially) no setup cost; or alternatively, the unused tank can
be set up already while coating is performed from the other tank in the
meantime. This possibility of setting up a coater during production is called
concurrent setup; see Figure 5.3 for an example. It is of key importance to
efficient operation of a coil coating line.

Figure 5.2: A shuttle coater. Currently, the left tank and roller are used for
coating. All coils runs on the large deflection roller above, but the entire
bottom part of the coater can be shifted to the left, such that coils can
alternatively be coated from the right tank with its own roller.

Due to setup cost resulting from coil geometry, i.e., their width and thick-
ness, optimally operating the coil coating line already constitutes a hard se-
quencing problem quite similar to sequencing at the hot-rolling mill [35, 98]
when different coatings are not even taken into account. The introduction of
shuttles significantly changes the flavor and the complexity of the sequencing
problem. As we will see, it necessitates the solution of an integrated resource
allocation and scheduling problem for the evaluation of a given sequence:
Which tank do we use for which coil, and how do we schedule concurrent
setup work without exceeding available work resources?

5.1 Problem Formulation

We proceed to give a detailed description of the main optimization task at
a coil coating line with shuttles. Coils are coated continuously, and during
non-productive time, scrap coils are run in between actual coils. Essentially,
a never-ending strip of sheet metal is running through the coating line. When
entering, a coil is unrolled and stapled to the end of its predecessor. After
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tank 1
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(a) Solution for a classical coater with only one tank.
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tank 2
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(b) Solution for a shuttle coater.

Figure 5.3: Coils of different widths as they are processed on the coating
line (from left to right). Setup work (such as color or roller changes, to be
defined later) has to be performed whenever a coil has to be coated with
another color, or is wider than its predecessor on that tank.

undergoing some chemical conditioning of their surface, the coils run through
a top and bottom primer coater, an oven, a top and bottom finish coater,
and through a second oven. In the ovens, the respective coating layers are
fixed. After the coating process, the coils are rolled up again, now ready for
shipping. We will intuitively refer to the possible types of coating material as
colors. A schematic view of a typical coil coating line is depicted in Figure 5.4.

The following terms are essential to understanding the coil coating pro-
cess, and especially our optimization task:

• A coater comprises all machinery necessary for applying one of the four
layers of color, primer and finish on top and bottom, to the coils.

• A tank holds the coating material currently in use, and each tank has
its own rubber roller for applying the coating to the coil.

• Naturally, a coater has at least one tank. A shuttle coater has two
tanks, each with its own roller, which can be used alternatingly to
apply color, see Figures 5.2 and 5.3.

• A color change refers to cleaning a tank and filling it with a new color.
When a tank’s roller has incurred wear, it needs to be replaced, and
this is referred to as a roller change.



5.1. Problem Formulation 77

chem coater

oven

primer coater

oven
finish coater

finish
coater

Figure 5.4: Schematic view of a coil coating line with chem, primer, and
finish coater. The chem and the bottom finish coaters are standard coaters,
the remaining have shuttles.

Non-productive time ensues during production for three reasons: Firstly,
depending on the order of the coils and the usage of the shuttle coaters,
production may have to be stopped for color and roller changes. Next, to
satisfy certain technical restrictions, intermediate (scrap) coils of different
lengths are required in between certain coils. Finally, sample runs need to
be conducted at certain points in the sequence.

We refer to color and roller changes, to scrap coils, and to sample runs
uniformly as setup. Non-productive time during scrap coils and sample runs
is unavoidable. Contrarily, not all color and roller changes must entail an
increase of the time needed to coat the given set of coils when shuttle coaters
are used smartly, as we will describe in Section 5.3.

Naturally, in order to ensure smooth operation, a production plan needs
to include all information relevant to the above in sufficient detail. Let us
assume [n] := {1, . . . , n} is the set of coils to be coated. A plan for the coil
coating process consists of the following three parts:

• a sequence π ∈ Πn, i.e., a permutation stating the order in which the
coils are to be run through the plant,

• a tank assignment T ∈ {1, 2}n×3 stating for each coil from which tank
it is coated for each of the three shuttle coaters,

• a schedule S ∈ [n] × R|W | assigning to each setup task w ∈ W , the
set of necessary setup, a pair (iw, sw), where iw is the last coil which
started no later than w, and sw ≥ 0 is the time between iw’s and w’s
start time.
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The optimization goal is to determine a coil coating plan (π, T, S) min-
imizing the makespan, i.e., the completion time of the last coil in the se-
quence π. The schedule S implicitly determines the start times of coils, since
all setup for a certain coil needs to be finished prior to its start time. More-
over, S needs to be feasible w.r.t. criteria described in Section 5.3. Through-
out, we refer to the included non-productive time in between coils for setup
work, scrap coils, and coils for sample runs, as cost, which is always asso-
ciated with time durations, e.g., extra time needed for setup work or the
runtime of scrap coils or samples.

As we will describe below in more detail, the set W of necessary setups
is completely determined by the coil order π and the tank assignment T . It
is essential to note again that setup does not necessarily have an impact on
the makespan of a plan. In Section 5.3, we discuss when setup tasks may be
performed while coils are being coated, thus entailing no cost. We refer to
tasks performed concurrently with production as concurrent setup.

Since all necessary setup depends on the characteristics of the coils, we
will state the most important ones for a better understanding. Coils usually
have a length of 1–5 km, take 20–100 minutes to run through the coating line,
and some of their central attributes are naturally the colors they receive in
the four coating stages, chosen from a palette of several hundred. But also
their width, usually 1–1.8 m, and their weight per meter of the coil impact
setup. We refrain from listing further coil attributes, since their list is very
long; yet all relevant information is included in our setup calculations.

We classify every setup either as local or global setup. By local setup, we
refer to setup depending only on a pair of consecutive coils in the sequence
π, whereas a global setup depends on a consecutive subsequence of coils run
on the same tank—which may span a large part of π up to its occurrence.

5.1.1 Local Setup

Local setups are always associated with the insertion of scrap coils in the pro-
duction sequence. They mainly occur due to differences in certain attributes
of the coils. An example is the difference in weight per meter of the coil. Due
to the long distance between the supporting points in the oven, the stapled
joint between the coils could break if the weights of consecutive coils differ
by too much.

There are many more restrictions on the differences in certain attributes
of subsequent coils, like their oven temperatures, the speed at which they are
coated etc. Most importantly, however, the differences in several attributes
can be bridged by the same scrap coil. So with δr(i, j) denoting the necessary
length of a scrap coil between consecutive coils i, j to bridge the difference
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in criterion r, the total time for scrap coils needed in between i and j is

sδ(i, j) := max
r
{δr(i, j)}. (5.1)

Another class of local setup is caused by sample runs, i.e., the coating
of scrap coils to check the quality of the coating. Local sample runs are
required, e.g., when protective surface lamination is applied to a coil for
the first time, i.e., its predecessor did not receive lamination. Let tloc(i, j)
denote the duration of the local sample run necessary if coils i and j are run
consecutively. The time for the sample is added to sδ, since a sample run
requires the same conditions as the actual coil coated afterwards, thus all
scrap coils accounted for by sδ must have already run before it. Hence, the
total time needed for local setup between two consecutive coils i, j in π is
given by

sloc(i, j) := sδ(i, j) + tloc(i, j).

Finally, note that local setup is completely oblivious of tank assignment
and solely depends on the order of the coils given by π.

5.1.2 Global Setup

At each stage of the coating process, the coating is extracted from a tank
in the coater and applied to the coil surface by a rubber roller. Say a tank
assignment T assigns coils i and j to the same tank t in some coating stage.
If i is the last coil run before j on that tank, and i and j require different
colors in this coating stage, tank t needs to be cleaned and refilled with j’s
color, resulting in a setup task added to the set W of tasks scheduled by S.
Obviously, this task has to be performed after i ends, but before j starts.

Quite similarly, the rollers incur wear at the edges of the coil in the
coating process. Consequently, a roller that has been used to coat a coil i of
width w1 cannot be used to coat a coil j of width w2 > w1 later in the plan.
Due to the wear the roller incurred at the edges of i, j′s coating would bear
imperfections. So whenever a coating plan calls for the coating of a coil j
which is wider than the coil i coated last on the same tank, the roller needs
to be changed after i ends and before j starts—a corresponding setup task
is added to W .

Color and roller changes require roughly the same amount of time. We
denote the setup time for a color or roller change by tc. Furthermore, let
s

(m)
cc (i, j) and src(i, j) denote the time for setup in between coils i and j on
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coater m due to a color and roller change, respectively.

s(m)
cc (i, j) =

{
tc if i and j have different colors on m,

0 otherwise.

src(i, j) =

{
tc if i is wider than j,

0 otherwise.

Finally, we define

s
(m)
glob(i, j) = s(m)

cc (i, j) + src(i, j).

A third potential reason for global setup are global sample runs, which
are required for some predetermined complicated coatings when they are
applied for the first time from a certain tank, i.e., after a color change. As an
example, consider coils for home appliances, where the correct shade of white
is very important. Let tglob(i, j) denote the duration of the global sample run
necessary if coils i and j are run consecutively on the same tank. When there
is a global as well as a local reason for a sample run (see Section 5.1.1), only
one sample run needs to be performed.

All in all, in the case where all setup for coil k is performed during non-
productive time right before it, the total setup time for k is given by

s
(
predtank(k), predseq(k), k

)
:= (5.2)

max
{
sloc(predseq(k), k),

∑
m

s
(m)
glob(predtank(k), k)

}
+ max

{
tloc(predseq(k), k), tglob(predtank(k), k)

}
,

where predseq(k) and predtank(k) denote the coil directly preceding k in the
sequence and on the same tank, respectively.

In order to determine if a coil i necessitates global setup in a sequence π,
it is clearly not sufficient to consider i’s predecessor in π as for local setup.
Rather, the last coil run before i on the same tank as i needs to be taken into
account. Consequently, in order to determine all setup for a given sequence,
a tank assignment for it must already be given.

As mentioned before, global setup does not necessarily result in cost. An
example is illustrated in Figure 5.5: The first, orange part of global setup
w on tank 2 takes place after coil i, while coils are being coated on tank 1
and tank 2 is idle. When coil j is finished, a period of non-productive time
begins. First, a scrap coil is run to prepare for coil k—during this time, the
global setup still does not cause any additional cost. Only once this scrap coil
has finished, an additional scrap coil needs to be inserted for the remaining
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duration of w, now leading to an actual increase in cost due to w. Once w
finishes, the required sample for coil k may begin and production continues.

i

j

kw

scrap coil since
global setup greater

than local setup

tank 2

tank 1

concurrent global setup
for color & roller change

between coils i and k
(reduced work speed)

scrap coil due to
local setup between

coils j and k

sample coil due to
sample runs between

coils i, k and j, k

for color & roller change
between coils i and k

global setup within
non-productive time

(full work speed)

Figure 5.5: Components of necessary non-productive time, i.e., cost.

In Section 5.3, we will describe how concurrent setups may be scheduled.
It will become even clearer why the problem of computing a coating plan
(π, T, S) does not decompose well into the underlying subproblems, but that
the problem needs to be tackled in its entirety.

5.2 Industry Cooperation

Optimization of their coil coating line was the subject of an industry coop-
eration with Salzgitter Flachstahl [88], SZFG for short, and PSI Business
Technology (PSI-BT) [86], a software company specializing in integrated so-
lutions for the steel industry. We also collaborated closely with GESIS [50],
SZFG’s in-house information system provider.

Within an effort to extend the scope of PSI-BT’s suite of planning tools
at SZFG to the coil coating line, PSI-BT began to realize the extraordinary
complexity of the planning task at hand. Furthermore, planners at SZFG
suspected some optimization potential at the coil coating line, which, in view
of the immense cost entailed by unproductive time, they were eager to at-
tempt to exploit. Hence, a mathematical optimization project was initiated,
and a reduction in makespan by 3% was stated as an optimistic project goal.

On-site logistics before and after the coil coating line are amply dimen-
sioned at SZFG, thus the actual coating process also poses a main bottleneck
in filling customer orders on time. Since orders have strict deadlines, the set



82 Coil Coating with Shuttles

of coils which need to be coated in roughly a 24-hour planning period is fixed
by a higher-level planning system.

The aim of the project was two-fold, in a sense. On the one hand, a fast,
practical heuristic solving the integrated sequencing, resource allocation, and
scheduling problem by computing an exact and detailed production plan for
the coil coating line was sought. On the other hand, SZFG was interested in
an assessment of remaining optimization potential, hence lower bounds for
the evaluation of solution quality were to be computed as well.

A third aspect benefiting SZFG only became clear when the project was
already under way. The implementation of exact makespan computations
demanded a thorough analysis of the entire coil coating process regarding the
durations of necessary setups in all conceivable cases, and the impact of work
resource constraints on the ability to perform concurrent setup. Planners at
SZFG have stated that they have actually gained knowledge about the many
different aspects of planning in coil coating in the process, enhancing their
understanding of the entire facility. As an example, prior to our analysis,
planners at SZFG assumed the simple tank assignment rules depicted in
Figure 5.6 to be optimal in most cases.

The algorithm we designed to meet the project challenges is described in
detail in Chapter 7. An elegant connection to a graph theoretic model studied
in Chapter 6 paves the way for the design of an efficient tank assignment and
concurrent setup scheduling heuristic. The quality of our plans is assessed
with the help of an integer program, which we solve by branch-and-price.
Our algorithm is currently being integrated into PSI-BT’s planning software
suite, and is about to be installed at SZFG. Our optimized plans yield a
reduction in non-productive time by over 20% compared to the system in
place, and have greatly exceeded expectations. The integrity of the solutions
obtained has been verified by the responsible planners at SZFG.

5.3 Tank Assignment and Concurrent Setup

As described in Section 5.1.2, a good tank assignment can save global setup
by “keeping” a color and/or a roller for a later coil and using the other
tank for coating coils in the meantime. Essentially, this reduces the number
of jobs in W , such that we may hope to find a schedule S for W which
results in a shorter makespan. In this section, we describe a second, in a
sense opposite way of utilizing the second tank of a shuttle coater to obtain
better solutions. As mentioned before, much of the setup time incurred in
coil coating is due to tank cleaning and roller changes. However, whenever a
tank is not used for an extended period of time, setup work on this tank may
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be performed simultaneously with regular production, thus avoiding some
cost (see Figure 5.5). Since regular production requires a share of the work
resources available, concurrent setup work cannot be performed as quickly as
setup work during non-productive time, i.e., in between processing two coils.
We denote the time for a color and roller change during non-productive time
by tc. The slowdown factor incurred by concurrent setup during production
is denoted by λ ≥ 1. In our application, there is only one team of workers
who can perform setup work during regular production, so at any point in
time, only one concurrent setup job may be performed. Moreover, concurrent
setup work does not allow preemption by another concurrent setup job, i.e.,
a job on one coater must be finished before work is started on another.

tank 2

tank 1 tc

tc

(a) Change tank when color changes.

tank 2

tank 1

tc

(b) Improved schedule due to keeping the color.

tank 1

tank 2 tc > λ tc> λ tc

(c) Keep color that is first needed again.

tank 1

tank 2 > λ tc

> λ tc

(d) Improved schedule due to concurrent setup work.

Figure 5.6: Canonical, yet suboptimal tank assignment rules.

In particular, concurrent setup is possible on all idle tanks and their
rollers, but only on one tank at a time. On the one hand, concurrent setup
can save cost, but on the other hand, it conflicts with keeping a certain color
and/or roller in a shuttle tank for a later coil, illustrating an inherent dif-
ficulty in optimal planning for shuttle coaters. A plan needs to include an
assignment of tanks to coils for every shuttle coater such that maximum sav-
ings in cost are realized from a combination of concurrent setup and keeping
colors and/or rollers in unused tanks for later coils, thereby avoiding some
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setup completely. Already very small examples show that simple rules like
the one currently in use at SZFG, which switches tanks on a shuttle coater
whenever a new color is required, fail to be optimal as illustrated in Fig-
ure 5.6.

In our solution approach, which we describe in Chapter 7, we will repeat-
edly compute tank assignments and concurrent setup schedules for different
sequences of coils. So for the remainder of this chapter, we will assume that
we are already given a sequence π and focus on concurrent setup scheduling.
First note that once a subschedule S ′ for global samples and setup tasks
performed during production has been computed, all other setup, i.e., scrap
coils, local sample runs, and color and roller changes in non-productive time,
can easily be added to it to obtain a complete feasible schedule S for all
tasks in W . Scrap coils do not require any work resources and can thus be
added to S in parallel, delaying the start time of the following coil j only if
the length of the scrap coils exceeds the length of global setup in between
coils. Sample runs and color and roller changes in non-productive time, on
the other hand, prohibit other parallel setup work and are always performed
directly before the actual coil j they are for. Since we specify all start times
in our schedule relative to the start time of the previous coil, these insertions
into S do not impact global setup already scheduled.

However, there is clearly some optimization potential in jointly consider-
ing global and local setup. Global setup performed concurrently with local
scrap coils does not increase the makespan, and the same is true for global
and local samples, see again Figure 5.5. Thus, we will implicitly regard local
setup in our model for simultaneously computing an optimal tank assignment
and a global setup schedule, which we describe in the next section.

5.4 Interval Model for

Concurrent Setup Scheduling

Given a fixed sequence π of coils, we now aim to find a tank assignment T
and concurrent setup schedule S leading to a coil coating plan (π, T, S) with
minimal cost. In terms of Section 1.2, we now define the instance of our
sequence-based optimization problem stemming from π.

We develop a representation of tank assignments and feasible concurrent
setup schedules for a given π as a family of weighted 2-dimensional intervals.
We call two such intervals, or axis-parallel rectangles, independent, if their
projections onto neither of the axes intersect. An optimal solution (T, S)
for given π will correspond exactly to a maximum weight subset of pairwise
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independent 2-dimensional intervals, i.e., a maximum weight independent set
in a special geometric intersection graph.

These concepts will all be introduced more formally in Chapter 6. For
now, a rough intuition of them suffices for the understanding of the model.
In Section 6.3, we will prove that obtaining an optimal tank assignment and
concurrent setup schedule is NP -hard, even though we present a dynamic
programming approach which is tractable for any constant number of coaters.
The interval model devised here also lays the theoretical groundwork for the
design of our fast heuristic algorithms described in Chapter 7.

We model every possible assignment of a maximal consecutive subse-
quence of coils to the same tank, and every resulting possibility to perform
concurrent setup work, as weighted intervals called coater intervals and work
intervals, respectively. Then, we combine coater and work intervals to form
2-dimensional intervals, i.e., axis-parallel rectangles. The weights of inter-
vals represent the reduction in cost (which may be negative) achieved by the
corresponding partial tank assignment and the concurrent setup work per-
formed, compared to processing all coils on the same tank without performing
concurrent setup work, which would incur cost

cinit =
n−1∑
i=1

s(i, i, i+ 1).

Work intervals of all coaters compete for the one available resource for
concurrent setup work, i.e., a chosen work interval for one coater impacts the
choice of work intervals on other coaters. In contrast, we can choose coater
intervals of different coaters independently. We will position the rectangles in
the plane accordingly, such that there is a one-to-one correspondence between
tank assignments with concurrent setup work schedules on the one hand, and
maximal independent sets of rectangles on the other. We denote by pi the
processing time of coil i, and throughout this section, we assume that the
coils are numbered as they appear in the fixed sequence, i.e., π = id ∈ Πn.

5.4.1 Coater Intervals

A coater interval, always associated with a particular coater, represents a
maximal consecutive subsequence of coils that are processed on the same
tank. Thus, for each coater, any two coils i, j ∈ [n], i ≤ j, define a coater
interval I = [i, j] containing i, j, and all intermediate coils. Selecting such an
interval will correspond to switching the tank directly before i, and directly
after j. Hence, a set of non-intersecting coater intervals, covering every coil,
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defines a unique tank assignment, and the length of I is

|I| :=
j∑
k=i

pk.

We call the last coil before and the first coil after I its predecessor pred(I)
and successor succ(I), respectively. Also, let last(I) denote the last coil in
I. The weight wcoat(I) of a coater interval I comprises the cost savings
before succ(I) resulting from keeping color and roller in the idle tank between
pred(I) and succ(I), as compared to running succ(I) on the same tank as
last(I). Savings resulting from concurrent setup work during production
will be assigned to work intervals as described in the next section. Thus,
with (5.2), wcoat computes as

wcoat(I) = s
(
last(I), last(I), succ(I)

)
− s
(
last(I), pred(I), succ(I)

)
.

In particular, wcoat(I) also captures savings potential in tank assignment due
to running local and global samples jointly. as described in Section 5.3.

Note that certain coater intervals may have negative weight, i.e., selecting
them actually increases cost. Due to the requirement that all of π be covered
by coater intervals, such intervals cannot be ignored. For computational
purposes however, negative weights can easily be eliminated, as we will see
in Section 5.4.4.

5.4.2 Work Intervals

A work interval is always associated with a coater interval I = [i, j], hence
also with a particular coater. It represents a certain concurrent setup task
performed for succ(I) on this coater’s idle tank during coils i, . . . , j. A work
interval’s length describes the amount of work completed, which is at most
λtc. Since concurrent setup work must not be preempted by other concur-
rent setup, work intervals of length less than λtc are only allowed directly
before succ(I), i.e., at the end of the corresponding coater interval—work
is completed during non-productive time directly after last(I) in this case.
There are at most two work intervals for a coater interval, one each for a
color and a roller change, and the sum of their lengths must not exceed |I|.

If a color change is necessary in between pred(I) and succ(I), i.e.,

s(m)
cc (pred(I), succ(I)) > 0

for a coater m, cost may be saved by adding a work interval Ic for a color
change to I. It may only be shorter than λtc if extending to the end of I.



5.4. Interval Model for Concurrent Setup Scheduling 87

Analogously, if
s(m)
rc (pred(I), succ(I)) > 0,

a work interval Ir for a roller change may be added to I in the same way.
In principle, a work interval may start at any point of a particular coater

interval I, making it hard to specify a set of work intervals from which to
select. However, since preemption is not allowed, it suffices to consider start
times of the form

∑`
k=0 pk + qλtc for some ` ≤ i and q ∈ N, ignoring non-

productive time. We formally prove this fact in Section 7.2.1, where we also
show that the number of work intervals needed in the model to guarantee an
optimal solution is polynomially bounded in the number of coils n.

For an exact definition of the cost savings due to work intervals, scrap coils
directly after their coater interval needs to be subtracted from their savings,
since concurrent setup work may be performed during the resulting scrap
coils at no cost as well. Consequently, with (5.1), the cost saving associated
with work intervals Ic and Ir is

wwork(Ic, Ir) = max{0, 1/λ(|Ic|+ |Ir|)− sδ(last(I), succ(I))}.

We now define saving rectangles R = (I, Ic, Ir) as a combination of a
coater interval I and two (possibly empty) work intervals Ic and Ir for color
and roller changes. The total weight of a saving rectangle R is

w(R) = wcoat(I) + wwork(Ic, Ir).

As for coater intervals, this weight may be negative. Also note that we
use the term rectangle in a slightly generalized way, since up to two work
intervals may be associated with each coater interval. As will become clear
in Section 7.2.1 however, this poses no problem for our algorithmic ideas,
while thinking of R as a rectangle facilitates the description of the model.

5.4.3 Positioning Rectangles

Recall that a tank assignment with a feasible concurrent setup schedule shall
correspond to the selection of a maximum weight independent subset of all
possible saving rectangles. We now position axis-parallel saving rectangles
in the plane such that their projections onto one of the axes intersect, if and
only if they conflict, i.e., if their work intervals intersect, or if they belong to
the same coater and their coater intervals intersect. Quite naturally, the x
and y-dimensions of the plane, for coater and work intervals respectively, are
both associated with a sense of time. However, each coater’s rectangles have
their own section of the x-axis. Namely, (m−1)n is added to the x-coordinate
of the m-th coater’s rectangles, while all y-coordinates remain unchanged.
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coater 1

coater interval

R

coater intervals

coater 2 ...
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Figure 5.7: Some saving rectangles, appropriately positioned in the plane.
Selecting rectangle R, i.e., running all coils belonging to its coater interval
on the same tank of coater 1 and performing concurrent setup during its
work interval, prohibits the selection of any rectangle whose projection onto
one of the axes intersects that of R. Non-disjoint coater intervals deny the
derivation of a proper tank assignment, while intersecting work intervals
violate resource constraints.

The savings of conflicting rectangles can clearly not be realized at the
same time: Coater intervals of one coater, whose intersection contains a coil
i, lead to conflicting tank usage, since both intervals assign i to a different
tank, while intersecting work intervals violate the constraint that only one
work resource is available. Hence, a maximum weight subset of pairwise
non-conflicting saving rectangles, whose coater intervals cover all coils on
all coaters, corresponds to a tank assignment with feasible concurrent setup
schedule which is optimal for the given sequence of coils. It realizes the
greatest savings possible over running all coils on the same tank.

In combinatorial theory, subsets of pairwise non-conflicting elements are
called independent sets. For a family of geometric objects, their intersec-
tion graph is the graph in which two elements share an edge, if and only
if they intersect. In this context, computing an optimal tank assignment
and concurrent setup schedule can be viewed as finding a maximum weight
independent set in the intersection graph of the projections of axis-parallel
rectangles. This combinatorial optimization problem is studied in depth in
Chapter 6, in order to devise efficient algorithms to deal with tank assignment
and concurrent setup scheduling in Chapter 7.

Finally, by the construction above, saving rectangles also have a very
specific structure, again see Figure 5.7. We will build upon these properties
when analyzing the independent set problem ensuing from concurrent setup
scheduling in Section 6.4:
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• The projection of each rectangles onto the x-axis is contained com-
pletely in one of the distinct sections corresponding to the coaters.

• If the projections onto the y-axis of two rectangles intersect, their pro-
jections onto the x-axis contain common coils.

The latter is due to the fact that time-wise, a rectangle’s work interval is
always contained in its coater interval. Note that projections of rectangles
onto the x-axis containing common coils need not necessarily intersect when
positioned as in Figure 5.7—they may well belong to different coaters and
thus lie in different sections of the x-axis.

5.4.4 Building Schedules from
Maximal Independent Sets

First note that by adding a sufficiently large constant to the weight of each
rectangle, weighted by its length, we can force each maximum weight in-
dependent set to be maximal, i.e., we can force the selected rectangles to
have coater intervals covering all coils, even if some rectangles have negative
weight.

Given an independent set of saving rectangles such that every coil is
covered by a coater interval on every coater, a feasible tank assignment and
concurrent setup schedule can be constructed as follows. At the end of each
coater interval, we switch tanks on the corresponding coater. The schedule for
concurrent setup work is given directly by the work intervals. For performing
setup work during non-productive time, and for adding scrap coils and sample
runs, we insert sufficiently long breaks in between coils. By construction,
there is a one-to-one correspondence between the cost of this schedule and
the cost of the chosen saving intervals R, i.e.,

c(R) = cinit −
∑
R∈R

w(R).

Note that in the case where there is a separate work resource available
for each coater, i.e., concurrent setup can be performed simultaneously on all
coaters, two saving rectangles conflict, if and only if they belong to the same
coater and their coater intervals intersect. Thus, an optimal tank assign-
ment and concurrent setup schedule can be computed independently for each
coater, and each graph constructed is an interval graph. Maximum weight
independent sets in interval graphs can be computed very efficiently [56],
hence our model yields a fast algorithm for the tank assignment and concur-
rent setup scheduling problem when sufficient work resources are available.
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Also note that for the sake of clarity, we have omitted the case where coils
require no color in one or more coating stages in the preceding discussion.
This case can be incorporated into the model seamlessly by adapting some
definitions of interval weights and allowing coater intervals to intersect on
colorless coils.



Chapter 6

Cliques and Independent Sets
in Multi-Interval Graphs

This chapter’s aim is to explore the zoo of independent set and clique prob-
lems surrounding the interval-based model for concurrent setup scheduling
described in Chapter 5 from a more abstract point of view. Related results
can be found in literature focusing on the combinatorial properties of families
of intervals, as well as in graph theory, where their intersection graphs are
studied. Here, we attempt to give a unifying view, while contributing some
new results. After describing structural properties of multi-interval graphs in
Section 6.1, we focus on cliques and independent sets in Sections 6.2 and 6.3,
and finally identify and study a special case relevant to scheduling applications
in Section 6.4.

Intervals, as a natural representation of uninterrupted processing time,
play an important role in models for non-preemptive scheduling. Whenever
the execution of jobs requires more than one resource, multi-intervals ensue
in their natural generalizations. Sets of pairwise intersecting, or pairwise
disjoint, multi-intervals can be seen as cliques, respectively independent sets,
in the corresponding intersection graph, as we proceed to describe more for-
mally.

Definition 16. A t-interval

x = x1 ∪ x2 ∪ · · · ∪ xt

is the union of t intervals xi, i = 1, . . . , t, in R. In a family of t-intervals,
two elements intersect if and only if they contain a common point.

We will often refer to 1-intervals as simple intervals when distinguishing them
from true multi-intervals, i.e., t-intervals with t > 1.

91
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As reported in [57], the study of systems of multi-intervals was initiated
in unpublished work by Gallai as early as 1968. The following interesting
special case was identified by Gyárfás and Lehel in [57].

Definition 17. A family V of t-intervals is called non-homogeneous, if the
simple intervals xi, i = 1, . . . , t, of each t-interval x ∈ V can be numbered
such that

xi ∩ yj = ∅ ∀i 6= j ∀x, y ∈ V.

The set
{xi : x ∈ V }

of simple intervals is called dimension i of V .

In graph theory, the following terminology is widely used for intersection
graphs of families of t-intervals.

Definition 18. An intersection graph G of a family S of t-intervals is called
t-interval graph. If S is non-homogeneous, G is also called t-union graph.

In view of Definition 17, there are two convenient equivalent characteri-
zations of t-union graphs.

Proposition 1. A graph G is a t-union graph, if and only if it is the edgewise
union of t simple interval graphs with common node set.

Proposition 2. A graph G is a t-union graph, if and only if it is the in-
tersection graph of the projections of a family of axis-parallel t-dimensional
intervals onto the t coordinate axes.

Proposition 1 follows immediately from Definition 17, while the more geo-
metric view in Proposition 2 ensues when associating with each node of G
a t-dimensional interval, whose latitude in dimension i corresponds to its
interval in dimension i in Definition 17. See Figure 6.1 for a comprehensive
illustration.

Recently, optimization problems on t-interval graphs have received no-
table attention: Maximum Independent Set has been studied in [9],
Minimum Vertex Cover, Minimum Dominating Set and Maximum
Clique in [26]. Interestingly, optimization problems in t-union graphs have
only been considered for very special cases like proper t-union graphs in [7]
and [13], which are the intersection graphs of non-homogeneous families of t-
intervals where no simple interval is contained in another, or strip graphs [59],
which are 2-union graphs where in a two-dimensional interval representation,
one dimension forms a disjoint union of cliques.
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Figure 6.1: Geometric drawing of a family of non-homogeneous 2-intervals,
whose intersection graph is the complement of a matching: Two nodes are
adjacent if and only if the projections of their rectangles onto one of the
coordinate axes intersect.

We commence this chapter with some structural results for multi-interval
graphs, introducing the interval and track number of graphs in Section 6.1.
The remainder of the chapter is dedicated to algorithms and complexity of
Maximum Clique and Maximum Independent Set in both t-interval
and t-union graphs. As is common in literature, we assume throughout that
an appropriate interval-representation of the graphs considered is given, and
use the notions of a node in the graph and the corresponding t-interval in-
terchangeably. When discussing t-union graphs, we also make use of Propo-
sitions 1 and 2 where convenient.

We begin Section 6.2 with some hardness results for Maximum Clique.
Then, we explain how bounds on the transversal number of cliques in multi-
interval graphs can be used to obtain approximation algorithms as described
in [26], and devise an exact polynomial algorithm for the special case of
2-union graphs.

Section 6.3 is dedicated to independent set problems and mainly describes
results from [9], where the authors prove APX-hardness even for very re-
stricted special cases, and describe an approximation algorithm based on the
local ratio technique.

Finally, in Section 6.4, we identify the special properties of 2-union graphs
arising in scheduling applications as described in Chapter 5, prove NP hard-
ness of Maximum Independent Set even in this case, but give a poly-
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nomial-time dynamic programming scheme for the case arising in applica-
tions where the number of machines is fixed in advance.

6.1 Interval and Track Number of Graphs

This section deals with the question which graphs are t-interval or t-union
graphs, and for what t. Obviously, the only 0-interval graph is the empty
graph. Furthermore, every graph with maximum degree ∆ is a ∆-union
graph: For every edge, we may introduce two intersecting intervals, each
associated with one of its nodes. Thereby, we introduce at most ∆ simple
intervals for each node, and the resulting family is clearly non-homogeneous.

On the other hand, the complete graph is a regular interval graph, i.e.,
a 1-union graph, despite having maximum degree n − 1. Hence, it is a
natural question to ask for the smallest t for which a given graph G is a
t-interval graph as first done by Griggs and West in [53], and Harary and
Trotter in [66]. They call this number the interval number i(G) of a graph
G = (V,E). In [53], it is shown that

i(G) ≤ min
{⌈

1
2
(∆ + 1)

⌉
,
⌈

1
3
n
⌉
,
⌊√

e
⌋}

(6.1)

for graphs with n nodes and e edges, where i(G) =
⌈

1
2
(∆ + 1)

⌉
for any

triangle-free graph G, thus the degree bound is tight. In [66], the authors
prove i(G) = 1 for caterpillars, i(G) = 2 for all other trees, and

i(Km,n) =
⌈
mn+1
m+n

⌉
(6.2)

for the complete bipartite graph with m and n vertices in its bipartitions,
respectively. The node bound in (6.1) was later improved to

i(G) ≤
⌈
n+1

4

⌉
,

in [52], which by (6.2) is attained by the K2k,2k and is thus tight. Even
though an improved edge bound of

i(G) ≤ 1 +
⌈√

e
2

⌉
,

was proven in [95], a tight bound of i(G) in terms of e is still at large—it is
conjectured to be

1 +
⌈√

e
2

⌉
= i(K√e,√e).

Finally, planar graphs have constant interval number. In [90], the authors
prove that i(G) ≤ 3 for any planar graph G, and i(G) ≤ 2 for G outer-planar.
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Similarly, in [41] Deo and Kumar define the track number t(G) of a graph
as the smallest t for which G is a t-union graph. Clearly, i(G) ≤ t(G) for any
G. They observe that t(G) ≤ 2 for trees, and for complete bipartite graphs
state the lower bound

t(Km,n) ≥
⌈

mn
m+n−1

⌉
. (6.3)

They prove equality in (6.3) when m = n or m > 3n. Equality is finally
proven for all m and n in [58].

Note that from equations (6.2) and (6.3), it follows that the K3,5 is an
example of a 2-interval graph, which is not a 2-union graph. As a final note
on the basic structure of these graphs, recognition was proven to be NP-
complete for t-interval graphs in [93], and for t-union graphs in [58], both for
any fixed t ≥ 2.

6.2 Cliques

This section is dedicated to the classic problem of finding a maximum subset
of pairwise adjacent vertices in a graph, known as Maximum Clique, on t-
interval and t-union graphs. For general graphs, even the unweighted version
is known to be NP-hard to approximate within n1−ε for any ε > 0 [61]. On
the positive side, there is an O(n/ log2 n)-approximation algorithm [23].

For t = 1, t-interval graphs are just simple interval graphs, which are
very well understood from a graph theoretic point of view. Many problems
which are NP-hard on general graphs are tractable when restricted to in-
terval graphs [56]. Also, interval graphs can be recognized, and an interval
representation can be computed, both in linear time [22]. Given the in-
terval representation of a simple interval graph G = (V,E), a maximum
weight clique can be found in linear time if the endpoints of the intervals
are sorted [56]. Hence, the O(n log n)-complexity of sorting dominates the
runtime of this approach, and this is also shown to be best possible in [56]. In
short, the algorithm traverses all endpoints in order and sums up the weights
of the intervals containing each of them. Essentially, this approach amounts
to enumerating all at most |V | maximal cliques of G, failing already in 2-
union graphs, since they may contain exponentially many maximal cliques.
Consider for instance the intersection graph of the non-homogeneous family
of 2-intervals in Figure 6.1. It is the complement of a matching, and thus
has 2bn/2c maximal cliques.

Quite surprisingly, the question whether Maximum Clique is NP-hard
for t-interval graphs was open until very recently, even for large t. It was
answered affirmatively for t ≥ 3 in [26]. We proceed to describe the reduction



96 Cliques and Independent Sets in Multi-Interval Graphs

used therein in detail, since we will subsequently adapt it to yield a similar
result for t-union graphs.

Theorem 9 ([26]). Maximum Clique is NP-hard in t-interval graphs for
t ≥ 3, even in the unweighted case.

Proof. We give a reduction from an arbitrary instance I of the Max 2-
DNF problem: One is given a set of m conjunctive 2-clauses over n Boolean
variables, and the question is whether at least k of these clauses can be
satisfied. It is not hard to see that this problem is equivalent to the problem
Min 2-CNF, or Min 2-Sat, where minimization over disjunctive clauses is
pursued, and which is shown to be NP-hard in [71].

Given I as a set {D1, . . . , Dm} of disjunctive 2-clauses over variables
{x1, . . . , xn}, we define 3-intervals for each clause and each variable, such
that a clique of cardinality (m+ 1)n+ k in their intersection graph G corre-
sponds exactly to a truth assignment to the variables in I fulfilling k clauses.
The first two intervals for each variable will ensure that any maximal pairwise
intersecting selection of them will correspond to choosing exactly one truth
value for each variable in I. Their third interval, together with 3-intervals
for each clause, will reflect the structure of the Boolean formula.

For the first two intervals for each variable, we define subsequent disjoint
intervals x1

n, . . . , x
1
1, x

2
1, . . . , x

2
n. Then, we add intervals x1

n, . . . , x
1
1 such that

interval x1
i spans from just before the start point of x1

n to the end point
of x1

i+1. Finally, intervals x2
1, . . . , x

2
n are defined symmetrically such that x2

i

extends from the start point of x2
i+1 to just past the end of x2

n. See Figure 6.2
for a comprehensive illustration.

We clearly have xi ∩ xi = ∅, prohibiting the selection of both xi and xi
in a clique, so every maximal clique yields a truth assignment. On the other
hand, our construction guarantees

xi ∩ xj 6= ∅, xi ∩ xj 6= ∅, xi ∩ xj 6= ∅, xi ∩ xj 6= ∅ ∀i 6= j, (6.4)

hence every feasible truth assignment can also be represented as a clique.
To reflect the structure of the clauses, we introduce subsequent disjoint

intervals x3
i and x3

i for all variables, placed disjointly from all those defined
previously, and alternating between positive and negative literals. Finally,
each clause is associated with three disjoint intervals spanning all x3

i and x3
i

such that the two gaps in between them coincide with the negation of its
literals. A clause D` is now not adjacent to the 3-interval of a literal, if and
only if its negation is in D`, see Figure 6.2. Hence, D` forms a clique with
all literals of a truth assignment, if and only if the truth assignment fulfills
all literals in D`. Also, the 3-intervals for all clauses intersect mutually.
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To force the selection of a maximum number of 3-intervals corresponding
to variables before turning to clauses, we introduce m more copies of each
of them. Together with (6.4), we now have that any maximum clique in
G contains 3-intervals corresponding to truth assignments to all variables.
Finally, by construction of the 3-intervals corresponding to clauses, we have
that there is a clique of cardinality (m+ 1)n+ k if and only if k clauses can
be satisfied in I.

By reduction from the same problem, we can prove a similar result for
t-union graphs.

Theorem 10. Maximum Clique is NP-hard in t-union graphs for t ≥ 4,
even in the unweighted case.

Proof. The 3-intervals defined in the proof of Theorem 9 obviously do not
form a non-homogeneous family due to the clause intervals. We can, however,
construct an equivalent non-homogeneous family of 4-intervals by splitting
them into four instead of three sections, and repositioning them appropri-
ately.

First, we replace each first interval of a clause by two intervals, which we
move to intersect with the first two intervals of literals instead of the third.
Consider an interval D1

` , intersecting intervals x3
1, . . . , x

3
p and x3

1, . . . , x
3
q in

the former 3-interval representation. Note that q ∈ {p, p + 1}. Hence, we
may replace it by two intervals, the first intersecting intervals x1

p, . . . , x
1
1, the

second x2
1, . . . , x

2
p, preserving D1

` ’s adjacencies in the intersection graph.
Next, in order to uncouple also the remaining two intervals of each clause,

we simply insert a copy of intervals x3
1, x

3
1, . . . , x

3
n, x

3
n disjointly, and move

intervals D3
` to intersect with these copies instead. This representation as

4-intervals is clearly non-homogeneous, see also Figure 6.3

To obtain positive results, upper bounds on the transversal number of
systems of multi-intervals turn out to be useful.

Definition 19. A set of points P on the line is called a transversal of a
family V of t-intervals, if

∀v ∈ V ∃p ∈ P : p ∈ v.

In other words, a transversal of V is a set of points hitting all t-intervals
in V . The transversal number τ(V ) of V is the minimum cardinality of a
transversal of V . Furthermore, the packing number of V , denoted ν(V ), is
the maximum number of pairwise disjoint t-intervals in V . Kaiser proved the
following bounds in [67], whose proofs are omitted here.
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Theorem 11 ([67]). For a system V of t-intervals, we have

τ(V ) ≤ (t2 − t+ 1)ν(V ).

Theorem 12 ([67]). For a system V of non-homogeneous t-intervals, we
have

τ(V ) ≤ (t2 − t)ν(V ).

The existence of families V of t-intervals with τ(V ) ∈ Ω(t2/ log2 d)ν(V ) was
proven in [77], so in a sense, these upper bounds are close to optimal.

We will call a clique in a t-interval graph G = (V,E) a τ -clique, if it
has a transversal of size τ . Note that any clique in G is a τ(V )-clique.
Hence, as observed in [26], we immediately have a (t2− t+ 1) and a (t2− t)-
approximation algorithm for the weighted variant of Maximum Clique in
t-interval and t-union graphs, respectively: We just compute a maximum
1-clique by traversal of the endpoints of all t|V | simple intervals defined by
V , as we would for simple interval graphs. The approximation factors follow
immediately from the bounds in Theorems 11 and 12, since any clique C has
packing number ν(C) = 1.

The approximation factor for t-interval graphs was improved in [26] by
specifying an exact polynomial algorithm to find a maximum 2-clique in G.

Theorem 13 ([26]). A maximum weight 2-clique in a t-interval graph G can
be found in polynomial time.

Proof. Consider the following simple algorithm computing the maximum
clique in G transversed by a pair (p, q) of end points of intervals in G’s
t-interval representation: Let Cp and Cq denote the nodes in the distinct 1-
cliques of G transversed by p and q respectively. Now define the graph H(p,q)

as the complement of the subgraph of G induced by (Cp ∪ Cq). H(p,q) is bi-
partite since Cp and Cq are by definition complete subgraphs of G. Hence, a
maximum weight independent set C(p,q) in H(p,q) can be computed in polyno-
mial time [31]. Clearly, C(p,q) is also a maximum weight clique transversed by
p and q. Thus, the C(p,q) with greatest weight among all (p, q) is a maximum
weight 2-clique in G.

Corollary 2 ([26]). There is a t2−t+1
2

-approximation algorithm for weighted
Maximum Clique in t-interval graphs.

Since Theorem 13 holds for t-union graphs, we get an analog approximation
result.

Corollary 3. There is a t2−t
2

-approximation algorithm for weighted Maxi-
mum Clique in t-union graphs.
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More generally, if the transversal number of families of multi-intervals V
are bounded from above by αν(V ), this approach delivers an α/2-approxi-
mation algorithm for weighted Maximum Clique in the corresponding t-
interval graphs. We will prove next, that thereby the problem can be solved
exactly in polynomial time for the case of 2-union graphs.

Theorem 14. The transversal number of a non-homogeneous family V of
pairwise intersecting 2-intervals is τ(V ) = 2.

Proof. We will even proof that such family V always has a transversal P =
(p1, p2) where p1 and p2 only intersect dimensions 1 and 2 of V , respectively.
Our proof is constructive by induction on the number of 2-intervals in V .
We write ≤i (<i) to denote (strict) precedence among intervals or points in
dimension i of V .

When |V | ≤ 2, the result is obvious. So let P as above be a transversal
of V and |V | = n. Now consider an additional 2-interval w intersecting all
n previous elements of V with p1 /∈ w and p2 /∈ w, and assume w.l.o.g. that
p1 <1 w and p2 <2 w. We will now move p1 and p2 towards w, maintaining
them being a transversal of the the first n elements of V , and prove that they
will finally also intersect w. The construction is illustrated in Figure 6.4.

We take turns increasing p1 and p2, until one of the following conditions
becomes true:

1. One of them intersects w.

2. Any further increase would destroy their transversal property.

If this process terminates due to condition 1, there is nothing more to be
shown. So assume we terminate due to condition 2, and condition 1 is not
satisfied. Then, there are u, v ∈ V , such that the endpoints of u and v
coincide with p1 and p2 respectively, so

u ≤1 p1, v ≤2 p2.

On the other hand, we have

p1 /∈ v, p2 /∈ u,

since otherwise condition 2 would be violated. So due to our assumption
p1 <1 w, p2 <2 w, also

p1 <1 v, p2 <2 u.
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w

p1

p2

(a)

w
p2

p1

(b)

u

v

w

p1

p2

p1

(c)

Figure 6.4: Traversing a pairwise intersecting non-homogeneous family V ∪
{w} of 2-intervals; (a) shows a transversal (p1, p2) of V without w. By moving
first p1, then p2 as described in the proof of Theorem 14, the transversal of
V ∪ {w} shown in (b) is obtained.
(c) illustrates the case leading to a contradiction. We have p1 ≤1 u and
p2 ≤2 v, while p1 /∈ v and p2 /∈ u. Since w is adjacent to both u and v, we
have u <1 v and v <2 u, hence u and v are not adjacent.

since w intersects all 2-intervals in V , particularly u and v, so u and v cannot
be separated from w by p2, respectively p1. Finally, this results in

u ≤1 p1 <1 v and v ≤2 p2 <2 u,

contradicting the assumption that all elements of V , so in particular u and
v, intersect mutually, see Figure 6.4(c).

In a different context, the above result was already obtained in [57] much
earlier.

Corollary 4. Weighted Maximum Clique in 2-union graphs can be solved
exactly in polynomial time.
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Unfortunately, it is not clear how to obtain results improving on Corol-
laries 2 and 3 using similar ideas, even for other small fixed values of t: On
the one hand, the bounds in Theorems 11 and 12 are likely to be tight, and
on the other hand, the proof of Theorem 13 relies crucially on the transversal
number of the cliques considered being two.

6.3 Independent Sets

The complementary notion of a clique in a graph is an independent set, a
set of pairwise non-adjacent vertices. So clearly, for any graph class closed
under complementation, the corresponding Maximum Independent Set
problem, is equivalent to Maximum Clique. Hence, all results for general
graphs mentioned in Section 6.2 also apply here. For simple interval graphs,
i.e., 1-interval graphs, Maximum Independent Set can be solved by only
slightly adapting the algorithm for Maximum Clique from [56], where it is
also shown that the resulting runtime of O(n log n) is best possible.

Advancing to 2-union graphs, the complexity of the problem changes
rather drastically. It becomes highly non-tractable already for the very spe-
cial case of (2, 2)-union graphs, where graphs have a representation as a
non-homogeneous family of half-open interval and all intervals have length
two and integral endpoints.

Theorem 15 ([9]). Maximum Independent Set is APX-hard for (2, 2)-
union graphs, even in the unweighted case.

Proof. We will show that (2, 2)-union graphs form a superclass of graphs G
with maximum degree ∆(G) ≤ 3. APX-hardness of unweighted Maximum
Independent Set for the latter class of graphs is shown in [14], thus this
will entail the result.

Let G be a graph with ∆(G) ≤ 3. In [4], the authors prove that such
graphs have linear arboricity at most two, i.e., their edge set can be parti-
tioned into two subsets forming forests of paths. A forest of paths can clearly
be represented as the intersection graph of half-open intervals of length 2 with
integral endpoints. Hence, the edge set of G can be represented as union of
the edge sets of two such special interval graphs with same node set, thus G
is a (2, 2)-union graph.

Let us now turn to positive results. Quite interestingly, an approximation
algorithm specific to general t-union graphs is still at large. Literature has
either dealt with very restricted special cases like proper t-union graphs [7]
and strip graphs [59], or proposed algorithms for the more general class of
t-interval graphs.
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The complementary notions of cliques and independent sets suggest the
following linear integer programming formulation of Maximum Indepen-
dent Set.

max
∑
v∈I

wvxv (6.5a)

s.t.
∑
v∈C

xv ≤ 1 C clique in G (6.5b)

xv ∈ {0, 1} v ∈ V (G) (6.5c)

This formulation clearly contains exponentially many constraints. We
can, however, obtain a compact program for t-interval graphs by relaxing
constraints (6.5b) to∑

v3p

xv ≤ 1 ∀p : p rightmost point of a simple interval in G. (6.6)

The LP-relaxation of this modified program is elegantly utilized in [9] to
obtain a 2t-approximation algorithm for t-interval graphs based on the local
ratio technique. Therein, the vector of objective coefficients is recursively
decomposed while applying the following simple observation.

Fact 3. For any x, y, w ∈ Rn satisfying w>1 y ≥ r(w>1 x) and w>2 y ≥ r(w>2 x)
for w1 + w2 = w and some r, we have

w>y ≥ r(w>x).

We proceed to prove that for any feasible solution to the LP-relaxation
above, there exists a vertex whose neighborhood, in a certain sense, makes
only a small contribution to it. This local bound, which naturally holds
especially for an optimal fractional solution, will form the core of the analysis
of the ensuing rounding algorithm.

Lemma 6 ([9]). Let x denote a feasible solution to the LP-relaxation of the
modified integer program above. Then, there is a node v ∈ V with∑

v∈N [v]

xv ≤ 2t, (6.7)

where N [v] := {w : (v, w) ∈ E} ∪ {v}.
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Proof. The result ensues from the averaging argument

∑
v∈V

xv
∑
u∈N [v]

xu ≤
∑
v∈V

xv · 2
t∑
i=1

∑
u3endi(v)

xu ≤
∑
v∈V

xv · 2t,

where endi(v) denotes the rightmost point of the i-th interval in the t-interval
associated with node v. The first inequality follows from the fact that when
two simple intervals intersect, the rightmost point of one of the intervals is
always contained in the other. The second inequality is implied by feasibility
constraints (6.6).

Theorem 16 ([9]). There is an efficient 2t-approximation algorithm for
weighted Maximum Independent Set in t-interval graphs.

Proof. Consider the following algorithm.

1. Delete all v ∈ V with wv ≤ 0 from G.

2. If V = ∅, return the empty set.

3. Determine an optimal fractional solution x to (6.5).

4. Pick a node v′ fulfilling (6.7).

5. Set w′v := wv − wv′ for each v ∈ N [v′], otherwise w′v := wv.

6. Recurse with weight vector w′ and let I ′ denote the independent set
returned.

7. If v′ is not adjacent to any node in I ′, return I := I ′ ∪ {v′}, else return
I := I ′.

We will prove the approximation factor of the final solution I by induction
on the depth of the recursion.

At the bottom of the recursion, G is empty. Hence, the empty set re-
turned is a maximum weight independent set, in particular a 2t-approximate
solution. At any depth, let y and y′ denote the incidence vectors of I and
I ′ ⊆ I, respectively. By step 5 of the algorithm, we have

w>y = w′>y + wv′
∑

v∈N [v′]

yv.

Since w′v′ = 0, applying induction results in

w>y = w′>y′ + wv′
∑

v∈N [v′]

yv ≥
1

2t
w′>x+ wv′

∑
v∈N [v′]

yv.
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Furthermore, the algorithm ensures that at least one node from N [v′] is in
I, so we can apply our local argument in form of Lemma 6 and get

w>y ≥ 1

2t
w′>x+ wv′

1

2t

∑
v∈N [v′]

xv =
1

2t
w>x.

Since every step in the algorithm can clearly be implemented to run in polyno-
mial time, and the recursion has depth at most |V |, this yields the result.

For the sake of completeness, we finally state the following observation
resulting from Theorem 4 and the equivalence of separation and optimiza-
tion [54].

Lemma 7. The linear programming relaxation of the clique-based integer
program for maximum weight independent set in 2-union graphs can be solved
in polynomial time.

This is immediate from the fact that a clique which is maximum w.r.t. the
values of the corresponding variables in a solution to the linear program is
either a certificate for its feasibility, or delivers a violated constraint. Un-
fortunately, we were not able so far to exploit this fact in order to obtain
improved approximation results.

6.4 k-Composite 2-Union Graphs

In this section, we focus on a special class of 2-union graphs occurring in
multi-machine scheduling applications as the one described in Chapter 5.
In these applications, a 2-interval corresponds to a job with fixed machine
and time for its (potential) execution. The two dimensions in the job set’s
non-homogeneous 2-interval representation correspond to the jobs’ temporal
usage of two resources: If scheduled, a job spends time on its machine accord-
ing to its first dimension, while a special resource shared among all machines
is required within a fixed time window during its execution, specified by the
jobs second dimension. In a sense, a jobs second interval is contained in its
first.

The optimization goal is to select a maximum weight subset of jobs in-
dependent w.r.t. the usage of machines and the shared resource. E.g., in
concurrent setup scheduling as described in Chapter 5, the selection of a 2-
interval v = v1 ∪ v2 corresponds to assigning a job to one of two processors
of a machine during v1, while performing setup work on the other (now idle)
processor during v2.
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Note that the multi-interval graphs representing such conflicts in resource
usage always have dimension two, regardless of the number of machines k,
since the intervals representing the usage of different machines can be shifted
to k disjoint sections of the same dimension—they never intersect. Thus,
job selection problems of this type correspond to weighted Maximum Inde-
pendent Set in a special class of 2-union graphs. In order to define this
graph class formally, we first introduce a certain notion of affinity among
these disjoint sections of a dimension.

Definition 20. Let V be a family of intervals contained in a section L =
[sL, eL] of the real line. For an interval v = [sv, ev] ∈ V , we denote by

vL := [sv − sL, ev − eL]

the L-relative interval of v. When referring to some canonical section of the
real line, we call these intervals section-relative.

Definition 21. Let G be a 2-union graph, i.e., the edgewise union of two
simple interval graphs G1, G2. We call G k-composite, if G1 and G2 are the
intersection graphs of two families of intervals such that

1. G1 has at least k connected components C1, . . . , Ck.

2. Let L1, . . . , Lk denote the minimal sections of the line containing all
intervals in C1, . . . , Ck respectively, and assume w.l.o.g. that, by scaling
G1’s intervals, all Li have equal length. Then for any u, v ∈ V (G) with
u1 ∈ Ci, v1 ∈ Cj,

u2 ∩ v2 6= ∅ ⇒ u1
Li
∩ v1

Lj
6= ∅. (6.8)

Loosely speaking, when two nodes share an edge in G2, their intervals in G1

would intersect, if they belonged to the same section. Note that 1-composite
and n-composite 2-union graphs are just simple interval graphs: In the former
case, G2 is a subgraph of G1, so G = G1, while in the latter, G1 has no edges,
so G = G2.

First, we show that for variable k, or in terms of scheduling, the number
of machines part of the input, Maximum Independent Set remains NP-
hard for k-composite 2-union graphs, even in the unweighted case. Later, we
will describe an exact dynamic programming approach running in polynomial
time for any fixed k.

Theorem 17. For k part of the input, Maximum Independent Set in
k-composite 2-union graphs is strongly NP-hard, even in the unweighted case.
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Proof. We give a reduction from 3-Sat [32]. Let I denote an arbitrary in-
stance of it with n variables x1, . . . , xn and m clauses c1, . . . , cm. We may
assume w.l.o.g., that no clause contains two literals of the same variable.
With k = n, we now construct a k-composite 2-union graph G, such that G
admits an independent set of cardinality n+m, if and only if there is a truth
assignment for the variables of I such that all clauses are satisfied.

We will construct G as the edgewise union of two simple interval graphs
G1 and G2, or equivalently, as a non-homogeneous 2-interval representation
where the rectangles’ latitudes in the two dimensions are given by the corre-
sponding intervals in the two interval graphs.

We introduce a node for each of I’s 2n literals. The intervals for the
nodes in G1 and G2 are given in Table 6.1.

Literal Interval in G1 Interval in G2

xi [2m · (i− 1); 2m · (i− 1
2
)) [i− 1; i)

xi [2m · (i− 1
2
); 2m · i) [i− 1; i)

Table 6.1: Intervals associated with literals in the two simple interval graphs
G1 and G2.

Thereby, the intervals belonging to literals of different variables are always
disjoint in both G1 and G2, while the two literals of one variable share an
edge in G2 (see Figure 6.5).

Furthermore, we introduce a node for each occurrence of a literal in a
clause. Let y denote a literal in cj, while s is the start point of the interval
associated with y’s negation in G1 as in Table 6.1. These nodes’ intervals in
G1 and G2 are defined in Table 6.2.

Occurrence in clause Interval in G1 Interval in G2

cj [s+ j−1
m

; s+j
m

) [n+ j − 1;n+ j)

Table 6.2: Intervals associated with occurrences of literals in clauses in the
two simple interval graphs G1 and G2, where s denotes the start point of the
interval in G1 associated with the negation of the occurring literal according
to Table 6.1.

Now all occurrences of literals in the same clause are adjacent in G2, while
occurrences of literals in different clauses are always independent in both G1

and G2 (again see Figure 6.5).
Now suppose the graph G, i.e., the edgewise union of G1 and G2, admits

an independent set S of cardinality at least n + m. Since the two literals of
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x1 x1

x2x2

x3 x3

x4 x4

G1

G2

Figure 6.5: Non-homogeneous 2-interval representation of the graph con-
structed from the 3-Sat instance with four variables and clauses (x2∨x3∨x4),
(x2 ∨ x3 ∨ x4), (x1 ∨ x2 ∨ x3), (x1 ∨ x3 ∨ x4).
The 2-intervals associated with the two literals of variable x3 are highlighted
green, those belonging to the fourth clause (x1∨x3∨x4) blue. The adjacency
of the occurrences of literal x2 in the first two clauses with x2 is highlighted
golden.

each variable are adjacent, S may contain at most n nodes corresponding to
literals. On the other hand, the three occurrences of literals in each clause
form a triangle, so similarly, S may contain at most m of these nodes. Con-
sequently, S contains exactly one literal of each variable and one occurrence
of a literal for each clause. Let us interpret the choice of literals in S as a
truth assignment X for the variables of I. Each occurrence of a literal in a
clause is adjacent to its negation in G, so such occurrence being in S implies
it is true in X, for S is an independent set. Hence, X fulfills at least one
literal in each clause of I, which is consequently a yes-instance.

Conversely, suppose I is a yes instance and X is a truth assignment
fulfilling all clauses. Then an independent set in G can be constructed in
the same way, picking n nodes corresponding to the literals in X and an
occurrence of a literal true in X for each clause.

Finally, for k = 2n, G is also k-composite: Firstly, no interval in G1

crosses the end points of the intervals corresponding to literals, so these
intervals define k disjoint sections of the line containing the connected com-
ponents of G1. Secondly, edges in G2 either join two literals of the same
variable, or two occurrences of two literals in the same clause. In both cases,
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the adjacent nodes’ intervals in G1 have identical section-relative intervals
by our construction, hence G also satisfies property (6.8).

Note that this reduction actually demonstrates that Maximum Indepen-
dent Set is even NP-hard in 2-union graphs of a very specific structure:
The graph constructed is the edgewise union of a collection of pairwise dis-
joint triangles and edges on the one hand, and a collection of disjoint stars
on the other.

Nevertheless, let us now turn to positive results. We propose the follow-
ing dynamic programming algorithm for weighted Maximum Independent
Set in k-composite 2-union graphs, which runs efficiently when k, i.e., the
number of machines in the scheduling interpretation of the problem, is a
constant.

Theorem 18. For any constant k, the weighted version of Maximum In-
dependent Set in k-composite 2-union graphs can be solved in polynomial
time by dynamic programming.

Proof. Let the graph G again be represented as the edgewise union of two
simple interval graphs G1 and G2. We define a state in our algorithm to be
a k-tuple

Sv = (v1, . . . , vk),

where vi is either a node whose interval in G1 lies in component Ci, or empty.
Note that the nodes of one state are thereby independent in G1, and (n+1)k

is a rough upper bound on the number of states. We call a state feasible, if
its nodes also form an independent set in G2 (and hence in G).

We will now define a directed acyclic graph S on the set of feasible states,
and prove that a longest path from the empty state, whose components are
all empty, to some other state corresponds to a maximum weight independent
set in G. Since the number of states is polynomially bounded, this will yield
the result.

We call two states Su, Sv compatible, if Su ∪ Sv forms an independent set
in G. As in Definition 21, we denote by L1, . . . , Lk the minimal sections of
the line containing all intervals in C1, . . . , Ck respectively, and assume again
w.l.o.g. that all Li have equal length. For the i-th component vi of Sv, let
sL(vi) and eL(vi) denote the start and end point of the Li-relative interval of
v1
i in G1; set sL(vi), eL(vi) to zero when vi is empty. We define the edge set

of S as

E(S) := {(Su, Sv) : Su, Sv compatible and eL(ui) ≤ eL(vj) ∀i, j = 1, . . . , k}.
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So in a sense, when following a path in S, the corresponding intervals in all
components of G1 are traversed simultaneously and in a certain monotone
fashion.

Now S is clearly acyclic, and we argue that any path P = (Ss, . . . , St)
in S defines an independent set Ss ∪ · · · ∪ St in G: First, the union of two
subsequent states in P is independent by definition of E(S). Furthermore,
the union of all states in P is independent in G1 by construction. It remains
to show that the union of any two non-subsequent states in P is independent
in G2 as well.

For the sake of contradiction, assume there is a state Su ∈ P and a node
ui ∈ Su which, in G2, shares an edge with a node vj contained in a state
succeeding Su on P . Let Sv denote the first such state. Since adjacent states
form independent sets by definition of E(S), there must be a state Sa in
between Su and Sv on P which contains neither ui nor vj, so in particular
aj 6= vj. Also, by our assumptions, Su ∪ Sa and Sa ∪ Sv form independent
sets.

Now, by property (6.8), we have

sL(vj) ≤ eL(ui) ≤ eL(vj).

On the other hand, from the definition of E(S), we get

eL(ui) ≤ eL(aj),

and from the fact that Sa ∪ Sv forms an independent set and aj 6= vj

eL(aj) < sL(vj).

Finally, this results in

eL(aj) < sL(vj) ≤ eL(ui) ≤ eL(aj),

a contradiction. Consequently any path in S defines an independent set in
G.

We now define the length of an edge (Su, Sv) as the weight gained by a
path, i.e., an independent set, through its traversal:

`((Su, Sv)) :=
∑

x∈Su∪Sv

wx −
∑
x∈Sv

wx.

Since for any independent set in G, its nodes can be ordered by the end points
of their section-relative intervals in G1, any maximum weight independent
set also has a representation as a path in S, concluding our argument.

Note that in view of the hardness result for variable k (Theorem 17), this
approach may well be the best possible in terms of efficiency. We will also
exploit its ideas in Chapter 7 in devising a practical solution scheme for the
concurrent setup application from Chapter 5.
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6.5 Conclusions

Intersection graphs of intervals can serve as a natural model for a variety
of scheduling applications. While simple interval graphs are very well un-
derstood, and most graph theoretic problems can be solved very efficiently
when restricted to this class, already 2-interval graphs appear to be much
more difficult to handle. In view of Theorems 10, 15, and 17, there is little
hope to find efficient exact algorithms for Maximum Clique and Maximum
Independent Set for multi-interval graphs, even in very restricted special
cases. Nevertheless, Theorem 18 provides an efficient, albeit costly algorithm
for weighted Maximum Independent Set in the k-composite special case
of 2-union graphs.

For convenience, we restate complexity and approximation results for
different classes of multi-interval graphs in Table 6.3.

Graph Class
Clique Independent Set

LB UB LB UB

interval ∈ P [56] ∈ P [56]

2-union ∈ P APX-complete[9] 2t[9]

4-union NP-complete t2−t
2

APX-complete[9] 2t[9]

3-interval NP-complete[26] t2−t+1
2

[26] APX-complete[9] 2t[9]

Table 6.3: Summary of known results for different classes of t-interval graphs.
Naturally, hardness results carry over for greater t. When t is mentioned in
an upper bound, the approximation factor holds for all t.

Open Problems

As Table 6.3 illustrates, some intriguing open questions surrounding cliques
and independent sets in multi-interval graphs remain. For one, Theorem 9
still leaves room for improvement: Can Maximum Clique be solved effi-
ciently in 2-interval graphs? For the case of t-union graphs, Theorem 10
and Corollary 4 also leave a gap, and the complexity status of Maximum
Clique in 3-union graphs is open as well.

Regarding Independent Set, finding an approximation algorithm spe-
cific to t-union-graphs and improving on the ratio of 2t from Theorem 16,
which holds for the more general t-interval graphs, is another challenging
open problem.





Chapter 7

Planning Heuristic and
Branch-and-Price Lower
Bounds

We now develop a solution approach for sequencing and scheduling in coil
coating with shuttles fit for day-to-day use in a production environment. Some
of its heuristic ideas are based on the interval model for concurrent setup
scheduling from Section 5.4 and insights about the underlying graph problems
from Chapter 6. Furthermore, we prove the quality of our solutions by the
computation of adequate lower bounds. We describe our approach to handle
the sequencing problem in Section 7.1, and proceed to detail the computation
of tank assignments and concurrent setup schedules in Sections 7.2 and 7.3,
respectively. Section 7.4 is dedicated to our branch-and-price approach for
solving a combinatorial relaxation of the integrated problem, delivering lower
bounds to assess the quality of the solutions obtained. Finally, we state com-
putational results from our industry cooperation in Section 7.5. Some of the
work in this chapter is published in [64].

As stressed throughout Chapter 5, a fully detailed production plan for a
coil coating line with shuttles comprises far more than just an order in which
coils are coated. A tank assignment plan for each shuttle coater, and an
exact schedule for setup work are essential to the plan as well. Due to the
rigorous interdependencies between these three parts of a solution, and last
but not least due to the complexity of the scheduling task alone analyzed in
depth in Chapter 6, an optimal solution is currently out of reach. On top of
that, quick computation times are indispensable for the practical usability
of our algorithms. To practitioners, it is imperative that a plan covering 24
hours is computed within at most 180 seconds.

113
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Hence, heuristic algorithms are our design of choice. The interval model
from Section 5.4 plays an essential role in attacking the problem and rep-
resenting solutions, and algorithmic ideas from Section 6.4 were an inspira-
tion in our design. Moreover, we dedicate considerable effort to evaluating
the quality of our approach with the help of lower bounds on the optimum
makespan. This will demonstrate that our heuristics perform very well on
practical instances.

Mainly due to global setup, an algorithm cannot be based on local de-
cisions alone. Instead, meta-heuristics generating many complete solutions
quickly are a natural approach. On that account, we implement a genetic
algorithm for the sequencing problem, which by its nature combines solu-
tions in such a way that beneficial characteristics of solutions found persist,
while costly characteristics are eliminated. In order to evaluate sequences,
we repeatedly compute tank assignments and concurrent setup schedules.
Since this approach necessitates the evaluation of very many sequences, tank
assignment and scheduling need to be performed very often as well, hence
fast algorithms for these subproblems are required. We describe all of these
ingredients in the following sections.

7.1 Sequencing

In the realm of meta-heuristics, sequencing problems are frequently solved
using evolutionary algorithms. A comprehensive overview of these and other
search heuristics for combinatorial optimization problems is given in [1],
see [79] for a recent successful application to a different production sequenc-
ing problem. In our case, we will first exploit the special structure of local
setup cost to create a good set of initial solutions, and then implement a
genetic algorithm to improve their makespans.

The defining operations in a genetic algorithm for the evolution of its
population are its crossover and its mutation operations. In a crossover,
the combination of two parents from the current population brings forth
a new individual, while a mutation creates a new individual by modifying
one already present. In an iteration, or generation of the algorithm, its
population is first enlarged through crossovers and mutations, before a subset
of all these individuals is selected for survival.

In our algorithm, we maintain a constant population size across gener-
ations, and individuals with better makespans survive. Mutations are con-
ducted by inverting a random consecutive subsequence of an individual. For
crossovers, we implement a classic mechanism for sequencing problems orig-
inally proposed by Mühlenbein [81], which works as follows.
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Upon the selection of two individuals from the current population, a
donor d and a receiver r, a random consecutive subsequence of random
length is taken from the donor to form the basis for the construction of the
new individual, or offspring s. We complete s by continuing from its last
element i with the elements following i in the receiver, until we encounter
an element already contained in s. Now we switch back to the donor and
continue completing s from d in the same way, going back to r again when
encountering an element already added to the offspring. If we can continue
with neither r nor d, we add to s the next element from r which is not in s
yet, and try again.

The power of meta-heuristics, and particularly genetic algorithms, lies in
their ability to create and evaluate large numbers of solutions quickly. Com-
pared to other, more local search heuristics, they are less likely to get stuck
in local optima, largely due to a significant amount of randomness involved.
While crossovers and mutations are typically oblivious of the objective value
of the affected individuals, the survival mechanism guides the search toward
better solutions.

Naturally, algorithmic parameters like population size or the amount of
crossovers and mutations performed per generation can have a great effect on
a genetic algorithm’s performance, and good settings have to be determined
through extensive testing. We provide details on the parameter settings used
in our implementation in Section 7.5.1.

7.1.1 Initial Population

The key ingredient to the success of our algorithm, however, is its initial pop-
ulation. Computational experience has shown that not so much the absolute
quality of the initial solutions, but much more their diversity w.r.t. different
beneficial aspects lead to rapidly evolving populations.

Recall that the cost of a solution essentially computes as the sum of local
and global cost, where the former only depends on the sequence, while the
latter is greatly affected by tank assignment and concurrent setup scheduling.
In a sense, we would like to eventually avoid global cost by switching tanks
smartly, so we focus on local cost for the initial population.

As described in Section 5.1.1, local cost ensues largely due to scrap coils
which need to be inserted into the sequence in order to bridge differences in
certain criteria r of subsequent coils, like their width, height, etc. This share
of the setup cost between to coils i, j was defined in (5.1) as

sδ(i, j) := max
r
{δr(i, j)},
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where δr denotes the length of a scrap coil necessary to bridge the difference
between i and j in criterion r.

When considering only one single criterion, we may be able to avoid such
setup cost completely by sorting the set of coils according to it, minimizing
the greatest occuring difference between subsequent coils. On the other hand,
by the definition of sδ, scrap coils can be used to bridge differences in several
criteria at the same time, making the most of some unavoidable scrap coils,
in a sense. These two ideas are the essence of the algorithm generating our
initial population.

To create an individual π ∈ Πn, we first pick a criterion r1 by which we
sort the set of coils to be coated. To break ties, which occur frequently for
some criteria, we pick a second criterion r2. If in the ensuing sequence, call it
π12, a scrap coil becomes necessary due to some other criterion r3, we know
we could have used it to bridge differences in any other criterion at the same
time, in particular differences in r1 and r2.

This suggests the following algorithm to build a smarter π from π12: We
choose a fixed criterion r3 different from r1 and r2. Then, we add coils to π
in the order of π12, skipping those before which a scrap coil would be needed
in π due to differences in r3. After reaching the end of π12, we add the first
unused coil from π12 to the end of π and repeat the process regarding only
the coils in π12 which have not been added to π yet.

We can now create different individuals for the initial population by dif-
ferent choices of r1, r2, and r3, and each individual is likely to avoid scrap
coils due to these criteria, while utilizing unavoidable scrap coils to bridge
differences in multiple criteria at once. Thereby, we obtain a broad variety
of completely different individuals, each attractive regarding its own part of
the objective. They turn out to provide a particularly diverse basis for con-
structing sequences with low overall cost by simple crossover and mutation
operations.

Finally, as mentioned before, optimizing a sequence w.r.t. local cost only
amounts to solving an asymmetric traveling salesman problem, which we
can solve optimally in most cases by the Lin-Kernighan-Helsgaun (LKH)
heuristic [63]. We add an individual corresponding to this mostly optimal
tour to the initial population as well, before completing it with a number of
random sequences.

7.2 Tank Assignment

In order to evaluate a certain sequence, a makespan for it needs to be de-
termined by computing a tank assignment, as well as a concurrent setup
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schedule. A good tank assignment aims to satisfy two, in a sense opposite,
requirements: On the one hand, try to keep a roller and/or a color for a sub-
sequent coil in order to avoid setup whenever possible. On the other hand,
try to use idle times on the tanks to perform inevitable setup work during
regular production, which otherwise might increase the makespan.

We will first describe how an optimal tank assignment and concurrent
setup schedule can be computed simultaneously by a dynamic programming
approach, which takes polynomial time for any fixed number of coaters under
one very reasonable assumption. This is, however, more of a theoretical
result, since these computations have to be performed a vast number of
times in the course of the surrounding sequencing meta-heuristic. Hence,
we proceed to devise a fast tank assignment heuristic in order to satisfy the
strict runtime requirements of the application. We also describe the intuitive
tank assignment rule in use at SZFG today, which serves as a benchmark for
our heuristic.

7.2.1 Optimal Tank Assignment

In this section, we will demonstrate how the dynamic programming algo-
rithm computing a maximum weight independent set in a k-composite 2-
union graph from Theorem 18 can be utilized to solve the integrated tank
assignment and concurrent setup scheduling problem in polynomial time.
There are two main issues to be addressed. Since every possibility to per-
form a concurrent setup job needs to be represented as a work interval, we
need to argue that the number of savings rectangles we need to consider in
order to obtain an optimal plan is polynomially bounded. These rectangles
will be the nodes of the k-composite 2-union graph. Also, as described in
Section 5.4.2, a coater interval may have two work intervals associated with
it, one for changing a color, and one for changing a roller. Hence, we have
to deal with a generalized notion of 2-intervals, and we have to demonstrate
that this does not harm correctness or runtime of the dynamic program.

The following lemma bounds the number of savings rectangles which need
to be considered in order to obtain an optimal plan.

Lemma 8. There is a set D of at most

N :=
maxi∈[n] pi

λ tc
· (n− 1)(n− 2)

2

points in time such that there exists an optimal selection of saving rectangles
R, whose work intervals all have end points in D.
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Proof. Work intervals may start with every but the last coil in the sequence,
accounting for the first n− 1 points necessary. In addition, given a potential
start point for a work interval, also the point exactly λ tc after it is a potential
start point. Since preemption is not allowed, any optimal selection of saving
rectangles can always be transformed to a solution where all work intervals
start at a point specified above by shifting every selected work intervals to
the left, until its start point coincides with a point of the above form.

Assuming w.l.o.g. that the fixed sequence of coils is π = id ∈ Πn, we now
observe that moving through the sequence in order, the number of new po-
tential starting points during the processing of coil i is bounded by i(pi/λtc).
Thus, the total number of potential start points for work intervals necessary
in an optimal solution is∑

i∈[n−1]

i
pi
λtc
≤

maxi∈[n] pi
λ tc

· (n− 1)(n− 2)

2
= N.

Thereby, the number of savings rectangles which need to be considered
for an optimal plan in bounded by

n2 + n2N + n2N2 ≤ n2(N + 1)2,

the sum of all possibilities to pair each coater interval with no, one, or
two work intervals. Note that N is polynomial in n, as long as the ratio
(maxi∈[n] pi/λ tc) is bounded polynomially in n.

In realistic instances, the maximum length of a coil is roughly twice the
time to perform a single concurrent setup task, so this ratio is roughly two.
The above bound is also very coarse, since it takes into account all possi-
bilities to pair any work interval with a coater interval, while only work in-
tervals completely contained in it are really relevant. Theoretically however,
extreme cases, which would have many coils with extremely short processing
time followed by a very long coil, cannot be ruled out.

It remains to show that the dynamic program can handle our generalized
notion of 2-intervals, namely the case where two disjoint work intervals are
associated with a coater interval. Recall that in the proof of Theorem 18, a
feasible state in the dynamic program is a k-tuple

Sv = (v1, . . . , vk),

where each component vi is either empty or a savings rectangle, and all vi
form an independent set. Two states are compatible if the union of their
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components still forms an independent set, and two compatible states are
adjacent in the state graph if in each component, their savings rectangles are
identical, or their coater intervals are disjoint. Edges in the state graph are
weighted with the savings gained by added savings rectangles, so any longest
path from the empty state corresponds to a maximum weight independent
set, i.e., a selection of pairwise compatible savings rectangles of maximum
cumulated weight.

Clearly, none of these steps is affected by whether none, one, or two
work intervals are associated with a coater interval—additional work inter-
vals merely need to be taken into account when checking for feasibility and
compatibility of states. The key property that work intervals are subintervals
of their coater interval remains valid regardless.

Hence, by applying Theorem 18, we have an algorithm computing an
optimal tank assignment and concurrent setup schedule for a sequence of n
coils in time

O((n2(N + 1)2)k),

which is polynomial in n as long as k, the number of coaters, is constant and
(maxi∈[n] pi/λ tc) is bounded by a polynomial in n.

7.2.2 Heuristic Based on the Interval Model

The dynamic programming approach is obviously not feasible for practical
use due to its runtime. Nevertheless, we can use a similar idea to define a
heuristic to compute a good tank assignment. The scheduling can then be
performed by a simple rule described in Section 7.3, yielding a concurrent
setup schedule for a given tank assignment.

The complexity of the exact algorithm stems from the need to consider
interval selections for all coaters at once, in order to ensure that savings
from all selected work intervals can be realized by the scarce work resource.
Intuitively, the probability that all potential cost savings from work intervals
for a coater interval I can actually be realized increases with the length of I.
This is the core idea for the following tank assignment heuristic.

Instead of considering all coaters at once, as in the exact algorithm, we
consider them separately. Recall that savings from coater intervals for dif-
ferent coaters can be realized independently in any case, since they mainly
correspond to savings from keeping a color or a roller for later use. Now,
instead of explicitly adding work intervals Ic, Ir to each coater interval I,
we upper bound cost savings wwork(Ic, Ir) from I’s potential work intervals
according to how much concurrent setup work for one coater we expect to
be able to schedule during I, and add this value to the weight wcoat(I) of I.
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More precisely, we define the new weight of a coater interval as

w′coat(I) := wcoat(I) + max{α|I|, |Ic|+ |Ir|},

where α ∈ [0, 1] is a parameter. When choosing α = 0, concurrent setup
work is assumed impossible. For the contrary extreme α = 1, all potential
concurrent setup work is assumed to be scheduled for each coater interval.

With these new modified weights, it suffices to consider coater intervals
only when computing a tank assignment. As a consequence, similar to the
case of sufficient work resources mentioned in Section 5.4.4, our problem
reduces to finding a maximum weight independent set in a regular interval
graph, which can be dealt with very efficiently [56], yielding a fast heuristic
to compute a tank assignment as described in Section 5.4.4. In Section 7.3,
we describe how a concurrent setup schedule for it can be computed quickly
as well.

7.2.3 Online Rule: First-In First-Out (FIFO)

Planners at SZFG, our industry partner, are using the following simple rule
for tank assignment, which only regards the colors of subsequent coils. When-
ever subsequent coils have different colors, switch the tank. If the new tank
does not contain the required color, a color change on that tank becomes
necessary. So whenever a third color besides the two in the shuttle tanks
is required, the color which was in use earlier is discarded, i.e., we follow a
first-in-first-out (FIFO) rule.

The advantage of this FIFO rule is its online character. The choice of
tank depends only on the current and the previous coil. We exploit this fact
in Section 7.4, where we devise an integer programming model to compute
lower bounds on the optimal makespan of coil coating plans, assuming the
FIFO rule is used for tank assignment. In fact, planners at SZFG initially
insisted this rule was also used in our algorithm, assuming it yielded the
best possible tank assignment in any case. This requirement was abandoned
eventually, after we demonstrated cases where different tank assignments
would be beneficial like the example in Figure 5.6.

7.3 Concurrent Setup Scheduling

Once a sequence and a tank assignment have been determined, we still need to
compute a feasible schedule for concurrent setup work. A solution to the dy-
namic program described in Section 7.2.1 already contains a non-intersecting
selection of work intervals, so we do not need to perform this step in that
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case. An optimal schedule is given by performing concurrent setup according
exactly to the selected work intervals as described in Section 5.4.4. If one
of the heuristics for tank assignment described in Sections 7.2.2 and 7.2.3 is
used, however, we have a sequence and a tank assignment at hand, but still
need to perform scheduling in order to assess the actual cost of the coating
plan.

Obviously, the dynamic program could be used to compute an optimal
schedule for the given tank assignment T . If we only specify saving rectangles
for coater intervals corresponding to T , any solution to the dynamic program
will have T as a tank assignment. For practical use, however, this approach
is not reasonable, again due to its runtime. Thus, in our implementation, we
use an earliest-deadline-first strategy as a simple scheduling rule.

As before, each global setup task w ∈ W is associated with the coil i it
is performed for. We define a release time and a deadline for w as follows.
Job w is released at rw when the tank on which i is run becomes idle for
the last time before i in T ; its deadline dw is the start time of coil i. Since
only one concurrent setup task may be performed at a time, we are trying
to schedule all tasks on a single work resource. Whenever the work resource
becomes available, say at time t, we schedule the setup task w with the
earliest deadline for which t ∈ [rw, dw].

This strategy satisfies tight practical runtime requirements and appears to
perform well for our application, even though it is in general not guaranteed
to lead to optimal concurrent setup schedules.

7.4 Lower Bounds from a

Combinatorial Relaxation

Assessing the quality of heuristic solutions is not only a theoretical con-
tribution, but an important question in practice: How much optimization
potential could be left? In this section we describe a general way of comput-
ing an instance-dependent lower bound on the optimal makespan, when an
online tank assignment rule is used as described in Section 7.2.3.

Obtaining good lower bounds is strongly related to devising good relax-
ations of the problem at hand. Ignoring the need for non-productive time
altogether, we obtain as a trivial lower bound the sum of processing times of
all coils,

LBtriv :=
n∑
j=1

pj.

A slightly more elaborate idea is to relax complicating global setup cost
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only. This reduces the coil coating problem to determining an optimal se-
quence with respect to local setup costs, which can be formulated as an
asymmetric traveling salesman problem. We denote the resulting bound by

LBTSP := min
π∈Π

n−1∑
i=1

sloc(π(i), π(i+ 1)).

Since global cost does play an essential role for cost computations, how-
ever, we devise the following more sophisticated bound. As we stressed sev-
eral times, global setup cost for a coil j depends, in the extreme case, on the
entire solution, in particular on the entire tank assignment, prior to running
coil j. Our relaxation now limits this dependency in limiting the number of
coils which are considered when computing global setup cost, i.e., we “don’t
look back too far.” More precisely, we concatenate consecutive subsequences
containing a constant number of coils, say k, for which we exactly compute
the global cost. In between these subsequences, we only consider local setup
cost. By means of an integer linear program, we find a cheapest such con-
catenation among all possible combinations. A solution is a sequence of all
coils, and the tank assignment will be given implicitly.

7.4.1 Integer Program:
Concatenating Short Subsequences

The logic of the model is to assign subsequences of k coils each to dn/ke time
slots, each consisting of k consecutive positions. Only the last may possibly
be shorter. For a subsequence s, we denote by

t(s) ∈ {1, . . . , dn/ke}

its time slot, and by

p(s, j) ∈ {1, . . . , n}

the absolute position of coil j in subsequence s. We subsume all possible
subsequences of k coils in the set S. We slightly abuse the set notation
j ∈ s to express that coil j is contained in subsequence s. Naturally, the
cardinality of S is exponential in n, and listing S explicitly in an integer
program is out of the question. Hence, we solve the linear relaxation of our
model by dynamically adding sequences, i.e., performing column generation,
and embed this into a branch-and-price framework [10, 42].

Each s ∈ S has its local plus global setup cost cs, which is computed as
if all coaters were entirely clean and empty at the beginning of s. The local
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setup cost between coils i and j is abbreviated by ci,j. Now, consider the
following integer program:

min
∑
s

cszs +
∑
i,j∈[n]

ci,jyi,j (7.1a)

s.t.
∑
p∈[n]

xp,j = 1 j ∈ [n] (7.1b)

∑
j∈[n]

xp,j = 1 p ∈ [n] (7.1c)

∑
s3j:

p(s,j)=p

zs = xp,j p, j ∈ [n] (7.1d)

xlast(t),i + xfirst(t+1),j ≤ 1 + yi,j i, j ∈ [n],

t = 1, . . . , dn/ke − 1 (7.1e)

xp,j ∈ {0, 1} p, j ∈ [n] (7.1f)

yi,j ∈ {0, 1} i, j ∈ [n] (7.1g)

zs ∈ {0, 1} s ∈ S (7.1h)

Its binary variables are interpreted as follows:

• xp,j = 1⇔ coil j is assigned to position p in the sequence.

• zs = 1⇔ subsequence s ∈ S is selected.

• yi,j = 1⇔ coil i is last in a subsequence in time slot t, and j is first in
a subsequence in time slot t+ 1, i.e., we incur local cost ci,j.

The constraints have the following meaning:

• Each coil gets coated exactly once (7.1b),

• each position in the sequence is filled exactly once (7.1c),

• a subsequence s needs to have coil j in position p if and only if the
corresponding xp,j indicates so (7.1d).

• Precedence constraints (7.1e) and the objective function (7.1a) enforce
that between two consecutive subsequences in time slots t and t + 1,
we incur the local setup cost between coil i in the last position last(t)
in t, and coil j in the first position first(t+ 1) in t+ 1.
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Note that in order to compute global setup cost, we need to know a tank
assignment which we do not explicitly compute. For the optimal value of
this model to deliver a guaranteed lower bound, it is essential that the tank
assignment rule assumed within subsequences can be concatenated to a tank
assignment on the whole sequence following the same rule. It is exactly the set
of online assignment rules as in Section 7.2.3, which possesses this property.
Hence, we use the FIFO rule in the integer program and thereby obtain lower
bounds for the case when the FIFO rule is used. When comparing bounds,
we refer to the optimal objective value of the integer program as LBIP .

Note that the above formulation could easily be extended to work with
any tank assignment by introducing variables xp,j,ta ∈ {0, 1} deciding which
tank to use on every coater in each position of the sequence. The index
ta would reflect the different combinations on all coaters, in our case eight
essentially different tank assignments since we have three shuttle coaters.
This way, an optimal tank assignment can simultaneously be computed for
each subsequence, obtaining a lower bound on the makespan in any case. We
did not further follow this idea, however, for it would unduly increase the
computational effort to obtain the desired bounds.

Using the scheduling heuristic from Section 7.3, any feasible solution to
the integer program can be transformed to a complete coil coating plan. The
cost incurred by this plan, however, will be much higher than the objective
value of the integer program, since the latter does not take into account the
cost of global setup in between subsequences. Paticularly, such plans will be
very far from optimal for the unrelaxed problem. A plan derived from an
optimal solution of the integer program is depicted in Figure 7.1. A large
part of the plan’s actual cost occurs exactly in between the subsequences of
fixed length, illustrating the nature of our combinatorial relaxation very well.

7.4.2 Pricing

Initially, the integer program (7.1) contains all xp,j and yi,j variables but only
some zs variables, namely those which correspond to subsequences derived
from a solution produced by our sequencing algorithm. Its linear relaxation
is called the restricted master problem. All other zs variables are generated
only as needed.

The only constraints containing these variables are the coupling con-
straints (7.1d). As a consequence, only the corresponding dual variables
µp,j ∈ R are relevant for calculating their reduced cost. Naturally, in order
for a variable to be added to the problem, its reduced cost must be negative.



7.4. Lower Bounds from a Combinatorial Relaxation 125

The reduced cost of zs is

c̄s = cs −
∑
j∈s

µp(s,j),j ,

and the pricing problem is to find a subsequence of minimum reduced cost.
To the best of our understanding, there is no principal alternative to a

brute force enumeration, since the total setup cost of a subsequence can only
be assessed when it is present in its entirety. This also rules out most of
the traditionally used dominance criteria in dynamic programming. Thus,
a straight forward depth first search backtracking algorithm is used to solve
this problem. In addition, we use a pruning criterion based on the dual
variable values of coils not yet added to a subsequence. If their sum is not
small enough to cancel the setup cost already accumulated, the reduced cost
of the subsequence being constructed can never be negative. This helps in
mildly reducing the search space without compromising optimality.

Figure 7.1: The visualization of an integer optimal solution to our integer
program with subsequences of k = 4 coils each. Each of the three blocks
represents one shuttle coater with its two tanks; the rectangles within reflect
the coils in the coating sequence. It is clearly visible that the integer program
ignores global setup cost in between subsequences. Dark stripes indicate color
and roller changes performed in the plan.
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7.4.3 Branching

When we determine an integer solution for the xp,j variables, all other vari-
ables automatically assume integer values as well. That is, a natural candi-
date for taking branching decisions in the branch-and-bound tree is to branch
on ∑

s3j:p(s,j)=p

zs /∈ {0, 1}

for a given coil j at position p. In fact, speaking in terms of branch-and-
price methodology, this is branching on the so-called original variables xp,j
of the problem which are present in this extensive column generation as well.
The branching itself can be realized as a modification to the pricing problem
instead of adding an explicit branching constraint to the master problem:
One simply eliminates the forbidden coil j from position p on the down
branch, or enforces it by eliminating all other [n]\{j} coils from position p on
the up branch. Note that the master problem has to be updated according to
branching decisions: Variables corresponding to subsequences which do not
respect the branching constraint have to be eliminated, e.g., via an upper
bound of zero. In order to stay feasible after each branching decision, we
further introduce artificial variables with large costs in constraints (7.1b),
one for each coil.

7.5 Computational Study

As detailed already in Section 5.2, the explicit goal of our industry project
was the development of a tool to be integrated into the existing production
planning software at SZFG, our industry partner. Hence, we were provided
with realistic data right from the beginning. In many cases, the coil coating
plan actually gone to production, devised manually by planners, could be
included with the instances, albeit with considerable effort on the part of
SZFG. Thereby, a comprehensive comparison of the makespans of our plans
with the manual plans became possible. Furthermore, we continuously tested
our algorithms on data provided by SZFG during development, and in the
following process of their planners repeatedly validating our solutions, various
issues regarding the accuracy of cost calculations and the practicability of
work schedules were addressed, and eventually solved.
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7.5.1 Some Implementation Details

As stated before, the runtime limit prescribed by our industry partner was
180 seconds. Parameters for the genetic sequencing algorithm were deter-
mined by rigorous testing, with the goal to have one fixed parameter set
yielding good performance across all data sets.

In the construction heuristic for the initial population described in Sec-
tion 7.1.1, we use all possible three-tuples of width, height, processing speed,
and temperature in primer and finish oven as criteria r1, r2, and r3, account-
ing for about one third of our initial population of 200 individuals. We keep
population size constant across generations, and in each generation create
100 new individuals each from both mutations of random individuals and
crossovers of two randomly chosen parents. This results in a total popula-
tion of 400, of which we keep the 200 with the best makespan for the next
generation.

Especially on small instances, the population quickly evolves to a set of
individuals with almost identical cost. When the makespan of all individuals
is within 5% of the best individual, we discard the worse 90% of the pop-
ulation and replace it with a new initial population computed as described
in Section 7.1.1. This usually leads to further improvement of the best in-
dividuals in subsequent generations. Parameter settings are summarized in
Table 7.1.

Parameter Value

time limit 180 sec.
population size 200
crossovers per generation 100
mutations per generation 100
reset threshold 5%
reset percentage 90%

Table 7.1: Parameters of the genetic algorithm.

We also performed extensive testing using the tank assignment heuris-
tic described in Section 7.2.2 for various values of the parameter α ∈ [0, 1]
when computing a tank assignment for the evaluation of the makespan of a
sequence. The best results were obtained for α ≈ 0.5 and were equal to the
makespan obtained using the FIFO rule in almost all cases. In a sense, this
confirms the view of planners at SZFG, that the FIFO rule works very well
in practice, hence we also use it in our algorithm.

The branch-and-price algorithm to solve integer program (7.1) to obtain
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lower bounds was implemented within the publicly available SCIP frame-
work [2]. The implementation is not excessively tuned to performance, since
it was only needed for one-time bound computations on our test instances.
Yet, it was sufficient to yield acceptable bounds as a proof-of-concept for our
heuristic.

7.5.2 Results

A typical batch for a 24 hour planning horizon consists of 20–40 coils, but as
required by our partners, we also considered some batches which were three
times larger for testing purposes. All testing was performed on a standard
Desktop PC with 2 GB RAM and a 2×2.0 GHz dual core processor running
SuSE Linux 11.0. Our C++ code was compiled using GNU 4.3 compilers.
The outer genetic algorithm runs for 300–800 generations in 180 seconds,
depending on instance size, and there is virtually no improvement in the
best objective value found towards the end.

We cannot report on the precise numerical characteristics of our data
and results due to confidentiality agreements, so we present a qualitative
assessment of our approach instead. In view of the declared project goal of
a makespan reduction by 3%, the solutions computed obtained through our
approach prove excellent, as we were able to produce plans with makespan
reductions of typically 10% compared to manual plans. In fact, makespan
reductions could be realized even for examples where planners deemed their
own solutions to “look optimal”.

Detailed results on comparisons and bounds are depicted in Figure 7.2
and Table 7.2. Our heuristic solutions are proven to be within 5–15% of

Figure 7.2: Comparison of bounds on the makespan for representative in-
stances. The ordering of bounds per instance is the same as in Table 7.2.
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Instance LBtriv Gap% LBTSP Gap% LBIP Gap% Gen Ref

09-18 1 0.73 36.87 0.85 17.77 0.92 8.16 1.00 –
09-19 1 0.86 16.87 0.87 15.11 0.95 5.18 1.00 1.19
09-19 2 0.68 47.01 0.76 31.29 0.87 15.08 1.00 1.27
09-22 1 0.81 23.08 0.84 18.96 0.90 11.51 1.00 1.35
10-15 2 0.89 12.96 0.91 9.68 0.92 8.63 1.00 1.10
10-15 3 0.88 13.10 0.92 8.37 0.93 7.44 1.00 1.09
10-17 2 0.89 12.54 0.91 9.37 0.93 7.36 1.00 1.06
10-28 1 0.92 8.25 0.96 4.65 0.96 4.28 1.00 –
10-28 2 0.86 16.72 0.87 15.03 0.90 11.02 1.00 –

Table 7.2: Comparison of bounds on the makespan for representative problem
instances, normalized to the makespan obtained by our genetic algorithm.
We give the three lower bounds LBtriv, LBTSP , and LBIP (in that order),
and the makespan of a reference solution provided by SZFG (not available
for every instance). The columns headed “gap%” represent the remaining
theoretical optimization potential when using the solution provided by our
genetic algorithm, computed as 100 · (genetic− LB)/LB.

Figure 7.3: Comparison of the quality of lower bounds in terms of cost,
i.e., non-productive time. The cost of the solution obtained by our genetic
algorithm defines the reference cost of 100%. Depicted is the percentage
of cost proved unavoidable by the two non-trivial bounds. The ordering of
instances is identical to that in Table 7.2.

makespan optimality. To obtain the TSP bounds, we used the LKH heuristic,
whose solutions come without a guarantee for optimality. However, for our
comparably small instances, solutions are very likely to be optimal.

Our branch-and-price bounds are far superior in any case. If we concen-
trate on setup cost in contrast to makespan, it can be seen from Figure 7.3,
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that the integer programming lower bound is able to close much more of the
gap to the upper bound than the TSP bound, which ignores global setup
cost. Yet, we did not solve all instances to integer optimality and also used
rather short subsequences of only k = 4 coils, so the lower bound is certainly
improvable. We are thus convinced that the actual quality of our heuristic
solutions is even better than currently proven.

Finally, it should be noted again that indeed every detail of produc-
tion is controlled by our plan, and that these plans were verified on-site at
SZFG’s coil coating line. Currently, our optimization module is being tested
in production at SZFG, and complete integration into their planning suite
for day-to-day use is expected shortly.

Discussion

Despite our industry partners’ enthusiastic reception of overall results, it is
somewhat disappointing that our tank assignment heuristic based on the
interval model in Section 7.2.2 does not yield considerably better results
than the simple FIFO rule for most of our instances. Of course, this lack of
improvement may also be due to the earliest-deadline-first heuristic employed
for concurrent setup scheduling. It would be interesting to develop other
tank assignment and concurrent setup scheduling heuristics in an attempt to
improve overall results even further.

Regarding lower bounds, we have already stated in Section 7.4.1 that our
relaxed integer programming model can be extended easily to also compute
an optimal tank assignment, hence yielding general lower bounds valid not
only for a fixed online tank assignment rule. It also seems conceivable that the
entailing increase in computational complexity could be counterbalanced by
improving our branch-and-price scheme, e.g., by the introduction of cutting
planes, resulting in a branch-and-price-and-cut approach. Also, our general
idea of dynamically generating and concatenating subsequences may prove
useful to compute lower bounds for other complex sequencing problems where
certain global cost plays a prominent role.

Finally, we can come full circle and make a connection back to the inte-
grated model for sorting with objectives in Chapter 1. As briefly mentioned
at the beginning of Chapter 5, sequencing in coil coating exhibits some simi-
larities to planning for the hot-rolling mill at an integrated steel plant, where
slabs are rolled to coils. These slabs are usually provided to the mill from a
designated slab yard right in front of it, as described in Chapter 2. Deter-
mining a processing order for the coils, which jointly minimizes the cost for
rolling them and the effort to provide the slabs in sequence from the slab yard,
constitutes a prime example for integrated sorting with objectives. Further-
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more, a sequencing algorithm as the genetic algorithm in Section 7.1, paired
with an extremely fast state-space exploration to determine the minimum
effort for providing sequences from the slab yard as in Chapter 4, could serve
as a basis for a solution approach.
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Conservatoire National des Arts et Métiers, 2009.
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[57] András Gyárfás and Jenö Lehel. A Helly type problem in trees. In Com-
binatorial Theory and its Applications, volume 4 of Colloquia Mathe-
matica Societatis J’anos Bolyai, pages 571–584. North-Holland, 1969.
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