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Michal Natora, Wendelin Böhmer, Klaus Wimmer, Marcel Stimberg, Konstantin
Mergenthaler, Josef Ladenbauer, Philipp Meier, Michael Sibila, Deepak Srinivasan,
Johannes Jain, Stephan Schmitt, Kamil Adiloglu, Rong Guo, Aki Naito, Susanne
Schönknecht, Philipp Kallerhoff, Sambu Seo and Robert Anniés.

1This thesis was supported by BMBF grants 01GQ0410 and 01GQ1001B.



ii



iii

Abstract

The question of how populations of neurons process information is not fully under-
stood yet. With the advent of new experimental techniques, however, it becomes
possible to measure a great number of neurons simultaneously. As a result, models
of co-variation of neurons are becoming increasingly important. In this thesis new
methods are introduced for analyzing the importance of stochastic dependencies for
neural coding. The methods are verified on artificial data and applied to data that
were recorded from animals. It is demonstrated that the novel features of the models
can be material for investigating the neural code.

First, a novel framework for modeling multivariate spike counts is introduced.
The framework is based on copulas, which make it possible to couple arbitrary single
neuron distributions and place a wide range of dependency structures at the disposal.
Methods for parameter inference and for estimation of information measures are
provided. Moreover, a relation between network architectures and copula properties
is established. The copula-based models are then applied to data that were recorded
from the prefrontal cortex of macaque monkey during a visual working memory
task. We demonstrate that copula-based models are better suited for the data than
common standard models and we identify possible underlying network structures of
the recorded neurons.

We then extend the copula approach by introducing a copula family that can be
used to model strong higher-order correlations. The family is constructed as a mix-
ture family with copula components of different order. In order to demonstrate the
usefulness of the model we construct a network of leaky integrate-and-fire neurons.
The network is connected in such a way that higher-order correlations are present in
the resulting spike counts. The new copula family is then compared to other copulas
and to the Ising model. We show, that compared to the other models the new copula
family provides a better fit to the artificial data.

In a third study, we investigate the sufficiency of the linear correlation coefficient
for describing the dependencies of spike counts generated from a small network of
leaky integrate-and-fire neurons. It is shown that estimated entropies can deviate
by more than 25% of the true entropy if the model relies on the linear correlation
coefficient only. We therefore propose a copula-based goodness-of-fit test which
makes it easy to check whether a given copula-based model is appropriate for the
data at hand. The test is then verified on several artificial data sets.

Finally, we study the importance of higher-order correlations of spike counts for
information-theoretic measures. For that purpose we introduce a goodness-of-fit test
that has a second-order maximum entropy distribution as a reference distribution.
The test quantifies the fit in terms of a selectable divergence measure such as the
mutual information difference and is applicable even when the number of available
data samples is very small. We verify the method on artificial data and apply it
to data that were recorded from the primary visual cortex of an anesthetized cat
during an adaptation experiment. We can show that higher-order correlations have a
significant condition dependent impact on the entropy and on the mutual information
of the recorded spike counts.
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Chapter 1

Introduction to the Thesis

How is the brain processing information? Our central nervous system enables us to
interact with our environment in a remarkable way in spite of continuously chang-
ing conditions. The information is processed in different stages. Input is received
through various senses, external objects are recognized, memorized, retrieved and
new information is integrated into existing knowledge. This information is then
available for planning and executing actions. Using these chains of processing we
exhibit complex behavior and accomplish tasks that cannot be fully reproduced by
even the most sophisticated artificial machines of the present day.

In order to investigate information processing in the brain we need to be familiar
with the structure of the nervous system. The nervous system is comprised of an
enormous number of neurons, which are highly connected. A neuron in turn consists
of a cell body, a dendritic tree and a single axon. The axon is long in comparison to
the other parts of the neuron and predominantly connects to the dendritic trees of
many downstream neurons. In the prevailing view of neural information processing,
signals are transmitted by means of all-or-nothing membrane depolarizations (see
e.g. [Dayan and Abbott, 2001]). These spikes or action potentials are initiated in
the cell body and travel along the axons to the downstream neurons where they
can contribute to (excitation) or impede (inhibition) the initiation of a spike of
that neuron depending on the type of the synapses that connect the axon to the
subsequent neuron.

In this view the output of the neuron is completely characterized by the temporal
train of spikes that the neuron emits. Likewise, the output of a population of neurons
is fully described by the simultaneous spike trains of these neurons. Due to their
high connectivity these neurons do not work alone but in an ensemble. It has been
the primary opinion in the field that the joint activity of the neurons needs to
be measured and analyzed simultaneously in order to investigate their functional
principles (see [Averbeck et al., 2006] for an overview). Recently, multi-electrode
data acquisition techniques became available that make it possible to record the
spike trains from dozens or even hundreds of neurons at the same time [Brown
et al., 2004].
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Functional principles can be understood by mathematical models of reality.
Which models are appropriate for neural spike trains? The spike trains of the neu-
rons are inherently stochastic. Noise is introduced at several layers of the neural
system which causes variability that is present even when the environment remains
stationary [Faisal et al., 2008]. For this reason stochastic models of the neural ac-
tivity are a reasonable choice.

According to Occam’s razor simple models should be preferred if their perfor-
mance is similar to more complex ones. Even though the spike trains completely
describe the output of the neural population, it is not clear which statistical proper-
ties of the spike trains are actually relevant for information processing and therefore
need to be included in the models. Is the precise timing of the spikes important or
are less detailed statistics of the spike trains sufficient to study information process-
ing? Is it acceptable to consider only pairwise spike trains or is it essential to take
more complex dependencies into account? These have been central questions in the
field [Averbeck et al., 2006; Gutnisky and Dragoi, 2008; Schneidman et al., 2006;
Kohn and Smith, 2005; Bair et al., 2001].

More appropriate models of the ensemble activity can provide better descriptions
of the responses of populations of neurons. Such descriptions can give rise to various
advancements:

1. Possible underlying network structures that have led to the recorded activity
can be identified.

2. Questions of neural coding can be addressed in more detail. The stochastic
models provide insights into the functioning of information processing in the
brain.

3. The refinement of neurophysiological experiments is made possible in terms
of the external covariates and the collection of data. The necessary number
of experimental samples that need to be collected in order to answer specific
questions about the neural code can be determined.

4. The models allow us to investigate which aspects of the activity are related to
external covariates such as perceived stimuli. The importance of these aspects
can be quantified.

5. An embedding of the models in an encoding or decoding framework can lead
to better prosthetic devices.

All in all more appropriate models of joint neural activity can help in tackling im-
portant problems that are at the heart of computational neuroscience and neural
coding in particular. In the thesis at hand novel stochastic methods for modeling
and analyzing the ensemble activity of neural populations are introduced. These
methods are then applied to artificial data sets and to data that were recorded from
animals.

In this chapter we familiarize the reader with fundamental topics of neural coding
and provide an outline of the thesis. The chapter is structured into three parts. In
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the first part we give a general introduction into neural coding and put particular
emphasis on findings and propositions about the role of correlations in the neural
activity. In the second part we describe basic techniques for analyzing neural codes.
These techniques include information-theoretic techniques as well as techniques for
decoding of external covariates from the neural activity. Finally, we give a com-
plete outline of the subsequent chapters together with a listing of addressed research
questions.

1.1 Neural Coding

How is information encoded and transmitted between populations of neurons? The
neural code refers to the neural representation of information (see e.g. [Borst and
Theunissen, 1999]). Typically three questions are associated with the study of the
neural code: (1) What kind of information is encoded by a neuron or by a neural
population? (2) How is this information encoded in the neural activity? (3) How
precise is the information encoded in the neural activity?

In this section we will review proposed types of neural codes and in particular the
role of correlations between the activity of different neurons. Moreover, we present
exemplary neurophysiological findings.

1.1.1 Types of Neural Codes

The study of neural coding goes back to the early 19th century. Johannes Peter
Müller found that neural responses can be evoked by universal causes such as the
stimulation by electricity and that such stimulation results in different perceptions
corresponding to the stimulated modality. He formulated this as early as 1835 in his
Law of Specific Nerve Energies [Müller, 1835]:

“The same cause, such as electricity, can simultaneously affect all sensory organs,
since they are all sensitive to it; and yet, every sensory nerve reacts to it differently;
one nerve perceives it as light, another hears its sound, another one smells it; another
tastes the electricity, and another one feels it as pain and shock. One nerve perceives
a luminous picture through mechanical irritation, another one hears it as buzzing,
another one senses it as pain. . . He who feels compelled to consider the consequences
of these facts cannot but realize that the specific sensibility of nerves for certain
impressions is not enough, since all nerves are sensitive to the same cause but react
to the same cause in different ways. . . (S)ensation is not the conduction of a quality
or state of external bodies to consciousness, but the conduction of a quality or state
of our nerves to consciousness, excited by an external cause.”

In the early 20th century it became possible to record electrical discharges of
single neurons. In 1914 Edgar Douglas Adrian showed that nerve fibers propagate
all-or-none action potentials [Adrian, 1914]. Later, he discovered that rates of these
spikes, so-called firing rates, can be tuned to external stimuli [Adrian, 1928]:

“I had arranged electrodes on the optic nerve of a toad in connection with some
experiments on the retina. The room was nearly dark and I was puzzled to hear
repeated noises in the loudspeaker attached to the amplifier, noises indicating that
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a great deal of impulse activity was going on. It was not until I compared the noises
with my own movements around the room that I realized I was in the field of vision
of the toad’s eye and that it was signaling what I was doing.”

The idea that in many cortical areas stimuli are encoded by firing rates is still
prevalent today (see e.g. [Ecker et al., 2010; Gutnisky and Dragoi, 2008; Jazayeri
and Movshon, 2006]). Nevertheless, evidence for many other neural codes in specific
cortical areas was found as well. The codes are not mutually exclusive. A short
listing of these codes follows. Neural codes can be classified into (1) codes in which
correlations between spikes are irrelevant and (2) codes in which correlations between
spikes matter. Rate coding belongs to group 1. Other codes in this group are
temporal codes and interval codes. In temporal codes, the precise timing of spikes
matters. Ample evidence for such codes was found in the auditory cortex (see e.g.
[B. H. Gaese, 1995]). In interval codes the time intervals between subsequent spikes
matters. Evidence for such a code was also found in the auditory cortex [Eggermont,
1998]. Pattern codes, on the other hand, belong to group 2. In pattern codes,
prototypical patterns are used as symbols in the code. An example for such a code
was found in the hippocampus [O’Keefe and Recce, 1993], where so-called place cells
encode the location of the animal.

Furthermore, neural codes can have different underlying functional units. In
single neuron codes, neurons signal individually. This does not mean that the in-
dividual spike trains are not combined into an ensemble code. It just means that
they can be combined without taking any dependencies into account. There is not
much evidence for such codes. For a notable exception see [Ecker et al., 2010]. In
population codes on the other hand, symbols are jointly represented by groups of
neurons: the concerted activity of populations of neurons represents the stimulus and
dependencies between the spike trains matter [Gutnisky and Dragoi, 2008; Zohary
et al., 1994].

In the past, the analysis of in vivo recordings was limited to single neuron codes
because there was no technique to record simultaneously from multiple neurons
that were in close proximity. Recent advances in recording techniques now allow
to record from dozens and up to hundreds of neurons simultaneously [Brown et al.,
2004]. This calls for new analysis methods to study population coding. The thesis
at hand advances these methods for studying rate coding in populations of neurons.

1.1.2 Variability and Noise in Neural Systems

Variability in neural responses is observed even when the external conditions are kept
constant (see e.g. [Tolhurst et al., 1983]). The number of spikes and the time points
of the spikes that are recorded from neurons change from one trial to the next. This
so-called trial-to-trial variability has various sources. One source arises from the
deterministic properties of the neural system [Faisal et al., 2008]. Properties of the
neural system that influence its responses such as distributed firing and hormones
change according to intrinsic dynamics. Therefore, the state that the network is in
at the beginning of the trial changes and can lead to different responses.
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Another source arises from randomness that can be described by thermodynamic
and quantum mechanical effects [Faisal et al., 2008]. Such randomness is substantial
at many stages of sensory processing. For instance, photoreceptors in the retina
absorb photons with a rate that is governed by a Poisson process [Bialek, 1987].

The definition of noise is closely related to trial-to-trial variability. In this setting,
noise is defined as random or unpredictable fluctuations and disturbances that are
not part of a signal [Faisal et al., 2008]. A prediction can only be made in the
framework of an underlying model. Therefore, the definition of the underlying model
implicitly determines what is regarded as noise. Characteristics of the neural system
that are not or cannot be described by the model result in unpredictable variability
that is then regarded as noise with respect to the considered model.

An obvious disadvantage of trial-to-trial variability is the missing reliability of
the neural response with respect to the signal (e.g. a sensory stimulus). Error rates
increase with increasing uncertainty about the signal when the signal is decoded from
the responses. It also typically decreases the information about the signal that is
present in the responses [Panzeri et al., 1999]. In order to overcome such difficulties,
responses from several trials can be averaged or prior knowledge can be included
[Kandel et al., 2000; Barlow, 1961].

Surprisingly, noise can also be beneficial in systems that apply thresholding (as
in case of neurons). A prominent example of this is stochastic resonance. Stochastic
resonance is a phenomenon by which the detection of weak signals can be enhanced
due to the presence of certain levels of noise [Wenning and Obermayer, 2003]. In
this case the noise actually increases information transmission. Therefore, noise in
neural systems can be detrimental or beneficial in terms of information processing.

1.1.3 Noise Correlations

The spike counts of neurons are often correlated. Even for repeated presentation of
the same stimulus neural responses typically co-vary. These co-variations to fixed
stimuli are called noise correlations and recently have been subject of a considerable
number of studies [Ecker et al., 2010; Gutnisky and Dragoi, 2008; Kohn and Smith,
2005; Series et al., 2004; Averbeck and Lee, 2003; Panzeri et al., 2002; Bair et al.,
2001]. Noise correlations are important for the neural code since they can have a
potentially strong impact on the information that is transmitted between populations
of neurons [Roudi et al., 2009b; Abbott and Dayan, 1999].

Formally, noise correlations are defined for a random variable X that represents
the neural responses. Let P(X = x|θ) denote the probability of a d-dimensional
neural response x given a stimulus θ. The neural responses X are said to have noise
correlations with regard to θ, if

P(X = x|θ) 6=
d∏

i=1

P(Xi = xi|θ). (1.1)

Fig. 1.1 illustrates noise correlations of two direction selective model neurons.
The neurons respond to stimuli with a direction parameter, like for instance moving
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Figure 1.1: Illustration of the firing rates of two direction selective model
neurons with noise correlations (artificial data from a tuning curve model
with additive Gaussian noise). (a) Responses to different stimuli. The x-axis
corresponds to the presented direction of the stimulus. Both neurons have bell-
shaped tuning curves (solid lines) which represent the average firing rates for given
stimulus directions. The modes of the curves are the preferred directions of the neu-
rons. The dots illustrate noisy samples of the rates based on single trials. (b) Scatter
plot of noisy rate samples of the two neurons for the fixed stimulus θ1 from subfigure
a.

gratings or bars. The shape of the average firing of each neuron follows a tuning
curve that depends on the direction of the presented stimulus (Fig. 1.1a). Firing
rates of single trials are noisy and scatter around the curves. Fig. 1.1 shows firing
rates of single trials for a fixed stimulus θ1. A strong positive correlation between
the firing rates is visible.

There is ample experimental evidence for such noise correlations in the cortex (see
e.g. [Gutnisky and Dragoi, 2008; Kohn and Smith, 2005; Bair et al., 2001; Zohary
et al., 1994]). Fig. 1.2 shows noise correlations of direction selective neurons recorded
from area MT of rhesus monkeys. The responses of adjacent neurons were recorded
extracellularly by a single electrode during a direction discrimination task. Noise
correlation coefficients between the spike counts of the recorded pairs depended sig-
nificantly on the difference in the preferred direction of the neurons. Fig. 1.2a shows
a histogram over the correlation coefficients with preferred directions that differed
by less than 90◦, and Fig. 1.2b shows the corresponding histograms for pairs that
differed by at least 90◦. The mean correlation coefficients are significantly greater
than zero. Moreover, the coefficients of neurons with similar preferred directions are
significantly greater than those of neurons with dissimilar preferred directions.

There is also clear evidence for noise correlations that depend on experimental
conditions. Fig. 1.3 shows noise correlations recorded extracellularly by multiple
single electrodes from the primary visual cortex of macaque monkey. The responses
to oriented test gratings were recorded during two conditions: a control condition
and an adaptation condition. In the adaptation condition the animal was adapted to
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(a) (b)

Figure 1.2: Histograms of noise correlation coefficients measured between
pairs of neurons in area MT of three rhesus monkeys during presenta-
tions of visual patches of random dots moving into a direction with a
given coherence. (a) Correlation coefficients of 52 pairs of neurons with preferred
directions that differed by less than 90◦. (b) Correlation coefficients of 13 pairs
of neurons with preferred directions that differed by at least 90◦. (Adapted from
[Zohary et al., 1994])

a fixed orientation before the responses to the test stimuli were recorded. Fig. 1.3a
shows the responses of a pair of neurons that were recorded in these two conditions.
The correlations between the neurons differ between the conditions. This is also
true for the complete population of recorded neurons (423 pairs of neurons). In
Fig. 1.3b the correlation coefficients of all pairs are depicted for the control and for
the adaptation condition. The post-adaptation decrease in the absolute correlation
coefficient is significant.

These findings show that dependencies between the spike counts exist. The
dependencies depend on the properties of the participating neurons and on the states
that these neurons are in.

1.2 Analysis of Neural Codes

The analysis of the neural code is based on information-theoretic quantities or de-
coding errors. These quantities need to be estimated based on the available data.
The problem can be formulated in a statistical estimation framework which contains
several objects: (1) the external stimulus covariate θ (for instance the angle of a
grating), (2) a random variable X that represents the neural activity (for instance
the spike count) with a statistical distribution that depends on θ, and (3) the esti-
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(a) (b)

Figure 1.3: Noise correlations in area V1 of macaque monkey. Responses
to gratings of fixed orientation were recorded during a fixation task. There was
an adaptation and a control condition. In the adaptation condition an additional
adapting stimulus of fixed orientation was presented in the 400ms preceding the test
stimulus. In the control condition no additional stimulus was presented. (a) Scatter
plot of responses of pairs of neurons to the same stimuli for the two conditions.
Each dot represents firing rates that were simultaneously recoded from a pair of
neurons in a single trial. The dotted ellipses visualize contour lines of fitted Gaussian
distributions for the control and adaptation conditions. The correlation coefficients
are represented by ’r’. (b) Scatter plot of the noise correlation coefficients of the
recorded population of neurons. Each dot represents the correlation coefficient of
a pair of neurons in the control and in the adaptation condition. (adapted from
[Gutnisky and Dragoi, 2008])

mator : a function θ̂(X) of the random variable X for the purpose of recovering θ
from X (i.e. from the neural responses).

If the number of samples is sufficient, then histograms of distributions can be
used for the analysis of neural coding. However, this is mostly infeasible in neuro-
science applications. The problems are typically high-dimensional and the number of
samples is small. Therefore, methods are required that deal with this problem: the
methods need to include prior knowledge into the model. This can be achieved by
constructing a parametric form of the distribution or by restricting the correlation
structure.

Below we will describe the steps that are necessary for a coding analysis of neural
data:

1. Collect the data in a stimulus related task.

2. Construct a stochastic model of the data.

3. Quantify the information about the stimulus that is encoded in the neural
responses or decode the stimulus from the neural responses.
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4. Vary properties of the stochastic model in order to investigate their importance
for the coding quantification.

The collection of data depends on the available data acquisition equipment and
on the investigated problem. It would be beyond the scope of this thesis to describe
the data collection procedures in detail. For two example descriptions of neurophys-
iological data collection see Sections 2.3.3 and 5.4.

The construction of a stochastic model of the neural activity can be challeng-
ing. One way to include prior knowledge into the distribution is by simplifying the
correlation structure between the neurons. If, for instance, it is assumed that the
activity of the neurons is statistically independent then the construction is simplified
to estimating the distributions of the activities of the individual neurons. In that
case the complexity of the construction increases only linearly with the number of
neurons. Another way is to make a parametric assumption about the functional form
of the distribution. Such assumptions can be based on analytical calculations (e.g.
the multivariate normal distribution). Established methods for making parametric
assumptions are presented in Section 1.2.1. In Chapter 2 we will present a novel
method for constructing very flexible parametric models.

The coding quantification can be based on general statistical methods once a
stochastic model of the neural activity is established. In Section 1.2.2 we will dis-
cuss mutual information and Fisher information for quantifying information, and
maximum likelihood and Bayesian techniques for decoding.

In Fig. 1.4 the spike count analysis framework is illustrated. Spike trains are
recorded simultaneously by electrodes from two neurons N1 and N2. The spike trains
are then binned into short time intervals and the number of spikes are counted within
these intervals. The combination of spike counts from many similar trials leads to
an empirical distribution over the spike counts. The joint empirical distribution of
the spike counts is visualized as a field of colored squares. The darker the square
the higher the probability of the corresponding spike count pair. The single neuron
distributions are visualized as blue histograms on the axes of the subfigure. The
estimate of the empirical distribution is not exact, because the number of trials that
were obtained to estimate the distribution is necessarily finite. By including prior
knowledge about the distribution, like for instance, a parametric assumption FΘ, a
more accurate estimate of the distribution can be obtained. Once the probabilistic
distribution of the neural responses is available, information-theoretic quantities can
be estimated easily. Moreover, optimal decoders can be constructed based on general
statistical methods such as maximum likelihood decoders or Bayes decoders.

1.2.1 Model Based Approaches

Parametric stochastic models make it possible to deal with a limited amount of data.
Many approaches are available. The selection of the model depends on the context
and the prior knowledge about the neural data.

In this thesis we examine the properties of numbers of spikes of a population
of neurons within given time intervals. Such spike counts can be described as d-
dimensional vectors of natural numbers x ∈ N

d, where each element of the vector
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Figure 1.4: Illustration of a population coding analysis.

corresponds to the spike count of a single neuron. The distributions of spike counts
are therefore discrete.

Spike Count Distributions

The distributions of spike counts can be described by functions of spike count vectors.
Different descriptions are possible.

The probability mass function (PMF) is a function PX : Nd → [0, 1] with the
property ∑

x∈Nd

PX(x) = 1. (1.2)

The PMF expresses the probability of occurance of a realization x ofX. Occasionally
we write P(X = x) for PX(x) or simply P(x), if it is clear to which random variable
we are refering.

The cumulative distribution function (CDF) FX : Rd → [0, 1] with respect to a
PMF PX is defined as

FX(x) =

⌊x1⌋∑

k1=0

· · ·

⌊xd⌋∑

kd=0

P(k1, . . . , kd), (1.3)
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where ⌊.⌋ denotes the floor operation. The CDF expresses the probability of a
realization of a random variable X that does not exceed x.

The PMF and the CDF are two possible descriptions of spike count distributions.
Discrete distributions are uniquely characterized by either one of them. Throughout
the thesis we use P to denote probability mass functions and F to denote cumulative
distribution functions.

Poisson Distribution

Let us now assume that x represents the number of spikes of a single neuron within a
given time interval. Often, the Poisson distribution is a good approximation to spike
count variations of single neurons [Tolhurst et al., 1983]. It expresses the probability
of the spike counts in a given time interval if the spikes occur with a fixed average
rate and independently of the time since the last spike. The PMF of the Poisson
distribution has the form

PX(x;λ) =
λx

x!
e−λ, (1.4)

where λ is the mean spike count of the neuron for a given bin size.

Maximum Entropy Models

We present maximum entropy models as an example for a principled method to con-
struct a stochastic model of the data with additional prior knowledge. In this class of
models the knowledge is formulated as a set of constraints for the distribution. The
maximum entropy distribution is then the distribution that maximizes the entropy
[Cover and Thomas, 2006]:

PME = argmax
P

{H(P)}, (1.5)

subject to a set of constraints C1(P), C2(P), . . . where

H(P) = −
∑

x

P(x) log2(P(x)) (1.6)

is the entropy of the discrete distribution P (cf. Section 1.2.2). The complexity can
be adjusted by varying the number of constraints of the distribution. This class of
models thus provides a flexible way of constructing distributions subject to specific
prior knowledge.

Multivariate Normal Distribution

The multivariate normal distribution is one example of a second-order maximum
entropy model. It is the continuous maximum entropy distribution subject to the
mean and the covariance matrix as constraints [Cover and Thomas, 2006]. The
multivariate normal distribution is the stochastic model that is most widely applied
in neuroscience (e.g. [Abbott and Dayan, 1999; Deneve et al., 1999; Series et al.,
2004; Shamir and Sompolinsky, 2004; Gutnisky and Dragoi, 2008; Ecker et al., 2010]).
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It is characterized by a probability density over continuous variables x1, . . . , xd
and its CDF with mean µ and covariance matrix Σ is given by

Φµ,Σ(x1, . . . , xd) =

∫ x1

−∞
. . .

∫ xd

−∞

1

Z
exp

(
−
1

2
(y − µ)TΣ−1(y − µ)

)
dy1 . . . dyd,

(1.7)
where the normalization constant Z is given by

Z = (2π)
d
2 |Σ|

1
2 . (1.8)

In order to apply it to spike-count distributions (which are discrete and non-negative)
it can be discretized and rectified (probability for negative values is set to zero). The
CDF of this discretized version is given by

FX(x1, . . . , xd) =

{
Φµ,Σ(⌊x1⌋, . . . , ⌊xd⌋) if ∀i ∈ {1, . . . , d} : xi ≥ 0,

0 otherwise,
(1.9)

where ⌊.⌋ denotes the floor operation for the discretization. The PMF will have peaks
at the zero count rows, due to the rectification of the CDF. It would be desirable
to distribute the cut off mass equally to the complete domain. However, this is
infeasible for more than three dimensions, because the necessary normalization term
is computationally too time-consuming. Note that µ is no longer the mean of the
distribution corresponding to FX , because the mean is shifted to larger values as
Φµ,Σ is rectified. This shift grows with the dimension d.

Poisson Latent Variables Distribution

The Poisson latent variables distribution is characterized by a PMF over non-negative
integer variables x1, . . . , xd [Karlis and Meligkotsidou, 2005]. A random variable X

with this distribution is composed of k ∈ {1, . . . , 2d − 1} latent variables Y1, . . . , Yk.
These latent variables are independent univariate Poisson distributed with rates
λ1, . . . , λk ≥ 0. X takes the form X = AY , where A ∈ {0, 1}d×k is a mixture
matrix. The PMF of X is then given by

PX(x1, . . . , xd) =
∑

{y|Ay=x}

PY (y) (1.10)

= exp

(
−

k∑

i=1

λi

) ∑

{y|Ay=x}

k∏

i=1

(λi)
yi

yi!
. (1.11)

When we set k to 2d − 1 we can vary all pairwise and higher order interactions
separately using the rates of the latent variables. However, only non-negative corre-
lations can be modeled, because the rates of the latent variables are non-negative.
Furthermore, the Xi are marginally Poisson distributed.
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Ising Model

Another example of a parametric model is the Ising model. The Ising model is the
maximum entropy distribution of binary variables called spins subject to the mean
and the covariance matrix as constraints [Ising, 1925].

In this setting, spike trains are binned into short intervals. A value of either 1 or
0 is assigned to each bin depending on whether at least one spike falls into the bin
or not. The bin size should be short enough such that no more than one spike falls
into each bin. Successive bins are assumed to be independent, while correlations
of parallel spike trains of other neurons are taken into account. The probability of
these multivariate binary spike variables x can be modeled by the Ising distribution
[Schneidman et al., 2006; Shlens et al., 2006]:

PIsing(x) =
1

Z
exp


∑

i

hixi +
∑

i<j

Ji,jxixj


 , (1.12)

where Z is the partition function

Z =
∑

x

exp


∑

i

hixi +
∑

i<j

Ji,jxixj


 (1.13)

and xi ∈ {0, 1}.
The Ising model is very popular in statistical mechanics. Recently, it was adopted

by the neuroscience community as a model of spike responses of retinal ganglion cells
[Schneidman et al., 2006; Shlens et al., 2006].

Based on the Ising distribution we can calculate the implicit spike count distribu-
tion that arises because of the independence assumption within single neuron spike
trains. For spike count bins of length T × (bin size of binary variables) we get:

PIsing
T (x) =

∑

{Y |
∑

t Yti=xi}

T∏

t=1

PIsing(Yt)

=
1

ZT
exp

(∑

i

hixi

) ∑

{Y |
∑

t Yti=xi}

exp


∑

i<j

Ji,jYtiYtj


 ,

(1.14)

where xi ∈ {0, . . . , T}. Due to the independence assumption of successive bins the
marginals of PIsing

T (i.e. the spike count distributions of single neurons) take the form

of a binomial distribution PBin(x) =
(
T
x

)
px(1 − p)T−x, where p is the probability of

a spike in the bin.

1.2.2 Information Quantification

Measures of information are necessary in order to quantify the information that is
carried by neural responses. Several common measures of information exist. The
most commonly applied measures are the Fisher information and the mutual infor-
mation. We describe these measures in this section.
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Fisher Information

If the stimulus feature is continuous (e.g. the orientation of a visual grating) then the
Fisher information can be used to quantify the the information about the stimulus
that is encoded in neural responses. The Fisher information is based on a funda-
mental estimation bound. An important indicator of the quality of an estimator is

its bias. It is defined as E

[
θ − θ̂(X)

]
, where E[X] denotes the expectation of X.

An estimator is called unbiased if the bias is zero. The variance of any unbiased
estimator is bounded by the Cramér Rao lower bound [Cover and Thomas, 2006]:

Var
[
θ̂(X)

]
≥

1

J
, (1.15)

where J is the Fisher information. This quantity is given by

J [P(X|θ)] = EX [(∂θ log(P(X|θ)))2|θ], (1.16)

where X is the random variable representing the neural activity and θ is the continu-
ous stimulus feature. This measure of information is convenient because closed form
solutions of the Fisher information exist for many parametric distributions which
allows for efficient computation of the information. One example of such a paramet-
ric distribution is the multivariate normal distribution N (µ,Σ) (cf. Section 1.2.1).
The mean µ and the covariance matrix Σ both can depend on continuous stimulus
features θ. If θ is a vector of continuous features then information values can be as-
signed to pairs of elements of the stimulus vector. Therefore, an information matrix
arises. In the case of the multivariate normal distribution this information matrix
takes the following form [Cover and Thomas, 2006]:

Jm,n =
∂µT

∂θm
Σ−1 ∂µ

∂θn
+

1

2
trace

(
Σ−1 ∂Σ

∂θm
Σ−1 ∂Σ

∂θn

)
. (1.17)

This closed form solution is one of the reasons for the popularity of the multi-
variate normal distribution. Nonetheless Fisher information also has a number of
drawbacks. First, the measure is asymptotic and can fail in the case of a limited
number of samples. It was shown that there is indeed a finite sample inconsistency
with the mean squared error for typical settings of neural coding [Bethge et al.,
2002]. Second, the measure requires a parametric model of the distribution for the
computation of the derivatives. Third, the measure is limited to continuous stim-
ulus features. In most settings another information measure is therefore favorable
compared to the Fisher information.

Entropy and Mutual Information

Entropy or Shannon information of a random variable is a measure of the infor-
mation that a decoder is missing when it does not know the value of the random
variable [Shannon, 1948]. It is defined for a random variable X which can take values
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x1, x2, . . . . Each of these symbols xi has a probability of occurrence P(X = xi). The
Shannon entropy H(X) of the random variable X is then defined as:

H(X) = −
∑

x

P(X = x) logb P(X = x), (1.18)

where b is the base of the logarithm. For b = 2 the unit of the entropy is “bit”; for
b = e the unit is “nat”.

The mutual information I(X;Y ) of two random variables X and Y is defined as
[Cover and Thomas, 2006]:

I(X;Y ) = H(X)−H(X|Y ) (1.19)

= H(Y )−H(Y |X), (1.20)

where

H(X|Y ) =
∑

y

P(Y = y)H(X|Y = y) (1.21)

is the conditional entropy of X given Y with

H(Y |X = x) = −
∑

y

P(Y = y|X = x) logb P(Y = y|X = x). (1.22)

The mutual information measures the information that X and Y share: how much
does the knowledge of X reduce the uncertainty of Y or vice versa. In the case
of a typical experimental paradigm in neuroscience, one of the random variables
represents a stimulus feature, while the other random variable represents the neural
responses. The mutual information therefore quantifies the information about the
stimulus feature that is encoded by the neural response.

Entropy and Mutual Information Estimation Approaches

The mutual information is based on the entropy. If we can reliably estimate the
entropy then we can also estimate the mutual information. In order to calculate
the mutual information the conditional distributions P of the random variables are
required. The distributions of neural responses, however, need to be estimated. An
estimator of the distribution therefore also produces an estimate of the entropies
and, in further consequence, an estimate of the mutual information.

Given enough data samples a histogram can be used to estimate a discrete dis-
tribution. The resulting entropy estimator is called plug-in estimator [Panzeri et al.,
2007]:

Ĥplug-in(x) = −
m∑

j=1

#{i : cj = xi}

N
log2

(
#{i : cj = xi}

N

)
, (1.23)

where #{A} counts the number of elements in the set A, cj is the spike count vector
of the jth bin, x is a list of spike count sample vectors, N is the number of samples
and m is the number of bins of the distribution.



16 1. Introduction to the Thesis

Unfortunately, the plug-in estimator is biased when the number of samples is
limited [Panzeri et al., 2007]. The bias of the entropy estimation arises due to the
underestimation of rare events and thus, an underestimation of the entropy. There
are two ways to correct this bias: (1) Application of a parametric model. A paramet-
ric model can be used instead of the histogram estimator for the distribution P. This
corresponds to an inclusion of prior knowledge (see Section 1.2.1). The probability
mass function is then inserted into Eqs. 1.18 and 1.22. (2) Non-parametric bias
correction techniques. If the parametric model of the neural activity is not available
then a bias correction function can be applied that depends on the histogram and
on the number of available samples that is used for the estimation. For instance the
Miller-Madow bias correction applies an additive term [Miller]:

ĤMM(x) = Ĥplug-in(x) +
m̂− 1

2N
, (1.24)

where m̂ is the estimated number of non-zero probabilities. More sophisticated bias
correction techniques have been developed. However, it would be beyond the scope
of this thesis to explain these estimators in detail. For an overview see [Panzeri
et al., 2007].

Summary

In summary, information measures provide a principled way to quantify information.
The most commonly used measures are the mutual information and the Fisher infor-
mation. The mutual information is universal but can be difficult to estimate while
the Fisher information is an asymptotic measure that requires a specific model.

1.2.3 Decoding Framework

Decoders make it possible to estimate the stimulus that was presented to the neural
system. Together with a measure of decoding performance they provide additional
measures for the quality of a neural code.

Decoders are applied in two settings:

1. For the evaluation of the coding performance given specific biologically realistic
decoders.

2. For the evaluation of the optimal coding performance by application of statis-
tically optimal decoders.

One example of a biologically realistic decoder is the vector decoder [Georgopoulos
et al., 1982]. This decoder is useful if the neurons have appropriate response proper-
ties (i.e. bell shaped tuning curves). However, it is not optimal in a statistical sense.
Instead, statistical estimation approaches are most commonly applied [Pouget et al.,
2003]. In this section we describe two statistical estimation procedures: maximum
likelihood and Bayes decoders.
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Maximum Likelihood Decoding

Themaximum likelihood estimator is a common estimator that can be used to decode
a stimulus feature that is included as a parameter in the stochastic model of the
neural responses. The estimator is defined as

θ̂ML(x) = argmax
θ

{P(X = x|θ)}, (1.25)

where P(X = x|θ) is the likelihood of the observed data (i.e. the neural responses)
given a parameter θ (e.g. a stimulus feature). For numerical stability log(P(X =
x|θ)) is typically maximized instead of P(X = x|θ). The maximum likelihood
estimator is asymptotically efficient: it achieves the Cramér Rao lower bound if
the sample size approaches infinity [Lehmann and Casella, 1998]. We will use this
estimator in the following chapters for model fitting.

Bayes Decoding

The Bayes decoder is based on the Bayes theorem [Pouget et al., 2003]. Not only does
it provide a point estimate of the stimulus feature but also a complete distribution
over the features given the observed data and prior knowledge. For this purpose the
Bayes theorem is applied to the likelihood and the prior:

P(θ|X = x) =
P(X = x|θ)P(θ)∑
θ̃ P(X = x|θ̃)P(θ̃)

, (1.26)

where P(θ) is the prior distribution over the stimulus feature or parameter and
P(X = x|θ) is the likelihood of the data given θ. The result is a posterior distribution
over θ given the observed data x and the prior knowledge P(θ). A drawback of this
decoder is the requirement of prior knowledge.

MAP Decoding

Different optimality criteria can be applied to obtain point estimations based on
the posterior distribution of the Bayes decoder. Similar to the maximum likelihood
estimator a max operation can be applied to the posterior distribution:

θ̂MAP(x) = argmax
θ

{P(θ|X = x)}. (1.27)

This estimator is called the maximum a posteriori estimator. It effectively selects the
stimulus with the greatest probability given the data and the prior information about
the stimuli [Pouget et al., 2003]. Errors are penalized equally (0-1 loss function, see
[Lehmann and Casella, 1998]). For a flat prior distribution the maximum a posteriori
estimator is equivalent to the maximum likelihood estimator. This represents the
case where no prior knowledge about the stimulus is included.
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Average Value Decoding

Another point estimator that is based on the Bayes decoder is the average value

decoder. Here the mean square error E

[(
θ̂(X)− θ

)2]
is minimized. It can be shown

that the stimulus feature weighted by the posterior minimizes this loss function
[Lehmann and Casella, 1998]:

θ̂MS(x) =

∫
θP(θ|X = x)dθ. (1.28)

The average value decoder is less affected by outliers in the posterior than the max-
imum a posteriori decoder because θ is weighted over all values of the posterior
distribution.

∆I/I

Noise correlations were described in Section 1.1.3, which have been subject of a
large number of studies. A special measure was proposed to explicitly quantify
the impact of noise correlations on the Bayes decoding performance [Latham and
Nirenberg, 2005]. This measure ∆I is defined as the divergence between the true
posterior distribution and the posterior distribution that is based on a factorized
likelihood:

∆I =

∫
P(X = x)

∫
P(θ|X = x) log2

(
P(θ|X = x)

Pind(θ|X = x)

)
dθdx, (1.29)

where

Pind(θ|X = x) =
Pind(X = x|θ)P(θ)∑
θ̃ Pind(X = x|θ̃)P(θ̃)

(1.30)

with the factorized likelihood of the d-dimensional random variable X:

Pind(X = x|θ) =
d∏

i=1

P(Xi = xi|θ). (1.31)

Dependencies between the activity of the neurons are completely removed by fac-
torizing the likelihood. ∆I is typically normalized by the mutual information. The
resulting measure ∆I/I can take values between 0 and 1, where 0 corresponds to no
impact of noise correlations on Bayes decoding and 1 corresponds to a strong impact
of noise correlations on Bayes decoding.

Summary

Taken together, various measures exist to quantify decoding performance. These
measures are based on different concepts. Decoders that are optimal in statistical
terms provide a principled way to recover presented stimuli based on observed neural
responses. Divergences from the true stimuli are then quantified by a loss function.
Maximum likelihood decoders can be applied even if no prior information is available
about the stimulus distribution. Bayes decoders, on the other hand, also take prior
knowledge into account.



1.3. Addressed Questions and Outline 19

1.3 Addressed Questions and Outline

In this thesis, we use a combination of analytical and numerical methods to study
the code in populations of neurons. The following questions are addressed:

1. How can we generate parametric models of detailed spike count dependencies?

2. How can we construct models with strong and specific higher-order interac-

tions?

3. Is there a simple way to check whether detailed spike count dependencies are
necessary for modeling the data?

4. How important are detailed spike count dependencies in terms of commonly
used information-theoretic measures, such as, for instance, the mutual infor-
mation?

The thesis is structured along these questions. Each question is treated in a
separate chapter.

In Chapter 2, which is based on [Onken et al., 2008] and [Onken et al., 2009b], we
introduce a framework for modeling spike counts of multiple neurons. In the past,
the distributions of spike counts of simultaneously recorded neurons were typically
modeled by a multivariate Gaussian distribution. This distribution has a number
of underlying assumptions that are not met by real spike count data. Especially
on short time scales, the Gaussian distribution is too restricted for an analysis of
multiple simultaneously recorded spike counts. The framework that is introduced in
this chapter is based on so-called copulas and remedies the shortcomings of previous
approaches. Copulas allow to separate the neural co-variation structure of the pop-
ulation from the variability of the individual neurons. Contrary to standard models,
versatile dependence structures can be described using this approach. We explore
what additional information is provided by the detailed dependence. For simulated
neurons, we show that the co-variation structure of the population allows inference of
the underlying connectivity structure of the neurons. A transformation for copulas
is derived that allows to model additional connectivities. The power of the approach
is demonstrated on a memory experiment in macaque monkey. We show that our
framework describes the measurements better than the standard models and identify
possible network connections of the measured neurons.

Chapter 3 is based on [Onken and Obermayer, 2009] and introduces a copula
family that is particularly flexible in terms of higher-order interactions. It is con-
structed as a mixture distribution of Frank copula families of various order and has
separate parameters for all pairwise and higher-order interactions. It can therefore be
used to investigate the impact of higher-order interactions on information-theoretic
measures and on the decoding error. The model is compared to other models in-
cluding the Ising model and the Farlie-Gumbel-Morgenstern family, another copula
family that has parameters for higher-order interactions. We apply a network of
leaky integrate-and-fire models to demonstrate the usefulness of the family. The
network is connected in such a way that higher-order interactions are present in the
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generated spike counts. We find that compared to other models the family improves
the goodness-of-fit of data that were generated from the network.

In Chapter 4, which is based on [Onken et al., 2009a], we construct a general
asymptotic goodness-of-fit test for copula-based models with Poisson-like marginal
distributions. Combined with the Gaussian copula family this test can be used to
analyze the sufficiency of the linear correlation coefficient for describing the depen-
dency between pairs of spike counts. A simple network of integrate-and-fire neurons
shows that the estimation of the entropy can fail when those estimates are based
on models that rely on the linear correlation coefficient without taking additional
properties of the dependency structure into account. Moreover, a copula family is
constructed that is capable of modeling the dependency of the considered network.
The proposed goodness-of-fit test can be used to easily check whether a given copula
family can successfully describe dependencies that are present in the data.

Finally, Chapter 5 introduces a test for evaluating the importance of higher-order
correlations given only a small number of data samples. A maximum entropy distri-
bution with marginal distributions and the linear correlation coefficient as constraints
is used as a reference distribution. This distribution is a pure second-order model
since there are no constraints with respect to the higher-order correlations. The
model is then combined with a Monte Carlo goodness-of-fit test. In contrast to the
test from the previous chapter, the Monte Carlo based test does not rely on asymp-
totic statistics, and therefore is applicable even when the number of data samples is
very small. Moreover, different divergence measures can be selected to quantify the
importance of taking higher-order correlations into account. Presented divergence
measures include the entropy difference and the mutual information difference. We
demonstrate the capabilities of the test on artificial data that were sampled from
different models, including maximum entropy models and copula-based models with
higher-order correlations. After that, we apply the test to spike counts that were
recorded simultaneously in anesthetized cat V1 during an adaptation experiment.
We find condition-specific higher-order correlations that have a significant impact
on the entropy and the mutual information.

Each chapter is divided into an introduction section, one or more sections de-
scribing the methods, a results section, and concludes with a discussion.

The thesis concludes with a recapitulation of the introduced methods. The pur-
pose of the procedures is summarized and their relation is discussed.



Chapter 2

Copula-based Analysis of Neural

Responses

Abstract

Simultaneous spike counts of neural populations are typically modeled by a Gaus-
sian distribution. On short time scales, however, this distribution is too restricted to
describe and analyze multivariate distributions of discrete spike counts. We present
an alternative that is based on copulas and can account for arbitrary marginal dis-
tributions, including Poisson and negative binomial distributions as well as second
and higher-order interactions. We describe maximum likelihood-based procedures
for fitting copula-based models to spike count data, and we derive a so-called flash-
light transformation which makes it possible to move the tail dependence of an
arbitrary copula into an arbitrary orthant of the multivariate probability distribu-
tion. Mixtures of copulas that combine different dependence structures and thereby
model different driving processes simultaneously are also introduced. First, we ap-
ply copula-based models to populations of integrate-and-fire neurons receiving par-
tially correlated input and show that the best fitting copulas provide information
about the functional connectivity of coupled neurons which can be extracted using
the flashlight transformation. We then apply the new method to data which were
recorded from macaque prefrontal cortex using a multi-tetrode array. We find that
copula-based distributions with negative binomial marginals provide an appropriate
stochastic model for the multivariate spike count distributions rather than the multi-
variate Poisson latent variables distribution and the often used multivariate normal
distribution. The dependence structure of these distributions provides evidence for
common inhibitory input to all recorded stimulus encoding neurons. Finally, we
show that copula-based models can be successfully used to evaluate neural codes,
e.g. to characterize stimulus-dependent spike count distributions with information
measures. This demonstrates that copula-based models are not only a versatile class
of models for multivariate distributions of spike counts, but that those models can
be exploited to understand functional dependencies.
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2.1 Introduction

So far, it is still unknown which statistics are crucial for analysis in order to un-
derstand the neural code. One approach is to analyze simultaneous spike counts of
neural populations. Responses from populations of sensory neurons vary even when
the same stimulus is presented repeatedly, and the variations between the simultane-
ous spike counts are usually correlated (noise correlations) at least for neighboring
neurons. These noise correlations have been subject of a substantial number of stud-
ies (see [Averbeck et al., 2006] for a review). For computational reasons, however,
these studies typically assume Gaussian noise. Thus, correlated spike rates are gen-
erally modeled by multivariate normal distributions with a specific covariance matrix
that describes all pairwise linear correlations.

For long time intervals or high firing rates, the average number of spikes is suf-
ficiently large for the central limit theorem to apply and the normal distribution
is a good approximation for the spike count distributions. Several experimental
findings, however, suggest that processing of sensory information can take place on
shorter time scales, involving only tens to hundreds of milliseconds [Bair et al., 2001;
Kohn and Smith, 2005]. In this regime the normal distribution is no longer a valid
approximation:

(1) Its marginals are continuous with a symmetric shape, whereas empirical dis-
tributions of real spike counts tend to have a positive skew (cf. Fig. 2.1a).

(2) The normal distribution has to be heuristically modified in order to avoid
positive probabilities for negative values which are not meaningful for spike counts.
This is a major issue for low rates for which the probability of negative values would
be high.

(3) The dependence structure of a multivariate normal distribution is always
elliptical, whereas spike count data often show a so-called tail dependence with
probability mass concentrated on one of the corners (cf. Fig. 2.1a).

(4) The multivariate normal distribution assumes second-order correlations only.
Although it was shown that pairwise interactions are sufficient for describing the
spike count distributions of retinal ganglion cells and cortex cells in vitro [Schneid-
man et al., 2006], there is evidence for significant higher-order interactions of spike
counts recorded from cortical areas in vivo [Michel and Jacobs, 2006].

Though not widespread for modeling spike counts, alternative models have been
proposed in previous studies that have Poisson distributed marginals and separate
parameters for higher-order correlations, e.g. the multiple interaction process model
[Kuhn et al., 2003] and the compound Poisson model [Ehm et al., 2007]. Both models
are point processes. In terms of their induced spike count distributions these models
are special cases of the multivariate Poisson latent variables distribution first intro-
duced by Kawamura [Kawamura, 1979] and presented in a compact matrix notation
by Karlis and Meligkotsidou [Karlis and Meligkotsidou, 2005]. Similar to the mul-
tivariate normal distribution this model has also a couple of shortcomings for spike
count modeling: (1) Only Poisson-marginals can be modeled. (2) Negative corre-
lations cannot be represented. (3) The dependence structure is inflexible: features
like tail dependence cannot be modeled.
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Figure 2.1: Modeling a spike count distribution. (a) Normalized empirical
distributions of spike counts from a pair of neurons recorded in macaque prefrontal
cortex (cf. Section 2.3). The bin size was 100ms. Gray values of the squares denote
the number of occurrences of pairs of spike counts (dark to bright corresponding
to low to high, see scale bar). The corresponding marginals are plotted below and
left of the coordinate axes. The distribution is based on 431 occurrences. (b) Joint
distribution and marginals of the discretized and rectified multivariate normal dis-
tribution with the mean and covariance matrix set to the sample mean and sample
covariance matrix. (c) Joint distribution and marginals of the best fitting Clayton
copula (cf. Section 2.2.2, parameter: α = 1.295) and negative binomial marginals
(parameters: λ1 = 4.761, ν1 = 3.790, λ2 = 1.479, ν2 = 1.166).

We introduce a versatile class of models for multivariate discrete distributions
that overcome the shortcomings of the afore-mentioned models. These models are
based on the concept of copulas [Nelsen, 2006], which allow to combine arbitrary
marginal distributions using a rich set of dependence structures. In neuroscience
they were also applied to model the distribution of continuous first-spike-latencies
[Jenison and Reale, 2004].

Fig. 2.1 illustrates the copula concept using spike count data from two real neu-
rons. Fig. 2.1a shows the bivariate empirical distribution and its two marginals.
The distribution of the counts depends on the length of the time bin that is used to
count the spikes, here 100ms. In the case considered, the correlation at low counts
is higher than at high counts. This is called lower tail dependence [Nelsen, 2006].
Fig. 2.1b shows the discretized and rectified multivariate normal distribution (cf.
Section 1.2.1). On the other hand, the spike count probabilities for a copula-based
distribution (Fig. 2.1c) correspond well to the empirical distribution in Fig. 2.1a.

The chapter is organized as follows. The next Section 2.2 contains a description of
methodological details regarding the copula approach for spike counts and the model
fitting procedures. In this section we will also introduce a novel transformation
for copula families. The method is innovative and yields a novel result. We will
then describe the computational model used to generate synthetic data and the
experimental recording and analysis procedures. In Section 2.3 copula-based models
will be applied to artificial data generated by integrate-and-fire models of coupled
neural populations and to data recorded from macaque prefrontal cortex (PFC)
during a visual memory task. The appropriateness of the models is also investigated.
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The chapter concludes with a discussion of the strengths and weaknesses of the
copula approach for analyzing spike counts.

2.2 Copula Framework for Spike Count Analysis

Here we introduce the copula framework for modeling multivariate spike count
distributions. The framework includes the parametric description of the models
(Sections 2.2.1 and 2.2.2), a transformation which enriches the variety of available
parametric dependency structures (Section 2.2.3), model fitting procedures (Sec-
tion 2.2.4), procedures for estimating the mutual information of a copula-based
model (Section 2.2.5), and a simplification of the framework for bivariate models
(Section 2.2.6).

2.2.1 Copula Models of Multivariate Distributions

A copula is a cumulative distribution function (CDF) which is defined on the unit
hypercube and which has uniform marginals [Nelsen, 2006]. Formally, a copula C is
defined as follows:

Definition 2.2.1.1. A d-copula is a function C : [0, 1]d −→ [0, 1] such that ∀u ∈
[0, 1]d:

1. C(u) = 0 if at least one coordinate of u is 0.

2. C(u) = uk if all coordinates of u are 1 except uk.

3. Let VC([u,v]) =
∑2

i1=1 · · ·
∑2

id=1(−1)i1+···+idC(g1,i1 , . . . , gd,id), gj,1 = uj ,

gj,2 = vj, then VC([u,v]) ≥ 0 for all v ∈ [0, 1]d with u ≤ v.

Property 3 states that the mass in every hypercube is non-negative. Together
with property 1 it guarantees that C is a proper CDF on the unit hypercube, whereas
property 2 ensures uniform marginals.

Copulas can now be used to couple arbitrary marginal CDFs to form a joint CDF.
This is formalized in Sklar’s Theorem [Sklar, 1959; Nelsen, 2006], which states:

Theorem 2.2.1.1. Let FX be a d-dimensional cumulative distribution function with

marginals FX1, . . . , FXd
. Then there exists a d-copula C such that for all x ∈

Domain(FX) :

FX(x1, . . . , xd) = C(FX1(x1), . . . , FXd
(xd)). (2.1)

C is unique, if FX1, . . . , FXd
are all continuous, and unique on Range(FX1)× · · · ×

Range(FXd
), if FX1, . . . , FXd

are discrete.

Conversely, if C is a d-copula and FX1, . . . , FXd
are CDFs, then the function

FX defined by FX(x1, . . . , xd) = C(FX1(x1), . . . , FXd
(xd)) is a d-dimensional CDF

with marginals FX1, . . . , FXd
.
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Theorem 2.2.1.1 provides a way to construct multivariate distributions by at-
taching marginal CDFs to copulas. Copulas make an attachment possible, because
they have continuous uniform marginals. In the univariate case a continuous uniform
distribution on the unit interval can be easily transformed into any other distribu-
tion by applying the inverse of its CDF (inversion method). In the case of discrete
marginal distributions, however, typical measures of dependence, such as Pearson’s
correlation coefficient or Kendall’s τ are effected by the shape of these marginals.
This is due to the restricted uniqueness of the copula to the range of the discrete
marginal distributions [Genest and Něslehová, 2007]. Moreover, an interpretation
of the dependence structure for varying discrete marginals is difficult [Genest and
Něslehová, 2007]. In this study, copula families are compared with respect to fixed
marginals.

2.2.2 Multivariate Spike Count Distributions Based on Copulas

Our goal is to construct multivariate distributions for simultaneously recorded spike
counts that can model a wide range of dependence structures. Copulas make it possi-
ble to model multivariate distributions based on two distinct parts: the distributions
of the individual elements and the dependence structure. Let us now assume that
xi represents the spike count of neuron i within a given interval. According to The-
orem 2.2.1.1 we can then describe the joint CDF of the spike counts FX by choosing
a copula Cα from a particular family, and by setting ui = FXi

(xi) and FX = Cα(u).
FXi

(xi) are the models of the marginal distributions, i.e. the cumulative distribu-
tions of spike counts of the individual neurons. Often, the Poisson distribution is
applied as a simple example of a discrete spike count distribution (cf. Sections 1.2.1).
In that case the CDFs of the marginals take the form

FXi
(x;λi) =

⌊x⌋∑

k=0

λki
k!
e−λi . (2.2)

λi is the mean spike count of neuron i for a given bin size. A more flexible marginal
is the negative binomial distribution,

FXi
(x;λi, υi) =

⌊x⌋∑

k=0

λki
k!

1

(1 + λi

υi
)υi

Γ(υi + k)

Γ(υi)(υi + λi)k
, (2.3)

which allows to model spike count distributions showing overdispersion. Here Γ is
the gamma function, λi is again the mean spike count of neuron i, and υi is a positive
parameter, which controls the degree of overdispersion. The smaller the value of υi,
the greater is the Fano factor, and as υi approaches infinity, the negative binomial
distribution converges to the Poisson distribution.

The second part of the model is the copula family. Many different families
have been discussed in the literature in the past. Families differ by the number
of free parameters and by the class of dependence structures they can represent.
The most simplistic copula is the product copula defined as Π(u) :=

∏d
i=1 ui for
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Table 2.1: Five Commonly Used Copula Families

Copula Family Cumulative Distribution Function Cα with Constraints

Clayton
(
max

{
1− d+

∑d
i=1 u

−α
i , 0

})−1/α
, α ∈ (0,∞)

Gumbel-Hougaard exp

(
−
[∑d

i=1(− lnui)
α
]1/α)

, α ∈ [1,∞)

Frank − 1
α ln

(
1 +

(∏d
i=1(e

−αui − 1)
)
(e−α − 1)1−d

)
, α ∈ (0,∞)

Ali-Mikhail-Haq (α− 1)/
(
α−

∏d
i=1((1 + α(ui − 1))/ui)

)
, α ∈ (0, 1)

FGM
(
1 +

∑d
k=2

∑
1≤j1<···<jk≤d αj1j2...jk

∏k
i=1(1− uji)

)∏d
i=1 ui,

1

Cumulative distribution functions of five copula families are listed. The parameter
d denotes the dimension of the distribution. u1, . . . , ud ∈ [0, 1] are the function
arguments.
1Constraints for the Farlie-Gumbel-Morgenstern family:
∀ε1, ε2, . . . εd ∈ {−1, 1} : 1 +

∑d
k=2

∑
1≤j1<···<jk≤d αj1j2...jk

∏k
i=1 εji ≥ 0

which independence is attained. We selected a number of useful copula families (cf.
Table 2.1). Fig. 2.2 shows their bivariate probability density functions (PDFs).

The Clayton family has a so-called lower tail dependence: the correlation between
its elements is higher for low values than for high values (cf. Fig. 2.2a). The scalar
parameter α controls the strength of dependence. Note that α does not only control
the strength of pairwise interactions but also the degree of higher-order moments.
We define C0 := Π.

The Gumbel-Hougaard (short Gumbel) family has an upper tail dependence.
Here, the region of high correlation is in the upper right corner of the density.
Hence, the correlation between its elements is higher for high values than for low
values (cf. Fig. 2.2b). The scalar parameter α controls the strength of dependence.

The Frank family has no tail dependence. There is no difference between the
correlation for low and for high values (cf. Fig. 2.2c). Again, the scalar parameter
α controls the strength of dependence and we define C0 := Π.

The Ali-Mikhail-Haq (AMH) family models are positively ordered, i.e. for α1 ≤
α2 it holds for all u : Cα1(u) ≤ Cα2(u) (cf. Fig. 2.2d). Again we define C0 := Π.

The Farlie-Gumbel-Morgenstern (FGM) family has 2d − d − 1 parameters that
individually determine the pairwise and higher-order interactions. It has d parame-
ters less than the Poisson latent variables distribution (cf. Section 1.2.1) because the
rates of the neurons can be parametrized by the marginals. Non-zero values of the
parameter αj1j2...jk indicate the presence of kth order interaction. For αj1j2...jk = 0
kth order interactions are absent. If, for example all αj1j2...jk = 0 for k > 2, the cor-
responding probability distribution includes only parameters of second-order, similar
to the multivariate normal distribution. The constraints on the parameters αj1j2...jk ,
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Figure 2.2: Bivariate copula probability densities of commonly used fam-
ilies. (a) Clayton copula (α = 0.22). (b) Gumbel-Hougaard copula (α = 1.11).
(c) Frank copula (α = 0.91). (d) Ali-Mikhail-Haq copula (α = 0.3). (e) Farlie-
Gumbel-Morgenstern copula (α = 0.45).

however, constrain the corresponding correlation to be small in terms of their abso-
lute value.

2.2.3 The Flashlight Transformation and Mixtures of Copulas

We now introduce a novel extension of standard copula models, which is particularly
useful for modeling distributions of spike counts. It is based on the orthant depen-
dence concept. Here, an orthant refers to one of the 2d hypercubes of equal size
in the unit hypercube, i.e. a “corner” of the copula distribution. Let us consider a
distribution with a so-called lower tail dependence (cf. Fig. 2.3a), i.e. a distribution,
for which the correlation between spike counts of two neurons is higher for low values
than for high values. We now introduce the flashlight transformation which allows
to shift the region of high correlation to an arbitrary orthant (cf. Fig. 2.3b-d). The
whole dependence structure between spike counts is rotated accordingly, but remains
unchanged otherwise. The transformation is a function that operates on CDFs. Yet,
it rotates the corresponding PDF, not the CDF.

The flashlight transformation is specified in the following theorem (cf. Ap-
pendix B):



28 2. Copula-based Analysis of Neural Responses

0 0.5 1
0

0.5

1

u
1

u
2

(a)

0 0.5 1
0

0.5

1

u
1

u
2

(b)

0 0.5 1
0

0.5

1

u
1

u
2

(c)

0 0.5 1
0

0.5

1

u
1

u
2

(d)

Figure 2.3: Probability densities of four different orthant dependencies
generated by the flashlight transformation. The original distribution was the
bivariate Clayton copula (parameter α = 0.22). The transformation takes a set S
as a parameter which contains the indices of the elements that are transformed.
(a) Original Clayton copula, which is also recovered for S = ∅. (b) Element 1 is
transformed (S = {1}). (c) Element 2 is transformed (S = {2}). (d) Both elements
are transformed (S = {1, 2}).

Theorem 2.2.3.1. Let Cα be a d-copula,
I := {1, . . . , d}, S ⊆ I, PU (

⋂
i∈S{Ui ≤ ui}) := Cα(u) a measure, and

CF
α,S(u) := PU

((⋂
i∈S{Ui > 1− ui}

)
∩
(⋂

i∈S{Ui ≤ ui}
))
. Then CF

α,S is a d-copula
and can be expressed as

CF
α,S(u) =

∑

A⊆S

(−1)|A|Cα(κS,A(1,u), . . . , κS,A(d,u)), (2.4)

where S = I \ S and κS,A(i,u) =





1− ui if i ∈ A,

1 if i ∈ S \A,

ui if i ∈ S.

The flashlight transformation is a generalization of the so-called survival trans-
formation, which is well known in the economics literature [Georges et al., 2001],
and which is recovered for S = I. An example is shown in Fig. 2.3d.
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For heterogeneous data more versatile dependence structures are required. In
order to generate this flexibility, one can construct finite mixtures of copulas each
of which is weighted by a parameter zi [Fortin and Kuzmics, 2002]. The CDF of
mixtures of copulas takes the following form:

Cα1,...,αm =
m∑

i=1

ziC
i
αi
. (2.5)

The latent variable zi represents the responsibility of the corresponding copula Ci
αi
.

2.2.4 Model Fitting

Once a family of marginal distributions and a family of copulas for describing the
dependence structure has been selected, model parameters have to be estimated from
the data, i.e. from the empirical distribution. Here we suggest a method which is
similar to maximum likelihood estimation (cf. Section 1.2.3).

Theorem 2.2.1.1 provides a method to construct multivariate CDFs based on
copulas. Therefore, the approach yields a CDF of a multivariate distribution. In
order to calculate the likelihood we have to transform the CDF to a PMF (cf. Sec-
tion 1.2.1).

For this purpose we define the sets A = {X1 ≤ x1, . . . , Xd ≤ xd} and Ai =
{X1 ≤ x1, . . . , Xd ≤ xd, Xi ≤ xi − 1}, i ∈ {1, . . . , d}. The probability of a particular
set of spike counts x = (x1, . . . , xd) can then be expressed using only the CDF FX ,
making use of the so-called inclusion-exclusion principle of Poincaré and Sylvester
[Comtet, 1974]:

PX(x) = P

(
A \

d⋃

i=1

Ai

)
= P(A)−

d∑

k=1

(−1)k−1
∑

I⊆{1....,d},
|I|=k

P

(⋂

i∈I

Ai

)

= FX(x)−
d∑

k=1

(−1)k−1
∑

m∈{0,1}d,∑
mi=k

FX(x1 −m1, . . . , xd −md)

=
d∑

k=0

(−1)k
∑

m∈{0,1}d,∑
mi=k

FX(x1 −m1, . . . , xd −md).

(2.6)

Let

Li(θi) =
T∑

t=1

log PXi
(ri,t;θi), i = 1, . . . , d (2.7)

denote the sum of log likelihoods of the marginal distribution PXi
(xi,t;θi), where θi

are the parameters of the chosen family of marginals. Furthermore, let

L(α,θ1, . . . ,θd) =
T∑

t=1

log PX(xt;α,θ1, . . . ,θd) (2.8)
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be the log likelihood of the joint PMF, where α denotes the parameter of the chosen
copula family. The so-called inference for margins (IFM) method [Joe and Xu, 1996]
now proceeds in two steps. First, the marginal likelihoods are maximized separately:

θ̂i = argmax
θi

{Li(θi)}. (2.9)

Then, the full likelihood is maximized given the estimated marginal parameters:

α̂ = argmax
α

{L(α, θ̂1, . . . , θ̂d)}. (2.10)

It was shown that the IFM estimator is asymptotically efficient [Joe and Xu, 1996].
The estimator is computationally more convenient than the maximum likelihood es-
timator, because parameter optimization in low dimensional parameter spaces needs
less computation time.

Depending on whether the copula parameters are constrained, either the Nelder-
Mead simplex method for unconstrained nonlinear optimization [Lagarias et al.,
1998] or the line-search algorithm for constrained nonlinear optimization [Waltz
et al., 2006] can be applied to estimate the copula parameters using Eq. 2.6 as
the objective function.

For mixtures of copulas, where the values of the latent variables zi have to be
estimated in addition, we suggest to use the expectation-maximization algorithm
[Dempster et al., 1977; Hu, 2006]. In the expectation step, the weights zi are updated
using

zt+1
i =

1

Ntrials

Ntrials∑

s=1

ztiP
Ci

X (rs | αt
i)∑

j z
t
jP

Cj

X (rs | αt
j)
, (2.11)

where PCi

X is the PMF of the model based on the copula Ci. In the maximization
step the copula parameters αt+1

i are determined for fixed values of zt+1
i by applying

the IFM method. Both steps are repeated until parameter values converge.

2.2.5 Estimation of the Mutual Information

The mutual information measures the information that two random variables share
(see Section 1.2.2). For the spike counts X and stimuli as random variables it can
be reformulated as

I(X;S) =
∑

s∈MS

PS(s)
∑

x∈Nd

PX(x|s) log2

(
PX(x|s)∑

s′∈MS
PS(s′)PX(x|s′)

)
, (2.12)

where MS is the set of stimuli, PS is the probability distribution over the stimuli,
and PX(x|s) is the likelihood of a neural response x given a stimulus s. For higher
dimensions d the sum over x ∈ N

d prohibits an exact computation of I(X;S), since
the number of terms of the sum grows exponentially with d. The evaluation of this
sum is therefore practically infeasible unless the number of neurons is very small.
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Figure 2.4: Illustration of the cumulative distribution function to probabil-
ity mass function transformation. The rectangles represent bivariate probability
mass functions with the spike counts of the two neurons on the axes and the squares
representing spike count pairs. The probability of the red square is calculated by
additions and subtractions of CDF values.

However, we can estimate the mutual information using Monte Carlo sampling. For
each of the stimuli s, we can estimate the second sum by drawing samples xi with
probability PX(xi|s). The term

1

k

k∑

i=1

log2

(
PX(xi|s)∑

s′∈MS
PS(s′)PX(xi|s′)

)
(2.13)

will then converge to the second sum in Eq. 2.12, as k approaches infinity [Robert
and Casella, 2004].

2.2.6 Simplified Framework for Bivariate Models

In the case of bivariate models, the copula-based framework is simplified consider-
ably. A bivariate copula C is defined as follows:

Definition 2.2.6.1. A bivariate copula is a function C : [0, 1]2 −→ [0, 1] such that:

1. ∀u, v ∈ [0, 1]: C(u, 0) = 0 = C(0, v) and C(u, 1) = u and C(1, v) = v.

2. ∀u1, v1, u2, v2 ∈ [0, 1] with u1 ≤ u2 and v1 ≤ v2:
C(u2, v2)− C(u2, v1)− C(u1, v2) + C(u1, v1) ≥ 0.

The bivariate copula can be used to couple two marginal CDFs FX1 , FX2 to form
a joint CDF FX , such that FX(x1, x2) = C(FX1(x1), FX2(x2)) holds [Nelsen, 2006].

The formula for the computation of the PMF contains just four terms. The
probability of a realization (x1, x2) is given by

PX(x1, x2) = FX(x1, x2)−FX(x1−1, x2)−FX(x1, x2−1)+FX(x1−1, x2−1). (2.14)

The function can be easily illustrated (cf. Fig. 2.4). In the figure the probability of
the red square is calculated. For this purpose first the CDF of the red spike count
pair is calculated (top center rectangle) and then the green area in the top right
rectangle is subtracted. The green area in turn is calculated based only on CDF
values. This is illustrated in the bottom row.
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Figure 2.5: Deviation of the estimated likelihood from the true likelihood
for different dependence strengths. The deviation is given in percent of the
true likelihood. Samples were drawn from a Clayton copula model with negative
binomial marginals. The marginals were parametrized by maximum likelihood es-
timates obtained on the entire data that is described in Section 2.3.3. The vertical
axis indicates the number of samples in the training set. The evaluation took place
on a separate set of 500 samples. Above the black line the deviation is smaller
than 0.5%. (a) Correlation coefficient ρ = 0.1. (b) Correlation coefficient ρ = 0.5.
(c) Correlation coefficient ρ = 0.9.

This completes the framework of copula-based models for modeling spike count
distributions. The method can be applied to easily fit a variety of models to the
data and to compare the quality of the fit by means of the likelihood.

2.3 Proof of Principle

We now demonstrate the usefulness of the framework that was introduced in Sec-
tion 2.2. For this purpose we explore the properties of the models on artificial data
in Sections 2.3.1 and 2.3.2. We then apply the framework to data that were recorded
from the prefrontal cortex of macaque monkey (Section 2.3.3).

2.3.1 Reliability of Model Estimation

Typically the number of samples that can be obtained in electro-physiological experi-
ments is small. Thus, it might appear to be hopeless to estimate a multidimensional
model with a detailed dependence structure. However, since our marginal distri-
butions are discrete the copula matters only at a small number of points. In the
following, we will demonstrate that it is not always necessary to obtain a great num-
ber of samples for a reliable model estimation. For this purpose we selected the
Clayton copula model with negative binomial marginals as a ground truth model
which was used to draw samples. We calculated the deviation of the log likelihood
of the estimated model from the log likelihood of the ground truth model in percent
of the ground truth log likelihood. The correlation strength of the ground truth
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Figure 2.6: Copula-based analysis of bivariate spike count data. (a) Neu-
ral network models used to generate the synthetic spike count data. Two leaky
integrate-and-fire neurons (“LIF1” and “LIF2”, cf. Appendix A) receive spike in-
puts from three separate populations of neurons (rectangular boxes and circles), but
only one population sends input to both of the neurons. All input spike trains were
Poisson-distributed. Each neuron had a total inhibitory input rate of 600Hz. We
had three times as many excitatory spikes as inhibitory spikes. We increased the
absolute correlation between the spike counts by shifting the rate of the left and
right populations to the center population. The center population was active in half
the simulation time. The total simulation time amounted to 100 s. Spike counts
were calculated for 100ms bins. (b) Empirical distribution for the model with an
inhibitory input population (cf. Fig. a I-I) obtained for 100ms bins and a correlation
coefficient of 0.55.

model was varied by the Clayton parameter. The results are shown in Fig. 2.5 for
three different Clayton parameters of the ground truth model. For moderate depen-
dence strengths (as are typically found in the data) 400 samples were sufficient for
estimations of the log likelihood with an error of less than 0.5%.

2.3.2 Application to Artificial Network Data

One cause for dependence between spike counts of different neurons are common
input populations. Therefore, we investigated network models with different types
of common input. We set up two current based leaky integrate-and-fire neurons (cf.
Appendix A) and three input populations modeled as Poisson spike generators. In all
of our simulations in this chapter we used τm = 20ms, Rm = 20MΩ, Vth = −50mV,
EL = Vreset = −65mV, and initialized V with−65mV. These are typical values that
can be found in [Dayan and Abbott, 2001]. For the α-function (cf. Appendix A)
we used Imax = 500 pA for excitatory synapses, Imax = −500 pA for inhibitory
synapses, and τs = 5ms.
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The left input population projected only to neuron 1 and the right input pop-
ulation projected only to neuron 2. The center input population was the common
input population, projecting to both neuron 1 and neuron 2. We investigated all
four combinations of excitatory (E) and inhibitory (I) projections from the common
population to the two neurons (cf. Fig. 2.6a).

In this network model a lower tail dependence should arise if the projections
from the common input projection are mostly inhibitory: each time the common
population is active the firing rates of both neurons will decrease simultaneously.
Therefore, only low spike counts should be strongly correlated and the Clayton family
should provide a good fit to the responses of such a network. Similarly, two excitatory
projections should result in an upper tail dependence and other combinations should
become apparent as dependence blobs in other corners of the probability density
function of the copula. The flashlight transformation shifts the dependence blob
of a given copula with orthant dependence into other orthants of the probability
density function and is thus capable of modeling different types of common input
populations in a stochastic manner. For two neurons, the lower left corner models
an inhibitory input population, the upper right corner models an excitatory input
population, and the other corners model a combination of excitatory and inhibitory
input populations.

The spike trains of the two neurons were binned into 100ms intervals. We applied
copula-based models with negative binomial marginals to fit the generated data
from the four models using the IFM method (cf. Section 2.2.4). Four different
copula families were applied: the unmodified bivariate Clayton family and the three
remaining flashlight transformations of the Clayton family (Fig. 2.3). Fig. 2.7 shows
the log likelihoods of the fits for the corresponding networks as shown in Fig. 2.6a.
The respective model performed best for the combination of projection types of the
common input population it was supposed to model, i.e. Clayton for I-I, Clayton
survival for E-E, etc. Hence, by determining the best fitting transformation the most
likely combination of input types could be identified. Each of the transformations
could be associated with a distinct combination of projection types.

To investigate whether the results of the reconstruction depend on the strengths
of the synapses we varied Imax between 100 pA and 1000 pA for excitatory synapses
and between−1000 pA and−100 pA for inhibitory synapses (data not shown). While
the relation of the best fitting copula families was constant across all strengths the
differences between the curves decreased for decreasing strengths. For 100 pA it was
hard to distinguish between the likelihoods of lower and upper tail dependencies.
Therefore, tail dependencies were less pronounced in the spike counts. In the multi-
tetrode data, however, we found significant differences between the likelihoods of the
copula families (cf. Section 2.3.3).

To investigate the impact of the bin size on the reconstruction performance we
also binned the data into smaller and larger intervals (data not shown). When the
bin size was too small or too large (10ms and 500ms) the reconstruction did not
succeed. In the intermediate range (50ms, 100ms), however, the connection types
could be reconstructed. This can be explained by the asymptotic distributions of the
multivariate spike counts. According to the central limit theorem the multivariate
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Figure 2.7: Copula-based analysis of artificial bivariate spike count data
that is described in Fig. 2.6. The log likelihoods of the best fitting Clayton
copulas with negative binomial marginals as a function of the strength of the input
correlation are shown. Plots shown correspond to the four different network mod-
els in Fig. 2.6a. Dotted, dashed, solid, and dashed-dotted lines correspond to the
best fitting Clayton copula with lower, lower-right, upper-left, and upper orthant
dependence (cf. Fig. 2.3). Copulas were fitted using the IFM estimators.

normal distribution provides a good approximation when the bin size is sufficiently
large. Hence, tail dependencies will vanish. On the other hand, when the bin size
becomes too small the marginal distributions are essentially Bernoulli distributed
and the tail dependencies will vanish as well. Of course, the range of the intermediate
bin size depends on the rates of the neurons. The larger the rates the smaller the bin
sizes in the intermediate range. For the simulated data the rates were comparable
to the data recorded from the prefrontal cortex (cf. Section 2.3.3).

2.3.3 Application to Multi-tetrode Data

Our copula-based models are capable of modeling different dependence structures
with marginals that are tailored to single neuron spike count distributions. Thus,
we expected that the copula-based models would provide a much better fit to data
recorded from real neurons than the multivariate normal distribution or the multi-
variate Poisson latent variables distribution. To test this, we applied copula-based
models from different families and with different marginal distributions to data,
which has been recorded from macaque prefrontal cortex for each of the twenty
presented stimuli and each of the four phases (pre-stimulus presentation, stimulus
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presentation, delay, presentation of the test stimulus) of the visual working memory
task. We compared the results to models of the discretized multivariate normal and
the Poisson latent variables distribution (cf. Chapter 1).

Multi-tetrode Recordings

The experimental setup and the collection of data were performed by Matthias H.
J. Munk. Neural activity was recorded from the lateral prefrontal cortex within an
area of 2× 2mm2 located on the ventral bank of the principal sulcus of an adult
female rhesus monkey (macaca mulatta). Recordings were performed simultaneously
from up to 16 adjacent sites with an array of individually movable fiber micro-
tetrodes (manufactured by Thomas Recording) with an inter-tetrode distance of
500µm. Data were sampled at 32 kHz and bandpass filtered between 0.5 kHz and
10 kHz. Recording positions of individual electrodes were chosen to maximize the
recorded activity and the signal quality. The recorded data were processed by a
principal component analysis-based spike sorting method. Automatic cluster cutting
was manually corrected by subsequent cluster merging if indicated by quantitative
criteria such as the ISI-histograms or amplitude stability.

Activity was recorded while the monkey performed a visual working memory
task. One out of 20 visual stimuli (fruits and vegetables) were presented for approx-
imately 650ms. After a delay of 3 s, during which the monkey had to memorize the
sample, a test stimulus (“test”) was presented and the monkey had to decide by dif-
ferential button press whether both stimuli were the same or not. Correct responses
were rewarded. Match and non-match trials were randomly presented with equal
probability (0.50).

Data Preprocessing

We selected six neurons with stimulus specific responses, i.e. those neurons whose
firing rate averaged over the time interval of presentation of the sample stimulus
changed most compared to the pre-stimulus interval baseline. It turned out that
each of these neurons was recorded from a different tetrode.

Spike trains were analyzed separately for each of the 20 different stimuli and
the four trial intervals: pre-stimulus, sample stimulus presentation, delay, and test
stimulus presentation. This preprocessing is illustrated in Fig. 2.8 for the sample
stimulus presentation phase. Spike trains were binned into successive 100ms in-
tervals and converted into six dimensional spike counts for each bin. Due to the
different interval lengths, the total sample size per condition varied between 224 and
1793. A representative example of the empirical distribution of a pair of these counts
is presented in Fig. 2.1a.

We randomly selected 50 count vectors for each task phase and each stimulus as
the validation set. We then estimated the model parameters on the remaining count
vectors (training set) and used the validation set for obtaining an unbiased estimate
of the likelihoods of the selected models.
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Figure 2.8: Illustration of the preprocessing of the neural data for the
sample stimulus phase and the “tomato” stimulus. Spike trains of 6 neurons
are separated into 100ms bins and converted to spike counts. The spike counts of
all trials in which a “tomato” stimulus was presented are then randomly regrouped
into a training set and a validation set. Only the spike counts from the training set
are used to fit the model parameters.

We used the IFM-estimator for the copula-based models and the maximum like-
lihood estimator for the Poisson latent variables distribution. The parameters µ and
Σ of the discretized multivariate normal distribution were estimated by the sample
mean and the sample covariance matrix of the spike counts. This procedure does not
correspond to the maximum likelihood estimate of the discretized distribution. We
used it, because the maximum likelihood estimator was too expensive to compute
for six neurons. The high computational costs come from the estimation of the CDF
of the multivariate normal distribution.

The rate parameter λi for the Poisson distribution and negative binomial distri-
bution were estimated via the sample mean. The maximum likelihood estimates for
the overdispersion parameter υi were computed iteratively by Newton’s method.

Fig. 2.9a summarizes the results for the discretized multivariate normal, the Pois-
son latent variables distribution, and two copula-based distributions with different
marginals, the Poisson distribution, and the negative binomial distribution. The neg-
ative binomial distribution provided for all four task phases a significantly better fit
than the Poisson distribution, the multivariate normal distribution, and the Poisson
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Figure 2.9: Log likelihoods of the best fitting multivariate normal, Poisson
latent variables, and copula-based models for the validation set. (a) Log
likelihoods for the discretized multivariate normal distribution (circles), the multi-
variate Poisson latent variables distribution (crosses), the best fitting copula-based
model with Poisson (squares), and with negative binomial marginals (diamonds).
The figure shows the log likelihoods averaged over all 20 different stimuli, but sep-
arately for the pre-stimulus, sample stimulus, delay, and test stimulus phase of the
memory task. For the best fitting copula, we considered all the copula families
shown in B. AMH denotes the Ali-Mikhail-Haq family, FGM the Farlie-Gumbel-
Morgenstern family (cf. Table 2.1). For the 2nd order model of the FGM family
we set all but the first

(
d
2

)
parameters to zero, therefore leaving only parameters for

pairwise interactions. In contrast, for the 3rd order model we set all but the first(
d
2

)
+
(
d
3

)
parameters to zero. (b) Difference between the log likelihood of a model

with independent spike counts and negative binomial marginals (“ind. model”) and
the log likelihoods of the best fitting representatives of the different copula-based
models shown in the legend. Negative binomial marginals were used. Data was
again averaged over the 20 different stimuli.

latent variables distribution. The likelihood for the copula-based models was sig-
nificantly greater than for the discretized multivariate normal model (p = 2 · 10−14,
paired-sample Student’s t test over stimuli) and the Poisson latent variables model
(p = 1 · 10−5). Moreover, the likelihood for the negative binomial marginals was
even greater than that for the Poisson marginals (p = 0.0003). Thus, the copula-
based approach provided models that were indeed superior for the data at hand.
Moreover, the additional flexibility of the negative binomial marginals improved the
fit significantly.

We applied different copula families to examine the importance of the dependence
structure for the model fit. Fig. 2.9b shows an evaluation of the different copula
families with different dependence structures for the best fitting marginal, which
was the negative binomial distribution. The model based on the Clayton copula
family provided the best fit. The fit was significantly better than for the second
best fitting copula family (p = 0.0014), the Gumbel family. In spite of having more
parameters, the FGM copulas performed worse. However, the FGMmodel with third
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Figure 2.10: Log likelihoods of different Clayton copula models transformed
using the flashlight transformation. (a) Cartoon indicating the labeling of
orthants of the six dimensional space. Each number indicates the orthant, into which
the originally lower tail dependence was transformed. (b) Mean log likelihoods on
the test interval validation set for all possible flashlight transformed Clayton copulas
and negative binomial marginals. The bars mark the standard errors. (c) Mean log
likelihoods on the test interval validation set for a mixture of the Clayton copula with
all possible flashlight transformed Clayton copulas and negative binomial marginals.

order interactions fitted the data significantly better than the model that included
only pairwise interactions (p = 0.0437).

The best fitting copula-based model, the Clayton copula, is characterized by
a lower tail dependence. Apart of the Gumbel family, the other families that we
applied so far do not model orthant dependencies. To check whether other orthant
dependencies would improve the fit, we applied the flashlight transformation and
we transformed the Clayton copula tail towards all corners of the six dimensional
hyper cube. The results are shown in Fig. 2.10. The standard Clayton copula with
lower tail dependence had the significantly highest value of the log likelihood on
the validation set indicating that the empirical spike count distribution has indeed a
lower tail dependence. The second highest peak was reached by the Clayton survival
copula. The central peak corresponded to those transformations that were close to
the Clayton and the Clayton survival copulas: sectors 011111 and 100000 (31 and
32 decimal). Thus, a common lower tail dependence was prominent in the data.

We applied mixtures of copulas as described in Section 2.2.3 to check whether
there was indeed a prominent common upper tail dependence beside the lower tail
dependence in the data. Therefore, we fixed the Clayton copula (which models a
lower tail dependence) as the first mixture component and varied the sector of the
flashlight transformed Clayton copula for the second mixture component. Fig. 2.10c
shows the mean log likelihoods of the mixture models with negative binomial mar-
ginals on the same data set used for Fig. 2.10b. All of the mixture models exhibit
similar performance. Therefore, the upper tail dependence that we observed for the
unmixed model appears to be an artifact of the lower tail dependence.
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Figure 2.11: Distribution of log likelihoods from models fitted to data from
the sample stimulus phase. The Clayton copula model with different marginals
was used. A histogram of 100 samples is shown where each sample represents an
average over 50 spike count vectors. The solid line corresponds to the log likelihood
of the training set whereas the dashed line corresponds to the log likelihood of the
validation set. (a) Model with Poisson marginals. (b) Model with negative binomial
marginals. (c) Model with empirical marginals.

In summary, we could show that the copula-based approach provided a significant
improvement in the goodness of fit compared to the discretized and rectified multi-
variate normal distribution and the Poisson latent variables distribution. Moreover,
the dependence structure alone has a significant impact as well.

2.3.4 Appropriateness of the Model

Our model consists of two parts: 1) the copula and 2) the marginals. We already
analyzed the effect of the copula. In this section we describe the investigation of the
marginals. In particular, we are interested in understanding how the goodness-of-fit
is influenced by the marginals. For this purpose we compared the log likelihoods of
the Clayton copula model with Poisson, negative binomial, and empirical marginals
fitted to the training set of the sample stimulus presentation phase. The model
with empirical marginals was a so-called semiparametric distribution consisting of a
parametric dependence structure (the copula family) and nonparametric marginals.
We drew samples from these distributions in order to learn whether the training and
validation sets were typical samples from the fitted distributions. For a complex
model we expect the likelihood of training samples to be close to the mode of the
histogram, while we expect the validation samples to have a much smaller likelihood.
Contrary, for a model with small complexity we expect the likelihood of the training
samples to be close to the likelihood of the validation samples. When the complexity
is too small we expect the likelihoods of the training and the validation samples to
be much smaller than the mode of the histogram.

In our setting the most complex model is the one with empirical marginals. His-
tograms of the log likelihoods for copula models with the three different marginals
are shown in Fig. 2.11. For Poisson marginals, the log likelihoods of both the train-
ing set and the validation set were much smaller than the log likelihoods of the
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samples drawn from the fitted distribution. Thus, the Poisson marginals seem to
be too simple for a good fit to the data, whereas the negative binomial marginals
generalized well in spite of their increased complexity. On the training set the model
with the empirical marginals performed best. However, there was a huge discrep-
ancy to the likelihood of the model with empirical marginals on the validation set,
whereas the likelihoods of the other two models did not change much. This result
can be explained by overfitting. The empirical marginals matched the marginals
of the training set perfectly. The empirical marginals of the training set, however,
were noisy representations of the true marginals, because of the limited sample size.
Hence, a perfect fit is not beneficial when it comes to novel data. In contrast to that,
the likelihoods of the models with Poisson and negative binomial marginals were al-
most equal to the respective likelihoods on the training set. Thus, these models did
not suffer from overfitting.

In order to relate these findings to the number of samples in our training set we
can compare the number of samples to the estimated number of required samples
for the toy example in Section 2.2.4. Fig. 2.9 shows that the log likelihood for the
Clayton copula model deviated from the second best family by 3/600 = 0.5%. In
Section 2.3.1 we showed that for this model 400 samples were sufficient for good
estimations of the log likelihood. For the delay phase and for the test stimulus
phase, the number of samples varied between 451 and 1743 per stimulus. Therefore,
the number of samples was sufficient for these phases. Taken together with the
histogram analysis, we found that the model complexity was appropriate for the
available amount of data at hand.

2.3.5 Information Analysis

We will now show that the copula-based models can be used to measure the short-
term information about a stimulus that is encoded by the spike count dependence
structure of the recorded neurons. The first step is to estimate the total information
of the spike count responses. We applied the best fitting copula model, the Clayton
copula model with negative binomial marginals, to estimate the mutual informa-
tion between stimuli and responses via Monte Carlo sampling (cf. Section 2.2.5).
Fig. 2.12a shows the estimated mutual information for each of the four task phases.
The mutual information was greater during the sample stimulus interval and the
test stimulus interval than during the delay interval. Therefore, a stimulus presen-
tation evoked a spike count response which instantly encoded information about the
stimulus. In the test stimulus phase the dotted line is above the dashed line, so the
spike counts coded more information about the sample stimulus that was previously
presented than about the test stimulus.

Fig. 2.12b shows the information estimate ∆Ishuffled = I− Ishuffled, normalized
to the mutual information I that is shown in Fig. 2.12a. The dependence structure
carried between 6% and 12% of the mutual information. During the test stimulus
interval the dependence structure encoded almost twice as much information about
the test stimulus as about the sample stimulus that was previously presented.
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Figure 2.12: Monte Carlo estimates of the mutual information between
stimuli and responses. The estimation is based on the Clayton copula model
with negative binomial marginals. The Monte Carlo method was terminated when
the standard error was below 5 · 10−4. The sample stimulus was presented in phase
two, whereas the test stimulus was presented in phase four. For the test stimulus
phase, the estimation was performed twice: for the sample stimulus that was previ-
ously presented (dashed line) and for the test stimulus (dotted line). (a) Estimated
mutual information based on IFM parameters determined on the training set for each
of the task phases (pre-stimulus, sample stimulus, delay, and test stimulus). (b) Es-
timated information increase that is due to the dependence structure. The mutual
information Ishuffled of the model with independent spike counts and negative bi-
nomial marginals was subtracted from and normalized to the mutual information I
of the Clayton copula model with negative binomial marginals.

2.4 Discussion

We developed a framework for analyzing the noise dependence of spike counts and
used synthetic data from a model of leaky integrate-and-fire neurons to derive in-
terpretations for different dependence structures. Applying the framework to data
from the macaque prefrontal cortex we found that: (1) copula-based models with
negative binomial marginals rather than the multivariate normal distribution or the
Poisson latent variables distribution are appropriate models of spike count data for
short time intervals; (2) the dependence structure encodes between 6% and 12% of
the mutual information about the presented stimuli; (3) the amount of data required
for a good likelihood estimation is present in the data set; and (4) a lower tail depen-
dence between all neurons is present in the data and can be explained by common
inhibitory input.

The copula approach has many advantages compared to previous models. Re-
cently, the Ising model gained a lot of attention in neuroscience [Schneidman et al.,
2006; Shlens et al., 2006]. This model is a maximum entropy model of binary vari-
ables called spins that have only pairwise interactions [Ising, 1925]. The model
is applied to the neuroscience setting by binning spike trains into very short time
intervals such that at most one spike falls into each bin. The spin for that bin
then indicates whether or not a spike was present (cf. Section 1.2.1). Using this
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model pairwise interactions between simultaneously recorded neurons can be mod-
eled [Schneidman et al., 2006]. The Ising model is a special case of a more general
class of nested maximum entropy models [Amari, 2001]. Other models in this class
can be used to model higher-order interactions between neurons. Nevertheless, an
independence assumption for subsequent bins is necessary due to the limited number
of samples present in typical neuroscience settings. Therefore, the marginal spike
counts of individual neurons will be binomial distributed (cf. Section 1.2.1). The
variance of this distribution is always smaller than its mean which is a severe dis-
advantage of this model class. The copula approach on the other hand can model
arbitrary marginals.

Another class of models are doubly stochastic models where some parameters of
the data distribution are themselves random variables. The doubly stochastic Pois-
son point process presented by Krumin and Shoham belongs to this class [Krumin
and Shoham, 2009]. For such models the marginal distributions change whenever
the dependence is modified. It is thus very hard to disentangle the effects of the
dependence structure from the effects of the marginals.

In contrast to the multivariate normal distribution and the multivariate Poisson
latent variables distribution the copula approach can be used to model arbitrary
marginal distributions that are appropriate for the data at hand. The marginal dis-
tributions can therefore be discrete without any mass on the negative axis and with
variance greater than the mean. We compared the fits of negative binomial margi-
nals to Poisson and empirical marginals and found that only the negative binomial
marginals provided a reasonable fit to the data. Contrary to the Poisson margi-
nals, the negative binomial marginals were complex enough such that likelihoods of
samples from the model were consistent with the likelihood of the data. Moreover,
the negative binomial marginals did not suffer from overfitting as did the empirical
marginals. We conclude that the negative binomial marginals are appropriate to
describe the spike counts recorded from the prefrontal cortex.

The dependence structure of the copula approach is flexible. Higher-order in-
teractions can be parametrized separately if desired. Furthermore, in contrast to
the multivariate Poisson latent variables distribution, negative correlations can be
modeled as well. Another advantage of the copula approach is that it is modular in
the sense that the copula family used for the data analysis can be easily exchanged
by another family. Many different copula families exist, each representing and pa-
rameterizing different properties of the dependence structures. Thus, it is easy to
test for different properties of a distribution. Specific examples are the Clayton and
Gumbel families. These families have lower and upper tail dependencies, respec-
tively. Lower and upper tail dependencies can arise from common input populations
with inhibitory and excitatory projections, respectively. By deriving the flashlight
transformation we could construct additional families that account for combinations
of inhibition and excitation.

When applying the flashlight transformation to the data from the prefrontal
cortex, we found that the unmodified Clayton family provided the best fit to the
validation data. Therefore, a common lower tail dependence to all neurons is present
in the data. One explanation is a common input population whose projections are
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mostly inhibitory to all the analyzed neurons. Two types of common inhibitory
sources are possible: (1) A local source of inhibitory input such as common in-
terneurons. (2) Another area projecting to the prefrontal cortex. It was found that
interneurons have a reach of no more than a few hundred micrometers whereas the
inter-tetrode distance was 500µm. Thus, it is unlikely that a population of common
interneurons inhibits all the stimulus specific neurons that we recorded from. An-
other area, therefore, is more likely to be the source of the common inhibitory input.
One possibility could be the ventral tegmental area (VTA). In the rat cortex it was
found that the VTA exerts a direct inhibitory influence on the PFC. In a study
77% of 225 recorded PFC neurons were inhibited as a result of VTA stimulation
[Godbout et al., 1991]. Moreover, the VTA is thought to be a central component of
the reward system [Hikosaka et al., 2008] which is essential for a memory task. Our
analysis provides evidence for such an influence based on the spike count statistics.

The second best fit was achieved by the Clayton survival family. One explana-
tion for this result is provided by an upper tail dependence between all neurons in
addition to the stronger lower tail dependence. We applied mixtures of copulas to
elucidate this issue and found that a mixture of the Clayton and Clayton survival
family did not provide the best fit out of all mixtures of the Clayton family with a
Clayton flashlight transformation. At first sight it is puzzling that the upper tail de-
pendence seems to disappear when mixed with the lower tail dependence. However,
the Clayton copula and the Clayton survival copula have their dependence along the
same line in the six dimensional space that is spanned by the neuronal spike counts,
though predominantly at different ends of this line. Hence, the Clayton survival
family can capture some of the dependence that is inherent to the Clayton family.
We conclude that the prominence of the upper tail dependence that was observed
for the unmixed model is an artifact of the lower tail dependence component.

The results show that important properties of dependence structures such as
tail dependencies arise very naturally in simple input scenarios, and that the copula
approach can be used to construct generative models that are capable of capturing
these aspects of this underlying connectivity. In principle, copula-based models can
be used to guide reconstructions of functional connectivity, but this topic is outside
the scope of this study. If the reader is interested in detailed reconstruction of
functional connectivity we recommend the studies in [Perkel et al., 1967; Aertsen
et al., 1989; Tetzlaff et al., 2008] as a starting point.

We could show that there is important information represented in the dependence
structure which has been ignored in studies reporting only the correlation coefficient.
Based on the flashlight transformation we could derive novel copula families with
interesting interpretations for neuroscience: the statistical dependence gives insight
into possible connections of the underlying network. Other copula families might be
applicable to investigate different properties of the network.

We could also show that the Gaussian distribution is not an appropriate approx-
imation of the spike count distribution of short time intervals. Yet, many studies
applied this approximation in their investigations. Therefore, these studies should
be reassessed with respect to their validity for short-term coding.
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We also compared the copula-based approach to the multivariate Poisson latent
variables distribution. In terms of spike counts this model corresponds to previ-
ous point process models that account for higher-order correlations. The copula-
based approach overcomes a number of shortcomings of this distribution, namely
the Poisson marginals, the restriction to non-negative correlations and the inflexible
dependence structure. We could show that the improvement in the goodness-of-fit
is significant.

Taken together, the copula-based approach allows us to model and analyze spike
count dependencies in much more detail than previously applied models. A drawback
is the small number of neurons to which the approach can be applied so far. The
approach is computationally too demanding for higher numbers of neurons because
the model fitting complexity is exponential in the number of neurons. Approximate
inference methods might provide a solution to the computational problem. However,
another problem is the number of samples available in typical electro-physiological
experiments. We could show that 400 samples are sufficient for six dimensional data
with moderate dependence strengths. Nevertheless, the amount of required data
increases dramatically for increasing dimensions, i.e. for the number of neurons. A
combination with dimensionality reduction techniques might provide a solution to
this problem.
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Chapter 3

Frank Higher-order Copula

Family

Abstract

In order to evaluate the importance of higher-order correlations in neural spike count
codes, flexible statistical models of dependent multivariate spike counts are required.
Copula families, parametric multivariate distributions that represent dependencies,
can be applied to construct such models. We introduce the Frank higher-order family
as a new copula family that has separate parameters for all pairwise and higher-order
interactions. In contrast to the Farlie-Gumbel-Morgenstern copula family that shares
this property, the Frank higher-order copula can model strong correlations. We
apply spike count models based on the Frank higher-order copula to data generated
by a network of leaky integrate-and-fire neurons and compare the goodness-of-fit to
distributions based on the Farlie-Gumbel-Morgenstern family. Finally, we evaluate
the importance of using proper single neuron spike count distributions on the entropy.
We find notable deviations in the entropy that increase with decreasing firing rates.
Moreover, we find that the Frank higher-order family increases the log likelihood
of the fit significantly compared to the Farlie-Gumbel-Morgenstern family. This
shows that the Frank higher-order copula is a useful tool to assess the importance
of higher-order correlations in spike count codes.

3.1 Introduction

How do populations of neurons in the brain communicate with each other? Single
neurons transmit information via all-or-none action potentials, called spikes. Inves-
tigating spike counts of populations of neurons within short periods of time is one
possibility to gain insight into the neural code of populations. Spike counts between
different neurons are typically correlated [Bair et al., 2001; Kohn and Smith, 2005]. It
is not clear, however, how important pairwise and higher-order correlations between
spike counts of different neurons are in terms of the information that is conveyed.
On the one hand, it is debated whether correlations matter at all [Averbeck and
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Lee, 2003; Panzeri et al., 2002; Nirenberg et al., 2001; Sompolinsky et al., 2001]. On
the other hand, it is debated whether pairwise correlations versus higher-order cor-
relations are sufficient for obtaining good estimates of the information [Roudi et al.,
2009b; Schneidman et al., 2006; Shlens et al., 2006]. New data acquisition techniques
make it possible to record from many neurons simultaneously and to investigate the
population coding questions by applying information-theoretic methods. In order to
apply measures from information theory statistical models of the neural responses
are required. Recently, the Ising model was proposed as a model of parallel spike
trains [Schneidman et al., 2006]. This model parametrizes only pairwise interactions
between the responses of different neurons and assumes a very strict distribution for
the single neuron spike counts.

Flexible parametric distributions with separate parameters for higher-order inter-
actions are required in order to investigate the impact of higher-order correlations
on information measures. The copula approach provides a promising method to
construct such distributions (cf. Chapter 2). Copulas are multivariate distributions
that can be used to generate spike count distributions with arbitrary marginal dis-
tributions and different dependence structures. One example of such a copula is
the so-called Farlie-Gumbel-Morgenstern (FGM) copula family which has separate
parameters for all pairwise and higher-order interactions (cf. Section 2.2.2). How-
ever, there are tight constraints on the parameters and only weak correlations can
be modeled using the FGM copula.

In this chapter we introduce a new copula family and compare it to the FGM
copula and to the Ising model. The family is constructed as a finite mixture of copula
families of different orders. It has separate parameters for all pairwise and higher-
order interactions and can model dependence strengths between independence and
perfect deterministic dependence. We show that this model provides a much better
fit to data generated by a network of leaky integrate-and-fire neurons. Moreover, we
compare the copula-based models to the Ising model. The Ising model has an im-
plicit probability distribution of spike counts, which has smaller variance than mean.
We explore the relation to Poisson-like spike count distributions and overdispersed
distributions that are more frequently observed experimentally (see [Osborne et al.,
2004; Kohn and Smith, 2005] and Chapter 2). We show that the deviation to these
distributions is considerable in terms of the entropy.

In the next section we introduce a new copula family, the Frank higher-order
family, that is capable of modeling strong higher-order correlations. Moreover, we
construct a network of leaky integrate-and-fire neurons that can be used to generate
spike trains with detailed higher-order correlations. In Section 3.3 we apply the
statistical models to data generated by the leaky integrate-and-fire network and
demonstrate the superior flexibility of the Frank higher-order model compared to the
Ising model and the FGM copula family. The chapter concludes with a discussion
of the advantages and limitations of the presented models.
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Figure 3.1: A network of leaky integrate-and-fire neurons to generate spike
count data with higher-order correlations. Each rectangle with circles (A1-A3,
B1-B3, C) represents two Poisson spike generators: one for the excitatory and one for
the inhibitory input. The Poisson spike generators represent populations of neurons
that project to three leaky integrate-and-fire neurons (LIF1-LIF3). Connections are
illustrated as arrows.

3.2 Methods

Synthetic data are generated by a network of leaky integrate-and-fire neurons. We
will first describe the network and then describe several statistical models of corre-
lated neural responses.

3.2.1 Network Model

To generate data we applied the leaky integrate-and-fire neuron (cf. Appendix A)
as a very simple yet successful neuron model that is based on membrane potentials.
We parametrized the model with τm = 20ms, Rm = 20MΩ, Vth = −50mV, and
EL = Vreset = Vinit = −65mV, which are typical values found in [Dayan and Abbott,
2001]. The α-function was applied to model synaptic input (cf. Appendix A). We
used Imax = 1nA for excitatory synapses, Imax = −1 nA for inhibitory synapses,
and τs = 5ms.

We constructed a small network which allows us to vary pairwise correlations
and third-order correlations of the spike counts generated by the leaky integrate-
and-fire neurons. The network is depicted in Fig. 3.1. Poisson spike generators
project to the leaky integrate-and-fire neurons LIF1-LIF3 via inhibitory and excita-
tory synapses. The generators projecting to two neurons (B1-B3) vary the pairwise
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Figure 3.2: Distribution functions of selected bivariate Frank copulas.
(a): Frank copula probability density function for θ = 5. (b): Frank copula probabil-
ity density function for θ = −15. (c): Frank copula cumulative distribution function
for θ = −15.

interactions, whereas the generator projecting to three neurons (C) varies the third-
order interaction. The rate of excitatory input is always four times the rate of the
inhibitory input. We use the generators projecting to only one neuron (A1-A3) to
keep the total input rates of the leaky integrate-and-fire neurons constant in spite
of varying correlations.

3.2.2 Applied Copula Families

Copulas can be used to construct models of spike count distributions with flexible
dependence structures. For a detailed description of the copula-based framework for
modeling multivariate spike count distributions see Chapter 2.

Different dependence structures can be modeled by different copula families.
Many parametric copula families can be found in the literature. One example is the
bivariate Frank copula family [Frank, 1979]. Its CDF takes the form

CFrank
θ (u) =

{
−1

θ ln
(
1 +

(∏d
i=1(e

−θui − 1)
)
(e−θ − 1)1−d

)
, if θ 6= 0,

∏d
i=1 ui, if θ = 0.

(3.1)

The bivariate Frank family is commutative and radial symmetric: its probability
density cθ abides by ∀(u, v) ∈ [0, 1]2 : cθ(u, v) = cθ(1 − u, 1 − v) [Frank, 1979]. The
scalar parameter θ controls the strength of dependence. As θ → ±∞ the copula
approaches deterministic positive/negative dependence: knowledge of one variable
implies knowledge of the other (so-called Fréchet-Hoeffding bounds [Nelsen, 2006]).
The linear correlation coefficient is capable of measuring this dependence. θ must
be non-negative for d > 2. Copulas of the Frank family are shown in Fig. 3.2 for
different parameters.
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Another copula family is the Farlie-Gumbel-Morgenstern (FGM) copula family
[Nelsen, 2006]. This family has 2d − d − 1 parameters that vary the pairwise and
higher-order interactions. Its CDF is given by

CFGM
α (u) =


1 +

d∑

k=2

∑

1≤j1<···<jk≤d

αj1j2...jk

k∏

i=1

(1− uji)




d∏

i=1

ui (3.2)

subject to

∀ε1, ε2, . . . εd ∈ {−1, 1} : 1 +

d∑

k=2

∑

1≤j1<···<jk≤d

αj1j2...jk

k∏

i=1

εji ≥ 0. (3.3)

These constraints turn out to be very tight. Due to the constraints for α, the
correlations that the FGM copula can model are small in terms of their absolute
value.

We have three parametric distributions for the spike count marginals at the dis-
posal: the Poisson distribution with variance equal to the mean (cf. Section 1.2.1),
the negative binomial distribution with variance greater than the mean (cf. Sec-
tion 2.2.2), and the binomial distribution with variance less than the mean (cf.
Section 1.2.1). Moreover, we can use the empirical marginals to construct a semi-
parametric model with a parametric dependence function and non-parametric mar-
ginals. The empirical cumulative marginal of a sample x1, . . . , xN is given by

F̂i(ri) =
1

N

N∑

j=1

I(xj ≤ ri), (3.4)

where I is the indicator function.

3.2.3 Frank Higher-order Copula Family

The correlation strengths that can be modeled by the FGM family are small due to
the tight constraints of the parameters. We will now introduce a new copula family
Cho
θ that overcomes this limitation. We define

Cho
θ (u) ≡

d∑

k=2

∑

1≤j1<···<jk≤d

zj1...jkC
j1...jk
θj1...jk

(u), (3.5)

where

Cj1...jk
θj1...jk

(u) ≡ CFrank
θ (uj1 , . . . , ujk)

∏

i∈{1,...,d}
\{j1...jk}

ui. (3.6)

The family has 2d − d − 1 mixture components, consisting of Frank copulas
of different orders. These Frank copulas are augmented by independent elements
such that each mixture component has dimension d. Hence, each of these mixture
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components has a single scalar parameter that controls the respective pairwise or
higher-order interaction.

The model complexity can be reduced by omitting mixture components that are
not necessary or that cannot be estimated reliably. For instance a model can be
easily constructed that has only pairwise and third-order parameters.

The Frank higher-order family is constructed as a mixture of copulas and thus is
a mixture of distributions. We have latent variables zi that need to be estimated in
addition to the Frank copula parameters. A natural choice for an inference algorithm
is therefore the expectation-maximization algorithm (see Section 2.2.4).

The Frank higher-order copula can be used to investigate the importance of
generalized correlation coefficients on information-theoretic quantities. There is no
generally accepted definition of higher-order correlation coefficients. There are sev-
eral candidates, however, one of them being the higher-order cumulants, which gen-
eralizes the pairwise covariance [Stratonovich, 1967]. Another candidate is based
on a generalization of the pairwise normalized product expectation. We adopt the
definition given in [Roudi et al., 2009b]:

ρi1,...,ik ≡
E[(xi1 − µi1) . . . (xik − µik)]

µi1 . . . µik
, (3.7)

where E[ · ] denotes the expectation operator and µi = E[xi]. For the Frank higher-
order family the impact of a copula parameter θi1,...,ik on this higher-order correlation
is given by
∣∣∣∣
E[(xi1 − µi1) . . . (xik − µik)|θi1,...,ik = 0]− E[(xi1 − µi1) . . . (xik − µik)]

µi1 . . . µik

∣∣∣∣

=

∣∣∣∣∣∣

∑
x1,...,xd

(xi1 − λi1) . . . (xik − λik)ψi1,...,ik

∏
n∈{1,...,d}
\{i1...ik}

Fn(xn −mn)

λi1 . . . λik

∣∣∣∣∣∣
,

(3.8)

where

ψi1,...,ik =
d∑

s=0

(−1)s
∑

m∈{0,1}d,∑
mi=s

CFrank
θi1,...,ik

(Fi1(xi1 −mi1), . . . , Fik(xik −mik))

−
d∑

s=0

(−1)s
∑

m∈{0,1}d,∑
mi=s

k∏

j=1

Fij (xij −mij ).

(3.9)

Here we assume that the weight vector z is the canonical unit vector with all
components set to zero except the i1, . . . , ik component. For this weight vector the
impact of the copula parameter is maximal. Note that the impact on this higher-
order correlation depends on θi1...ik only.

3.2.4 Estimation of the Entropy

The entropy [Shannon, 1948] of dependent spike counts X is a measure of the in-
formation that a decoder is missing when it does not know the value x of X (see
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Section 1.2.2). We can estimate the expectation by drawing samples xi with prob-
ability PX(xi). The term 1

k

∑k
i=1 I(xi) will then converge to the entropy almost

surely, as k approaches infinity [Robert and Casella, 2004]. For k sufficiently large
the confidence interval of this term is approximately normal distributed.

3.3 Model Comparison

In the following, we will explore the effects of violations of the Ising model assump-
tions on the entropy and on the goodness-of-fit and compare it to the performance
of the copula-based models.

3.3.1 The Cost of Ignoring Short-term Non-stationarity

The Ising distribution yields a binomial distribution for single neuron spike counts
between 0 and T due to the independence assumption between successive bins of the
binary variables (cf. Section 1.2.1). Thus, statistics of successive bins are assumed
to be stationary. For the binomial distribution with parameters T and p the variance
Tp(1− p) is always less than the mean Tp. This is at odds with many experimental
findings of spike count statistics in the cortex. More frequently, spike count variances
are observed that are equal to or greater than the mean (cf. [Osborne et al., 2004;
Kohn and Smith, 2005] and Chapter 2).

The negative binomial distribution was shown to provide a good parametric
model of spike counts with overdispersion (cf. Chapter 2). If an Ising model and
therefore a binomial distribution is assumed instead of Poisson or negative binomial
distributions, then the entropy estimations based on the inappropriate distribution
will deviate from the true entropy. The deviation should increase with increasing
variance, since the distributions become more distinct.

We quantify the normalized deviation of the entropy between two distributions
P and Q by:

DP,Q ≡
H(P)−H(Q)

H(P)
= 1−

H(Q)

H(P)
, (3.10)

where H(X) is the entropy of distribution X (cf. Section 1.2.2). For the binomial
and the Poisson distribution this yields

DBin,Pois = 1 +
e−λ

∑∞
x=0

λx

x! (x log2(λ)− λ− log2(x!))

φ
, (3.11)

where

φ =
T∑

x=0

(
T

x

)(
λ

T

)x(
1−

λ

T

)T−x

·

(
x log2

(
λ

T

)
+ (T − x) log2

(
1−

λ

T

)
+ log2

(
T

x

))
.

(3.12)
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Figure 3.3: Normalized deviation of entropy in percent between the bi-
nomial distribution and different single neuron spike count distributions.
The mean and the number of successive independent bins T of the Ising distribution
were varied on the axes. The binomial distribution is not defined for parameter
combinations in the lower right corners, because for the binomial distribution the
mean cannot exceed the number of bins T . (a): Entropy deviations to the Pois-
son distribution. (b): Entropy deviations to the negative binomial distribution with
overdispersion parameter υ = 5. (c): Entropy deviations to the negative binomial
distribution with υ = 1.

For the binomial and negative binomial distribution we get

DBin,NBin = 1 +

(
1 +

λ

υ

)−υ ∞∑

x=0

λx

x!

(υ + x− 1)!

(υ − 1)!(υ + λ)x
g(x, υ, λ)

φ
, (3.13)

where

g(x, υ, λ) =(− log2(x!) + x log2 λ+ log2((υ + x− 1)!)− log2((υ − 1)!)

− x log2(υ + λ)− υ log2(1 + λ/υ)).
(3.14)

We investigated these deviations of the entropy for different spike rates and bin
sizes. The results are shown in Fig. 3.3. The variance of the distribution that was
used for the comparison increased from (a) to (c). In concert with our expectation the
entropy deviation also increased from (a) to (c). Moreover, the deviation increased
with decreasing mean. This can be explained in light of the asymptotic distributions:
for increasing mean all the distributions approach the normal distribution. The
entropy deviation therefore vanishes when the means get too big.

3.3.2 Modeling Higher-order Correlations

The FGM family can be used to construct multivariate spike count distributions
with separate parameters for all pairwise and higher-order interactions. However,
the strengths of the correlations that can be modeled using this family are small.
To overcome this limitation and to improve the fit further, we introduced the Frank
higher-order family in this chapter (cf. Section 3.2.3).
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Figure 3.4: Copula model fits to the data generated by the leaky integrate-
and-fire network presented in Fig. 3.1 and evaluated on a separate test set.
The log likelihood increase is shown for the FGM copula and the Frank higher-order
copula with negative binomial marginals compared to the independence model with
negative binomial marginals. The total excitatory input rate of each neuron was fixed
at 840Hz while the total inhibitory input rate was fixed at 210Hz. The correlations
were increased by increasing the rates of populations B1-B3 and C (cf. Fig. 3.1)
while keeping the total input rates constant. The network was simulated for 10 s
for the training set and for the test set in each parameter combination. Spikes were
counted in 100ms bins. (a): Log likelihood increase for different pairwise interaction
strengths. Each point is averaged over all third-order interactions. The shaded
area is the standard deviation over third-order interactions. (b): Log likelihood
increase for different third-order interaction strengths. Each point is averaged over
all pairwise interactions. The shaded area is the standard deviation over pairwise
interactions.

We compared the Frank higher-order family (cf. Section 3.2.3) to the FGM family
(cf. Section 3.2.2) on synthetic data generated by a network of leaky integrate-and-
fire neurons (cf. Section 3.2.1). The results are cross-validated, i.e. evaluated on a
test set separate of the data that were used to fit the parameters.

The comparison on the test set is shown in Fig. 3.4. Since we are interested in
the impact of the dependence structure we subtracted the log likelihood that arises
due to the marginals, i.e. the log likelihood of the product distribution with neg-
ative binomial marginals. The remaining residues arise due to the copula family.
Figure 3.4 (a) shows the log likelihoods of the residues as a function of pairwise
interaction strengths in the network and averaged over different third-order inter-
action strengths. The likelihood of the Frank higher-order copula family is clearly
greater than the likelihood of the FGM family. The likelihood of the fit is increased
by the new family in every single point. Figure 3.4 (b) depicts the log likelihoods
of the residues as a function of the third-order interaction strength in the network
averaged over different pairwise interaction strengths. Again, the likelihood of the
proposed Frank higher-order family is superior.
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On average, the log likelihood is increased by 214% in terms of the residues. Here
it becomes apparent that the Frank higher-order family can capture the structure of
pairwise and higher-order correlations much better than the FGM family.

3.4 Discussion

We introduced the Frank higher-order family as a new copula family for modeling
strong higher-order correlations. As a copula it can be applied to construct multi-
variate spike count distributions with biologically appropriate marginal distributions
such as the negative binomial distribution. We compared the model to the Ising
model, a distribution of binary spike trains which has recently gained a lot of atten-
tion in neuroscience. Moreover, we compared the model to the FGM copula family,
another family that is capable of modeling higher-order correlations. Based on syn-
thetic data generated by a network of leaky integrate-and-fire neurons we found that
the fit and the entropy estimation with regard to the marginals and the dependence
structure can be improved considerably by applying the Frank higher-order family
together with appropriate marginal distributions.

The Frank higher-order distribution does not overcome the principle problem
of models with detailed higher-order correlations, namely the curse of dimension-
ality. The problem of estimating all higher-order correlations is infeasible even for
moderate numbers of neurons. First, the amount of data that is necessary for this
estimation is too large and cannot be collected. Second, it is infeasible to compute
the likelihood function for larger numbers of neurons. Nevertheless, the complexity
of the Frank higher-order family can easily be reduced. Components that can be esti-
mated reliably can be selected because the family has separate mixture components
for the different orders of interactions. For instance, a model can be constructed
that takes correlations up to order three into account but does not have separate
parameters for interactions of order greater than three. Directions for future re-
search include the validation of population coding principles that were obtained on
the assumption of the Ising model.



Chapter 4

Copula Goodness-of-fit Test

Abstract

The linear correlation coefficient is typically used to characterize and analyze de-
pendencies of neural spike counts. Here, we show that the correlation coefficient is
in general insufficient to characterize these dependencies. We construct two neuron
spike count models with Poisson-like marginals and vary their dependence structure
using copulas. To this end, we construct a copula that allows to keep the spike counts
uncorrelated while varying their dependence strength. Moreover, we employ a net-
work of leaky integrate-and-fire neurons to investigate whether weakly correlated
spike counts with strong dependencies are likely to occur in real networks. We find
that the entropy of uncorrelated but dependent spike count distributions can devi-
ate from the corresponding distribution with independent components by more than
25% and that weakly correlated but strongly dependent spike counts are very likely
to occur in biological networks. Finally, we introduce a test for deciding whether a
particular copula-based distribution with Poisson-like marginals is appropriate for
the data at hand and verify it for different copula-based models.

4.1 Introduction

The linear correlation coefficient is of central importance in many studies that deal
with spike count data of neural populations. For example, a low correlation coeffi-
cient is often used as an evidence for independence in recorded data and to justify
simplifying model assumptions (e.g. [Jazayeri and Movshon, 2006]). In line with
this many computational studies constructed distributions for observed data based
solely on reported correlation coefficients [Gutnisky and Dragoi, 2008; Shamir and
Sompolinsky, 2006; Series et al., 2004; Abbott and Dayan, 1999]. The correlation
coefficient is in this sense treated as an equivalent to the full dependence.

The correlation coefficient is also extensively used in combination with informa-
tion measures such as the Fisher information (for continuous variables only) and
the Shannon information to assess the importance of couplings between neurons for
neural coding [Averbeck et al., 2006]. The discussion in the literature encircles two
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main topics. On the one hand, it is debated whether pairwise correlations versus
higher-order correlations across different neurons are sufficient for obtaining good
estimates of the information (see e.g. [Roudi et al., 2009b; Schneidman et al., 2006;
Shlens et al., 2006]). On the other hand, it is questioned whether correlations matter
at all (see e.g. [Averbeck and Lee, 2003; Panzeri et al., 2002; Sompolinsky et al.,
2001]). In [Sompolinsky et al., 2001], for example, based on the correlation coeffi-
cient it was argued that the impact of correlations is negligible for small populations
of neurons.

The correlation coefficient is one measure of dependence among others. It has
become common to report only the correlation coefficient of recorded spike trains
without reporting any other properties of the actual dependence structure (see e.g.
[Kohn and Smith, 2005; Bair et al., 2001]). The problem with this common practice
is that it is unclear beforehand whether the linear correlation coefficient suffices to
describe the dependence or at least the relevant part of the dependence. Of course,
it is well known that uncorrelated does not imply statistically independent. Yet, it
might seem likely that this is not important for realistic spike count distributions
which have a Poisson-like shape. Problems could be restricted to pathological cases
that are very unlikely to occur in realistic biological networks. At least one might
expect to find a tendency of weak dependencies for uncorrelated distributions with
Poisson-like marginals. It might also seem likely that these dependencies are unim-
portant in terms of typical information measures even if they are present and go
unnoticed or are ignored.

In this chapter we show that these assumptions are false. Indeed, the dependence
structure can have a profound impact on the information of spike count distributions
with Poisson-like single neuron statistics. This impact can be substantial not only for
large networks of neurons but even for two neuron distributions. As a matter of fact,
the correlation coefficient places only a weak constraint on the dependence structure.
Moreover, we show that uncorrelated or weakly correlated spike counts with strong
dependencies are very likely to be common in biological networks. Thus, it is not
sufficient to report only the correlation coefficient or to derive strong implications
like independence from a low correlation coefficient alone. At least a statistical test
should be applied that states for a given significance level whether the dependence is
well characterized by the linear correlation coefficient. We will introduce such a test
in this chapter. The test is adjusted to the setting that a neuroscientist typically
faces, namely the case of Poisson-like spike count distributions of single neurons.

In the next section, we describe state-of-the-art methods for modeling dependent
spike counts, to compute their entropy, and to generate network models based on
integrate-and-fire neurons. Section 4.2 shows examples of what can go wrong in the
entropy estimation when relying on the correlation coefficient only. Emergences of
such cases in simple network models are explored. Section 4.3 introduces the linear
correlation test which is tailored to the needs of neuroscience applications. In the
section its performance on different dependence structures is examined. The chap-
ter concludes with a discussion of the advantages and limitations of the presented
methods and cases.
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4.2 Examples of Uninformative Correlation Coefficients

In this section we describe entropy variations that can occur when relying on the
correlation coefficient only. We will evaluate this effect for models of spike counts
which have Poisson-like marginals and show that such effects can occur in very simple
biological networks.

4.2.1 Frank Shuffle Copula

We will now introduce the Frank shuffle copula family. This copula family allows
arbitrarily strong dependencies with a correlation coefficient of zero for attached
Poisson-like marginals.

The Frank shuffle copula uses two bivariate Frank copulas (cf. Section 3.2.2) in
different regions of its domain such that the linear correlation coefficient can vanish.

Proposition 4.2.1.1. The following function defines a copula ∀θ1, θ2 ∈ R, ω ∈
[0, 0.5] :

Cθ1,θ2,ω(u, v) =





Cθ1(u, v)− ςθ1(ω, ω, u, v)

+zθ1,θ2,ω(min{u, v})ςθ2(ω, ω, u, v) if (u, v) ∈ (ω, 1− ω)2,

Cθ1(u, v) otherwise,

(4.1)
where ςθ(u1, v1, u2, v2) = Cθ(u2, v2)− Cθ(u2, v1)− Cθ(u1, v2) + Cθ(u1, v1) and
zθ1,θ2,ω(m) = ςθ1(ω, ω,m, 1− ω)/ςθ2(ω, ω,m, 1− ω).

The proof of the copula properties is given in Appendix B.2. This family is ca-
pable of modeling a continuum between independence and deterministic dependence
while keeping the correlation coefficient at zero. There are two regions: the outer
region [0, 1]2 \ (ω, 1 − ω)2 contains a Frank copula with θ1 and the inner square
(ω, 1− ω)2 contains a Frank copula with θ2 modified by a factor z. If we would re-
strict our analysis to copula-based distributions with continuous marginals it would
be sufficient to select θ1 = −θ2 and to adjust ω such that the correlation coefficient
would vanish. In such cases, the factor z would be unnecessary. For discrete margi-
nals, however, this is not sufficient as the CDF is no longer a continuous function of
ω. Different copulas of this family are shown in Fig. 4.1.

We will now investigate the impact of this dependence structure on the entropy of
copula-based distributions with Poisson-like marginals while keeping the correlation
coefficient at zero. Introducing more structure into a distribution typically reduces
its entropy. Therefore, we expect that the entropy can vary considerably for different
dependence strengths, even though the correlation is always zero.

Fig. 4.2a shows the entropy of the Frank shuffle-based models with Poisson and
negative binomial marginals for uncorrelated but dependent elements. θ1 was varied
while θ2 was estimated using the line-search algorithm for constrained nonlinear
minimization [Waltz et al., 2006] with the absolute correlation coefficient as the
objective function. Independence is attained for θ1 = 0. With increasing dependence
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Figure 4.1: Cumulative distribution functions (a-c) and probability density
functions (d-f) of selected Frank shuffle copulas. (a, d): Independence: θ1 =
θ2 = 0. (b, e): Strong negative dependence in outer square: θ1 = −30, θ2 = 5, ω =
0.2. (c, f): Strong positive dependence in inner square: θ1 = −5, θ2 = 30, ω = 0.2.

the entropy decreases until it reaches a minimum at θ1 = −20. Afterward, it increases
again. This is due to the shape of the marginal distributions. The region of strong
dependence shifts to a region with small mass. Therefore, the actual dependence
decreases. However, in this region the dependency is almost deterministic and thus
does not represent a relevant case.

Fig. 4.2b shows the difference to the entropy of corresponding models with in-
dependent elements. The entropy deviates by up to 25% for the Poisson marginals
and up to 15% for the negative binomial marginals. So the entropy varies indeed
considerably in spite of fixed marginals and uncorrelated elements.

We constructed a copula family which allowed us to vary the dependence strength
systematically while keeping the variables uncorrelated. It could be argued that this
is a pathological example. In the next section, however, we show that such effects
can occur even in simple biologically realistic network models.

4.2.2 Network Model

Now we explore the feasibility of uncorrelated spike counts with strong dependencies
in a biologically realistic network model. For this purpose, we set up a network
of leaky integrate-and-fire neurons (cf. Appendix A). In all of our simulations
we use τm = 20ms, Rm = 20MΩ, Vth = −50mV, and Vreset = Vinit = −65mV,
which are typical values found in [Dayan and Abbott, 2001]. Current-based synaptic
input for an isolated presynaptic release that occurs at time t = 0 are modeled by
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Figure 4.2: Entropy of distributions based on the Frank shuffle copula
Cθ1,θ2,ω for ω = 0.05 and different dependence strengths θ1. The second
parameter θ2 was selected such that the absolute correlation coefficient was less
than 10−10. For Poisson marginals, we selected rates λ1 = λ2 = 5. For 100ms bins
this would correspond to firing rates of 50Hz. For negative binomial marginals we
selected rates λ1 = 2.22, λ2 = 4.57 and variances σ21 = 4.24, σ22 = 10.99 (values taken
from experimental data recorded in macaque prefrontal cortex and 100ms bins (cf.
Chapter 2)). (a): Entropy of the Cθ1,θ2,ω based models. (b): Difference between the
entropy of the Cθ1,θ2,ω-based models and the model with independent elements in
percent of the independent model.

the α-function (cf. Appendix A). We use Imax = 1nA for excitatory synapses,
Imax = −1 nA for inhibitory synapses, and τs = 5ms.

The neurons have two common input populations which introduce opposite de-
pendencies (cf. Fig. 4.3a). Therefore, the correlation should vanish for the right
proportion of input strengths. Note that the bottom input population does not con-
tradict to Dale’s principle, since excitatory neurons can project to both excitatory
and inhibitory neurons.

We can find a copula family which can model this relation. It has two separate
parameters for the strengths of the input populations:

Ccm
θ1,θ2(u, v) =

1

2

(
max

{
u−θ1 + v−θ1 − 1, 0

})−1/θ1

+
1

2

(
u−

(
max

{
u−θ2 + (1− v)−θ2 − 1, 0

})−1/θ2
)
,

(4.2)

where θ1, θ2 ∈ (0,∞). It is a mixture of the well known Clayton copula and a
flashlight transformated Clayton copula (see Chapter 2). As a mixture of copulas
this function is again a copula. A copula of this family is shown in Fig. 4.3b.

Fig. 4.3c shows the correlation coefficients of the network generated spike counts
and of Ccm

θ1,θ2
fits. The rate of population D that introduces negative dependence is

kept constant, while the rate of population B that introduces positive dependence
is varied. The resulting spike count statistics were close to typically recorded data.
At approximately 275Hz the dependencies cancel each other out in the correlation
coefficient. Nevertheless, the mixture components of the copula reveal that there
are still dependencies: the correlation coefficient of the first mixture component that
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Figure 4.3: Strong dependence with zero correlation in a biological network
model. (a): Neural network models used to generate synthetic spike count data.
Two leaky integrate-and-fire neurons (LIF1 and LIF2, cf. Appendix A) receive spike
inputs (circles for excitation, bars for inhibition) from four separate populations of
neurons (rectangular boxes and circles, A-D), but only two populations (B, D) send
input to both neurons. All input spike trains were Poisson-distributed. (b): Prob-
ability density of the Clayton mixture model Ccm

θ1,θ2
with θ1 = 1.5 and θ2 = 2.0.

(c): Correlation coefficients of network generated spike counts compared to correla-
tions of a maximum likelihood fit of the Ccm

θ1,θ2
copula family to these counts. Solid

line: correlation coefficients of counts generated by the network shown in (a). Each
neuron had a total inhibitory input rate of 300Hz and a total excitatory input rate
of 900Hz. Population D had a rate of 150Hz. We increased the absolute correlation
between the spike counts by shifting the rates: we decreased the rates of A and C

and increased the rate of B. The total simulation time amounted to 200 s. Spike
counts were calculated for 100ms bins. Dashed line: Correlation coefficients of the
first mixture component of Ccm

θ1,θ2
. Dashed-dotted line: Correlation coefficients of

the second mixture component of Ccm
θ1,θ2

.

models negative dependence is relatively constant, while the correlation coefficient
of the second mixture component increases with the rate of the corresponding input
population. Therefore, correlation coefficients of spike counts that do not at all
reflect the true strength of dependence are very likely to occur in biological networks.
Structures similar to the investigated network can be formed in any feed-forward
network that contains positive and negative weights.

Typically, the network structure is unknown. Hence, it is hard to construct an
appropriate copula that is parametrized such that individual dependence strengths
are revealed. The goal of the next section is to assess a test that reveals whether a
given model of the dependence structure provides an appropriate distribution of the
data at hand.
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4.3 Goodness-of-fit Test

We will now describe a test for bivariate distributions with Poisson-like marginals
that determines whether the dependence structure is well characterized by a given
copula. This test combines a variant of the χ2 goodness-of-fit test for discrete multi-
variate data with a copula-based semiparametric model. We fit the semiparametric
model to the data and we apply the goodness-of-fit test to see if the model is adequate
for the data.

4.3.1 Semiparametric Reference Distribution

The semiparametric model that we use consists of the empirical marginals of the
sample coupled by a parametric copula family. A dependence structure is well char-
acterized by the linear correlation coefficient if it is Gauss-like. So one way to test
for linear dependence would be to use the Gaussian copula family. However, the
likelihood of copula-based models relies on the CDF which has no closed form solu-
tion for the Gaussian family. Fortunately, a whole class of copula families that are
Gauss-like exists. The Frank family is in this class [Genest et al., 2009] and its CDF
can be computed very efficiently. We therefore selected this copula family as an
example for our test (cf. Section 3.2.2). The Frank copula has a scalar parameter θ.
The parameter relates directly to the dependence. With growing θ the dependence
increases strictly monotonically. For θ = 0 the Frank copula corresponds to inde-
pendence. Therefore, the usual χ2 independence test is a special case of our linear
correlation test.

The parameter θ of the Frank family can be estimated based on a maximum
likelihood fit. However, this is time-consuming. As an alternative we propose to
estimate the copula parameter θ by means of Kendall’s τ . Kendall’s τ is a measure
of dependence defined as

τ(x,y) =
c− d

c+ d
, (4.3)

where c is the number of elements in the set {(i, j)|(xi < xj and yi < yj) or (xi >
xj and yi > yj)} and d is the number of element in the set {(i, j)|(xi < xj and yi >
yj) or (xi > xj and yi < yj)} [Nelsen, 2006]. For the Frank copula with continuous
marginals the relation between τ and θ is given by

τθ = 1−
4

θ
[1−D1(θ)], (4.4)

where Dk(x) is the Debye function [Genest, 1987]:

Dk(x) =
k

xk

∫ x

0

tk

exp(t)− 1
dt. (4.5)

For discrete marginals this is an approximate relation. Unfortunately, τ−1
θ cannot

be expressed in closed form, but can be easily obtained numerically using Newton’s
method.
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4.3.2 Modified χ
2 Test

The goodness-of-fit test that we apply for this model is based on the χ2 test [Cochran,
1952]. This test is widely applied for testing goodness-of-fit or independence of
categorical variables. For the test, observed frequencies are compared to expected
frequencies using the following statistic:

X2 =
k∑

i=1

(ni −m0i)
2

m0i
, (4.6)

where ni are the observed frequencies, moi are the expected frequencies, and
k is the number of bins. In the case of a 2-dimensional table we sum over both
indices of the table. If the frequencies are large enough then X2 is approximately
χ2-distributed with degrees of freedom

df = (N − 1)(M − 1)− s, (4.7)

where N is the number of rows, M is the number of columns, and s is the number of
parameters in the H0 model (1 for the Frank family). Thus, for a given significance
level α the test accepts the hypothesis H0 that the observed frequencies are a sample
from the distribution formed by the expected frequencies, ifX2 is less than the (1−α)
point of the χ2-distribution with df degrees of freedom.

The χ2 statistic is an asymptotic statistic. In order to be of any value, the
frequencies in each bin must be large enough. As a rule of thumb, each frequency
should be at least 5 [Cochran, 1952]. This cannot be accomplished for Poisson-like
marginals since there is an infinite number of bins. For such cases Loukas and Kemp
[Loukas and Kemp, 1986] propose the ordered expected-frequencies procedure. The
expected frequencies m0 are sorted monotonically decreasing into a 1-dimensional
array. The corresponding observed frequencies form another 1-dimensional array.
Then the frequencies in both arrays are grouped from left to right such that the
grouped m0 frequencies reach a specified minimum expected frequency (MEF), e.g.
MEF= 1 as in [Loukas and Kemp, 1986]. The χ2 statistic is then estimated using
Eq. 4.6 with the grouped expected and grouped observed frequencies.

4.4 Validation of the Test

To verify the test we applied it to samples from copula-based distributions with Pois-
son marginals and four different copula families: the Frank shuffle family (Proposi-
tion 4.2.1.1), the Clayton mixture family (Eq. 4.2), the Frank family (Section 2.2.1),
and the Gaussian family (Section 2.2.1). For the Frank family and the Gaussian fam-
ily the linear correlation coefficient is well suited to characterize their dependence.
We therefore expected that the test should accept H0, regardless of the dependence
strength. In contrast, for the Frank shuffle family and the Clayton mixture fam-
ily the linear correlation does not reflect the dependence strength. Hence, the test
should reject H0 most of the time when there is dependence.
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Figure 4.4: Percent acceptance of the linear correlation hypothesis for
different copula-based models with different dependence strengths and
Poisson marginals with rates λ1 = λ2 = 5. We used 100 repetitions each. The
number of samples was varied between 128 and 512. On the x-axis we varied the
strength of the dependence by means of the copula parameters. (a): Frank shuf-
fle family with correlation kept at zero. (b): Clayton mixture family Ccm

θ1,θ2
with

θ1 = 2θ2. (c): Frank family. (d): Gaussian family.

The acceptance rates for these copulas are shown in Fig. 4.4. For each of the
families there was no dependence when the first copula parameter was equal to zero.
The Frank and the Gaussian families have only Gauss-like dependence, meaning
the correlation coefficient is well-suited to describe the data. In all of these cases
the achieved Type I error was small, i.e. the acceptance rate of H0 was close to
the desired value (0.95). The plots in (a) and (b) indicate the Type II errors: H0

was accepted although the dependence structure of the counts was not Gauss-like.
The Type II error decreased for increasing sample sizes. This is reasonable since
X2 is only asymptotically χ2-distributed. Therefore, the test is unreliable when
dependencies and sample sizes are both very small.
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4.5 Discussion

We investigated a worst-case scenario for reliance on the linear correlation coefficient
for analyzing dependent spike counts using the Shannon information. The spike
counts were uncorrelated but had a strong dependence. Thus, relying solely on the
correlation coefficient would lead to an oversight of such dependencies. Although
uncorrelated with fixed marginals the information varied by more than 25%. There-
fore, the dependence was not negligible in terms of the entropy. Furthermore, we
could show that similar scenarios are very likely to occur in real biological networks.

The Ccm
θ1,θ2

family could be used to model the data that were sampled from the
leaky integrate-and-fire network. For this family the dependence does not approach
a deterministic relation as for the Frank shuffle copula. What is more, for copula-
based models with Poison-like marginals it is not as easy to find zero correlation
models as it is for the Frank shuffle copula, because for such models the probability
masses in the upper left and lower left corners are very different. Thus, the Ccm

θ1,θ2
family cannot replace the Frank shuffle family for a systematic analysis of entropy
deviations.

Our test provides a convenient tool to verify whether the correlation coefficient is
the right measure for an assessment of the dependence. If the test rejects the Gauss-
like dependence hypothesis, more elaborate measures of the dependence should be
applied. An adequate copula family provides one way to find such a measure. In
general, however, it is hard to find the right parametric family. Directions for future
research include a systematic approach for handling the case when one has to deal
with the full dependence structure and a closer look at experimentally observed
dependencies.



Chapter 5

Maximum Entropy Test

Abstract

Evaluating the importance of higher-order correlations of neural spike counts has
been notoriously hard. Large numbers of samples are typically required in order to
estimate higher-order correlations and resulting information-theoretic quantities. In
typical electrophysiology data sets with many experimental conditions, however, the
number of samples in each condition is rather small. Here we describe a method
that allows to quantify the importance of higher-order correlations in exactly these
cases. In order to do so, we construct a family of maximum entropy distributions,
constrained only by the marginals and by the correlations of second-order as quan-
tified by the Pearson correlation coefficient. These serve as reference distributions
lacking independent higher-order correlations. We then test - for a given divergence
measure of interest - whether the data lead to the rejection of the null hypothesis
that it was generated by one of the reference distributions. We describe a Monte
Carlo goodness-of-fit test based on these distributions and illustrate its power using
the entropy and the mutual information as our divergence measures. Application
of our test to artificial data shows that relevant higher-order correlations can be
detected even when the number of samples is small. Then we apply our method to
spike count data which were recorded with multi-electrode arrays from the primary
visual cortex of an anesthetized cat during an adaptation experiment. Using mutual
information as a divergence measure we find that the maximum entropy hypothesis
can be rejected for a substantial number of pairs of neurons in V1. Moreover, the
number of pairs that can be rejected in the adaptation condition of the experiment
is significantly greater than in the control condition. These results demonstrate that
higher-order correlations do matter when estimating information-theoretic quanti-
ties in V1 and that our test is able to detect their presence in typical in-vivo data
sets, where the number of samples is always limited.
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5.1 Introduction

Neural coding is concerned with the way that populations of neurons represent and
signal information. A central topic in the neural coding framework is the impact
of spike count correlations that are present for repeated presentation of the same
stimulus (noise correlations). These correlations between responses of several neu-
rons may carry additional information that would be overseen if the analyzes were
restricted to the responses of single neurons. How important are these dependencies
for the information that is carried by the neural population response? Is it important
for a decoder to take noise correlations into account? There are different kinds of
correlations: second-order correlations and higher-order correlations. Since there is
no generally accepted definition of higher-order correlations, we define a higher-order
correlation in this chapter as a statistical moment of order greater than two that is
not uniquely determined by the first- and second-order statistics.

The second-order correlation coefficient is central to many studies concerning
neural coding. In some studies it is questioned whether correlations should be taken
into account at all to analyze the neural code [Averbeck and Lee, 2003; Panzeri et al.,
2002; Sompolinsky et al., 2001] or even whether they generally exist [Ecker et al.,
2010], but most studies acknowledge that correlations exist and play an important
part in the neural code (see e.g. [Gutnisky and Dragoi, 2008; Kohn and Smith, 2005;
Bair et al., 2001; Averbeck et al., 2006]). In the majority of simulation studies the
dependence structure of the neural responses is constrained solely by the second-
order correlation [Averbeck and Lee, 2003; Sompolinsky et al., 2001; Macke et al.,
2009; Shamir and Sompolinsky, 2006; Series et al., 2004; Nirenberg and Latham,
2003; Pola et al., 2003; Abbott and Dayan, 1999]. Moreover, a low correlation
coefficient is often interpreted as evidence for independence of spike counts (e.g.
[Jazayeri and Movshon, 2006]). The impact of higher-order correlations is therefore
essentially ignored. While second-order correlations can be reliably estimated even
for small data sets, this is not true for higher-order correlations.

Higher-order correlations are hard to estimate. The number of samples that is
required for reliable estimation increases exponentially with the order of correlations
[Staude et al., 2010b]. Statistical tests were developed for detection of higher-order
correlations and cumulants (see [Staude et al., 2010a,b] and Chapter 4). However,
the tests were designed to detect higher-order dependencies and not to evaluate their
importance for neural coding.

In order to assess the importance of correlations for neural coding, a perfor-
mance measure must be evaluated which quantifies the “quality” of the neural code.
Common measures include the decoding error (e.g. the averaged error of an optimal
estimator), the Fisher information (for continuous variables only) or the mutual in-
formation [Averbeck et al., 2006]. Calculation of most of these measures, however,
requires full knowledge of the probability distribution of the data.

Distributions can be estimated without any parametric assumptions using his-
tograms. The histograms can then be used to estimate information-theoretic quan-
tities such as the mutual information. However, estimators that are based on his-
tograms are biased if the sample size is small [Panzeri et al., 2007]. Bias correction
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techniques have been developed for alleviating this problem [Montemurro et al., 2007;
Panzeri et al., 2007; Paninski, 2003]. Breaking the mutual information down into
several blocks that can be attributed to different statistics of the distribution can
also help in reducing the number of required samples [Scaglione et al., 2010, 2008;
Pola et al., 2003]. Nevertheless, the number of samples required for non-parametric
estimators is still on the order of hundreds.

A complementary approach to estimate probability distributions involves model-
based techniques with parametrized higher-order correlations. The most common
way to analyze the impact of higher-order correlations is to fit a second-order model
to the data and to make a comparison to a higher-order model (see [Amari, 2001;
Roudi et al., 2009c,a,b; Schneidman et al., 2006; Shlens et al., 2006] and Chapter 2).
The distribution is typically assumed to be stationary over time. The method is
restricted to situations in which it is possible to collect a sufficient number of samples
for all stimulus conditions (e.g. for retinal ganglion cells [Schneidman et al., 2006]).

Maximum entropy distributions form a family of parametric models that allow
to reliably quantify the impact of correlations, at least up to second-order [Jaynes,
1957; Montemurro et al., 2007], because single neuron distributions (marginal distri-
butions) and the second-order correlation coefficient, which are both reasonable con-
straints for maximum entropy models, can be estimated reliably given a small num-
ber of samples. The model distribution can then be used to determine above men-
tioned measures quantifying the quality of the neural code. In principle, maximum
entropy methods allow for the inclusion of higher-order correlations also [Amari,
2001]. However, these correlations have to be again estimated from the data to be
included as proper constraints requiring again larger amounts of data. Ignoring these
higher-order correlations, on the other hand, could possibly lead to biased results.
Rich parametric families of distributions, such as copulas, reduce the number of
required samples as a trade-off for parametric assumptions (cf. Chapter 2). Never-
theless, the number of samples that is required to reliably estimate the model param-
eters is still large. In summary, previous methods for detecting and evaluating the
impact of higher-order correlations exhibit a number of shortcomings. They either
(1) detect higher-order correlations without evaluating their importance in terms
of neural coding; (2) are based on strong parametric assumptions; or (3) require a
substantial number of samples to construct models that explicitly take higher-order
correlations into account.

Collecting the required number of in-vivo samples for an unbiased estimate of
higher-order correlations can be extremely time-consuming and expensive. This calls
for a novel method that checks based on small sample sizes whether higher-order cor-
relations may have an impact on the conclusion to be drawn from a particular study
or whether a collection of a vast number of samples is indeed required. The method
could then determine whether the experiment has to be redesigned in order to col-
lect more samples. If, for example, the mutual information between an ensemble of
stimuli and the responses of a small population of simultaneously recorded neurons
shall be evaluated, it would therefore be desirable to design a test - operating on a
small number of samples - providing information whether higher-order correlations
are present which would lead to an estimate substantially different from the esti-
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mate obtained using a second-order maximum entropy model. If no, the maximum
entropy model could be used for estimating the “quality” of the code; if yes, more
trials would have to be recorded in a subsequent experiment.

In this chapter we introduce a statistical test that checks whether second-order
correlations are sufficient for an analysis of the population spike counts. In order
to do so we construct a class of all maximum entropy distributions with second-
order correlations and a parametric family of marginals and test whether the data is
consistent with or rejects this null hypothesis for the selected divergence measures.

The test can be applied to pairs of neurons. Applying the test to the full multi-
variate distribution is in general computationally infeasible. A distribution cannot
be accepted if all distributions of the pairwise elements can be accepted. If, however,
we can reject distributions of the pairwise elements then we can also conclude that
the full multivariate distribution is not sufficient to describe the data.

In the next section, we describe the statistical test for maximum entropy distri-
butions. The section includes the definition of the maximum entropy model and the
two divergence measures. The following section verifies the test on various depen-
dence structures that were artificially generated. We then describe the results of the
application to recordings from cat V1. The chapter concludes with a discussion of
the advantages and limitations of the approach and of the findings in V1.

5.2 A Monte Carlo Maximum Entropy Test

We devised a test for bivariate distributions with spike count marginals that de-
termines whether the dependence structure is well characterized by second-order
statistics. In this test we construct a reference distribution which is based on spike
count marginals and the second-order correlation. We then apply a goodness-of-fit
test with a certain divergence measure to calculate a p-value and eventually reject
the reference distribution. If the reference distribution is rejected we know that
higher-order correlations do matter in terms of the divergence measure. We will first
describe the maximum entropy reference distribution and then the goodness-of-fit
test which we base on a Monte Carlo procedure.

For our reference distribution we use a second-order maximum entropy model.
To answer the question of the sufficiency of second-order correlations we built only
the single neuron distributions (marginal distributions) and the linear correlation
coefficient as constraints into the model. The marginals g and h of a joint distribution
P(x1, x2) over X = (X1, X2) are defined as

g(x1) =
∑

x2∈
S(X2)

P(x1, x2); h(x2) =
∑

x1∈
S(X1)

P(x1, x2), (5.1)

where S(X) denotes the support of a random variable X. The linear correlation
coefficient is given by

corr(X) =
E[X1X2]− E[X1]E[X2]√

Var[X1]Var[X2]
, (5.2)
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where µi = E[Xi] denotes the expectation and σ2i = Var[Xi] denotes the variance
of Xi. The maximum entropy distribution subject to these constraints is the distri-
bution P that maximizes the entropy H(P) = −

∑
x∈S(X) P(x) log2 P(x) subject to

the constraints (cf. Chapter 1). It was shown [Pasha and Mansoury, 2008] that this
distribution is uniquely given by

PME(x1, x2) = f1(x1)f2(x2)e
λx1x2 , (5.3)

where f1, f2 and λ are obtained by solving the following equations:

f1(x1)
∑

x2∈
S(X2)

f2(x2)e
λx1x2 = g(x1), x1 ∈ S(X1) (5.4)

f2(x2)
∑

x1∈
S(X1)

f1(x1)e
λx1x2 = h(x2), x2 ∈ S(X2) (5.5)

−
µ1µ2
σ1σ2

+
∑

x1∈
S(X1)

∑

x2∈
S(X2)

x1x2
σ1σ2

f1(x1)f2(x2)e
λx1x2 = corr(X). (5.6)

In order to examine whether the given data can be represented by such a max-
imum entropy reference distribution we embed the maximum entropy distributions
into the space of multinomial distributions. Every bivariate discrete distribution
with finite support can be represented by a table containing the probability mass
function of the distribution. Let k denote the number of boxes of this table with
frequencies p1, . . . , pk. For a given number of draws N from this distribution the
probability mass function of these entire draws follows a multinomial distribution:

PN,p(x) =
N !

∏k
i=1 xi!

k∏

i=1

pxi

i . (5.7)

In our test setting the number of draws N corresponds to the number of observations
in the data set that is to be tested. The maximum entropy distributions constrained
up to second-order form a subset Ω0 ⊂ Ω of the set Ω of all multinomial distribu-
tions. We then consider the null hypothesis H0, that the observed data are drawn
from a distribution from Ω0. If this hypothesis can be rejected then the marginals
and linear correlation coefficient are not sufficient to characterize the underlying dis-
tribution of the data. This is examined by calculating test statistics for all possible
marginals out of a parametrized family and correlation coefficients. The test statis-
tic characterizes the similarity of the proposed maximum entropy distribution and
the data. It is based on a measure D that quantifies the divergence of probability
distributions. Useful divergences can be based on information-theoretic quantities
or on the decoding performance. We present two examples at the end of this section.

In order to test the null hypothesis the distributions of the test statistics are
approximated by Monte Carlo sampling over nuisance parameters. The nuisance
parameters ω are unknown parameters such as the correlation coefficient or parame-
ters of the marginals. The Monte Carlo goodness-of-fit test with nuisance parameters
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follows [Dufour, 2006]: for given nuisance parameters and the resulting reference dis-
tribution (in our case the maximum entropy distribution) Monte Carlo samples are
drawn based on the reference distribution. A single Monte Carlo sample consists of
N samples from the reference distribution. A total of NMC Monte Carlo samples
M1(ω), . . . ,MNMC

(ω) are drawn. In order to obtain a distribution over test statis-
tics for the reference distribution under review, the divergence Si(ω) between the
original reference distribution and each of the samples Mi(ω) is calculated. This
distribution is compared to the divergence S0(ω) between the reference distribution
and the observed data. The location of S0(ω) within the empirical distribution of
test statistics S1(ω), . . . , SNMC

(ω) yields a p-value:

p̂NMC
(ω) = #{i ∈ {1, . . . , NMC}|Si(ω) ≥ S0(ω)}, (5.8)

where #A denotes the cardinality of the set A.
The spike count distribution is a discrete distribution and therefore, the distribu-

tion of test statistics is also discrete. Hence, we need to take ties of the test statistic
into account. To accomplish this a simple procedure called tie breaking can be ap-
plied [Dufour, 2006]: for each test statistic Si an i.i.d. random variable Ui is drawn
from the uniform distribution on the interval (0, 1). The test statistics are then
reordered according to (Si, Ui) ≤ (Sj , Uj) ⇐⇒ {Si < Sj or (Si = Sj and Ui ≤ Uj)}.
The p-value has to be corrected for the finite number NMC of Monte Carlo samples
and is given by [Dufour, 2006]:

p̃NMC
(ω) =

NMC(#{i ∈ {1, . . . , NMC}|Si(ω) ≥ S0(ω)}) + 1

NMC + 1
. (5.9)

The p-value is optimized over the nuisance parameters (i.e. the correlation coef-
ficient or parameters of the marginals) that span the space of maximum entropy
distributions Ω0:

p = sup
ω∈Ω0

p̃NMC
(ω). (5.10)

The procedure results in a test [Dufour, 2006] in which the false rejection rate is
guaranteed to be below the α-level and allows us to examine the importance of
higher-order correlations for a chosen divergence measure. Note that the power of
the test increases with the number of Monte Carlo samples.

In this chapter we apply two divergence measures that are based on common
information measures. The first divergence measure is applicable to a pair of distri-
butions and is defined as the entropy difference:

DH(P(1),P(2)) := ∆H(P(1),P(2)) = |H(P(1))−H(P(2))|. (5.11)

We define the second divergence measure as the mutual information difference:

DI(P
(1),P(2)) := |IP(1)(X; Θ)− IP(2)(X; Θ)|, (5.12)

where IP(X; Θ) is the mutual information (cf. Section 1.2.2):

IP(X; Θ) = H


 ∑

θ∈S(Θ)

P(X|θ)P(θ)


−

∑

θ∈S(Θ)

H (P(X|θ)) . (5.13)



5.3. Validation of the Test on Artificial Data 73

X and Θ are random variables with conditional distributions P(X|θ) of a given
realization θ from Θ. The mutual information can be used to quantify the amount
of information that one random variable such as neural spike counts X carries about
another random variable such as the occurrence of a stimulus Θ [Rieke et al., 1997].

Flow Diagram of the Maximum Entropy Test

We constructed a diagram of the test in order to make the method more accessible.
The structure of the test procedure is depicted in Fig. 5.1. The reference maximum
entropy distribution is calculated from the marginals and the correlation coefficient
by means of Eq. 5.3. A fixed number of Monte Carlo samples are drawn from
the maximum entropy distribution using the multinomial distribution. Then the
divergences between the Monte Carlo samples and the original maximum entropy
distribution are calculated using a fixed divergence measure such as the entropy dif-
ference (Eq. 5.11) or the mutual information difference (Eq. 5.12). By constructing
a histogram over the divergences we obtain an empirical distribution over the diver-
gences. This distribution is compared to the divergence between the data and the
maximum entropy distribution and yields an approximate p-value. This p-value is
corrected for the limited number of Monte Carlo samples. The p-value is maximized
over the parameter space of the marginals and the correlation coefficient (Eq. 5.10).

5.3 Validation of the Test on Artificial Data

To verify the test we applied it to spike count samples drawn from three different
families of bivariate distributions: (1) a family of maximum entropy distributions
constrained by correlations of first- and second-order only (ME), (2) a family of
distributions with higher-order correlations but vanishing correlations of second-
order (M1), and (3) a family of distributions with higher-order correlations in the
presence of limited correlations of second-order (M2). Marginals Pλ are always
Poisson distributed (cf. Section 1.2.1).

The maximum entropy distributions ME serve as the reference distributions and
are constructed according to Eqs. 5.3-5.6 for marginals Eq. 1.4 and different values
of the correlation coefficient. The families M1 and M2 consist of two components: a
maximum entropy distribution of the family ME (PME , cf. Fig. 5.2a, and 5.2c) and
a copula-based distribution PCO (cf. Fig. 5.2b, for M1 and 5.2d, for M2) which is
a mixture distribution by itself and which has significant higher-order correlations.
The distributions of families M1 and M2 are thus given by:

PM1/2(x1, x2) = (1− z)PME(x1, x2) + zPCO(x1, x2), (5.14)

where z ∈ [0, 1] is the mixture parameter, PME is a maximum entropy distribution
given by Eq. 5.3 with Poisson marginals (Eq. 1.4) and x1, x2 are the spike counts.

PCO is defined as a copula based model PCO(x1, x2) = FCO(x1, x2)− FCO(x1 −
1, x2) − FCO(x1, x2 − 1) + FCO(x1 − 1, x2 − 1), where the CDF FCO is defined as
FCO(x1, x2) = CCO(FX1(x1), FX2(x2)). The CDFs of the Poisson marginals are
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Figure 5.1: Test procedure of the Monte Carlo maximum entropy test.
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Figure 5.2: Probability mass functions of the artificial data. (a) Maximum
entropy distribution PME of the mixture distribution PM1 with a linear correlation
coefficient of ρ = 0. (b) The Gaussian copula based distribution PCO of the mix-
ture distribution PM1 with a linear correlation coefficient of ρ = 0. (c) Maximum
entropy distribution PME of the mixture distribution PM2 with a linear correlation
coefficient of ρ = 0.2. (d) The Gaussian copula based distribution PCO of the mix-
ture distribution PM1 with a linear correlation coefficient of ρ = 0. The Poisson
marginals (λ = 3) are plotted along the axes.
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given by Eq. 2.2. The copula CCO of the model is defined as a Gaussian mixture
copula

Cθ1,θ2(u, v) =
1

2
Cθ1(u, v) +

1

2
Cθ2(u, v). (5.15)

where θ1, θ2 ∈ [−1, 1] and

Cθ(u, v) = φθ(φ
−1(u), φ−1(v)). (5.16)

φθ is the CDF of the bivariate zero-mean unit-variance normal distribution with
correlation coefficient θ (cf. Section 1.2.1) and φ−1 is the inverse of the CDF of the
univariate zero-mean unit-variance Gaussian distribution.

In order to generate strong higher order correlations we set θ1 = 0.7 and numer-
ically adjusted θ2 to obtain a certain second-order correlation coefficient for PCO

(correlation coefficient 0 for model M1 and 0.2 for model M2). Therefore, the lin-
ear correlation coefficient (and the marginals) of families (M1) and (M2) are by
construction independent of the mixture parameter z. The mixture parameter z,
however, controls the strength of the higher-order correlations. For z = 0, PM1 and
PM2 correspond to maximum entropy distributions with second-order correlations
only, while z > 0 leads to distributions PM1 and PM2 with increasing higher-order
correlations.

5.3.1 Optimization of the Nuisance Parameters

In Eq. 5.10, the supremum of p-values over a set of nuisance parameters has to be
found. In the numerical implementation we used either grid search or simulated
annealing in order to find the maximum over the nuisance parameters.

Grid search [Horst and Pardalos, 1995] was used whenever the entropy difference
was the divergence measure. For this divergence measure there were three nuisance
parameters: the rates of the Poisson marginals and the correlation coefficient. The
bounds for the correlation coefficient were set to [−1, 1]. For the rates we used the
resolution as the lower bound and two times the maximum sample rate as the upper
bound.

The Poisson distribution has infinite support (xi ∈ N). In order to compute the
entropy and the mutual information of a particular distribution we restricted the
support of the spike counts to the set {0, 1, . . . , b}, where b was selected such that
the residual mass of the distribution was less than 0.1% of the total mass:

b = max



b̂ ∈ N : 1−

b̂∑

i,j=0

P(x1 = i, x2 = j) < 0.001



 . (5.17)

5.3.2 Test Application to Artificial Data

Fig. 5.3 shows the results of the maximum entropy test for higher-order correlations
for several members of the M1 and M2 families of bivariate spike count distributions
for the entropy difference (Eq. 5.11) as the divergence measure.
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Figure 5.3: Evaluation of the maximum entropy test on artificial data with
a Poisson rate λ = 3. The figure shows the percent rejections of the null hypothesis
using the entropy difference as the divergence measure. Significance level was α =
5%. Rejection rates were estimated over 100 trials. Different lines correspond to
different numbers of samples drawn from the candidate distribution: 10 (red dotted
line), 50 (green dash-dotted line), 100 (blue dashed line), and 200 (black solid line).
(a) Results for the PME family for varying correlation coefficient ρ. (b) Results
for distributions from the PM1 family (ρ = 0) for varying mixture parameter z
(cf. Fig. 5.2a and b). (c) Same for PM2 (ρ = 0.2, cf. Fig. 5.2c and d)). Poisson
rate was λ = 3 for all candidate distributions (corresponding to 30Hz and 100ms
bins). Grid search [Horst and Pardalos, 1995] was applied to optimize the p-value
(cf. Section 5.3.1). Number NMC of Monte Carlo samples was 1000.

All subfigures show the percent rejections of the null hypothesis H0 (cf. previous
section) on a significance level α = 5%, i.e. the hypothesis that higher-order cor-
relations are present and significantly influence the estimated value for the entropy
of the distributions M1 and M2. The rejection rates were estimated over 100 trials.
Different lines represent different sample sizes (10, 50, 100 and 200) to which the
test was applied.

Fig. 5.3a shows the percent rejections of H0 for data samples from maximum en-
tropy distributions PME with different second-order but no higher-order correlations
present. As expected, the achieved Type I error was small and the acceptance rate of
H0 was close to the desired value of 95%. Fig. 5.3b and c show the percent rejections
of H0 for different strengths of higher-order correlations of samples drawn from the
M1- (ρ = 0) and M2-distributions (ρ = 0.2). The larger the mixture parameter z
the higher the percent rejection of H0, i.e. percent rejections increases for increasing
strength of the higher-order correlations. Moreover, Type II errors (no rejections
despite presence of higher-order correlations in the underlying distribution) decrease
for increasing sample sizes. Therefore, the test can successfully detect moderately
strong higher-order correlations in artificial data even when the sample size is on the
order of 50. Since the results for the M1- (Fig. 5.3b) and M2-distributions (Fig. 5.3c)
are similar, the test is insensitive to the presence of second-order correlations.

A similar test application is shown in Fig. 5.4. The only difference are the rates
of the Poisson marginals: the rates are set to λ = 5 (corresponding to 50Hz for
100ms bins). The results are resembling those of Fig. 5.3 and thus demonstrate that
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Figure 5.4: Evaluation of the maximum entropy test on artificial data with
higher Poisson rate. The only difference to Fig. 5.3 is the rate of the marginals.
The Poisson rate was λ = 5 for all candidate distributions (corresponding to 50Hz
and 100ms bins).

the maximum entropy test successfully detects higher-order correlations for different
rates.

5.3.3 Alternative Parameter Optimization

For the mutual information as the divergence measure it is infeasible to maximize the
p-value using grid search, because the number of grid points grows exponentially with
the number of parameters. Therefore, we applied simulated annealing [Kirkpatrick
et al., 1983] to optimize the p-value in this case. For the initial values of the simulated
annealing optimization we chose the sample means for the Poisson rate parameters
and the sample correlation coefficients for the correlations of the maximum entropy
distributions.

In order to make sure that simulated annealing is appropriate for this optimiza-
tion task we visualized typical optimization landscapes of the nuisance parameters
for the entropy difference as the divergence measure. Fig. 5.5 shows the p-values
as a function of the nuisance parameters for input data sampled from a maximum
entropy distribution. The p-values are symmetric with respect to the rates of the
Poisson marginals. Large plateau areas with approximately constant p-values are
visible where local maxima do not stand out. Data from other input distributions
broadened or narrowed the plateau areas without changing their shape.

We also compared the percent of rejected pairs between the optimization algo-
rithms under similar conditions. We applied the test with the simulated annealing
optimization to data from the mixture model PM1/2. The test results (Fig. 5.6)
resemble the corresponding test results for the grid search as the optimization algo-
rithm that are shown in Fig. 5.3. This shows that both optimization algorithms are
suitable for the optimization of the nuisance parameters.
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Figure 5.5: Optimization landscapes of the nuisance rate parameters θ1
and θ2 and the nuisance correlation coefficient θ3. Input data were sampled
from a maximum entropy model with Poisson marginals (λ = 3) and a correlation
coefficient ρ = 0.2. Number NMC of Monte Carlo samples was 1000. Number of
trials was 50. (a) The p-value as a function of the nuisance rate parameters θ1 and
θ2 for nuisance correlation coefficient ρ = 0.2. (b) The p-value as a function of the
nuisance correlation coefficient θ3 and the nuisance rate parameter θ2 for θ1 = 3.

5.4 Application to Data Recorded from Cat V1

We then applied the new maximum entropy test to neural spike trains recorded from
the primary visual cortex of an anesthetized cat during visual stimulation. The data
were collected by Valentin Dragoi [Dragoi et al., 2000]. There were two experimental
conditions: a control condition and an adaptation condition. In the control condition
responses to drifting (test-) gratings with different orientations were recorded. In
the adaptation condition a specific orientation was presented for some time, after
which responses to drifting (test-) gratings with different orientations were recorded
interleaved with the presentation of the adapting orientation to maintain orientation
adaptation. Simultaneous neural activity from 11 cells was recorded by multiple
electrodes in V1. The resulting spike trains were binned and transformed to spike
count sequences. Thereby a total of 42 repetitions for each condition, orientation
and spike train bin were obtained.

Recording Procedures

The experimental procedures have been described previously [Dragoi et al., 2000].
Here, we briefly repeat the description for completeness. The animal was anes-
thetized and paralyzed. Neural responses were measured to drifting high-contrast
square-wave gratings of 16 directions. Each drifting grating had a frequency of 1 Hz.
The protocols of the neurophysiological experiments are depicted in Fig. 5.7. In the
control conditions the 16 drifting gratings were presented for 10 trials each for a total
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Figure 5.6: Percent rejections of the null hypothesis on artificial data using
an alternative optimization algorithm. Simulated annealing [Kirkpatrick et al.,
1983] was applied to optimize the p-value. Everything else as in Fig. 5.3.

of 160 trials, 2.5 s each presentation. We selected the first 7 trials each to match the
number of trials of the second condition. In the adaptation condition one grating
of fixed orientation moving randomly in two opposite directions was presented for
a duration of 2min. Afterward the drifting test gratings with 16 different direc-
tions were presented randomly interleaved for 112 trials (7 trials per grating), 2.5 s
each presentation, and each trial preceded by a 5 s “topping-up” presentation of the
adapting orientation.

Multiple simultaneous extracellular recordings were made using tungsten micro-
electrodes at cortical depths between 500µm and 1500µm in the primary visual
cortex. Responses from 11 cells were recorded whose orientation preferences in the
control condition covered the entire orientation range. The signal was amplified and
thresholded to obtain spike trains.

Data Preprocessing

The spike trains were binned into non-overlapping time intervals and the number
of spikes was counted within these intervals. The length of the intervals was varied
between 10ms and 400ms (cf. Figs. 5.8 and 5.11). Three recurrences of the same
grating appeared in each of the 2.5 s presentations. The sample pool of each model
and each test was based on the orientation (opposing directions were mixed), on the
time points within an iteration of the drifting grating and on the two experimental
conditions. This yielded a total of 42 repetitions for each of the control and adap-
tation conditions, the 8 orientations and for each of the time points of the stimulus
phase. Samples from within an iteration were not mixed to prevent confounding
effects from varying rates.

5.4.1 Maximum Entropy Rejections

In order to apply the maximum entropy test we have to optimize the p-value over the
nuisance parameters (Eq. 5.10) which include the marginals distributions. Because
an optimization over all possible marginal distributions would have been infeasible we



5.4. Application to Data Recorded from Cat V1 81

Figure 5.7: Illustration of the control and adaptation protocols. Drifting
gratings of random orientations between 0◦ and 180◦ (resolution 22.5◦) were pre-
sented during two conditions. In the control condition, each orientation was pre-
sented for 2.5 s. In the adaptation condition, an initial block (2min) of one grating
of fixed orientation was followed by random presentations of the 8 orientations (2.5 s).
Each of these gratings was preceded by a 5 s presentation of the adapted grating.

made a parametric assumption and described all marginal distributions by Poisson
distributions (Eq. 1.4) with rate parameter λ as the only nuisance parameter. We
applied three Poisson goodness-of-fit tests to check the Poisson assumption for the
marginal distributions of the V1 data. The first two tests are based on the Monte
Carlo test (cf. Section 5.2). The third test is based on a Kolmogorov-Smirnov plot
[Brown et al., 2001].

The Monte Carlo test can be used to check single neuron statistics as well. For
this purpose Eqs. 5.7-5.11 are applied to the Poisson distribution (Eq. 1.4) instead
of the maximum entropy distribution as the reference distribution and to the single
neuron data instead of the full bivariate data.

Another variant of this test is applicable to bivariate data just like the original
maximum entropy test. In order to restrict the test to the marginals we first shuffle
the data to remove all second- and higher-order correlations. To this end, the prod-
uct distribution of the Poisson marginals is used as the reference distribution and
compared to the product of the empirical marginals (shuffled distribution). There-
fore, all dependencies are removed from the reference distribution and from the data.
Otherwise, the test is identical to the maximum entropy test.

Neither the single neuron Monte Carlo goodness-of-fit test for Poisson statistics
nor a multivariate Monte Carlo goodness-of-fit test for the product distribution after
removing all dependencies led to any rejections of the Poisson hypothesis.

The third test is based on time-rescaling of the spike trains and a Kolmogorov-
Smirnov plot for quantifying deviations of the interspike interval statistics from a
Poisson spike generating process. First, the spike trains are transformed using the
time-rescaling theorem [Brown et al., 2001]. This removes the inhomogeneity of the
process. The interspike intervals are then transformed by

zk = 1− exp(−τk), (5.18)

where the τk are the interspike intervals. If the τk follow an exponential distribution
then the zk follow a uniform distribution. A Kolmogorov-Smirnov plot shows the
cumulative distribution of the zk plotted against the quantiles. The transformed



82 5. Maximum Entropy Test

0 0.5 1
0

0.2

0.4

0.6

0.8

1

QuantilesC
u
m

u
la

ti
v
e
 d

is
tr

ib
u
ti
o
n
 f

u
n
c
ti
o
n

 

 

Poisson

Control

Adapted

(a)

10 20 40 50 80 100 200 400
0

10

20

30

40

Bin size (ms)
F

ra
c
ti
o

n
 o

f 
re

je
c
te

d
 p

a
ir
s
 (

%
) Entropy rejections

 

 

Control

Adapted

(b)

10 20 40 50 80 100 200 400
0

20

40

60

Bin size (ms)

F
ra

c
ti
o

n
 o

f 
re

je
c
te

d
 p

a
ir
s
 (

%
) Mutual information rejections

 

 

Control

Adapted

(c)

Figure 5.8: Results of the maximum entropy test for data recorded from
area V1 of an anesthetized cat. The evaluation was performed separately for
the control phase and for the adaptation phase of the experiment. (a) Kolmogorov-
Smirnov plot of the transformed interspike intervals. The cumulative distribution
was estimated using a grand average over all neurons and stimuli, but separately for
the control and adaptation conditions. Rates of the Poisson process were estimated
for 100ms bins. The results for an ideal Poisson process is given for reference.
(b) Fraction of neuron pairs rejected by the Monte Carlo maximum entropy test
with the entropy difference as the divergence measure (α = 5%) and for different
bin sizes. Grid search [Horst and Pardalos, 1995] was applied to optimize the p-
value. (c) Same as in Fig. b but using the mutual information difference. Simulated
annealing [Kirkpatrick et al., 1983] was applied to optimize the p-value. Rejection
rates were averaged over all neuron pairs and all time bins. Number NMC of Monte
Carlo samples was 1000. The false discovery rate of the rejections was corrected
using the Benjamini-Hochberg procedure [Benjamini and Yekutieli, 2001].

interspike intervals of a perfect Poisson distribution appear as a diagonal in the
Kolmogorov-Smirnov plot [Brown et al., 2001]. The goodness-of-fit of the Poisson
assumption can then be evaluated based on the overlap of the empirical curve and
the diagonal.

Fig. 5.8a shows the cumulative distribution of transformed interspike intervals
plotted against the quantiles of this distribution. The interspike interval statistics
for both the control and the adaptation condition lead to results which are close to
results for an ideal Poisson process. Although a discrete Poisson distribution for spike
counts does not necessarily imply an underlying Poisson spike generating process the
reverse always holds. Taken together, these findings provide strong evidence for our
assumption of Poisson distributed marginals.

We then applied separate maximum entropy tests to all time points and to all
55 pairs of the 11 neurons. Fig. 5.8b shows the results for the entropy difference
(Eq. 5.11) as the divergence measure. The fraction of rejected pairs increases with
increasing bin size until it reaches a maximum at 200ms. Therefore, the impact
of higher-order correlations on entropy estimates becomes significant for more and
more neuron pairs as the bin size increases. The smaller value for a bin size of
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400ms could already be a consequence of the central limit theorem: For finite rates
and in the limit of large bin sizes the distribution of the spike counts converges to
a bivariate normal distribution which is an instance of a second-order maximum
entropy distribution (cf. Section 1.2.1). Changes in the mutual information, on the
other hand, depend on stimulus specific differences in the conditional distributions.
Therefore, small deviations from the second-order model can be sufficient to account
for strong changes in the mutual information. For bin sizes ≥ 80ms the rejection
rates are also significantly larger in the control than in the adapted condition (paired
t-test, p < 5%).

Fig. 5.8c shows the results for the difference in the mutual information (Eq. 5.12)
as the divergence measure, where the mutual information is calculated between the
orientations of the test-gratings and the corresponding spike counts. The fraction
of rejected pairs increases with bin size, showing that higher-order correlations are
important for the estimation of the mutual information for a substantial number
of pairs. Contrary to the results for the entropy difference, however, the number
of rejections are significantly higher in the adapted condition than in the control
condition for the bin sizes 80ms, 100ms and 200ms (paired t-test, p < 5%). For the
adapted condition, higher-order correlations are much more important to take into
account when estimating the mutual information compared to when estimating the
entropy. Together with the results for the entropy difference, this means that the
divergences from the maximum entropy distribution are more stimulus specific after
adaption even though they are smaller.

5.4.2 Subpopulation Structure of Recorded Neurons

The test provides a method to check whether significant divergences between the
second-order model and data are present, but it does not provide quantitative differ-
ences. To get an idea of the magnitude of these differences we applied two estimators.
(1) An estimator that is based on the second-order model. We used the maximum
likelihood second-order maximum entropy model and calculated the mutual infor-
mation based on this distribution. (2) A state-of-the-art bias correction estimator
working directly on the data. Here we applied the shuffle estimator [Montemurro
et al., 2007] together with the best upper bound (BUB) estimator [Paninski, 2003].
The BUB estimator does not rely on the asymptotic sampling regime and there-
fore might work in the undersampled regime. In practice, however, the number of
samples in each condition should be larger than the number of relevant responses
in order to obtain an unbiased estimate of the mutual information [Panzeri et al.,
2007]. For small Poisson rates where the domain can be restricted to 15 spike counts
the number of relevant responses is 225. Thus, at least 225 samples per stimulus are
require for an unbiased estimate, whereas only 42 samples per stimulus are present
in our data set. Nevertheless, the relation between the bias correction estimator and
the second-order maximum entropy estimator can illustrate the order of the impact
of higher-order correlations.

The maximum entropy test examines the sufficiency of the second-order model
in terms of the mutual information difference. Therefore, we expected the differ-
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Figure 5.9: Pairwise results for data recorded from anesthetized cat V1
during an adaptation experiment and varying bin sizes to obtain the spike
counts. The mutual information was averaged over all pairs and subsequent bins.
(a) Difference between the mutual information estimated by the maximum entropy
distribution and the (higher) mutual information estimated by the BUB shuffle es-
timator for the same pairs. (b) Histogram over the information rate estimated by
the maximum entropy distribution and the information rate estimated by the mu-
tual information BUB shuffle estimator. The information rates are normalized to
the respective maximum information rate of the estimator. Control and adaptation
conditions are mixed.

ences of the mutual information estimations to reflect the rejection rates of the
maximum entropy test. The differences between estimator 1 and estimator 2 are
shown in Fig. 5.9a. For all but the 200ms and 400ms bins the differences between
the estimates are smaller in the control condition than in the adaptation condition.
Differences between control and adapted condition are not significant though. The
total differences between the mutual information estimates are on the order of 0.3
to 4 bit. This amounts to almost two times the mutual information of the second-
order model and suggests a strong impact of higher-order correlations on the mutual
information.

We tested all pairs of the recorded neurons but there could be subpopulations of
neurons with strong higher-order correlations and other subpopulations with weak
higher-order correlations. To investigate whether this is the case we examined the
empirical distributions of the information rates. Histograms over the information
rates of the maximum entropy estimator and of the BUB shuffle estimator are shown
in Fig. 5.9b. We normalized the information rates to their respective maximum
to make the distributions easily comparable. The distribution of the BUB shuffle
estimator has a remarkable bimodal form which suggests subpopulations with (1) low
and (2) high pairwise mutual information. We separated the pairs into two groups:
(1) pairs with an estimated information rate below 1.7 bit/s. (2) pairs with an
estimated information rate exceeding 1.7 bit/s. The recorded neurons are presented
as a graph in Fig. 5.10. The edges of group 2 are shown in red. All neurons in this
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Figure 5.10: The graph of the neurons that were recorded from anes-
thetized cat V1 during an adaptation experiment. The nodes represent the
neurons. The numbers in the nodes are the indices of the neurons. Gray values vi-
sualize preferred orientations of the cells. Edges are shown in red if the information
rate of the pair as estimated by the BUB shuffle estimator exceeds 1.7 bit/s.

group (1, 2, 4, 6, 7 and 8) are connected by red lines and thus form a subpopulation
with high pairwise mutual information. This separation coincides with a thresholding
of the overall firing rate of the individual neurons at 10Hz (Fig. 5.11a).

Figs. 5.11b,c show the results of the maximum entropy test for the difference in
the mutual information as a divergence measure separately for the high (Fig. 5.11b)
and the low (Fig. 5.11c) firing rate populations.

The figures show that the rejected pairs are significantly higher for the high
firing rate population for bin sizes ≥ 80ms in both the control and the adaptation
condition (paired t-test, p < 5%). Moreover, the rejection rates in this subpopulation
are significantly higher in the adaptation condition than in the control condition for
these bin sizes (paired t-test, p < 5%), which does not hold for the low firing rate
population.

Taken together, the results of our analysis provide strong evidence for a substan-
tial condition dependent impact of higher-order correlations on the estimation of
entropy and mutual information and provide evidence for the existence of different
subpopulations of neurons with a different higher-order correlation structure.
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Figure 5.11: Subpopulation analysis of the data that were recorded from
cat V1. (a) Overall firing rates of the eleven neurons in the data set from Fig. 5.8
for the control and adaptation conditions. The rates are averaged over all stimuli.
(b) Fraction of pairs of neurons rejected by the maximum entropy test with the
mutual information difference as the divergence measure (α = 5%) for the high
firing rate (≥10Hz, cf. Fig. 5.11a) population of neurons. (c) Same as in Fig. b but
for the low firing rate population (<10Hz). Rejection rates were averaged over all
neuron pairs and all time bins. Simulated annealing [Kirkpatrick et al., 1983] was
applied to optimize the p-value. Number NMC of Monte Carlo samples was 1000.
The false discovery rate of the rejections was corrected using the Benjamini-Hochberg
procedure [Benjamini and Yekutieli, 2001].

5.5 Discussion

We devised a maximum entropy test that assesses higher-order correlations in terms
of an information-theoretic analysis. The biggest advantage of the method is the
small number of samples that is required. We could demonstrate that the test can
be useful even when the number of samples is on the order of 50. In order to
make the optimization of the p-value feasible we assumed that the marginals follow
a Poisson distribution. In general, one could assume more flexible marginals such
as negative binomial distributions if the Poisson hypothesis must be rejected. The
test that we presented is restricted to pairs of neurons. Therefore, multivariate
higher-order correlations that are not detectable in bivariate distributions would
be overseen. Such correlations, however, could only increase but not decrease the
number of rejections.

In principle, a theoretical generalization of the test to an arbitrary number of
neurons is straight-forward. Practical computation time and memory requirements,
however, increase exponentially with the number of neurons. In its current form
with the entropy difference as the divergence measure, each test takes just a couple
of seconds. Therefore, it is actually possible to apply the test during an ongoing
experiment in order to decide whether more data should be recorded.

If the number of samples is on the order of 50 then mutual information es-
timations are unreliable. The test with the mutual information difference as the
divergence measure includes the calculation of mutual information values. This is
acceptable for several reasons: (1) The goal of the method is not to yield an estimate
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of the mutual information, but rather to quantify the divergence of the data com-
pared to the reference family of distributions. (2) Simple bias correction techniques
that depend on the number of samples (e.g. the Miller-Madow bias corrections) are
implicitly present in the test because the divergence is the difference of the mutual
information and therefore, additive values vanish. (3) The test searches in the space
of maximum entropy distributions. Under the null hypothesis this means that we
do use the true mutual information and then use the worst case p-value. Hence, the
test is reliable even if the number of samples is insufficient to estimate the mutual
information.

Previously, it was shown that adaptation results in shifts of the preferred orien-
tation [Dragoi et al., 2000] and in changes of the distribution of second-order cor-
relations in V1 [Gutnisky and Dragoi, 2008]. Here we investigated whether higher-
order correlations change as well and whether they have a significant impact on
information-theoretic quantities in V1. Our null hypothesis was that the data comes
from a maximum entropy distribution with second-order dependencies and thus,
that higher-order correlations do not matter. Application of our test has shown that
higher-order correlations have a strong impact on information-theoretic quantities
in cat V1. Moreover, we found that the impact of higher-order correlations depends
on the experimental condition.

The test provides a convenient way to investigate the sufficiency of second-order
dependency models and is especially useful when the number of samples per condition
is small - a typical setting in electrophysiology. The application of the test to data
which were recorded from the primary visual cortex provides a proof of principle for
the usefulness of the method.
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Recapitulation of the Proposed Methods

In the thesis four novel methods for analyzing the dependencies of spike counts are
introduced.

First, a copula-based framework for modeling multivariate spike counts is pre-
sented (Chapter 2). Copula-based spike count models consist of two separate parts:
the marginal distributions and the copula. Marginal distributions model the single-
neuron responses, whereas the copula models the dependence structure of the neu-
ronal responses. The framework includes the flashlight transformation, which allows
to model dependencies that arise due to common input, and mixtures of copulas,
which make it possible to construct more complex dependency structures based on
a set of available parametric copula families.

Furthermore, a novel copula family for modeling higher-order interactions is in-
troduced (Chapter 3). The family is composed of components of different order
that are parametrized separately. The complexity of the family can be adjusted by
restricting the order of the components.

Then a copula-based goodness-of-fit test is proposed (Chapter 4). The test ap-
plies a Frank copula with empirical marginal distributions as the reference distribu-
tion. Note however that other families can be tested as well instead of the Frank
family. The test therefore provides a convenient tool for checking the appropriate-
ness of the model with respect to the data at hand. The model complexity is taken
into account through the degrees of freedom of the χ2-test which depend on the
number of parameters of the copula-based model.

Finally, a maximum entropy test for determining the sufficiency of second-order
dependencies is introduced (Chapter 5). Contrary to the copula-based goodness-of-
fit test, the sufficiency is quantified in terms of a selectable divergence measure such
as the mutual information difference. Moreover, the maximum entropy test is appli-
cable even when the number of data samples is small. However, the computational
complexity is higher than for the copula-based goodness-of-fit test and a parametric
model of the marginals is required.

A complete analysis of given spike count data can be carried out in the following
steps. First, the maximum entropy test should be applied to decide whether a second-
order model of the spike count dependencies is already sufficient. If the second-order
hypothesis is rejected, then a model with a more detailed dependency structure is
required. In that case the copula-based framework is ideally suited for analyzing
the data. Within this framework the Frank higher-order family allows to scale the
complexity of the model. Other families of different order can be incorporated in
place of the Frank family, making the framework even more flexible. The most
appropriate model out of a set of different families can then be selected by cross
validation. In the end, the appropriateness of the model can be validated by means
of the copula-based goodness-of-fit test. A rejection of the model suggests that no
appropriate model was present within the set of cross-validated models. The set of
considered models should then be extended - for instance by increasing the order of
the higher-order copula family and the validation should be repeated.
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The complete procedure yields a parametric model of the multivariate spike count
distribution which can then be used to estimate information-theoretic measures or
to construct optimal stimulus decoders. Furthermore, the importance of specific
properties of the model (e.g. a lower tail dependence) for these measures or de-
coders can be analyzed by removing this property from the parametric model and
by reevaluating the measure or decoder.

Using both artificial network models and real data that were recorded from ani-
mals, it is shown that the proposed methods can be crucial for analyzing the neural
code in terms of dependent multivariate spike counts.



Appendix A

Spiking Neuron Model

We apply the leaky integrate-and-fire neuron and the α-synapse as a simple descrip-
tion of spiking neural activity. Biophysical descriptions of the action potential are
neglected. Instead, only subthreshold membrane potential dynamics are modeled.
The model neuron behaves like an electrical circuit with a small number of elements.
Compared to more complex neuron models, like for instance, the Hodgkin-Huxley
model, the number of model parameters is extremely small.

The parameters and the actual network structure are given in the respective
sections where the model is applied.

A.1 Leaky Integrate-and-fire Neuron

The leaky integrate-and-fire neuron is a simple neuron model that models only sub-
threshold membrane potentials. The equation for the membrane potential is given
by

τm
dV

dt
= EL − V +RmIs, (A.1)

where EL denotes the resting membrane potential, Rm is the total membrane resis-
tance, Is is the synaptic input current, and τm is the time constant. The model is
completed by a rule which states that whenever V reaches a threshold Vth, an action
potential is fired and V is reset to Vreset [Dayan and Abbott, 2001].

A.2 Synapse Model

Current-based synaptic input for an isolated presynaptic release that occurs at time
t = 0 can be modeled by the so-called α-function [Dayan and Abbott, 2001]:

Is = Imax
t

τs
exp(1− t/τs). (A.2)

The function reaches its peak Imax at time t = τs and then decays with time constant
τs. We can model an excitatory synapse by a positive Imax and an inhibitory synapse
by a negative Imax.
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Appendix B

Proofs

B.1 Proof of Theorem 2.2.3.1

We prove Theorem 2.2.3.1 which states:

Theorem. Let Cα be a d-copula, I := {1, . . . , d}, S ⊆ I, PU (
⋂
i∈S{Ui ≤ ui}) := Cα(u)

a measure, and CFα,S(u) := PU

((⋂
i∈S{Ui > 1− ui}

)
∩
(⋂

i∈S{Ui ≤ ui}
))
. Then CFα,S is a

d-copula and can be expressed as

CFα,S(u) =
∑

A⊆S

(−1)|A|Cα(κS,A(1,u), . . . , κS,A(d,u)), (B.1)

where S = I \ S and κS,A(i,u) =





1− ui if i ∈ A,

1 if i ∈ S \A,

ui if i ∈ S.

We need a short lemma for the proof:

Lemma B.1.0.1. Let (Ω,F ,P) be a probability space with A ∈ F . Then PA := P(• ∩A) is
a measure on F .

Proof. Verification of the measure properties:

1. PA(∅) = P(∅ ∩A) = P(∅) = 0.

2. For E1, E2, · · · ∈ F pairwise disjoint:

PA

(
∞⋃

i=1

Ei

)
= P

((
∞⋃

i=1

Ei

)
∩A

)
= P

(
∞⋃

i=1

(Ei ∩A)

)
=

∞∑

i=1

P (Ei ∩A)

=

∞∑

i=1

PA(Ei).
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Proof of the Main Theorem. We start with Eq. B.1. By definition PU is a probability mass
function. Let B :=

(⋂
i∈S{Ui ≤ ui}

)
. We can apply the generalized inclusion-exclusion

principle for arbitrary measures [Comtet, 1974]:

CFα,S(u) = PB
U

(⋂

i∈S

{Ui > 1− ui}

)
= PB

U
(B)− PB

U

(⋂

i∈S

{Ui > 1− ui}

)

= PB
U
(B)− PB

U

(⋃

i∈S

{Ui ≤ 1− ui}

)

Lemma B.1.0.1

Sieve= PB
U
(B)−

|S|∑

k=1

(−1)k−1
∑

A⊆S

|A|=k

PB
U

(⋂

i∈A

{Ui ≤ 1− ui}

)

=

|S|∑

k=0

(−1)k
∑

A⊆S

|A|=k

PB
U

(⋂

i∈A

{Ui ≤ 1− ui}

)

=
∑

A⊆S

(−1)|A|PB
U

(⋂

i∈A

{Ui ≤ 1− ui}

)

=
∑

A⊆S

(−1)|A|PU



(⋂

i∈A

{Ui ≤ 1− ui}

)
∩


⋂

i∈S

{Ui ≤ ui}






=
∑

A⊆S

(−1)|A|Cα(κS,A(1,u), . . . , κS,A(d,u)).

Now we will show that CFα,S is a copula. We verify the copula properties:

1. Let u ∈ [0, 1]d with ∃a ∈ I : ua = 0. We distinguish two cases:

• For a ∈ S:

CFα,S(u) =
∑

A⊆S

(−1)|A|Cα(κS,A(1,u), . . . ,

κS,A(a− 1,u), 0, κS,A(a+ 1,u), . . . , κS,A(d,u))

=
∑

A⊆S

(−1)|A|0 = 0.
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• For a ∈ S:

CFα,S(u) =
∑

A⊆S\{a}

(−1)|A∪{a}|Cα(κS,A∪{a}(1,u), . . . ,

κS,A∪{a}(a− 1,u), 1, κS,A∪{a}(a+ 1,u), . . . , κS,A∪{a}(d,u))

+
∑

A⊆S\{a}

(−1)|A|Cα(κS,A(1,u), . . . ,

κS,A(a− 1,u), 1, κS,A(a+ 1,u), . . . , κS,A(d,u))

=
∑

A⊆S\{a}

(−1)|A|+1Cα(κS,A(1,u), . . . ,

κS,A(a− 1,u), 1, κS,A(a+ 1,u), . . . , κS,A(d,u))

+
∑

A⊆S\{a}

(−1)|A|Cα(κS,A(1,u), . . . ,

κS,A(a− 1,u), 1, κS,A(a+ 1,u), . . . , κS,A(d,u))

= 0.

2. Let u ∈ [0, 1]d with ui = 1 if i 6= a. We distinguish the same cases:

• For a ∈ S:

CFα,S(u) = (−1)|∅|Cα(κS,∅(1,u), . . . , κS,∅(d,u))

+
∑

A⊆S

A6=∅

(−1)|A|Cα(κS,A(1,u), . . . , κS,A(d,u))

(1)
= (−1)0Cα(κS,∅(1,u), . . . ,

κS,∅(a− 1,u), κS,∅(a,u), κS,∅(a+ 1,u), . . . , κS,∅(d,u))

(2)
= Cα( 1, . . . , 1︸ ︷︷ ︸

a−1 times

, ua, 1, . . . , 1︸ ︷︷ ︸
d−a times

) = ua.

(1) ∀A ⊆ S,A 6= ∅ : a ∈ S ⇒ a 6∈ A⇒ ∃i ∈ A : i 6= a, thus

κS,A(i,u) = 1− ui
i6=a
= 0. Therefore, we have:

∑

A⊆S

A6=∅

(−1)|A|Cα(κS,A(1,u), . . . , κS,A(d,u))

=
∑

A⊆S

A6=∅

(−1)|A|Cα(κS,A(1,u), . . . ,

κS,A(i− 1,u), 0, κS,A(i+ 1,u), . . . , κS,A(d,u))

=
∑

A⊆S

A6=∅

(−1)|A|0 = 0.

(2) κS,∅(a,u)
a∈S
= ua; ∀i ∈ S : κS,∅(i,u) = 1; ∀i ∈ S \ {a} : κS,∅(i,u) = 1.
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• For a ∈ S:

CFα,S(u) = (−1)|∅|Cα(κS,∅(1,u), . . . , κS,∅(d,u))

+(−1)|{a}|Cα(κS,{a}(1,u), . . . , κS,{a}(d,u))

+
∑

A⊆S

A6=∅,A6={a}

(−1)|A|Cα(κS,A(1,u), . . . , κS,A(d,u))

(3)
= Cα(κS,∅(1,u), . . . , κS,∅(d,u))− Cα(κS,{a}(1,u), . . . , κS,{a}(d,u))

(4)
= Cα(1, . . . , 1︸ ︷︷ ︸

d times

)− Cα(κS,{a}(1,u), . . . , κS,{a}(d,u))

(5)
= 1− Cα( 1, . . . , 1︸ ︷︷ ︸

a−1 times

, 1− ua, 1, . . . , 1︸ ︷︷ ︸
d−a times

)

= 1− (1− ua) = ua.

(3) ∀A ⊆ S,A 6= ∅, A 6= {a} : ∃i ∈ A : i 6= a, remainder as in (1).

(4) κS,∅(a,u) = 1; ∀i ∈ S \ {a} : κS,∅(i,u) = 1;
∀i ∈ S : κS,∅(i,u) = 1.

(5) κS,{a}(a,u) = 1− ua; ∀i ∈ S \ {a} : κS,{a}(i,u) = 1;

∀i ∈ S : κS,{a}(i,u) = ui = 1.

3. We show that CFα,S is d-increasing, i.e. ∀B = ×di=1[ui, vi] : VCF
α,S

(B) ≥ 0,

where VCF
α,S

(B) =
∑2
i1=1 · · ·

∑2
id=1(−1)i1+···+idCFα,S(g1,i1 , . . . , gd,id), gi,1 = ui, gi,2 =

vi. In the definition of VCF
α,S

we assume that ui ≤ vi for all i ∈ I. More generally,

we can define VCF
α,S

(B) =
∑

z∈×d
i=1

{ui,vi}
(−1)NI(z,u,v)CFα,S(z) where NI(z,u,v) :=

|{k ∈ I|zk = min{uk, vk}}|. Hence, there is no need to swap ui and vi if ui > vi for
any i.
Let B = ×di=1[ui, vi]. We define ψS(zk) := χS(k)(1− zk) + χS(k)(zk), where χ is the
indicator function:

χA(i) :=

{
1 if i ∈ A,

0 if i /∈ A.
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It holds:

VCF
α,S

(B) =
∑

z∈×d
i=1

{ui,vi}

(−1)NI(z,u,v)
∑

A⊆S

(−1)|A|Cα(κS,A(1, z), . . . , κS,A(d, z))

=
∑

A⊆S

(−1)|A|
∑

z∈×d
i=1

{ui,vi}

(−1)NI(z,u,v)Cα(κS,A(1, z), . . . , κS,A(d, z))

= (−1)|S|
∑

z∈×d
i=1

{ui,vi}

(−1)NI(z,u,v)Cα(κS,S(1, z), . . . , κS,S(d, z))

+
∑

A⊆S

A6=S

(−1)|A|
∑

z∈×d
i=1

{ui,vi}

(−1)NI(z,u,v)Cα(κS,A(1, z), . . . , κS,A(d, z))

︸ ︷︷ ︸
=0, see (6)

= (−1)|S|
∑

z∈×d
i=1

{ui,vi}

(−1)NI(z,u,v)Cα(χS(1)(1− z1) + χS(1)(z1), . . . ,

χS(d)(1− zd) + χS(d)(zd))

(7)
= (−1)|S|

∑

z∈×d
i=1

{ui,vi}

(−1)NI(ψS(z),ψS(u),ψS(v))(−1)|S|Cα(ψS(z))

(8)
=

∑

z∈×d
i=1

{ψS(ui),ψS(vi)}

(−1)NI(z,u,v)Cα(z) = VCα(ψS(B)).

(6) For S = ∅ we have CFα,S = Cα. Therefore, suppose S 6= ∅. For A ⊆ S,A 6= S
there is a sA ∈ S \A with κS,A(sA, z) = 1. Hence:

∑

A⊆S

A6=S

(−1)|A|
∑

z∈×d
i=1

{ui,vi}

(−1)NI(z,u,v)Cα(κS,A(1, z), . . . , κS,A(d, z))

=
∑

A⊆S

A6=S

(−1)|A|
∑

z∈×d
i=1

{ui,vi}
zsA

=usA

(−1)NI(z,u,v)Cα(. . . )

+
∑

A⊆S

A6=S

(−1)|A|
∑

z∈×d
i=1

{ui,vi}
zsA

=vsA

(−1)NI(z,u,v)Cα(. . . )

=
∑

A⊆S

A6=S

(−1)|A|
∑

z∈×d
i=1

{ui,vi}
zsA

=usA

(
(−1)NI(z,u,v)Cα(. . . ) + (−1)NI(z,u,v)−1Cα(. . . )

)

=
∑

A⊆S

A6=S

(−1)|A|
∑

z∈×d
i=1

{ui,vi}
zsA

=usA

0 = 0.

(7) We show (−1)NI(ψS(z),ψS(u),ψS(v)) = (−1)NI(z,u,v)(−1)|S|. Let k := |{z(i) =
u(i)|i ∈ I \S}| and l := |{z(i) = v(i)|i ∈ S}|. Then NI(z,u,v) = k+ |S| − l and
NI(ψS(z), ψS(u), ψS(v)) = k + l.

(−1)NI(z,u,v)(−1)|S| = (−1)k+2|S|−l = (−1)k−l = (−1)k+l

= (−1)NI(ψS(z),ψS(u),ψS(v)),

where we used that (−1)2|S| = (−1)|S|(−1)|S| = (−1)|S|/(−1)|S| = 1 and
(−1)−l = (−1)l.
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(8) ψS : [0, 1]d → [0, 1]d is bijective.

Cα is d-increasing since it is a copula. Thus, VCF
α,S

(B) = VCα(φS(B)) ≥ 0. This

completes the proof.

B.2 Proof of Proposition 4.2.1.1

We proof Proposition 4.2.1.1 which states:

Proposition. The following function defines a copula ∀θ1, θ2 ∈ R, ω ∈ [0, 0.5] :

Cθ1,θ2,ω(u, v) =





Cθ1(u, v)− ςθ1(ω, ω, u, v) + zθ1,θ2,ω(min{u, v})ςθ2(ω, ω, u, v) if (u, v) ∈

(ω, 1− ω)2,

Cθ1(u, v) otherwise,

where ςθ(u1, v1, u2, v2) = Cθ(u2, v2)−Cθ(u2, v1)−Cθ(u1, v2) +Cθ(u1, v1) and zθ1,θ2,ω(m) =
ςθ1(ω, ω,m, 1− ω)/ςθ2(ω, ω,m, 1− ω).

Proof. We show that Cθ1,θ2,ω is a copula.
Since Cθ1,θ2,ω is commutative we assume w.l.o.g. u ≤ v. For u = 0 or v = 0 and for

u = 1 or v = 1 we have Cθ1,θ2,ω(u, v) = Cθ1(u, v). Hence, property 1 follows directly from
Cθ1 . It remains to show that Cθ1,θ2,ω is 2-increasing (property 2). We will show this in two
steps:

1) We show that Cθ1,θ2,ω is continuous: For ω2 = 1− ω and u ∈ (ω, ω2):

lim
tրω2

Cθ1,θ2,ω(u, t) = Cθ1(u, ω2)− ςθ1(ω, ω, u, ω2) +
ςθ1(ω, ω, u, ω2)

ςθ2(ω, ω, u, ω2)
ςθ2(ω, ω, u, ω2)

= Cθ1(u, ω2).

For v ∈ (ω, 1− ω):

lim
tցω

Cθ1,θ2,ω(t, v) = Cθ1(ω, v)− ςθ1(ω, ω, ω, v) + lim
tցω

ςθ1(ω, ω, t, 1− ω)

ςθ2(ω, ω, t, 1− ω)
ςθ2(ω, ω, t, v).

We can use l’Hôpital’s rule since limtցω ςθ(ω, ω, t, 1− ω) = 0. It is easy to verify that

∂Cθ
∂u

(v) =
e−θu(e−θv − 1)

e−θ − 1 + (e−θu − 1)(e−θv − 1)
.

Thus, the quotient is constant and limtցω Cθ1,θ2,ω(t, v) = Cθ1(ω, v)− 0 + 0.
2) Cθ1,θ2,ω has non-negative density almost everywhere on [0, 1]2. This is obvious for

u1, v1 /∈ [ω, 1−ω]2, because Cθ1 is a copula. Straightforward but tedious algebra shows that

∀u1, v1 ∈ (ω, 1− ω)2 :
∂2Cθ1,θ2,ω

∂u∂v
(u1, v1) ≥ 0.

Thus, Cθ1,θ2,ω is continuous and has density almost everywhere on [0, 1]2 and is therefore
2-increasing.
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Zusammenfassung

Die Frage wie Neuronen Informationen verarbeiten ist noch nicht vollständig geklärt.
Mit dem Aufkommen neuer experimenteller Techniken wird es neuerdings jedoch
möglich, eine große Anzahl Neuronen gleichzeitig zu messen. Als Konsequenz werden
Modelle, die Kovariationen beschreiben, immer wichtiger. In dieser Arbeit werden
neue Methoden eingeführt, um die Bedeutung von stochastischen Abhängigkeiten
für die neuronale Kodierung zu analysieren. Die Methoden werden mit Hilfe von
künstlichen Daten überprüft und auf Daten angewandt, die von Tieren erfasst wur-
den.

Zunächst wird ein neuartiger Ansatz zur Modellierung multivariater Zählun-
gen von Aktionspotentialen eingeführt. Die Methodik basiert auf Copulae und er-
möglicht es, beliebige Einzelneuronverteilungen zu koppeln und mit einer breiten
Palette von Abhängigkeitsstrukturen zu versehen. Methoden zur Parameterschät-
zung und zur Schätzung von Informationsmaßen werden zur Verfügung gestellt.
Darüber hinaus wird eine Beziehung zwischen Netzwerkarchitekturen und Copula-
Eigenschaften herausgearbeitet. Die Copula-basierten Modelle werden dann auf
Daten angewendet, die während einer visuellen Gedächtnisaufgabe aus dem prä-
frontalen Kortex von Rhesusaffen abgeleitet wurden. Es wird demonstriert, dass
Copula-basierte Modelle besser geeignet sind, die abgeleiteten Daten zu beschreiben
als verbreitete Standardmodelle. Außerdem werden mögliche zugrundeliegende Netz-
werkstrukturen der abgeleiteten Neuronen identifiziert.

Anschließend wird der Copula-Ansatz durch die Einführung einer Copula-Familie
erweitert, die geeignet ist, um starke Korrelationen höherer Ordnung zu model-
lieren. Die Familie wird als eine Mischverteilung mit Copula-Komponenten un-
terschiedlicher Ordnung konstruiert. Um die Nützlichkeit des Modells zu demon-
strieren, erstellen wir ein Netzwerk aus Integrate-and-Fire-Neuronen. Durch die
Verbindungen der Neuronen sind Korrelationen höherer Ordnung in den Zählungen
der Aktionspotentiale vorhanden. Die neue Copula-Familie wird dann mit anderen
Copulas und mit dem Ising Modell verglichen. Es wird gezeigt, dass die neue Familie
die künstlichen Daten im Vergleich zu den anderen Modellen besser beschreibt.

In einer dritten Studie wird untersucht, wie gut der lineare Korrelationskoeffi-
zient zur Beschreibung der Abhängigkeiten der Zählungen von Aktionspotentialen
von einem kleinen Netzwerk von Integrate-and-Fire-Neuronen geeignet ist. Es wird
gezeigt, dass geschätzte Entropien um mehr als 25% von der wahren Entropie abwei-
chen können, wenn das zugrundeliegende Modell ausschließlich auf dem linearen Kor-
relationskoeffizienten zur Beschreibung der Abhängigkeitsstruktur beruht. Es wird
deshalb ein Copula-basierter Test zur Anpassungsgüte vorgeschlagen, der es leicht
macht, zu überprüfen, ob ein bestimmtes Copula-Modell für die Daten geeignet ist
oder nicht. Der Test wird anschließend auf verschiedenen künstlichen Datensätzen
überprüft.

Schließlich untersuchen wir die Bedeutung von Korrelationen höherer Ordnung
bei Zählungen von Aktionspotentialen für informationstheoretische Maße. Zu diesem
Zweck führen wir einen Test zur Anpassungsgüte ein, der eine Maximum-Entropie-
Verteilung zweiter Ordnung als Referenzverteilung verwendet. Der Test quantifiziert
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die Anpassungsgüte in Bezug auf ein wählbares Divergenzmaß und ist auch dann
anwendbar, wenn die Anzahl der verfügbaren Datenproben äußerst klein ist. Die
Methode wird mit Hilfe von künstlichen Daten überprüft und anschließend auf
Daten angewendet, die aus dem primären visuellen Kortex einer narkotisierten Katze
während eines Adaptationsexperiments abgeleitet wurden. Es kann gezeigt werden,
dass Korrelationen höherer Ordnung einen signifikanten situationsabhängigen Ein-
fluss auf die Entropie und die Transinformation der abgeleiteten Zählungen von
Aktionspotentialen haben.


