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Abstract

S, i.e. the self-organized adjustment of rhythmic activity in os-
cillating systems, is a universal phenomenon in nature. It can be observed in

systems as diverse as coupled lasers, pacemaker cells in the heart, electrochemical
oscillators, spiking neurons in the brain or in synchronous ashing in a popula-
tion of re ies. While these examples might seem unrelated on the surface, the un-
derlying mechanisms of synchronization are very similar. In all of these examples,
many individual oscillators communicate and reach an agreement upon a common
rhythm. Analyzing synchronous activity can therefore reveal important insights re-
garding the interaction between these oscillators. However, the standard methods
for synchronization analysis are severely distorted if the true dynamics of the indi-
vidual oscillators is not available, but onlymixtures of their signals. A prime example
is the cortical Electroencephalogram (EEG): each electrode on the scalp measures a
mixture of many different cortical sources.

is thesis contributes to the understanding –both theoretically and from a data
analysis perspective– of interactions in such situations. First, the distorting effect of
the mixing is demonstrated: the usual synchronization indices yield arbitrary re-
sults, indicating spurious synchronization even for completely independent signals.
Inspired by a simple geometric insight, a new synchronization measure, termed In-
teraction Evidence, is proposed which is unaffected by linear mixtures and the pres-
ence of independent signals. Based on this interaction evidence and in formal anal-
ogy to existing variance-based methods, three different linear projection algorithms
are derived:

— Principal Interacting Component Analysis (PICA) allows one to nd directions
in the data space that contain the most evident synchronization.

— Given two data sets that represent different classes, Common Spatial Interac-
tion Patterns (CSIP) allows one to nd the subspace in which the synchroniza-
tion is most discriminative between those classes.

— Pairwise Interacting Source Analysis (PISA) separates amultivariate time series
into pairs of synchronized sources.

e proposed algorithms are theoretically and empirically analyzed and applied to
EEG experiments where it can be shown that CSIP leads to features that can dis-
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tinguish between different mental states and that the PISA decomposition leads to
physiologically plausible and interpretable interaction patterns and –spectra.



Zusammenfassung

S, also die selbstorganisierteAngleichung von rhythmischerAk-
tivität in oszillierenden Systemen, ist ein universelles Phänomen in der Natur.

Es kann in so unterschiedlichen Systemen wie z.B. in gekoppelten Lasern, Schritt-
macherzellen imHerzen, elektrochemischenOszillatoren, Neuronen imGehirn oder
als synchronesBlinken tausenderGlühwürmchenbeobachtetwerden. Obwohl diese
Beispiele ober ächlich gesehen sehr verschieden sind, ist der zugrundeliegendeMe-
chanismus der selbe. In all diesen Beispielen kommunizieren viele individuelle Os-
zillatoren und einigen sich auf einen gemeinsamen Rhythmus. Die Analyse syn-
chroner Aktivität erlaubt daher wichtige Einsichten in die Wechselwirkungen zwis-
chen den einzelnen Oszillatoren. Standardmethoden der Synchronisationsanalyse
liefern jedoch falsche Ergebnisse sobald nicht die wahre Dynamik der einzelnenOs-
zillatoren, sondern nur eine Mischung ihrer Signale vorliegt. Ein gutes Beispiel für
diesen Fall ist das Elektroenzephalogramm (EEG): jede Elektrode auf der Kopaut
misst eine Mischung verschiedener kortikaler Quellen.

Diese Arbeit leistet einen Beitrag zum besseren Verständnis von Synchronisa-
tionseffekten in solchen Situationen, sowohl theoretisch als auch datenanalytisch.
Zunächst werden die verzerrenden Effekte von Mischungen demonstriert: die üb-
lichen Synchronisationsmaße ergeben dann beliebige Ergebnisse und deuten fälsch-
licherweise auf Synchronisation auch wenn die zugrundeliegenden Signale völlig
unabhängig sind. Inspiriert durch eine einfache geometrische Intuition wird dann
ein neues Synchronisationsmaß (Interaction Evidence) entwickelt, welches von lin-
earen Mischungen und der Gegenwart unabhängiger Signale nicht beein usst wird.
Ausgehenddavon, und in formalerAnalogie zu bestehenden varianzbasiertenMeth-
oden, werden dann drei verschiedene lineare Projektionsmethoden hergeleitet:

— Principal Interacting Component Analysis (PICA) erlaubt das Auffinden von
Richtungen im Datenraum, welche die deutlichsten Spuren von Synchronisa-
tion enthalten.

— Ausgehend von zwei verschiedenenDatensätzen, die unterschiedlicheKlassen
repräsentieren, erlaubt Common Spatial Interaction Patterns (CSIP) die Iden-
ti kation desUnterraumes, in demdie Synchronisation zwischen denKlassen
sich maximal unterscheidet.
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— Pairwise Interacting Source Analysis (PISA) trennt eine multivariate Zeitreihe
in Paare interagierender Quellen auf.

Schliesslich werden die vorgeschlagenen Algorithmen theoretisch und empirisch
analysiert sowie auf EEG Experimente angewandt. Hier kann gezeigt werden, dass
CSIP zu Merkmalen führt, die eine Unterschiedung von verschiedenen mentalen
Zuständen ermöglichen, während PISA die Daten in physiologisch plausible Inter-
aktionsmuster und –spektren zerlegt.
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Chapter 1

Introduction

Gentlemen, when two separate events occur
simultaneously pertaining to the same object of
inquiry, we must always pay strict attention.

—Dale B. Cooper (Twin Peaks)

1.1 Synchrony and Synchronization

In the years between  and , Science published a number of articles on amys-
terious and perplexing phenomenon. Time and again, Western travellers returning
from Southeast Asia reported about enormous congregations of re ies blinking on
and off in perfect unison, in displays that stretched for miles along the riverbanks
[Strogatz ()]. Intuitively, we oen interpret spontaneously occuring synchrony
as a sign of intelligence or planning and choreography. erefore, these reports pro-
voked widespread disbelief. How could such a large group of animals be organized
to behave like this and where is the maestro that coordinates this behaviour?

Today we know that there is no central coordinator; the synchronous ashing
emerges in a self-organizing process [Buck and Buck ()]. A similar behaviour
has also been observed in chirping crickets but this phenomenon is not con ned
to animals; even inanimate objects fall spontaneously into step. Laser systems and
pendulum clocks synchronize as well as the thousands of pacemaker cells in the
heart which maintain a stable common cardiac rhythm for over  billion cycles in
their lifetime. Another important example is the brain which exhibits a large num-
ber of rhythms de ned by the synchronous activity of different groups of neurons.
Sometimes, synchronization can also have detrimental effects: epilepsy is caused
by millions of neurons ring in pathological lockstep, causing the rhythmic convul-
sions associated with seizures [Strogatz ()]. While these examples might seem
unrelated on a rst glance, the underlying mechanisms are very similar. e uni-
fying concept is that of coupled oscillators. Abstractly speaking, an oscillator is an
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entity that can cycle automatically, i.e. that repeats a certain action over and over
again at more or less regular time intervals. Two or more oscillators are coupled,
if some process exists that allows them to in uence another. In chapter  we will
see how such a coupling can lead to synchronization. is coupling (or interac-
tion) between synchronized oscillators explains why synchronization analysis is so
relevant in data analysis. Synchronization is the most reliable indicator of commu-
nication between oscillators. If we can detect stable synchrony between two oscil-
lators, we know that they are coupled and exchange information . For instance, in
neuroscience many methods that aim at exploring the functional connectivity be-
tween brain regions, are based on an estimation of synchrony (e.g. by coherence
[Varela et al. (), Engel et al. ()]).

In the following, it will be helpful to distinguish the two notions of synchrony and
synchronization. While synchrony is a property of oscillators or time series that can
be measured (or at least estimated from data), synchronization refers to a dynam-
ical process that takes place between oscillators due to coupling. Synchronization
itself cannot be measured, but as the result of synchronization, the corresponding
signals are synchronous. It is easy to see that the reverse is not always true: syn-
chronous time series are not necessarily produced by synchronized oscillators. For
instance, two oscillators with very similar frequencies might look synchronous if
observed only for a short time period. Of course, if the observation window is long
enough, they will inevitably run out of synchrony. is case of transient synchrony
is therefore not very interesting. e exciting case is the one where the synchrony
is persistent for a longer time span. Even persistent synchrony can occur in the ab-
sence of synchronization.

Imagine the case where we only have one oscillator, but two different but si-
multaneous measurements of its dynamics. Both measurements will yield exactly
the same time series, so they are as synchronous as they can be. No matter how
long we measure, they will never cease to be synchronous. But of course, speak-
ing of synchronization does not make any sense in this case. is example seems
rather trivial but it lies at the core of a hard problem that occurs every time when
only surface measurements of some hidden underlying dynamical system are acces-
sible. If we measure seismic waves at different locations on the earth’s surface and
they are synchronous, does this mean that we observe two (or more) synchronized
oscillators or is it just the activity of one single independent source? If we mea-
sure brain activity with EEG electrodes on the scalp and two (or more) electrodes
measure synchronous activity, what does it mean? Do the brain regions that lie be-
neath the respective electrodes ‘talk with each other’ and are synchronized, or do
we only observe the electric eld produced by same strong source somewhere else?
Of course, in a real EEG measurement, an electrode always measures a mixture of
many different signals, some of them synchronized, some independent, some just

Or at least they share information, e.g. by a global coupling to a mean eld
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uninformative noise; in fact, every electrode measures a mixture of the same sig-
nals, albeit with different relative strengths. With this in mind, it is obvious that
synchrony between channels should not be confused with synchronization between
cortical areas. Usually we are not interested in mere synchrony between channels,
but we want to interpret it in terms of synchronization processes. While the for-
mer characterizes just a super cial property of the data, the latter allows one to infer
communication and interactions between the underlying oscillators.

is thesis contributes to the understanding of synchronization processes in the
presence of linear mixtures. Aer analyzing the harmful effects of such mixtures on
synchronization analysis methods, a new synchronizationmeasure is presented that
is unaffected by linear superpositions of independent signals and that is then used
to construct three different synchronization-based projection algorithms.

1.2 A Roadmap through this Thesis

e thesis is structured in two parts. e rst part, which consists of the chapters
 and , serves as an introduction into the phenomenon of synchronization and its
relevance in neural information processing. e second part, starting with chapter
, forms the main part of this thesis and contains its original contributions.

Chapter 2 is chapter introduces the central concept of a coupled oscillator and
its phase. It shows how and under which conditions oscillators synchronize and
presents several ways of quantifying synchronization from data.

Chapter 3 In this chapter, it is shown that neurons can be modelled as coupled
electrochemical oscillators which means that the theory of synchronization can be
applied. It is demonstrated that neuron populations can synchronize on different
scales and that this synchronization is potentially relevant in performing important
cognitive tasks.

Chapter 4 It is shown that a synchronization analysis runs into severe problems
if only superimposed signals (as in EEG/MEG) are available. A rst approach to
solve these problems with a combination of methods from Blind Source Separation
and synchronization analysis is presented. e results show that only phase-lagged
synchronization is robust under mixing.

Chapter 5 A mixing-robust synchronization measure, inspired by a simple geo-
metric intuition based on the reults of chapter , is proposed and its properties are
theoretically anayzed . is measure, termed interaction evidence, equips the data

In the fourier domain, this is identical to the measure rst proposed in [Nolte et al. ()]
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space with a symplectic structure, that is later used to derive the algorithms de ned
in chapter .

Chapter 6 Based on the interaction evidence, three different linear projection or
source separation algorithms are proposed and theoretically analyzed. Principal In-
teracting Component Analysis (PICA) allows us to nd, in formal analogy to PCA,
directions in data space that contain the most evident synchronization. Given two
data sets that represent different classes,Common Spatial Interaction Patterns (CSIP)
allows us to nd the subspace in which the synchronization is most discriminative
between those classes. Pairwise Interacting Source Analysis (PISA) separates a mul-
tivariate time series into pairs of synchronized sources.

Chapter 7 e proposed algorithms are applied to controlled simulations and to
data from EEG experiments. It is empirically shown that they are robust against
linear mixtures, unbiased by noise, that they allow one to nd the true interaction
subspace, nd discriminant synchronization features and allow a proper source sep-
aration into pairwise interacting sources. ey extract features from the EEG that
allow a classi cation of mental states and the separation into meaningful eld pat-
terns.

Chapter 8 is chapter concludes with a brief discussion and outlook.
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1.3 Notation
R eld of real numbers
C eld of complex numbers

SO(n) special orthogonal group in n dimensions
so(n) special orthogonal algebra in n dimensions

Sp(n) (real) symplectic group in n dimensions
sp(n) (real) symplectic algebra in n dimensions
⊙ element-wise H product, i.e. (A⊙ B)ik = AikBik
1 -matrix, i.e. matrix containing all ones
I Identity matrix, I =

∑
k eke⊤k

Ω symplectic normal form, Ω =

[
 I
−I 

]
Ψ Bidiagonal pattern matrix Ψ = Ω⊙Ω
Ψ̄ Inverse bidiagonal pattern matrix Ψ̄ = 1− Ψ
δij Kronecker symbol

E[.] Expectation value
⟨.⟩ Empirical mean

Var[.] Variance
Cov[.] Covariance
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Part I

Some Theory of Synchronization,
some Neuroscience





Chapter 2

Phase Synchronization

It is a profound and necessary truth
that the deep things in science are not found
because they are useful; they are found
because it is possible to nd them.

—J. Robert Oppenheimer

2.1 A peculiar Sort of Sympathy

One of the greatest technological challenges of the th century was the so-called
longitude problem, i.e. nding a robust, accurate method of determining longitude
for maritime navigation (see e.g. [Yoder ()]). While latitude –a ship’s angular
distance from the equator– can be easily gauged from the length of the day or the
height of the sun above the horizon, longitude –the ship’s angular position east or
west on the globe– is de ned with respect to an arbitrary zero line without intrinsic
physical meaning. Consequently, there are no physical cues that sailors could have
used directly to determine longitude. In principle, longitude could be determined
with very accurate time keeping. If ships could be equipped with an onboard clock
that carries home time (e.g. Greenwich mean time — GMT) out to sea, a navigator
could consult the clock at the exactmoment of local noon, i.e. when the sun is highest
in the sky. e deviation of local noon time from  o’ clock home time would
directly translate into a measure of longitude (relative to home). Until the middle of
the century however, the best clocks varied by about min per day [Landes ()],
which rendered this approach unfeasible.

In , the Dutch scientist C H revolutionized time mea-
surements by inventing the pendulum clock. e idea of using a pendulum for time
measurements dates back to L  V, but H was the rst to
construct a working pendulum clock. is new type of clock was able to run at rates
which differed by only  s per day [Landes ()]. Subsequently, H also
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demonstrated mathematically that the period length of a pendulum would be inde-
pendent of amplitude, if cycloidal-shaped plates were used to con ne the pendulum
suspension. He believed that such clocks could provide timing of sufficient accuracy
to determine longitude reliably [Bennett et al. ()]. In the years –, the
Royal Socienty in London supervised a series of sea trials with maritime pendulum
clocks constructed by H. Meanwhile, he remained in his workshop in e
Hague to perfect the design of these clocks.

One day, H was con ned to his room by a brief illness while two of hisIn 1662, Huygens
discovered that
pendulum clocks can
synchronize ...

maritime pendulum clocks were hanging side by side on his wall. Studying two
clocks operating simultaneously arose from the practical requirement of redundancy
for maritime clocks: if one clock stopped, then the other could be used to provide
timekeeping [Huygens ()]. Because of small but inevitable mechanical differ-
ences, H expected a slowly growing offset between the two pendulum clocks;
instead, he noticed that they swung in exactly the same frequency. In a letter to his
father, he wrote :

[...] While I was forced to stay in bed for a few days andmade obser-
vations on my two clocks of the new workshop, I noticed a wonderful
effect that nobody could have thought of before. e two clocks, while
hanging [on the wall] side by side with a distance of one or two feet
between, kept in pace relative to each other with a precision so high
that the two pendula always swung together, and never varied. While I
admired this for some time, I nally found that this happened due to a
peculiar sort of sympathy: when I made the pendula swing at different
paces, I found that half an hour later, they always returned to synchrony
and kept it constantly aerwards, as long as I let them go. en, I put
them further away from another, hanging one on one side of the room
and the other one een feet away. I saw that aer one day, there was a
difference of ve seconds between them and, consequently, their earlier
agreement was only due to some sympathy that, in my opinion, cannot
be caused by anything other than the imperceptible stirring of the air
due to the motion of the pendula. [...]

is was the starting point for a series of experiments H performed to un-
derstand this phenomenon. As mentioned in the letter, he found that synchroniza-
tion did not occur when the clocks were removed at a distance. Also, hanging the
clocks in such a way that the pendula swung in mutually perpedicular planes, in-
hibited the effect. Shielding one clock from the air movement induced by the other
one, however, did not harm the synchronization. So, he rejected his initial hypoth-
esis and deduced correctly that the crucial interaction came from very small move-
ments of the common frame supporting the two clocks [Pikovsky et al. ()]. In
fact, these movements were so small, that they were not quantitatively measur-... even if their coupling

is extremely weak.
English translation from [Pikovsky et al. ()]
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able with the technology of the s. Also the mathematical tools to fully analyze
and understand this phenomenon was not yet available: the development of dif-
ferential calculus by I N and G W L was more
than  years later. Ultimately, the innovation of the pendulum clock did not
solve the longitude problem. However, H’ observation of synchronization
has inspired the study of sympathetic rhythms in many areas of science. e ex- Later, it was discovered

that synchronization is
a universal
phenomenon in nature.

amples range from coupled lasers [Wiesenfeld et al. ()] and arrays of J-
 junctions [Wiesenfeld and Swi ()] to the dynamics of electrochemical os-
cillators [Kiss et al. ()] and the coordinated ring of cardiac pacemaker cells
[Peskin ()] to the synchronous emission of light pulses by a population of re-
ies [Buck and Buck ()] or synchronous chirps produced by a cricket popula-

tion [Walker ()]. Synchronization is also observed in the dynamics of neuron
populations in the brainwhere it is believed to play an important role in neural infor-
mation processing (see, e.g. [Fries (), Varela et al. (), Engel et al. (),
Singer ()]).

From a theoretical perspective, we can de ne synchronization as the adjustment
of rhythms of self-sustained oscillators due to a weak interaction. e crucial reason
why synchronization can play such a central role in so many different elds is be-
cause even a very weak coupling can be sufficient to trigger qualitatively new be-
haviours of complex systems. In the remainder of this chapter we will give a brief
description of the underlying concepts and the theory of synchronization. Most
of the derivations will follow the works of [Kuramoto (), Winfree ()] and
[Pikovsky et al. ()].

2.2 Self-sustained Oscillators

Abstractly speaking, in order to observe synchronization, we need one or several
systems that are able to produce rhythmic activity or oscillations, i.e. the repeti-
tive variation –typically in time– of some variable. Systems like this are called self- Self-sustained oscillators

are dynamical systems.sustained oscillators and are a subset of the wider class of dynamical systems.

A dynamical systemmay be de ned as a deterministic mathematical description
for evolving the state of a system forward in time. Formally, it is given by a system

e rst reproduction of H’ experiments with an exact measurement of the forces
transmitted between the clocks and a complete mathematical description has been published in
[Bennett et al. ()].
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of n rst order, autonomous , ordinary differential equations:

ẋ = f(x, x, . . . , xn)
ẋ = f(x, x, . . . , xn) (.)

...
ẋn = fn(x, x, . . . , xn)

where ẋ = dx
dt denotes the time derivative. In a more compact vector notation, this

set of equations just reads

ẋ = f(x) (.)

with x ∈ Rn and f : Rn → Rn. Such a dynamical system is called deterministic
because for an initial state of the system x(t)we can in principle solve the equations
to obtain any future state x(t) with t > t. e space Rn that the dynamical system
lives in is referred to as the phase space of the system. erefore, to characterize a
system, its dynamics are oen displayed as a phase portrait, i.e. by its trajectory in
this space. Determinism implies, that two trajectories can never cross each other in
phase space, since from each point the future can be uniquely determined (and for
time invertible systems the same is true for the past).

One of the simplest and best-studied dynamical systems is the so-called har-
monic oscillator de ned bye harmonic oscillator

is a linear dynamical
system ... ẍ = −ωx.

Its solutions are oscillations of the form x(t) = A cos(ωt + φ). Figure . shows
a phase portrait for the harmonic oscillator and two different initial conditions (as
indicated by dots). In the phase space, the dynamics describe circular motions in
the phase space with angular frequency ω and a radius determined by the respec-
tive initial condition. e classical example for harmonic oscillations is a mass on
a spring. When elongated or compressed by a length x from the equilibrium, the
spring develops a restoring force equivalent to this displacement (H’ Law):

F = −kx. (.)

With N’ nd law of motion

F = mẍ (.)

we obtain the equation of motion

mẍ+ kx =  (.)

Autonomous means, that the equations have no explicit time dependency.
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dx/dt

x

t

x

t

dx
/d

t

Figure .: Time course, derivative and phase portrait of a harmonic oscillator for
two different initial conditions (red, green), indicated by dots.

which is ful lled by harmonic oscillations with the angular frequency ω =
√

k/m.
e amplitude A and the initial phase φ are determined by the starting conditions.
Note, that since eq. (.) is a second-order differential equation, the phase space is
two-dimensional, i.e. the dynamical system lives in the space spanned by x and ẋ.
Other examples for harmonic oscillators are oscillating electric circuits or a pendu-
lum movement with small elongations.

However, the harmonic oscillator is not a self-sustained oscillator. Every real ... but self-sustained
oscillators are always
nonlinear, ...

macroscopic dynamical system is subject to friction, which leads to a gradual loss
of energy. So the oscillations of a macroscopic spring or pendulum would decay

dx/dt

x

t

Figure .: Phase portrait and time course of a damped harmonic oscillator. Dots
denote the two different initial conditions.

until they reach their equilibrium. In phase space, this corresponds to an inward
spiral. Figure . shows the phase portrait and the time course for such a damped
harmonic oscillator and two different initial conditions. Systems like this are called
dissipative, in contrast to idealized conservative, i.e. energy-preserving ones. So, a ... they are active

systems with an internal
’source of energy’.

real self-sustained oscillator has to be an active system with an internal source of
energy. is energy is transformed into oscillatory movement and prevents the os-
cillation from fading out due to dissipation. Being isolated, the oscillator continues
to generate the same rhythm until the source of energy expires.



14 CHAPTER 2. PHASE SYNCHRONIZATION

A simple example of such an active system is the   P oscillator

ẍ = ε(− x)ẋ− x (.)

that was originally proposed by the Dutch electrical engineer and physicist B-
   P to describe oscillations in vacuum tubes [van der Pol ()]. e
factor ε( − x) in front of the rst derivative is related to the net energy that goes
into the system, so the system gains energy for small amplitudes (|x| < ), and loses
energy for large amplitudes (|x| > ). Eventually the system will always settle to
its natural oscillation with its preferred amplitude. is behaviour can be observed
in g. . which shows the phase portrait and the time course of the   P
oscillator for two different initial conditions. Aer a transient time, the form of the

dx/dt

x

t

Figure .: Phase portrait and time course of the self-sustained   P os-
cillator. Dots denote two different initial conditions.

oscillations is completely determined by the parameters of the dynamical system and
does not depend on the initial conditions of the system (i.e. how or at which time the
system was ‘switched on’). e oscillation is stable to (at least small) pertubations:
being disturbed, the oscillation soon returns to its original shape. Small oscillationsAer a transient time

such oscillators converge
to a limit cycle ...

(green trajectory) gain energy, large oscillations (red trajectory) lose energy until
they all oscillate in the limit cycle of the system. e existence of a stable limit cy-
cle is an important property that distinguishes nonlinear self-sustained oscillators
from linear systems like the harmonic oscillator. For a linear system, the amplitude
depends on its initial condition: if x(t) is a solution, αx(t) is also a solution. is
means, that the only possible attractor is the xed point x =  as in the case of the
damped harmonic oscillator ( g. .)⁴.

While self-sustained oscillations in phase spaces of dimension smaller than three
necessarily converge to limit-cycle attractors, there is another important class of os-
cillators that only exists in higher dimensions, so-called chaotic oscillators, which
do not converge to a limit cycle but exhibit non-regular, chaotic behaviour. e
attracting set has a fractal dimension and is called strange attractor . Without dis-... or to a strange

attractor.
⁴All other linear dynamics either diverge or can at least grow beyond all bounds in the presence of

noise, which is not realistic for real macroscopic systems.
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cussing the properties of such systems here (see, e.g. [Kantz and Schreiber (),
Pikovsky et al. (), Ott ()]), we only note, thatmany of these chaotic oscilla-
tors show a synchronization behaviour that is quite similar to that of (noisy) regular
limit-cycle oscillators. So, many of the following considerations also apply to a large
class of chaotic oscillators.

2.3 Phase and Amplitude of an Oscillator

We have seen (e.g. in Figure .) that aer a transient time period, the amplitude
of a self-sustained oscillator is defoned by the system itself and does not depend
on the initial condition. However, the time points at which the oscillator assumes
its maxima or minima do depend on the initial condition. So the oscillator has a
de nite opinion of what the shape of its oscillations should look like and what the
amplitude should be, but it is rather indifferent about its phase. As it turns out, this
indifference is the key to understanding synchronization.

We will now have a closer look at the concepts phase and amplitude. ese no-
tions are easily de ned for harmonic oscillators or self-sustained oscillators that have
a limit cycle which is close to a circle (e.g. the   P oscillator for small ε).
In this case, the oscillations can approximately be described by a sine wave

x(t) = A sin(ωt+ φ). (.)

e angular frequency ω is related to the oscillation period T by ω = π/T. e
intensity of the oscillation is determined by its amplitude A, and the quantity φ(t) =
ωt + φ is called the phase. e phase of the oscillation increases without bound,
but, as the sine is a periodic function, two phases that differ by a multiple of π
correspond to the same physical state. It is therefore oen convenient to consider a
cyclic phase, that varies from  to π. e term φ can be understood as the initial
phase.

We have already seen that when the self-sustained oscillator is ‘switched on’, that
aer some time it approaches the limit cycle, irrespective of the initial state of the
system. is means that the amplitude A does not depend on the initial conditions.
However, the initial phase φ does depend on the transient to the actual state and
can be arbitrary. If both the amplitude and the phase of an oscillator are slightly Amplitudes are stable,

phases are indifferent.perturbed by an external force, the amplitude will recover its original value (i.e. it
approaches the limit cycle), while the phase remains perturbed. In other words,
while the amplitude of a self-sustained oscillator is stable, its phase is indifferent. A
consequence of this phase indifference is that the phase can be easily adjusted by an
external action. As a result the oscillator can be synchronized.

We now introduce the phase for a limit cycle of arbitrary, in general noncircular,
shape. For a periodic motion with period T and starting from an arbitrary point on
the circle at time t, we can de ne the phase to be proportional to the fraction of this
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period:
φ(t) = φ + πt− t

T
. (.)

en the phase increases monotonically along the trajectory and each completed
oscillation corresponds to an increase of π in phase. Note, that the motion of the
point along the cycle can be nonuniform. Moreover, it can happen that intervals of
rather slow motion alternate with rapid jumps of the point along the cycle. Systems
with such cycles are called relaxation oscillators. In chapter  we will see that neuron
models are typical examples for relaxation oscillators. Even though the motion of
the point in phase space is highly nonuniform for these oscillators, according to the
de nition in eq. (.) the growth of the phase in time is always uniform.

For the following analysis it is necessary to de ne the phase not only on the
limit cycle but also in its vincinity. e key idea is to de ne so-called isochrones
[Winfree (), Guckenheimer ()] (see also [Kuramoto ()]). Let us ob-
serve the dynamical system (.) stroboscopically, i.e. with the time interval of ex-
actly the period of the limit cycle T. is de nes a mapping

Φ : x(t) 7→ x(t+ T) (.)

Under this mapping, all points on the limit cycle are xed points and all points in
the vicinity are attracted to it. Let’s now choose a point x∗ on the cycle and consider
all the points in the vicinity that are attracted to x∗ under the action of Φ. ey form
a (d − )-dimensional hypersurface, called isochrone, crossing the limit cycle at x∗.
Such an isochrone can be be drawn through every point on the cycle. us, we can
parametrize the isochrones according to the phase φ of the corresponding point onA phase can be de ned

for all limit-cycle
oscillators ...

the cycle as I(φ). In this way, the phase can be de ned also in a neighborhood of the
limit cycle.

For simple systems (especially those with two-dimensional phase spaces), the
amplitude can be de ned as the radial direction on the isochrone with the limit
cycle as a line of constant amplitude. However, this notion of ’radial direction’
(and thus the amplitude) is not well-de ned for general oscillators (for details see
[Pikovsky et al. ()]). In contrast, the phase can be de ned even for chaotic sys-
tems; this is usually done in terms of the L exponents of the system. In the
theory of nonlinear dynamics, the Lyapunov exponent is used to characterize the
convergence (or divergence) properties of nearby trajectories. Convergence corre-
sponds to negative, divergence to positive Lyapunov exponents. Since the phase is
indifferent, it corresponds to a zero Lyapunov exponent. erefore this can be used... and also for certain

chaotic oscillators. to de ne the phase for nonregular, i.e. chaotic oscillators as the local direction in
phase space with vanishing Lyapunov exponent.
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xΦ(x)

x*

Figure .: Phase de nition via isochrones. e trajectory (dashed blue line) con-
verges to the limit cycle (green) and crosses the isochrone (red line) in constant
time intervals T. Isochrones can therefore be interpreted as hypersurfaces of con-
stant phase.

2.4 Synchronization of a single Oscillator to an external
periodic Force

To understand synchronization, we will now characterize the dynamics of an os-
cillator solely based on the phase variable. e action of the external force of the
interaction that induces the synchronization process will be treated as a small per-
tubation from the limit cycle. Having de ned the phase in some neighborhood of
the limit cycle, we have (for the unperturbed system) in this vicinity

dφ
dt

= ω (.)

As the phase is a smooth function of the coordinates x, we can represent its time
derivative as

dφ
dt

=
∑
k

∂φ
∂xk

dxk
dt

(.)

which leads to ∑
k

∂φ
∂xk

fk(x) = ω. (.)
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We now consider the effect of a small external periodic force on a self-sustained
oscillator. We describe the forced system bySmall pertubations of

an oscillator ...
dx
dt

= f(x) + εp(x, t) (.)

where the force p(x, t) = p(x, t + T) has a period T which is in general different
from the period T of the unforced system. e force is proportional to a small
parameter ε, so we only consider effects up to rst order in ε. e external force
drives the trajectory away from the limit cycle, but because ε is small and the limit
cycle is stable, the trajectory only slightly deviates from it⁵. us, pertubations in
the directions transverse to the limit cycle are small. Now we consider the phase
dynamics (.) for the perturbed system (.)

dφ
dt

=
∑
k

∂φ
∂xk

(
fk(x) + εpk(x, t)

)
(.)

= ω + ε
∑
k

∂φ
∂xk

pk(x, t) (.)

Since the pertubation is small, we can neglect the deviation from the limit cycle in
a rst approximation (x → x). And since there is a one-to-one correspondence
between x on the cycle and the phase φ, we can de ne

Q(φ, t) :=
∑
k

∂φ
∂xk

pk(x(φ), t) (.)

to obtain... can be translated into
small pertubations of
the phase dynamics. dφ

dt
= ω + εQ(φ, t) (.)

Note, that Q(φ, t) is π-periodic in φ and T-periodic in t. is equation for the per-
turbed phase dynamics is the starting point for a theoretical phase synchronization
analysis. We can now apply standard methods from pertubation theory, i.e. develop
the dynamics for the leading (slow) resonances. Since Q(φ, t) is π-periodic in φ
and T-periodic in t, we can express this function as a double fourier series:

Q(φ, t) =
∑
l,k

Alkeikφ+ilωt (.)

where ω = π/T is the angular frequency of the external force. By substituting theA pertubation ansatz ...
‘zero-order’ approximation φ = ωt+ φ into the function Q, we obtain

Q(φ, t) =
∑
l,k

Alkeikφei(kω+lω)t. (.)

⁵is is especially true for relaxation oscillators which have extremely stable limit cycles.
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By substituting this function into eq. (.), we see that only slowly varying terms
in this sum contribute signi cantly, i.e. those k and l where

kω + lω (.)

is small in the order of ε. If the difference between the two frequencies ω and ω is
small, this means that only the terms with l = −k are resonant⁶ and we obtain

Q(φ, t) =
∑
k

A−kkeik(φ−ωt) =: q(φ− ωt) (.)

where the forcing function q is a π-periodic function of its argument. Substituting
into eq. (.), we get

dφ
dt

= ω + εq(φ− ωt). (.)

We can now express these dynamics with respect to a coordinate system that
rotates with the external forcing by writing this differential equation with respect to
the phase– and frequency differences

Δφ = φ− ωt (.)
Δω = ω − ω (.)

between oscillator and external force. e resulting differential equation for the dy-
namics of the phase difference Δφ then reads ... leads to a differential

equation for the phase
difference.dΔφ

dt
= Δω+ εq(Δφ). (.)

e parameter Δω, i.e. the difference between the natural frequency and that of the
forcing, is oen called the frequency detuning or frequency mismatch. If we can now
nd a stable and attracting xed point of eq. (.), then this means that phase syn-

chronization does occur. So the condition for phase synchronization is

εq(Δφ) = −Δω. (.)

Since the function q is a π-periodic function of Δφ, it has a minimum and a maxi-
mum in the interval [, π[. So, if the frequency detuning Δω lies in the interval For certain values of

coupling strength and
detuning, the oscillator
synchronizes with the
external force.

εqmin < −Δω < εqmax (.)

then there is at least one pair of xed points for eq. (.). It is easy to check, that
one is stable and the other unstable; therefore, if eq. (.) is ful lled, the system
evolves to the stable xed point Δφs and stays there, so that the phase difference

⁶If one frequency is close to a multiple of the other, or, more generally mω ≈ nω, then we obtain
l = −m

n k, which leads to higher-order synchronization (see [Pikovsky et al. ()])
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between oscillator and external force remains constant. For the phase φ this means
a constant oscillation with the frequency of the external force:

φ = ωt+ Δφs (.)

i.e. phase synchronization. Note, that in general we have Δφs ̸= , so there will be a
phase lag between driving force and oscillator even for instantaneous coupling. isIn general, oscillators

synchronize with a
phase lag ...

phase lag will play an important role in chapter . Other frequently used terms for
this kind of synchronization are phase locking or frequency entrainment, since the
frequency of the oscillator coincides with that of the external force.

From eq. (.) we see that there exists a region in the parameter plane (Δω, ε)
in which synchronization occurs, called the synchronization region. We can also see
that for increasing coupling strength ε the allowed range of detuning Δω increases.
is effect can be observed in gure .. e le plot shows the synchronization
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Figure .: e synchronization region of a sine-diven R system. Red
regions in the le panel indicate phase synchronization; the right panel shows the
time courses for three different parameter settings, marked in the le plot.

region for a sine-driven R system (see section . for details). e color
shows the value of a synchronization index that measures the synchrony between
the driving sine wave and the driven R oscillator. One can clearly see how
the range of possible driving frequencies ω of the sine wave increases with the cou-
pling strength. is characteristic shape of the synchronization region is also called
A tongue. e right panel shows the signals of the R system (blue)... which depends on

their eigenfrequencies. and the sine wave (green) for the parameter settings marked by the numbered dots.
e rst two plots correspond to parameter settings inside the A tongue, they
are phase-synchronized. e third plot shows an unsynchronized example. e
time courses show that the relative phase Δφs between driving– and driven signal is
different for different synchronization settings.
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Another way of looking at eq. (.) is to interpret it as an overdamped⁷ motion
in a one dimensional potential V(Δφ) de ned by

dV
dΔφ

= −Δω− εq(Δφ) (.)

which can then be integrated to

V(Δφ) = −ΔωΔφ− ε
∫ Δφ

dψ q(ψ). (.)

We see that it consists of a linear part and a part that is periodic with period π.
(Since

∫ π
 q(ψ)dψ = ). Depending on the relative strength of these two parts

(i.e. the parameters Δω and ε), we obtain qualitatively different dynamics (see gure
.). If the detuning is large and the coupling small, the linear part dominates and
we observe a phase dri (le panel). If the coupling is strong and the detuning small
(i.e. eq. (.) is full lled), maxima andminima appear (right panel) that correspond
to the unstable (maxima) and stable (minima) xed points of eq. (.). In this case,
we observe convergence to a xed phase relation, i.e. synchronization. In the vicinity
of the synchronization region (i.e. close to the critical coupling) the dynamics are
characterized by longer sojourns around a preferred phase value with regular phase
slips of π.

small coupling ε

∆ φ

V
(∆

 φ
)

critical coupling ε

∆ φ

large coupling ε

∆ φ

Figure .: e phase dynamics as an overdamped motion in a potential.

2.5 Mutual Synchronization and the In uence of Noise

For the case of two coupled oscillators we can derive, following [Kuramoto ()],
closed equations for the phases in complete analogy to the derivation for one oscil-
lator and the external force. Note, that we do not have to assume similarity between

⁷A damped motion x(t) of a particle in a potential V(x) obeys the differential equationmẍ+ βẋ+
f(x) = −dV/dx. So this analogy holds for very large damping (β → ∞) or vanishing mass (m → ).
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the two systems. Even the dimensionality of the two systems can be different and
the coupling can be either symmetric or asymmetric. However, it is important that
the coupled system can be decomposed into two parts that can oscillate indepen-
dently⁸. Formally this means that for vanishing coupling ε = , each system has a
stable limit cycle with angular frequencies ω,. e approach in this case is exactly
the same as presented in the previous section: aer extracting the phase dynamicsTwo (or more) coupled

oscillators synchronize
the same way as one
oscillator to a periodic
force.

for both systems we consider small pertubations from the respective limit cycles,
develop both phase equations as fourier series and approximating them by the rst
order term in ε, i.e. the one that satis es the resonance condition. is eventually
leads to a differential equation of exactly the same form as eq. (.). erefore, two
coupled oscillators can synchronize in the same way as one oscillator to a periodic
forcing.

is kind of analysis can also be extended to various systems consisting of a
large number of coupled oscillators (see e.g. [Pikovsky et al. ()] and references
therein), including oscillator chains, lattices and even continuous oscillatory me-
dia. While there are many different types of oscillators and of coupling mechanisms
(pairwise, local, global, mean eld, etc.), the fundamental principles of synchroniza-
tion are always the same and lead to self-organized and robust synchronous oscil-
lations due to weak coupling. is makes synchronization such an important and
universal concept in nature.

Until this point, we only considered idealized noise-free cases of synchroniza-
tion. However, in practice any real system is subject to noise uctuations. To analyze
the behaviour of coupled oscillators in the presence of noise, consider eq. (.) with
an additional noise term ξ(t)

dΔφ
dt

= Δω+ εq(Δφ) + ξ(t) (.)

is equation describes the situation when a self-sustained oscillator is driven si-
multaneously by a periodic and a stochastic signal. Interpreted as the motion of a
‘particle’ in a potential (cf. eq. (.) and g. .), we see that the ‘particle’ performs
a biased random walk. If the noise is strong enough or unbounded (e.g. Gian),
the noise can kick this ‘particle’ from one minimum to the next, so the dynamics
will exhibit irregular phase slips, biased in direction by the sign of Δω. In this case
there is still a preferred phase relation between the two oscillations, but they do not
have the same (average) frequency any more. is case is also referred to as statisti-
cal phase locking. If the noise is bounded and smaller than the potential differenceNoisy (and chaotic)

oscillators can exhibit
statisctical phase
locking.

between a minimum and the closest maximum of (.), the motion will uctuate
around the stable xed point without any phase slips.

As already mentioned, phase synchronization is not restricted to regular sys-
tems. Indeed, many chaotic systems can be analyzed in the same way. Like regular

⁸For instance, the existence of two different oscillatory modes in the same system is not sufficient.
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oscillators, many chaotic systems can produce oscillations with a de ned rhythm
and the phase can –at least in principle– be de ned as the direction of the vanish-
ing L exponent. is leads to a description in terms of oscillations with a
chaotically modulated amplitude and a more or less uniformly rotating phase. Like
an external force would to a regular system, these amplitude modulations intro-
duce irregular pertubations of the phase for the chaotic system⁹. erefore, it can be
shown that the synchronization behaviour of many chaotic systems is qualitatively
very similar to that of noisy regular systems (see e.g. [Rosenblum et al. ()]).

2.6 How tomeasure Synchronization

To quantify the strength of phase synchronization between two oscillators from
their respective phase time series φ,(t), various synchronization indices have been
proposed. Since phase synchronization manifests itself as preferred relative phase
Δφ(t) = φ(t)− φ(t) between those two oscillators, it is possible to quantify phase Synchronization indices

can be calculated from
the instantaneous
phases ...

synchronization with the following phase synchronization indices.

Based on the Shannon Entropy. Let {pk} be an N-bin histogram estimate of the
distribution of Δφ, where pk is the relative frequency of nding Δφ in the k-th
bin. en the index ρ is de ned as

ρ =
Smax − S
Smax

(.)

where the entropy is given by S = −
∑N

k pk ln pk and the maximal entropy
Smax = lnN. Due to the normalization, we have  ≤ ρ ≤ , where ρ = 
corresponds to a uniform distribution (i.e. no synchronization) and ρ = 
corresponds to a δ-function (perfect synchronization). [Tass et al. ()]

Based on mean direction. Another way to quantify the ‘peakiness’ of the relative
phase distribution is to de ne

γ =
∣∣∣⟨eiΔφ(t)⟩t∣∣∣ =√⟨cos Δφ(t)⟩t + ⟨sin Δφ(t)⟩t (.)

where ⟨.⟩t denotes the empirical average over time. is index also varies from
 to ; the advantage of this measure is that it does not involve additional pa-
rameters: we do not need to choose the number of bins as we do not calculate
the distribution itself.

Stroboscobic approach: Let’s observe the phase of the second oscillator every time
when the phase of the rst oscillator attains a xed value θ (i.e. phase strob-
scope). In the synchronous state the distribution of the stroboscopically ob-
served phase ist the δ-function, for independent oscillators the distribution

⁹Also, obtaining the phase is in practice not so simple (and sometimes not generic or unique).
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is uniform. So we can apply one of the aforementioned measures and aver-
age over all values θ ∈ [, π]. (For ρ this would result in the normalized
conditional entropy of φ given φ)

Practically, we can introduce a binning for the phase of the rst oscillator,
i.e. divide the interval [, π] into N bins and de ne N sets of time instants

Tk =
{
t
∣∣∣∣ πk− 

N
≤ φ(t) < π k

N

}
, k =  . . .N (.)

A stroboscopic phase synchronization index can then be calculated as

λ =

N

N∑
k=

∣∣∣⟨eiΔφ(t)⟩t∈Tk∣∣∣ (.)

To calculate these phase synchronization indices from a given pair of time series
x(t) and x(t), we rst have to estimate the empirical instantaneous phases φ(t)
and φ(t). Quite oen, the phase of an oscillator can be determined if one can nd
a suitable projection of phase space ensuring that all the trajectories rotate around
some point that is then taken as the origin. From this projection, the phase can be
identi ed with the angle (wrt. an arbitrary zero-direction) of the vector to the point
in phase space. A suitable phase space reconstruction for a dynamical system can
be obtained by temporal embedding [Takens ()].

Another consistent way to de ne the phase of an arbitrary signal is known as
the analytic signal concept. is general approach, based on the H transform... and those phases can

be estimated via Hilbert
transform.

and originally introduced in [Gabor ()] gives the instantaneous phase and am-
plitude for a signal x(t) via the construction of the analytic signal

ξ(t) = x(t) + iH[x(t)] = A(t)eiφ(t) (.)

where H[x(t)] is the H transform of x(t)

H[x(t)] = 
π

∞∫
−∞

dτ x(τ)
t− τ

(.)

e instantaneous amplitudeA(t) and the instantaneous phaseφ(t) of the signal x(t)
are uniquely de ned by eq. (.). Although formally this de nition can be applied
to an arbitrary time series x(t), amplitude and phase have a clear physical meaning
only if x(t) is a narrow-band signal. Also this is de nition is quite sensitive to low-
frequency trends, so usually detrending and ltering have to be applied before the
H transformation.
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Strictly speaking, this empirical phase estimate is only a proxy for the real phase.
In particular it generally does not full ll the condition of constant growth

φ(t) = ωt. (.)

is is especially true in the case of relaxation-type oscillators. erefore the phase
of the analytic signal is sometimes called proto-phase [Pikovsky et al. ()] and is
denoted by θ. However, when starting from any monotonically growing variable θ
on the limit cycle, one can always obtain a proper phase satisfying eq. (.). Such a
variable θ on the limit cycle obeys θ̇ = f(θ)with a periodic function f(θ+π) = f(θ).
From

ω =
dφ
dt

=
dφ
dθ

dθ
dt

=
dφ
dθ

f(θ) (.)

we can obtain the correct phase from the proto-phase by

φ(θ) = ω
θ∫



dθ′ 
f(θ′)

. (.)

So far, all described synchronizationmeasures rely on the extraction of the phase
from the signals. From the theoretical considerations in the last sections, we see
that this is indeed the natural way to quantify phase synchronization. However,
from a data analysis perspective, other measures are sometimes easier to apply. A
commonly used measure to investigate synchronous activity is the cross-coherence
between signals (see, e.g. [Nunez et al. (), Miltner et al. ()]). If the ampli- Synchronization can

also be quanti ed by
correlation or coherence.

tude is highly irregular, phase-based measures will be more accurate and one can
construct cases where the abovementioned phase synchronization indices work but
coherence does not. However, many real signals are not that irregular, so that the
cross-coherence gives similar results to the synchronization indices. e main ad-
vantage of correlation and coherence, however, is that they are linear with respect
to linear transformations. is will be discussed in more detail in chapter .



26 CHAPTER 2. PHASE SYNCHRONIZATION



Chapter 3

The oscillating Brain:
Neurons, Networks and all that

Wenn der Kopf richtig funktioniert, dann ist er
das dritte Bein, dann macht er den kleinen
Unterschied aus.

—Christoph Daum

3.1 Cortical Neurons

In the last chapter, we have seen how the dynamic process of synchronization emer-
ges in coupled oscillators. We have seen that phase synchronization can occur at
very weak interactions which makes it a very energy-efficient way of sharing and
transmitting information between those oscillators. A prime example of a complex
dynamical system that consists of a large number of coupled oscillators is the human
brain. Each neuron in the brain can bemodelled as an electrochemical oscillator and
only the synchronous activity of large neurons ensembles can produce mean elds
strong enough to bemacrocopically observable [Berger (), Varela et al. ()].
is chapter gives a brief introduction to the elements of cortical synchronization
and the function it may play in neural information processing. is description
merely motivates the relevance of synchronization analysis for neuronal signals, it
does not aim at completeness in any respect; a complete exposition would be far be-
yond the scope of this chapter (probably even impossible, since many exact mecha-
nisms of neural information processing are as yet unknown). Large parts of the fol-
lowing overview are based on [Kandel et al. (), Braitenberg and Schütz ()]
and [Diesmann et al. ()].

e smallest cortical units we will consider here are the neurons. e human
brain consists of the order of  of these nerve cells which process and transmit in-
formation in the form of electrochemical activity. e different cortical layers con-
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tain a large number of differently shaped neuronswhich can roughly be grouped into
two different classes, inhibitory cells and excitatory cells. While the former consti-
tute about  of all cortical neurons, the latter represent themajority (about  of
the cells are excitatory) [Shepherd ()]. Morphologically, excitatory cells can be
further subdivided into pyramidal cells and stellate cells. In extracellular recordings
pyramidal cells contribute strongest to the signal; this is due to their greater number
and larger size and their elongated (i.e. along all cortical laminae) structure.

Figure .: Schematic picture of a neuron. A neuron receives direct synaptical
inputs through its dendrites and sends out action potentials to other cells via its
axon.

Although the form of individual neurons can be very different, the basic struc-
ture of a neuron has a stereotypical form (see gure .). A neuron consists ofA Neuron senses

electrochemical inputs
with its dendrites and
sends out action
potentials through its
axon.

a dentritic tree that receives signals from other neurons, a cell body and an axon
through which it can send out information in form of electrical pulses called action
potentials. All neurons are electrically polarized; in other words, they maintain a
voltage difference across the cell’s plasma membrane, known as the membrane po-
tential. is electrical polarization results from a complex interplay between protein
structures embedded in the membrane that act as ion pumps and ion channels. e
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types of ion channels in themembrane usually vary across different parts of the neu-
ron, giving the dendrites, axon, and cell body different electrical properties. Certain
voltage-gated ion channels are shut as long as the membrane potential is near the
resting potential. When, however, the membrane potential crosses a certain thresh-
old, they rapidly open and allow an inward ow of sodium ions. is changes the
electrochemical gradient, which causes even more channels to open, producing an
even greater electrical current. eprocess proceeds explosively until all of the avail-
able ion channels are open, resulting in a large upswing of the membrane potential.
is rapid in ux of sodium ions even reverses the polarity of the plasma membrane
which triggers an action potential that travels along the axon of the neuron. Aer
this, the ion channels close rapidly, so that sodium ions can no longer enter the neu-
ron and they are then actively transported across the plasma membrane and out of
the cell. Potassium channels are then activated, and there is an outward current of
potassium ions, returning the electrochemical gradient to the resting state. e ac-
tion potentials in neurons are also known as spikes, and the temporal sequence of From a theoretical

perspective, a neuron is
an electrochemical
oscillator.

action potentials generated by a neuron is called its spike train [Kandel et al. ()].
From a theoretical perspective, a neuron can therefore be seen as an electro-

chemical relaxation-type oscillator. In the following section, we will present some
explicit models for such an oscillator.

3.2 Neurons as relaxation-type Oscillators

One of themost widely-used neuronmodels is based on the work of A L. H-
 and A F. H on the squid giant axon [Hodgkin and Huxley ()].
e components of the classical H-H model are shown in g. .. By

+

++

C R K Na

I

Figure .: Equivalent electrical circuit of the H-H Model. e
ground at the bottom represents the outside of the cell membrane, the current
I is injected to the inside of the cell.

modelling each component of the excitable nerve cell as an electric element, the neu-
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ron can be described in terms of an equivalent electrical circuit. A semipermeable
cell membrane separates the interior of the cell from the extracellular uid and acts
as a capacitor C. e resistor R accounts for the fact that this membrane is not a
perfect, but a leaky capacitor [Diesmann et al. ()]. Because of active ion trans-
port through the cell membrane (’ion pumps’), the ion concentration inside the cell
is different from that in the extracellular liquid. e N potential generated by
the difference in ion concentration is represented by batteries. e potentiometers
represent the variable strength of the ion ows through different ion channels.

If now an external input current I(t) is injected into the cell, it will be split into
a capacitive current IC(t) which charges the capacitor C, an unspeci c leak current
IR(t) and further currents Ik(t) which pass through the speci c ion channels:

I(t) = IC(t) + IR(t) +
∑
k

Ik(t) (.)

or, with IC(t) = C dU
dt (where U is the membrane potential)

dU
dt

=

C

(
Iext(t)− IR(t)−

∑
k

Ik(t)

)
. (.)

Besides the unspeci c leakage channel, represented by the resistor R, the original
Hodgkin-Huxley model describes two other types of ion channels: a sodium chan-
nel (Na+) and a potassium channel (K+). Each channel is characterized by its con-
ductance. While the conductance of the leakage channel is voltage-independent,
gL = /R, the conductances of the other channels depend on both the time t and the
potential U. If those channels are completely open, their conductances are gNa and
gK, respectively. Normally, however, some of the channels are blocked. e fraction
of open channels is determined by additional gating variables xi with i ∈ {, , }.
Speci cally, H and H modeled the three current components as

INa = x x
 gNa · (U− ENa)

IK = x
 gK · (U− EK) (.)

IR = gL · (U− EL)

where the parameters ENa, EK, and EL are the so-called reversal potentials; like the
conductances g they are empirical parameters. e temporal dynamics of the gating
variables xi evolves according to the differential equations

ẋi = αi(U)(− xi)− βi(U)xi
= −

(
αi(U) + βi(U)

)
xi + αi(U) (.)

where αi(U) and βi(U) are empirical functions of the membrane potential U that
were adjusted by H and H to t the data of the giant axon of the
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squid. So the H-H model consists of a system of  coupled ordinary
nonlinear rst-order differential equations given by (.) and (.) in the variables
(U, x, x, x). is neuron model is quite powerful but it requires a large number
of (experimental) parameters, namely C, gL, gNa, gK,EL,ENa,EK and the functions
αi(U) and βi(U) for i = , , . erefore, many simpli ed neuron models have
been proposed. Some of the most popular are brie y sketched below.

e leaky Integrate-and-Fire Neuron is is probably the best-known example of
a formal spiking neuron model. Here, only the capacity and the leak current
is explicitly modeled:

dU
dt

=

C

(
Iext(t)−

U(t)
R

)
=


τ
(RIext(t)− U(t))

with the membrane time constant τ = RC. e spiking of the neuron is not
included in this differential equation but is simply added as a δ-time event:
every time the voltage U exceeds a certain threshold Uth, the neuron sends
out an electric pulse and is reset to its resting potential.

To allowmore exibility, [Abbott and Vreeswijk ()] proposed a nonlinear
generalization of this model:

dU
dt

=

τ
(G(U)Iext(t)− F(U)) .

G(U) can be interpreted as a voltage-dependent input resistance while F(U)
corresponds to a voltage-dependent decay function.

FitzHugh-Nagumo model e FH-N model is a simpli ed version
of the H-H model:

u̇ = u− u − w+ I(t)

ẇ =

τ
(u− a− bw)

where the dimensionless variable u corresponds to the membrane potential.
In the original papers of FH [FitzHugh (), Fitzhugh ()], this
model was called B-  P oscillator because it contains
the   P oscillator as a special case for a = b = .

Hindmarsh-Rose Building upon the FH-Nmodel, H and
R proposed a model of neuronal activity described by three coupled rst
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order differential equations [Hindmarsh and Rose ()]:

ẋ = ax − x + y− z+ Iext
ẏ = −bx − y+ 
ż = r (s (x− xR)− z)

edimensionless variable x(t) corresponds to themembrane potential, while
y(t) and z(t) take into account the transport of ions across the membrane
through the ion channels. is extra mathematical complexity allows a great
variety of dynamical behaviors of the membrane potential, including chaotic
dynamics. is makes the Hindmarsh-Rose neuron model very useful, be-
cause being still simple, it allows a good qualitative description of the many
different patterns of the action potential observed in experiments.

All these relaxation-type oscillators can model real neuronal behaviour to differ-
ent degrees of accuracy and all of them have in common that they may synchro-Coupled neuron models

can synchronize very
quickly.

nize when coupled . Since the limit cycle of relaxation-type oscillators is extremely
stable, coupled neurons can synchronize very quickly (even within one oscillation
cycle) which can lead to synchronous spiking. For single neurons this can lead to
synchronous spiking which can in fact be observed inmeasurements of real neurons
(see, e.g. [Chacron and Bastian ()]).

3.3 From Spiking Neurons to Oscillating Networks

Besides the synchronization between individual neurons, we can also easily obtain
the synchronization of larger neuron ensembles. is can lead to synchronous spik-
ing, but also to a simultaneousmodulation in the spike probability ofmany neurons.
An example of the latter is depicted in gure .. Here, a set of  globally coupled
H-R- neurons was simulated according to

ẋi = x
i − x

i + yi − zi +  + εX
ẏi = −x

i − yi +  (.)
żi = . ( (xi − .)− zi)

with i = , . . . ,  and where ε = . de nes the coupling strength to the noisy
mean eld de ned by

X(t) = 


∑
i=

xi(t) + η(t). (.)

where η(t) ∼ N (, .) is white Gian noise. e spikes of the individual neu-

Even though on rst glance the leak current through the cell membrane seems to be an ‘im-
perfection’ of the neuron, it turns out that this is important for a stable and fast synchronization
[Mirollo and Strogatz ()]
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Figure .: ManyH-R neurons coupled to theirmean eld. eup-
per panel shows the spike trains of the individual neurons, the lower panel shows
the resulting mean eld.

rons are represented as black dots in the upper panel of g. ., the mean eld X as
a time course in the lower panel. One can clearly see that the individual spikes do
not appear synchronously in this synchronization setting, but that the spike prob-
ability is modulated by the mean eld which is, in turn, produced by these indi-
vidual spikes. While the frequency of a single neuron is very high (a single spike
lasts less than ms and the inter-spike interval can be as short as a few millisec- A synchronized neuron

population can de ne a
new, larger oscillator.

onds [Kandel et al. ()]), the neuron population in g. . as a whole has its own,
much slower rhythm. is behaviour does not depend much on the speci c model
neuron and can be reproduced with any of the models introduced above. From a
theoretical point of view, such an ensemble of coupled oscillators can be regarded
as a new, larger oscillator which oscillates with its mean eld. Similarly, each neu-
ron model described above is already a simpli ed oscillator that can be subdivided
into a number of smaller dynamical processes which depend on the properties of
individual ion channels, the availability of certain neuromodulators or the precise
shape of the real neuron (see, e.g. [Hodgkin and Huxley ()]).

Using this reasoning, whole neuron populations can be described as new, larger
oscillators with their own speci c dynamics and their own frequencies. Of course,
these new oscillators can synchronize again, possibly de ning even bigger dynami-
cal systems by synchrony. So, starting from small interacting units, it is possible to
construct a whole hierarchy of synchronized dynamical systems with different size
and different natural frequencies. As a rule of thumb, the eigenfrequencies of these
oscillating systems usually decrease with the size of the systems (even though this
must not necessarily be the case). is analysis is based solely on the properties of
the presented model neurons (or more generally, on the universal properties of self-
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sustained oscillators) and does not depend on the speci c coupling mechanisms in
real neuron populations. Of course, the geometry and the functional connectivity
of the brain will impose constraints on what kind of synchronized systems can be
found in reality. However, the fact that we observe rhythmic activity on any spa-Neural synchronization

might play a fucntional
role in cognitive tasks...

tial and temporal scale supports the notion that synchronization plays an important
role in the brain.

One hypothetical function of a synchronized neuron population might be the
stable representation of objects of perception or cognition. is concept was rst
proposed in [Hebb ()]. According to this model, the presence of such objects
are not characterized by the spiking of a single neuron, but by the ignition of a cell
assembly. Ignition means the rapid spread of synchronous activity to all the mem-
bers of this cell assembly, triggered by the activation of any sufficiently large subset
thereof [Braitenberg and Schütz ()]. e postulated process that leads to the
development of such a cell assembly is learning by association: if some elementary
perceptions oen occur together, the internal representatives, i.e. neurons will unite
into an assembly by strengthening their mutual excitatory connections, or in other
words, their coupling strength. is process is also called Hebbian learning. ese
cell assemblies are not necessarily con ned to a narrow region of the cortex. Some
might exist in a single cortical area, but most higher concepts involve multiple sen-
sory modalities. is is one of the reasons why direct experimental veri cation of
cell assemblies at the level of single-neuron neurophysiology is so difficult. An-
other reason is that different cell assemblies might occupy the same space in the
cortex. Different cell assemblies may even overlap, in the sense that they share some
neurons and still remain functionally independent [Braitenberg ()]. It is spec-
ulated that the degree of overlap might be a measure of the relatedness of the con-
cepts represented by different assemblies [Braitenberg and Schütz ()]. Mech-
nisms for the control of cell assemblies have also been proposed by [Miller (),
Wickelgren (), Palm ()].

As seen in the very general considerations above, synchronized oscillators allow
the construction of hierarchical cell assemblies, i.e. the inclusion of one cell assem-
bly in another. e whole idea of Hian cell assemblies is very appealing to psy-
chologists since it allows one to implement a number of important phenomena like
the phenomenon of gure completion, i.e. the tendency to perceive things of which
we have previous experience, even if only partial evidence is present. However, as
admitted in [Braitenberg and Schütz ()], ‘all of this is pure speculation, justi ed
only by the unquestionable observations in psychology, which eventually have to be
explained.’ Still, there is some experimental support for the idea that speci c peri-
odic oscillations of the cortical EEG which are elicited by certain sensory stimuli,
are due to reverberating activity among the neurons of hebbian cell assemblies (see
e.g. [Müller et al. (), Pantev (), Pulvermüller et al. (), Varela ()])

Another (quite speculative) structure that can be implemented on the basis of
synchronization is the so-called syn re chain [Abeles (), Abeles ()]. A syn-
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re chain is a feed-forward excitatory network including a large number of layers
(also termed pools) of neurons, where neurons in the same pool re in an almost
synchronous way [Abeles et al. ()]. Syn re chains have a number of interest-
ing properties, such as stability over a time span of a few hundreds of millisec-
onds, reproducibility, learnability by self-organization and a large storage capac-
ity (see, e.g. [Abeles et al. ()] and references therein). Like Hian cell as-
semblies, the syn re chain model also allows one to build hierarchical structures,
i.e. it can build complex representations out of simpler parts. is compositional-
ity can be implemented through synchronization between weakly interacting syn-
re chains and it has been hypothesized that such a synchronization may imple-

ment higher functions, for instance in connection to solving the binding problem,
i.e. the task of integrating different perceptions into the representation of a single ob-
ject [Abeles et al. (), Bienenstock (), Bienenstock and Geman ()]. In
some sense, the syn re chains can be seen as Hian cell assemblies with an addi-
tional temporal dimension. In these chains, signals are processed and transmitted
at the same time. Syn re chains may explain how sequences of activity patterns are
remarkably stable and precise in spite of the occasional failure of individual neurons.

Besides these examples, there are many other mechanisms that describe how
synchronization of oscillators may serve cognitive functions [Varela et al. (),
Singer (), Fries ()]. Whether or not one or the other mechanism is really ... but the actual

mechanisms are as yet
unknown.

implemented in the brain, or what the processes look like in detail, is still subject
to discussion. Since this question is far beyond the scope of this chapter, we simply
state that synchronized activity can play an important role in neural information
processing and that there is evidence that it really does. Furthermore, it is known
that unregulated synchronization can severely disturb normal brain activity. e
most prominent example for pathological synchronization is an epileptic seizure.
So reliable measures of synchronization have the potential to contribute to the un-
derstanding of brain functions and pathologies.

3.4 Macroscopic Sources: Cortical EEG andMEG

When large neuron population exhibit synchronous activity, their electric poten-
tials can add up to macroscopically measurable elds. For instance, extracellular
electrodes can detect the action potentials in nearby neurons as well as the synchro-
nized activity of a large number of cells; such signals are called eld potentials. e
spontaneous uctuations of this macroscopic electric potential in the brain is called
electroencephalogram (EEG). EEG Sources in cortex consist of groups of neighbor- EEG consists of the

mean eld of large
synchronized neuron
populations.

ing cells that show synchronous activity. is makes the cortical source stand out of
the ‘noise’ (i.e. unsynchronized activity) produced by the other cells.

e EEG was discovered by Hans Berger [Berger ()] and can be measured
outside the head, i.e. by electrodes on the scalp. If the electrodes are placed di-
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rectly on the surface of the brain (in neurosurgery or animal experiment), this is
also called electrocortigram (ECoG). In ECoG, the uctuations of the potential are
more pronounced, the Amplitudes are larger and the frequency resolution is better.
e waveform of the surface EEG depends on the orientation and distance of the
source with respect to the electrode. e EEG signal is distorted by ltering and
attenuation produced by intervening layers of tissue and bone which act as resistors
and capacitors. e principal source of the EEG is the Synaptic activity in the pyra-
midal cells. EEG (and also its counterpart, the magnetoencephalogram (MEG)) are
mostly produced by extracellular excitatory synaptic currents of the apical dendrites
of these neurons. So the electrical activity of the EEG is an attenuated measure of
the extracellular current ow from the summated activity of many neurons. (For a
more detailed description of the nature of the EEG, see e.g. [Kandel et al. ()])

To conclude, synchronization of neural oscillators can serve many important
tasks in neural information processing. is synchronization can occur on various
different levels, in both space and time; the scale ranges from spiking neurons over
cell assemblies and cortical columns to larger brain areas. Besides its potential to
perform cognitive tasks, certain forms of synchronization can also be pathological.
erefore, the analysis of cortical synchronization may shed light on neurophysio-
logical processes and diseases.



Part II

Mixtures & Interactions
...and how to tell them apart





Chapter 4

Blind Source Separation and
Synchronization Analysis

It is a mistake to think you can solve any major
problems just with potatoes.

—Douglas Adams

4.1 Phase-locked. Coherent. But synchronized?

As seen in the last chapters, synchronization is a phenomenon which occurs in a
wide range of dynamical systems and may play a role in important tasks, e.g. in neu-
ral information processing. e synchrony in time series can be assessed by suitably
de ned synchronization indices or by the cross-coherence between the respective
signals (see section .). So, given two (or more) signals produced by self-sustained
oscillators, it is possible to decide whether they are synchronized or not. Of course,
the synchrony between two oscillators does not necessarily mean that they are cou-
pled directly, they might as well both coupled to the same driving force (e.g. sev-
eral oscillators coupled to a mean eld). However, if different oscillators maintain
a stable phase relationship, we can safely conclude that they are synchronized and
therefore either directly or indirectly coupled.

But is the converse also true? If we measure two coherent or phase-locked os-
cillatory signals, can we infer that the underlying oscillators are coupled? Until now
we have made an implicit, but very critical assumption on the analyzed signals; an
assumption that is not ful lled inmany real applications. We assumed that themea-
sured signals can be unambiguously attributed to their respective oscillators. It is
obvious that, for instance, in EEG or MEG measurements this is not the case. In

As already mentioned in the introduction an as we will see later in more detail, we also need a
long enough observation time.
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EEG or MEG we do not have access to the cortical oscillators themselves but only
to the elds outside the head. In effect, every electrode will only measure a linear
superposition of the electric (ormagnetic) eld produced bymany different sources.
Of course, this problem is not con ned to neurophysiological measurements. Su-
perpositions are inevitable in every experimental setup or physical systemwhere one
has only access to surface measurements, while the interesting dynamical processes
are hidden underneath this surface. Scalp measurements of EEG or MEG are very
important examples, but the same reasoning applies tomany other complex systems
from geophysics [Yilmaz ()], the study of ensembles of electrochemical oscilla-
tors [Kiss et al. ()] or coupled laser systems [Wiesenfeld et al. ()]. In the
following, we will systematically investigate the effects of such superpositions and
signal mixtures on the assessment of synchronization.

4.2 The Trouble with Mixtures

To show how easily judging synchronization can go wrong in the case of linear su-
perpositions or signal mixtures, let us consider the simplest possible case where weFor mixtures of signals

the synchronization
indices lead to wrong
results ...

only have one oscillator that produces the univariate signal s(t). Let us further as-
sume that we perform two different measurement, yielding the following signals:

x(t) = αs(t) + η(t) (.)
x(t) = αs(t) + η(t) (.)

where αi ∈ R and ηi(t) ∼ N (, ) are i.i.d. standard normally distributed noise sig-
nals. is scenario corresponds e.g. to an acoustic source measured by two different
microphones in the presence of noise or an EEG source in the brain measured by
two different electrodes on the scalp. It is easy to see, that we can obtain arbitrary
synchronization indices between the signals x(t) and x(t), depending on the pa-
rameters αi. e same is true for correlation– or coherence measures between these
signals. For instance, if we assume the signal to be a simple oscillatory time series
of the form

s(t) = cos(ωt) (.)

we obtain the synchronization indices shown in gure .. With increasing strength
α of the oscillatory signal, all synchronization indices converge to their maximal
value. So if the signals xi(t) were two different EEG signals, we would obtain arbi-
trary synchronization indices even in the absence of synchronization, which would
ultimately lead to incorrect physiological conclusions. Clearly, speaking of synchro-
nization does not make sense at all in this case, because there really is only one un-
derlying oscillator.

In the presence of several independent, but mixed signals, the intricacy of spu-
rious synchronization only increases. Let us consider the case of two independent
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Figure .: Synchronization indices in the presence of linear superpositions. With
increasing strength α of the oscillating signal, all synchronization indices (de ned
in sec. .) converge to their maximal value.

oscillations with different frequencies of the form

si(t) = cos(ωit), i = ,  (.)

with ω ̸= ω. ese time series are completely independent and consequently all
synchronization indices and the coherence between these signals vanish. Let the
observed signals xi(t) (i = , ) now be linear mixtures of these source signals, i.e.

xi(t) =
∑

Aijsj(t) (.)

= Bi(t) cos(ωt+ ψi(t)) (.)

with

Bi(t) =
√

A
i + AiAi cos(Δωt) + A

i (.)

ψi(t) = arctan
Ai sin(Δωt)

Ai + Ai cos(Δωt)
(.)

and Δω = ω − ω. Since Bi(t) >  (except for the case of |Ai| = |Ai|), these
functions can be interpreted as instantaneous amplitudes, while the instantaneous
phases φi(t) are given by the argument of the cosine, i.e.

φi(t) = ωt+ ψi(t). (.)

If the phase uctuations ψi(t) are bounded, which is the case for Ai > Ai, both
observed signals oscillate with the frequency ω, i.e. we observe spurious frequency
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entrainment. If Ai ≫ Ai, then the phase uctuations are also small, which leads
to large synchronization indices. Note, that the apparent asymmetry between the
two oscillator frequencies ω and ω is only because in eq. (.) we expressed both
observed signals in terms ofω and a phase uctuation. By expressing them in terms
of the frequencyω of the other oscillator, we obtain similar conditions for a spurious
synchronization with this frequency.

e conditionsAi ≫ Ai (or equivalentlyAi ≪ Ai) de ne amixing where one
of the two oscillators is stronger in both of the twomeasured signals xi(t). e other
oscillator basically acts as some kind of weak oscillatory noise. is situation is very
similar to the one presented in the example before. However, there are also other
conditions where spurious synchronization occurs. For instance, it is easy to see... they indicate

synchronization even if
the oscillators are
independent.

that A,/A, ≈ A,/A, leads also to spurious synchronization. While in the case
presented before one of the source signals dominates both mixtures, here we have
the opposite case that the relative contribution of the two sources to both mixtures
xi(t) is approximately the same, which renders the observed signals very similar
and consequently leads to large values for the synchronization indices. In general,
the more signals involved in a mixture, the more mixing conditions exist that can
lead to erroneous detection of synchronization. Depending on the mixture and the
frequency content of the mixed signals, the synchronization measures proposed in
section . can then assume arbitrily high values even in the complete absence of
synchronization.

In general, the synchronization indices always re ect both, true synchroniza-
tion as well as spurious synchronization due to signal mixing. One might argue
that this could allow to quantify at least changes in synchronization between e.g. dif-
ferent experimental conditions in an EEG experiment. Aer all, the mixing of the
cortical signals into the electrodes (and therefore the ‘background of spurious syn-
chronization’) depends on the relative positions of sources and sensors and during
an experiment this spatial con guration is xed. Figure . shows the results of an
EEG simulation with two experimental conditions. e simulated EEG data has
been produced by placing oscillating electrical dipoles into the brain of a standard
head and projecting the created elds to the scalp electrodes according to a realistic
forward model (for EEG forward calculations see, e.g. [Nolte and Dassios ()]).
In both conditions, the synchronization index γ has been calculated between the
electrode C (marked by a cross) and all the other channels. As indicated by the
color code, the electrodes in the vicinity of C show strong synchrony for both con-
ditions. is is expected, since due to the forward model, neighboring electrodes
will always measure a very similar mixture of signals and from the considerations
above we know that this will lead to strong spurious synchronization. Of course, if
we pick a different electrode than C, we obtain a similar patterns, centered around
the new electrode. So, both individual pattern for each class are heavily dominated
by this spurious synchronization. e right panel of g. . shows the difference
between the two classes. Two things immediately attract attention:
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. e obvious spurious synchronization in the vicinity of C that is present in
both conditions disappeared in the class difference.

. e synchronization between C and the right hemisphere seems to have
changed between the two conditions.

It seems as if we have removed the spurious synchronization background and found
a change in synchronization that was buried under the effects induced by the linear
superpositions.

Class 1 Class 2 Class Difference

Figure .: A simulated EEG experiment with  conditions. e phase locking
value γ between the electrode C (marked by the cross) and all other electrodes
is plotted for two different conditions (le, middle). e right panel shows the
difference in γ between the classes. e class-difference plot seemingly indicates
a change of synchronization between C and the contralateral hemisphere.

Unfortunately, this effect is as spurious as the spurious synchronization we have In general, even relative
synchronization changes
are spurious.

seen before: all the signals used for this simulation are completely independent and
the only difference between the two classes is that we changed the variance of one
signal. Figure . explains the data generation; the data was created by three sim-
ulated cortical sources, two of them located in the le and right motor cortices (to
mimic the mu-rhythms) and one in the occipital area (to mimic the alpha rhythm).
For all three sources, the time series were created as band-pass ltered white gaus-
sian noise (frequency band -Hz). e only difference between the two classes is
that the variance of the simulated mu-rhythm on the right hemisphere was reduced
in class  to  of the original variance. e variance of all other signals stayed the
same and the eld patterns in g. . were constant. Since the simulatedmu-rhythm
eld patterns are more or less con ned to small regions around the electrodes C

and C, it is obvious that they can not contribute much to the synchrony between
right and le hemisphere. e only rhythm that spreads out to both hemispheres is
the alpha-rhythm. So, if we denote the right and le mu-rhythms by μr(t) and μl(t)
and the alpha-rhythm by α(t), the measured signals xC(t) and xC(t) at the scalp
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Figure .: Data generation from independent signals. In each class,  different
signals are mapped to the channels by the depicted eld pattern. All signals are
independent, the only difference between the two classes is that the simulatedmu-
rhythm on the right hemisphere has less power in class .

electrodes C and C are approximately given by

xC(t) = μr(t) + α(t) (.)
xC(t) = μl(t) + α(t) (.)

which means that the synchrony between xC(t) and xC(t) that is indicated by the
class-difference scalp plot in the right panel of g. . is completely due to the alpha
rhythm. With respect to this synchrony, the two mu-sources only act as disturbing
signals that diminish the synchronization index. If one of these disturbing signals
is reduced in variance, this leads to a rise of the γ-value, simply because the relative
contribution of the alpha-rhythm increases in the respective region.

So, spurious synchronization can change even if the there is no coupling in-
volved and the spatial con guration is constant. From themixtures alone, the power
of the sources cannot be recovered, which means that this effectively becomes a part
of the mixing process (see also section .). erefore in the presence of linear su-
perpositions, the existing measures are bound to yield erroneous results, even if we
only look at class differences. In [Brunner et al. ()], the phase-locking value γ
was used as a feature for single-trial classi cation in the context of Brain Computer
Interfacing. e authors were well aware that these features were heavily skewed by
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mixing effects, but they were able to show that the phase-locking features contained
at least some additional discriminative information that is not already contained in
the usual bandpower features. In the following, we will aim at a more direct way to
separate true from spurious synchronization. e rst step towards this goal will
be to combine methods from Independent Component Analysis (ICA) and Blind
Source Separation with phase synchronization analysis. Parts of the following was
rst published in [Meinecke et al. (b)].

4.3 Blind Separation of synchronized Signals

e objective of blind source separation (BSS) is to invert mixtures like those pre-
sented in the examples above. e term blind refers to the fact that these methods
have to estimate both the mixing coefficients and the source signals, given only the
observed signals and no further information about e.g. time courses or spectra of
these unknown sources. However, they all presuppose certain conditions on the
data. Over the course of the last  years, many blind source separation algorithms ICA algorithms separate

linear mixtures of
independent sources ...

have been developed (see e.g. [Cardoso and Souloumiac (), Hyvärinen (),
Hyvärinen et al. (), Ziehe and Müller (), Bell and Sejnowski ()]). e
most widely used class of BSS methods, known as Independent Component Anal-
ysis (ICA), assumes that the given time series xi(t) with i = , . . . ,N are linear
and instantaneous mixtures of statistically independent source signals sj(t) with j =
, . . . ,M

xi(t) =
∑
j
Aijsj(t) (.)

or, in matrix notation

x(t) = As(t). (.)

e matrix A is usually referred to as mixing matrix. To keep things simple, we
will assume in the following that the number of observed time series matches the
number of source signals, i.e. M = N, and that A is invertible. e challenge of
blind source separation is now to reconstruct the original source signals, given only
themixtures x(t), which corresponds to estimating the inverse of themixingmatrix.
Since we can always exchange a scalar factor between each source signal and the
corresponding column of the mixing matrix without changing the observed signals,
it is not possible to determine the absolute scale or the sign of the source signals.
Usually, the algorithms estimate normalized sources and the scaling is absorbed into

e case where the number of observed signals is greater than the number of sources (N > M),
can always be reduced to the case N = M by any dimensionality reduction technique or by simply
removing some of the observed signals. In the case N < M, only approximate signal reconstructions
are possible [Hyvärinen et al. ()].
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the estimated mixing matrix. In practice, the BSS is therefore oen achieved in two
steps. First, the data is multiplied by a whitening matrix

z(t) = Wx(t) with W = Cov(x)−

 . (.)

is ensures that the covariance matrix of z(t) is the identity, i.e. signals are already
uncorrelated and normalized. e second step to obtain the independent compo-
nents (i.e. the source estimates) ŝ(t) is a transformation which leaves this covariance
invariant, i.e. an orthogonal transformation

ŝ(t) = Rz(t) with R⊤R = I (.)

that maximizes the independence. Maximizing the independence of the source es-... based on higher-order
moments ... timates corresponds to mimimizing the mutual information

I(̂s) =
∑
j
H(̂sj)−H(̂s) (.)

between the estimated source signals, where H(.) denotes the entropy. Since the
entropy H(̂s) = H(Rz) is invariant under orthogonal transformations R (see e.g.
[Hyvärinen et al. ()]), this term can be neglected and minimizing eq. (.)
corresponds tominimizing the entropy of each individual source estimate. Remem-
bering that the Gian distribution has maximum entropy under all distributions
with xedmean and variance, this means effectively that we are searching for the or-
thogonal transformation R that makes the source estimates are as non-Gian as
possible. A great number of different algorithms have been proposed to nd these
non-Gian projections; some optimize contrast functions like the negentropy
by gradient descent (e.g. [Bell and Sejnowski ()]), others solve the BSS prob-
lem by approximate diagonalization of the fourth-order cumulant tensor (kurtosis)
(e.g. [Cardoso and Souloumiac ()]) or by de ation-type xed-point algorithms
(e.g. [Hyvärinen ()], see also [Blanchard et al. ()]).

e ICA methods addressed so far do not take the time structure of the source
signals into account. In fact, by just searching for non-Gian projections, dif-
ferent time points are treated independently. However, signals from self-sustained
oscillators have a distinct temporal structure that can be used for a source separation.... or based on temporal

correlations. Aer the whitening transformation, the remaining orthogonal transformation can
then also be found by a simultaneous approximate diagonalization of time-lagged
covariance matrices

C(τ) = E[z(t)z⊤(t− τ)]. (.)

Of course, also the numbering of the sources has no physical meaning, so the mixing matrix can
only be estimated up to scaling and permutation of its columns.
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i.e. by nding a rotation matrix R such that the matrices

RC(τ)R⊤ (.)

are as diagonal as possible for all different time lags τ. Examples for these source sep-
aration algorithms are e.g. TDSEP [Ziehe and Müller ()] (a generalization of
[Molgedey and Schuster ()]) or SOBI [Belouchrani et al. ()]. Besides the
fact that these methods have access to information that other ICA algorithms do
not have, they are oen numerically more stable since they rely only on second-
order moments. But whether obtained by anti-Gianization or by simultaneous
diagonalization of time-delayed covariances, aer nding R, the independent com-
ponents are then given by

ŝ(t) = RWx(t) (.)

and the estimatedmixingmatrix by Â = (RW)−. Since (synchronized) self-sustained
oscillators are de ned by characteristic temporal correlations, we will in the follow-
ing use theTDSEP algorithm for source separation. So the idea is to undo themixing
by TDSEP before calculating a synchronization index. At a rst glance, this combi-
nation of methodsmight seem nonsensical or at least questionable: if we assume the
sources to be synchronized, the independence condition of TDSEP will be violated.
If we can assume the source signals to be independent, we do not have to analyze for
synchronization in the rst place. In other words, there is a fundamental dilemma:
mixing effects cause the synchronization analysis to fail, synchronization effects in
turn might harm the source separation. We will see, how TDSEP can nevertheless
be used for synchronization analysis of superimposed signals.

First, we note that if the data consists of a linear superposition of independent TDSEP can remove
spurious
synchronization...

source signals, TDSEP will nd these signals and the spurious synchronization will
vanish. is means speci cally that aer application of TDSEP we will no longer be
fooled by the examples presented above. However, should TDSEP also systemati-
cally remove any true sychronization, its application before a subsequent synchro-
nization analysis would not make any sense. To show that synchronized signals
will generally stay synchronized if they are linearly transformed in the signal space
(i.e. demixed by TDSEP), consider the two general phase-synchronous oscillatory
time series

sj(t) = Qj(t) cosφj(t) j = ,  (.)

with positive, slowly varying amplitude functionsQi(t) >  and strictlymonotonous
phase functions φi(t) with constant offset φ(t) = φ(t) + δ. If we apply a linear
transformation in the signal space by

xi(t) =
∑
j
Mijsj(t),



48 CHAPTER 4. BLIND SOURCE SEPARATION AND SYNCHRONIZATION ANALYSIS

we obtain transformed signals of the form

xi(t) = Bi(t) cos(φ(t) + ψi(t)) (.)

where

Bi(t) =
√

(MiQ +MiQ cos δ) + (MiQ sin δ)

ψi(t) = − arctan
MiQ sin δ

MiQ +MiQ cos δ

Since Bi(t) > , these functions can be interpreted as amplitudes; so the trans-
formed signals xi(t) are still phase synchronized⁴. ismeans, that in general, linear
transformationsmap synchronous signals to other signals that are still synchronous.
is justi es to calculate the phase synchronization indices aer the linear transfor-
mation given by TDSEP.

However, there are two important things to note:

. TDSEP yields the correct source signals only if they are independent (or, more
precisely, temporally uncorrelated). Synchronized source signals will not be
correctly demixed since they violate the assumptions of TDSEP. All we can say
is that if the synchronization index does not vanish aer TDSEP, then there
must be true interaction in the data.

. As seen above, TDSEP does not remove synchronization in general. is does
not mean that it would never remove true synchronization from the data. As
we will see in the following, there are certain cases where truly synchronized
signals look as if they are just a mixture of independent signals; in these cases,
the synchronization is ’explained away’ by TDSEP.

So TDSEP cannot be understood as a proper source separation algorithm in the case... but it cannot
correctly separate
synchronized sources.

of interacting systems, it only serves as a preprocessing step that removes all syn-
chrony that can be explained as a linear superposition of independent signals. e
source estimates themselves are not necessarily meaningful. e whole procedure
should be understood as a test for synchronization rather than a method to identify
the interacting sources.

To demonstrate the usefulness of the proposed approach, consider the pair of
symmetrically coupled R systems

ṡ = −ωu − v + ε(s − s) ṡ = −ωku − v + ε(s − s)
u̇ = ωis + .u u̇ = ωks + .u

v̇ = . + v(s − ) v̇ = . + v(s − )

⁴If the amplitudesQi(t) of the original signals are approximately constant within the analyzed time
window of synchronization measurement.
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where ω = . and ω = . de ne the natural frequencies of the oscillators
and ε = ε(t) a piecewise constant coupling function, jumping between the two states
εoff =  and εon = .. e Rössler systems are integrated between t =  and t =
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Figure .: Synchronization index calculated in shiing windows on the original
data set (true roessler time series – upper panel), the mixtures (middle panel),
and the TDSEP solutions (bottom). e blue boxes indicate regions of non-zero
coupling.

, with a step width of Δt = .. From the source signals s(t) = [s(t)s(t)]⊤, a
mixture time series x(t) is generated according to

x(t) =
[

 .
. 

]
s(t)

and to these mixtures, the TDSEP demixing matrix B is applied, which yields the
sources estimates y(t) = Bx(t). On each of the three bi-variate time series s(t), x(t)
and y(t), the synchronization index γ is calculated on sliding windows of length
 with an overlap of , i.e. shied in steps of . e upper panel of Figure .
shows that the Rössler systems switch between a synchronized and an unsynchro-
nized state, depending on the coupling. Calculating the synchronization index on
the mixtures (middle panel) yields uniformly high values in both the synchronous
and the asynchronous regimes of the time series. In the TDSEP basis (lower panel)
these two states can be well differentiated.
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4.4 Recovering the Synchronization Region with TDSEP

To analyze the properties of the proposed procedure in more depth, we apply it to a
larger number of different synchronization settings and mixtures. As toy model we
use a R oscillator that is driven by a periodic external force:

ẋ = −y− z+ cy cos(ωt)
ẏ = x+ .y− cx sin(ωt) (.)
ż =  + (x− )z

e driving frequency ω is varied between . and . and the coupling strength
c between  and . and for each combination of these two parameters, the system
Eq. (.) is integrated. e rst row of gure . shows the values for the synchro-
nization indices γ, λ and ρ (as de ned in sec. .) between the driving sine wave and
x(t) from the Roessler system. e plots clearly show the characteristic A-
tongue as described in section .. For small coupling strengths, the synchroniza-
tion region is given by a very narrow frequency band that widens for larger coupling
strengths. e second row shows the result aer applying a random mixing matrix
A ∈ R× to each of the experiments, i.e.[

y(t)
y(t)

]
= A

[
x(t)

sin(ωt)

]
and calculating the synchronization indices between the mixtures y(t) and y(t).
On these randommixtures, the arnold tongues are no longer visible, especially in the
unsynchronized regions (blue regions in the rst row), we sometimes observe very
high synchronization indices. e bottom row shows the synchronization indices
aer the TDSEP demixing. One can see that TDSEP almost recovers the synchro-TDSEP ‘explains away’

synchrony without
phase shi ...

nization region, but there is systematically one part of the A tongue missing.
is means, that there are certain synchronization settings, where TDSEP can ex-
plain away true synchronization in terms of linear superpositions of independent
source signals. An analysis of the corresponding time courses shows that this effect
depends on the phase shi between the two signals. (Compare also gure .). If
the (constant) phase shi between two oscillatory signals is  or π, then TDSEP can
interpret both signals as multiples of the same underlying source. is is not pos-
sible for signals with a non-zero (or non-π) phase shi. is also means directly,
that any synchronization measure that is invariant to linear and instantaneous su-... since such signals are

indistinguishable from
linear mixtures.

perpositions has to be zero for signals with zero phase lag because, without additional
information, such signals are indistinguishable from linearmixtures of independent
signals.

In this chapter, we have seen that linear superpositions can severely interfere
with synchronization measurements. A TDSEP preprocessing allows one to re-
move the spurious synchronization, which in turn allows one to test whether there is
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Figure .: e synchronization indices γ, λ and ρ at different driving frequencies
and different coupling strengths of the sine-driven Roessler system (Eq. (.))
calculated on the original ’sources’ (i.e. x(t) and sin(ωt), (top row), the mixtures
(middle row), and the TDSEP estimates (bottom row).

true synchronization contained in a time series, but the source estimates themselves
have no obvious interpretation. From the analysis of TDSEP-preprocessed data, we
learned that synchronized signals can be distinguished from mixtures only if they
are synchronized with a non-zero phase lag. In the next chapter, we will use this
insight about the the phase lag between signals as a guideline to construct a mea-
sure of synchronization that is robust against spurious synchronization induced by
linear mixtures. is measure will allow us to design linear projection– and source
separation methods that only use true synchronization.
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Chapter 5

The Geometry of Interaction
Subspaces

Geometry is not true, it is advantageous.
—Henri Poincaré

5.1 An invariant Signature of Synchronization

In the last chapter, we saw how linear superpositions may distort the judgement of
synchronization. Even for simple cases of measurements of signals produced by in-
dependent oscillators, the synchronization indices can assume arbitrary values. We
can use Independent Component Analysis to remove this spurious synchronization,
but in general we end up with a large number of pairwise synchronization indices
between all the independent components. If some of these components are still sig-
ni cantly synchronous, we can infer the presence of interacting sources. However,
these components do not necessarily represent the true interacting sources. One
reason is that the independence assumption of ICA is violated but more impor-
tantly, strong independent sources might de ne the ICA basis whilst weaker inter-
acting sources may be spread into various components. is oen makes the results
of ICA with a subsequent phase synchronization analysis hard to interpret. It would
therefore be better to construct source separation methods that can directly sepa- We want to construct an

interaction measure
that is unaffected by
mixtures of independent
signals ...

rate the data into synchronized subsystems. Ideally, such methods would only look
at synchronized signals and completely ignore any contribution from independent
sources. A straightforward approach could be to optimize a linear transformation
y(t) = Bx(t) such that the matrix

Gij = γ
(
yi(t), yj(t)

)
of phase locking values between the transformed signals has a block-diagonal form.
In the case of pairwise interacting sources, this would be amatrix of × blocks. e
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corresponding optimization program would then maximize γ within blocks while
minimizing it between blocks. However, as we have seen, maximizing a synchro-
nization index by linear transformations leads to spurious synchronization. Also
the phase locking value γ and the other proposed synchonization indices are non-
linear functions of the data which would make the optimization very difficult: a
simple linear transformation in the data space corresponds to a complicated non-
linear transformation of the matrix G. A central idea in many BSS algorithms is to
use a measure that transforms nicely under linear transformations of the data, such
as e.g. the bilinear covariance [Ziehe and Müller (), Belouchrani et al. ()]
or the multi-linear kurtosis [Cardoso and Souloumiac ()].

So, in order to enable a separation of interacting and synchronized sources, we
will rst construct a measure for interactions which is multilinear and not suscep-
tible to spurious synchronization. In other words, we have to construct a signature
of synchronization that is structurally invariant to mixing. Of course this means
necessarily that the desired measure will not detect synchronization effects that can
as well be explained by linear superpositions, i.e. those without a measurable phase... which means that it

should only detect
synchronous signals
with phase shi.

shi. One might think of this invariant property of the data as some kind of geo-
metric structure. By scaling or rotating the whole structure in data space, certain
properties can neither be created nor destroyed. To gain some intuition about this
structure, let us compare four different bi-variate time series ( gure .). For each

random noise unsynchronized

synchronized w/o phase shift synchronized with phase shift

Figure .: Time course and L plot for noise, unsynchronized signals,
and synchronized signals with and without phase shi.

of the time series, both the time courses x(t) and x(t) and a L-plot (i.e. a
plot x(t) vs. x(t)) is shown. e most notable difference that separates the syn-
chronized signals with phase shi from all the other examples is that its L
gure looks like a deformed circle. In each oscillation, the vector x(t) sweeps over

ese gures should not be confused with phase portraits of deterministic systems like in chap. .
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the area enclosed by this ‘circle’. In the synchronized case without phase shi, the
‘circle’ is degraded to a line which does not enclose any area. For the noise and the
unsynchronized oscillators, there is no such clear structure visible.

is motivates the central idea of this chapter, i.e. to measure the interaction
between two signals by adding up all the areas that are spanned by the vector x(t)
and the vector x(t + τ), a short time τ later, for all time points t. It is immediately
clear that this distinguishes the two synchronized cases (i.e. with– andwithout phase
shi), but can this correctly distinguish between phase-shied synchronization and
independent signals? Aer all, in all these cases the vector will sweep over certain e central idea is to

measure areas that are
swept over by the signal
vector.

areas in a time interval τ. e second important idea is therefore not to use absolute,
but oriented areas. is concept is explained in gure .. Depending on whether

0

0

x(t)

x(t+τ)

0

0

x(t)

x(t+τ)

Figure .: Oriented areas: depending onwhether the vectormoves from t to t+τ
in clockwise or counterclockwise direction, the area is counted with a different
sign (here indicated by color).

the area between the vectors x(t) and x(t + τ) is swept over clockwise or counter-
clockwise, the sign of the area is positive or negative. Figure . shows the spanned
area (triangles) for the unsynchronized case in a number of consecutive time in-
tervals of length τ. ese areas are sometimes positive and sometimes negative, so
they eventually cancel out. e same happens for random noise. For synchronized
signals ( g. .) the individual triangles are all of the same sign, so they sum up to a
signi cant total area.

ose phase portraits would not allow the crossing of lines.
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Figure .: e case of asynchonous time series. (See text for description)
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Figure .: e case of synchronous time series. (See text for description.)
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is qualitative result is quite encouraging, so we de ne the interactionmeasure
tentatively as the expected value of the areaA spanned by the vectors x(t) and x(t+τ)We de ne the

interaction evidence as
the expected area. Γ(τ) = E [A (x(t), x(t+ τ))] . (.)

is measure only depends on synchronization with a non-zero phase lag, which is
the part which cannot be explained by linear superpositions of independent signals.
In other words, it measures only the provable part of the interaction; we will there-
fore call this measure the interaction evidence. Note, that the swept-over area per
time interval τ can also be interpreted as the angular momentum of a particle with
the trajectory de ned by x(t). If the dynamics in an arbitrary two-dimensional sub-
space of the data space contains a circle (which may be deformed and also noisy) as
depicted in gure ., the average angular momentum does not vanish. Wewill now
develop an algebraic description of this approach and formally analyze its properties.

5.2 Algebraic Properties of the Interaction Evidence

eoriented area spanned by two vectors x and y is a bilinear form, i.e. if wemultiply
either vector by a scalar factor α ∈ R, then the area also increases by this factorOriented areas are

characterized by certain
algebraic properties ... A(αx, y) = A(x, αy) = αA(x, y). (.)

In addition, for three vectors x, y, z ∈ R, or more generally, three vectors in the
same two-dimensional plane, we have distributivity:

A(x, y+ z) = A(x, y) + A(x, z) (.)
A(x+ y, z) = A(x, z) + A(y, z). (.)

e third de ning property of oriented areas is skew-symmetry. If we exchange the
order of the two vectors, we reverse the orientation of the area:

A(y, x) = −A(x, y). (.)

In the special case of y = x this leads to A(x, x) = , which just means that a
vector does not span an area with itself. As noted before, the bilinearity of oriented
areas spanned by vectors is a desirable property, since thismeans that the interaction
evidence will transform nicely under linear coordinate transformations in the data
space. Another desirable property is that we can easily project a triangle in RN to
any two-dimensional plane. e projected area is then just the area spanned by the
projected vectors.

However, as yet there remains an important conceptual problem. e whole
concept is based on the summation of oriented areas, which is well-de ned inR or
areas that live in the same two-dimensional plane, but how can we add up areas that
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lie in different planes of a high-dimensional space RN and what would this mean?
Obviously, simply adding areas as scalar numbers would not make any sense. Also,
the sum of areas in different planes could hardly be interpreted as an area itself.
So, in order to evaluate eq. (.) and to give this de nition a sensible meaning in
RN, we have to generalize our notion of oriented areas. It should be generalized in
such a way that a summation is possible and that it allows to keep the geometric
interpretation in each two-dimensional subspace.

ese conditions are ful lled by the wedge product known from multilinear al- ... that are l lled by the
wedge product.gebra (see, e.g. [Misner et al. ()]). Given a vector space V, the wedge product

(x, y) 7→ x ∧ y (.)

V× V→
∧
V (.)

between two vectors x, y ∈ V is de ned as a formal product with

(αx) ∧ y = α(x ∧ y) (bilinearity) (.)
(x+ z) ∧ y = x ∧ y+ z ∧ y (distributivity) (.)

y ∧ x = −x ∧ y (skew-symmetry) (.)

where α ∈ R and
∧ V denotes the vector space of all those formal products. e el-

ements of this space are called bivectors. e properties of the wedge product (i.e. bi- e wedge product
de nes bi-vectors ...linearity, distributivity and skew-symmetry) allows one to keep the interpretation

of oriented areas but there is a major difference between it and our naïve notion of
areas. While before we interpreted the area spanned by two vectors as a bilinear
form, that is a bilinear mapping to the real numbers A : V × V → R, we have now
a bilinear mapping into a much richer vector space.

To characterize the properties of the space
∧ V, let us x a basis {ei} of our

vector space V and express the vectors x, y ∈ V as linear combinations of this basis,
i.e.

x =
∑
i
xiei and y =

∑
k

ykek (.)

where xi and yk denote the coefficients of the vectors x and ywith respect to the given
basis. In the following we adopt the usual notation from physics to mark covari-
ant quantities like ei with subscripts and contravariant quantities like xi with super-
scripts. Geometric objects (like vectors) are then always given by summing over an
index that appears once as a subscript andonce as a superscript [Misner et al. ()].

In fact, this vector space structuremeans nothing but the fact that we are now able to add arbitrary
areas.
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We can now evaluate the wedge product x ∧ y as

x ∧ y =
∑
i
xiei ∧

∑
k

ykek (.)

=
∑
i,k

xiykei ∧ ek (.)

=
∑
i<k

xiykei ∧ ek +
∑
i>k

xiykei ∧ ek (.)

=
∑
i<k

xiykei ∧ ek +
∑
k>i

xkyiek ∧ ei (.)

=
∑
i<k

xiykei ∧ ek −
∑
k>i

xkyiei ∧ ek (.)

=
∑
i<k

(xiyk − xkyi)ei ∧ ek. (.)

By this, a basis {ei} in V naturally induces a corresponding basis {ei ∧ ek}i<k in∧ V. Since this basis consists of all -combinations of basis vectors from V, the
dimensionality of the space of bivectors is

dim
∧
V =

(
N


)
=

N(N− )


. (.)

Like any vector x ∈ V can be expressed in terms of components xi with respect to a
given basis {ei}, we can also express each bivectorM ∈

∧ V in terms of components
with respect to the corresponding induced basis as

M =
∑
i<k

mikei ∧ ek =
∑
i,k




(
mik −mki

)
ei ∧ ek (.)

=
∑
i,k

Mikei ∧ ek. (.)

e components of the vector x are characterized by just one index, so its canonical
representation in matrix calculus is a column vector. Likewise, a bivector M can be... which can be

represented by
skew-symmetric
matrices.

represented by a square skew-symmetric matrix with components Mik = −Mki.
Due to the properties of the wedge product given in equations (.–.), it is

justi ed interpreting x ∧ y as an oriented area de ned by the vectors x and y. We
therefore know that the triangle A(x, y) spanned by the vectors x and y must be
proportional to the wedge product x ∧ y. It is easy to check that the wedge product
corresponds to the parallelogram spanned by the two vectors, so we can identify the
triangle area A(x, y) with

A(x, y) ←→ 

x ∧ y. (.)
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However, since a global scale factor does not matter, we will skip the factor of /
in the de nition of the interaction evidence. is has no effect on the following
derivations but itmakes the formulas less cluttered. So, we can de ne the interaction So, in n dimensions, the

interaction evidence is a
bi-vector ...

evidence in RN as

Γ(τ) = E [x(t) ∧ x(t+ τ)] (.)

= E
[
xi(t)xk(t+ τ)

]
ei ∧ ek (.)

=


E
[
xi(t)xk(t+ τ)− xk(t)xi(t+ τ)

]
ei ∧ ek (.)

= Γik(τ) ei ∧ ek (.)

Each component Γik(τ) of this interaction evidence bivector measures the expected
oriented area in the coordinate plane spanned by the basis vectors ei and ek. is
corresponds directly to our rst tentative de nition for the two-dimensional case
given in eq. (.), only that we calculate the expected area in each coordinate plane
individually. Note, that this measure is translation invariant. If we add a constant
vector c ∈ RN to the data, we obtain

Γ̃(τ) = E [(x(t) + c) ∧ (x(t+ τ) + c)] (.)
= E [x(t) ∧ x(t+ τ)] + E[x(t)] ∧ c+ c ∧ E[x(t+ τ)] (.)
= Γ(τ) + (E[x(t)]− E[x(t+ τ)]) ∧ c (.)
= Γ(τ). (.)

For the synchronization indices based on the H-transform (sec. .) this was
not the case. ey are all quite sensitive to translations in data space. From equation
(.) we can also directly see that the components of the interaction evidence can
be calculated as ... that corresponds to

the skew-symmtric part
of the time-lagged
covariance.

Γik(τ) = 

E
[
xi(t)xk(t+ τ)− xk(t)xi(t+ τ)

]
(.)

=



(
Cov[xi(t)xk(t− τ)]− Cov[xk(t)xi(t− τ)]

)
(.)

=



(
Σik(τ)− Σki(τ)

)
(.)

i.e. as the skew-symmetric part of time-lagged covariance matrices Σ(τ). Intuitively,
it makes sense to have covariance-type matrices (or, correlations if normalized) as
a measure of interaction. However, we have seen that (time-lagged) covariances are
susceptible to spurious interaction. is is why the skew-symmetry of the interac-
tion evidence is so essential. In contrast to the symmetric part of the covariance,
the skew-symmetric part is not affected by linear superpositions. If we assume the
signal x(t) to be a superposition of independent source signals (as in ICA)

x(t) =
∑
i
aisi(t) (.)
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where the ai ∈ RN are the columns of the mixing matrix, we obtainIndependent signals do
not contribute to the
interaction evidence. Γ(τ) = E[x(t) ∧ x(t+ τ)] (.)

=
∑
i,k

E[aisi(t) ∧ aksk(t+ τ)] (.)

=
∑
i,k

E[si(t)sk(t+ τ)]︸ ︷︷ ︸ ai ∧ ak︸ ︷︷ ︸ =  (.)

 if i ̸= k  if i = k (.)

so mixtures of independent sources do not contribute to the interaction evidence.
is is the algebraic correspondence to the fact that the average oriented area swept
over by independent signals vanishes. A linear mixture A changes the basis of the
bivector from {ei ∧ ek} to {ai ∧ ak}, but of course, a bivector of length zero has zero
length in any basis. From eq. (.) we see that

Γik(τ) = 

E
[
xi(t)xk(t+ τ)− xk(t)xi(t+ τ)

]
=



E
[
xk(t)xi(t− τ)− xi(t)xk(t− τ)

]
= Γki(−τ)

which means that exchanging the indices is the same as a time reversal, or in matrix
notation

Γ(τ) = Γ⊤(−τ),

so skew-symmetry in the indices i↔ k implies skew-symmetry in time:Skew-symmetry in space
implies skew-symmetry
in time. Γ(τ) = −Γ(−τ). (.)

Oen it is more practical to formulate the interaction evidence in the frequency
domain, i.e. in terms of cross-spectral matrices. ese are de ned as

Σ̂(ω) = E[x̂(ω)x̂†(ω)] (.)

where x̂(ω) denotes the F transform of the x(t), i.e.

x̂(ω) = 
π

∞∫
−∞

dt x(t) exp(−iωt)

and x̂†(ω) its adjoint. An equivalent way of calculating the cross-spectrum is to
apply the fourier transform to the time-lagged covariances

Σ̂(ω) = 
π

∞∫
−∞

dτΣ(τ) exp(−iωτ). (.)
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Note, thatwhile the time-lagged covariance is real, the corresponding cross-spectrum
is complex. By noting that the skew-symmetric part of the time-lagged covariance
is the interaction evidence Γ(τ), we can split Σ(τ) into two parts

Σ(τ) = Σs(τ) + Γ(τ)

where Σs(τ) = Σ⊤
s (τ) denotes its symmetric part. From the linearity of the fourier

transformwe see that these two parts transform independently, such that the fourier
transform Γ̂(ω) of the interaction evidence corresponds to the skew-symmetric part
of the cross-spectrum. Because of (.) we can also see that this is the imaginary In the frequency

domain, the interaction
evidence is the
imaginary part of the
cross-spectrum.

part of the cross-spectrum

Γ̂(ω) = 
π

∞∫
−∞

dτ Γ(τ) exp(−iωτ) (.)

=

π

∞∫
−∞

dτ Γ(τ)
(

cos(ωτ)− i sin(ωτ)
)

(.)

=
−i
π

∞∫
−∞

dτ Γ(τ) sin(ωτ) (.)

while the F transform of Σs(τ) is its real part

Σ̂s(ω) =

π

∞∫
−∞

dτΣs(τ) cos(ωτ)

Like the Γ(τ), its F transform Γ̂(ω) is also a bivector. In fact, we can write

Γ̂(ω) = −i E[x̂(ω) ∧ x̂∗(ω)]. (.)

e graphical illustration of the areas x̂∧ x̂∗ spanned by the complex-conjugate vec-
tor pairs is not as straightforward as it was in the time domain, since even for the
simplest case of just two signals (i.e. x̂ ∈ C), this would require a -dimensional
representation. However, it is easy to calculate the size of this area. Let x̂ be a two-
dimensional vector with complex components, i.e. x̂ = r exp(iφ)e+r exp(iφ)e.
e wedge product x̂ ∧ x̂∗ is then given by

x̂ ∧ x̂∗ =
(
r exp(iφ)e + r exp(iφ)e

)
∧
(
r exp(−iφ)e + r exp(−iφ)e

)
= rr

(
exp

(
i(φ − φ)

)
− exp

(
− i(φ − φ)

))
e ∧ e

= i rr sin(φ − φ)
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which is twice the size of the parallelogram spanned by the two complex components
x̂ and x̂ of the vector x̂. Since this area lives in the complex plane, it has one real
and one imaginary dimension, so the the size of this area is purely imaginary. is
imaginary part of the cross spectrum was rst used in [Nolte et al. ()] to study
functional connectivity in EEG signals. To conclude, the interaction evidence can
be expressed as a bivector both in the time– and the frequency domain. In any case,
we obtain a real-valued skew-symmetric matrix (or a set of matrices, if evaluated for
various time lags or frequencies).

5.3 The symplectic Structure of pairwise Interactions

To construct linear projection– and source separation algorithms based on the in-
teraction evidence, it is important that we can efficiently calculate the interaction
evidence between two arbitrary one-dimensional projections of the data from the
full interaction evidence matrix. Let’s consider the two projection vectors q, p ∈ V∗.
By projecting the multivariate time series x(t) on these dual vectors, we obtain two
univariate signals

y(t) = q⊤x(t) and y(t) = p⊤x(t) (.)

and the scalar interaction evidence Γqp(τ) between the projections y(t) and y(t) ise interaction evidence
can be projected to
arbitrary 2-dimensional
subspaces.

given by

Γqp(τ) = 

E
[
q⊤x(t)p⊤x(t+ τ)− p⊤x(t)q⊤x(t+ τ)

]
(.)

=


E
[
qix

i(t)pkx
k(t+ τ)− pkx

k(t)qix
i(t+ τ)

]
(.)

= qi


E
[
xi(t)xk(t+ τ)− xk(t)xi(t+ τ)

]
pk (.)

= qiΓ
ik(τ)pk (.)

= q⊤Γ(τ)p. (.)

So given the matrix Γ(τ), we can calculate the interaction evidence between arbi-
trary linear projections of the data by just projecting the full matrix to the linear
forms p and q. As expected, this behaviour is identical to the behaviour of a co-
variance matrix. Linearity of the fourier transform implies that the transformation
behaviour in the frequency domain is completely analogous. Since all of the follow-
ing considerations apply to both time– and frequency representations, we will no
longer differentiate between the two and simply write Γ for either Γ(τ) or Γ̂(ω).

Equation (.) indicates that the bivector Γ acts as a bilinear form on the pro-
jection vectors q and p. Indeed, a central result from multilinear Algebra states, that
the linear space of all skew-symmetric k-linear mappings from a vector space V to
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the real numbers R is isomorphic to the k-th exterior product
∧k V∗. In particular,

any dual bivector

M =
∑
i,j

Mij ei ∧ ej (.)

from the space
∧ V∗ acts as a skew-symmetric bilinear form M : V× V→ R as

(x, y) 7→ M(x, y) =
∑
i,k

Mik

(
ei(x)ek(y)− ei(x)ek(y)

)
. (.)

From eq. (.), we see that the interaction evidence

Γ =
∑
i,k

Γik ei ∧ ek, (.)

as a bivector in
∧ V, acts accordingly as a skew-symmetric bilinear form Γ : V∗ ×

V∗ → R on the dual space by

(q, p) 7→ Γ(q, p) =
∑
i,k

Γik (q(ei)p(ek)− p(ei)q(ek)) . (.)

Since a skew-symmetric bilinear form on V canonically induces a bilinear form on
V∗ and vice versa, the estimation of an interaction evidence Γ equips the space (and
the corresponding dual space) with a skew-symmetric bilinear form. In the next
chapter, we will develop linear projection– and source separation algorithms in such
a space. We therefore need to characterize its main properties.

As for symmetric bilinear forms (e.g. the covariance matrix or the scalar prod-
uct) in a euclidean vector spaces, where the normal form is given by the identity
matrix, there exists also a normal form for skew-symmetric bilinear forms. If M is
a skew-symmetric bilinear form of rank r, then it follows that r = n (with n ∈ N)
and there exists a basis {ei} of V such that its matrix representation assumes the
following normal form

M =

  In 
−In  
  


with In being the n× n identitity matrix.

Proof. For M ̸=  there is an e, en+ ∈ V with M(e, en+) ̸= . By multiplying
with an appropriate scalar factor we can always achieve M(e, en+) = . e skew-
symmetry of M ensures M(e, e) = M(en+, en+) =  and M(en+, en) = −, so
the sub-matrix of M′ within the plane E spanned by e and en+ reads

M′ =

[
 
− 

]
.
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Let now V be the M-orthogonal complement to E, i.e.

V = {v ∈ V | M(v, v) =  for all v ∈ V}.

en E ∩ V = . Also, we have V = E ⊕ V because with v ∈ V we have

v−M(v, en+)e +M(v, e)en+ ∈ V

Now the procedure is repeated for M ̸=  on V and e, en+ is chosen such that
M(e, en+) = . is procedure constructs the normal form of the matrix.

In the remainder of this section, we will assume that the interaction evidence Γ
has full rank. In this case, Γ is a symplectic form [Fomenko ()]. For a nite di-e interaction evidence

de nes a symplectic
geometry in data space.

mensional vector space V overR, a symplectic form is de ned as a skew-symmetric
and nondegenerate bilinear form M : V× V→ R, i.e. for all v,w ∈ V

M(v, v) =  (skew-symmetry)
M(v,w) = ⇒ w = . (non-degeneracy)

A vector space V equipped with such a symplectic form is called a symplectic vector
space. e normal form of the symplectic bilinear form will be denoted as

Ω =

[
 In
−In 

]
, (.)

or, equivalently in the bivector representation,

Ω =

N∑
i=

ei ∧ ei+n. (.)

e corresponding basis {ei} is called a symplectic basis of V.
For the interaction evidence Γ this means that there always exists a linear trans-

formation that decomposes Γ into a sum of ×  interaction blocks ei ∧ ei+n. In the
following chapter we will use this to systematically analyze pairwise interactions in
superimposed signals. Note, that the choice of a symplectic basis is not unique. For
instance, if we multiply the basis vector e with a scalar factor and divide e+N by the
same factor, we obtain a different symplectic basis. As in Eean vector spaces,
where the orthogonal transformations have the important property that they pre-
serve the scalar product, there exists, in the same manner, a natural transformation
in symplectic vector spaces.

In section . we will show how we can always achieve dimensionality reduction to a full rank
matrix
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If we have a linearmapφ : V → V between two symplectic vector spacesV,V
with symplectic normal forms Ω, Ω, then φ is called a symplectic transformation if

Ω(φ(x),φ(y)) = Ω(x, y) for all x, y ∈ V

i.e. if the symplectic normal form is invariant. Note, that non-degeneracy of the
symplectic forms Ωi requires φ to be injective. If dimV = dimV, then φ is also
an isomorphism. In the special case V = V and Ω = Ω = Ω the set of all
symplectic transformations forms the so-called symplectic group Sp(n). For any
symplectic Q ∈ Sp(n) the matrix equation reads e symplectic group is

the set of all linear
transformations that
leave the symplectic
normal form invariant.

(Qx)⊤ΩQy = x⊤Ωy

for all x and y. So it follows that

Q⊤ΩQ = Ω. (.)

It is easy to check that this equation indeed de nes a group. It has an identity ele-
ment I, an inverse Q− for each transformation Q and the product of two matrices
satisfying eq. (.) also satis es this equation. It also de nes a L group, that is a
continuous, differentiable group, or, in other words, a group that also de nes aman-
ifold in the space of matrices Rn×n. Since detΩ = , it also immediately follows
that

det(Q) = ±

so Sp(n) has two disconnected components, where the elements with positive de-
terminant contain the identity matrix and therefore de ne a subgroup.

ere is a special structure associated with L groups, namely that there is a
one-to-one correspondence between the group⁴ and its corresponding L algebra
[Plumbley ()]. e L algebra is the linear space of all in nitesimal generators
of the group action; geometrically, it can be interpreted as the tangent space of the
L group at the identity element. For any Lie-Group G, the group-elements Q ∈ G
can be written as

Q = exp(q)

with q ∈ g being an element of the corresponding Lie-Algebra. For the symplectic
group as de ned in eq. (.) then follows

Ω exp(q)Ω− = exp(−q⊤) (.)

⁴or, more precisely any element that is connected to the identity element
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Where q is from the real symplectic algebra sp(n). From the power-series de nition
of the exponential map, it then follows that Ω exp(q)Ω− = exp(ΩqΩ−). Since
Ω− = −Ω, we obtain

ΩqΩ = q⊤ (.)

By sub-dividing the matrix q ∈ sp(n) into n× n submatrices

q =

[
q q
q q

]
(.)

we nally get

q = −q
⊤


q = q⊤ (.)
q = q⊤

which re ects the symmetries in the symplectic algebra. Given equation (.), we
can also project any square matrix M to the symplectic algebra sp(n) by

M 7−→ 


(
M+ ΩM⊤Ω

)
(.)

e symplectic algebra spp(n) can then also be de ned as the set of matrices that
are invariant under this mapping.

To conclude, we de ned an interaction evidence measure that is robust with
respect to linear superpositions of independent signals. is interaction evidence
can be interpreted as the average oriented area that is swept over by the signal vector
in a certain time interval. Formally de ned, this is a bivector which acts as a skew-
symmetric bilinear form on projection vectors. Equipped with this skew-symmetric
bilinear form, the data space is a symplectic space with the invariance group Sp(n).
e correspondence between the symplectic group and the symplectic algebra will
play an important role for solving the source separation problem in the next chapter.



Chapter 6

Linear Decomposition of
Synchronized Signals

Here it is the original that is unfaithful to the
translation.
—Jorge Luis Borges

6.1 Introduction

In the last chapter, we introduced a way of calculating a bilinear interaction evidence
measure that is invariant to linear superpositions of independent signals. Now, we
will use this measure to nd linear decompositions of the data space into smaller
interacting subsystems. In chapter , we already encountered such a linear decom-
position method for independent signals from non-interacting sources. Formally,
we will nd linear transformations of the multivariate time series x(t)

y(t) = Bx(t) (.)

such that the new time series y(t) has certain desirable properties. ere exist a
number of such decomposition methods that are variance-based, i.e. the transfor-
mation B is calculated from the covariance matrix Σ (or time-lagged covariances)
of the data x(t). To develop corresponding methods for the interaction evidence Γ,
we will use these methods as blueprints. In the next sections, we will develop the
following three algorithms, each one inspired by a corresponding covariance-based
method.

Principal Interacting Component Analysis (PICA). Inspired by Principal Com-
ponentAnalysis (PCA) [Pearson ()], thismethods estimates an orthogonal trans-
formation that decomposes the data space into pairs of interacting components.
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ese pairs form two-dimensional subspaces and are characterized by their syn-
chronization strength. Like PCA, PICA allows us a dimensionality reduction to the
(even-dimensional) subspace with the strongest interaction evidence.

Common Spatial Interaction Patterns (CSIP). is method is inspired by the
CommonSpatial Patterns (CSP)method [Koles (), Blankertz et al. ()]. CSP
simultaneously diagonalizes two class-wise covariancematrices under the constraint
that their sum is the identity matrix. is is an efficient preprocessing for variance-
based classi cation tasks, since aer CSP small variances in one class correspond to
large variances in the other class and vice versa. In analogy, CSIP estimates a trans-
formation that maximizes the class-difference in the interaction evidence while it
normalizes their sum to one. With these properties, CSIP is an equally useful pre-
processing for a synchronization-based classi cation.

Pairwise Interacting Source Analysis (PISA). Inspired by ICA, or more speci -
cally TDSEP [Ziehe and Müller ()], PISA aims at a simultaneous bidiagonaliza-
tion of several interaction evidence matrices. If the given time series can be written
as the linear mixture of pairs of interacting sources, PISA solves the corresponding
blind source separation problem. While the demixingmatrix of TDSEP can be writ-
ten as a whitening followed by an orthogonal transformation, the PISA demixing is
a symplectic normalization followed by a symplectic transformation.

Froma formal perspective, themaindifference between the three sketchedmeth-
ods is the fact that they use a different number of interaction evidence matrices.
While PICA relies on just one matrix, CSIP uses two and PISA a whole set of them.
is means that the corresponding optimization problems are solved by different
strategies: PICA leads to an eigenvalue– or an singular value decomposition, CSIP
to a generalized eigenvalue problem andPISA to aminimization of a loss function by
gradient descent. In the following, we will always rst brie y describe the variance-
based method before deriving its synchronization-based counterpart. is allows
one to study the analogies and the speci c differences.

6.2 Principal Interacting Components

In Principal Interacting Component Analysis (PICA) we want to nd projections in
space such that the interaction evidence is as strong as possible. Since this objec-
tive has a close formal relationship with the well-established Principal Component
Analysis (PCA), we start with a brief description of the latter.
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6.2.1 Principal Component Analysis

PCA [Pearson ()] aims at nding the directions of highest variance in a data
set. is can be used for dimensionality reduction, i.e. if we want to reduce the
data to a small number of virtual channels and keep as much of the variance in the
data as possible. is is a way of reducing the dimensionality while having the best
approximation of the data in the least squares sense. e new signals, weighted sums
of the old ones, are called principal components. Given the multivariate time series
x(t) ∈ V, the goal of PCA is to nd a linear projection, that is a normalized linear PCA searches for

projections of the data
that maximize the
variance.

form b ∈ V∗ such that the variance of the one-dimensional time series b⊤x(t) is
maximized, i.e.

argmax
b

Var
[
b⊤x(t)

]
s.t. b⊤b = . (.)

If we write the covariance matrix of the data as Σ = E[x(t)x⊤(t)] and introduce
the L parameter λ to include the normalization constraint, this amounts
to nding the maximum of the loss function

L(b, λ) = b⊤Σb− λ(b⊤b− ).

Setting the derivative with respect to b to zero yields the eigenvalue equation is de nes an
eigenvalue problem ...

Σb = λb (.)

which means that the PCA problem can be solved as an eigenvalue problem. By
le-multiplying with b⊤ we also see that the eigenvalue λ is the variance of the pro-
jected one-dimensional time series b⊤x(t). If we consider two eigenvectors b, b

with corresponding eigenvalues λ, λ, we have by symmetry of Σ

b⊤Σb = b⊤Σb (.)
⇒ λ b⊤b = λ b⊤b. (.)

Since b⊤b = b⊤b, the last equation is true if either λ = λ or b⊤b = ,
i.e. eigenvectors with different eigenvalues are orthogonal. From this, it also follows
that the projected data onto two different eigenvectors bi, bk is always uncorrelated:

Cov
[
bi⊤x(t), bk⊤x(t)

]
= bi⊤Σbk

= λk bi⊤bk

= .

So, aer nding the rst eigenvector b, we can repeat the procedure of maximizing
the variance on the othogonal subspace to nd the next principal component, and

Since the time structure is not used in PCA, we can regard it just as a set of data vectors.
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so on. is allows to construct an orthogonal transformation B : V → V from the
eigenvectors bk ∈ V∗ as

B =
∑
k

ek ⊗ bk.

When applied to the time series x(t), it rst projects it to the principal component
yk(t) and maps it into the k-th dimension of the vector space, yielding a new vector-
valued time series y(t) ∈ V.

Bx(t) =
∑
k

ek ⊗ bkx(t) =
∑
k

ek yk(t) = y(t)

e new time series y(t) now has the uncorrelated signals as components, ordered
by variance. In matrix notation, this transformation B reads

B =
∑
k

ekbk⊤ =


b⊤

b⊤

...
bn⊤

 (.)

which allows to write the eigenvalue equation (.) as the matrix equation ΣB⊤ =
B⊤Λ where Λ is a diagonal matrix with the eigenvalues λi on its diagonal. So, PCA... and leads to an

orthogonal trafo that
diagonalizes the
covariance matrix.

can also be understood as nding a linear transformation B that diagonalizes the
covariance matrix:

BΣB⊤ = Λ. (.)

6.2.2 Principal Interacting Component Analysis

In Principal Interacting Component Analysis, we want to nd projections of the data
that do not maximize the variance, but the interaction evidence. is would allow
one to perform a dimensionality reduction of the data based only on the synchro-
nization, i.e. nding the subspace where most of the identi able interaction takes
place. As we have seen in chapter , we can obtain the interaction evidence between
two arbitrary projections q⊤x(t) and p⊤x(t) of the data (with q, p ∈ V∗) by

q⊤Γ p.

So, in complete formal analogy to PCA, we can now search for the normalized -PICA searches for
projections that
maximize the
interaction evidence.

forms q, p ∈ V∗ that maximize that quantity:

argmax
(q,p)

q⊤Γ p s.t. q⊤q = p⊤p = . (.)
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Wewill assume that Γ has full rank andV = Rn. e cost function aer introducing
L parameters for the constraints is given by

L = q⊤Γ p− λ(q⊤q− )− λ(p⊤p− )

and setting its derivatives with respect to q and p to zero yields the equations

∂L
∂q

= Γp− λq =  (.)

∂L
∂p

= −Γq− λp =  (.)

If we multiply eq. (.) with q⊤ and eq. (.) with q⊤ from the le, we obtain

q⊤Γ p = λ

−p⊤Γ q = λ

so we see that the two L multiplier have identical values and corresponds
to the interaction evidence between the projected time series. We therefore de ne
λ := λ = λ. By multiplying eq. (.) with the imaginary unit i and adding it to
(and subtracting it from) eq. (.), we obtain the eigenvalue equations is de nes a complex

eigenvalue problem ...
Γ a = −iλ a (.)
Γ b = iλ b. (.)

where we de ned

a = p+ iq
b = p− iq

So we can solve PICA by performing a complex eigenvalue decomposition of the
skew-symmetric matrix Γ. e eigenvectors a, b come in complex conjugate pairs
and the sought-aer -forms q and p are their real and imaginary parts. InV = Rn

we obtain n independent real– and also n independent imaginary parts q, so the
{pk, qk}k=,...,n span the dual space V∗ = Rn∗.

By constructing the matrices

Q =


q⊤

q⊤

...
qn⊤

 P =


p⊤

p⊤

...
pn⊤

 (.)

we can obtain a linear transformation B : Rn → Rn

B =

[
Q
P

]
(.)
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in complete formal analogy to the PCA case. Like in the PCA case, this transfor-
mation is orthogonal, since the complex eigenvectors of Γ are unitary, which can
be shown by the exact same argument as in the PCA case (see eq. (.)). With the
matrices Q and P we can write eqns. (.) and (.) as

ΓP⊤ = Q⊤Λ (.)
ΓQ⊤ = −P⊤Λ (.)

or, in a single matrix equation... and leads to an
orthogonal trafo that
bidiagonalizes the
interaction evidence. Γ

[
Q⊤P⊤

]
=
[
Q⊤P⊤

] [  Λ
−Λ 

]
(.)

=⇒ B ΓB⊤ =

[
 Λ
−Λ 

]
(.)

So we see that the transformation matrix B transforms Γ into a bi-diagonal form
which corresponds, up to scaling of the components, to a symplectic normal form.
To perform dimensionality reduction, one can simply project to the rstm principal
subspaces, i.e.

y(t) =



q⊤

...
qm⊤

p⊤

...
pm⊤


x(t) (.)

Equation (.) suggests that PICA can also be solved by a singular value de-
composition (SVD) of Γ. is is a more direct way that avoids the detour over theAlternatively, PICA can

be solved by a real
singular value
decomposition.

complex numbers:

Γ =
[
Q⊤ P⊤

] [  Λ
−Λ 

] [
Q
P

]
(.)

=
[
P⊤ −Q⊤] [Λ 

 −Λ

] [
Q
P

]
(.)

So, the projection -forms q and p can be obtained as respective columns or rows
of the SVD transformation matrices. Note that the solution is not unique: any or-
thogonal transformation within the  ×  interaction spaces de ned by the pairs
{qi, pi} does not change the solution. In principle, arbitrary transformations with
unit determinant would be allowed; however, different SVD solutions are always
orthogonal.
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To conclude, PICA estimates an orthogonal transformation in the data space
and it can be used for dimensionality reduction. While PCA retains as much en-
ergy (variance) as possible, PICA nds the subspace with the most interaction evi-
dence. Formally, while PCA can be written as the diagonalization of the symmetric
covariance matrix, PICA bi-diagonalizes the skew-symmetric interaction evidence
matrix. e latter can be achieved either by solving a complex eigenvalue problem
or by performing a real-valued singular value decomposition.

6.3 Common Spatial Interaction Patterns

As demonstrated in the last section, PICA nds subspaces with highest interaction
evidence. However, in some situations not only the subspace where the strongest
interaction occurs is important but a subspace where the interaction allows us to
differentiate between different classes. For instance, if we record the EEG while the
subject receives two different stimuli, we might ask for the difference in synchroniza-
tion and for the location of the brain regions that react differently in the different
classes. Strongly synchronized networks of oscillators that do not change under dif-
ferent conditions might not be as interesting in this case. A method that allows one
to nd the signi cant class differences could be used as an exploratory tool to di-
rectly investigate the changes in synchronization. Furthermore, it could be used as
a preprocessing step for a classi cation task.

6.3.1 Common Spatial Patterns

A widely used algorithm that maximizes the class difference in terms of variance is
the Common Spatial Patterns (CSP) [Koles ()] algorithm. It is the state-of-the-
art preprocessing step for EEG-based brain computer interfacing. In the following
we will have a closer look at this algorithm and then develop an analogon based on
the interaction evidence. In Common Spatial pattern, one wants to nd the most
discriminating subspace between two classes in terms of variance. is means that
we want to nd -forms b ∈ V∗, such that the variance of the one-dimensional
projection b⊤x(t) is maximized for one class and minimized for the other. is can CSP searches projections

that maximize the
variance in one class
and minimize it in the
other.

be achieved by maximizing the variance in one class while keeping the sum over
both classes normalized. If we denote the class-wise covariance matrices as Σ and
Σ, and de ne Σ+ = Σ + Σ, this can be written as

argmax
p

b⊤Σ b s.t. b⊤Σ+ b = . (.)

e corresponding loss-function is then

L = b⊤Σ b− λ
(
b⊤Σ+ b− 

)
(.)



76 CHAPTER 6. LINEAR DECOMPOSITION OF SYNCHRONIZED SIGNALS

and its maxima are given by the roots of the derivative

∂L
∂b

= Σb− λΣ+b =  (.)

which is a generalized eigenvalue equation in Σ and Σ+. ese matrices are sym-is de nes a
generalized eigenvalue
problem ...

metric and positive de nite, so they are simultaneously diagonalizable. If we multi-
ply (.) from the le with b⊤, we obtain

b⊤Σb = λ (.)

so the L parameter λ corresponds to the variance with respect to the pro-
jection b in class . From Σ = Σ+ − Σ we also immediately obtain

b⊤Σb = − λ (.)

so the corresponding variance in the nd class is given by − λ. From an argument
in complete formal analogy to the one in eqs. (.) we see that the eigenvectors b, b

for different generalized eigenvalues λ ̸= λ are Σ– and Σ+-orthogonal, i.e.

b⊤Σb =  and b⊤Σ+b = . (.)

As in the PCAcase, we cannow again construct the linear transformationB : V→ V
from the generalized eigenvectors bk ∈ V∗ as

B =
∑
k

ekbk⊤ =


b⊤

b⊤

...
bn⊤

 (.)

which allows to write the generalized eigenvalue equation (.) in matrix form

ΣB = Σ+BΛ (.)

and eq. (.) shows that its solution simultaneously diagonalizes Σ and Σ+:... and leads to a
simultaneous
digonalization of the
class-covariance
matrices.

B⊤ΣB = Λ and B⊤Σ+B = I. (.)

e equations (.) provide a good intuition about CSP. Like in the case of ICA, as
sketched in section ., we can formally subdivide the linear transformation B into
two parts, a whitening transformation that ensures B⊤Σ+B = I and a subsequent
rotation that also diagonalizes Σ while not changing the (already whitened) Σ+.
Figure . shows a cartoon gure of this procedure. Aer the whitening step, Σ+

is the identity matrix, so the corresponding blue ellipse becomes a circle. In this
representation, both class covariances have a common eigenvector basis, so applying
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observed data after whitening after CSP transformation

Figure .: Cartoon of Common Spatial Pattern as a transformation in two steps.
In a rst step, a whitening of the common covariance (blue ellipse) scales different
spatial directions up or down, the second step is an orthogonal transformation,
i.e. a rotation, which corresponds to a PCA in one of the classes.

PCA to either class will transform both classes into this common eigenbasis. In EEG
signal processing, these basis vectors can be interpreted as eld patterns, hence the
name Common Spatial Patterns.

CSP leads to a simultaneous diagonalization of the class-wise covariance ma-
trices such that the sum of the two diagonal matrices is the identitity. So the CSP
solution has two important properties that make it a very efficient preprocessing
method for any classi cation that relies on variance differences.

. Since both matrices are diagonal, the number of features to be compared
between the two classes is reduced from 

n(n + ) (the number of all co- CSP leads to a compact
representation of the
variances ...

variances between channels) to n (the number of diagonal entries, that is the
number of univariate variances of the CSP components) without losing any
information.

. Since the diagonal entries of the two classes sum to one for eachCSP direction,
small variances in one class always correspond to large variances in the other
class. is allows a dimensionality reduction to the components that yield ... and allows to reduce

the dimensionality of
the data to the most
discriminating subspace.

the most signi cant class-differences by retaining only the components that
correspond to the k largest and the k smallest generalized eigenvalues λ:

y(t) =



b⊤

...
bk⊤

bn−k+⊤

...
bn⊤


x(t). (.)
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6.3.2 From CSP to Common Spatial Interaction Patterns

While CSP nds themost discriminative projections of the data in terms of variance,
we will now construct a method that allows us to nd projections that maximize the
difference in the interaction evidence. We will call the resulting method Common
Spatial Interaction Pattern (CSIP). e naïve approach would be to translate the op-
timization in the same way from CSP to CSIP as we did before in the translation
from PCA to PICA. If we denote the interaction evidence of the two classes by Γ
and Γ, this would result in the following optimization problem:

argmax
(q,p)

q⊤Γp s.t. q⊤(Γ + Γ) p = .

e constraint would ensure that the mean interaction evidence of the two classese naïve translation of
CSP to CSIP is
ill-chosen.

is normalized to one, but since q⊤Γ p is not con ned to the positive numbers but
can assume arbitry large positive or negative values, the optimization problem is
ill-chosen and has to be modi ed.

In order to translate CSP for the case of skew-symmetric interaction evidence
matrices, it is helpful to notice that there are many equivalent ways to derive CSP.
e fomulation given in eq. (.) lead to a generalized eigenvalue problem in Σ
and Σ+ = Σ + Σ, which means that these two matrices were simultaneously diag-
onalized. As we have seen, this means that also Σ is diagonal or Σ − Σ or in fact
any linear combination of the two. So we could also have started with an objective
involving any two of those matrices. As we will see later, these different formula-
tions are no longer equivalent in the case of CSIP. When de ning the objective, the
goal should be to keep themain properties of CSP that are useful for a preprocessing
in a classi cation setting, that is:

. In formal analogy to the CSP case, we aim for a bi-diagonalization of the class-
difference Γ − Γ. In V = Rn this would allow a feature reduction to in-
teraction measurements within the n two-dimensional interaction subspaces,
compared to the n − n entries of the full skew-symmetric matrix.

. e bi-diagonal entries should be normalized such that they allow a dimen-
sionality reduction like in the CSP case, i.e. by projecting to a subspace in
which the synchronization difference is most pronounced.

To achieve these goals, we start with an objective that aims directly at maximizing
the absolute value of the interaction difference between the classes. e absoluteCSIP searches for

projections that
maximize the absolute
interaction evidence
between two classes.

value is necessary to account for the inde niteness of the involved matrices. So we
obtain the following optimization problem

argmax
(q,p)

∣∣q†Γ− p
∣∣ s.t. q†Γ+ p =  (.)



6.3. COMMON SPATIAL INTERACTION PATTERNS 79

where we de ned Γ+ = Γ + Γ and Γ− = Γ − Γ. Note, that even though in the
end we are looking for real-valued vectors q and p, we allow them to be complex in
the beginning, since skew-symmetric matrices have complex eigenspectra. We will
see later how we can restrict CSIP to real-valued transformations. e loss function
reads

L(q, p, λ) =
∣∣q†Γ−p

∣∣ − λ
(
q†Γ+p− 

)
. (.)

and the roots of the derivatives w.r.t. q† and p are given by

∂L
∂p

= 
(
q†Γ−p

)∗ q†Γ− − λq†Γ+ =  (.)

∂L
∂q† = 

(
q†Γ−p

)∗ Γ−p− λΓ+p =  (.)

where (.)∗ denotes the complex– and (.)† the Han conjugate. By multiplying
eq. (.) with p from the right (or eq. (.) with q† from the le), we obtain


∣∣q†Γ−p

∣∣ − λq†Γ+ p =  (.)

and by incorporating the constraint q†Γ+p =  and introducing the variable

κ = q†Γ−p (.)

we arrive at the equation

λ =  |κ| . (.)

Re-substitution of λ into eqs. (.) and (.) nally leads to the following gener- is de nes a pair of
complex-conjugate
generalized eigenvalue
problems ...

alized eigenvalue equations:

Γ− q = κ∗ Γ+ q (.)
Γ− p = κ Γ+ p (.)

is means that the two vectors q, p ∈ V∗ are generalized eigenvectors of Γ− and
Γ+ with complex conjugate eigenvalues. In particular, if p and q are real-valued,
the eigenvalues are identical. Formally, this looks quite similar to the classical CSP
problem, which also led to a generalized eigenvalue problem. e major differ-
ence is that the eigenvalues come in complex-conjugate pairs, so we obtain at least
two-dimensional generalized eigenspaces instead of the one-dimensional general-
ized eigenvectors we had in CSP. is is of course expected, since we are looking for
pairwise interactions.
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6.3.3 The Structure of the Eigenspaces and their Bidiagonalization

In CSP, solving the generalized eigenvalue equation for two positive-de nite sym-
metric matrices resulted in a simultaneous diagonalization of those matrices. We
could now hope that solving the generalized eigenvalue problem for the two skew-
symmetric matrices Γ− and Γ+ would result in a simultaneous block diagonalization
into  ×  blocks, or equivalently, a simultaneous bi-diagonalization. However, in
general this is not the case. To see this, let’s have a closer look at the eigenspectrum
of the CSIP problem. e generalized eigenvalues of the two matrices Γ− and Γ+ are
given by the zero set of the characteristic polynomial, i.e.

det(Γ− − κΓ+) = 

For a skew-symmetricmatrixM the determinant has a special form. It can bewritten
as the square of a polynomial in the matrix elements, called the Pian of M and
denoted as Pf(M):

det(M) = Pf(M),

which means that each eigenvalue appears twice in CSIP. As for any polynomial,
the roots of the Pian are either real-valued or complex conjugated pairs, so the
characteristic polynomial can be written as

det(Γ− − κΓ+) =
∏
k
(κ− rk)

∏
n
(κ− cn)(κ− c∗n) (.)

with roots rk ∈ R and cn ∈ C. So solving the generalized eigenvalue problem in Γ−... which leads to a joint
decomposition into real
2-dimensional and
complex 4-dimensional
blocks.

and Γ+ corresponds to a simultaneous block-diagonalization of these matrices into
×  and ×  blocks. e pairs of real eigenvalues de ne two-dimensional degen-
erate subspaces, spanned by real eigenvectors. So if all the eigenvalues are real, we
can bi-diagonalize Γ− and Γ+ simultaneously. However, in general we also have the
×  blocks that correspond to double pairs of complex conjugate eigenvalues with
corresponding complex eigenvectors.

To obtain the desired real-valued transformation, we need to nd a suitable real
basis within each of these -dimensional subspaces. From eqns. (.,.) we see
that if p is an eigenvector to the generalized eigenvalue κ, then p∗ is an eigenvector
with eigenvalue κ∗. Similarly, with the eigenvalue/eigenvector pair (κ∗, q), we also
have the conjugate pair (κ, q∗). So the structure within each of the × -blocks can
be characterized by

Eigenvector p p∗ q q∗
Eigenvalue κ κ∗ κ∗ κ

See also http://en.wikipedia.org/wiki/Pfaffian.
is means that any linear combination of two eigenvectors that correspond to the same eigen-

value is also an eigenvector to the same eigenvalue.
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Note, that even though p and q have complex conjugate eigenvalues, they are not
complex conjugate themselves, i.e. p ̸= q∗. It is easy to see that otherwise the nor-
malization constraint q†Γ+ p =  would be violated. is inner structure of the
 × -blocks allows to de ne a real-valued basis {p, p, q, q} in each of the - e 4-dimensional

complex blocks can be
transformed to real
blocks by a unitary
transformation ...

dimensional subspaces spanned by {p, p∗, q, q∗} by[
p p] = [p p∗

]
· √



[
 −i
 i

]
(.)

[
q q] = [q q∗

]
· √



[
 −i
 i

]
(.)

which just corresponds to splitting p and q into their real– and imaginary parts. e
factor /

√
 ensures a proper normalization such that the transformation is unitary.

Sowe can always nd a real-valued transformation that optimizes the CSIP objective
and block-diagonalizes Γ− and Γ+ simultaneously. We still have (now real)  × -
blocks that cannot simultaneously be bi-diagonalized (or equivalently, decomposed
into  × -blocks). However, in each of the -dimensional subspaces, we can bi- ... and bidiagonalized in

the class difference by
PICA.

diagonalize Γ− by simply applying PICA. Of course, Γ+ will still contain real × -
blocks.

e fundamental difference between CSP and CSIP is that while CSP results in
a simultaneous diagonalization of the covariance matrices, CSIP can bi-diagonalize
only one of the matrices, the other one will in general contain some -dimensional
blocks, or in other words, a small number of off-bidiagonal elements. While the
CSP algorithm is symmetric with respect to the involved covariances, CSIP is not
symmetric with respect to the involved interaction evidences. In contrast to CSP,
we have to decide which of the matrices should be bidiagonal in the end. Since we
choose Γ− to be bidiagonalized, both class-wise interaction evidencematrices Γ and
Γ contain some off-bidiagonal elements. However, these elements are identical for
both classes and are therefore not relevant for a subsequent classi cation task.

6.4 Pairwise Interacting Source Analysis

Like Common Spatial Patterns, the Common Spatial Interaction Patterns algorithm
also nds projections that maximize the difference between two classes. In both
cases, this does not necessarily correspond to a proper source separation into inde-
pendent one-dimensional components or two-dimensional interaction subspaces.
Wewill now construct a source separation algorithm for pairwise interacting sources,
inspired by the TDSEP algorithm [Ziehe and Müller ()].

6.4.1 From TDSEP to Pairwise Interacting Source Analysis

As already described in section ., the blind source separation algorithm TDSEP
is based on the assumption that the observed signals x(t) are a linear mixture of
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underlying source signals

x(t) = As(t)

that are uncorrelated for arbitrary time lags τ, i.e. the time-lagged covariance matri-For independent signals,
the time-lagged
covariances are
diagonal ...

ces in the source space

Σs(τ) = E[s(t) s⊤(t− τ)]

are all diagonal. emixing implies that the time-lagged covariances of the observed
data x(t) are the linearly transformed matrices

Σx(τ) = E[x(t) x⊤(t− τ)] = AΣs(τ)A⊤

which are in general no longer diagonal. So, in order to invert the mixing and to
retain the temporally uncorrelated source signals, we have to nd a demixing matrix
B that simultaneously diagonalizes the matrices Σx(τ) by... so TDSEP solves the

source separation by a
joint diagonalization of
these matrices.

BΣx(τ)B⊤ −→ diag.

e scaling invariance of TDSEP (and BSS/ICA methods in general) is xed by con-
straining one of the diagonalized matrices —usually the covariance matrix at time
lag zero— to be normalized to the identity matrix, i.e. BΣx()B⊤ = I. As described
in section ., this is achieved by a two-step procedure, a whitening transformation
followed by a rotation.

For Pairwise Interacting Source Analysis (PISA), we assume the existence of n
latent sources signals si(t), that can be attributed to interacting oscillatory sources.
In its most general form, the interaction evidence in the source signal space is given
by

Γs(ω) =
n∑

i,k=

Γiks (ω) ei ∧ ek (.)

where Γiks (ω) denotes the interaction evidence between the source signals si(t) and
sk(t) at frequency ω.⁴ e central assumption of PISA is that the sources interact
only pairwise, such that the i–th source is synchronized with the (i+ n)–th source,
but is independent from all other sources. For the matrix entries of the interactione interaction

evidences are bidiagonal
in the source signals...

evidence, this means

Γiks (ω) =
{

γi(ω) if k = i+ n
 else (.)

⁴Here, we use the frequency-domain representation, but all formulas are completely identical for
the time domain.
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so Γs(ω) has the bidiagonal form

Γs(ω) =



  . . .  γ(ω)  . . . 
  . . .   γ(ω) . . . 
...

... . . . ...
...

... . . . ...
  . . .    . . . γn(ω)

−γ(ω)  . . .    . . . 
 −γ(ω) . . .    . . . 
...

... . . . ...
...

... . . . ...
  . . . −γn(ω)   . . . 


(.)

for every frequency ω. Each function γi(ω) can be interpreted as the interaction
spectrum of the i–th oscillator pair, since it indicates the frequency pro le of the
interaction evidence in the corresponding two-dimensional subspace.

Like in ICA, we now assume further that the observed signals xi(t) are linear su-
perpositions of the pairwise interacting source signals sk(t). To keep things simple,
we will assume here as well that the number of interacting sources does not exceed
the number of measured signals in x(t). However, in contrast to ICA, we now also
allow an arbitrary numberm of independent signals rl(t) to be added to thismixture,
i.e.

xi(t) =
n∑
k=

Ai
k s

k(t) +
m∑
l
Qi

l r
l(t). (.)

Including these independent sources is unproblematic, since the interaction evi-
dence is by design invariant with respect to these additional sources. is means,
that PISA is much less restrictive than TDSEP (or ICA in general) in the sense that
the total number of sources can greatly exceed the number of measured signals, as
long as the number of interacting sources is bounded. In particular, the omnipresent
independent noise sources will not induce any bias as in ICA. In matrix notation,
(.) reads

x(t) = A s(t) + Q r(t) (.)

with an invertible square matrix A ∈ Rn×n. Since the independent sources have
no systematic effect on the interaction evidence, the interaction evidence matrices
Γx(ω) of the observed data x(t) are given by

Γx(ω) = AΓs(ω)A⊤ (.)

or, in bivector notation

Γx(ω) =
n∑

k=

γk(ω) ak ∧ an+k (.)
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where ak = Aek denotes the k–th column of the mixing matrix A.
As in TDSEP, the goal of PISA is to invert this mixing. is means, that we

want to nd a demixingmatrix B that restores the bidiagonal form of the interaction... so PISA solves the
source separation by a
joint bidiagonalization
of interaction evidence
matrices...

evidence matrices, i.e. a simultaneous bidiagonalization

BΓx(ω)B⊤ =

[
 D(ω)

−D(ω) 

]
(.)

where D(ω) is a diagonal matrix for each frequency ω. However, in the presence
of independent source signals r(t) (e.g. measurement noise), the identi cation of
a demixing matrix does not equate the identi cation of the underlying interacting
signals. Even if we have access to the true demixing matrix B = A−, we only obtain

y(t) = B x(t) = s(t) + BQ r(t), (.)

which means that the recovered signals y(t) are the true interacting signals s(t)with
an unknown contribution of mixed independent signals. So, in a strict sense, we
can only speak of a source separation in the absence of independent (noise) signals.
While these independent signals are invisible in the interaction evidence and can
therefore not systematically effect the estimation of a demixing matrix, they are not
removed from the signals themselves. But if we can identify the matrix A, we have... which allows to

recover the eld pattern
and the interaction
spectra.

access to the eld pattern of the interacting sources and we can calculate the cor-
responding interaction spectra that are contained in the diagonal matrices D(ω) of
eq. (.).

6.4.2 Internal Symmetries and the Symplectic Whitening

Since the mixing model is the same for PISA as it has been for ICA, we expect the
same internal symmetries of the solutions to the source separating problem. As
in ICA, we cannot identify scaling and sign of the signals sk(t) and the columns
of A (or, equivalently, the rows of the demixing matrix B). Also the order of the
two-dimensional interaction subspaces has no physical meaning. However, since
PISA does not identify the columns of the mixing matrix themselves, but only theBeyond the scaling– and

permutation symmetry
of ICA, PISA is also
invariant to trafos in the
interaction subspaces.

two-dimensional interaction subspaces de ned by the blades ak ∧ an+k, we have an
additional symmetry. If we apply an arbitrary linear transformation within such an
interaction subspace,

[
a′k
a′n+k

]
=

[
m m
m m

] [
ak
an+k

]
, (.)
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the new bivector is given by

a′k ∧ a′n+k = (m ak +m an+k) ∧ (m ak +m an+k) (.)
= mm ak ∧ an+k +mm an+k ∧ ak (.)
= (mm −mm) ak ∧ an+k (.)

= det
[
m m
m m

]
ak ∧ an+k. (.)

So, a linear transformation within each of the interaction subspaces simply corre-
sponds to a scaling of the complete bivector, which means that the transformed col-
umn vectors a′k and a′n+k yield a completely equivalent solution. In the following,
we will x the scale of the interactions (which corresponds to xing the variance of
the source estimates in the ICA case), but this only determines the columns of A up
to a linear transformation with determinant one within each interaction subspace.

In the TDSEP case, the normalization of the estimated mixing (demixing) ma-
trix is de ned by the constraint that the variances of the estimated source signals are
normalized to one. is allowed us to write the demixing matrix as the product of a
whiteningW and a rotation R, i.e. B = RW. e whitening transformationWmaps e TDSEP-demixing is

achieved by a whitening
followed by a rotation.

the covariance matrix to the identity matrix

WΣW⊤ = I

and the subsequent rotation, that minimizes the off-diagonal elements of the time-
lagged covariances, is then searched in the set of all matrices that leave this identity
invariant, i.e.

RIR⊤ = I

which is the de ning equation for the orthogonal group, i.e. the set of all orthogonal
(rotation) matrices.

While this whitening-rotation procedure is not strictly necessary for the source
separation (there are indeed ICA algorithms that work without whitening⁵), it has
some important advantages. If the optimization can be restricted to the orthog-
onal group, we can be sure that over the course of the optimization all matrices
involved are well-conditioned and behave in a numerically stable way. Also there
exist very efficient joint diagonalization algorithms that operate on the orthogonal
group.⁶ One of the most important advantages of the restriction to orthogonal ma-
trices is the fact that it prevents the loss function from being optimized by simply
scaling down certain directions that cannot be separated well. is would lead to
near singular or close-to degraded estimates of the demixing matrix. Similar con-
siderations also apply to the PISA case.

From chapter  we know that the corresponding ‘whitening’ transformation for e PISA source
separation is acheived
by a symplectic
whitening W ...

⁵For a non-orthogonal diagonalization algorithm see e.g. [Ziehe et al. ()]
⁶e.g. using a series of sequential rotations with jacobi angles [Cardoso and Souloumiac ()]
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skew-symmetric interaction evidence matrices is a linear transformation that leads
to the symplectic normal form

W ΓW⊤ = Ω. (.)

is symplectic whitening can be calculated by PICA (section .) followed by a nor-
malization of the components. e remaining transformation is then to be found in
the set of all transformations that leave this normal form invariant,... followed by a

symplectic
transformation R. RΩR⊤ = Ω (.)

which is the group of symplectic transformations. So, to solve the PISA source sep-
aration, we will rst apply a symplectic whitening W to the interaction evidence
matrices and optimize the subsequent symplectic transformation R by gradient de-
scent. e complete demixing matrix is then given by

B = RW, (.)

in complete formal analogy to TDSEP. To compute the symplectic whitening, we
have to choose a interaction evidence matrix Γ(ω) or Γ(τ) at a reasonable frequency
ω or time lag τ. (In particular, we cannot use the zero time lag since Γ(τ = ) = 
due to the skew-symmetry.) A natural choice would be to use the interaction evi-
dence at a prominent frequency peak or the average interaction evidence in a certain
frequency range. In the following, we assume that we already performed the sym-
plectic whitening W.

6.4.3 Optimizing the Symplectic Transformation

With the remaining symplectic transformation R, we want to simultaneously bidiag-
onalize a set of real skew-symmetric interaction evidence matrices Γk. In general, of
course, we cannot achieve an exact bidiagonalization for a set ofmatrices (as we have
seen in the CSIP section, this is not even possible for two matrices). So like in TD-
SEP, we can only achieve an approximate joint bidiagonalization of the Γk. is will
be achieved by minimizing a loss function that measures the sum over all squared
off-bidiagonal entries of the transformed interaction matrices Γ′k = RΓkR⊤. To ob-
tain a compact matrix notation for this loss function, we introduce the bidiagonal
pattern matrix Ψ and the inverse bidiagonal pattern matrix Ψ̄

Ψ := Ω⊙Ω =

[
 I
I 

]
and Ψ̄ = 1− Ψ (.)

where⊙ denotes the element-wise H product between two matrices. Un-
der H multiplication, Ψ retains only the bidiagonal elements of a given
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matrix, while Ψ̄ removes these elements. is de nition allows to write the loss
function as

L(R) =
∑
k

trace
((

RΓkR⊤ ⊙ Ψ̄
)⊤(

RΓkR⊤ ⊙ Ψ̄
))

(.)

is loss function will be minimized by a gradient descent with multiplicative up- e transformation R is
optimized by gradient
descend.

dates, i.e. we start with the identity matrix (or any random symplectic matrix) and
update in each step the current Rn by the symplectic update Q:

Rn+ ←− QRn. (.)

So, in each individual step, we have a loss function in Q at the current Rn given by

LRn(Q) := L(QRn) (.)

e gradient of this loss function with respect to Q will always be evaluated at the
pointQ = I, whichmeans that the gradient is always an element of the tangent space
of the symplectic group at the identity. In other words, the gradient always lies in
the symplectic algebra. So, given a gradient matrixG = ∇sp LRn ∈ sp(n) and using
the one-to-one correspondence between L-algebra and L-group provided by the
exponential map, we can perform a line search on the one-parameter subgroup

Q = exp(λG) (.)

which is the geodesic line in the group Sp(n) in direction of the gradient G (see
also g. .).

6.4.4 The Gradient in the Lie-Algebra sp(2n)

To calculate the gradient∇sp LRn andde ne the notion of ’steepest descent’, we need a
measure of distance in the L algebra. For unconstrainedmatricesM, the euclidean To de ne the notion of

steepest descend, we
need a norm in the
symplectic algebra.

distance is given by the F norm, i.e. the sum of all squaredmatrix elements

||M|| =
∑
ij

M
ij = trace(M⊤M)

which directly suggests the inner product between two matrices M and M as

⟨M,M⟩ = trace(M⊤
 M).

e gradient of a scalar function f(M) in the space of matrices is then simply given
by the matrix of the partial derivatives

∇f = ∂f
∂M

.



88 CHAPTER 6. LINEAR DECOMPOSITION OF SYNCHRONIZED SIGNALS

Figure .: Cartoon gure, demonstrating geodesic line search in a L group.
e gradient G (blue arrow) lives in the corresponding L algebra (blue plane)
and can bemapped to the groupmanifold (green surface) by the exponential map.
e geodesic line exp(λG) is then given by the dashed red line.

However, for constrained subspaces, this is generally not the case. Speci cally, for
matrices from sp(n), the components of the matrices are not independent, so they
do not all correspond to different directions in the tangent space. In effect, the
F norm weights different directions differently and provides no faithful
distance measure. We have to de ne a different norm which will also ultimately
lead to a different formula for the gradient. To see this, let’s evaluate the F
norm on a matrix M ∈ sp(n):is norm differs from

the Frobenius norm of
euclidean spaces ...

trace(M⊤M) = trace
([

m⊤
 m⊤


m⊤

 m⊤


] [
m m
m m

])
= trace

(
m⊤

 m +m⊤
 m +m⊤

 m +m⊤
 m

)
=  trace(m⊤

 m) + trace(m⊤
 m) + trace(m⊤

 m)

where the last equation holds because m = −m⊤
 for elements of the symplectic

algebra (see sec. ., eq. (.)). So, the rst term indicates that the square of each
component of the submatrixm contributes twice to the F norm. e two
other terms are functions of the symmetric submatricesm⊤

 = m andm⊤
 = m. If

we evaluate the F norm of such a symmetric matrix m⊤ = m, we obtain

trace(m⊤m) =
∑
i,k

m
ik = 

∑
i,k≤i

m
ik +

∑
i
m

ii.
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Since the off-diagonal elements appear twice in a symmetric matrix, they also con-
tribute twice to the sum, while the diagonal elements count only once. In order to
have the same scaling for each independent matrix element, we have to multiply the
diagonal by a factor , i.e. we have to replace

trace(m⊤m) −→ trace
(
(m⊙ (1+ I))⊤m

)
= 

∑
i,k≤i

m
ik + 

∑
i
m

ii

erefore, we de ne the inner product between two matrices G and H in the sym- ... and is given by a
suitably de ned inner
product ...

plectic algebra as

⟨G,H⟩sp :=


trace

(
(G⊙ (1+ Ψ))⊤H

)
(.)

whereΨ is the bidiagonal patternmatrix de ned in eq. (.). Note that even though
this de nition looks asymmetric on a rst glance, it is easy to check that indeed
⟨G,H⟩sp = ⟨H,G⟩sp.

With this inner product, we can now calculate the gradient of the loss function
LRn(Q) in the symplectic algebra. In general, the gradient is de ned as the vector,
whose inner product with the unit vector H is equal to the directional derivative of
LRn(Q) in the direction of H. To calculate this directional derivative, let Q vary on
a line Q(λ) = exp(λH), where H ∈ sp(n) and ⟨H,H⟩sp = . en we have

⟨∇sp LRn ,H⟩sp =
∂
∂λ
LRn(Q(λ)) (.)

e le-hand side of this equation can now be evaluated using the de nition for the
inner product in eq. (.):

⟨∇sp LRn ,H⟩sp =


trace

((
∇sp LRn ⊙ (1+ Ψ)

)⊤H
)

(.)

and the right-hand side gives

∂
∂λ
LRn (Q(λ)) = trace

((
∂LRn

∂Q

)⊤ ∂B
∂t

)
(.)

= trace

((
∂LRn

∂Q

)⊤
HQ

)
(.)

= trace

(
Q
(
∂LRn

∂Q

)⊤
H

)
(.)

=


trace

((
Q
(
∂LRn

∂Q

)⊤
+ Ω

(
∂LRn

∂Q

)
Q⊤Ω

)
H

)
(.)
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where the last equality is due to the fact that H is from the symplectic algebra (see
sec. ., eq. (.)). Since the equations (.) and (.) hold for all H ∈ sp(n),
we obtain(

∇sp LRn ⊙ (1+ Ψ)
)⊤

= Q
(
∂LRn

∂Q

)⊤
+ Ω

(
∂LRn

∂Q

)
Q⊤Ω (.)

which can be solved for the gradient:... which leads to a
proper de nition of the
gradient.

∇sp LRn =

((
∂LRn

∂Q

)
Q⊤ + ΩQ

(
∂LRn

∂Q

)⊤
Ω

)
⊙
(
1− Ψ



)
. (.)

is equation translates the matrix of partial derivatives ∂LRn/∂Q into the gradient
for the symplectic algebra.

6.4.5 Evaluation of the Gradient and Conjugate Gradient Descent

If we de ne the interaction evidence matrices at the current update step as Γ′k :=
RnΓkR⊤

n , the partial derivatives with respect to Q are given by

∂LRn

∂Qab
=
∑
k

∂LRn

∂(QΓ′kQ
⊤ ⊙ Ψ̄)ij

∂(QΓ′kQ
⊤ ⊙ Ψ̄)ij

∂Qab
(.)

= 
∑
k
(QΓ′kQ⊤ ⊙ Ψ̄)ij

(
∂

∂Qab
(QΓ′kQ⊤)ij

)
⊙ Ψ̄ij (.)

= 
∑
k
(QΓ′kQ⊤ ⊙ Ψ̄)ij

(
(Γ′kQ⊤)bjδai + (QΓ′k)ibδaj

)
(.)

= 
∑
k
(QΓ′kQ⊤ ⊙ Ψ̄)aj(Γ′kQ⊤)bj + (QΓ′kQ⊤ ⊙ Ψ̄)ia(QΓ′k)ib (.)

= −
∑
k

(
(QΓ′kQ⊤ ⊙ Ψ̄)QΓ′k

)
ab

(.)

so the gradient can be evaluated asGiven this gradient, ...

∇sp LRn = −
∑
k

((
Γ′k ⊙ Ψ̄

)
Γ′′k + ΩΓ′′k

(
Γ′′k ⊙ Ψ̄

)
Ω
)
⊙
(
1− Ψ



)
(.)

where Γ′′k = Q Γ′kQ
⊤ = QRn Γk (QRn)

⊤. Given this gradient we can now perform
a gradient descent with multiplicative update steps as described in eq. (.). By
updating with a symplectic matrix Q at every step, we ensure that we stay on the
symplectic manifold, so the scaling of the solution is well de ned (within the sym-
metries described in eq. (.)). In each step, a search direction is given by a matrix
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H from the symplectic algebra and the symplectic update Q is determined by a line
search in λ for the one-parameter subgroup Q(λ) = exp(λH).

To achieve faster convergence it is sensible not to use the current gradient as
the search direction, but a conjugate gradient direction that also takes into account
the previous search directions. e standard conjugate gradient algorithm in a eu-
clidean search space calculates a new search direction based on two previous direc-
tions [Press et al. (), Shewchuk (), Plumbley ()]. e difficulty with
implementing the conjugate gradient on amanifold is that, while the derivatives and
gradients at all points of a euclidean space live in the same tangent space (which can
easily be identi ed with the euclidean space itself), the derivatives at each point on
a general manifold live in a tangent space which is speci c to this particular point.
To calculate new search directions from gradients and prior search directions, we
must rst move them all to the same point on the manifold. In an inner product
space, we can use the idea of parallel transport along a geodesic known from dif-
ferential geometry (see e.g. [Edelman et al. ()] or any textbook on differential
geometry). If we work in the L algebra and move along a geodesics, i.e. move
in one-parameter subalgebras of the form M = λH with H ∈ sp(n), then the
parallel transported version of the gradient vector G ∈ sp(n) is simply G itself
[Plumbley ()]. Consequently if we work in this subalgebra we can effectively
ignore the problem of parallel transport. We can therefore perform the conjugate
gradient descend by the following steps: ... we can perform a

conjugate gradient
descent.

: Initialize counter: k← 
: Choose search direction as negative gradient: H ← −G = −∇sp LR

: repeat
: Choose λk = λ∗k which minimizes LRk(Q) along the line Q = exp(λkHk).
: At this minimum, calculate the new gradient Gk+
: Choose a new search direction Hk+ = −Gk+ + γHk where

γk =
⟨Gk+,Gk+⟩sp
⟨Gk,Gk⟩sp

or γk =
⟨Gk+,Gk+ − Gk⟩sp
⟨Gk,Gk⟩sp

: k← k+ 
: until some convergence criterium is met.

e rst equation for γk is the F-R formula, the second is the P-
R formula. While both are equal for quadratic functions and perfect mini-
mization, the P-R formula is generally considered to perform better for
nonlinear problems [Plumbley ()]. In the applications of the PISA algorithm
reported in the next chapter, we therefore used the latter.
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6.5 Generalizations & Variations

In this chapter, we have seenhow synchronization-based linear projection and source
separation algorithms can be constructed following the example of variance-based
algorithms. While PICA is based on a single interaction evidence matrix, CSIP uses
two different matrices and PISA a whole set of them. With the insights provided
by the theoretical considerations in the last two chapters, it is not difficult to de-
sign further algorithms. For instance, following the example of Canonical Correla-
tion Analysis (CCA) [Hotelling ()], which maximizes the correlation between
two multivariate data sets, we can now design a corresponding method that maxi-
mizes the interaction evidence between data sets, i.e. a Canonical Interaction Anal-
ysis (CIA). Like CSIP (and like CCA), this can be formulated as a generalized eigen-
value problem. Another candidate algorithm is Stationary Subspace Analysis (SSA)
[von Bünau et al. (a)]. Given a multivariate time series, SSA identi es the sub-
space in which the signals are stationary (or nonstationary, respectively). To nd
these subspaces, SSA uses epoch-wise mean vectors and covariance matrices. With
epoch-wise interaction evidencematrices, it will be straightforward to nd potential
subspaces that are characterized by a stationary (or nonstationary) synchronization.
So SSA would translate into a Stationary Interaction Subspace Analysis (SISA).

So far, all proposed methods exclusively use the interaction evidence. is en-
sures that the outcome is unaffected by additional independent signals, e.g. noise.
In some applications, however, it can make sense to trade this advantage off against
the stabilizing the algorithms using the covariance matrix. For instance, sometimes
it might be bene cial not to extract the subspace with the strongest interaction evi-
dence in absolute terms but normalized with respect to the background noise as es-
timated by the covariance matrix. e term background noise has to be understood
in a very general way, since every non-interacting signal should be considered as
noise in a synchronization-based analysis. Such a noise-normalization can easily be
achieved by applying a spatial whitening to the data before applying PICA.e prin-
cipal interacting components will then be de ned by those spatial directions where
the interaction evidence is strongest with respect to the background noise. We will
call this approach Σ-stabilized PICA. Even more useful in practice is a Σ-stabilized
CSIP, which will be discussed and analyzed more detailed in the next chapter.



Chapter 7

Simulations & Experiments

It doesn’t matter how beautiful your theory is,
it doesn’t matter how smart you are.
If it doesn’t agree with experiment, it’s wrong.
—Richard P. Feynman

7.1 Empirical Properties of the Interaction Evidence

We will now apply the methods proposed in the last chapter, both to controlled
simulations and to data gathered in EEG experiments. We start by empirically eval-
uating the properties of the interaction evidence Γ. As in section ., we again use
the sine-driven R system as a simple toy example. at is, we analyze the
behaviour of the dynamical system de ned by

ṡ = −u− v+ ε u cos(ωt)
u̇ = s+ .u− ε s sin(ωt)
v̇ =  + (s− )v

for different driving frequencies ω and different coupling strengths ε. If we measure
the synchronization between the rst component of the R system s(t) and
the driving sine wave sin(ωt) with one of the synchronization indices, we already
know that the synchronization region in the frequency range ω ∈ [., ] and
coupling between ε =  and ε = . exhibits the characteristic form of an A
tongue. From section . we have learned that parts of this A tongue can
be explained away (e.g. by TDSEP) as the dynamics of a single oscillator which is
linearly projected onto the two channels.

We now compare this with the behaviour of the interaction evidence Γ de ned
in section .. For notational convenience, let us de ne x(t) = [s(t), sin(ωt)]⊤. To
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compute the interaction evidence Γ(τ) in the time domain, we estimate the skew-
symmetrized sample time-lagged covariance between the two signals, i.e.

Γ(τ) = 


(
Cov[x(t), x(t+ τ)]− Cov[x(t), x(t+ τ)]

)
for τ = , . . . , . To compute the interaction evidence Γ(ω′) in the frequency do-
main, the time series is cut into epochs of length  data points, with an overlap of
 data points; then each epoch is linearly detrendend, hanning-windowed and fast-
fourier transformed, which yields the complex FFT spectra x̂i(ω). e interaction
evidence in the fourier domain is then calculated as

Γ(ω) = i


(
⟨x̂(ω)x̂†

(ω)⟩ − ⟨x̂(ω)x̂†
 (ω)⟩

)
= ℑ⟨x̂(ω)x̂†

(ω)⟩

whereℑ(.) denotes the imaginary part. Tomake the interaction evidences compara-
ble with the scalar synchronization indices, we plot the mean value over all frequen-
cies ⟨Γ(ω)⟩. Figure . shows the results in the analyzed frequency– and coupling

co
up

lin
g 

st
re

ng
th

frequency ω

Sync index γ

0.99 1.015 1.04
0

0.05

0.1

frequency ω

γ after TDSEP

0.99 1.015 1.04
frequency ω

Interaction evidence

0.99 1.015 1.04

Figure .: Arnold tongue as identi ed by the synchronization index γ before and
aer TDSEP (le, right) and measured by the interaction evidence Γ (right).

range. e le and middle plots show the A tongue as estimated by the syn-
chronization index γ, before and aer the application of TDSEP. ese gures were
already shown in sec. . and sec. .. e right panel displays the interaction ev-
idence value. Similarly to the synchronization index on the TDSEP-preprocessed
data, it recovers the synchronization region except for the part where the signals
could as well be explained as a linear mixture. In contrast to the synchronization
index γ (or any other of the proposed synchronization indices) which is con ned to
the range [, ], the interaction evidence can be both positive and negative. Due to
the theoretical considerations in chapter  we know, that the sign of the interaction
evidence encodes the relative phase between the signals, i.e. whether the driving
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signal preceeds the driven signal in phase or whether it lags behind. By looking
at the signals in the different parts of the synchronization region (not shown here,
compare g. .), it can be con rmed that this is indeed the case. So the interac-
tion evidence really does what it is supposed to, it reproduces the results given by
the synchronization indices on TDSEP-preprocessed data but with the fundamental
advantage that it achieves this in one step, and with an easy-to interpret linear mea-
sure in the original input space. Note that the phase relationship between the two
signals should not be confused with a measure of causality. Although we observe
different relative phases in the different parameter settings, it is always the sine wave
that drives the R system, and never the other way round. In general, the rel-
ative phase has nothing to do with causality. However, under certain assumptions
the coupling direction can be inferred from the phase slope, i.e. the phase lag as a
function of frequency, as shown in [Nolte et al. ()].

We will now present a brief empirical comparison of the interaction evidence
with the closely related concepts of (cross-) coherence and (cross-) correlation. As
a toy system, we use two coupled R oscillators given by

ṡ = −ωu − v + ε(s − s) ṡ = −ωu − v + ε(s − s)
u̇ = ωs + .u u̇ = ωs + .u

v̇ = . + v(s − ) v̇ = . + v(s − )

with slightly different frequencies ω = . and ω = . and analyze the sig-
nals s(t) and s(t). We de ne the time unit of the R systems as ms, and
simulate min of activity with a sampling rate of Hz ( data points) In Fig-
ure . the interaction evidences, cross-correlation and cross-coherence is shown
for the uncoupled case (i.e. ε = , blue) and the coupled case (i.e. ε = ., red).
e interaction evidence Γ(τ) in the time domain shows a decaying oscillation in
the synchronized case and a at line in the unsynchronized case. In the frequency
domain, there is a pronounced peak only for the synchronized case. As expected,
the interaction evidence can well distinguish these two cases. e same is true for
the classical correlation– and coherence measures.

However, this situation changes drastically if we use linear mixtures of the sig-
nals instead of the original source signals. Figure . shows that correlation and
coherence are virtually indistinguishable for the synchronized and the unsynchro-
nized case, whereas the interaction evidence remains untouched by the linear mix-
ture. e latter is the empirical veri cation of the result proven in eq. (.).

In the next example, the signals are not mixed, but corrupted by additive pink
noise. In contrast to white noise, pink noise has a time structure that introduces
noise-correlations into the data, a structure that is also visible in a characteristic /f-
spectrum. By adding pink noise to the data that has this characteristic structure
in both time and space (which is a natural assumption in many real applications –
certainly in the case of EEGmeasurements), we obtain the results displayed in gure
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Figure .: Synchronized (blue) and unsynchronized (red) dynamics of two cou-
pled Roessler systems. e upper panel shows the interaction evidence in time–
(le) and frequency-domain (right). e lower panel show cross-correlation (le)
and cross-coherence (right).
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Figure .: Linear mixtures of synchronized (blue) and unsynchronized (red) dy-
namics of two coupled Roessler systems.

.. In the correlation– and coherence measure, the noise induces a strong bias
which might be misinterpreted as synchronization. For instance, in the spectrum
shown in the lower right panel of g. ., the coherence at around Hz is as high
as at the true interaction frequency, even though there is no synchronization in this
band (not even for the coupled oscillators). e interaction evidence does not show
such a bias: for the uncoupled case (red line), there is no systematic deviation from
the zero line, neither in the time– nor the frequency domain. is does not mean,
that noise does not affect the interaction evidence. For short observation windows,
it introduces statistical small-sample uctuations. However, these uctuation vanish
for long observations and in contrast to the correlation– or coherence measure, no
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Figure .: Noisy synchronized (blue) and unsynchronized (red) dynamics of two
coupled Roessler systems.

systematic deviation remains.
ere is also a different reason that calls for long observation windows. If two

oscillators have very similar angular frequencies ω and ω, their relative phase only
changes very slowly, i.e. with

Δφ = (ω − ω)t.

So, for a short observation window, the two signals might appear synchronized even
if they are independent, because we only observe very similar phase differences in
this window. Note, that this is an effect that all synchronization measures have in
common, note also, that this is not a statistical small sample effect but a systematic
one. To be on the safe side, the observation period Tobs should be long compared to
the period length of Δφ, i.e.

Tobs ≫
π

ω − ω

In the extreme case of signals with the same frequency, we would never have enough
data to decide whether they are synchronized or not. Of course, fortunately, the
situation is not quite as bad as this. ese considerations apply only to signals with
in nite coherence length. In practice, real signals have a decaying autocorrelation
(due to their inherent nonlinearity or due to ’noise-kicks’ they receive over time),
so if we observe a stable phase relation between two signals that lasts longer than
their coherence length, we can be sure that this is not an artifact. Still, we have to
be aware of the fact that synchronization-based data analysis necessarily needs a
certain observation length to show its strengths, while other (e.g. variance-based)
approaches are not as critical in this respect. We will observe this effect on EEG data
in sec. ..
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From g. ., we can also see that in the presence of broad-band noise and if the
interaction takes place in a well-de ned frequency range, the frequency representa-
tion of the interaction evidence has certain advantages over the time representation.
For instance, it allows one directly to choose the interaction evidence matrices Γ(ω)
at speci c frequencies of interest; these can then be fed into the algorithm without
the detrimental effects of noise in the other frequencies. Also, the interaction spec-
trum is usually easier to interpret. In the following simulations and experiments, we
will therefore use the frequency representation.

7.2 Finding the Subspace of Interactions (PICA)

To empirically demonstrate the properties of the Principal Interacting Component
Analysis algorithm and to prove its usefulness in practice, we again simulate inter-
actions in a R toy system. Speci cally, we simulate  pairs of symmetrically
coupled R oscillators. Each coupled pair (i, k) is given by

ṡi = −ωiui − vi + ε(sk − si) ṡk = −ωkuk − vk + ε(si − sk)
u̇i = ωisi + .ui u̇k = ωksk + .uk (.)
v̇i = . + vi(si − ) v̇k = . + vk(sk − )

where ωi and ωk de ne the natural frequencies of the oscillators and ε the coupling
strength. We de ne the time unit of the R systems as ms, and simulate
min of activity with a sampling rate of Hz ( data points). e  signals si(t)
are then mixed into the signals xn(t) by

xn(t) =
∑
i=

Ani si(t) + ηn(t) n = , . . . , 

where the mixing coefficients Ani and the additive noise ηn(t) are drawn from a
standard normal distributionN(, ). Figure . shows such a -dimensional source
signal and the -dimensional noisy mixture, simulated using the following param-
eters:

Oscillator no. i      
Frequency ωi . . . . . .
Coupling strength ε . . 

So in this example only the pairs (,) and (,) are coupled strong enough to trigger
phase synchronization; the dynamics of the oscillators  and  remain independent.
Note, that from looking at the source signals it is not at all obvious whether some
are phase synchronized or not. e uctuations in the instantaneous amplitudes
are still irregular and independent. e question is now: can PICA correctly iden-
tify the size of the interaction subspace in the -dimensional data space? Figure .
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Figure .: Le panel: the  source signals, generated by  pairs of R os-
cillators, i.e. signals (,), (,) and (,). Right panel: the source signals mapped
randomly into a -dimensional data space, with additional noise.
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Figure .: e rst row shows the PCA, the second row the PICA solution to the
data set. While the eigenvalues of the covariance matrix decay gradually, PICA
clearly indicates that there exsts a -dimensional interaction subspace.
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shows the results of PCA and PICAwhen applied to the signal x(t). e PICA trans-
formation was calculated on the mean interaction evidence matrix in the frequency
range between – and Hz. e le column shows the covariance– and interac-
tion evidence matrix, the middle column the respective matrices aer application
of PCA and PICA. While PCA diagonalizes the covariance matrix, PICA bidiago-
nalized the interaction evidence. e bar plots in the right column show the values
on the diagonal (or the bidiagonal, respectively). While the eigenvalue spectrum
of PCA decays gradually, the PICA solution shows a sudden jump aer two large
values, which clearly indicates that there exists a four-dimensional interaction sub-
space, consisting of two pairs of interacting sources. Neither the twonon-interacting
R systems nor the noise signals contribute to the interaction evidence. is
qualitative result can be reproduced for different values of coupling strengths and
dimensions of the data space. Comparison of the projection matrix with the mix-
ing matrix shows that PICA can indeed correctly identify the subspace where the
interaction takes place.

is, however, does not mean, that PICA solves the source separation task. To
see this, consider the simple example depicted in Figure .. Here, we superimposed
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Figure .: PICA does not solve the blind source separation problem. While the
interaction subspace is correctly identi ed, PICA does not recover the original
sources.

two interacting systems, each composed of a sine and a cosine wave with frequencies
Hz (signals  and ) and Hz (signals  and ). Even though PICA is able to
identify the interaction space, the PICA projections (right panel) do not reconstruct
the original source signals (le panel). is is in complete formal analogy to PCA,
which can nd the subspace that contains the most variance, but does not solve the
source separation problem. While for independent sources the source separation
can be solved by ICA, the mixture given in g. . can be separated by PISA as we
will see in section ..

In the following, we analyze the behaviour of PICA inmore detail and explore its
strengths and limitations in a larger number of controlled simulations. Speci cally,
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we embed the  pairs of synchronized R oscillators (as de ned in eq. (.)
and the following table) into a -dimensional data space and analyze how well the
-dimensional interaction subspace can be identi ed for different noise strenghts,
noise colors, observation lengths and number of data points. By using only the syn-
chronized signals of the -dimensional time series, we are able to compare the be-
haviour of PICA with the behaviour of its variance-based counterpart PCA. Aer
mapping the -dimensional source signal s(t) to the -dimensional observation
signal x(t), both PCA and PICA can correctly identify the subspace spanned by the
oscillating time series: PCA as the subspace with non-vanishing variance, PICA as
the subspace with non-vanishing interaction evidence.

To quantitatively measure the accuracy of the subspace identi cation, we de-
ne a subspace identi cation error or, for short subspace error, in terms of principal

angles between the true subspace, as given by the column-span of A and the esti-
mated subspace determined by the respective algorithm. Principal angles can be
de ned for arbitrary linear subspaces U and V and provide information about their
relative position. e concept was rst introduced by C J. Let k be
the dimension of the smaller subspace, then there exists a set of principal angles
{θ, . . . θk}, where the rst one is de ned as

θ := min
{

arccos
(

u · v
∥u∥∥v∥

)∣∣∣∣ u ∈ U, v ∈ V
}

= ̸ (u, v).

and the vectors u and v are called principal vectors. e other principal angles and
vectors are then de ned recursively via:

θi : = min
{

arccos
(

u · v
∥u∥∥v∥

)∣∣∣∣ u ∈ U, u ⊥ Ui, v ∈ V, v ⊥ Vi

}
where Ui = {u, . . . , ui−} and Vi = {v, . . . , vi−}. is means that the principal
angles form a set of minimized angles while the principal vectors within each sub-
space are orthogonal to each other. So, if all angles are zero, one subspace is a subset
of the other. In fact, the number of zero angles gives the size of the common sub-
space. Given these principal angles, we can now de ne the subspace error between
two n-dimensional linear subspaces as

SE :=

n

n∑
i=

sin θi. (.)

is error is always between  and ; it is zero only if the two subspaces are iden-
tical, it is maximal only if any two vectors from the two subspaces are othogonal.
A signal in the direction of the principal vector ui of one subspace will lose sin θi
of its variance when projected to the corresponding vector vi of the other subspace.

see, e.g. http://en.wikipedia.org/wiki/Principal_angles
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erefore, the subspace error can be interpreted as the amount of information that
is lost when describing a signal not in its true subspace, but as a projection to a dif-
ferent subspace. e fraction of the information captured in this subspace is then
given by

− SE =

n

n∑
i=

cos θi.

In a rst simulation we explored the in uence of spatially colored noise on the
subspace error for both PICA and PCA. e analyzed signals x(t) were given as
linear mixtures of the -dimensional source signal s(t) (de ned by the two pairs of
synchronized R oscillators) and the -dimensional Gian noise signal
r(t):

x(t) = As(t) + ηQr(t).

Both signals, s(t) and the noise, r(t) were normalized to unit variance; the rela-
tive weight between the two was controlled with the noise level parameter η. e
mapping of the sources s(t) into data space was achieved with randomly generated
orthogonal mixing matrices A ∈ R×, i.e. with A⊤A = I. e noise mixing
Q ∈ R× was generated as a diagonal matrix with elements drawn from a uni-
form distribution between [ − c

 ,  +
c
 ]. For c = , the matrix Q was just the

identity matrix, so the additional noise was spatially white. For increasing values of
c, the noise covariance becomes less spherical and the noise spatially more colored.
erefore, the parameter c will be referred to as noisecolor. Note that the color of
the noise is important not with respect to the orthogonal frame of abservations but
to the basis of the true source signals. is is why we restricted A to the othogonal
matrices, since such transformations do not change the shape of the signal covari-
ance (they only rotate this covariance in space). However, for the interpretation,
this is not an important restriction: the reported results do not depend on a global
transformation of the data.

Figure . shows the subspace error for both PICA and and PCA for different
noise colors c. e length of the simulated time series was s at a sampling rate of
Hz, which yielded  data points. All parameter settings were simulated with
 repetitions and the plots show themedian value and the  and  quantiles.
e upper le panel shows the behaviour of PCA (red) and PICA (green) for white
noise in the noiselevel range between  and .. For low noise levels, both PCA and
PICA can perfectly identify the true subspace and even for very strong noise levels,
the subspace error stays quite low. is shows that both algorithms are very stable
in the presence of noise. Note, that while the absolute error values shown for PCA
depend directly on the signal-to-noise ratio, the error values for PICA also depend
onmany other parameters that are only indirectly accessible. Not only the signal-to-
noise ratio is important but also the oscillator frequency, the number of data points,
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Figure .: e behaviour of PICA and PCA with respect to spatially colored
noise. A -dimensional R time series was embedded into  dimensions,
observation time was s at Hz.

the observation length and the time structure of the uninformative noise signals.
Also, both methods are based on different aspects of the data which can be varied
independently. erefore, we can adjust the relative sizes of the error values as we
wish. In particular, by choosing the ‘right’ signals, we could make either algorithm
look bad. So, for this plot (and most of the following), it does not make much sense
to ask which method is better in absolute terms. From the simulation results we can
only infer that the errors of both algorithms scale similarly with respect to increasing
white noise. In both cases, the white noise induces random uctuations that slowly
increase the average error.

More interesting than the absolute error scale is the relative behaviour of the
algorithms with respect to different noise structures. e other panels of g. .
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show the subspace error in the same range of the noise level parameter η, but for
different noise colors c. For PICA, the error is almost unaffected by the noise color;
for large noise levels, it shows only a minor increase with respect to the white noise
case. PCA shows a completely different behaviour: more than the noise level, the
PCA error is affected by the noise color. is has an obvious reason: spatially colored
noise biases the covariance matrix that PCA is based on, so noise not only induces
variance, but also a bias. PICA is unbiased even in the case of spatially colored noise,
i.e. where the noise covariance differs from the signal covariance.
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Figure .: e behaviour of PICA and PCA with respect to varying observation
length. A -dimensional R time series was embedded into  dimensions,
sampling rate was Hz.

e next set of simulations analyzes the effect of varying observation lengths on
the subspace error. Here, the same data setup was used and the noisecolor was xed
at c = .. Figure . shows the subspace errors for observation lengths from  to
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s. It is obvious, that PICA is more susceptible to short observation periods. De-
creasing the length of the observation period from s to s or even s, increases
the error for both algorithms, but more drastically for PICA. While for s of ob-
servation the error of both algorithms was on the same level between η =  and
η = , at s the PICA error is several factors higher than the PCA error. Again,
not the absolute values, but only the different behaviour of the methods should be
interpreted. In these simulations, by changing the observation length, we varied the
number of data points from  over ,  to .

A different way of varying the size of the data set is presented in the next set of
experiments. In gure ., an observation length of s is kept xed, but sampled
with different sampling rates, ranging from Hz to .kHz. Since PCA does not
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Figure .: e behaviour of PICA and PCA with respect to different sampling
rates. A -dimensional R time series was embedded into  dimensions,
observation time was s.
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use time structure, it is not surprising that the error curves for PCA do not depend
on whether we varied the sampling rate or the observation length. All that counts
is the number of data points which is identical in the respective panels of gures
. and .. In the PICA case, there is a qualitative difference: below the interac-
tion frequency of the synchronized systems (here at about  Hz), the interaction
subspace can no longer be identi ed, regardless of the noise level.

e simulations in gure . repeat those presented in ., only that this time
the ‘noise’ r(t)was given by a number of sine waves with random phase offset. ese
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Figure .: ebehaviour of PICAandPCAwith respect to different observation
times. A -dimensional R time series was embedded into  dimensions
with  independent sine waves as distractors, sampling rate was Hz.

PICA error also increases faster for higher sampling rates, because we always used the frequency
range between  and Hz for calculating the interaction evidence. For higher sampling frequencies
some of the noise falls out of this range.
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 sine waves were equally spaced in the frequency range between  and Hz and
normalized to unit variance. One might think that PCA would not register this
change, but nearby sine waves produce beat frequencies which manifest themselves
as uctuations in variance. erefore, for short time windows (upper panels), the
PCA error curve is steeper than in g. .. A different short-window effect can be
seen in the PICA error curves. As already mentioned in sec. ., oscillating signals
can appear synchronous if only observed for a short time. In the upper le panel,
already for low noise levels, PICA nds pairs of seemingly synchronized sine waves.
is systematically ‘eats up’ one of the truly synchronized pairs (the one with the
lower interaction evidence). e other one is more stable and disappears at a noise
level of approximately , which can be seen as a plateau in the error curve. In the
lower panels, we see that longer observation periods resolve the effects of transient
synchrony caused by oscillating noise signals.

Figure . shows that increasing the number of data points does not help in the
case of overly short observation windows. In analogy to g. ., the number of data
points has been increased not by changing the observation length, but the sampling
rate. e upper le panel shows the effect of too low sampling rates already observed
before. Aer a sudden transition at twice the oscillator frequency (the synchronized
oscillators must not have rhythms faster than the N frequency), the PICA
error curve remains independent of the sampling rate. is indicates that this error
has only very little to do with small sample uctuations. It is a systematic effect of
the transient synchrony observed between the sine waves and can only be avoided
with longer obervation periods. Note that while also PCA is systematically affected
by the variance uctuations introduced by the beat frequencies of the sine waves,
the PCA error can at least partly be explained by small sample uctuations, since
the performance improves for higher sampling rates (and thus more data points).
In the PICA case, the transient synchrony due to overly short observations is clearly
the limiting factor.

In the nal set of PICA simulations presented in g. ., the dependence of the
error on the dimensionality of the data space is explored. In the simulations pre-
sented so far, the data space was -dimensional. Here, the signals were mapped
into  to  dimensional data spaces. e noise signals were Gian with a noise
color of c = ., the data set length was s at Hz. On the whole, the PICA
method shows a comparable robustness with respect to high dimensions as PCA.
By comparing the curves in the four panels, we see that for growing dimensionality,
PICA slightly looses ground with respect to PCA, which indicates a slightly superior
robustness of the latter. However, this difference is too small to be worrysome and
will in practice depend much more on other factors as we have seen in the simula-
tions before.

To conclude, PICA can correctly identify the linear subspace with the strongest
interaction evidence from a multivariate time series. In contrast to methods like
PCA, PICA is not biased by spatially colored noise. However, to achieve its full effec-
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Figure .: e behaviour of PICA and PCA with respect to different sampling
rates. A -dimensional R time series was embedded into  dimensions
with  independent sine waves as distractors, observation time was s.

tiveness, PICA needs long enough signals, not only in terms of data points but, more
importantly, in terms of observation time. e length of the needed time windows
is de ned not only by the properties of the synchronized signals and the method
but also by other (especially oscillatory) signals in the data set. Generally speaking,
going for longer time periods can make a more decisive difference for PICA than it
does for PCA. See, e.g. ., at noise level η = : for an observation time of s the
average error is almost at chance level, for an observation time of s, it is close to
zero. PCA also gets better with more data but it does not show such extreme jumps
in performance. Also, it might stop to improve for longer time periods since a possi-
ble noise bias remains. Given a stable synchronization, PICA always improves with
time.
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Figure .: e behaviour of PICA and PCA with respect to dimensionality of
the data space. A -dimensional R time series was embedded, sampling
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7.3 Finding discriminative Interaction Subspaces (CSIP)

We will now demonstrate the application of the Common Spatial Interaction Pat-
terns (CSIP) method to a data set with two classes that differ in the interaction be-
tween individual oscillators. We will use the same toy system as in the previous
section, i.e.  pairs of R oscillators as de ned by eq. (.). In one class, the
pairs (,) and (,) are coupled, in the other class, the pairs (,) and (,), so the
data is simulated according to the following table:

Oscillator no. i      
Frequency ωi . . . . . .
Coupling ε (class ) . . 
Coupling ε (class )  . .

Like in the previous section, a noisy -dimensional mixture is produced from the
 source signals (of course, the mixture is identical for both classes). For each class,
one training– and one test data set is generated. Figure . shows the sources and
the noisy mixtures. ere are no immediately obvious features that allow one to
differentiate between the signals, not even on the source level. As seen before, the
-dimensional interaction subspace can be identi ed by PICA, so the rst step in
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Figure .: e rst row shows the source signals as generated by  pairs of
R oscillators. In class  (le column) the pairs (,) and (,) are syn-
chronized, in class  (right column) the pairs (,) and (,). e second row
shows the corresponding noisy -dimensional mixtures.
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the CSIP analysis is a dimensionality reduction by PICA to the true interacting sub-
space. Aer this dimensionality reduction, the CSIPmethod is applied to the—now
-dimensional— mixture. e le two columns of gure . show the interaction
evidence matrices Γ and Γ of the two classes aer the application of CSIP, the two
right columns the difference Γ − Γ and the sum Γ + Γ. e top row shows the
training data (i.e. the data that has been used for estimating the CSIP transforma-
tion) and the bottom row the corresponding matrices obtained from the test data.
By construction, the bidiagonal entries of the matrix Γ+ = Γ+Γ are  (upper bidi-

Γ
1

Γ
2

Γ
1
−Γ

2
Γ

1
+Γ

2

Figure .: e interaction evidence matrices aer dimensionality reduction by
PICA and application of CSIP. e top row shows the training data, the bottom
row the test data.

agonal) or - (lower bidiagonal). is is enforced by the normalization constraint
q⊤Γ+p =  in the formulation of the CSIP optimization problem in eq. (.). Un-
der this constraint, the class difference on the bidiagonal is maximized, which yields
exactly two pairs of oscillators with a high class difference, while the third pair is
identical for both classes. By comparing this result with the parameter setting of the
simulation in the table presented above, we see that CSIP nds exactly the structure
that is hidden in the data.

Based on these two CSIP features, we can now aim at a single-trial classi cation
of the data based on short epochs of oscillatory activity. Figure . shows the dis-
tribution of the two-dimensional feature vectors for both training and test data set
based on epochs of s length each. It is obvious that the two classes are well sep-
arated in the representation chosen by CSIP. As a comparison, gure . shows
the band-power based feature vectors as extracted by the Common Spatial Patterns
(CSP) [Koles ()] algorithm on epochs of s length. Since the class-dependent
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Figure .: e two-dimensional feature vectors for the two classes (blue, red) as
extracted by CSIP on epochs of s length. e le panel shows the training data,
the right panel the test data.

coupling does not change the band power in the individual oscillators, there is no
class separation possible based on CSP features. is is independent of the epoch
length; in particular the discriminability does not improve with larger epochs.

Of course, it is a simple exercise to generate data that is discriminative only in
variance (for instance independent sources), discriminative in both variance and
synchronization, or in neither representation. erefore it does not make much
sense to report exact classi cation accuracies for these toy examples because they
depend on many parameters and can therefore be choosen to be arbitrary for both
representations. e crucial point of this qualitative example is that these two ways
of classifying are in principle completely independent. Each one can access infor-
mation that the other cannot use.

Even though we cannot compare CSIP and CSP in terms of absolute error val-
ues, it can be quite instructive to use the known method CSP to put the properties
of CSIP into perspective. As in the previous section, we empirically explore the
behaviour of CSIP at different parameter settings. CSIP is always applied aer a
PICA-based dimensionality reduction to the true interaction subspace. In a sec-
ond step, CSIP then nds the smaller two-dimensional subspaces that maximize
the class-difference of the interaction evidence. In terms of subspace identi cation,
most of the CSIP properties are very similar to those found for PICA: CSIP is ro-
bust against spatially colored noise but susceptible to oscillatory noise signals if the
observation time window is too short. Like PICA in the previous section, also CSIP
yields very stable results for longer time windows. e error plots for the subspace
identi cation look qualitatively very similar, so we do not present them here since
they contain no new insights (and since the absolute error values can be adjusted



7.3. FINDING DISCRIMINATIVE INTERACTION SUBSPACES (CSIP) 113

0.35 0.4 0.45 0.5 0.55 0.6 0.65
0.25

0.3

0.35

0.4

0.45

0.5

0.55

0.6

0.65

0.7
training data

0.35 0.4 0.45 0.5 0.55 0.6
0.25

0.3

0.35

0.4

0.45

0.5

0.55

0.6

0.65

0.7
test data

Figure .: e two-dimensional feature vectors for the two classes (blue, red)
as extracted by CSP on epochs of length s.

arbitrarily anyway.). Instead we will analyze different aspects that are speci c to
CSIP.

By applying CSIP, we might be interested in the linear transformation as such
(e.g. the eld pattern in EEG analyses) or we might pursue a different goal, namely
the classi cation of different synchronization states. In the latter case, CSIP is a
preprocessing step that allows us to generate discriminative features based on short
time windows (epochs). e linear transformation itself is determined on a longer
time series consisting of many epochs, so the identi cation of this transformation
will not be the limiting factor. In a classi cation setting it is not enough to nd the
correct projection, butwe need discriminative features on a single-trial basis, so each
single trial must contain the crucial information. We will therefore not analyze the
subspace error, but directly the classi cation accuracy in a single trial classi cation.
In particular wewant to explore how the error rate depends on noise level and epoch
length.

Again, the synchronized oscillators are simulated as the  pairs of R
oscillators de ned by eq. (.) with parameter settings according to the following
table:

Oscillator no. i      
Frequency ωi . . . . . .
Coupling ε (class ) .  .
Coupling ε (class )  . .

Or rather, if the complete data set is too small to estimate the linear transformation, then this will
apply to the individual epochs even more.
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e parameters have been chosen in order to generate a hard-enough classi cation
task to demonstrate the in uence of noiselevel and epoch length.⁴ As already seen
before, the dynamics of these oscillators do not contain any information that CSP
could use. erefore, the data set was slightly modi ed for the CSP-based feature
extraction: oscillators  and  were scaled by a class-dependent factor:

Oscillator no. i  
factor (class ) . .
factor (class ) . .

Also these factors were chosen in order to achieve classi cation errors that stretch
over the full error range for the given noise levels. With these parameters, minutes
of training data and  minutes of test data were simulated at a sampling rate of
Hz. Both training and test data consisted of  minutes dynamics from each
class and the class-wise interaction evidence matrices Γ and Γ were determined as
the average interaction evidence in the frequency range - Hz on the training set.
e transformation estimated from these matrices was then used to extract features
from epochs in both training and test set. Finally, a Linear Discriminant Analysis
(LDA) classi er was trained on the training set and applied to the test set. (e CSP
classi cation was carried out accordingly.)

Figure . shows the median classi cation errors and the  and  quan-
tiles for  repetitions and all parameter settings. e error curve for the CSP pre-
processing shows similar behaviour in all four panels. Aer a region with perfect
classi cation, the error increases with noise until it eventually reaches chance level.
For longer epoch lengths, the region of acceptable classi cation rates expands grad-
ually to higher noise levels. e behaviour for the CSIP preprocessed data is qualita-
tively different. For short epoch lengths (upper panels), the error rate never reaches
a good classi cation accuracy, not even for zero noise. On observation intervals as
short as this, the interaction evidence is skewed by the transient synchrony of the un-
synchronized signals, so the feature vectors can no longer be separated. At a certain
higher epoch length, this transient synchrony vanishes and the CSIP-based classi -
cation errors are on par with the CSP preprocessing (bottom le panel). Also, the
synchronization-based classi cation seems to pro t slightly more from even longer
epochs than the one based on variance (bottom right panel).

It is now an obvious question whether or not the different features can be com-
bined to achieve a better classi cation. Figure . shows the classi cation error
for the combined feature vector. For comparison, also the error curves for CSP and
CSIP are plotted, but for better readability without the quantile-ranges. In each of
the four panels, the combined feature vector allows a classi cation that is at least as
good as each of the single feature vectors. In the upper panels, the CSIP features

⁴For the parameter setting in the qualitative example above, the classi cation task was too easy to
vary the classi cation error over the whole error range.
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Figure .: Misclassi cation rate (classi cation error) for CSIP– and CSP fea-
tures from different epoch lengths. Sampling rate was Hz.

do not contribute to the classi cation; the accuracy achieved with the combined
features is identical to the one using CSP features only. is behaviour changes
signi cantly in the lower panels: here the combined feature set outperforms both
individual feature vectors. So it is evident that the different feature sets contain in-
dependent information that can be used to improve the overall classi cation perfor-
mance. However, even this depends critically on the epoch length. For overly short
epochs, the information contained in the CSIP features is too weak to help the CSP
features signi cantly.

As already mentioned, CSIP is always applied aer a PICA-based dimensional-
ity reduction. eCSIP transformation is then estimated within the true interaction
subspace. In the presented simulations, the dimensionality of this interaction sub-
space is easy to determine by way of the large gap in the size of the eigenvalues (see
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Figure .: Classi cation error for the a feature vector that combines CSP– and
CSIP features for different epoch lengths. Sampling rate was Hz.

g. .) but for real data it is oen not trivial to determine the correct dimension-
ality. So the question arises whether this dimensionality reduction is important or
not. Aer all, CSP is also oen applied without a prior dimensionality reduction.⁵
Unfortunately, in the case of CSIP, this dimensionality reduction step is essential.
is effect is shown in g. .. Here the abovementioned -dimensional data set
wasmapped into a larger space by simply adding noise dimensions to the data. LDA
classi cationwas performed on epochs of length s, with (red) andwithout (green)
PICA-based dimensionality reduction. While the CSIP feature extraction quickly
leads to arbitrary results if merely a small number of noise dimensions is added,
PICA has no problem in removing them and enabling a perfect classi cation. So,
where is the problem? Ironically, it is just the fact that the interaction evidence is un-

⁵Although it helps to prevent over tting, it is not strictly necessary.
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biased by noise (and independent signals) that leads to this behaviour. In the CSIP
optimization problem, the normalization constraint q⊤Γ+p =  leads to ill-scaled
matrices if the interaction evidence is close to zero in certain directions. Of course,
the whitening in CSP or ICA also goes wrong if the covariance matrix does not have
full rank, but the ubiquitous noise helps to regularize the covariance by adding small
noise terms to otherwise vanishing eigenvalues.

Both CSP and CSIP can be written as methods that search for projections which
maximize a class difference while keeping a class sum constant, i.e. they maximize a
quantity similar to

Δ =
α − α
α + α

.

In the case of CSP, these α are variances, in the case of CSIP they are interaction
evidences. e crucial difference between the two methods is that variances are
strictly positive, so Δ is always between - and , while the interaction evidence is
unsigned, which can lead to arbitrarily large Δ. Figure . shows the distribution
of Δ-values for random projections from covariance matrices (upper panel) and in-
teraction evidence matrices (lower panel) that were computed from uninformative
white gaussian noise. As the number of data points increases, the contributions of
the variance-based Δ decreases (since the denominator α+α does not vanish, i.e. it
is biased towards a positive number given by the noise variance). e distribution of
the interaction-Δ, however, does not change with the number of data points, since
by symmetry the numerator α−α scales exactly in proportion to the denominator
α + α. If we assume the α to be Gian, the interaction-based Δ are C-
distributed. is is a prime example of a distribution with very heavy tails, i.e. where



118 CHAPTER 7. SIMULATIONS & EXPERIMENTS

−0.1 0 0.1

re
la

tiv
e 

va
ria

nc
e

100 datapoints

−0.1 0 0.1

1000 datapoints

−0.1 0 0.1

10000 datapoints

−5 0 5

re
la

tiv
e 

sy
nc

−5 0 5 −5 0 5

Figure .: edistribution of variances (top row, red) and interaction evidences
(bottom row, green) for random projections in white noise signals as a function
of the number of data points.

very large values appear abnormally oen.⁶ ese large values can mask even the
strongest true interaction evidence. As seen in g. ., this problem cannot be
avoided by including more data points; the noise strength also does not play a role.
However, if the signal contains only as many dimensions as interacting sources, this
problem vanishes. is explains the importance of the PICA-based dimensionality
reduction.

To overcome the necessity of a dimensionality reduction, we can stabilize the
CSIP algorithm by normalizing by the covariance Σ instead of the interaction evi-
dence. e modi ed optimization problem then reads

argmax
(q,p)

∣∣∣q⊤Γ− p
∣∣∣ s.t. q⊤Σ p = .

In practice, Σ-CSIP can easily be solved with a spatial whitening followed by a PICA
transformation estimated on Γ−. ewhitening takes care of the normalization con-
straint and PICA optimizes the objective while leaving the constraint unaffected
(since PICA leads to an ortogonal transformation). is Σ-stabilized CSIP is more
forgiving in the presence of non-interacting signals. However, since by using the co-
variance we introduce information stemming from independent signals and noise

⁶In fact, due to the heavy tails, not even the expectation value exists for the C distribution.
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into the optimization, the resulting algorithm will no longer be unaffected by noise.
In particular, the noise covariance can bias the outcome of the algorithm. So the de-
cision betweenCSIP and the stabilized version Σ-CSIP is a special case of a variance-
bias tradeoff.

To analyze the differences between CSIP and Σ-CSIP, the -dimensional signal
produced by the coupled R oscillators was embedded into a -dimensional
space by adding another  oscillatory signals. ese additional signals were gener-
ated as pairs of synchronous sine– and cosine waves in the frequency range between
 and Hz. e signals were then mixed and spatially colored noise (c = .)
was added to the mixtures as in the simulations before. e results for CSIP and Σ-
CSIP are shown in g. .. Since the additional signal consist of synchronous pairs
and not of independent signals, the interaction evidence matrices are well scaled
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Figure .: e behaviour of CSIP and Σ-CSIP with respect to different noise
covariances and noise levels in the presence of strongly synchronous signals.
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and CSIP has no trouble nding the discriminative R systems for vanish-
ing noise. With increasing noise level, the identi cation of the subspace becomes
gradually worse. Σ-CSIP shows a similar behaviour, but the error increases slightly
faster. e difference in the slope of the error curve also changes with the noise
color. Since CSIP relies solely on the interaction evidence, noise can only introduce
statistical uctuations to its result but no systematic bias. is situation is different
for Σ-CSIP: since the covariance is biased by the noise, the error is generally higher,
especially for colored noise. However, the variance in the error values is larger for
the CSIP algorithm, which supports the notion that a normalization with the covari-
ance matrix has a stabilizing effect on CSIP. Also, for low error levels (and especially
in the case of white noise), the median error of the two CSIP variants are virtually
indistinguishable.
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Note, that this is the benign case where the non-discriminative subspace con-
tains signals with a pronounced pairwise synchrony. For the next simulation, this
synchrony was reduced by replacing the  pure sine waves signals with noise-cor-
rupted sine waves. Speci cally, the signals were created with the same frequency
characteristics but mixed with Gian noise signals of a  times higher standard
deviation. To keep the signal variances unchanged, they were again normalized to
unit variance. Figure . shows the performances of CSIP and Σ-CSIP on this data
set. Clearly, the most prominent difference between gures . and . can be
seen in the error curves for CSIP. At very small noise levels, the CSIP error already
jumps almost to chance level and stays there. In contrast, the error curves for Σ-
CSIP are unaltered. In this data set, the interaction evidence outside the subspace
de ned by the R system is so low that it can be dominated by noise uctu-
ations which then leads to the problems discussed above.

In situations like the one sketched here, i.e. when there are only very few large
and a greater number of small PICA components, we are therefore le with two
choices. If we plan to apply the unstabilized CSIP version, we need to perform a very
rigorous dimensionality reduction to be sure that we only retain the true interaction
subspace. is, however, may also remove some of the discriminative information.
e other option is to retain a larger number of components (maybe even all of
them) and perform Σ-CSIP. e advantage of this approach is the improved stability
and the fact that it works even in the presence of pure noise signals. However, the
Σ-CSIP results can be biased if the noise covariance differs strongly from the signal
covariance.

7.4 Source Separation of synchronized Signals (PISA)

Aer demonstrating the use of PICA and CSIP in applications, we will now present
simulation results for the Pairwise Interacting Source (PISA) algorithm. In sec-
tion . we saw that PICA allows one to nd the correct interaction subspace but
it does not achieve a proper source separation. is was demonstrated qualitatively
in g. .. When applying PISA to the same data set, we obtain the result shown in
gure .. It is obvious that in contrast to PICA, PISA succeeds in recovering the

true sources. e ordering of the output sources re ects the bidiagonal structure
that is enforced by the PISA algorithm: in a n-dimensional space, the i-th pair of
interacting components is given by (i, i + n). In this example, the interacting sys-
tems are de ned by the components (, ) and (, ). Qualitatively, we can achieve
a correct and robust source separation of synchronized signals in different dimen-
sionalities and mixing matrices. Not surprisingly, PISA shares the basic properties
of PICA and CSIP. Speci cally, PISA relies on a suffient observation length and is
unaffected by the spatial structure of additive noise. In fact, these properties are di-
rectly inherited from the interaction evidence that all these algorithms rely on. Since
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Figure .: PISA can solve the blind source separation problem. Compare with
g. ..

the results of these simulations are virtually indistinguishable from those presented
for PICA, they do not contain any new insights and we will not display them here.
Instead, we will explore the aspects that are speci c to PISA.

Before performing the symplectic optimization descibed in sec. .., PISA per-
formes a symplectic whitening step. is symplectic whitening essentially normal-
izes the spatial directions with respect to a suitably de ned interaction evidencema-
trix, which immediately leads to the question whether PISA shows the same unsta-
ble behaviour in the presence of uninformative noise dimensions as CSIP. Another
question that speci cally concerns the PISA algorithm is raised by the gradient de-
scent optimization. Since the cost function is not convex, there will be local minima,
so the algorithm may get stuck at suboptimal solution. How severe is this problem?
A great part of the theoretical work in this thesis dealt with the understanding of the
symplectic structure that is induced by the interaction evidence to data space. In
sec. . this led to an optimization algorithm in the symplectic group. From a prag-
matic point of view, one might ask whether these theoretical considerations were
really necessary. ese questions will be addressed in the following simulations.

When PISA was rst proposed in [Meinecke et al. (), Nolte et al. (a)],
it was formulated as a complex simultaneous diagonalization problem, which is, up
to a xed unitary transformation, equivalent to the simultaneous real bidiagonal-
ization aimed at by the PISA algorithm presented in this thesis. However, in these
publications no practical algorithm was given. It turned out that many of the exist-
ing algorithms for simultaneous matrix diagonalization were unstable or even led
to singular solutions when applied to the skew-symmetric interaction evidence ma-
trices.⁷ e most stable diagonalization algorithm was a simple gradient descent in
matrix space which minimizes the sum of the squared off-diagonal elements under

⁷Many of these algorithms stem from ICA and other matrix factorization algorithms, so they were
oen designed with symmetric matrices in mind.



7.4. SOURCE SEPARATION OF SYNCHRONIZED SIGNALS (PISA) 123

the constraint that the transformation R has a unit determinant, which corresponds
to minimizing the loss function

L(R) =
∑
k,i ̸=j

(R Γk R⊤)ij

(detR)/n

where n is the dimensionality of the data space. is algorithm can be used to per-
form a joint approximate bidiagonalization of the interaction evidence, but in con-
trast to the algorithmproposed in this thesis, it does not respect the symplectic struc-
ture of the data space. To distinguish this algorithm fromPISA as de ned in sec. .,
we will call it unconstrained PISA, or for short uPISA, since it is not constrained to
the symplectic group manifold.

To explore how susceptible PISA is with respect to uninformative noise dimen-
sions and whether respecting the symplectic structure of the problem helps in prac-
tice, we consider again the three pairs of R oscillators de ned in eq. (.),
with the following parameters:

Oscillator no. i      
Frequency ωi . . . . . .
Coupling strength ε . . .

e duration of the simulated time series was one minute with a sampling rate of
Hz which resulted in a -dimensional source signal s(t) with  data points;
the coupling for each pair of oscillators was strong enough to induce phase synchro-
nization. ese  pairwise synchronous signals were supplemented with different
numbers of noise signals, which lead to different data sets with a total of ,, and
 dimensions. ese time series were linearly mixed with a random mixing ma-
trix (i.e. components were drawn from a standard normal distribution) and white
Gian noise of strengths between  and . was added.

Figure . shows subspace errors for different dimensionalities and different
noise levels for both PISA and uPISA. All optimizations were restarted  times with
random initializations. e error was measured as the mean subspace identi cation
error for the three R pairs. e most obvious result of these simulations is
that respecting the symplectic structure of the problem can really pay off. In all four
cases and over the complete noise range, PISA as de ned in this thesis is superior
to the unconstrained uPISA. Note, that this does not mean that uPISA fails to nd
a simultaneous (bi)-diagonalization: in fact, the off-diagonal elements are tyically
smaller in the uPISA case. From a theoretical point of view, this is expected, since
uPISA has the larger optimization space at its disposal.⁸ e second result is that
also for PISA, pure noise dimensionsmake nding the true pairwise interacting sub-
spaces harder. With increasing dimensionality, the subspace error grows such that

⁸e symplectic matrices are just a subset of all matrices with unit determinant.
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Figure .: e source separation performance of PISA and uPISA in the pres-
ence of uninformative noise signals for different dimensionalities of the data
space. Each algorithm was started  times with random initializations.

even without additional noise a perfect source separation is not achieved on aver-
age. However, this effect is smaller than the one observed for CSIP. Even for a large
number of pure noise dimensions, PISAworks reasonably well. emain reason for
this higher stability is that PISA does not maximize a quotient between interaction
evidences, but aims at separating different two-dimensional interaction subspaces
from another. If the (symplectically whitened) interaction evidence becomes large
in the noise subspace, this does not necessarily distort the signal subspace. How-
ever, even for PISA, a PICA-based dimensionality reduction is generally advisable,
since it can signi cantly reduce the error: aer such a preprocessing, the error in all
four panels of g. . is practically indistinguishable from the one in the upper le
panel.
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Figures . and . show the effects of local minima, as found by varying the
number of optimization restarts with random initializations. If local minima are a
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Figure .: e in uence of a different number of random initializations on the
source separation for PISA and uPISA in  dimensions.

problem, increasing the number of restarts should lead to better solutions. In g-
ure ., we see that increasing the number of restarts has an effect on uPISA, but
not necessarily a positive one. Sometimes the solutions get better and nd the true
pairwise interacting sources, sometimes the result gets worse. In any case, more
restarts mean that the algorithm nds better minima of the cost function but this
does not imply a better source separation. is means that there exist transforma-
tions that yield lower cost function values but a worse signal signal separation than
the true demixing matrix or in other words, the cost function does not really cap-
ture the structure of the underlying problem. Note, that uPISA sometimes nds the
true solution (as can be seen by the error range which extends from chance level to
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zero), but it is in general not possible to distinguish them from very bad solutions
simply by looking at the values of the cost function. In contrast, and as a direct
consequence of the symplectic constraint, PISA systematically yields almost perfect
solutions. Figure . shows a magni cation of the lower error range. For different
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Figure .: e in uence of a different number of random initializations on the
PISA source separation in  dimensions. Magni cation of g. .

initial conditions, PISA almost always converges to the same solution (up to sym-
metries). Whilst for a single optimization start, PISA sometimes stops in a local
minimum, these events are rare enough to not appear in ve restarts of the algo-
rithm. For an even higher number of restarts, the result does not change anymore.
is behaviour can be reproduced for the different dimensionalities used in this
simulation (not shown here), so we can conclude that local minima pose no severe
problem to the PISA algorithm.
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7.5 Classi cation of motor-imagery Signals in the EEG

Aer demonstrating the properties and the usage of the proposed methods on sim-
ulated data, we will now apply them to a single-trial classi cation task from Brain-
Computer Interfacing (BCI). e goal of BCI is to transmit information directly
from the brain to a computer system without the use of peripheral nerves or mus-
cles [Dornhege et al. (), Wolpaw et al. ()]. ese control signals can then
be used e.g. for spelling or to control a neuroprostheses. e Berlin BCI⁹ noninvasi-
valy measures cortical activity associated with certain motor imaginations by EEG.

e experiments reported in this section are a subset of a larger study (Vital-
BCI study) with  healthy BCI-novices (see [Blankertz et al. ()] for details).
In this study, each participant performed a calibration and feedback session on the
same day. Brain activity was recorded from the scalp with multi-channel EEG am-
pli ers using  Ag/AgCl electrodes in an extended - system. During the cal-
ibration phase, every eight seconds one of three different visual cues (arrows point-
ing le, right or down) indicated to the participant which type of imagined motor
task should be performed: imagined le hand, right hand, or foot movement. A
total number of  motor imagery trials were recorded,  trials for each con-
dition. ese trials were used to train a classi er (based on bandpower features,
extracted with CSP) that was then applied in the following feedback session (see
[Blankertz et al. ()] for details). Participants performed three runs each of 
trials with ‘BCI feedback’, where each trial of feedback started with a period of s
with a black xation cross in the center of a gray screen. en an arrow appeared
behind the cross to indicate the target direction of that trial (i.e. le hand, right hand,
or foot), and s later the cross turned purple and and started moving according to
the classi er output. Aer s of cursormovement the cross froze at the nal position
and turned black again. Two seconds later the cross was reset to the center position
and the next trial began.

On a subset of  subjects from this study we performed both a variance based
classi cation with a CSP preprocessing and a synchronization-based classi cation
with a CSIP preprocessing. In both training and feedback sessions, an epoch of .s
length was selected for feature extraction, starting at ms aer the presentation of
the visual cue. For the variance-based classi cation, a frequency-selection heuristic
(as described in [Blankertz et al. ()]) was applied to select the most discrimina-
tive frequency range. Aer a band-pass ltering, a CSP-projection to the six most
discriminating band-power features was calculated and a LinearDiscriminantAnal-
ysis (LDA) classi er was trained. Both the CSP- lter and the LDA classi er was then
applied to the feedback data, yielding the classi cation rates presented in gure .
(red bars). e synchronization-based classi cation was performed in complete for-
mal analogy. First, on each trial the interaction evidence matrices Γ(ω) were com-

⁹see, e.g. [Blankertz et al. ()] or http://www.bbci.de/
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puted, based on hanning-windowed epochs of s length ( data points), shied in
steps of .s ( data points). is lead to a frequency resolution of Hz, i.e. to 
interaction evidence matrices Γ(ωi = i) with i = , . . . , . Aer this, frequency-
averaged interaction evidence matrices were computed with a bandwidth of of Hz,
i.e.

Γ′(ωi) =



(
Γ(ωi−) + Γ(ωi) + Γ(ωi+)

)
in the range between Hz and Hz. en the most discriminative frequency ω∗

was selected by computing average r-values for these matrices. On the interaction
evidence Γ′(ω∗) of this central frequency, rst a PICA-based dimensionality reduc-
tion to the rst  interacting components (i.e. to  dimensions) was performed
and then a Σ-CSIP projection to the six most disciminative components. On the
resulting feature vectors an LDA classi er was trained.

For the EEG data used in these analyses, Σ-CSIP was used due to the greater
robustness and since it allows us to perform a less restrictive PICA-based dimen-
sionality reduction. For CSIP, the number of PICA components has to be selected
individually for each experiment, which leads to less comparable results, also be-
cause we have to introduce further heuristics to choose this parameter. Usually, the
Σ-CSIP result was at least as good as, oen even better than the best parameter set-
ting for CSIP. As seen in sec. ., we should expect a similar, yet far more robust
solution from Σ-CSIP as compared to CSIP, if the covariance structure of the data
is not too different from the spatial structure of the interacting sources. In EEG
measurements, the covariance structure of the data mainly re ects the spatial ar-
rangement of the individual electrodes, i.e. the distance between electrodes on the
scalp almost directly translates to the amount of covariance between the correspond-
ing signals. erefore the covariance structure is to a good approximation similar
for interacting– and independent (noise) signals, whichmeans that whitening using
the covariance matrix should not introduce a strong bias. us the application of
Σ-CSIP is justi ed.

Both Σ-CSIP-projection and the LDAwas then applied to the recorded feedback
data, yielding the classi cation rates presented in gure . (green bars). e error
rates presented in this gure show that it is indeed possible to perform a BCI single
trial classi cation based on synchronization features. However, the performance
is usually signi cantly lower than the state-of-the-art bandpower-based classi ca-
tion with CSP preprocessing. It is generally questionable whether one can obtain a
competitive performance for the single trial classi cation of imagined movements
in the BCI context. e main obstacle might be the fact that in BCI the individual
trials are necessarily quite short. A BCI has to be responsive to within a few hundred
milliseconds to be useful in practice. While this can be achieved by a classi cation
on variance-based features, we know from the results of the previous sections that
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Figure .: e classi cation rate based on epochs of .s length for  sub-
jects of the VitalBCI study. While the CSIP preprocessing yields discriminative
information for a number of subjects, it cannot keep up with the variance-based
approach (CSP preprocessing).

synchronization-based measures might not be able to provide discriminative fea-
tures in such a short time window, independent of the details in the preprocessing.

7.6 Detection of auditory mental Workload

We will now analyze a different experimental pardigm that can provide us with
longer trials. e Car Racer  study has been conducted with  healthy subjects
in a driving simulator at the Berlin BCI lab to investigate the effects of distractions
on behavioral parameters (such as reaction times) and on the EEG signal. Monitor-
ing the mental state of a human can be essential in safety-critical applications such
as driving, where emergency situations can be caused by distractions or lapses of
attention. e simulator soware was a customised version ofe Open Racing Car
Simulator (TORCS). ⁰ e driver had to follow a computer controlled car that was
driving at a constant speed of  km/h within a maximum distance of  meters.
Emergency brakes of the leading car were randomly induced approximately every
s that forced the participant to immediately break as well. A secondary task was
introduced by an audio book that the subject had to listen to and react on certain key
words with a button press on the steering wheel. Phases of distraction, simulated by
the audio book and the phases of normal driving alternated every three minutes.

We used both bandpower features, as extracted by CSP and synchronization-
based features, as extracted by Σ-CSIP, to classify the mental state of the driver,
i.e. whether the audio book was on or off. As a preprocessing step, the EEG data
gathered at the two and a half hours of continuous driving was divided into trials
of ten seconds length. All blocks that included an emergency break were rejected
to reduce strong muscle artefacts. e data processing was the same as in the BCI

⁰http://torcs.sourceforge.net/
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experiment with the imagined movements. For both CSP and Σ-CSIP, a suitable
frequency (or frequency range) was selected by a r-value based heuristic and in the
Σ-CSIP case, a PICA-based dimensionality reduction to  dimensions (from ini-
tially ) was performed. Finally, six CSP– or Σ-CSIP features were extracted and
used to train an LDA classi er.

e error rates reported in gure . are leave-one-block-out cross-validation
errors, i.e. in each cross-validation step both the projection (CSP or Σ-CSIP) and
the subsequent classi cation (LDA) were optimized only on trials outside the -
minute block that was then used to test the classi er. In contrast to the results in
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Figure .: e classi cation rate based on epochs of s length for the  sub-
jects of the Car Racer study. For this epoch length, the synchronization-based
approach yields comparable results to the variance-based classi cation.

the section before, the synchronization-based classi cation generally yields com-
parable results to the variance-based approach. is might be due to the different
paradigm but also because of the longer observation period. To test the effect of
the trial length more systematically, we also performed the same analysis with trial
lengths of .s, s, and s. e results are shown in gure .. For both, variance–
and synchronization-based classi cation the error rate generally decreases for larger
epochs. is systematic decrease can be observed mostly for subjects with a reason-
ably good classi cation performance (i.e. below ). Also, the decrease is more
pronounced in the synchronization-based classi cation. For some subjects the clas-
si cation error starts to increase again at a trial length of s. is is because the
number of training examples decreases with trial length. is effect can also be
seen in gure ., where the error rate between the two classi cation approaches
are compared directly for different trial lengths. If there is a stable synchronization
(e.g. produced by a stable mental state), the strengths of the synchronization-based
approach becomemore andmore evident with increasing trial length. In the le two
panels, the dots are scattered mostly above the diagonal, indicating an advantage of
the variance-based approach, for longer epochs the classi er shows a tendency to
prefer the synchronization-based features. From the theoretical and empirical con-
siderations in the preceeding sections, this tendency was expected. Synchroniza-
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Figure .: e classi cation rates for  different epoch lengths in the variance-
based approach (upper panel) and the synchronization-based approach (lower
panel). For each subject, a group of four different bars represents the error rates
for epochs of .s, s, s, and s length (from le to right).
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Figure .: e error rates for variance– and the synchronization-based clas-
si cation as a function of the epoch length. Points above the diagonal represent
subjects where the variance-based approach is better, points below the diagonal
indicate an advantage of the synchronization-based approach.

tion based methods generally gain ground relative to the variance-based ones when
the observation length can be increased, or in other words, the relative strength of
the synchronization-based approach is higher for long data sets while its relative
strength is worse for short epochs. However, whether or not we can obtain compa-
rable accuracies in absolute terms, depends much on the analyzed data set.

From the scatter plots, we also see that the classi cation errors for the twometh-
ods are strongly correlated. is suggests that the feature vectors contain similar
information. Indeed, the interaction evidence also registers changes in variance or
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band power if the underlying sources are synchronized. To test whether the fea-
ture vectors of the two methods contain independent information, the rst  fea-
tures from each method were combined into a common feature vector which was
then used for classi cation. Figure . compares the classi cation accuracies of
this combined approach with those of the two individual methods for the differ-
ent epoch lengths. e upper row shows the comparison between the combined
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Figure .: Comparison of classi cation errors based on the individual and the
combined feature vectors. Upper row: variance-based vs. combined, lower row:
synchronization-based vs. combined. Points above the diagonal indicate an ad-
vantage of the combined feature vetor.

features and the variance-based features as extracted by CSP. Dots above the di-
agonal indicate subjects for which the variance-based classi cation improves when
synchronization features are added. For short epoch lengths ( rst two panels), the
synchronization features do not improve the classi cation, so the dots are scattered
along the diagonal. But for longer epoch lengths we see that the classi cation bene-
ts from the inclusion of the Σ-CSIP features. e bottom row of g. . compares

the combined accuracy with the one obtained from synchronization features alone.
On average, the accuracy of the synchronization-based classi er improves when the
CSP features are added to the feature space. So, the combined classi cation shows
that there is indeed independent information in the individual feature vectors and
that each feature extractionmethod nds discriminative information that is invisible
to the other. While the variance-based features contribute to the combined classi-
er even for short epochs, the synchronization-based features add new information

only for longer epochs.
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Besides the classi cation performances we can now also analyze the Σ-CSIP
eld patterns. e eld patterns de ne how each estimated interacting system is

mapped to the EEG scalp channels. In ICA terminology, these pattern are given by
the columns of the estimated mixing matrix (which is the inverse of the estimated
transformation). For the different subjects, the set of discriminative CSIP pattern is
quite heterogeneous; gure . exemplarily shows the results for  different sub-
jects. For each of these subjects, the rst three pairs of Σ-CSIP pattern, together with
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Figure .: e rst  Σ-CSIP components for  different subjects (no. ,,,).
e shaded area in the interaction spectrum shows the selected frequency range.
Blue spectrum: audio on, red: audio off.

the corresponding interaction spectra, is plotted. e blue spectrum corresponds to
the class with the audio book distraction, the red spectrum to the class without the
secondary auditory task. e part of the spectrum that was used to compute the
Σ-CSIP projection is marked by a gray bar. Note, that the class difference is maxi-
mized only in this region, so both the eld pattern and the spectra depend decisively
on the frequency that has been selected by the heuristics.
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e frequency selected for the subject depicted in the upper le was at Hz
and themost discriminative pattern show a change of interaction in the frontal area,
with a strong interaction evidence only for the class with the secondary task. e
two other pattern pairs are less pronounced and located mainly in the central or
parietal areas. e eld pattern of the subject shown in the upper right corner were
optimized at Hz and show a distinct synchronization difference mostly on the
right hemisphere and in central areas. For the two subjects shown in the lower half
of g. ., the Hz frequency range was selected and the eld patterns mainly
show changes in synchronization between the occipital area and central or temporal
areas. ese pattern are dominated by the occipital alpha rhythm. CSIP (and Σ-
CSIP) eld patternsmayhelp to explainwhere the discriminative information comes
from, i.e. where the two classes are most different in a given frequency band but
we have to keep in mind that CSIP (like CSP) is not necessarily a proper source
separation method. If we apply the estimated spatial lters to the other frequencies,
we obtain the full interaction spectra depicted in g. ., but their interpretation
outside of the gray-shaded area is not at all obvious. Likewise, the eld patterns are
not necessarily a simple representation of the underlying sources. CSIP does not
aim at nding the true interacting sources but to maximize the difference between
classes.

To nd the interacting sources, we now apply PISA to the same data set. Fig-
ure . shows, as an example, the rst  PISA components of one subject. A rst
qualitative comparison with the results shown in g. . reveals that the PISA eld
pattern are smoother and clearer de ned than the CSIP pattern. e same is true for
the interaction spectra. e rst two component pairs in the le column of g. .
clearly show interactions in the occipital alpha. While the rst component captures
the interaction of the central region with the le hemisphere, the second compo-
nent shows a similar interaction between the central region and the right hemi-
sphere. From the color of the eld pattern and their order we see that the central
area preceeds in phase and both lateral areas follow. e third component shows
a pronounced interaction in the frontal areas. Besides the pattern, the interaction
spectrum has also a very characteristic shape: a small peak at about Hz and large
broader one in the frequency range between Hz and Hz. While not all other
components are that simple, some also capture characteristic artefacts due tomuscle
activity (e.g. the two components in the bottom row).

Some characteristic components can be repeatedly observed in most of the sub-
jects. For instance, every subject has one or several interacting alpha components.
Sometimes the alpha is split up into two lateralized interaction pairs as seen in gure
., sometimes it is represented as a single component. Figure . shows exam-
ples for alpha components from  other subjects. Occipital alpha activity is the most
prominent rhythm in the cortical EEG, so it comes as no surprise that we can also
nd it with the PISA algorithm. Another, more interesting recurring component is

the described frontal synchronization, sometimes also between frontal and tempo-
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Figure .: e rst  PISA components of subject .

ral (mostly le-hemispheric) or parietal areas. Examples from  different subjects
are shown in g. .. In this spatial region of synchronization, the corresponding
interaction spectra consistently peak in the range between Hz and Hz. Note,
that while the occipital alpha can also be observed by looking at the band power, this
frontal synchronization does not correspond to any pronounced peak in the power
specrum. Over the different subjects, the frontal interaction evidence is systemati-
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Figure .: Examples for occipital alpha components in four different subjects
(no. ,,,).
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Figure .: Examples for frontal PISA components in four different subjects
(no. ,,,).

cally stronger for the class where the subjects were listening to the audiobook. is
suggests that the observed interactions involving the fontal areas are at least partly
induced by the attention directed to the auditory task.

is notion is supported by the literature: frontal activity is usually associated
with higher brain functions like attention, decision making, voluntary movements
and language processing (see, e.g. [Kandel et al. ()]), while the observed in-
teraction frequencies (beta waves) are associated with active concentration. From
fMRI studies, it is known that frontal and parietal areas are oen activated simulta-
neously in tasks that include language processing [Price ()], working memory
[Baddeley ()] or attention to internal representations [Carpenter et al. ()].
It is also hypothesized that a frontoparietal network plays an important role in atten-
tional control, i.e. the deployment of attention on the basis of a person’s goals, expec-
tations, or knowledge [Hon (), Corbetta and Shulman ()]. Temporal brain
regions are typically associated with the processing of sounds, especially speech and
language comprehension [Kandel et al. ()]. In fMRI studies, simultaneous ac-
tivation of fronto-temporal areas have been observed in auditory memory tasks
and comprehension of spoken language [Tyler and Marslen-Wilson ()]. ese
networks are also assumed to play an important role in response inhibition and
rapid task switching; abnormal activity has been reported in patients with attention-
de cit/hyperactivity disorder (ADHD) [Tamm et al. ()]. So, the observed in-
teraction patterns and –frequencies are well in line with the neurophysiological lit-
erature. However, we have to note that even though we systematically observe a
stronger interaction evidence for the audiobook class in this set of patterns, the class
difference is too small to enable us to classify these states on a single trial basis. Of
course, since the primary task also requires a strong directed attention and concen-
trated decision making, we have to expect similar networks to also be active in the
other class. Due to the limited spatial resolution of the EEG, we cannot draw any
strong neurophysiological conclusions here, but note that PISA succeeds in nding
physiologically plausible interacting systems.
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Besides the physiological patterns, we can nd a number of different, very lo-
calized eld patterns for almost every subject. ese eld pattern are usually to be
found on both sides of the head, mostly in the outer electrodes. Examples of these
components are shown in gure .. e spatial location of these components is

10 20 30

10 20 30

10 20 30

10 20 30

Figure .: Muscular dipole components in four different subjects (no. ,,,).

directly over the temporal muscles and show dipole patterns that are too localized
to be explained by eld sources under the skull, so theymust have been produced by
super cial muscle activity. Since the activation in muscles is propagated in waves,
muscle activity is another good example of a system that is composed of many inter-
acting subsystems. e analysis of muscle activity with signals measured by EMG
surface electrodes is therefore another promising application area for the proposed
methods.

In this chapter we have seen empirically that the interaction evidence Γ correctly
identi es true interactions while ignoring the part that may as well be explained as
a mixture of independent sources. It is robust against linear superpositions and un-
biased by noise. However, to obtain reliable results, the length of the observation
window is crucial; this effect was demonstrated in simulations and in applications
to EEG data. We have seen, that Principal Interacting Component Analysis (PICA)
successfully nds the true interaction subspace which allows a synchronization-
based dimensionality reduction. With Common Spatial Interaction Pattern (CSIP)
we correctly identi ed discriminative interaction subspaces andwith the correspond-
ing features we were able to successfully classify mental states from EEG recordings.
Last, but not least, we have shown in simulations that Pairwise Interacting Source
Analysis (PISA) solves the source separation problem for synchronized oscillators
and that it extracts physiologically plausible pairwise interacting systems from EEG
data.
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Chapter 8

Conclusion & Outlook

If you want a happy ending, that depends,
of course, on where you stop your story.
—Orson Welles

S is a universal process in nature that appears between coupled
oscillators in any eld. Besides its fascinating theoretical properties, it pro-

vides an important way of analyzing many complex dynamical systems, since syn-
chronous behaviour of different subsystems is a clearly discernable ngerprintwhich
identi es an interaction between them. For instance, by observing synchrony be-
tween different neuron populations, one can infer that they share common informa-
tion (whether by direct or by indirect coupling) which ultimately allows one to gain
a better understanding of neural information processing. erefore, measures of
synchrony are of paramount importance, not only in neuroscience but also in many
other domains. However, in many experimental settings the individual oscillators
are not directly accessible, but only linear mixtures of their signals. In this case, all
the standard measures yield faulty results, usually characterized by large spurious
values.

e major contributions of this thesis are
— the systematical analysis of this problem,
— the derivation of a general solution,
— the detailed theoretical characterization of this solution and its implications
— and the construction of practical algorithms that allow us to extract truly syn-

chronized subsystems from measured data.

Aer an introduction to the theory of synchronization and the possible relevance of
synchronization phenomena in neural information processing, the problem of spu-
rious synchronization was discussed theoretically and in simulations. It was shown
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that in the presence of linear superpositions the standard measures yield faulty re-
sults, even if we are only interested in relative changes of synchrony. e rst step
towards the solution of this problem was a TDSEP-based source separation before
calculating the synchronization measure (chapter ). e rationale behind this ap-
proach was to explain away all of the synchrony that can be trivially explained, i.e. as
a mixture of unsynchronized (independent) components. e residual synchrony is
then due to true synchronization. An analysis of the synchronization region (i.e. the
A tongue) revealed that only signals that are synchronized with a phase shi
survive the TDSEP preprocessing: even if signals with a zero phase shi might be
truly synchronized, they are indistinguishable from linear mixtures and must there-
fore be neglected by any synchronization measure that is not fooled by such mix-
tures.

ese results ( rst published in [Meinecke et al. (b)]) led to the de nition
of the interaction evidence Γ, which is a direct implementation of the insight con-
cerning the non-zero phase lag. It is based on the concept of adding areas swept over
by the data vector, so it has an intuitive geometrical interpretation. Independently,
[Nolte et al. ()] proposed using the imaginary part of the cross-spectrum to
measure interactions, which turned out to be the counterpart of Γ in the frequency
domain. A combination of the two approaches led to the joint work on Pairwise In-
teracting Source Analysis (PISA) [Meinecke et al. (), Nolte et al. (a)]. How-
ever, these papers did not present an algorithm to actually solve the proposed joint
approximate diagonalization of Γ-matrices; they also did not address the structure
that the interaction evidence introduces in the data space. In chapter  of this thesis,
these issues were discussed and theoretically analyzed for the rst time. is the-
oretical analysis revealed that Γ equips the data space with a symplectic form, thus
making it a symplectic vector space.

e understanding of this structure was then used in chapter  to de ne lin-
ear projection algorithms based on the interaction evidence and in formal analogy
to the variance-based methods PCA, CSP and TDSEP. While Principal Interacting
Component Analysis (PICA) allows us to identify the subspace in data space with the
most evident synchronization effects, Common Spatial Interaction Patterns (CSIP)
nds the most discriminative interaction between two different classes, e.g. given

by different experimental conditions. Finally, Pairwise Interacting Source Analy-
sis (PISA) allows us to perform a blind source separation into pairs of interacting
components. While PICA can simply be solved by a singular value decomposition,
which is straightforward once Γ is given, CSIP and PISA contain non-trivial novel
contributions that have not been published before. CSIP (and its variant Σ-CSIP)
is the rst method for systematically extracting discriminant synchronization fea-
tures from signalmixtures. Asmentioned before, the basic idea of PISAwas already

More speci cally, CSIP is the rst method that extracts features that are really due only to changes
in synchronized signals and cannot be explained by changes in superimposed, but independent signals.
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co-published by the author, but the original papers that introduced the idea did not
propose an algorithm to solve it. ere were several algorithms for joint approxi-
mate matrix diagonalization around, but they all had severe problems when applied
to the skew-symmetric Γ-matrices and neither respected the symplectic structure
of the problem. In this thesis, the rst practical algorithm for a approximate joint
bidiagonalization in the symplectic group was presented. As seen in section ., this
led to a well de ned and stable algorithm which also yields superior results.

In chapter , the properties of the proposed algorithms were empirically ana-
lyzed for different parameter settings. In contrast to their variance-based counter-
parts, the proposed algorithms are unbiased by spatially colored noise, but they de-
pendmore critically on a long-enough observation period. e length of this period
does not only depend on the synchronized systems, but also (and even more criti-
cally) on the time structure of other independent signals. Short time windows can
increase not only noise uctuations but also induce transient spurious synchrony
produced by other, independent oscillatory signals. So the proposed synchronization-
based algorithms suffer more from short observation periods than their variance-
based counterparts; however, they also pro t more from long observations, since
they always improve and never converge to a noise-induced bias. We have seen that
PICA is very robust in high dimensions and sucessfully identi es the true interac-
tion subspace. Likewise, CSIP succeeds in nding the dicriminative interactions and
since this information is in principle independent from the information extracted by
CSP, a classi cation based on a combination of CSP and CSIP features can outper-
form either set of features. If enough interacting signals are present, CSIP performs
consistently well but due to its normalization, uninformative noise dimensions in
data space can pose a severe problem, which can be solved by two different state-
gies: either a rigorous dimensionality reduction with PICA or a stabilization with
a normalization by the empirical covariance matrix (Σ-CSIP). It was demonstrated,
that PISA correctly solves the blind source separation problem for pairwise inter-
acting sources and even though it has a similar normalization to CSIP, it is much
more stable in the presence of uninformative noise directions. Also it was shown
that PISA has virtually no problems with local minima and that respecting the sym-
plectic structure of the problem really pays off, with respect to both performance
and stability.

In anEEG-basedBCI experimentwithmotor imagery tasks, the synchronization-
based features allowed a single-trial classi cation (at least for some subjects), but
the performancewas consistently and signi cantly worse than the bandpower-based
classi cation based on CSP features. is nding indicates that for such response-
critical applications with short observation times, synchronization-based methods
are not appropriate. For the classi cation of longer lastingmental states, the synchro-
nization-based classi cation led to results that were as good as those based on CSP
features, the features extracted by the different approaches were also not redundant:
a feature combination led to small but signi cant improvements in classi cation
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performance. Furthermore, the PISA decomposition yielded physiologically plau-
sible eld patterns that were stable over different subjects and corresponded to char-
acteristic peaks in the interaction spectrum. It is worth noting that the band power
in these interaction peaks do not necessarily stand out from the ambient noise. In
particular, the interacting sources in the frontal area with their characteristic in-
teraction frequency of about –Hz are not visible in the power spectrum. is
shows in an exemplary fashion that the proposed methods allow to uncover facts
that might go unnoticed otherwise.

While the theoretical considerations in chapter  led to the three described al-
gorithms, their results are applicable in a much larger context. In fact, they pro-
vide a general principle which allows us to translate arbitrary linear projection algo-
rithms that are based on signal covariances into corresponding algorithms that are
synchronization-based. Two very promising candidate algorithms for such a trans-
lation are Canonical Correlation Analysis (CCA) and Stationary Subspace Analysis
(SSA). A Canonical Interaction Analysis would, in formal analogy to CCA, nd lin-
ear projections in two different data sets that maximize the interaction evidence
between those data sets. Likewise, a Stationary Interaction Subspace Analysis would
allow us to nd subspaces in amultivariate data set inwhich the interaction evidence
is stationary (or non-stationary) over time.

Finally, it will be interesting to apply the proposed methods to different exper-
imental data. As seen in chapter , the proposed synchronization-based methods
show their strengths most tellingly if relatively long observation periods are avail-
able. For typical BCI applications this is not the case, but if the task is the monitor-
ing of certainmental states, these methods have a strong potential. From a technical
point of view, it can be expected that ECoG recordings are especially well suited for
these kind of analyses, since they can provide us with a large number of channels
with a high frequency resolution. With regard to content, it might be particularly
promising to analyze recordings from epilepsy patients. Since epilepsy is charac-
terized by a pathological synchronization, the proposed methods could provide an
appropriate representation for monitoring brain activity and thus contribute to the
early detection of impending seizures.

emost prominent examples in the reported experiment were a frontal beta and a occipital alpha
rhythm.
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