
Real-Time Analysis of Extracellular

Multielectrode Recordings

vorgelegt von

MSc Bioinformatik

Felix Franke

aus Berlin

Von der Fakult�at IV - Elektrotechnik und Informatik der Technischen

Universit�at Berlin zur Erlangung des akademischen Grades

Doktor der Naturwissenschaften

- Dr. rer. nat. -

genehmigte Dissertation

Promotionsausschuss:

Vorsitzender: Prof. Dr. Manfred Opper

Berichter: Prof. Dr. Klaus Obermayer

Berichter: Prof. Dr. Gaute T. Einevoll

Berichter: PD. Dr. Matthias H. J. Munk

Tag der wissenschaftlichen Aussprache: 06.12.2011

Berlin, 2012

D 83





Zusammenfassung

F�ur das Verst�andnis von Wachstum, Lernf�ahigkeit und dem beeindruckenden Funktion-
sumfang, den echte neuronale Netze erlernen k�onnen, aber auch f�ur Gehirn-Computer-
Schnittstellen und medizinische Anwendungen ist es unabdingbar, die neuronale Aktivit�at
einzelner Neurone messen zu k�onnen. Mittlerweile verf�ugt die Neurowissenschaft zu diesem
Zweck �uber eine gro�e Palette an verschiedenen Messtechniken. Eine der g�angigsten und auch

�altesten Techniken ist die extrazellul�are Ableitung. Dies hat vor allem zwei Gr�unde: Erstens
ist sie kosteng�unstig und zweitens relativ leicht zu erlernen und anzuwenden. Eine Elektrode
muss dabei nah an die zu messenden Neurone gebracht werden. Da eine der wichtigsten
Kommunikationsformen von Neuronen elektrische Aktivit�at in Form von sogenannte Ak-
tionspotentialen ist, kann mittels der Elektrode dem Netzwerk "zugeh�ort" werden. Dies wird
allerdings durch geringe Signalqualit�at und dadurch erschwert, dass nicht nur ein, sondern
viele Neuronen in der Umgebung der Elektrode erfasst werden. Die Signale von einzelnen
Neuronen m�ussen in dem Gemisch erst detektiert und zu einem Neuron zugeordnet werden,
sogenanntes "Spike-Sorting".
Trotz der langen Anwendung dieser Technik gibt es bis heute keine zufriedenstellende und

einfach verf�ugbare L�osung f�ur dieses Problem. Insbesondere mit der massiven Zunahme der
Nutzung von extrazellul�aren Ableitungen auch �uber lange Zeitr�aume und der Verf�ugbarkeit
immer besserer Elektroden - vor allem ganzer Elektrodenarrays - werden immer gr�o�ere
Anforderungen an die Signalauswertung gestellt: Die riesigen Datenmengen k�onnen nicht
mehr manuell von Menschen analysiert werden, die Algorithmen m�ussen also voll automatisch
funktionieren. Bei sogenannten "closed-loop" Experimenten wird das bisherige Teilergebnis
des Experiments dazu verwendet, dass zuk�unftige Experiment zu beeinussen. Daher muss
das Ergebnis der Analyse schon w�ahrend des Experiments verf�ugbar sein. Dies kann z.B. dazu
genutzt werden, ein Neuron gezielt mit der Aktivit�at eines anderen Neurons zu stimulieren.
Doch dazu m�ussen die Analyse-Algorithmen echtzeit-f�ahig sein um die Ergebnisse sofort f�ur
die Stimulation zur Verf�ugung zu stellen. Der schnelle Anstieg in der Anzahl parallel genutzter
Elektroden macht es erforderlich, die Informationen verschiedener Elektroden optimal zu
kombinieren und erfordert immer gr�o�ere Computerressourcen. Und abschlie�end treten in
lang andauernden Ableitungen unweigerlich Ver�anderungen - wie in der Elektrodenposition
- auf, die nicht adaptiven Algorithmen gro�e Probleme bereiten.
In dieser Arbeit wird die Anwendbarkeit von linearen Filtern f�ur die automatische Analyse

von extrazellul�aren Daten untersucht. Lineare Filter sind besonders f�ur die genannten Her-
ausforderungen geeignet, da sie leicht implementierbar (auch in Hardware), sehr e�zient und
in einer gut entwickelten Theorie eingebettet sind. Die Berechnungen in dieser Arbeit wer-
den im diskreten abgetasteten Signalraum durchgef�uhrt, was die Berechnungen zum einen
vereinfacht und au�erdem interessante Verbindungen zwischen dem Spike-Sorting-Problem
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und optimal angepassten Filtern, "Beamforming", Raum-Zeit-adaptive Verarbeitung, Zeit-
serienvorhersage und Wiener Filtern bringt. Die Rolle der Rausch-Kovarianz-Matrix wird in
Bezug auf das Spike-Sorting untersucht. Sie spielt in den genannten Anwendungen eine
wichtige Rolle und ist auch f�ur andere Spike-Sorting-Methoden wichtig. Basierend auf lin-
earen Filtern werden zwei Algorithmen vorgeschlagen, die gut f�ur eine Echtzeitimplemen-
tierung geeignet sind, die Filter adaptiv an Ver�anderungen in den Daten anpassen k�onnen
und optimalen Nutzen aus Aufnahmen mit mehreren Elektroden ziehen. Der erste Algorith-
mus basiert auf den optimal angepassten Filtern mit anschlie�ender Quellentrennung um das
Signal-zu-Rausch-Verh�altnis zu optimieren und anschlie�end die Signale der einzelnen Neu-
ronen zu trennen. Der zweite Ansatz zeigt, dass die Ausgaben der optimalen Filter in einem
Bayesischen Sinne interpretiert werden k�onnen und leitet daraus optimale lineare Diskrim-
inantenfunktionen f�ur das Spike Sorting her. Die Qualit�at der beiden Methoden wird mit
der von anderen Methoden verglichen sowohl auf simulierten, als auch auf f�ur diesen Zweck
besonders geeigneten echten Daten und die Echtzeitf�ahigkeit der Methoden wird diskutiert.
Die Evaluierung von Spike-Sorting-Verfahren ist allerdings inh�arent problematisch, weil

Benchmarkdaten schwer zu gewinnen sind und kein generell akzeptierter Datensatz zu diesem
Zwecke existiert. Ein Weg aus diesem Dilemma wird vorgeschlagen und in Form einer Web-
seite zum automatischen und blinden Vergleich von Spike-Sorting-Verfahren entwickelt.
Das Ergebnis der Arbeit zeigt, dass die vorgeschlagenen Algorithmen bisher angewandten

Algorithmen sowohl in ihrer Qualit�at �uberlegen, als auch in Echtzeit anwendbar sind. Sie
sind daher besonders f�ur den Einsatz in neurowissenschaftlicher Forschung sowie f�ur Gehirn-
Computer-Schnittstellen und biomedizinischen Applikationen geeignet.



Abstract

For the understanding of how neural networks grow, learn and are able to ful�ll their impres-
sive functions, a reliable way to monitor their activity is crucial. The neuroscientist has a
steadily growing toolbox for this purpose with one tool being of particular importance even
though it is also one of the oldest techniques applied, namely extracellular recordings. The
main reasons for its broad usage are probably the low cost and relative ease of application:
an electrode needs to be placed in the vicinity of a neuron. Since the most important way of
neurons to communicate is by means of electrical events called action potentials, extracellular
recordings provide the possibility to "listen" to the communication in a neural network. A
major drawback of that technique, however, is the complexity of the analysis of the record-
ings that is caused by low signal quality as well as the measurement inherent simultaneous
recording of not only one but many neurons whose signals need to be separated.
Despite the long lasting history of extracellular recordings a satisfactory solution to its

associated problem of detection and correct classi�cation of single neuronal action potentials
- called spike sorting - is still not readily available. Especially with the massive increase of
its usage and the development of more sophisticated electrode arrays that are in principle
able to record over long time periods from hundreds of neurons simultaneously, extracellular
recordings will also play a major role for future neuroscience, brain machine interfaces and
medical applications. But these applications make great demands on the algorithms used:
because of the huge amount of extracellular recordings humans will not be able to supervise
the spike sorting process any longer so the algorithms need to be fully automatic. For so called
closed-loop experiments, where the spike sorting result will be e.g. used to stimulate other
neurons in real-time the spike sorting procedures also have to provide the results in real-time.
The quickly increasing number of recording electrodes will force the methods to optimally
combine information from all available electrodes and deal with a higher computational
burden. And �nally, in long lasting experiments slow changes in the recording setup like
changes in electrode position will cause non-adaptive algorithms to fail.
This work is the investigation of the applicability of linear �lters for the purpose of fast

automatic and adaptive spike detection and sorting. Linear �lters provide the advantage
of easy implementation - also in hardware - are computationally fast and embedded in a
well developed theory. The calculations in this work are done in the discrete-time signal
space which simpli�es the derivations and shows interesting connections of the spike sorting
problem to optimal matched �lters, beamforming, space-time adaptive processing, time series
forecasting and Wiener �ltering. The role of the noise covariance matrix that arises naturally
in these domains and is also crucial for many - especially linear-�lter based - spike sorting
algorithms is investigated. Based on those �lters two spike sorting algorithms are proposed
that are suited for real-time implementation, can adapt to non-stationary data and make
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optimal use of multielectrode recordings.
The �rst algorithm uses optimal �lters and successive source separation to maximize the

signal to noise ratio and demix the single neuronal signals. The second approach shows
that the �lter output of the optimal matched �lters can be interpreted in a Bayesian sense
and can this way be used to derive a linear discriminant function based spike sorter. The
performance of the methods is compared to that of others on simulated as well as unique
real experimental data that is especially suited for that purpose and the real-time ability of
the algorithms is discussed.
However, the principal problem of benchmarking the quality of a spike sorting procedure on

real data and the burdensome lack of a widely accepted benchmark pose a serious challenge.
A way to overcome that obstacle with a community approach is proposed. A platform to host
this approach is implemented in form of a website for the automatic and blind evaluation of
spike sorting algorithms.
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1
Introduction

1.1 On antennas and electrodes

The use of sensors to record changes in physical variables such as electrical �eld strength or
pressure has a long and successful history and is of exorbitant importance in a large number
of scienti�c and engineering problems. With the increased use of sensors to record and
store these changes, the (automated) analysis of the recorded data became more and more
important. The history of the automated or at least systematic and mathematical analysis
reaches back far beyond the discovery of electric current but without question received its
biggest attention in world war II with the development of the radar. It is thus not surprising
that e.g. detection theory, i.e. the mathematical and statistical theory how to optimally
detect a given signal in a noisy recording still owes some of its terms to this period like the
receiver operator characteristics curve �rst developed in the context of human operated radar
analysis.

With the advent of modern electronic antennas the digital processing of the recorded data
plays a key role in diverse �elds such as mobile communications, radar, sonar, geophysical
signal analysis, biomedical applications, navigation systems, astrophysics and many more.
Especially the development of large antenna arrays, i.e. a number of antennas arranged in a
certain spatial relationship, made it necessary to develop a theory how to optimally combine
the signals of several antennas. The importance of a uni�ed theory of analysis of antenna1

signals soon yielded its own research area dedicated to this task that was then used also
in applications of other areas. However, the main focus of this theory were applications in
communication systems and radar, biasing the assumptions about the antenna and array
structures, the measured signals and the used terms (see e.g. Hudson (1981); Robinson
and Treitel (1980); Hayes (1996); Kay (1998); Van Trees (2002)). In other areas such as
biomedical signal analysis, these assumptions were not strictly valid and the terms unused

1Since this theory generally deals with the analysis of arbitrary signals, the term sensor might be more
appropriate.
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2 CHAPTER 1. INTRODUCTION

hindering the application and adoption of the already developed theory.
This thesis deals with such an area of application of measurements where mathematical

frameworks already developed in other �elds can be e�ectively employed: namely the analysis
of extracellular recordings of the activity of neurons.

1.2 Extracellular recordings

Nervous systems like the human brain consist of a dense network of interconnected cells
called neurons. Two neurons can be connected by one or more synapses. The communication
between neurons is realized by discrete transient membrane depolarizations - so called action
potentials (AP) - that move from the soma of one neuron to all of its synapses. If one
neuron, the presynaptic one, produces an action potential, it will traverse its axon and arrive
at the synapse where it will be conveyed by transmitter release to the post synaptic neuron.
Since action potentials are electrical currents that move along the axon they inuence the
electrical �eld. The short transient change of the electrical �eld - a so called spike - can
thus be recorded with an electrode placed near a neuron (Johnston and Wu, 1995). Figure
1.1 illustrates the principal setup of an extracellular recording.

Figure 1.1: Simpli�ed sketch of recording setup for extracellular signal voltage measurements.
The action potential is usually initiated at the soma of a neuron and traverses through the
axon. The currents that are moving between inside and outside of the neuron during the action
potential can be indirectly measured by their inuence on the electrical �eld. An electrode picks
these changes up and relays them to an ampli�er where they can be measured in respect to a
reference.

The signals that are measured by the extracellular electrode are very small changes of the
electrical �eld potential in the range of tens to hundreds of �V , that need to be ampli�ed. A
typical voltage trace of an action potential, a spike, is shown in Figure 1.2. It is corrupted by
noise that consists of small spikes of surrounding neurons and thermal noise of the recording
equipment. Depending on neuron type and morphology an extracellular action potential
typically lasts for 0:5� 3ms. The short piece of recording in which the spike occurs is called
its waveform.
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Figure 1.2: Typical recording. Left One second of typical extracellular recording. Clearly
visible are the voltage deections (spikes) caused by nearby neurons. Right Close-up on the
biggest spike from that piece of recording (taken from data set 8.3.1).

1.2.1 Spike waveform

Attempts have been undertaken to describe the waveform of spikes in a parametric way, e.g.
by modeling it with a mixture of Gaussians (Roh et al., 2008), however, it is not clear how
to mathematically describe the waveforms of spikes in a simple2 way that captures all the
important features of the waveform and is not a�ected by noise. Very recent approaches
use principle component analysis to work around this problem (Thorbergsson et al., 2010).
From theoretical considerations and simulation studies it is clear that the waveform consists
of at least one peak and can be either mono-, bi-, tri- or even quadphasic (Johnston and
Wu, 1995; Pettersen and Einevoll, 2008) and can be strongly inuenced by preprocessing
�lters (Quiroga, 2009). Due to the lack of a priori knowledge of the spike waveform it is not
straightforward to detect them in noisy recordings.

The moving dipole model (see �g. 1.3) can explain the waveform partly but for a full
understanding of the waveform the di�erent ion channels in the membrane and their opening
characteristics as well as the neuron morphology and its e�ect on the extracellular waveform
need to be included (Gold et al., 2006), a topic which is out of scope of this thesis.

1.2.2 Template, refractory period and inter spike interval

The waveform of a spike depends on the morphology and type of a neuron, the electrode
characteristics and the spatial arrangement of electrode and neuron. Thus spikes originating
from one neuron have very similar waveforms as long as the electrode position is kept con-
stant. They will all follow a prototypical - for that neuron distinct - waveform: its so called
template waveform or short template. This is, however, only partly true: after producing an
action potential a neuron is in a di�erent, an exhausted, state from which it will only fully
recover after 10 to 30ms (Fee et al., 1996b) - again depending on the neuron type. During
this refractory period a neuron will �rst be unable to produce another action potential (the
absolute refractory period) and then only action potentials with a smaller amplitude (the
relative refractory period) but also altered waveform. Figure 1.4 shows two extracellularly

2Simple in the sense of a few number of parameters per waveform to have a robust dimensionality
reduction, not the complicated forward models of extracellular �eld potentials from simulations of
multi compartment neuron models which are in themselves also a topic still under research, but see
Einevoll (2010); Einevoll et al. (2010).
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Figure 1.3: Moving dipole model of
spike waveform generation (image taken
from Borkholder (1998), modi�ed).
The action potential can be simplisti-
cally seen as a moving dipole. As it
moves past the electrode P the dipole
charge induces a charge in the elec-
trode which results in a basically bipha-
sic waveform.

recorded spikes from the same neuron (middle) that were elicited in quick succession. Clearly,
the spike waveform amplitude of the second spike is lower compared to the �rst spike. The
amount of waveform amplitude decrease and change depends heavily on neuron type and
morphology (e.g. small inhibitory basket cells with high �ring rates tend to have shorter
action potentials that show less amplitude decrease than pyramidal cells with low �ring rates
(?)) but also the time between the spikes, the inter spike interval (ISI) (Fee et al., 1996b).

Figure 1.4: One example of inter spike interval (ISI) dependence of spike waveforms of one
neuron. Left two Average spike waveform for spikes with long (> 50ms) ISIs and an example
spike recorded after a long (> 1s) ISI. Right two A spike from the same neuron with an ISI of
38ms and the average waveform of spikes with short ISIs (< 50ms). Even though the ISI of the
example spike is already longer than 30ms, the amplitude is still signi�cantly lower. Data taken
from data set 8.2.2. The ripples on the template for long ISIs are probably due to noise and the
limited number of spikes to calculate the template.
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1.2.3 Signal composition

An electrode that was inserted into a dense neuronal network will be close enough to a larger
number of neurons to record their activity. The distinctiveness of the spike templates of
di�erent neurons allows to group similar spikes with the idea that they originate from the
same neuron. This will reconstruct the original single neuron spike trains, a process called
spike sorting.

Figure 1.5: Electrode environment (taken from Buzs�aki (2004), see www.nature.com). The pic-
ture sketches a multielectrode with four wires surrounded by a number of neurons. The number
of distant neurons that contribute only with low amplitude spikes to extracellular recordings is
higher than the number of neurons close to the electrodes. The di�erent wires of the multielec-
trode will all measure a spike of a close neuron but with di�erent amplitudes.

If measurements are performed in a big active nervous system, the activities of possibly
millions of neurons surrounding the electrode are recorded. Those cells can be roughly
grouped into four di�erent categories:

1. cells that are close to the recording electrode will elicit clearly visible spikes (roughly
< 50�m)

2. cells that are a bit farther away still elicit detectable spikes but they are already very
faint (roughly 50� 150�m)

3. cells that are just too far to have a clear spike waveform and mainly appear as noise
in the recording and

4. cells that are very far away.
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Figure 1.5 is a sketch of the electrode environment containing cells of categories 1,2 and
maybe 3. The distance thresholds that classify a neuron as belonging to a certain category
cannot be given very precisely. They depend heavily on the electrode used and its impedance
as well as on the neuron morphology (e.g. its size).

1.2.4 LFP and preprocessing

Clearly, the amplitude of measured spike waveforms decreases with distance to the neuron
but the possible number of neurons in each of the 4 categories is increasing rapidly (cubic)
with distance. The last category of cells contributes only summed low frequency part of its
electrical activity to the recordings. This low frequency part is called low frequency potential
(LFP). Through the big number of cells contributing to its energy it can be very strong in
respect to single spikes from category 1. Typically, the LFP and the high frequency part of
the signal that contains the spikes are treated separately of each other by application of a
low and a high pass �lter (with a cuto� frequency roughly between 100 and 500Hz). In
�gure 1.6 a short piece of raw recording is shown before and after application of a high pass
�lter to remove the LFP from the data.

Figure 1.6: Preprocessing of extracellular data. Top: Short piece of raw recording. Bottom:
Same recording but after application of a high pass �lter.

1.2.5 Tissue drift

Since the spike waveform of a neuron depends on the spatial position of the electrode to
the neuron, changes in the position will a�ect the waveform. Inserting an electrode into
tissue will create pressure inside the tissue. This pressure is sometimes released after the
insertion by movement of the tissue. That movement can cause neurons to drift alongside
the electrode. Fig. 1.7 shows the e�ect of such a drift on the waveform of a neuron. Every
analysis of a data set containing this kind of non stationarities should take them into account.
Otherwise, they can lead to severe problems.



1.2. EXTRACELLULAR RECORDINGS 7

Figure 1.7: E�ect of possible tissue drift on the spike waveform. The waveform of a single
neuron changes over time (brightness of line corresponds to time). This is likely caused by the
movement of the neuron in respect to the electrode. Every single waveform is the average of 64
successive spikes from the same neuron (taken from data set 8.3.1).

1.2.6 Multi electrode recordings

An additional complexity to the spike sorting problem arises from the use of multi electrodes.
These are several electrodes spaced so closely that di�erent electrodes can in principle record
spikes from the same neurons. In Fig. 1.5 a certain kind of multielectrode called tetrode is
depicted. Four single electrodes are entangled in a way to place their endings very close to
each other. The disadvantage of this kind of electrodes is their increased size and complexity
in manufacturing. The great bene�t, however, is the additional information they provide
about the origin of a spike. Measuring the same spike on more than one electrode provides
information about its spatial location (triangulation). Furthermore, it increases the signal
to noise ratio. Fig. 1.8 shows a Thomas RECORDING GmbH tetrode and a spike that was
recorded with its four channels.

But the additional information provided by a multi electrode must be exploited correctly. In
fact in the �rst place multiple recording sites pose a problem: Consider a spike is only recorded
on one of the sites. Then the other recording electrodes just add noise to that recording
and should be ignored. If the signal from those channels would just be summed the signal
to noise ratio would decrease. In the other extreme - absolutely identical spike waveforms
of one spike on all recording channels and channel-wise independent noise - summing the
channels would only decrease the noise and would be bene�cial. The importance to take
the multi channel nature of the data into account is even more obvious for multi electrode
arrays (MEA) and especially so for high density multi electrode arrays (HDMEA). Here,
possibly thousands of electrodes are densely packed on a small surface area. Fig. 1.9 shows
an electron microscopy image of such an array on which a culture of neurons was grown. For
a detailed discussion of the fundamentals of extracellular recordings, especially with MEAs,
see Borkholder (1998).
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(a) Spike recorded with a tetrode (data set 8.3.1.
The spike waveform is visible on at least three of the
four recording channels.

(b) Electron microscopy image of
a tetrode (taken from Thomas
RECORDING data sheet, modi�ed).
Diameter of the tetrode shaft is ap-
proximately 96�m.

Figure 1.8: Extracellular recordings with a tetrode. Note that this tetrode has a di�erent
architecture as the one depicted in Fig. 1.5

Figure 1.9: Electron microscopy image of
a HDMEA with cultivated neurons on top
(top) and three close-ups (bottom). The un-
derlying chip structure can be seen from the
rectangular grid below the neural tissue. The
chip has around 16.000 individual transis-
tor electrodes. Image taken from Lambacher
et al. (2010).
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1.2.7 Overlapping spikes

Another problem of potentially great importance is the occurrence of two spikes at the same
time a so called overlap (see Fig. 1.10). These spikes occur if two neurons in the vicinity
of the electrode - and as such members of the local neuronal circuit - �re synchronous or
near synchronous action potentials. Synchrony of action potentials could be an important
functional element of neural computation by its inuence on synaptic plasticity and dendritic
integration (see e.g. Singer and Gray (1995); Nevian et al. (2007); Pipa and Munk (2011)).

Figure 1.10: Two overlap-
ping spikes recorded with a
tetrode (taken from data set
8.2.2, simultaneous intracellu-
lar recordings were used to de-
termine the individual spike
contributions in that overlap).
The four individual channels
of the tetrode are plotted
over each other. The wave-
form of the single spikes (tem-
plates indicated with colors)
are hardly recognizable pos-
ing a serious problem for spike
detection and sorting algo-
rithms.

If the spikes of the synchronous action potentials are recorded with the same electrode their
spike waveforms will be present at the same time and are thus overlapping in the recording.
This causes a big problem for spike sorting since the single neuronal spike waveforms are
not anymore visible. The mixture of the individual spikes (the overlap) might have a very
di�erent waveform from the individual spikes (see Fig. 1.10) making them hard to detect
and classify.

Although some solutions for the overlapping problem exist (e.g. Atiya (1992); McGill
(2002); Zhang et al. (2004); Wang and Liang (2005); Wang et al. (2006)) and the problem
has also been addressed in the electromyography (EMG) literature (Fang et al., 1997), they
are computationally ine�cient and not suited for a real-time implementation. Additionally,
how to e�ciently solve the problem of HDMEA data where overlaps are very likely to occur in
time but not on the same channels has not been addressed so far. With an increased number
of electrodes usually also an increased number of neurons is recorded making overlapping
spikes much more likely. In fact for HDMEA recordings nearly simultaneously occurring
spikes are not the exception but the rule. Here, spikes can also happen nearly simultaneously
but are recorded on distinct channels. The problem is to detect that these are actually two
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spikes and not only one on several channels.

1.3 Spike sorting

As discussed in section 1.2 electrodes record the inuence of action potentials in the vicinity of
the electrode on the extracellular electrical �eld. This means that the activity of not only one
but a small local population of neighboring neurons is being recorded with the same electrode
at the same time. Neuronal computations are carried out by a large number of neurons in
parallel and single neuronal contributions - especially in isolation - are only of limited use to
understand network function (Brown et al., 2004; Buzs�aki, 2004). Thus one might think that
the mixed activity of many neurons is su�cient for further analysis. However, neurons with
much lower �ring rates than their neighbors would be underrepresented in the mixture. In
addition, and more importantly, to study single neuronal response properties, local neuronal
circuits and their connectivity as well as the question if neighboring neurons are also carrying
out similar computations, single neuronal activities are crucial and have thus to be estimated
from the recorded mixture.

Spike sorting is the detection of spikes from cells of category 1 and 2 (see section 1.2) from
the high frequency component of the recordings and their assignment to putative neurons.
It can be hoped that this assignment works very well for most spikes of category 1 and nicely
sorted putative neurons are thusly called single units (SU). Since some spikes of category 1
and most spikes of category 2 neurons are not cleanly separable (sortable) from each other
they are often treated as a mixture of spikes from more than one neuron a so called multi unit
(MU)3. Action potentials from cells of category 3 that have no detectable spike waveform
anymore are one of the main source of noise in the recordings together with thermal noise
of the recording equipment.

Usually, recorded data sets are preprocessed e.g. to remove the LFP. In the preprocessed
data spikes are commonly detected by a simple amplitude thresholding. What happens next
varies depending on the algorithms used. In the following the main problems are briey
addressed, the preprocessing step was already discussed in section 1.2.4.

1.3.1 Spike detection

The �rst step after preprocessing is to separate noise from spikes. Since spikes are voltage
deections, their higher amplitude than that of pure noise, can be used to detect them.
Commonly, this is done by applying a threshold to the data and accepting a short period
around threshold crossings as potential spikes. The rest is regarded as noise. Fig. 1.11 shows
the process of simple spike detection. The detection threshold is usually set as a multiple of
the signal standard deviation (also a multiple of an estimation of the noise standard deviation
can be used) (Quiroga et al., 2004).

3Also the term background unit is used for all spikes that have a very low amplitude and are not
cleanly sortable. As such the background unit carries information about the overall �ring activity in
the neighborhood of the electrode.



1.3. SPIKE SORTING 11

Figure 1.11: Spike detection. Top: Data (taken from data set 8.3.1) and superimposed thresh-
old (green dotted line). Bottom: Only short periods around threshold crossings are considered
spikes and kept for further processing.

1.3.2 Spike alignment

After the spikes have been separated from the noise they need to be made available for further
processing. Spikes are short pieces of discretely sampled data. Cutting them in a way that
they all have the same number of samples allows to treat them as vectors in a linear vector
space. However, to do so, the exact starting point of the spike waveform has to be chosen
with care since a shift of the starting point is close to a rotation of the resulting vector in the
corresponding vector space. The process of choosing the starting point similar to a certain
feature for all spikes is called spike alignment (McGill and Dorfman, 1984; Zviagintsev et al.,
2006). Fig. 1.12 shows a sketch of two di�erent possible alignments of the waveforms of
Fig. 1.11. The problem is nontrivial especially in the case of multi-channel signals (for the
related problem of image registration see e.g. Theiler (1997)) and the e�ect of improper
spike alignment can strongly inuence the further processing (Zviagintsev et al., 2005; Jung
et al., 2006).

Figure 1.12: Two di�erent alignments of three spike waveforms (spikes from Fig. 1.11). Left:
Alignment on threshold crossing. Right: Alignment on the �rst negative peak after threshold
crossing.
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1.3.3 Feature extraction

Having represented the spikes in a linear vector space clustering techniques can �nally be
employed to solve the spike sorting problem which is answering the following question: Spikes
from how many neurons were detected and which spike originates from which neuron? How-
ever, the vector space in which spikes are represented has the same dimensionality as the
number of samples cut from the data for each spike waveform. Clustering techniques are
strongly a�ected if the number of dimensions is too high (see curse of dimensionality, Bishop
(2007)). To reduce this dimensionality and increase the signal to noise ratio, only those
dimensions should be used that contain actual information about the spikes. This process
of dimensionality reduction is also called feature extraction. There are a lot of alternative
ways to do this and a signi�cant fraction of the spike sorting literature is concerned with this
problem (see e.g. Quiroga et al. (2004); Lewicki (1998); Fee et al. (1996b); Rutishauser and
Schuman (2006); Harris et al. (2000)).

1.3.4 Clustering

The probably most crucial step in standard spike sorting (and for most sorting algorithms as
well the last step) is clustering of the spikes in the feature representation. The number of
neurons is estimated and every spike is assigned to the potential neuron it originated from
(see Fig. 1.13). Overlapping spikes and other forms of waveform variation as e.g. caused
by bursts (in a so called burst a neuron �res several action potentials in quick succession
which causes strong waveform amplitude changes and poses a serious problem for clustering
Pouzat et al. (2004)) make this step particularly di�cult.

Figure 1.13: Feature extraction and clustering (sketch using simulated data). Left: Features
for the detected spikes. Every black dot represents the low dimensional representation of a
single spike waveform. Middle: After clustering every spike can be associated with a neuron
(color). Right: Estimated spike templates for the 3 neurons (mean spike waveform of all spikes
associated with a neuron)

Waveforms that could not be reliably classi�ed are labeled as noise. It is very important
to make a distinction between clustering and classi�cation. Clustering can be seen as the
unsupervised estimation of a model for the data i.e. the estimation of the number of neurons
and their spike waveform characteristics. The step of assigning individual spikes to a cer-
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tain neuron is the classi�cation. Learning of classi�ers using pre-labeled data is supervised.
Classi�cation of data points given a model or labeled data points is much easier and less
error prone than unsupervised derivation of the model in the �rst place. The literature on
classi�cation and supervised learning is extremely well developed and many di�erent well es-
tablished algorithms can be used (e.g. linear discriminants, quadratic discriminants, support
vector machines, neural networks and so on). The classi�cation can be usually computed
much faster than the clustering. For clustering, usually, the whole data set has to be used
but many classi�ers are much less complex and can work with a subset of the data (e.g.
support vector machines) or with a simple model (e.g. linear discriminant functions). Fur-
thermore, once a model (or a clustering) is calculated, statistical procedures can be used to
validate it given the data (see e.g. Pouzat et al. (2002)). Nonetheless, most studies on spike
sorting stop with the di�cult and error-prone clustering problem and do not make use of the
resulting model and possible classi�ers derived thereof. This point is visualized in Fig. 1.14.

1.3.5 Summary

In Fig. 1.14 an overview of the spike sorting process is shown and three di�erent views on
the spike sorting process are depicted. The �rst two views are in principle all instances of
the most complex view (Fig. 1.14 C) by omitting some of the steps. It becomes clear that
the whole spike sorting process is a complicated mixture of many di�erent sub problems like
detection, feature extraction, clustering, model selection (i.e. how many neurons can be
separated?) and classi�cation that are typically encountered in machine learning contexts
but also problems like jitter cancellation (also called registration) i.e. the cancellation of
waveform variation introduced by the discrete sampling of the signal. Spike sorting can thus
be seen as an "umbrella term" since it encompasses a multitude of non trivial problems.

1.4 Organization of this thesis

This thesis is organized as follows: In chapter 2 the spike sorting problem is formulated with
the help of a generative model. The important role of the noise statistics as captured by
the noise covariance matrix becomes clear and in Chapter 3 strategies and algorithms will be
discussed to appropriately estimate and handle it. Chapter 4 discusses the detection problem
and the use of linear �lters as well as the de�nition of the signal to noise ratio. It prepares
chapter 5 which can be seen as one of the main contributions of this thesis. Here, spike
sorting algorithms are discussed and two new ones proposed and evaluated. Especially, the
BOTM (chapter 5.4) will be shown to be of particular importance for real-time applications
and its real-time feasibility is discussed in chapter 6 together with a possible system for
closed-loop experiments. The problem of evaluating spike sorting algorithms and comparing
their performance to those of others is discussed in chapter 7 and a possible solution to the
benchmarking problem developed. Finally, data sets that were used throughout the work are
described in chapter 8.
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Figure 1.14: Di�erent illustrations of the spike sorting process. Spike sorting is an umbrella
term for many di�erent sub problems. The whole process of data analysis that yields the �nal
sorting result is here called spike sorting. Depending on the implementation of spike sorting
algorithms not all these sub problems are solved in the same way or solved at all. Boxes depict
states of the data processing whereas text over arrows is illustrating procedures. Green states are
mainly the same for all spike sorting procedures. Blue states are not present in all algorithms and
orange states are the unique feature of the extended view. A Spike sorting as employed in many
laboratories still relies heavily on human interaction and or supervision. This is illustrated in
this view of the sorting process. Some commercial applications do not rely on feature extraction
but the human operator is selecting spikes based on the visualization of their waveforms. B This
is the a common view of the spike sorting work ow e.g. followed in Quiroga (2011). C Some
spike sorting algorithms do not exactly �t in the standard view e.g. the ones developed in this
thesis. Therefore, this modi�ed view of the spike sorting process ow will be used throughout
the work. The application of a classi�er does not necessarily need to be done on the preprocessed
data but could also target the preprocessed spikes or even the feature representation. For sake
of clarity only one alternative is shown here.



2
Problem formulation

In this chapter the mathematical notation and the generative model (section 2.1) for extra-
cellular recordings are introduced. The template space, in which most of the computations
will be carried out is de�ned and its usefulness to solve time series problems illustrated.
A notation is used in which symbols for scalar quantities are represented by lower case

or upper case letters, vectorial quantities are represented by bold lower case letters, and
operators or matrices are represented by bold upper case letters. The superscript > denotes
the transpose. Vectorial quantities of multi-channel signals are de�ned by concatenating all
channel-wise de�ned vectors (see example below). In section list of symbols all important
quantities are listed.
Consider �rst a multielectrode recording with N electrodes. A single data point (sample)

recorded on electrode k at time point t will be denoted by xk;t. The whole time series xk
recorded with a single electrode (a channel) will be represented as a row in matrix X. A
short piece of multi-channel data recorded from time t to time t0 of length t0 � t+ 1 = Tf
samples on each channel will then be represented as a vector �xt of dimension N � Tf by
concatenating the single channel data points:

�xt :=
�
x1;t : : : x1;t+Tf�1 : : : xN;t : : : xN;t+Tf�1

�>
Analogously, covariance matrices, e.g the data covariance matrix R, are de�ned as

R :=

0
B@
R1;1 : : : R1;N
...

. . .
...

RN;1 : : : RN;N

1
CA :

whereRi;k is the block covariance matrix between channel i and channel k, with (Ri;k)t1;t2 =
Cov (xi;t1 ; xk;t2). Since

Cov (xi;t1 ; xk;t2) = Cov (xi;t1+� ; xk;t2+� )

15
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for some common lag � , every block has a Toeplitz structure (all entries on a diagonal have
the same value). R is thus a symmetric N � Tf by N � Tf block Toeplitz matrix1.

2.1 Generative model

We assume an explicit model for the neuronal data recorded extracellularly. The underlying
assumptions are:

1. Each neuron generates a distinct spike (possibly multi-channel) waveform �i called
template, which is constant over a time period of length T .

2. Spike trains of the recorded neurons �it are statistically independent of the noise �.
Furthermore, these quantities sum up linearly.

3. Noise is multivariate normally distributed with covariance matrix C.

As discussed extensively in Pouzat et al. (2002), these assumptions are reasonable and are
used explicitly or implicitly in most spike sorting techniques. Consequently, measured data
X can be expressed as

xk;t =
X
i

X
�

�it���
i
k;� + �k;t =

X
i

sik;t + �k;t (2.1)

where si is the part of the signal belonging to neuron i and �k;t is colored Gaussian noise.
Thus, recorded data is modeled as a convolution of the mean neuronal waveforms with the
corresponding intrinsic spike trains corrupted by colored Gaussian noise (see also Fig. 5.4
(a)-(c)). The noise covariance matrix C follows the same block Toeplitz structure as the
data covariance matrix R.

Note that the single-channel templates for one neuron are explicitly not assumed to
be linearly dependent between di�erent recording channels. In fact in real recordings these
waveforms are likely to signi�cantly deviate from linear dependence. Nonetheless, linear de-
pendence between recording channels is assumed especially by spike sorting procedures based
on independent component analysis (ICA) (Takahashi et al. (2002, 2003b,a); Madanymam-
louk et al. (2005); Takahashi and Sakurai (2005)).

Since we assume the duration of a single neuronal action potential to be maximal Tf
samples long the multi-channel template for neuron i is given by

�i :=
�
�i1;1 : : : �i1;Tf : : : �iN;1 : : : �iN;Tf

�>
:

The goal of spike sorting can now be rephrased as the inverse to the generative model:
Estimate �i from xk;t. Since the generative model is in principle a convolution of the
spike trains with the spike templates and additive noise, an intuitive solution is given by

1Block Toeplitz matrices are sometimes de�ned as being Toeplitz in the blocks, i.e., the blocks on the
diagonals are identical. Here, we de�ne it in a way that every block is a Toeplitz matrix in itself but
the blocks do not need to be identical.
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a deconvolution. This is one of the the main motivations to use linear �lters and will be
discussed throughout this thesis.
The task of recovering �i, however, can be very di�cult and inherently ambiguous due to

the following reasons (that are not all accounted for by the generative model):

1. We do not know the number of neurons

2. Templates from di�erent neurons can be very similar, especially for recordings with
only one channel

3. Spikes of di�erent neurons can appear at the same time, they overlap (chapter 1.2.7)

4. The overlap between one or more spikes might be very similar to another template

5. The overlap between two spikes might have nearly no energy if the peak of one spike
falls on the trough of the other which makes them very hard to detect (chapter 1.3.1)

6. The templates may change over time, i.e. on a small timescale due to bursts (chapter
1.2.2) and on a longer timescale due to drifts (chapter 1.2.5)

7. The noise can be strong and the amplitudes of spikes from di�erent neurons can be
very di�erent (chapter 1.3)

2.2 The template space

As discussed already in the introduction spikes have a maximal duration of typically not
more than 3ms (see e.g. Fee et al. (1996b)) depending on the neuron type. Spike sorting
algorithms make use of that by detecting a spike �rst and then cutting a piece of data around
the detection event in the range of around 3ms. This short piece of data then represents
the waveform of that spike and will be used for e.g. subsequent feature extraction and
clustering (Lewicki, 1998). The maximal length of spike waveforms (as well as templates)
in the recordings will be denoted as Tf and depends on the sample rate of the recording.
For sample rates of around 24kHz waveforms will be roughly not longer than Tf = 72
samples. Often smaller values for Tf are su�cient. These Tf samples can be regarded as
a Tf -dimensional vector. For multi channel recordings waveforms of the di�erent channels
are simply concatenated, multiplying the vector length by the number of channels N . In the
following we will refer to this Tf �N dimensional vector space as the template space, since
it is adequate to completely describe the templates and all spike waveforms.
It is important to notice that in accordance with Shannons sampling theorem the template

space can only contain waveforms with a minimal frequency of one cycle in Tf samples or
in roughly 3ms, providing a minimal frequency component of approximately 333Hz. The
maximal frequency component is obviously the Nyquest frequency (the Nyquest frequency is
half the sampling frequency). We will refer to the minimal and maximal frequency as fmin

and fNyq, respectively.
This allows us to draw an important conclusion for the preprocessing (see introduction) of

extracellular data for spike detection and sorting: With spike waveforms having no frequency
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content outside of fmin and fNyq the preprocessing �lter should remove as much of the
frequency content outside that range as possible. If frequency components remain below
fmin they will appear as a DC i.e. a baseline shift in the template space. Now consider

Figure 2.1: Sketch of the "template space embedding" of a two channel recordingX. A The two
channel recording Xk(t). The positions of two exemplary periods of length Tf are highlighted.
B The resulting matrix �X. The two window positions of A represent now columns of �X. The
rows of �X are shifted versions of the original channels of X.

an extracellular recording xk;t of length L (see �g.2.1 A). We can also represent this signal
in the template space by cutting it into overlapping pieces of length Tf samples. For multi
channel data the di�erent channels are again simply concatenated. Every of those data
pieces is a vector �xt that starts at time t and is of dimension Tf �N and thus element of the
template space. A matrix �X containing all those vectors as columns will have the original
single channel signals (xk or rows of X) multiple times as delayed version in its rows (see
�g.2.1 B and also the time delay embedding approach used in physics and signal analysis
e.g. Kantz and Schreiber (1997)). The dimensionality of �X is thus Tf �N � L� Tf + 1.
Every operation (e.g. �ltering, prewhitening, thresholding) on the original signal X has

an equivalent representation in the template space2. A simple thresholding on the positive
side of the signal would e.g. correspond to the green lines in �g.2.2. The embedding of X
into the template space has the advantage of a convenient mathematical notation for the
�ltering (i.e. convolution) operation: Filtering of the original signal with a multichannel FIR
�lter fk;t that was previously given by the convolution:

y =
X
k

fk ? xk (2.2)

where ? denotes the convolution which is equivalent to

yt =
NX
k=1

Tf�1X
�=0

Xk;t��fk;� (2.3)

2Note however, that the opposite is not necessarily true: not every operation in the template space has
an equivalent representation in the original signal space.
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can now be rewritten as a simple matrix vector multiplication:

y = fT �X (2.4)

with f being the vector of the concatenated single channel waveforms of fk;t. The �ltering
(equation 2.4) can thus be seen as a projection of the template space on a one dimensional
subspace spanned by f .

Figure 2.2: Sketch of the embedding of the two channel recording of �g.2.1 into the "template
space" with Tf = 1; n = 2. The noise part of the signal forms a cloud of points around (0; 0) that
has an elliptical shape. Spikes become visible as deections from that cloud. The green lines are
the boundaries of a simple spike detector using a threshold on the positive side of the signal.

Before reviewing the optimal detection of known signals in chapter 4 a number of inter-
esting connections between beamforming (chapter 2.3), time series analysis (chapter 2.4)
and Wiener �ltering (chapter 2.5) can be made using the concept of the template space
embedding. Additionally, the noise covariance matrix C - which will play a crucial role in the
estimation of the linear �lters (Van Trees, 2002; Turin, 1960; Kogon, 2003) and spike sort-
ing applications (Pouzat et al., 2002; Vollgraf et al., 2005; Vollgraf and Obermayer, 2006;
Lewicki, 1998; Sahani and Pezaris, 1998; Thakur et al., 2007) - and is important for the
understanding of the optimal detector - is discussed in more detail in chapter 3.

2.3 Connection between template space and beamforming

The template space embedding also reveals an interesting and direct connection of the spike
detection and sorting problem to the beamforming approach in the array processing and
radar literature (Capon, 1969) and the matched �lter (also called North �lter) from telecom-
munication and radar literature (North, 1943; Turin, 1960). In beamforming, given a set
of antennas and a spatially located signal source the optimal combination of the single
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antenna signals (with possible delays) is searched so that the resulting mixture maximizes
the signal and minimizes noise and interference (Ward, 1998; Van Trees, 2002; Choi, 2010).
This mixture is usually assumed to be instantaneous (but possibly delayed) and called Capon
beamforming (Capon, 1969). If we know the template waveform �i for neuron i this tech-
nique would allow us to combine the single recording channels to make use of the spatial
aspects of the waveform. But this would ignore the temporal aspect of the waveform on
individual channels.
In matched �ltering a given waveform needs to be detected in a noisy (possibly one channel)

recording. The optimal �lter is searched, that maximizes the signal (if the given waveform
is present) and minimized the noise. Knowing the waveform of a neuron on all channels we
could use the optimal matched �lter on every individual channel making optimal use of the
temporal aspect of the waveform to detect its presence. But this would ignore the spatial
information.
However, having embedded the spatio-temporal template �i into the template space, every

row of �X can be seen as a new antenna. An instantaneous mixture of �X is thus a spatio-
temporal �lter of X. This way the spatial optimal combining approach from beamforming
can be used to include the temporal aspect of waveforms on each antenna. This is also
known as spatio-temporal adaptive processing (STAP)(Ward, 1998; Melvin, 2004) and will
be discussed more in chapter 4 and 5.
Although measuring in principle di�erent physical quantities - antennas measure current

ows in a conductor caused by the skin e�ect of electro magnetic waves, electrodes measure
electrical �eld potential changes caused by current ow in a typically wet volume conductor
(Johnston and Wu, 1995) - some aspects of signals from electrodes and antennas can be
analyzed with the same methodology.
We can therefore conclude that the optimal spatio-temporal �lter for a given waveform like

a spike template can be derived using methods from radar literature and matched �ltering.
Although care has to be taken: Firstly, because of the nature of electromagnetic waves in
radar applications the recordings are assumed to yield complex numbers and the calculations
are carried out in the frequency domain. In spike sorting all recordings are real numbers and
the temporal domain is usually favorable over the frequency domain (Vollgraf and Obermayer,
2006). Throughout this work calculations will be therefore carried out in the template space.
Secondly, in many radar applications white Gaussian noise is expected (e.g. Ward (1998))

but the generative model in spike sorting assumes colored Gaussian noise. Furthermore,
through the embedding approach the noise on di�erent rows of �X is obviously up to shifts
identical to the noise on the other channels that came from the same source row of X.
In the remainder of this work it will become clear that neither is an obstacle and the results

are valid in "both worlds". Thirdly, like in the traditional Capon beamforming (Capon, 1969),
the signal source is assumed to be extremely far away from the antenna array in respect to the
inter-antenna distances. This allows to model the signal as a homogeneous �eld (also called
wave front) in which the antenna array is placed. Since this assumption is clearly violated for
spike sorting applications (here, the inter-electrode distance can actually be larger then the
electrode-to-signal-source distance) algorithms based on that assumption can not be directly
used.
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2.4 Connection between template space and VAR models

Having established the connection between beamforming and matched �ltering via the tem-
plate space which allows us to combine the results of both, there is another interesting
analogy. This, however, does not provide us with any further methodology that will be ap-
plied to spike sorting here, but it shows how we can simulate arti�cial noise with a given
noise covariance structure. It will not be a topic of this thesis, but is interesting in itself
and should therefore not go unnoticed: vector autoregressive processes (VAR) and their es-
timation (Luetkepohl, 2005). In traditional time series analysis like stock course forecasting
(Makridakis et al., 1998) the goal is to predict a value xt of a time series given the values
before t. This is called an autoregressive process. If K multiple time series (channels) are
taken together, multiple values are attached to each point in time t so xt becomes a K
dimensional vector. Prediction of the vector quantity yt based on the p previous samples
xt�1; :::; xt�p is then given by

yt = � +A1xt�1 + :::+Apxt�p + ut (2.5)

where Ak are K�K coe�cient matrices, � is a K�1 vector of so called intercept terms that
is only important for non-zero mean processes and ut is Gaussian noise with a non-singular
covariance matrix (Luetkepohl, 2005). These processes have been proven very useful and
can be used to generate multivariate data with a given covariance structure e.g. multivariate
Gaussian noise as the one from the generative model in equation 2.1. For that the model
needs either to be trained on a recording containing only noise or the parameters can be
extracted from a given covariance matrix C.
The template space embedding proves very useful for both purposes. Let us �rst use the

template space embedding to reformulate eq. (2.5):

Y 0 = A �X + U (2.6)

where Y 0 is the channel-wise mean-free data matrix X shifted by one sample (i.e. each row
is shifted by one sample), A contains the coe�cient matrices (A = [A1; :::; Ap]), U is the
embedding of the Gaussian noise process ut and �X is the template space embedding3 of X.
Again, the template space embedding simpli�es the mathematical notation signi�cantly.

It also highlights the fact, that the coe�cient matrix A contains actually spatio-temporal
�lters (compare to eq. (2.4)) to predict the next sample of the multivariate time series. The
least squares solution for the coe�cient matrices Ak is given by

Â = Y 0 �X>( �X �X>)�1 (2.7)

where Â = [Â1; :::; Âp] contains the coe�cient matrix estimates. This way the least squares
solution to the VAR learning can be elegantly expressed as a linear regression between the
template space and the original data shifted by one sample (see Luetkepohl (2005) p. 83,
eq. (3.3.6)). Note that �X �X> is an unnormalized estimate of C (with permuted rows and

3This time the embedding is a permuted version of the one presented previously: Instead of keeping
time-lagged data samples from one channel in adjacent rows of �X, adjacent rows contain samples of
di�erent channels at the same time point.
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columns) if X contains noise only. The least-square estimator Â and other parameters of
the VAR process can also be derived from the covariance matrix C directly. Generation of
data with that covariance can then be done by sample-wise forward simulation of the process
(Schloegl, 1999).

2.5 Connection between template space and Wiener �lter

The Wiener �lter can also be elegantly expressed as the solution to the linear regression
problem in the template space. Consider a (possibly multivariate) time series w[n]. The
Wiener �lter is the �lter a of order k that minimizes the di�erence between the �ltered time
series

x[n] =
kX
i

aiw[n� i] (2.8)

and a given signal s[n]:
e[n] = x[n]� s[n] (2.9)

The solution can again be obtained by solving the following least squares problem

a� = argmin
ai

e2(n) (2.10)

where e[n] is the di�erence between the desired signal and the Wiener �lter output. Using
the template space embedding equation 2.8 can be reformulated to

x = a> �W (2.11)

where �W is the template space embedding of the input signal w of order k. This yields the
modi�ed version of the least squares approach

kEk2 = ka> �W � Sk2 (2.12)

and, as before, the solution via linear regression

a� = S �W>( �W �W>)�1 : (2.13)

Note that ( �W �W>)�1 is the inverse data covariance matrix R�1
w;w of the input signal and

S �W> the cross covariance matrix (for zero mean signals) Rw;s between input and desired
signal, thus

a� = Rw;sR
�1
w;w (2.14)

which is the Wiener �lter solution.



3
The noise covariance matrix

Due to its crucial importance for many applications - also spike detection and sorting -
in this chapter the noise covariance matrix and especially the problems that come from its
estimation are discussed. A reliable way for its estimation is suggested and di�erent methods
to treat badly conditioned covariance matrices analyzed.

3.1 Estimation of the noise covariance matrix

How do we estimate C? Let's �rst assume we have a pure noise recording without any
desired signal. Then the estimation can use the whole recording and the template space
embedding seems to o�er an easy and natural way to estimate C:

Ĉ = cov( �X>) =
1

L� Tf + 1
�X �X> (3.1)

Eq. (3.1) does not provide an elegant way to estimate the noise covariance:

1. It is computationally ine�cient. The template space is only a useful mathematical
tool, but actually constructing �X will lead to a massive waste of memory.

2. If we look closer we see that we have two slightly di�erent estimators for (Ci;k)1;1
and (Ci;k)2;2 but both values are actually the variance on channel 1 (for Tf > 1) and
should be identical. The same consideration holds for all within block diagonals and
o� diagonals - C must have a block Toeplitz structure and thus only one estimator
per diagonal. If the estimation is not done properly, the covariance matrix is not
guaranteed to be positive semide�nite. This, however, is necessary to constitute a
proper covariance matrix.

To circumvent problem 1 it is possible to embedded only a small fraction of the data instead
of the full data set, as e.g. done in Rutishauser and Schuman (2006) (see Appendix D.1),

23
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however, this produces a worse estimate of C. Also, the principle problem 2 can not be solved
this way. Therefore, it is better to directly compute the correct diagonal-wise estimators and
build a block Toeplitz matrix from them. This can be done by computing the auto-covariance
and cross-covariance functions between all pairs of channels with maximal lag Tf �1. These
functions are the rows (positive lags) and columns (negative lags) of the block covariance
matrices.
The next problem arises from the fact that we normally do not measure pure noise but

also the signal of interest. To get a good estimate of C we need to ignore pieces of data in
which the signal is contained. This suggests detecting spikes �rst, ignoring all epochs where
spikes are contained and compute C on the rest. Again, the naive approach would lead to
problems: if the remaining noise epochs are just stitched together and treated as one long
recording, a bias is introduced into the noise estimation. At the transitions between two of
the original noise epochs two samples are next to each other that were previously far apart.
They will necessarily have an expected covariance of zero. Noise will be underestimated if
the samples are treated as adjacent. Hence, the following algorithm is used to estimate C:

1. Detect spikes in the signal. Remove all periods that contain spikes from the signal.

2. For all the remaining periods of noise compute the autocorrelation (or auto-covariance,
since we have zero mean signals) and cross-correlation between the channels for each
period individually.

3. Add the auto-covariance functions of all periods weighted by the length of the respec-
tive noise period.

4. Build a block Toeplitz matrix from the auto- and cross-covariance functions.

Figures 3.1, 3.2 and 3.3 show examples of covariance matrices that were estimated that
way on real data with varying channel counts. As can be seen, the eigenvalue spectrum of
the matrices becomes increasingly sparse with increasing dimensionality. Especially, for the
MEA data (Fig.3.3) noise has energy only in a small subspace making the noise covariance
matrix nearly singular.

3.2 Prewhitening

One important application of the noise covariance matrix is prewhitening. This is already
successfully employed for spike sorting (e.g. Rutishauser and Schuman (2006)) and spike
sorting quality estimation (e.g. Pouzat et al. (2002)). Consider the template space embedded
data �X. From the generative model it follows that columns �xt of �X that contain only noise
are distributed with �t � N (0;C). This noise will also be additive on spike waveforms
extracted from the signal. The noise is usually strongly correlated (in time and between
channels) and prewhitening is an option to remove the correlation from the noise (Kay,
1998). Since C is positive semide�nite we can decompose it using the Cholesky factorization
(or Cholesky decomposition), also known as a matrix square root. It decomposes C into a
matrix U so that

C = U>U : (3.2)
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Figure 3.1: Example of a noise covariance matrix for single channel data (taken from data
set 8.3.1, only one channel of a tetrode was used, Tf = 50). Left Auto-covariance function
estimated from noise periods of a single channel recording. Middle Noise covariance (Toeplitz)
matrix build from the auto-covariance function. Right Eigenvalue spectrum of this covariance
matrix. Note that a signi�cant number of eigenvalues is close to zero.

Figure 3.2: Example of a noise covariance matrix estimated from noise periods of a tetrode
recording (taken from data set 8.3.1, Tf = 50). Left Block-Toeplitz matrix build from the auto-
and cross-covariance functions between all pair of channels. Right Eigenvalue spectrum of that
covariance matrix. Note that some of the cross-covariance functions are already close to zero
which results in a higher amount of near zero eigenvalues as compared to Fig. 3.1.
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Figure 3.3: Example of a noise covariance matrix estimated from noise recording with 75
channels of a HDMEA (Frey et al., 2009), Tf = 30. Left Block-Toeplitz matrix build from the
auto- and cross-covariance functions between all pairs of channels. Right Eigenvalue spectrum
of that covariance matrix. Note that most of the cross-covariance functions as well as most of
the eigenvalues are close to zero.

Multiplying every data piece �t with the inverse of U the noise on the resulting data pieces
�
pw
t will be approximately standard normal:

�
pw
t = �>t U

�1 � N (0; I) : (3.3)

This also holds for noise on spike waveforms. In the prewhitened template space we can there-
fore assume that spikes from the same neuron are approximately standard normal distributed.
This is important, since it simpli�es many computations. Additionally, if the measurements
on the channels of a multi-channel recording are di�erently scaled, e.g. by a not correctly set
ampli�er value or a noise source on only one channel, prewhitening will normalize all channels
in a way, that the noise on di�erent channels will have the same standard deviation. This
is important for subsequent processing stages to not put too much weight on an arbitrarily
higher scaled channel and makes the distinct channels comparable.
But prewhitening has also another important e�ect: After prewhitening the variance of the

signal in those dimensions that separate signals will be higher in respect to dimensions that
contain only noise. This is illustrated in the following toy example shown in Fig.3.4. Suppose
3 Gaussian normal distributions with the same covariance matrix in a three dimensional space
D2 whose means are lying in a one dimensional subspace D1 (Fig.3.4 left). The optimal
subspace to discriminate between the three distributions can be obtained with LDA and is
indicated as a magenta line in Fig.3.4 (left). Due to the correlation of the noise it is not
identical to D1 (orange line).
A very common technique for dimensionality reduction, i.e. �nding a subspace that con-

tains most of the interesting information, is principle component analysis (PCA). If PCA is
applied for dimensionality reduction one tries to estimate the dimensions of the space that
contain most variance with the assumption that those dimensions also contain most infor-
mation. It is probably the most commonly applied dimensionality reduction technique for
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Figure 3.4: Toy example that illustrates the e�ect of prewhitening on PCA. Simulated 1 dimen-
sional noise free data embedded in 3 dimensional colored Gaussian noise. Left before prewhiten-
ing. The best separating dimension is given by LDA and shown in magenta. Note that the PCs
(black and cyan) do not represent that dimension. The original 1 dimensional space is shown in
orange. Right: Same data after prewhitening. Note that the �rst PC is representing the best
separating dimension (sign inversed).

spike sorting (Lewicki, 1998). PCA works, again, on a covariance matrix but this time on
the covariance matrix of the data including spikes (preferably only spikes). The eigenvectors
of that matrix (now called principal components (PC)) are computed and sorted according
to their eigenvalues. Only the PCs belonging to the biggest k eigenvalues are used and the
data is projected into the subspace spanned by those eigenvectors. Fig. 3.4 (left) shows the
three PCs (the one with the biggest associated eigenvalue, PC1, is depicted by a black line,
the other two (PC2+3) by cyan lines). It becomes very clear that in this simple example
PC1 is far from being close to the optimal subspace (magenta line), actually it is nearly
orthogonal. However, if we perform �rst prewhitening on this toy example (see Fig. 3.4
right) and perform PCA afterwards two things change: Firstly, D1 coincides now with the
optimal separating subspace given by LDA (not shown in the �gure since they lie on top of
each other) and secondly, the subspace spanned by PC1 is now nearly identical to D1 and
thus very well suited for dimensionality reduction.

This highlights the importance of prewhitening for dimensionality reduction and thus also
the importance of a properly estimated and factorisable noise covariance matrix.

3.3 E�ect of preprocessing on the noise covariance matrix

Consider a recording xk;t of pure noise. If we embed such a recording in the template
space and assume zero mean signals, the resulting cloud of noise vectors will be centered at
the origin of the vector space. For white Gaussian noise this cloud would have a spherical
shape. The characteristic of white Gaussian noise is that it contains all frequencies with
the same energy. A bandpass �ltered signal with cuto� frequencies inside the range of fmin
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to fNyq can therefore not be white1. Additionally, spikes from more distant neurons will
also inuence the noise characteristics making it colored. Hence, the resulting shape of the
noise cloud is roughly elliptical. If the assumption of colored Gaussian noise is justi�ed, it is
indeed elliptical with the Tf �N dimensional hyper ellipse completely described by the noise
covariance matrix C. The vectors �xt are then distributed with �xt � N(0;C).

The eigenvectors of C have an important interpretation: They are the axes of the ellipse
and their associated eigenvalues give the variance of the noise cloud if projected on the corre-
sponding eigenvector. Filtering means reducing the power of the signal in certain frequency
bands. That will also alter the eigenvectors of the noise cloud which means introducing
correlations between time lagged samples of the time series. The more frequencies are re-
moved the more predictable the time series becomes and the smaller some eigenvectors of
the covariance matrix will be. This means that if a signal was �ltered with a cuto� between
fmin and fNyq it will likely have a rank defect covariance matrix.

Figure 3.5: E�ect of preprocessing �lter on the condition number of the resulting noise covari-
ance matrix (Tf = 81, 1 channel). A least-squares zero-phase FIR �lter with two stop bands
(0Hz to f1Hz and f2Hz to fNyq) was used. A Average auto-covariance functions of �ltered data
(80000 samples of white Gaussian noise) using di�erent kind of bandpass �lters (mean over 10
repetitions). For un�ltered data the auto-covariance function is one at zero and zero everywhere
else. B Minimal condition number over 10 runs for the covariance matrices of �ltered white
Gaussian noise. Note that the e�ect of increase in condition number will be much stronger for
real data (see Fig. 3.6).

Since �lters normally do not remove the energy of a given frequency band completely but
merely suppress most of it, this will result not in zero eigenvalues but in very small ones
which will in turn lead to ill conditioned covariance matrices (see Figs. 3.5-3.6). Two things
are important to note: Firstly, a preprocessing �lter will e�ect the spikes in the same way as
the noise, thus the rank de�cient dimensions caused by preprocessing �lters do not help for
spike detection or sorting. Secondly, if the noise covariance matrix would have an eigenvalue
of zero in a dimension in which the signal (i.e. the spikes) has actual energy, the signal to
noise ratio would be in�nitely large. Thus, a rank defect in the noise covariance matrix is
not directly connected to performance of spike detection or sorting.

1This can happen if the data was already preprocessed and then stored
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Figure 3.6: Same as Fig. 3.5 but with noise from a real recording (taken from data set 8.3.1,
1 channel of a tetrode). Note the di�erent scale of the condition number for real and synthetic
(Fig. 3.5) data.

However, for many applications an inverse of C is needed. An ill-conditioned or rank
defect covariance matrix cannot be directly inverted and also the Cholesky factorization can
not be computed reliably on such a matrix. One way around this problem is the generalized
inverse.

3.4 The generalized inverse noise covariance matrix

The generalized (or pseudo) inverse C+ of C can be used instead of the real inverse if this is
not available. It can be used to compute a projection operator P = CC+ that projects the
template space on the range of C even if C is singular. This is the subspace that is spanned
by the eigenvectors of C that correspond to non-zero eigenvalues. The de�nition can be
relaxed by projecting only on those eigenvectors that have an eigenvalue that is bigger than
a threshold tc. This means however, that every operation (especially visualizations) that are
carried out after the projection will be blind to the rank defect dimensions of the original
C since those dimensions are the null space of the projection operator. Consider e.g. the
case that the noise has (nearly) no power in a certain frequency band b, whereas the spikes
have. This means that a bandpass �lter with a passband of b could in fact remove the noise
(nearly) completely. Constructing the covariance matrix purely from noise and projecting the
whole data on the generalized inverse projection operator will, however, remove exactly the
power of the spikes in b. Therefore, the generalized inverse bears the risk of becoming blind
to useful dimensions and should not be used for spike detection and sorting. Additionally, it
is not straight forward to chose tc.

3.5 Diagonal loading

Diagonal loading (DL) (Van Trees, 2002; Hiemstra, 2002; Kogon, 2003; Li et al., 2003, 2008)
is a common technique to obtain an invertible covariance matrix from a singular or nearly
singular covariance matrix but a principle problem is the choice of the loading parameter �.
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In the following two di�erent ways to deal with an ill-conditioned covariance matrix in the
context of spike sorting are presented and compared (although others exist e.g. Hiemstra
(2002) but the parameter choice is even more di�cult).

Consider C to be a square matrix that is ill conditioned or rank de�cient. The simplest way
to increase the condition number of C is to add the identity matrix to it (e.g. Rutishauser
and Schuman (2006)): C  C + �I. This will, however, change the matrix and add a
deviation of the correct matrix even to those dimensions that do not have small eigenvalues.
Furthermore, it is a non trivial problem how to chose �.

To overcome this drawback of diagonal loading, i.e. the drastic change of the matrix
in all dimensions and the complete suppression of certain dimensions using the generalized
inverse, a more careful way of loading can be applied: diagonal subspace loading (DSL)
or spectral loading (see eigenvector based diagonal loading in Kogon (2003) eq.3). The
principle idea is to distinctively load only those dimensions that cause the bad condition or
the rank de�cit. The procedure can be understood as a less drastic modi�cation than the use
of the generalized inverse: Instead of removing the problematic dimensions entirely, we just
increase the eigenvalues of C that are too small, making the inverse of C less sensitive to
those dimensions. Still, a principal problem for both methods is to �nd the respective loading
parameter. Here, a simple workaround is suggested. As discussed previously the problem
arises since we need to invert C or �nd its Cholesky factorization. For these algorithms the
condition number c of C is of crucial importance. The condition number is the ratio between
the largest and the smallest eigenvector of C. Thus, a singular matrix will have an in�nite
condition number. The condition number also gives a measure by what factor errors in the
estimation of C will inuence the results of computations with, e.g., its inverse. Therefore,
here, the diagonal loading parameters are chosen so that the covariance matrix after loading
has a certain condition number c.

3.6 Comparison of loading techniques

3.6.1 A toy example

raw DL DSL

C

1 :9 0 0
:9 1 0 0
0 0 0 0
0 0 0 0

1:039 :9 0 0
:9 1:039 0 0
0 0 0:039 0
0 0 0 0:039

1 :9 0 0
:9 1 0 0
0 0 0:038 0
0 0 0 0:038

C�1

5:263 �4:737 0 0
�4:737 5:263 0 0

0 0 0 0
0 0 0 0

3:861 �3:345 0 0
�3:345 3:861 0 0

0 0 25:79 0
0 0 0 25:79

5:263 �4:737 0 0
�4:737 5:263 0 0

0 0 26:32 0
0 0 0 26:32

Table 3.1: Arti�cal covariance matrix and the results of DL and DSL. The condition number of
the resulting matrices was forced to be 50. For the inverse of the raw matrix the pseudo inverse
was calculated. Numbers are rounded on the third digit. Note that C�1DSL and the pseudo inverse
of the original matrix are identical in the �rst two rows and columns.
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To evaluate the inuence of the di�erent methods 1mio samples of multivariate Gaussian
noise were simulated as rows of matrix N with a singular covariance matrix2 (see table 3.1
top left). Then, DL, DSL were used to obtain modi�ed covariance matrices CDL and CDSL,
respectively, with a condition number of 50. The matrices are given in table 3.1. Fig. 3.7
A shows the di�erences of the eigenvalues of the di�erently obtained covariance matrices to
the original one. DL produces a constant error on all eigenvalues, whereas DSL e�ects only
those dimensions that had too small eigenvalues.

The inverses given in table 3.1 were used to calculate the squared distances of the simulated
noise: �2 = NC�1

methodN
T . Fig. 3.7 B shows the resulting empirical distributions and the

theoretical Chi-Square distribution with two degrees of freedom. The pseudo inverse and
C�1
DSL yield empirical distributions that are inline with the correct distribution whereas C�1

DL

yields a di�erent distribution.

Figure 3.7: Inuence of di�erent procedures to work with a rank defect covariance matrix (4
dimensions, rank = 2). Both DL and DSL were used to obtain a covariance matrix with a
condition number of 50. A Absolute di�erence between the eigenvalues of the original covariance
matrix and those of the modi�ed matrices. B Empirical (red, green and blue line) and theoretical
(black and yellow) cumulative density functions of squared distances of noise samples after the
di�erent matrices were used to prewhiten Gaussian distributed noise with the given covariance
matrix. Note that DSL and Pinv do not change the correct �2 distribution with 2 degrees of
freedom whereas DL produces a signi�cant di�erence.

This fact can also be seen when the di�erent matrices are used for prewhitening: The
Cholesky factorizations UDL and UDSL of CDL and CDSL are computed and their inverse is
used to prewhiten the noise samples: Npw

method = NU�1
method (see e.g. Rutishauser and Schu-

man (2006); Pouzat et al. (2002) for details on this procedure). The resulting prewhitened
noise samples should now be standard normal distributed in the �rst two dimensions. Table
3.2 shows the empirical covariance matrices for the prewhitened noise samples: Npw

DSL follows
a two dimensional standard normal distribution whereas Npw

DL does not. Every subsequent
processing step that relies on the assumption of standard normality might be negatively

2This matrix does not represent a possible covariance matrix of a time series but was chosen for
illustratory purposes only.



32 CHAPTER 3. THE NOISE COVARIANCE MATRIX

inuenced.

cov(Npw
DL) cov(Npw

DSL)

0:9632 0:0647 0 0
0:0647 0:7375 0 0
0 0 0 0
0 0 0 0

1:0006 �0:0001 0 0
�0:0001 0:9995 0 0

0 0 0 0
0 0 0 0

Table 3.2: Empirical covariance matrices for the prewhitened multivariate Gaussian noise sam-
ples using di�erent prewhitening operators.

Note that the pseudoinverse can not be directly used to obtain a prewhitening operator.
Projecting the data �rst on the subspace and proceeding as usual is possible yielding, in this
case, the same prewhitening operator as DSL. This, however, is not straight forward for real
data, since the covariance matrix will not be singular but badly conditioned.

3.6.2 Comparison on simulations

Figure 3.8: Spike sorting performance with respect to diagonal loading. The algorithm described
in chapter 5.4 was applied on the simulated benchmark data set 8.1.3. The covariance matrix was
estimated with pieces of pure noise and loaded with DL and DSL with varying target condition
numbers.

Despite the many interesting aspects of DSL which seem to favor it over DL, the choice
of the loading technique is highly application dependent (Kogon, 2003). Before having
introduced the spike sorting algorithms, a comparison of the �nal spike sorting performance
with respect to the two loading procedures is given. For this the benchmark published in
Quiroga et al. (2004) was used (Data set 8.1.3). It was chosen since the ground truth
information is available which is necessary to compute the exact spike sorting performance.
It is with a total of 20min duration relatively extensive. The most important point is that
the noise was simulated using many copies of spike templates with very small amplitudes
giving it a realistic noise characteristic that deviates slightly from the pure Gaussian noise
assumption as can be expected in real experiments. The available ground truth information
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was used to compute the correct spike templates and the noise covariance matrix. C was
then loaded with DL and DSL with a varying target condition number. Fig. 3.8 shows the
result of the BOTM spike sorter (see chapter 5.4). Two interesting conclusions can be drawn
from this: 1. Loading resolves the problem of numerical instability. 2. Loading increases
the error rate and hence should be used with caution. 3. In this context DL nearly always
outperforms DSL.
In the remainder of this work it is assumed that all covariance matrices are estimated

correctly and loaded conservatively with DL, a target condition number of 10000 is used.

3.7 Inverse

A �nal note on the inversion of C. Since the noise covariance matrix has special properties
- positive de�niteness, symmetry, block-Toeplitz structure - there exist more e�cient ways
to calculate its inverse then the standard solution. In the single channel case the Levinson-
Durbin recursion can be used to solve the Yule-Walker equations which directly yields the
desired inverse matrix (Hayes, 1996; Kay, 1998; Oppenheim and Schafer, 2009).
In the multi-channel case solutions are signi�cantly more complicated. The �rst solution

was suggested by Whittle (1963) which solves the block Levinson-Durbin inversion of C and
was successively improved (Wiggins R. A. and Robinson, 1965; Akaike, 1973; Franke, 1985;
Musicus, 1988; Rabl, 1993; Brockwell and Dahlhaus, 2004).
The algorithms are of great importance in many applications (see e.g. Morettin (1984);

Liebchen (2002); Murray and McAulay (2004)) and make use of the special block-Toeplitz
structure of C. This structure, however, only arises if the rows of �X are reorganized so that
adjacent rows contain di�erent recording channels at the same time lag and not the same
recording channel at di�erent time lags as done in this work. This problem can be solved by
rearrangement of the matrix C used in this work, accordingly, before its inversion (see also
the footnotes in chapter 2 and 2.4).





4
Linear �lters for spike detection

In this section the problem of spike detection is discussed, �rst for the unknown spike wave-
form case and then for a known waveform. The Mahalanobis detector is introduced and its
poor performance demonstrated and explained. The detection performance of several well
known spike detection algorithms for unknown waveforms is computed on real recordings
and compared to the performance of the optimal �lter using the knowledge of the waveform.
It is shown that knowing the waveform can strongly increase detection performance.

4.1 Signal-to-noise ratio

If we have a noisy recording xk;t that contains an unknown transient signal �, how do we
detect its presence and where the signal is located? If the waveform is truly unknown and
the noise is assumed to be Gaussian and zero mean, the only assumption we can make is that
signal + noise will have more energy then pure noise. The �rst intuitive idea is therefore
to compute the signal energy and detect deviations from the expected values caused by
noise. But what is the energy of a signal? Basically, three di�erent de�nitions are plausible:
The �rst is the normal physical de�nition which is the instantaneous energy given by the
square of the signal Ep(t) := x2t . If we think of the signal as a trajectory in the template
space, a possible de�nition could be the norm of the signal in that space Ee(t) := �x>t �xt.
And if the noise covariance matrix C is also known, then the noise distribution could be
taken into account which would yield the signal energy as the norm of the signal in the
template space with respect to the noise distribution, i.e. the Mahalanobis distance from
zero Em(t) := �x>t C

�1�xt.
Those three approaches lead directly to three di�erent spike detection procedures, namely

thresholding of the respective energy signal. Everything that surpasses a certain threshold is
then regarded as a spike. Furthermore, the de�nitions of signal energy lead directly to three
di�erent de�nitions of the signal-to-noise ratio (SNR).
The SNR is a scalar value which is an indicator for the di�culty of detecting a signal in
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noisy data. In this sense, the SNR de�nition should be dependent on the method used for
signal detection. Several de�nitions of the SNR are used in the spike sorting literature. A very
common one is to de�ne the SNR by some maximal value, e.g., the maximal amplitude, the
maximal di�erence in amplitudes (peak to peak distance), or the maximum of the absolute
value of the amplitude, divided by the variance of noise �2, i.e.,

SNRp (�) :=

s
(Extremum value of �)2

�2

(e.g. see Choi et al. (2006)). Another applied de�nition for the SNR is based on the energy
of a signal, i.e.,

SNRe (�) :=

s
�2

N � Tf � �
2

(e.g. see Rutishauser and Schuman (2006)). Here, a de�nition of SNR based on the Maha-
lanobis distance of a template � to zero is introduced:

SNRm (�) :=

s
�>C�1�

N � Tf
: (4.1)

In the special case of single electrode data and of 1-dimensional templates (Tf = 1), all SNR
de�nitions are equivalent.

4.2 The Mahalanobis detector and why it fails

As discussed the three di�erent SNR and energy de�nitions lead to three di�erent spike
detectors of which the Mahalanobis detector (Bankman et al., 1993; Rebrik et al., 1999)
seems to be the most advanced and powerful since it optimally takes the noise covariance
matrix into account. However, as will be shown in the following, the Mahalanobis detector
and the detector based on Ee su�er greatly under the curse of dimensionality (Bishop, 2007)
and are virtually useless - particularly in the case of multi-channel recordings.

As already discussed, noise in the template space is distributed according to a multivariate
Gaussian:

� � N (0;C) (4.2)

A piece of data x with signal � plus noise will then be distributed with the same covariance
but di�erent mean:

x = � + � � N (�;C) (4.3)

Let us for the remainder assume that the data was prewhitened, i.e. C = I. What does this
imply for the distributions of energy of pure noise and signal plus noise? The squared norm
of noise for Tf samples and N channels is given by a chi-square distribution with N � Tf
degrees of freedom:

k�k2 � �2N�Tf
(4.4)
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The squared norm of noise plus signal, however, is distributed with a non-central chi-square
distribution:

kxk2 =
X
i

x2i =
X
i

(�i + �i)
2 =

X
i

(�2i + 2�i�i + �
2
i ) = k�k

2 + 2�>� + k�k2 (4.5)

which is the sum of the squared noise (k�k2), the product between noise and signal (2�>�)
and a constant (k�k2):

x = � + � � �0
2
N�Tf

(�) (4.6)

where �02k(�) is the non-central chi-square distribution with k degrees of freedom and non-
centrality parameter �. � is equal to the squared norm of the mean of the underlying Gaussian
distribution1:

� = k�k2 (4.7)

To illustrate what that implies let us assume N = 1, Tf = 35 but the argumentation also
holds for multi-channel data. Now assume that the signal of interest � is well separated e.g.
by 5 standard deviations (i.e. k�k2 = 25 since the noise is assumed to be white) from the
noise. This means that the squared norm of pure noise � is distributed with � � �235 and
the squared norm of signal plus noise is distributed with x = � + � � �0235(25).
Fig. 4.1 shows the corresponding distributions for di�erent dimensions of the template

space. As soon as the number of dimensions is not anymore close to 1 the distributions
for noise and signal plus noise are heavily overlapping. That means that even if the signal
is well separated (by 5 standard deviations) from the noise we are absolutely unable to
reliably detect it this way. If we simply add a new channel to the original recording that
contains only noise, this noise will enter quadratically in the detector output (see Eq. 4.5)
corrupting signals on the other channels. The e�ect is stronger the higher the dimension of
our template space is. Already in the case of a 2 channel recording noise will completely
corrupt the Mahalanobis detector. The bad performance of this detector is also shown in
Fig. 4.4a. But if the signal is actually separated nicely from the noise, why cant we detect
it? We can if we look into the right subspace. The signal and the origin (the noise mean)
are lying in a one dimensional subspace (the line connecting both). Only in this subspace
the signal is separable from noise. As will be shown in the next section the optimal matched
�lter is exactly the projection operator of the template space on that optimal one dimensional
subspace.

4.3 Matched �lter

The derivation of the matched �lter will be carried out for discretely sampled real valued
signals. For continuous and/or complex signals the derivation is analogous. We want to �nd
a �lter f so that its response yt to a noisy recording �xt is maximal if a given signal � is
present and minimal otherwise. If the signal is present the recording is given by

�xt = �t + � (4.8)

1This is only true if C = I as in this example
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Figure 4.1: Probability density functions for the energy of Gaussian noise samples and energy
of noise plus signal samples for di�erent dimensions. The signal energy is kept constant (25).
While the two distributions are nearly not overlapping in the one dimensional case they overlap
strongly in the high dimensional scenarios.

with �t being the noise process. The noise covariance matrix is given by C = Ef��>g
where E denotes expectation. The �lter output is usually given by the convolution between
the �lter and data, for ease of notation here a time reversed �lter is used. This way the �lter
output is given by the cross correlation instead:

yt = f>�xt (4.9)

If the signal is present yt = f>�t + f
>� = ys + yn and yt = f>�t otherwise. Note that

yt is a scalar quantity whereas �xt is again a short period of data and thus a vector in the
template space. We de�ne now the SNR after �ltering as

SNR =
jysj2

Efjynj2g
=

jf>�j2

Efjf>�j2g
(4.10)

which is the quotient of the response to signal and the response to noise. We want to chose
f so that the SNR becomes maximal. The denominator can be reformulated to

Efjf>�j2g = f>Ef��>gf = f>Cf (4.11)

This leads to

SNR =
jf>�j2

f>Cf
: (4.12)

An important property of square symmetric positive de�nite matrices (like the noise covari-

ance matrix C) is that they can be factorized into C = C
1

2C
1

2
> = UU>, the Cholesky
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factorization or matrix square root U . Making use of this property �rst and then of the
Cauchy-Schwarz inequality we obtain:

SNR =
j(Uf)>(U�1�)j2

(Uf)>(Uf)
�

�
(Uf)>(Uf)

� �
(U�1�)>(U�1�)

�
(Uf)>(Uf)

(4.13)

Noting that the left part of the nominator is equal to the denominator this can be simpli�ed
to

SNR � (U�1�)>(U�1�) = �>C�1� : (4.14)

The upper bound of the inequality can be achieved by choosing

f =
1

�
C�1� (4.15)

with some arbitrary scaling parameter �. By forcing e.g. Efjynjg = 1 we obtain with
� =

p
�>C�1� the minimum power distortionless response beamformer (MPDR), by forcing

f>� = 1 with � = �>C�1� the minimum variance distortionless response beamformer
(MVDR) is obtained (Van Trees, 2002).

Two interesting things can be noted here: the matched �lter is a projection operator of
the template space on a one dimensional subspace spanned by the template multiplied by
the inverse noise covariance matrix. Furthermore, the de�nition of the SNR that leads to
the matched �lter gives a theoretical justi�cation to the previously introduced de�nition of
the SNRm (the SNRm is a normalized version of that SNR that takes the dimensionality
into account).

To show that SNRm is an appropriate SNR de�nition for the matched �lters, while the
other SNR de�nitions are in contradiction with the meaning of signal-to-noise ratio, datasets
were simulated containing a single channel and a single neuron, which �red according to
a Poisson statistic. The noise covariance matrix C of the datasets was controlled so that
C (�) := (1� �)�1+��Cexp

�2
, where 1 denotes the identity matrix, andCexp is an empirically

measured noise covariance matrix from data set 8.3.1, with (Cexp)i;i = �2 for all i. The
autocorrelation function (i.e. the normalized �rst row of Cexp) is shown in Fig.4.2 B. For
the simulations a template was extracted from the same experiment (Fig. 4.2 A). Then, for
ten di�erent � values between 0 and 1 datasets were simulated. As can be seen in Fig. 4.2 C
the SNRm decreases with increasing � and consistently the detection performance of the
matched �lter method decreases as well (see Fig. 4.2 D). Note that SNRp = SNRe = 1
for all � values, which means that those de�nitions are inappropriate for the matched �lter
method since they do not reect the higher di�culty for the signal detection. Having derived
the optimal detector and a measure for the SNR, the questions arises how much this detector
is actually better than other spike detectors.

4.4 Spike detection performance

This section presents collaborative work that was published in Franke et al. (2010a) and was
partly done with the help of Michal Natora and Sven D�ahne.
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Figure 4.2: Systematic simulation of spike detection performance for di�erent noise charac-
teristics and the corresponding SNR measures. A Template � (in arbitrary units) used for the
simulations. B Noise autocorrelation function of the same experiment from which the template
was extracted. This autocorrelation was used to calculate C (see text). C Plot of SNRp (�),
of SNRe (�) and of SNRm (�) in dependence of � (see text for de�nition). D Average detection
performance of di�erent spike detection methods (described in Sec. 4.4) for di�erent values of
�. For each � value the average was done over 5 datasets, each with a noise covariance matrix
C (�).

The evaluation of the spike detection performance for several di�erent algorithms was
done on the in-vitro dataset 8.2.1. Although the extracellular signal was recorded with a
tetrode, only one recording channel was used for further analysis since most conventional
spike detection methods are only de�ned for single channel data. The detectors that were
compared are:

1. Mahalanobis distance: This method is described in Rebrik et al. (1999) and was already
discussed in chapter 4.2. In brief, periods having a greater Mahalanobis distance to
zero than a certain threshold are identi�ed as spikes. The noise covariance matrix was
estimated from data pieces in which the neuron was not stimulated. The size of the
matrix was chosen to match the observed length of spikes in the experiment. Local
maxima crossing the threshold are identi�ed as spike times.

2. Squaring: The raw data is squared and normalized. Local maxima crossing the thresh-
old are identi�ed as spike times. Since only one channel was simulated this method
would be equivalent to the Mahalanobis detector for a one dimensional noise covariance
matrix.

3. Squaring smoothed: A Savitzky-Golay �lter of span 5 and order 2 is additionally applied
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to the output of the method \squaring". This method is very similar to the one used
in Rutishauser and Schuman (2006).

4. MTEO: This method is described in Choi and Kim (2002); Choi et al. (2006). In
brief, the data is smoothed with a Hamming window and a quantity (which depends
on parameters k) related to the energy of the signal is computed. Two parameter sets
were used for this method that were manually found to be of good performance, one
with k-values of [1; 3; 5] and one with k-values of [1; 3; 5; 7; 9].

5. Optimal �lter: Since the occurrence of the spikes is known (due to the simultaneous
intra-cellular recording), the optimal �lter is calculated using the average waveform of
all spikes of the recorded neuron.

6. Estimated �lter: In the case the template was estimated blindly from the data, i.e., the
�lter is calculated using the average waveform of all spikes found by the MTEO [1; 3; 5]
with a threshold set to 3:5 times the median of its output.

A short piece of the recordings and a subset of the corresponding detector outputs are shown
in Fig. 4.3.

Figure 4.3: A short piece (approx. 400 ms) of extracellularly recorded data from slices of rat
visual cortex (data set 8.2.1) is processed with di�erent spike detection techniques (rows 3� 6).
Data were recorded simultaneously intracellular (�rst row) and extracellular with a tetrode. In
this experiment the cell was repeatedly stimulated with 30ms pulses of 350 pA current injection
to elicit action potentials. Only the tetrode channel with the highest SNR was used for further
analysis (second row)

The performance of the di�erent spike detection methods was compared using receiver
operating characteristic (ROC) curves. For every detector the threshold is systematically
varied between 0, resulting in zero false negative (FN) detections, and the minimal value
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(a) (b)

Figure 4.4: a)ROC curves for di�erent spike detection methods. In this experiment SNRm =
0:81, SNRp = 3:28, SNRe = 1:63. b) Number of errors for each spike detection method in respect
to varying thresholds. The color coding is the same as in Fig. 4.4a. For each detection method
the maximal threshold was determined and normalized to 1. The maximal threshold is de�ned
as the smallest threshold so that no spikes are detected. The total error is plotted in dependence
of threshold values equally sampled from the interval [0;maximal threshold]. The total error for
the linear �lter increases slower than for the other methods, when the threshold deviates from
the optimal threshold. For this evaluation a dataset from the recordings described in Sec. 8.2.1
was used with SNRm = 1:39, SNRp = 6:31, SNRe = 3:04

which does not detect any spikes; i.e., zero true positive (TP) detections. For every threshold
the percentage of TP is plotted against the false positive (FP) rate. Such a curve is shown for
one exemplary experiment in Fig. 4.4a. The curve for the best possible detector (i.e. no FP,
but 100% TP detections) would pass through the point (0; 100). The area under the ROC
curve (AUC) is, thus, a measure for the performance of a detector. The normalized AUC
values for the area up to 30Hz of FPs of all detectors averaged over all available datasets are
shown in Tab. 4.1. Although only the average performance is presented, the estimated linear
�lter and the optimal linear �lter also achieved higher scores on every individual dataset
described in Sec. 8.2.1. In all experiments the optimal �lter was superior to the other
detectors, while the estimated �lter scored second with a very similar performance. This
shows that taking into account the full waveforms as well as the data statistic always greatly
improves the detection performance. The optimal linear �lter was included into the evaluation
to provide an upper bound on the performance one can achieve with the estimated �lter.
Furthermore, the estimated �lter o�ers another advantage for the detection of spikes, namely
a bigger robustness to threshold variations, see Fig. 4.4b. This means that a deviation from
the optimal threshold has a less drastic impact on the total error (FP + FN) than for the
other methods.
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Table 4.1: Average normalized area under the curve for each evaluated spike detection method.
The averaging was done over all 6 datasets described in Sec. 8.2.1. The AUC values were
computed up to a FP frequency of 30 Hz and normalized by 3000 which, in this case, is the AUC
of a perfect detector.

Method Average normalized AUC

Mahalanobis distance 0.70827
Squaring 0.76371

Squaring smoothed 0.77073
MTEO[1 3 5] 0.78501

MTEO[1 3 5 7 9] 0.77255
Optimal �lter 0.81957
Estimated �lter 0.80887





5
Spike sorting

As discussed in the introduction and formulated mathematically in chapter 2.1 the spike
sorting problem consists mainly of three subproblems: Detection, model estimation and
classi�cation. In the last chapter the optimal spike detector was introduced but it requires
the knowledge of the spike waveform, which is normally not available before the model
estimation. The initial detection is bound to be suboptimal and has to make use of energy
based methods like the MTEO (Choi and Kim, 2002; Choi et al., 2006) that was shown to
perform well (see chapter 4.4).

Since the model estimation is time consuming, error-prone, unstable in respect to non-
stationary data (e.g. caused by tissue drift) and su�ers from the errors already made during
the initial detection of spikes (e.g. missed and wrongly aligned overlapping spikes), the idea
followed in this chapter will be as follows: use a sophisticated but possibly computationally
expensive algorithm to �nd a good initial guess on the number of neurons and their spike
waveforms (the model) on a subset of the data. From this model a classi�er will be derived
that can be applied to the whole data online, in real-time and will be adaptive (see Fig. 1.14).
This has the advantage that the computationally expensive part is only applied to a small part
of the data which makes it more feasible and reduces the e�ects of non-stationary data. The
other important advantage is that the model provides the possibility to solve the detection
part optimally and resolve overlapping spikes that were missed during the initial detection.

First, a spike sorting algorithm for the initial estimation of the model is proposed that is
mainly based on standard spike sorting techniques (chapter 5.1.3). It is described in Sec. 5.1
for the use on data set 8.3.1 since this is the most challenging and realistic of the available
data sets. After estimation of the templates, a classi�er can be derived for fast online spike
sorting. In Sec. 5.2 the straight forward approach for such a classi�er given by the inverse
�lters is discussed and its poor performance demonstrated. A more sophisticated classi�er
will be derived in Sec. 5.3 based on source separation techniques applied to the outputs
of the matched �lters. Its performance is validated on simulated data and its application
to the real data set 8.3.1 is shown and qualitatively evaluated. In Sec. 5.4 a real-time
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applicable classi�er is derived from linear discriminant analysis that is Bayes optimal under
the assumptions of the generative model. Its performance is validated on simulated and real
data and its superiority to other sorting methods to resolve overlapping spikes demonstrated.

5.1 O�ine spike sorting

This section describes the initial spike sorting to estimate the number of recorded neurons and
their respective spike templates for data set 8.3.1. This data set is particularly challenging
since it contains acute recordings with tetrodes in awake behaving macaques. The data set
contains drifts of electrodes and artifacts, e.g. caused by the movement of the monkey. The
o�ine sorting follows mainly the ideas discussed in Lewicki (1998) and Quiroga (2011).

5.1.1 Artifact detection

Artifacts were removed from the data in two ways. First, all periods during which the animal
had to perform a physical task (e.g. pressing a button) were not considered for further
analysis. Secondly, for each period of length 10 ms the number of zero-crossings on each
data channel was counted and summed up. All periods, in which this number was below 10%
of the maximal number of possible zero crossings, were not considered for further analysis.
This second type of heuristic removal aims at eliminating artifacts caused by oscillations of
the electrode shaft inside the guiding tube (e.g. caused by movement of the animal).

5.1.2 Noise estimation

The noise covariance matrix C is determined by calculating the auto- and cross correlation
functions of every channel. Only data points which were not part of any spike nor any artifact
period, were used for the calculation. The noise covariance matrix is needed for prewhitening
(see Ch. 3) and for evaluation of the sorting result in Sec. 5.3.7.

5.1.3 Model estimation

It should be emphasized that the initialization phase is only necessary at the beginning of a
recording session: Once the initial templates are estimated, the main algorithm runs online.
Furthermore, because of the feedback described in Sec. 5.3.5, the initialization does not
have to be very accurate, as the templates are re-estimated after every period of length T .
An initialization phase of about 30s was used for the real recordings (data set 8.3.1). This
time window is short enough so that the templates change only very slightly in time and
can, therefore, be clustered reliably, but long enough to acquire enough spikes to estimate
robustly the mean waveforms.

Initial spike detection and initial spike alignment

During the initialization phase spike detection can be done with any conventional technique.
Here, an energy based approach was used, since it usually delivers a better performance than
other methods (Mtetwa and Smith, 2006; Obeid and Wolf, 2004).



5.2. FILTER BASED SPIKE SORTING 47

In particular, the the MTEO detector (see Sec. 4.4 for de�nition) with k-values [1; 3; 5]
was applied to each recording channel individually and with a threshold to 3:5 times the
median of its output. Spike periods were de�ned as intervals of length 1:5 ms, in which the
output of the MTEO detector exceeded the threshold value at least once.

Correct spike alignment is crucial for a good clustering result. While in many studies
an alignment based on the maximal and/or minimal peak value of a spike is used, again,
methods based on the energy of a spike usually yield better results (Fee et al. (1996b)). After
cutting out all spikes around the peak of the detector, the following algorithm was used for
alignment:

1. Calculate the average template over all spikes

2. Minimize the energy di�erence between every spike and the template by shifting the
spikes

3. Repeat until convergence or a maximal number of iterations is reached

The average number of spikes in the �rst 30 s of each recording was around 2500 and
convergence of the alignment procedure was obtained after 15 to 20 iterations.

Initial clustering

Although a broad range of sophisticated clustering algorithms is available, here a standard
approach was used, since a very accurate initialization is not crucial for the successive classi�er
method. The aligned spikes are whitened (see e.g. Pouzat et al. (2002)) and projected into
the space of the �rst 6 principle components. The clustering consists of a Gaussian mixture
model in combination with the Expectation-Maximization algorithm (Xu and Wunsch D.,
2005). For every number of cluster means between 1 and 15 the clustering procedure is
executed 3 times with random initial means. The covariance matrices are �xed to 2:5 times
the identity matrix. This can be done since the prewhiteing causes the noise distribution
to be roughly standard normal. Spikes from real neurons, however, carry an own intrinsic
variation which increases the standard deviation of their distribution slightly. The run of the
clustering procedure and the respective number of means with the highest score according
to the Bayesian inference criterion (Xu and Wunsch D., 2005) are selected as initialization
for the successive classi�er based algorithm.

5.2 Filter based spike sorting

Knowing the spike templates, a set of �lters can be derived that are optimally tuned to
the given templates. The generative model interprets the data as a convolution of series of
impulses with a given �lter, namely the template. Following this interpretation the template
is the impulse response of a linear time invariant system that is physically implemented by the
whole process of action potential generation, transmission in the extracellular medium and
recording with the electrode. If we want to extract the train of impulses from the recorded
data we thus only need to inverse the e�ect of this �lter transfer function. Since the impulse
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response of the system in the digital recording is given by a �nite number of samples the
system function of this �lter can be expressed as

H(z) =
B(z)

A(z)
=

B(z)

1
=

PN
k bkz

�1

1
(5.1)

where the bk are the samples of the template and is implemented by an �nite impulse response
(FIR) �lter. The inverse transfer function of this system is simply

H�1(z) =
1PN

k bkz�1
(5.2)

which can be implemented by an in�nite impulse response (IIR) Filter (Oppenheim and
Schafer, 2009). Figure 5.1 shows a simple arti�cial template and its zeros and poles in the
z-plane (for an explanation of the z-transform, which can be seen as a generalization of the
discrete-time Fourier transform, see e.g. Hayes (1996)). It can be seen that the �lter that is
given by the template has zeros in- and outside of the unit circle. Since the inverse �lter will

Figure 5.1: Interpretation of the template as the impulse response of a linear time invariant
system. Left: A simple arti�cial template. Right: The poles and zeros of this system in the
z-plane. Circles refer to zeros, crosses to poles. The system has zeros in- and outside of the unit
circle.

have zeros where the original �lter had poles and vice versa, the inverse IIR �lter will have
poles in- and outside of the unit circle, which makes it unstable (see e.g. Oppenheim and
Schafer (2009) chapter 5.2.2) - the systems given by spike templates can not be assumed
to be minimum phase. This can be expected to happen with arbitrarily chosen waveforms,
thus the inverse IIR �lter provides - sadly - no solution to the spike sorting problem. The
e�ect of instability is shown in Figs. 5.2 and 5.3.

Because of this inability of the IIR �lter to invert the template to a nicely detectable
pulse due to its inherent instability, the question arises if an optimal inverse FIR �lter can
be derived (since FIR �lters are always stable). Let �(t) be the desired impulse �(t) the
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Figure 5.2: Inverse �lters for spike sorting on a simple toy example. Top: A template was
convolved with a noise free signal that contained only two impulses. Middle: The response of
the ideal inverse IIR �lter is shown. For the �rst instance the original impulse with which the
template was convoluted is correctly restored. The second instance is already covered by the
strong response of the �lter due to its instability. Bottom: The output of the optimal inverse
FIR �lter is shown. A delay of the restored peaks becomes visible and the �lter is not completely
zero outside of the peak region.

template and h(t) the desired inverse �lter then minimizing the square of

e(t) = �(t)� h(t) ? �(t) (5.3)

- where ? denotes the convolution - with respect to h gives the least squares solution to that
problem1. The solution constitutes a Toeplitz system of linear equations and can be solved
with the Levinson-Durbin-Recursion (see Hayes (1996), chapter 4.4.5). Fig. 5.2 shows the
�lter response of the optimal inverse FIR �lter for the given toy example. The �lter does not
achieve the same quality of the inversion as the IIR �lter - the peak has a delay, is not as
high and the output is not zero except where the peak is - but the �lter is stable. However,
as can be seen in �g. 5.3, the �lter is also not of use for a spike sorting application. Even a
little bit of noise gets ampli�ed by the �lter in a way that the impulses in the �lter output
are heavily corrupted (Robinson and Treitel, 1980).

Since linear �lters are extremely e�cient, easy to implement and most suited for real-
time applications it is very desirable to overcome these problems and many approaches were
developed in the frequency domain (Roberts and Hartline, 1975; Oguzt�oreli and Stein, 1977;
Stein et al., 1979; Gozani and Miller, 1994; Lewicki, 1998) and in the time domain (Friedman,
1968; Vollgraf et al., 2005; Vollgraf and Obermayer, 2006). The overall idea follows mostly
the one discussed here: Find a set of �lters so that the spikes of exactly one neuron (the
target) can be identi�ed in exactly one �lter output by simple thresholding. This brings the

1This is also known as zero forcing since the response of the �lter should be one to the template but is
forced to zero for all shifted versions of the template.
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Figure 5.3: Same as �g. 5.2 but with a very low white noise added to the raw data. The e�ect
of instability of the IIR �lter starts to be visible already after few samples. Interestingly, also
the optimal inverse FIR is not of much use in this case, since the noise is completely corrupting
the �lter output.

additional constraint that the �lters do not only need to suppress shifted versions of the
target but also all shifted versions of spikes from other neurons.
A detailed discussion on how to make the �lters more noise robust, �nd the �lter blindly

from the data and how to compute multiple �lters for data where multiple waveforms are
present can be found in Vollgraf (2007). However, all methods su�er from a number of
principle problems:

1. The quality of the inversion is inversely proportional to the ability to suppress noise.
The higher the noise the less useful the �lter will be.

2. The inverse �lters are not equal to the optimal detector, thus they will make more
errors than necessary.

3. If multiple waveforms are present it can be extremely hard to derive the �lters.

4. Another trade-o� has to be made between noise suppression and suppression of spikes
from other neurons.

Especially, when templates of di�erent neurons are very similar the last problem makes the
use of inverse �lters extremely limited. Due to these problems a di�erent approach is followed
in this work (but see also Thakur et al. (2007) for a similar approach for one channel data).
The �lters are only used as a preprocessing step to increase the SNR and demix the signal as
good as possible but an additional step has to be taken to extract the spike trains allowing
more freedom in the �lter design.
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5.3 Deconfusion

This section describes collaborative work that was published in Franke et al. (2010a) and
was partly done with the help of Michal Natora, programming with the help of Sven D�ahne
and Philipp Meier.
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Figure 5.4: Sketch of the generative model ((a)-(c)) and the processing stages of the algorithm
((d)-(e)). (a) Spike trains of two neurons. (b) Simulated waveforms of each neuron on a
hypothetical multi electrode (two recording channels, without noise). (c) Simulated data of a
multi electrode recording. The signals of the two neurons and the noise are mixed linearly. (d)
Filter output of two optimal linear �lters. (e) Output after Deconfusion; for details see text

Spike sorting is achieved when the intrinsic spike trains �it are reconstructed from the
measured data X (Fig.5.4). Since, according to the generative model assumptions, the
data were generated by a convolution of intrinsic spike trains with �xed waveforms, the
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most straightforward procedure would be to apply a deconvolution on X in order to retrieve
�it. For an exact deconvolution a �lter with an in�nite impulse response is necessary. As
was shown in the previous section such a �lter is in general not stable and would amplify
noise (Robinson and Treitel, 1980). Nevertheless, given a set of templates a noise robust
approximation for an exact deconvolution can be achieved with �nite impulse response �lters.
The goal is to construct a set of �lters

�
f1; : : : ;fM

	
such that each �lter f i has a well

de�ned response of 1 to its matching template �i at shift 0 (i.e. �i
>
� f i = 1), but minimal

response to the rest of the data. This means that the spikes of neuron i are the signal for
�lter f i to detect but will be treated as noise by �lter f j 6=i. This is nearly the same goal as
in section 4.3 but this time, spikes from other neurons are treated as noise as well.
Incorporating these conditions leads to a constrained optimization problem

f i = argmin
f i

V ar
�
f i

> �X
�

subject to �i
>
� f i = 1 (5.4)

to which the solution are the desired �lters (see 5.3.1 for a more detailed derivation). A major
advantage is the fact that the mentioned optimization problem can be solved analytically. In
particular, the �lters are given by the following expression:

f i =
R�1�i

�i
>
R�1�i

i = 1; :::;M (5.5)

where R is the data covariance matrix de�ned in chapter 2.

5.3.1 Derivation of optimal linear �lters

Filter f i should respond with a peak to its matching template �i, but should have minimal
response to the rest of the data. This is a less strict constraint then forcing the �lter to
be zero to shifted version of the template and spikes from other neurons. Furthermore, the
trade o� between suppression and noise robustness is determined by the data itself.

In particular, one demands that the response to the matching template is 1, i.e. �i
>
�f i =

1. The response of the �lter to the data is f i
> �X. Using the third assumption of the

generative model (chapter 2.1) the response of a �lter to �X will be small (and therefore well
distinguishable from the peak response of 1 to the matching template) if the variance of the

�lter output is small, i.e., one has to minimize V ar
�
f i

> �X
�
. In summary, the constrained

minimization problem is stated as

f i = argmin
f i

n
V ar

�
f i

> �X
�o

subject to �i
>
� f i = 1 (5.6)

A short calculation shows that

V ar
�
f i

> �X
�
= �f i

>
�R � f i: (5.7)

Thus, the Lagrangian L of this minimization problem is given by

L = f i
>
�R � f i + �

�
�i

>
� f i � 1

�
(5.8)
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where � is the Lagrange multiplier. Since the objective function is convex in f i, there exists
a single minimum, which can be found by solving rf i;�L = 0. In fact, the minimum is
attained at

f i =
R�1�i

�i
>
R�1�i

: (5.9)

Often, linear �lters are derived in the frequency domain instead, but linear �lters de�ned in
the time domain have several advantages, see Vollgraf and Obermayer (2006). Note that
this is nearly the same result as for the MVDR and MPDR in chapter 4.3.

5.3.2 Filtering the data

Once the �lters are calculated, they are cross-correlated with the measured signal, i.e.P
k;� xk;�+tf

i
k;� =: y

i
t. Note that we do not have to pre-process the data with a whitening

�lter, but the �lters can be applied directly to �X. This is because the noise statistics is
already captured in the matrix R since

R =H +C (5.10)

where H is the signal dependent part of the data covariance matrix.
From a di�erent point of view, the �ltering just changes the representation of the tem-

plates. While in the original space the template i was represented by �i, its represen-
tation in the �lter output space is given by the vectors �i ? f j , j = 1; :::;M , where�
�i ? f j

�
t
:=
P

k;� �
i
k;t+�f

j
k;t, see also Fig. 5.5. This interpretation of �ltering will be useful

in the next section.

5.3.3 Deconfusion

The linear �lters derived in Sec. 5.3.1 should suppress all signal components except their
corresponding template with zero shift. Thus, the �lter response to all templates (and
their shifted variants) has to be minimal. This already leads to (2Tf � 1) �M minimization
constraints; a number which is normally greater than the number of free variables of a �lter
which is Tf � N . In addition, if the SNR is low, the noise covariance matrix C dominates
Eq. 5.10.
The lower the SNR, the less spikes from other neurons a �lter will suppress. Thresholding

of every �lter output yi individually will, thus, lead to false positive detections. The idea
is to de-correlate the �lter output in order to achieve an improved spike detection and
classi�cation.
We have seen in the previous section that each template �i can be represented in the �lter

output byM vectors �i?f j , j = 1; :::;M . Since the detection and classi�cation of the spikes
is based on the detection of high positive peak values in the �lter output (by construction),
all values below zero in the �lter output are irrelevant, and thus, can be discarded. As a
result, we ignore all values below zero by applying a half-wave recti�cation I(x) to the �lter
output Y , where

I(x) :=

(
x; x > 0

0; x � 0
(5.11)
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and

Y = F T �X (5.12)

with the matrix F containing all �lters as columns.

The next step is to consider I(Y ) as a linear mixture of di�erent sources, where every
source is the intrinsic spike train �i of a neuron. Since there are as many �lters as neurons,
the dimension of the �lter output space is equal to the number of neurons, and therefore, the
detection and classi�cation problem can be considered as a complete blind source separation
(BSS) problem. However, it is not guaranteed that the maximal response of �lter f i to
spikes from neuron j will be at a shift of 0, i.e., when the �lter and the template overlap
entirely. This leads to the following model for the recti�ed �lter output:

I(yit) =
X
j

(A)i;j �
j
t+�i;j

(5.13)

with A being the mixture matrix, and �i;j being the shifts between the maximal response of
�lter f j to template �i; i.e.,

(A)i;j = max
�

��
�i ? f j

�
�

	
(5.14)

�i;j = argmax
�

��
�i ? f j

�
�

	

where (A)i;i = 1 and �i;i = 0 8i by construction. We want to reconstruct the sources �i by
solving the corresponding inverse problem:

�it � zit =
X
j

(W )i;j I(y
j
t��j;i

) (5.15)

with W = A�1. Here, the relation to ICA becomes clear, since this is a similar inverse
problem ICA solves. In contrast to ICA, we do not have to estimate W and �i;j from the
data, but can calculate them directly from the responses (i.e. cross-correlation functions) of
all �lters to all templates, as illustrated in Fig. 5.5.

All steps of these procedure are summarized under the term \Deconfusion" (see also
Fig. 5.4 (d)-(e) for a schematic illustration). After Deconfusion the false responses of the
�lters to non-matching templates are suppressed (see Fig. 5.6). In principle, it is possible
that the inverse problem in Eq. 5.15 is not exactly solvable, if the shifts are not consistent.
Consistent shifts have to satisfy the following equation:

�j1;k � �j1;i = �j2;k � �j2;i 8i; j1; j2; k (5.16)

A derivation is given in Appendix 5.3.4. For arbitrary templates and data covariance struc-
tures, Eq. 5.16 can in principle be violated. However, with templates from real experiments
this was not observed to be a problem.
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Figure 5.5: Illustration of the representation of templates in the �lter output space and the
calculation of the Deconfusion parameters. In this example, three templates (�1; �2; �3, top row
of the �gure) originating from tetrode recordings are used. The corresponding linear �lters are
calculated by Eq. 5.5 and are shown on the left. The 9 plots show the responses of the linear
�lters to the templates, i.e. the cross-correlations �i ? f j , i; j = 1; 2; 3. The template �i is now
represented by the three vectors �i ? f j , j = 1; 2; 3. Although �lter f i has a maximal response
of 1 to template �i, the �lters do not provide an exact deconvolution, as the responses of �lters
f j 6=i to template �i are not equal to zero. However, since every template is represented on all
�lter output channels, the problem of extracting the signal from neuron i can be viewed as a
source separation problem. The entry at position i; j of the mixing matrix A is given by the
maximal peak value of �i ? f j ; exemplary (A)

2;3 and (A)
3;2 are shown. The shift indicates the

position at which these maximal values occur; as an example the shifts �2;3 and �3;2 are shown.
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5.3.4 Derivation of Deconfusion

I(yit) can be expressed as a linear combination of the sources �j at shifts �i;j :

I(yit) =
X
j

(A)i;j �
j
t+�i;j

(5.17)

It will be shown that

zit :=
X
j

(W )i;j I(y
j
t��j;i

) (5.18)

withW = A�1 is the corresponding inverse problem. By inserting the expression in Eq. 5.17
into Eq. 5.18 one obtains

zit =
X
j

(W )i;j
X
k

(A)j;k �
k
t+�j;k��j;i

(5.19)

=
X
j;k

(W )i;j (A)j;k �
k
t+�j;k��j;i

=
X
j

(W )i;j (A)j;i �
i
t+�j;i��j;i +

X
j;k 6=i

(W )i;j (A)j;k �
k
t+�j;k��j;i

= �it +
X
j;k 6=i

(W )i;j (A)j;k �
k
t+�j;k��j;i

Hence,

zit = �it ()
X
j;k 6=i

(W )i;j (A)j;k �
k
t+�j;k��j;i

= 0 8j; k; i 6= k (5.20)

This is true, if

�j1;k � �j1;i = �j2;k � �j2;i 8j1; j2; i; k: (5.21)

Note that this condition is always satis�ed for k = i.

5.3.5 Adaptation

Due to tissue relaxations the measured waveforms change over time as the relative distance
between the multi electrode and the neurons change. In order to track these changes the
templates as well as the data covariance matrix were re-estimated after every time period of
length T . Each template �i is re-estimated as the mean of the last 350 spikes (see Sec. 5.3.8
for a discussion of this value) detected from neuron i; whereas the spikes of neuron i are
aligned on the maximal peak of the response of �lter f i. For the re-estimation only spikes
which were classi�ed by the proposed method as non-overlapping spikes are used. The data
covariance matrix is re-estimated from the last 30 s of the recordings and the linear �lters are
re-calculated. Consequently, the Deconfusion and the thresholds are re-computed as well.
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Figure 5.6: The �gure shows the e�ect of Deconfusion on the �lter outputs. The input for
Deconfusion were the �lter responses �i ? f j , i; j = 1; 2; 3 shown in Fig. 5.5. After Deconfusion
the signal of neuron i is mainly present on the output channel i.

In Sec. 5.3.7 it will be shown that the Deconfusion algorithm can indeed successfully track
drifts.
Templates whose SNR decreases over time might be a concern. By constantly adapting the

template, �nally, there is a risk of getting a template which is very close to the noise signature,
and the corresponding �lter will detect pure noise. This can be prevented by removing �lters
at the appropriate moment. Consequently, we stop tracking templates whose SNRM drops
below 0:65. This value proved to be appropriate during simulations (see Sec. 5.3.7).

5.3.6 Spike detection and classi�cation

In the �nal step, thresholding is applied to every deconfused �lter output. Again, by con-
struction only positive peaks have to be considered. All local maxima after a threshold
crossing are identi�ed as spiking times of neuron i. In this sense, spike detection and spike
classi�cation is performed simultaneously.
The threshold is set for each deconfused �lter output individually such that the total error

of false negative and false positive detections is minimal. Amongst others, the threshold
depends on the variance of the noise, on the Deconfusion output, and on the �ring frequencies
of the neurons. A detailed derivation can be found in Franke et al. (2010a).

5.3.7 Results

For the performance evaluation of the proposed method, four di�erent data sets were used.
A simulated data set with varying amount of overlapping spikes (data set 8.1.1), a simulated
data set with varying degree of SNR (data set 8.1.2) and a real experimental data set without
ground truth (data set 8.3.1). For the evaluation on simultaneous intra- and extracellular
recordings see chapter 5.4.5 (data set 8.2.2).
The performance of a spike sorting method depends on its capability to detect spikes and to

assign every spike to a putative neuron. As described in chapter 5.3.6, the proposed method
achieves both simultaneously. The performance of the proposed approach was evaluated
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Figure 5.7: Schematic illustration of the way data is processed: The data is bandpass �ltered
and periods containing artifacts are excluded from further analysis (Sec. 5.1.1). During the
initialization phase a conventional spike detection and clustering method is used to determine
initial templates (Sec. 5.1.3). The data covariance matrix R is estimated and for every template
the corresponding linear �lter is calculated as described in Sec. 5.3.1. The data are �ltered
and all values in the �lter output below zero are set to zero (half-wave recti�cation). From
all �lter responses to all templates the un-mixing transformation is determined and applied to
the processed data (Sec. 5.3.3). A threshold is applied to the Deconfusion output resulting in
simultaneous spike detection and classi�cation. The newly found spikes are used to re-estimate
the templates. Also the covariance matrix of the data is re-calculated after regular time intervals
(Sec. 5.3.5)

already as a pure detection method in chapter 4.4 (see �gure 4.4 and table 4.1 under
\estimated �lter"). In the following it is evaluated as a combined detection and classi�cation
technique. In both categories it was compared to techniques commonly used and found to
outperform the other methods.

Resolution of overlapping spikes

First recall that the applied operations to the recorded data could be summarized in Eq. 5.15.
The cross-correlation between the �lters and the data is a linear operation. The following
Deconfusion consists of a half-wave recti�cation, which is a non-linear operation, but a�ects
only noise and not the action potentials (represented in the �lter output), and the un-mixing,
which is linear again. Hence, one can expect that if the superposition of spike waveforms is
also linear, overlaps should be resolved successfully. This assumption was validated on data
set 8.1.1. The algorithm was executed in the same way as described. In order to allow the
method to adapt (chapter 5.3.5), the method was iterated 5 times on the same dataset. We
also compared the performance of the proposed method to those of two popular clustering
based o�ine methods, one of them being the method described in chapter 5.1.3, which will
be abbreviated as \GMM". Since this is also the method which is used for initialization of
the Deconfusion algorithm, the comparison with GMM directly provides information about
the improvements in sorting when the Deconfusion is used.
The other algorithm, called \KlustaKwik", was explicitly developed for clustering neuronal

data and was �rst introduced in Harris et al. (2000). The clustering parameters were set to
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Table 5.1: Average performance of the proposed method for non overlapping and overlapping
spikes. Each column represents the true category of events detected as spikes (e.g. \N" meaning
\noise", \AB" meaning an overlapping spike of template A and template B, etc.), while each
row represents the category to which they were assigned by the proposed algorithm. Each total
number of classi�cations was divided by the number of corresponding spike events, resulting in a
percentage value. The bold numbers represent the percentage of correct classi�cations. The table
shows the average performance over 10 datasets with an overlap ratio of 40%. For a systematic
evaluation over di�erent overlap ratios the absolute numbers of the correct classi�cations were
added and divided by the total number of inserted spikes; see Fig. 5.8

N A B C AB AC BC ABC

A 0.0 96.0 0.1 0.0 91.7 93.5 1.7 92.0

B 0.0 0.0 98.2 0.1 87.4 9.7 92.8 87.2

C 0.0 0.0 0.0 97.8 1.1 92.0 92.1 88.7

Table 5.2: Same evaluation as in Tab. 5.1, but for the method \GMM" described in Sec. 5.1.3.
The method sorts non overlapping spikes well, but has di�culties in resolving overlapping spikes

N A B C AB AC BC ABC

A 0 81.0 0.0 0.1 27.8 27.3 0.4 21.5

B 0.2 14.5 100.0 0.6 68.0 4.2 45.0 42.7

C 0.1 4.4 0.1 99.4 4.7 69.0 53.2 41.7

their default values. Spike detection and alignment was done in the same way as described in
Chapter 5.1.3. To provide an upper bound on the performance the proposed approach could
achieve, the evaluation with the optimal �lters calculated directly from the real templates
was included. Note that other existing, purely clustering-based sorting methods, either in the
PCA space or in the original data space, would perform similarly to GMM and KlustaKwik.
For the evaluation the relative number of TP was counted (Tab. 5.1, Tab. 5.2).

The simulations show that the proposed method indeed resolves overlapping spikes and
outperforms the clustering based methods; see Fig. 5.8. The method works even for data sets
with a large amount of overlapping spikes, and the performance is close to the theoretical
bound of this approach. On the other hand, the performance of the purely clustering based
methods rapidly decreases with an increasing amount of overlapping spikes. Overlapping
spikes are mostly detected as single events by conventional spike detection techniques, which
leads to a high FN rate. Furthermore, since the waveforms of overlapping spikes are distorted,
their distances to the corresponding cluster means are large, making it di�cult to assign them
to a neuron. This results in a low TP score for clustering based methods.

Performance for di�erent SNRs

The evaluation on the data set with a varying SNR (8.1.2) was done in the same way as in the
previous section. The results are shown in Fig. 5.9. The performance of the clustering based
methods is severely a�ected by a low SNR. The performance of the proposed method follows
the one of the GMM algorithm, since it relies on its output for initialization. Nevertheless,
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Figure 5.8: Average performance of the di�erent spike sorting methods over 10 simulations
(data set 8.1.1). The x-axis indicates the overlap ratio, i.e. the relative number of overlapping
spikes that were simulated while the y-axis represents the correct classi�cations in percentage
(true positives divided by total number of spikes)

the proposed method is always superior to it. Because of the rapid decrease in performance
from a SNRM of 0:7 to an SNRM of 0:6, the algorithm was stopped from detecting spikes
for templates with a lower SNRM than 0:65 in real recordings by deleting the corresponding
templates and �lters. In contrast, the optimal �lter method is only slightly a�ected by a low
SNR level, indicating that a more elaborate initialization would increase the performance of
the proposed method on datasets with very low SNRs.

Performance on experimental data

The Deconfusion method was applied to data recorded in the prefrontal cortex of monkeys
performing a short-term memory task (data set 8.3.1). For illustrative purposes, the results
obtained by processing data from one tetrode are shown, since the qualitative outcomes from
processing other tetrodes and di�erent recording sessions are similar.
For the initialization phase the �rst 7 trials of the recording were used. The initial spike

detection and clustering was done as described in Sec. 5.1.3, resulting in a total of 3219
detected spikes, which were assigned to 8 clusters. This basic clustering was used as an
initialization for the main algorithm. The 7 trials used for initialization were also processed
with the main method in order to improve the sorting quality.
The templates after the �rst 90 trials are shown in Fig. 5.10, and seem to be reasonable

by visual inspection of an expert. In total, the method found almost 200000 spikes (57111,
18060, 50724, 51709, 3974, 7057, 444, 10915 for each template). Two well-established tests
to quantitatively assess the sorting quality of a method performing on real data are the inter
spike interval distribution and the projection test (Rutishauser and Schuman, 2006; Pouzat
et al., 2002); the evaluation of the sorting quality with both tests is shown in Fig. 5.10. The
relative number of spikes during the �rst 3 ms is smaller than 1:5% for all neurons, implying
that the refractory period is respected. On the other hand, the projection test veri�es that
the spikes of a single neuron have not been arti�cially split by the sorting algorithm into
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Figure 5.9: Average performance of the di�erent spike sorting methods over 10 simulations
in respect to various SNR levels (data set 8.1.2). Note that the performance of the proposed
method degrades with the performance of the GMM algorithm. This is because the output of
the GMM is used as the initialization for our method. However, the proposed method is always
superior to it. Low SNRs do not severely a�ect the performance of the optimal �lter.

multiple clusters or that spikes from multiple neurons are assigned to the same cluster. The
sorting of the proposed method also passes the projection test since the cluster distributions
do not overlap and are close to the theoretical prediction of a normal distribution with a
variance 1. In sum, the good results of these two tests imply that the found clusters are well
separated and indeed correspond to single neurons, as well as that the assumptions made in
the generative model (Chapter 2.1) are justi�ed.

Since the tetrodes were inserted before every experiment anew, the spike sorting algorithm
has to deal with the variability in the data caused by tissue drifts. The adaption procedure
described in Sec. 5.3.5 was executed after every trial and adapted the algorithm correspond-
ingly. The time period over which the templates were assumed to be constant was set to
T = 5 s 2. As a result, 2 neurons could be tracked from the beginning to the very end of
the experiment, see Fig. 5.11. The other templates were deleted earlier, since their SNRm
dropped below 0:65. The importance of taking temporal variations for sorting into account
is demonstrated in Fig. 5.12. If the drift is not accounted for, the clusters are elongated and
their spread is larger, making any classi�cation more di�cult.

The disappearance of neurons from the recording volume is a common phenomenon in
the analyzed acute recordings. However, the opposite, i.e., the appearance of new neurons
during recordings, is observed more rarely. This might be explained by the fact, that at the
beginning of the experiments, the tetrodes are explicitly placed at a position where a lot of
neuronal activity is measured. Therefore, it is more probable that during the tissue drifts the
high activity population of neurons disappears than that new, highly active, neurons appear.
This problem is also discussed in Sec. 5.3.8.

In Sec. 5.3.7 the ability of the proposed method to resolve overlapping spikes instanta-

2The value of T was set to 5 s just for convenience of implementation, since the �rst 5 s of each trial
were processed.
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Figure 5.10: (a) Plot of the concatenated templates and their standard deviation. For the
averaging all detected spikes from trial 50 to trial 90 were used. The vertical lines indicate
the concatenation points, while the colored dots on the right serve as a label. On the left,
the SNRm value is shown, the channel length of the template being Tf = 47 and N = 4.
The corresponding SNRp are (10:06; 13:28; 21:82; 11:57; 13:12; 13:32; 14:27; 10:34), and the SNRe

are (1:84; 3:73; 4:22; 2:91; 2:90; 3:45; 2:99; 2:53), respectively. (b) Histograms of the inter-spike
interval distributions with a bin size of 1 ms. The numbers on the left represent the percentage
of spikes with an inter-spike interval of less than 3 ms. (c) Projection test of the found clusters.
The �t (solid line) represents a Gaussian distribution whose mean is the corresponding template
and with variance 1. The D value indicates the distance in standard deviations between the
means. Note that in case of acute recordings, the waveforms change over time and thus the
projection test is only meaningful for short time intervals; see also Fig. 5.12. For the projection
test the same spikes as in (a) were used.
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Figure 5.11: E�ects of tissue drift on the amplitudes of all templates over the whole experiment.
For every recording channel of the tetrode and for every trial a peak amplitude histogram was
calculated. In every trial the number of local extrema of 50 samples width and a certain amplitude
interval was counted for positive and negative peaks independently and normalized by the trial
length, giving an estimate for the rate of spikes of that amplitude. Shown is the logarithm of
that count, where light pixels correspond to high counts. Small amplitude peaks were ignored
because these are strongly e�ected by noise. A neuron with a high SNR should be visible as
two light horizontal bands, one with a high positive amplitude and one with a high negative
amplitude, respectively. Superimposed are the minimal and maximal amplitudes of the found
templates in every trial. The color code is the same as in Fig. 5.10. The plot reveals that the
amplitudes of the spikes change drastically over time. Due to the feedback described in Sec. 5.3.5
the algorithm adapts to this changes and successfully tracks the neurons.
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neously was already demonstrated on simulated data. The method is also able to resolve
overlapping spikes in the real data, see Fig. 5.13. The same �gure also shows that it would
be very di�cult to classify correctly these overlapping spikes with a purely clustering based
algorithm.

Figure 5.12: E�ects of tissue drift on templates and cluster distributions in the PCA space. (a)
For three �lters which detected spikes nearly throughout the whole experiment, the corresponding
templates of the initialization and at trials 50, 1000 and 2001 are shown. The color code is the
same as in Fig. 5.10. Note that the middle template was deleted by the algorithm during trials
1000 and 2001 (compare Fig. 5.11). (b) The projections of the whitened spikes on the �rst
two principle components (left column) and the projection test for three selected templates
(middle and right column) are shown during three di�erent periods. Note that during the two
short periods (upper two rows) the whitened spikes of every neuron are nearly standard normal
distributed. However, if the spikes are collected over a longer period (bottom row), the clusters
are elongated and overlapping, making a clustering di�cult. For sake of clarity only every 100th
trial was plotted for the 1� 2001 period.

The evaluation in Fig. 5.10 and Fig. 5.12 shows that the clustered spikes, although
whitened, are not perfectly Gaussian distributed. This deviation is caused by overlapping
spikes, but it is also due to an intrinsic waveform variability, as it is observed for example
during bursts (Fee et al., 1996a). In this sense, the generative model assumed in Chapter. 2.1
is not strictly valid anymore. Nevertheless, the method achieves a good performance, even for
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data sets containing bursting neurons identi�ed by visual inspection. This can be explained
by the fact that the scaling of the waveform during burst is close to linear (Rutishauser and
Schuman, 2006). Because of the mainly linear character of the Deconfusion method (e.g.
see Sec. 5.3.7), the response to a linearly scaled waveform will also only be scaled by the
same factor. Hence, the algorithm classi�es spikes from bursting neurons correctly as long
as the amplitude degradation of the spikes is not too strong.

Figure 5.13: Ability of the deconfusion algorithm to resolve overlapping spikes in real data.
(a): Projection of all detected and whitened spikes from the trials 50 � 90 into the space of
the �rst two principle components (the solid bars correspond to 3 standard deviations each).
Spikes were detected and classi�ed with the proposed method (color scheme is the same as in
Fig. 5.10). For the spikes that are labeled with a letter, the corresponding sections in the original
recorded data are shown in (b)-(e), indicating that these spikes are overlapping spikes (the solid
bar corresponds to 1 ms). In (b)-(e) all detected spikes are shown but only those participating
in an overlap are labeled in (a). The plots right next to the original recordings show the same
data after subtracting the templates of the neurons to which the spikes were assigned. The
residual is similar to the noise signature, suggesting that the sorting was indeed correct. Note
that the templates were not scaled to account for the amplitude variability of the spikes. This
would reduce the residual. An example for a putative overlapping spike is labeled \d1" and
would probably detected as a single spike event by a standard spike detection. Furthermore
its misclassi�cation by a purely clustering based algorithm is likely, because its distance to the
corresponding cluster means is large. Also spikes like \b1" or \b2" would have been probably
classi�ed as outliers by standard sorting methods.
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5.3.8 Discussion

Limitations of Deconfusion

It was shown that the Deconfusion method is of great potential for spike detection and
classi�cation applications. However, there is a principle limitation: Since the �ltering and
the Deconfusion are linear operations, it is impossible to discriminate waveforms which are
strictly linear dependent, i.e., when the spike waveform of one neuron is a multiple of the
waveform of another neuron. A possible way to solve this problem is to sort the templates
according to their SNR. Spikes with the highest SNR are detected �rst. Whenever a spike
is found, the corresponding template is subtracted from the data and all other �lter outputs
are re-calculated for the a�ected period. This procedure is repeated for templates with a
lower SNR. Further, if the sum of the waveforms of two di�erent neurons with a certain shift
is nearly identical to another neurons spike waveform, it is impossible to judge whether a
spike is an overlap or not. Only probabilistic methods or soft clustering could give a hint at
where the waveform came from.

Newly appearing neurons

The problem of neurons which are not detected during the initialization phase was not
discussed yet. As spikes from neurons whose SNR decreases due to tissue drifts, and �nally
disappear completely from the recorded data, the opposite might also happen; i.e., neurons,
previously undetected, slowly appear in the recording volume. A possible solution would be
to run a conventional spike detection method in parallel to the Deconfusion method. All
spikes detected by the conventional spike detection technique, but not by the �lters, could be
collected, aligned and clustered. Respecting the newly found clusters, corresponding �lters
could be initialized and the Deconfusion procedure adapted accordingly.
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5.4 Bayes optimal template matching

The Deconfusion discussed in the previous section could be successfully applied for online
spike sorting of real multi-channel recordings when the spike templates were initialized with
a standard spike sorting procedure at the beginning of the recording session. But two ma-
jor problems with that technique remain, namely its heuristic motivation and its inability
to resolve linearly dependent spike waveforms. The �rst problem can be viewed as merely
theoretical aw: the method is not proven to work and is probably not optimal in a mathe-
matical sense. However, as long as it works, one might object, there is no reason to change
it. The second problem might be considered of greater importance: nearly linear dependent
waveforms might very well exist in real recordings, especially in the single channel case.

So assuming that the number of neurons and their templates are perfectly known and
the noise is colored Gaussian with given covariance matrix, what is the optimal way to
perform spike sorting? Di�erent approaches to use a given template set for spike sorting
were proposed (Lewicki, 1998; Letelier and Weber, 2000) including �lter based methods
(Roberts and Hartline, 1975; Vollgraf, 2007) and methods that perform template matching
to directly compare the templates to the data (see e.g. Keehn (1966); Friedman (1968)
but also recent approaches Bankman et al. (1993); Zhang et al. (2004); Vargas-Irwin and
Donoghue (2007)). Deconfusion was proposed as a way to overcome the problems of the
purely �lter based sorting approaches while keeping the real-time applicability.

In this chapter it will be shown that template matching and �ltering are directly related and
a FIR �lter based online spike sorting procedure is proposed that is - under the assumptions
of the generative model - optimal in a Bayesian sense. Its optimality will be derived from
the Fisher's linear discriminant analysis (LDA). The proposed method computes the linear
discriminant functions by a convolution of �lters with extracellular data and uses subtrac-
tive interference cancellation (SIC) (see the communication theory literature, e.g. Moshavi
(1996)) to decorrelate the �lter outputs. The method is evaluated on a previously published
simulated benchmark data set (see Quiroga et al. (2004) and data set 8.1.3) and it will be
shown that the number of spike sorting errors can be reduced by about 96% in respect to
the reference spike sorting algorithm from Quiroga et al. (2004). The performance of the
BOTM is then compared to clustering based spike sorting and Deconfusion on data set 8.2.2
with a special focus on the ability to resolve overlapping spikes.

The proposed Bayes optimal template matching (BOTM) will be especially useful for
online and real-time implementation in the context of closed-loop experiments after the
initial templates have been found (Obeid and Wolf, 2004; Rutishauser and Schuman, 2006;
Franke et al., 2010a) which will be the topic of Ch. 6.

5.4.1 Fisher Discriminant Analysis

Consider the classical multi-class classi�cation problem: given a set of data points each
belonging to one class and a new unlabeled data point x. To which class should we assign
x? If we want to minimize the classi�cation error, we will assign x to the class with maximal
conditional probability, i.e. assign x to class i if p(ijx) > p(jjx); 8j 6= i. Since the
conditional probability p(ijx) is usually hard to compute it is easier to use Bayes rule and
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calculate the likelihood p(xji) instead:

p(xji)p(i)P
k p(xjk)p(k)

>
p(xjj)p(j)P
k p(xjk)p(k)

; 8j 6= i (5.22)

In the context of the classi�cation problem we are not interested in the exact probabilities
but only in the relations between them. We are searching for a discriminant function d that
will give us the same classi�cator as (5.22)

d(i) > d(j); 8j 6= i (5.23)

but omits all unnecessary computations; e.g. the denominator in (5.22) appears on both
sides of the inequality and can thus be ignored:

d(i) := p(xji)p(i) : (5.24)

Further assuming that p(xji) is multivariate normally distributed with p-dimensional mean
�i and covariance matrix Ci we get

d(i) :=
1

(2�)
p
2 jCij

1

2

e�
1

2
(x��i)>C�1i (x��i)p(i) : (5.25)

The term (2�)�
p
2 is again shared by all d(i) and can be dropped. Taking the logarithm, the

discriminant function d can be reformulated to

d(i) := �
1

2
ln(jCij)�

1

2
(x� �i)>C�1

i (x� �i) + ln(p(i)) (5.26)

which is called Fisher's quadratic discriminant function. If we can constrain all classes to
share the same covariance matrix (homoscedasticity), d can be simpli�ed further to

d(i) := x>C�1�i �
1

2
�i

>
C�1�i + ln(p(i)) (5.27)

yielding the linear discriminant function used in LDA. The result is similar to the M-ary
detection case in Choi (2010), chapter 2.5.
In the context of spike sorting the classes represent di�erent neurons and all vectors are

assumed to be perfectly aligned spike waveforms. Then the assumption that all clusters have
the same covariance matrix is partly justi�ed: noise in the spike waveforms can be modeled
as being independent of the identity of the spike.

5.4.2 Bayes optimal template matching

We are now combining the results from the LDA with the optimal matched �lters from
chapter 4.3 by using the template space embedding. Every column of the embedded data �X

is a vector in the template space and the templates �i are according to the generative model
centers of multivariate normal distributions with a shared covariance matrix. If we now see
every single sample in the original data as a possible position for a spike of any neuron we
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need to compute the discriminant function of all samples to all templates. Interestingly,
the linear discriminant functions d(i) can be calculated by a simple linear �ltering with an
unnormalised form of the MVDR derived in chapter 4.3

d(i; t) := x(t)>C�1�i �
1

2
�i

>
C�1�i + ln(p(i)) = x(t)>f i + ci (5.28)

where x(t) is the Tf � N dimensional vector representing the period of multi-channel data

starting at time t and f i = C�1�i is the optimal matched �lter. The term �1
2�

i>C�1�i +
ln(p(i)) does not depend on x(t) and can be treated as constant ci. The template space
embedding can be used to simplify the equation to

d(i) := �i
>
C�1 �X + ci = f i> �X + ci : (5.29)

This way the �lter output of the matched �lters (shifted by a constant ci) can directly be
interpreted as the Fisher discriminant function3.
But not every sample of the data belongs to a spike. The problem to decide whether a

given sample is noise instead of a spike can be solved by introducing a "template" (and thus
a discriminant function) for noise. Noise was assumed to have a mean of zero. Taking the
null vector 0 as just another template n, the corresponding discriminant function for noise
will be

d(n; t) := x(t)>C�10�
1

2
0>C�10+ ln(p(n)) (5.30)

with p(n) being the prior probability for a given sample of data to be noise. d(n; t) is
obviously a constant and p(n) is the inverse probability to observe a spike:

d(n) := thr = ln(1�
X
i

p(i)) (5.31)

Thus equation (5.30) provides a natural threshold for spike detection.
Figure 5.14 shows a short piece of simulated data, the corresponding discriminant functions

and detected spikes superimposed on the original data. Since the noise prior is close to 1
the noise threshold is close to zero.

5.4.3 Subtractive Interference Cancellation

If the waveforms - a set of optimal matched �lters is tuned to - overlap in the time domain,
as may be the case with extracellular spikes, the corresponding �lter responses can overlap
as well. To allow for the simultaneous detection of multiple waveforms, SIC (Moshavi, 1996)
is used. This means once the presence of a waveform has been detected it will be subtracted
from the data and the responses of the other �lters will be updated. For this subtraction
the precise position of the waveform in the data is needed, otherwise a shifted version might
be subtracted, causing a residual error. The original sampling rate of the data might not be
�ne enough, therefore, it can be advantageous to upsample the data before subtraction.

3It is even possible to calculate the posterior probability for a data sample to belong to a certain cluster
by simple �ltering. That, however, is computationally more costly since we need to calculate the
Mahalanobis energy x(t)>C�1x(t) of the signal for every sample.
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Figure 5.14: Short piece of simulated data from the \Easy1" benchmark, noise 0.2
(data set 8.1.3). Top: The simulated data (black) and the detected spike templates superim-
posed. Bottom: Discriminant functions (solid lines) and detection threshold (dotted line). All
spikes were detected and classi�ed correctly.

To save computation time SIC can be performed directly on the discriminant functions.
Let us denote template j shifted by � samples by �j� . Then the discriminant function for the
simultaneous presence of waveform i and j with a delay of � is given by

d(i+ j� ; t) := x(t)>C�1(�i + �j� )�
1

2
(�i + �j� )

>C�1(�i + �j� ) + ln(p(i)p(j))

= x(t)>C�1�i + x(t)>C�1�j�

�
1

2
�i>C�1�i � �i>C�1�j� �

1

2
�j>� C�1�j� + ln(p(i)) + ln(p(j))

= x(t)>C�1�i �
1

2
�i>C�1�i + ln(p(i))

+x(t)>C�1�j� �
1

2
�j>� C�1�j� + ln(p(j))� �i>C�1�j� (5.32)

which can be reformulated to

d(i+ j� ; t) := d(i; t) + d(j; t+ �)� �i>C�1�j� : (5.33)

Thus, the discriminant function for two overlapping spikes is given by a simple sum of the
individual (shifted) discriminant functions and the expected response of �lter j to template
i (this naturally also holds for discriminant functions for overlaps of more than two spikes).
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Also a connection to the Deconfusion procedure arises here: the term �i>C�1�
j
� is actually

an entry in the confusion matrix A in Fig. 5.5.
Assume template j was found at time t0 in the data. To perform SIC we need to remove

the inuence of this spike from the data and update all discriminant functions d(i; t) so
that they correspond to the respective discriminant function for overlaps between i and j
with shift �0 = t0 � t but after removal of spike j. This can be achieved by updating all
discriminant functions according to

d(i; t) d(i; t)� �i>C�1�j�0 + ln(p(j)) (5.34)

which directly updates d(i; t) to the correct value of d(i+ j�0 ; t) after theoretical subtraction
of �j from the data at time t0.

5.4.4 Spike Sorting

The proposed spike sorting method was implemented in Matlab. The only parameters that
have to be set are the prior probability for a spike and the condition number for the noise
covariance matrix after DL. The procedure consists of the following steps:

1. DL of the noise covariance matrix

2. Computation of the optimal matched �lters

3. Filtering of the data and computation of the discriminant functions

4. Detection of periods where at least one discriminant function is greater than the log
noise prior

5. Upsampling of the discriminant functions in the detected periods

6. SIC: Detection of the maximal discriminant function in that period and removal of the
template from the data

7. Recalculation of the discriminant functions for that period

8. Repetition of steps 6 and 7 until no discriminant function is higher than the threshold

5.4.5 Results

On simulated data

The proposed algorithm was used on the publicly available spike sorting benchmark data
set 8.1.3 described in Quiroga et al. (2004). The data set consists of 4 sub benchmarks
labeled \Easy1" to \Di�cult2". Every sub benchmark has 4 di�erent data �les (with the
exception of \Easy1" which has 8) with decreasing signal to noise ratios. All �les contain a
simulated single channel extracellular recording with 24kHz sampling rate and 3 simulated
neurons.
Templates and the noise covariance matrix were calculated using the available ground truth

information. Short periods of simulated data of length Tf = 71 samples starting 10 samples
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before the given spike time points were cut and directly averaged to create the templates.
The remainder of the data was used to estimate the noise covariance matrix. This was done
for every data �le individually. The prior probability for a spike was set to 0:01 but not found
to be crucial.

The performance of the BOTM was compared with the performance of the method de-
scribed in Quiroga et al. (2004) (Wave clus). This method, in brief, detects spikes in the
raw signal via an automatic threshold crossing, extracts wavelet coe�cients from the de-
tected spikes, estimates the wavelet coe�cients that are most discriminative and uses super
paramagnetic clustering in the wavelet coe�cient space for sorting.

Method: Wave clus BOTM
Error Type: Det Class Total Det Class Total

Benchmark Noise

Easy1 0.05 921 1 922 6 5 11
0.10 236 5 241 5 1 6
0.15 374 5 379 4 1 5
0.2 999 12 1011 3 3 6
0.25* 64 13 1 14
0.3* 276 37 2 39
0.35* 483 128 0 128
0.4* 741 231 1 232

Easy2 0.05 174 3 177 3 0 3
0.1 193 10 203 7 1 8
0.15 184 45 229 4 4 8
0.2 637 306 943 7 2 9

Di�cult1 0.05 274 0 274 6 16 22
0.1 201 41 242 17 16 33
0.15 217 81 298 13 18 31
0.2 405 651 1056 20 15 35

Di�cult2 0.05 183 1 184 8 10 18
0.1 157 8 165 6 10 16
0.15 193 443 636 7 14 21
0.2 492 1462 1954 9 28 37

Total* 5840 3074 8914 125 144 269

Table 5.3: Spike sorting errors for the proposed method (\BOTM") with an upsampling factor
of 3 before SIC and the method described in Quiroga et al. (2004) (\Wave clus"). \Det" are
detection errors, \Class" classi�cation errors and \Total" their sum. Note that in Quiroga et al.
(2004) classi�cation was done independently of detection, for classi�cation all spikes were used
and detection results for high noise levels of Easy1 were not reported.
*Column sums were computed ignoring noise levels 0:25 to 0:4 of Easy1.

The results of the proposed algorithm as well as of the published sorting results of Quiroga
et al. (2004) are given in table 5.3. Please note that the error numbers for Wave clus were
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directly taken from the tables given in Quiroga et al. (2004). Herein, the error values for
detection and classi�cation were reported separately. That means that the classi�cation
was done on perfectly detected and aligned spikes, as can not be assumed in a realistic
unsupervised context. However, spikes that were not detected in the detection step could
thus in principle be also misclassi�ed in the classi�cation step, counting as two errors.

The proposed method (BOTM) could decrease the spike sorting errors reported in Quiroga
et al. (2004) by over 96% (see table 5.3) if the discriminant function were upsampled by a
factor of 3 before SIC. The run time for 60 seconds of simulated data on a 1:6GHz CPU
using an unoptimised Matlab implementation was around 14 seconds.

Since this data set contains only one simulated recording channel, the Deconfusion method
presented in the last section, being primarily suited for multi-channel recordings, performs
very poorly on the more di�cult data �les of this benchmark. The resulting mixing matrix
A is becoming ill-conditioned for very similar templates and high noise levels. Hence, the
performance of the two methods will be compared on multi-channel data in the next section.

On simultaneous intra- and extracellular recordings

The programming for the data processing that was necessary in this section was done partly
by Philipp Meier.

Data set 8.2.2 was speci�cally created to address the question how reliable a spike sorting
method can resolve overlapping spikes. In this data set two neurons were recorded simultane-
ously with two intracellular micropipettes (one for each neuron) and an extracellular tetrode
(measuring both neurons). The intracellular recording was used to extract the ground truth
information about the individual spike trains. Using those spike trains, spikes were cut from
the extracellular recordings to calculate spike templates for the respective neurons and the
noise covariance matrix from the rest of the recording. The cut spikes were aligned on the
peak of the intracellular recording. Three di�erent spike sorters were used to sort the ex-
tracellular data. The BOTM and the Deconfusion sorter were initialized with the estimated
templates and noise covariance matrix and then run on the complete extracellular recordings.
Additionally, the cut and aligned spikes were prewhitened and projected on their �rst four
principle components. The projected spikes were then clustered using a K-Means clustering
with K set to 2 (the correct number of clusters). This was done to provide a reference on
how good a clustering method could be. Note that the BOTM and Deconfusion algorithms
have to solve both the detection and classi�cation part whereas the K-Means only needs to
classify the spikes. Furthermore, the spikes were correctly aligned before being processed by
the K-Means which would be under realistic circumstances very error-prone, especially for
overlapping spikes. Thus, the performance of the K-Means can be seen as an upper bound
for this kind of spike sorting procedures.

As can be seen from Fig. 5.15 the K-Means achieves only chance performance for nearly
overlapping spikes even though the data was preprocessed very favorably using the ground
truth information. This highlights the fact that simple PCA-based clustering procedures are
not able to sort overlapping spikes correctly. The BOTM and Deconfusion method perform
very well also for overlapping spikes. The BOTM method outperforms the Deconfusion
although not very strongly.



74 CHAPTER 5. SPIKE SORTING

Figure 5.15: Performance of di�erent spike sorting methods on data set 8.2.2 with respect to the
degree of overlap �� between two spikes. �� = 0 means the two spikes were perfectly overlapping
(see Fig. 8.1 E for examples of overlaps with di�erent �� values). The performance for the
informed K-means clustering method is around chance level for near overlaps while Deconfusion
and BOTM maintain high performance.

5.4.6 Discussion

A new template matching procedure for spike sorting was proposed that is optimal in a
Bayesian sense if the noise can be assumed to be Gaussian and its covariance matrix and the
templates are known. The method provides an optimistic4 lower bound on achievable spike
sorting performance. Its error rate proves to be dramatically lower than that of clustering
after feature extraction. Even if the spikes are perfectly detected and aligned using the
available ground truth information as is the case in Quiroga et al. (2004).

This suggests that the performance of current spike sorting procedures is far from being
optimal. It is important to note however, that the proposed procedure has to be seen
as supervised since the templates and the noise covariance matrix were estimated using the
available ground truth information and does not provide a full automatic spike sorting method
in itself.

The performance of the BOTM is also superior to that of the Deconfusion, especially in
the case of single channel recordings, making it the prime candidate for a real-time imple-
mentation.

5.4.7 Relation to other �lter based spike sorting approaches

The matched �lters used within the BOTM could in principle be directly used for spike sorting.
Each �lter is only tuned to detect its own template and does not suppress the other templates
which can cause strong responses also to the other templates. This crosstalk makes it di�cult
to post process the �lter outputs. Approaches have been developed to include interference
cancellation directly in the �lters Vollgraf et al. (2005) or use source separation techniques
on the �lter outputs Franke et al. (2010a). These approaches, however, su�er from a number

4Optimistic in the sense that real data probably does not completely follow the assumptions made in
the generative model. Bursts e.g. might decrease the actual spike sorting performance on real data.
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of drawbacks. Firstly, they deviate from the optimality of the matched �lters and provide
thus only a suboptimal increase of the SNR. Secondly, for a �xed SNR it is always possible to
�nd a set of templates that will lead to high interference even after cancellation (e.g. if the
mixing matrix A of the Deconfusion (Ch. 5.3.3) becomes nearly singular). Thirdly, the �lter
outputs in those methods are not easily interpretable and comparable with each other in a
probabilistic sense which makes the choice of the detection thresholds not straight forward.
The BOTM method proposed here provides a probabilistic framework, is optimal under

the assumptions made and provides a natural detection threshold.

5.5 Outlook

The two spike sorting algorithms developed in this chapter make use of optimal matched
�lters that need to be adapted over longer periods of time. This adaptation was solved by
re-computation of the spike templates from the last detected spikes of the corresponding
neuron. A temporal average of the last spikes will always be a bit "behind" the current true
templates and thus this adaptation scheme is probably not optimal. A more sophisticated
adaptation strategy, e.g. one that is based on a prediction of the template for the next
minutes based on the spikes recorded in the last minutes might be possible using Kalman
�lters (for a recent use of Kalman �lters for spike sorting see Calabrese and Paninski (2011)).
Data sets from real recordings vary strongly depending on recording technique and elec-

trodes, employed preprocessing and preparation. E.g. for some data sets it might be di�cult
to reliably compute the noise covariance matrix if too many spikes are in the recording.
Other data sets contain only recorded spikes since the experimenters do not save pure noise
epochs. Also the estimation of the spike templates might be di�cult. Especially for neurons
with low SNR and low �ring rate a reliable estimate of their templates is not available caus-
ing an error for the corresponding matched �lters (also referred to as a so called steering
vector mismatch in the context of beamformers). This makes it necessary to employ more
sophisticated strategies to estimate the noise statistics and matched �lters and solutions to
these problems in other research areas were already developed and might be employed also
for spike sorting (Ward, 1998; Stoica et al., 2008; Li et al., 2003, 2008).





6
Real-time implementation

Throughout this thesis methods and algorithms have been described to analyze extracellular
recordings in real-time. The methods proposed seem to be especially suited since they are
mainly relying on FIR �lters. To test if the methods are indeed able to perform not only online
but also in real-time a test implementation is needed that allows to address this question.
One option would be the implementation in a real laboratory environment and using the
algorithms on data directly when it is recorded - the �nal goal of the development. However,
such an implementation is coming with a large amount of technical problems and pure
engineering work which was out of scope of this thesis. Therefore, a simulation framework
was developed that can mimic the experimental setup and is able to stream extracellular
data as if it was indeed recorded by hardware.

The remainder of this chapter is organized as follows. In chapter 6.1 the description of a
possible laboratory system for the real-time processing of extracellular data is presented. The
problem of positioning the electrodes inside the neural tissue to �nd a favorable recording
position is briey addressed and described as a part of the overall system. To replace the
role of the real experimental setup a simulator was developed and is described in chapter 6.2.
The simulator is able to simulate electrode movement and can process feedback from the
positioning system that controls the electrode position.

The positioning system was developed in close collaboration with Michal Natora and is
described in chapter 6.3. In chapter 6.4 the real-time ability of the BOTM spike sorting and
its possible implementation in the proposed system are discussed. The programming for the
implementations presented in this chapter was done in large parts by Philipp Meier. Chapters
6.2 and 6.3 are based on the publication Franke et al. (2010b) that presents collaborative
work, the simulations of the extracellular spike shapes and section 6.2.1 were done by Espen
Hagen and Klas H. Pettersen.
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6.1 Flow chart of a possible real-time framework

Fig. 6.1 visualizes the interplay of a possible real-time system for spike sorting and electrode
positioning.

Figure 6.1: Flowchart of a possible system for �lter-based real-time analysis of extracellular
recordings and control of an automatic positioning system for the electrode positions.

The system consists of the experimental setup (Fig. 6.1 lower left) including the recording
hardware (electrodes, motors to control the electrode position etc.), a software based elec-
trode positioning system that controls the positioning hardware (Fig. 6.1 lower right) and a
spike sorting system (Fig. 6.1 top).

Data is acquired during an experiment and streamed to a spike detection system (red
arrows in Fig. 6.1). Spikes are then reported to the spike sorting module (think black arrow)
that, in the beginning, has no �lters available. In the module labeled "Postprocessing" in
Fig. 6.1 these spikes are analyzed and new templates generated ("Template N+1") from the
sorted spike trains ("Spiketrain N+1"). The data stream and the position of spike times are
also reported to the noise estimation module that will compute the noise covariance matrix.
It reports updates of that matrix to the spike sorting module that can then, together with the
spike templates, compute a �lter set. From now on (iteration "i+1", yellow arrow on top of
Fig. 6.1) �lters will be applied to the data stream also for spike detection and sorting e.g. with
the BOTM for post processing of the �lter outputs. Spikes detected by the spike detector
or by the �lters can be used to improve the spike detection performance of the generic spike
detector e.g. by adjustment of a preprocessing �lter. The spike trains calculated by the
spike sorter are compared to those of the generic spike detector. If the generic spike detector
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detects small amplitude spikes that can not be explained by the known �lters, for example if
drift caused the electrode to record spikes from a neuron that was previously not recorded,
a new template can be initialized ("Template N+1"). If a �lter is no longer detecting any
spikes from a neuron, e.g. because the neuron drifted to far away from the electrode, the
according template and �lter will be removed from the �lter bank (indicated in Fig. 6.1 by
the red box labeled "Template N" that has no corresponding �lter). Spikes that were sorted
to one neuron will be used to update its template and the corresponding �lter ("Filter 1' "
and so on).

Detected spikes and the noise statistics are also reported to the positioning system. It com-
putes a quality value for the current recording position and can detect drifts of the recording
electrode. Using this information a decision function calculates an optimized recording po-
sition and transfers it to the electrode positioning hardware.

The spike sorting module, the "Postprocessing" algorithms and the adaptation scheme of
the �lters were already described in Ch. 5. The real-time performance and feasibility of such
a system as well as the positioning system and a simulator that can be used to test such a
system are discussed in the next sections.

6.2 Real-time simulation

An online simulator for extracellular recordings was developed that can incorporate feedback
from positioning systems (see Fig. 6.2, left side) and can simulate the part of Fig. 6.1
labeled "Experimental Setup". It consists of mainly three building blocks: Neurons, recorders
and noise sources. Neurons are de�ned by their 3D position, orientation and their �ring
behavior. For every point in space a neuron has a characteristic morphology dependent
waveform of its extracellular �eld potential (see section 6.2.1). A recorder is de�ned only
by its 3D position and sampling rate. For example, a tetrode consists of four recorders
with a certain spatial distribution. Every recorder simulates a recording channel. This
way, arbitrary multielectrodes can be simulated. All recorders of a multielectrode can only
be moved simultaneously. If a recorder is close enough to a spike generating neuron, the
corresponding waveform of that neuron and the relative position of the recorder to the neuron
will be copied into its simulated data. Every multielectrode additionally has a noise source
with a given noise covariance matrix (see section 6.2.2).

6.2.1 Estimation of extracellular �eld potential

Extracellular �eld potentials around a reconstructed layer 5 pyramidal neuron were calculated
using a forward electrostatic scheme similar to the line-source method described in Holt and
Koch (1999). The reconstructed neuron was a cat L5 pyramidal neuron published in Mainen
and Sejnowski (1996). The membrane currents for each of the 1094 compartments of the
reconstructed neuron were calculated using the simulation tool NEURON (Carnevale and
Hines, 2006) with the Python interpreter (van Rossum, 1995; Hines et al., 2009), using a
somatic action potential (AP) trace as a forced boundary condition in the single compartment
representing soma, similar to Pettersen and Einevoll (2008).
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Figure 6.2: Simpli�ed overview of the complete simulation and positioning framework. Data
is simulated by placing morphologically reconstructed neurons in a 3D space. Multi-electrodes
that are composed of a number of recorders can record the spikes emitted by the neurons in
their vicinity. The data are then passed to the positioning system. After a preprocessing step
the state machine decides where to place the electrode and sends this information back to the
simulator.

For the compartmental neuron simulation, purely passive membrane properties were as-
sumed, with an intracellular, axial resistivity of Ra = 150
cm, membrane resistivity rm =
30000
cm2, membrane capacitance cm = 1:0�F/cm2, and an initial cross-membrane poten-
tial of vinit = �65V. The simulated membrane currents and the corresponding coordinates of
these sources were used to estimate the EP at each time-step using the line-source method
Holt and Koch (1999), with an homogenous extracellular conductivity �e = 0:3S/m.

The soma, with mid-point position ~rsoma = [0; 0; 0], was treated as a point source, and
the contribution to the EP from the somatic membrane current Isoma(t) in coordinate ~r is in

the quasistatic approximation to Maxwell's equations given by �(~r; t) = 1
4��e

Isoma(t)
j~r�~rsomaj

: The

analytical solution to the linearly super-positioned potential from n segments, where Ik(t) is
the membrane current of segment k, is given by Holt (1998);

�(~r; t) =
nX

k=1

Ik(t)

4��e�sk
log

������
q
h2k + �2k � hkq
l2k + �2k � lk

������ ; (6.1)

where �sk is the segment length, �k the distance perpendicular to the axis of the line-
source, hk the longitudinal distance to the end-point of the segment, and lk = �sk + hk
the longitudinal distance from the start-point of the segment (Pettersen and Einevoll, 2008;
Holt, 1998). The calculations of EPs were done during the same simulations as the NEURON
simulations, still using the Python interpreter.

In order to avoid singularities in the EP when the distance to individual segments was
small, the minimum allowable distance to each line source was set to be the same as the
diameter of each segment. This also ensured that the potential is not calculated within the
intracellular space of the chosen morphology. The calculation of the EP was performed over
the coordinates of 3D cubic grids spanning [-200, 200]�m and [-100, 100]�m, with spatial
resolutions of 5 and 10 �m respectively, sampling the extracellular signature of the AP in
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the volume surrounding the somatic compartment and basal dendrites. The calculation of
potentials at larger distances was not deemed necessary due to the low resulting extracellular
amplitudes compared to the noise added at a later point. The resulting potential traces and
corresponding coordinates were written to �le on the HDF5-format, and then used by the
extracellular recordings-simulator.

6.2.2 Noise

Noise was simulated with a multivariate autoregressive model (AR) of order 12. First, the
noise covariance matrix of spike free periods of tetrode recordings from macaque prefrontal
cortex (Franke et al., 2010a) was estimated. Then, the VAR model was �t with a Python
implementation of Schneider and Neumaier (2001) and subsequently used for the genera-
tion of noise. For the connection between VAR models and the template space and noise
covariance matrix see chapter 2.4.

6.2.3 Simulation parameters

For the evaluation of the positioning system an arti�cial neural environment consisting of
16 simulated and randomly oriented neurons was used. A tetrode was simulated having the
four electrodes at the corners of a tetrahedron (the electrode tip had a distance of 40�m to
the other three electrodes which had a distance of 20�m to each other. It could be freely
moved along a one dimensional track (see Fig.6.3, bottom plot, dotted line). The neurons
were placed in a way that 3 possible favorable recording positions are present on the track
corresponding to three clusters of neurons (A, B and C respectively). The neurons in cluster
A and C had the same relative positions. The mean distance of the neurons to the recording
track were smallest for cluster B, giving this cluster the highest SNR. Within each cluster all
neurons had the same �ring rate (15Hz, 7Hz, 5Hz respectively). The empirically estimated
�ring rate at the tetrode using a threshold (4 times the standard deviation) spike detector
on the absolute signal is shown below. Note that the quality is independent of the �ring
rate. A piece of simulated data is shown for four di�erent recording positions corresponding
to noise and positions within the 3 clusters (Fig.6.3, bottom). Fig.6.3 top shows the quality
measure for di�erent electrode depths, whereas a value of c = 0:95 was chosen, see (6.5).
The quality was estimated by systematically moving the electrode in 15�m intervals along
the track recording for 2.5 seconds at each position.

The positioning system was then used to �nd favorable recording positions. Depending on
the experimenters choice for parameter Qmin the "optimize" state will be triggered either
for recording position A (Qmin < 29) or position B (30 < Qmin < 40) and �nds the
corresponding local maximum.

6.3 Positioning system

The use of large arrays of multielectrodes (AME) is a popular recording technique, since
it combines two favorable aspects with respect to data analysis. Namely, the temporal
resolution is high enough to record spike trains of single neurons, but also the activity from a
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large number of neurons is captured simultaneously. While more methods become available
to process, sort and analyze such large amounts of data obtained from AME recordings
(see e.g. Bi� et al. (2010); Franke et al. (2010a)), only a few contributions deal with
the task of properly positioning the individual multielectrodes. When considering acute
recording experiments with electrode arrays of 16 or up to 64 tetrodes, it is evident that
positioning every single electrode manually becomes a time consuming part of the experiment.
This is in particular an issue when carrying out experiments with primates, as maximum
experiment duration is often limited by national animal protection laws. Hence, there is
a need for an automatic multielectrode positioning algorithm which would place individual
electrodes not only faster and more reliable than a human, but possibly also several electrodes
simultaneously, reducing considerable amount of setup time. Additionally, even when the
experimenter succeeds in placing all electrodes at favorable positions at the beginning of a
recording session, the signal quality can decrease during the recording. In fact, due to the
insertion of electrodes, the brain tissue is compressed. During the experiment, the tissue
relaxes again, which can lead to a displacement between the electrodes and the surrounding
neurons (Branchaud et al., 2006). Consequently, an experimenter would have to constantly
monitor the recording quality of each electrode, and adapt its position in order to maintain
acceptable recording performance.

In Nenadic and Burdick (2006); Wolf et al. (2008) an autonomous electrode positioning
algorithm was proposed, which was designed to isolate single neurons. Here, a method
that di�ers in several ways from this approach is proposed. In brief, the use of tetrodes (or
other multielectrodes) allows for a superior discrimination performance of the recorded spikes,
simplifying spike classi�cation on such data as compared to data from single electrodes (Gray
et al., 1995). This is due to the fact, that a spike waveform is recorded simultaneously on
several recording channels ("stereo-e�ect"). Keeping this advantage in mind, it should be
preferred to record the activity form several neurons on the same multielectrode in order to
maximize the information yield about the local neural population. Hence, a quality measure is
introduced which favors electrode positions at which most likely several neurons are present.
In contrast to the work presented in Nenadic and Burdick (2006); Wolf et al. (2008) our
method does not rely on potentially error-prone and time consuming results of spike sorting.

The positioning system consists of two main parts: A preprocessing of the incoming
extracellular recordings and a state machine which controls the movement of the (multi-)
electrode. A schematic overview of the system is shown in Fig.6.2 right. In section 6.3.2
the new quality measure is introduced. The positioning system that tries to maximize the
quality over time is described in 6.3 and the results can be found in 6.2.3 and Franke et al.
(2010b).

6.3.1 Preprocessing

In order to operate online and reasonably fast, the system analyzes small periods of recording.
It is assumed that the data is already bandpass �ltered. Spikes are detected by thresholding
the squared signal. For every spike the SNR on all channels is calculated individually and
the quality of the current data period evaluated. This information, together with the current
electrode position is passed to the state machine.
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Figure 6.3: Simulated recording environment containing 16 neurons (black dots) in 3 clusters
(A,B and C). The dotted line represents the track of a simulated tetrode. Also shown are the
empirically estimated �ring rate (middle) and the quality (top) of the corresponding recording
positions. Details see text (6.2.3). For four of the positions (0�m, 150�m, 400�m and 600�m)
short pieces of simulated data are shown (bottom).

6.3.2 Quality metric for recording position

In this work we are interested in a general quality measure for the recording position of an
extracellular electrode which can be used in many di�erent experiments and does not make
any further assumptions about the neurons recorded other than that they should have a
minimum �ring rate during the experiment. Such a quality measure Q should omit possible
biases to certain neuron types as much as possible. As opposed to other recording techniques
where the explicit goal is to record only from one single neuron, here, the aim is to increase
the total yield of recorded neurons after sorting, maximally exploiting the stereo-e�ect of
multielectrodes. This leads to the following constraints for the quality measure Q:

� Invariance to �ring rate of neurons

� Maximization of the signal-to-noise ratio, the number of recorded neurons and the
separability of spikes from di�erent neurons

� Monotonic growth with parameters to be maximized

� Robustness to noise and variability of the data

� Fast computation

Especially the last two constraints restrain the use of clustering to estimate the number
of neurons: Clustering procedures need considerable amounts of computation time and the
problem of determining the number of clusters consistently over time would lead to abrupt
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changes of the quality estimated. However, it should be emphasized that the complete
framework presented here can also be used unchanged with di�erent quality measures.

De�nition

Let sik be the waveform of the i-th detected spike on channel k and N be the total number
of detected spikes in a piece of data X of length T . Let further �k be the noise standard
deviation at the recording channel k. Then, the channel wise peak-to-trough SNR of a spike
with respect to the noise distribution is de�ned as:

SNRk(si) = P (sik) :=
max(sik)�min(sik)

�k
(6.2)

The detectability of the spikes detected during period T is just their mean SNR:

QSNR(X) :=
1

N

X
i;k

P (sik) (6.3)

The discriminability of the spikes via the stereo e�ect can be approximated by the di�erence
of their SNRs among the channels. This can be expressed by the di�erence of the SNR
distribution of every single spike to the mean SNR distribution:

Qstereo(X) :=
1

N

2
4X

i;k

��hPki � P (sik)
��
3
5 ; (6.4)

where hPki :=
1
N

P
i P (s

i
k). Both measures can be combined to a single quality measure by

simply adding both terms:

Q(X) :=
1

N

X
i;k

�
P (sik) + c �

��hPki � P (sik)
��� (6.5)

It is important to note that this quality measure is monotonically increasing with both, the
theoretical SNR of single neurons and their discriminability, if c < 1 (see Fig.6.4). The
maximization of the number of neurons is implicitly rewarded by Qstereo: Only spikes from
di�erent neurons can have di�erent discriminable stereo e�ects. In the top of Fig.6.3, an
example of the quality measure calculated for di�erent depths of a simulated electrode track
is shown. Note that the function is invariant to the rate of the neurons (Fig.6.3, middle).

6.3.3 State machine

The decision logic of the positing algorithm was realized by implementing a �nite state
machine consisting of 4 states, see Fig. 6.2. The electrode stays at each position for a
certain amount of time for gathering su�cient data to reliably estimate the quality measure.
Depending on this value, the algorithm decides to which subsequent state the system has to
transit. In the following each state is described in detail as well as its transition criteria.
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A) B) C)

Figure 6.4: E�ect of spike waveform on the quality measure. A Both waveforms have their
energy on the same channel yielding a low quality. B The energy of the two waveforms is
unequally distributed among the channels which is rewarded by Qstereo. C This combination
has the highest quality, since the increase in SNR exceeds the loss in stereo e�ect.

Search

This is the initial state, and as long as the quality of the signal is below a certain threshold
Qmin, the electrode is simply advanced in the directionD (D is either -1 or 1, since electrodes
can be moved only in either of two directions, namely back or forth) by a constant step size
Ss. If three consecutive quality estimates yield a value larger than Qmin, the algorithm
changes to the "optimize" state.

Optimize

The goal of this state is to determine the position at which the quality function exhibits a local
maximum, and hence the electrode should be moved to. The function Q and its derivative
g are not known a priori, but only noisy observations are available, which suggests the use of
methods from stochastic approximation Gentle and Haerdle (2004). One way to solve this
would be the use of a two-sided �nite di�erence approximation for the gradient, but despite
popular use of this technique, it is inappropriate for realization in our setting. A realization of
a two-sided �nite di�erence would imply that in order to estimate the derivative, the electrode
would have to move forward and backward at every position (dithering). This might damage
the brain tissue and also evoke further drifts. The problem of estimating the gradient and
the second derivative g0 can be avoided by introducing an interpolation function. In order
to keep the algorithm simple a piecewise interpolation is used. As interpolation functions
cubic Hermite polynomials seem to be a reasonable choice (e.g. they have no overshoots or
oscillations in contrast to splines). In contrast to Nenadic and Burdick (2006), our approach
avoids the task of order estimation and there is no risk of oscillations at the ends of the �tted
data. The Hermite polynomials are �tted through the average quality estimates (Q(k), ...,
Q(1)) and the next electrode position u(k+1) is determined by a modi�ed Newton-Raphson
rule1 uk+1 = uk + ak � g(uk)=jg

0(uk)j.

If the gradient changes sign, the last 3 qualities are interpolated with a quadratic polyno-
mial, and the electrode is moved to the position with the highest interpolated quality value.
This prevents further unnecessary oscillations (similar to dithering) of the electrodes resulting
in tissue damage. Once the optimal electrode position is reached, the algorithm switches to

1More speci�cally, the Newton-Raphson method is combined with the steepest ascent method, in order
to guarantee that the solution is a local maximum instead of a local minimum.



86 CHAPTER 6. REAL-TIME IMPLEMENTATION

the "maintain" state.

Maintain

The electrode stays at the best found position until the quality drops under a certain value.
Explicitly, if the quality Q drops below a certain absolute value, i.e. Q < Qmm, or a certain
relative value, i.e. Q < t �Q, the "�nd" state is triggered. On the other hand, if there is a
sudden dramatic quality drop, Q < Qmin, the algorithm returns to the "search" state.

Find

(not shown in Fig.1) In this state the algorithm moves the electrode in an arbitrary direction.
If the quality is even lower than at the previous position, the direction is inverted and the
algorithm switches back to the "optimize" state.

6.3.4 Discussion

The problem of assigning a distinct quality to a certain recording position is a peculiar one
since the chosen position will a�ect all further analysis of the recorded data. This means
that if the quality is de�ned in a way that biases the positioning system towards e.g. fast
spiking neuron types, all recordings will su�er from and the results inherit this bias. It turns
out that it is indeed extremely di�cult - if not impossible - to de�ne an unbiased quality
metric, especially since we do not know the true nature of the surrounding network. However,
this is not necessarily an argument against automated positioning systems. If humans are
controlling the system they can also be seen as a part of it - having a certain quality metric
even though it is only implicitly de�ned by the experience of the human operator. Therefore,
the importance of explicitly stating and documenting this metric in the experimental protocol
should be highlighted. Only then, the kind of bias one can expect, will be known and can be
used to re-evaluate certain aspects of the experiment after more facts about the true nature
of neural �ring behavior are known.

6.3.5 Conclusion

A new quality measure for the recording position of multielectrodes in extracellular record-
ings was proposed. This measure was combined with an adaptive online positioning system
that can thus automatically �nd and maintain favorable positions. The basic functionality
of the system was demonstrated with the use of a new simulation environment for extracel-
lular recordings based on realistically reconstructed 3D neuron morphologies. The complete
framework was written in Python and it is hoped that it can be used to foster the devel-
opment of spike detection and sorting algorithms as well as automated positioning systems.
Due to the fact, that the extracellular waveforms are calculated before the actual simulation,
the environment runs extremely fast, allowing a large number of simultaneously simulated
neurons and recorders.
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6.3.6 Future Works

There are many possible ways to de�ne the quality of a certain recording position, e.g. more
sophisticated measures of cluster separability of the detected spikes could be used. That
choice will depend on the experimental context.

Another issue are tissue/electrode drifts. These have to be detected and the position
adopted accordingly. At the moment this will happen, if the quality of the current recording
position drops under a certain threshold. However, the stereo e�ect of tetrodes could be used
to triangulate neurons and estimate the direction and speed of the actual drift to optimally
counteract it before the quality drops.

The next step in evaluating the system will be the simulation of electrode/tissue drifts
and the operation of the system in a real experiment.

6.4 Possible �lter based real-time spike sorting

The proposed laboratory system was implemented in parts in the Python programming lan-
guage, the experimental setup was replaced by a simulator and all components were run on
the same computer. This system, together with the presented o�ine evaluations on simu-
lated and real data, shows the principle feasibility of the approach for online spike sorting.
But one important distinction between the presented proof-of-concept system and a sophis-
ticated real-time implementation has to be made. In principle it is possible to use real-time
suited operating systems and hardware implementations for the algorithms. FIR �lters are
particularly suited for this purpose. This allows to design the system in a way that a certain
maximum latency2 is absolutely guaranteed which will, as a consequence, also guarantee the
stability3 of the system.

Python while having the tremendous advantage of allowing the programmer to work very
fast and e�ciently is neither computationally very e�cient nor particularly suited for real-
time applications. Furthermore, parts of the system like the noise covariance estimation
are time consuming but, as already described in section 6.1, algorithmically decoupled from
the �ltering and actual spike sorting. Therefore, they should be calculated independently
of the �ltering e.g. on a di�erent computer not a�ecting the spike sorting latency. This
would require a distributed analysis framework preferably implemented in a more suited
programming language like C to reduce the overhead costs of the distribution. Also the spike
sorting algorithms themselves would need to be reimplemented in a programming languages

2Latency is the time needed to process incoming data. In the context of spike sorting that would be
the time between the recording of a spike and the �nal decision from which neuron this spike came.
That information could then be used e.g. to stimulate the neural network in closed-loop experiments.
If this stimulation has to be very fast, the latency of the system needs to be very small.

3The stability of the system is its ability to process the complete incoming data in time. That means
even if, for a short time period, the system needs longer to process a piece of data then the actual time
needed to record it, the system will still be able to catch up afterwards and reduce the introduced
delay for successive data. This can be easily implemented by bu�ering, i.e. storing, a short period
of data. If a delay is introduced the data that could not be processed in time is simply stored and
hold back until it can be processed later. But if the system is on average too slow this bu�er will
eventually be �lled and data is lost. If the system loses data it is referred to as being unstable.
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that is tied very closely to the underlying hardware.
The implementation of an optimized framework system for the use in a real laboratory was

not a goal of - and is not claimed in - this work since it takes considerable engineering time
that could not be provided. However, it is claimed, that the algorithms presented here are
very well suited for such an implementation and will allow to design a high quality, real-time,
low latency, close-loop spike sorting system in the future.



7
A website for spike sorting evaluation

The problem of evaluating a new spike sorting algorithm was touched in several sections of
this thesis but not yet discussed in detail. When developing an algorithm it is usually very
easy to generate arti�cial (simulated) data on which the algorithm can be tested. Since the
data was generated, it is clear what the correct outcome of the algorithm should be - ideal
solution and actual solution of the algorithm can be compared.
But for every simulation, no matter how sophisticated, real world data normally will show

a higher degree of complexity. This is why in most scienti�c �elds real world benchmark data
sets exist, i.e. data sets that come from the actual problem in a real world application but
for which the correct solution is known. Think e.g. of a data base of hand written letters
for which the correct interpretation is known, e.g. given by an human. The peculiar problem
in spike sorting is, that such a benchmark does not - and will not for the foreseeable future
- exist since it is currently impossible to measure the spiking activity of a large number of
neurons around a recording electrode without making use of the voltage recording itself.
Therefore, most scientists working on spike sorting use their own simulated data to validate

their algorithms, as was also done in this thesis (see data sets 8.1.1 and 8.1.2). However,
there are two problems connected to this approach:

1. As already mentioned simulated data is usually not as complex as real world data. To
reduce this problem either real world data sets with partial ground truth are used or
the simulations can be done more and more sophisticated (see e.g. the simulator used
in chapter 6.2.1).

2. The more important problem, however, is that by simulating data particularly for the
test of only one or a few algorithms results from di�erent studies can not be easily
compared.

Especially the second problem has hindered the development of good and well evaluated
spike sorting procedures tremendously. A system is therefore suggested and implemented as
a proof of concept that could be used to overcome this limitation. It consists of three parts:

89
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� An easily expandable and standardized collection of benchmark data �les that contain
ground truth information

� An automatic way to calculate quality measures of spike sorting performance given the
ground truth and a spike sorting result

� An user interface to use the system and to add new spike sorting results, benchmarks
and quality measures

The system was implemented in form of a website. The alignment procedure that allows
to automatically compute the performance of a spike sorting algorithm on a given benchmark
data set is described in chapter 7.1, the website in chapter 7.2. The programming of the
Python (van Rossum, 1995) back-end was mainly done by Philipp Meier, the website front-
end in PHP (Lerdorf, 1995) by Stefan Schmidt. It is planned to integrate the website into
the German Neuroscience Node (GNode, http://www.g-node.org/) infrastructure with the
help of PD Dr. Thomas Wachtler and Andrey Sobolev.

7.1 Spike train alignment

The problem that needs to be solved for an automatic spike sorting performance evaluation
is the following: Given a set of k ground truth spike trains (GTST) corresponding to the
true activity of k neurons and a set of j sorted spike trains (SST), compute the number of
spike sorting errors. Since we are also interested to know which error is probably caused by
an overlap, the maximal distance to of two spikes inside an overlap needs to be speci�ed.
Additionally, sorted spike trains might report the peak of a spike while GTST spike times
correspond to the beginning or vice versa, so a maximal shift ts between spike trains must
be allowed. The last parameter is the allowed jitter tj between sorted and GTST spikes since
noise and overlaps can make it hard to determine the exact position of a spike. Figure 7.1
shows a toy example of a correct spike sorting result with to = 10, ts = 10 and tj = 10
samples.
The following conventions are made:

1. Every spike of a GTST can have either exactly one corresponding spike in one SST or
none.

2. Every spike of a SST can have either exactly one corresponding spike in one GTST or
none.

3. If a GTST spike sgt is corresponding to a SST spike sso then sso is also corresponding
to sgt.

4. Spikes from two di�erent GTSTs that are closer than to are labeled as overlaps.

5. Spikes of GTSTs that have no corresponding spike in a SST are labeled FN (FNO if
they were overlaps).

6. Spikes of SSTs that have no corresponding spike in a GTST are labeled FP.
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Figure 7.1: Toy example of a spike train alignment between 3 ground truth spike trains (top)
and 4 sorted spike trains (bottom). Dots correspond to spikes, rows of spikes constitute the spike
train of one neuron. The black dashed lines connect one spike of a ground truth (GT) neuron
with one spike of a sorted neuron that were aligned. Spikes without connector are either FNs if
they belong to a GT neuron or FPs if they belong to a sorted neuron. Sorting errors are marked
by red diamonds. The labels indicate the type of correct sorting (TP=true positive, TPO=TP
of an overlapping spike) or sorting error (FP=false positive, FN=false negative, FNO=FN of an
overlapping spike, CL=classi�cation error, CLO=CL of an overlapping spike).

7. Correspondences between spike trains follow the same rules as correspondences between
individual spikes but to avoid ambiguities they are referred to as pairs.

The algorithm consists of the following main steps:

1. Find the best pairing between GTST and SST

2. Shift SSTs as to �t best to their paired GTST by maximally ts samples

3. Find correspondences between all spikes of paired spike trains and mark them as TPs
(TPO if the GT spike is an overlap)

4. Find correspondences between non paired spike trains and mark them as classi�cation
errors (CL) (CLO if the GT spike is an overlap)

5. Find unpaired spikes and mark them as FP, FN and FNO

6. Count all labels and compute the respective error numbers

Correspondence between a GT spike and a spike of a shift-corrected SSTs will be es-
tablished if both of them have no correspondence yet and their distance is maximally tj
samples.

All of these steps are straight forward except step 1 which will be explained in more detail.
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7.1.1 Pairing of spike trains

The pairing of SSTs and GTSTs is done under the assumption that every SST corresponds
to one GTST with the exception of SSTs that contain mostly FPs due to noise detections
or SSTs that contain mostly overlapping spikes as is often the case for spike sorting results.
This is why the pairing �rst computes a similarity measure between all pairs of SSTs with
GTSTs and then assigns the best �tting pairs. As a similarity measure the cross correlation
function between the spike trains with maximal lag ts is computed and the maximum used
as the similarity. The SST of the pair is then shifted by the lag at which the maximum
occurred.

7.1.2 Discussion

The case in which one GTST is split by the sorting into two SSTs, e.g. because of drift
in the waveform, is not explicitly covered here. In this case the SST that �ts best will be
assigned to the GTST and the other will very likely stay unpaired with all of its spikes being
counted as errors. However, in the alignment plot (Fig. 7.1) it will be very easy to see that
this happened and in the end it depends on the biological question behind the spike sorting
as how to count those errors. The measure chosen here will favor spike sorters that will sort
more spikes to one of the SSTs, being able to tolerate the drift longer, over spike sorters
that split the spike train more evenly or even in more than two spike trains.

Another possibility is to use soft clustering based spike sorters, i.e. spike sorters that assign
every spike a probability to belong to a certain neuron. This was not done here and also the
sorters are not implemented in this way (although the BOTM certainly has the possibility
to do so). But in principle the proposed infrastructure will o�er the possibility to add new
quality metrics that are able to include that case.

7.2 Website

The aim of this project is to develop an easily accessible infrastructure for the evaluation of
spike sorting algorithms1. This includes the bundling of already available benchmark data
sets in one place but also to foster the creation of new benchmarks. Furthermore, the
evaluation process - not the spike sorting process itself - should be uni�ed and standardized.
The infrastructure is being implemented in form of a website.

The website provides possibilities for experimentalists as well as signal processing scientists
to evaluate spike sorting algorithms. For this purpose, benchmark data sets - published and
also new ones - are being hosted for download and subsequent processing on the users
computer. To reach a majority of possible users, the benchmarks should be downloadable in
the most common data formats. Once analyzed by the user with the spike sorting algorithm
of choice, the sorting can be uploaded to the website. Again, most common formats should
be supported. After uploading the sorting the website will use the (hidden) ground truth

1But no spike sorting functionality or spike sorting algorithms. The spike sorting results must be
provided by the user.



7.2. WEBSITE 93

data of the benchmark to calculate the performance of the sorting according to di�erent
error metrics, e.g. the number of errors as described before.

Registered users will be able to host new benchmark data sets. Benchmark data sets and
published evaluations will provide a comment function so that registered users can discuss
questions.

7.2.1 De�nitions of the most important terms

Benchmark A data set that was created to allow for the systematic evaluation of spike
sorting performance. It may contain extracellular recordings, the number of neurons
that are visible in those recordings, the prototypical spike waveforms of those neurons
(the templates), the exact time points at which all or a subset of those neurons
produced an action potential (the spike train) and the cut spike waveforms from those
recordings. Typically, a benchmark will be generated with a speci�c question in mind
like the e�ect of the signal to noise ratio on the spike sorting performance. To address
this question, a parameter (e.g. the signal to noise ratio) might be varied over a number
of subbenchmarks to provide multiple levels of di�culty. These subbenchmarks will be
called trials in the remainder of this article.

Trial A single data �le containing electrophysiological data belonging to a benchmark. Inside
a trial a parameter (or a set of parameters) is kept constant like the signal to noise
ratio, the number of neurons or the speci�c cell being recorded.

Evaluation If a spike sorting algorithm is applied to a trial of a benchmark the resulting
spike sorting might be evaluated in respect to the available ground truth of that
benchmark. This is done by computing a certain quality metric for the spike sorting
result. The process of computing all available/processable quality metrics for a given
benchmark/sorting result pair is called an evaluation.

Spike Sorting Metric Given a benchmark and the outcome of an algorithm on that bench-
mark (e.g. spike detection, spike sorting) the metric computes a measure of similarity
between the ground truth, i.e. the correct outcome of the algorithm and the actual
result of the algorithm. Quality metrics can also be de�ned without using the ground
truth information, e.g. more qualitative measures like the separability of spikes from
di�erent neurons.

Module A module is the implementation of a python interface in the back-end of the
website. Modules get a benchmark and one spike sorting result for that benchmark
(a user upload) as input and calculate �gures and tables. E.g. spike sorting quality
metrics are implemented as modules. Every module produces results that are then
stored for later access. In the detail section (see P2.2) of the spike sorting evaluation
the results of the modules are presented to the user of the website (see also Fig.7.2 for
an example module result visualization). In the comparison section (see P3) certain
results of modules are compared over benchmarks and/or algorithms (see also Fig.7.3).
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Figure 7.2: Screenshot of the detailed evaluation result view of the current prototype
website. In the detailed view of sorting evaluation results every module that was computed for
that speci�c benchmark/sorting result pair has an area to show its results. In this example a
quality metric (module 1) computed 2 result tables and a �gure (lowest �gure in the screen shot
called "WF Units"). A second module generated a �gure (spike trains) using the benchmark
data only.
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Figure 7.3: Screenshot of the comparison view of di�erent (only one shown) algo-
rithms on one benchmark of the current prototype website. In the comparison view of
sorting evaluation results only scalar information from certain modules is used to dynamically
generate graphs. Only one value per Trial of a benchmark can be depicted per graphic here, e.g.
the total error in the uppermost plot or more detailed errors in the plots below. A legend de-
scribing the graphs is shown that contains links to the respective detailed view. A user interface
provides means to customize the graphics (e.g. hide certain results).
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7.2.2 Processes implemented in the website

This section describes the di�erent functions the website provides for users. For an overview
see Fig.7.4. Processes that can be triggered by users are:

Figure 7.4: Process overview of the website. The 3 entities that are actually stored by
the website in the persistence layer are the benchmarks, the uploaded spike sorting results for a
certain benchmark and the evaluation results that were calculated by the Pyhton back-end.

� P1.1 Creation of a new benchmark

� P1.2 Download of existing benchmarks

� P2.1 Upload of a spike sorting result on an existing benchmark

� P2.2 Visualization of the evaluation of a spike sorting result

� P2.3 Publication of the evaluation of a spike sorting result

� P3 Comparison of di�erent spike sorting results on the same benchmark or of the same
algorithm on di�erent benchmarks

� P4 Add new quality metric

These processes will be explained in more details in the following.

7.2.3 P1.1 Benchmarks - Creation and Administration

Only registered users are allowed to create new benchmarks. Fig. 7.5 shows the owchart
of the benchmark creation process. Once a data set was uploaded by a user, a check is
performed by the python back-end. This check will test whether any spike sorting quality
metric can be calculated for that benchmark, i.e. if the benchmark can be used for the
website.
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Figure 7.5: P1.1 Flowchart for the benchmark creation process. The �gure shows the interplay
between the user of the website, the front-end ("Portal") and the back-end ("Spikeval").

7.2.4 P1.2 Benchmarks - Download

The website provides an overview of all benchmarks to interested users. Benchmarks can
be grouped and every benchmark has an associated comment function. The user is able to
select from a variety of possible data formats (de�ned by the NEO package (Davison et al.,
2011)). The stored benchmark will then be converted to the requested data format and
provided to the user.

7.2.5 P2 Evaluation of a spike sorting result - Upload

Users that downloaded a benchmark and used a spike sorter on the downloaded �les can
upload those results. During the upload process the benchmark to which the sorting results
belong has to be indicated. A check is performed on the uploads and if passed the evaluation
process is triggered (Fig. 7.6). All modules will be checked whether they are evaluable on
the current benchmark/spike sorting result combination and, if possible, calculated. Spike
sorting quality metrics are also modules and evaluated in that process (see also Fig. 7.4).
The results of the modules are stored to the persistence layer and can be accessed by the
user via the front-end.

7.2.6 P2.2 Visualization of evaluation result

This is the evaluation centric view of the spike sorting results (for an example in the current
prototype Fig. 7.2). Here, for a given benchmark/spike sorting combination the results of
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Figure 7.6: P2.1 Upload of spike sorting results. The upload triggers the evaluation process in
the back-end.

the modules are being displayed. Every module has a certain order and the results of all
modules that could be computed in P2.1 can be accessed. This view is primarily for the user
who just wanted to evaluate his/her sorting results and is the most detailed visualization of
the results. Tables and �gures that were computed by the modules will be displayed.

7.2.7 P2.3 Publication of evaluation result

If a user is satis�ed by the results of a spike sorting evaluation he/she may publish the results.
This will mean that the result will be visible to all users. The user will be prompted for more
detailed information about the evaluation, e.g. which algorithm/version/implementation
he/she used and how long the sorting took. Once a result was published other users may
access the detailed view under P2.2 and download the results (�gures/tables) and give
comments (only registered users) to the evaluation. Published results can also be compared
(see P3).

7.2.8 P3 Comparison of di�erent spike sorting results

Evaluation results that were published can be compared in two ways. Either by showing a
subset of all evaluations performed on one benchmark or by showing the results of a subset
of all algorithms for all benchmarks. This comparison is computed (and �gures are rendered)
dynamically by the front-end (see Fig. 7.3 for an example in the current prototype).



7.3. DISCUSSION AND OUTLOOK 99

Figure 7.7: P2.3 Publication of successful spike sorting evaluation. After an evaluation was
carried out by the website, the user can decide to publish the results. Only then, also other users
are able to see these results and to compared them to those of other published evaluations.

7.2.9 P4 Adding a new quality metric

So far it is not planned to provide an automatic procedure via the website front-end to add
a new quality metric. Since a quality metric is a Python implementation of the module
interface, the programmer will need a certain understanding of the website architecture to
program a new metric. That is not expected this to happen often since there is only a limited
number of metrics that are useful. However, the system should stay exible and allow the
introduction of a new metric should the already implemented ones not su�ce.

7.3 Discussion and outlook

A quality metric for the blind evaluation of spike sorting with available ground truth spike
trains was proposed and was used to build a website prototype that provides the function-
ality to perform standardized spike sorting evaluations. These evaluation will be of high
importance in the development of high quality automatic spike sorting algorithms.

The quality metric computes spike sorting errors based on the classical notion of false
positive and false negative detections and also computed assignment errors. For this the
ground truth spike trains are necessary but it must be noted that other quality metrics are
possible even without ground truth information (Hill et al., 2011). The implementation of
the website was not straightforward and also its maintenance can be di�cult in an scienti�c
context (Schultheiss, 2011). Additionally, for other scientists to accept this resource trust,
in the stability of the resource but also in the validity of the presented results, is crucial.

Those reasons make a migration of the web resource to a neutral and professional hosting
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organization necessary and to open its further development to the scienti�c community.
Therefore, the migration of the current prototype to the German Neuroscience Node will be
a crucial step for the success of this project.



8
Data sets

This chapter describes the data sets that were used throughout this work. They are organized
in 3 categories:

� Data that was simulated for the purpose of evaluation algorithms that operate on
extracellular recordings. This data usually contains the arti�cial data, the spike tem-
plates that were copied into the data and the time points at which a spike occurs
(section 8.1). These recordings have the best power in testing algorithms because the
full knowledge of the data composition is available but they are probably too simplistic
to pose all problems of real data.

� Real data sets that contain full knowledge over the occurrence time points and identity
of action potentials are hard to record (section 8.2). An intracellular recording has to
be performed simultaneously with the extracellular recording for all measurable cells.
Typically, there are also spikes from other cells that are not known but they tend to have
a very low SNR. Furthermore, due to the di�culty in performing these experiments
only recordings of up to 2 neurons are available.

� Finally, real recordings (section 8.3) without any ground truth are naturally the aim of
every spike sorting algorithm. Here, it can be demonstrated only qualitatively how an
algorithm performs.

All experiments were performed in accordance with German law for the protection of
experimental animals, approved by the local authorities (\Regierungspr�asidium"), and are in
full compliance with the guidelines of the European Community (EUVD 86/609/EEC) for
the care and use of laboratory animals.
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8.1 Arti�cial data sets

The arti�cially generated data in 8.1.1 and 8.1.2 simulates a single channel recording of 15s
length each. The sample frequency was 32kHz and every simulation contains activity from
three neurons. Every dataset contained exactly 750 spikes of every neuron, which corresponds
to a �ring frequency of 50 Hz. The three used templates were extracted from the recordings
described in chapter 8.3.1 and had a length of 2:1 ms. The noise was generated by an ARMA
model (Hayes, 1996) approximating the noise characteristic shown in Fig. 4.2(b).

The over-completeness, the equal SNR of all three templates, and the presence of over-
lapping spikes make these datasets particularly challenging.

8.1.1 Dataset with overlapping spikes

The relative number of overlapping spikes was systematically varied from 1% up to 50%.
75% of all overlapping spikes consist of overlaps between two templates (25% for each com-
bination), and 25% of all overlapping spikes consist of overlaps between all three templates.
The amount of overlap, i.e., how much the templates overlap, is distributed according to a
uniform distribution on the interval [1=3; 1] with 1=3 being an overlap of a third of the wave-
form length and 1 being a complete overlap. The SNR was kept constant for all overlapping
ratios, namely, all three templates were scaled to an equal SNR, which was SNRm = 1:2. This
corresponds to SNRp = 5:42 and SNRe = 2:12 (average values over the three templates).

8.1.2 Dataset with SNR variation

The SNRm was systematically varied from 0:6 to 1:4 (which is equivalent to 2:71 to 6:32
average SNRp and 1:06 to 2:48 average SNRe). The amount of overlapping spikes was
constant and set to 7%, which is approximately the overlap ratio resulting by chance under
the assumption of independent spike trains.

8.1.3 Quiroga 2004

This freely accessible data set Quiroga (2004) is described in Quiroga et al. (2004) and
was used to evaluate di�erent spike sorting algorithms (Quiroga et al., 2004; Herbst et al.,
2008). A very similar data set was used in Rutishauser and Schuman (2006). Being used to
evaluate other spike sorters, this benchmark makes it easier to relate the performance of the
here proposed algorithms to those already published.

In short it consists of 4 di�erent benchmarks that each contain either 4 or 8 di�erent data
�les. Each data �le contains a simulated extracellular recording of 60s length with a sample
rate of 24kHz and 3 simulated neurons. Within every of the 4 benchmarks the template set
for the 3 neurons was kept constant but the SNR was varied. The mean �ring rate of the
neurons was 20Hz resulting in about 3500 spikes per benchmark data �le (the lower than
expected number of spikes is probably due to the refractory period).
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8.1.4 Discussion

Arti�cial datasets, however sophisticated, will probably never be able to completely replace
real recorded data for evaluation. The main reason for that is the high complexity of the
object under measurement and vast diversity of recording conditions and environments. Nev-
ertheless, they constitute the backbone of every algorithm evaluation, especially since they
allow to test the case in which all assumptions of the algorithm are ful�lled and give exact
error estimates. If an algorithm cannot solve properly constructed arti�cial problems, it will
likely also fail on real world examples.

8.2 Real recordings with full ground truth

Extracellular recordings provide a way of indirectly measuring the current ow within a neu-
ron. As described in the introduction, action potentials traversing the cell cause a deection
of the extracellular electrical �eld. It is a relatively uncomplicated procedure, but introduces
all the problems described in this thesis. The only way to directly measure an action poten-
tial, however, is to measure the voltage di�erence or current ow between the inner medium
of a cell and some reference electrode. For these intracellular recordings a physical con-
nection between the cell and the measurement device needs to be established. This can be
achieved by touching the cell with a pipet, the intracellular electrode. The bilipid layers that
constitute the cell membrane will open between the pipet and the cell, allowing to directly
inject current into the cell body - thus stimulating the cell - or to measure the current ow or
voltage between the inner cell and the reference. This o�ers the great advantage of having -
from the signal processing point of view - a simple procedure to control and monitor the �ring
behavior of a cell. The big disadvantage being a fairly complex experimental procedure and
only a very limited number (normally one or two) of cells can be measured simultaneously.
Furthermore, to allow visual guidance of the pipet movement and targeting of a cell body,
mainly slices of brain tissue can be analyzed with this technique.

If one measures a cell intracellularly and simultaneously extracellularly, the intracellular
signal can be used to evaluate the results of algorithms using the extracellular signal only.

8.2.1 Boucsein, 1 neuron

Here, a single neuron was recorded simultaneously with an intracellular electrode and with an
extracellular tetrode. This dataset is therefore ideal to test simple spike detection procedures.
Since the SNR varies heavily over the di�erent datasets and some contain artifacts as well,
this is a demanding benchmark.

The experiments were done in acute brain slices from Long Evans rats (P17 - P25). In every
experiment a pyramidal cell from visual cortex, Layer 3 or 5 depending on the experiment,
was simultaneously recorded intracellularly and extracellularly. Extracellular spike waveforms
were recorded using a 4-core-Multi�ber Electrode (Tetrode) from Thomas RECORDING
GmbH, Germany. The cell was intracellularly stimulated by a current injection (varying from
experiment to experiment between 80 pA and 350 pA). Extracellular recordings were sampled
at 28 kHz and �ltered with a bandpass FIR �lter (300 Hz to 5000 Hz).
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The intracellularly recorded spikes were detected using a manually set threshold on the
membrane potential. The threshold crossings in the membrane potential were used as triggers
to cut out periods from the extracellular recordings (2 ms before and 5 ms after the trigger).
In total, data was recorded from 6 di�erent cells, which resulted in 9957 intracellularly
detected spikes. For analysis only the recording channel with the highest SNR was considered.
The SNR of the di�erent experiments varied from SNRm = 0:20 (SNRp = 0:79, SNRe =
0:39) to SNRm = 2:37 (SNRp = 7:09, SNRe = 3:64). A short period of recordings with
a moderate SNR (SNRm = 1:16, SNRp = 4:3, SNRe = 1:97) is shown in Figure 4.3 top
row.

8.2.2 Alle, Geiger, 2 neurons

In every experiment two neurons in a slice of rat visual cortex were recorded simultaneously
via the patch-clamp technique (intracellular) and extracellular with a Thomas RECORDING
GmbH Tetrode and a sample rate of 33:333 samples per second. It was generously provided
by Dr. Henrik Alle and Prof. Dr. J�org Geiger from the Charit�e Berlin (at the time of the
experiments at the MPI Frankfurt).

Figure 8.1: Example of recorded data. A Confocal microscopy image of the recording setup.
The tetrode (black on the left) was placed between 3 clearly identi�able pyramidal neurons. Two
of those neurons were recorded intracellular with a patch clamp. B Short piece of data during one
stimulation. Upper two channels are the intracellular voltage traces (scale bar 60mV ), lower four
channels are the extracellular voltage traces recorded with the tetrode (scale bar 2000�V ). The
dotted line indicates 0mV . C Extracellular spikes and spike templates for the two intracellularly
measured neurons. The intracellular recording was used to detect and align the spikes. D Close-
up on a part of B. E Four examples of overlapping spikes. Note that the two overlaps on the
right might be easily confused with a single spike.

The cells were stimulated in a controlled way to produce simultaneous and near simulta-
neous �ring behavior of the two cells. In total 13 cell pairs were recorded with a total of 163
stimulation sessions. A stimulation session consisted of 100 single stimulations of both cells
simultaneously, that could elicit between 0 and 4 spikes each. The experiments had between
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8 and 20 stimulation sessions with an average of 12:5. A single stimulation was around 51ms
long with varying intensity. Figure 8.1 shows a typical stimulation of two di�erent cell pairs
and the corresponding simultaneous extracellular recording.

Figure 8.2: Number and degree of overlapping spikes. A Number of overlapping and non-
overlapping spikes in the data set. B Number of overlapping spikes with a certain temporal delay
�� . Spikes that had their intracellular peaks closer than 60 samples (1:8ms) were considered as
overlapping.

If a stimulation elicits more than one spike, the successive spikes will still be in the relative
refractory period of the neuron. Their amplitude is lower and also the waveform might be
altered. Figure 1.4 shows the e�ect of such a rapid �ring of a neuron.

8.2.3 Discussion

Intracellular recordings provide the means to have ground truth information about the true
�ring behavior of the neurons measured. It must be noted however, that these datasets are
usually not exactly like real recordings with only extracellular recordings. First, due to the
complicated positioning process of the intracellular electrode, the recordings were done in
slices of brains, thus dramatically damaging the surrounding neural network. The missing
background activity of the neural network might change the noise statistics of the recording.
Only very few spikes will be elicited by non stimulated neurons. Those spikes are also not in
the ground truth information which can decrease the power of those datasets as benchmarks.

Another factor is the stimulation of the cells: Inserting currents directly into the cell body
will change the physiology of the cell and might as well a�ect the action potential generation
altering the waveform of the extracellular spike.

However, simultaneous intracellular and extracellular recordings provide a very important
bridge over the gap between simulated data with full control and real recordings without any
ground truth information.
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8.3 Real recordings without ground truth

8.3.1 Munk, monkey PFC

Tetrodes were placed in the ventral prefrontal cortex (PFC) of macaque rhesus monkeys
in the beginning of the experiment. Recordings were performed simultaneously from up to
16 adjacent sites with an array of individually movable �ber micro-tetrodes (Eckhorn and
Thomas, 1993). Recording positions of individual tetrodes were manually chosen to maximize
the recorded activity and the signal quality. Data were sampled at 32 kHz and bandpass
�ltered between 0:5 kHz and 10 kHz.
Neuronal activity was recorded while 2 macaque monkeys performed a visual short-term

memory task. The task required the monkeys to compare a test stimulus to a sample
stimulus presented after a 3 second long delay and to decide by di�erential button press
whether both stimuli were the same or not. Stimuli consisted of 20 di�erent pictures of fruits
and vegetables which were presented for 0:5 s (test stimulus) or for 2 s (sample stimulus).
Correct responses were rewarded. Match and non-match trials were randomly presented with
an equal probability. This experimental setup was presented e.g. in Pipa and Munk (2011).
Approximately, the monkeys perform 2000 trials per session, which is equivalent to almost

4 hours of recording time. For the evaluation of the proposed algorithm only the �rst 5
seconds of every trial were processed, as the remaining data might contain severe artifacts
caused by the monkey's movement.
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