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Introduction

We constantly take decisions without knowledge of the future. One example is choosing a
route to drive home after work. Besides people who love driving, most of us are interested
in arriving home as early as possible. This problem can be modeled as finding a shortest
path in a network, and it is easily solvable if the traffic information is known in advance.
However, this information is subject to uncertainty. Unexpected situations might occur (e.g.,
a car accident), making our a priori decision suboptimal. Better solutions are obtained by
adapting our route to the congestion information observed while driving. In this every-day
example, the challenge is in the fact that the information is revealed over time. This is the
type of challenge addressed in this thesis.

The mathematical optimization community has long searched for models that cope with
uncertainty. For around 20 years, increased attention was given to the study of online al-
gorithms. Online optimization studies algorithms in settings where the input is revealed
piecewise. Each piece of arriving information usually relates to a natural unit of the cor-
responding problem, for example, a job in a scheduling environment or a node in a graph.
Whenever a new unit is available the optimizer must take an irrevocable decision as to how
to deal with this unit.

The performance of algorithms is evaluated with a competitive analysis, that confronts
the algorithm with an optimal solution with full knowledge of the input. The quality of an
algorithm is measured with its competitive factor, defined as the worst case ratio between the
cost of the constructed solution and the optimal cost under full information. A large number
of discrete optimization problems have been studied in this setting. We refer to [BE98] for
a general introduction to online algorithms. Despite the high popularity of this model, it
might be too conservative in some situations: (1) it does not allow the recourse of any of
the decisions previously taken; and (2) assuming worst case scenarios gives over pessimistic
bounds on the competitive ratios.

Robust optimization seeks to optimize the worst case scenario given a limited amount of
available information. The part of the input subject to uncertainty is assumed to belong to a
given uncertainty set, representing the possible realizations of the uncertain parameters. For
any solution that we might choose, we assume the worst possible realization of the uncertain
data. This situation can be modeled with a min-max approach: we choose our variables in
order to minimize the cost, assuming that the uncertain parameters maximizes the cost for
the chosen solution.

A significantly richer extension of the last approach is obtained by considering multi-
stage robust problems. In this setting, partial information of the input is revealed in several
stages – similar to the online framework. While the information is revealed, we are allowed
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to adjust part of the solution to improve its quality. Given an initial uncertainty set for
the parameters, it is the role of the optimizer to chose optimal rules (that is, functions) for
recourse actions. The recourse helps adapting the solution while the uncertain parameters
are being revealed. More often than not the recourse itself incurs additional costs, which
the model must also take into account. This setting, despite being an extremely powerful
modeling tool, suffers from a high computational complexity. In particular, the optimizer
must choose a rule that might belong, in principle, to an infinite dimensional space. An
extensive introduction of robust models, including the multi-stage setting, can be found
in [BEGN09].

In this thesis we focus on models that combine some of the ideas from multi-stage robust
optimization and online algorithms. Taking as a base the online framework, we allow a
limited amount of recourse to partially adapt the solutions while the instance is revealed. To
simplify the computational complexity found in multi-stage robust optimization, we do not
seek to find the optimal robust strategy. Rather, we are interested in (hopefully efficient)
algorithms that provide provably good solutions. The quality of our algorithms is evaluated
by their competitive factor. Moreover, we bound the amount of recourse allowed at each stage
by an appropriately defined parameter β. The exact interpretation and definition of β must
be chosen depending on the specific problem. In general, this parameter can be interpreted
as a measure of the stability or robustness of the constructed solutions. Additionally, β
portraits the cost that we are willing to incur in each stage for adjusting the solution. Note
that if no recourse is allowed (usually meaning that β = 0), then we are back to the classic
online setting. On the other hand, an unlimited amount of recourse (that is, β =∞) means
that we are allowed to completely change the solutions in each stage. In this last case we
fall back into solving a sequence of independent problems for each stage. In other words, β
parametrizes two opposite settings: online and (a sequence of) offline problems. It is then
particularly interesting to study the trade-off between β and the best achievable competitive
factor. We show that in several relevant settings a small value of β allows us to obtain near-
optimal solutions. Quite surprisingly, this also occurs for problems in which no recourse
implies unbounded competitive ratios. For these problems our models manage to overcome
the over-conservatism of online algorithms, and the apparent higher complexity of optimizing
the recourse in multi-stage robust optimization.

Outline of the Thesis

This thesis is divided into three chapters. The chapters are mostly self-contained with the
intention that they can be read independently.

Chapter 1 Scheduling problems have been historically used as a playground for combi-
natorial optimization models and techniques. In the first chapter we study fundamental
scheduling problems on identical parallel machines. We consider a model introduced by
Sanders, Sivadasan, and Skutella [SSS09] in which jobs arrive online one by one. Whenever
a job arrives we must decide on which machine to schedule it. The recourse is controlled
by the migration factor β: when a job with processing time pj arrives, then the algorithm
is allowed to migrate jobs with total processing time at most β · pj. We are interested in
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constructing a robust PTAS, i. e., a (1 + ε)-competitive algorithm with constant migration
factor β = β(ε). In this framework we study a large family of objective functions. For some
of these objectives, β = 0 implies non-constant values of the competitive ratio [AE98].

We first solve an open question left by Sanders et al. [SSS09] for the problem of maximizing
the minimum load of the machines. For this setting we show that there is no robust PTAS
with constant migration factor. Given this negative result we turn our attention to a slightly
relaxed model that considers an amortized version of the migration factor. We prove that
this version admits a robust PTAS. Among other results, we generalize this algorithm to the
case of temporary jobs (that is, jobs might leave the system), and to a large class of objective
functions which were considered before by Alon, Azar, Woeginger, and Yadid [AAWY98].

Chapter 2 In the second chapter we study the general setting of matroid optimization.
This is arguably one of the most influential modeling frameworks in combinatorial optimiza-
tion, and has contributed significantly to our understanding of efficient algorithms. In our
setting we consider a weighted set of elements that is revealed in several stages. In each stage
a set of new elements becomes available. The objective is to maintain a set that satisfies one
or more matroid constraints and has the largest possible total weight. To limit the recourse,
in each stage we are given a value that bounds the number of elements that can be inserted
to the solution in this stage (the number of removed elements is not constrained).

We analyze the performance of greedy algorithms in this setting. In particular we propose
an algorithm that is O(`2)-competitive for the intersection of ` matroids. We remark that in
this setting no online algorithm can be competitive when compared to the offline optimum.
Therefore, our concept of competitiveness is defined by comparing to the total weight of the
optimal robust solution, that is, a solution that has the same recourse power as the online
algorithm. Notice that in this respect this setting is closer to multi-stage robust models
than to online algorithms. We show applications of our result to the Maximum Traveling
Salesman Problem in directed graph. For this particular problem, our result implies a
constant competitive algorithm with constant recourse in each stage, even when compared
against the offline optimum.

Chapter 3 In the last chapter we study a robust online version of the Minimum Spanning
Tree problem. Our study is motivated by an important application on multi-cast routing.
In our model we assume that the nodes of a complete metric graph appear one by one.
Whenever a new node is revealed, we are allowed to add a constant number of edges to
the solution and remove other edges in order to maintain a spanning tree. This limits the
recourse allowed in the model. The objective is to minimize the total cost of the tree.

If no recourse is allowed, then the competitive ratio of any algorithm is unbounded [AA93].
Additionally, a simple example shows that with constant recourse the competitive ratio of
every algorithm is larger than 2. However, we can overcome this limitation by slightly re-
laxing the constrain and considering an amortized bound for the recourse: up to stage t we
are allowed to add O(t) many edges. The main result in this chapter is a (1 + ε)-competitive
algorithm with an amortized recourse of O(1

ε
log 1

ε
). Moreover, we show that the algorithm

is best possible up to logarithmic factors on the recourse.

For the non-amortized setting, we state a conjecture that implies the existence of a
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constant competitive algorithm with constant recourse on each stage. Additionally, we study
the full information case, where we obtain a O(1)-competitive algorithm with a recourse of
two edges per stage.

Finally, we apply our results to an online robust version of the Minimum Traveling
Salesmen problem (TSP). We show that all our results for the Minimum Spanning Tree
problem transfer to TSP, if we increase the competitive ratio by a factor 2 and the recourse
by a factor 4. This is done with a robust version of the shortcutting strategy used in the
classic Christofides’ Algorithm [Chr76].



Chapter 1

A Family of Robust PTASes for
Parallel Machine Scheduling

Joint work with M. Skutella

1.1 Introduction

Scheduling problems are considered a fruitful ground for developing and testing combina-
torial optimization models and techniques. Their appeal comes from their rich combinato-
rial structure together with a large number of applications. One of the most fundamental
scheduling settings considers n jobs that need to be assigned to m identical machines. Each
job j has a processing time pj ≥ 0, denoting the amount of time that this job needs to be
processed. The load of a machine is the total processing time of jobs assigned to it. For
this setting, we study online robust models for a large family of objective functions, which
depend exclusively on the load of the machines. The most prominent problems of this kind
are the following.

• Minimum Makespan problem (Machine Packing problem). In this case the
objective function asks for minimizing the makespan, that is, the maximum machine
load. It models the natural situation in which the system is alive (i. e., productive) if
at least one machine is running. It is the most common and widely studied objective
function, and it is one of the first problems for which approximation algorithms were
studied [Gra66, Gra69]. The literature for this problem is extensive; see, e.g., [Hal97,
KSW98, Sga98, Alb03] and the references therein.

• Machine Covering problem. This problem asks for a schedule maximizing the min-
imum machine load. This objective tries to capture a fairness property. Assume that
jobs represent goods or resources that must be assigned to different players, represented
by machines. In this setting, the processing time of a job pj corresponds to the value
of the resource. A solution that maximizes the minimum machine load distributes
the resources as fair as possible: it maximizes the value assigned to the machine that
receives the least total value. This problem has several applications, including the
distribution of disks in storage area networks [SSS09], the sequencing of maintenance

11
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actions for modular gas turbine aircraft engines [FD81], fair bandwidth allocation in
network optimization, and congestion control by fair queuing [ELvS11].

• Minimum `p-norm problem. For a given p ≥ 1, this objective function seeks to
minimize the `p-norm of the vector of machines loads. In some sense, minimizing the
`p-norm is similar to the Minimum Makespan problem. While the makespan (that is,
the `∞-norm) only considers the machine with maximum load, the `p-norm also tries
to balance the load of the remaining machines. Note that since limp→∞‖x‖p =‖x‖∞
for any vector x, we can interpret p as a value that parametrizes the importance of
the makespan versus balancing the rest of the machines. This objective function finds
applications in placing a set of records on a sectored drum [CC76] and in other problems
concerning the allocation of storage [CW75].

The three problems above are strongly NP-hard (by a simple reduction from 3-partition)
and admit a Polynomial-Time Approximation Scheme (PTAS); see [HS87, Woe97, AAWY98].

Online Algorithms A significant amount of effort has been put into the study of schedul-
ing problems in online settings. In these models, the jobs of an instance are revealed incre-
mentally. Sgall [Sga98] distinguishes two classes of online scheduling problems, depending
on how the information is revealed. In the online-time paradigm, a scheduler must decide
at each time t which job to process on which machine. Usually each job has a release date,
at which the job is revealed together with its processing time. At time t no information is
known about jobs released after t.

In the online-list paradigm there is a list of jobs that determines the order of their
appearance. In this setting jobs are revealed one by one. Again, the processing time is
revealed with the appearance of the job. Whenever a job arrives the scheduler must choose
a machine to process the job. We remark that in these classic online scheduling settings, all
decisions are irrevocable. This is, of course, a very natural assumption in the online-time
model, since changing decisions requires to travel in time. However, the situation is different
for the online-list model. As we argue below, there are situations in which a moderate
amount of recourse better captures real-life problems.

In both frameworks we quantify the quality of an algorithm by its competitive ratio.
Consider a (partial) instance I corresponding to the jobs known to the algorithm in some
particular stage of the process. Let A(I) be the value of the algorithm on input I, and
let OPT(I) be the value of an optimal (offline) solution for this instance. For minimization
problems, we say that the algorithm is α-competitive if A(I) ≤ αOPT(I) for any partial
input I. For maximization problems, the algorithm is α-competitive if A(I) ≥ 1

α
OPT(I).

Notice that in both cases α ≥ 1.

Bounded Reassignment and Migration Factor In this chapter we study an online-
list scenario known as online load balancing with bounded reassignment factor that can be
considered as a relaxation of the usual online-list model. In this setting, jobs may arrive or
depart at any time, and when a new job enters the system it must be immediately assigned
to a machine. Since jobs might leave the system, we say that they are temporary jobs. If jobs
never depart then we are in the permanent job setting. Again, the objective is to optimize
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any of the objective functions mentioned above. We remark that in this setting we do not
need to specify the time slot to schedule each job, since we are only interested in the total
load of each machine.

The strict requirement of the online-list paradigm of not allowing to revert any decision,
might be unrealistic for several applications. In some of these applications the scheduler
might be willing to perform a limited recourse on the decisions taken in the past. We give an
important application of this idea below. Thus, we consider a model in which the scheduler
is allowed to reassign previously assigned jobs in a limited way. The premise to bound the
amount of reassignments is the following: the larger the processing volume of jobs that arrives
or leaves the system, the more is the scheduler willing to reassign jobs. More precisely, the
amount of reassignment is controlled by the reassignment factor which is defined as follows.
Let J be the set of jobs that have so far appeared in the system, and let JL ⊆ J be the set
of jobs that have left the system. Additionally, let JR be the multiset of all jobs that have
been migrated so far. Note that if a job has been migrated several times then several copies
of it will appear in JR. We define the reassignment factor r of an algorithm as the worst case
ratio between

∑
j∈J pj +

∑
j∈JL pj and

∑
j∈JR pj. In general we are interested in algorithms

with constant reassignment factor. That is, in the worst case the amount of processing time
that the algorithm is allowed to migrate must be proportional to the processing time of jobs
that arrive or depart.

Alternatively, we can interpret this framework by considering that migrating a job j
incurs a cost proportional to its size, c · pj. By scaling we can assume that c = 1. On the
other hand, we have a budget L that denotes the reassignment potential available to migrate
jobs. At the arrival or departure of a job j, our budget L is increased by pj. Whenever a
job k is migrated, pk/r reassignment potential is spent.

Note that r = 0 means that no reassignment is allowed, and thus we are in the classical
online setting. On the other hand, r = ∞ implies that we are allowed to reassign all jobs
in each iteration, and thus we fall back to the offline case. Our objective is developing α-
competitive algorithms, for some constant α, that also have constant reassignment factor.
In particular, we are interested in studying the trade-off between the competitive factor α
and the reassignment factor r. Arguably, the best that we can expect in this framework
is a robust PTAS (also known as dynamic PTAS ), that is, a family of polynomial-time
(1 + ε)-competitive algorithms with constant reassignment factor r = r(ε), for all ε > 0.

Sanders, Sivadasan, and Skutella [SSS09] consider a tighter online model, known as the
bounded migration framework. This model can be interpreted in the reassignment model
with the following restriction: after the arrival or departure of a job j, its reassignment
potential pj must be immediately spent or is otherwise lost. In the bounded migration
scenario, the value r is called the migration factor of the algorithm, and is a measure of the
robustness of the constructed solutions. Notice that the reassignment factor is an amortized
variant of the migration factor, and thus it can be considered an amortized measure of
robustness.

Both the migration and reassignment factor frameworks are motivated by an important
online application found in [SSS09]. A Storage Area Network (SAN) commonly manages
several disks of different capacities. To manage the stored information more efficiently,
it is desirable to replicate the data in different storage devices for two different reasons.
First, it allows data to be read simultaneously from different disks, increasing the maximum
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throughput of the network. Second, data replication makes the system robust against disk
failures. We can model a SAN by considering a partition of the storage devices into several
sub-servers, each containing copies of the same information. Therefore, the capacity of the
SAN is the minimum capacity of all sub-servers. In scheduling notation, the sub-servers
corresponds to machines, while the disks correspond to jobs. Our objective is to maximize
the capacity of the SAN, i.e., the minimum load of the machines. Moreover, we might want
to increase the capacity of the SAN by attaching new disks. This corresponds to jobs that
enter the system in our online model. On the other hand, job departure models disks that fail
and must be removed from the network. We would like to maintain solutions that are close to
optimal, by reassigning a limited amount of storage devices. However, the larger the capacity
of arriving or departing disks, the more reassignments that we are willing to accept. Notice
that this problem fits in the reassignment and the bounded migration models. Nonetheless,
the latter unrealistically asks the reassignment potential to be spent immediately after is
generated. This may be undesirable in practice since it may provoke down-time of the
system each time a new disk is inserted. Instead, we obtain more appropriate solutions by
collecting work until a reconfiguration of disks has a larger impact on the objective function,
for example, larger than ε ·OPT.

Related work.

We briefly review the literature related to online scheduling, settings with bounded reassign-
ment and migration factor, and other related models.

Online-List Scheduling The literature about online scheduling is vast; for general sur-
veys, see [Sga98, Aza98, Alb03, PST04]. For the Minimum Makespan problem, already
Graham [Gra66] noted that a greedy algorithm, called list-scheduling, is (2− 1

m
)-competitive,

where m denotes the number of machines. This basic algorithm was improved through a
sequence of results [BFKV95, KPT96, Alb99] culminating with the 1.9201-competitive algo-
rithm by Fleischer and Wahl [FW00]. This is the so far best known competitive guarantee
for any deterministic algorithm. For this type of algorithms, the best known lower bound
is 1.88, which is shown by Rudin and Chandrasekaran [RIC03]. For randomized online algo-
rithms there is a lower bound of e/(e−1) ≈ 1.58; see Chen, Vliet, and Woeginger [CvVW94]
and Sgall [Sga97]. The best known randomized online algorithm is derived by Albers [Alb02]
and achieves a competitive ratio of 1.916.

Avidor, Sgall, and Azar [ASA01] consider the online version of the Minimum `p-norm
problem. For the `2-norm they show that the greedy algorithm is optimal and achieves
a competitive ratio of 4/3. For general `p-norms, they show that list-scheduling is (2 −
Θ(ln p)/p)-competitive (for p → ∞), and present a lower bound of 3/2 − Θ(1/p) on the
competitive ratio of any deterministic online algorithm.

The online variant of the Machine Covering problem turns out to be less tractable, ad-
mitting no online algorithm with constant competitive ratio. The best possible deterministic
algorithm greedily assigns jobs to the least loaded machine, and has competitive ratio m;
see Woeginger [Woe97]. Azar and Epstein [AE98] show a lower bound of Ω(

√
m) for the

competitive ratio of any randomized online algorithm, and give an almost matching Õ(
√
m)-

competitive algorithm.



Chapter 1. Robust PTASes for Machine Scheduling 15

Bounded Reassignment The first to study online scheduling problems in the reas-
signment model is Westbrook [Wes00]. For the Minimum Makespan problem, he gives a
6-competitive algorithm with reassignment factor 1 (according to our definition1). Andrews,
Goemans, and Zhang [AGZ99] improve this result, obtaining a 3.5981-competitive algorithm
with reassignment factor 1. Furthermore, they give a (2 + ε)-competitive algorithm with
constant reassignment factor r(ε) ∈ O(1/ε).

Bounded Migration Sanders et al. [SSS09] study the bounded migration model for per-
manent jobs. For the Minimum Makespan problem, they give a 3/2-competitive algorithm
with migration factor 4/3. Moreover, using well known rounding techniques, they formulate
the problem as an integer linear programming (ILP) feasibility problem in constant dimen-
sion. Combining this with an ILP sensitivity analysis result, they obtain a robust PTAS for
the bounded migration model. An important consequence of their analysis is that no special
structure of the solutions is needed to achieve robustness. More precisely, it is possible to
take an arbitrary (1 + ε)-approximate solution and, at the arrival of a new job, turn it into a
(1 + ε)-approximate solution to the augmented instance while keeping the migration factor
constant. This feature prevents their technique from working in the job departure case.
Based on the same kind of ideas just described, Epstein and Levin [EL09] develop a robust
asymptotic PTAS for Bin-Packing.

Very recently, Epstein and Levin [EL11] considered the preemptive version of the Min-
imum Makespan problem with permanent jobs. They derive an online algorithm that is
simultaneously optimal for the Minimum Makespan problem and all `p-norms. Their algo-
rithm uses a migration factor 1 − 1/m, where m is the number of machines in the system.
They also give a matching lower bound on the migration factor of any optimal algorithm for
any of these objective functions.

Sanders et al. [SSS09] additionally consider the Machine Covering problem, showing a
2-competitive algorithm with migration factor 1. Moreover, they give a counterexample
showing that it is not possible to start with an arbitrary (2− ε)-approximate solution, and
then maintain the approximation guarantee while keeping the migration factor constant.
This implies that their ideas, developed for the Minimum Makespan problem, cannot be
applied directly to derive a robust PTAS with constant migration factor for the Machine
Covering problem.

Other Models A different model for controlling changes in schedules is by bounding the
ratio β between the number of reassignments and the number of job arrivals or departures.
For this model, Westbrook [Wes00] considers the Minimum Makespan problem in the tempo-
rary job setting and proposes a 5.83-competitive algorithm with β = 2. Andrews, Goemans,
and Zhang [AGZ99] improve this result by giving an algorithm with competitive ratio 3.5981
and the same β. They also give a (3 + ε)-competitive algorithm with β ∈ O(log(1/ε)/ε).
Awerbuch, Azar, Plotkin, and Waarts [AAPW01], consider this problem in the unrelated
machine setting, in which the processing time of job depends on the machine to which it

1Our definition differs slightly from the one given in [Wes00]: they do not consider the departure of jobs to
add any reassignment potential, and the first assignment of a job j also spends pj/r reassignment potential.
However, the concept of constant reassignment factor is the same in both models.
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is assigned. For this case they obtain a O(log n)-competitive algorithm with β ∈ O(log n),
where n is the number of job arrivals and departures.

Andrews, Goemans, and Zhang [AGZ99] consider a different kind of generalization in
which the reassignment of a job j incurs a given cost cj. For the Minimum Makespan
problem (on identical machines) they give a 3.5981-competitive algorithm, for which the
ratio between the total cost due to reassignments and the initial cost of assigning all jobs, is
bounded by 6.8285.

Our Contribution We develop a general framework for obtaining robust PTASes in the
reassignment model. This unifies and improves several of the results mentioned above. Our
results can be considered from various angles and have interesting interpretations in several
contexts:

(i) We contribute to the understanding of various fundamental online scheduling problems
on identical parallel machines, that are also relevant building blocks for many more
complex real-world problems.

(ii) We give valuable insights related to sensitivity analysis in scheduling.

(iii) We achieve the best possible performance bound for the Minimum Makespan problem
with proportional reassignment costs, improving upon earlier work by Westbrook [Wes00]
and Andrews, Goemans, and Zhang [AGZ99].

(iv) We identify a broad class of problems that can be analyzed with our approach, including
the Machine Covering, Minimum Makespan and Minimum `p-norm problems.

We start by considering the Machine Covering problem with permanent jobs. Our first
result is that it does not admit a robust PTAS with constant migration factor. This implies
that at least some amount of reassignment potential must be accumulated over iterations.
Therefore we consider an intermediate model between the migration and reassignment frame-
works. That is, we seek a robust PTAS with constant reassignment factor that uses, in each
iteration, a small amount of accumulated reassignment potential. Thus, despite the impossi-
bility of deriving a robust PTAS with constant migration factor, we can still derive solutions
that are as robust as possible. More precisely, consider an arbitrary number ε > 0, and
denote by OPT the optimal value in some iteration. We develop a (1 + ε)-competitive algo-
rithm with constant reassignment factor r = r(ε), that uses at most O(εOPT) accumulated
reassignment potential in each iteration. Note that the quantity εOPT is also the amount
that we are willing to loose in the objective function. Therefore, this quantity is – arguably –
considered negligible by the scheduler.

Recall that Sanders et al. [SSS09] show that for the Machine Covering problem a robust
PTAS with constant migration needs to maintain (1 + ε)-approximate solutions with some
particular structure. In Section 1.2.3 we give a series of examples showing that this is
also true in the constant reassignment model if the amount of reassignment potential used
in each iteration is in O(εOPT). Moreover, our examples give a better understanding of
the kind of structure needed for the solutions. Namely, they indicate that robustness is
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achieved by maintaining solutions whose sorted vector of machine loads is (approximately)
lexicographically maximal.

In Sections 1.3.2 to 1.3.4 we apply the insights gained with the examples described above.
We obtain a robust PTAS by rounding instances with the techniques of Alon et al. [AAWY98],
constructing a lexicographically optimal solution of the rounded instance, and then bounding
the reassignment factor using a sensitivity analysis result for ILPs as in [SSS09]. Our algo-
rithm is significantly more involved than the robust PTASes in [SSS09]. The extra difficulty
comes from the interaction between the rounding technique and the structure of the rounded
solutions. To guarantee the competitive factor, the coarseness of our rounding must change
while jobs arrive. Thus, our algorithm carefully changes the coarseness of the rounded in-
stance dynamically by re-rounding a constant number of jobs in each iteration. We show
that by carefully choosing the number of jobs to be re-rounded we can bound simultaneously
the competitive ratio and the reassignment factor.

We can adapt the techniques just described to the temporary job case, where jobs may
leave the system. We also obtain for this case a robust PTAS with constant reassignment
factor. However, the amount of reassignment potential used in each iteration might not be
in O(εOPT), and thus the solutions are robust only in an amortized manner. This is done
in Section 1.4.

Finally, in Section 1.5 we extend our results to a very broad class of objective func-
tions, first considered by Alon et al. [AAWY98]. Let `i denote the load of machine i. For
a given function f : R≥0 → R≥0, the objective functions that we consider are of the form:
(I) minimize

∑
i f(`i), (II) minimize maxi f(`i), (III) maximize

∑
i f(`i) and (IV) maxi-

mize mini f(`i). As in [AAWY98], we must assume that ln(f(ex)) is uniformly continuous.
Moreover, for Problems (I) and (II) we assume that f is convex and for Problems (III) and
(IV) f is concave. Under these conditions, the two robust PTASes derived for the Machine
Covering problem can be adapted for these objective functions. It is easy to check that
the Machine Covering, Minimum Makespan and Minimum `p-norm problems fall under this
setting. In particular, our results improves upon the (2 + ε)-competitive algorithm with
constant reassignment factor by Andrews, Goemans, and Zhang [AGZ99] for the Minimum
Makespan problem.

A preliminary version of this chapter appeared in the proceedings of the 18th Annual
European Symposium on Algorithms (ESA 2010) [SV10].

1.2 Robust Solutions for the Machine Covering Prob-

lem

1.2.1 Basic Terminology

Consider a sequence of instances of the Machine Covering problem consisting of a set M
of m identical machines and a set of jobs that arrive or depart one by one. Assume that
we start with an instance (M,J0) for a given set of jobs J0. Denote by Jt the set of jobs
needed to be scheduled in iteration t ∈ N0. In each iteration t ≥ 1, either a new job jt 6∈ Jt−1

arrives, and thus Jt = Jt−1 ∪ {jt}, or a job jt ∈ Jt−1 departs which implies Jt = Jt−1 \ {jt}.
The processing time pjt ≥ 0 of an arriving job jt is revealed at the arrival of the job.
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An algorithm in this setting must assign every job in Jt to a machine in M for each
iteration t. For a given online algorithm, let St be the schedule constructed by the algorithm
for iteration t. We denote by Dt the set of all jobs in Jt−1 ∩ Jt that are processed on
different machines in schedules St−1 and St, that is, Dt is the set of jobs that are reassigned
in iteration t (without considering jt). Also, for any subset of jobs J , we denote by p(J) the
total processing time of J , that is, p(J) :=

∑
j∈J pj.

Definition 1.1 (Reassignment factor). An online algorithm has reassignment factor r > 0
if for every possible sequence of instances (M,J0) . . . , (M,Jt) and for all t ∈ N it holds that

t∑
s=1

p(Ds) ≤ r ·
t∑

s=1

pjs .

An alternative way of defining the reassignment factor is as follows. For a given value
of r > 1, define L0 := 0 and

Lt := Lt−1 + pjt − p(Dt)/r

for every t ∈ N>0. We say that Lt is the reassignment potential available at the end of
iteration t. The reassignment potential Lt can be interpreted as the available budget for
migrating jobs at the end of iteration t. In iteration t, a job pjt arrives or departs, increasing
our budget from Lt−1 to Lt−1 + pjt . Each unit of reassignment potential, that is, one unit of
our budget, allows us to migrate 1/r units of processing time in our schedule. Therefore, the
reassignment of jobs in Dt costs p(Dt)/r of the budget, leaving Lt reassignment potential
available for iteration t + 1. With this definition, it is easy to check that an algorithm has
reassignment factor r if and only if the reassignment potential Lt is non-negative for every
instance and every t.

Definition 1.2. An online algorithm has migration factor β ≥ 0 if for every sequence of
schedules (M,J0), . . . , (M,Jt) and all t ∈ N>0 it holds that

p(Dt) ≤ β · pjt .

Note that an algorithm has migration factor β if it has reassignment factor β and uses
only the budget given by the new job pjt in each iteration. That is, it does not use any of
the budget accumulated in previous iterations.

Definition 1.3. A family of online algorithms {ALGε}ε>0 is said to be a robust PTAS with
constant migration (resp. reassignment) factor if ALGε is a (1 + ε)-competitive algorithm
with migration (resp. reassignment ) factor r = r(ε), for all ε > 0.

We will show that the Machine Covering problem does not admit a robust PTAS with
constant migration factor. However, we can be arbitrarily close to such a result. For this
consider the following definition.

Definition 1.4. An online algorithm is said to use at most Kt accumulated reassignment
potential in iteration t if

p(Dt) ≤ r · (pjt + min{Kt, Lt−1}).
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In other words, Kt is a bound on how much budget accumulated from previous iterations
the algorithm uses in iteration t. Notice that Kt measures how close is an algorithm to
have migration factor r. That is, if Kt = 0 for all t, then the algorithm uses not only a
reassignment factor of r but also a migration factor of r. On the other hand, if Kt = ∞
then the algorithm can accumulate all the budget and use it simultaneously in one iteration.
Having large values of Kt in practice can be problematic since we might have drastic changes
in our solutions in a handful of iterations, destroying the robustness property that we try
to model. It is therefore desirable to construct algorithms with small values of Kt, which
distribute the migration of jobs evenly over all iterations.

For a given iteration t, let OPTt be the optimal value for instance (M,Jt). We give a
(1 + ε)-competitive algorithm with constant reassignment factor r = r(ε) that uses, in each
iteration t, at most Kt ∈ O(ε · OPTt) accumulated reassignment potential. The following
lemma shows that this result is nearly tight since Kt ∈ Ω(OPTt/r(ε)) in the worst case.

Lemma 1.5. For 0 < ε < 1/19, consider a (1 + ε)-competitive algorithm for the Machine
Covering problem with constant reassignment factor r(ε). Then there exists an instance for
which the accumulated reassignment potential Kt is in Ω(OPTt/r(ε)).

Proof. Let α > 0 be a parameter that determines the scale of the instance that we will
construct. We consider an instance consisting of 3 machines and 7 jobs of sizes p1 = p2 =
p3 = p4 = 2 ·α, p5 = p6 = 3 ·α and p7 = 5.7 ·α. It is easy to see that the optimal solution is
given by Figure 1.1a. This is, up to symmetries, the only (1 + ε)-approximate solution for
any 0 < ε < 1/19.

Let us assume that there exists a (1 + ε)-competitive algorithm with constant reassign-
ment r(ε) such that for every iteration t, inequality p(Dt) ≤ r(ε) · (pjt + Kt) is satisfied
for some value Kt. Then, we must start with the solution given by Figure 1.1a. For
some δ > 0, consider that a sequence of jobs of size less than δ arrive, whose total pro-
cessing time sum up to 1.3 · α. Notice that if none of the original seven jobs are migrated
while the small jobs arrive, the best possible solution has a value of 6.65 · α. On the other
hand, the optimum, shown in Figure 1.1b, has value 7 · α. This yields a contradiction
since 7/6.65 = 20/19 > (1 + ε). We conclude that some of the original jobs must be mi-
grated, and thus Dt must contain at least one job of size at least 2 · α, while the arriving
job has a size of at most δ. Since p(Dt) ≤ r(ε) · (δ + Kt) for every δ > 0, we conclude that
Kt ≥ p(Dt)/r(ε) ≥ 2α/r(ε) ∈ Θ(OPTt/r(ε)) for some t.

Corollary 1.6. For any ε > 0, there is no (20/19− ε)-competitive algorithm with constant
migration factor.

Proof. If there is such a PTAS then there is an algorithm with Kt = 0 for all t in the previous
lemma, contradicting the result.

This result justifies the use of the bounded reassignment model instead of the bounded
migration framework.
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Figure 1.1: There is no (20/19− ε)-competitive algorithm with constant migration factor.

1.2.2 General Strategy

One of the main result of this chapter is the following.

Theorem 1.7. In the permanent job setting, the Machine Covering problem admits a ro-
bust PTAS with constant reassignment factor that uses at most Kt ≤ 2εOPTt accumulated
potential for each iteration t.

We saw in the proof of Lemma 1.5 that the limitation of the bounded migration model
is caused by arbitrarily small jobs, whose reassignment potential do not allow any larger job
to be migrated. We show that these are the only cases where the migration model is not
enough to obtain a robust PTAS. We then use this result to show the previous theorem. Our
strategy to show the theorem is the following.

1. Show that there is a robust PTAS with constant migration factor for only one iteration,
where the arriving job is larger than εOPTt.

2. Use this result to show that there is a robust PTAS with constant reassignment factor
if all arriving jobs are larger than εOPTt.

3. Refine the previous algorithm to use constant migration factor if all arriving jobs are
larger than εOPTt.

4. Remark that this algorithm can also deal with arriving jobs that are smaller than ε ·
OPTt, if we allow to use at most 2εOPTt accumulated reassignment potential.

After showing this theorem, in Section 1.4, we show that we can adapt the techniques
above to the the job departure case, obtaining the following result.

Theorem 1.8. There exists a robust PTAS with constant reassignment factor for the Ma-
chine Covering problem in the temporary job setting.

We note that this theorem does not guarantee that a small amount of accumulated
reassignment potential is used in each iteration. After proving these theorems for the Machine
Covering problem, we will generalize them to other objectives functions in Section 1.5.
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. . .

... m− 1

(a) A possible optimal solution for the initial instance.

. . .

(b) Unique α-approximate solution for α < 2 after
the arrival of a job of size 1.

Figure 1.2: Example showing that for the Machine Covering problem a robust PTAS must
maintain solutions with extra structure.

1.2.3 Robust Solutions: a Motivating Example

As explain before, we first derive a robust PTAS with constant migration factor under the
following assumption.

Assumption 1.9. For a given ε > 0, all arriving and departing jobs jt for t ≥ 1 satisfy pjt ≥
εOPTt.

An interesting characteristic of any robust PTAS with constant migration factor for the
Machine Covering problem is that – even under Assumption 1.9 – it must maintain near-
optimal solutions with a special structure. This contrasts the minimum makespan case
for which, starting with an arbitrary (1 + ε)-approximate solution, we can maintain the
approximation guarantee with constant migration factor [SSS09]. In the following we give
a collection of examples showing this fact. Our examples grow gradually in complexity to
argue that solutions must be highly structured. At the same time, we discuss what kind
of structures are useful for deriving a robust PTAS. The insights presented in this section
contribute to the understanding of robust solutions for our scheduling problem, and will be
of great help when deriving our algorithms.

The first example, that was already observed by Sanders et al. [SSS09], indicates that not
every (near) optimal solution is robust.

Example 1.10. Consider an instance with m machines and 2m− 1 jobs of size 1, then one
new job of size 1 arrives.

In Figure 1.2a we show a possible solution for the original instance, and Figure 1.2b
depicts the unique (2 − ε)-approximate solution after the arrival of the new job (for any
ε > 0). For a given solution S, let nOPT(S) be the number of machines whose load is
equal to the optimal value. Intuitively, the problem with the solution in Figure 1.2a is
that nOPT(S) = m − 1. Since the optimal value is increased significantly after the arrival
of the new job, we must cover – in only one iteration – all machines whose load equals
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the optimal value. This requires the migration of m− 1 jobs, and thus the migration factor
necessary is again m−1. A natural idea to avoid the type of solutions depicted in Figure 1.2a
is to choose in every iteration t a solution St that minimizes nOPT(St) among all optimal (or
near-optimal) solutions. However, as shown in the following example, this property is not
enough for our purposes. Nonetheless, the idea of minimizing nOPT(S) still points us to the
right direction as we will see below.

Example 1.11. Consider an instance with an even number of machines m. Our initial
instance contains jobs of four types: set A1 contains m/2 jobs with processing time 1, set A2

contains m/2 jobs with processing time 3/2, set B1 contains m/2 jobs with processing time 1
and finally set B2 contains m/2 jobs with processing time 3/4. Consider now that m/2 jobs
of size 3/4 arrive one after another.

For the original instance, it is not hard to see that any (1 + ε)-approximate solution
for ε < 1/7 has to equal, up to permutations, the solution depicted in Figure 1.3a. Consider
the arrival of the m/2 − 1 first jobs. One possible strategy that minimizes nOPT(S) is to
assign the i-th new job to the i-th machine. We then obtain the solution in Figure 1.3b
which is still optimal. However, when the last job arrives, the unique (1 + ε)-approximate
solution for ε < 3/7 is the one shown in Figure 1.3c. To obtain this solution we need a
migration factor of Ω(m).

The reason why our strategy failed in the last example is that we did not take into
consideration the machines with load larger than the optimal value, that is, the last m/2
machines. Since after the arrival of the (m/2)-th job the optimal value surpassed the load of
those machines, we need to additionally cover those machines to maintain (1+ε)-approximate
solutions. Interestingly, we can cover the last m/2 machines and minimize nOPT(S) simul-
taneously. Indeed, consider the arrival of the first job. There are two optimal solutions
minimizing nOPT(S): the solution that assigns the new job to the first machine and leave the
rest untouched, and the solution shown in Figure 1.4. Note that we can construct this last
solution with a small migration factor, since we just need to migrate a job of size 1 and a job
of size 3/4. In general, when the i-th job arrives, we can assign it to machine i and swaps
one job of size 1 in machine i with a job of size 3/4 in machine m/2 + i. Let us call this
schedule S̄i for i ∈ {1, . . . ,m/2}. After the (m/2)-th iteration we will obtain the optimal
solution (Figure 1.3c).

We now generalize the idea of the previous example to derive a general rule. Consider an
arbitrary instance. For any schedule S, let fS : R≥0 → N0 be a function so that fS(`) equals
the number of machines in S with load equal to `. The previous example suggests that for
two schedules S and T such that fT (`) = fS(`) for all ` < ¯̀ and fS(¯̀) < fT (¯̀) for some ¯̀,
then schedule S should be preferred over T . In this case we say that S is lexicographically
smaller than T . A schedule S that is lexicographically smaller than any other schedule T is a
lexicographically minimal solution2. It is crucial to observe that a lexicographically minimal
solution is an optimal solution for the Machine Covering problem.

Consider schedule S̄1 (depicted in Figure 1.4), and let T be the solution that takes the
original optimal solution (Figure 1.3a) and adds the first new job to the first machine. It

2An alternative way of defining such property is by considering a schedule whose vector of loads
(`1, . . . , `m), with `1 ≤ . . . ≤ `m, is lexicographically maximal.
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(b) Possible solution minimizing the number of
machines whose load equals the optimal value.
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(c) Unique (1 + ε)-approximate solution after
the arrival of the new jobs.

Figure 1.3: Minimizing the number of machines whose load equal the optimal value is not
enough to obtain a robust PTAS. Gray boxes depict the newly arrived jobs.

is easy to see that fT (`) = fS̄1
(`) for all ` < 9/4 and that fS̄1

(9/4) < fT (9/4), and thus S̄1

is lexicographically smaller than T . In general, it is not hard to see that schedule S̄i is
the unique lexicographically minimal schedule for its respective instance. At least in this
example, maintaining lexicographically minimal solutions for each job arrival helps us keeping
optimal solutions with a small migration factor.

It is possible to generalize the idea of Example 1.11 to show that, up to small variations,
such a complicated structure is necessary to derive a robust PTAS with constant migration
factor. This is done in the following example.

Example 1.12. Fix a (small) number δ > 0 and assume that N := 1/(2δ) is an integer.
Consider m = N · k machines for some value k ∈ N0 (that is chosen independently of δ).
For i ∈ {1, . . . , N}, let Ai be a set containing k jobs of size pAi := 1 + δ · (i− 1) and let Bi be
a set containing k jobs of size pBi := 1/2− δ · (i− 1)− δ/i. Then, a sequence of k new jobs
of size pnew := 1/2− δ2 arrive.

Consider the original instance, before any job arrival. For a fixed value of δ, it is not hard
to see that the unique (1 + ε)-approximate solution, for a small enough ε, is obtained by
processing a job in Bi together with a job in Ai on the same machine for each i ∈ {1, . . . , N}
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Figure 1.4: A preferable optimal solution after the first job arrival.

(see Figure 1.5a). After the arrival of all k new jobs, an optimal solution can be constructed
as follows. First, for each i ∈ {1, . . . , N} and s ∈ {1, . . . , k} assigned the s-th job in Ai to
machine (i − 1) · k + s. Additionally, for each i ∈ {1, . . . , N} and s ∈ {1, . . . , k} process
the s-th job in Bi on machine (i mod N) · k + s. Finally, for s ∈ {1, . . . , k}, assign the s-th
new job to machine s (see Figure 1.5b). Let us call Slex the schedule just constructed. We
notice that the minimum load of this schedule is 3/2, and it is attained on the machines that
process a job in A2 together with a job in B1.

Lemma 1.13. Schedule Slex is, up to permutations, the unique solution that maximizes the
minimum machine load of the instance after the k job arrivals. Thus, it is also the unique
lexicographically minimal solution .

Proof. We say that a job is an A-job if it belongs to some set Ai and a B-job if it belongs to
some set Bi. Also, we say that the k jobs that arrive are new. Recall that the value of Slex

is 3/2.

First we observe that in an optimal solution there are no two A-jobs assigned to the same
machine. Indeed, if this happens, there must be one machine that has only B-jobs or new
jobs. Clearly, each machine can have at most 3 jobs, otherwise the minimum load of the
schedule is less than 3/2. We conclude that there is a machine that contains at most three
jobs that are B-jobs or new jobs. Since new jobs are larger than any B-job, the load of this
machine is at most 3 · pnew = 3/2− 3δ2 < 3/2, which is a contradiction. This implies that all
A-jobs are processed on different machines. Therefore we can assume that the assignment
of A-jobs in Slex is correct.

If a machine processing a job in A1 has only two jobs, its load is at most pA1 +pnew < 3/2.
This implies that each of the first k machines must process a job in A1 plus two other jobs.
Consider one of the first k machines. If a job in BN is not assigned to one of these machines,
it means that it must be assigned to some other machine together with a job in Ai and
nothing else. This means that the load of this machine is at most pAN + pBN < 3/2 which is a
contradiction. Also, the third job assigned to any of the first k machines must be a new job,
otherwise the maximum load of the machine is pA1 + pBN + pB1 = 3/2 − δ/N < 3/2. For the
rest of the machines, it is clear that jobs in B1, . . . , BN−1 must be assigned to the machines
in non-decreasing order, from left to right.
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Figure 1.5: Solutions for Example 1.12: (approximately) lexicographically optimal solutions
are necessary for a robust PTAS.

The lemma also implies that any other solution different to Slex has a smaller mini-
mum load, and thus the ratio between its value and the optimum depends exclusively on δ.
This implies that for small enough ε > 0, Slex is (up to permutations) the unique (1 + ε)-
approximate solution.

Starting from the optimal solution for the initial instance, a sequence of lexicographically
minimal solutions for the intermediate iterations can be constructed as follows. In each
iteration s, assign the new job js to machine s. Additionally, for i ∈ {1, . . . , N}, migrate the
job in Bi assigned to machine (i− 1) · k+ s to machine (i mod N) · k+ s. At the end of this
process we will obtain schedule Slex (Figure 1.5b). Notice that whenever a new job arrives we
need to migrate exactly one job for each set B1, . . . , BN . Hence, we need constant migration
factor since we assumed that δ (and thus N) is fixed. With the same kind of arguments as in
the previous lemma, it is easy to show that each of the intermediate schedules just described
is lexicographically minimal for its respective instance. Moreover, our strategy minimizes
the migration factor over all possible sequences of solutions since it spreads the migration of
jobs evenly over all iterations.

This example strongly indicates that lexicographically minimal solutions, or very similar
structures, are necessary for a robust PTAS with constant migration factor. Notice that
at any intermediate iteration, the instance admits a large number of optimal solutions.
For example, consider the following family of schedules parametrized by a number p ∈
{1, . . . , N − 1}. For each iteration s, assign the new job js to machine s. Also, for i ∈
{1, . . . , p}, migrate the job in Bi assigned to machine (i−1)·k+s to machine (i mod p)·k+s.
Notice that during this procedure we obtain an optimal solution for each job arrival except
for the last iteration. Moreover, to obtain the unique (1 + ε)-approximate solution (for
small ε) at the end of this procedure, we need to migrate at least all jobs in BN−1 and BN .
It is easy to see that this would require a non-constant migration factor Ω(k) (where the
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big-Ω notation hides a small constant depending on δ). Notice that this also holds if we
allow to accumulate O(εOPT) reassignment potential.

1.3 A Robust PTAS for the Machine Covering Prob-

lem with Permanent Jobs

1.3.1 A Stable Estimate of the Optimal Value

In the previous section we gave an example indicating that robustness can be achieved by
considering lexicographically minimal solutions. We devote the next sections to showing that
this idea, correctly applied, indeed yields robust solutions. As seen in previous results of this
type [SSS09, EL09], rounding the processing time of jobs and grouping small jobs together
is a key tool for showing robustness: it reduces the complexity of the instances and helps
identifying and avoiding symmetries.

The rounding techniques we use are similar to classical rounding techniques for other
scheduling problems [AAWY98]. To apply them we need to compute an estimate of the
optimum value that determines how coarse our rounding should be. In our online setting
we additionally need this estimate to be stable: at the arrival of a new job, its value must
not change by more than a constant factor. In our case this property cannot always be
fulfilled, however we characterize the instances for which this is not satisfied and deal with
them separately.

We first describe the upper bound for a particular class of instances, and then extend it
for arbitrary instances and prove the stability property in general. The upper bound that
we consider was previously introduced by Alon et al. [AAWY98].

Let I = (J,M) be an instance of our problem, where J is a set of n jobs and M a set
of m machines. We denote by OPT the optimal value for this instance. Also, for a given
schedule S, we denote by `i(S) the load of machine i and by `min(S) the minimum machine
load of schedule S.

The most natural upper bound to use in our setting is the average load of the in-
stance, p(J)/m. However, this estimate is not within a constant factor of the optimum (con-
sider, e. g., an instance with two machines and two jobs with processing times 1 and K � 1,
respectively). Through this section we say that instance I satisfies property (∗) if pj ≤
p(J)/m, for all j ∈ J . Under condition (∗), the average load is always within a factor 2
of OPT. To show this we need the following definition.

Definition 1.14 (Locally optimal schedules). For a given schedule S, let pimin the processing
time of the smallest job assigned to i for each machine i ∈ M . We say that S is locally
optimal if `i(S)− pimin ≤ `min(S) for every machine i ∈M .

It is not hard to see that there always exists an optimal solution that is locally optimal.
Indeed, let SOPT be an optimal schedule. For any machine i such that `i(SOPT) − pimin >
`min(SOPT) = OPT, we can migrate the smallest job assigned to i to a machine whose load
equal `min(SOPT). This does not decrease the value of the solution. We can iterate this
procedure until the solution is locally optimal.
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For any instance satisfying (∗), we will show that p(J)/m is within a factor of 2 of `min(S)
for any locally optimal solution S. With our previous observation, this implies that p(J)/m
is within a factor 2 of OPT.

Lemma 1.15 ([AAWY98]). Let I = (J,M) be an instance satisfying (∗), and let S be a

locally optimal solution for this instance. Then p(J)
2m
≤ `min(S) ≤ p(J)

m
.

Proof. The upper bound on `min(S) is clear. Assume by contradiction that `min(S) <
p(J)/2m. This implies that there must exist some machine i whose load is strictly larger
than the average load p(J)/m. Since the processing time of every job is at most p(J)/m,
machine i must contain at least two jobs. Let j be the smallest job assigned to i, and
let j′ 6= j be any other job processed on i. Since S is locally optimal we have that

pj ≥ `i(S)− `min(S)

≥ p(J)

m
− p(J)

2m
=
p(J)

2m
.

This, together with the fact that pj + pj′ ≤ `i(S), implies that

`min(S) <
p(J)

2m
≤ pj ≤ pj′ ≤ `i(S)− pj,

which is a contradiction since S is locally optimal.

Now we show how to transform arbitrary instances to instances satisfying (∗) without
changing the set of locally optimal solutions. Consider a locally optimal solution S. If
pj > p(J)/m ≥ `min(S), then we can assume that j is processed on a machine of its own.
Indeed, if there is another job in the same machine as j, then migrating this job to a machine
with load `min(S) cannot not decrease `min(S). Thus, removing j plus its corresponding
machine does not change the value of the solution, but it does reduce the average load of
the instance. Iterating this idea we get the following algorithm.

Algorithm Stable-Average

Input : An arbitrary scheduling instance (J,M).

1. Order the jobs in J so that pj1 ≥ pj2 ≥ . . . ≥ pjn .

2. Initialize w := m,L := J and k := 1.

3. Set

A :=
p(L)

w
,

and check whether pjk ≤ A. If this holds, then return A together with w and L.
Otherwise, set w := w − 1, k := k + 1 and L := L \ {pjk}. Repeat Step (3).

We remark that the running time of this algorithm is O(n ln(n)). However, there is an
alternative algorithm with linear running time, see Appendix A. We call the value A returned
by the algorithm the stable average of instance I.
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Notice that all jobs in J \ L must be processed on a machine of their own by any
locally optimal schedule, so we can ignore these jobs together with the corresponding m−w
machines. This implies that there is a one-to-one correspondence between locally optimal
solutions of instance I and locally optimal solutions of an instance with jobs L and w
machines. This, together with Lemma 1.15 implies the following.

Lemma 1.16. Let I = (J,M) be any instance and A its stable average. Any locally optimal
solution S for this instance satisfies A/2 ≤ `min(S) ≤ A.

Since there is always an optimal solution which is locally optimal we conclude that A/2 ≤
OPT ≤ A.

Lemma 1.17. For any Machine Covering instance I with optimal value OPT, the stable
average A satisfies OPT ≤ A ≤ 2 ·OPT.

It is easy to see that, in general, the factor by which the upper bound A changes at the
arrival/departure of a job might not be bounded (consider two machines and two jobs of
size 1 and K � 1, respectively; then one job of size K − 1 arrives). However, we can show
that if the stable average A is increased by more than a factor 2, then the instance was
trivial to solve in the first place. We first show that if the value A is increased by more than
a factor 2, then a significant number of jobs must have arrived to the system. In the next
lemma we denote by S4T the symmetric difference of sets S and T .

Lemma 1.18. Consider two scheduling instances I = (J,M) and I ′ = (J ′,M). Let A,
L, w and A′, L′, w′ be the returned values when applying Algorithm Stable-Average on
input I and I ′, respectively. If A′ > 2A, then |J4J ′| > w/2.

Proof. Let δ be an arbitrary positive number. We assume, without loss of generality, that
jobs in instances I and I ′ have processing time upper bounded by A′(1 + δ). Indeed, if there
is some job j with pj > A′, changing its processing time to A′(1 + δ) leaves A, A′, L, L′, w,
and w′ unchanged. Let k := |J ′ \ J | ≤ |J ′4J |, then

A′ ≤ wA+ (m− w)A′(1 + δ) + kA′(1 + δ)

m
.

Simple algebraic manipulation yields that

k ≥
w
(
1− A

A′

)
+ δ(m+ w)

(1 + δ)
.

Notice that the limit of the right-hand-side when δ → 0+ equals w(1 − A/A′) > w/2. The
result then follows by choosing δ small enough.

Moreover, we say that an instance is trivial if Algorithm Stable-Average returns w =
1, otherwise it is non-trivial. If an instance is trivial, the optimal solution of the instance can
be constructed by processing each of the m− 1 largest jobs on a machine of their own. The
rest of the jobs are processed on the remaining machine. Moreover, the optimal value OPT
equals A. This observation motivates considering trivial instances separately. For non-trivial
instances, we get the following result that is a direct implication of Lemma 1.18.

Corollary 1.19. Consider a non-trivial instance I = (M,J) and an arbitrary instance I ′ =
(M,J ′) with J ′ = J ∪ {j∗} for some j∗ 6∈ J . Then, it must hold that A ≤ A′ ≤ 2 · A.
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1.3.2 The Structure of Robust Solutions

In this section we show how to construct robust solutions in a static setting. That is, given
an instance I we show how to construct a schedule S for I such that: (1) S is a (1 +O(ε))-
approximate solution, and (2) at the arrival of any job larger than ε·OPT, we can construct a
(1+O(ε))-approximate solution S ′ for the modified instance with constant migration factor.
The solution constructed will be based on rounding the instance and then constructing a
lexicographically minimal solution by solving an integer linear program (ILP) of constant
dimension.

For our online setting, where the input is a sequence of instances (M,J0), . . . , (M,Jt), . . .
revealed online, the procedure presented in this section can be directly used to construct
schedules S0 and S1 for instances (M,J0) and (M,J1), respectively. However, we cannot di-
rectly apply the same technique to later instances in the sequence. Additional complications
arise from the rounding technique: the coarseness of the rounding depends on the optimal
value and this changes through the iterations. If we want to construct lexicographically min-
imal solutions for our rounded instance, changing the coarseness of the rounding alone might
provoke changes in the lexicographically minimal solution. We can deal with this problem
by carefully choosing when to change the coarseness of the rounding. This is done later in
Section 1.3.3.

We break our result for the static case in two parts. We first start by showing our result
for trivial instances. Later we consider the non-trivial case.

Lemma 1.20. Let I = (J,M) be an instance with optimal value OPT and consider an
instance I ′ = (J ′,M) with one extra job, that is, J ′ = J ∪ {j∗}. Let also A and A′ be the
stable average for instances I and I ′, respectively, and assume that A′ > 2A. Let S and S ′

be locally optimal solutions for I and I ′, respectively. By permuting machines in schedule S ′,
it is possible to transform S into S ′ with a migration factor of 1.

Proof. Since A′ > 2A, Corollary 1.19 implies that I is a trivial instance. Hence, running
Algorithm Stable-Average on input I yields w = 1, and the subset of jobs L returned by
the algorithm satisfies A = p(L).

Consider the locally optimal solution S ′. We first show by contradiction that no two
jobs in J ′ \ L are processed on the same machine. Indeed, consider two jobs j, j′ ∈ J ′ \ L
that are processed on machine i, and assume that pj ≥ pj′ . Notice that either j or j′

belong to J \ L, and therefore pj > A. On the other hand, since J \ L contains m− 1 jobs,
there exists a machine i′ that contains only jobs in L. This implies that S ′ is not locally
optimal: if `k(S

′) denotes the load of a machine k and `min(S ′) the value of schedule S ′, then
`i(S

′) − pj′ ≥ pj > A = p(L) ≥ `i′(S
′) ≥ `min(S ′). We conclude that no two jobs in J ′ \ L

are processed on the same machine.
Since I is trivial and S is locally optimal, it is easy to see that S processes all jobs in J \L

on different machines. We conclude that, up to permutation of machines, schedules S and S ′

differ only in the new job j∗ and the jobs in L. Thus, the total processing time of jobs that
must be migrated is p(L) = A. On the other hand, it is not hard to see that A′ − A ≤ pj∗ .
Since by hypothesis A′ > 2A, this implies that pj∗ ≥ A and thus the migration factor needed
is at most 1.

From now on we can assume that A′ ≤ 2 · A.
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Compact Description of a Schedule

As usual in PTASes, we first simplify our instance by rounding. The techniques we use are
similar to the ones found, e. g., in [Woe97, AAWY98, SSS09].

Consider an arbitrary instance I = (M,J) of the Machine Covering problem, with op-
timal value OPT. It is easy to see that rounding down all processing times to the nearest
power of 1 + ε can only decrease the optimal value of the instance by a (1 + ε) factor. Thus,
without loss of generality we assume the following.

Assumption 1.21. For every job j, there exists k ∈ Z so that pj = (1 + ε)k.

Further, we group together small jobs and round down jobs that are too large. For this
consider an index set

I := {`, `+ 1, . . . , u} ⊆ Z.
After our rounding, each job will have processing time (1 + ε)i for some i ∈ I. Given this
set, we say that a job j is small if pj ≤ (1 + ε)`, big if (1 + ε)`+1 ≤ pj ≤ (1 + ε)u−1, and huge
if pj ≥ (1 + ε)u. Our rounding groups small jobs into jobs of size (1 + ε)`, big jobs are left
untouched, and huge jobs are rounded down to (1 + ε)u.

We can choose set I, for example, as

IA :=

{
i ∈ Z : ε · A

2(1 + ε)
≤ (1 + ε)i ≤ A(1 + ε)

}
, (1.1)

where A is the stable average of instance I. Then, small jobs have processing time at
most εA/2 ≤ εOPT (by Lemma 1.17), and huge jobs are larger than A ≥ OPT. As we
will see below, this guarantees that the rounding decreases the optimal value at most by
a factor 1 + O(ε). Also, with this choice of I, the number of different processing times is
constant, |IA| ∈ O(log1+ε 1/ε).

In general, however, we will consider I = {`, . . . , u} as a superset of IA. The purpose of
this is the following: When a job arrives, the same set I can be used for rounding the new
instance. This can be done so that set I has – essentially – the same size, |I| ∈ O(log1+ε 1/ε).

Given an index set I, we round our instance with the following procedure.

Algorithm Rounding

Input : An arbitrary scheduling instance (J,M), and an index set I = {`, . . . , u}.

1. Define vector N = (Ni)i∈I ∈ NI
0 as follows,

Ni :=
∣∣{j ∈ J : pj = (1 + ε)i

}∣∣ for i ∈ {`+ 1, . . . , u− 1},
Nu := |{j ∈ J : pj ≥ (1 + ε)u}| ,

N` :=

⌊∑
j:pj≤(1+ε)` pj

(1 + ε)`

⌋
.

2. Define a set of jobs JN containing Ni jobs of size (1 + ε)i for all i ∈ I.

3. Return vector N and instance IN := (JN ,M).



Chapter 1. Robust PTASes for Machine Scheduling 31

Consider the following definition: For a given instance I = (J,M) and a number ` ∈ Z,
we denote by J`(I) the set of small jobs with respect to (1 + ε)`, that is,

J`(I) :=
{
j ∈ J : pj ≤ (1 + ε)`

}
.

Also recall that for a given set of jobs J we denote p(J) :=
∑

j∈J pj.
Notice that the definition of N` in the previous algorithm ensures that the total processing

time of small jobs in IN and I differs by at most (1 + ε)`, that is p(J`(IN)) ≤ p(J`(I)) ≤
p(J`(IN)) + (1 + ε)`. Thus, choosing ` so that (1 + ε)` ≤ εOPT implies that the difference
in volume of small jobs in both instances is arbitrarily small. As shown in the following
lemma, this implies that the optimal value of the rounded instance is within a 1 + O(ε)
factor of OPT.

Lemma 1.22. Let I1 = (J1,M) and I2 = (J1,M) be two scheduling instances and denote
by OPT1 and OPT2 their corresponding optimal values. Consider a given index set I =
{`, . . . , u} so that (1 + ε)` ≤ εOPT1 and that (1 + ε)u ≥ OPT1. Assuming that big jobs in
both instances coincide,

{j ∈ J1 : pj = (1 + ε)i} = {j ∈ J2 : pj = (1 + ε)i} for all i ∈ {`+ 1, . . . , u− 1},

the number of huge jobs is the same,

|{j ∈ J1 : pj ≥ (1 + ε)u}| = |{j ∈ J2 : pj ≥ (1 + ε)u}| ,

and the volume of small jobs differ by at most (1 + ε)`,

|p(J`(I1))− p(J`(I2))| ≤ (1 + ε)`,

then OPT1 ≤ (1 +O(ε)) ·OPT2.

Proof. Let us consider an optimal schedule S for I1. We modify this solution to construct
a schedule for I2. First, replace all jobs in J1 with processing time at least (1 + ε)u with a
job of size at least (1 + ε)u in J2. Thus, the load of each affected machine is still at least
(1 + ε)u ≥ OPT1.

Remove all jobs j with pj ≤ (1+ε)`, and apply a list-scheduling algorithm to jobs smaller
than (1 + ε)` in instance I2, i. e., greedily assign these jobs to the least loaded machine in an
arbitrary order. With this we have constructed a feasible solution for instance I2.

Let j be the last job scheduled by this procedure, and let Sj be its starting time. It
is clear that the value of the schedule is at least Sj. Assume by contradiction that Sj <
OPT1 − 2(1 + ε)`. Since we are using a greedy algorithm, all jobs of size at most (1 + ε)`

have completion time strictly smaller than OPT− (1 + ε)`. This contradicts the fact that,

|p(J`(I1))− p(J`(I2))| ≤ (1 + ε)`,

since small jobs in I1 can be used to cover all machines up to OPT1. We conclude that the
value of the solution constructed is at least OPT1 − 2(1 + ε)`, and thus

OPT2 ≥ OPT1 − 2(1 + ε)`

≥ OPT1 − 2εOPT1.

This implies that OPT1 ≤ OPT2/(1− 2ε) = (1 +O(ε)) ·OPT2.
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The following lemma follows directly from the previous result.

Lemma 1.23. Let I be a scheduling instance and OPT its optimal value. Assume that I =
{`, . . . , u} satisfies that (1 + ε)` ≤ εOPT and OPT ≤ (1 + ε)u. Then, Procedure Rounding
on input I and I returns an instance whose optimal value is within a 1+O(ε) factor of OPT.

We can thus restrict to work with instance IN , and thus, if I is chosen appropriately, its
jobs take only a constant number of different sizes. With the help of the following definition
we can compactly describe schedules for IN .

Definition 1.24 (Machine configuration). For a given schedule, a machine is said to obey
configuration k : I → N0, if k(i) equals the number of jobs of size (1 + ε)i being processed on
that machine, for all i ∈ I. Also, the load of a configuration k, denoted as load(k), is the
load of a machine that obeys that configuration, i. e., load(k) =

∑
i∈I k(i) · (1 + ε)i.

Let us now consider the set of configurations

KI :=
{
k : I → N0 | k(i) ≤ (1 + ε)u−` + 1 for all i ∈ I

}
. (1.2)

When it is clear from the context, we will omit the subscript in the previous definition and
call KI = K. Notice that if the cardinality of I is constant then the same holds for K since
|K| ∈ (1 + ε)O(|I|2). The next lemma assures that KI contains all necessary configurations
that we need to consider.

Lemma 1.25. If (1 + ε)u ≥ OPT, in any locally optimal solution for IN all machines obey
a configuration in KI .

Proof. Consider a locally optimal solution for IN . Then no job starts later than OPT ≤
(1 + ε)u. Therefore, since all jobs are larger than (1 + ε)`, the number of jobs per machine
is at most (1 + ε)u/(1 + ε)` + 1.

We can now describe a schedule for IN as a vector x = (xk)k∈K , where xk denotes the
number of machines that obey configuration k in the schedule. Then, any locally optimal
solution to IN corresponds to a vector x satisfying the following set of constraints,∑

k∈KI

xk = m, (1.3)∑
k∈KI

k(i) · xk = Ni for all i ∈ I, (1.4)

xk ∈ N0 for all k ∈ KI .

We denote by AI the matrix defining the set of Equations (1.3) and (1.4); its corre-
sponding right-hand-side is denoted by b(N,m). Then, the non-negative integral solutions
to these equations correspond to the set D :=

{
x ∈ NK

0 : AI · x = b(N,m)
}

. A key point in
the following argument is that set D belongs to a constant dimensional space, i. e., D ⊆ ZK ,
where |K| ∈ (1 + ε)O(|I|2).
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Constructing Stable Solutions

In the following we present the main structural contribution of this chapter: we show that
by considering a lexicographically minimal solution for IN (which is also optimal), upon the
arrival of a new job, we can maintain optimality by migrating jobs with total processing
time at most f(ε) ·OPT, for some function f(ε) that depends exclusively on ε (and thus it
is constant for fixed ε). Since we are assuming that the arriving job is larger than ε ·OPT,
this implies that the migration factor needed is upper bounded by f(ε)/ε.

Let us order and relabel the set of configurations K = {k1, . . . , k|K|} such that load(k1) ≤
load(k2) ≤ . . . ≤ load

(
k|K|

)
.

Definition 1.26. Let x, x′ ∈ D. We say that x′ is lexicographically smaller3 than x, de-
noted x′ ≺lex x, if x` = x′` for all ` ∈ {k1, . . . , kq}, and x′kq+1

< xkq+1, for some q ∈
{0, 1, . . . , |K| − 1}.

It is easy to see that ≺lex defines a total order on the solution set D, and thus there exists
a unique lexicographically minimal vector, which we call x∗. We will soon see that x∗ has
the structure needed for our purposes. In particular, it maximizes the minimum machine
load of instance IN .

Lemma 1.27. Let x∗ be the lexicographically minimal vector in D. Then x∗ represents an
optimal schedule for instance IN .

Proof. Consider an optimal schedule that is also locally optimal. By Lemma 1.25 we
can describe such a solution by a vector xOPT ∈ D. Clearly, xOPT

k = 0 for all k ∈ K
with load(k) < OPT. Thus, since x∗ is lexicographically minimal, x∗k = 0 for all k ∈ K
with load(k) < OPT. The result follows.

Moreover, x∗ can be computed in polynomial time by solving a sequence of integer linear
programs in constant dimension. To this end, consider the following algorithm.

Algorithm Min-Lex

Input : A configuration set K = {k1, . . . , k|K|} and its corresponding set of feasible con-
figuration vectors D.

1. Solve min {xk1 |x ∈ D} using Lenstra’s algorithm [Len83] and call the optimal
value x∗k1 .

2. For each q = 2, . . . , |K|, use Lenstra’s algorithm to compute

x∗kq := min
{
xkq : x ∈ D and xkr = x∗kr for all r = 1, . . . , q − 1

}
.

3. Return x∗ := (x∗k1 , . . . , x
∗
k|K|

).

3We remark that this definition differs from the one given in Section 1.2.3. Indeed, the concept in
Section 1.2.3 does not distinguish between machines with the same load, while the new definition gives
(arbitrary) priorities among configurations with the same load. Notice that in the examples of Section 1.2.3,
all relevant configurations have different loads so for these examples the two concepts are equivalent. We
introduce the new definition because it has technical advantages that will simplify our proofs.



1.3. A Robust PTAS for the Machine Covering Problem with Permanent Jobs 34

A simple inductive argument shows that the vector x∗ returned by the algorithm is the
lexicographically minimal element in D. We remark that this is a polynomial time algorithm
since D is embedded in a constant dimensional space and thus Lentra’s algorithm runs in
polynomial time.

Alternatively, we can find x∗ by solving a single integer linear program in constant di-
mension. This can be achieved by minimizing a carefully chosen linear function over set D.
Let λ := 1/(m + 1), and define cq := λq for all q ∈ {1, . . . , |K|}. Consider the following
problem,

[LEX] : min


|K|∑
q=1

cq · xkq : x ∈ D

 .

Lemma 1.28. Let z be an optimal solution to [LEX]. Then, z is the lexicographically minimal
vector in D. In particular [LEX] has a unique optimal solution.

Proof. We use the following claim which is obtained by standard calculus techniques.
Claim. For each ` ∈ {1, . . . , |K| − 1}, it holds that m ·

∑|K|
q=`+1 cq < c`.

Let z be an optimal solution to [LEX], and x∗ the lexicographically minimal solution in D.
We proceed by contradiction, and call ` the smallest index such that zk` 6= x∗k` . Since x∗ is
the lexicographically minimal solution, we know that x∗k` ≤ zk` − 1. Then,

|K|∑
q=`

cqx
∗
kq ≤ c`(zk` − 1) +

|K|∑
q=`+1

cqx
∗
kq

≤ c`(zk` − 1) +

|K|∑
q=`+1

cq(zkq +m) <

|K|∑
q=`

cqzkq ,

where the last inequality follows from the claim above. Finally, adding

`−1∑
q=1

cqx
∗
kq =

`−1∑
q=1

cqzkq

to both sides of the last inequality yields a contradiction to the optimality of z.

With this last result we can already compute a (1 + ε)-approximate solutions for in-
stance I: Compute the stable average A; Run Algorithm Rounding on input I and I = IA
as in Equation (1.1); Solve [LEX] for the returned instance IN with Lenstra’s algorithm.
It is easy to check that this last step takes time O(log(n2)) (where the O-notation hides a
constant depending on 1/ε). Since we can compute A in linear time (see Appendix A), the
running time of this algorithm is O(n).

Bounding the Migration Factor

Now that we have shown how to compute an optimal solution to the rounded instance by
solving [LEX], we show that this solution is robust. Consider a new instance I ′ = (J ′,M)
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with optimal value OPT′. We assume that J ′ = J ∪ {j∗} with pj∗ ≥ εOPT′, and that
the stable average A′ of I ′ satisfies A′ ≤ 2A (otherwise the result follows by Lemma 1.20).
For this case we show how to update the solution given by [LEX] to a solution for I ′ with
constant migration factor.

Define the set

I :=

{
i ∈ Z : ε · A

2(1 + ε)
≤ (1 + ε)i ≤ 2A(1 + ε)

}
= {`, . . . , u}. (1.5)

We now run Algorithm Rounding on instances I and I ′ with the same interval I just de-
fined. Let (N, IN) and (N ′, IN ′) be the output of the algorithm for I and I ′, respectively. No-
tice that (1 + ε)u ≥ 2A ≥ A′ ≥ OPT′ ≥ OPT. Similarly, (1 + ε)` ≤ εA/2 ≤ εOPT ≤ εOPT′.
Thus, Lemma 1.23 implies that optimal solutions for IN and IN ′ yield (1+O(ε))-approximate
solutions for I and I ′, respectively. Consider setKI as defined in Expression 1.2. Lemma 1.25
implies that there are optimal solutions for IN and IN ′ that only uses configurations in KI .

Consider the integer linear programs

[LEX] : min


|KI |∑
q=1

cqxkq : AI · x = b(N,m) and xk ∈ N0 for all k ∈ KI

 ,

[LEX’] : min


|KI |∑
q=1

cqxkq : AI · x = b(N ′,m) and xk ∈ N0 for all k ∈ KI

 .

Let z and z′ be optimal solutions to [LEX] and [LEX’], respectively. Notice that these two
integer programs differ only in their right-hand-side. Moreover, since I and I ′ only differ in
one job, then ||N −N ′||1 ≤ 1. This observation plus the following sensitivity analysis result
for integer linear programs allow us to bound the difference between z and z′.

Lemma 1.29 ([CGST86]). Let A be an integral m×n-matrix, such that each sub-determinant
is at most ∆ in absolute value. Let b and b′ be column m-vectors, and let c be a row n-vector.
Suppose min{c · x | A · x ≤ b;x ∈ Zn} and min{c · x | A · x ≤ b′;x ∈ Zn} are finite. Then,
for each optimal solution z for the first problem there exists an optimal solution z′ for the
second problem such that ‖z − z′‖∞ ≤ n∆(‖b− b′‖∞ + 2).

To be able to apply this lemma for [LEX] and [LEX’] we need to bound the value of the
sub-determinants of AI . This is done in the following lemma, which was previously proved
in [SSS09].

Lemma 1.30. Assume that I is and index set so that |I| ≤ log1+εC/ε, for some constant C.

Then, for any square sub-matrix B of AI we have that | det(B)| ∈ 2O( 1
ε

log2 1
ε

).

Proof. Let B be a square sub-matrix of AI . Then B contains at most |I| + 1 columns and
rows, and each entry is upper bounded by (1 + ε)u−` + 1 = (1 + ε)|I|−1 + 1 ≤ C/ε+ 1. Noting

that |I| ≤ log1+ε
C
ε
∈ O

(
log 1

ε

ε

)
, we obtain

| det(B)| ≤ (|I|+ 1)!((1 + ε)u−` + 1)|I|+1 ≤ (|I|+ 1)|I|+1

(
C

ε
+ 1

)|I|+1

≤ 2(|I|+1)·(log(|I|+1)+log(C
ε

+1)) ∈ 2O( 1
ε

log2 1
ε

).
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It is easy to check that the interval index I defined in Equation (1.5) satisfies the hy-
pothesis of the last lemma and thus we obtain a bound on the absolute value of each sub-
determinant of AI .

Lemma 1.31. Let z and z′ be the solutions of [LEX] and [LEX’], respectively. Then ‖z −
z′‖1 ∈ 2O( 1

ε
log2 1

ε
)

Proof. Let ∆ be an upper bound on the absolute value of each sub-determinant of AI . Since
lexicographically minimal solutions are unique, and ||N − N ′||∞ ≤ 1, Lemma 1.29 implies
that

‖z − z′‖∞ ≤ |KI |∆ (‖b(N,m)− b(N ′,m)‖∞ + 2) ≤ 3|KI |∆ .

Thus, by the previous lemma and recalling that |KI | ∈ (1 + ε)O(|I|2) = 2O( 1
ε

log2 1
ε

),

‖z − z′‖1 ≤ |KI | · ‖z − z′‖∞ ≤ 3|KI |2∆ ∈ 2O( 1
ε

log2 1
ε

) .

Note that by the last theorem, we can compute z′ by an exhaustive search through all
vectors feasible to [LEX]’ whose components differ from z by at most 2O( 1

ε
log2 1

ε
). Therefore,

the running time needed to compute z′ is 22O( 1ε log2 1
ε )

. Alternatively we can use Lenstra’s
algorithm: the uniqueness of the optimum in [LEX] guarantees that the output of Lenstra’s
algorithm will be the optimal solution z′ claimed in Lemma 1.29.

Let SN and SN ′ be the schedules corresponding to solutions z and z′, respectively. Recall
that these are schedules for the rounded instances IN and IN ′ , respectively. By the previous
lemma we can construct these schedules so that they only differ in 2O( 1

ε
log2 1

ε
) machines. It

is straightforward to obtain a (1 + O(ε))-approximate solution S for I from schedule SN :
(1) Replace each huge job of IN for a huge job in I; (2) Remove all N` small jobs from the
solution; (3) Order small jobs in I from largest to smallest; (4) Add these jobs to the solution
with a greedy algorithm (list-scheduling). With the same argument as in Lemma 1.22, it is
easy to see that such a solution is (1 + O(ε))-approximate. More generally, notice that the
solution constructed falls into the following category.

Definition 1.32 (Following Schedule). We say that a schedule S for instance I follows
schedule SN if (i) the assignment of big and huge jobs in both schedules coincide; and (ii)
assuming that in each machine jobs are ordered from largest to smallest, reassigning any
small job in S do not decrease its starting time.

Lemma 1.33. Assume that I = {`, . . . , u} satisfies that (1 + ε)` ≤ εOPT′. If SN ′ is an
optimal solution to IN ′ and S ′ follows SN ′, then S ′ is a (1 + O(ε))-approximate solution to
instance I ′.

We omit the proof of this lemma since it follows by the same argument as in the proof
of Lemma 1.22. We use this fact to construct a (1 + O(ε))-approximate schedule S ′ for I ′
that follows SN ′ and that only differs from S slightly.
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Algorithm Construct-Schedule

Input : A triplet (SN , SN ′ , S), where SN and SN ′ are solutions to instances IN and IN ′ ,
respectively, and S is a solution to I that follows SN .

1. Initialize schedule S ′ as schedule SN ′ .

2. Replace huge jobs by the corresponding jobs in I ′.

3. Remove small jobs from the schedule. Assign small jobs in I ′ by using the same
assignment of small jobs as schedule S.

4. Reorder the jobs in each machine from largest to smallest.

5. Let `min be the value of the schedule so far constructed. If there exists a small
job j whose starting time is strictly larger than `min, migrate this job to a machine
whose load equals `min and go back to Step (4).

6. Return S ′.

Clearly, the schedule returned by this algorithm follows schedule SN ′ , and thus by Lem-
mas 1.23 and 1.33 it is (1 + O(ε))-approximate. Finally, we show that the total processing
time of jobs migrated to construct S ′ from S is bounded.

Lemma 1.34. Let δ be the number of machines on which the assignment of jobs in sched-
ules SN and SN ′ differ. If S and S ′ follow SN and SN ′, respectively, then the total amount
of processing time migrated to construct S ′ from S is at most 6 · A · δ.

Proof. Note that SN and SN ′ differ in machines which do not contain huge jobs, and thus
each of these machines has load at most 2A. Thus, we can turn SN into SN ′ by migrating
jobs with at most 2Ad total processing time. Since S follows SN and S ′ follows SN ′ , this
implies that the total processing time of big and huge jobs that must be migrated to obtain S ′

from S is at most A · 2 · δ.
Now we bound the total processing time of the migrated small jobs. Let ∆M ⊆ M be

the set of machines in which schedules SN and SN ′ differ. Consider schedule S ′ before Step
(4) in Algorithm Construct-Schedule. At this stage, S and S ′ only differ in machines
that belong to ∆M . Let us further partition set ∆M into the set of machines ∆M− that
has smaller load in S ′ than in S, and ∆M+ the set of machines that has larger load in S ′

than in S. It is then clear that small jobs migrated in Step (4) can only be reassigned from
a machine in ∆M+ or to a machine in ∆M−. Since the load of each machine in ∆M− is at
most 2 · A′ in schedule S ′, the total processing time of small jobs migrated to this machine
is at most 2 · |∆M−| · A′. Similarly, since for each machine in ∆M+ its load in schedule S
is at most 2 · A, then the total processing time of jobs migrated from these machines is at
most 2 · A · |∆M−|. We conclude that the total processing time of small jobs migrated is
upper bounded by 2 ·A′ · |∆M−|+2 ·A · |∆M+| ≤ 2 ·A′ · δ ≤ 4 ·A · δ. The lemma follows.

The main theorem of this section follows from collecting our previous results.
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Theorem 1.35. Let I be an instance of the Machine Covering problem and let ε > 0. There
exists a (1 + ε)-approximate solution for I so that, for any instance I ′ that differs from I
in one job j∗ with pj∗ ≥ εOPT′, we can construct a (1 + ε)-approximate solution to I ′ with

migration factor 2O( 1
ε

log2 1
ε

).

Proof. From the previous lemma and Lemma 1.31, follows that the total amount of process-
ing time that needs to be migrated is 6 ·A · δ ∈ A · 2O( 1

ε
log2 1

ε
). The theorem follows since the

new arriving job is larger than εOPT′ ≥ εA/2.

1.3.3 Maintaining Stable Solutions Dynamically

In the previous section we give a (1 +O(ε))-competitive algorithm with constant migration
factor if there is only one arriving job. We extend now this result to an arbitrary number
of iterations. We do this in two steps. First we show our techniques for the reassignment
model, where we allow to accumulate (an arbitrary amount of) reassignment potential. In
the next section we refine this result to show that the same holds for the migration factor
model. In both of these sections we still assume that the arriving job for each iteration t is
larger than εOPTt (Assumption 1.9).

In the last section, we chose the coarseness of our rounding (i. e., set I) so to ensure that
the optimal value of both rounded instances IN and IN ′ are close to the optimum of their
respective original instances. However, as more jobs arrive, the optimal value of the new
instances may become arbitrarily large, and thus the range I will not be large enough to
guarantee the approximation ratio.

We deal with this difficulty by dynamically adjusting the set I, shifting it to the right
to match the current instance. In doing so, we must be extremely careful not to destroy
the structure of the constructed solutions and maintain the reassignment factor bounded. In
particular, notice that each time that set I is shifted to the right, we must regroup small jobs
into larger groups. Then, we should avoid changing I too often: it should be changed only
when we can guarantee that there is enough reassignment potential accumulated to regroup
all small jobs and simultaneously maintain lexicographically optimal solutions. To this end,
we only update set I when the stable average increases by a factor two. Once again, we will
bound the difference of lexicographically optimal solution by using Lemma 1.29.

We remark that as long as the index set I is not modified, all techniques of the previous
section can be iterated for an arbitrary number of iterations. Summarizing, our algorithm
iterates the technique of the previous section, and updates index set I when the stable average
of the instances is increased by a factor 2. More precisely, our algorithm is as follows.

Algorithm Robust-PTAS

Input : A sequence of instances revealed online, It = (Jt,M) for t = 0, 1 . . . , so that: (i)
Jt = Jt−1 ∪ {jt} and (ii) pjt ≥ εOPTt where OPTt is the optimal value for It.

1. Initialize A := 0 and I := ∅.

2. For each t = 0, 1, . . . ,
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(a) Run Algorithm Stable-Average on It. Let At and wt be the corresponding
output.

(b) If At > 2 · A then set A := At and

I :=

{
i ∈ Z : ε · A

4(1 + ε)
≤ (1 + ε)i ≤ 4A(1 + ε)

}
.

(c) Run Algorithm Rounding on input (It, I). Let (N t, INt) be the output of
the algorithm.

(d) Construct the set of configurations KI and the ILP [LEX] for this set, and
solve it with Lenstra’s algorithm. Let zt be the optimal solution of the ILP.

(e) If t = 0, construct a schedule SN0 using z0 as a template. Let S0 be any
schedule that follows SN0 .

(f) If t > 0, construct a schedule SNt for instance It by using vector zt as a
template. Permute machines in schedule SNt so that the number of machines
on which schedules SNt−1 and SNt−1 differ is minimized.

(g) Run Algorithm Construct-Schedule on input (SNt−1 , SNt , St−1). Call St
the output of this subroutine.

The previous algorithm uses the same rounding technique as in the previous section,
and construct a schedule accordingly. The only difference is that the set index I is chosen
larger. However, notice that |I| ≤ log1+ε(16(1 + ε)2/ε) + 1 ∈ O(log1+ε 1/ε), and thus all
results from the previous section still follow for this set. Moreover, it is easy to check that
(1+ε)` ≤ εOPTt and (1+ε)u ≥ OPTt for all t. By Lemmas 1.23, 1.28, and 1.33 this implies
that schedule St is a (1 +O(ε))-approximate solution. We conclude the following.

Lemma 1.36. Algorithm Robust-PTAS is (1 +O(ε))-competitive.

We now argue that the reassignment factor of the algorithm is constant. As explain
before, the key feature for showing this is the fact that the algorithm updates the index set I
only when the stable average changes by a factor two.

For the analysis we separate the iterations of the algorithm into blocks. Each block B :=
{s, s+ 1, . . . , r} consists of a consecutive sequence of iterations, such that the value of A in
the algorithm is kept constant. That is, A = As, and r + 1 is the smallest integer so that
Ar+1 > 2A.

Let us fix a block B = {s, . . . , r} and consider two consecutive instances It and It+1 for
t ∈ {s, . . . , r − 1}. Note that in this case the rounding of both instances was done with
the same interval I, and thus ||N t −N t+1||1 ≤ 1. Hence, the ILPs [LEX] of these instances
only differ in their right-hand-side, where one entry is increased by at most one. With this
observation we can use the same reasoning as in Theorem 1.35 to prove the following lemma.

Lemma 1.37. If two consecutive instances It and It+1 belong to the same block, then the
migration factor used to obtained St+1 from St is 2O( 1

ε
log2 1

ε
).



1.3. A Robust PTAS for the Machine Covering Problem with Permanent Jobs 40

It remains to consider the limit case where instances It and It+1 belong to different
blocks, that is, if t = r. If Ar+1 > 2Ar then Lemma 1.20 implies that the migration factor
needed for this iteration is 1. We assume now that Ar+1 ≤ 2 · Ar.

Consider the value of A for block B, and let I = {`, . . . , u} be the corresponding index

interval for this block. Let B′ be the block following B. We denote by A
′

= Ar+1 and
I ′ = {`′, . . . , u′} the stable average and set of indices corresponding to block B′. Note that

A
′ ≤ 2 · Ar ≤ 4 · A.

We now interpret vectors N r ∈ NI
0 and N r+1 ∈ NI′

0 in the same space. To this end, we
re-round huge jobs in INr+1 to jobs of size (1 + ε)u. That is, we redefine N r+1

i = 0 for all
i = {u+ 1, . . . , u′}, and set

N r+1
u := |{j ∈ Jr+1 : pj ≥ (1 + ε)u}| .

Note that this does not change the lexicographically minimal solution of this instance. In-
deed, a job whose size is at least (1 + ε)u ≥ 4A ≥ A

′ ≥ OPTr+1 is processed on a machine
for itself by any locally optimal schedule, in particular lexicographically minimal solutions.
Additionally, we define

N r+1
i = 0 for all i ∈ {`, . . . , `′ − 1}.

With this we can interpret N r+1 as a vector in NI , obtaining an equivalent set of schedules
for the rounded instance. After this modification, we can bound the difference between N r

and N r+1 in terms of |B|. This will help us show that accumulating reassignment potential
in block B is enough to turn schedule Sr into Sr+1 with constant reassignment factor.

Notice that the difference between N r and N r+1 can be attributed to two causes: the
job jr+1 that arrived to instance Ir+1, and the jobs of size (1 + ε)i for i ∈ {`, . . . , `′− 1} that
are grouped in N r+1 into jobs of size (1 + ε)`

′
. The next lemma bounds the total volume of

(a superset of) these jobs in terms of |B|. Then this can be used to bound the number of
these jobs.

Lemma 1.38. Let B = {s, . . . , r}. Then∑
j∈Js:pj≤A

pj ≤ 4 · |B| · A.

Proof. Consider instance Is and the value ws returned by Algorithm Stable average.
Since Ar+1 > 2As, Lemma 1.18 implies that ws/2 < |B|. On the other hand, in any
optimal solution for instance Is, each job smaller than As = A must be processed on one
of the ws machines not containing huge jobs. Therefore, the total volume of such jobs is at
most 2Asws = 2Aws < 4 · |B| · A.

Lemma 1.39. After modifying vector N r+1 as above, we have that

u∑
i=`

|N r+1
i −N r

i | ∈ O
(
|B|
ε

)
.

Proof. As argued above, it is enough to upper bound
∑`′

i=`|N r
i −N r+1

i |, since
∑u

i=`′+1|N r
i −

N r+1
i | ≤ 1. Recall that N r+1

`′ is defined by Algorithm Rounding (last equation of Step (1)
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of this algorithm). Then, since (1 + ε)` ≤ (1 + ε)`
′
, the number of regrouped jobs can be no

more than the number of jobs before grouping plus one. Since also N r+1
`′ could be increased

by one due to the new job, we obtain,

|N r
`′ −N r+1

`′ | ≤
`′−1∑
i=`

N r
i + 2.

and thus,
`′∑
i=`

|N r
i −N r+1

i | ≤ 2 ·
`′−1∑
i=`

N r
i + 2.

Since
∑`′−1

i=` N
r
i ≤ |B|+

∑`′−1
i=` N

s
i , it is then enough to show that

∑`′−1
i=` N

s
i ∈ O(|B|/ε). To

this end, note that the definition of N s and the previous lemma imply that the total number
of small jobs in INs , is at most

4|B|A
(1 + ε)`

≤ 16|B|(1 + ε)

ε
∈ O

(
|B|
ε

)
.

The lemma follows by recollecting the inequalities above.

With the last lemma we can easily compute the difference between solutions zr and zr+1.
To this end, we first need to interpret these two vectors in a common euclidean space.
Let KI and KI′ be the set of configurations corresponding to set I and I ′, correspondingly.
By Lemma 1.25 a configuration k ∈ KI′ \KI is never used by a locally optimal solution, in
particular is not used by a lexicographically optimal solution. This implies that zr+1

k = 0
for all k ∈ KI′ \KI . Thus, we can interpret zr+1 as a vector in NKI

0 , and moreover, it must
correspond to a lexicographically minimal solution, and thus is the optimal solution to

[LEX’] : min


|KI |∑
q=1

cqxkq : AI · x = b(N r+1,m) and xk ∈ N0 for all k ∈ KI

 .

Note that this is the same ILP as for N r, but with the right-hand-side updated to b(N r+1,m).
This implies the following.

Lemma 1.40. Vector zr+1 satisfies that zr+1
k = 0 for all k ∈ KI′ \KI , and∑

k∈KI

|zr+1
k − zrk| ∈ |B| · 2O( 1

ε
log2 1

ε
).

Proof. We already justified that zt+1
k = 0 for all k ∈ KI′ \KI . To conclude the lemma we

argue as in Theorem 1.35. Since (zr+1
k )k∈KI

is the optimal solution to [LEX’], Lemma 1.29
implies that∑

k∈KI

|zr+1
k − zrk| ≤ |KI | ·max

k∈KI

|zr+1
k − zrk| ≤ |KI |2∆

(∥∥N r −N r+1
∥∥
∞ + 2

)
.

Finally, the right-hand-side of this expression is in |B| · 2O( 1
ε

log2 1
ε

) by Lemmas 1.30 and 1.39.
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With this last result we can directly use Lemma 1.34 to bound the migration needed to
transform Sr to Sr+1. Collecting all these results, we can conclude the main result of this
section.

Theorem 1.41. Let ε > 0. For the Machine Covering problem with permanent jobs, there
exists a (1 + ε)-competitive algorithm with reassignment factor 2O( 1

ε
log2 1

ε
). Moreover the

algorithm runs in polynomial time.

Proof. We only need to argue that accumulating reassignment potential in block B is enough
for migrating jobs when constructing schedule Sr+1. Let r1(ε) be the migration factor needed
to transform schedule S` to S`+1 for any ` ∈ {s, . . . , r − 1}. By Lemma 1.37 we now that

r1(ε) ∈ 2O( 1
ε

log2 1
ε

). Assume that the algorithm has a reassignment factor of r(ε) ≥ 2r1(ε).
Since all jobs arriving in this block are larger εOPT` ≥ εA`/2 ≥ εA/2, this means that
we add at least εA/2 reassignment potential to our budget in each iteration. Thus, at the
end of block B be we will have at least ε · (|B| − 1) · A/2 ≥ ε · |B| · A/4 accumulated
reassignment potential, where the last inequality follows since |B| ≥ 2 (otherwise Ar+1 >
2Ar = 2As). We conclude that when constructing schedule Sr+1 we can migrate a total
volume of r(ε) · ε · |B| · A/4.

On the other hand, the previous lemma implies that transforming SNr to SNr+1 requires to
touch at most r2(ε)·|B|machines, where r2(ε) ∈ 2O( 1

ε
log2 1

ε
). By Lemma 1.34 we conclude that

the volume of jobs needed to be migrated to transform Sr into Sr+1 is at most 6·Ar·|B|·r2(ε) ≤
12 · A · |B| · r2(ε). This implies that by defining r(ε) := 48 · max{r1(ε), r2(ε)}/ε (which is
larger than 2r1(ε) for small ε) we accumulate enough reassignment potential at the end of
the block so to be able to migrate r(ε) · ε · |B| · A/4 total processing time. The theorem

follows by noting that r(ε) ∈ 2O( 1
ε

log2 1
ε

).

1.3.4 Reducing the Accumulated Reassignment Potential

We will devote this section to reduce the reassignment potential needed by the algorithm, ob-
taining an algorithm with constant migration factor if all arriving jobs are larger than εOPTt.

Recall that a block in Algorithm Robust-PTAS is a set of consecutive iterations in which
the value A is unchanged. In this algorithm, the only iterations where we use accumulated
reassignment potential is in the first iteration of a block. This is only needed for regrouping
small jobs, that were originally grouped into jobs of size (1 + ε)` and are regrouped into jobs
of size (1 + ε)`

′
.

To avoid doing the regrouping in only one iteration, we do them along all the |B| iterations
of the block B = {s, . . . , r}. To this end, assume that we define the index set I for an
arbitrary block B as

I :=

{
i ∈ Z : ε · A

16(1 + ε)
≤ (1 + ε)i ≤ 4A(1 + ε)

}
= {`, . . . , u}. (1.6)

As before, inside block B all our rounded instances will have jobs with size (1 + ε)i for
some i ∈ I. Notice that this definition is very similar to the one used in Algorithm Robust-
PTAS, the only difference being that ` is chosen smaller (but only a constant factor smaller).
We will also consider a number `∗, defined as the largest integer so that (1 + ε)`

∗ ≤ ε ·A/4.
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In our algorithm, we will treat jobs larger than (1 + ε)`
∗

as big, and thus we will leave them
untouched (i. e., we do not group them) in this block. However, jobs whose processing time
is in [(1 + ε)`, (1 + ε)`

∗
] can be regrouped or not depending on the situation. Let us call JM

the set of those jobs in the rounded instance. Jobs in JM are the only jobs that need to be
grouped into jobs larger than (1 + ε)`

′
in iteration r + 1 (where `′ is the value of ` for the

block after B). To avoid the regrouping of these jobs in only one iteration, we would like
that our algorithm groups them through all iterations of block B, and thus it should satisfy
the following property.

(P) If r is the last iteration of B and Ar+1 ≤ 2Ar, then the rounded instance of Ir does
not contain any job smaller than (1 + ε)`

∗
.

Let us call as before A
′

= Ar+1, that is, the value of A for the block following block B.
This value implies an index set I ′ := {`′, . . . , u′} defined as in Equation 1.6 by changing A

by A
′
. As in the previous section. we can assume that A

′ ≤ 4A, otherwise Ir is trivial.
Then, if (P) holds, we do not need to regroup any small job for the new iteration since

(1 + ε)`
∗ ≥ ε · A/(4(1 + ε)) ≥ A

′
/(16(1 + ε)) ≥ (1 + ε)`

′
, and thus they are already grouped

appropriately.
To ensure that property (P) is satisfied, in each iteration t ∈ B we group C ∈ Θ(1/ε)

jobs smaller than (1 + ε)`
∗
. If C is chosen large enough we can show that by the end of

block B all jobs smaller than (1 + ε)`
∗

are grouped into jobs of size (1 + ε)`
∗
, and thus (P)

holds.
We now explain the ideas in the previous paragraph in more detail. To describe our

algorithm we need a subroutine, called Algorithm Round-Up-Small, that regroups C
small jobs into groups of size (1 + ε)`

∗
. In the algorithm we use the previously introduced

notation J`(I) := {j ∈ J : pj ≤ (1 + ε)`}, where I is an scheduling instance equal to (J,M)
and ` ∈ Z. Also p(J) denotes the total processing time of a set of jobs J .

Algorithm Round-Up-Small

Input : An instance I = (J,M), an index set I = {`, . . . , u}, a vector N ∈ NI
0, an

integer `∗ ≥ ` and a number C ∈ N0.

1. Set D := C, and for all i = `∗ + 1, . . . , u set N∗i := Ni.

2. For i = `, . . . , `∗ − 1, set

N∗i := max{Ni −D, 0} and D := D − (Ni −N∗i ).

3. Set

N∗`∗ :=

⌊
1

(1 + ε)`∗
·

∣∣∣∣∣p(J`∗(I))−
`∗−1∑
p=`

N∗p · (1 + ε)p

∣∣∣∣∣
⌋
.

4. Return N∗.

Notice that by Step (2) of this algorithm vectorN∗ has C less jobs of size less than (1+ε)`
∗
.
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Observation 1.42. Let N∗ be the output of Algorithm Round-Up-Small on input N .
Then

`∗−1∑
i=`

N∗i ≤ max

{
`∗−1∑
i=`

Ni − C, 0

}
.

Additionally, in Step (3) we regroup these C jobs by considering the appropriate number
of jobs of size (1 + ε)`

∗
. That is, entry N∗`∗ is chosen so that the total volume of jobs

smaller than (1 + ε)`
∗

in the rounded instance and in instance I differs by at most (1 + ε)`
∗
.

By Lemma 1.33, this guarantees that the optimal values of the two instances are within a
factor 1 +O(ε).

Using this subroutine we can describe our algorithm.

Algorithm Robust-PTAS II

Input : A sequence of instances revealed online, It = (Jt,M) for t = 0, 1 . . . , so that:
(i) Jt = Jt−1 ∪ {jt} and (ii) pjt ≥ εOPTt where OPTt is the optimal value for It. A
number C ∈ N0.

1. Initialize A := 0 and I := ∅.

2. For each t = 0, 1 . . . ,

(a) Run Algorithm Stable-Average on It. Let At and wt be the corresponding
output.

(b) If At > 2 · A,

• then set A := At and

I :=

{
i ∈ Z : ε · A

16(1 + ε)
≤ (1 + ε)i ≤ 4A(1 + ε)

}
= {`, `+ 1, . . . , u} .

• Set `∗ as the largest integer so that (1 + ε)`
∗ ≤ ε · A/4.

(c) Consider the rounding vector from the previous iteration N t−1 (for t = 0 take
N−1 as the zero vector) and define

N t
i := N t−1

i for i ∈ {`, . . . , `∗},
N t
i :=

∣∣{j ∈ Jt : pj = (1 + ε)i
}∣∣ for i ∈ {`∗ + 1, . . . , u− 1},

N t
u := |{j ∈ Jt : pj ≥ (1 + ε)u}| .

(d) Run Algorithm Round-Up-Small on input (It, I, N t, `∗, C). Redefine N t as
the output of the algorithm.

(e) Construct the set of configurations KI and the ILP [LEX] for this set, and
solve it with Lenstra’s algorithm. Let zt be the optimal solution of the ILP.
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(f) If t = 0, construct a schedule SN0 using z0 as a template. Let S0 be any
schedule that follows SN0 .

(g) If t > 0, construct a schedule SNt for instance It by using vector zt as a
template. Permute machines in schedule SNt so that the number of machines
on which schedules SNt−1 and SNt−1 differ is minimized.

(h) Run Algorithm Construct-Schedule on input (SNt−1 , SNt , St−1). Call St
the output of this subroutine.

Note that the previous algorithm is very similar to Algorithm Robust-PTAS from
the previous section. The main difference lies in the rounding of the instances: instead
of rounding instance It anew using Algorithm Rounding in each iteration, we define the
vector N t by updating N t−1. Afterwards, in Step (2d) we regroup C jobs with processing
time in [(1 + ε)`, (1 + ε)`

∗
] to groups of size (1 + ε)`

∗
.

We first observe that this algorithm is (1 +O(ε))-competitive.

Lemma 1.43. Algorithm Robust-PTAS II is a (1 +O(ε))-competitive algorithm.

Proof. It is enough to notice that we run Algorithm Round-Up-Small for defining vec-
tor N t. By the last step of this algorithm, the total volume of small jobs in the rounded
instance and It are almost equal, that is,

p(J`∗(It))− p(J`∗(INt)) ≤ (1 + ε)`
∗ ≤ εA

4
≤ εAt

4
≤ εOPTt.

Thus, Lemma 1.22 implies that the optimal value of INt is within a 1 + O(ε) factor to the
optimal value of It. By Lemmas 1.23, 1.28 and 1.33 we conclude that St is a (1 + O(ε))-
approximate solution.

As in the previous section, we show that the migration factor is constant by bounding the
difference between N t and N t+1 for any t. For this we need the following technical lemma.

Lemma 1.44. Let N∗ be the output of Algorithm Round-Up-Small on input I = (J,M),
N , C, and `∗. If N satisfies that∣∣∣∣∣p(J`∗(I))−

`∗∑
i=`

Ni · (1 + ε)i

∣∣∣∣∣ ≤ (1 + ε)`
∗
,

then ‖N∗ −N‖1 ≤ 2 · C + 2 · (1 + ε)`
∗−`.

Proof. Notice that N∗i = Ni for all i ∈ {`∗ + 1, . . . , u}. Also, by definition of N∗ in Step (2)
of the algorithm we have that

`∗−1∑
i=`

|Ni −N∗i | ≤ C.
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Thus, it is enough to bound |N∗`∗ −N`∗ |. Note that

|N∗`∗ −N`∗| =

∣∣∣∣∣
`∗∑
i=`

(Ni −N∗i ) +
`∗−1∑
i=`

(N∗i −Ni)

∣∣∣∣∣
≤ 1

(1 + ε)`
·

∣∣∣∣∣
`∗∑
i=`

(Ni −N∗i )(1 + ε)i

∣∣∣∣∣+

∣∣∣∣∣
`∗−1∑
i=`

Ni −N∗i

∣∣∣∣∣
≤ 1

(1 + ε)`
·

(∣∣∣∣∣
`∗∑
i=`

Ni(1 + ε)i − p(J`∗(I))

∣∣∣∣∣+

∣∣∣∣∣p(J`∗(I))−
`∗∑
i=`

N∗i (1 + ε)i

∣∣∣∣∣
)

+ C

≤ 1

(1 + ε)`
·
(
(1 + ε)`

∗
+ (1 + ε)`

∗)
+ C

≤ C + 2 · (1 + ε)`
∗−`,

where the second last inequality follows by the definition of N∗`∗ (Step (3) of Algorithm
Round-Up-Small). The lemma follows by combining both inequalities above.

We use the last lemma to bound the difference between N t and N t+1 for t ∈ {s, . . . , r−1}.
We consider the case t = r afterwards.

Lemma 1.45. Assume that t ∈ {s, . . . , r − 1}. Then ‖N t+1 −N t‖1 ≤ 2 · C + 9 + 8ε.

Proof. Consider vector N t+1 before Step (2d) of Algorithm Robust PTAS II, that is, before
running Algorithm Round-Up-Small on it. Thus, up to this stage in the algorithm we
have that ‖N t+1 −N t‖1 ≤ 1, where the difference is caused by job jt+1. Since in iteration t
we redefine N t as the output of Algorithm Round-Up-Small, we have that∣∣∣∣∣p(J`∗(It))−

`∗∑
i=`

N t
i · (1 + ε)i

∣∣∣∣∣ ≤ (1 + ε)`
∗
.

Thus, Lemma 1.44 implies that ‖N t+1−N t‖1 ≤ 2 ·C+ 2 · (1 + ε)`
∗−` + 1 ≤ 2 ·C+ 9 + 8ε.

As in the previous section, this lemma implies that the migration factor needed for
iterations t ∈ {s, . . . , r− 1} is upper bounded by (C + 9 + 8ε) · 2O( 1

ε
log2 1

ε
): simply iterate the

reasoning of Lemma 1.37 (C + 9 + 8ε) times. This means that the migration factor for these

iterations is 2O( 1
ε

log2 1
ε

) since we will choose C ∈ O(1
ε
).

Finally, we bound the difference between N t and N t+1 when t is the last iteration of a
block. For this we need to show that Property (P), described at the beginning of this section,
is satisfied by the output of our algorithm. This is done in the following lemma.

Lemma 1.46. Consider a block B and let r ∈ B be its last iteration. Assume that Algorithm
Robust-PTAS II is run on input C := 65/ε. Then, N r

i = 0 for all i < `∗.

Proof. Let s be the first iteration of block B. By the same argument as Lemma 1.38, we
can show that

p(J`∗(Is)) ≤
∑

j∈Js:pj≤As

pj ≤ 4 · (r − s+ 1) · A.
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Also, by definition of vector N s in Step (2d) of the algorithm, we have that

`∗∑
i=`

N s
i (1 + ε)i ≤ p(J`∗(Is)) + (1 + ε)`

∗ ≤ 4 · (r − s+ 1) · A+
εA

4
.

By dividing both sides of the last inequality by (1 + ε)` we obtain that

`∗∑
i=`

N s
i ≤

1

(1 + ε)`
·
(

4 · (r − s+ 1) · A+
εA

4

)
≤ 16(1 + ε)

ε
·
(

4(r − s+ 1) +
ε

4

)
=

64(1 + ε)

ε
(r − s+ 1) + 4(1 + ε).

Since r − s+ 1 ≥ 1, then

`∗∑
i=`

N s
i ≤

(
64(1 + ε)

ε
+ 4(1 + ε)

)
· (r − s+ 1)

≤ 65

ε
(r − s+ 1),

where the last inequality holds if ε is small enough. Finally, since in each iteration t ∈
{s, . . . , r} we call Algorithm Round-Up-Small, Observation 1.42 implies that

`∗−1∑
i=`

N t
i ≤ max

{
`∗−1∑
i=`

N t−1
i − C, 0

}
.

Then,

`∗−1∑
i=`

N r
i ≤ max

{
`∗−1∑
i=`

N s
i − C · (r − s+ 1), 0

}

≤ max

{
65

ε
· (r − s+ 1)− C · (r − s+ 1), 0

}
.

This concludes the lemma since C = 65/ε.

Finally, we bound the difference between N r and N r+1. As before, let `′ be the value
of ` for the block following B. As in the previous sections, we can assume that the entries
of N r+1

i for i > u are zero (since jobs larger than (1 + ε)u are processed in a machine of their
own in any locally optimal solution, and thus we can assume their size is (1 + ε)u). Since
by the previous lemma N r

i is zero for any i < `∗, and `′ ≤ `∗, to bound the difference (in
`1-norm) between N r and N r+1 it is enough to bound

∑u−1
i=`′ |N r

i −N r+1
i |. This is done in the

next lemma. Also notice that, without loss of generality, we can assume that Ar+1 ≤ 4A,
otherwise the migration factor is bounded by Lemma 1.20.
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Lemma 1.47. Let r be the last iteration of block B, and let I ′ = {`′, . . . , u′} be the index
set for the block following B. If 2A ≤ Ar+1 ≤ 4A, then

u−1∑
i=`′

|N r
i −N r+1

i | ≤ 2 · C + 9 + 8ε.

Proof. Let B′ be the block following B, and let `∗∗ be the value of variable `∗ for block B′.
Consider now vector N r+1 before running Step (2d) of Algorithm Robust-PTAS II in
iteration r + 1. At this stage we have that

∑`∗∗

i=`′ |N r
i − N r+1

i | ≤ 1, where the difference in
the two vectors can only be due to job jr+1. Also, the previous lemma implies that N r

i = 0

for all i ∈ {`, . . . , `∗}. Additionally, 2A < Ar+1 = A
′ ≤ 4A implies `∗ ≥ `′, and therefore we

obtain that N r
i = 0 for all i ∈ {`, . . . , `′ − 1} .

Since N r was defined in the previous iteration as the output of Algorithm Round-Up-
Small, we have that ∣∣p(J`∗(Ir))−N r

`∗ · (1 + ε)`
∗∣∣ ≤ (1 + ε)`

∗
.

Thus, before running Step (2d) in iteration r + 1, we have that∣∣∣∣∣p(J`∗∗(Ir+1))−
`∗∗∑
i=`′

N r+1
i · (1 + ε)i

∣∣∣∣∣ ≤ (1 + ε)`
∗ ≤ (1 + ε)`

∗∗
.

With this, Lemma 1.44 implies that the difference between vector N r+1 before an after
Step (2d) is at most 2·C+2(1+ε)`

∗∗−`′ ≤ 2·C+9+8ε. This implies that
∑`∗∗

i=`′ |N r
i −N r+1

i | ≤
2 · C + 9 + 8ε.

Finally, to conclude that the migration factor for iteration r+1 is constant, we can argue
as in Lemma 1.40 and conclude that SNt and SNt+1 differ in only a constant number of
machines. Lemma 1.33 then implies that we can obtain St+1 from St with a migration factor
of

(2 · C + 9 + 8ε) · 2O( 1
ε

log2 1
ε

) = 2O( 1
ε

log2 1
ε

)

if C = 65/ε.

We conclude the following.

Theorem 1.48. For the Machine Covering problem with permanent jobs, where pjt ≥ εOPTt

for each arriving job jt, Algorithm Robust-PTAS II is a (1 +O(ε))-competitive algorithm

with migration factor 2O( 1
ε

log2 1
ε

).

1.3.5 Arrival of small jobs

Finally, we explain how to adapt our algorithm if there are arriving jobs smaller than εOPTt.
As justified by Lemma 1.5, we cannot avoid using at least a small amount of accumulated
reassignment potential.
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If a new job jt with pjt ≤ ε · OPTt arrives, we trick the algorithm to believe that this
job has not yet appeared4. Instead, we schedule this job on an arbitrary machine, for
example machine 1. Once the total processing time of these jobs surpasses ε ·OPTt for some
iteration t, we feed all these jobs to the algorithm in a batch with total processing time at
most ε · OPTt + pjt ≤ 2εOPTt. Clearly, this causes an increase of the reassignment factor
by at most 1, and the amount of accumulated potential needed is at most 2εOPTt for all t.
Also, leaving out a batch of small jobs can only affect the objective function by a 1 + O(ε)
factor.

It is clear that if a batch of small jobs is introduced to the instance in iteration t, then
its load is at most 2εOPTt ≤ 2εAt. Since in the corresponding rounded instance all jobs
are larger than (1 + ε)` ≥ εA/(16(1 + ε)) ≥ εAt/(32(1 + ε)), the number of jobs added to
the rounded instance is constant. This implies that the migration factor needed for this
iteration is 2O( 1

ε
log2 1

ε
). To guarantee that also at the beginning of a block the migration

factor is bounded, we can still ensure that Lemma 1.46 is satisfied. To this end, if at any
iteration t a batch of small jobs is introduced, we only add jobs of size (1 + ε)`

∗
to the

rounded instance. In other words, we define N t
`∗ so that∣∣∣∣∣p(J`∗(It))−

`∗∑
i=`

N t
i · (1 + ε)i

∣∣∣∣∣ ≤ (1 + ε)`
∗
.

In this way the number of rounded jobs with size in [(1 + ε)`, (1 + ε)`
∗
) is never increased,

guaranteeing that Lemma 1.46 still holds. The rest of the analysis is thus valid, hence we
conclude that the migration factor in all iterations is at most 2O( 1

ε
log2 1

ε
). This implies the

following theorem.

Theorem 1.49. Consider the online Machine Covering problem with permanent jobs. For
any ε > 0 there exists a (1 + ε)-competitive algorithm with reassignment factor 2O( 1

ε
log2 1

ε
)

that uses O(εOPTt) accumulated reassignment potential in each iteration t.

1.4 A Robust PTAS for Temporary Jobs

In this section we adapt Algorithm Robust PTAS for the job arrival and departure setting.
The techniques are very similar as before, and thus we only focus on the main differences.

As with the job arrival case, we start by considering trivial instances. That is, assume
that we are given an initial instance I = (J,M) with stable average A, and then a job leaves
the instance, creating a new instance I ′ = (J ′,M). The next lemma takes care of the case
in which the stable average of the new instance A′ is smaller than A′/2.

Lemma 1.50. Let I = (J,M) be an instance with optimal value OPT and consider an
instance I ′ = (J ′,M) with one job less, that is J ′ = J \{j∗}. Let also A and A′ be the stable
average for instances I and I ′, respectively, and assume that A′ < A/2. Let S and S ′ be

4Notice that we cannot check whether pjt ≤ εOPTt in polynomial time, unless P = NP, since computing
OPTt is NP-hard. However, since At is within a factor 2 of OPTt, we can instead check whether pjt ≤ εAt.
Our algorithms in the previous sections work in the same way if pjt ≥ εAt ≥ εOPTt/2 for all t. The only
difference is that the migration (resp. reassignment) factor is increased by at most a factor of 2.
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locally optimal solutions for I and I ′, respectively. By permuting machines in schedule S ′,
it is possible to transform S into S ′ with a migration factor of 3.

Proof. We use a similar technique as in Lemma 1.20. Since A′ < A/2, Corollary 1.19 implies
that I ′ is trivial. Let L′ be the set of jobs returned by Algorithm Stable-Average on
input I ′. Note that in schedule S there exists at most one machine that processes more than
2 jobs in J ′\L′. Indeed, assume by contradiction that there are two such machines, i1 and i2.
Since I ′ is trivial, set J ′ \ L′ contains exactly m − 1 jobs. Then, there exist two machines
that process only jobs in L′∪{j∗}, and thus there exists at least one machine processing only
jobs in L′. The load of this machine is at most p(L′) = A′. Since jobs in J ′ \ L′ are larger
than A′, then machines i1 and i2 violate the condition of locally optimality for schedule S.
This is a contradiction.

Since I ′ is trivial, any locally optimal schedule must process all jobs in J ′ \L′ separately.
Thus, S and S ′ differ, up to permutation of machines, in jobs in L′ and a job j ∈ J ′ \ L′.
If job j must indeed be migrated it means that it was processed together with another job
j′ ∈ J ′ \ L′ by schedule S. By assuming, without loss of generality, that pj ≤ pj′ (otherwise
we migrate j′ instead of j), we have that pj ≤ pj′ ≤ A, where the last inequality follows
since S is locally optimal. We conclude that the total processing time migrated is at most
A + p(L′) = A + A′ ≤ 3A/2. On the other hand, since A − A′ ≤ pj∗ and A′ < A/2,
then pj∗ ≥ A/2. This implies that the migration factor used is at most 3.

As before, we first deal with the case where all arriving or departing jobs are larger
than εOPTt. The algorithm we present now is basically the same as Algorithm Robust-
PTAS, with only some minor modifications.

Algorithm General-Robust-PTAS

Input : A sequence of instances revealed online, It = (Jt,M) for t = 0, 1 . . . , so that: (i)
Jt4Jt−1 = {jt} and (ii) pjt ≥ εOPTt where OPTt is the optimal value for It.

1. Initialize A := 0 and I := ∅.

2. For each t = 0, 1, . . . ,

(a) Run Algorithm Stable-Average on It. Let At and wt be the corresponding
output.

(b) If At < A/2 or At > 2 · A then set A := At and

I :=

{
i ∈ Z : ε · A

8(1 + ε)
≤ (1 + ε)i ≤ 4A(1 + ε)

}
.

(c) Run Algorithm Rounding on input (It, I). Let (N t, INt) be the output of
the algorithm.

(d) Construct the set of configurations KI and the ILP [LEX] for this set, and
solve it with Lenstra’s algorithm. Let zt be the optimal solution of the ILP.
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(e) If t = 0, construct a schedule SN0 using z0 as a template. Let S0 be any
schedule that follows SN0 .

(f) If t > 0, construct a schedule SNt for instance It by using vector zt as a
template. Permute machines in schedule SNt so that the number of machines
on which schedules SNt−1 and SNt−1 differ is minimized.

(g) Run Algorithm Construct-Schedule on input (SNt−1 , SNt , St−1). Let St
be the output of this subroutine.

Notice that the only difference between this algorithm and Algorithm Robust-PTAS
is in Step (2b). In the new algorithm the value of A is also updated whenever At is smaller
than A/2. Also, the set I is defined slightly larger than before. Notice, however, that
the size of I is essentially the same, that is, |I| ∈ O(log1+ε(1/ε)). Also we have that
(1 + ε)` ≤ εA/8 ≤ εAt/4 ≤ εOPTt/2 for any iteration t. By Lemma 1.23, this implies
that our rounding procedure can decrease the optimal value by at most a 1 + O(ε) factor.
Therefore, by Lemma 1.33, we conclude that the algorithm is (1 +O(ε))-competitive.

To bound the reassignment factor we again consider blocks, defined as intervals of iter-
ations where the value A stays constant. Consider a block B = {s, . . . , r}. The following
lemma follows by directly applying previous results.

Lemma 1.51. Consider t ∈ {s, . . . , r−1}. Then the migration factor necessary to construct

schedule St+1 from St is in 2O( 1
ε

log2 1
ε

).

Proof. It is enough to notice that ‖N t+1 − N t‖1 ≤ 1. Thus, Lemmas 1.29 and 1.30 imply

that the migration factor necessary to convert schedule SNt into SNt+1 is 2O( 1
ε

log2 1
ε

). The
result then follows by Lemma 1.34.

We now show a bound on the reassignment factor for the last iteration of block B, i. e.,
for t = r. Let B′ be the block following B, and let A

′
be the corresponding value for A. We

can deal with the case where A
′
> 2A, exactly in the same way as in Section 1.3.4. Thus

we only consider the case A
′
< A/2. Moreover, if Ar+1 < Ar/2, then the migration factor

necessary for such an iteration is at most 3 by Lemma 1.50. Therefore, we assume that
A
′
= Ar+1 ≥ Ar/2 ≥ A/4.
We now bound the difference between N r and N r+1. To this end, we first re-round huge

jobs in INr to jobs of size (1 + ε)u
′
. That is, we redefine N r

i = 0 for all i = {u′ + 1, . . . , u},
and set

N r
u′ :=

∣∣∣{j ∈ Jr : pj ≥ (1 + ε)u
′
}∣∣∣ .

As before, it is easy to see that this does not change the lexicographically minimal solution
of this instance. Additionally, we define N r

i = 0 for all i ∈ {`′, . . . , `}.
After this modification, we can bound the difference between N r and N r+1 in terms

of |B|. This will help us showing that accumulating reassignment potential during block B
is enough to turn schedule Sr into Sr+1 with constant reassignment factor. To show this we
use a similar proof technique as the proof of Lemma 1.40 and Theorem 1.41. First we need
the following result, that plays the same role as Lemma 1.38.
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Lemma 1.52. Let B = {s, . . . , r}. Then∑
j∈Jr:pj≤A

pj ≤ (4 · |B|+ 1) · A.

Proof. Consider instance Ir+1 and its value wr+1 returned by Algorithm Stable average.
Note that Lemma 1.18 implies wr+1/2 < |B|. On the other hand, in any optimal solution for

instance Ir, each job smaller than Ar+1 = A
′
must be processed on one of the wr+1 machines

not containing huge jobs. Therefore, the total volume of such jobs is at most 2Ar+1wr+1 =

2A
′
wr+1 < 4 · |B| · A. The lemma follows since Jr = Jr+1 ∪ {jr+1}.

Lemma 1.53. After modifying vector N r as above, we have that N r
i = 0 for all i ∈ {u′ +

1, . . . , u}
u′∑
i=`′

|N r+1
i −N r

i | ∈ O
(
|B|
ε

)
.

We skip the proof of this lemma since it follows from an analogous argument to the proof
of Lemma 1.39.

Once we have bounded the difference between N r and N r+1, it is easy to show that
schedules SNr and SNr+1 differ in at most |B| ·2O( 1

ε
log2 1

ε
) machines. This follows by the same

argument as Lemma 1.40.

Lemma 1.54. Vector zr satisfies that zrk = 0 for all k ∈ KI \KI′, and∑
k∈KI′

|zr+1
k − zrk| ∈ |B| · 2O( 1

ε
log2 1

ε
).

This lemma and Lemma 1.34 imply that the load migrated in iteration r + 1 is |B| ·
2O( 1

ε
log2 1

ε
). With this we can conclude our main theorem by the same argument as in the

proof of Theorem 1.41.

Theorem 1.55. Algorithm General-Robust-PTAS is a robust PTAS with reassignment
factor 2O( 1

ε
log2 1

ε
) for temporary jobs if pjt ≥ εOPTt for each iteration t.

Finally, we see how to deal with arriving or departing small jobs. For job arrivals, we
can use the same technique as for Algorithm Robust-PTAS II explained at the end of
Section 1.3.4.

For the departure of small jobs we do as follows. We ignore the fact that certain small
jobs are removed as long as the following property holds: There is no machine which has
lost jobs of total processing time at least ε · OPTt. Under this condition, the objective
function is affected by less than a factor 1− ε. If there is such a machine, we remove all the
corresponding jobs for this machine, treating this removal as a new iteration. We call this
Operation O. Whenever we remove a batch of small jobs, we treat this as a new iteration,
and therefore we update our rounded instance with Algorithm Rounding. Since the batch
of small jobs that are removed has total processing time in O(εOPTt), then the updated
rounded instance has only a constant number of jobs less. This implies that the accumulated
potential corresponding to the jobs being removed is enough to update our schedule. Note
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that after performing Operation O there might be new machines which have assigned more
than ε · OPTt processing time of jobs that have left. Then we need to repeat O until there
is no such machine.

Applying the idea of the previous paragraph to Algorithm General-Robust-PTAS we
conclude the following.

Theorem 1.56. Consider the online Machine Covering problem with temporary jobs. There
exists a robust PTAS with reassignment factor 2O( 1

ε
log2 1

ε
).

We remark that it is not clear if it is possible to bound the amount of accumulated
reassignment potential by O(εOPTt) for the job departure case. The main bottleneck for
such a result is the departure of small jobs. Indeed, by delaying the departure of small jobs
as explained above we might have to use a large amount of reassignment potential, since in
one iteration we have to repeat Operation O an arbitrary number of times. On the other
hand, it is possible to adjust the techniques of Section 1.3.4 and obtain a robust PTAS
with constant migration factor (that is, with accumulated reassignment potential) in the
temporary job setting, if we additionally assume that for each arriving or departing jobs jt
it holds that pjt ≤ εOPTt.

1.5 Robust PTASes for General Objective Functions

We now generalize our results for a larger class of objective functions. This class was pre-
viously introduced by Alon et al. [AAWY98] as a family of objective functions that admit a
PTAS on parallel machines. By using similar techniques we show that this class also admits
a robust PTAS. Most of our results for the Machine Covering problem can be translated to
this general setting. We only focus on the main differences to describe our results.

We consider four types of objective functions. Given a schedule S, recall that `i(S)
denotes the load of machine i, that is, the sum of processing times of all jobs assigned to i.
The class of objective functions that we consider depends exclusively on the vector (`i(S))i∈M .
Minimization problems are of the form

∑
i∈M f(`i(S)) or maxi∈M f(`i(S)) for some given

function f : R≥0 → R≥0. Function f must satisfy the following conditions.

(C.i) Convexity:5 For all 0 ≤ x ≤ y and 0 ≤ ∆ ≤ y − x, it must hold that

f(x+ ∆) + f(y −∆) ≤ f(x) + f(y).

(C.ii) For all ε > 0 there exists δ = δ(ε) > 0 so that

∀x, y ≥ 0, if
x

1 + δ
≤ y ≤ (1 + δ)x then

f(x)

(1 + ε)
≤ f(y) ≤ (1 + ε)f(x).

We remark that, as observed by Epstein and Sgall [ES04], (C.ii) is equivalent to the uniform
continuity of function ln(f(ex)) on the real line.

Formally, the minimization problems in consideration are as follows.

5This definition is equivalent to the usual concept of convexity: f(λx+ (1− λ)y) ≤ λf(x) + (1− λ)f(y)
for all x, y ≥ 0 and 0 ≤ λ ≤ 1.



1.5. Robust PTASes for General Objective Functions 54

(I) Given a function f satisfying (C.i) and (C.ii), minimize
∑

i∈M f(`i(S)).

(II) Given a function f satisfying (C.i) and (C.ii), minimize maxi∈M f(`i(S)).

Note that these families generalize several classic objective functions. In particular, if f is
the identity function then maxi∈M f(`i(S)) corresponds to the Minimum Makespan prob-
lem. Also, we can model all `p-norms with this framework. Indeed, consider f(x) = x1/p

for some p ≥ 1, so that
∑

i∈M f(`i(S)) = ‖(`i(S))i∈M‖pp. It is easy to see that this func-
tion f satisfies Conditions (C.i) and (C.ii). Moreover, a (1+ε)-approximate solution for this
function has an approximation guarantee of (1 + ε)1/p ≤ (1 + ε) for the Lp norm.

For maximization problems we require function f to be concave instead of convex.

(C.i’) Concavity: For all 0 ≤ x ≤ y and 0 ≤ ∆ ≤ y−x, it must hold that f(x+∆)+f(y−∆) ≥
f(x) + f(y).

The maximization problems that we consider are the following.

(III) Given a function f satisfying (C.i’) and (C.ii), maximize
∑

i∈M f(`i(S)).

(IV) Given a function f satisfying (C.i’) and (C.ii), maximize mini∈M f(`i(S)).

We remark that with these families we can model, among many others, the Machine
Covering problem.

We consider the same online setting introduced in Section 1.2.1 for all these objective
functions, obtaining the same results as for the Machine Covering problem.

Theorem 1.57. For Problems (I), (II), (III) and (IV) with permanent jobs, there exists a
robust PTAS with constant reassignment factor that uses at most Kt ∈ O(εAt) accumulated
reassignment potential in each iteration t.

We remark that in this theorem, the bound on the accumulated reassignment potential
is given in terms of At, that is, the stable average of the instance in iteration t, as defined
in Section 1.3.1. In the corresponding result for the Machine Covering problem, i. e., Theo-
rem 1.49, we bounded the reassignment factor in terms of OPTt. However, for this problem,
At and OPTt are within a factor of 2 and therefore the theorem above implies Theorem 1.49.

Theorem 1.58. For Problems (I), (II), (III) and (IV) with temporary jobs, there exists a
robust PTAS with constant reassignment factor.

The proofs of these two results are obtained in the same way as for the Machine Covering
problem. The main extra properties that we need to show for these theorems are: (1) there
exists an optimal solution that is locally optimal (this follows from convexity or concavity),
and (2) in order to approximate the objective function it is enough to approximate the load
of the machines (this follows by Condition (C.ii)). Additionally, when dealing with small
jobs, instead of comparing the size of jobs with εOPTt as in Section 1.3.5, we compare them
with εAt (recall that for the Machine Covering problem, OPTt and At are within a factor
of 2, and thus this does not make a significant difference). The rest of the arguments follow
analogously.

We start by showing Property (1), which was observed before by Alon et al. [AAWY98].
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Observation 1.59. Consider a schedule S and let pimin be the processing time of the smallest
job assigned to machine i ∈M . If there exists a pair of machines i, k so that `i(S)− pimin ≥
`k(S), then reassigning the smallest job on i to machine k does not worsen the objective
function for any of the problems (I), (II), (III) or (IV).

Proof. For Problem (II), since f is convex then

max{f(x) : `k(S) ≤ x ≤ `i(S)} = max{f(`i(S)), f(`k(S))}.

Thus,

max{f(`i(S)− pimin), f(`k(S) + pimin)} ≤ max{f(`i(S)), f(`k(S))},

and thus the objective function cannot increase. The result for Problem (IV) follows by the
same argument by considering −f instead of f .

For Problem (I), the convexity of f implies that f(`i(S) − pimin) + f(`k(S) + pimin) ≤
f(`i(S)) + f(`k(S)). This implies the observation for Problem (I). An analogous argument
works for Problem (III).

This observation implies that we can restrict ourselves to consider locally optimal solu-
tions. In particular we have the following.

Observation 1.60. For any of the Problems (I), (II), (III) and (IV), there exists an optimal
solution that is locally optimal.

With this observation we can apply all the techniques of Section 1.3.1 for locally optimal
solutions. In particular, by Lemma 1.16, there exists an optimal solution for which the load
of any machine is at least A/2, where A is the stable average of the instance.

We now observe that the rounding technique of Section 1.3.2 can also be applied to the
problems in this section. Consider ε > 0. Condition (C.ii) implies that there exists a δ such
that we can round the processing times of each job to the nearest power of (1 + δ) without
affecting the objective function in more than a (1+ε) factor. Thus, as before, we can assume
that all our jobs have processing time (1 + δ)i for some i ∈ Z. The rest of our rounding
techniques are still valid as shown in the following lemma. In this lemma we use the concept
of a schedule that follows another solution, defined in Section 1.3.2. Recall that in all of our
algorithms before, the competitive guarantee was ensured by considering an optimal solution
of a rounded instance and then constructing a solution of the original instance that follows
the rounded solution. The next lemma shows that this still yields (1 + O(ε))-approximate
solutions for the problems considered in this section.

In the following we consider the set J`(I) containing all jobs j in instance I such that pj ≤
(1 + δ)`. We say that these jobs are small. Similarly, we denote by Hu(I) the set of jobs j
in I such that pj ≥ (1 + δ)u. In the following lemma, which is an extension of Lemma 1.22,
instance I1 represents an arbitrary instance, and I2 a rounded version of I1.

Lemma 1.61. For any ε > 0 there exists δ > 0 satisfying the following. Consider two
instances I1 = (J1,M) and I2 = (J2,M), and let A1 and A2 be the stable average of I1
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and I2, respectively. Let I = {`, . . . , u} be an index interval so that (1 + δ)u ≤ δA1/2
and (1 + δ)u > 2A1. Additionally, assume that

|p(J`(I1)− p(J`(I2))| ≤ (1 + δ)`,

{j ∈ J1 : pj = (1 + δ)i} = {j ∈ J2 : pj = (1 + δ)i} for all i ∈ {`+ 1, . . . , u− 1},
|Hu(I1)| = |Hu(I2)|.

Consider any of the Problems (I), (II), (III), or (IV), and let S∗2 be an optimal solution to
instance I2 that is also locally optimal. Then, any schedule S1 for I1 that follows S2 is a
(1 +O(ε))-approximate solution.

For the proof of this lemma, observe that A2 ≤ A1(1 + δ), and by assuming δ < 1 we
obtain that A2 < 2A1. This implies that in any locally optimal solution all jobs in Hu(I1)
and Hu(I2) must be processed on a machine of their own. Therefore, removing these jobs
together with |Hu(I1)| = |Hu(I2)| many machines can only make the problem harder to
approximate. We conclude that, without loss of generality, we can assume that Hu(I1)
and Hu(I2) are empty. Under this assumption, we show that if two schedules follow each
other then the load of every machine in both schedules is within a (1 +O(δ)) factor.

Lemma 1.62. Consider the same two instances as defined in the previous lemma, and
assume additionally that Hu(I1) = Hu(I2) = ∅. Let S1 and S2 be feasible solutions for I1

and I2, respectively, and assume that S1 follows S2 and also S2 follows S1. Then,

`i(S1)− 3(1 + δ)` ≤ `i(S2) ≤ `i(S1) + 3(1 + δ)` for all i ∈M.

Proof. Recall that `min(S) denotes the minimum load of a machine in schedule S. We can
assume without loss of generality that `min(S2) ≤ `min(S1) (otherwise invert the roles of S1

and S2). Observe that the same proof of Lemma 1.22 yields that `min(S2) ≥ `min(S1)−2(1 +
δ)`. Let i be an arbitrary machine. We consider two different cases.

Assume first the machine i satisfies `i(S1) > `min(S2)+3(1+δ)`. Thus, `i(S1) > `min(S1)+
(1+δ)`, because `min(S2) ≥ `min(S1)−2(1+δ)`. Since S1 follows S2, this implies that machine i
does not process any small job in schedule S1. If also no small job is assigned to i by S2,
then `i(S1) = `i(S2) and then we are done. Otherwise, schedule S2 can only assign more
jobs to i, and thus `i(S2) ≥ `i(S1). We conclude the lemma for this machine i since

`i(S1) ≤ `i(S2) ≤ `min(S2) + (1 + δ)` ≤ `min(S1) + (1 + δ)` ≤ `i(S1) + (1 + δ)`,

where the second inequality follows since S2 assigns a small job to machine i. Assume now
that `i(S1) ≤ `min(S2) + 3(1 + δ)`. Then simply note that

`i(S1)− 3(1 + δ)` ≤ `min(S2) ≤ `i(S2).

If i does not process a small job in schedule S2, then `i(S2) ≤ `i(S1), and hence we are done.
Thus, we can assume that i processes a small job in schedule S2. Then

`i(S2) ≤ `min(S2) + (1 + δ)` ≤ `min(S1) + (1 + δ)` ≤ `i(S1) + (1 + δ)`.

Using this technical result we show Lemma 1.61.
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Proof (Lemma 1.61). Let S∗1 be an optimal solution to I1 that is also locally optimal. Re-
move all jobs in J`(I1). Greedily add all jobs in J`(I2) in a list-scheduling fashion. Call this
solution S2.

With this construction, we have that S2 follows S∗1 . Since S∗1 is locally optimal also S∗1
follows S2, and hence we can use the previous lemma for these schedules. Recall that
(1 + δ)` ≤ δA1/2. By Lemma 1.16 this implies that (1 + δ)` ≤ δ`min(S∗1) ≤ `i(S

∗
1). The

previous lemma implies that

(1− 3δ)`i(S
∗
1) ≤ `i(S2) ≤ (1 + 3δ)`i(S

∗
1).

Then, Condition (C.ii) implies that for any ε > 0 there exists a small enough δ > 0 such
that

f(`i(S
∗
1))

(1 + ε)
≤ f(`i(S2)) ≤ (1 + ε)f(`i(S

∗
1)). (1.7)

Consider now an optimal solution S∗2 to I2 that is also locally optimal, and let S1 be a
solution to I1 that follows S∗2 . Since S∗2 is locally optimal then S∗2 also follows S1. With the
same argument as above we obtain

f(`i(S1))

(1 + ε)
≤ f(`i(S

∗
2)) ≤ (1 + ε)f(`i(S

∗
1)). (1.8)

Consider now Problems (I) and (II). Since these are minimization problems, Equation (1.7)
implies that OPT2 ≤ (1 + ε)OPT1. Let C(S1) denote the cost of schedule S1. Then,
Equation (1.8) implies that C(S1) ≤ (1 + ε)OPT2, and thus C(S1) ≤ (1 + ε)2OPT1 ∈
(1 +O(ε))OPT1. This implies the lemma for Problems (I) and (II). An analogous argument
works for Problems (III) and (IV).

Consider one of the robust PTASes from the previous sections. Lemma 1.61 applied to
an instance It together with its rounded version INt ensures that the rounding procedure
in all our algorithms (Algorithm Rounding) do not modify the objective function by more
than a 1 + O(ε) factor. Moreover, assume that we modify the objective function of the
ILP [LEX] so that it computes an optimal solution (of the rounded instance) for one of the
objective functions of Problems (I)-(IV). Then, since the output of the robust PTAS for
iteration t follows the optimal solution for INt , then Lemma 1.61 ensures that the algorithm
is (1 +O(ε))-competitive. In the following we show how to modify the objective function of
our ILP [LEX] (Section 1.3.2) to model each of the problems (I) to (IV).

Modeling Problems (I) and (III) is easier than before. For a configuration k ∈ K we
define its corresponding cost coefficient as ck := f(load(k)). Thus, changing the objective
function of [LEX] to minimize (correspondingly maximize)

∑
k∈KI

ck · xk yields an optimal
solution to the rounded instance IN for Problem (I) (correspondingly Problem (III)).

For Problem (IV), we must again consider lexicographically minimal solutions. How-
ever, the order in which we consider the configurations is different. Consider the set of
configurations KI = K, and relabel the configurations in K = {k1, . . . , k|K|}, so that
f(load(k1)) ≤ . . . ≤ f(load(k|K|)). We now consider lexicographically minimal solutions
with respect to this order, as defined in Section 1.3.2. With the same argument as in
Lemma 1.27, finding the lexicographically minimal solution with this order yields a schedule
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that maximizes mini f(`i(S)). The rest of the analysis follows identically as for the Machine
Covering problem.

For Problem (II), we can simply revert the order of the configurations, that is, we rela-
bel K = {k1, . . . , k|K|}, so that f(load(k1)) ≥ . . . ≥ f(load(k|K|)).

After defining how to model our objective functions, we note an additional difference
between the Machine Covering problem and Problems (I) and (III). Recall that the ILP [LEX]
for the Machine Covering problem (as well as for Problems (II) and (IV)) has a unique
optimal solution. Then we have argued as follows. Given an optimal solution zt for [LEX] in
iteration t, Lemma 1.29 implies that there exists an optimal solution zt+1 for the following
iteration such that the difference between zt and zt+1 (in `1-norm) is bounded. Moreover,
the uniqueness of the optimal solution of [LEX] in iteration t + 1 assured that the solution
found by Lenstra’s algorithm is indeed the sought solution. With this we could bound the
difference of zt and zt+1, and hence bound the migration and reassignment factors.

If the optimal solution of [LEX] is not unique, as in Problems (I) and (III), solving the
ILP for each iteration independently might yield some other optimal solution, not the one
claimed in Lemma 1.29. If this happens we cannot bound the difference between zt and zt+1

as before. Thus, instead of solving the ILP in each iteration with Lenstra’s algorithm, we
find zt+1 with an exhaustive search.

Recall that if t is not the last iteration of a block, the difference between zt and zt+1 is
bounded by 2O( 1

ε
log2 1

ε
) (Lemma 1.31). Thus, we can find zt+1 by searching through all vectors

that differ to zt (in `1-norm) by at most 2O( 1
ε

log2 1
ε

). Since zt+1 belongs to a space of dimension

2O( 1
ε

log2 1
ε

), the search space has size 22O( 1ε log2 1
ε )

. For Algorithm Robust-PTAS II, the same
argument works when t is the last iteration of a block. However, for Algorithms Robust-
PTAS and General-Robust-PTAS we have that if t is the last iteration of a block,
then the difference between zt and zt+1 is only bounded by |B| · 2O( 1

ε
log2 1

ε
) (Lemmas 1.40

and 1.54). Moreover, this larger difference is caused by the re-rounding of several small jobs.
In this case we can pretend that we re-round these jobs one at a time, obtaining a sequence
of solutions each corresponding to the re-rounding of one job. Each solution of the sequence
can be found with the exhaustive search technique explained above, and thus finding the

solution takes time 22O( 1ε log2 1
ε )

. Moreover, we have implicitly showed (Lemmas 1.39 and 1.53)
that the length of such a sequence is in O(|B|/ε). Therefore, the running time of the whole

procedure is in |B|·22O( 1ε log2 1
ε )

. With this we guarantee that our algorithms run in polynomial
time.

Having modeled the objective function and adapted our algorithms as explained above,
the rest of our arguments follow without modification. This is because all of them are based
on properties of sensitivity analysis of ILPs (which do not depend on the objective function),
or on locally optimal solutions. This implies Theorems 1.57 and 1.58.

1.6 Conclusions

In this chapter we considered online robust versions of different parallel machine scheduling
problems. We started by showing that the Machine Covering problem does not admit a
robust PTAS with constant migration factor. This answers an open question proposed by
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Sanders et al. [SSS09]. We introduce a new framework to study this problem, by slightly
relaxing the definition of algorithms with constant migration factor: we considered the prob-
lem in the constant reassignment setting, with the additional restriction that the amount of
accumulated reassignment potential used in each iteration must be in O(εOPTt). We derived
such a result for the permanent job setting. To this end, we identified a key property that
ensures robustness, that is, considering solutions that are lexicographically minimal. Subse-
quently, we presented a robust PTAS with constant reassignment factor for the temporary
job setting. This constitutes the first result of this kind that considers job departures. In the
last section we identified key properties for objective functions that guarantee the existence
of robust PTASes.

Our work leaves several open questions. Recall that in the setting with temporary jobs,
our robust PTAS might accumulate an unbounded amount of reassignment potential and
use it all in one iteration. Is it possible to avoid this? As discussed at the end of Section 1.4,
the main difficulty to answer this question is how to deal with small leaving jobs.

In all robust PTASes found in the literature, as well as in our algorithms, the migration
or reassignment factor has an exponential dependency on 1/ε. An interesting open question,
and maybe the most important one for this kind of problems, is whether it is possible to
obtain a polynomial dependency on 1/ε. Answering this question for any of the problems
considered above – including Machine Covering, Minimum Makespan and the Minimum `p-
norm problems – would be a big step in better understanding robust solutions for scheduling
problems.

Finally, it would be interesting to derive algorithms with constant migration or reassign-
ment factor in more general machine settings. For example, a natural generalization would
be to consider the problem on related machines. In this setting, each machine i has a speed si
and job j needs to be processed for pj/si units of time if assigned to machine i. Finding a
robust PTAS in this setting seems to be considerably more complicated than in the parallel
machine case. For the Minimum Makespan problem, Jansen [Jan10] has recently shown
an offline PTAS based on an ILP to solve the rounded instance. This technique might be
useful to obtain a robust PTAS by again using the sensitivity analysis result (Lemma 1.29)
for ILPs.





Chapter 2

Robust Multi-Stage Matroid
Optimization

Joint work with M. Skutella and A. Wiese

2.1 Introduction

Matroid Optimization Matroid optimization is one of the most successful modeling
frameworks in combinatorial optimization. To motivate this setting, consider the follow-
ing three natural problems.

• Maximum Spanning Trees. This is one of the best understood problems in combi-
natorial optimization. Consider a graph G with a node set V and an edge set E. Given
a weight function on the edges, the task is to find a set of edges of maximum weight
that contains no cycle, that is, a forest of the graph. Note that if G is connected and
the weights are positive, the optimal solution will be a spanning tree. See Chapter 3 for
an interesting application of this problem and the Minimum Spanning Tree problem.

• Maximum Weight Single Machine Scheduling. Consider the following scheduling
problem that appears naturally in production environments. We are given a set of unit
length jobs that needs to be scheduled on a single machine. Each job j has a positive
weight, a release date rj and a due date dj > rj. The task is to pick a subset of jobs
with maximum total weight satisfying the following constraint: it must be possible to
assign each job j that is picked to an integral time slot in the interval [rj, dj], so that
no two jobs are assigned to the same slot.

• Maximum Weight Vector Basis. Assume that we are given a set V of vectors
in Rn. Each vector has an associated positive weight, and the objective is to find
a subset of V with maximum weight among all independent subsets. This problem
and its minimization version (where we seek a basis of minimum weight) have a vast
number of applications, including electrical networks, structural engineering, chemistry
and biochemistry, and periodic timetabling (see [Mic06] and the references therein).

61
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All these problems, which are seemingly very different, can be modeled with the matroid
paradigm. Notice that in each of these settings we are given a set of elements E (correspond-
ing to edges, jobs and vectors, respectively) for which a subset of maximum weight must be
chosen. Let us denote by I ⊆ 2E the collection of all feasible sets. This corresponds to the
collection of forests in the first example, the collection of feasible subset of jobs in the second
example, and the collection of independent sets in the third one. It is not hard to check that
all of these three problems satisfy the following properties (see, e. g., [Sch03, Chapter 39]).

1. Inclusion Property : If I ∈ I and J ⊆ I then J ∈ I.

2. Extension Property : If I, J ∈ I and |J | < |I|, then there exists e ∈ I \ J such that
J + e ∈ I.

A pair (E, I) is a matroid if I is non-empty and the two properties above are satisfied. Set
E is called the ground set, and sets in I are said to be independent. Moreover, inclusion-wise
maximal independent sets are the bases of the matroid. Notice that these concepts coincide
with the definitions of independence of vectors and bases in linear algebra.

A famous result by Rado [Rad57], Gale [Gal68], and Edmonds [Edm71] states that a
pair (E, I) satisfying the Inclusion Property is a matroid if and only if the greedy algorithm
computes a maximum weight independent set for arbitrary weights. This characterization
highlights the relevance of matroids in the area of efficient algorithms and combinatorial
optimization. An analogous result shows that a minimum weight basis can also be found
with the greedy algorithm.

An even greater modeling power is obtained if we allow to take intersection of matroids.
That is, we consider a system (E, I) with I =

⋂`
i=1 Ii, where (E, Ii) is a matroid for

each i ∈ {1, . . . , `}. Two prominent examples of problems that can be modeled with this
framework are the following.

• Maximum Weight Matching on Bipartite Graphs. Given a bipartite graph
with weights of the edges, the objective is to find maximum weight matching. In other
words, we are interested in finding a subset of edges with maximum weight in which no
two edges cover the same node. Well known approaches exists for solving this problem
in polynomial time, see for example [Sch03, Chapter 16].

• Maximum Weight Directed Hamiltonian Path Problem (MaxHam). Con-
sider a salesman that travels on the edges of a weighted graph that is directed and
complete. Assuming that the weights are non-negative, the salesman must visit each
node exactly once with the objective of maximizing the total weight of the traversed
edges. This problem can be shown to be NP-hard with a straight forward reduction
from the Hamiltonian Path problem [GJ79]. This setting is closely related to the di-
rected Maximum Traveling Salesmen Problem (MaxTSP), where the salesmen must
additionally return to the starting node.

It is not hard to see that the first problem can be modeled with the intersection of two
matroids. Each matroid upper bounds by one the degree of each node in one side of the
bipartite graph. Similarly, the MaxHam problem can be modeled as the intersection of three
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matroids: one matroid representing the collection of forests of the graph, and two matroids
for bounding the in- and out-degree of each node by one.

Edmonds [Edm70] observed that the weighted matroid intersection problem on two ma-
troids can be solved efficiently. Besides the maximum matching problem just described,
this setting has applications in many areas such as edge connectivity [Gab91], survivable
network design [BMM98], constrained [HL04] as well as degree-bounded [Goe06] minimum
spanning trees, and multicast network codes [HKM05]. As in the case of the MaxHam prob-
lem, considering the intersection of more than two matroids leads into the world of NP-hard
optimization problems, and thus cannot be solved efficiently unless P = NP.

Robust Multi-Stage Optimization In this thesis we are interested in discrete optimiza-
tion problems where the input data is revealed in several stages, similarly to online problems.
We study robust versions of this idea, where we allow a limited amount of recourse in each
stage. In this chapter we study such robust multi-stage optimization problems from a broad
perspective in the general context of matroid optimization. More precisely, we are consider-
ing the problem of finding a subset of maximum weight in the intersection of several matroids
over a common weighted ground set. In our model, the input data – the elements of the
ground set – is revealed over time in discrete stages. At every stage t, a set of new elements
becomes available and we are allowed to add at most kt of the current set of available el-
ements to our solution, while dropping others in order to maintain feasibility. A sequence
satisfying this property is said to be robust. The objective is to build a robust sequence of
solutions with large weight. As in an online setting, decisions must be taken without any
information on the elements (and their weights) that will arrive in the future.

In each stage, we compare the solution computed by our algorithms to the best robust
sequence. Our measure of performance is the worst-case ratio between their weights. If
this ratio equals α, we say that the algorithm is α-competitive against robust solutions.
Notice that the optimal robust sequence is obtained using complete knowledge of all stages
in advance.

It is interesting to mention that, due to the limited flexibility in each stage, robust
solutions are in general not competitive when compared against the offline optimum (as it
is done in classical competitive analysis of online algorithms). Despite this fact, there are
interesting problems that admit constant competitive algorithms when compared with the
offline optimum in each stage. In particular, we prove that for MaxHam and MaxTSP, there
exist constant competitive robust solutions (compared against the offline optimum), even for
small values of kt.

Related Work

To the best of our knowledge, multi-stage robust optimization on matroids has not been
studied in its own right. We now review the literature of several related models in which the
main difficulty is also the uncertainty of the input.

Matroid Secretary Problem A particularly interesting example of matroid optimiza-
tion under uncertainty is the matroid secretary problem. In this problem, the elements of
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the ground set of a matroid arrive in a random order and the algorithm has to take an irre-
vocable decision to take an element or not. Babaioff, Immorlica, and Kleinberg [BIK07] give
an O(log r)-competitive online algorithm for any matroids of rank r. For some important
classes of matroids they give even constant-competitive online algorithms. The competitive
ratios in the latter and other important cases are subsequently improved in a series of pa-
pers [BDG+09, DP08, KP09, Sot11]. For the random assignment model, where there is an
adversary that chooses a set of weights which are then randomly assigned to the ground set,
Soto [Sot11] gives the first constant factor competitive algorithm for general matroids. A
further generalization of the matroid secretary problem to the discounted and the weighted
setting (weighted meaning that up to K secretaries can be chosen and have to be allocated
to one of K positions) is given by Babaioff et al. [BDG+09].

α-Robustness A different concept of robustness in the context of matroid intersection is
considered by Hassin and Rubinstein [HR02]. In their setting, an independent set in the
intersection of two matroids is said to be α-robust if the weight of its p heaviest elements
is within a factor α of the maximum weight common independent set of p elements. They
give an easy proof showing that for ` matroids a greedy solution is `-robust. In the same
paper they present an algorithm to compute a

√
2-robust algorithm for the Maximum Weight

Matching problem in complete graphs. Later, Fujita, Kobayashi, and Makino [FKM10] show
that for two matroids there exists a

√
2-robust solution. Moreover, they give a matching lower

bound by showing that it is NP-hard to decide whether there exists an α-robust solution for
any α <

√
2.

Graphic Matroids A particular class of matroids that has been studied in the online
setting are graphic matroids, corresponding to the maximum (or minimum) spanning tree
problem stated above. Imase and Waxman [IW91] consider a problem where the vertices
of a graph appear one by one and, upon arrival, have to be connected to the rest of the
graph. For the Minimum Spanning Tree problem, they show that the greedy online algorithm
achieves a performance ratio of O(log n) in any metric space. Due to the metric property,
this immediately generalizes to the Online Steiner Tree Problem. Additionally, they give
a lower bound of Ω(log n) for any online algorithm. They also consider an online robust
model similar to ours. By allowing to rearrange a limited number of edges in each stage,
they give a constant competitive algorithm which needs in total O(n3/2) rearrangements for
a graph with n nodes. They leave as an open problem if it is possible to achieve a constant
competitive factor by rearranging a constant number of edges in each stage. Chapter 3 is
devoted to study this problem.

Online Weighted Matchings A classical example of matroid intersection is the mini-
mum weight bipartite matching problem. An online version of this problem can be defined
as follows: the vertices on one side of the bipartition arrive one by one, and at the appear-
ance of each node we must choose an edge in the matching covering it. In the setting with
metric weights, the best possible competitive factor of a deterministic online algorithm is
2n − 1 (where n denotes the number of vertices on each side) [KP93, KMV94]. By allow-
ing randomization, poly-logarithmic competitive factors can be achieved [MNP06]. For the
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maximization version, Kalyanasundaram and Pruhs [KP93] give a 3-competitive algorithm
and show a matching lower bound.

The Semi-Streaming Model Muthukrishnan [Mut05] introduced the semi-streaming
model, motivated by optimization problems in graphs with a large number of edges. In
this setting, the nodes of a graph are known and the edges are given one by one in a stream-
ing fashion. By using a limited amount of memory, namely, O(n · polylog(n)) where n is
the number of nodes, the objective is to optimize a given graph problem (e. g., maximum
matching, shortest paths, diameter). The model considered is adversarial, assuming a worst
case ordering of the edges in the stream. In this setting Feigenbaum, Kannan, Mcgre-
gor, Suri, and Zhang [FKM+04] studied the maximum matching problem (which is closely
related to the matroid intersection problem), obtaining a 6-approximation algorithm. Mc-
Gregor [McG05] and Zelke [Zel10] improved on this obtaining approximation factors of 5.828
and 5.585, respectively. The best algorithm known so far is by Epstein, Levin, Mestre, and
Segev [ELMS11] and achieves an approximation guarantee of 4.91 + ε. This last algorithm
works by classifying edges by their weight, keeping a maximal matching for each class and
at the end combining the solutions to obtain a matching for the complete graph.

Our Contribution

We first consider our problem – the Robust Multi-Stage Matroid problem – in the single
matroid case. We obtain a constant factor competitive algorithm by showing that a natural
greedy algorithm is 2-competitive against robust solutions. To this end, we first identify a
convenient class of instances that constitutes the worst-case scenario for robust algorithms.
This reduction allows us to base our analysis on the study of sequences of local changes
of independent sets. We derive several properties of these sequences, extending the work
by Gabow and Tarjan [GT84]. Using these tools we analyze the competitive factor of the
algorithm by bounding the loss on the objective function caused by any single wrong decision
taken by the algorithm. Moreover, we give a matching tight example for the analysis of our
algorithm. An extension of our analysis yields analogous results if we require robust solutions
to be bases in each stage. Additionally, we characterize the structure of optimal robust
solutions by showing that the robustness property can be modeled with an extra matroid
constraint. This means that in the full information case, in which the arrival sequence of
elements is known in advance, we can compute an optimal robust solution with any matroid
intersection algorithm.

In the second part of this chapter we consider our problem in the matroid intersection
setting. We give an O(`2)-competitive algorithm against robust solutions when solutions
must be independent for ` matroids. Since already the offline problem is NP-hard, we
identify a subclass of robust solutions – called lazy-removing – that can be constructed
online without sacrificing more than a factor O(`) in the objective function. This type of
solutions are derived by extending the ideas of Feigenbaum et al. [FKM+04] for the matching
problem in the semi-streaming model. To study such solutions, we analyze the weight of
the elements that the solution chooses either not to include or to remove in a certain stage.
We introduce a carefully constructed charging scheme to compare their weight to the weight
of the final solution. The extra structure of lazy-removing solutions allows us to generalize
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the techniques derived for the single matroid case, showing that our online algorithm is
O(`2)-competitive against robust solutions.

To demonstrate the power of our techniques, we apply our results to the directed MaxTSP
problem. In the robust multi-stage version of this problem, each stage corresponds to the
arrival of a new city (together with its connections to known cities). Our algorithm for
the intersection of three matroids yields O(1)-competitive common independent sets when
compared to the offline optimum, even when kt = 1. By increasing the budget to kt = 6,
we obtain a constant competitive algorithm even when compared to the offline optimum in
each stage.

This chapter is structured as follows. In Section 2.2 we start by introducing basic ma-
troid notions and results. In Section 2.3.1 we give a precise definition of our problem and
Section 2.3.2 studies how an independent set can be changed by applying a sequence of local
changes (swaps) to it, as well as basic properties of swap sequences. These properties are
used in Section 2.3.3 to show that our online algorithm is 2-competitive against robust solu-
tions. In Section 2.3.4 we generalize the techniques for the case in which we require solutions
to be bases at the end of each stage. Section 2.3.5 studies the full information case, showing
that we can find an optimal robust solution in polynomial time if we know the complete
input of our instance.

In Section 2.4 we generalize our techniques to the matroid intersection setting. We define
the problem for the intersection of two matroids in Section 2.4.1, and in Section 2.4.2 we
extend the idea of swap sequence to this setting and derive several of their properties. In
Section 2.4.3 we analyze the competitive ratio of an online algorithm. In Section 2.4.4 we
shortly discuss how to extend our techniques to the intersection of several matroids. We
conclude by applying our model to the maxTSP problem in Section 2.4.5.

Remark
Very recently, it came to our attention1 a result on submodular function maximization by

Fisher, Nemhauser, and Wolsey [FNW78b]. They consider the problem of maximizing a sub-
modular function over a partition matroid, showing that a greedy algorithm is 2-competitive.
We notice that this implies our first result, namely, the analysis of the 2-competitive greedy
algorithm for the Robust Multi-Stage Matroid problem. Indeed, the robustness property
in our setting can be modeled with a partition matroid. Additionally, maximizing a linear
function over a matroid defines a submodular function, called the weighted rank. We dis-
cuss this connection in more detail in Section 2.3.6. We remark that maximizing over the
intersection of two or more matroids does not yield a submodular function. This implies
that our results for the matroid intersection setting do not follow from [FNW78b], requiring
significantly more ideas.

2.2 Basics Concepts

In the following we give a succinct introduction to matroids and submodularity. For a more
exhaustive exposition of these topics see, e. g., [Sch03, Oxl93].

1We are very grateful to an anonymous referee who pointed us to this remark and to references [FKM+04]
and [FNW78b].
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Matroid Basics Given a set X and an element x we denote

X + x := X ∪ {x} and X − x := X \ {x}.

Similarly, given a set X and two elements x, y, we denote

X − y + x :=

{
(X − y) + x if x 6= y,

X if x = y.

Consider a set E, called the ground set (or element’s set), and I ⊆ 2E a collection of
subsets of E. Recall that the pairM = (E, I) is called a matroid if the following properties
hold.

1. I is non-empty.

2. Inclusion Property : If I ∈ I and J ⊆ I then J ∈ I.

3. Extension Property : If I, J ∈ I and |J | < |I|, then there exists e ∈ I \ J such that
J + e ∈ I.

Sets in I are said to be independent, and an inclusion-wise maximal set in I is called
a basis of the matroid. It is easy to see from the definition that all bases have the same
cardinality. Moreover, such cardinality is called the rank of M, denoted rankM (E).

As mentioned before, a prominent example of matroids are the so called graphic matroids,
defined as follows. Given an undirected graph G = (V,E), we define the systemM = (E, I)
where I is the collection of all forests2 in G. It is not hard to show that M is indeed a
matroid. Notice that if G is connected then bases correspond to spanning trees, and the
rank is simply |V | − 1. It is often useful to think in terms of graphic matroids when first
encountering matroid terms, since several definitions are called after graph analogs.

A set D is called dependent if D 6∈ I, and an element e ∈ E so that {e} is dependent
is called a loop. Another important concept of matroids that we will use extensively is the
concept of circuit. A set C is a circuit ofM if it is an inclusion-wise minimal dependent set.
Note that in graphic matroids circuits correspond to simple cycles in the graph.

Given a basis B and any element f 6∈ B, the set B + f contains exactly one circuit,
which we call C(B, f) ⊆ B + f . Given g ∈ C(B, f), by definition of circuit we have that
C(B, f) − g is an independent set. By the Extension Property this implies that B − g + f
is also independent and therefore a basis. An extension of this simple idea is given by the
following result.

Lemma 2.1 (Symmetric Exchange Property [Sch03, Theorem 39.12]). Let B1 and B2 be
two bases of M. Then for any f ∈ B1 \ B2 there exists g ∈ B2 \ B1 such that B2 + f − g
and B1 + g − f are bases.

Consider now a non-negative weight function w : E → R≥0. For a given set of el-
ements I ⊆ E we denote w(I) =

∑
e∈I w(e). One of the most fundamental results on

matroid optimization is that an independent set I maximizing w(I) can be computed

2A forest is a subset of edges containing no cycle.
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with the following greedy algorithm: Order the elements in E = {e1, . . . , e|E|} such that
w(e1) ≥ w(e2) ≥ . . . ≥ w(e|E|); Initialize I := ∅; For each i = 1, . . . , |E|, if I + ei is indepen-
dent then set I := I + ei. This result was originally shown by Rado [Rad57], Gale [Gal68],
and Edmonds [Edm71].

Lemma 2.2 ([Rad57, Gal68, Edm71]). The greedy algorithm returns an independent set of
maximum weight.

Additionally, for finding a minimum weight basis of a matroid, an analogous greedy
algorithm (obtained as before but reverting the ordering of the elements) yields an op-
timal solution. Note that in graphic matroids this algorithm is equivalent to Kruskal’s
algorithm [Kru56].

Weighted Rank and Submodularity Recall that all bases of a matroid M have the
same cardinality, rankM (E). More generally, given a subset X ⊆ E, every inclusion-wise
maximal independent set in X has the same cardinality. This follows easily from the Exten-
sion Property. The cardinality of these sets is called the rank of X,

rankM (X) := max{|I| : I ∈ I and I ⊆ X}.

Arguably, one of the most important properties of this function is that it is submodular 3.

Definition 2.3 (Submodularity). A function R : 2E → R is submodular if for any sets
X, Y ⊆ E with X ⊆ Y and e ∈ E it holds that R(X ∪ {e})−R(X) ≥ R(Y ∪ {e})−R(Y ).

Notice that submodularity means that the gain on R(X) by adding e to X cannot
increase if we consider an addition of e to a superset of X. Intuitively, this property can be
interpreted as a discrete analog of convexity.

Lemma 2.4 ([Sch03, Theorem 39.8]). For any matroid M, its rank function rankM (·) is
submodular.

Proof. Consider two sets X, Y ⊆ E with X ⊆ Y and an element e ∈ E \ Y . Given an
independent set I ⊆ X of maximal cardinality, the Extension Property ensures that there
exists an independent set J ⊆ Y of maximum cardinality such that I ⊆ J ⊆ Y . Assume
that rankM (Y + e)− rankM (Y ) = 1, otherwise there is nothing to show. By the Extension
Property this implies that J + e is independent. Thus, by the Inclusion Property set I + e
is independent. We conclude that rankM (X + e) − rankM (X) = 1, and thus the lemma
follows.

More generally, given a non-negative weight function w : E → R≥0, we define the weighted
rank function of matroid M as

RM(X) := max {w(I) : I ∈ I and I ⊆ X} .

To simplify notation we call RM(·) = R(·). Notice that R(X) can be computed with
the greedy algorithm described above. Moreover, as we now show, this function is also
submodular.

3There exist several equivalent definitions of submodularity. We present here the form that better suits
our needs.
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Lemma 2.5 ([FNW78a, Proposition 3.1]). For any matroid M = (E, I) and non-negative
weight function w, the corresponding weighted rank function is submodular.

Proof. Let us fix a set X ⊆ E and let n := |E|. Assume that E = {e1, . . . , en} with
w(e1) ≥ . . . ≥ w(en) and denote Ei := {e1, . . . , ei}. To compute R(X) we can use the
greedy algorithm with the ordering of elements e1, . . . , en restricted to set X. Assume that
the greedy algorithm returns a set I, so that R(X) = w(I). For any set S, let χS denote
the indicator function of S. By defining w(en+1) := 0, we compute that

R(X) = w(I) =
n∑
i=1

χI(ei) · w(ei) =
n∑
i=1

χI(ei) ·
n∑
j=i

w(ej)− w(ej+1)

=
n∑
j=1

j∑
i=1

χI(ei) · (w(ej)− w(ej+1)) =
n∑
j=1

|I ∩ Ei| · (w(ej)− w(ej+1)).

Since I is chosen by the greedy algorithm with the ordering of elements as above, I ∩ Ei
is a maximum cardinality independent set of X ∩ Ei. Denote by ranki(·) the rank function
of matroid M restricted to elements in Ei. Thus, |I ∩ Ei| = ranki(X ∩ Ei) and therefore
we obtain that R(X) =

∑n
j=1 ranki(X ∩ Ei) · (w(ej) − w(ej+1)). Recall that ranki(·) is

submodular by the previous lemma. Moreover, a straightforward extension of this implies
that ranki((·) ∩ Ei) is submodular. We conclude that R(X) is a conical combination of
submodular functions and therefore is also submodular.

Additionally, it will be useful to have a formula for computing R(X + e)−R(X). This
is stated in the following result.

Lemma 2.6. Given a matroid M = (E, I) and a non-negative weight function w, consider
the corresponding weighted rank function R. For a subset X ⊆ E, let I ∈ I be a maximum
weight set such that I ⊆ X. Consider a given element e ∈ E. If I + e is independent then

R(X + e)−R(X) = w(e).

Otherwise, let g be a minimum weight element in the cycle C(I, e) ⊆ I + e. Then,

R(X + e)−R(X) = w(e)− w(g).

Proof. Assume first that I + e is independent. Then, by submodularity of R, we have that

w(e) = R(∅+ e)−R(∅) ≥ R(X + e)−R(X) ≥ w(I + e)− w(I) = w(e),

where the last inequality follows since w(I+e) is independent and thus R(X+e) ≥ w(I+e).
The lemma then follows if I + e is independent.

Assume now that I + e is dependent, and relabel the elements in I + e = {e1, . . . , en} so
that w(e1) ≥ . . . ≥ w(en). Since g is an element with smallest weight in the cycle C(I, e),
we can assume that in the ordering e1, . . . , en element g comes after all elements in C(I, e).
More precisely, let j be such that g = ej. By definition of g, we have that w(ei) ≥ w(g) for all
ei ∈ C(I, e), so we can assume that i < j. For any i ∈ {1, . . . , n}, denote Ei := {e1, . . . , ei}
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and let Ii be a maximum weight independent set in Ei computed by the greedy algorithm
with the ordering of the elements as above. Notice that Ej−1 ⊆ I − g + e, and thus Ej−1 is
independent. Thus, because w is non-negative then Ij−1 = Ej−1. Also, Ej contains C(I, e)
and thus g = ej is not selected by the algorithm. This implies that Ij = Ij−1 = Ej−1 = Ej−g.
On the other hand, Ej − e is contained in I and thus it is independent. This implies that
R(Ej − e) = w(Ej)− w(e). We conclude that

R(Ej)−R(Ej−e) = w(Ij)−(w(Ej)−w(e)) = w(Ej)−w(g)−(w(Ej)−w(e)) = w(e)−w(g).

Thus, since R is submodular and Ej−e ⊆ X we have that R(X+e)−R(X) ≤ w(e)−w(g).
Finally, we notice that R(X) = w(I) and R(X+e) ≥ w(I−g+e). The lemma follows since

w(e)− w(g) = w(I − g + e)− w(I) ≤ R(X + e)−R(X) ≤ w(e)− w(g)

2.3 Robust Multi-Stage Optimization Under a Single

Matroid Constraint

2.3.1 Problem Definition

Now that we have introduced the basic definitions and properties of matroids and weighted
rank functions, we state the Robust Multi-Stage Matroid problem in the single matroid
case. Consider a matroid M = (E, I) and a weight function w : E → R≥0 that are both
revealed incrementally in n stages. For technical reasons we add to matroid M a dummy
element ε ∈ E which is a loop and has zero weight. Initially, we are given a starting set of
available elements E0 ⊆ E, together with an initial independent set I0 ⊆ E0. In each stage
t ∈ {1, . . . , n}, a set Et ⊆ E, with Et−1 ⊆ Et, is revealed together with the weight of new
elements in Et. The objective is to maintain an independent set at all times, with the largest
possible total weight. We are also given a value kt for each t ∈ {1, . . . , n} that denotes the
current capacity for changing our solution. We are looking for an online sequence of sets It
for t ∈ {1, . . . , n}, satisfying the following properties.

(P1) Feasibility : It ⊆ Et is an independent set.

(P2) Robustness : |It \ It−1| ≤ kt.

We assume the usual independence-testing oracle model, where in each stage t an algo-
rithm is allowed to test independence of any subset of Et.

For this problem, we are interested in analyzing algorithms that are online, meaning that
for each stage t the algorithm must construct a solution satisfying Properties (P1) and (P2)
without knowledge of the elements that will appear in the future. In particular, the total
number of stages n is unknown to the algorithm. As in the classic online framework, it would
be desirable to construct online solutions that are constant competitive, that is, there exists
some number α ≥ 1 so that w(It) ≥ w(OPTt)/α for all t ∈ {1, . . . , n}, where OPTt is a
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maximum weight independent set contained in Et. In our case this is not possible, even if
we assume that I0 = OPT0. Indeed, consider a uniform matroid4 of rank r with an initial
set E0 = I0 containing r elements of weight 1. In the first stage r new elements arrives with
weight M , but the budget is k1 = O(1). Thus, the best possible competitive ratio is Ω(M).

This counter example makes the usual competitive analysis for online algorithms mean-
ingless in our case. Therefore, we compare our solutions to the best possible robust solution.
A sequence of independent sets I1, . . . , In is said to be robust if it satisfies (P1) and (P2) for
each t. For a given t ∈ {1, . . . , n}, let (I∗s )ts=1 be a sequence of independent sets maximizing
w(I∗t ) among all robust sequences. We say that an online algorithm is α-competitive against
robust solutions if the solution computed by the algorithm satisfies w(It) ≥ w(I∗t )/α for
each t and every possible input. In general, since the value of n is a priori unknown, this
is equivalent to showing that w(In) ≥ w(I∗n)/α. To simplify notation, we will say that the
algorithm is α-competitive if it is clear from the context that we are comparing it to the best
robust solution.

We use this framework to analyze the following algorithm.

Algorithm Robust-Greedy

In each stage t ∈ {1, . . . , n}, we construct the independent set It based on the solution
It−1 to the previous stage.

1. Set I := It−1 and k := 1.

2. While k ≤ kt, find a pair of elements (f, g) ∈ Et × Et maximizing w(f) − w(g)
among all pairs such that I − g + f ∈ I. Set I := I − g + f and k := k + 1.

3. Return It := I.

Note that in the previous algorithm, element g might be equal to the dummy element ε
and therefore (I − g + f) = I + f . In the following sections we show that this algorithm is
2-competitive against robust solutions and that our analysis is tight.

2.3.2 Dynamic Changes of Independent Sets

Notice that Robust-Greedy operates by locally changing the current solution in an itera-
tive way. Hence, before analyzing our algorithm we first study sequences of local changes and
their basic properties. In particular we extend some definitions and basic results previously
introduced by Gabow and Tarjan [GT84].

To simplify notation we consider the following definitions. First we extend the notion of
a circuit as follows.

Definition 2.7 (Circuit (Extension)). Let I be an independent set and f ∈ E.

1. If I + f is dependent, then C(I, f) is defined as the unique circuit contained in I + f .

2. If f ∈ I, then C(I, f) := {f}.
4A matroid M = (E, I) is a uniform matroid of rank r if I = {I ⊆ E : |I| ≤ r}.
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3. If f 6∈ I and I + f is independent, then C(I, f) := {ε}.

In each stage, the algorithm chooses a pair of elements (f, g) and modifies the current
solution I obtaining I − g + f . This motivates the following definition.

Definition 2.8 (Swap). An ordered pair of elements (f, g) ∈ E ×E is a swap for set I ∈ I
if g ∈ C(I, f). We say that applying the swap to set I yields the independent set I − g + f ,
and we define ∆(f, g) := w(f)− w(g) as the gain of swap (f, g).

It is worth recalling that by definition of I−g+f (Section 2.2), we have that I−g+f = I if
f = g. Notice that we have three different cases when applying a swap (f, g) for independent
set I: (1) If I + f is dependent then the swap adds element f 6∈ I and removes element g
in the unique circuit contained in I + f ; (2) If f ∈ I then the swap leaves I = I − f + f
untouched; (3) If f 6∈ I and I + f is independent then g = ε and the swap augments I
to I − ε + f = I + f . These three cases correspond to the three different cases from the
definition of C(I, f). Moreover, it is not hard to check that the gain ∆(f, g) corresponds in
all three cases to the increase in weight of the solution w(I − g + f)− w(I).

Definition 2.9 (Swap Sequence). Consider an independent set I and a tuple of pairs S =
((f1, g1), . . . , (fk, gk)) (or S = (ft, gt)

k
t=1 for short). Define It(S) recursively so that

I0(S) := I and It(S) := It−1(S)− gt + ft for all t ∈ {1, . . . , k}.

We say that S is a swap sequence of length k for set I if (ft, gt) is a swap for It−1(S) for
each t ∈ {1, . . . , k}.

Definition 2.10 (Total gain). The total gain of a swap sequence S = (ft, gt)
k
t=1 is defined

as ∆(S) =
∑k

t=1 ∆(ft, gt).

Given a swap sequence S = (ft, gt)
k
t=1 for I, notice that set It(S) is independent for all t

and that w(Ik(S)) = w(I) + ∆(S).
These definitions give a framework to study an independent set that changes by applying

a sequence of swaps to it. We will show in following sections that studying such changes is
enough to analyze Robust-Greedy. In the following we derive basic properties of swap
sequences that will be useful to analyze our algorithms.

Let I be an independent set and consider a fixed set of elements f1, . . . , fk to be added
to I. Our first observation on a swap sequence S = (ft, gt)

k
t=1 for I is that choosing g1, . . . , gk

greedily maximizes the total gain of S. More precisely, consider the following definition.

Definition 2.11. Sequence S = (ft, gt)
k
t=1 is said to be greedy-removing if

gt ∈ arg min{w(e) : e ∈ C(It−1(S), ft)} for all t ∈ {1, . . . , k}.

Note that given a sequence of elements to be added f1, . . . , fk, we can easily compute
a greedy-removing sequence S = (ft, gt)

k
t=1 by picking elements gt greedily. Also, note that

all the swaps of a greedy-removing sequence have non-negative gain since for every t either
gt = ε or ft ∈ C(It−1(S), ft), and thus w(gt) ≤ w(ft). Furthermore, the greedy-removing
sequences satisfy the following important property.



Chapter 2. Robust Multi-Stage Matroid Optimization 73

Lemma 2.12. Let S = (ft, gt)
k
t=1 be a greedy-removing swap sequence for independent set

I. Then Ik(S) is a maximum weight independent set for matroid M restricted to elements
in I ∪ {f1, . . . , fk}.

Proof. It is enough to apply Lemma 2.6 iteratively.

This lemma directly implies the following observation, which allows us to restrict ourselves
to consider greedy-removing sequences.

Observation 2.13. Let S1 = (ft, gt)
k
t=1 and S2 = (ft, et)

k
t=1 be two swap sequences for I ∈ I.

If S1 is greedy removing then ∆(S1) ≥ ∆(S2).

In our online setting, it is crucial to study what happens if we insert an element by a
greedy swap (f, g) at some particular stage or if we insert it at a later stage by another greedy
swap (f, g′). The following result states that the gain of adding an element to our solution
in stage t is non-increasing on t. This property is basically equivalent to the submodularity
of the the weighted rank function of our matroid, defined in Section 2.2.

Lemma 2.14. Let S = (ft, gt)
k
t=1 be a greedy-removing swap sequence for independent set

I, and consider an element e ∈ E. If for each t ∈ {1, . . . , k}, element dt is an element of
minimum weight in C(It−1(S), e), then ∆(e, d1) ≥ ∆(e, d2) ≥ . . . ≥ ∆(e, dk).

Proof. Let R be the weighted rank function of our matroid as defined in Section 2.2. Notice
that by Lemma 2.12, the set It−1(S) is a maximum weight independent set in Ft−1 :=
I ∪ {f1, . . . , ft−1}. Similarly, It−1(S) − dt + e is a maximum weight independent set in
Ft−1 + e. This implies that R(Ft−1 ∪{e})−R(Ft−1) = ∆(e, dt). Because I ⊆ F1 ⊆ . . . ⊆ Fk,
the lemma then follows by the submodularity of R (Lemma 2.5).

It is possible to extend the previous lemma to show that the gain of a whole swap sequence
is decreased if the sequence is applied in a later iteration of the algorithm. This is formalized
in the following statement.

Lemma 2.15. Let I be an independent set and let (f, g) be a swap for I such that g ∈
arg min{w(e) : e ∈ C(I, f)}. Consider a set of elements e1, . . . , ek to be added to I. Let
S1 := (et, dt)

k
t=1 be a swap sequence for I and let S2 = (et, d

′
t)
k
t=1 be a swap sequence for set

I − g + f . If (dt)
k
t=1 and (d′t)

k
t=1 are chosen so that S1 and S2 are greedy-removing, then

∆(S1) ≥ ∆(S2).

Proof. Let g′ be an element of largest weight in C(Ik(S), f), and consider the swap sequence
S ′1 = ((e1, d1), . . . , (ek, dk), (f, g

′)) for I. Lemma 2.12 implies that w(Ik+1(S ′1)) = w(Ik(S2)),
since both Ik+1(S ′1) and Ik(S2) are maximum weight independent sets for matroid M re-
stricted to elements in I ∪ {f, e1, . . . , ek}. Hence,

w(I) + ∆(S1) + ∆(f, g′) = w(Ik+1(S ′1)) = w(Ik(S2)) = w(I) + ∆(f, g) + ∆(S2),

and thus
∆(S1) + ∆(f, g′) = ∆(f, g) + ∆(S2).

By Lemma 2.14 we know that w(g′) ≥ w(g), and thus ∆(S1) ≥ ∆(S2).
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2.3.3 Competitive Analysis of Robust-Greedy

In this section we analyze the competitive ratio of Robust-Greedy. To this end we first
consider a special class of instances that we call regular. After analyzing our algorithm for
this type of instances, we show that they constitute a worst case scenario.

Definition 2.16 (Regular Instance). We say that an instance of the Robust Multi-Stage
Matroid problem is regular if kt = 1 for all t ∈ {1, . . . , n}.

Consider a regular instance of the Robust Multi-Stage Matroid problem. Intuitively, in
each stage of this instance, a robust solution adds one element to the current solution and,
depending whether this set is independent, it may or may not remove one element. In other
words, for each stage t a solution must choose a swap (f, g) for set It−1 (where g might be
equal to ε if It−1 + f is independent). Note that the algorithm may choose f = g, leaving
the solution untouched.

Definition 2.17 (Robust Feasible Swap Sequence). Given a regular instance, a swap se-
quence S = (ft, gt)

n
t=1 for set I0 ∈ I is said to be robust feasible (or feasible for short) if

ft ∈ Et for all t ∈ {1, . . . , n}.

We note that the swap sequence corresponding to Robust-Greedy is robust feasible.
However, a robust sequence I1, . . . , In does not always correspond to a feasible swap sequence,
even in regular instances. This happens if the sequence drops in one iteration several elements
(recall that our model does not put any restrictions on the number of elements that can be
dropped per iteration). On the other hand, dropping elements can never improve the weight
of the solutions. This is shown in the following lemma.

Lemma 2.18. Let I1, . . . , In be a robust sequence. There exists a robust feasible swap se-
quence S for I0 so that w(In(S)) ≥ w(In).

Proof. Let ft be the unique element in It \ It−1 (if the latter is empty we define ft as ε).
We construct a sequence S = (ft, gt)

n
t=1 such that It(S) ⊇ It for all t. Assume that we have

such a sequence up to stage t− 1. We now choose gt as any element gt in C(It−1(S), ft) \ It.
Element gt must exist since otherwise It contains a circuit. By appending swap (ft, gt) to S
we conclude that It(S) ⊇ It. Therefore, In(S) ⊇ In, and thus the lemma follows.

In particular, this lemma implies that the optimal robust solution is given by a feasible
swap sequence S∗ = (f ∗t , g

∗
t )
n
t=1. In other words, S∗ is a feasible swap sequence that maximizes

w(In(S∗)), and this value equals the maximum w(I∗n) for any robust sequence I∗1 , . . . , I
∗
n. Let

S = (ft, gt)
n
t=1 be the feasible swap sequence corresponding to the greedy solution. Notice

that S is greedy-removing by definition, and by Observation 2.13 we can assume that S∗

is also greedy-removing. In what follows we show that Robust-Greedy is 2-competitive
against robust solutions for regular instances. To this end we will first show a slightly
stronger property, namely that ∆(S) ≥ ∆(S∗)/2. This fact will be proven iteratively and
the following lemma will imply the inductive step.
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Lemma 2.19. Consider an independent set I, and let f be an arbitrary element. Let S1 =
(et, dt)

k
t=1 be any greedy-removing swap sequence for set I, and consider the swap sequence

for I
S2 := ((f, g), (e2, d

′
2), . . . , (en, d

′
k)).

If g, d′2, . . . , d
′
k are set such that S2 is greedy-removing, then

∆(S2) ≥ ∆(S1)−∆(e1, d1).

Proof. We construct an auxiliary swap sequence

S3 := ((e2, d
′′
2), . . . , (ek, d

′′
k)),

for set I, where d′′2, . . . , d
′′
k are defined so that S3 is greedy-removing. Lemma 2.12 implies

that Ik(S2) ≥ Ik−1(S3), since S2 yields the optimal solution to a matroid with one more
element than S3. Therefore, ∆(S2) ≥ ∆(S3). On the other hand, Lemma 2.15 implies that
∆(S3) ≥

∑k
t=2 ∆(et, dt). Combining these two inequalities we obtain that

∆(S2) ≥ ∆(S3) ≥
k∑
t=2

∆(et, dt) = ∆(S1)−∆(e1, d1).

In the setting of the last lemma, let I = I0 be the initial set of our regular instance, f = f1

be the first element inserted by Robust-Greedy, and S1 = S∗ to be an optimal feasible
sequence. Then the lemma implies that there exists a feasible sequence S2 for I0 whose first
swap is the greedy swap (f1, g1), and gains as much as ∆(S∗)−∆(f ∗1 , g

∗
1) ≥ ∆(S∗)−∆(f1, g1).

Intuitively, this means that by applying a greedy swap (f1, g1) to I0, we loose for future stages
at most what we gained with the current swap (f1, g1). The same argument can be iterated
for the rest of the stages. This is the main insight needed to prove the following lemma.

Lemma 2.20. Consider a regular instance of the Robust Multi-Stage Matroid problem.
If S = (ft, gt)

n
t=1 is the swap sequence computed by Robust-Greedy and S∗ = (f ∗t , g

∗
t )
n
t=1

is the optimal robust feasible swap sequence, then ∆(S) ≥ ∆(S∗)/2.

Proof. For each ` ∈ {1, . . . , n− 1}, consider the sequence for set I`−1(S),

S` := ((f`, g`), (f
∗
`+1, g

′
`+1), . . . , (f ∗n, g

′
n)),

where g′`+1, . . . , g
′
n are chosen greedily so that S` is greedy-removing. Similarly, consider

the swap sequence S∗` := (f ∗t , g
∗∗
t )nt=` for set I`−1(S), where g∗∗` , . . . , g

∗∗
n are set so to make

S∗` greedy-removing. Additionally, Sn := (fn, gn) and S∗n := (f ∗n, g
∗∗
n ) are defined as two

greedy-removing sequences (of one swap each) for set In−1(S), where g∗∗n is chosen greedily.
Lemma 2.19 applied to S` and S∗` implies that

∆(S`) ≥ ∆(S∗` )−∆(f ∗` , g
∗∗
` ) ≥ ∆(S∗` )−∆(f`, g`), (2.1)

where the last inequality follows since (f`, g`) is chosen as the available swap with larger gain
in I`−1(S).
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Notice that, without loss of generality, the last n − ` swaps of S` correspond to se-
quence S∗`+1. This is because both swap sequences add elements f ∗`+1, . . . , f

∗
n to I`(S) and

remove elements greedily so that they are greedy-removing. This together with Inequal-
ity (2.1) implies that, for each ` ∈ {1, . . . , n− 1},

w(I`(S)) + ∆(S∗`+1) = w(I`−1(S)) + ∆(S`) ≥ w(I`−1(S)) + ∆(S∗` )−∆(f`, g`).

Iterating this last expression yields

w(In(S)) = w(In−1(S)) + ∆(Sn)

≥ w(In−1(S)) + ∆(S∗n)−∆(fn, gn)

≥ w(In−2(S)) + ∆(S∗n−1)−∆(fn, gn)−∆(fn−1, gn−1)

...

≥ w(I1(S)) + ∆(S∗2)−
n∑
t=2

∆(ft, gt)

≥ w(I0(S)) + ∆(S∗1)−
n∑
t=1

∆(ft, gt)

= w(I0) + ∆(S∗)−∆(S).

We obtain that w(In(S)) = w(I0) + ∆(S) ≥ w(I0)−∆(S∗)−∆(S), implying that 2∆(S) ≥
∆(S∗).

Corollary 2.21. Consider a regular instance of the Robust Multi-Stage Matroid problem.
Then Robust-Greedy is 2-competitive against robust solutions.

Proof. It is enough to add w(I0) at both sides of inequality ∆(S) ≥ ∆(S∗)/2.

To conclude this section, we show this result for instances that are not necessarily regular.

Lemma 2.22. Any α-competitive algorithm for regular instances implies an α-competitive
algorithm for general instances.

Proof. Consider an arbitrary instance of the Robust Multi-Stage Matroid problem. We split
each stage t of this instance into kt stages, each having Et as the available set of elements
and allowing to insert at most one element. Notice that a robust solution of the modified
instance also yields trivially a solution to the original instance of the same weight. We
now observe that also any robust solution to the original instance implies a solution to
the modified instance with equal total weight. Indeed, consider a solution to the original
instance I1, . . . , In. For a given state t, we have kt corresponding stages in the modified
instance. We construct a sequence of kt sets J1, . . . , Jkt corresponding to the solution of the
modify instance for these kt stages. For this we simply consider It \ It−1 = {f1, . . . , fkt} and
define Js = (It−1 \ It) ∪ {f1, . . . , fs} for all s ∈ {1, . . . , kt}. It is clear than in this sequence
at most one element is added to the solution in each stage, and that Jkt = It. Notice that at
the beginning it may happen that we drop more than one element, however our model does
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not have any restriction on the number of elements that we are allowed to remove in each
stage.

We conclude that the optimal solution of the two instances coincide, and that applying
an algorithm on the regular instance yields a solution to the original one of the same weight.
The lemma follows.

With this we conclude the main theorem of this section. We remark that the following
theorem also follows from a result by Fisher et al. [FNW78b], see Section 2.3.6 for more
details.

Theorem 2.23. For any instance of the Robust Multi-Stage Matroid problem, algorithm
Robust-Greedy is 2-competitive against robust solutions when compared to the optimal
robust solution.

Proof. The proof follows directly from Corollary 2.21 and Lemma 2.22.

On the other hand, we show that the analysis of Robust-Greedy is tight, even for
regular instances.

Theorem 2.24. For any δ > 0, there is an instance on which Robust-Greedy achieves
a competitive factor (against robust solutions) no better than 2 − δ. This holds even if
considering only regular instances and if M is a graphic or partition matroid.

Proof. The instances are described via a graph G = (V,E) whose edges E are revealed in
several stages. The corresponding graphic matroidM is then (E, I) where I simply denotes
all forests in G. We define N := 2T where T is an integer to be defined later. In the instance,
there are T + 1 iterations t ∈ {1, ..., T + 1} with kt = N/2t for t < T + 1 and kT+1 := 1.

We start with a graph G0 = (V,E0) with V = {v∗, v0, ..., vN−1} and E0 = ∅. In iteration
t = 1, a set of edges E1 = {v∗vi : i ∈ {0, . . . , N − 1}} is revealed with weight 1 each. For
each iteration t with 1 < t ≤ T + 1 we define

V L
t :=

{
vi ∈ V :

(
1− 1

2t−1

)
N ≤ i <

(
1− 1

2t

)
N

}
and

V R
t :=

{
vi ∈ V : i ≥

(
1− 1

2t

)
N

}
.

In each iteration t > 1, a new set of edges Et = {v∗vi : vi ∈ V R
t } is revealed with weight 2t−1

each (note that the instance contains parallel edges). If Robust-Greedy selects an edge e ∈
Et it might be necessary to drop an edge e′ ∈

⋃
t′<tEt′ . However, with such a swap (e, e′) the

algorithm gains at least as much as by choosing a swap (ē, ē′) with ē ∈
⋃
t′<tEt′ . Hence, due

to accordant tie-breaking decisions it can be that in each iteration t the Robust-Greedy
selects only edges from Et. In particular, it can be that in each iteration t with t < T + 1
the algorithm selects the edges ER

t := {v∗vi : vi ∈ V R
t } and in iteration T + 1 it selects the

edge in EL
T+1 (since ER

T+1 = ∅). Since half of the decisions of each iteration t are undone in

iteration t+1, at iteration T +1 it then achieves an overall weight of
[∑T

t=1 N ·
1

2t+1 · 2t−1
]

+

N/4 = (T + 1)N
4

. However, an optimal sequence would pick all edges in EL
t for each
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iteration t. This results in an overall weight of
∑T

t=1N ·
1
2t
· 2t−1 = T · N

2
. The claim follows

by choosing T sufficiently large. Moreover, it is straightforward to turn the above instance
into a regular instance. Also, it is easy to check that the instance can be interpreted as a
partition matroid.

2.3.4 Competitive Analysis for Maximum Weight Bases

In this section we analyze a variant of our problem in which we required solutions to be
bases at all times. We show that in this case the greedy algorithm is also 2-competitive,
which follows from a small adjustment to the proof above for the case of independent sets.
As before, we consider an underlying matroid M = (E, I) and weights w : E → R≥0. At
the beginning of the procedure we are given a set E0, and in each stage t ∈ {1, . . . , n} the
set of available elements corresponds to Et ⊇ Et−1. For each stage t we denote by Mt the
matroid M restricted to set Et. That is, Mt = (E, It), where

It = {I ⊆ Et : I ∈ I} .

Additionally, we are allowed to add at most kt elements in each stage t ∈ {1, . . . , n}. Assum-
ing that we are given a starting basis B0 for matroid M0, a robust solution for this setting
is a sequence of sets B1, . . . , Bn so that for each t ∈ {1, . . . , n},

• Bt is a basis for Mt, and

• |Bt \Bt−1| ≤ kt.

Notice that for a robust solution to exists the budget for each t must be at least kt ≥
rankM (Et)− rankM (Et−1), and thus we assume that property to be true from now on.

The algorithm that we analyze is a natural variant of the algorithm that we proposed for
the independent set case.

Algorithm Basis-Robust-Greedy

In each stage t, we construct the current basis Bt based on the solution for the previous
stage Bt−1.

1. Set B := Bt−1 and k := 1.

2. While B is not a basis for Mt, find an element f ∈ Et 6∈ B of maximum weight so
that B + f is independent. Set B := B + f and k := k + 1.

3. While k ≤ kt, find a feasible swap (f, g) ∈ Et × Et for B maximizing ∆(f, g), and
redefine I := I − g + f and k := k + 1.

4. Return It := I.

To analyze this algorithm we will reuse the techniques derived in the previous section.
Let B1, . . . , Bn be the sequence of bases computed by the algorithm. Note that Basis-
Robust-Greedy computes a swap sequence S = (fs, gs)

N
s=1 where N =

∑n
t=1 kt. For any
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t ∈ {1, . . . , n} we define

st :=
t∑

r=1

kr.

With this definition we have that Ist(S) = Bt and gs = ε for any s ∈ {st−1 + 1, . . . , st−1 +
rankM (Et) − rankM (Et−1)} and t ∈ {1, . . . , n}. Now we show a technical lemma that will
help us show that the optimal robust solution B∗1 , . . . , B

∗
n can also be described by a swap

sequence.

Lemma 2.25. Let I be an independent set, B be a basis for M and define ` := |B \ I|.
There exists a swap sequence S = (et, ht)

`
t=1 for I so that I`(S) = B. Moreover, the elements

{et}`t=1 can be inserted to I by S in an arbitrary order.

Proof. Consider the elements {e1, . . . , e`} = B \ I. We iteratively insert these elements to
I, and always remove elements in (I \ B) ∪ {ε}. To show that this can be done assume by
induction that we have created a sequence of swaps St := (es, hs)

t
s=1 for some t ≥ 1 (note that

the base of the induction, that is, the case t = 0, is trivial). Adding element et+1 to It(St)
will create a circuit C(It(St), et+1) (which may be equal to {ε}). If C(It(St), et+1) = {ε} we
simply define ht+1 = ε and define St+1 by appending (et+1, ht+1) to St. If C(It(St), et+1) 6=
{ε}, then It(St) + et+1 is dependent and C(It(St), et+1) denotes the unique fundamental
circuit in It(St) + et+1. If this is the case, then note that (I \ B) ∩ C(It(St), et+1) is non-
empty, since if it were empty then C(It(St), et+1) ⊆ B which contradicts the fact that B is
independent. Then we can take ht+1 as any element in (I \ B) ∩ C(It(St), et+1), and define
St+1 by appending (et+1, ht+1) to St. This concludes the induction. We define our sequence S
to be S`. Since S inserts all elements in B \I and remove only elements in I \B, we conclude
that I`(S) ⊇ B. Since also I`(S) is independent and B is a basis, we obtain that I`(S) = B.
The lemma follows by noting that the elements in {e1, . . . , e`} were inserted in an arbitrary
order.

Applying this lemma subsequently to sets B∗t−1 and B∗t (recall that B∗t is a basis for Mt

and B∗t−1 is an independent set for this matroid) we obtain that there exists a sequence
S∗ = (fs, gs)

N
s=1 for B0 so that Ist(S

∗) = B∗t for all t ∈ {1, . . . , n}. To show the competitive
factor we will follow basically the same proof of Lemma 2.20. Notice that in that proof
the only property that we required of the greedy sequence S = (fs, gs)

N
s=1 and the optimal

sequence S∗ = (f ∗s , g
∗
s)
N
s=1 is that

∆(fs, gs) ≥ ∆(f ∗s , g
′
s) for each s ∈ {1, . . . , N}, (2.2)

where (f ∗s , g
′
s) is a greedy-removing swap for Is−1(S). In the independent set case this was

trivial since (fs, gs) is always chosen as the available swap with maximum gain. In the
case where we require solutions to be bases we must be more careful. Notice that for each
stage t, the greedy algorithm works in two phases: In the first phase the algorithm only
adds elements that do not create circuits (and thus the element removed by each swap is
always ε), until the current solution is a base for Mt; In the second phase the algorithm
chooses swaps greedily. Thus, for each stage t, the property required in (2.2) follows directly
for swaps corresponding to the second phases of the algorithm in this stage. To show that
this also holds in the first phase we need to add more structure to sequence S∗. We do so
by using the following technical lemma.
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Lemma 2.26. Let B1, B2 be two bases for matroid M = (E, I), and let ` = rankM (E). We
can label the elements in B1 and B2, B1 = {f1, . . . , f`} and B2 = {h1, . . . , h`}, such that

ht+1 6∈ {f1, . . . , ft} and {f1, . . . , ft, ht+1} ∈ I for all t ∈ {1, . . . , `− 1}.

Proof. Order the elements of B1 arbitrarily, so that B1 = {f1, . . . , f`}. We find an ordering of
the elements in B2 satisfying the claim of the lemma by iteratively applying the Symmetric
Exchange Property (Lemma 2.1).

If f` ∈ B2 then we simply choose h` = f`. Otherwise, f` ∈ B1 \ B2 and thus by the
symmetric exchange property we have that there exists an element h` ∈ B2 \ B1 so that
B1 − f` + h` is also a basis. Thus, {f1, . . . , f`−1, h`} is also a basis. Repeating the same
argument for basis B2 and {f1, . . . , f`−1, h`}, either f`−1 ∈ B2 and thus we define h`−1 = f`−1,
or there exists an element h`−1 ∈ B2 \ {f1, . . . , f`−1, h`} so that

{f1, . . . , f`−1, h`} − f`−1 + h`−1 = {f1, . . . , f`−2, h`−1, h`}

is a basis. Iterating this argument we obtain that

{f1, . . . , ft, ht+1, . . . , h`}

is a basis for all t ∈ {1, . . . , `− 1} which implies the lemma.

We are now ready to show the main result of this section.

Theorem 2.27. Algorithm Basis-Robust-Greedy is a 2-competitive algorithm against
robust solutions for the Basis Robust Multi-Stage Matroid problem. Moreover, the analysis
is tight.

Proof. For a given stage t, consider the optimal sequence S∗ restricted to stages st−1 + 1 to
st, that is S∗t := (f ∗t , g

∗
t )
st
s=st−1+1. By using Lemma 2.25 to construct S∗, sequence S∗t can

insert elements in B∗t \ B∗t−1 to B∗t−1 in an arbitrary order. Thus, since B∗t is a basis for
Mt, we can assume that the first rankM (Et)− rankM (Et−1) many swaps of S∗t remove the
element ε, that is, g∗s = ε for all s ∈ {st−1 + 1, . . . , st−1 + rankM (Et)− rankM (Et−1)}. Let
us denote s′t = st−1 + rankM (Et)− rankM (Et−1). Then, Is′t(S

∗) is a basis for matroid Mt.
Moreover, because in the first phase of stage t the greedy algorithm only removes element ε
in each stage, we also obtain that Is′t(S) is a basis for Mt. Now consider the contraction of
matroid Mt to elements Et−1, that is, Mt/Et−1

5. Thus,

B1 := Is′t(S
∗) \ Et−1 and B2 := Is′t(S) \ Et−1

are bases for Mt/Et−1. Applying Lemma 2.26 to bases B1 and B2, we obtain that for
all s ∈ {st−1 + 1, . . . , s′t − 1} the set (Is(S) \ Et−1) + f ∗s+1 is independent for Mt/Et−1,
and thus Is(S) + f ∗s+1 is independent for Mt. We conclude that w(fs+1) ≥ w(f ∗s+1) since
Basis-Robust-Greedy picks element fs+1 as the largest weight element such that Is(S) +
fs+1 is independent. With this construction we showed that Inequality (2.2) is satisfied for

5Given a matroid M = (E, I) and a subset of elements F ⊆ E, the contraction of M to F is defined
as a matroid M/F := (E \ F, I|F ) where I|F := {I ⊆ E \ F : I ∪ B ∈ I} and B is an arbitrary maximal
independent subset of F .
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all swaps of the first phase of our algorithm. Since for the second phase Inequality (2.2)
follows by definition of Basis-Robust-Greedy we conclude that for all swaps in S and S∗

Inequality (2.2) holds. Thus, we can apply the same proof as in Lemma 2.20 to conclude
that ∆(S) ≥ ∆(S∗)/2. Adding w(B0) at both sides of this inequality yields that w(Bn) ≥
w(B∗n)/2 which implies that Basis-Robust-Greedy is 2-competitive. Finally, that the
analysis is tight follows from the same construction as in Theorem 2.24.

2.3.5 The Optimal Robust Solution and Matroid Intersection

Consider an instance of the Robust Multi-Stage Matroid problem, and assume that we have
full knowledge of the instance, that is, matroid M = (E, I), sets E0, . . . , En and the values
k1, . . . , kn are known in advance. For this case we would like to compute in polynomial
time the robust sequence maximizing w(In). In this section we show that this is indeed
possible by identifying a connection between the optimal robust sequence and finding a set
of maximum weight in the intersection of two matroids. In other words, we encode the
robustness property in a second matroid.

The matroid encoding the robustness property will be a so called transversal matroid.
Transversal matroids are a classical example of matroids and are defined as follows. Consider
a set of elements E, a family of subsetsA = (A1, . . . , Am) where Ai ⊆ E for all i ∈ {1, . . . ,m},
and a multiplicity mi ∈ N0 for each set Ai. We say that a subset I ⊆ E is a partial
transversal if we can assign each element e ∈ I to a set Ai 3 e, so that each Ai has assigned
at most mi elements. Formally, I ⊆ E is a partial transversal for A if there exists a map
ψ : I → {1, . . . ,m} satisfying,

(i) for all e ∈ I, element e belongs to Aψ(e), and

(ii) |ψ−1({i})| ≤ mi for all i ∈ {1, . . . ,m}.

Let I ′ be the family of all partial transversals ofA. It is not hard to see that the systemM′ =
(E, I ′) is a matroid (for details see [Sch03, Chapter 39]).

For our particular problem we construct a transversal matroid as follows. Consider the
sets {Et}nt=0 from the instance of the Robust Multi-Stage Matroid problem. To model the
robustness property of our solutions, we define the family of subsets

A = (I0, E1, . . . , En).

The multiplicity of I0 is |I0| and the multiplicity of Et is kt for each t ∈ {1, . . . , n}.
LetM′ = (E, I ′) be the transversal matroid corresponding to the family A just defined,

and recall that M = (E, I) is the underlying matroid defined in the Robust Multi-Stage
Matroid instance. In what follows we show that the optimal robust sequence corresponds to
a maximum weight common independent set in I ∩ I ′.

Lemma 2.28. For each set I in I ∩I ′, there exists a sequence of sets I1, . . . , In with In = I
that is feasible for the instance of the Robust Multi-Stage Matroid problem. Given I, the
sequence I1, . . . , In can be computed in polynomial time.
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Proof. Notice that since I ∈ I ′, we can decompose I as

I = (I ∩ I0) ∪
n⋃
t=1

Ft,

where Ft ⊆ Et and |Ft| ≤ kt for all t ∈ {1, . . . , n}. Thus, we can define

It = (I ∩ I0) ∪
t⋃

s=1

Fs,

and hence It \ It−1 = Ft for all t ∈ {1, . . . , n}. We conclude that |It \ It−1| ≤ kt for all t.
Moreover, we can compute sets Ft (and thus sets It) in polynomial time. To this end we just
need to assign elements in I to the corresponding sets Et, which can be easily computed by
finding a maximum cardinality matching in an appropriately defined bipartite graph.

Lemma 2.29. For any solution I1, . . . , In of the Robust Multi-Stage Matroid problem we
have that In ∈ I ∩ I ′.

Proof. Notice that a simple inductive argument shows that

In ⊆ I0 ∪

(
n⋃
t=1

(It \ It−1)

)
.

Thus, we can assign each element of In ∩ (It \ It−1) to Et and the elements in In ∩ I0 to I0.
Because |It \ It−1| ≤ kt, this implies that I ∈ I ′. The claim follows.

The last two lemmas imply that in the full information case our problem can be seen as
an instance of the (offline) Weighted Matroid Intersection problem.

Theorem 2.30. Consider an arbitrary instance of the Robust Multi-Stage Matroid problem.
There exists a polynomial time algorithm that computes a robust sequence of independent
sets I1, . . . , In maximizing w(In).

Proof. The previous two lemmas imply that computing a robust sequence of independent
sets I1, . . . , In is equivalent to finding a set I ∈ I ∩ I ′ maximizing w(I). This is possible in
polynomial time with the weighted matroid intersection algorithm [Edm70] (see also [Sch03,
Chapter 41]).

2.3.6 Relation to Submodular Function Maximization over a Par-
tition Matroid

As mentioned in Section 2.1, we recently found out that Theorem 2.23 follows from a result
by Fisher, Nemhauser, and Wolsey [FNW78b]. We now give a brief description of their
problem and the connection to our setting. Let MP = (E, IP ) be a partition matroid, that
is, there exists a partition of E =

⋃m
i=1Ai, and non-negative numbers mi for each i such that

IP := {I ⊆ E : |I ∩ Ai| ≤ mi for all i}.
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In other words, MP is a transversal matroid where the family of sets A = (A1, . . . , Am)
covers E and it is pair-wise disjoint. Consider a submodular function R : 2E → R≥0 that
is also non-decreasing, that is, R(X) ≤ R(Y ) for all X ⊆ Y ⊆ E. Fisher et al. proposed a
greedy algorithm for the following problem

maxR(I) (2.3)

s.t. I ∈ IP .

Their algorithm, which we call Algorithm FNW, works as follows. First initialize I := ∅.
For each i = 1, . . . ,m, repeat the following step mi times. Set I := I + f where f is an
element maximizing R(I + f)−R(I) over all f ∈ Ai.

Theorem 2.31 ([FNW78b]). Algorithm FNWis a 2-approximation algorithm.

To see that this result implies Theorem 2.23, first we do the following modification to
the Robust Multi-Stage Matroid problem: in each iteration t we only allow the solution
to insert elements in Et \ Et−1, that is, we can only insert new appearing elements to the
solution It. Note that this extra restriction yields an equivalent problem, since we can simply
take duplicates6 of elements in Et−1, and assume the duplicates belong to Et \ Et−1. Define
now As := Es \ Es−1 for all s ≥ 1 and A0 := E0, and notice that this sets are pairwise
disjoint and thus define a partition with Et =

⋃t
s=0As. We now consider the partition

matroid MP = (E, IP ) defined as

IP := {I ⊆ E : |I ∩ As| ≤ ks for all s ≤ t}.

Additionally, let R(·) denote the weighted rank of the matroidM, whereM is the matroid
given by the input of the Robust Matroid problem. By Lemma 2.5 functionR is submodular,
and it is clearly non-decreasing. With the same observations as in the last section, we obtain
that our problem is equivalent to Expression (2.3). Moreover, Algorithm Robust-Greedy
mimics Algorithm FNW, since in each iteration t we pick a swap maximizing the gain among
all swaps inserting an element in At. As shown in Lemma 2.6, this is equivalent to choose f
that maximizesR(I+f)−R(I). We conclude that Theorem 2.23 follows from Theorem 2.31.

2.4 Robust Multi-Stage Matroid Intersection

In this section we study the Robust Multi-Stage Matroid problem under several matroid
constraints. As described above, this setting applies to a large number of combinatorial op-
timization problems. We first consider the problem for the intersection of two matroids. The
same proofs can be directly applied to the intersection of an arbitrary number of matroids,
with a loss in the competitive ratio of the algorithms. More details about this extension are
given in Section 2.4.4. Additionally, in that section we optimize one of the parameters of
our algorithm. This yields marginally better competitive ratios, even in the setting with two
matroids.

6We say that an element e′ is a duplicate of e ∈ E if {e, e′} is dependent and I + e ∈ I if and only
I + e′ ∈ I for all I ⊆ E with I 63 e, e′.
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2.4.1 Problem Definition

We define an instance of the Robust Multi-Stage Matroid Intersection problem as follows. Let
E be a set of elements and consider a non-negative weight function w : E → R≥0. Consider
also two matroids M = (E, I) and N = (E,J ) that are unknown to the online algorithm.
We are given an initial set of elements E0 and an initial solution I0 ⊆ E0 so that I0 ∈ I ∩J .
In each stage t ∈ {1, . . . , n}, a subset Et ⊆ E is revealed so that Et−1 ⊆ Et.

Moreover, for each stage t we are given a value kt denoting how many elements can be
added to our solution in stage t. We are looking for a sequence of sets I1, . . . , In so that for
each t ∈ {1, . . . , n}

• It ⊆ Et belongs to I ∩ J , and

• |It \ It−1| ≤ kt.

A sequence I1, . . . , In satisfying these two properties for all t ∈ {1, . . . , n} is said to be robust.
Let I∗1 , . . . , I

∗
n be the robust sequence that maximizes w(I∗n). For a given α ≥ 1, an online

algorithm is said to be α-competitive against robust solutions if for any instance it computes
a sequence I1, . . . , In satisfying w(In) ≥ w(I∗n)/α.

In the next section we formalize the notion of swap sequences in the context of two
matroids and discuss some of their basic properties.

2.4.2 Swap Sequences for the Intersection of Two Matroids

In what follows we extend the concept of swap sequence, introduced in Section 2.3.2, to the
matroid intersection setting. Assume that we are given two matroids M = (E, I),N =
(E,J ) and a weight function w : E → R≥0. Without loss of generality, we assume that E
contains a dummy element ε that is a loop for both matroids and has zero weight. Moreover,
we remove any other element with zero weight in E. This clearly does not change the optimal
solutions.

Given a set I ⊆ E and three elements f, g, h ∈ E, we extend the definition of I − g + f
(Section 2.2) to the matroid intersection setting as follows

I − g − h+ f := (I − g + f)− h+ f.

We note that we will only use this definition in the following cases: (1) f = g = h and
then I − g − h + f = I; (2) f 6= h, f 6= g and hence I − g − h + f = (I \ {g, h}) ∪ {f}.
For a set I ∈ I ∩ J and e ∈ E we denote CM(I, e) the circuit for matroid M as given by
Definition 2.7 (Section 2.3.2). Similarly, CN(I, e) is the corresponding circuit for matroid N .

Definition 2.32 (Generalized Swap). Given a set I ∈ I ∩J , a triple of elements (f, g, h) ∈
E × E × E is a generalized swap (or simply a swap if its clear from the context) for I, if

• g ∈ CM(I, f) and h ∈ CN(I, f), and

• g = f if and only if h = f .

We say that the swap (f, g, h) applied to I yields set I − g − h + f . Moreover, the gain of
the swap is defined as ∆(f, g, h) = w(f)− w(g)− w(h).
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g1 h1

f1

f2
M

g1 h1

f1f2
f2

N w(h1) = w(g1) = 1

w(f1) = 2 + ε

w(f2) = 2

Figure 2.1: Example showing that an online algorithm cannot determine the optimal way
of removing elements. On the left a graphic matroid corresponding toM is shown, and the
right picture depicts the graphic matroid N .

It is not hard to check that if I ∈ I ∩ J and (f, g, h) is a swap for I then

I − g − h+ f ∈ I ∩ J and I − g − h+ f = I − h− g + f.

Notice that the condition “g = f if and only if h = f” is necessary to guarantee that
I − g − h + f ∈ I ∩ J . Otherwise, if for example g = f and h 6= f , then I − g − h + f
equals I − h+ f which might not belong to I if h 6∈ CM(I, f). Additionally, we remark that
the change of weight of the solution I when applying the swap (f, g, h) might not be equal
to ∆(f, g, h) (this happens if g = h). However, it does hold that w(I − g − h+ f)−w(I) ≥
∆(f, g, h), and this inequality will be all we need to show our results.

Definition 2.33 (Generalized Swap Sequence). Consider a sequence S = (ft, gt, ht)
k
t=1 and

a set I ∈ I ∩ J . Iteratively define

I0 = I and It(S) = It−1(S)− gt − ht + ft for all t ∈ {1, . . . , k}.

We say that S is a generalized swap sequence (or simply a swap sequence) if (ft, gt, ht) is a
generalized swap for It−1(S) for all t ∈ {1, . . . , k}.

Given a swap sequence S = (ft, gt, ht)
k
t=1 for I, we denote by

SM := (ft, gt)
k
t=1 and SN := (ft, ht)

k
t=1

the two corresponding sequences for matroids M and N , respectively. We remark that SM
and SN may not be swap sequences for the corresponding single matroid problem. Indeed,
notice that It(SM) is a superset of It(S), since sequence S also removes elements h1, . . . , ht,
and thus It(SM) may contain circuits for M. However, the swap sequences that our online
algorithm will construct will have the property that SM and SN are swap sequences for
matroid M and N respectively.

Recall that in the single matroid case, given a sequence of elements f1, . . . , fk to be
inserted, removing elements greedily maximizes the total gain of a swap sequence. That is,
choosing a sequence S = (ft, gt)

k
t=1 that is greedy-removing is best possible given elements

f1, . . . , fk. Moreover, several of the properties derived in Section 2.3.2 need as hypothesis
that the considered sequences are greedy-removing. For the matroid intersection problem it
is not necessarily best possible to greedily choose the elements to be removed. Furthermore,
no online algorithm can determine these elements so that w(Ik(S)) is maximized. This fact
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is shown in the following simple example. Consider the two graphic matroids depicted in
Figure 2.1, and assume that I0 = E0 = {g1, h1}. The weights for the edges are w(h1) =
w(g1) = 1, w(f1) = 2 + ε and w(f2) = 2. When edge f1 appears, an online algorithm
must decide whether f1 must be inserted, and in that case it must apply swap (f1, g1, h1)
(otherwise it can apply (f1, f1, f1) and leave the solution unchanged). However, since this
swap has positive gain, the algorithm must apply it to maintain an optimal solution in the
case there are no more elements arriving. When element f2 appears, the online algorithm will
not add f2 since this would decrease the total weight. Thus, the total weight of the solution
given by the online algorithm is 2 + ε. On the other hand, the optimal swap sequence is
((f1, f1, f1), (f2, g1, g1)) which yields a solution with weight 3.

This example shows that we cannot determine an optimal way of choosing which elements
to remove online. It is then necessary to determine a rule for choosing which elements to
remove, so that the total weight of the independent set after applying the swap sequence
is large enough when compared to the optimal way of removing elements. For this we will
consider a swap only if its gain is relatively large. This will guarantee that this swap was really
valuable and that future losses implied by performing these swaps are bounded. Moreover,
we would like that the sequence S obtained satisfies that SM and SN are greedy-removing
swap sequences, so that we can apply the knowledge gained for the single matroid case. For
this we consider the following definition. We notice that a similar idea is used by Feigenbaum
et al. [FKM+04] for the maximum weight matching problem in the semi-streaming model.

Definition 2.34 (Lazy-Removing Swap Sequences). Consider a generalized swap sequence
S = (ft, gt, ht)

k
t=1 for set I. Let ḡt be an element of minimum weight in CM(It−1(SM), ft)

and h̄t an element of minimum weight in CN(It−1(SN), ft). We say that S is lazy-removing
if for all t ∈ {1, . . . , k} we have that:

• if w(ft) ≥ 2 · (w(ḡt) + w(h̄t)), then

gt ∈ arg min{w(e) : e ∈ CM(It−1(SM), ft)}, and

ht ∈ arg min{w(e) : e ∈ CN(It−1(SN), ft)};

• otherwise, gt = ht = ft.

Given elements f1, . . . , fk, it is easy to construct a sequence S = (ft, gt, ht)
k
t=1 that is

lazy-removing: For each t compute ḡt and h̄t; If w(ft) ≥ 2 · (w(ḡt) +w(h̄t)) then set gt := ḡt
and ht := h̄t, otherwise gt = ht = ft. We notice that the sequence generated is a generalized
swap sequence. Indeed, we only need to guarantee that for all t ∈ {1, . . . , k}, ft = gt if
and only if ht = ft. Assume by contradiction that for some t this does not happen, that
is, gt 6= ft and ht = ft (the case gt = ft and ht 6= ft is symmetric). Then we know that
w(ft) ≥ 2 · (w(gt) + w(ht)), and since ft = ht we conclude that 0 ≥ 2w(gt) + w(ht). Since
we are assuming that no element but ε has zero weight, we conclude that gt = ht = ft = ε,
which contradicts our assumption. We have shown the following.

Observation 2.35. Consider a set I ∈ I ∩ J and elements f ∈ E, g ∈ CM(I, f) and
h ∈ CN(I, f). If

w(f) ≥ 2(w(g) + w(h)),

then (f, g, h) is a generalized swap for set I.
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Thus, given elements f1, . . . , fn, it is possible to construct online a generalized swap
sequence S = (ft, gt, ht)

k
t=1 that is lazy-removing.

Let us remark that in the definition of lazy-removing, element ḡt belongs to the circuit
CM(It−1(SM), ft) and not necessarily to CM(It−1(S), ft) (similarly for h̄t). For the case where
w(ft) ≥ 2 · (w(ḡt) + w(h̄t)), also gt belongs to CM(It−1(SM), ft) instead of CM(It−1(S), ft).
This implies that we are taking more elements than necessary to guarantee that It(S) is in
I ∩ J . However, taking gt and ht this way guarantees that SM and SN are swap sequences
for their respective matroids.

Observation 2.36. Let S be a generalized lazy-removing swap sequence. Then SM and SN
are swap sequences for matroids M and N , respectively.

Strictly speaking, sequences SM and SN are not greedy-removing. Indeed, for SM , there
may be a swap (ft, gt) where ft = gt and ft is not of minimum weight in CM(It−1(S), ft).
Similarly for SN . However, such a swap does not modify the solution, and therefore we
can skip it without changing the overall effect of the sequence. With this observation it is
easy to check that all results in Sections 2.3.2 and 2.3.3 also hold for sequences SM and SN
when applied appropriately. This observation will be useful for the analysis of our online
algorithm, because it will allow us to reuse the properties already derived for the single
matroid problem.

Lazy-removing swap sequences have the important property of being constant competitive
in the following sense. Consider a given set of elements f1, . . . , fk to be added, and let S be
a lazy-removing sequence that inserts these elements. Then w(Ik(S)) ≥ w(Ik(S

∗))/7, where
S∗ is a generalized sequence of the form (ft, g

∗
t , h

∗
t )
k
t=1 maximizing w(Ik(S

∗)). The overall
idea to show this is as follows. Notice that S can make two types of mistakes: (1) either
it does not add an element ft that S∗ inserts (and thus it takes the swap (ft, ft, ft)), or (2)
it removes an element that belongs to Ik(S

∗). Since a lazy-removing sequence only removes
elements that have relatively small weight, we will be able to show that the total weight of
elements removed is upper bounded by w(Ik(S)). On the other hand, an element ft that is
never added to the solution satisfies that w(ft) ≤ 2(w(ḡt) + w(h̄t)) (where ḡt and h̄t were
introduced in the definition of lazy-removing). This will allow us to charge the cost of these
elements to elements in Ik(S

∗). We devote the rest of this section to show what was just
described. The proof will be divided into showing two main properties, corresponding to the
two types of mistakes just described.

We start by showing that the total weight of elements removed by a lazy-removing se-
quence S is never more than w(Ik(S)). To make this statement more precise, consider the
following definition. Let S = (ft, gt, ht)

k
t=1 be a lazy-removing swap sequence. We distinguish

swaps of two types. For this, consider the set

R := {t ∈ {1, . . . , k} : gt 6= ft and ht 6= ft} .

In other words, swaps (ft, gt, ht) with t ∈ R correspond to the swaps that do not leave the
solutions unchanged. We call swaps with indices in R non-trivial. The rest of the swaps
(i. e., swaps of the form (ft, ft, ft)) are said to be trivial.



2.4. Robust Multi-Stage Matroid Intersection 88

Lemma 2.37. Let S = (ft, gt, ht)
k
t=1 be a lazy-removing sequence for set I, and let R be the

set of indices of non-trivial swaps in S. Then

w({gt, ht}t∈R) ≤ w ({ft}t∈R ∩ Ik(S)) .

Proof. Let us define Rt = R ∩ {1, . . . , t}. To show the inequality of the lemma we use a
charging argument. For each t ∈ {1, . . . , k}, we will construct a function

Φt : {gs, hs}s∈Rt → {fs}s∈Rt ∩ It(S),

such that w(Φ−1
t ({fs})) ≤ w(fs) for all s ∈ Rt with fs ∈ It(S), that is, we charge the

weight of each element in {gs, hs}s∈Rt to some element in {fs}s∈Rt ∩ It(S). Notice that this
immediately implies the lemma since

w({gs, hs}s∈R) = w({gs, hs}s∈Rk
) =

∑
s∈Rk:fs∈Ik(S)

w
(
Φ−1
k ({fs})

)
≤

∑
s∈Rk:fs∈Ik(S)

w (fs)

= w(Ik(S) ∩ {ft}t∈Rk
) = w(Ik(S) ∩ {ft}t∈R).

We show the existence of functions Φt by induction. We start with the existence of Φ1. If
the first swap of S is trivial then the domain of Φ1 is empty and thus the claim follows.
Otherwise, we have that w(f1) > 2(w(g1) + w(h1)) ≥ w(g1) + w(h1), and thus the claim
follows by defining Φ1(g1) = Φ1(h1) = f1.

Assume now by induction hypothesis that we have constructed function Φt−1. We show
how to construct Φt by modifying Φt−1. We can assume that (ft, gt, ht) is non-trivial other-
wise we can choose Φt = Φt−1. First note that Φt must assign gt and ht to some element in
{fs}s∈Rt ∩ It(S). Moreover, if gt and ht belong to {fs}s∈Rt−1 ∩ It−1(S), then all the elements
in Φ−1({gt}) (or Φ−1({ht}), respectively) must be assigned to other elements by Φt. In this
case we assign all these elements to ft. More precisely, we define

Φt(e) = ft for all e ∈ Φ−1
t−1({gt}) ∪ Φ−1

t−1({ht}) ∪ {gt, ht},

and Φt(e) = Φt−1(e) for the rest of the elements in {gs, hs}s∈Rt . To check that the weight
assigned to ft is less than w(ft), notice that

w(Φ−1
t ({ft})) = w(Φ−1

t−1({gt})) + w(Φ−1
t−1({ht})) + w(gt) + w(ht)

≤ 2(w(gt) + w(ht)) ≤ w(ft),

where the first inequality follows by the induction hypothesis and the second since S is lazy-
removing and the swap (ft, gt, ht) is non-trivial. This completes the construction of Φt for
all t ∈ {1, . . . , k}, and thus the lemma follows by the argumentation above.

In what follows we show that the total weight of elements not added by a lazy-removing
swap sequence, that is elements ft with t 6∈ R, is bounded. For this we extend an important
tool to the online case, often used to analyze algorithms for matroid intersection. Consider
a set I ∈ I ∩J that is locally optimal, that is, any generalized swap for I has negative gain.
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Then I is a 2-approximate solution for the (offline) Maximum Weight Matroid Intersection
problem. This property was proven by Skutella and Reichel [RS08] and later extended by
Lee, Sviridenko, and Vondrák [LSV10] to the problem of maximizing a submodular functions
under matroid constraints. We will extend this technique to our setting, therefore we first
shortly present the classic results. The main technique to show such a property is a charging
argument: if an element f belongs to the optimal solution but not to I, then we can charge
the weight of f to the weight of two elements in I, each belonging to one of the two circuits
in I + f . The factor 2 follows by showing that no element in I has to pay for more than two
elements in the optimum. To show that this is indeed possible we need the following lemma.

Lemma 2.38 (Corollary 39.12a in [Sch03]). Consider a matroid M = (E, I), and let B1

and B2 be two bases for M. Then there exists a bijection Ψ : B1 \B2 → B2 \B1 so that

Ψ(e) ∈ C(B2, e) for all e ∈ B1 \B2.

By using this result we show that the charging argument described above can indeed be
applied. In the next lemma, I represents any independent set, F are the set of elements that
can be charged to the elements in I (and thus F = E if I is locally optimal), and J plays
the role of an optimal solution.

Lemma 2.39. Given two matroids M = (E, I) and N = (E,J ), consider a set I ∈ I ∩J .
For any e ∈ E, define g(e) and h(e) to be minimum weight elements in CM(I, e) and CN(I, e),
respectively. We define the set

F = {e : w(e) ≤ w(g(e)) + w(h(e))} .

For any set J ⊆ F with J ∈ I ∩ I it holds that

w(J \ I) ≤ 2 · w(I \ J).

Proof idea. Using the previous lemma we can construct two functions ΨM and ΨN so that
for each e ∈ J \ I,

ΨM(e) ∈ CM(I, e) and ΨN(e) ∈ CN(I, e).

Since J ⊆ F , then w(e) ≤ w(ΨM(e)) + w(ΨN(e)). Summing over all e ∈ J \ I and recalling
that ΨM and ΨN are injective, we get that w(J \ I) ≤ 2 · w(I \ J).

Notice that the last lemma implies directly that any locally optimal solution I is 2-
approximate. Indeed, assume that ∆(f, g, h) ≤ 0 for all generalized swaps (f, g, h) for I,
and thus E = F . For an optimal solution I∗, we have that I∗ \ I is a subset of F and thus
w(I∗ \ I) ≤ 2w(I \ I∗). Therefore w(I∗) ≤ 2w(I) and thus I is a 2-approximate solution.

We now extend the charging argument of the last lemma to the online case. For this con-
sider the following definition. Let S = (ft, gt, ht)

k
t=1 be a lazy-removing swap sequence for I.

For a given element e ∈ E, let gt(e) and ht(e) be minimum weight elements in CM(It−1(SM), e)
and CN(It−1(SN), e), respectively. We now consider the set of all elements e whose weight
is relatively small in comparison to w(gt(e)) and w(ht(e)) for some t. Then, these elements
can be charged to elements in It(S) for some stage t. More precisely, consider

F = {e ∈ E : w(e) ≤ 2 · (w(gt(e)) + w(ht(e))), for some t = 1, . . . , k} .



2.4. Robust Multi-Stage Matroid Intersection 90

The next lemma, which is an extension of Lemma 2.39 to the online case, shows that the
weight of any independent set that is a subset of F is bounded. Notice that if ft ∈ F , then
ft is an element that a lazy-removing sequence could have added but it chose to perform a
trivial swap instead. For our analysis later, we will only need to consider elements in F that
are equal to some ft, but we state the lemma in general nonetheless.

Lemma 2.40. Let S = (ft, gt, ht)
k
t=1 be a generalized lazy-removing sequence for I with set

of non-trivial swaps R, and let F be the set defined above. For any J ⊆ F \ {gt, ht}t∈R so
that J ∈ I ∩ J , we have that

w(J \ Ik(S)) ≤ 4 · w(Ik(S) \ J) + 2 · w(Ik(S)).

Let us fix a set J as in the statement of the previous lemma, that is, J is independent
for both matroids and J ⊆ F \ {gt, ht}t∈R. To show the lemma we charge the elements
in J \ Ik(S) to elements in Ik(S). For that we use Lemma 2.38 as follows. Extend set J
to a basis B1 for M. Since SM is a swap sequence for I on matroid M, we can also
extend Ik(SM) to a basis B2 for M. Thus, Lemma 2.38 implies that there exists a bijection
ΨM : B1 \B2 → B2 \B1 satisfying

ΨM(e) ∈ CM(B2, e) for all e ∈ B1 \B2.

An analogous construction gives a function ΨN for matroid N . The following property will
help us translate the charging of an element e ∈ F from gt(e) and ht(e) (which may not be
in Ik(S)) to ΨM(e) and ΨN(e). We state the lemma only for ΨM .

Lemma 2.41. Consider set J and function ΨM as was just defined. For any e ∈ J and
t ∈ {1, . . . , k}, let gt(e) be a minimum weight element in circuit CM(It−1(SM), e). Then we
have that either

• w(gt(e)) ≤ w(ΨM(e)) and ΨM(e) ∈ Ik(SM), or

• w(gt(e)) = 0.

Proof. Consider an element e ∈ J \ Ik(SM), and recall that ΨM : B1 \ B2 → B2 \ B1 where
J ⊆ B1 and Ik(SM) ⊆ B2. To show the claim we distinguish two cases.

1. If Ik(SM) + e is not in I, then CM(Ik(SM), e) = CM(B2, e), and thus ΨM(e) ∈ Ik(SM).
Therefore we conclude that ΨM(e) ∈ CM(Ik(SM), e) and hence w(gk(e)) ≤ w(ΨM(e)).
Recalling that SM is greedy-removing when omitting swaps not in R, Lemma 2.14
implies that

w(gt(e)) ≤ w(gk(e)) ≤ w(ΨM(e)).

Thus, the claim holds for this case.

2. If Ik(SM) + e belongs to I, then CM(Ik(SM), e) = {ε}. Again, Lemma 2.14 implies
that w(gt(e)) ≤ w(ε) = 0.

The lemma follows.

With this result we are ready to show Lemma 2.40.
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Proof (Lemma 2.40). Recall that J ⊆ F . Thus, by definition of F , for all e ∈ J there exists
te ∈ {1, . . . , k} such that

w(e) ≤ 2 · (w(gte(e)) + w(hte(e))). (2.4)

To simplify notation we denote gte = gte(e) and hte = hte(e). Therefore we have the following
upper bound.

w(J \ Ik(S)) ≤
∑

e∈J\Ik(S)

2 · (w(gte) + w(hte)) (2.5)

We now bound the right-hand-side of this inequality by using the previous lemma.
Claim: The following bound holds,∑

e∈J\Ik(S)

w(gte) ≤ w(Ik(SM) \ J)

To show the claim, first notice that

Ik(SM) \ {ht}t∈R = Ik(S),

and since by definition of J we have that J ∩ {ht}t∈R = ∅, then

J \ Ik(S) = J \ Ik(SM), and thus
∑

e∈J\Ik(S)

w(gte) =
∑

e∈J\Ik(SM )

w(gte).

Recall that ΨM : B1 \ B2 → B2 \ B1 is a bijection, where J ⊆ B1 and Ik(SM) ⊆ B2.
Lemma 2.41 implies the following bound,∑

e∈J\Ik(S)

w(gte) =
∑

e∈J\Ik(SM )

w(gte) ≤
∑

e∈J\Ik(SM )

w(ΨM(e))

≤ w(Ik(SM) \B1) ≤ w(Ik(SM) \ J). (2.6)

This shows the claim. Analogously, for matroid N we obtain that∑
e∈J\Ik(S)

w(hte) ≤ w(Ik(SN) \ J). (2.7)

Combining Inequalities (2.5), (2.6), and (2.7) we conclude that

w(J \ Ik(S)) ≤ 2 · (w(Ik(SM) \ J) + w(Ik(SN) \ J))

≤ 2 · (2 · w(Ik(S) \ J) + w({gt, ht}t∈R)),

where the last inequality follows since Ik(SM) ⊆ Ik(S)∪{ht}t∈R and Ik(SN) ⊆ Ik(S)∪{gt}t∈R.
The lemma follows since by Lemma 2.37, w({gt, ht}t∈R) ≤ w(Ik(S)).

Finally, with Lemmas 2.37 and 2.40 we show that lazy-removing sequences yield solutions
that are close to optimal given the elements to be added. This justifies the definition of lazy-
removing sequences. More precisely, we can restrict ourselves to consider lazy-removing
sequences by decreasing the objective function by only a constant factor.
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Theorem 2.42. Let S = (ft, gt, ht)
k
t=1 and S∗ = (f ∗t , g

∗
t , h

∗
t )
k
t=1 be two generalized swap

sequences for I ∈ I ∩ J such that ft = f ∗t for all t ∈ {1, . . . , k}. If S is lazy-removing, then

w(Ik(S)) ≥ w(Ik(S
∗))/7.

Proof. Let R be the set of indices of non-trivial swaps of S. Note that elements in Ik(S
∗) \

Ik(S) can be classified into two types: (1) Elements that are not in Ik(S
∗) because they were

removed by the sequence S, i.e., elements in F1 = {gt, ht}t∈R, and (2) elements in Ik(S
∗) that

were never introduced to the solution by S, i. e., the set {ft}t6∈R ∩ Ik(S∗). For this second
case it is enough to consider the elements in

F2 = [{ft}t6∈R ∩ Ik(S∗)] \ F1.

With the previous observation we have that

Ik(S
∗) \ Ik(S) ⊆ F1 ∪ (F2 \ Ik(S)).

Thus,

w(Ik(S
∗) \ Ik(S)) ≤ w(F1) + w(F2 \ Ik(S)).

Lemmas 2.37 and 2.40 imply that

w(Ik(S
∗) \ Ik(S)) ≤ 4w(Ik(S) \ Ik(S∗)) + 3w(Ik(S)).

Adding w(Ik(S
∗) ∩ Ik(S)) to both sides of the last inequality yields that

w(Ik(S
∗)) ≤ w(Ik(S)) + 3w(Ik(S) \ Ik(S∗)) + 3w(Ik(S)) ≤ 7w(Ik(S)).

2.4.3 Competitive Analysis for Matroid Intersection

Similarly as with the single matroid case, we consider first a special type of instances where
we are allowed to insert to the solution at most one element per stage.

Definition 2.43 (Regular Instances). An instance of the Robust Multi-Stage Matroid Inter-
section problem is said to be regular if kt = 1 for all t ∈ {1, . . . , n}.

We first propose an online algorithm for the Robust Multi-Stage Matroid Intersection
problem in the case of regular instances. Notice that, without loss of generality, any robust
solution to this problem corresponds to a generalized swap sequence S = (ft, gt, ht)

n
t=1 for the

initial set I0 (this follows by the same argument as in the proof of Lemma 2.18). Moreover,
the robust sequence of independent sets corresponding to this solution is I1(S), . . . , In(S).

Now we present our algorithm for regular instances. The algorithm chooses generalized
swaps greedily so to obtain a lazy-removing sequence.
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Algorithm Robust-Lazy-Intersection (Regular Instance)

For any stage t ∈ {1, . . . , n}, assume that we have constructed a swap sequence S =
(fs, gs, hs)

t−1
s=1. We append a new swap to S as follows.

1. Consider the set T of all generalized swaps (f, g, h) ∈ Et × Et × Et for It−1(S)
satisfying,

(i) element g is of minimum weight in CM(SM , f), element h is of minimum weight
in CN(SN , f), and

(ii) w(f) ≥ 2 · (w(g) + w(h)).

2. Let (ft, gt, ht) be any swap of maximum gain in T .

3. Append (ft, gt, ht) to S and return It := It(S).

We notice that the algorithm is well-defined since T is never empty, indeed (ε, ε, ε) ∈ T
at every point of the algorithm. To analyze this algorithm and show that has a constant
competitive factor we follow a similar technique as in Section 2.3.3. For this notice that the
sequence computed by the algorithm is lazy-removing. Similarly as before, we say that a
swap sequence S = (ft, gt, ht)

n
t=1 is robust feasible (or simply feasible) if ft ∈ Et for all t ∈

{1, . . . , n}. By Theorem 2.42 we can compare the solution given by the algorithm to a simpler
solution, namely, the feasible lazy-removing swap sequence S that maximizes w(In(S)). By
doing so we only lose a factor 7 in the competitive factor. We will do one further simplification
to the optimal solution. Recall that in general w(In(S∗)) ≥ w(I0(S∗)) + ∆(S∗). We will
compare against the lazy-removing feasible swap sequence S∗ maximizing w(I0(S∗))+∆(S∗)
instead of w(In(S∗)). We first show that this can only increase the competitive ratio by an
extra factor of two. In the lemma we also show that any element introduced by S∗ equals ε
or it is never removed.

Lemma 2.44. Let S̄ be a robust feasible swap sequence maximizing w(In(S̄)). There exists
a robust feasible swap sequence S∗ = (f ∗t , g

∗
t , h

∗
t )
n
t=1 that is lazy-removing and satisfies

• f ∗t ∈ In(S∗) ∪ {ε} for all t ∈ {1, . . . , n}, and

• w(I0) + ∆(S∗) ≥ w(In(S̄))/14.

Proof. Let S∗ = (f ∗t , g
∗
t , h

∗
t )
n
t=1 be any feasible swap sequence that maximizes w(I0) + ∆(S∗)

among all lazy-removing sequences. We first modify S∗ to make it satisfy the first property
of the lemma. Our modifications do not change w(I0) + ∆(S∗) and yields a new sequence
S∗ that is still lazy-removing. We start by replacing trivial swaps by (ε, ε, ε), which cannot
decrease ∆(S∗). After this the swap sequences S∗M and S∗N are greedy-removing for their
respective matroids. Similarly, for any element f ∗t 6∈ In(S∗) we change the swap (f ∗t , g

∗
t , h

∗
t )

for (ε, ε, ε) and greedily update the elements g∗s and h∗s for s ≥ t + 1. This is equivalent to
omitting swap (f ∗t , g

∗
t , h

∗
t ), and thus Lemma 2.14 implies that the weights of g∗s and h∗s for

s ≥ t + 1 cannot increase. We conclude that any non-trivial swap (f ∗s , g
∗
s , h

∗
s) for s ≥ t + 1
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still satisfies w(f ∗s ) ≥ 2(w(g∗s) + w(h∗s)), and thus S∗ is still lazy-removing. For the same
reason ∆(S∗) cannot decrease. Thus, the first property of the lemma follows.

We now show the second property. Let S ′ = (f ′t , g
′
t, h
′
t)
n
t=1 be the feasible lazy-removing

sequence maximizing w(In(S ′)). Notice that by Lemma 2.42 we have that w(In(S ′)) ≥
w(In(S̄))/7. Now we bound w(I0)+∆(S ′) in terms of w(In(S ′)). To this end we first modify
S ′ so that any trivial swap (f ′t , g

′
t, h
′
t) equals (ε, ε, ε). Again, this does not modify the overall

solution In(S ′). Thus, we have that w(f ′t) ≥ 2(w(g′t) + w(h′t)) for each t ∈ {1, . . . , n}, and
therefore

∆(f ′t , g
′
t, h
′
t) ≥

w(f ′t)

2
≥ w(It(S

′))− w(It−1(S ′))

2
.

Summing the last expression over all t ∈ {1, . . . , n} implies that w(I0)+∆(S ′) ≥ w(In(S ′))/2.
Combining the inequalities above, we obtain

w(I0) + ∆(S∗) ≥ w(I0) + ∆(S ′) ≥ w(In(S ′))

2
≥ w(In(S̄))

14
.

The next lemma tries to follow the same lines as Lemma 2.19: Given a swap sequence,
exchanging the first swap by another one decrease the total gain of the swap sequence in a
limited way. Iterating this argument will help us show the bound on the competitive ratio
of Robust-Lazy-Intersection.

Lemma 2.45. Consider set I ∈ I ∩J and elements f, e1, . . . , ek. Assume we are given two
swap sequences for set I

SM = (et, dt)
k
t=1 and SN = (et, ct)

k
t=1

that are greedy-removing swap sequences for matroids M and N respectively. Consider also
the modified swap sequences for set I,

S ′M = ((f, g), (e2, d
′
2), . . . , (ek, d

′
k)) and S ′N := ((f, h), (e2, c

′
2), . . . , (ek, c

′
k)),

where (d′2, . . . , d
′
k) and (c′2, . . . , c

′
k) are chosen so that these two sequences are greedy-removing

for matroids M and N , respectively. Then,

∆(f, g, h) +
k∑
t=2

∆(et, d
′
t, c
′
t) ≥

[
k∑
t=1

∆(et, dt, ct)

]
−∆(e1, d1, c1)− w(f).

Proof. By Lemma 2.19 we have that

∆(S ′M) ≥ ∆(SM)−∆(e1, d1).

Adding −w(h)−
∑k

t=2w(c′t) to both sides of this inequality we obtain

∆(f, g, h) +
k∑
t=2

∆(et, d
′
t, c
′
t) ≥

[
k∑
t=2

∆(et, dt, ct)

]
− w(h) +

k∑
t=2

(w(ct)− w(c′t)). (2.8)
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We now find a lower bound on −w(h) +
∑k

t=2(w(ct) − w(c′t)). For this, notice that
Lemma 2.19 implies that ∆(S ′N) ≥ ∆(SN)−∆(e1, c1), and thus,

w(f)− w(h) +
k∑
t=2

(w(et)− w(c′t)) ≥
k∑
t=2

w(et)− w(ct).

We conclude that

−w(h) +
k∑
t=2

w(ct)− w(c′t) ≥ −w(f).

Combining this last expression with Inequality (2.8) yields the result from the lemma.

We can now show the main technical result of this section.

Lemma 2.46. Let S = (ft, gt, ht)
n
t=1 be the swap sequence computed by Robust-Lazy-

Intersection, and S∗ = (f ∗t , g
∗
t , h

∗
t )
n
t=1 be the robust feasible swap sequence maximizing

w(I0) + ∆(S∗) among all lazy-removing sequences. Then,

w(In(S)) ≥ (w(I0) + ∆(S∗))/7.

Proof. We follow the same argument as in Lemma 2.20. For each ` ∈ {1, . . . , n − 1} we
define the swap sequences for set I`−1(S),

SM,` := ((f`, g`), (f
∗
`+1, g

′
`+1), . . . , (f ∗n, g

′
n))

and
SN,` := ((f`, h`), (f

∗
`+1, h

′
`+1), . . . , (f ∗n, h

′
n)),

where g′t and h′t are defined so that SM,` and SN,` are greedy-removing sequences for matroid
M and N respectively. Note that in the previous definition we are slightly abusing notation
since g′t and h′t depend on ` and thus they should have an extra index. We omit this to
simplify notation. Also for notational convenience, denote

S` = ((f`, g`, h`), (f
∗
`+1, g

′
`+1, h

′
`+1), . . . , (f ∗n, g

′
n, h

′
n)).

(We remark that S` might not be a generalized swap sequence for I`−1(S) since it might
happen that f ∗t = g′t and f ∗t 6= h′t for some t.) Similarly, define swap sequences for set
I`−1(S),

S∗M,` := (f ∗t , g
∗∗
t )nt=` and S∗N,` := (f ∗t , h

∗∗
t )nt=`,

where both sequences are greedy-removing for matroid M and N respectively. Again, we
are omitting an index ` for g∗∗t and h∗∗t . We also define S∗` = (f ∗t , g

∗∗
t , h

∗∗
t )nt=`.

Lemma 2.45 implies that for each `,

∆(S`) ≥ ∆(S∗` )−∆(f ∗` , g
∗∗
` , h

∗∗
` )− w(f`).

We distinguish two cases. For this consider the first swaps of S∗M,` and S∗M,`, swaps (f ∗` , g
∗∗
` )

and (f ∗` , h
∗∗
` ), and define the set

R := {` ∈ {1, . . . , n− 1} : w(f ∗` ) ≥ 2(w(g∗∗` ) + w(h∗∗` ))}
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For ` ∈ R, Observation 2.35 implies that (f ∗` , g
∗∗
` , h

∗∗
` ) is a generalized swap for I`−1(S). Since

Robust-Lazy-Intersection chooses the swaps greedily we have that for each ` ∈ R,

∆(f`, g`, h`) ≥ ∆(f ∗` , g
∗∗
` , h

∗∗
` ),

and thus
∆(S`) ≥ ∆(S∗` )−∆(f`, g`, h`)− w(f`).

For ` 6∈ R we simply use the upper bound ∆(f ∗` , g
∗∗
` , h

∗∗
` ) ≤ w(f ∗` )/2, and thus

∆(S`) ≥ ∆(S∗` )− w(f ∗` )/2− w(f`).

Denote by

δ` :=

{
w(f ∗` )/2 for ` 6∈ R,
∆(f`, g`, h`) for ` ∈ R.

With this we obtain,

∆(f`, g`, h`) + ∆(S∗`+1) = ∆(S`) ≥ ∆(S∗` )− δ` − w(f`).

We can simply iterate this last inequality, obtaining that

w(In(S)) ≥ w(In−1(S)) + ∆(fn, gn, hn)

≥ w(In−1(S)) + ∆(S∗n)− δn − w(fn)

≥ w(In−2(S)) + ∆(fn−1, gn−1, hn−1) + ∆(S∗n)− δn − w(fn)

...

≥ w(I1(S)) + ∆(S∗2)−
n∑
t=2

(δt + w(ft))

≥ w(I0) + ∆(S∗1)−
n∑
t=1

(δt + w(ft)).

Notice that we can assume that f ∗t = g∗t = h∗t if and only if f ∗t = g∗t = h∗t = ε (since in that
case the swap (f ∗t , g

∗
t , h

∗
t ) leaves the solution untouched). This implies that the sequences

S∗M = (f ∗t , g
∗
t )
n
t=1 and S∗N = (f ∗t , h

∗
t )
n
t=1, derived from the generalized sequence S∗, are greedy-

removing for their respective matroids. Therefore, without loss of generality we can assume
S∗1 = S∗. We obtain that

w(I0) + ∆(S∗) ≤
n∑
t=1

δt +
n∑
t=1

w(ft) + w(In(S)).

To show the lemma we upper bound each of the two summations in the right-hand-side of the
last inequality. To bound the second summation, notice that {ft}nt=1 ⊆ In(S) ∪ {gt, ht}nt=1.
Thus, by Lemma 2.37 we have that

n∑
t=1

w(ft) ≤ 2 · w(In(S)).
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Finally, observe that

n∑
t=1

δt =
∑
t∈R

∆(ft, gt, ht)+
∑
t6∈R

w(f ∗t )

2
≤ ∆(S)+

∑
t6∈R

w(f ∗t )

2
≤ ∆(S)+3·w(In(S)) ≤ 4·w(In(S)).

The second inequality follows by taking set J = {f ∗t }t6∈R \{ε}, recalling that by Lemma 2.44
J ⊆ In(S∗) and thus J ∈ I ∩ J , and applying Lemma 2.40 to J . Collecting all of our
inequalities we obtain,

w(I0) + ∆(S∗) ≤ 7w(In(S)).

The lemma follows.

Theorem 2.47. For regular instances of the Robust Multi-Stage Matroid Intersection prob-
lem, algorithm Robust-Lazy-Intersection is a 98-competitive algorithm against robust
solutions.

Proof. Follows directly from the last lemma and Lemma 2.44.

We finally reduce the general instances to the regular case.

Theorem 2.48. There exists is a 98-competitive algorithm against robust solutions for the
Robust Multi-Stage Matroid Intersection problem.

Proof. With the same argument as in the proof of Lemma 2.22, we can show that any
α-competitive algorithm for regular instances implies an algorithm with the same competitive
guarantee for arbitrary instances. The result then follows by the previous theorem.

2.4.4 Intersection of Several Matroids

A direct generalization of the techniques showed in the previous section yields a similar
analysis for the intersection of ` matroids. In what follows we shortly show how this can be
done, focusing only on the main differences to the last section. Simultaneously, we optimize
the analysis by adapting the definition of lazy-removing sequence. This yields improved
bounds for the competitive factor of our algorithm, but it does not reduce the asymptotic
behavior when ` goes to infinity.

In what follows, superindices are used to denote the different matroids while subindices
denote the different stages. We consider ` matroids Mi = (E, I i) for i ∈ {1, . . . , `} and a
weight function w : E → R≥0. Let us define I := ∩`i=1I` the set of all common independent
sets for all matroids. We assume, without loss of generality, that E contains a dummy
element ε that is a loop for every matroid, and is the only element with zero weight.

The Multi-Stage Matroid Intersection problem is defined as follows. Consider an initial
element set E0. Given an independent set I0 ∈ I with I0 ⊆ E0, a sequence of subsets
E0 ⊆ E1 ⊆ . . . ⊆ En ⊆ E and a value kt ∈ N0 for each stage t, we are looking for an online
sequence of sets I1, . . . , In so that for all t ∈ {1, . . . , n}

• It ⊆ Et belongs to I, and

• |It \ It−1| ≤ kt.
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In this context we are interested in online algorithms algorithms that are competitive against
robust solutions.

To study this problem we define swaps and swap sequences for the intersection of several
matroids. In what follows we denote vectors of elements by

→
g = (g1, . . . , g`) ∈ E`, where

E` = E × . . .× E denotes the Cartesian product of ` times set E. Also, the total weight of
the vector

→
g is defined as w(

→
g) :=

∑`
i=1w(gi). For consistency, we use superindices for the

elements of a vector since they usually corresponds to the different matroids M1, . . . ,M`.
For a set I ⊆ E, an element f and a vector of elements

→
g = (g1, . . . , g`) ∈ E` we define

I − →g + f := (. . . ((I − g1 + f)− g2 + f) . . .)− g` + f.

For a set I ∈ I and e ∈ E, let Ci(I, e) be the circuit for matroidMi as given by Definition 2.7
(Section 2.3.2).

Definition 2.49 (Generalized Swap). Given a set I ∈ I, an element f , and a vector
→
g =

(g1, . . . , g`) ∈ E`, the tuple (f,
→
g) is a generalized swap (or simply a swap if its clear from

the context) for I, if

• gi ∈ Ci(I, f) for all i ∈ {1, . . . , `}, and

• for each i, gi = f if and only if gj = f for all j ∈ {1, . . . , `}.

We say that the swap (f,
→
g) applied to I yields set I−→g+f . Moreover, the gain of the swap

is defined as ∆(f,
→
g) = w(f)− w(

→
g).

We remark that, in general, ∆(f,
→
g) ≤ w(I − →

g + f) − w(I), and that
→
g = (f, . . . , f)

implies that I − →g + f = I.

Definition 2.50 (Generalized Swap Sequence). Consider a sequence S = (ft,
→
g t)

k
t=1 and a

set I ∈ I. Iteratively define

I0 = I and It(S) = It−1(S)− →g t + ft for all t ∈ {1, . . . , k}.

We say that S is a generalized swap sequence (or simply a swap sequence) if (ft,
→
g t) is a

swap for It−1(S) for all t ∈ {1, . . . , k}.

Given a swap sequence S = (ft,
→
g t)

k
t=1 for I, we denote

Si = (ft, g
i
t)
k
t=1 for each i ∈ {1, . . . , `},

which are the ` correspondent sequences for matroids M1, . . . ,M`, respectively. As before,
Si might not be a swap sequence for matroid Mi. However, all sequences S that we will
consider in the following satisfy this property.

We now generalize the concept of lazy-removing sequences. We note that the following
definition will be parametrized by a number α. In the previous section α = 2. Even in the
case of two matroids, choosing the value of α more carefully yields an improved bound on
the competitive factor of our algorithm. We chose, however, to first present the ideas in a
cleaner way in that section. We give the detailed computation in this more general setting.
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Definition 2.51 (α-lazy Swap Sequence). Let S = (ft,
→
g t)

k
t=1 be a generalized swap sequence

for set I. Let also eit be an element of minimum weight in Ci(It−1(Si), ft) for all t and i, and
denote

→
e t = (e1

t , . . . , e
`
t). For a given α > 1, we say that S is α-lazy if for all t ∈ {1, . . . , n}

we have that:

• If w(ft) ≥ α · w(
→
e t) then

git ∈ arg min{w(e) : e ∈ Ci(It−1(Si), ft)} for all i ∈ {1, . . . , `};

• Otherwise, git = ft for all i ∈ {1, . . . , `}.

If we are given a sequence of elements f1, . . . , fk revealed one by one, we can easily
construct a sequence S = (ft,

→
g t)

k
t=1 that is α-lazy: For each t ∈ {1, . . . , k} and i ∈ {1, . . . , `}

compute eit as in the definition above; If w(ft) ≥ α · w(
→
e t) then set

→
g t :=

→
e t, otherwise

git := ft for all i. It is not hard to see that the solution generated is a generalized swap
sequence. Indeed, we only need to guarantee that for all t ∈ {1, . . . , k}, ft = git for some i
if and only if ft = gjt for all j ∈ {1, . . . , `}. Assume by contradiction that there exists a t
such that git 6= ft and gjt = ft for some i 6= j. Then, w(ft) ≥ α · w(

→
g t) and ft = gjt implies

that 0 ≥ α · w(
→
g t)− w(gjt ). Recall that ε is the only element with zero weight. Then, since

α > 1, we obtain that git = ft = ε for all i, which contradicts our assumption. Our discussion
implies the following.

Observation 2.52. Consider a set I ∈ I and elements f ∈ E, gi ∈ Ci(I, f) for each
i ∈ {1, . . . , `}. For any α > 1, if

w(f) ≥ α · w(
→
g)

then (f,
→
g) is a generalized swap for set I.

As before, we observe that for any α-lazy swap sequence S, all the sequences Si are swap
sequences for their respective matroids.

Observation 2.53. Let S be a generalized α−lazy swap sequence. Then Si is a swap se-
quence for matroid Mi for all i ∈ {1, . . . , `}.

We also distinguish swaps of two types. A swap (f,
→
g) is trivial if gi = f for all i ∈

{1, . . . , `}, otherwise we say that the swap is non-trivial. We start by showing that the total
weight that an α-lazy sequence S removes is no larger than 1

α−1
w(Ik(S)).

Lemma 2.54. Let S = (ft,
→
g t)

k
t=1 be an α-lazy sequence for set I, and let R ⊆ {1, . . . , k} be

the set of indices of non-trivial swaps in S. Then∑
t∈R

w(
→
g t) ≤

1

α− 1
· w ({ft}t∈R ∩ Ik(S)) .

Proof. We follow the same technique as in Lemma 2.37. Let us define Rt = R ∩ {1, . . . , t}.
For each t ∈ {1, . . . , k}, we will construct a function

Φt : {g1
s , . . . , g

`
s}s∈Rt → {fs}s∈Rt ∩ It(S),
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such that w(Φ−1
t ({fs})) ≤ βt · w(fs) for all s ∈ Rt with fs ∈ It(S). Here βt is a parameter

that will be determined in our computations.

We start with the existence of Φ1. If the first swap of S is trivial then the domain of Φ1

is empty and the claim follows for any value of β1. Otherwise, it holds that w(f1) ≥ α ·w(
→
g),

and thus the claim follows by defining Φ1(gi1) = f1 for all i and β1 = 1/α.

As in the proof of Lemma 2.37 we can construct Φt from Φt−1. For t 6∈ R, we can simply
use Φt = Φt−1. Otherwise, we define Φt(e) = ft for all elements e ∈ ∪`i=1Φ−1

t−1(git)∪ {git}, and
Φt(e) = Φt−1(e) for all other elements e. Thus, we obtain

w(Φ−1
t ({ft})) =

∑̀
i=1

w(Φ−1
t−1({git})) + w(git)

≤
∑̀
i=1

βt−1w(git) + w(git)

≤ (βt−1 + 1) · w(
→
gt)

≤ βt−1 + 1

α
· w(ft),

where the last inequality follows since (ft,
→
g t) is non-trivial. Then we can define βt =

(βt−1 + 1)/α. This concludes the construction of Φt. By considering Φk we obtain that∑
t∈R

w(
→
g t) ≤ βk · w ({ft}t∈R ∩ Ik(S)) .

The lemma follows by noting that β1 = 1/α and βt = (βt−1 + 1)/α implies that for all t

βt ≤
∞∑
s=1

1

αs
=

1

α− 1
.

We now generalize Lemma 2.40 to the intersection of ` matroids. Let S = (ft,
→
g t)

k
t=1

be an α-lazy swap sequence for I. For a given element e ∈ E, let git(e) be a minimum
weight element in Ci(It−1(Si), e) for all i ∈ {1, . . . , `}, and denote

→
g t(e) = (g1

t (e), . . . , g
`
t(e)).

We consider the elements e whose weight is relatively small in comparison to w(
→
g t(e)) for

some t, that is, the elements that can be charged to elements in It(S) at some stage t. More
precisely, we define the set

F = {e ∈ E : w(e) ≤ α · w(
→
g t(e)) for some t ∈ {1, . . . , k}} .

Lemma 2.55. Let S = (ft,
→
g t)

k
t=1 be an α-lazy swap sequence for I ∈ I and let R be

the set of indices of non-trivial swaps of S. If F is the set defined above, then for any
J ⊆ F \ {g1

t , . . . , g
`
t}t∈R so that J ∈ I, we have that

w(J \ Ik(S)) ≤ α

(
` · w(Ik(S) \ J) +

`− 1

α− 1
· w(Ik(S))

)
.
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Consider a set J ∈ I such that J ⊆ F \ {g1
t , . . . , g

`
t}t∈R. To prove the lemma, we extend

J to a basis Bi
1 for Mi. Recall that Si is a swap sequence for I on matroid Mi. Therefore

we can also extend Ik(S
i) ∈ I i to a basis Bi

2 forMi. By Lemma 2.38, we conclude that that
there exists a bijection Ψi : Bi

1 \Bi
2 → Bi

2 \Bi
1 satisfying

Ψi(e) ∈ Ci(Bi
2, e) for all e ∈ Bi

1 \Bi
2.

Lemma 2.56. Consider set J and function Ψi as defined above. For any e ∈ J , let git(e) be
a minimum weight element in circuit Ci(It−1(Si), e). Then we have that either

• w(git(e)) ≤ w(Ψi(e)) and Ψi(e) ∈ Ik(Si), or

• w(git(e)) = 0.

We skip the proof of this lemma since it is exactly the same as in Lemma 2.56. With
this result we can show Lemma 2.55.

Proof (Lemma 2.55). We follow the same proof technique as in the proof of Lemma 2.40.
Since J ⊆ F , the definition of F implies that for all e ∈ J there exists a te ∈ {1, . . . , k} such
that

w(e) ≤ α · w(
→
g te(e)).

To simplify notation we denote
→
g te =

→
g te(e). Therefore,

w(J \ Ik(S)) ≤ α ·
∑

e∈J\Ik(S)

w(
→
g te). (2.9)

To bound the right-hand-side of this inequality we found an upper bound for
∑

e∈J\Ik(S) w(gite)

for each i ∈ {1, . . . , `}. To this end, let us denote Gi
R = {git}t∈R. First notice that

Ik(S
i) \

(⋃
j 6=i

Gi
R

)
= Ik(S).

The definition of J implies that J ∩Gi
R = ∅. Therefore, for all i

J \ Ik(S) = J \ Ik(Si).

Since Ψi is injective, by Lemma 2.41 we obtain that for all i ∈ {1, . . . , `}∑
e∈J\Ik(S)

w(gite) =
∑

e∈J\Ik(Si)

w(gite) ≤ w(Ik(S
i) \ J). (2.10)

This inequality and Inequality (2.9) imply that

w(J \ Ik(S)) ≤ α ·
∑̀
i=1

w(Ik(S
i)).
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By noting that Ik(S
i) ⊆ Ik(S) ∪

(⋃
j 6=iG

j
R

)
, we obtain

w(J \ Ik(S)) ≤ α ·
∑̀
i=1

(
w(Ik(S) \ J) + w

(
∪j 6=iGj

R

))
≤ α ·

(
` · w(Ik(S) \ J) + (`− 1)

∑
t∈R

w(
→
g t)

)

≤ α ·
(
` · w(Ik(S) \ J) +

`− 1

α− 1
w(Ik(S))

)
,

where the last inequality follows by Lemma 2.54.

With Lemmas 2.54 and 2.55 we can show that by restricting ourselves to consider α-lazy
sequences we decrease the weight of our solutions by at most an O(`) factor. We omit the
proof of this result since it follows by a very similar argument as in the proof of Theorem 2.42.

Theorem 2.57. Let S = (ft,
→
g t)

k
t=1 and S∗ = (ft,

→
g∗t )

k
t=1 be two generalized swap sequences

for I ∈ I. If S is α-lazy, then

w(Ik(S
∗)) ≤ α2`− α + 1

α− 1
· w(Ik(S)).

Competitive Analysis for Multiple Matroids We present our algorithm for the Robust
Multi-Stage Matroid Intersection problem in the case of regular instances (that is, kt = 1 for
every stage t). We later argue that the general case can be reduced to this type of instances.
In this setting, a swap sequence S = (ft,

→
g t)

n
t=1 is said to be robust feasible if ft ∈ Et for all

t ∈ {1, . . . , n}. Notice that any robust sequence I0, I1, . . . , In can be transformed to a (robust
feasible) generalized swap sequence S = (ft,

→
g t)

n
t=1 for the initial set I0 without decreasing the

weight of the solutions (same argument as in Lemma 2.18). Therefore, for regular instances,
we can work with generalized swap sequences instead of with robust sequences. Our online
algorithm will choose an α-lazy swap sequence greedily. The algorithm takes α > 1 as a
parameter, which we will use later to optimize the procedure.

Algorithm Robust-Lazy-Intersection (Regular Instance)

For any stage t ∈ {1, . . . , n}, assume that we have constructed a swap sequence S =
(fs,

→
gs)

t−1
s=1. We append a new swap to S as follows.

1. Consider the set T of all swaps (f,
→
g) with

→
g = (g1, . . . , g`) ∈ Et × . . . × Et for

It−1(S) satisfying,

(i) element gi is of minimum weight in Ci(Si, f) for all i ∈ {1, . . . , `}, and

(ii) w(f) ≥ α · w(
→
g).

2. Let (ft,
→
g t) be any swap of maximum gain in T .

3. Append (ft,
→
g t) to S and return It := It(S).
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The first step to analyze this algorithm is showing that its solutions can be compared to
an α-lazy feasible swap sequence S∗ that maximizes w(I0(S∗))+∆(S∗) (instead of w(In(S∗))).
The next lemma shows that doing this can only increase our estimation of the competitive
ratio by an O(`) factor. In the lemma we also show that all elements introduced by S∗

belong either to In(S∗) or {ε}, and thus they are never removed from the sequence,

Lemma 2.58. Let S be a robust feasible swap sequence maximizing w(In(S)). There exists
a robust feasible swap sequence S∗ = (f ∗t ,

→
g∗t ) that maximizes w(I0)+∆(S∗) among all α-lazy

swap sequences and satisfies

• f ∗t ∈ In(S∗) ∪ {ε} for all t ∈ {1, . . . , n}, and

• w(In(S)) ≤ α
(α−1)2

· (α2`− α + 1) · (w(I0) + ∆(S∗)).

Proof. With the same argument as in Lemma 2.44, it is easy to construct an α-lazy swap
sequence S∗ that satisfies the first property of the lemma. For the second property, let S ′ =
(f ′t ,

→
g ′t) be the feasible α-lazy sequence maximizing w(In(S ′)). Notice that by Theorem 2.57

we have that

w(In(S)) ≤ α2`− α + 1

α− 1
· w(In(S ′)). (2.11)

Let us modify S ′ so that any trivial swap (f ′t ,
→
g ′t) equals (ε, (ε, . . . , ε)). This does not

modify the overall solution In(S ′). Thus, we have that w(f ′t) ≥ α · w(
→
g ′t) for each t ∈

{1, . . . , n}, and therefore every swap in S ′ satisfies

∆(f ′t ,
→
g ′t) ≥

(
1− 1

α

)
· w(f ′t) ≥

α− 1

α
· (w(It(S

′))− w(It−1(S ′))).

By summing the last expression over all t ∈ {1, . . . , n} we obtain that w(In(S ′)) ≤ α ·
w(I0)+∆(S′)

α−1
. The last inequality and Inequality (2.11) imply the lemma.

We now show the inductive step of the analysis of Robust-Lazy-Intersection. The
following lemma is a generalization of Lemma 2.45.

Lemma 2.59. Consider a set I ∈ I and elements f, e1, . . . , ek. Assume we are given ` swap
sequences for set I

Si = (et, d
i
t)
k
t=1 for all i ∈ {1, . . . , `},

where each Si is a greedy-removing swap sequence for matroidMi. Consider also the modified
swap sequences for set I,

S
i

= ((f, gi), (e2, b
i
2), . . . , (ek, b

i
k)) for all i ∈ {1, . . . , `},

where the elements bit for each t and i are chosen so that for all i ∈ {1, . . . , `} sequence S
i

is

greedy-removing for Mi. Finally, denote
→
dt := (d1

t , . . . , d
`
t),
→
b t := (b1

t , . . . , b
`
t), S = (ft,

→
dt)

k
t=1

and S = ((f,
→
g), (et,

→
b2), . . . , (et,

→
bk)). Then the following inequality holds

∆(S) ≥ ∆(S)−∆(e1,
→
d1)− (`− 1) · w(f).
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We remark that in this last lemma the sequences S and S might not be generalized swap
sequences. We omit the proof of this lemma since it is a trivial generalization of the case
with two matroids (Lemma 2.45). We can now show the main technical result of this section.

Lemma 2.60. Let S = (ft,
→
g t)

n
t=1 be the swap sequence computed by Algorithm Robust-

Lazy-Intersection, and S∗ = (f ∗t ,
→
g∗t )

n
t=1 be the robust feasible swap sequence maximizing

w(I0) + ∆(S∗) among all α-lazy swap sequences. Then,

w(I0) + ∆(S∗) ≤ α2 · `− 1

α− 1
w(In(S)).

Proof. We follow the same argument as in the proof of Lemmas 2.20 and 2.46. For each
s ∈ {1, . . . , n− 1}, consider the sequences for set Is−1(S),

Sis := ((fs, g
i
s), (f

∗
s+1, d

i
s+1), . . . , (f ∗n, d

i
n)) for all i ∈ {1, . . . , `}.

Here, elements dis+1, . . . , d
i
n are defined so that Sis is a greedy-removing sequence for ma-

troid Mi. We remark that in this definition we omit an index to simplify notation, since
element dit also depends on s. Also for notational convenience, denote

→
dt := (d1

t , . . . , d
`
t) and

Ss = ((fs,
→
gs), (f

∗
s+1,

→
ds+1), . . . , (f ∗n,

→
dn)).

(We remark that Ss might not be a generalized swap sequence for Is−1(S).) Similarly, we
consider the swap sequences for set Is−1(S),

Si∗s = (f ∗t , h
i
t)
n
t=s for all i ∈ {1, . . . , `},

where each sequence is greedy-removing for its respective matroid matroid Mi. Again, we
are omitting an index s for hit. We also define

→
ht = (h1

t , . . . , h
`
t) and S∗s = (f ∗t ,

→
ht)

n
t=s.

Lemma 2.59 implies that for each s,

∆(Ss) ≥ ∆(S∗s )−∆(f ∗s ,
→
hs)− (`− 1) · w(fs). (2.12)

We distinguish two different types of iteration. To this end, for each s ∈ {1, . . . , n − 1}
consider the first swap of Si∗s , swap (f ∗s , h

i
s), and define the set

R :=
{
s ∈ {1, . . . , n− 1} : w(f ∗s ) ≥ α · w(

→
hs)
}
.

If s ∈ R then (f ∗s ,
→
hs) is a generalized swap for Is−1(S) by Observation 2.52. Since Algorithm

Robust-Lazy-Intersection chooses the swaps greedily, for each s ∈ R we have that

∆(fs,
→
gs) ≥ ∆(f ∗s ,

→
hs).

If s 6∈ R we use the upper bound ∆(f ∗s ,
→
hs) ≤ α−1

α
w(f ∗s ). Consider the following definition,

δs =

{
α−1
α
w(f ∗s ) for s 6∈ R,

∆(fs,
→
gs) for s ∈ R.
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Inequality (2.12) implies that for all s ∈ {1, . . . , n− 1}
∆(fs,

→
gs) + ∆(S∗s+1) = ∆(Ss) ≥ ∆(S∗s )− δs − (`− 1) · w(fs).

Iterating this inequality we obtain,

w(I0) + ∆(S∗) ≤
n∑
t=1

δt + (`− 1) ·
n∑
t=1

w(ft) + w(In(S)).

The theorem will follow by upper bounding each of the summations in the right-hand-side
of the last inequality. For this purpose, notice that {ft}nt=1 ⊆ In(S) ∪ {g1

t , . . . , g
`
t}nt=1. Thus,

by Lemma 2.54 we have that
n∑
t=1

w(ft) ≤
(

1

α− 1
+ 1

)
· w(In(S)) =

α

α− 1
· w(In(S)).

Finally, observe that Lemma 2.55 and a short computation yields
n∑
t=1

δt =
∑
t∈R

∆(ft,
→
gt) +

α− 1

α
·
∑
t6∈R

w(f ∗t ) ≤ ∆(S) + (α`− 1)w(In(S)) ≤ α · ` · w(In(S)).

Collecting all our inequalities we obtain,

w(I0) + ∆(S∗) ≤
(
α · `+ (`− 1)

α

α− 1
+ 1

)
· w(In(S)) =

α2 · `− 1

α− 1
· w(In(S)).

Lemma 2.61. For regular instances of the Robust Multi-Stage Matroid Intersection problem,
Algorithm Robust-Lazy-Intersection has a competitive factor of

α

(α− 1)3
· (α2 · `− 1) · (α2 · `− α + 1) ∈ O(`2)

against robust solutions.

Proof. Follows directly by the last lemma and Lemma 2.58.

We finally reduce general instances to the regular case.

Theorem 2.62. For the general case of the Robust Multi-Stage Matroid Intersection prob-
lem, there exists an algorithm with a competitive factor of

α

(α− 1)3
· (α2 · `− 1) · (α2 · `− α + 1) ∈ O(`2)

against robust solutions.

Proof. With the same argument as in the proof of Lemma 2.22 we can restrict ourselves to
regular instances. The result then follows by the previous lemma.

Given the expression for the competitive ratio in the last theorem, we can find for each
value of ` the value of α > 1 minimizing this expression. This optimized value is shown
in Figure 2.2 for some values of `. We notice, however, that even if the value of α > 1
is optimized for each `, the competitive factor of the algorithm is at least `2. Hence, the
optimization process does not help diminishing its asymptotic behavior. We conjecture that
for the intersection of ` matroids it is possible to obtain an algorithm with competitive
ratio O(`) (or even `+ 1) when compared to an optimal robust solution.
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` α∗ c
2 2.34158 93.0153
3 2.39647 226.116
4 2.42307 417.087
5 2.43878 665.929
10 2.4697 2778.2

Figure 2.2: The optimized competitive ratio c together with the corresponding value α∗

where this minimum is attained.

2.4.5 Applications to the Maximum Traveling Salesman Problem

Since matroid intersection (in particular the intersection of an arbitrary number of matroids)
is a very flexible framework, the above results can be applied to a vast number of problems.
For many of these, the best robust sequence is as good as the offline-optimum or only
by a constant factor smaller. In these cases, our algorithm is even constant competitive in
comparison to the offline optimum of every stage. One important problem with this property
is the directed Maximum Traveling Salesman problem (MaxTSP): Given a complete directed
graph G = (V,A) and a weight function w : V ×V → R>0, the goal is to compute a directed
tour of maximum total weight which visits each vertex exactly once. We assume that in each
stage one new vertex v is revealed, together with the weight of all the arcs that connect v
with other vertices previously known. We call this problem Robust MaxTSP.

This problem is closely related to the MaxHam problem introduced in Section 2.1. Any
solution for MaxTSP yields a solution to MaxHam by removing one edge. Similarly, since
we assume a complete graph, any solution to the MaxHam problem can be converted to a
tour by adding one arc. We note that the following result also holds for the Robust MaxHam
problem, which is defined analogously.

Theorem 2.63. If kt ≥ 6 for each stage t, there exists an online algorithm for the Robust
MaxTSP problem which computes tours I1, ..., In such that OPTt ≤ w(It) · O(1) for each
stage t ∈ {1, ..., n}, where OPTt denotes the optimal (offline) solution for iteration t.

Proof. We exploit the connection between MaxTSP and MaxHam. As mentioned above,
the directed MaxHam problem can be modeled as the intersection of three matroids: one
matroid being the graphic matroid associated with the graph, and the other two matroids
ensure that each vertex has an in- and an out-degree of at most one. Let Vt ⊆ V the set
of vertices revealed up to stage t, and At ⊆ A be the set of available arcs in stage t. We
denote by I ⊆ 2A the collection of all sets which are independent in all the three matroids
described above. In other words, since (V,A) is complete, I is the collection of all subsets
of directed Hamiltonian paths.

Given kt = 1 for each iteration t, Algorithm Robust-Lazy-Intersection computes a
sequence of sets I ′0, . . . , I

′
n with I ′t ∈ I for all t. We first show that w(I ′t) is within a constant

factor of OPTt. Afterwards, we discuss how to convert each I ′t to a tour of larger total
weight.
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We claim that OPTt ≤ w(I ′t) · O(1). Indeed, consider a directed Hamiltonian tour T of
(Vt, At) with w(T ) = OPTt. If |T | is even, taking alternating edges in this solution yields
two disjoint matchings (for the underlying undirected multigraph) whose total weight sums
up to the weight of T . If |T | is odd, we obtain three matchings (one of them containing only
one arc). Since the weight of the three matchings sums up to w(T ), one of them has weight
at least OPTt

3
. Let M∗

t be a maximum weight matching for (Vt, At), which by our discussion
satisfies that w(M∗

t ) ≥ OPTt

3
. Notice that this solution can be constructed by adding at most

one arc in each iteration. That is, there exists a sequence of matchings M∗
1 ⊆ . . .M∗

t−1 ⊆M∗
t

so that M∗
s ⊆ As and |Ms \Ms−1| ≤ 1 for all s ≤ t. Moreover, M∗

s ∈ I for all s ≤ t. This
means that an optimal robust sequence I∗1 , . . . , I

∗
t in I with ks = 1 for all s satisfies that

w(I∗t ) ≥ w(M∗
t ) ≥ OPTt

3
. Since by Theorem 2.62 I ′t is constant competitive against I∗t , we

conclude that OPTt ≤ w(I ′t) ·O(1) for each iteration t. As shown in Figure 2.2, the constant
hidden in the O-notation is approximately 3× 226.116 = 678.348.

Based on each set I ′t constructed by Robust-Lazy-Intersection, we construct a tour
It such that I ′t ⊆ It for each stage t. For t = 1 it is clear that I ′1 = I1 = ∅. Suppose now
that for some iteration t we have a set I ′t computed by Robust-Lazy-Intersection and
a tour It such that I ′t ⊆ It. In iteration t + 1 the algorithm adds at most one edge f to I ′t
and removes at most three edges g1, g2, g3, yielding the set I ′t+1. Let f ′ ∈ It \ I ′t such that
It − f ′ ∈ I. We remove f ′ from It and add f . This closes at most one circuit in each of the
three involved matroids. Since I ′t+1 ∈ I, it is possible to find elements g′1, g

′
2, g
′
3 such that

T := (It − f ′)− g′1 − g′2 − g′3 + f ∈ I and {g′1, g′2, g′3} ∩ I ′t+1 = ∅. Since we removed at most
four elements from It, the set T splits into at most five connected components (note that the
vertex added in iteration t+ 1 could form a single connected component). Hence, by adding
at most five edges to T we can obtain a tour It+1 such that I ′t+1 ⊆ It+1. Therefore, kt = 6
for each stage t suffices to maintain a tour in each stage. The theorem follows.

2.5 Conclusions

In this chapter we studied online robust problems from the general perspective of matroid
optimization. For the Robust Multi-Stage Matroid problem with a single matroid, we showed
that a greedy algorithm is 2-competitive against robust solutions, and that this analysis is
tight. The same holds in the case in which bases must be maintained in every iteration. Later,
we study the problem on several matroids. We obtained the first algorithm with constant
competitive factor against robust solutions, achieving an O(`2) ratio for the intersection of
` matroids. Applying this result to MaxTSP yields a constant competitive algorithm, even
when compared against the offline optimal solution.

It is an interesting open question to improve any of these results. For the single ma-
troid case, it would be interesting to see if the same instances that showed the tightness of
our greedy algorithm yield a general lower bound for any online robust algorithm. For an
arbitrary number of matroids, any o(`2)-competitive algorithm would represent a big step
forward in the understanding of our setting. The author believes that such result needs a
considerable number of new ideas.

Several extensions of our problem could be considered. A particular interesting one is
obtained by replacing the linear objective function by an arbitrary submodular function.





Chapter 3

Robust Multi-Stage Minimum
Spanning Trees

Joint work with N. Megow, M. Skutella and A. Wiese

3.1 Introduction

Consider the problem of sending a stream of data from a source to several clients on a
network. This kind of settings arises naturally in applications related to multimedia distri-
bution systems, video-conferencing, software delivery, and groupware [OP05]. One possibility
to deal with this problem is sending the stream directly from the source to the clients with,
for example, a shortest path route (broadcast routing). It is not hard to see that such
a simple strategy might incur into inefficiencies in the use of resources of the network, in
particular it forces the source to have an extremely large upload bandwidth. Instead, a
multicast approach is more appropriate, where the source has the option of sending the data
only once and later the information is replicated at intermediate nodes. In this setting the
routing is usually determined by a tree that spans the source and the clients; see [PG98]
and references therein. Moreover, each edge can have an associated cost depending on the
quality of the corresponding link, measured in network parameters like residual bandwidth
and delay [SL91].

In graph-theoretic terminology, the described problem corresponds to finding a tree span-
ning a set of given nodes, usually called terminals. This corresponds to the classic Minimum
Steiner Tree problem. In the case that all nodes in the graph are terminals, then the problem
corresponds to the Minimum Spanning Tree (MST) problem. In many applications, the set
of terminals is not static: clients might join or leave the terminal set [Wax88, SL91]. This
gives the problem an online dimension, but unlike many online problems, there exists the
possibility of partially adapting the solution when the terminal set changes. However, a
larger number of rearrangements – especially a complete reconstruction of solutions – might
be unnecessary and it may require a large use of network resources and CPU time. Addition-
ally, the routing assignment is normally computed distributively instead of centralized, and
thus every rearrangement might momentarily increase the needed bandwidth. This means
that if the network is heavily loaded, the rearrangement of connections might result in the
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blockage of parts of the network [IW91].
We study a fundamental problem in this setting. Consider an undirected graph whose

nodes are revealed in stages, one by one. The objective is to construct in each stage a low-cost
spanning tree of the revealed vertices (terminals), without any assumption on the vertices
that might arrive in the future. We measure the quality of the sequence of trees with the
usual competitive analysis framework by compering solutions to the offline optimum. For
the reasons mentioned above, it is desirable to control how much the tree changes along
iterations. In other words, we would expect that solutions satisfy some adequate concept of
robustness. To this end we count the number of edges inserted at each iteration. We say
that an algorithm needs a budget k if the number of inserted edges (or rearrangements) in
each iteration is bounded by k. Similarly, the algorithm uses an amortized budget k if up to
iteration t the total number of rearrangements is at most t · k. In both cases, k measures
the robustness of our solutions. We call the problem just described the Robust Minimum
Spanning Tree (Robust MST) problem. If we allow to use nodes that are not terminals (that
is, Steiner nodes), then the problem corresponds to the Robust Steiner Tree problem (also
found in the literature as the Dynamic Steiner Tree problem).

We assume that the graphs in consideration are complete and that the cost function is
metric, that is, it satisfies the triangular inequality. This is not a real restriction if the graph
of potential terminals and cost function are known in advance, since then we can take the
metric closure of the graph1.

We also consider the classic Traveling Salesman problem from an online robust perspec-
tive. In this setting, the objective is to find a cycle of minimum cost that visits each node
exactly once. The robustness of solutions is measured again with the concept of (amortized)
budget.

We also remark that the Robust MST problem is closely related to the Robust Multi-
Stage Maximum Basis problem, studied in Section 2.3.4. Indeed, the arrival of a node v can
be modeled as the arrival of the adjacent edges to v. However, the MST problem differs in
two key features: it is a minimization problem instead of maximization, and the edge costs
are metric. These two properties together require significantly different algorithmic ideas to
tackle the problem (although some knowledge from the previous section is indeed used).

3.1.1 Related Work

Offline Spanning and Steiner Trees In the offline setting, the MST problem has been
widely studied. It can be solved efficiently with classic greedy approaches like Kruskal’s and
Prim’s algorithm [Sch03, Chapter 50]. On the other hand, the Minimum Steiner Tree problem
is NP-hard, and it cannot be approximated within a factor of 98/95 unless P = NP [CC08].
For many years, the best known approximation guarantee was 2, which can be achieved
by considering the metric closure of the graph and then computing a MST on the termi-
nals [GP68, Vaz01]. This factor was improved in a series of algorithms with decreasing factor
guarantees [Zel93, KZ97, PS00, RZ05] until Byrka, Grandoni, Rothvoß, and Sanità [BGRS10]
obtained the currently best upper bound of 1.39.

1Given a cost function c on the edges of a graph G = (V,E), its metric closure is a complete graph (that
is, each edge vw is in the edge set for all v, w ∈ V ) where the cost of and edge e = vw is the minimum cost
path between v and w.
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Unit Budget In the online setting, the first to analyze the Robust Steiner Tree problem
are Imase and Waxman [IW91]. For the unit budget case, they show that the best possible
competitive guarantee is Ω(log t) (where t is the number of iterations or stages). On the other
hand, they show that a greedy algorithm that connects a new node to the other terminals
through a shortest path (that is, a shortest edge in the metric closure) is O(log t)-competitive.
Alon and Azar [AA93] consider the special case in which the nodes are embedded in the
plane and the costs correspond to the euclidean distance. In this setting they show a lower
bound of Ω( log t

log log t
) on the competitive guarantee of any online algorithm. Additionally, they

give a simpler analysis showing that the greedy algorithm of Imase and Waxman [IW91] is
O(log t)-competitive (in any metric space).

Different generalizations of the Robust Steiner Tree problem can be found in the litera-
ture. Westbrook and Yan [WY95a] consider the directed version of the problem, where the
task is to find a subgraph containing a directed path from a given root r to every terminal.
They give a Ω(t) lower bound on any randomized online algorithm facing an oblivious adver-
sary. Subsequent work focuses in refining the competitive analysis by parametrizing the com-
petitive guarantee on the edge asymmetry of the graph. This quantity, denoted by α, is de-
fined as the maximum ratio between the cost of any two anti-parallel arcs. Faloutsos, Pankaj,
and Sevcik [FPS02] show that the competitive guarantee of any online algorithm is at least
Ω(min{α log t

logα
, t}), and that a greedy algorithm is O(min{α log t, t})-competitive. The lower

bound is later improved by Angelopoulos [Ang07] to Ω(min{max{α log t
logα

, α log t
log log t

}, t1−ε}). Fi-

nally, the same author shows in [Ang08] an almost matching competitive guarantee for the
greedy algorithm.

For other kinds of generalizations where multiple connections of given pairs of nodes are
required, see [AHB04, WY95b, FPS02].

Larger Budget To the best of our knowledge, the literature for multiple rearrangements
is significantly less abundant. Imase and Waxman [IW91] consider the Robust Minimum
Steiner Tree problem where nodes might arrive or depart from the terminal set. For this
setting, they give an algorithm that is 8-competitive and performs in t iterations at most
O(t3/2) rearrangements. With our previous definitions, this translates into an algorithm that
uses a (non-constant) amortized budget of O(t1/2). It is worth noticing that for the case in
which no node leaves the terminal set their algorithm achieves a competitive guarantee of 4.
Moreover, for the Robust MST problem (where no node leaves the graph), their algorithm
is 2-competitive.

Other Related Models Another way of bounding the changes of the trees is by consider-
ing the number of critical iterations. In a solution sequence of the Robust Minimum Steiner
Tree problem, an iteration is said to be non-critical if the three constructed in the iteration
only adds new edges to the previous tree; it is critical otherwise. For the problem of minimiz-
ing the total distance in the tree among all pairs of terminals, Thibault and Laforest [TL07]
give a 12-competitive algorithm with O(log t) critical iterations. The same authors consider
the problem of minimizing the diameter of the tree2 for the case in which nodes can only leave

2The diameter of a graph is the maximum distance between any pair of nodes.
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the terminal set. In this setting they give a constant competitive algorithm with O(log t)
critical iterations [TL06].

Dynia, Korzeniowski, and Kuty lowski [DKK07] consider an online MST problem where
the cost of some edge increases or decreases by one in each iteration. The goal is to main-
tain a sequence of MSTes (that is, trees that are 1-competitive in terms of costs) and the
objective function is to minimize the number of rearrangements. They give a determinis-
tic algorithm that is O(t2)-competitive, and show that this is best possible up to constant
factors. Additionally, they present a randomized algorithm with expected competitive ratio
O(t · log t).

Traveling Salesman The Traveling Salesman problem (TSP) is one of the most studied
problem in combinatorial optimization. The literature for this problem is vast, we only
review here the settings that are more closely related to the topics of this thesis. For a more
general introduction see [LLRKS85, Lap92].

In metric graphs, the prominent Christofides’ algorithm [Chr76] achieves a 3
2

approxima-
tion guarantee. Despite being a more than 30 years old result, this is the so far best known
upper bound. An important special case is when the costs correspond to Euclidean distances
in the plane. For this case a PTAS is derived by Arora [Aro96], who even extends this re-
sult to any constant-dimensional Euclidean space. Mitchell [Mit99] independently discovers
a PTAS for the plane, only a few months later. A different setting is considered by Pa-
padimitriou and Yannakakis [PY93], in which all the costs belong to {1, 2} (and thus there
are metric). They show that there exists a 7

6
-approximation algorithm. On the negative

side, they show that this case is APX-hard, and therefore it does not admit a PTAS unless
P = NP. The same result holds then for metric TSP. The upper bound for this special case
was later improved by Berman and Karpinski [BK06] to 8

7
. Another special case is the graphic

TSP, where costs correspond to shortest path distances of an unweighted underlying graph.
If the underlying graph is cubic, Boyd, Sitters, van der Ster, and Stougie [BSvdSS11] give an
algorithm with a worst case guarantee of 4

3
. Very recently, Mömke and Svensson [MS11] gen-

eralize this result to subcubic graphs. In the same paper they show a 1.461-approximation
algorithm for general underlying graphs.

Online variants of the Traveling Salesman problem have been also studied. Consider a
salesman that travels at a unit speed on a metric space. Starting from a given origin, the
salesman traverses the graph with the objective of serving requests that are revealed online.
The salesman can change its course en route to adjust for new requests. The objective is
to minimize the total traveling time until returning to the origin. This problem was first
introduced by Ausiello, Feuerstein, Leonardi, Stougie, and Talamo [AFL+01], who derive
a 2-competitive algorithm for a natural class of metric spaces. This algorithm is best-
possible, however it needs to solve TSP subinstances to optimality and thus it does not
run in polynomial time unless P = NP. The 2-competitive algorithm was generalized by
Jaillet and Wagner [JW07] into two directions: to the case in which there are precedence
and capacity constraints, and when there are m salesmen traversing the graph.
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3.1.2 Our Contribution

Our main concern is the study of the Robust MST problem with constant amortized budget.
As mentioned before, we assume metric costs and that nodes can only be added to the
terminal set. For this setting, we derive a (1+ε)-competitive algorithm that needs O(1

ε
log 1

ε
)

amortized budget, for any ε > 0. This result is presented in Section 3.5. Note that the
competitive ratio is computed by comparing our solution to the minimum spanning tree
of the terminal set, whose cost is within a factor 2 to the cost of the minimum Steiner
tree [GP68, Vaz01]. This immediately implies a (2+ε)-competitive algorithm for the Robust
Steiner Tree problem with the same amortized budget. Our result significantly improves
the 4-competitive algorithm with O(t1/2) amortized budget given by Imase and Waxman
[IW91], and constitutes the first advancement in 20 years. Moreover, we show that any
(1 + ε)-competitive algorithm for the Robust MST problem needs an amortized budget of
Ω(1

ε
), and thus our algorithm is best possible up to logarithmic factors.

Our algorithm is simple and easy to implement, but captures subtleties in the structure
of the problem that allow the improved analysis. Similarly to the algorithm by Imase and
Waxman [IW91], the overall idea of the algorithm is: (1) connect a new node to its closest
neighbor, and (2) iteratively improve the solution by swapping pairs of edges if the ratio
of their costs is sufficiently large. We refine this idea by adding two freezing rules to the
algorithm that avoid doing unnecessary swaps. The first rule avoids removing edges whose
cost is low enough. The second rule is more subtle, and avoids removing an edge if the
edge that it would replace can be traced back to a subgraph whose MST has cost less than
ε ·OPT. Thanks to the two freezing rules, we can bound the amortized budget by exploiting
the cost structure of greedy edges derived by Alon and Azar [AA93].

Our result also implies that algorithms with amortized budget are significantly more
powerful than their non-amortized counterparts. Indeed, we also give a simple example
showing that no online algorithm can be (2 − ε)-competitive for any ε > 0 if it uses (non-
amortized) constant budget. It is, however, an important open question whether there exists
a constant competitive algorithm that needs constant budget. In Section 3.6 we study the
possibility for the existence of such an algorithm. To this end we consider the problem
under full information, that is, the input sequence of vertices and cost function are known in
advance. We show that any algorithm with unit budget has a competitive ratio of Ω(log t).
On the other hand, we give a polynomial time 14-competitive algorithm with budget 2.
Roughly speaking, the algorithm works by dividing the iterations in phases, defined by the
iterations in which the optimal cost doubles (that is, we use a doubling framework [BCR93,
AAF+97, CK06, Sha07, LNRW10]). In each phase we construct a sequence of trees based
on a tour that approximates the optimal solution. The fact that the node degree in a tour
is 2 allows us to construct a sequence of trees with budget 2.

Additionally, we propose a simple online greedy algorithm that needs a budget of 2.
We state a structural condition on the behavior of optimal solutions that guarantees this
algorithm to be constant competitive. We conjecture that this condition hold for every input
sequence.

In Section 3.7 we consider a robust version of the Traveling Salesman problem, defined
analogously to the Robust MST problem. We show that any algorithm for the Robust MST
problem can be translated to this setting by increasing the competitive ratio by a factor
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2 and the budget by a factor 4. To show this result we consider the classic shortcutting
technique for converting trees to tours [Chr76]. This technique duplicates the edges of the
tree and constructs a Eulerian tour on this graph. The Hamiltonian tour is constructed
then by following the Eulerian tour and skipping nodes that have been already visited.
We notice that a single rearrangement of the tree modifies the Eulerian tour only slightly.
However, visiting the first appearance of a node might provoke an unbounded change in
the Hamiltonian tour. We can repair this problem by fixing the copies of the nodes that we
visit on the corresponding Eulerian tours, thus obtaining a robust version of the shortcutting
technique.

3.2 Problem Definition

In what follows we assume basic familiarity with graph terminology; see, e. g., [Die05, Sch03].
An instance of the Robust Minimum Spanning Tree (MST) problem is defined as follows.
Consider a sequence of nodes v0, v1 . . . , vt, . . . arriving online one by one. In iteration t ≥ 0
node vt appears together with all edges vtvs for s ∈ {0, . . . , t − 1}. The cost c(e) ≥ 0 of
an edge e is revealed with the edge appearance. We assume that the edges are undirected
and that the costs satisfy the triangular inequality, that is, c(vw) ≤ c(vz) + c(zw) for all
nodes v, w, z. For each iteration t, the current graph is denoted by Gt = (Vt, Et) where
Vt = {v0, . . . , vt} and Et = Vt × Vt, that is, Gt is a complete graph. We are interested in
constructing an online sequence T0, T1, T2 . . . where T0 = ∅ and for each t ≥ 1 the following
two properties are satisfied.

(P1) Feasibility : Tt is a spanning tree of Gt.

(P2) Robustness : |Tt \ Tt−1| ≤ k.

Additionally, we consider an amortized version of Property (P2), in which we bound the
average difference between Tt and Tt−1, that is,

(P2)’ Amortized robustness :
∑t

s=1 |Ts \ Ts−1| ≤ k · t.

An algorithm whose sequence of trees satisfies (P2) is said to need a budget of k, and for
(P2)’ is said to need an amortized budget of k.

For measuring the quality of our algorithms, we consider the classic online competitive
analysis. Let OPTt be the cost of an MST of Gt, and for a given set of edges E denote
c(E) :=

∑
e∈E c(e). We say that an algorithm is α-competitive for some α ≥ 1, if for

any input sequence the algorithm computes a sequence of trees T0, . . . , Tt, . . . such that
c(Tt) ≤ α ·OPTt for each t.

The main contribution of this chapter is an online (1 + ε)-competitive algorithm with
constant amortized budget O(1

ε
log 1

ε
). On the other hand, as we see in the next lemma,

there is no (2−ε)-competitive algorithm with (non-amortized) constant budget. Thus, there
exists an intrinsic difference in the power of algorithms satisfying Property (P2) or (P2)’.

Lemma 3.1. For every fixed ε > 0 and k ∈ N0, there is no (2 − ε)-competitive algorithm
with budget k.
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Proof. Let us fix a value n ≥ 1. Consider a complete graph with vertices v0, . . . , vn such
that c(vtvn) = 1 for all t ≤ n − 1. All other edges vsvt with s, t ≤ n − 1 have cost 2.
Note that this graph is metric and that the minimum spanning tree of Gn is a star centered
at vn whose total cost is n. However, in any sequence of trees, tree Tn−1 can have only
edges of cost 2. Hence, tree Tn has to contain at least n − k edges of weight 2 and thus
c(Tn) ≥ 2(n− k) + k = 2n− k. We conclude that the competitive ratio of the algorithm is
at least (2n− k)/n = 2− k/n, which is larger than 2− ε for sufficiently large n.

More generally, note that the same construction in the proof of this lemma implies that
there is no (2− ε)-competitive algorithm for k = o(n), where n is the number of iterations.

Additionally, there is no optimal algorithm (that is, 1-competitive) with constant amor-
tized budget. This can be shown with an example given by Imase and Waxman [IW91],
which we review below.

Lemma 3.2. There is no optimal online algorithm for the Robust MST problem with constant
amortized budget.

Proof. Consider a sequence of vertices v0, . . . , vn, where the cost of each edge vtvs for s < t
equals 1− t/(2n). Note that the costs satisfy the triangular inequality since they all belong
to the interval [1/2, 1] and thus they differ by at most a factor 2. For this input sequence,
the minimum spanning tree of each Gt is a star centered at vt. Thus, if T0, . . . , Tn is a
sequence of optimal solutions we have that |Tt \ Tt−1| = t for each t ≥ 0. This implies that∑n

t=1 |Tt \ Tt−1| ∈ Ω(n2), and hence the needed amortized budget is at least Ω(n).

We conclude that it is necessary to relax the competitive guarantee to (1 + ε) to obtain
an algorithm with constant amortized budget.

3.3 Basic Properties

Locally Optimal Solutions In what follows we review some basic properties about span-
ning trees. For some α ≥ 1, we say that a spanning tree T is locally α-approximate if it
satisfies the following: for any pair of edges h ∈ T, f 6∈ T , if (T ∪ {f}) \ {h} is a tree then
c(h) ≤ α · c(f). We remark that (T ∪ {f}) \ {h} is a tree if and only if h belongs to the
unique cycle contained in T ∪ {f}.

We start by showing that locally α-approximate solutions are also α-approximate. First
we need a technical lemma that allows us to find a one to one correspondence between the
edges of two trees. With this we can charge the cost of edges of the locally α-approximate
solution to edges in the optimum.

Lemma 3.3. Consider a graph G = (V,E), and let T1 and T2 be two spanning trees for this
graph. Then there exists a bijection Ψ : T1 \ T2 → T2 \ T1 such that each edge e ∈ T1 \ T2

belongs to the unique cycle contained in T1 ∪ {Ψ(e)}.

We notice that this lemma is a special case of a more general property of matroids; see
Lemma 2.38 (Chapter 2). A proof can be found in classic books on matroid theory, for
example [Sch03, Corollary 39.12a]. It is also proved implicitly for the tree case by Imase and
Waxman [IW91, Lemma 4]. We omit the proof.
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Lemma 3.4. Let α ≥ 1. For a given graph G, consider a locally α-approximate spanning
tree T . Then T is α-approximate, that is, c(T ) ≤ α · OPT where OPT is the cost of a
minimum spanning tree of G.

Proof. Let T ∗ be a minimum spanning tree. By Lemma 3.3, there exists a bijection

Ψ : T \ T ∗ → T ∗ \ T

such that each edge h ∈ T \ T ∗ belongs to the unique cycle in T ∪ {Ψ(h)}. In other words,
(T ∪ {Ψ(h)}) \ {h} is a tree, and thus c(h) ≤ α · c(Ψ(h)). We conclude that

c(T ) = c(T∩T ∗)+c(T \T ∗) ≤ c(T∩T ∗)+α·
∑

h∈T\T ∗
c(Ψ(h)) ≤ c(T∩T ∗)+α·c(T ∗\T ) ≤ α·c(T ∗),

where the second last inequality follows since Ψ is bijective.

In particular, for α = 1, this lemma implies that any locally optimal solution is also
optimal. The proof technique of this lemma will be useful to show the competitive guarantee
of our algorithm.

Shortcut Tours We now state the classic connection between minimum spanning trees
and tours. A Hamiltonian tour (or tour for short) is a cycle that visits each vertex exactly
once. Given a tree T , we can easily compute a tour Q whose cost is at most 2 · c(T ). To this
end, consider the multi-graph 2 ·T obtained by duplicating each edge in T . Note that 2 ·T is
Eulerian (each node has even degree). It is easy to see [Die05] that then the graph (V, 2 · T )
admits a Eulerian walk, that is, a sequence of nodes W = x1, . . . , xr where x1 = xr, such
that each edge in 2 · T is traversed exactly once. More precisely, we have that for all e ∈ T
there exists exactly two distinct indices i, j ∈ {1, . . . , r − 1} such that e = xixi+1 = xjxj+1.
Recall that we assume a complete graph. In order to obtain a Hamiltonian tour, we can
traverse the nodes in the order given by the walk, and skip the vertices already visited. In
other words, we take shortcuts. By the metric property, taking shortcuts can only diminish
the total cost of the solution. This yields the following algorithm that outputs a tour Q that
is said to be a shortcut tour of T .

Algorithm Tour-Shortcut

Input : A spanning tree T of graph G = (V,E).

1. Create a Eulerian walk W = x1, . . . , xr for graph (V, 2 · T ).

2. Compute indices `1 < `2 < . . . < `|V | where for all i ∈ {1, . . . , |V |} it holds that
xj 6= x`i for each j < `i.

3. Return
Q := {x`1x`2 , x`2x`3 , . . . , x`|V |−1

x`|V | , x`|V |x`1}.

In the following observation we prove that the cost of a shortcut tour of T is at most 2 · c(T ).
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Observation 3.5. If Q is the output of Algorithm Tour-Shortcut on input T then
c(Q) ≤ 2 · c(T ).

Proof. Following the notation of the algorithm, note that `1 = 1 and let us call `|V |+1 := r.
The metric property implies that for all i ∈ {1, . . . , |V |},

c(x`ix`i+1
) ≤

`i+1−1∑
j=`i

c(xjxj+1).

By summing the last inequality over all i ∈ {1, . . . , |V |} we obtain that c(Q) ≤ c(2 ·T ) = 2 ·
c(T ).

This observation have the following important consequence.

Lemma 3.6 ([Chr76]). Given a complete graph G = (V,E) with metric costs c, let OPT be
the cost of an MST, and let Q∗ be a minimum cost tour. Then OPT ≤ c(Q∗) ≤ 2OPT.

Proof. The fact that OPT ≤ c(Q∗) follows since removing any edge of Q yields a spanning
tree. To show that c(Q∗) ≤ 2OPT, consider a minimum spanning tree T ∗ and let Q be any
shortcut tour of T ∗. Thus c(Q∗) ≤ c(Q) ≤ 2c(T ∗) = 2OPT.

This lemma also implies an important property of minimum spanning trees of a subgraph
of G. It is easy to see that given a subgraph G′ of G, a minimum spanning tree T ′ of G′

might have a larger cost than the one of G (consider for example the graphs corresponding to
iterations n−1 and n in Lemma 3.1). However, tree T ′ cannot be arbitrarily more expensive
than the minimum spanning tree of G. Indeed, its costs is at most twice the optimal cost in
G. This property will be a useful tool to understand the cost structure of the greedy edges
chosen by our algorithm.

Lemma 3.7. Let G be a complete metric graph and let OPT be the cost of a minimum
spanning tree of G. If G′ is a complete subgraph of G with optimum cost OPT′, then OPT′ ≤
2OPT.

Proof. Let Q be a minimum cost tour for G. Consider now the tour Q′ constructed by taking
shortcuts on the nodes not in G′. That is, we construct Q′ by traversing the vertices of G′ in
the same order given by Q, skipping any vertex not in G′. Similarly as in Observation 3.5,
the metric property implies c(Q′) ≤ c(Q). Since OPT′ ≤ c(Q′) ≤ c(Q), the lemma follows
by Lemma 3.6.

Decreasing Gains and Supermodularity We now discuss some basic properties of
minimum spanning trees and supermodularity. The question that we address now is: how
much can we decrease the cost of our solution if one extra edge is available in the graph? We
study this question for general graphs, that are not necessarily complete nor metric. The
results will be a useful tool when analyzing online algorithm. They will help us compare the
gain in the cost of adding a single edge to different trees in the online sequence.

The observations that we present in the following are analogous to properties presented
in Chapter 2. We shortly describe the basic definitions and results with the goal of making
the chapters easier to read independently.
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Consider a graph G = (V,E) (not necessarily complete) and let

T := {T ⊆ E : T is a spanning tree }.

For a given non-negative cost function c, we analyze the function R : 2E → R∪{∞} defined
as

R(X) := min
T⊆X,T∈T

c(T ) for any X ⊆ E.

We notice that if X is not spanning then R(X) = ∞. To shorten notation we define
∞−∞ :=∞. We show that function R is supermodular, that is,

• (Supermodularity) for any sets X, Y ⊆ E with X ⊆ Y and e ∈ E it holds that
R(X)−R(X ∪ {e}) ≥ R(Y )−R(Y ∪ {e}).

Intuitively, supermodularity means that the decrease on function R by adding an element
to a set cannot increase if the set is enlarged. Similarly, a function R is called submodular
if −R is supermodular. We remark that supermodularity can be interpret as a discrete
analogous of concavity.

Lemma 3.8. Function R is supermodular.

Proof. Let cmax := {c(e) : e ∈ E}, and consider a new cost function c′ defined as c′(e) :=
cmax − c(e) for all e ∈ E. Let us denote by F the set of all forests in G. We consider the
function R′ : 2E → R≥0 defined as

R′(X) = max
T⊆X,T∈F

c′(T ).

Notice that F is a weighted rank function of a graphic matroid and thus by Lemma 2.5, R′
is submodular. Consider two sets X, Y ⊆ E with X ⊆ Y and an element e ∈ E. If X does
not span E then R(X) = ∞ and thus the supermodularity property follows directly. We
can then assume that X and Y are spanning sets.

Consider any spanning set S ⊆ E. Since c′ is non-negative, the maximum in the definition
of R′(S) is always attained by a spanning tree (which has cardinality |V | − 1). Thus,

R′(S) = max
T⊆S,T∈T

c′(T ) = cmax(|V | − 1) + max
T⊆S,T∈T

−c(T ) = cmax(|V | − 1)−R(S).

Using the submodularity of R′ we have that

R′(X)−R′(X ∪ {e}) ≤ R′(Y )−R′(Y ∪ {e})

We conclude the lemma since R′(X)−R′(X ∪ {e}) = −R(X) +R(X ∪ {e}) and R′(Y )−
R′(Y ∪ {e}) = −R(Y ) +R(Y ∪ {e}).

We now interpret the supermodularity of R in graph-theoretic terms. To this end we
first compute R(X)−R(X ∪ {e}) explicitly.
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Lemma 3.9. Consider a graph G = (V,E) and let X ⊆ E and e ∈ E. Let T be a minimum
spanning tree of (V,X), and let d be a maximum cost edge in the unique cycle contained in
T ∪ {e}. Then

R(X)−R(X ∪ {e}) = c(d)− c(e).

Proof. Consider the tree T ′ := (T ∪ {e}) \ {d}. We use Lemma 3.4 (for α = 1) to prove
that this tree is a minimum spanning tree for (V,X ∪ {e}). To this end, consider any edge
f ∈ X \ T ′, and let h′ be a maximum cost element in the unique cycle in T ′ ∪ {f}. By
Lemma 3.4, it is enough to show that c(f) ≥ c(h′). Notice that this clearly holds if f = d.
Then, we can assume that f ∈ X \ T . Since T is a minimum spanning tree of (V,X), then
R(T ) = R(T ∪ {f}) = R(X). Then, the supermodularity of R implies that

0 = R(T )−R(T ∪ {f}) ≥ R(T ∪ {e})−R(T ∪ {e, f}).

Also, since d is the maximum cost element in the cycle in T ∪ {e}, Lemma 3.4 implies
that T ′ is a minimum cost tree of (V, T ∪ {e}). Thus, R(T ∪ {e}) = c(T ′). On the other
hand, (T ′ ∪ {f}) \ {h′} is a spanning tree of (V, T ∪ {e, f}), and therefore R(T ∪ {e, f}) ≤
R(T ∪ {e, f}). Recollecting our observations we obtain that

0 ≥ R(T ∪ {e})−R(T ∪ {e, f}) ≥ c(T ′)− c((T ′ ∪ {f}) \ {h′}) = −(c(f)− c(h′)).

Then c(f) ≥ c(h′), which implies that T ′ is a minimum spanning tree of (V,X ∪ {e}). This
implies the lemma.

This property can also be interpreted as follows. Consider a graph (V,X), and let T
be a minimum spanning tree for it. If e is an edge not in X, a minimum spanning tree for
(V,X∪{e}) can be constructed as follows. Let h be a maximum cost edge in the unique cycle
of T ∪{e}. Then (T ∪{e}) \ {h} is a minimum spanning tree for (V,X ∪{e}). Iterating this
idea we can compute an MST for a graph (V, Y ) given an MST for graph (V,X) if X ⊆ Y .

From a graph perspective the supermodularity of R can be interpreted with the following
result.

Property 3.10. Consider two spanning graphs G1 = (V,E1) and G1 = (V,E2) with E1 ⊆ E2

and a non-negative cost function on the edges c. Let T1 and T2 be spanning trees for graphs G1

and G2, respectively. If d1 ∈ E1 is a maximum cost edge in the unique cycle in T1∪{e}, and
d2 ∈ E2 is a maximum cost edge in the unique cycle in T2 ∪ {e}, then c(d1) ≥ c(d2).

Proof. The last lemma implies that R(Ei)−R(Ei ∪{e}) = c(di)− c(e) for i ∈ {1, 2}. Then,
the supermodularity of R implies that c(d1)− c(e) ≥ c(d2)− c(e). The lemma follows.

An easy consequence of this fact is the following property.

Property 3.11. Consider a spanning graph G = (V,E) with a non-negative cost function
on the edges c. Let T be any spanning tree of G and T ∗ a minimum spanning tree for G. If
d is a maximum cost edge in the unique cycle in T ∪ {e}, and d∗ a maximum cost edge in
the unique cycle in T ∗ ∪ {e}, then c(d) ≥ c(d∗).

Proof. It is enough to apply the previous property to graphs G1 = (V, T ) and G2 = (V,E).
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3.4 The Unit Budget Case

Imase and Waxman [IW91] study the Robust Spanning Tree and Robust Steiner Tree prob-
lems with budget k = 1. They show that the greedy algorithm, which in every iteration t
connects vt to its closest neighbor in Vt−1, is O(log t)-competitive. They also show that this
result is tight up to constant factors.

We now revisit these results for the Robust MST problem. We show the upper bound
for the greedy algorithm with a simpler analysis derived by Alon and Azar [AA93]. Their
analysis uses an important fact about the cost structure of the greedy edges. This result,
presented in the following, will be also of great importance for the analysis of our more
elaborate algorithm in the next section.

Lemma 3.12 ([AA93]). For every t ≥ 1, let gt be the edge inserted to the solution by the
greedy algorithm in iteration t, and thus gt ∈ arg min{c(vtvs) : 0 ≤ s ≤ t − 1}. Sort the
elements g1, . . . , gt by relabeling them into e1, . . . , et so that c(e1) ≥ c(e2) ≥ . . . ≥ c(et).
Then,

c(ej) ≤
2OPTt

j
for all j ∈ {1, . . . , t}.

Proof. For each j ≥ 1, let wj be the vertex associated with edge ej, that is, wj = v` where
ej = g`. Also define w0 := v0. Let Fj be the subgraph induced by {w0, w1, . . . , wj}, and let
OPT(Fj) be the cost of a minimum spanning tree of this subgraph.

Notice that any edge wkw` for k, ` ≤ j satisfies that c(wkw`) ≥ c(ej). Indeed, if node w`
is revealed after wk, then c(wkw`) ≥ c(e`) ≥ c(ej). This implies that any edge in Fj has cost
at least c(ej) and thus OPT(Fj) ≥ j · c(ej). This inequality and Lemma 3.7 imply that

c(ej) ≤
OPT(Fj)

j
≤ 2 ·OPTt

j
.

Lemma 3.13. The greedy algorithm with budget k = 1 is 2(ln(t) + 1)-competitive.

Proof. Using the notation of the last lemma, notice that tree constructed by the greedy
algorithm in iteration t corresponds to {g1, . . . , gt} = {e1, . . . , et}. Thus,

c(Tt) =
t∑

j=1

c(ej) ≤ 2OPTt ·
t∑

j=1

1

j
≤ 2OPTt ·

(
1 +

∫ t

1

1

x
dx

)
= 2OPTt · (1 + ln t).

We finish this section by showing that it is not possible to obtain a better than Ω(log t)
competitive guarantee for the unit budget case. This follows from the same lower bound
presented for the Steiner tree problem in [IW91]. However, for the MST problem, essentially
the same proof shows something even stronger: the lower bound holds even if the costs
correspond to the euclidean distance on the real line, and if the whole input sequence of
nodes is given to the algorithm in advance.

Lemma 3.14. The competitive ratio of any algorithm with budget k = 1 is in Ω(log t). This
holds even if the costs correspond to the euclidean distances in R, and the sequence of node
arrivals is known to the algorithm in advance.
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Proof. We consider a sequence of nodes that lie in the interval [0, 1] ⊆ R. The cost of
the edges corresponds to the distances of the vertices in the real line. Our instance is
constructed in phases. The first phase P0 = {v0, v1} contains two vertices v0 = 0 and v1 = 1.
We now construct phase P` from P`−1. Assume that P`−1 = {w1, . . . , wr} for some r, where
wi < wi+1 for all i ∈ {1, . . . , r−1}. We define P` := {w1, x1, w2, x2, . . . , wr−1, xr−1, wr} where
xi = (wi +wi+1)/2. That is, in phase ` we add, one after another, the vertices in the middle
point of every pair of consecutive vertices of the previous phase. Also, note that in phase
` ≥ 1 we add 2`−1 new vertices to the instance.

Since any algorithm with budget k = 1 must connect a new vertex xi in P` to some
vertex, the best that it can do is connect xi to wi or wi+1. This operation adds a cost of 1

2`

to the solution. Thus, during phase ` the cost of the solution increased by 1
2
. Since in phase

0 the cost is also increased by 1, we conclude that the total cost of the solution at the end
of phase ` is `

2
+ 1. On the other hand, the cost of the offline optimum always equals to 1

(obtained by traversing the vertices from left to right). We conclude that the competitive
ratio of any online algorithm is at least `

2
+ 1. The fact that at the end of phase ` we are in

iteration t = |P`| − 1 = 2`, implies a lower bound of log2 t
2

+ 1 on the competitive ratio.

3.5 A Near-Optimal Algorithm with Amortized Con-

stant Budget

In this section we give a (1 + ε)-competitive algorithm for the Robust MST problem with
amortized budget O(1

ε
log 1

ε
) for any ε > 0. Recall that for the case in which no node

leaves the terminal set, Imase and Waxman [IW91] proposed an algorithm that achieves a
constant competitive factor and needs amortized budget O(t1/2). Our result can be seen as
a refinement of this algorithm.

The algorithm of Imase and Waxman is a simple greedy algorithm that, for each t ≥ 1,
constructs the solution tree Tt based on Tt−1 as follows: set Tt := Tt−1 ∪ {gt} where gt is
the shortest connection between vt and any other node in Vt−1; for any edge f 6∈ Tt find
an edge h of maximum cost in the cycle contained in Tt ∪ {f}, and if c(h) ≥ 2c(f) swap
edges h and f in Tt, i.e., set Tt := (Tt ∪ {f}) \ {h} ; repeat this last step until there is no
more pair of edges to swap. Notice that this algorithm is 2-competitive by Lemma 3.4 (and
by Lemma 3.7 this implies that the algorithm is 4-competitive for the Robust Steiner Tree
problem). Additionally, Imase and Waxman [IW91] show that the amortized budget of the
algorithm is O(t1/2) and they conjecture that the algorithm needs amortized budget 1.

We refine this algorithm so that it is (1+O(ε))-competitive and admits a stronger analysis
on its amortized budget. First, we reduce the competitive ratio by performing swaps as long
as c(h) ≥ (1 + ε) · c(f) instead of c(h) ≥ 2c(f). Additionally, to decrease the budget we
use two freezing rules that avoid performing unnecessary swaps. The intuition for these
freezing rules is as follows. Note that if at iteration t the optimal value OPTt is much
higher than OPTs for some s < t, then the edges in Ts – whose total cost is approximately
OPTs – are already very cheap. Thus, replacing these edges by cheaper ones would only
waste rearrangements. Note that although OPTs is not monotonically increasing, it cannot
decrease dramatically because of Lemma 3.7. To simplify the analysis we ignore these minor
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decreases by considering the maximum optimum value up to t, that is,

OPTmax
t := max{OPTs : 1 ≤ s ≤ t}.

We remark that OPTmax
t is non-decreasing on t and also, by Lemma 3.7, it holds that

OPTt ≤ OPTmax
t ≤ 2 ·OPTt. With this in mind we define `(t) as the largest iteration with

ignorable edges with respect to OPTmax
t , i. e. ,

`(t) := max{s ∈ {0, . . . , t} : OPTmax
s ≤ εOPTmax

t }.

Note that `(t) is also non-decreasing, meaning that if Ts has neglectable cost when compared
to OPTmax

t , then the same will hold when compared to OPTmax
t′ for t′ ≥ t.

For our first freezing rule we define sequences of edges (g0
s , . . . , g

i(s)
s ), where g0

s corresponds
to the greedy edge added at iteration s (that is, an edge connecting vs to one of its closest
neighbors in Vs−1). At the moment where edge g0

s is removed from our solution we define g1
s

as the element that replaces g0
s . In general gis is the edge that was swapped in for edge gi−1

s .

In this way, the only edge in the sequence that belongs to the current solution is g
i(s)
s . With

this construction, we freeze a sequence (g0
s , . . . , g

i(s)
s ) in iteration t if s ≤ `(t). Note that

since `(·) is non-decreasing, once the sequence is frozen g
i(s)
s will stay indefinitely in the

solution. As we will see later in detail, the weight of all elements in frozen sequences is at
most c(T`(t)) ∈ O(εOPTt).

Our second freezing rule is somewhat simpler. We skip swaps that remove edges that are
too small, namely, smaller than εOPTmax

t /(t − `(t)). Together with the previous rule, the
edges that were not removed because of this rule are at most (t− `(t)), and thus their total
cost is at most εOPTt.

The two freezing rules are crucial for bounding the amortized budget of the algorithm.
We will bound the length of each sequence (g0

s , . . . , g
i(s)
s ) by using the fact that we only swap

edges when their cost is decreased by a (1 + ε) factor, that is, c(gis) ≤ c(gi−1
s )/(1 + ε) for

each i. Thus, the length of this sequence is bounded by log1+ε c(g
0
s)− log1+ε c(g

i(s)
s ). We can

bound this quantity by using the cost structure of the greedy edges g0
s in Lemma 3.13 and

lower bounding the cost g
i(s)
s with our freezing rules.

In what follows we explain our ideas more precisely. We start by stating our algorithm
in more detail.

Algorithm Sequence-Freeze

Input : A sequence of complete graphs Gt = (Vt, Et) for t ≥ 0 revealed online with
V0 = {v0} and Vt = Vt−1 ∪ {vt} for all t ≥ 1. A (non-negative) metric cost function c
revealed together with the edges.

Define T0 = ∅. For each iteration t ≥ 1 do as follows.

1. Let g0
t be any minimum cost element in {vtvs : 0 ≤ s ≤ t− 1}.

2. Initialize Tt := Tt−1 ∪ {g0
t } and i(t) := 0.
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3. While there exists a pair of edges (f, h) ∈ (Et \ Tt)× Tt such that (Tt ∪ {f}) \ h is
a tree, and the following three conditions are satisfied

(C.i) c(h) > (1 + ε) · c(f),

(C.ii) h = g
i(s)
s for some s ≥ `(t) + 1, and

(C.iii) c(h) > εOPTmax
t

t−`(t) ,

then set

Tt := (Tt ∪ {f}) \ {h},
i(s) := i(s) + 1,

gi(s)s := f.

4. Return Tt.

We remark that Conditions (C.ii) and (C.iii) correspond to the two freezing rules previ-
ously described.

Competitive Analysis We now show that the algorithm is (1 + O(ε))-competitive. We
break the proof of this fact into two lemmas.

Let us fix a value ε < 1/7. We will show by induction that c(Tt) ≤ (1 + 7ε) · OPTt for
all t. Notice that this clearly holds for t = 1. We now fix a value of t ≥ 2 and assume
by induction hypothesis that the approximation guarantee holds for all values smaller than
t − 1. Consider the values i(s) for s ∈ {1, . . . , t} at the end of iteration t of the algorithm,
so that

Tt =
{
g
i(1)
1 , . . . , g

i(t)
t

}
.

Let us simplify notation by denoting ` = `(t). We partition tree Tt into two disjoint

subsets, Tt = T old
t ∪ T new

t where T old
t := {gi(1)

1 , . . . , g
i(`)
` } and T new

t := {gi(`+1)
`+1 , . . . , g

i(t)
t }.

We first bound the cost of T old
t . Note that by our induction hypothesis we can assume

that c(T`) ≤ (1 + 7ε)OPT`.

Lemma 3.15. Let 0 < ε < 1/7 and assume that c(T`(t)) ≤ (1 + 7ε)OPT`(t). Then

c(T old
t ) ≤ 4εOPTt.

Proof. Notice that whenever the algorithm removes an edge, it replaces it by an edge of
smaller cost. Thus, for each s we have that c(g0

s) > c(g1
s) > . . . > c(g

i(s)
s ). Since each

element in T` must belong to a sequence g0
s , g

1
s , . . . , g

i(s)
s for some s ≤ `, we conclude that

c(T old
t ) ≤ c(T`). Using our induction hypothesis and that ε < 1/7 we conclude that

c(T old
t ) ≤ c(T`) ≤ (1 + 7ε)OPT`

≤ 2OPT` ≤ 2OPTmax
` ≤ 2εOPTmax

t ≤ 4εOPTt,
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where the second last inequality follows from the definition of ` = `(t) and the last one from
Lemma 3.7.

Lemma 3.16. Algorithm Sequence-Freeze is a (1 + 7ε)-competitive algorithm for any
ε < 1

7
.

Proof. Recall that we are considering a fix value ε < 1/7, and that we want to show by
induction that c(Tt) ≤ (1 + 7ε) ·OPTt for all t ≥ 1. Clearly this is satisfies for t = 1. For a
given t ≥ 2, the induction hypothesis implies that c(T`) ≤ (1 + 7ε) · OPT` and thus by the
previous lemma we have that c(T old

t ) ≤ 4εOPTt.

We bound c(Tt) by using a similar technique as in Lemma 3.4. Let T ∗ be a minimum
spanning tree of Gt. By Lemma 3.3, there exists a bijection

Ψ : Tt \ T ∗ → T ∗ \ Tt,

such that for all h ∈ Tt \ T ∗, edge h belongs to the unique cycle in set T ∪ {Ψ(h)}, and thus
(T ∪ {Ψ(h)}) \ {h} is a tree. Since h is not removed from Tt by the algorithm in iteration t,
we conclude that for each h ∈ Tt \ T ∗ either

(i) c(h) ≤ (1 + ε) · c(Ψ(h)),

(ii) c(h) ≤ εOPTmax
t

t−` , or

(iii) h = g
i(s)
s for some s ≤ `, and thus h ∈ T old

t .

We partition edges in (Tt \T ∗) \T old
t in two sets: set F1 of edges satisfying Property (i), and

set F2 of edges satisfying Property (ii). Notice that since Ψ is bijective we have that

c(F1) ≤ (1 + ε)
∑
h∈F1

c(Ψ(h)) ≤ (1 + ε)c(T ∗ \ Tt).

Also, F2 ⊆ T new
t , which implies that |F2| ≤ t− ` and therefore

c(F2) ≤ |F2| · ε ·
OPTmax

t

t− `
≤ εOPTmax

t .

This implies that c(F2) ≤ 2εOPTt by Lemma 3.7.

By using our upper bounds for c(F1) and c(F2) together with Lemma 3.15 we conclude
that

c(Tt) ≤ c(Tt ∩ T ∗) + c(F1) + c(F2) + c(T old
t )

c(Tt) ≤ (1 + ε) · [c(Tt ∩ T ∗) + c(T ∗ \ Tt)] + 2εOPTt + 4εOPTt,

and thus c(Tt) ≤ (1 + 7ε)OPTt. The lemma follows.



Chapter 3. Robust Multi-Stage Minimum Spanning Trees 125

t`(t) + 1`(t)r
= `(`(t) + 1)

r + 1

OPTmax
t

εOPTmax
t

εOPTmax
`(t)+1

i(s)i′(s)

Figure 3.1: Sketch of notation in the proof of Lemma 3.19. The abscissa denotes the iterations
and the ordinate the value of OPTmax

(·) .

Amortized Budget Bound We also break the proof on the budget bound of the algorithm
in two lemmas. We begin by stating our result.

Lemma 3.17. Let kq := |Tq \Tq−1| be the budget used by the algorithm in iteration q. Then,
for every t ≥ 1,

t∑
q=1

kq ≤ Dε · t, where Dε = 2 + 2 ·
2 ln

(√
2
ε

)
+ 1

ln(1 + ε)
∈ O

(
1

ε
log

1

ε

)
We first show that total budget needed for iterations `(t) + 1 to t is proportional to

t− `(`(t) + 1). This will be used later to show the claim on the amortized budget by loosing
a factor 2 on the guarantee. To show this we need the following technical observation.

Observation 3.18. For any n ∈ N>0 it holds that

n∑
j=1

ln j ≥ n ln(n)− n.

Proof. It is enough to notice that

n∑
j=1

ln j ≥
∫ n

1

ln(x)dx = n(ln(n)− 1)− 1(ln(1)− 1) = n ln(n)− n+ 1.

The next lemma is the core of our analysis. In it we exploit the cost structure of the
greedy edges together with our freezing rules.

Lemma 3.19. For each t ≥ 1 it holds that

t∑
q=`(t)+1

kq ≤ Cε · (t− `(`(t) + 1)) where Cε :=
Dε

2
= 1 +

2 ln
(√

2
ε

)
+ 1

ln(1 + ε)
.



3.5. A Near-Optimal Algorithm with Amortized Constant Budget 126

Proof. Consider the values i(s) at the end of iteration t, and let i′(s) be the value of i(s) at
the beginning of iteration `(t)+1 (and i′(s) := 0 for s ≥ `(t)+1). By Condition (C.ii) in the

algorithm, in iterations `(t)+1 to t we only touch edges belonging to {gi
′(s)
s , g

i′(s)+1
s , . . . , g

i(s)
s }

for some s ∈ {`(`(t) + 1) + 1, . . . , t} (recall that `(·) is a non-decreasing function). Let us
denote r := `(`(t) + 1) (see Figure 3.1 for a sketch of the situation). Then,

t∑
q=`(t)+1

kq =
t∑

s=r+1

(i(s)− i′(s)) = t− r +
t∑

s=r+1

(i(s)− 1− i′(s)). (3.1)

We now upper bound each term i(s)− 1− i′(s) for s ∈ {r + 1, . . . , t}, which corresponds to

the length of the sequence (g
i′(s)+1
s , g

i′(s)+1
s , . . . , g

i(s)−1
s ). To bound the length of this sequence,

note that whenever we add an edge gis and remove gi−1
s , then c(gis) < c(gi−1

s )/(1 + ε). This
implies that

c(gi(s)−1
s ) ≤ c(g

i′(s)
s )

(1 + ε)i(s)−1−i′(s) ,

and thus

i(s)− 1− i′(s) ≤ log1+ε c(g
i′(s)
s )− log1+ε c(g

i(s)−1
s )

≤ log1+ε c(g
0
s)− log1+ε c(g

i(s)−1
s )

=
1

ln(1 + ε)
·
(
ln c(g0

s)− ln c(gi(s)−1
s )

)
.

Combining this expression with Inequality (3.1) we obtain that

t∑
q=`(t)+1

kq ≤ t− r +
1

ln(1 + ε)
·

t∑
s=r+1

(
ln c(g0

s)− ln c(gi(s)−1
s )

)
. (3.2)

We bound this term by noting that c(g0
s) and c(g

i(s)−1
s ) are within a small factor. To

do so we upper bound c(g0
s) with Lemma 3.13 and lower bound c(g

i(s)−1
s ) with the freezing

condition (C.iii).

First we lower bound c(g
i(s)−1
s ). Assume that i(s) > i′(s) (otherwise we can upper bound

the term i(s) − 1 − i′(s) by 0 in (3.1)). This implies that edge g
i(s)−1
s was swapped for

edge g
i(s)
s in some iteration q∗ ∈ {`(t) + 1, . . . , t}. By Condition (C.iii) this implies that

c(gi(s)−1
s ) ≥ ε ·

OPTmax
q∗

(q∗ − `(q∗))
≥ ε

OPTmax
`(t)+1

(t− r)
≥ ε2 OPTmax

t

(t− r)
,

where the last inequality follows by the definition of `(·) (see Figure 3.1). Thus,

t∑
s=r+1

ln c(gi(s)−1
s ) ≥ (t− r) · ln(ε2 ·OPTmax

t )− (t− r) ln(t− r). (3.3)

We now upper bound c(g0
s) for all s ∈ {r+1, r+2, . . . , t}. Recall that g0

s is the greedy edge
for iteration s, that is, it is a closest connection between vs and any element in {v0, . . . , vs−1}.
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Let us rename the edges {g0
r+1, . . . , g

0
t } = {e1, . . . , et−r} so that c(e1) ≥ . . . ≥ c(et−r).

Lemma 3.13 implies that

c(ej) ≤ 2
OPTt

j
≤ 2

OPTt

j

max

for all j.

We conclude that

t∑
s=r+1

ln c(g0
s) =

t−r∑
j=1

ln c(ej)

≤ (t− r) ln(2 ·OPTmax
t )−

t−r∑
j=1

ln j.

Using Observation 3.18 we obtain that

t∑
s=r+1

ln c(g0
s) ≤ (t− r) ln(2 ·OPTmax

t ) + (t− r)− (t− r) ln(t− r).

Inserting this inequality and Inequality (3.3) into (3.2) we conclude that

t∑
q=`(t)+1

kq ≤ t− r +
(t− r) ln(2 ·OPTmax

t ) + (t− r)− (t− r) · ln(ε2 ·OPTmax
t )

ln(1 + ε)

= (t− r) ·

(
1 +

ln
(

2
ε2

)
+ 1

ln(1 + ε)

)
.

With this main technical lemma we are ready to bound the amortized budget.

Proof (Lemma 3.17). We show by induction that for all t ≥ 1,

t∑
q=1

kq ≤ 2 · Cε · `(t) + Cε · (t− `(t)),

where Cε is the constant from the last lemma. Notice that showing this implies directly the
lemma.

Clearly the inequality holds for t = 1 since k1 = 0. Let us fix t ≥ 2, and assume that the
inequality is valid for all t′ ≤ t−1. In particular this holds for t′ = `(t) ≤ t−1. By denoting
`(`(t)) = `2(t), we have

`(t)∑
q=1

kq ≤ 2 · Cε · `2(t) + Cε · (`(t)− `2(t)).

Also, the previous lemma implies that

t∑
q=`(t)+1

kq ≤ Cε(t− `(`(t) + 1)) ≤ Cε(t− `2(t)),
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where the last inequality follows since `(·) is non-decreasing. Summing together the last two
inequalities we obtain

t∑
q=1

kq ≤ 2Cε · `2(t) + Cε · (`(t)− `2(t)) + Cε(t− `2(t))

≤ Cε · (t+ `(t)) = 2Cε · `(t) + Cε · (t− `(t)).

With this we showed the induction and thus the lemma follows.

We conclude our main theorem.

Theorem 3.20. There exists a (1 + ε)-competitive algorithm for the Robust MST problem
with amortized budget

2 + 2 ·
2 ln

(√
98
ε

)
+ 1

ln(1 + ε
7
)
∈ O

(
1

ε
log

1

ε

)
.

Proof. By Lemmas 3.16 and 3.17, it is enough to redefine ε := ε/7 in Algorithm Sequence-
Freeze to obtain a (1 + ε)-competitive algorithm with the claimed amortized budget.

Finally we show that the amortized budget of our algorithm is best possible up to loga-
rithmic factors.

Theorem 3.21. The amortized budget of any (1 + ε)-competitive algorithm for the Robust
MST problem belongs to Ω(1

ε
).

Proof. We use a similar construction as in Lemma 3.2. Let us fix ε > 0, and let n :=
bln(2)/ ln(1 + 2ε)c. Consider an instance with n+ 1 vertices v0, . . . , vn. The costs are chosen
so that, for every iteration t, the cost of any edge incident to vt is a (1 + 2ε) factor smaller
than any other edge previously available. The precise definition is as follows: for each
t ∈ {1, . . . , n} define c(vsvt) = ct := (1 + 2ε)n−t for any s < t. Note that our choice of n
implies that ct ∈ [1, 2] for all t ∈ {1, . . . , n}. Hence, the constructed graph is metric.

Let T0, . . . , Tn be the output of a (1 + ε)-competitive algorithm, and denote by kt the
budget used in iteration t, i.e., kt := |Tt \Tt−1|. Since up to iteration t− 1 all available edges
have cost at least ct−1, then

c(Tt) ≥ ct · kt + ct−1 · (t− kt) = (ct − ct−1) · kt + ct−1 · t.

On the other hand, Tt is a (1 + ε)-approximate solution, and therefore

c(Tt) ≤ (1 + ε)OPTt = (1 + ε)ct · t.

Combining these two inequalities and simple algebra implies that

kt ≥ t · ct−1 − (1 + ε)ct
ct − ct−1

= t · (1 + 2ε)− (1 + ε)

(1 + 2ε)− 1
=
t

2
,

where the second last equality follows from the definition of ct. Recalling that n := bln(2)/ ln(1+
2ε)c, the theorem follows since

n∑
t=1

kt ≥
1

2

n∑
t=1

t =
n(n+ 1)

4
≥ n ln(2)

4 ln(1 + 2ε)
∈ Ω

(n
ε

)
.
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3.6 Towards a Constant Competitive Factor with Con-

stant Budget

In the last section we show a (1 + ε)-competitive algorithm with constant amortized budget.
However, it is still an open question whether it is possible to achieve constant competitive
algorithms with (non-amortized) constant budget, or even a budget of 2.

In this section we show that such an algorithm exists in the full information scenario. That
is, we assume that we are given in advance the input sequence of graphs G0, . . . , Gn and the
metric cost function on the edges. We remark that – even in the full information scenario –
any algorithm with budget 1 is not constant competitive; this follows from Lemma 3.14. It is
thus interesting to determine whether there exist algorithms with budget 2 that are constant
competitive, even under full information.

We begin our study of the full information case by considering the problem of approx-
imating the optimal solution at the end of the sequence. In this setting, we say that a
sequence of trees T0, . . . , Tn is α-approximate if c(Tn) ≤ αOPTn. Our first observation is
that there exist 2-approximate sequences with budget 2. We do this by proposing a simple
algorithm that computes such a sequence based on a tour for graph Gn. This algorithm has
the disadvantage that in every iteration both of the edges added to the solution have to be
carefully picked to guarantee that the solution in iteration n is 2-approximate. However,
a more careful analysis shows that one of the edges can be chosen greedily: in iteration t,
one of the edges can be chosen as the shortest connection to any vertex previously revealed.
This refinement yields the same approximation guarantee, indicating that choosing a greedy
edge is a good design decision for an eventual constant competitive online algorithm with
constant budget.

Afterwards, we use the techniques described before to derive an algorithm that is constant
competitive for the full information case. Notice that a 2-approximate robust solution (that
approximates c(Tn) for a given n) is not necessarily 2-competitive. However, we show that
we can extend one of the 2-approximate robust algorithms to be constant competitive by
embedding it into a doubling framework. Naive applications of this technique yield competi-
tive factor of up to 16 or even 20. Being more careful we are able to obtain a 14-competitive
algorithm.

We finish this section by considering a greedy online algorithm with budget 2. We show
that this algorithm is constant competitive if a structural condition of the input sequence
holds. The condition has to do with how much the optimal value of solutions changes over
the iterations. We conjecture that this condition is true for every input sequence. Showing
this would imply the competitiveness of the algorithm in general.

3.6.1 Approximate Robust Solutions

We now present an offline algorithm computing a sequence T0, . . . , Tn that needs a budget of
2 and yields a solution that is 2-approximate for graph Gn. Recall that by Observation 3.5
we know that, given a minimum spanning tree T ∗n for Gn, we can compute a shortcut tour
with at most doubled cost. We use the ordering given by this tour to help us construct
our sequence, so that Tn is a subset of the tour. More precisely, the algorithm consists of
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constructing a tour for Gn and then, for each iteration t, construct Tt by traversing the nodes
in Vt = {v0, . . . , vt} in the ordering induced by the tour, and skipping (shortcutting) the rest
of the nodes.

Algorithm Tour

Input : A sequence of complete graphs Gt = (Vt, Et) for t ∈ {0, . . . , n} with V0 = {v0}
and Vt = Vt−1∪{vt} for all t. A metric cost function c on the edges. (The complete input
is known in advance).

1. Let T ∗n be a minimum spanning tree of graph Gn; compute a shortcut tour Q of
tree T ∗n with Algorithm Tour-Shortcut.

2. Consider the closed walk induced by Q, i.e., a sequence of nodes W = x0, . . . , xn+1

with xn+1 = x0 such that e ∈ Q if and only if xjxj+1 = e for some j ∈ {0, . . . , n}.

3. For each t ∈ {1, . . . , n}, construct tree Tt as the Hamiltonian path obtained by
traversing nodes with walk x0, . . . , xn and shortcutting nodes not in {v0, . . . , vt}.
More precisely, xixj ∈ Tt for some i < j ≤ n if and only if xi, xj ∈ Vt and x` 6∈ Vt
for all ` ∈ {i+ 1, i+ 2, . . . , j − 1}.

It is easy to see that this algorithm needs a budget of 2. Indeed, since tree Tt is constructed
by using the same ordering as for Tt−1, it holds that Tt = (Tt−1 ∪ {xix`, x`xj}) \ {xixj}
where x` = vt, i < ` < j and xixj ∈ Tt−1. Moreover, we obtain that Tn = Q \ {xnxn+1}
(since we do not visit node xn+1 in the walk when constructing any tree Tt), and thus
c(Tn) ≤ c(Q) ≤ 2c(T ∗n). Notice that this last inequality follows by Observation 3.5. We
conclude the following.

Lemma 3.22. There exists a sequence T0, . . . , Tn with budget 2 such that c(Tn) ≤ 2OPTn.

Notice that in the sequence T0, . . . , Tn constructed by Algorithm Tour, the pair of edges
introduced in each iteration must be carefully chosen to obtain the approximation guarantee.
Interestingly, we can also construct a sequence that yields a 2-approximate solution and at
each iteration one of the edges introduced is a greedy edge. This suggests that it is safe for
an online algorithm to connect a new node vt to its closest neighbor.

Theorem 3.23. Let gt be an element in arg min{c(vtvs) : 0 ≤ s ≤ t − 1}. There exists a
polynomial time algorithm that constructs a sequence of trees T0, . . . , Tn with a budget of 2
such that c(Tn) ≤ 2OPTn and that for all t ∈ {1, . . . , n} it holds that

Tt = (Tt−1 ∪ {gt, ft}) \ {ht} for some edges ft, ht.

Proof. Consider the set of greedy edges Eg := {g1, . . . , gn}, and let Q be a tour for Gn such
that c(Q) ≤ 2OPTn. To construct the tree sequence, we will restrict ourselves to edges in
Eg ∪Q. To simplify the analysis, we imagine each edge having a direction, and this always
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points from the newer to the older node. That is, edge vivj is directed from vi to vj if and
only if i > j. For a given node v and a set of edges F , we denote by δ+

F (v) the set of all
outgoing edges of v in F .

Claim: There exists a tree T ⊆ Q ∪ Eg such that c(T ) ≤ c(Q) and |δ+
T (v) \ Eg| ≤ 1 for all

v ∈ V . In other words, T contains at most one outgoing edge at every v ∈ V that is not a
greedy edge. The tree T can be constructed in polynomial time.

Before proving the claim, we show that the theorem follows from it. For a given tree T
and edge e 6∈ T , let us define C(T, e) as the unique cycle in T ∪ {e}. Based on the tree T
from the claim, we define a sequence of trees T0, . . . , Tn iteratively as follows. Set T0 := ∅,
and for every t ∈ {1, . . . , n}:

• if δ+
T (vt) \ Eg = ∅ set Tt := Tt−1 ∪ {gt}

• otherwise, set Tt = (Tt−1 ∪{gt, ft}) \ {ht} where ft is the unique element in δ+
T (vt) \Eg

and ht is any element in C(Tt−1, ft)∩T c. Here we denote by T c the set of edges not in
T .

We notice that the last step is well defined since C(Tt−1, ft) ∩ T c 6= ∅. Indeed, if
C(Tt−1, ft) ∩ T c = ∅ then T ⊇ C(Tt−1, ft) would contain a cycle. At the end we obtain
a tree Tn that must be equal to T , and thus c(Tn) ≤ c(Q) ≤ 2OPTn. This follows since we
insert each edge of T at some point of the procedure and we only remove elements in the
complement of T . Hence the claim implies the theorem.

We now prove the claim. For this we start with tour Q and we iteratively modify it to
obtain the tree T from the claim. First we remove an arbitrary edge from Q so we obtain a
Hamiltonian path (and thus also a tree). Notice that this tree is close to satisfy the properties
of the claim, except that it may happen that |δ+

T (vt) \ Eg| = 2 for some vertex vt. If this is
the case we remove an edge in δ+

T (vt) and replace it by the greedy edge gt. More precisely
we modify Q as follows:

1. Initialize tree T as Q \ {e} where e is an arbitrary edge in Q.

2. For each t = 0 . . . , n, check whether if |δ+
T (vt) \Eg| = 2. If this is the case then add gt

to T and remove the unique edge in δ+
T (vt) ∩ C(T, gt).

Notice that this procedure is well defined and that T is always a tree. Indeed, at iteration t
of the procedure all edges added so far to T do not touch vertex vt, since they are outgoing
edges of some vertex vs with s < t. Thus, vt has (at most) 2 adjacent edges in T , say d
and d′, that must also belong to Q. Removing these two edges disconnects T into (at most)
three connected components, one of them containing only vertex vt. This implies that one
endpoint of gt is vt and the other endpoint is in one of the other two connected components.
Therefore, C(T, gt) must contains gt and either d or d′. Assume without loss of generality
that d ∈ C(T, gt). Then, adding gt and removing d from T yields a tree. Moreover, the
overall weight of the tree does not increase since w(gt) ≤ w(d) by definition of gt. This
shows that c(T ) ≤ c(Q). Finally, notice that through the procedure |δ+

T (v) \ Eg| is never
increased for any vertex v, since the only elements we add to T belong to Eg. This proves
the claim and thus the lemma follows.
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3.6.2 A Constant Competitive Algorithm under Full Information

We now show how to turn Algorithm Tour into a constant competitive algorithm that uses
a budget of 2. This is stronger that the previous result since before we could only ensure
that the solution is 2-approximate in the last iteration n. To achieve this goal, we embed
Algorithm Tour into a doubling framework to guarantee the competitiveness in all iterations.
The doubling framework is a common technique for online and incremental algorithms, and
has been successfully used for a variety of problems: see, e. g., [BCR93, AAF+97, CK06,
Sha07, LNRW10].

In the doubling framework we classify iterations in phases. The phases are defined iter-
atively, and a new phase starts at the iteration in which the optimal value of the instance
doubles. Loosely speaking, within each phase we use Algorithm Tour to solve the sub-
instance defined by the phase. The fact that the cost of the optimal solution doubles from
phase to phase will allow us to bound the cost of our solutions at each iteration.

More precisely, we define phases P1, . . . , Pr, where Pi is of the form {`i, `i + 1, . . . , ui}.
That is, `i is the first and ui is the last iteration of Pi. Set `1 to 1. For i ≥ 2, we define `i
iteratively: `i is the smallest integer such that OPT`i ≥ 2 · OPT`i−1

and `i ≥ `i−1 (if there
is no such `i then r := i − 1 and `i is left undefined). Then, define ui := `i+1 − 1 for all
i ∈ {1, . . . , r − 1} and ur := n. Notice that with this definition the phases are pairwise
disjoint and ∪ri=1Pi = {1, . . . , n}.

Our algorithm works iteratively over the phases. Assume that we have constructed a
solution up to the last iteration of phase Pi−1. We construct solutions Tt for t ∈ Pi as
follows. For the first iteration of Pi, that is, t = `i, we define Tt greedily. More precisely,
we first initialize tree Tt by taking tree Tt−1 = Tui−1

and connect vertex vt with a shortest
possible edge. Since our budget still allows us to add one extra edge, we swap a pair of
edges. This pair is chosen greedily, so that the cost of the solution is diminished as much as
possible.

For the remaining iterations, i. e., t ∈ Pi \ {`i}, we first construct a Hamiltonian tour Qi

for graph Gui by shortcutting a minimum spanning tree (Algorithm Tour-Shortcut).
Taking further shortcuts of Qi, we obtain a Hamiltonian tour for the graph induced by
{v`i , v`i+1 . . . , vt}. Removing an arbitrary edge in this tour yields a tree, which we call Xt.
Notice that the construction guarantees that the cost of Xt is at most c(Qi) ≤ 2OPTui .
Finally, the tree Tt is defined as the union of tree T`i and Xt.

Now we present our algorithm in full detail. In general, we will use t to denote iterations
of the online sequence and i for the index of the difference phases.

Algorithm Doubling-Tour

Input : A sequence of complete graphs Gt = (Vt, Et) for t ∈ {0, . . . , n} with V0 = {v0}
and Vt = Vt−1∪{vt} for all t. A metric cost function c on the edges. (The complete input
is known in advance.)

1. Define phases P1, . . . , Pr as explained above, where Pi = {`i, `i + 1, . . . , ui}.

2. For all i ∈ {1, . . . , r}:
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(a) compute a minimum spanning tree T ∗ui of graph Gui with, e. g., Kruskal’s
algorithm [Kru56], and

(b) construct a shortcut tour Qi from T ∗ui as explained in Section 3.3 (Algorithm
Tour-Shortcut).

3. Set T0 = ∅ and T1 := {v0v1}.

4. For each t ∈ {2, . . . , n}:

(a) Let i ∈ {1, . . . , r} be such that t ∈ Pi.
(b) If t = `i, then let gi ∈ arg min{c(v`ivs) : 0 ≤ s ≤ `i − 1}. Consider the tree

Rt := Tt−1 ∪ {gi}. Find, if any, a pair of edges (fi, hi) ∈ (Et \ Rt) × Rt such
that (Rt ∪ {fi}) \ {hi} is a tree and c(hi)− c(fi) is maximized among all such
pairs (if there is no such pair, or if for the maximum c(hi) − c(fi) < 0, set
fi = hi := e for any e 6∈ Rt). Return

Tt := (Rt ∪ {fi}) \ {hi}.

(c) If t 6= `i, construct a Hamiltonian path Xt for vertices {v`i , v`i+1, . . . , vt} by
taking shortcuts of Qi as in Algorithm Tour, and return

Tt := T`i ∪Xt.

It is easy to see that Tt is a spanning tree for each t ∈ {0, . . . , n}. Indeed, assume
inductively that Ts is a spanning tree for graph Gs for all s ≤ t. If t = `i then it is
clear from the construction of Tt that it is a spanning tree. If t 6= `i, then T`i spans all
vertices in {vs : 0 ≤ s ≤ `i} and Xt is a tree that spans all vertices in {vs : `i ≤ s ≤ t}.
Thus Tt = T`i∪Xt is a spanning tree of Gt. We now argue that the algorithm needs a budget
of 2.

Lemma 3.24. The budget of Algorithm Doubling-Tour is at most 2.

Proof. If t = `i for some i, it is clear that the needed budget is 2 since Tt = (Tt−1∪{gi, fi})\
{hi}. For t ∈ Pi and t 6= `i, notice that sets Xt and Xt−1 are Hamiltonian paths for sets
{vs : `i ≤ s ≤ t} and {vs : `i ≤ s ≤ t − 1}, respectively, and that both travel the
vertices in the same order. This implies, with the same observation as in Lemma 3.22, that
|Xt \Xt−1| ≤ 2.

In what follows we show how to bound the competitive ratio of the algorithm. We first
compute how much the cost of the solution increases during a phase.

Lemma 3.25. For each phase Pi with i ≥ 2, it holds that

c(T`i) ≤ c(T`i−1
) +

5

2
·OPT`i .
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Before proving this lemma, we show how to use it to derive the competitive ratio of the
algorithm. To this end we exploit the fact that the optimal value doubles in each phase.

Theorem 3.26. Algorithm Doubling-Tour is a 14-competitive algorithm.

Proof. Consider first an iteration t = `i for some i ≥ 2. Then, by iterating the last lemma
and noting that c(T`1) = c(T1) = OPT1 = OPT`1 we obtain that

c(T`i) = c(T`i−1
) +

5

2
·OPT`i

≤ c(T`i−2
) +

5

2
· (OPT`i−1

+ OPT`i)

...

≤ c(T`1) +
5

2
·

i∑
j=2

OPT`j

≤ 5

2
·

i∑
j=1

OPT`j .

By the definition of `j, OPT`j ≤ 1
2
·OPT`j+1

≤ . . . ≤ (1
2
)i−jOPT`i , and thus

c(T`i) ≤
5

2
·OPT`i

i∑
j=1

1

2i−j
≤ 5 ·OPT`i .

This implies that the approximation ratio for an iteration t = `i is at most 5. Consider now
an iteration t ∈ Pi with t 6= `i. Then, c(Tt) = c(Xt) + c(T`i), and recall that Xt is obtained
by shortcutting Qi which implies that c(Xt) ≤ c(Qi) ≤ 2OPT`i . We conclude that

c(Tt) ≤ 2 ·OPT`i + 5 ·OPT`i ≤ 14 ·OPTt,

where the last inequality follows from Lemma 3.7.

It is left to show Lemma 3.25. To this end we need the following technical lemma that
will help us bound the cost added by the algorithm between iterations ui and `i+1 = ui + 1.

Lemma 3.27. Let G = (V,E) be a complete graph, and let OPT be the value of a min-
imum spanning tree for it. Let G′ be a complete graph with one more vertex than G,
G′ = (V ∪ {v′}, E ′), and denote by OPT′ its optimal value. For any tree T and edge
g′ ∈ arg min{c(vv′) : v ∈ V }, there exist edges f, h ∈ E ′ such that

T ′ = (T ∪ {g′, f}) \ {h}

is a tree, and

c(T ′)− c(T ) ≤ max

{
OPT′ −OPT,

OPT

2

}
.
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Proof. Let T ∗ be a minimum spanning tree of G. We consider two different cases depending
on the number of edges in T ∗ with cost larger or equal than c(g′).
Case 1. Tree T ∗ contains 2 or more edges with cost larger than c(g′).

In this case OPT > 2 · c(g′). By choosing f = h for any f 6∈ T ∪ {g′}, we obtain that
T ′ = (T ∪ {g′, f}) \ {h} = T ∪ {g′}. Therefore c(T ′) = c(T ) + c(g′) ≤ c(T ) + OPT/2, and
thus the lemma follows for this case.
Case 2. Tree T ∗ contains at most 1 edge with cost larger than c(g′).

To analyze this case we show that there exists an MST T ∗∗ for graph G′ with at most
one edge not in T ∗ ∪ {g′}. More precisely, we show the following claim.
Claim: There exists an MST T ∗∗ for G′ such that T ∗∗ \ T ∗ ⊆ {g′, f ′} for some f ′ = vv′ with
v ∈ V .

To show the claim we first notice that we can compute T ∗∗ by using Lemma 3.9 iteratively.
This lemma implies a procedure which, given an MST T for a connected graph G =

(
V ,E

)
and an edge f 6∈ E, it computes an MST T

′
for graph

(
V ,E ∪

{
f
})

. Indeed, the algorithm

consists in considering a maximum cost edge h in the unique cycle contained in T ∪{f}, and

setting T
′
:=
(
T ∪

{
f
})
\
{
h
}

.
Iterating this idea we can compute graph T ∗∗. Indeed, notice that T ∪{g′} is an MST for

graph (V,E ∪ {g′}). Thus, by making available each edge of the form vv′ with v ∈ V , one
by one, our previous discussion implies a procedure that yields a tree T ∗∗ which is optimal
for (V,E ∪ {g′} ∪ {vv′ : v ∈ V }) = G′.

More precisely, we can compute an MST T ∗∗ for G′ based on T ∗ as follows: set T ∗∗ :=
T ∗∪{g′}; for every edge f ′ = vv′ with v ∈ V , iteratively find an edge h′ with maximum cost
in the unique cycle in T ∗∗ ∪ {f ′}, and update T ∗∗ to (T ∗∗ ∪ {f ′}) \ {h′}. Additionally, if f ′

is a maximum cost edge in the cycle in T ∗∗ ∪ {f ′}, we give priority to f ′ and set h′ := f ′.
We show that the tree T ∗∗ computed by this algorithm satisfies the claim.

We notice that the procedure only removes one edge h′ in T ∗ from the solution (and for
the rest of the iterations f ′ = h′, and thus T ∗∗ is left untouched). Indeed, because we give
priority to f ′, whenever the procedure chooses h′ 6= f ′ with h′ ∈ T ∗, then c(g′) ≤ c(f ′) < c(h′)
and thus c(h′) > c(g′). Since by hypothesis T ∗ contains at most one element larger than
c(g′), this means that the procedure only removes one element h′ in T ∗. This shows the
claim.

We conclude that that there exist edges f ′, h′ such that

OPT′ −OPT = c(g′) + c(f ′)− c(h′).

Let h be an edge of maximum cost in the unique cycle contained in T ∪ {g′, f ′}. We define
T ′ := (T ∪ {g′, f ′}) \ {h} and show the lemma for this tree. Indeed, since T ∗ ∪ {g′} is an
MST for graph (V ∪ {v′}, T ∗ ∪ {g′}) and T ∪ {g′} is a spanning tree of the same graph, by
Property 3.11 we have that c(h) ≥ c(h′). We conclude that

c(T ′)− c(T ) = c(g′) + c(f ′)− c(h) ≤ c(g′) + c(f ′)− c(h′) = OPT′ −OPT.

We are now ready to show Lemma 3.25.
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Proof (Lemma 3.25). Let t = `i, and thus ui−1 = t−1. Notice that Tt = (Tt−1∪{gi, fi})\{hi},
where gi, fi and hi were defined by the algorithm. Also recall that

Tt−1 = T`i−1
∪Xt−1.

Therefore,

c(Tt) = c(Tt−1) + c(Tt)− c(Tt−1)

= c(T`i−1
) + c(Xt−1) + c(Tt)− c(Tt−1)

≤ c(T`i−1
) + 2OPTt−1 + c(Tt)− c(Tt−1),

where the last inequality follows since Xt−1 is a Hamiltonian path obtained by traversing
vertices in the ordering given by Qi−1, and thus c(Xt−1) ≤ c(Qi−1) ≤ 2OPTui−1

= 2OPTt−1.

Remark that gi is chosen as the shortest connection between vt and any previous node,
and fi and hi are chosen greedily. Thus, the previous lemma applied to trees Tt−1 and Tt,
implies that

c(Tt)− c(Tt−1) ≤ max

{
OPTt −OPTt−1,

OPTt−1

2

}
.

Note that by the definition of `i = t we have that OPTt−1 ≤ OPTt. Combining our two
previous inequalities plus this fact we obtain that

c(T`i) = c(Tt) ≤ c(T`i−1
) + 2OPTt−1 + max

{
OPTt −OPTt−1,

OPTt−1

2

}
≤ c(T`i−1

) + OPTt−1 + max

{
OPTt,

3OPTt−1

2

}
≤ c(T`i−1

) + OPTt + max

{
OPTt,

3OPTt

2

}
= c(T`i−1

) +
5OPT`i

2
.

3.6.3 On the Competitiveness of a Greedy Algorithm with Bud-
get 2

In this section we come back to the online model, and study the robust MST problem with a
(non-amortized) budget per iteration. We study a simple greedy algorithm for this problem,
and propose a condition that implies that this algorithm is constant competitive. We also
conjecture that this condition holds for every input. The algorithm is as follows.
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Algorithm Greedy

Input : A sequence of complete graphs Gt = (Vt, Et) for t ≥ 1 revealed online with
V0 = {v0} and Vt = Vt−1 ∪ {vt} for all t ≥ 1. A metric cost function c revealed together
with the edges.

Define T0 := ∅. For each iteration t ≥ 1 do as follows.

1. Define gt as any edge of minimum cost connecting vt to any node in Vt−1.

2. If there exists a pair of edges gt, ft satisfying that

• (Tt−1 ∪ {gt, ft}) \ {ht} is a tree,

• ft is adjacent to vt, and

• c(ft) ≤ c(ht)
2

,

then choose such pair of edges that maximizes c(ht)−c(ft) and return Tt := (Tt−1∪
{gt, ft}) \ {ht}.

3. If there is no such pair of edges, return Tt := Tt−1 ∪ {gt}.

Clearly, this algorithm needs a budget of 2. However, it is not clear whether this algorithm
is constant competitive.

We propose a conjecture that we believe is true for every input. We show that the
conjecture implies that the algorithm is constant competitive. To state the conjecture we
need the following definition.

Definition 3.28. Given a complete graph G = (V,E) and a non-negative cost function
c on the edges, we say that the graph is 2-metric if for every cycle C ⊆ E it holds that
c(e) ≤ 2 · c(C \ {e}) for all e ∈ C.

Notice that every metric graph is 2-metric, because for any cycle C and e ∈ C it holds
that c(e) ≤ c(C \ {e}). However, the converse is not true. In what follows, for a given real
number x we define x+ := max{x, 0} and x− := max{−x, 0}. Note that x = x+ − x−. Also,
denote ∆OPTt := OPTt −OPTt−1.

Conjecture 3.29. There exists a constant α ≥ 1 satisfying the following. Consider any
input sequence G0, G1, . . . , Gn of the Robust Minimum Spanning Tree problem, with a cost
function c′ on the edges such that Gt is 2-metric for all t ≥ 0. If OPTt denotes the optimal
cost of the tree in iteration t for cost function c′, then for all t ≥ 1 it holds that

t∑
s=1

(∆OPTs)− ≤ α ·OPTt.

We do not know how to show that the conjecture holds in general. However, we can
show that it holds if OPTt, as a function of t, is unimodal. That is, there exists t∗ such that
OPTt is non-decreasing for t ≤ t∗ and is non-increasing for t ≥ t∗. Note that in this case
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∑t
s=1(∆OPTs)− = OPTt∗−OPTt. If the cost function c′ is metric, then OPTt∗ ≤ 2OPTt by

Lemma 3.7, and thus the conjecture is true for α = 1. If c′ is not metric but only 2-metric,
the same argument in the proof of Lemma 3.7 can be used to show that OPTt∗ ≤ 4OPTt.
Therefore the conjecture holds for α = 3. We remark that the unimodal case is, in some sense,
an ideal situation for the conjecture. Intuitively, the case where OPTt oscillates indefinitely
is a hard case for proving the conjecture.

We show that if the conjecture is true then Algorithm Greedy is 2(α+ 1)-competitive.
To this end we modify the cost function as follows. Let T0, T1, . . . , Tt, . . . be the output of
Algorithm Greedy when run on an input with cost function c (which is by definition metric).
We classify iterations in two types. Let I ∈ N0 be the subset of iterations such that t ∈ I if
and only if Tt = Tt−1∪{gt}. Thus, for all t 6∈ I we have that Tt := (Tt−1∪{gt, ft})\{ht} and
c(ft) ≤ c(ht)/2. Not that for an iteration t 6∈ I, the cost of Tt is at most the cost of Tt−1.

Observation 3.30. Set ∆Tt := c(Tt)− c(Tt−1). Then for all t 6∈ I,

∆Tt = c(gt) + c(ft)− c(ht) ≤ 2 · c(ft)− c(ht) ≤ 0.

For any iteration t, we can decompose the cost of Tt as follows,

c(Tt) =
t∑

s=1

∆Tt.

and by our observation

c(Tt) ≤
∑

s∈I,s≤t

∆Ts.

To bound the values ∆Tt for t ∈ I, we use the fact that in these iterations the algorithm
did not find any pair of edges ft, ht to swap such that c(ft) ≤ c(ht)/2. As we will see this
implies the same for the optimal solution. In particular, if we double the cost of all edges
of the form vtvs with t ∈ I, s ≤ t − 1 and vtvs 6= gt, then the optimal solution would not
see any gain in inserting any other edge but gt in this iteration. More precisely, consider the
following set

EI := {vtvs : t ∈ I, s ≤ t− 1} \ {gt : t ∈ I}.
We now modify the objective function as follows. Set

c′(e) := 2 · c(e) for all e ∈ EI ,
c′(e) := c(e) for all e 6∈ EI ,

Let us denote by OPT′t the cost of a minimum spanning tree for graph Gt with cost function
c′, and let T ∗∗t be a corresponding minimum spanning tree. Notice that since we only change
the costs by at most a factor of 2, arguing on costs c′ can only affect our competitive factor
by a factor 2. In particular, if T ∗t is a minimum spanning tree for Gt for cost function c, then

OPT′t = c′(T ∗∗t ) ≤ c′(T ∗t ) ≤ 2 · c(T ∗t ) = 2 ·OPTt.

Also, since c is metric, graph Gt with cost function c′ is 2-metric.
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The next lemma shows that for any t ∈ I, the only new element in T ∗∗t is the greedy
edge gt, that is, T ∗∗t = T ∗∗t−1 ∪ {gt}, and therefore

c′(T ∗∗t )− c′(T ∗∗t−1) = c′(gt) = c(gt) = c(Tt)− c(Tt−1) = ∆Tt.

Lemma 3.31. For all t there exists a minimum spanning tree T ∗∗t for graph Gt = (Vt, Et)
with cost function c′ such that T ∗∗t ∩ EI = ∅. In particular T ∗∗t = T ∗∗t−1 ∪ {gt} if t ∈ I, where
gt is a shortest connection between vt and any vertex in Vt−1.

Proof. We show the lemma by induction. Clearly the claimed tree T ∗∗1 exists. Assume that
there exists tree T ∗∗t−1 as in the statement of the lemma. We show that we can construct
tree T ∗∗t . For this we distinguish two cases.
Case 1: t ∈ I.

For this case we show that T ∗∗t := T ∗∗t−1∪{gt} is an MST for costs c′, which clearly satisfies
the claimed property since T ∗∗t−1 ∩ EI = ∅ by induction hypothesis. To show that T ∗∗t is a
minimum spanning tree, let e be any edge in Et \ T ∗∗t . Consider the unique cycle C(T ∗∗t , e)
in graph (Vt, T

∗∗
t ∪ {e}). By Lemma 3.4, it is enough to show that if f maximizes c′(f) in

C(T ∗∗t , e), then c′(f) ≤ c′(e). We do so by using the fact that t ∈ I, and thus the algorithm
cannot find a pair of edges ft, ht to swap in the solution such that c(ft) ≤ c(ht)/2.

To show that c′(f) ≤ c′(e), first notice that this holds if C(T ∗∗t , e) ⊆ T ∗∗t−1∪{e}, otherwise
we obtain a contradiction to the optimality of T ∗∗t−1. We can then assume that gt ∈ C(T ∗∗t , e),
and therefore e = vtvs ∈ EI for some s ≤ t− 1. By definition of c′, this implies that

c′(e) = 2 · c(e).

Let f̂ be the edge maximizing c′(f̂) in C(Tt, e). Also, since t ∈ I the definition of I implies
that,

c(e) ≥ c(f̂)

2
.

Claim: c′(f̂) ≥ c′(f).
Before showing the claim, we prove that it implies the lemma for this case. Indeed, by

our induction hypothesis T ∗∗t−1 ∩ EI = ∅, and since f ∈ T ∗∗t−1 ∪ {gt} = T ∗∗t (otherwise f = e,
and thus there is nothing to prove) we have that c(f) = c′(f). Hence,

c′(e) = 2 · c(e) ≥ c(f̂) = c′(f̂) ≥ c′(f),

which implies that T ∗∗t is a minimum spanning tree for cost c′, and thus the lemma follows
for this case if we show the claim.

To show the claim, consider the graph (Vt, Et−1∪{gt}). Since T ∗∗t−1 is a minimum spanning
tree for (Vt−1, Et−1) with cost c′, then T ∗∗t is a minimum spanning tree for costs c′ in (Vt, Et−1∪
{gt}). Since also Tt is a spanning tree for this graph, Proposition 3.11 implies that c′(f̂) ≥
c′(f). The claim follows.

Case 2: t 6∈ I.
We define T ∗∗t as a minimum spanning tree for graph (Vt, Et \ EI) with costs c′ (which

coincide with c in this graph), and show that it is also an optimal solution for graph (Vt, Et).
Consider tree T ∗∗t−1 ∪ {gt}, that is a minimum spanning tree for graph (Vt, Et−1 ∪ {gt}).
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Consider an edge e ∈ EI ∩Et, and let C(T ∗∗t , e) the unique cycle in T ∗∗t ∪{e}. It is important
to notice that since t 6∈ I, and thus EI ∩ Et ⊆ Et−1. Our proof follows the argument that,
since T ∗∗t−1 ∩ EI = ∅ by hypothesis, then there is no gain in adding an element e in EI ∩ Et
to T ∗∗t . This is proven by using Property 3.10.

More precisely, to show the optimality of T ∗∗t , consider e ∈ Et ∩ EI . It is enough to
consider an edge f maximizing c′(f) in C(T ∗∗t , e) and show that c′(f) ≤ c′(e). To this end,
let f̂ be an edge maximizing c′(f̂) in C(T ∗∗t−1 ∪ {gt}, e). Noting that by induction hypothesis
T ∗∗t−1 ∩ EI = ∅, then T ∗∗t−1 is an optimal solution for (Vt, (Et−1 ∪ {gt}) \ EI) for cost c′. Since

(Et−1 ∪ {gt}) \ EI ⊆ Et \ EI , Property 3.10 implies that c′(f̂) ≥ c′(f).

Moreover, since T ∗∗t−1 ∪ {gt} is a minimum spanning tree for graph (Vt, Et−1 ∪ {gt}), then

c′(e) ≥ c′(f̂). Therefore c′(e) ≥ c′(f̂) ≥ c′(f), with which we conclude that T ∗∗t ⊆ Et \ EI is
a minimum spanning tree for (Vt, Et). The lemma follows.

Lemma 3.32. If Conjecture 3.29 holds then Algorithm Greedy is 2 · (α + 1)-competitive.

Proof. Let us denote It := I ∩ {1, . . . , t}. By Observation 3.30 we have that

c(Tt) =
t∑

s=1

∆Tt ≤
∑
s∈It

∆Tt.

Also, by definition of I we have that Ts = Ts−1 ∪ {gs} for all s ∈ I. Thus, for s ∈ It it holds
that c(Ts) − c(Ts−1) = c(gs). Since by Lemma 3.31 also T ∗∗s = T ∗∗s−1 ∪ {gs} for all s ∈ It,
we conclude that ∆Ts = c(T ∗∗s )− c(T ∗∗s−1). Let us also denote ∆T ∗∗s = c(T ∗∗s )− c(T ∗∗s−1). We
conclude that

c(Tt) ≤
∑
s∈It

∆Ts =
∑
s∈It

∆T ∗∗s

≤
∑
s∈It

(∆T ∗∗s )+ ≤
t∑

s=1

(∆T ∗∗s )+

= c(T ∗∗t ) +
t∑

s=1

(∆T ∗∗s )−

Note that Lemma 3.31 implies that c′(T ∗∗s ) = c(T ∗∗s ) for all s. Thus, Conjecture 3.29 implies
that

t∑
s=1

(∆T ∗∗s )− =
t∑

s=1

(c′(T ∗∗s )− c′(T ∗∗s−1))− ≤ α ·OPT′t.

Hence, we conclude that

c(Tt) ≤ OPT′t + α ·OPT′t ≤ 2(α + 1) ·OPTt,

where the last inequality follows since OPT′t ≤ 2OPTt.
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3.7 Applications to the Traveling Salesman Problem

In this section we consider a robust version of the emblematic Traveling Salesman problem
(TSP) in metric graphs. As in the Robust MST setting, the input is a sequence of undirected
graphs G0, G1, . . . , Gt, . . . such that Gt = (Vt, Et) is a complete metric graph and Vt =
{v0, . . . , vt}. The objective is to construct a sequence of tours Q2, Q3, . . . , Qt such that
Qt is a Hamiltonian tour of Gt for all t ≥ 2 (note that graphs G0 and G1 do not admit
Hamiltonian tours since they have less than 3 nodes). We measure robustness in the same
way as with minimum spanning trees: we say that a sequence of tours needs a budget of
k if |Qt \ Qt−1| ≤ k for all t ≥ 3. Similarly, the sequence needs an amortized budget of k
if
∑t

s=3 |Qs \ Qs−1| ≤ k · t. We call this problem the Robust Traveling Salesman problem
(Robust TSP).

In what follows we show how to transfer our results for the Robust MST problem to the
Robust TSP. In Section 3.3 we have already discussed the shortcutting technique to convert
a spanning tree into a tour, which increases the cost of the solution by at most a factor
2. Unfortunately, applying this technique directly to a sequence of trees might provoke an
unbounded increase on the needed budget. We give a concrete example of such phenomenon
below. However, we can robustify the shortcutting technique. This will help us show the
following theorem.

Theorem 3.33. Consider a sequence of complete metric graphs G0, . . . , Gt, . . . where Gt =
(Vt, Et) and Vt = {v0, . . . , vt}. Assume that in each iteration t we are given a spanning tree
Tt for graph Gt. Then there exists an online algorithm that computes a sequence of tours
Q0, Q1, . . . , Qt, . . . such that c(Qt) ≤ 2 · c(Tt) and |Qt \Qt−1| ≤ 4 · |Tt \ Tt−1| for all t ≥ 1.

This theorem immediately implies that most of our results for the Robust MST problem
translate directly to the TSP setting by only increasing the competitive ratio and the budget
(respectively amortized budget) by a constant factor. In particular, Robust TSP admits an
online (2 + ε)-competitive algorithm with amortized budget O(1

ε
log 1

ε
).

In the following we explain the intuition of our approach. Consider two spanning trees R
and R′ where R′ = (R ∪ {f}) \ {g} for some edges f 6∈ R and g ∈ R. I some sense, tree R′

is obtained by the smallest possible modification to R. Thus, we should at least be able to
update a tour Q obtained from R to a tour Q′ obtained from R′, such that |Q′ \ Q| ≤ 4.
More precisely, we will show that there exist tours Q and Q′ such that: c(Q) ≤ 2 · c(R),
c(Q′) ≤ 2·c(R′) and |Q′\Q| ≤ 4. Later, we will use this result to prove the previous theorem.

Recall that given any tree T we denote by 2 · T the multi-graph obtained by duplicating
each edge in T . As in Section 3.3, recall that the graph induced by 2 · R is Eulerian (each
node has even degree). Therefore we can construct a Eulerian walk W for it, that is, a
sequence of nodes W = x1, x2, . . . , xr where x1 = xr and each edge in 2 · R is traversed
exactly once by the walk. By visiting the first copy of a node in W (except for u which we
visit twice) we obtain a tour Q. However, applying the same strategy to tree R′ might yield
a tour Q′ where |Q′ \Q| is unbounded. This might happen even if the walk W ′ for 2 · R′ is
constructed as similar as possible to W .

Consider the example shown in Figure 3.2. In the left-hand-side of this figure, we depict
a tree R (in solid lines). In the following we distinguish different appearances of a node in
walk W . To this end we use bars to denote different copies of nodes, for example v, v̄ and



3.7. Applications to the Traveling Salesman Problem 142

u

v1

w1

v2

w2

v3

w3

v4

w4

(a) A tree R (solid lines) and a possible tour
obtained by taking shortcuts (dotted lines).
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w4

(b) A tree R′ = (R ∪ {uv4}) \ {uv1} (solid
lines) and a possible tour obtained by taking
shortcuts (dotted lines).

Figure 3.2: Example of trees R and R′ and possible tours obtained by taking shortcuts. A
trivial generalization of this example shows that visiting the first copy of each node in the
walk might yield arbitrarily different tours.

v are copies of the same node. We remark however, that we do not make distinctions on
edges, e. g., we consider vw to be equal to vw.

Consider one possible Eulerian walk for 2 ·R, e. g.,

W = u, v1, w1, v1, v2, w2, v2, v3, w3, v3, v4, w4, v4, v3, v2, v1, u.

Visiting the first appearance of each node in W yields the tour depicted with dotted lines in
Figure 3.2a. In Figure 3.2b we show a tree R′ (solid lines) that is of the form (R∪{f})\{g}.
Again, we can pick any Eulerian walk W ′ for 2 · R′ and visit the first appearance of each
node, obtaining a tour Q′. However, it is easy to observe that for any W ′ this strategy yields
a tour Q′ that does not contain any of the edges of the form wivi+1 ∈ Q. This means that
|Q′ \ Q| ≥ 3. With a trivial generalization of this example we obtain an instance for which
|Q′ \Q| is unbounded. It is worth noticing that in this example, changing the starting vertex
of the Eulerian tour from u to v1 would yield a tour Q′ that differ to Q in only one edge.
However, a simple extension of this example, depicted in Figure 3.3, shows that changing
the first node of the Eulerian tour is in general not enough.

The first step to address this problem is by choosing a walk W ′ for 2 ·R′ that is “similar”
to W . To this end, let us decompose W as

W = u, v1, w1, v1, v2, w2, v2, v3, w3, v3, v4, w4︸ ︷︷ ︸
W1

, v4, v3, v2, v1︸ ︷︷ ︸
W2

, u,

so that W = u, v1,W1,W2, u (we use a comma to denote concatenation of walks). Base on
this decomposition we define W ′ := u,W2,W1, v4, u, where v4 is a new copy of v4. Clearly
W ′ is a Eulerian walk for 2 · R′. The tour obtained by visiting the first appearance of each
node in W ′ is depicted with dotted lines in Figure 3.2b. As argued before, visiting the first
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(b) A tree R′ = (R ∪ {v′1v4}) \ {v′4v1}
(solid lines) and a possible tour (dot-
ted lines) obtained by taking short-
cuts to a Eulerian Tour of the form
v1, w1, v1, v2, . . ..

Figure 3.3

copy of a node in W and W ′ give very different tours. We fix this problem by not visiting
the first copy of each node in W ′. Rather, we remember the copy of each node that we visit
in W to construct Q, and then visit the same copy when constructing Q′. In the following
we write in boldface the copies of nodes that we visit when constructing tour Q,

W = u ,v1,w1, v1,v2,w2, v2,v3,w3, v3,v4,w4︸ ︷︷ ︸
W1

, v4, v3, v2, v1︸ ︷︷ ︸
W2

, u. (3.4)

If when traversing W ′ we visit the same copies of nodes as in W , that is, we also choose to
visit the following nodes in boldface,

W ′ = u , v4, v3, v2, v1︸ ︷︷ ︸
W2

,w1,v1,v2,w2, v2,v3,w3, v3,v4,w4︸ ︷︷ ︸
W1

, v4, u, (3.5)

we also obtain a Hamiltonian tour Q′. We remark that the copy of node v1 in W visited
when constructing Q does not appear in W ′. Thus, we had chosen to visit one of the other
copies left, namely v1. In this simple example, this strategy yields a tour Q′ equal to Q.
We remark that this is not going to be true in general, but rather Q and Q′ will differ
in only a few edges. Additionally, since we take shortcuts to construct Q′ we have that
c(Q′) ≤ c(2 ·R′) = 2 · c(R′).

Now that we have given the intuition of our approach we present it in more detail. To
show Theorem 3.33, consider two consecutive trees Tt−1 and Tt from the statement of the
theorem. In general, we can think that tree Tt is obtained from Tt−1 by a series of local
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changes. Here, a local change means an operation that adds an edge and removes another
one if it is necessary. This is formalized in the next observation.

Observation 3.34. Consider two spanning trees Tt−1 and Tt for graphs Gt−1 and Gt, respec-
tively. Let us also denote ` := |Tt \Tt−1|. Then there exists a sequence of trees R1, R2 . . . , R`

satisfying the following.

• Tree R1 equals Tt−1 ∪ {f1} for some f1 ∈ Tt \ Tt−1 adjacent to vt.

• For all i ∈ {2, . . . , `} there exist elements fi ∈ Tt \ Tt−1 and gi ∈ Tt−1 \ Tt such that

Ri = (Ri−1 ∪ {fi}) \ {gi}.

• Tree R` equals Tt.

Proof. Assume that Tt \ Tt−1 = {f1, . . . , f`}, where f1 is any edge adjacent to node vt. We
construct trees R1, . . . , R` with the following procedure: Set R1 = Tt−1 ∪ {f1}; For each
i ∈ {2, . . . , `} let gi be any edge in C(Ri−1, fi) ∩ (Tt−1 \ Tt), where C(Ri−1, fi) is the unique
cycle in set Ri−1 ∪ {fi}; Set Ri := (Ri−1 ∪ {fi}) \ {gi}. We remark that this procedure is
well defined and that edge gi must exist for every i, otherwise tree Tt would contain a cycle.
Also, note that R` = Tt, since in every iteration we add an edge in Tt \ Tt−1 and remove an
edge in Tt−1 \ Tt.

With this observation, it is enough to find an algorithm that is robust against a local
change of the tree. More precisely, assume that we have constructed a tour Qt−1 based on
Tt−1. To construct tour Qt we consider trees R1, . . . , R` as in the previous observation. Then
we derive a procedure for updating tour Qt−1 to a tour Q1, where Q1 is a tour constructed
based on tree R1 such that |Q1 \ Qt−1| ≤ 4. After, for each i ∈ {2, . . . , `} we must update
tour Qi−1 to a tour Qi such that |Qi \ Qi−1| ≤ 4. In each of these steps we construct tour
Qi by an appropriate way of shortcutting tour Ri so that c(Qi) ≤ 2 · c(Ri). By defining
Qt := Q` we will obtain that |Qt \Qt−1| ≤ 4 · ` = 4 · |Tt \ Tt−1|, implying Theorem 3.33.

Based on this we consider two cases. The first one corresponds to updating tour Qt−1 to
Q1. This is a somewhat easier case since R1 and Tt−1 only differ by one edge, namely, edge
f1. The second case corresponds to updating tour Qi−1 to tour Qi, which is a more involved
operation since Ri is obtained from Ri−1 by swapping a pair of edges. We now focus on the
second case. The first case will then follow easily by a similar argument.

Given a graph G = (V,E), let us consider two spanning trees R and R′ where R′ =
(R ∪ {f}) \ {g} for some edges f 6∈ R and g ∈ R. Assume that we have already computed
a walk W = x1, x2, . . . , xr corresponding to 2 · R. Consider the set {x1, . . . , xr}, and recall
that we consider all the copies of nodes in W as distinct, so that there are no repeated
elements in this set. Additionally, assume that we have computed a function I that assigns
to each element in {x1, . . . , xr} a number in {0, 1} such that for each node v ∈ V exactly
one copy xi of v satisfies I(xi) = 1. In case that I(xi) = 1, we say that I selects xi. This
function indicates whether a copy of a node is visited by our Hamiltonian tour or not (with
our visual representation in Equations 3.4 and 3.5, we would write x in boldface if and only
if I(x) = 1 for any copy of a node x appearing in W ). The computed tour Q is defined with
the following algorithm.
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Figure 3.4: Sketch of walk W and its decomposition.

Algorithm Robust-Tour-Shortcut

Input : A tree R, a Eulerian walk W = x1, . . . , xr for 2 · R and a function I that assigns
each element in the set {x1, . . . , xr} a number in {0, 1} such that exactly one copy xi of
v in {x1, . . . , xr} satisfies that I(xi) = 1.

1. Create a walk of the form x`1 , x`2 , . . . , x`|V | where `i < `j for all i < j and I(x`i) = 1
for all i.

2. Return
Q := {x`1x`2 , x`2x`3 , . . . , x`|V |−1

x`|V | , x`|V |x`1}.

We first observe that, independently of which function I we choose, the constructed tour
has cost at most twice the cost of the original tree R.

Observation 3.35. By using any valid function I as input of Algorithm Robust-Tour-
Shortcut, the returned output Q satisfies that c(Q) ≤ 2 · c(R).

We omit the proof of this observation since it follows by the same argument as the proof of
Observation 3.5. We now study how to update the Eulerian walk W to obtain an appropriate
walk W ′ for the new tree R′. Recall that R′ = (R ∪ {f}) \ {g} for some edges f, g, and
assume that f = st and g = vw for some nodes v, w, s, t. Also, note that the set R \ {g}
induces two connected components, which we denote by C1 and C2. Assume without loss of
generality that x1, v, s ∈ C1 and t, w ∈ C2. Therefore, the walk W starts in C1, then travels
to C2 by using a copy of edge vw, traverses all edges in 2 · R2 restricted to C2, and then
returns to C1 by using the second copy of vw (see Figure 3.4). We conclude that W is of the
form

W = W1, v, w,W2, w, v,W
′
1,

where W1 and W ′
1 only touch nodes in C1 and W2 is a closed Eulerian walk for 2 ·R restricted

to C2. This implies that W2 must visit t. Also, notice that either W1 or W ′
1 (or both) visits

node s. We can assume without loss of generality that W ′
1 visits s, otherwise we redefine W
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as xr, xr−1, . . . , x1 (notice that inverting the order of W but maintaining function I yields
the same Hamiltonian tour). Therefore we can decompose W as

W = W (x1, v), v,W (w, t),W (t, w), w,W (v, s),W (s, x1),

where walk W (x, y) = x`, x`+1, . . . , xu satisfies that x` is a copy of x and xu+1 is a copy of y.
Based on this decomposition we construct a Eulerian tour for 2 ·R′,

W ′ := W (x1, v),W (v, s), s,W (t, w),W (w, t), t,W (s, x1).

We remark that s and t are new copies of s and t, respectively, which are different to any
copy of these nodes appearing in W . For these copies we define I(s) = I(t) = 0. Also, notice
that W contains two elements (i. e., copies of nodes) that are not appearing in W ′, namely
v and w. Thus, if function I originally selects one of these elements then, for constructing
Q′, function I must be updated so that it selects another copy of v, respectively w. In this
case we set I(x) = 1 where x is the first element appearing in W (v, s) (which is a copy of v)
and W (w, t) (which is a copy of w), respectively.

Summarizing, we use the following algorithm to construct a walk W ′ based on W and I.
This algorithm takes as an input the original function I (that we assumed was used to
construct W by Algorithm Robust-Tour-Shortcut) and updates it accordingly.

Algorithm Robust-Walk-Update

Input : A tree R of graph G = (V,E); A Eulerian tour W = x1, . . . , xr (with x1 = xr)
for graph (V, 2 · R), where 2 · R is a set of edges obtained by duplicating every edge in
R; A function I that assigns to each element in the multiset {x1, . . . , xr} a number in
{0, 1} such that for each v ∈ V exactly one copy xi of v satisfies that I(xi) = 1; A tree
R′ = (R ∪ {f}) \ {h} for some edges f = st 6∈ R and g = vw ∈ R.

1. Decompose W in walks such that

W = W (x1, v), v,W (w, t),W (t, w), w,W (v, s),W (s, x1).

Each sequence of nodes W (x, y) = x`, x`+1, . . . , xu satisfies that x` is a copy of
x and xu+1 is a copy of y. If the decomposition is not possible then redefine
W := xr, xr−1, . . . , x2, x1 and repeat the step.

2. Return a new walk W ′ of the form

W ′ := W (x1, v),W (v, s), s,W (t, w),W (w, t), t,W (s, x1),

where t and s are new copies of nodes t and s, respectively.

3. Set I(t) = I(s) = 0. If I(v) = 1 then set I(x) = 1 where x is the first node visited
by W (v, s) (and thus it is a copy of v). Similarly, if I(w) = 1 then set I(x) = 1
where x is the first node visited by W (w, t) (and thus it is a copy of w).
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Now that we have constructed a walk W ′, we derive Q′ by taking shortcuts in the same
way as when constructing Q. That is, we define Q′ as the output of Algorithm Robust-
Tour-Shortcut on input W ′ and I (where I has been updated by Algorithm Robust-
Walk-Update when constructing W ′).

We remark that our construction ensures that when constructing Q and Q′, the same
copy of nodes are taken inside each walk W (x1, v),W (v, s),W (t, w),W (w, t) and W (s, xr)
(except maybe for the first node in W (v, s) and W (w, t)). Therefore, the edges in Q and Q′

picked when traversing each of these 5 walks are (mostly) the same. This observation is the
key to show the following theorem, which summarizes all our previous discussion.

Theorem 3.36. Consider two spanning trees R and R′ where R′ = (R ∪ {f}) \ {g} for
some edges f 6∈ R and g ∈ R. Assume that Q is the output of Algorithm Robust-Tour-
Shortcut on input R,W and I, where W is a walk for 2 · R and I is chosen arbitrarily.
Let W ′ be the output of Algorithm Robust-Walk-Update. Then, if Q′ is the output
of Algorithm Robust-Tour-Shortcut on input R′,W ′ and I (where I was updated by
Algorithm Robust-Walk-Update), then

c(Q) ≤ 2 · c(R), c(Q′) ≤ 2 · c(R′) and |Q′ \Q| ≤ 4.

Proof. We just need to show that |Q′ \Q| ≤ 4. Consider any walk

X ∈ {W (x1, v),W (v, s),W (t, w),W (w, t),W (s, x1)},

where X = xh, xh+1, . . . , xu for some positive integers h, u. Consider the copies of nodes
visited by X that are selected by function I, that is, the set {x`1 , . . . , x`q} such that

h ≤ `1 < `2 < . . . < `q ≤ u,

and given i ∈ {h, . . . , u} we have that I(xi) = 1 if and only if i = `j for some j. Notice
that by construction of Q and Q′, for each i ∈ {h+ 1, . . . , u} each edge of the form x`ix`i+1

belongs to Q and Q′. If X equals W (v, s) or W (w, t), this might not happen for i = h if the
value of I(x), for x being the first element in X, was modified to 1 in Algorithm Robust-
Walk-Update (Step 3). Therefore we will have to consider these cases separately. With
this observation we simply visit the vertices in the order given by W ′ and see which edges
belong to Q′ \Q. We have four different cases, corresponding to the moments in which walk
W ′ traverses from W (x1, v) to W (v, s), from W (v, s) to W (t, w), from W (t, w) to W (w, t),
and from W (w, t) to W (s, x1).

1. The first case is further divided into two subcases. Let x be the first element in W (v, s)
(that is a copy of v). For the first subcase, assume that I(x) is left unchanged by
Algorithm Robust-Walk-Update. Then there can be an edge in Q′ \Q connecting
the last node in W (x1, v) selected by I and the first node in W (v, s) selected by I.
For the second subcase we assume that the algorithm updates I by setting I(x) = 1.
Recall that W is of the form

W = W (x1, v), v,W (w, t),W (t, w), w,W (v, s),W (s, x1)
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and that I(x) is updated if and only if v (the element after W (x1, v) in W ) was selected
by I. Since

W ′ := W (x1, v),W (v, s), s,W (t, w),W (w, t), t,W (s, x1),

and the algorithm sets I(x) = 1, Q and Q′ contain the edge that connects the last
element in W (x1, v) selected by I and v. Thus, in this subcase we must only account
an edge in Q′ \ Q that connects the first node in W (v, s) selected by I (which is a
copy of v) and the second node in W (v, s) selected by I. Since these subcases cannot
happen simultaneously they account for at most one edge in Q′ \Q.

2. By the discussion before, the second occurrence (in the worst case) of an edge in Q′ \Q
can only be the edge that connects the last node in W (v, s) selected by I and the first
node in W (t, w) selected by I (note that s is by definition not selected by I).

3. Analogously as for the first case, we also distinguish two subcases depending whether
the value of I(x), for x being the first element in W (w, t), is set to 1 by the algorithm.
By the same argumentation the two subcases together account for one edge in Q′ \Q.

4. Finally, the last possible occurrence of an edge in Q′ \Q corresponds to the edge that
connects the last node in W (w, t) selected by I and the first node in W (s, x1) selected
by I (again, t is not selected by I).

We conclude that |Q′ \Q| ≤ 4.

To show Theorem 3.33, we can iterate the algorithmic ideas just presented for each pair
of trees Ri and Ri+1 obtained in Observation 3.34. As mentioned before, we still need to
determine how to a construct tour based on R1 = Tt−1∪{f1} given a tour Qt−1 for tree Tt−1.
We shortly explain how to deal with this case. Assume that we have a tour Qt−1 constructed
as the output of Algorithm Robust-Tour-Shortcut on input Tt−1, Wt−1 and I. We
use a similar (but simpler) approach as before. Recall that f1 = vvt where v ∈ Vt−1, and

thus vt is a leaf of R1. Thus, if W is of the form W = W, v, Ŵ , we can define a Eulerian
walk W 1 := W, v, vt, v, Ŵ for 2 · R1, where v is a new copy of v. Function I is updated
so that I(v) = 0 and I(vt) = 1. With this construction it is easy to observe that applying
Algorithm Robust-Tour-Shortcut on input R1 and the updated function I, yields a
tour Q1 such that |Q1 \Qt−1| ≤ 2.

We have presented all arguments for proving Theorem 3.33. For the sake of completeness
we present in detail the algorithm claimed in this theorem. In the algorithm we use lower
indices to indicate iterations in our input sequence (e. g., for trees T1, . . . , Tt), and upper
indices to indicate iterations corresponding to the sequence of trees R1, . . . , R` as given by
Observation 3.34.

Algorithm Robust-Tour-Sequence

Input : A sequence of complete metric graphs G0, . . . , Gt, . . . where Gt = (Vt, Et) and
Vt = {v0, . . . , vt}. A spanning tree Tt of graph Gt for each t ≥ 0.
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1. Set W1 := v0, v1, v0; I(v0) := 1, I(v1) := 1 and I(v0) := 0; and T1 := {v0v1}.

2. For each t ≥ 2 do the following.

(a) Use the algorithm presented in Observation 3.34 to create a sequence of span-
ning trees R1, . . . , R` for graph Gt satisfying the following.

• Tree R1 equals Tt−1 ∪ {f1} for some f1 = vvt ∈ Tt \ Tt−1 with v ∈ Vt−1.

• Tree R` equals Tt.

• For all i ∈ {2, . . . , `} there exist elements fi ∈ Tt \ Tt−1 and gi ∈ Tt−1 \ Tt
such that Ri = (Ri−1 ∪ {fi}) \ {gi}.

(b) Define a Eulerian walk W 1 for 2 ·R1 as follows.

• Assume that f1 = vvt for some v ∈ Vt−1. Then, there exists two walks W

and Ŵ such that Wt−1 = W, v, Ŵ .

• Set W 1 := W, v, vt, v, Ŵ , where v is a new copy of v.

(c) Set I(vt) := 1 and I(v) := 0.

(d) Define tour Q1 as the output of Algorithm Robust-Tour-Shortcut on
input W 1 and I.

(e) For all i ∈ {2, . . . , `} do:

i. Define W i as the output of Algorithm Robust-Walk-Update on input
R = Ri−1, W = W i−1, I, and R′ = Ri (note that here I gets updated by
the algorithm);

ii. Define Qi as the output of Algorithm Robust-Tour-Shortcut on in-
put W i and I.

(f) Set Wt := W ` and Qt := Q`.

We now show that this algorithm fulfills the claim in Theorem 3.33.

Proof (Theorem 3.33). Fix an iteration t ≥ 2. Notice that Qt = Q` is the output of Algo-
rithm Robust-Tour-Shortcut on input W `, where W ` is a Eulerian tour of 2 ·R` = 2 ·Tt.
Thus, by Observation 3.35, we have that c(Qt) ≤ 2 · c(Tt).

Recall that |Tt−1 \ Tt| = `. To bound |Qt \ Qt−1|, first notice that |Qi \ Qi−1| ≤ 4 for
all i ∈ {2, . . . , `}. This follows from Theorem 3.36. Also, we have that |Q1 \ Qt−1| ≤ 2. To

see this, consider walk Wt−1 = W, v, Ŵ . Notice that walks W 1 and Wt−1 visit nodes in W

and Ŵ in the same order. Also, the tour Qt−1 for Wt−1 and Q1 for W 1 visit the same copies

of nodes inside W and Ŵ . This implies that |Q1 \Qt−1| = 2. With this we conclude that

|Qt \Qt−1| = |Q1 \Qt−1|+
∑̀
i=2

|Qi \Qi−1| ≤ 4 · ` = 4 · |Tt \ Tt−1|.
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The theorem just shown together with Theorem 3.20 directly implies the following result.

Theorem 3.37. The Robust Traveling Salesman problem on metric graphs admits a (2+ε)-
competitive algorithm with amortized budget O(1

ε
log 1

ε
) for any ε > 0.

3.8 Conclusions

In this chapter we studied the Robust MST problem. We presented the first algorithm with
constant competitive guarantee and constant amortized budget. Moreover the algorithm
computes arbitrarily close to optimal solutions, that is, is (1 + ε)-competitive, and needs
amortized budget O(1

ε
log 1

ε
). We also showed that this last bound is best possible up to

logarithmic factors over all algorithms with the same competitive ratio. Subsequently, we
considered the problem in the non-amortized setting. For the full information case, we gave
two algorithms with budget 2 that are 2-approximate at the end of the input sequence. The
first approach, Algorithm Tour, is based in computing a tour of the whole graph. This algo-
rithm has to carefully choose the two edges to insert in each iteration. The second algorithm
is a refinement of Algorithm Tour, and has the advantage that one of the two inserted edges
is chosen greedily. Additionally, we embedded Algorithm Tour into a doubling framework,
obtaining a 14-competitive algorithm if the whole input sequence is known in advance. Our
last result for the Robust MST problem is a greedy algorithm that needs a budget of 2. We
introduced a conjecture, that if true would imply that this algorithm is constant competitive.

Finally, we considered the robust version of the Traveling Salesmen problem. We showed
that all the results for the Robust MST problem can be transferred to this setting by only
loosing a factor 2 in the competitive guarantee and a factor 4 in the budget.

Our study leaves several open questions and indicates different directions for future re-
search. For the Robust MST problem, the first open problem is to close the O(log 1

ε
) gap

on the amortized budget for (1 + ε)-competitive algorithms. Even more interesting would
be to adapt our algorithm for the case in which nodes may leave the terminal set. There
are several technical difficulties to achieve such a result. In particular, we would need to
define appropriate unfreezing rules: if a sequence of edges is frozen and the value of OPTt is
decreased considerably (by more than a constant factor), then we need to unfreeze the edge
sequence to maintain a good approximation guarantee. An even more involved technical
problem is to adapt the analysis of the amortized budget of the algorithm. Indeed, notice
that our analysis bounds the length of each edge sequence by upper bounding the cost of the
greedy edge that starts the sequence. This upper bound is in terms of OPTt (or OPTmax

t ).
The problem lies in the fact that each greedy edge corresponds to a node, and a node that
is removed from the graph does not contribute to OPTt. Therefore we cannot bound its
corresponding greedy edge in the same manner as before.

We also leave several open questions for the non-amortized scenario. In the full infor-
mation case, we embedded Algorithm Tour into a doubling framework to obtain a 14-
competitive algorithm. However, it is not clear that we can use the refinement of this
algorithm (presented in Theorem 3.23) to derive a similar result. In other words, it is still
open to determine whether there exists a constant competitive solution that inserts a greedy
edge in every iteration. The difficulty to do this lies in the following fact. Notice that the
output sequence of the algorithm in Theorem 3.23 only satisfies c(Tn) ≤ 2OPTn, but the
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ratio between c(Tt) and OPTn might be arbitrarily large for t ≤ n− 1. This occurs, e. g., in
the example given in Lemma 3.14. On the other hand, Algorithm Tour returns a sequence
of trees satisfying c(Tt) ≤ 2OPTn for all t ∈ {0, . . . , n}. This last fact is essential to prove
the competitive guarantee of Algorithm Doubling-Tour.

The main question that we left open in this chapter is whether Conjecture 3.29 holds
in general. This would imply that there exists an online algorithm with budget 2 that is
constant competitive.

For the Traveling Salesman problem, it would be interesting to determined whether the
competitive guarantee of our results can be decreased. Notice that our algorithm is obtained
by taking a special shortcut tour of a tree, which can be seen as using part of Christofides’
algorithm. However, the approximation guarantee of 3

2
achieved by Christofides is based on

computing a minimum cost matching on the nodes of odd degree in the tree. To apply the
full power of this algorithm we would need to study a robust version of the Minimum Cost
Matching problem in metric graphs. Obtaining a (1+ε)-competitive algorithm with constant
amortized budget for matchings would translate into a (3

2
+ ε)-competitive guarantee with

constant amortized budget for the Robust TSP problem.
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Appendix A

Computing Lower Bounds in Linear
Time

In this section we refine Algorithm Stable-Average, presented in Chapter 1, Section 1.3.1,
to run in linear time. The general idea is to use a binary search approach. For the description
of the algorithm we use the following notation. Consider a scheduling instance (J,M).
Let Q := {q1, . . . , qr} the set of all different processing times, and for each q ∈ Q, we
denote J≤q := {j ∈ J : pj ≤ q}. Also, we define,

f(q) :=
p(J≤q)

m− |J \ J≤q|
.

This value is the average machine load in an instance where we remove jobs in J \ J≤q (that
is, jobs larger than q) and also |J \ J≤q| machines. Notice that f(q) can be equal to ∞
if m = |J \ J≤q|. Nonetheless we are only interested in values of f(q) when |J \ J≤q| < m,
and thus f is non-negative. With the notation previously introduced, Algorithm Stable-
Average can be described as follows.

Algorithm Stable-Average

Input : An arbitrary scheduling instance (J,M) with set of processing times Q :=
{q1, . . . , qr}.

1. Order the processing times so that qi1 ≤ qi2 ≤ . . . ≤ qir .

2. For each k = r, . . . , 1, check whether qik ≤ f(qik). If it does, define p∗ := qik and
return f(p∗). Otherwise, keep iterating.

It is not hard to see that this algorithm returns the same value A = f(p∗) as algo-
rithm Stable-Average. To avoid ordering the processing times, and therefore reduce the
running time of the algorithm, we instead use a binary search approach. Equivalently to
this algorithm, we can define p∗ as the largest processing time of a job so that p∗ ≤ f(p∗)
and q > f(q) for all q ∈ Q with q > p∗. This suggests the following binary search approach.
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Algorithm Fast-Stable-Average

Input : An arbitrary scheduling instance (J,M) with set of processing times Q =
{q1, . . . , qr}.

1. Initialize ` ∈ Q and u ∈ Q as the smallest and largest values in Q respectively.

2. While ` 6= u:

(a) Compute the median q̄ of the set {q : ` ≤ q ≤ u}. Note: For a given set of n
numbers, we say that its median is the b(n + 1)/2c-th largest number in the
set.

(b) If q̄ = ` then go to Step (3).

(c) Compute f(q̄).

(d) If q̄ > f(q̄) > 0, then set u := q̄. Else, ` := q̄.

3. Set p′ := `, and return f(p′).

We first discuss the correctness of the algorithm, i. e., that p′ = p∗, and afterwards
we prove that it can be implemented to run in linear time. For the analysis we assume
that q1 < q2 < . . . < qr. Notice that we have not used this fact during the algorithm itself.
The crucial observation is to note that if qi = p∗ or qi = p′, the following three properties
are satisfied:

(i) qi ≤ f(qi),

(ii) qi+1 > f(qi+1),

(iii) 0 ≤ f(qi) <∞.

Therefore, the correctness of the algorithm follows from the next lemma.

Lemma A.1. There exists a unique value q ∈ Q satisfying Properties (i), (ii) and (iii).

To show this lemma we first need the following technical result. Figure A.1 depicts
the claim of next lemma. Loosely speaking, the lemma says that in the range in which
0 ≤ f <∞, f(q) is non-increasing if and only if q ≤ f(q).

Lemma A.2. For each qi ∈ Q so that |J \ J≤qi−1
| < m, we have that qi ≤ f(qi) if and only

if f(qi) ≤ f(qi−1).

Proof. To simplify the computations we introduce the following notation. Let Ji := {j ∈
J : pj = qi}, si := |Ji|, and mi := m − |J \ J≤qi |. Notice that mi − si > 0, since mi − si =
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q

f(q)
f(q) = q

qrqr−1. . .p∗

{q : J≤q < m}

Figure A.1: Behavior of function f .

m−|J \J≤qi−1
| is positive by hypothesis. We then have the following sequence of equivalences

f(qi−1) ≥ f(qi)

p(J≤qi−1
)

mi − si
≥ p(J≤qi)

mi

p(J≤qi)

mi − si
≥ p(J≤qi)

mi

+
p(Ji)

mi − si

p(J≤qi)

(
1

mi − si
− 1

mi

)
≥ p(Ji)

mi − si
p(J≤qi)

si
mi

≥ p(Ji) = si · qi

f(qi) ≥ qi.

Proof of Lemma A.1. Consider by contradiction that there exist qs, qt ∈ Q satisfying Prop-
erties (i), (ii) and (iii) with qs < qt. By Property (iii), we have that 0 ≤ f(qs) <∞, and thus
0 ≤ f(qt−1) < ∞. This implies that |J \ J≤qt−1| < m, and thus we can apply the previous
lemma to qt. Because of Property (i), we have that qt ≤ f(qt) and thus the previous lemma
implies that f(qt−1) ≥ f(qt) ≥ qt > qt−1. Applying Lemma A.2 once again for qt−1, we obtain
that f(qt−2) ≥ f(qt−1) ≥ qt−1 > qt−2. Iterating this argument, we obtain that f(qs+1) > qs+1,
which contradicts Property (ii) for qs.

We have proved the following theorem.

Theorem A.3. Algorithms Stable-Average and Fast-Stable-Average returns the
same output.

Finally, we must show that Fast-Stable-Average finishes in linear time

Theorem A.4. The running time of Algorithm Fast-Stable-Average is O(n).
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Proof. We show that the k-th iteration of Step (2) of the algorithm can be implemented to
run in O(n/2k) time. By summing over all iterations this proves the claim. Indeed, since
in every iteration we reduce the set {q : ` ≤ q ≤ u} at least by half, then this set has at
most n/2k elements in the k-th iteration. We conclude that Step 2a takes time O(n/2k)
since it is possible to compute the median in linear time [BFP+73]. For computing Step 2c,
notice that we have already computed f(`) in previous iterations, and thus we assume that
we store its values. Similarly, we can assume that we have stored the set {j ∈ J : pj ≤ `},
{j ∈ J : ` < pj ≤ u} and {j ∈ J : pj > u}. With the correct data structure we can easily
compute the sets {j ∈ J : ` < pj ≤ q̄}, {j ∈ J : q̄ < pj ≤ `} in O(u − `) ⊆ O(n/2k) time.
This implies that

P :=
∑

j:`<pj≤q̄

pj, |J \ J≤`|, and |J \ J≤q̄|,

can be found in O(n/2k) time. The theorem follows by noting that

f(q̄) =
f(`) · (m− |J \ J≤`|) + P

m− |J \ J≤q̄|
.
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