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Abstract

This dissertation entitled “Calibration and Multipath Mitigation for Increased Ac-
curacy of Time-of-Flight Camera Measurements in Robotic Applications” discusses
the systematic measurement errors of a Time-of-Flight (ToF) camera and introduces
two approaches to compensate for these errors. ToF cameras are active, imaging
sensors, which provide depth images and monochromatic images with a frame rate
up to 50 Hz. These devices allow not only for two-dimensional computer vision
algorithms but also for three-dimensional perception and, thus, they arouse great
interest in robotics. This work addresses the characteristic measurement errors and
designs an appropriate error model. It focuses on two classes of errors, which are
considered independently of each other. First, the typical, distal intrinsic ToF mea-
surement errors are described. These are caused by the imperfect implementation
of the measurement process. Second, the multipath reflections generated outside of
the camera are analysed.

To begin with, the dissertation designs a ToF camera error model and a corre-
sponding calibration procedure that identifies the so-called distal intrinsic param-
eters. The ToF camera naturally is an imaging sensor and attached to the tool-
center-point of the robot. Besides the distal parameters, therefore, also the lateral
intrinsic and the extrinsic parameters have to be identified in several steps. For this
reason, the dissertation explores a holistic calibration procedure that calculates all
parameters in one step - solely based on the depth images and managed without
image feature extraction.

Multipath depends on the vicinity of the sensor and cannot be characterised in
advance. The infrared light unhamperedly propagates in the scene, hence, the cam-
era pixels receive light that is reflected multiple times. This immanent phenomenon
causes errors in the range of several centimetres. The dissertation explains the
origination of multipath by means of an uncomplex model. For this purpose, the
signal paths of the individual camera pixels are traced back similar to radiosity and
ray-tracing approaches. This procedure allows for a calculation of the additional,
interfering signal component and, thus, for a correction of the measurement.

The improvement factor of the measurement accuracy thanks the two approaches
is investigated experimentally. The usage of three distinct ToF devices accentuates
the general validity of the approaches. The calibration outcomes demonstrate that
the ToF error model is suited to compensate for the systematic errors. The one-
step calibration procedure, however, is inferior to the common photogrammetric
methods in terms of robustness and accuracy. In total, the accuracy of the robotic
ToF camera system is better than 10 mm and 0.5 ◦. The successful compensation
for the multipath-related error by as much as 80 % is proved by means of ego-
motion estimation experiments. Finally, a Bin-Picking application is presented,
which provides evidence for the practicality of the ToF camera calibration.
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Zusammenfassung

Die unter dem Titel “Calibration and Multipath Mitigation for Increased Accura-
cy of Time-of-Flight Camera Measurements in Robotic Applications - Erhöhung der
Messgenauigkeit von Time-of-Flight-Kameras in der Robotik mittels Kalibrierung
und Kompensation von Mehrwegreflexionen” in englischer Sprache verfasste Disser-
tation diskutiert die systematischen Messfehler einer Time-of-Flight-(ToF)-Kamera
und stellt zwei Ansätze zur Kompensation dieser Fehler vor. ToF-Kameras sind ak-
tive, bildgebende Flächensensoren, die Grauwertbilder und Tiefenbilder mit einer
Framerate von bis zu 50 Hz liefern. Diese Sensoren eignen sich nicht nur zur zweidi-
mensionalen Bildverarbeitung sondern emöglichen dreidimensionale Perzeption und
wecken damit ein grosses Interesse in der Robotik. Diese Arbeit widmet sich den
charakteristischen Messfehlern und entwirft ein passendes Fehlermodell. Der Fokus
liegt auf zwei Fehlergruppen, die aufgrund ihrer Art der Entstehung unabhängig
voneinander betrachtet und behandelt werden. Erstens werden die typischen, dista-
len intrinsischen Messfehler der ToF-Kamera beschrieben. Diese sind bedingt durch
eine von der Theorie abweichende Realisierung des Messprozesses. Zweitens werden
die ausserhalb der Kamera verursachten Mehrwegreflexionen analysiert.

Zunächst entwirft die Dissertation ein Fehlermodell und einen entsprechenden
Kalibrierprozess, welcher die so genannten distalen intrinsischen Parameter der Ka-
mera identifiziert. Die ToF-Kamera ist naturgemäss auch ein bildgebender Sensor
und am Endeffektor des Roboters befestigt. Daher müssen in mehreren Schritten
neben den distalen Parametern ebenso die lateralen intrinsischen und extrinsischen
Kameraparameter bestimmt werden. Deshalb sucht die Dissertation ein umfassendes
Kalibrierverfahren, welches alle Kenngrössen in einem Schritt ermittelt - einzig auf
der Grundlage der gemessenen Tiefenbilder ohne Extrahieren von Bildmerkmalen.

Die Mehrwegreflexion ist von der Messumgebung abhängig und lässt sich a-priori
nicht charakterisieren. Da sich das zur Messung notwendige Infrarotlicht ungehindert
in der Szene ausbreitet, fangen Kamerapixel bereits mehrfach reflektiertes Licht ein.
Dies schlägt sich in einem um Zentimeter verfälschten Messwert nieder. Die Arbeit
beschreibt die Entstehung dieses Phänomens mit einem einfachen Modell. Hierbei
werden ähnlich zu Radiosity- und Ray-Tracing-Verfahren der Computergrafik die
Signalpfade der Kamerapixel zurückverfolgt. Dadurch lässt sich die zusätzliche, stö-
rende Signalkomponente pro Pixel schätzen und der Messwert korrigieren.

Die Verbesserung der Messgenauigkeit durch beide Ansätze wird am Roboter ex-
perimentell untersucht. Die Verwendung dreier unterschiedlicher ToF-Kameras un-
terstreicht die Allgemeingültigkeit der implementierten Verfahren. Die Kalibrierer-
gebnisse zeigen die Eignung des ToF-Fehlermodell zur Kompensation der systema-
tischen Fehler. Allerdings ist der vorgeschlagene einstufige Kalibrieransatz in Ro-
bustheit und Genauigkeit der herkömmlichen Vorgehensweise unterlegen. Insgesamt
wird eine Genauigkeit des ToF-Kamerasystems am Roboter von besser als 10 mm
und 0.5 ◦ erzielt. Die erfolgreiche Kompensation der Mehrwegreflexion um bis zu
80 % wird mit Experimenten zur Eigenbewegungsschätzung nachgewiesen. Absch-
liessend wird ein Nachweis zur Anwendungsmöglichkeit der Kalibrierung am Beispiel
einer “Griff-in-die-Kiste”-Applikation gegeben.
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Â amplitude image calibrated
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1 Introduction

So far, robots are primarily used as plodder replacing expensive human manpower and
performing monotonous jobs at the assembly lines of various industries. The industrial
sector and the affluent society are in fact relying on these machines. Meanwhile, robots
partially emancipated from being caged and taught for a simple task, which is precisely
and perseveringly repeated in a structured environment. A paradigm shift is recently
proceeding and robots are more and more seen as a co-worker performing more challeng-
ing tasks. Moreover, robots are intended to spread into the human habitat and support
humans in every day situations. In this context not only humanoid machines are imag-
ined, which take care, of elderly, for instance, but also autonomous platforms supplying
workers with trays or flying robots monitoring agricultural areas or exploring disaster
zones. Although these examples are partially dreams of the future, the fact cannot be
denied, that such jobs require for intelligence to a certain degree.

Intelligence is an umbrella term comprising several capabilities, as for instance reason-
ing, learning, planning, and problem solving. These capabilities are closely connected to
perception, which is a crucial competence in order to survive in a dynamic environment.
In particular three-dimensional perception, which provides proximity data, is vitally
important for a multitude of robotic applications. If a robot is autonomously moving
within an unknown area, it needs exploration, mapping, localization (SLAM) and colli-
sion avoidance algorithms. In the context of industrial robotics or service robotics, object
recognition, object detection and human-robot-interaction become a basic competence
of intelligent and autonomous robots.

Three-dimensional perception is basically performed by three sensor modalities in
robotic applications: force sensors and vision sensors, both in combination with position
sensors. Since the newly upcoming light-weight-robots, e.g. DLR Light-Weight-Robot-III
(LWR-III), are equipped with force-torque sensors in every joint, these devices allow for
detecting collisions along the entire structure of the robot. Using so-called Soft-Robotics
strategies, moderate collisions are not any longer a danger to the human operator or the
robotic hardware. Given the known design and kinematics of the robot, the obstacle’s
position is computable. Hereby, the robot can explore the surrounding area without an
imaging device. This method, however, only partially perceives the environment, namely
at the locations that interact with the robot’s structure.

In contrast, vision sensors contactlessly measure the vicinity. So far, stereo camera
systems, laser scanners, and laser stripe profilers turned out to meet the requirements
of robotic applications. These requirements are robustness, effort, speed, density and
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1 Introduction

accuracy. The accentuation of these criteria differs and it depends on the assigned task.
If the application needs very accurate data of a static scene, a laser scanner system is
favourably. If the scene is dynamic, the 3d data must not captured piecewise but fast in
order to avoid motion artifacts. In such a case a stereo camera system is more suitable.

Mostly, high accuracy and dense measurement are payed dearly for with a lack in the
measurement rate. In particular a high measurement rate offers, however, not only from
the economical point of view a lot of advantages. Putting robots into unstructured every-
day environments for sophisticated tasks and for human-robot-interaction demands for
a high level of reactivity to unexpected situations and hence for fast three-dimensional
perception.

The above mentioned group of sensors is primarily triangulation-based. For the last
few years this group is extended by a device that can overcome the conflict between high
measurement rate and high density: the Time-of-Flight (ToF) camera. ToF cameras
provide a monochromatic image allowing for classical image processing algorithms and
furthermore measure the distances pixel-wise. Thereto, the observed scene is illuminated
with modulated near infrared (NIR) light. The reflected light features a phase-delay,
which is detected within the pixels and directly translated into a distance value. ToF
cameras meet three requirements of vision sensors related to robotic applications: speed,
density and robustness. First, the depth and texture information is given at least in
video frame rate. Second, unlike stereo sensors ToF cameras can measure untextured
surfaces, because the measurement principle does not depend on corresponding image
features. Thereby, the ToF camera provides dense range images. Third, due to the active
illumination ToF cameras are robust against illuminations changes. The ToF camera is
thus suited for a wide range of dynamic robotic applications, such as visual 3d tracking,
object detection, pose estimation and collision avoidance.

Thanks to these characteristics, there is a wide agreement on the potential of ToF
technology, and ToF cameras attracted much attention in the robotic community. But for
all that, the spread of ToF cameras is small and the adoption in commercial applications
is slower than expected. For instance, in 2010 there were only five publications on
ToF related topics at the leading robotic conferences ICRA and IROS. The majority
of researchers and users was initially convinced by the aforementioned arguments and
purchased a ToF camera. Mostly, the first experiences were disappointing, since the
data measured is noisy and erroneous. The users received the impression that the ToF
camera cannot keep up with stereo cameras or laser scanners. This realisation is a basic
motivation for this thesis to invalidate these criticisms.

1.1 Objectives and Contribution

The thesis aims at improving ToF camera data in order to support robotic applications.
It focuses on two application fields: bin-picking and mapping. The first application

2



1 Introduction

field is primarily affected by the systematic ToF measurement errors. In case of a
bin-picking task, the ToF camera is required to provide millimetre accuracy for object
modelling, object localisation and for dexterous manipulation. Mapping applications also
need for high accuracy although their working range is considerably lager. In addition
to the systematic errors, they further suffer from extrinsic multipath-related errors.
Accuracy becomes important for this application domain, since mapping approaches
do not only accumulate 3d proximity data, but also infer the individual position from
the 3d information.

Normally, ready-made ToF cameras do not meet these requirements on the accuracy.
For this reason, there is an unavoidable necessity to understand and control the error
behaviour of a ToF camera. This thesis will deal with three aspects in order to improve
the accuracy of the ToF camera:

First, the ToF camera specific intrinsic systematic errors are analysed. These errors
are induced by the implementation of the measurement process, which is slightly different
from the theory, and by inefficiencies of the camera electronics. They will be modelled
with appropriate mathematical formulations. The parameters of this model will be
estimated a-priori by means of a calibration process for a defined working range. While
operating the camera, the systematic errors will be corrected in-line and with small
computational efforts In sum, the first objective of this thesis is

Develop a general model that comprises all systematic ToF camera errors
and allows for estimating the associated distal intrinsic parameters within a
calibration process. Given these parameters the measured ToF data is im-
proved so as to provide millimetre accuracy.

Second, this thesis focuses on improving the calibration process of a ToF camera in
its entirety. Since the ToF camera complies with the pinhole camera model and the thin
lenses camera model, also the lateral intrinsic parameters have to be estimated. The
ToF camera will be further applied in robotic context. In case of a bin-picking task the
camera will be attached to the tool-center-point of an articulated robot. Consequently,
an extrinsic calibration is required to yield the orientation and the position of the sensor
with respect to the robot. Therefore, the lateral intrinsic and the extrinsic camera
parameters have to be estimated by means of a calibration procedure as well, besides
the ToF specific distal intrinsic parameters. In the most unfavourable case there will
be three different calibration steps. The basic idea of this thesis is to simplify the
calibration process by applying the new sensor modality, namely the distance images,
and to go without localising feature points. For this reason, the thesis explores a non-
feature-based calibration technique considering the following objective

Develop a general and robust calibration approach that combines all three
parameter identification processes, and that basically relies on the dense dis-
tance images instead of a photogrammetric feature-based approach.
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Figure 1.1: The diagram sketches how the visual information flows from the ToF camera to the robotic appli-
cation. The greyish blocks are considered within the scope of this thesis. The ToF error model
forms the basis for the calibration process and the distance data correction. The calibration process
not only identifies ΠD , but also ΠL and ΠE , moreover, it allows for measuring the radiance L⊗

of the camera. The ToF camera provides raw images D̄ and Ā, which are corrected in-line before
they feed a particular application. The multipath mitigation is computationally intensive and is
thus employed either offline or at a lower frame rate. It computes the multipath image D+, which
is subtracted from the calibrated depth image D̂.

Third, in addition to the systematic errors the ToF measurement principle comes
along with a multipath-related error. This immanent effect depends on the observed
vicinity, and it cannot be dealt with in advance in the manner of a calibration. The
camera pixels receive repeatedly reflected light, because the infrared light emitted by
the camera propagates unrestricted in the 3d scene. As a result, sub-multiples of the
light received by a pixel have covered a longer distance than necessary. This shows up
in a measurement value distorted by several centimetres and leads to defective mapping
and localisation outcomes. This thesis describes the origination of this phenomenon
with a simple but general model. On the one hand, therewith, the thesis discusses a
method that detects the multipath-related error in ToF measurements. On the other
hand, the model allows for tracing back the signal path of each individual pixel in order
to estimate the disturbing signal component. In summary, the multipath-related error
is investigated with the objective

Develop a general model, which describes the multipath related error in ToF
measurements, and which allows for mitigating this interference or at least
allows for highlighting the occurrence in a post processing step.

The diagram in Fig. 1.1 sketches how the visual information flows from the ToF camera
to the robotic application. It highlights the functional blocks that are considered within
the scope of this thesis. The first contribution of the dissertation is the formulation of
a general error model which describes the intrinsic systematic ToF errors. In addition
to the commonly accepted extrinsic and intrinsic parameters, this essay introduces the
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distal intrinsic parameters. The ToF error model forms the basis for distance data
correction and the calibration process. The calibration process is performed in advance
in order to identify camera parameters. During the regular operation, the distance data
correction block compensates for the ToF specific errors by means of these outcomes.
The distance data correction and the subsequent image rectification are performed in-
line with the frame rate of the image acquisition. Furthermore, this thesis formulates a
multipath model as a basis for the multipath mitigation. This process is computationally
intentsive. It cannot keep in step with the frame rate of the ToF camera, at least not
at a reasonable sampling of the data. For this reason, the multipath mitigation is either
performed offline or the frame rate has to be reduced.

Altogether, this thesis handles the significant drawbacks of ToF camera measurements
and proposes effective solutions. The reduction of the two error sources crucially con-
tributes to the improvement of measurement results. The outcomes of this thesis are
integrated into several robotic applications. Included are the ego-motion estimation, the
three-dimensional mapping, the exploration of the working area and bin-picking. The
presentation of all these applications goes beyond the scope of this thesis. Hence, the
contribution of this work is primarily proved by exemplary investigations with different
ToF cameras. In this way, the thesis demonstrates, that the ideas are universally valid
and not specialising in a certain ToF camera device.

1.2 Structure of the Thesis

The thesis is structured as follows: Chapter 2 outlines fundamental range measure-
ment techniques in the context of robotics. It differentiates between model-based,
triangulation-based and ToF-based measurement principles. The advantages and the
drawbacks of the ToF camera are discussed with regard to the common 3d sensors. The
working principle of the ToF camera is described, since the understanding of the inner
procedures is essential for designing a valid error model and for conceiving the content
of Chapter 3. Chapter 3 reviews related work considering ToF camera calibration and
multipath mitigation. It discusses published approaches, their field of application, de-
fines the scope of this thesis and shows links of done work with this thesis. Chapter 4
describes the model for the systematic ToF camera errors and explains the calibration
scheme. Chapter 5 outlines the photometric processes within a ToF camera. The multi-
path model is described based on these considerations. Given this model, the Chapter 5
explains and discusses the compensation for multipath-related errors by means of both
a closed solution and a computationally intensive algorithm. Chapter 6 demonstrates
the practicability, effectivity and generality of the proposed approaches in robotic ex-
periments using different ToF sensors. In Chapter 7, the concluding presentation of an
individual robotic application, namely the bin-picking, emphasises the outcomes of the
thesis and, moreover, expresses the cooperation of robotics and computer vision. Finally,
Chapter 8 summarises the entire dissertation with an outlook on future work.
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2 Time-of-Flight Camera Principle

The diversity of robotic applications calls for manifold specified distance measurement
devices. There is a number of decision criteria, which militate for or against a certain
measurement device, such as frame rate, accuracy, and density, to mention a few. By
way of example, tracking algorithms, whose outcomes control a robot, require a high
frame rate at best in robot control cycle time. Visual servoing approaches together with
compliant robot hardware can compensate for inaccuracies of the provided tracking
poses. In contrast, performing manipulation tasks without control feedback calls for
accurate distance measurements. Otherwise the task fails. Reliable collision detection
and collision avoidance approaches require dense distance information coming along with
an uncertainty measure. In this context, fragmentary proximity information is rather
worthless, because in case of doubt the unknown areas are assumed to be occupied by
an obstacle and the robot pre-emptively stops.

Each of these application constraints is considered with a special sensor design. Cam-
eras and laser range finders are well established for these purposes and very popular with
the robotic community, because they mostly meet with these requirements in one way
or another. Each of these devices has strengths and weaknesses that make them suit-
able for different situations. In the following, these approaches are introduced and their
characteristic is described. ToF cameras are a corollary in the further development of
these devices. They can be seen as a hybrid device, which unifies the ToF measurement
principle of a point-wise laser range finder with the dense 2d imaging principle. For this
reason, the pinhole camera model and the homodyne ToF measurement are described in
detail. Afterwards, the working principle of a Lock-In ToF camera pixel and the design
of a ToF camera are presented.

2.1 Gauging a Distance with Cameras and Laser Scanners

On the one hand, cameras perceive the environment contactlessly and passively. Cameras
provide, moreover, a huge amount of spectral, spatial and temporal information. The
measurement principle and the accompanying errors are described by a simple model. On
the other hand, the distance information, which is quite important for many applications,
is lost by mapping the 3d world onto a 2d image. For this reason, the missing depth
information has to be retrieved by applying either model-based or triangulation-based
methods.
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Model-based Model-based approaches are mostly related to the process of pose esti-
mation of known 3d objects or 3d structures: The 3d object studied is described by the
relative arrangement of characteristic object features [20]. Together with an appropri-
ate similarity criterion this model is compared with the retrieved image descriptors in
order to match the 3d model. Hence, model-based pose estimation is also a process of
correspondence search of the features extracted from the visible 2d image and the fea-
tures provided by the 3d model. The 3d model can intuitively comprise a textured point
cloud for instance in the tracking approaches of Hager and Belhumeur [47] or Sepp [98].
More abstract features for 3d pose estimation are points [112], lines [18], wire-frames
[48] or spheres [100]. In the field of remote sensing this kind of estimating the exterior
orientation of a camera is known since the 1930ies [37] and still common [94]. Also the
widely common camera calibration technique according to Tsai [112] applies model-based
pose estimation and distance measurement respectively. However, the model-based 3d
measurement approaches are rather suitable for object localisation and manipulation
purposes, but not advisable for unknown environments.

Triangulation-based Triangulation-based techniques are more generally applicable. For
instance, they are employed to consecutive images by means of a structure-from-motion
(SFM) approach [111, 113, 88, 116]. They are also applied in multiple camera configura-
tions, such as Stereo-Camera-Systems. These so-called multiple-view-geometry-methods
are related to the visual perception of humans, which capture the disparity between
separate images by the eye. Stereo-vision is a special variant of multiple-view-geometry-
methods. Both approaches SFM and stereo-vision depend on corresponding spectral
and texture information respectively. Similar to model-based approaches it is again a
procedure of finding correspondences of image features. In this case correspondences
are sought either in consecutive images or in images synchronously provided by sev-
eral cameras placed side by side. The disparities retrieved are in direct proportion to
the displacement of the cameras. If the displacement is metrically known, the range is
determinable.

Although, these methods may provide reliable and accurate measurements, the de-
pendency on corresponding information makes them prone to errors. The quality and
density of the retrieved range information depends on the texturedness of the scene and
on correctly determined correspondences. For this reason, stereo vision is mostly con-
strained to sparse depth maps and further suffers from shadowing effects. Notably in
areas with little texture, stereo vision is not very accurate. There are algorithms that
deal with the emerging uncertainties by accumulating data from several viewpoints, e.g.
bundle adjustment [103], Bayesian approaches [16, 8], and RANSAC [28, 63]. Surveys
on the numerous stereo vision algorithms and their performance are given by Banard et
al. [5], by Brown [14], by Dhond et al. [19], and by Scharstein et al. [93].
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(a) Kinect sensor (b) DLR Multisensory 3D-Modeller

Figure 2.1: Triangulation-based 3d measurement systems. (a) The Kinect sensor comprises a laser projector
(Near-Infrared-Light 830 nm), a RGB camera (640×480) and a monochromatic camera (from the
left to the right). The IR laser projector is rigidly connected and generates a speckle pattern.
Provided the pose of the projector w.r.t. the imaging device the correlation of a reference pattern
with the observed pattern provides the metric distance. (b) The DLR Multisensory 3D-Modeller
(DLR-3DMo) comprises a stereo-camera system, a laser range scanner and line laser modules. One
camera out of the stereo-system is also as imaging device for the line laser modules. The DLR-3DMo
is both applicable as hand-held system and pluggable to a robot.

Active components such as laser beams or structured light enhance the camera systems
in terms of decreasing the dependency on texturedness. They further increase the robust-
ness against illumination variations. These approaches, however, enlarge the complexity
and the computational efforts, which may decelerate the measurement frame rate. The
measurement range and the distance resolution of triangulation-based systems is defined
by the camera resolution and the displacement between observers and/or the active com-
ponents. Gauging large distances requires large displacements of the observers. For this
reason, large-sized camera rigs are necessary and in case of active devices powerful light
sources. Such systems lose appeal, for instance for mobile robot applications, because
they are not economical. An enormous handicap of triangulation-based methods is the
quadratically decreasing of measurement resolution in proportion to the distance. Blurry
images or corresponding features minimally mislocated might cause significant distance
measurement errors, which are additionally in proportion to the measured distance.

There are numerous sensor devices that implement triangulation-based techniques
such as the Kinect sensor or the DLR 3D-Modeller to name but a few. At present, in
2011, the Kinect sensor (see Fig. 2.1(a)) is a very popular structured light range sensor
[101, 121]. For two reasons: First, it is quite affordable at a price of about 100 Euros.
Second, it directly processes the measured data in the sensor device and provides dense
range images at video frame rate. The inbuilt image processing, however, is optimised for
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entertainment purposes. Thus, the spatial resolution and the depth resolution are lim-
ited to 10 mm. The DLR 3D-Modeller (DLR-3DMo) is a multi-purpose vision platform
[109] especially designed for robotic purposes. It is equipped with two digital cameras,
a miniaturised rotating laser scanner and two line laser modules, see Fig. 2.1(b). The
DLR-3DMo implements three triangulation-based range sensing techniques: laser-range
scanning, laser-stripe profiling, and stereo vision. All sensors together feature a mea-
surement range from 0.5 m to 2.5 m. These techniques are applicable to a number of
vision tasks, such as the generation of photo realistic 3d models, object tracking, colli-
sion detection, and autonomous exploration. The DLR-3DMo can be used hand-guided
or automated on a robotic system.

Time-of-Flight-based In contrast, ToF-based approaches generally require active com-
ponents. The basic premise of the ToF principle is the constant propagation speed
of a wave. In terms of LIDAR (Light detection and ranging) methods light is the
medium for an information, whose travelling time is proportional to the covered dis-
tance. Given the propagation speed c = 299, 792, 458 ms−1 (in vacuum, on earth in air
c = 299, 710, 000 ms−1) of a signal and the measured transit time t∆ between emitter
and receiver, the distance d between the two points can be computed. In the robotic
context LIDAR methods became very popular in the close-up range (up to several hun-
dred meters), because their performance is very accurate and reliable1. SONAR (sound
navigation and ranging) is also working to the ToF principle but applies mechanical,
acoustic waves in contradiction to electro-magnetic waves of LIDAR methods. The
SONAR gauging is inaccurate and noisy but low-priced. Hence, SONAR is common for
the purpose of collision avoidance in low-end mobile robots.

LIDAR techniques differ in the kind of modulation. There are pulse modulation,
continuous wave modulation, and pseudo random noise modulation. With pulse mod-
ulation the covered distance is deduced from the travelling time of the emitted and
returned pulse. With continuous wave modulation the covered distance is deduced from
the phase shifting of the received signal with respect to the emitted one. Pseudo random
noise modulation is basically applied in communication technology and in global navi-
gation satellite systems (GNSS), because it is very robust against noise. The majority
of ToF range sensors is working with pulse modulation. On the one hand, a good signal-
to-noise-ratio (SNR) is reached, because the pulse features high energy in a short time.
On the other hand, the receiver has to feature a large bandwidth and high dynamics.
The detection of the attenuated and dispersed light pulse is critically. Furthermore,
the achievable repetition rate of high energised short pulses with ideally fast rising and
falling edges has to be considered. In continuous wave modulation the signal energy
is concentrated on one frequency, allowing for blocking out noise by very selective fil-

1Systems that apply laser light are called LADAR (Laser detection and ranging) systems. In the
following the more general term LIDAR is used.
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ters. Also low transmission power coming along with a prolonged measuring process
allows for long-distance measurements. Continuous wave modulation can be performed
in frequency modulation or amplitude modulation. Frequency modulated signals offer
increased unambiguous ranges but require a higher bandwidth and linearity for both the
transmitting and the receiving path.

The ToF measurement principle features a compact setup, since emitter and receiver
nearly merge into one point. This is an advantage over triangulation techniques, since no
shadowing effect and thus no incomplete data arises. Furthermore, there is no necessity
of enlarging the device if long distances are measured (compared with stereo cameras and
the required intra-axial distance). The quality of the measurement is primarily defined
by the strength of the transmitted signal, by the demodulation, and by the accuracy
of time measurement. Considering the travelling time twice (to the target and back),
a measured time of 6.67 ns corresponds to a distance of 1 m. Hence, a very short time
measurement accuracy of 7 ps is required for a distance resolution of 1 mm. Nevertheless,
laser range finders gauge point wise. Dense measurements are achieved only by means
of an actuator, e.g. a pan-tilt unit or a rotating laser scanner, that sequentially measures
the proximity. As a result, these kinds of laser range finders are slow and therefore not
suited for for perceiving dynamic environments.

2.2 Three Time-of-Flight camera principles

Combining 2d imaging and the ToF technique seems to be a corollary that benefits from
the advantages of these two principles. This idea is referred to as a ToF camera. So far,
three different ToF principle implementations are competing with each other. The most
obvious concept is a pulsed light source with digital time counters behind every pixel
[106]. These devices produce depth values for each pixel in every frame. The second
option is a range gated imager [42]. Range gated imagers illuminate the scene with
pulsed light and a pulse length of some 10 ns. The camera’s shutter is synchronised with
the light pulse and shortly opened. The received amount of light per pixel depends on
the distance and on the reflectivity of the textures. By performing a second measurement
with a different exposure time the distance is computable unambiguously. In order to
compensate for interfering background illumination the cameras are exposed a third
time without illuminating the scene. These two presented implementations are also
called Flash LIDAR, since the light pulses shortly illuminate the whole scene. The laser
light is scattered over an extended area in order to cover many pixels, and this area
increases quadratically with the distance. Hence, the typically very weak return signal
at each pixel is a challenge of a flash LADAR system.

The third option are ToF cameras that apply continuous wave modulated light sources
and pixels, which demodulate the received signal. This kind of ToF camera has become
prevalent against the before introduced devices. A ToF camera pixel is only sensitive
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to one discrete frequency. This behaviour is similar to a Lock-In amplifier, which is
phase-sensitive and thus able to demodulate a signal with a known carrier wave. Hence,
these ToF camera pixels are also called Lock-In ToF Pixel. These so-called “Lock-In ToF
cameras” have been being commercially available for at least ten years. The emitted light
beam is modulated with a frequency between 5 MHz to 30 MHz allowing for unambiguous
measurement ranges up to 60 m. The relation between the length of the carrier wave
and the measurement range is further described by Eq. 2.1 in Sec. 2.6. The phasing of
the received light is in proportion to the covered distance, and it is detected within the
pixels. Since the distance is derived from the phasing, it is also called “indirect ToF
measurement principle”.

This thesis addresses Lock-In ToF cameras, because these devices are most prevalent
among ToF cameras. In the following sections the basic underlying working principles,
i.e. the pinhole camera model and the ToF detection, are explained in detail. After-
wards, the design of a Lock-In ToF camera with its innovative pixels is introduced. The
implementation of such a demodulation camera pixel causes a specific error characteris-
tic. This error characteristic and its consequences for robotic applications are described
before the subsequent chapters present appropriate error mitigation approaches and the
contribution of this thesis respectively.

2.3 Pinhole Camera Model

The pinhole camera model accurately describes the mathematical relationship between
the coordinates of a 3d point and its projection onto the image plane of an ideal pinhole
camera [49]. The pinhole camera does not use any lenses for focusing the incident light.
It is a rough approximation to most imaging devices and hence also applicable to ToF
imaging devices. Basically, the rays of light coming from the visible scene enter the
camera through an infinitesimally small aperture. The aperture is congruent with the
orthogonal camera coordinate system. The origin of the system is at 0 (see Fig. 2.2).
This origin 0 is also the centre of projection and labelled as the reference coordinate
system of the camera. The z-axis of this coordinate system is pointing in the viewing
direction of the camera and is also referred to as the optical axis. The image is defined
on a projection plane, which is perpendicular to the optical axis of the camera. The
reflected light of the 3d world passes through the camera aperture and is projected onto
this image plane. The image plane is parallel to the axes x and y of the reference
coordinate system and is located at distance f from the origin 0. The intersection of the
optical axis with the image plane is called principal point v0. The distance f between
the image plane and the centre of projection is the focal length.

Fig. 2.2 sketches the pinhole camera model in a slightly modified way. Originally, the
image plane is located in the negative direction of the z-axis and the image of the scene
is displayed upside down. For simplifying purposes the projection plane is mirrored to
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Figure 2.2: The pinhole camera model describes the mathematical relation between the 3d point P and its
projection v onto the image plane. The orthogonal coordinate system is congruent with the camera
aperture. The 3d world is projected onto the image plane, which is parallel to the x-axis and to the
y-axis. The image plane is located at distance f from the origin 0.

the other side and thus lays on the same side as the scene with respect to the center of
projection.

The projection of the 3d point ps in the camera coordinate system with Cartesian
coordinates ps = (x, y, z)T onto the image plane with image coordinates v = (u, v)T is
non-linear and described by

v =

(

u
v

)

=

(

f x
z

f y
z

)

.

By using homogeneous coordinates ps = (x, y, z, 1)T and v = (v1, v2, v3)T the projection
is formulated by a linear operation

v =







v1

v2

v3






=







f 0 0
0 f 0
0 0 1













1 0 0 0
0 1 0 0
0 0 1 0






P

with u = v1
v3

and v = v2
v3

. The left matrix is referred to as camera matrix C.
The actual implementation of an imaging device calls for some additional modifications

of the pinhole camera model. First, the light sensitive area of the imaging device is
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discretely sampled by so-called pixels (picture elements). For that reason, the focal
length f has to be divided by the horizontal and vertical pixel pitches wP and hP

respectively

αu =
f

wP
, αv =

f

hP
.

As a consequence, a particular pixel does not measure the light coming from the 3d
point ps but coming from the surface area around ps. The surface area is spanned by
drawing a ray from the origin 0 through v to ps. Second, the principal point is not
necessarily located at the actual center of the sensed image, because the sensor matrix
cannot be placed perfectly accurate. The location of the principal point is denoted with
v0 = (u0, v0)T , and the origin of the image coordinate system is put to the corner of the
imaging sensor. Third, the arrangement of the pixels might be slightly skewed, which is
represented by the parameter s. All these parameters are gathered in the camera matrix
C

C =







αu s u0

0 αv v0

0 0 1






.

2.4 Thin Lenses Camera Model

Cameras with lens systems are furthermore plagued with image distortion, which has to
be compensated for. Image distortion is a geometric projection error in optical systems
and causes a local variation of the projection scale. This effect is based upon a variation of
the lens magnification with increasing distance of the image point to the optical axis. The
most commonly encountered distortions (pincushion and barrel distortion) are radially
symmetric, originating from the symmetry of a photographic lens. The distortion is
centred in the distortion center, which is mostly congruent with the principal point v0.
The shape of the distortion model is usually approximated by a Taylor expansion as

L(r) = k0 + k1r + k2r2 + k3r3 + ...

with distance r to the distortion center v0

r =
√

(u − u0)2 + (v − v0)2 .

In most applications, L(r) is reduced to the sum of the second and fourth degree poly-
nomial [49]

L(r) = k0r2 + k1r4 .
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The distorted coordinates (u∗, v∗)T are computed from the undistorted coordinates
(u, v)T with the following expression

(

u∗ − u0

v∗ − v0

)

= L(r)

(

u − u0

v − v0

)

.

Along with the distortion parameters the pinhole camera model generally describes the
projection of a 3d scene and compensates for the radial distortion. In the following these
parameters are referred to as lateral intrinsic parameters ΠL, because they figuratively
define where a particular 3d point will be reproduced in the camera image.

2.5 Scattering and Vignetting

There are additional effects, which distort the projection from the photometric point
of view, namely vignetting and scattering. As long as the particular image processing
algorithm primarily bases on the image contrast these effects can be neglected. This
does not apply for ToF cameras, where the incident light not only transports lateral
information but also the distance of a certain 3d point or surface. Hence, the scattering
not only reduces the contrast but also distorts the distance measurement. The impact
of scattering and the compensation approaches for this phenomenon are described in
Sec. 2.10.4 and in Sec. 3.4.

Vignetting is the attenuation of an image’s brightness at the boundaries compared
to the image center. There are three types of vignetting: First, mechanical vignetting
is generated by the aperture that delimits the incident light beams. Second, optical
vignetting is produced by multiple element lenses. Third, so-called natural vignetting is
incorrectly rated among these phenomena. Actually, it is a natural illumination falloff
and not subject tho shadowing. It is also called “cosine-fourth-law” (cos-4-law), because
the attenuation of the radiance sensed is the cosine of the incident angle to the power
of four [110]. This falloff correlates with the image projection process. In the context of
this thesis, the cos-4-law is considered implicitly by the multipath mitigation approach
(see Sec. 5.1).

2.6 Time-of-Flight Detection

The ToF camera is working to the homodyne operation. It emits incoherent sinusoidal
modulated NIR light g(t)

g(t) = cos(ωt).

The signal shape of g(t) depends on the time t and the modulation frequency fm. The
modulation frequency fm defines the angular rate ω = 2πfm. The NIR light is reflected
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by the scene. As a consequence, the received signal s(t)

s(t) = h + a cos(ωt + φ∆) ,

represents specific information on the proximity with its modulation in amplitude a,
phase φ∆ and intensity h. The phase φ∆ is in proportion to the covered distance. The
distance d of a certain point is half the travelled path

d =
cφ∆

4πω
.

The reflectivity of the observed environment defines the measured intensity and ampli-
tude, whereas the intensity is a constant offset that is primarily caused by background
illumination. These parameters are reconstructed in a demodulation step, which is ba-
sically the correlation of the received signal with the original modulation of the signal.
The so-called cross correlation c(τp) between g(t) and s(t) signal

c(τp) = lim
T →∞

1

T

∫ + T
2

− T
2

s(t)g(t + τ)dt

is computed four times with

τp = p
π

2
, p = 0, 1, 2, 3

in order to determine the desired parameters a, h, and φ∆ meaning that the original
signal is shifted by π

2 (90 ◦) every time. From these four cross correlation results the
amplitude a is computed by

a =
1

2

√

(c(τ1) − c(τ3))2 + (c(τ0) − c(τ2))2 ,

and the intensity reads

h =
1

4
(c(τ1) + c(τ2) + c(τ0) + c(τ2)) .

The phasing φ∆ is retrieved by

φ∆ = arctan

(

c(τ1) − c(τ3)

c(τ0) − c(τ2)

)

.

The homodyne operation is handicapped by ambiguity, because a certain φ∆ can arise
from several different distances. The unambiguous range Du is defined by the modulation
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Figure 2.3: The diagram plots the received signal s(t). The signal is equally sampled four times per period T

with a rectangular function of width ∆t. ∆t is referred to as short integration time. In order to
increase the SNR of the measurement, the sampling is repeated several times (indicated by red and
blue areas) and the correlation sums are accumulated. The number of repeated samplings defines
the long integration time, which is actually tunable by the user. The accumulated correlation sums
c(τ0), c(τ1), c(τ2), and c(τ3) of all sampling periods allow for computing the phasing, the amplitude
and the intensity of the signal.

frequency fm

Du =
c

2fm
. (2.1)

A common modulation frequency of 20 MHz yields an unambiguous measurement range
of 7.5 m. In this case, higher distances will appear at modulo 7.5 m, e.g. 10 m will be
perceived as 2.5 m.

2.7 Lock-In ToF Pixel

The actual implementation of a ToF camera pixel, however, does not perform a cross
correlation, but rather samples the received signal with a rectangular sampling function.
According to Lange, s(t) is ideally sampled with four equally spaced sampling points of
duration ∆t [64]. Assuming that a periodic signal is sampled the equations of the Discrete
Fourier Transform (DFT) are applied. As a result, the desired quantities amplitude a,
phase φ∆ and intensity h are computed by the stated equations before with a minor
modification: c(τp) is referred to as the certain sample (see Fig. 2.3).

There are different pixel-wise realisations in semiconductor technology of directly sam-
pling the incoming signal. These so-called smart pixels basically apply the photo con-
ductivity and photoelectric effect respectively. Fig. 2.4(a) depicts a common photo diode
consisting of negative (n) and positive (p) doped material holding free moving electrons
(n-doped) and electron holes (p-doped). At the p-n-junction molecular diffusion causes
the holes to migrate into the n-doped material and vice versa. Due to this diffusion,
the initially electrical neutral parts lack charge carriers and an electrical field is antag-
onising the diffusion so that the migration comes to a standstill. As a consequence,
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(a) common photo diode (b) Two-Tap Lock-In pixel

Figure 2.4: (a) Working principle of a common photo diode. At the junction of the n-doped and p-doped
material the depletion region is formed. The margin of the n-doped area is positively charged
and vice versa. Due to the photoelectric effect the incident photons generate free electrons and
defect-electrons (holes). These charges migrate either into the positively-charged n-material or the
negatively-charged p-material and recombine. As a result, a current is measurable. (b) sketches a
two-tap demodulation pixel. This pixel merges two photo diodes and two photo gates. The gates are
synchronously driven with the signal generator of the ToF camera. Hence, the generated charges of
a particular time slot drain off either to the right hand or left hand potential well. The time slot is
the sampling time ∆t. In case of a one-tap demodulation pixel the charges that are generated out of
the sampling time are left unexploited. In case of a two-tap demodulation pixel and if ∆t is half the
period T the collected charges out of the sampling time exactly correspond with the sampling shifted
by 180 ◦. Background illumination is suppressed by discharging the equal amount of electrons on
the sides (depicted in lighter blue).

at the p-n-junction a depletion region is generated, which is positively charged in the
n-doped material, and which is negatively charged in the p-doped material. By apply-
ing a voltage to the cathode and to the anode of the photo diode, which supports the
naturally generated electrical field, the depletion area is enlarged. In doing so the photo
diode is driven in reverse biased mode and consequently no current will flow until the
diode breaks down. By means of the photoelectric effect incident light generates free
electron pairs and defect-electron pairs. These charge carriers will move either to the
positively-charged n-material or the negatively-charged p-material and recombine [52].
The photoelectric effect is measurable in terms of the emerging current or by collecting
the charges within a photo gate. A photo gate is a photo diode, which is equipped with
an additional electrode. Applying an appropriate gate voltage to this electrode hinders
the generated charges from recombination and forces them to move into a certain direc-
tion. As a result, the charges are figuratively trapped in a potential well below the gate
electrode (stress-induced charge pool).

Fig. 2.4(b) depicts a two-tap ToF demodulation pixel, which is actually an upgraded
photo diode with two p-n-junctions and two modulation gate electrodes. The gates are
driven synchronously with the sampling function causing the induced electrons to drain
off either to the right hand or the left hand output diffusion. In this context the sampling
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time ∆t (see Fig. 2.3), which is also called short integration time, is the time span where
the charges are forced to drain off to one of the two sides. In order to increase the
SNR each sampling is not performed once but several times, which is related to the
so-called long integration time. This long integration time is the essential parameter
in operating the ToF camera. Unfortunately, the constant part of the incoming NIR
light is recognised by the pixels too. Notably outdoors, strong background illumination,
i.e. sunlight, distorts the measurement and either leads to fast saturation in the pixels or
decreases the SNR. Recent ToF cameras feature background illumination suppression.
These ToF cameras incorporate a specific mechanism, which discharges the constant
part of the integrated electrons.

In [64], Lange theoretically investigated the influence of the integrative sampling on
the measured amplitude and phase. From the phase spectrum he deduced that the short
integration time ∆t has to be lower than half the modulation period 1

2T in order to
unambiguously demodulate the signal. Furthermore, he displayed that an increasing of
the short integration time comes along with an attenuation of the amplitude detected.
Setting the short integration time to ∆t = 1

2T for instance retrieves an amplitude, which
is attenuated to 64 %.

The scheme in Fig. 2.4(b) depicts a two-tap ToF pixel meaning that two samples
can be retrieved in parallel. Assuming the integrated sample is collected in the right
hand potential well, the odd generated charges are collected on the left hand side but
not used. Setting ∆t exactly to 1

2T allows for employing both the left hand and the
right hand collected charges in the ToF pixel. In this case, the charges on the left hand
side correspond to the sampling, which is shifted by 180 ◦. By this, the overall image
acquisition time is decreased by 50 % since two samples are retrieved in parallel. It is
crucial that ∆t is exactly half the modulation period and the electronics behaviour of
the two gates is equal. Otherwise the measurements are plagued by aliasing. There are
also one-tap and four-tap pixels. A four-tap pixel can retrieve all samples in parallel
and is consequently very well suited for dynamic applications. More gate-electrodes
and processing electronics per pixel, lead to a worse optical fill factor and a worse
SNR respectively. Therefore, a trade off between fill-factor and the number of parallel
retrieved samples is required. At the moment, most available ToF sensors, e.g. PMD
CamCube and SR4000, feature two-tap pixels.

2.8 ToF Camera Design

Fig. 2.5 illustrates the essential components of a ToF camera and their interaction. A
ToF camera is designed as a conventional digital pinhole camera except for two aspects:
The ToF camera comes with an active illumination and ToF pixels are used instead of
CMOS/CCD photo diodes.
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The field-of-view is usually illuminated by light-emitting diodes (LEDs) or laser diodes.
Latest designs consider Vertical-Cavity-Surface-Emitting-Lasers (VCSELs) [40, 39]. The
light source is arranged around the object lens. Hereby, the observation and illumina-
tion directions are nearly collinear allowing for sensor model simplifications. Each of
these light types has special advantages or disadvantages that have to be considered in
designing the ToF camera for a particular application. The correct specification of the
illumination is crucial for accurate and robust ToF camera measurements. According
to Oggier [81] the emitter performance is basically defined by its modulation frequency,
the modulation contrast and the total emitted power: The higher the modulation fre-
quency, the shorter is the non-ambiguity range, and the higher is the depth resolution.
The modulation capability of commercial LEDs is limited to 30 MHz at an acceptable
modulation contrast [90]. The wavelength of the light source has to be synchronised
with the spectral sensitivity of the detector. ToF cameras usually employ NIR light in
the range of 780 nm to 850 nm. In order to reduce the impact of background illumination
the detector features narrow band-pass filters. If both the bandwidth of the illumination
and the temperature drift are minimised, narrow band-pass filters can be used in order
to increase the performance of the system. The total emitted power defines the SNR of
long-distance measurements. Due to eye safety considerations the total emitted power
is mostly limited and cannot be increased arbitrarily.

Current ToF camera devices basically apply LEDs for economic reasons [90]. LEDs
are low-cost and the modulation circuitry can be implemented straight forward because
of their linear electro-optical characteristic. Disadvantages of the LEDs are the low
efficiency regarding the optical power, which is only up to 30 %, and the wide luster
cone, whose heterogeneous radiance is decreasing towards its borders. For that reason,
the beam is shaped by an integrated LED optics, but anyhow a considerable part of light
in the border area of the beam is not used. In contradiction, other illumination sources
such as lasers diodes and VCSELs feature a better efficiency at up to 50 %, coming
along with a smaller spectral bandwidth and allowing for modulation frequencies of up
to several 100 MHz. The circuitry for modulating a laser diode or a VCSEL, however,
has to be more sophisticated in terms of guaranteeing phase stability, and the laser
systems need more attention concerning eye safety [90]. In return, the beam quality of
a laser diode is increased and enables the design of an optimally and homogeneously
illuminated field-of-view by combining multiple laser diodes.

The illumination is triggered by the signal generator G (see Fig. 2.5), which is at the
same time connected to the sensor matrix. The sensor matrix consists of serially row-wise
or column-wise connected Lock-In ToF pixels. In ToF cameras with higher resolution,
several rows or columns are aggregated into segments, which are fundamentally triggered
by the same signal generator but equipped with separate pre-amplifiers. The incident
NIR light is projected onto the sensor matrix and the demodulation is performed by
synchronously sampling within each pixel. Both the Lock-In sensor and the read out
process, can be realised in CCD or CMOS technology.
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Figure 2.5: ToF camera measurement setup. The scene is illuminated with sinusoidal modulated NIR light. The
light is reflected by the scene, collected by the lens system of the camera and projected onto the
sensor matrix. Both the illumination and the sampling process inside the ToF pixels are driven by
the same signal generator in order to determine the phasing as a measure for the covered distance.

As for every camera another crucial factor for the performance of the ToF camera
is the lens system, which projects the captured reflected light onto the pixel matrix.
Generally, optics with a large aperture and thus a small focal ratio (F number) are
preferred, which maximise the light that finally reaches the image sensor. In order to
reduce the impact of background illumination, a narrow band-pass filter centred on the
peak wavelength of the emitter is typically used [81].

2.9 Applying the Provided Data

In sum, ToF cameras are not notably different from common digital pinhole cameras,
except for the active illumination and the demodulation pixels. The emitted NIR light
is reflected by the scene, collected by the lens system of the camera and projected onto
the sensor matrix. Thereby, the ToF camera provides in parallel three modalities: dense
distance images, amplitude images and intensity images. The projection follows pinhole
camera model, previously described in Sec. 2.3. The sensor pixels are gathered in a
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set P = {v1, ..., vW } of W image coordinates already undistorted. A particular pixel
v corresponds to a surface area, which is spanned by drawing a ray from the origin
0 through v. The pixel v measures the mean distance and mean reflectivity of this
particular surface area. D̄ is referred to as distance image comprising the distance
measurements of each pixel out of P with D̄(P ) = {D̄(v1), ..., D̄(vW )}. Ā is referred to
as amplitude image with pixel coordinates Ā(P ) = {Ā(v1), ..., Ā(vW )}.

Due to the ToF measurement principle the distance measurement D̄(v) of pixel v is
provided in a spherical coordinate system. Since the Cartesian coordinate system allows
for intuitively describing the proximity and its dynamic processes, robotic applications
usually consider these representations. In order to convert the data, the function C is
defined. Given the lateral intrinsic parameters ΠL, C(v) provides the conversion factor
from the spherical coordinate system to the Cartesian coordinate system with

C : C(v) = cos θ cos φ

where the angles θ and φ are spanned by the location of the particular image coordinates
with respect to the principal point. In Fig. 2.2 these angles are plotted for an exemplary
measurement. θ is spanned by projecting the ray coming from the origin 0 through v

onto the x-z-plane

θ = arctan
v − v0

√

α2
v

α2
u

(u − u0) + α2
v

and φ is the angle between the z-axis and the projection of this ray onto the x-z-plane

φ = arctan
u − u0

αu
.

Afterwards, the Cartesian coordinate ps of a certain measurement D̄(v) is computed by
the function M

M : ps = C(v) D(v)







u−u0
αu

v−v0
αv

1






(2.2)

with respect to the camera’s reference coordinate system. This conversion has to be
considered for processing ToF data in applications that are based on a Cartesian repre-
sentation of the proximity data, such as object localisation and 3d mapping for instance.
Besides the native spherical distances common ToF cameras already provide Cartesian
distance measurements, which are computed on the basis of the off-the-shelf calibrated
intrinsic parameters.

21



2 Time-of-Flight Camera Principle

2.10 Measurement Error Classification and Characterisation

Basically, all measurements of quantities are subject to uncertainties, because of mea-
surement errors. For two reasons knowledge about the errors arising is important: First,
it might indicate a method to compensate for particular errors. Second, it allows for an
estimation of the accuracy or uncertainty of the measure and thus for correctly inter-
preting the data. A measurement result should be always composed of two components:
a numerical value, which represents the quantity measured, and a degree of uncertainty.

There are basically three international standards and guides available that deal with
the expression of uncertainty, accuracy, calibration, and error analysis. On the one
hand, the “Joint Committee for Guides in Metrology” (JCGM) published a vocabulary
of metrology (VIM) [55] and a guide to the expression of uncertainty in measurements
(GUM) [54]. On the other hand, the “International Organisation for Standardisation”
(ISO) issued the ISO-5725-(1-6) documents. These documents give general definitions
of the terms accuracy and describe methods for their estimation. The GUM follows
the deductive bottom-up approach by constructing so-called uncertainty budgets with
estimates of each source of error. Contrary to this, the ISO-5725 series follow the induc-
tive top-down approach by experimentally determining the accuracy of a standardised
measurement method for calculating measures of repeatability, reproducibility and in-
termediate precision [24]. The VIM is written from a neutral point of view and supplies
definitions that are applicable to either approaches. The ISO-5725 documents are also
accepted by the German standardisation organisation (DIN) and widely used in indus-
try. For this reason, the following considerations are given primarily according to the
ISO-5725 documents.

In common speech the terms accuracy and precision frequently are misused. The term
accuracy is more common, although mostly there is talk of trueness. Before clarifying
these misconceptions the term true value is introduced. The true value is a value that
would be obtained by a perfect measurement. It is by nature indeterminate. In practise
an accepted reference value serves as true value. Besides, the true value is referred to
as “Ground Truth” in the field of remote sensing or “Golden Standard” in the field of
medical imaging.

The term trueness describes the closeness of agreement between the average value
obtained from a large series of measurements and the true value (or an accepted reference
value). The term precision describes the closeness of agreement between independent
measurement results under stipulated conditions. There are three graduations of these
conditions, which give the term precision a different meaning: repeatability, within-
laboratory reproducibility (intermediate precision), and reproducibility. In contrast,
in this work the precision is categorised into repeatability and reproducibility. The
repeatability is computed from a set of measurements under invariant conditions. The
reproducibility is computed from a set of measurements under variant conditions. The
measure of precision is usually the standard deviation of the measurement results.
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Figure 2.6: The term accuracy includes both trueness and precision. Raising no claim to completeness, the
diagram lists typical measurement errors of a ToF camera and shows whether they interfere with
the precision or the trueness. The effects addressed by this thesis addressed are highlighted.

The term accuracy describes the closeness of agreement between a measurement and
the true value or the accepted reference value. Hence, the term accuracy includes both
the trueness and the precision. With regard to this issue, the ISO states: “The term
accuracy was at one time used to cover only the one component now termed trueness,
but it became clear that to many persons it should imply the total displacement of a
result from reference value, due to random as well as systematic effects.”. The accuracy
corresponds to the total error of a measurement, which involves a combination of random
components and a common systematic error or bias component. Consequently, increasing
the accuracy can be done by suppressing random components or mitigating systematic
errors. Relating to a ToF camera, the raw measurement data features small accuracy,
because of small precision and small trueness.

Fig. 2.6 illustrates the categorisation of the ToF camera specific error sources that
are responsible for the small accuracy. The repeatability is plagued by various noise
sources, that generate so-called random errors. Inherently, these random errors are not
predictable. However, their spread is observable by means of a sufficient number of
measurements. This allows for suppression by appropriate filtering. The reproducibility
is decreased by temperature drift, background illumination and multipath effects. This
classification is arguable. On the one hand, the three phenomena are predictable if either
the amount of temperature drift and background illumination are known or a model of
the impact of multipath is given. On the other hand, these phenomena seem to occur
randomly if the operator is not aware of them.
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The trueness of a ToF camera is compromised by several systematic errors. A sys-
tematic error is typically constant in repeated measurements or it is in proportion to
the actual value of the measured quantity. The predictability is a basic attribute of the
systematic error. A constant systematic error is referred to as offset or bias, an increas-
ing one is referred to as trend or drift. On the one hand, the systematic error is caused
by changes in the environment, which interfere with the measurement process. On the
other hand, it is introduced by imperfect methods of observation, e.g. incorrect zeroing
of an instrument. It is further provoked by erroneous assumptions: If the estimate is
based on a mathematical model of a physical law and some effects are not accounted
for. The systematic error can be handled by a calibration process.

The following sections explain those systematic and random error sources more in de-
tail. In this context, the error sources are not categorised according to their interference
with precision or trueness (as in Fig. 2.6), but with regard to their origin. A distinction
is drawn between intrinsic and extrinsic errors. While the intrinsic errors are generated
inside of the measurement device and can be identified a-priori in a calibration step, the
extrinsic errors depend on the environmental conditions.

2.10.1 Intrinsic Random Errors

Potential noise sources are present in the complete image acquisition chain of ToF cam-
eras: from the photo diode through the gain amplifiers to the analog-to-digital converters.
Thereby, some fundamental noise types appear in these components [77, 64, 3, 53].

Electronic Shot Noise Electronic shot noise arises, if current breaks through a po-
tential barrier just like the photoelectric effect. For this reason, shot noise is the most
dominating noise source. It limits the theoretically reachable signal-to-noise ratio (SNR)
and thus the precision. Photon detection is essentially a random process obeying Poisson
statistics. The Poisson distribution approaches a normal distribution for large numbers.
The standard deviation of the photon noise is equal to the square root of the average
number of photons. Electronic shot noise is most dominant in the lighter parts of an
image. The electronic shot noise associated with photo diode leakage current is denoted
dark current shot noise. Since the measurement principle is based on integrating excited
electrons, the reachable precision depends on the optical power. Consequently, the pre-
cision can be increased by amplifying the illumination or by enlarging the integration
time. Recent cameras use burst modes to increase the power output for short intervals at
the same energy level over time, which yields a better SNR, while complying eye-safety
regulations.

Amplifier Noise The amplifier noise comprises thermal noise and the reset noise (also
referred to as kT/C-noise) of the capacitors. Regardless of any applied voltage, ther-
mal agitation of the charge carriers, i.e. the electrons, inside an electrical conductor at
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equilibrium generates thermal noise. Since the signal, which is integrated on a pixel, is
measured relative to its reset level, the thermal noise uncertainty, associated with this
reset level, is referred to as the reset noise. These two effects are independent at each
pixel and of the signal intensity, and they are assumed to follow a Gaussian probability
distribution.

Quantisation Noise Quantisation noise is caused by translating the continuous values,
which were sensed, to a number of discrete levels. If the analog-to-digital-converter does
not provide enough discrete levels, the measured variable is truncated or rounded. The
quantisation error is the difference between the original value and the digitised value.
Typically, this quantisation error is not significantly correlated with the signal, and fol-
lows approximately an uniform distribution. If other noise source are large enough and
more dominant, the quantisation noise gets independent and causes dithering.

These pixel-wise random errors can be mitigated in advance by a more adequate di-
mensioning of the ToF camera design in terms of powerful illumination and optical fill
factor to mention a few. The user is able either to adjust the integration time param-
eter in order to improve the measurement result or to apply filters in order to enhance
the retrieved data. Since the random errors are subject to a Gaussian distribution the
standard deviation depending on the measured amplitude allows for computing the con-
fidence interval of a certain measurement.

Global Temporal Noise Besides these pixel-wise noise sources there are fluctuations
in the measurements that are of fundamental origin. These fluctuations are denoted
temporal noise, which is related to the power supply and the temperature of the sensor.
Since the high-frequency NIR illumination generates large currents, there can be voltage
drops, if the power supply is working at the limit. This can affect the signal characteristic
of the NIR LED and the electronics of the sensor. As a result, the distance measurements
feature a varying global bias. The temperature of the sensor basically depends on the
integration time and the frame rate. Running the sensor with constant integration time
and frame-rate lets the working temperature converge to a certain value. In this case
the related measurement bias also converges to a constant value. If the integration time
is changed during the operation of the camera or if the camera is triggered irregularly,
the temperature of the sensor varies and does not converge. Consequently, the distance
measurement bias varies. When observing over a longer period these two effects behaves
like noise.

2.10.2 Intrinsic Systematic Errors

In contrast, the intrinsic systematic errors are repeatable and describable by an adequate
model. These errors are based on the fact that the exact implementation of the ToF
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measurement principle is plagued by simplifications, design limits and manufacturing
tolerances. There are three dominant effects:

Distance-Related Error The most prominent error is also called Circular Error or Wig-
gling Error, because it has a periodic shape and looks like a trigonometrical function. In
order to better describe the error by its dependency, it is called distance-related error.
The distance-related error is the result of acting on simple assumptions for the mea-
surement principle which do not hold in practise. Theoretically, a harmonic sinusoidal
illumination is emitted and by sampling the remitted signal by four times the phase
delay w.r.t the emitted signal can be estimated. However, there is a simplification of
the process and the LEDs are controlled by a digital signal. Due to the low-pass char-
acteristic of the NIR LEDs and their asymmetric response the optical output gradually
looks sinusoidal for frequencies larger than 5 MHz to 10 MHz. As a result, this leads
to aliasing [64, 3]. The computed phase delay and distance respectively are inaccurate.
Lange has investigated in detail the phase aliasing generated by a number of different
non-sinusoidal input signals [64]. Fig. 2.7(b) shows the signal shape of a 740 nm LED
triggered with a square wave at 20 MHz modulation frequency. Inspired by these stud-
ies this signal shape is reproduced (see Sec. 6.4) in order to simulate the distance- and
amplitude-related error as illustrated in Fig. 2.7(b). According to Lange the distance-
related error of a square-wave signal is ±5 ◦ at a modulation frequency of 20 MHz. This
corresponds roughly to the variation of the simulated distance-related error in Fig. 2.7(b)
of about 100 mm.

The impact of this phenomenon varies dependent on the application and on the work-
ing range. On the one hand, the distance-related error only marginally deforms the
perceived shape of the environment. For this reason, single-shot object recognition is
not negatively affected by the distance-related error and still feasible without calibra-
tion. On the other hand, if the ToF camera data is used for the purpose of object
localisation a correction for the distance-related error is necessary. The complexity of
the correction method depends on the working range. When observing a conveyor belt
from a fixed view point, the working range is narrow and sizes only several centimetres.
In this case, the distance related-error is nearly constant and it can be approximated
by a fixed correction value. Surface reconstruction tasks, mapping tasks and SLAM
applications are usually accomplished within a wider working range. The measurement
data is moreover accumulated from several viewpoints. In this case, the distance-related
error can crucially corrupt the results, and a constant correction value is not sufficient.

Amplitude-Related Error This error is caused by non-linearity of the pixel’s electronic
components. The incident photons induce electrons in the semiconductor, which are sub-
sequently integrated within capacitors and amplified by operational amplifiers. Both the
charging of the capacitors and the amplification have non-linear transfer characteristics
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Figure 2.7: Signal shape and simulation of a ToF measurement. (a) plots the signal shape of a 740 nm triggered
with a square wave at 20 MHz. (b) visualises the characteristic, periodic curve of the distance-related
error. A negative deviation implies a measurement, which is to large. The different grayish curves
clarify the error’s dependency on the magnitude of the received signal and the reflectivity of the
illuminated object respectively. Apparently, the ratio between large and weak amplitudes is not
constant but also periodic.

at the operating limits. As a result, the transmitted signal is distorted and a different
number of photons, at a constant distance, results in different distance measurements.
In the simulation in Fig. 2.7(b), the amplitude-related error is introduced by flattening
the transfer function of the simulated amplifier from a certain point (see Sec. 6.4). For
this individual experiment the statement “the higher is the amplitude, the higher is the
measured distance” applies up to 900 mm. At that point the relationship changes to
the opposite and “the lower is the amplitude, the higher is the measured distance”. In
general, the behaviour of this phenomenon depends on the specifications of a particular
ToF camera device. Basically, the amplitude-related error is apparent for shorter dis-
tances, because here the signal strengths are large enough to drive the electronics to the
operating limits. Therefore, the phenomenon is mostly viewed close to the camera in a
small working range. For this reason, it often is mistakenly assumed to be constant over
the whole measurement range.

Fixed-Phase-Pattern-Noise The Fixed-Pattern-Noise (FPN) phenomenon refers to non-
temporal spatial noise. It has to be considered in a non-coherent and coherent way: First,
non-coherent FPN is caused by dark current due to photo diode leakage currents, im-
perfect manufacturing processes, and different material properties. The dark current
generates an individual characteristic offset for each pixel, which en bloc looks like a
pattern. The FPN is especially amplified with long exposure times. Non-coherent FPN
can be either handled by using low leakage photo diodes or by dark frame subtraction.

Second, FPN in ToF cameras is also associated with coherent row-wise and column-
wise artifacts due to mismatches in multiple signal paths. The sensor matrix is parti-
tioned into several segments, which are controlled and read out nearly synchronously by
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(a) spurious measurements (b) filtered measurement

Figure 2.8: (a) the viewpoint of the ToF camera is on the right. There are spurious measurements, which seem
to be the side wall of the cube. This side wall in fact is not visible from the camera’s viewpoint. (b)
an edge filter is applied to the measurement. The spurious measurements are erased.

different electronic components. Thus, each segment features a specific offset. Further,
the pixels of a row or column are connected in series. They behave like RC-circuits and
cause little phase shifts. As a consequence, the measurement is distorted by a constantly
increasing offset depending on the pixel’s row and column position.

Whereas the non-coherent FPN is considered to be a random error, the coherent FPN
has a more systematic character. Thus, in strict sense the term “noise” is not correct for
this kind of latency-related phenomenon. Nevertheless, due to the “fixed” occurrence
it is often ranked among it. For distinguishing purposes, the coherent FPN is called
“Fixed-Phase-Pattern-Noise” (FPPN) [3]. In case of ToF cameras, the FPPN cannot be
eliminated only by reference frame subtraction, since this effect is superimposed by the
aforementioned systematic errors.

Both the amplitude-related error and the FPPN, can strongly interfere with computer
vision algorithms. For instance, dark and bright objects are perceived in erroneous
proportions or variably reflective textures can give objects a different shape. As a con-
sequence, object recognition algorithms might fail. Also, FPPN generates edges in the
distance images, which deflect segmentation algorithms such as edge detection algorithms
or the watershed algorithm.

2.10.3 Extrinsic Random Errors

There are spurious measurements in the ToF data, which look like the “tail of a comet”
or like a “flying pixel” (see Fig. 2.8(a) and Fig. 2.8(b)). This phenomenon depends on
the configuration of the scene and is thus rated amongst the extrinsic random errors.
There are two origins for spurious measurements.

In static scenes these artifacts emerge at the edges of objects, more precisely at the
junction between two very different distances. The field of view of a pixel widens with
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(a) amplitude image

motion artifacts

(b) point cloud with motion artifacts

Figure 2.9: (a) amplitude image out of a sequence. The amplitude image shows a pile of tubes. One tube is
nearer to the camera and moved in front of it. (b) cross section of the point cloud. There are motion
artifacts on both sides of the tube.

the distance and can span the junction between these two distances. In such a case the
ToF pixel receives a signal echo from both the foreground and the background. As a
result, the ToF pixel demodulates a distance that lies in between. Fig. 2.8(a) shows
the spurious points at the edge of a cube. Although they look like the side wall, they
effectively are not visible from the viewpoint of the camera.

As described in Sec. 2.7 the ToF signal is demodulated by means of four correlations,
which are performed sequentially. Hence, the measurement process is prone to high
dynamics in the field of view. In this context the spurious measurements not only
emerge at edges but also on the surface of an object that rapidly moves along the
viewing direction of the camera. Fig. 2.9(b) illustrates these so-called motion artifacts.
The point cloud contains a tube that is moved above the bin in front of the camera.
Some motion artifacts emerge at the corners of the tube and fly between the tube and
the bin. Other motion artifacts fly above, between the camera and the tube.

Spurious measurements are primarily troublesome to mapping applications and to
surface reconstruction tasks. Registering point clouds that feature artifacts causes biased
and inaccurate outcomes. For this reason, it is necessary to filter the “flying pixels”. In
2007 and 2009 May et al. presented a very effective and non-complex filter [34, 77]. This
heuristic method iterates the distance image and processes pixel neighbourhoods. For
each pixel pair out of a neighbourhood a triangle is generated, whose edges connect the 3d
points of each two pixels and the camera origin. A very obtuse triangle, which means that
one angle is larger than 160 ◦ for instance, indicates a spurious measurement. Fig. 2.8(b)
shows the filtered depth measurement of the cube. This edge filter is implemented and
applied within this thesis for the multipath-related experiments.
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Figure 2.10: Impact of Multipath. (a) depicts the cross section of a corner. Due to multipath the ToF measure-
ment (red) is perceived behind the Ground Truth (green). (b) depicts the cross section of a box.
The ToF camera looks into the box. The measurements (red) are distorted with regard to the true
values (green).

2.10.4 Extrinsic Systematic Errors

There are two other prominent effects that depend on the vicinity and the scene config-
uration respectively. In a narrow sense it is the same effect: The optical energy received
by a ToF camera pixel does not directly come from the NIR LEDs via the surface area
spanned by this pixel in the field-of-view. There are signal components that took a
circuit either in the scene or inside the camera optics. This so-called multipath has a
repeatable systematic behaviour. However, in the following it is distinguished between
the general multipath reflections and the special case of scattering.

Multipath Multipath is an inherent problem of the ToF camera’s measurement prin-
ciple. It is a well known effect occurring in all applications that use waves in order to
transport information. These waves can cover distances by several ways due to reflection,
refraction, scattering and diffraction. Normally, the multipath signal arrives after the
direct path signal, because the propagation path is longer. For this reason, it is weaker
than the direct path signal since some signal power will be lost from the reflection.

Nevertheless, the multipath phenomenon strongly distorts ToF measurements. In
contradiction to point-wise laser scanning, where only the measured point is illuminated,
ToF cameras illuminate the whole scene. Thus the light is reflected not only by the
corresponding scene point, but also by other surface points in the scene. As a result, the
modulated signal arrives at a receiver via multiple paths due to inter reflections. Hence,
the ToF device recognises a super-positioned signal in every pixel, yielding an erroneous
error measurement.
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Figure 2.11: Impact of Scattering using the example of a IFM O3D100 ToF camera. (a) depicts the amplitude
image. A highly reflective plane is located on the left near to the camera. (b) depicts the depth
image before entering the highly reflective plane. (c) depicts the depth image after entering the
plane at a distance of ≈500 mm. As a consequence, the measurements in the background are
distorted. The distances within the rectangles decrease by 248 mm, 109 mm and 41 mm from the
left to the right.

Commonly, the multipath generates a positive offset, meaning that the measured
distance is larger than the actual one. For instance, corners seem to be baggy. Fig. 2.10
shows two examples where a corner and a box are somewhat ballooned. But, from the
theoretical point of view, the superposition of distance information is a vector addition in
the complex space. Hence, it is also possible, that measurements affected by multipath
have a negative offset. As a contribution of this thesis, Chapter 5 discusses multipath
in ToF cameras and proposes an algorithm to compensate for this phenomenon.

Scattering Scattering is concerned with a phenomenon, which is known as lens flare
in the conventional photography. However, lens flare is the result of scattered light,
either due to internal reflections or scattering from material inhomogeneities in the lens.
Lens flare is caused by very bright light sources either directly in the image or indirectly
shining into the lens. As a consequence, visible artifacts such as stars, circles or polygons
will occur, depending on the type of diaphragm and there will also be a haze across the
image, which reduces the contrast.

Relating to ToF cameras the haze infects all pixels with the distance information that
comes from the bright light source. In contradiction to the aforementioned multipath
reflections, the light beams meet on the pixel and not in the scene. Normally, pale areas
are affected and the background features a negative offset, meaning that the measured
distance is shorter than the actual one. The experiment in Fig. 2.11 shows the impact of a
highly reflective surface that enters the scene close to the ToF camera. As a consequence,
the background objects drift towards the camera. In particular the low reflective areas
of the chequerboard pattern are strongly affected with an error up to 248 mm.

Lens flare is an inherent effect of all pinhole camera systems, which is caused primarily
by inappropriate design and materials. First of all, it should be handled by improving
the camera design and the used materials. For that reason, the scattering effect will not
be considered in this thesis.
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This chapter discusses the work that is related to ToF camera calibration and to multi-
path. Prior to this, the trend in ToF camera calibrations is outlined and its acceptance in
the robotics community is analysed. This survey explains the hot topics and issues with
regard to ToF cameras, and moreover it shows, which direction the further development
of this sensor will go.

3.1 Survey of Literature Research

Both the Swiss institute CSEM (Centre Suisse d’Electronique et de Microtechnique)
and the German institute ZESS (Zentrum für Sensorsysteme) have significantly influ-
enced the research and development in the field of the ToF camera technology. Between
the years 1995 and 2000 Schwarte [96], Seitz [97, 15], Spirig [104, 105] and Lange [65]
published a number of articles and applied for patents related to the electronics of a
ToF camera pixel. Soon after, the corporations S-TEC Sensor GmbH (1996), PMDTec
(2002), and MesaImaging became a spin-off by CSEM and ZESS, aiming at commercial
applications of this state-of-the-art technology, and aiming at developing products such
as elementary ToF sensor matrices and off-the-shelf ToF cameras. In 2000 and 2001 the
first ToF sensors have been available for purchase. So far, the most commercial success
of this technology has been achieved with the so-called "IFM effector PMD". This ToF
sensor was developed by PMDTec in cooperation with IFM, which is a manufacturer
of industrial sensors. The “IFM effector PMD" is primarily based on ToF technology,
but rather a 1d light barrier than a 3d camera. Nevertheless, this 1d ToF sensor has
been sold more than 100,000 times between 2005 and 2008 [86] and achieved the Her-
mes Award in 2005 [115]. In contrast, the ToF Camera SR4000, which is by far more
applicable (see Sec. 6.6), has been sold only 1,500 times between 2008 and 2010 [78].

These figures point out that apparently only the basic implementation of the Lock-In
ToF technology succeeds in terms of quantities. Although, there is a wide agreement on
the potential of this technology, the number of sold ToF camera systems is very low. So
far, the sensor has primarily found an echo in the academia for two reasons: First, ToF
cameras are expensive. Second, ToF cameras come along with a number of difficulties,
such as noise and inaccuracies, which hinder the spread and discourage the industry
from professional implementations.

The group of researchers concentrating on ToF cameras is small and as a consequence,
the output of publications is manageable in comparison with other 3d sensors, such as
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Figure 3.1: (a) illustrates the trend of the number of publications. Probably, the peak in 2008 is caused by the
launch of several ToF camera devices between 2002 and 2005, which gained interest in media and
research. (b) plots the different fields of research in the context of ToF cameras. So far, the papers
predominantly concern the variety of error effects in terms of calibration, mitigation, filtering and
describing phenomena. A smaller number of publications concerns special applications. Although
the type of data is optimally suited for mapping and localisation purposes, there is only less articles
with regard to this topic.

laser scanners and stereo camera systems. In the context of this thesis preferably all
publications concerning ToF cameras have been gathered up in a list, i.e. ≈200 articles,
papers and PhD theses. Fig. 3.1(a) plots the trend of the number of publications between
the years 1995 and 2010. A closer look to this trend suggests a similarity to the so-called
“Gartner hype cycle”, which was introduced by Jackie Fenn [27]. The “Gartner hype
cycle” describes the phases of public attention a new technology is running through.

In the year 1995 the technology was triggered, followed by a decade of stagnation.
In the year 2001 the first ToF Camera SR1 was presented by CSEM, followed by the
SR2 in 2002 and the PMD19k (by PMDTec) in 2004. These devices gained interest
in the computer vision and robotic community. For that reason, the number of pub-
lications increased continuously and reached its maximum in 2008. This can be rated
as the so-called “peak of inflated expectations”. At this peak the aroused enthusiasm
and the rather unrealistic expectations have been confronted with the problems of ToF
cameras leading to a “through of disillusionment”. The number of publications is nearly
halved in 2009 and further decreased in 2010. During this phase the technology becomes
unfashionable and obviously, the researchers lost interest in ToF cameras and their appli-
cations. Most probably this trend will be reinforced by the launch of Microsoft’s Kinect
sensor, which is in the centre of attention since autumn 2010. According to the theory of
Jackie Fenn, the “through of disillusionment” is followed by the “slope of enlightenment”.
During this phase the technology is evolved by convinced researchers and businessmen,
which understand the benefits and practical application of the technology, leading to a
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“plateau of productivity”. At this last stage the benefits of the technology are widely
demonstrated and accepted. This begs two questions: First, when will the “plateau of
productivity” be reached? Second, what will be the height of that plateau and will ToF
cameras be broadly applicable or rather benefit a nice market?

3.2 ToF Cameras in Robotics

So far, ToF cameras lead a miserable existence in the field of robotics in comparison
with laser scanners or stereo camera systems. Although, the advantages of a ToF cam-
era plead for robotic applications, within the last ten years (2000 to 2010) only 19 papers
concerning ToF technology have been published at the leading robotic conferences ICRA
(International Conference on Robotics and Automation) and IROS (International Con-
ference on Intelligent Robots and Systems). Most of the papers address the application
of a ToF camera for mobile robots. Weingarten et al. [114] compared the performance
of a SR2 with a Sick laser scanner in a navigation application. In their opinion the ToF
camera is less suited for localisation and mapping purposes, because of its noisy data
and the limited field of view. May et al. [75] discussed an integration time controller
for applying the ToF camera in mobile robotic applications. As a result, the camera
automatically adjusts the integration time to yield the best SNR and to implicitly en-
large the working range. The paper of Dröschel et al. [22] introduces an approach for
3d obstacle avoidance, which perceives obstacles that could not be measured in the scan
plane of the laser range finder. The approach is robust against kinematic inaccuracies
(of the mobile platform and the pan-tilt unit) and robust against noise in the range
measurements. The active gaze control allows the mobile robot to avoid obstacles that
approach the robot laterally. Similar is the publication of Yuan et al. [120], which ex-
tends a two-dimensional motion generation approach to a 3d capable navigation and
obstacle avoidance system. This simple and computational modest approach applies a
virtual laser scan, which fuses original laser scans and 3d points acquired by a ToF cam-
era. As a consequence, the method allows for avoiding obstacles not being detectable
in 2d laser scans such as tables. In the year 2006, Ohno et al. [82] applied the iterative
closest point (ICP) matching to ToF camera data in order to estimate the trajectory of
a mobile robot. They reported registration errors of up to 15 % in translation and 17 %
in rotation. Stommel et al. [108] presented an environment reconstruction method for
mobile robots by fusing the sensor output of a ToF camera and a stereo camera. In the
year 2009, based on these publications, May et al. [76] presented a 3d mapping approach
using ToF camera data and comprising several improvements. First, the ICP algorithm
is extended with a frustum culling technique to optimally match point clouds, which
are generated from different points of view. Second, a computational inexpensive edge
filtering method eliminates spurious measurements. Third, depth calibration increases
the accuracy of the ToF camera. The limitations in the reachable accuracy of such an
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(a) Ground Truth of pathway (b) pathway by ICP-algorithm (c) error relaxation

Figure 3.2: The SR3000 ToF camera is attached to the TCP of an industrial robot and rotated 360 ◦ in order
to map the laboratory. (a) The diagram on the left plots the true pathway and the measurements
accumulated thanks to the accurate positioning system of the industrial robot. (b) The range
measurements are registered by means of the ICP algorithm without using the positioning system
of the robot. Due to multipath-related errors in the upper range of the scene, barely half of the
circular path is strongly distorted. The map is also slightly skewed. (c) The errors of the ego-motion
estimation are distributed along the pathway in order to close the loop and to yield a more accurate
map [76].

application due to multiple reflections is demonstrated by means of an industrial robot
(see Fig. 3.3).

Just as many papers address image feature extraction of ToF camera data in terms of
reliable corners, edges, and planes. These publications are mostly put into the context
of mobile robotics where features are used for registration and ego-motion estimation.
Gemeiner et al. [38] created a map of the unknown environment by moving the ToF
camera and registering the feature points, extracted from the acquired point clouds.
An intelligent corner detection method rejects invalid corners and prevents from mis-
alignment rejection. The authors qualitatively prove the increasing accuracy of their
approach with a simulated SFM example and ToF camera data. In the year 2009, Ye et
al. [117] presented a method for extracting the edges of linear structures in range images.
Plane detection and extraction algorithms were also presented by Poppinga et al. [87],
Hedge et al. [50], Ye et al. [118], and Pathak et al. [84].

Two papers address spurious and ambiguous measurements. The paper of Kaustubh et
al. [83] proposes a method for achieving sub-pixel depth accuracy with a ToF camera by
using Multimodal Gaussian Analysis. The presented method reduces spurious objects,
which are generated if multiple objects lay within the field of view of an individual pixel,
and provides estimates of the relative proportions of the overlap of the objects with the
pixel’s beam cross-section. In the year 2010, Dröschel et al. [21] presented a probabilistic
approach for phase unwrapping and for handling ambiguities. The authors obtained
more accurate estimates by considering discontinuities in the measured distances and
applying multiple modulation frequencies. Their findings are crucial for the use of ToF
cameras in the field of mobile robotics and particularly in the context of 3d mapping,
because current camera devices feature a limited non-ambiguity range, which is further
shorter than the maximum measurable distance of commonly used laser range scanners.
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(a) ambiguous range image (b) ambiguous point cloud (c) corrected point cloud

Figure 3.3: Ambiguity of ToF Measurements. Dröschel et al. measured a person in a hallway [21]. (a) depicts
the distance image with ambiguous ranges. The grey-scale corresponds to the depth measured, from
dark (close) to bright (far). Due to the ambiguity, there is a transition from very far to very close
measurements. (b) the red point cloud corresponds to the ambiguous part of the measurements,
which are shifted towards the camera. (c) the ambiguity is eliminated.

The provided dense ToF range data allows for rapid surface reconstruction applica-
tions, being a basis for the computation of grasping and manipulation directives. Scan
registration and surface reconstruction approaches were discussed by Foix and Stipes.
Foix et al. [29] fuse multiple ToF camera measurements with a probabilistic approach.
They present an object modelling approach that takes into account the uncertainty of the
range measurement and the uncertainty of the camera pose to generate spatially consis-
tent 3d models. Foix et al. compute the covariance of the registration process and apply
an iterative state estimation method to build object models under noisy conditions.
Their approach does not require an accurate hand-eye calibration. The method uses
globally consistent probabilistic data fusion by means of a view-based information-form
SLAM algorithm. Stipes et al. [107] present a real-time 4d scan alignment algorithm by
means of a projective ICP algorithm. The ICP algorithm considers the 3d points and
the corresponding intensity. In order to reduce the amount of data to be processed the
most prominent image features are retrieved by a gradient filter, and a volume feature
extraction identifies these edges, corners and areas of interest in the range image.

Object detection and localisation is handled by the publications of Gächter and Fuchs.
In the year 2008 Gächter et al. [36] presented an incremental object part detection
algorithm using a particle filter that accumulates the information from a sequence of
noisy and sparse observations. The authors successfully estimated the position and
extension of chair legs. In 2010 Fuchs et al. [35] presented a bin-picking system that
comprises a ToF camera and an impedance controlled light-weight robot. The paper
describes the integration and cooperation of ToF camera calibration, object detection,
object localisation and reactive robot control. The compliant behaviour compensates for
the remaining inaccuracies of the ToF camera. The objects are localised by means of
an ICP algorithm and robustly grasped. Chapter 7 details this bin-picking application,
which is also a proof of concept for this thesis.
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These articles, published at IROS and ICRA, are not representative of the issues that
are mainly discussed in ToF camera research. On the one hand, these publications
repeatedly highlight the potential of ToF cameras. On the other hand, the statements of
theses essays can be reduced to a common denominator: There is a need for improvement
of the ToF sensors, because of the inaccurate and imprecise depth measurement. This
coincides with more than a third of the publications (see Fig. 3.1(b)), which address
calibration, error handling, filtering and data enhancement. In the following, the most
important findings in ToF camera calibration and multiple reflections are listed and
classified.

3.3 ToF Camera Calibration

Hereafter, the ToF camera calibration is considered for three distinct sets of parameters.
First, the ToF camera features a pinhole-camera model and is therefore described by the
lateral intrinsic parameters ΠL gathering principal point, focal length and lens distortion.
Second, the ToF camera specific distance measurement errors are described by distal
intrinsic parameters ΠD. Third, the camera’s extrinsic parameters w.r.t. an external
positioning system are denominated ΠE , e.g. a robot or an optical tracking system.

First and foremost, the related work is grouped depending on the particular set of pa-
rameters that are considered. The basic question is “Which effect is calibrated and what
is the underlying model?” In this context, it is interesting, if the approach only relies
on the amplitude values together with characteristic image features such as the corner
points of a chequerboard, or does the approach incorporate the distance measurements.

The second aspect is the applicability of the calibration procedure and the underlying
optimisation problem. Most of the approaches compute the lateral and distal intrinsic
parameters separately within consecutive stages. The parameters are defined by means
of an optimisation, wherein either point correspondences, calibration plane distances or
image matching constraints are optimised. Thereby, various calibration standards such
as the common chequerboard, special targets (cones, pyramids) or plain planes are used.

Unfortunately, rating and comparing the calibration approaches is difficult for sev-
eral reasons: First, not every publication reports a verification step, but only fits the
proposed model to a certain data set. Second, the improvement yielded is specified
with different measures, for instance the residual standard deviation or the root mean
squared (RMS) error. It is further expressed on a percentage basis or only qualitatively.
Third, the presented calibration methods were applied to different ToF camera devices.
Nevertheless, Tab. 3.1 tries to objectively contrast all approaches. In the following, the
listed procedures are described more in detail.

Phenomenological Investigations The first articles on ToF camera calibration were
published in 2006 ([57, 69, 108]). These essays are a mixture between phenomenological
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reports and simple calibration techniques. These articles primarily generate the aware-
ness for the ToF camera specific errors and the necessity of an identification. Naturally,
the first papers did not consider all relevant error sources. Stommel et al. [108] explore
the performance of a PMD1k ToF camera, which features a resolution of 64 × 16 pixels.
By capturing a calibration plane at several known distances, the relation between the
phasing of the central pixel area (5×5 pixels) and the metric distance was approximated
by a line. The sinusoidal shape and physical reasons of the distance-related error were
not considered. The approximation only assumes a linear drift, but however, yielded
a maximum residue of 3 % of the measured distance. The authors further faced the
problem of noisy measurements and a poor SNR. For that reason, the authors described
the distance-related precision with a quadratic function. Based on this estimation of
the distance-related noise the maximum and minimum value in 4-neighbourhood or 8-
neighbourhood of each pixel is computed. As a result, the confidence interval for a
measured distance is provided.

In the year 2007, Gudmundsson et al. [43] also presented a phenomenological investi-
gation and explored the “internal” and the “environmental effects” on the measurements.
Imperfections of the LED array, the sinusoidal distance-related error and several noise
sources are referred to as “internal effects”, but not specified. In contrast, effects that are
more difficult to categorise due to their variety of occurrence and dependency to the scene
configuration are refered to as “environmental effects”. In the authors’ opinion, multiple
reflections, the amplitude-related error and scattering rank among these environmental
effects. A further interesting point is the first observation of the multipath-related error
by means of two perpendicular planes. By observing a plane with and without an addi-
tional perpendicular plane, the multipath-related error is measurable without additional
effort. By this means, the authors reported a 30 ◦ distortion of the initially perpendic-
ular configuration (see Fig. 3.4(a)). These investigations in the multipath effects are
very informative and without doubt inspired this thesis with regard to the experiments.
The amplitude-related error was investigated by using a textured and a non-textured
pattern (see Fig. 3.4(b)). Gudmundsson at al. showed an inversely proportional relation
between range measurement error and the amplitude. They corrected the range mea-
surements and reduced the RMS noise by 57 % (see Fig. 3.4(c)). Nevertheless, further
metrical quantification of this error was not given. According to the authors’ opinion
the scattering can be minimised by optimally selecting the integration time, but actually
the scattering is caused by imperfect optics. In contrast, the integration time controls
the SNR and an appropriate adjusting of this variable prevents from saturation.

Structured Calibration Approaches Using the example of SwissRanger ToF devices
SR-2 and SR3000, Kahlmann et al. [57, 59, 58] deduced parameters from their experi-
mental investigations that influence the performance of ToF cameras. As a consequence,
they proposed several calibration techniques in order to increase the accuracy. A basic
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(a) impact of multipath (b) measurement target (c) correction for amplitude-related error

Figure 3.4: (a) Multipath experiment by Gudmundsson (from Gudmundsson [43]). (b) A measurement target
differently shaded is used to investigate the amplitude-related error. (c) The diagrams plot the
measurements of a plane. On top, the deviations due to the amplitude-related error are shown. On
bottom, the measurements are corrected for this error.

issue considered is the heating of the sensor device. On the one hand, the heating causes
a higher rate of thermal generated electrons and limits the usable optical capability.
On the other hand, the authors identified a thermal drift of about 8 mm/◦C, which in-
creases the range measurements. More extensive investigations on the thermal drift are
continued in the thesis of Kahlmann [56], who proposed an optical feedback solution.
Such an optical feedback is integrated in the SR4000 ToF camera and ensures constant
measurements. Thereby, internal sensors directly measure the emitted NIR signal to
correct the received signal in situ. The authors discussed several calibration standards
for a photogrammetric calibration, that cope with the small resolution (160×124 pixels)
of the SR-2. They dismissed squared targets, because of the corners, and round targets,
because they occupy too many pixels. They further deprecated, large test-fields, due to
inaccurate measurements, and a projected pattern, because it influences the measure-
ments. In conclusion, the authors proposed a calibration pattern made of NIR LEDs.
These LEDs enable an automated extraction of their features recognised in the amplitude
images.

The distance calibration is performed on a measurement track line (see Fig. 3.5(a)).
In this case, the track provided a “Ground Truth” (GT) with an absolute accuracy of
1 mm. The authors used targets with different reflectivity and placed them between
1.25 m and 7.5 m with steps of 0.05 m. In order to reduce the acquired data and the
processing time, only the central pixel is taken into account. The experiments revealed
a strong sinusoidal effect, which is modelled with a look-up table (LUT) for a distinct
integration time (see Fig. 3.5(b)). Experiments with linear and cosine functions have
not produced better outcomes. The correction values for unconsidered integration times
were retrieved by linearly interpolating the look-up tables. The amplitude-related error
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(a) measurement track line (b) look-up table for distance-related error

Figure 3.5: (a) Distance measurement calibration track line as used by Kahlmann et al. [56] with the SR-2
mounted on the right. The precision of such a track line is about 50 µm and the accuracy about
±2 mm. (b) Look-up tables (LUTs) for different integration times in order to compensate for the
distance-related error (from Kahlmann [57]). If the camera is running in an integration time, that
is not represented by a LUT, the correction value is retrieved by means of interpolation.

was rated as insignificant compared to the distance-related error and therefore it was not
considered. The authors, however, have experimentally shown that smaller reflectivity
leads to longer measured distances. Finally, they estimated the FPPN by means of a
white wall. As a result, the calibration significantly reduces the deviations from several
decimetres (-300 mm to 100 mm) to about 10 mm. The RMS of the intrinsic calibration
is 1.4 mm, 1.3 mm, and 1.8 mm in x, y, and z-direction. A drawback of the described
approach is the calibration standard, which has to be manufactured either accurately or
measured afterwards, and the measurement track, which is not available everywhere. It
is also a debatable point, whether the detection of NIR LED corners by centroid methods
is more advantageous to a corner detector on a chequerboard calibration pattern.

Lindner et al. [69] also applied a measurement track for distance calibration. The
calibration process is decomposed of two separate calibration steps and applied to a
PMD3k ToF camera with a resolution of 48× 64 pixels. Initially, a common photogram-
metric calibration is performed by means of the OpenCV library [13]. By using at least
three different views of a planar chequerboard the lateral intrinsic camera parameters
(principal point, focal length and 4th degree polynomial lens distortion) are estimated.
Thereafter, the distance calibration is performed. For this purpose, 68 distance images
at known distances between 0.75 m and 7.5 m are captured with a constant integration
time. The compensation for the distance-related error is performed globally for the en-
tire image with a cubic B-spline and it is further applied locally per pixel with linear
adaption. As a result, calibration reduces the averaged variance per pixel to ±3 mm.
The authors calibrated the distance measurements in the Cartesian space as given by
the ToF camera and in the Cartesian space after appropriate conversion. They reported,
that both polar and Cartesian adjustment yield the equivalent results.
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Figure 3.6: The diagram shows the original measurement data greyish coloured and the corrected measurements
coloured in black [69].

In the year 2007, they improved their calibration approach by considering the effects
that are caused by the amount of incident light [71]. In the authors’ opinion this error
correlates with the intensity (instead of the amplitude), and thus it is called intensity-
related error. Furthermore, the authors presumed, that the distance-related error and
the intensity-related error are independent. As a result, the before described model made
of a global B-spline and pixel-wise linear approximations is extended by a uniform cubic
B-spline, which describes the intensity-related drift. Besides, the article also discusses
the measurement offset due to different integration times. This issue is accounted for
by means of interpolation similar to Kahlmann [57]. On the one hand, the presented
calibration reduces the average variance in distance deviation for the low reflective targets
from over 30 mm to 3 mm-15 mm (see Fig. 3.7(a)). On the other hand, the accuracy of
the highly reflective targets is slightly deteriorated by ≈1 mm.

Combination of ToF Camera and Mono Camera The computer vision group of the
University of Kiel has also been very involved in ToF camera calibration. Their efforts
have been driven more by a certain application, wherein they combine a ToF camera
with coloured cameras in order to augment video streams or to set up a mixed reality
system (i.e. Frick 2009 [30]). The authors further state, that the combination of ToF
camera data with additional measurement devices, such as a standard CCD camera,
is more important, than the single range measurement features of a ToF camera. For
that reason, their calibration approaches comprise at least one additional camera with a
higher resolution. These additional cameras substitute a measurement track and provide
the GT in some way or other. In 2007 Beder and Koch [7] presented a method, that
estimates the focal length of a ToF camera and its pose w.r.t. a planar chequerboard
calibration pattern on the basis of the amplitude and distance images. In this approach
the authors presume accurate distance measurements and an undistorted ToF camera.
The focal length and the extrinsic orientation were estimated in an iterative optimisation
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(a) correction for amplitude-related error (b) image-based photogrammetric calibration

Figure 3.7: (a) The image on the left and the image at centre (front and side view) show the measurement of
a plane, which is differently shaded and thus affected by an amplitude-related error. The image
on the right shows the correction for this error thanks to the calibration of Lindner and Kolb [71].
(b) Matching a synthesised chequerboard pattern (coloured in red) with the real intensity image
in order to estimate the lateral intrinsic parameters and the extrinsic parameters (pose of the ToF
camera w.r.t. an additional CCD-camera if available). The image on the left illustrates the imperfect
matching with initial camera parameters. The image on the right renders the perfect matching with
the camera parameters yielded [72].

process. The algorithm matches a synthetic intensity and a synthetic distance image with
the measured images (see Fig. 3.7(b)). The desired parameters have been estimated for
each image separately. They used a ToF camera with 64 × 48 pixel resolution. First,
the authors performed a calibration with a fronto-parallel chequerboard pattern. The
pattern was moved laterally in front of the camera at a distance of ≈3 m. The focal
length was estimated on the basis of each image yielding a standard deviation of 4.63 pix,
which is about 5 %. Second, they verified the extrinsic orientation results by means of a
standard CCD camera (1024×768 pixels), which was rigidly attached to the ToF camera.
Given the extrinsic orientations of the two cameras to the pattern allows for computing
their relative pose to each other. This pose of the camera w.r.t. each other should
ideally be constant. Thus, they can estimate the precision of the extrinsic orientation
when moving the ToF camera together with the CCD camera in front of the calibration
pattern. The translation deviated by 100 mm, because the calibration approach has not
been considered systematic errors in distance measurements and because the aperture
angle of the ToF is very narrow (20 ◦×15 ◦).

In 2008, based on this work Schiller et al. [95] proposed the “exact calibration of a
ToF camera” by combining it with at least one standard CCD camera. Thereto the ToF
camera and at least one standard CCD camera were attached to a rig. This approach
jointly calibrates both the intrinsic parameters of all involved cameras and the distal
parameters the ToF camera. The distal parameters comprise the distance-related error
and a “tilt in the image plane”, i. e. Fixed-Phase-Pattern-Noise (FPPN). The FPPN
is approximated by a plane and the distance-related error is approximated by a third
degree polynomial. The authors captured a set of intensity and distance images of a
chequerboard pattern from typically 30 to 80 different points of view. One dedicated
camera of the rig is used to estimate an initial pose with respect to the pattern by means
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of image features and standard OpenCV methods. These initial estimates are refined
by means of two constraints. The first constraint denotes the ideal reflectance value for
a certain pixel depending on the extrinsic and intrinsic calibration of the camera. The
second constraint denotes the ideal distance value for a certain pixel depending on the
extrinsic and intrinsic calibration of the camera. Similar to Beder [7], the algorithm
figuratively adjusts the parameters by matching the synthesised reflectance and distance
images to the measured ones. In contrast, the dependency between intrinsic parameters
and camera translation and rotation together with a narrow aperture angle, observed
by Beder, is overcome by combining the ToF camera with a CCD camera of higher
resolution. The CCD camera supports the regression by providing the nominal distance
to the pattern. The authors observed an error in distance measurement between 100 mm
and 1300 mm, which is reduced to at least 100 mm within the full working range.

In 2010 Lindner and Schiller combined their calibration approaches [72]. The authors
discussed the major error sources of ToF sensors and proposed a new calibration pro-
cess, which considers both the complete error model and the extrinsic orientations of
the cameras. The whole calibration process is based on a set of intensity and distance
images of a chequerboard pattern captured from several viewpoints. The introduced
method comprises two stages: First, the intrinsic parameters, the distance-related er-
ror and the extrinsic orientations are identified in a so-called “analysis-by-synthesis”
approach. Common OpenCV methods determine the lateral intrinsic parameters and
the initial extrinsic orientations. By means of image-synthesis the views of the chequer-
board pattern are rendered for the given external orientations. The difference between
the synthesised chequerboard pattern and the measured one feeds the optimisation pro-
cess, which gains the optimal parameters. The distance-related error parameters are
estimated in the same way by synthesising the distance images. Although, this first step
can be performed with a single ToF camera, the authors suggest to use an additional
monocular camera. They argue, that due to the narrow aperture angle, a high depen-
dency between intrinsic parameters and camera position is observable. By using a second
camera, the results become more reliable and stable. Second, the intensity-related error
is calibrated by means of a chequerboard pattern featuring different grayish squares.
For this purpose, the measured intensity values are normalised to reduce the complexity.
The minimum and maximum intensity values for a given distance are described by two
cubic polynomials. A third cubic polynomial defines the intensity-related error term.
This intensity-related polynomial is extended by a radial attenuation, which considers
the vignetting of the ToF camera. In this presented approach the nominal distance
is inherently advantageously provided by the extrinsic orientation of the ToF camera
and additional equipment, such as measurement tracks or laser scanners, is redundant.
However, the calibration of the intensity related error neglects the dependence of the
distance and does not consider the physical reasons for the intensity related error. In
this context, the vignetting has no effect, because the intensity-related error is caused
in the electronics and thus already affected by the vignetting.
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In 2009, Kim et al. [62] discussed ToF sensor fusion with a stereo camera system for
dense 3d reconstruction. For this purpose, the authors fused dense but less accurate ToF
sensor data with more accurate but sparse stereo camera data. The data acquisition sys-
tem comprises five colour cameras and three SR3000, which run at different modulation
frequencies. Each ToF camera is paired with a colour camera and two colour cameras
are placed separately. Initially, the extrinsic and intrinsic parameters of the cameras
are estimated by means of a standard photogrammetric calibration. With regard to the
ToF camera specific errors, the authors reviewed the calibration techniques that were
already published, but rated them as to tedious. For that reason, they proposed a new
method, which considers noise and the distance-related error. The distance-related error
is referred to as bias and is assumed to be independent of the pixel position within the
sensor. Fixed-Phase-Pattern-Noise is not incorporated. The distance calibration does
not require a calibration standard, but only a set of images of an arbitrary scene. The sil-
houette edges are extracted in the ToF camera data and projected into the corresponding
colour image, wherein the edges also are extracted. Given the extrinsic calibration, the
image bias is translated into a depth bias by aligning the silhouettes. The maximum bias
for each measured distance composes a non-trivial bias function and is represented as a
look-up table. As a result, three different look-up tables for each camera are generated.
Unfortunately, the improvement in accuracy is not reported.

Alternative Calibration Approaches In 2008, Radmer and Fuste [89] presented a cal-
ibration method in the context of a human posture analysis. The authors specified a
required accuracy of at least 10 mm at a distance of 2 m. Initially, the authors studied
the distance- and amplitude-related error. For this purpose, different objects with var-
ious reflectivity were placed orthogonally to a PMD19k ToF camera. A set of distance
images was captured between 2 m and 7 m in 0.5 m steps and the nominal distance was
captured with an accuracy of 2 mm by means of two laser range finders. Here, the au-
thors observed the typical sinusoidal shape of the distance-related error. They reported,
that the distance offset increases proportional to the amplitude at a nominal distance
from 2 m to 3 m, but from 4 m to 7 m it behaves inversely. Further, they reported, that
the distance offset increases with the integration time up to nominal distances of 3 m.
The proposed calibration approach comprises three steps: First, the integration time
dependent offset is described by a LUT: Second, the distance-related error is described
by a B-spline and corrected. The third step considers the amplitude-related error with a
tri-variate LUT depending on the distance, amplitude and integration time. The authors
reported an improvement especially for low reflective surfaces in near distances, whereas
the improvement is marginal for bright surfaces at larger distances. The average error
for a working range of 2 m to 4.5 m decreases from 34 mm to 18 mm. They compared
their findings with the approach of Lindner and demonstrated a slightly better perfor-
mance. Compared to [70], the error for low reflective surfaces (albedo of 0.2 ) decreases
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Figure 3.8: The diagram shows the distance- and amplitude-related error of a PMD19k ToF camera as used by
Sabov et al. [92].

from 11.3 mm to 1.6 mm. For highly reflective surfaces (albedo of 0.8 ) the residual error
does not differ.

In 2008 Sabov et al. presented a two-step calibration technique for a ToF camera [92].
First, the lateral intrinsic parameters were estimated by means of a chequerboard and the
Matlab Calibration Toolbox [12]. The authors reported a minimal radial distortion but
deviations of 0.5 mm in the focal length compared to the manufacturer’s specifications
(12 mm). The principal point differs by 5 pix. The authors further explained the impact
of the distortion to the measured distances. Basically, the lens distortion affects the
position of an intensity and distance value on the sensor matrix, meaning that the path
of light does not comply with the ideal one, described by the pinhole camera model.
Rectifying the images does not affect the intensity value but the distance value. This
means, that the rectifiying process not only has to correct the lateral position of the
measurement. Furthermore, the slight deviation of the covered path from the ideal path
has to be considered, which is, however, only some tenth millimetres. Given the intrinsic
parameters the actual path of the light can be computed and the measured distance
corrected. Second, the authors considered the distance- and amplitude-related errors.
For this purpose, the PMD19k ToF camera was equipped with two laser scanners and
directed towards a white and a black wall. By using the distance of the laser scanners as
a Ground Truth, range images were recorded from 0.7 m to 7.5 m (white) and 2 m to 5 m
(black) at several integration times with an interval of 500 µs. The authors recognised
unstable data below 1.2 m because of saturation (see Fig. 3.8). The wavelength of the
identified sinusoidal error is ≈1.8 m with an amplitude of ≈40 mm. The error curves of
the black and the white wall feature a clearly visible offset. The distance-related error
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is approximated by a look-up table made of 20 key-points. The calibration was verified
at a plain white wall and reduced the mean error from 240 mm to 25 mm.

Calibration Approaches Driven Photogrammetrically The before mentioned publica-
tions have significantly influenced the understanding of the ToF camera measurement
issues. The first valuations of the new technology started from the premise, that the
low resolution does not allow for classical calibration approaches based on image fea-
tures. This is true for ToF devices with 64 × 16 pixels (PMD1k) and 64 × 50 pixels
(PMD3k). For that reason, the calibration approaches apply either a laser scanner, a
measurement track, a specialised calibration target or additional CCD/CMOS cameras
to acquire nominal distances as a Ground Truth and to compute the range measurement
deviations. With the launch of the SR3000 and PMD19k, the users realised that the
photogrammetric techniques can provide reliable results at lower efforts. These cameras
feature a higher resolution. For that reason, these devices recommend for photogram-
metric methods to define the extrinsic orientation. The following publications explore
ToF camera calibration methods based on image features either in a one-step or in a
two-step approach.

In the years 2008 and 2009, Lichti et al. [67, 68] presented a ToF camera “self-
calibration approach” and considered the complete ToF error characteristic. They
described the curve of the distance-related error with a sum of harmonics and the
amplitude-related error with an offset. The calibration standard was composed of about
one hundred circular targets with a diameter between 100 mm to 280 mm and different
reflectivity. The targets were stuck to the corner of the laboratory. Nearly 100 images
were captured from different viewpoints and thus a working range of 1 m to 5.3 m was
covered. The targets were automatically detected. The targets’ image coordinates and
their central distance values are fed into a bundle adjustment in order to yield the lateral
and distal intrinsic parameters. Although, the authors proposed an appropriate error
model, the calibration process achieved only an average accuracy of 46 mm. Most prob-
ably, the arrangement of targets at the corner of the laboratory caused a large impact of
multipath reflections. These multipath reflections are not considered by the error model
and consequently deteriorate the outcomes.

Boehm et al. faced similar problems in their essay [11], wherein they explored the
extrinsic accuracy of a PMDCamCube ToF camera. The authors discussed the necessity
of a calibration process in the context of ego-motion estimation and extrinsic orientation.
For this purpose, they developed a process that combines the photogrammetric calibra-
tion with a distance correction term similar to Lichti [67]. The authors carefully designed
a calibration test field, made of white circular targets and gauged by means of a total
station. In a first step, the lateral intrinsic parameters of the ToF camera are estimated.
The by-product of this intrinsic calibration is the extrinsic orientation of the ToF camera
w.r.t. the calibration pattern. This allows for computing the nominal distances and the
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measurement deviations. The authors analysed the correction models already published
by Stommel [108] (linear), Lindner [69] (polynomial), Kahlmann [57] (LUT) and Lichti
[67] (harmonics). They selected the harmonics model, which yielded the best outcomes,
and formulated a seven-parameter correction term for the distance-related error. The
authors further introduced a pixel-wise offset depending on the distance to the principal
point. This parameter is somewhat related to the FPPN and in the authors opinion
compensates for systematic effects at high viewing angles. As a result, the calibration
provided RMS residues of 14.4 mm on an independent data set.

Afterwards, the authors verified their outcomes by comparing the estimated extrinsic
orientations. In a test scene, containing different materials of varying micro structure
and reflectivity, the ToF camera was moved to different points of view and its ego-
motion was estimated. In order to show the necessity of calibration they applied the
raw data (vendor-calibrated) and their corrected measurements. Logically, the latter
yielded better results, but the improvement was only 10 %: The alignment error after
applying ICP algorithm is between 0.015 m to 0.019 m.The error in ego-motion estima-
tion is ≈0.26 m. It showed up, that the estimated positions were all systematically set
back from the Ground Truth (w.r.t. the observed scene). The authors attribute this
observation to multipath reflections. They emphasise these scene-dependent distortions
as the bottleneck of the ToF measurements.

In the year 2008, Robbins et al. [91] calibrated a SR3100 ToF camera. The authors
overcame the drawbacks of total stations as used by Kahlmann [57], which can only
provide true reference values for a few pixels at a time. Similar to Lichti and Boehm,
they performed a lateral intrinsic calibration, which provides as a by-product the pose
of the ToF camera w.r.t. the calibration pattern. This extrinsic orientation of the ToF
camera allows for the computation of the nominal distances. By investigating a wide
spectrum of distances, orientations and amplitudes, the authors were looking for a “clear
and concise relationship between amplitude and range error”. Here, they observed that
lower amplitudes are proportional with lower measurements (contrary to the observations
of Radmer [89]). Their calibration approach comprises LUTs for the intensity-related
error and the distance-related error. The authors only reported a qualitatively evalua-
tion, wherein they argued that the intensity-related compensation works better than the
distance-related one.

In the year 2009 Karel et al. [60] continuously recorded the distances and intensities
while manually directing the SR3000 ToF camera towards a calibration plane made of
circular targets. Subsequent to the data acquisition the calibration was performed of-
fline. Hereby, the lateral and distal parameters are estimated independently within two
steps. First, the lateral intrinsic parameters and the extrinsic orientation are estimated
by means of automatically tracked flat circular targets. Given both the extrinsic orienta-
tion and the measured distance, the nominal distance and the deviation are retrieved and
fed into a second bundle-adjustment procession. The huge amount of data is reduced by
collecting and averaging similarly parametrised data in bins. The authors formulated an
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error model, which is rather conducted by statistical consideration than by the specific
physical reasons for the error sources. The distance-related error is modelled with har-
monics as proposed by [67]. The amplitude-related error is modelled by a rectangular,
axis-aligned hyperbola. The FPPN is treated as a mixture of a radially, row-wise and
column-wise acting dependency. The experimental results prove a good approximation
of the proposed error model and the estimated parameters to the actual deviations. The
amplitude-related error hyperbola most likely matches the actual error curve. Evidently,
the distance-related error is not correctly modelled, because the harmonics are not well
suited to describe the distance-related error for closer (below 0.7 m) and larger (above
2 m) distances. Larger deviations remain after calibration for these ranges. The FPPN is
reduced by a factor of five. Spot-checking the calibration demonstrated good outcomes
with a mean error of 5 mm.

The advantage of this calibration approach is the automatic recognition of the targets,
which reduces the amount of work and allows for immediately estimating the lateral in-
trinsic parameters and the extrinsic orientation. If the operator receives feedback from
the image acquisition process, he can efficiently control the image recording to opti-
mally cover the working range. Nevertheless, the lateral and the distal parameters are
estimated independently and the huge amount of data enforces a post-processing step.
The authors do not consider the physical and electronic causes for the measurement
errors but rather treat the calibration as a statistical challenge. For that reason, there
are some technical discrepancies. A planar test-field is used in order to reduce scat-
tering effects, but scattering effects are caused by the optics and not by the shape of
the objects. The calibration plane features a homogeneous bright surface, which is un-
favourable for calibrating the amplitude-related error. The authors have not considered
the interdependency between amplitude- and distance-related error, but presumed the
amplitude-related error to be the dominant effect.

Demarcation of this Thesis To sum up, the literature research demonstrates a broad
consent on the nature of the measurement errors and on the necessity to calibrate them.
Although many vendors already provide “calibrated” ToF cameras, the experiments
have shown room for improvement. There are indeed different opinions with regard to
calibration process and to the suitable calibration standard. Basically, two calibration
standards are required for an accurate ToF camera calibration: The first standard en-
ables the estimation of the lateral intrinsic parameters. A common photogrammetric
calibration based on feature correspondences according to Tsai [112] and Zhang [122] is
standing to reason. The known structure of features and their size introduce the scale in-
formation, which basically defines the lateral intrinsic parameters. Consequently, nearly
all presented strategies apply features and patterns in a variety of ways, such as NIR
LEDs, circular patterns and naturally chequerboards. Except for Beder and Schiller,
which admittedly used a pattern but matched the appearances instead of the features.
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However, the initial estimate of their approach as well requires for feature correspon-
dences. The second standard is necessary to provide the nominal distance and hence
the distal intrinsic parameters. It can be introduced by very accurate but impractical
measurement track lines or by additional laser scanners. Or alternatively, the lateral cal-
ibration of the ToF camera (and an auxiliary CCD/CMOS camera respectively) provides
the extrinsic orientation as a by-product. Given this extrinsic orientation, the computa-
tion of the nominal distance to the pattern is possible. Although, the calibration with
a measurement track performs well (see Lindner [69] 5 mm and Kahlmann [57] 10 mm),
such a hardware is not always available and very impractical.

In the latest research, the chequerboard pattern became prevalent and presents the
most practical solution. On the one hand, the camera resolution of ToF camera is
now adequate for feature-based methods. On the other hand, a chequerboard pattern
supports the defining of both the lateral intrinsic and the distal intrinsic parameters.
Remaining weak points are the feature extraction, which either is tedious or requires
for robust algorithms, and the availability of a pattern. Common printer devices allow
for generating a DINA3 pattern accurate to the millimetre. This is adequate only for a
calibration in the close-up range (up to 1 m depending on the aperture angle).

So far, there is no calibration approach that gets along without image features, and also
robotic applications are not considered by the reviewed approaches. This thesis discusses
the operation of ToF cameras related to articulated robots, particularly in hand-eye-
configurations. In such a field of operation camera calibration comprises the hand-
eye-calibration as well. Normally, articulated robots feature an accurate and precise
positioning system. Hence, the robot can figuratively serve as “measurement track”. In
the case of common CCD/CMOS cameras a chequerboard pattern is necessary to retrieve
the scaling of the image projection. In the case of a ToF camera, the scale is inherently
given by the distance measurements and by the robot positioning system. For this reason,
it should be possible to calibrate a ToF camera by only recording reference images of a
known shape. A plane is used for reasons of simplification and it is normally available,
e.g. the work bench, the floor, or the wall of the room. The planar constraint of this
special shape simply enables the identification of deviations and measurement errors.
With this in mind, this thesis explores an efficient ToF camera calibration approach
that relies on raw measured data and additionally provides a hand-eye-transformation.
Chapter 4 describes this technique. The first ideas have been already published in 2007
[34] and 2008 [33]. The experiments with different ToF camera devices, compiled in
Chapter 6, will examine the generality and efficiency of this conceived method.
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Applied Devices / Comments Results

Kahlmann [57] 2006 X X X X SR-2, SR3000, NIR LED pat-
tern, measurement track, inter-
pol. LUT for distance-rel. er-
ror and diff. integration times

10 mm

Lindner [69] 2006 X X X X PMD3k, 2-step, measurement
track, B-splines

3 mm

Stommel [108] 2006 X X X PMD1k, calibration plane, lin-
ear approx.

<3 %

Beder [7] 2007 X ideal principal point, no distor-
tion, systematic depth errors
not considered , matching real
and synthetic intensity image

100 mm

Fuchs [34] 2007 X X X X X X X X PMD3k, O3D100, SR3000,
SR4000, PMDCamCube,
PMDCamBoard, 1-step, 2-
step, fitting distances to plane,
TPS-splines

<10 mm

Gudmundsson [43] 2007 X X X SR3000, multipath experi-
ments, 2-step

-57 %

Lindner [71] 2007 X X X X X PMD19k, intensity related er-
ror is independent of the dis-
tance, B-spline

Radmer [89] 2008 X X X X PMD19k, 3-step, laser ranger
for GT, B-spline and LUT

18 mm

Robbins [91] 2008 X X X X SR3100, GT from intrinsic
calibration, independent cor-
rection of amplitude- and
distance-related error, har-
monics

n. s.

Sabov [92] 2008 X X X X X 2-step, 2 laser scanners, white
wall, distance-related LUT

25 mm

Schiller [95] 2008 X X X X X combination with CCD/CMOS
camera, matching mea-
sured and synthesised re-
flectance/distance images,
distance-related 3rd degree
polynomial

100 mm

Karel [60] 2009 X X X X X X X SR3000, 2-step, automatic tar-
get recognition, harmonics

5 mm

Lichti [67, 68] 2009 X X X X X X SR3000, 1-step, harmonics 46 mm

Kim [62] 2009 X X X photogrammetric intrinsic and
camera-2-camera, silhouette
matching, distance-related
LUT

n. s.

Boehm [11] 2010 X X X X X X PMDCamCube, 2-step, white
circular targets on planar field,
radial FPPN, harmonics

14.4 mm

Table 3.1: Comparison of relevant calibration approaches
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3.4 Compensation for Multipath and Scattering

A second issue of ToF measurements is multipath, which is already addressed in some
cases in the before listed literature. As stated in Sec. 2.10.4, multipath is caused by both
the design of the scene and the optics. The latter is a special case, which is also referred
to as scattering. In conventional photography and imaging it is called “lens flare”.

Scattering In the year 2007, Mure-Dubois et al. [80] analysed the scattering effects in
ToF cameras and proposed an algebraic formulation of its mechanism. They interpreted
scattering as a linear additive contribution to a complex signal as the general basis for
their approach. The pixel-wise distribution of the scattering is modelled as a point-
spread-function (PSF). The PSF is a weighted sum of separable Gaussian kernels. The
authors introduced three horizontal and vertical kernels with scalar weights, which were
empirically estimated in a calibration step. In 2009 Mure-Dubois improved this and
the PSF parameters are yielded by means of an optimisation step instead of adjusting
them manually [79]. Afterwards, the scattering component is computed in real-time and
subtracted from the measurements. The authors checked the validity of their method by
means of a background plane and a foreground object placed at four different positions
in front of the ToF camera. The bias of the background plane, which is nominally
at a distance of 1.8 m, depends on the distance of the foreground object. It extends
from 270 mm (at 350 mm) to 50 mm (at 650 mm). As a result, the scattering effect is
on average reduced from 330 mm to 120 mm. The improvement varies between 95 %
and 38 % depending on the difficulty of situations. This scattering approach, however,
features a drawback: The authors simplify the complexity of the scattering compensation
and assume a space invariant PSF. This assumption does not hold true, because the
impact of scattering depends on the individual pixel position and the quality of the lens
system respectively. The validity of a scattering PSF model yielded according to this
special approach is consequently only limited to scenes similar to the training scene.

In the year 2008, Falie et al. [25, 26] discussed the errors that are generated by multi-
ple reflections. The authors classified the received near-infrared (NIR) signal into three
components: the directly reflected signal, the indirectly reflected signal and the scat-
tered signal. The latter two are referred to also as “outside and inside scattered signals”,
due to the multiple reflections inside and outside of the camera. The authors argued,
that the inside scattering is generally larger than the outside scattering. Consequently,
the authors explored the impact of inside scattering in an experimental setup, wherein
a black square was observed in front of a white screen behind. The white screen was
moved behind the black square from 200 mm to 2500 mm, which caused scattering re-
lated errors between 20 mm and 160 mm. The authors proposed the following scattering
compensation: The objects are tagged with a calibration pattern composed of a dark and
bright area at known contrast. Assuming the two areas feature the same distance and
are perturbed by the same amount of scattering, a linear equation system is formulated
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Figure 3.9: The diagrams illustrate the effect of the scattering compensation as proposed by Mure-Dubois [79].
The image on the left depicts the range measurement of the background plane without interfering
objects. The image at centre shows the measurement distortions w.r.t. this background plane of
≈500 mm, if a person enters the scene. In the image on the right the scattering is corrected for and
the background plane is coloured similar to the image on the left.

in order to get the correct distance information. Thus, the scattering error is reduced to
20 mm. This approach gives some good realisations, but it is rather impractical, because
it is not possible to tag all objects with calibration patterns.

In the year 2008, Kavli et al. [61] contributed to the work of Mure-Dubois [80]. They
introduced a more generally shaped empirical model for the PSF and an iterative com-
pensation algorithm. Similar to the other publications, the scattering model describes
every pixel measurement as the result of the focused light and a scattering component.
For each pixel a scattering component is computed, which approximates the scattering
input of all other pixels by means of a weighted PSF. This scattering component is sub-
tracted from the measured value to yield a corrected distance. However, the formulation
of this algorithm requires for the actual amount of focused light, which is not a-priori
known. For that reason, the authors presumed, that the magnitude of the scattered
component is low compared to the actual focused component. Hence, the iterative algo-
rithm starts the correction with the measured amplitude values. Actually, the iterations
start with the brightest pixels and then sequentially process darker pixels until a cer-
tain threshold is undercut. The experiments showed, that at the most two iterations
were needed to get sufficient results. The point-spread-functions were estimated in a
calibration step. For this purpose, the camera’s field of view is divided into 7×5 differ-
ent regions, each characterised by a certain scattering pattern. A scattering near-field
object is placed into each region and the point-spread-function is identified. Later on,
the compensation process selects the point-spread-function that lies closest to the par-
ticular pixel. The authors reported an average reduction of scattering by 60 % in 2.5 s
processing time on a 3. GHz Pentium Computer.

Multipath Contrary to other measurement errors, multipath has not been intensively
investigated so far. Multipath is a very complex effect, and only one aspect of this error,
namely the scattering, is treatable by a calibration in advance. Scattering is also referred
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to as internal multipath, because it is caused by the optics. The distance measurement of
every pixel is falsified by a sum of additional distance components. In the listed literature
these components are ascribed and correlated to bright pixels in the image. This is only
partially right. Actually, lens flare is conditioned by the aperture and the lens system
(see Sec. 2.10.4). Hence, the before introduced models, such as point-spread-functions,
only describe an approximation, wherein the additional components are identified in a
tedious calibration. According to the opinion of this thesis, the scattering problem is
rather mitigated by an improvement of the optics than by a computational expensive
and tedious calibration process.

Against this, the outside aroused multipath is not treatable by filtering or a-priori
formulated point-spread-functions. Multiple reflections are inherent to the ToF camera
working principle and thus of special interest to this thesis. The before reviewed essays
provided two inspiring aspects. First, the considerations of Mure-Dubois [80] with regard
to the superposition of the distance information are a basis for the formulation of a new
mitigation technique. Second, the experiments of Kavli [61] introduced a pattern with
contrast and reflectivity to retrieve the scattering impact. Admittedly, not every scene
features a pattern with known contrast and reflectivity. But on the other hand, the
ToF camera features a constant illumination, which can serve as calibration standard to
retrieve the reflectivity. Given the distances, the albedo of the perceived surfaces can be
estimated, and the impact of multiple reflections can be retrieved. As a consequence,
the second contribution of this thesis in Chapter 5 describes such a multipath mitigation
algorithm. In Chapter 6 basic experiments will demonstrate the benefit of this approach.
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By definition of the JCGM [55], calibration can be rated as a two-step operation. In
a first step, the calibration establishes a relation between the quantity values (with
measurement uncertainties) provided by measurement standards and the corresponding
indications. An indication is the quantity value provided by a measuring instrument or a
measuring system. Relating to cameras, this indication can be the spectral measurement,
namely the intensity or colour of a pixel, or the spatial information, such as the 2d
position of an image feature. The measurement standard is usually a pattern with known
size. Or it is provided by interest points in the environment, whose “Ground Truth” is
achieved by means of a total station. In a second step, the calibration procedure uses this
information in order to establish a relation between the indication and the measurement
result to be provided. During the regular operation of the sensor this relation is used in
order to display a reasonable and accurate measurement result.

In the robotic context camera calibration is considered as the intrinsic and furthermore
extrinsic calibration of an imaging sensor. By means of the intrinsic calibration the
lateral intrinsic parameters ΠL are calculated, such as focal length, principal point and
distortion coefficients. These parameters describe the relation between the 2d image
indications, such as interest points, and the quantity values, namely the 3d position
of these interest points. This relation is approximated by the pinhole camera model
together with the distortion considerations (see Sec. 2.3).

The extrinsic calibration provides the camera pose with respect to the robot coordi-
nate system. As a by-product, moreover, the pose of the calibration pattern with respect
to this coordinate system is estimated. These two poses are referred to as ΠE within
this thesis. In case of a so-called eye-in-hand configuration the camera is rigidly linked
to the tool center point (TCP) of the robot (see Fig. 4.1(b)). Here, the homogeneous
transformation matrix tTs is of interest. It defines the pose of the camera with respect to
the TCP. Given a Cartesian 3d point ps in the camera coordinate system with homoge-
neous coordinates (x, y, z, 1)T , the transformation of this point into the TCP coordinate
system reads

pt = tTs ps .

The positioning system of the robot provides the pose of the TCP with respect to the
robot base rTt. Given this transformation the transformation of ps into the robot
coordinate system reads

pr = rTt
tTs ps .

54



4 Distance Calibration

r
Ts

r
Tt
i

s
Tc
i

(a) eye-to-hand configuration

r
Ts

t
Tc

r
Tt
i

s
Tc
i

camera

TCP

t
Ts

(b) eye-in-hand configuration

Figure 4.1: Hand-Eye configurations and their calibration setups. Fixed transformations are coloured in black,
variable transformations are coloured in red. (a) sketches an eye-to-hand configuration. The camera
is mounted rigidly w.r.t. the base of the light-weight robot. In order to acquire the camera pose rTs

a calibration pattern is attached to the TCP of the robot. (b) depicts an eye-in-hand configuration.
Here the calibration pattern is located on the table and fixed w.r.t. the base of the light-weight
robot. In either case, the calibration problems are equal by only inverting rTt, which means that
the robot base and the TCP are swapped.

In the following it is assumed, that the robot coordinate system is congruent with the
world coordinate system and rTt = wTt. In case of a so-called eye-to-hand configuration
the camera is fixed with respect to the robot base (see Fig. 4.1(a)). Hereby, the trans-
formation rTs is of interest. It defines the pose of the camera in the robot coordinate
system.

The procedures of estimating these two kinds of transformation only differ slightly from
each other. The transformation tTs is yielded by moving the rigid robot-camera-system
when observing a calibration object. The transformation rTs is yielded by moving a
calibration object rigidly attached to the robot TCP (instead of a camera within the
field of view of a fixed camera. This work addresses the eye-in-hand configuration and
its desired transformation tTs.

In sum, the common calibration of chromatic or monochromatic cameras in robotic
applications aims at estimating ΠL and ΠE. Related to a ToF camera calibration, this
thesis introduces two additional issues: First, the lateral intrinsic parameters ΠL are
completed with a set of so-called distal intrinsic parameters ΠD. This set ΠD describes
the intrinsic systematic ToF measurement errors in order to correct the measurements
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Figure 4.2: The ToF camera calibration comprises the estimation of lateral intrinsic (ΠL), distal intrinsic (ΠD)
and extrinsic parameters (ΠE). The photogrammetric calibration of ΠL and ΠE by means of
accurately localised image features on a known pattern is common and figured in the upper frame.
Since the ToF camera provides distance images, this additional sensor modality is supposed to
replace the feature-based methods and to increase the convenience of the calibration process.

and to increase the trueness and the accuracy respectively (see Fig. 2.6). Second, de-
pending on the application a photometric camera calibration is recommended in order
to identify the radiance L⊗ of the NIR illumination. The radiance L⊗ is necessary for
multipath mitigation. This special calibration procedure is described in Chapter 5.

Since camera calibration is a necessary process, there are already methods for esti-
mating the lateral intrinsic and extrinsic camera parameters, namely CalDe & Callab
[99], Camera Calibration Toolbox for Matlab [12] or OpenCV [13]. These tools employ a
calibration standard, which is usually a chequerboard. This pattern is captured from N
several viewpoints in order to retrieve image features. The homogeneous transformation
wTt

i with i ∈ {0, ..., N − 1} describes the poses of viewpoints in the world coordinate
system, because the camera is rigidly attached to the TCP. In a regression step these
image features are fit to the pinhole camera model. The image features can be either
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detected in a time-consuming manual operation or by means of unfailing and robust
computer vision algorithms. The calibration outcome strongly depends on the accuracy
of the image features’ 2d position and on the accuracy of the calibration standard (and
the underlying model respectively).

First and foremost, this thesis addresses the identification of the distal intrinsic pa-
rameters ΠD. The estimation of ΠD can be performed straightforward: Given ΠL and
ΠE , which are identified photogrammetrically, and a particular viewpoint, the true dis-
tance value for every pixel is computable. Therewith, the distance measurement error
is evaluated and the appropriate correction parameters are identified. In this connec-
tion, however, only the intensity images are used for the calibration of ΠL and ΠE.
The significant sensor modality of the ToF camera, namely the distance measurement
capability, is unregarded and does not contribute to the calibration.

Normally, ToF cameras come with a small resolution and a narrow aperture. The
small resolution makes an accurate localisation of image features difficult and the narrow
aperture hinders the camera’s scale estimation. Under these circumstances the common
photogrammetric lateral intrinsic and extrinsic calibration based on image features is
plagued with inaccuracies. For this reason, this thesis proposes a ToF camera calibration
approach, that goes without image features but uses only the distance images in their
entirety. In the broader sense both the whole distance images and the single distance
measurements can also be labelled as features. In this context of computer vision,
features are considered as a characteristic piece of information extracted from the sensed
image such as corners or edges. Since this special approach, presented here, is not based
on such structures, it is referred to as non-feature-based. The term dense-image-based
also appropriately paraphrases this calibration process.

Fig. 4.2 outlines the ToF camera calibration process and proposes three work-flows.
The diagrams are twofold. The upper frames contain the feature-based part of the cali-
bration process. The lower frames contain the part of the procedure that does not require
image features. The three columns in Fig. 4.2 sketch the options of the ToF calibration
process. In the column on the left ΠL and ΠE are identified photogrammetrically, and
afterwards ΠD is estimated. Either steps rely on the same set of images. In the central
column initially ΠL is computed photometrically only. Subsequently, ΠE and ΠD are
identified by means of the range measurements. In this procedure, the image sets can
be different. In the column on the right, all camera parameters are computed in paral-
lel and the regression is completely done without the image features. In the following,
these options are referred to as VAR1, VAR2 and VAR3. The column on the left and
the central column have the same amount of work, since the work flows require feature
localisation. The work flow on the right is more convenient to handle and less prone to
errors, because it only processes the raw distance and amplitude images.

This thesis investigates the different graduation in going without the feature-based
approach with regard to the achievable accuracy and reliability of the results. For this
purpose, an optimisation scheme is formulated that considers the ToF camera specific

57



4 Distance Calibration

errors and yields the desired parameter sets. The following sections explain the math-
ematical description of the ToF camera error model and finally outline the calibration
process.

4.1 Model of Intrinsic Systematic Errors

As described in Sec. 2.10.2 the ToF camera is plagued by basically three errors that
allow for a-priori identification: the distance-related error Ed, the amplitude-related
error Ea and the Fixed-Phase-Pattern-Noise (FPPN) Ec. The behaviour of these so-
called intrinsic systematic errors is described by simple mathematical formulations.

Let D(v) and Ā(v) represent the true distance and true amplitude of a surface, which
is measured at a particular pixel v = (u, v). The image coordinates (u, v) denote image
row (v) and column (u). The true distance value D(v) is affected with error E

E = Ed + Ea + Ec , (4.1)

which is a sum of the aforementioned intrinsic systematic errors. As a result, D(v) is
measured as D̄(v)

D̄(v) = D(v) + E + ω , (4.2)

where the non-systematic component ω represents the measurement noise with normal
distribution.

Fixed-Phase-Pattern-Noise The FPPN is referred to as Ec(v), and it is correlated
with the position of the pixel v = (u, v) on the image chip as described in 2.10.2. In
the simplest case the whole sensor matrix is controlled by a single signal path and the
FPPN can be described geometrically by one linear function

Ec(v) = b0 + vb1 + ub2

with the parameter set {b0, b1, b2}. If the imaging sensor comprises several segments
controlled in parallel, each segment is considered with such a plane equation. As a
result, the number of FPPN parameters is three times the number of such segments.

Distance- and Amplitude-Related Error As described in 2.10.2 the distance- and am-
plitude related error Ed and Ea correlate with each other. These errors are consequently
examined together and referred to as Eda(D̄(v), Ā(v)). Hence, a 2d-function providing
a correction value for a given pair of distance and amplitude is sought. Theoretical
and experimental considerations to this error have shown a periodic curve. This is also
demonstrated in detail in literature (see Sec. 3.3). In literature this error is either ap-
proximated by splines or by harmonic functions. This thesis chooses the approximation
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of Eda(D̄(v), Ā(v)) by splines for two reasons: First, in literature harmonic functions
partially turned out not to be well suited for a close matching of this distance-related er-
ror curve [60]. Second, the error model has to guarantee maximal flexibility with regard
to the shape of the error of different ToF devices. Splines can meet this requirement
with minimal effort.

Figuratively, the splines compose a look-up table at the advantage of restricting the
memory consumption and the number of parameters. The splines implicitly set the
constraint that the course of the error is continuous. Thus, the optimisation process
becomes more robust and there will be a minor chance of over-fitting and trapping in
local minima. The splines are compiled by means of the truncated power series [119]
and hence referred to as TPS-splines.

Using one spline for the whole distance measurement range and every amplitude out
of the amplitude measurement range, would be a straightforward approach. As a result,
there would be numerous splines approximating the distance- and amplitude-related
error. On the one hand, this would unnecessarily expand the number of parameters in
order to describe the splines. On the other hand, a huge amount of reference data is
needed to identify these parameters.

Hence, the number of splines is reduced to an unavoidable minimum and the error
Eda(D̄(v), Ā(v)) is interpolated between two splines. Thereto, the measurement range
of the amplitudes is split into M intervals of width β

β =
Amax

M
,

where Amax denotes the maximum amplitude that occurs in the underlying data set.
This results in a set of M equally spaced intervals I with the following boundaries

I : {[0, 1β[, [1β, 2β[, ..., [(M − 1)β, Amax]} .

Amax is included in the last interval. It is also possible to choose different interval widths.
Each measurement {D̄(v), Ā(v)} is assigned to one of these intervals. The particular
interval index m of a measurement is computed by dividing the corresponding amplitude
value Ā(v) by interval width β and truncating the decimal places

m = ⌊
A(v)

β
⌋ .

Every interval is defined by two splines. With regard to the amplitude, there is an upper
spline and a lower spline. Expect for the first and the last interval, each spline is the
upper boundary of the previous interval m−1 and the lower boundary of the current one
m at the same time. As a result, there are M + 1 splines. In this way, the desired two-
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Figure 4.3: The diagram depicts the distance- and amplitude-related error at a measurement range between
500 mm and 1500 mm. The error can be described by a two-dimensional function. It is also possible
to approximate the surface-like distribution of the error with several one-dimensional functions such
as splines. In this case the measurements are divided into four intervals circumscribed by 5 splines.
The error for measurements, that are between two splines, is interpolated.

dimensional function is described by a set of one-dimensional functions between which
is interpolated (see Fig. 4.3).

A TPS-spline of degree p is represented by the following equation with the truncation
sum at the end

Eda
m(D̄(v)) = δm

0 + δm
1 D̄(v) + ... + δm

p D̄(v)p +
K
∑

k=1

δm
p+k(D̄(v) − κk)p

+ .

The set of spline parameters {δm
0 , δm

1 ,...,δm
p ,δm

p+1,...,δm
p+K} is defined by the degree p of

the underlying polynomial and the set of K knots {κm
k }K

k=1. This spline function has the
distance D̄(v) as a single argument, because the amplitude Ā(v) is inherently predefined
by the selection of the interval m.

The exact amplitude- and distance related error for a particular measurement pair
{D̄(v), A(v)} is computed by interpolating between the two corresponding boundary
splines. It is the sum of the lower boundary value Eda

m(D̄(v)) and the upper boundary

value Eda
m+1(D̄(v)). This sum is multiplied by the decimal places of Ā(v)

β
, which are

yielded by the {·} operator:

Def : {·} :=
A(v)

β
− ⌊

A(v)

β
⌋ .
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As a consequence, the distance- and amplitude-related error Eda for a measurement pair
(D̄(v), Ā(v)) is estimable by means of two splines:

Eda(D̄(v), Ā(v)) = Eda
m(D̄(v)) + {

Ā(v)

β
}(Eda

m+1(D̄(v)) − Eda
m(D̄(v))) .

Correction Eq. 4.1 is marginally modified and E(v, D̄(v), Ā(v)) is the sum of the before
described intrinsic systematic error components

E(v, D(v), Ā(v)) = Ec(v) + Eda(D̄(v), Ā(v)) .

Recapitulating Eq. 4.2 the corrected measurement is

D̂(v) = D̄(v) − E(v, D̄(v), Ā(v)) . (4.3)

In fact, D̂(v) 6= D(v). It does not give the “true distance“, because it is still affected by
the unsystematic component ω.

4.2 Calibration Process

Given the ToF camera error model outlined in the previous section Sec. 4.1, there is
a number of parameters, namely the spline coefficients {δm

0 , ..., δm
p , δm

p+1, ..., δm
p+k}M

m=0

and the FPPN parameters {b0, b1, b2}. These attributes are referred to as distal intrinsic
parameters, and they are gathered in the set ΠD. Together with the lateral intrinsic
parameters ΠL (see Sec. 2.3 and Sec. 2.4) and the extrinsic parameters ΠE they have
to be identified by means of a calibration procedure. Fig. 4.2 illustrates three possible
workflows for such a ToF camera calibration. The workflows are divided into a feature-
based part and a non-feature-based or dense-image-based part. In the following, the
calibration process of workflow VAR3 is described, which provides ΠL, ΠD, and ΠE.
For this purpose, an appropriate error function is formulated, which is employed on a
reference data set and minimised in order to find the parameter values. Nevertheless,
the calibration process is flexible and allows for a downgrade according to VAR1 and
VAR2 in Fig. 4.2.

The sketch in Fig. 4.4 illustrates the setup. The proposed calibration procedure re-
quires an external positioning system, such as a robot, and a fixed reference object. The
ToF camera is attached to the tool-center-point (TCP) of the robot. The robot’s TCP
is moved to N different viewpoints wTt

i. From these positions the camera gazes at
the reference object. It has to feature a well reflective and planar surface. The surface
should allow for the sensing of a wide range of amplitudes in order to optimally identify
the amplitude-related error. A chequerboard pattern can easily meet this requirement
with its different reflectivity: black and white. In this way there would be two differ-
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Figure 4.4: ToF camera calibration setup. The camera is moved to N different view points to capture distance
and amplitude images of the calibration plane. The pattern is only required for feature-based
calibration of ΠL and ΠE in VAR1 and of ΠL in VAR2. The ToF camera calibration approach
VAR3 does not necessarily call for a known pattern. The differently shaded squares, however,
support the identification of the amplitude-related error.

ent amplitudes for a certain distance in the reference data set. However, due to the
inhomogeneous illumination and due to varying viewing angles the amplitudes are more
widespread. An uniform distribution of the measured amplitudes can be achieved by
using a differently shaded chequerboard pattern (see also Lindner [71]).

Contrary to a photogrammetric feature-based calibration, the plane is described by
only four parameters instead of six parameters. The calibration plane is defined by the
unit normal vector nc and the distance dc according to the Hesse normal form. The
vector nc gathers three components. It points from the origin of the world coordinate
system to the calibration plane. The attribute dc is the plane’s distance to the origin
of the world coordinate system. Hence, the pose of the pattern is unambiguously and
sufficiently described for this approach.

Sec. 2.9 introduces the mapping function M (see Eq. 2.2). M translates the measured
polar distance D̄i(v) into a Cartesian coordinate ps with respect to the camera coordi-
nate system. Thereto, the knowledge of the lateral intrinsic parameters ΠL is necessary.
Given the corresponding robot TCP pose wTt

i, the transformation TCP-to-Sensor tTs
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Figure 4.5: Top view of the calibration plane and the corresponding measured 3d points. The error to be
minimised is the distance fv between a 3d point and the calibration plane

the reading D̄i(v) is seen in the world coordinate system:

pw = wTt
i tTs M(D̄i(v)) .

Ideally, this point pw lays within the calibration plane. Given the calibration plane pose
(nc, dc) one can compute the distance f i

v between the plane and the measured point pw:

f i
v = nc

T [ wTt
i tTs M(D̄i(v))] − dc .

If the aforementioned transformations are accurate and if D̄i(v) is not erroneous, then f i
v

is zero. Indeed, Fig. 4.5 illustrates the effective deviation. The measured 3d points are
scattered around the calibration plane in this sketch, because of the three contributing
error sources plus a random component. First, D̄i(v) is affected by the before de-
scribed specific ToF measurement errors: the distance-and amplitude related error and
the FPPN. Second, the extrinsic parameters ΠE, namely the hand-eye-transformation
tTs and the calibration plane pose (nc, dc), are uncertain and only roughly known a-
priori. Third, the same applies to the lateral intrinsic parameters ΠL. The random error
is assumed to be normally distributed.

In sum, this issue poses a least squares curve fitting problem: There is a number of
empirical datum pairs comprising independent variables and dependent variables. The
independent variables are v, D̄i(v), and A(v). The dependent variable is the distance
to the calibration plane, which has to be zero. So far, the deviation f i

v depends only on
ΠL and ΠE. ΠD is introduced by substituting the erroneous measurement D̄i(v) with
the corrected distance measurement D̂i(v) defined in Eq. 4.3. Hence, the equation reads

f i
v = nc

T [ wTt
i tTs M(D̄(v) − E(v, D̄(v), Ā(v)))] − dc .

The error term f i
v(.) is computed for all measurements out of the N images and summed

up by the function F

F (ΠD, ΠL, ΠE) =
N−1
∑

i=0

∑

v∈P

( 0 − f i
v(.) )2 .
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This sum depends on the lateral and distal intrinsic parameters as well as the hand-
eye-transformation and the calibration plane pose. These parameters are unknown or
uncertain. The error function is minimised and the argument of the minimum provides
the searched quantities. According to Fig. 4.2 the following equations are formulated:

VAR1 : ΠD = argmin
x∈ΠD

F (x)

VAR2 : ΠD, ΠE = argmin
x∈ΠD ,ΠE

F (x)

VAR3 : ΠD, ΠL, ΠE = argmin
x∈ΠD ,ΠL,ΠE

F (x) .

If necessary, the calibration procedure only estimates ΠD in the manner of VAR1, or
it fulfils a holistic identification of the complete parameter set in the manner of VAR3.
The minimisation is performed with the very popular Levenberg-Marquardt algorithm
[66, 74], which has become a standard technique for solving nonlinear least-squares
problems. The particular implementation of this data-fitting is described in Sec. 6.3.
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5 Multipath Mitigation

Multipath is rated among the extrinsic systematic errors. It is caused by the proximity
such as the arrangement of surrounding objects and the reflectivity of their textures.
Contrary to the intrinsic systematic errors, multipath cannot be handled by a predefined
look-up table or a set of correction splines. This chapter explains two techniques that
aim at mitigating the multipath-related error within a post-processing step. On the one
hand, Sec. 5.4 discusses the feasibility to directly compute the multipath-related error
on the basis of two measurements at distinct modulation frequencies. On the other
hand, Sec. 5.5 outlines a technique that applies the proximity information provided by
the ToF camera measurement. It is the result of a further development of a multipath
compensation algorithm, which has been published at the ICPR in 2010 [32].

The implementation of these two approaches requires some understanding of photom-
etry and how the NIR illumination interacts with ToF camera measurements. For this
purpose, the chapter first explains the photometric law in the context of a ToF camera.
It further outlines a photometric calibration step, which is necessary for the multipath
mitigation. Following this, the multipath model is formulated, which is an essential basis
for the two mitigation approaches. Finally, the two mitigation approaches are detailed.

5.1 Photometric Law in the Context of the ToF Camera

Two important physical quantities have to be considered for the purpose of multipath
investigations: The Radiance and the Radiant Flux. The radiance is characterised by
the symbol L. It describes the amount of light that is emitted from a particular area
and falls within a given solid angle in a specified direction. The SI unit of radiance is
watts per steradians per square metre 1 W sr−1m−2. The radiant flux is characterised
by symbol Φ, and it is a measure of the total power of electromagnetic radiation that is
emitted from a surface, such as the NIR light of a ToF camera. The SI unit of radiant
flux is the watt 1 W [52].

Assuming ideal Lambertian emitters, the radiance is equal in each direction, but the
amount of the emitted radiant flux depends on the angle of radiation. This interaction
is described by the Photometric Law [52]. Fig. 5.1 sketches the interaction of the ToF
camera and two integral surface elements with indexes i and j. At first glance, the
interaction between the two surfaces i and j is treated. There is a radiant flux Φi→j

that goes from integral surface element i to j. It depends on several quantities:
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Figure 5.1: The photometric interrelations between camera and two surface elements are sketched. The complete
illumination power of this system is introduced by the NIR illumination with radiance L⊗. The
radiances Li and Lj are produced by the reflectivity of the surface elements i and j. The radiant
flux Φi→j between i and j depends on their areas Ai and Aj , the exit angle βij , the incident angle
βji, and the distance dij . The radiant flux Φi→c is going from surface element i to a particular
camera pixel with area a and pixel width hP , respectively. Also, it depends on area Ai, the exit
angle βic, the incident angle βci, and the distance dic. Θ is the aperture of the camera optics and
f denotes the focal length.

1. on the radiance Li of the emitting element

2. on the exit angle βij , which is the angle between the normal of surface element i
and the ray between i and j,

3. on the incident angle βji, which is the angle between the normal of surface element
j and the ray between i and j,

4. on the distance dij between i and j,

5. and on the integral areas dAi and dAj of the two surface elements.

According to the Photometric Law, the integral amount of Φi→j reads

dΦi→j = Li
dAi cos βijdAj cos βji

d2
ij

.

Provided that there is no medium between the interacting surfaces, which partially
decreases the radiant flux by absorption or scattering, the emitted and received radiant
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flux have to be equal. The values for all these quantities are measured by the ToF camera
and are hence already discretised. For this reason and for the purpose of simplification,
the formulation is discretised. Thus the radiant flux going from i to j reads

Φi→j = Li
Ai cos βijAj cos βji

d2
ij

(5.1)

with finite and discretised surface elements Aj and Ai. These surface elements corre-
spond to the area that is spanned by the camera pixels. The surface element i, which
is spanned by pixel v, is well-defined by the measured distance D̄(v) and the lateral
intrinsic parameters of the ToF camera ΠL.

The area Ai of the emitting surface element i is defined by its distance dci = D(v) to
the ToF camera and the viewing angle βic, which is the angle between normal of Ai and
the line of sight. The area Ai is further defined by the camera specifications with focal
length f and pixel width hP . Hence, Ai reads

Ai =

(

hP dic cos βci

f

)2

. (5.2)

This an approximation, since it assumes, that the quadratic camera pixel spans a
quadratic surface in the 3d scene. In practise, the corresponding surface in the 3d
scene is a quadrilateral, because of the optical foreshortening.

The normal ni of the surface element i can be computed by incorporating the distance
measurements of the neighbouring pixels. The 3d points of the neighbourhood allow for
a principal component analysis (PCA) and provides the normal ni.

The surface element i is not only radiating on element j, but also on the ToF camera.
Otherwise, the camera was not able to see this surface element. Hence, there is also
radiant flux going from the surface element i to a corresponding camera pixel. According
to Eq. 5.1 this relation reads

Φi→c = Li
Ai cos βicAc cos βci

d2
ic

. (5.3)

The aperture of the ToF camera optics collects the NIR light and focuses it on a certain
pixel. The receiving area Ac is defined by the aperture Θ of the optics

Ac =
π

4
Θ2 . (5.4)

The amplitude value Ā(v) of a certain ToF camera pixel v is a measure for the radiant
flux Φi→c that is coming from the surface element. Hence, it is feasible to compute the
radiance Li of the surface element i by substituting Φi→c with Ā(v). Reorganising
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Eq. 5.3 yields

Li = Ā(v)
d2

ic

Ai cos βicAc cos βci
.

By substituting the area formulations of Eq. 5.4 and Eq. 5.2 and by cancelling, the
radiance formulation is simplified to

Li = Ā(v) ��d
2
ic

(

hP
2
��d

2
ic

cos2 βci

f2

)

cos βic
π
4 Θ2 cos βci

= Ā(v)
4f2

hP
2 π Θ2 cos βic cos3 βci

.

The camera specifications are summed up to a constant term c

c =
4f2

hP
2πΘ2

,

and the formulation can be simplified to

Li = c
Ā(v)

cos βic cos3 βci
.

If surface element Ai is in parallel with the camera plane, the angles βci and βic would
be equal. In this special case the formulation reads

Li = c
Ā(v)

cos4 βci
, (5.5)

and it is similar to the “Cosine-Fourth-Law”. This means that the “natural vignetting”
is implicitly treated by this computation.

Summing up, the radiance of each spanned surface is only defined by the measured
amplitude A(v) and the incident angle βci. The complete radiant flux Φi leaving the
surface is

Φi = πAiLi . (5.6)

By means of this formulation the radiance L of each observed surface can be computed,
which is a necessary requirement for handling the multipath.

5.2 Photometric Calibration and Albedo Estimation

Provided that the background illumination is suppressed and provided that there is no
absorption of light, Φi is not only the amount of radiant flux that is emitted by Ai. It
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is also the amount of radiant flux that is received from the ToF camera illumination.
Consequently, the radiant flux Φ⊗→Ai

between
⊗

and Ai equals Φi:

Φi = Φ⊗→Ai
.

The ToF camera illumination is denoted with the common electric symbol
⊗

. In reality
there is a rate of absorption caused by the material of the surface. This rate of absorption
is also referred to as “albedo” and it is denoted with ρ. Hence, the radiant flux Φi, which
is emitted by element i is the amount of the already attenuated irradiated flux Φ⊗→Ai

.
Therefor, it reads

Φi = ρΦ⊗→Ai
.

By substituting the flux Φ⊗→Ai
with the appropriate computation from Eq. 5.1 the

formulation is

Φi = ρL⊗
Ai cos βic A⊗ cos βci

dic
2 .

This formulation agrees with the basic ToF measurement principle: The NIR illumina-
tion is assumed to be a spotlight and it is assumed to be congruent with the principal
point of the camera. The distance between surface element i and illumination

⊗

equals
the distance between i and ToF camera. For this reason, it is referred to as dic (instead
of di⊗).

Given a reference value for the albedo of the material of surface element i the radiance
L⊗ is computable. Reorganising the equation yields

L⊗ =
Φi dic

2

ρ Ai cos βi⊗ A⊗ cos β⊗i
.

Since the area A⊗ of the NIR illumination is constant, it can be neglected. By substi-
tuting Φi with Eq. 5.6 and by cancelling Ai, the radiance formulation reads

L⊗ =
π��AiLi dic

2

ρ ��Ai cos βi⊗ cos β⊗i
. (5.7)

There is a limitation in the validity and applicability of this formulation. This for-
mulation assumes the illumination to be an ideal Lambertian Emitter. In reality, the
illumination is arranged as an array of NIR LEDs. The superposition of the single LED
luster cones causes a stronger lighting in the center of the view port and an attenua-
tion to its borders. For this reason, the illumination is thought of as an array of ideal
Lambertian Emitters, and each emitter is illuminating a fraction of the camera’s field
of view. Such a fraction is congruent with the solid angle that is spanned above a ToF
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camera pixel. Therefore, the radiance of the ToF camera is computed for each single
pixel and denoted with L⊗(v).

The radiances are identified by means of a separate calibration step. This step is
referred to as photometric calibration. For this purpose, the ToF camera is pointed at
a material whose albedo is known for reference. The albedo of white paper for instance
is usually specified with ρ = 0.9. Optimally those amplitude images, which have been
already used in the distance calibration, are applied. This features the advantage, that
additional measurements are not necessary for this calibration step. Together with the
extrinsic orientation of the sensor and the known pose of the calibration pattern a LUT
of the radiance is generated without any problems.

Later on, this LUT allows for an estimation of the albedo of a particular surface
element. Given the radiance of the illumination, the Eq. 5.7 is reorganised to

ρ =
πLi dic

2

L⊗(v) cos βi⊗ cos β⊗i
. (5.8)

As a result, the ToF camera amplitude measurement Ā(v) is translated into a constant
attribute ρ describing the reflectivity of a particular surface in the 3d environment.

5.3 Multipath Model

As mentioned at the beginning of this chapter, the multipath effect is generated by
reflections within the proximity. This effect can not be handled by an a-priori calibration.
It depends on the arrangement of the objects and the viewing angle of the ToF camera.
Nevertheless, the distance and amplitude images provide all required information in
order to compute the mutual influences and correct them. Below, the multipath model
allowing for mitigating the multipath-related error is described. Fig. 5.2 sketches the
context, which is devised by considering the following assumptions:

1. all surfaces behave like ideal Lambertian emitters,

2. the multipath-related error is very small compared to the true distance, and

3. there is only one-way or directional multipath.

Related to the third item, it is assumed that the additional signal has taken a circuit only
via one surface element. Of course, there are signal paths with numerous via points. Each
additional reflection attenuates the signal due to the albedo and the covered distance.
The albedo is usually less than 1.0 and the attenuating effect of the distance is quadratic
(see Eq. 5.1). For this reason, signal paths with numerous via points have a small impact
and they can be neglected.

Basically, the sinusoidal modulated NIR light is emitted by a Lambertian Emitter
denoted with the radiance L⊗. The scene in Fig. 5.2 comprises three surface elements.

70



5 Multipath Mitigation

L

q , A
q

p , A
p

Bq

C

Bp

||p-q||

||q||

||p||

np

 ŝ (p) = s (p) + s+(p,q) s(q) =    
qc 

e j      (2||q||)

r

nq

 

surface area Ap at point p

spanned by the corresponding pixel

complex notation of 

an ideal measurement

complex notation of a 

distorted measurement

radiant flux covered distance

in radian measure

true signal interfering

signal

Figure 5.2: Directional multipath model. The Lambertian emitter L⊗ lights up the whole scene. The sketch
concentrates on two beams of the luster cone (purple). Beam Ap radiates p and Aq radiates q. If
the luster cones are not congruent with the field of view of the camera (highlighted by the dashed
line), also surfaces that are unseen (for the camera, such as r) can interfere with the measurement
(dotted line).

Each surface element is described by a triple gathering the central 3d point with re-
spect to the camera coordinate system, the orientation of the surface and the area of
the surface. For example, the surface element around point p = (x, y, z) features the
orientation np = (n0, n1, n2) and the area Ap. The surface elements p and q are within
the field of view of the ToF camera. Each of them corresponds to a certain pixel, which
spans the area of these discrete surface elements.

The beam Bp goes straight from L⊗ to the observed surface element p. Ideally, the
light is directly reflected by p and comes back to the receiver. The half of the covered
distance is the distance of the observed point. As proposed by Mure et al. in [80] the
received signal s(p) is described in complex notation

s(p) = Φpc exp(jφ∆(2||p||)) .

Φpc is the radiant flux that shines from the surface element around p to the corresponding
pixel area of the ToF camera. The measured phase is given by the function

φ∆(x) = x
2π

λm
. (5.9)
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with wave length λm, which is given by the modulation frequency of the NIR illumination
(see Fig. 5.3).

In Fig. 5.2, a second beam Bq radiates q. Since q is also assumed to be a Lamber-
tian emitter, it reflects partially towards p, which is illustrated by beam C. Hence, B
generates via q an additional distance component s+(p, q) with

s+(p, q) = Φ+
p,qc exp(φ∆(||p|| + ||p − q|| + ||q||)) .

According to Mure et al. in [80] the impact of this additional component is approximated
by a complex addition. As a result, the measured signal s̄(p) is a composition

s̄(p) = s(p) + s+(p, q) .

The impact of the additional component is defined by the magnitude of the flux Φ+
p,qc.

This flux originates from q and is transmitted to p within beam C. Due to the absorption
of p and due to the limited solid angle in the direction of the ToF camera, only a fraction
is forwarded by p. Hence, the additional radiant flux Φ+

p,qc, that is received by the ToF
camera pixel, is computed by

Φ+
p,qc = ρp

Φpc

LpπAp

Lq

Aq cos βAp cos α

||p − q||2
.

The symbol ρp denotes the albedo of surface element p. The radiance L⊗(v) related
to a particular pixel v is given by the photometric calibration. The albedo ρp in p is
estimated according to Eq. 5.8.

Fig. 5.3 shows two examples for the complex superposition of distance measurements.
In complex notation a distance measurement is a complex vector. The distance defines
the phase angle and the amplitude defines the magnitude of the vector. Hence, the
superposition of two measurements is a vector addition. Thus, it appears that the
superposition not inevitably causes larger distances, although the spurious distance is
mostly bigger than the true distance. If the phase of the spurious distance is in the right
hand half-plane of the particular distance vector, the phase is decreased and thus is the
measured distance. If the phase of the spurious distance is in the left hand half-plane of
the particular distance vector, the phase is increased and thus is the measured distance.

The surface around point p is radiated by all other surface elements of the scene. The
set Q gathers all surface elements that are spanned by the pixels of the ToF camera.
Consequently, the number of elements in Q is on par with the number of camera pixels.
In order to estimate the true distance s(p), the additional components are summed up
and subtracted from the measured distance s̄(p):

s(p) = s̄(p) −
∑

q ∈ Q

s+(p, q) . (5.10)
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Figure 5.3: Two examples for the superposition of distance measurements in complex notation. In the two
diagrams the true distance is ||p|| = 1 m and the radiant flux Φp = 1.0, which is represented by
the green vector. φ∆(2||p||) = α = 48 ◦ at a modulation frequency fm = 20 MHz. In (a) the red
distracting vector features α+ = 120 ◦ or 5 m and Φ+ = 0.2. As a result, the blue vector represents
the distorted measurement with α̂ = 58.16 ◦ and 1.212 m respectively. In contrast, the red vector in
(b) features α+ = 312 ◦ or 13 m, and the angle of the vector is α̂ = 36.52 ◦ and 0.761 m respectively.

The argument of s(p) gives the phase angle of the corrected distance measurement.
Hence, the corrected distance ||p|| is computed by

||p|| =
λm

2π
arg(s(p)) . (5.11)

The absolute value of s(p) gives the corrected radiant flux and amplitude value.
In doing so, only those surface elements are considered that are in the field of view

and recognised by the ToF camera. This is sufficient in case of an ideal ToF camera
illumination, meaning that the illumination’s luster cone is congruent with the camera’s
field of view. Such an illumination is worthwhile, because the radiation of the unseen
areas is unnecessary and inefficient. Actually, ToF cameras usually have a luster cone
that is larger than the field of view. For this reason, the unseen surface element r in
Fig. 5.2 is also illuminated and consequently interferes with the measurements. Even
if the luster cone is optimally congruent with the field of view, this surface element
can distort the measurements. The scene objects reflect NIR light into the complete
proximity. Hence, unseen objects are illuminated indirectly, and their surfaces appear
as error source by remitting the light back to the measured objects.
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5.4 Multipath Mitigation by Multi-Frequency Measurements

The first option for handling the multipath-related error exploits the dependency of this
phenomenon from the modulation frequency. The following considerations show, that
multiple modulation frequencies are suited to indicate multipath in measurements. The
multipath-related error, however, is not directly computable.

On condition that the ToF camera provides accurate distance values and that there
is no multipath, the measurements are independent to different modulation frequencies
fn and fm and consequently equal:

λn

2π
arg(Φp exp(φfn

∆ (2||p||))) =
λm

2π
arg(Φp exp(φfm

∆ (2||p||))) .

If there is multipath, the measured distance D̄fn
(v) is described with complex vectors

according to multipath model in 5.3

2D̄fn
(v) =

λn

2π
arg(Φp exp(φfn

∆ (2||p||)) +

Φ+
p,qc exp(φfn

∆ (||p|| + ||p − q|| + ||q||))) .

The albedo of the textures is irrespective to the modulation frequencies. Although the
measured amplitudes Ā(v), which are proportional with the amount of radiant flux, can
differ, the proportions between Φ+

p and Φp are equal for each measurement. For this
reason, one can set Φp = 1 and Φ+

p = α, and one can write

2D̄fn
(v) =

λn

2π
arg( exp(jφfn

∆ (2||p||))+

α exp(jφfn

∆ (||p|| + ||p − q|| + ||q||))) .

From this it follows, that different modulation frequencies, e.g. fn and fm, generate
different multipath-related errors. As a consequence, the measured distances are not
equal: D̄fn

(v) 6= D̄fm
(v).

In Fig. 5.4 exemplary a distance measurement, which is affected with multipath, is
simulated with two distinct frequencies. In this example, a surface element p is affected
with multipath. In the simulation the measurement with 20 MHz is 1.212 m and with
30 MHz it is 1.159 m. Due to the distinct frequencies the measurement difference is
53 mm.

This realisation can be applied for identifying the existence of multipath: A multipath-
related error is displayed by different measurement results at different modulation fre-
quencies. Admittedly, Fig. 5.5 shows two limitations coming with this approach. First,
the absolute value of the difference between two measurements at distinct frequencies
is not automatically proportional with the multipath-related error. The course of the
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Figure 5.4: Measuring at different modulation frequencies. Again, in the two diagrams the true distance is ||p|| =
1 m and the radiant flux Φp = 1.0, which is represented by the green vector. In (a) the modulation
frequency fm is 20 MHz and φ∆(2||p||) = α = 48 ◦. In (b) fm = 30 MHz and φ∆(2||p||) = α = 72 ◦.
In (a) the red distracting vector features α+ = 120 ◦ or 5 m and Φ+ = 0.2. In (b) the distracting
vector features α+ = 180 ◦. Because of the different modulation frequencies the blue vector in (a)
features α̂ = 58.16 ◦ and 1.212 m respectively, in contradiction to (b) with α̂ = 83.46 ◦ and 1.159 m
respectively.

function is circular, and thus no unique mapping of a difference to a multipath error is
possible. Furthermore, the difference depends on the strength of the distracting com-
ponent and this component is not measurable. Second, up to an error of 100 mm, the
measurement difference at distinct frequencies is below 25 mm and will be superimposed
by the measurement noise. As a consequence, the approach only allows for rating the
quality of a measurement to a limited extent: If the measurement difference is larger than
the expected noise at a certain amplitude and distance, the measurement is probably
affected with a multipath error.

Moreover, this realisation might allow for directly computing the multipath-related
error, provided that the distance measurement is affected only by a single surface ele-
ment. Let D̄(v) be the distance measurement of point p, which is distorted by surface
element q. According to the multipath model aforementioned and Eq. 5.4 the term
||p|| + ||p − q|| + ||q|| is substituted with D+(v). The corrected distance D(v) is

2D(v) =
λn

2π
arctan

(

β sin(φfn

∆ (2D̄(v))) − α sin(φfn

∆ (D+(v)))

β cos(φfn

∆ (2D̄(v))) − α cos(φfn

∆ (D+(v)))

)

.

The symbol β denotes the strength of the measured phasor with

β =
√

1 + α2 + 2α cos(φfn

∆ (2D(v)) − φfn

∆ (D+(v))) .
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Figure 5.5: The multipath is simulated for D = 1 m at modulation frequencies fm ∈ {20 MHz,29 MHz, 30 MHz}.
The interfering component D+ ranges from 2 m to Du. The magnitude α is {0.05, 0.1, 0.2}. The blue
curves show the dependency of the multipath-related error on the modulation frequency. The red
circles correspond with the complex notations that are illustrated in Fig. 5.6. In (a) the D̄20 MHz −
D̄30 MHz is plotted. For example, at the blue circles an error of 200 mm corresponds with a variation
of 50 mm or 275 mm due to different frequencies. In (b) the D̄30 MHz − D̄29 MHz is plotted. The
multipath-related error depends on the magnitude of the additional radiant flux Φ+

p . The difference
of two measurements is, however, very small (even at multipath-related errors of > 100 mm) and
may get lost in the measurement noise.

From this two equations the following term is formulated

ǫ =













λn

2π
arctan

(

β sin(φfn

∆ (2D̄(v))) − α sin(φfn

∆ (D+(v)))

β cos(φfn

∆ (2D̄(v))) − α cos(φfn

∆ (D+(v)))

)

− 2D(v)













2

.

This term ǫ denotes the quadratic difference between the true distance D(v) and an es-
timate of the true distance. The estimate is computed from the measured distance D̄(v)
and the interfering component D+(v). Altogether, there are three unknown quantities:
the true distance value D(v), the interfering distance value D+(v) and the magnitude
of the additional component α. In order to estimate these three unknown quantities, a
least-squares optimisation is performed based on three measurements at distinct modu-
lation frequencies:



α, D+(v), D(v)


 = argmin





∑

fn ∈ F

ǫ(α, D+(v), D(v))



 . (5.12)
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Figure 5.6: (a) the multipath-related error is simulated for a range of hypothetical distances D(v) ∈
{0.1 m, 0.2 m, ..., 2.4 m} and interfering additional distances D+(v) ∈ {0.1 m, 0.2 m, ..., 4.9 m} and
α = 0.1. The error varies between ±150 mm. (b) by directly estimating the true distance with
three measurements at distinct modulation frequencies: F : {15 MHz, 30 MHz, 60 MHz} the error is
reduced and varies between ±60 mm.

Fig. 5.6 illustrates the optimisation results with simulated data. The multipath-
related error is simulated for three distinct modulation frequencies: F : {15 MHz,
30 MHz, 60 MHz}. The true distances are: D(v) ∈ {0.1 m, 0.2 m, ..., 2.4 m}. The max-
imum distance of 2.4 m corresponds with the maximum measurable and unambiguous
distance at a modulation frequency of 60 MHz. The additional interfering distances
are: D+(v) ∈ {0.1 m, 0.2 m, ..., 4.9 m} and α = 0.1. Given these values, three mea-
surements are simulated for each modulation frequency. In Fig. 5.6(a) the multipath-
related error is plotted for the simulated measurement at 30 MHz. The error varies
between ±150 mm. In particular, the deviation is large, when there is a large differ-
ence between the double true distance and the additional distance. For instance, with
2(D(v) = 1000 mm) and D+(v) = 1000 mm the error is it is nearly zero. Contrary
to this, with 2(D(v) = 2000 mm) and D+(v) = 1000 mm the error is about 40 mm.
The simulated measurements are used to obtain the corrected measurement, which op-
timally an approximation of the true distance. The residua are plotted in Fig. 5.6(b)
and vary between ±60 mm. About a half of the measurements is successfully corrected.
Nevertheless, in particular those samples where D+(v) ≤ 2D(v) have higher residua.

This approach will not proper work with real data, because there are two issues:
Firstly, real measurements are noisy, which compromises the optimisation term. Sec-
ondly, real measurements are affected by more than one distorting surface element. The
optimisation scheme in Eq. 5.12 presumes that there is only one interfering surface. In
reality, D+(v) is the complex sum of all interfering surface elements. Although the
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underlying metric distances of these surface elements are equal, the arguments of the
complex sum is not equal for distinct modulation frequencies. In the simulation there
is only one parameter D+

fx
(v)), which is recalculated with the particular modulation

frequency and Eq. 5.9. In reality, D+
fx

(v)) is already the argument of the complex sum
according to Eq. 5.10. For this reason, it has to be estimated separately for the measure-
ment at a particular modulation frequency. As a consequence, the number of searched
variables will always be larger by 2 variables than the number of measurements. It is
an underdetermined statement of the problem. Thus, the multipath-related error is not
directly computable. It can only be indicated by means of multiple measurements with
distinct modulation frequencies. This is experimentally demonstrated with a SR4000
ToF camera in Sec. 6.6.2.

5.5 Multipath Mitigation by Radiosity Approach

The second option for handling the multipath-related error exploits the spatial and radio-
metric information provided by a single ToF measurement, i.e. distance image and ampli-
tude image. The proposed technique has similarities to the radiosity approach [102, 17].
Radiosity methods were originally applied in physics for simulating heat transfer issues.
These methods were refined for an application in the field of computer graphics, where
they primarily approximate the light distribution in a scene independent of the view
point. This is the main difference to ray-tracing methods. The basic assumptions of the
radiosity approach are the “conservation of energy” and diffuse reflections. Figuratively:
There is a light source and all light energy that is emitted has to be distributed in the
scene considering the physical laws of radiation. Light that is hitting a surface is either
absorbed or reflected. Hence, each surface element in the scene becomes a light source
and defines its intensity, which is necessary for the subsequent rendering process. Here,
only the amount of light is of interest and the history of the single light components is
not considered.

Related to ToF cameras, also the history of each pathway is of interest, because the
covered distance defines the multipath-related error. This thesis proposes a multipath
mitigation algorithm, that traces back the distribution of the illumination power to a
limited extent. For this purpose, the illumination is separated into as many single rays
as pixels. Each pixel corresponds with a surface in the real world scene. Given the
constant illumination power, the amplitude of the individual pixel is also a measure
of the reflectivity in the real world scene. In this way, it is possible to reconstruct
the pathway of each ray, which gives the essential information so as to estimate the
interfering distance component.

The mitigation algorithm is based on the formulations in Sec. 5.3 and in particular
on the equation Eq. 5.10. Fig. 5.7 depicts the flow chart of the algorithm. Given
the calibrated distance and amplitude images D̂ and Â, the algorithm computes the
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Figure 5.7: Multipath Mitigation Algorithm

multipath-related error D+, which is finally subtracted from D̂. The algorithm comprises
two iterations and some initialisation steps.

Initialisation First, the spurious measurements are filtered with an edge filter. These
artifacts arise at edges where the solid angle of a pixel intersects with the foreground
and the background. The artifacts can interfere with the normal estimation.

The normal estimation is a crucial component of this approach. The effectiveness of the
multipath correction strongly depends on the quality of the estimated surface patchlets.
The normal np of a particular surface element is used to compute the incident angle and
exit angle of a ray. These angles define the attenuation of a signal besides the length of its
covered distance. Furthermore, the normal is used to decide on the visibility of two facets
with respect to each other. The most common method for normal estimation is the PCA.
Hereto, an adequate set of neighbour points is taken and defined to be a surface patchlet
a so-called facet. By means of eigenvalue analysis the three principal components are
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acquired. The vector with the lowest eigenvalue is assumed to be the normal of that
facet. This process is prone to erroneous measurements and non-continuous surfaces.
Moreover, if the measurements are affected with noise, the neighbourhood has to be
enlarged in order to get a valid normal estimation. Edges produce artifacts and distort
the normal estimation. In order to rate the quality of the normal estimated, a decisive
criterion is applied. According to Bodenmüller [10] only those points are considered for
the multipath simulation, whose normals feature an eigenvalue that is at maximum a
tenth of the next larger eigenvalue.

The area Ap of a particular facet also crucially contributes to the multipath simulation.
Computing the area of a facet by means of the straightforward equation Eq. 5.2 features
two drawbacks: First, it is a simplification, because it does not consider the optical
foreshortening. Second, it depends on the focal length f and the pixel dimensions.
These specifications are not directly given by the lateral intrinsic parameters ΠL.

On these grounds, the actual implementation of the area computation is more exten-
sive. The field of view of a particular pixel v is an oblique pyramid. The camera origin
0 is the apex of this pyramid. The corner points of the pyramid’s base are given by the
corner points of the pixel v, namely vtl (top left), vbl (bottom left), vbr (bottom right)
and vtr (top right):

vtl = v +

(

−0.5
−0.5

)

, vtr = v +

(

0.5
−0.5

)

,

vbl = v +

(

−0.5
0.5

)

, vbr = v +

(

0.5
0.5

)

.

Four lines, starting at 0, result from the four edges of this pyramid. The equation of the
line ltl through vtl reads

ltl : r = 0 + λ mtl

with the directional vector mtl

mtl =
1.0

√

(utl−u0
αu

)2 + (vtl−v0
αv

)2 + 1.0







utl−u0
αu

vtl−v0
αv

1.0






.

The image coordinate v measures the mean distance of the facet at the 3d point p.
The facet at 3d point p is a quadrilateral, whose sides are intersection lines caused by
the intersection between the object’s surface and the field of view of the particular pixel
v. Given the normal np of the facet at 3d point p, one can compute these quadrilateral
points. Each quadrilateral point results from the intersection of a ray, such as ltl, with
the facet. For instance, the top left corner point of the facet ptl is computed according
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to
ptl =

np · p

np · mtl

mtl .

In this way, the tree corner points pbl, ptr, and pbr are acquired as well. The quadri-
lateral is composed of two triangles. Each triangle is spanned by (ptl, pbl, pbr) and by
(ptl, pbr, ptr). Hence, the area of the facet Ap is the sum of the areas of these two
triangles

Ap =
1

2
(||(ptl − pbl) × (pbr − pbl)|| + ||(ptl − pbr) × (ptr − pbr)||) .

As a result, the initialisation provides a set of valid distance measurements and facets
respectively with their areas and normals.

Iterative Computation The multipath-related error D+ is computed within two iter-
ations. Each iteration proceeds in the following way: First, the radiance of each facet
is computed according to Eq. 5.5. Given these figure, together with the ToF camera’s
radiance L⊗ the albedo is calculated according to Eq. 5.8. Afterwards, the valid facets,
which are annotated with these attributes such as normals, albedo and areas, are tra-
versed. For each valid facet (point p) the interacting facets (points q ∈ Q) out of all
other facets are determined. These are namely points that are visible from p. The
visibility is decided by comparing the line between q and p with the normal of p. The
corrected distance and the corrected amplitude are computed according to Eq. 5.10.

As itemised in the section before, there are three simplifications in this approach.
The initial experiments revealed, that particularly the assumption of a small multipath-
related error in terms of the amplitude does not hold true. The amplitude is required
for estimating the albedo. Due to the additional signal components the albedo estimates
are partially above 1.0. This is in fact not possible, moreover, this causes heavy artifacts
and cross-talk in the multipath simulation. For this reason, the first iteration is used
to correct the amplitude measurements only. It provides the multipath-related ampli-
tude A+, which is subtracted from the amplitude Â. Afterwards, a second iteration is
performed. This iteration provides the multipath-related distance D+, which is finally
subtracted from the distance D̂.

The implementation of the multipath simulation is computationally expensive. It has a
quadratic time complexity depending on the resolution of a ToF image, because of the
visibility check and the signal path reconstruction. Each valid facet is confronted with
all the other facets. At least it is possible to reduce the number of valid facets by means
of down-sampling. The amount of down-sampling has to be considered during the area
computation step. For instance, if every second facet is taken into account, the area has
to be multiplied by the factor four.
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5 Multipath Mitigation

Since it is not possible to keep up with the ToF camera frame rate (with a reasonable
down-sampling), either the frame rate has to be limited or the multipath mitigation is
applied offline. This approach is experimentally evaluated with several ToF cameras.
The findings are presented in Sec. 6.5.2 and Sec. 6.6.2 of the following Chapter.
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6 Experiments and Results

This thesis introduces two concepts that aim at improving the accuracy of ToF cameras.
Both the calibration procedure (see Chapter 4) and the multipath mitigation algorithm
(see Chapter 5) are experimentally investigated. As stated earlier, the difference between
these two improvement techniques is the time of their application and their dependency
on the environment. The calibration procedure is optimally performed only once before
operating the camera. The calibration is a pre-processing step, that provides correc-
tion parameters for a predefined working range. During operating the camera, theses
outcomes are in-line applied to each measurement with small computational effort . In
contrast, the multipath mitigation approach depends on the actual measurements. It is
forced to be a complete post-processing step.

Above all, the degree of suitability of the proposed approaches is of great interest. An
expressive measure is the reachable accuracy. The introduced ToF camera calibration
procedure, however, does not only aim at the improvement of the accuracy. It would
also become a more convenient procedure whilst working without image features. Hence,
the calibration experiments moreover investigate the feasibility and robustness of this
simplification.

The following chapter is structured as follows: Initially, the experimental conditions
are explained. Subsequently, the proposed calibration approach is analysed with sim-
ulated ToF camera data. Thereafter, the calibration outcomes of three different ToF
camera devices are presented. The multipath mitigation technique is also applied to
the data provided by these cameras. The ToF devices are fabricated by three enter-
prises, and they vary in resolution, illumination power, modulation frequency and noise
behaviour. In so doing, the general applicability of this thesis’ ideas is analysed.

6.1 Description of the Calibration Experiments

Hardware All experiments are performed in the same manner to ensure comparability.
The ToF cameras are calibrated by using the same actuator and the same calibration
object (see Fig. 6.1). An industrial robot KUKA KR16 serves as actuator and positioning
device and the cameras are attached to the tool-center-point (TCP) of this robot. The
KUKA KR16 robot features 6 degrees of freedom and provides position data with an
average accuracy of 0.06 ◦ and 1.3 mm. The average precision is 0.0081 ◦ and 0.084 mm
[1]. These specifications can minimally differ depending on the particular payload and
the configuration of the robot, e.g. joint angles close to the joint limits. With this
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0
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Figure 6.1: Industrial Robot KUKA KR16 in the laboratory with the calibration pattern stuck on the wall.

positioning accuracy the KR16 is excellently suited for a calibration task, since the
residua are primarily ascribable to the ToF camera.

A flat wall of the laboratory serves as the calibration object (see Sec. 4.2). The
investigated calibration procedure is solely performed on the basis of the distance and
amplitude values without localising feature points. In order to optimally match with
the designated working range of the ToF camera, the plane should be pasted up with
materials featuring the appropriate reflectivity. This might be sheets of papers variably
toned for instance. Hereby, the identification of the amplitude-related error is enabled.
Although a known calibration pattern is generally not necessary, the wall is stuck with
a chequerboard calibration pattern for the following experiments. The pattern measures
1200 mm×600 mm and the pattern size is 150 mm. It is selected for two reasons: First,
the pattern provides different reflectivity and albedo respectively in order to identify the
amplitude-related error. The albedo of the white squares is ca. 0.9 and 0.15 for the black
squares. Second, the image features of the pattern can be employed for a verification of
the calibration results.

Measure for the Calibration Accuracy According to Sec. 4.2 and Fig. 4.2 three proce-
dures for estimating the desired parameters ΠL, ΠD, and ΠE, are discussed. Table 6.1
lists the four potential options that are objects of study in the experiments. The in-
vestigations offer two issues: First, the proof of the validity of the calibration process.
Second, the rating of the accuracy of the individual results.

Basically, the desired parameters have to be verified with a measurement device that
offers a higher accuracy than the ToF camera. First and foremost, the accuracy of the
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Variant Description Verification and
Evaluation

VAR0 ΠL, ΠE are identified photogrammetrically Registration
Relying on off-the-shelf distance calibration

VAR1 ΠL, ΠE are identified photogrammetrically Registration
ΠD is identified based on depth and amplitude images

VAR2 ΠL is identified photometrically Series of Sampling
ΠE and ΠD are identified based on Registration
depth and amplitude images VAR0 Benchmark

VAR3 ΠL, ΠE and ΠD identified based on Series of Sampling
depth and amplitude images Registration

VAR0 Benchmark

Table 6.1: List of the potential variants to calibrate a ToF camera.

ToF camera is of interest and thus the integrity of the distal intrinsic parameters ΠD.
As described in Chapter 3 the measurement error of a ToF camera can be identified
with a highly accurate test bench. Following that, the deviation is approximated by
a look-up table or by a spline. In the particular case presented here, the robot serves
as the measurement track line and the calibration standard is defined by ΠE and ΠL.
However, these parameters are not known in advance. They are simultaneously identified
during the calibration procedure together with the correction term ΠD. Consequently,
an accurate correction term ΠD is computed, if the calibration standard is accurate.
This is expressed by proper parameters ΠE and ΠL. Provided that, the accuracy of
ΠE and ΠL has to be examined in order to rate the accuracy of the whole ToF camera
calibration procedure.

The extrinsic parameters ΠE comprise the so-called hand-eye-transformation tTs and
the pose of the calibration plane wTc. Although, wTc is a by-product of the camera
calibration it is measured with a laser scanner, which is a more accurate measurement
device. The laser scanner is attached to the robot TCP and features an accuracy of 3 mm
(see Suppa et al. [109]). wTc is achieved by computing the centroid and the orientation
of the point cloud measured. The specific wTl

c transformation, which is invariant for all
the following experiments, is listed in the Appendix Sec. 1.

By contrast, the direct measurement of tTs is not feasible with reasonable effort.
tTs describes the location of the camera’s principal point with respect to the TCP. This
principal point is not observable from outside. In the best case, it can be derived from the
design drawing. The same is true of the lateral intrinsic parameters ΠL. Hence, tTs and
ΠL are identified by means of a photogrammetric calibration based on the chequerboard
pattern mentioned before. However, the validity of these photogrammetric results is also
hardly rateable.

Figuratively, a photogrammetric calibration is a regression, meaning that, the model of
the pattern it fitted to the measured feature points by adjusting the camera parameters.
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The validity of a photogrammetric calibration is usually given by the so-called root-
mean-squared (RMS) error. This error is rather a measure how far the applied camera
model matches the actual device characteristics and the underlying data set. The higher
the RMS error the less applicable is the camera model or the more inaccurate are the
localised feature points. Furthermore, the lateral intrinsic parameters and the hand-eye-
transformation correlate with each other. For example, an inaccurate principal point
can be compensated for with a rotation and translation in tTs.

If the robot is accurate enough a cross-check of the photogrammetric calibration can
also be performed by employing the kinematic chain between calibration pattern, robot
and camera. Using the pose of the camera with respect to the pattern sTc, the whole
chain should provide the origin of the camera

sTc · cTw · wTt
i · tTs = 0 = E4 ,

where the matrix E4 denotes the identity. Provided that the robot’s positioning error
is nearly zero, the deviation of the origin reveals a calibration error. The standard
deviation of all origins indicates the quality of the calibration.

Standard Deviation

Resolution Apex Angle TCP Base RMS

/ pix / pix / ◦ / ◦ / ◦ / mm / mm / pix

IFM O3D200 50 64 32.1 40.4 0.52 10.54 19.47 0.266

SR4000 176 144 38.5 31.9 0.14 2.13 4.02 0.291

PMDCamBoard 207 204 58.4 57.7 0.13 2.14 5.10 0.244

CCD/CMOS Camera 580 780 56.5 43.6 0.05 0.40 1.10 0.154

Table 6.2: Specifications of the ToF devices used in the experiments. The figures in the columns on the right
indicate the validity of a photogrammetric calibration. Although, the RMS error is in the same range
for the three ToF devices, the standard deviations of the cross-check vary more widely. The rotational
deviation is equal in the base and in the tcp and for this reason listed just once.

Table 6.2 lists the ToF devices investigated in the experiments with their opening
angle and resolution. By way of comparison, the table also presents a standard digital
camera with much higher resolution of 580 × 780 pixels. The four columns on the right
specify the standard deviations ascertained by means of the cross-check and the RMS
error of the photogrammetric calibration. Apparently, the extrinsic orientation of the
IFM O3D200 ToF camera is very uncertain although the RMS error seems to be in the
range of the two other cameras. The ToF cameras feature a low resolution accompanied
with a narrow aperture angle. The localisation of image features is rather vague and
thus is the photogrammetric calibration result.

To sum up, the laser scanner and the photogrammetric calibration offer an informative
benchmark for ΠE and for ΠL to verify the results of the proposed calibration procedure.
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In the following the photogrammetric benchmark for the lateral intrinsic parameters and
the hand-eye-transformation is denoted with Π

p
L and tTp

s respectively. The benchmark
for the calibration plane pose is denoted with wTl

c.
The VAR2 and VAR3 calibration results are rated with reference to these two bench-

marks. The calibration plane pose wTl
c (estimated by means of a laser scanner) is

described with its normal nl
c and its distance dl

c to the origin of the world coordinate
system. When identifying this pose by means of VAR2 or VAR3 the translational error
∆calib

trans of the outcome reads

∆calib
trans = dlaser

c − dV ARX
c .

A positive value of ∆calib
trans indicates, that the calibration plane is identified to close to

the camera (in the range between the camera and the true position). A negative value
means, that the calibration plane estimated by means of VAR2 or VAR3 is located
behind the true position. The angle between the reference calibration plane normal nl

c

and the identified one nV ARX
c is the rotational error. Hence, the rotational error ∆calib

rot

of the calibration outcome reads

∆calib
rot = arccos(nl

c · nV ARX
c ) .

Analogously, tTV ARX
s is rated by comparing it with tTp

s. The residual transformation
∆T is computed according to

∆T =

[

∆R ∆t

0 1

]

= tTV ARX
s · (tTp

s)−1 . (6.1)

Thus, the translational error ∆tcp
trans of the calibration outcome is the norm of ∆t. The

rotational error ∆tcp
rot is the absolute value of the angle-axis representation of ∆R. As

a consequence, there are four figures that allow for an evaluation of the calibration
outcomes.

Table 6.2 suggests that the resolution of the SR4000 camera and the PMDCamBoard
camera is sufficient for a proper photogrammetric calibration. In contrast, the pho-
togrammetric results for ToF cameras with lower resolution, namely the O3D200, are
uncertain. For this reason, a second measure for the quality of the calibration result is
introduced. This measure employs the registration of two point clouds. For this purpose,
a scene is designed, which features a plane that is loaded with some spheres and a pyra-
mid. The setup is illustrated in Fig. 6.2. The spheres and the pyramid were selected
for two reasons: First, their surfaces are observable even if one side is sort of turned
away from the camera. Consequently, the point clouds can be uniquely registered to
each other by means of an ICP algorithm [9]. Second, these objects are less prone to
the multipath related error, because they have nearly no facing surfaces. By observing
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(a) setup and viewpoints
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(b) cross section of two point clouds

Figure 6.2: (a) Experimental setup to verify the calibration. One pyramid (250 mm×250 mm) and three spheres
(100 mm diameter) are observed from different viewpoints. The point clouds are registered to each
other in order to identify the residual calibration error. (b) depicts two point clouds, which do not
match due to errors in the hand-eye-transformation and in the distance measurements. In this case
there is an hypothetical error of 30 mm and 5 ◦.

this scene from three different viewpoints with various orientations point clouds are gen-
erated. The viewpoints are different from those of the calibration set. Given the robot
poses and the accurate hand-eye-transformation, the point-clouds should match exactly.
In that case, the registration of these point clouds by means of an ICP algorithm will
result in an identity matrix E4. The deviation from this identity matrix represents the
residual calibration error in terms of translation and rotation. It is computed according
to Eq. 6.1. The accuracy measures are referred to as ∆reg

trans and ∆reg
rot .

Measure for the Error Model Quality Rating the usefulness of the calibration ap-
proaches by means of an arbitrary set of range and amplitude images is unconvincing
and not representative. For this reason the usefulness and robustness is tested with a se-
ries of sampling. Thereto, the robot and the ToF camera are moved to a total number of
30 view points. The half of the poses is nearly redundant, since the angles and positions
are only slightly modified. These positions are computed given rough estimates of wTc

and tTs, which can be measured by tape for instance. The view points are nearly equal
for all ToF camera devices independent of their affixing to the robot (see Fig. 6.3). The
experience has taught to align the poses symmetrically and to have different viewing
angles in order to yield robust and accurate calibration results. The working range is
not motivated by a certain application for these investigations. It is 700 mm to 2000 mm
and primarily restricted by the working range of the industrial robot. In fact, for a
particular robotic applications such as the bin-picking the working range is adjusted.

The calibration process is repeated 100 times by randomly selecting 20 amplitude and
distance image pairs from the measurement set. By means of these 20 image pairs the
desired parameters are computed according to the distinct calibration variant, i.e. VAR2
and VAR3. For each result the errors ∆tcp

trans, ∆tcp
rot, ∆calib

trans, and ∆calib
trans (described before)
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Figure 6.3: The viewpoints are symmetrically distributed. There are twelve viewpoints in order to observe the
pattern from top, bottom, left hand side and right hand side each with three different orientations.
Additionally, there are viewpoints centrally lined up upright in order to fully cover a large range of
distance measurements. There is a total of 30 viewpoints for the calibration.

are computed. Given these outcomes the arithmetic mean and the standard deviations
are computed. These figures allow for three additional evaluations: First, they are a
cross check, since only a part of the recorded data is used for the calibration at each
sample. Second, the robustness of the calibration with respect to the selected images is
investigated. Third, the variation of the calibration results indicates the suitability of the
applied error model. A large variation of the results is either caused by an over-fitting
or by local minima. This is an indication of unregarded errors such as a temperature
drift or multipath. This basically means that the actual error behaves different to the
assumed error model. The higher the variation, the more improbable is a successful
calibration process with arbitrary selected camera poses and distance images.

6.2 Description of the Multipath Experiments

The multipath mitigation approach is applied as a post-processing step. Its impact
on the measurement accuracy and to the performance of a robotic application is the
objective of the investigations. For this purpose, two kinds of experiments are designed:

In a first test, the impact of multipath is examined in a static scene composed of two
opposing walls. Hereby, the dependency of the walls’ orientation with respect to each
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other and the ToF camera’s gaze with respect to the walls is demonstrated. Furthermore,
the performance of the multipath model and of the mitigation technique is investigated.

In a second test, the multipath mitigation is also applied in a more complex scene
comprising a corner with three planes meeting at 90 ◦. Theses three planes are necessary
to unambiguously estimate the ego-motion of the ToF camera by registering consecutive
point clouds. For this purpose the ToF camera is moved in a variety of ways, i.e. rotation
and translation. As described before, the residual transformation of the ICP registra-
tion reveals the multipath related error and demonstrates the efforts of the multipath
mitigation.

The photometric calibration, which provides the radiance of the ToF camera’s illumi-
nation unit, is an essential requirement for the multipath mitigation. For this purpose,
the ToF camera is directed towards a surface with known albedo. Given the pose of
the surface, which is in fact the calibration wall and known from the calibration result,
the radiance for each pixel is computable. The photometric calibration is also verified,
by testing it with different amplitude images of the same material and checking the
estimated albedo.
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(a) identified distance-related error and rms (b) error distribution per image

Figure 6.4: Two screen-shots of toolbox TOFCalib. (a) The data with the splines fitted into is plotted in the
upper frame on the right. The distribution of the residuum after correction for the ToF camera
errors is plotted in the lower frame. (b) Single view of a ToF image belonging to the underlying
data set. The upper row gathers from the left hand side to the right hand side the distance image,
the amplitude image and the distribution of the residuum depending on the image location. The
diagram on the left in the second row displays the relative frequency of the residuum. The diagram
on the right plots the amplitude-related error before (red) and after (green) the calibration. Hereby,
the GUI gives visual feedback to the user. It enables the user to verify the calibration and identify
images that are plagued by non-systematic errors for instance.

6.3 ToF Camera Calibration Toolbox

In Sec. 4.2 the error function is postulated. It describes the interrelation between the
parameter sets ΠD, ΠL, and ΠE and the distance of a measured point to the calibration
plane. This error function is minimised in order to retrieve these desired parameters. The
optimisation is implemented by means of the programming language IDL. A graphical
user interface (see Fig. 6.4) facilitates the calibration process and visualises the results.
This ToF camera calibration toolbox is henceforth referred to as TOFCalib.

Core of the toolbox is the optimisation library called MPFIT [73]. This library has
also proved to be successful in the DLR calibration toolbox Callab [99]. The MPFIT
library is basically a Levenberg-Marquardt algorithm for solving least-squares-problems.
This algorithm iteratively locates a local minimum of a multivariate function, such as the
error functions formulated in this thesis. It is very popular, thanks to its straightforward
implementation and because it can converge fast even given a wide spectrum of initial
guesses.

Figuratively, the Levenberg-Marquardt algorithm combines the steepest descent and
the Gauss-Newton method. On the one hand, if the current solution is far from a local
minimum, the algorithm is slow but converges without fail similar to the steepest descent.
On the other hand, if the current solution is close to a local minimum, it behaves like the
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Gauss-Newton method and converges fast. The Levenberg-Marquardt algorithm finds
only a local minimum. For this reason, there have to be appropriate starting values so
as to yield a reasonable solution. During the following experiments the initial values for
ΠL were understood from the product specifications of the manufacturers. The starting
values for ΠE are measured manually. ΠD is initially set to zero. The mean of the
residua of the least-squares fit is assumed to be zero, although this is not a necessary
condition for the convergence of the algorithm. However, a different distribution of the
residua leads to inaccurate parameter estimates. This would indicate that the error
model is not compatible with the investigated ToF camera data for two reasons: Either
the measurements are not normally distributed, or there are remaining non-considered
systematic errors.
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6.4 Calibration of Simulated Data

TOFCalib is inspected for a proper implementation, numerical accuracy and robustness
against the imperfect measurement data. For this purpose, synthetic data of a virtual
ToF camera is generated. This virtual ToF camera features a resolution of 207 × 204
pixels and is running at a modulation frequency of 20 MHz. The hypothetical camera
matrix Cv reads

Cv =







185.369 0.061 100.133
0.000 185.334 99.328
0.000 0.00000 1.000






.

The ToF sensor is virtually moved to a number of robot positions in order to compute
the distance images. Given the camera pose, the pose of the calibration plane (chequer-
board with bright and dark squares) and the lateral intrinsic camera parameters, the
correct distance value for each pixel is computed. Thereto, rays are spanned between the
camera’s principal point and each pixel. The line between the principal point and the
point of intersection with the calibration plane gives the sought distance. This distance
is distorted according to the considered ToF camera error characteristic (see Sec. 2.10)
as realistically as possible. The distance is moreover added with noise.

First, the implementation of TOFCalib is inspected for numerical accuracy and pro-
cessing errors. For this purpose, the distance- and amplitude-related error Eda is de-
scribed with a sinusoidal function

Eda(D(v)) = 10 sin

(

1

300
D(v)

)

+

{

0 , low amplitude (dark square)
10 , high amplitude (bright square)

. (6.2)

This continuous function can be approximated by the resulting splines ideally. In order
generate Fixed-Phase-Pattern-Noise, an offset Ec(v)

Ec(v) = β0 + uβ1 + vβ2 (6.3)

with β0 = 0.0, β1 = 0.1 and β2 = 0.2 is added to the distance image depending on the
pixel location v. Fig. 6.5 illustrates the simulated error curve and the resulting splines,
which will compensate for the measurement deviation. The mean deviations ∆ and the
standard deviations σ in Table 6.3 are nearly zero. This indicates that the toolbox is
implemented with care and thus provides proper results.

Second, TOFCalib is inspected for its ability to cope with less ideal but more realistic
data. Provided the error causes described in Sec. 2.10 the Lock-In sampling process is
emulated as it is proceeded inside the ToF camera. Ed is in fact caused by a non-ideal
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Figure 6.5: The bright and the dark values feature Gaussian noise with N (0, 4) and N (0, 11) respectively. The
Fixed-Phase-Pattern-Noise is described by b0 = 0.1 and b1 = 0.2.
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trans ∆tcp
rot σtcp

rot ∆calib
trans σcalib

trans ∆calib
rot σcalib

rot

/ mm / mm / ◦ / ◦ / mm / mm / ◦ / ◦

Set A1 (VAR2) 0.09 0.03 0.00 0.00 -0.02 0.03 0.00 0.00

Set A1 (VAR3) 0.10 0.03 0.00 0.00 -0.02 0.02 0.00 0.00

Table 6.3: Verification of the calibration results for the variants VAR2 and VAR3 with rather ideal simulated
data (set A1). The mean deviation and the standard deviation of ΠD with regard to the defined
hand-eye-transformation and pose of the calibration plane is nearly zero.

sinusoidal behaviour of the signal s(x). This non-ideal signal is described with

s(x) = sin(x) +



































8x
π

, x ≥ 0 ∧ x < π
8

1 , x ≥ π
8 ∧ x < π − π

8
8 − 8x

π
, x ≥ π − π

8 ∧ x < π
1 − 8x

π
, x ≥ π ∧ x < π + π

8
−1 , x ≥ π + π

8 ∧ x ≤ 2π − π
8

8x
π

− 16 , otherwise

.

The signal shape of this function s(x) is plotted in Fig. 6.6(a). According to the Lock-In
ToF camera concept, the signal is virtually sampled four times with τ ∈ 0, π

2 , π, 3
2π. The

correlation A(τ) of the sampled signal reads

A(τ) =

∫ π

0
s(τ + x) dx .
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Figure 6.6: Simulation of a ToF measurement. (a) plots the simulated signal shape. The underlying sinusoidal
curve is distorted at the shoulders in order to simulate the behaviour of a power cycle. (b) visualises
the characteristic, periodic curve of the distance-related error. In this simulation the received signal
is sampled with a rectangular window (width π) as mostly done in reality. Further, a non linearity
in the evaluation electronics is assumed. The different grayish curves clarify the error’s dependency
on the magnitude of the received signal and the reflectivity of the illuminated object respectively.
Apparently, the ratio between large and weak amplitudes is not constant but also periodic.

The amplitude-related error Ea is simulated by introducing a hypothetical saturation
point into this correlation. The part of the correlation sum A(τ), that exceeds this
saturation point, is decreased by a factor

A(τ) =

{

A(τ) , A(τ) < 60.0

60.0 + A(τ)−60.0
1.1 , A(τ) ≥ 60.0

.

Together, the distance- and amplitude-related error Eda is computed by simulating the
whole measurement process. The illumination of the calibration plane and the magnitude
of the returning signal is not simulated. It is simplified by a constant value, where the
signal strength of the bright chequerboard squares is twice the strength of the dark
squares. Fig. 6.6(b) shows the simulation result, i.e. the curve of Eda. The noise added
comes closer to the real noise characteristic of a ToF camera. It nearly linearly increases
with distance as noticed at the employed ToF cameras (see Fig. 6.32, 6.20, and 6.9).

Given these error model assumptions another two data sets A2 and A3 are generated.
In this connection, the noise in data set A3 is twice the noise in the data set A2. The
investigations in the performance of variant VAR2 and VAR3 are repeated. Table 6.4
shows the outcomes. The simulation presented before of the distance-related error has
discontinuities, which cannot be perfectly approximated by a spline. For this reason,
the average deviation of tTs is about 2.5 mm and 0.15 ◦. The deviations are irrespective
of the simulated noise. VAR3 also estimates the lateral intrinsic parameters ΠL, which
provide extra degrees of freedom. Thus, the results marginally differ compared to those
of VAR2.
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rot σcalib

rot

/ mm / mm / ◦ / ◦ / mm / mm / ◦ / ◦

Set A2 (VAR2) 2.67 1.51 0.15 0.05 0.16 1.28 0.02 0.01

Set A3 (VAR2) 2.48 1.08 0.15 0.04 0.12 0.85 0.02 0.01

Set A2 (VAR3) 3.34 1.81 0.12 0.08 -0.04 1.14 0.02 0.01

Set A2 (VAR3) 3.65 2.17 0.13 0.06 0.27 1.04 0.02 0.01

Table 6.4: Verification of the calibration results for the variants VAR2 and VAR3 with more realistic data.

Non-Systematic Errors Furthermore, non-systematic errors are introduced into the
simulation in order to evaluate how these effects influence the calibration. In this context,
non-systematic errors are meant to be effects that are not considered by the proposed
error model, e.g. temperature drift or scattering. The temperature drift is in fact a
systematic error, if the camera features a temperature sensor. However, ToF cameras
regularly do not come along with a heat detector. Two different kinds of temperature
drift have been observed during the work with ToF cameras: constant drift and variable
drift. For this reason, a constant drift of 0.2 mm between each measurement is introduced
into the simulation A4. Summed up, there is a difference between the first and last
measurement of 6 mm. Furthermore, the data set A5 features a noisy drift with σtemp =
5 mm. Another data set A5 is processed with an inaccurate focal length.
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trans ∆tcp
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rot ∆calib
trans σcalib

trans ∆calib
rot σcalib

rot

/ mm / mm / ◦ / ◦ / mm / mm / ◦ / ◦

A4: Const. drift 11.20 7.53 0.13 0.05 -8.26 10.53 0.07 0.05

A5: Var. drift 35.08 13.28 1.03 0.61 -14.84 26.58 0.37 0.20

A6: Inacc. foc. length 9.68 1.24 0.07 0.06 -0.93 0.98 0.02 0.01

Table 6.5: Verification of the calibration results for the variant VAR2 with more realistic data additionally
deteriorated by unsystematic errors. Even a small temperature drift (A4) with 6 mm between the
first and the last distance image causes a mean deviation of 10 mm. In case of a noisy drift (A5) the
error is nearly tripled. In A6 an inaccurately estimate of the focal length is assumed, which primarily
affects the estimate of tTs.

The results in Table 6.5 expectably demonstrate that the temperature drift strongly
affects the calibration results. Even a small temperature drift (A4) with 6 mm between
the first and the last distance image causes mean deviation of 10 mm. The results become
more unstable, which is expressed by the high standard deviation. Presumably, constant
influences such as the inaccurate focal length rather distort tTs, whereas the estimate
of the calibration plane remains unpolluted.
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Consequently, all non-modelled effects have to be avoided during the calibration to
yield accurate results. Also multipath and scattering belong to these effects. Indeed, this
thesis proposes a multipath mitigation technique. This technique is not incorporated yet
into the calibration process. Naturally, multipath effects should not occur in calibration
images, because only planes are measured. However, later on the experiments with real
data of the camera will reveal that these effects can not be avoided.

In summary, these figures attest the proper functioning of the calibration toolbox. The
following experiments will show that the calibration approach proves itself in practise
with real data and real ToF cameras.
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(a) O3D100 (b) O3D200 (c) mobile platform

Figure 6.7: ToF Camera devices produced by the German corporation “ifm electronic”. The image on the left
depicts the O3D100 device. The O3D200 device is pictured at centre. The scales of the two images
roughly reflect their proportions. The image on the right illustrates an omnidirectional mobile
platform, which is equipped with four O3D100 ToF cameras [31].

6.5 IFM O3D200

In the year 2007 the German enterprise “IFM electronic” has released the O3D100 ToF
camera with a resolution of 50 ×64 pixels. At that time, the O3D100 camera was the first
ToF device, that was suited for industrial specifications and applications, thanks to its
splash-proof and vibration-resistant housing. The O3D100 only sizes 50 mm × 60 mm ×
30 mm. However, the O3D100 is plagued with overheating and therefore was followed by
the O3D200 ToF camera. This ToF device is quite larger and it sizes 90 mm ×115 mm ×
75 mm, basically because of the large cooling ribs. An array of about 100 NIR LEDs
(850 nm infrared spectrum) enlightens the environment and thus provides an increased
illumination power. For this reason, the typical current of 0.6 A with maximum peaks of
2.5 A (at a power supply of 24 V) is also increased. In comparison: The maximum current
of the O3D100 is only about 1.5 A and typically 0.38 A. The following experiments are
performed with the O3D200 device.

The maximum frame-rate of both the O3D100 device and O3D200 device is 16 Hz.
In contrast to other ToF cameras, the modulation frequency is not adjustable but fixed
to 20 MHz and so is the unambiguous measurement range with 7.5 m. Consequently,
multiple ToF cameras can only be operated sequentially otherwise the cameras react on
each other and the measurements are distorted by several decimetres. Nevertheless, the
IFM devices feature trigger inputs and trigger outputs allowing for serially triggering
the cameras. Fig. 6.7 c) shows an omnidirectional platform which is equipped with four
O3D100 ToF cameras. Admittedly, serial triggering the ToF cameras in this application
reduces the frame rate to 4 Hz. This is without problems, because in this case the ToF
cameras are used for localisation in known environments and path planning.
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Figure 6.8: The diagram on the left plots the distances provided by the central pixel. The blue curve indicates
the measurement noise. The red line depicts the moving average of 100 values. The diagram on the
right plots the amplitudes, which correspond to the aforementioned pixel. The cyan curve shows up
the noise and the red line depicts the moving average of 100 values. The two graphs impressively
show the temperature drift of the O3D200 ToF camera.

Temperature Drift, Noise, and Scattering Like for any electronic measurement device
a warm-up time has to be considered in order to reach the operating temperature. The
manufacturers specify a temperature drift of 0.5 mm

K
. The warm-up time takes about

two hours with regard to the distance measurement (see Fig. 6.8(a)). In contrast, the
amplitudes are not stable before 13.5 h warm-up (see Fig. 6.8(b)). Hence, the camera
needs more than a half day to reach its operating temperature and to provide measure-
ments free from drift. The operating temperature further depends on the integration
time and on the frequency the camera is triggered with for new images. For this reason,
a constant triggering is necessary in order to ensure a constant operating temperature.
Otherwise, unsteady triggering of the camera causes measurement deviations of up to
±10 mm. That applies for all ToF cameras.

Fig. 6.9(a) plots the noise characteristic of the O3D200 device at an integration time of
500 µs. This certain integration time was chosen in order to optimally cover the working
range for the following experiments in terms of preventing saturation. Naturally, it is
possible to change the integration time during operation, but this would induce a tem-
perature drift, because the ToF camera would level out at a new operating temperature.
This is not recommended for the calibration procedure. The measurement noise almost
linearly depends on the particular distance. For the white squares it increases from ap-
proximately 1 mm at a distance of 700 mm to 5 mm at a distance of 2000 mm. By way of
comparison, Fig. 6.9(b) shows the noise characteristic of the O3D100 device at 2000 µs
integration time. The O3D100 features only 30 NIR LEDs, but it stills draws more than
the half the current of the O3D200. Although the integration time is increased fourfold,
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(a) O3D200 with 500µs
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(b) O3D100 with 2000µs

Figure 6.9: The diagrams plot the standard deviation of each pixel depending on both the individual distance
and the reflectivity of a chequerboard pattern. The black dots represent measurements of black
squares and the red dots represent measurements of white squares. The data plotted on the left
hand side was recorded with an IFM O3D200 camera with an integration time of 500 µs. The
data plotted on the right hand side was provided by an IF O3D100 at 2000 µs. Apparently, the
illumination of the O3D200 is more efficient, since the integration time is reduced by three quarters
and the noise is still far smaller.

amplitude µ σ accepted p-value

/ mm / mm

white square 140 803.1 1.3 yes 0.7492

black square 15 811.4 6.6 yes 0.9314

white square 42 1412.6 2.4 yes 0.7597

black square 5 1454.2 13.9 yes 0.3176

Table 6.6: Results of the Kolmogorov-Smirnov test for normal distribution with regard to the O3D200 measure-
ment values. The test approves normal distribution at a significance level of 0.01.

the noise is still many times larger, which shows that the illumination of the O3D200 is
more efficient.

Since the employed least-squares-based optimisation algorithm presumes measure-
ments normally distributed, the data is tested for such a distribution by means of a
Kolmogorov-Smirnov test [23]. For this purpose, at different distances with different
reflectivity 5000 distance measurements were recorded in each case. Table 6.6 lists the
results of the Kolmogorov-Smirnov test. The figures therein confirm a normal distribu-
tion with good p-values between 0.3 and 0.9 . The normal distribution is also visually
accentuated by the histograms in Fig. 6.10.

Furthermore, the O3D200 was inspected for lens flare and scattering respectively. For
this purpose, the ToF camera was moved around a plane twice. In the second run, this
plane is halfway covered with a black material, which nearly features no reflectivity.
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Figure 6.10: The diagrams plot the distance histograms of a pixel measurement. There are four histograms
for large (≈1.4 m) and close distances (≈0.8 m) as well as bright and dark amplitudes, i.e. white
and black squares of the chequerboard. Together with the Kolmogorov-Smirnov test these plots
demonstrate the normal distribution of the distance measurements.

Fig. 6.11 plots the differences in the distances depending on the viewing angle. The
differences between a distance measurement in the first run and the second run indicate
strong scattering. There is apparently a correlation of viewing angle and scattering. In
fact, the process of lens flare takes always effect and its impact primarily depends on
the strength of the signals. The incoming light is always scattered by the optics and
causes a superposition of the signals received. The effect is stronger if there is a large
spread between amplitudes and distances in the image. This is true in the event of a very
tilted viewing angle. In such a case, bright squares near to the camera affect the pixels
spanning the (black) squares that are more distant to the camera. These pixels feature
a low amplitude. As a consequence, the signal received from these weak squares is a
superposition and seems to be closer to the camera. Since this effect is not considered
in the error model, it can interfere with the calibration.
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Figure 6.11: The impact of scattering is measured by recording a plane twice. (a) and (b) display the ampli-
tude images. In (b) the plane is semi-covered. Diagram (c) plots the difference between the two
corresponding distance images. This difference is increasing to the top of the image in this case.
The difference image also well reproduces the chequerboard pattern meaning that the impact of
scattering depends on the received amplitude, whereas higher amplitudes are affected less. This
experiment is repeated from various viewpoints. Diagram (d) plots the scattering-related error over
the viewing angle. The negative errors indicate that the lens flare causes shorter distances for the
pixels in the upper sections of the image, due to the bright surfaces near to the ToF camera.
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trans σcalib

trans ∆calib
rot σcalib

rot

/ mm / mm / ◦ / ◦ / mm / mm / ◦ / ◦

A (textured wall) 9.4 3.87 2.0 0.19 0.3 3.45 0.3 0.04

B (plain wall) 10.5 3.66 1.9 0.19 1.5 4.14 0.2 0.05

Table 6.7: Evaluation of ΠE for VAR2. The figures show the deviations from the Ground Truth, which is
estimated photogrammetrically (tT

p
s) and by means of a laser scanner (wTl

c). Due to the small
resolution of the O3D200 ToF camera tT

p
s is non-reliable and so is the rotational and translational

error of the hand-eye-transformation. Compared to tT
p
s , there is possibly an error of ≈2 ◦. However,

the low standard deviation of σ
tcp
rot can also suggest that tT

p
s is erroneous. With regard to ΠD : The

FPPN is β1 ≈ 0.1 and β2 ≈ −0.4 for both sets A and B, meaning an offset between the first and the
last pixel of ≈ 14 mm.

6.5.1 Distance Calibration

The manufacturer specifies an accuracy of ±10 mm for the O3D200 device. This state-
ment correlates with the first observations of the measurement performance.

VAR1 Initially, the lateral intrinsic parameters ΠL and the extrinsic parameters ΠE

are estimated photogrammetrically. Due to the low image resolution, the image features
are hardly to localise accurately. As a consequence, the estimation of the extrinsic
parameters is unreliable. This is aggravated by the fact, that the camera has a very
narrow aperture angle of 32.1 ◦ and 40.4 ◦. By using different sets of amplitude images,
the results of ΠE deviate by ±10 mm and thus the position of the sensor on the TCP (see
also Table 6.2). Given these exterior orientations of the ToF sensor with respect to the
calibration pattern the lateral distal parameters ΠD are ascertained by keeping ΠE and
ΠL constant. This VAR1 procedure reveals a measurement deviation between -15 mm
and 10 mm, which agrees with the specifications of the manufacturer. There is primarily
an amplitude-related error (see Fig. 6.12). The measurement difference between a bright
and a dark amplitude value at the same nominal distance is ≈20 mm. For this reason, the
amplitudes are subdivided into 4 intervals (I : {[010[, [10, 20[, [20, 30[, [30, 250]}) with
the result, that 5 splines have to be identified (see Appendix Sec. 2 for more information
of the parametrisation).

VAR2 Afterwards, the ToF camera calibration was performed according to VAR2.
VAR2 comprises the simultaneous estimation of ΠD and ΠE. For this purpose, two data
sets were recorded. For data set A the calibration wall features a chequerboard pattern.
For data set B the calibration wall is barely white. Table 6.7 lists the achieved accuracy
of ΠE . The pose of the calibration plane deviates by less than 5 mm and 0.3 ◦ compared
to the Ground Truth achieved by a laser scanner. The hand-eye-transformation deviates
by ≈10 mm and 2 ◦ from the photogrammetric estimate tTp

s. Nevertheless, the correct-
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trans σtcp

trans ∆tcp
rot σtcp

rot ∆calib
trans σcalib

trans ∆calib
rot σcalib

rot

/ mm / mm / ◦ / ◦ / mm / mm / ◦ / ◦

A (textured wall) 14.8 4.28 1.6 1.20 0.3 3.57 0.2 0.05

B (plain wall) 14.4 5.64 2.6 1.32 -0.6 4.99 0.2 0.05

Table 6.8: Evaluation of ΠE for VAR3. The estimates of the calibration plane pose only changed marginally.
This is true in particular for the orientation of the plane. In contrast the estimates of the hand-eye-
transformation are different. In particular the standard deviation σ

tcp
rot is increased fivefold.

ness of these figures is not rateable, because for comparison there is only available an
uncertain photogrammetric result. One can guess that the photogrammetric result is
rather incorrect, because there is only a small standard deviation of 3 mm and 0.2 ◦ in
the hand-eye-calibration. Hence, both the fair estimate of the calibration plane and the
small standard deviation in identifying the hand-eye-transformation suggest a proper
and robust identification of ΠE. However, this can only be proved and verified with the
registration experiment later on.

VAR3 Prior to this, these data sets are also used to identify ΠL, ΠE, and ΠD by
means of VAR3. Table 6.8 lists the achieved accuracy of ΠE. The figures therein
resemble the outcomes of VAR2. The accuracy and the standard deviation with regard
to the calibration plane is similar to VAR2. In contrast, the hand-eye-transformation
and in particular the orientation of the ToF camera is calculated with a much higher
standard deviation. Compared to VAR2, tTV ARX

s has a divergence of 5 mm and 0.5 ◦,
and σtcp

rot is increased fivefold. In addition, Table 6.9 lists ΠL. By way of comparison, the
table also specifies the results of a photogrammetric calibration Π

p
L performed 6 times.

Despite employing only the range images for the identification, the intrinsic parameters
ΠL nearly equal Π

p
L. Whereas the whole sets of ΠL lie close together, the distortion

parameters of set A are noticeably different to set B.
Due to the adjustable lateral intrinsic parameters ΠL, the optimisation has additional

degrees of freedom in VAR3. This increases the probability of overfitting, primarily if
there are unconsidered side effects such as temperature drift or lens flare. Concerning
the O3D200 experiments a temperature drift can be excluded thanks to the warm-up.
However, as shown in Fig. 6.11 there is lens flare. Due to this effect the strong signal
coming from close regions or highly reflective regions particularly affects the pixels that
receive a weak signal. This effect much more emerges at the periphery of the image.
Together with the narrow aperture angles of the O3D200 camera the lens flare benefits
an overfitting. As a result, the optimisation tries to compensate for it by adjusting the
distortion parameters and shifting the extrinsic orientation of the ToF camera. In set
B there are no black squares, because the calibration plane is white. Hence, the lens
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ΠL ΠD

distortion camera matrix Ec(v)

k1 k2 αu αv u0 v0 b1 b2

Photogrammetric -0.2403 -0.6042 86.85 86.50 26.44 31.66 n.a. n.a.
(6 sets) ±0.0450 ±0.4438 ±0.66 ±0.48 ±0.39 ±1.06

A (textured wall) -0.4549 1.8156 87.07 87.35 25.59 31.40 0.04 -0.42
±0.0801 ±0.6454 ±0.67 ±0.58 ±1.15 ±2.22 ±0.04 ±0.04

B (plain wall) -0.3614 0.5366 85.93 86.08 26.15 29.55 0.12 -0.39
±0.1053 ±0.5636 ±0.93 ±0.90 ±1.42 ±2.48 ±0.05 ±0.05

Table 6.9: Evaluation of ΠL and FPPN for VAR3. Two rows are always grouped. Each group comprises the
mean values in the first row and the standard deviations in the second row for the individual attribute
of a column.

flare is distributed more uniformly in the image, but it nonetheless interferes with the
calibration.

Cross Check Evaluation by Registering Point Clouds The validity of these calibration
results is verified by means of registering point clouds according to the description in
Sec. 6.1. The setup gathering a pyramid and some spheres is recorded from different
viewpoints. The transformations yielded are a measure of the accuracy of the whole
system comprising hand-eye-calibration and ToF camera. The robot encoders can be
assumed as error free in comparison with the large ToF errors. Table 6.10 lists the
outcomes. As expected, together with the photogrammetric identification of ΠE and ΠE

the uncalibrated distance values (off-the-shelf) yield unsatisfactory results. Adjusting
the range measurements in VAR1 by keeping ΠE and ΠL constant improves the results.
However, the angular difference is still high with more than 1 ◦. This confirms the
supposition that tTp

s is erroneous, because the underlying image features were localised
at a very low resolution. In contrast, VAR2, which is the concurrent estimation of ΠD

and ΠE , provides the best results. The accuracy of VAR2 is approximately 8 mm to
10 mm and 0.6 ◦ to 0.7 ◦. In this context, the calibration without any textures provides
somewhat better results. This is also true for VAR3, which is observable in the two
rightmost columns of Table 6.10. Here, the overfitting due to the lens flare is in particular
observable for the textured calibration set A, meaning that this result is not universally
valid.

In sum, variant VAR2 yields the best results. The experiments have further shown,
that the low resolution does not plague the validity of the lateral intrinsic parameters
that were photogrammetrically identified. Although, the image features are localised
uncertainly, together with the narrow aperture angle they rather plague the hand-eye-
transformation. Hence, due to the danger of overfitting it is recommended to incorporate
image features. This can be done by initially estimating ΠL photometrically and after-
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VAR0 VAR1 1 VAR2 VAR3

∆reg
trans ∆reg

rot ∆reg
trans ∆reg

rot ∆reg
trans ∆reg

rot ∆reg
trans ∆reg

rot

/ mm / ◦ / mm / ◦ / mm / ◦ / mm / ◦

A (textured wall) 26.1 1.8 18.6 1.3 9.7 0.7 14.7 1.0

B (plain wall) 32.1 1.9 14.3 1.1 7.6 0.6 9.8 0.6

Table 6.10: The ToF camera O3D200 observes a calibration object from different viewpoints in a distance of
700 mm. The manufacturer’s calibration causes an ego-motion error of about 30 mm and 1.8 ◦. This
is basically caused by the poor photogrammetric calibration. Calibrating the O3D200 according to
VAR1, VAR2, and VAR3 improves the results.
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Figure 6.12: VAR2 Calibration Results. The leftmost diagram (a) shows the identified distance- and amplitude-
related error approximated by 5 splines. The diagram at centre (b) plots the corrected data. The
rightmost diagram (c) shows the error distribution before calibration (red) and after correction for
the measurement errors (green). The amplitude-related error is clearly recognisable because of the
bimodal distribution.

wards apply VAR2 to identify ΠE and ΠD. The calibration for set B performs somewhat
more accurate and robust. However, in the underlying data low amplitudes are solely
retrieved from distant surfaces. Thus, the range of amplitudes is not fully covered and
the calibration is only limited usable.

Fig. 6.12 shows a VAR2 calibration result for data set A. The residua (f i
v) of the raw

measurements are plotted in Fig. 6.12(a). In a nutshell, the residuum is the real distance
subtracted by the measured one. In this context, a negative residuum indicates a distance
measurement that is too large. The distance- and amplitude related error is clearly
visible from the colour-graduated dots. Using the data off-the-shelf, the measurements
are somewhat too large, primarily the measurements with low amplitudes. The graph
also comprises the splines identified to compensate for the distance- and amplitude-
related error. Fig. 6.12(b) shows the residua of the corrected measurements. The average
residuum is approximately zero. This is also visible in the histograms in Fig. 6.12(c).
There are a lot of errors between 10 mm and 40 mm, due to the lens flare. The red
histogram plots the distribution of residua before calibration. The two accumulations of
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Figure 6.13: Amplitude-related error of the O3D200 measurements. From the left to the right each row shows
the amplitude image, the original depth image, the corrected depth image as well as the original
3d surface and the corrected 3d surface. The red colour in the surface plots indicates a larger
distance than the blue colour. The surface plots prove a good performance of the calibration of
the amplitude-related error except for the margins far away. These regions are affected by the
scattering with the result that the amplitude-related error is already attenuated. Hence, there is
an over-compensation for this error, which is also expressed in the corrected depth image by an
inversely shading.

the dark and the bright measurements are clearly visible. The non-uniform distribution
due to the lens flare is demonstrated by the longer tail on the right hand side.

Fig. 6.13 illustrates the amplitude-related error. The amplitude-related error decreases
the measurements that come along with bright amplitudes. The scale between the lowest
and the highest amplitudes is approximately factor 10. As a result, there are jumps of
about 10 mm between the squares of the chequerboard, which are clearly visible in the
range images grey-scaled. Thanks to the calibration, the amplitude related error is
compensated for, which is illustrated in the third column of Fig. 6.13. The graphs on
the right hand side show the corresponding surface plots. Both the surface plots and
the range images grey-scaled prove a good performance of the compensation for the
amplitude-related error. However, the mitigation fails at the image boundaries far away.
These regions are affected by the scattering effect with the result that the amplitude-
related error is already attenuated. Hence, there is an over-compensation for this error,
which is expressed by an inversely shading in the corrected depth image (3rd column in
Fig. 6.13).

6.5.2 Photometric Calibration and Multipath Mitigation

The radiance of the O3D200 is ascertained by pointing the ToF camera at a white
wall in a perpendicular way. Given the albedo of the wall, given the orientation of the
wall, which is in fact the calibration plane of the previous step, and given the measured
distances the radiance of each pixel is computed. In fact, a pixel does not feature a
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Figure 6.14: The diagram on the left illustrates the radiance of the O3D200. The radiance is computed by
means of a wall featuring an albedo of ca. 0.9 because it is made of white wall paper. The radiance
calibration is verified by estimating the wall’s albedo from different points of view. The diagram
on the right plots the computed albedo values. The red line labels the desired value 0.9. There are
deviations up to 30 %. The radiance calibration, however, proves to be accurate for most of the
images.

radiance. Nevertheless, as described in Sec. 5.2 the illumination is assumed to be located
congruently with the principal point of the camera. Hence, one can simplify a radiance
for each solid angle, which is spanned by one particular pixel. Fig. 6.14(a) depicts the
identified radiance. In case of the O3D200 the illumination is not arranged around the
optics but located below the optics in aggregate form. For this reason, the radiance is
distributed non-uniformly alongside the image and it is stronger for the lower pixels.
Using this radiance distribution, the wall was measured again from different points of
view in order to verify the radiance calibration. The determined albedo is plotted in
Fig. 6.14(b). There are some deviations of up to 30 %, but at average the albedo is
proper estimated. The discrepancies primarily occur if the camera is pointed at the
wall with a very tilted angle. In such cases the assumption of a material’s Lambertian
reflectance does not hold.

With the outcomes of this radiance calibration the performance of the multipath
mitigation is examined. According to the test description in Sec. 6.2 the ToF camera
is moved within a scene, which is composed of some cuboids. The point clouds of
consecutive measurements are registered to each other in order to evaluate the benefit
of the multipath mitigation. The results in Table 6.11 are ambiguous. In total, the
multipath mitigation improves the pose estimation in terms of translation and rotation.
A closer look on the figures, however, shows that the multipath-related error does not
interfere with every type of motion. Moreover, the mitigation of this effect does not
improve the results in any case. There are two distinguishable types of camera motions.
In the following they are referred to as type-A and type-B motions. The dependency on
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Raw Multipath Mitigation

∆reg
trans ∆reg

rot ∆reg
trans ∆reg

rot

/ mm / ◦ / mm / ◦

All motions 14.2 0.8 9.6 0.6

Type-A motions 18.0 1.0 8.4 0.5

Type-B motions 9.1 0.5 11.3 0.6

Table 6.11: Benefit of the multipath mitigation technique on the ego-motion estimation of a ToF camera. The
underlying parameters ΠD and ΠE are achieved by means of VAR2 (see also Fig. 6.12). At average
the multipath mitigation improves the result, which is then in the range of the maximum reachable
accuracy (see Table 6.10). The motions are classifiable, which particularly finds expression in those
outcomes that are acquired without multipath mitigation.

field of

view

illuminated area

outside of the 

field of view

joined rotation and translation

Figure 6.15: Type-A Motion. The shifting in the greyish field of view is marginal. The camera can completely
span the corner from the two viewpoints. The reddish rim of the luster cone extends the camera’s
field of view, but illuminates surfaces that face away from the camera.

the type of motion is basically caused by the imperfect luster cone of the ToF camera,
which is not congruent with the field of view.

In type-A motions the shifting in the field of view is very small. Fig. 6.16 sketches a
type-A motion comprising a rotation and a translation. In this configuration the camera
completely spans the corner from the two viewpoints. The part of the luster cone, that
extends the field of view, illuminates surfaces that face away from the camera. Reflections
from these surfaces cannot distort the measurements. This permits a proper simulation
of the multipath-related error. The resulting point clouds, which are corrected on the
basis of that simulation, are consistent and the ego-motion estimation is accurate as
well.

In contrast, type-B motions cause a large shifting in the field of view that is perceived
by the camera. Type-B motions are primarily pure translations and pure rotations at
the image x-axis or y-axis. Fig. 6.16 sketches a type-B motion, i.e. a pure translation. In
the sketch on the left the visual gaze of the camera completely spans the corner. In this
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illuminated area
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but not in 
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field of

view

Figure 6.16: Type-B Motion. The shifting in the greyish field of view is significant. In the left hand configuration
the camera completely spans the corner, whereas in the right hand setting the visual gaze only
partially spans the corner. The right hand rim of the luster cone radiates the right hand part of the
corner. This unseen part of the corner, however, still interferes with the other surfaces in the scene
and deforms the measurements. This contribution is not considered by the image-based multipath
mitigation.

setting, the multipath-related error is accurately calculated similar to Fig. 6.15. After
the displacement of the camera, the visual gaze only partially spans the corner. Hence,
the multipath-related error is not computed correctly, because the unseen part of the
right hand plane still interferes with the visible part of the corner. The resulting point
clouds are inconsistent and so is the ego-motion outcome.

Multipath unequally distorts the point clouds depending on the viewpoint. For this
reason, multipath notably interferes with a registration-based ego-motion estimation. In
this context, the deformation of the point clouds influences the transformation matrix.
Fig. 6.16 illustrates a special case of a type-B motion. Assuming that the radiance of
luster cone is nearly homogeneous for the whole aperture, the multipath-related error
is equal in the two measurements. Although, the point clouds are distorted, the defor-
mation is constant. In this special case of a pure translation, the ego-motion estimation
without multipath mitigation performs better.

As a matter of fact, in type-B motions the ego-motion estimation without multipath
mitigation does not mandatory perform better. At the same time the ego-motion estima-
tion with mitigation does not mandatory perform worse. For this reason, the registration
results for type-B are nearly the same with and without the multipath mitigation.

Fig. 6.17 illustrates these issues using the example of three different motions. Each
motion is represented by two columns. The amplitude images are shown in the top
row. The centre row illustrates the multipath-related error calculated by the mitigation
approach. The bottom row illustrates the estimates of the albedo.

The bottom rows confirm a good performance of the albedo estimation. The sparse
reflective floor is almost homogeneously coloured with an albedo of ≈0.35 irrespective
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(a) type A (b) type A (c) type B

Figure 6.17: The top row displays the amplitude images. The centre row plots the estimated multipath-related
offset, which is up to 70 mm. The bottom row plots the estimated albedo of the surfaces within
the scene. Each two columns represent a particular motion. (a) joint motion of 13 ◦ rotation
at camera’s y-axis and translation in x and z of 240 mm and 150 mm. Thanks to the multipath
mitigation the error decreases from 32.5 mm and 1.7 ◦ to 8.5 mm and 0.4 ◦. (b) the camera is
rotated approximately 90 ◦ at z-axis. The error decreases from 31.1 mm and 1.6 ◦ to 6.9 mm and
0.1 ◦. (c) the camera is rather rotated 11.0 ◦ at the x-axis. The error increases from 8.1 mm and
0.7 ◦ to 33.2 mm and 1.7 ◦.

of the uneven measured amplitudes, particularly at the image boundaries. In contrast,
the albedo of the white blocks is estimated less homogeneously, eventually because of
the imperfect Lambertian behaviour of the blocks’ texture.

The two columns in Fig. 6.17(a) depict a joint motion, which is a 13 ◦ rotation at
camera y-axis and translation in x and z of 240 mm and 150 mm, respectively. In this
case the the shifting in the field of view is very small. The perceived part of the scene
is constant, but the viewing direction has changed. The multipath-related offset on the
left hand plane is increased from 40 mm to 60 mm, because after the displacement of
the camera the right hand plane is observed more frontally. The left land plane is seen
with more inclination. Due to the proper mitigation of this multipath-related error,
the registration error is reduced from 32.5 mm and 1.7 ◦ to 8.5 mm and 0.4 ◦. The two
columns in Fig. 6.17(b) depict a 90 ◦ rotation at the camera z-axis and a translation
at the camera z-axis of 200 mm. The shifting in the field of view is still small. After
the rotation the impact of the multipath gently increases, due to the plane appearing at
the bottom of the image. Here, the error is also reduced to 6.9 mm and 0.1 ◦. Finally,
the two columns in Fig. 6.17(c) demonstrate a failing multipath mitigation using the
example of a 11.0 ◦ rotation at the camera x-axis.
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(a) SwissRanger SR4000 (b) SR4000 attached to LWR-III

Figure 6.18: The image on the left displays the SR40000 ToF camera with industrial housing and characteristic
cooling ribs. The image on the right illustrates the SR4000 camera attached to the tool-center-
point of the DLR Light-Weight-Robot III as it is used in a bin-picking application. Hereby, the
ToF camera provides 3d data for object recognition and object localisation.

6.6 SR4000

The SR4000 (see Fig. 6.18) is the latest ToF camera device manufactured by the Swiss
enterprise MESA Imaging. The origin of MESA Imaging is closely linked to the German
enterprise PMDTec, because in the beginning knowledge was intensively exchanged by
the employees. In the year 2001 MESA Imaging brought to the market its first ToF
camera SR-1 featuring a resolution of 124 ×160 pixels. This device was followed by the
SR-3 or SR3000/SR3100 in 2005 coming along with a resolution of 176 ×144 pixels. The
SR4000 is the result of a permanent development process. It is designed for indus-
trial purposes and therefore features an IP40 enclosure. The main improvement of the
SR4000 is the self calibrating behaviour. By means of an optical feedback the emit-
ted light is directly led to a hidden pixel. The hidden pixel provides the reference for
zero distance. This so far unique feature guarantees for stable measurements without
temperature drift. It is the result of the thesis of Kahlmann and further described in
[59]. Moreover, the SR4000 has background light suppression and provides a number
of modulation frequencies: 60 MHz, 15 MHz, 10 MHz, 29 MHz, 31 MHz, 14.5 MHz, and
15.5 MHz, enabling simultaneous multi-camera measurements. The SR4000 comes along
with a trigger input, which allows for synchronisation with other measurement devices,
e.g. chromatic cameras, and accelerometers.

Temperature Drift, Noise, and Scattering Thanks to the optical feedback loop the
SR4000 is almost not plagued by a temperature drift as depicted in Fig. 6.19. There only
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Figure 6.19: The distance measurement of a central pixel has been recorded for 120 min. During this initial
warming phase the drift is approximately 10 mm.

amplitude µ σ accepted p-value

/ mm / mm

white square 170 449.3 1.82 no 2.2e-16

black square 20 452.0 8.30 no 2.5e-05

white square 1 1785.7 15.46 no 0.001802

black square 9 1768.8 136.77 no 5.002e-12

Table 6.12: Results of the Kolmogorov-Smirnov test for normal distribution of the SR4000 measurement values.
The test does not approve such a distribution at a significance level of 0.01.

is a minor drift, which tends to zero after about 80 min. The SR4000 camera comes along
with an integration time controller, which automatically adjusts the integration time so
as to prevent from saturation and to guarantee for optimal signal-to-noise ratios. The
integration time, which is automatically tuned, dictates the maximum frame rate of the
camera. Hence, the frame rate ranges from 20 Hz to 54 Hz for very close measurements
coming along with low integration times. In contrast to the IFM O3D200 ToF camera,
these changes during operation do not cause a temperature drift, because of the feedback
loop. Nevertheless, for the following experiments the integration time was fixed to
1000 µs.

Fig. 6.20(a) illustrates the noise characteristics at an integration time of 1000 µs. In
case of the white chequerboard squares the measurement noise almost linearly depends
on the particular distance. It increases from approximately 2 mm at a distance of 400 mm
to 20 mm at a distance of 1500 mm. As opposed to this, the dark squares cause a rather
exponential course of the curve. Here, the standard deviation increases up to more than
100 mm.
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(a) noise at 1000 µs and 30 MHz
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Figure 6.20: The diagrams plot the standard deviation of each pixel depending on both the individual distance
and the reflectivity of a chequerboard pattern. The data plotted on the left was recorded at an
integration time of 1000 µs and a modulation frequency of 30 MHz. The data plotted on the right
was recorded at the same integration time but with a modulation frequency of 15 MHz.

420 450 480
0

0.02

0.04

0.06

distance / mm

re
la

ti
v

e 
fr

eq
u

en
cy

(a) 0.4m, black

442 447 452 457
0

0.2

0.4

distance / mm

re
la

ti
v

e 
fr

eq
u

en
cy

(b) 0.4m, white

1200 1800 2400
0

0.005

0.01

distance / mm

re
la

ti
v

e 
fr

eq
u

en
cy

(c) 1.8m, black

1725 1785 1845
0

0.02

0.04

distance / mm
re

la
ti

v
e 

fr
eq

u
en

cy

(d) 1.8m, white

Figure 6.21: The diagrams plot the distance histograms of a pixel measurement. There are four histograms for
large (≈1.8 m) and close distances (≈0.4 m) as well as high and low amplitudes, i.e. white and
black squares of the chequerboard. As stated by the Kolmogorov-Smirnov test in Table 6.12, the
histograms do not confirm a normal distribution. On the one hand, there are curious agglomerations
in several bins. On the other hand, in histogram (b) one bin is apparently not filled.

The employed optimisation algorithm presumes measurements normally distributed.
The data is tested for such a distribution by means of a Kolmogorov-Smirnov test on that
account. For this purpose, 5000 distance measurements were recorded at different dis-
tances with different reflectivity. Table 6.12 lists the results of the Kolmogorov-Smirnov
test. Surprisingly, the tests are all negative. The histograms in Fig. 6.21 illustrate
this fact. There are curious agglomerations in several bins, and a bin is apparently not
filled. Besides the optical feedback loop the manufacturer also provides some hidden
techniques These techniques compensate for the amplitude- and distance-related error.
The deviation from the normal distribution is most probably caused by this built-in
post-processing methods. Unfortunately, these methods cannot be turned off in order
to access the raw data.
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Figure 6.22: The impact of scattering is measured by recording a plane twice. (a) and (b) display the amplitude
images. In (b) the plane is semi-covered. Diagram (c) plots the difference between the two corre-
sponding distance images. This difference is increasing to the left hand margin of the image in this
case. In contrast to the O3D200 camera, the effect of scattering is at a level, where the difference
image does not really reproduce the chequerboard pattern. There are only some connected regions,
which are probably traced to the pattern. This experiment is repeated from various viewpoints.
Diagram (d) plots the scattering-related error over the viewing angle. The negative errors indicate
that the lens flare causes shorter distances for the pixels in the left hand sections of the image, due
to the bright surfaces near to the ToF camera.

Furthermore, the SR4000 camera was inspected for lens flare and scattering respec-
tively. For this purpose, the camera was moved twice around a plane. In the second run,
this plane is halfway covered with a black material, which features nearly no reflectance.
Fig. 6.22 plots the differences in the distances depending on the viewing angle. The
camera optics of the SR4000 is still plagued with scattering effects going up to 20 mm.
However, in contrast to the O3D200 ToF camera this effect is less marked. For instance,
at a viewing angle of 50 ◦ the scattering causes distortions of circa 15 mm. At this
orientation the O3D200 measurements are error-prone of the order of 45 mm.
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Figure 6.23: (a) illustrates the result of a VAR1 calibration on data set A. Given the exterior orientations of the
ToF sensor with respect to the calibration pattern (provided by the photogrammetric approach) the
distal intrinsic parameters ΠD are ascertained by keeping ΠE and ΠL constant. Corresponding
with the specifications of the manufacturer the measurements are already accurate. The splines
meander at the zero level, but there is still a small amplitude-related error. (b) illustrates the
result of a VAR3 calibration on data set A. The splines are more jumbled. (c) plots the residua
after correcting the measurements with the parameters identified by VAR3.

6.6.1 Distance Calibration

Similar to the O3D200 device the manufacturer specifies an accuracy of ±10 mm for
the SR4000 ToF camera. This statement correlates with the first observations of the
measurement performance. For this purpose, two data sets one of a chequerboard pattern
(A) and one of a barely white wall (B) were recorded.

VAR1 Initially, the lateral intrinsic parameters ΠL and the extrinsic parameters ΠE are
estimated photogrammetrically. Thanks to the increased image resolution, the features
of the chequerboard pattern are localised more precisely compared with the O3D200
camera. Although, the SR4000 device has a very narrow aperture angle of 38.5 ◦ and
31.8 ◦ the results of ΠE only marginally deviate by ±4 mm and 0.1 ◦ (see also Table 6.2).
As a consequence, the photogrammetric estimation of the extrinsic parameters (tTp

s)
is assumed to be reliable and the Ground Truth respectively. Given those exterior
orientations of the ToF sensor with respect to the calibration pattern and by keeping
ΠE and ΠL constant the lateral distal parameters ΠD are ascertained. The splines in
Fig. 6.23(a) meander at the zero level, indicating a measurement deviation of ±3 mm.
This agrees with the specifications of the manufacturer. Moreover, the amplitude-related
error is less marked. There is only a little difference between low and high amplitudes
of about 4 mm. This indicates that the in-built processing methods also compensate for
the amplitude-related error.

VAR2 Calibrating the ToF camera according to VAR2 comprises the simultaneous esti-
mation of ΠD and ΠE. Table 6.13 lists the results of the VAR2 calibration experiments.
Due to the increased resolution of the SR4000 photogrammetric results (tTp

s) can serve
as a benchmark. Compared to this benchmark, VAR2 does not provide very accurate re-

116



6 Experiments and Results

t
Ts

w
Tc

∆trans σtrans ∆rot σrot ∆trans σtrans ∆rot σrot

/ mm / mm /◦ /◦ / mm / mm /◦ /◦

Set A (textured, I1) 15.2 2.78 0.8 0.12 8.7 3.73 0.1 0.05

Set A (textured, I0) 19.9 4.31 1.0 0.18 2.7 4.10 0.1 0.09

Set B (plain, I0) 12.3 1.57 0.5 0.05 8.3 2.33 0.1 0.02

Table 6.13: Evaluation of ΠE for VAR2. The figures show the deviations from the Ground Truth, which is
estimated photogrammetrically tT

p
s and by means of a laser scanner wTl

c. With regard to ΠD : The
FPPN is only distinctive with β2 ≈ 0.7 for both sets A and B, meaning there is an offset between
the first and the last pixel of ≈ 10 mm.

sults. The rotational errors of the estimated transformations are between 0.6 ◦ and 1.0 ◦

and the translational errors are about 15 mm to 20 mm. However, the pose of the cali-
bration pattern identified is more accurate. The deviation is only up to 10 mm and 0.1 ◦.
There is a difference between the results of the plain and the textured wall. The textured
data was processed twice: First, the amplitudes were not subdivided and there is only
one interval: I0 : {[5, 255]} (see Appendix Sec. 3 for more information of the parametri-
sation). Second, the amplitudes were subdivided into five intervals: I1 : {[5, 10[, [10, 20[,
[20, 30[, [30, 40[, [40, 255]}. These parametrisation yields slightly better results in terms
of the hand-eye-calibration. Although, there is only a small amplitude-related error it is
necessary to consider several intervals. Anyway, the results are still worse compared to
the untextured data. The data set B of the plain wall allows for a more valid calibration.

VAR3 The two data sets are further used for identifying ΠL, ΠE, and ΠD by means
of VAR3. Table 6.14 lists the achieved accuracy of ΠE. The figures therein resemble
the outcomes of VAR2 presented before. The outcomes are worse and jitter more inten-
sively, because of the degrees of freedom additionally given. For both sets A and B the
deviations of tTV ARX

s and wTV ARX
c are increased. The results of the textured and plain

data are more inconsistent. Again, considering several amplitude intervals increases the
validity of the calibration of set A.

This issue is also reflected in the lateral intrinsic parameters ΠL listed in Table 6.15.
By way of comparison, the top row of Table 6.15 specifies the photogrammetric results.
The best results are achieved based on the plain data set B. Here the scale of the camera
and the principal point are well identified. In contrast, the scale of the textured data
set, that considers only one amplitude interval, widely differs from the photogrammet-
ric results. The principal point also differs, which can explain the stronger rotational
deviation of the hand-eye-transformation. Due to the low aperture angle the inaccurate
scale can be compensated for with the translation in the viewing direction of 76 mm.

117



6 Experiments and Results

t
Ts

w
Tc

∆trans σtrans ∆rot σrot ∆trans σtrans ∆rot σrot

/ mm / mm /◦ /◦ / mm / mm /◦ /◦

Set A (textured, I1) 15.4 8.20 0.9 4 0.29 9.3 4.80 0.1 0.04

Set A (textured, I0) 76.1 10.16 1.7 0.42 -2.0 4.76 0.1 0.06

Set B (plain, I0) 28.4 12.57 0.7 0.15 10.5 3.39 0.1 0.02

Table 6.14: Evaluation of ΠE for VAR3. Accompanied by a large error in tTs identified the distance of the
calibration plane is more inexact. There is an deviation of up to 23 mm. In contrast, the orientation
of the calibration plane is still very accurate with an error of 0.1 ◦.

ΠL ΠD

distortion camera matrix Ec(v)

k1 k2 αu αv u0 v0 b1 b2

Photogrammetric -0.8670 0.6261 251.72 251.65 87.56 69.63 n.a. n.a.

Set A (textured, I1) -0.8801 0.9379 255.4 255.0 85.9 71.0 0.004 -0.069
0.0348 0.1544 3.1 3.0 0 0.96 0.82 0.004 0.006

Set A (textured, I0) -0.8842 1.0199 273.8 270.96 83.49 73.60 0.016 -0.061
±0.0807 ±0.2963 ±2.30 ±3.08 ±1.87 ±1.70 ±0.006 ±0.010

Set B (plain, I0) -0.8785 0.8119 246.89 248.34 87.28 69.03 -0.020 -0.061
±0.0416 ±0.1260 ±3.74 ±3.62 ±0.48 ±0.67 ±0.007 ±0.004

Table 6.15: Evaluation of ΠL and FPPN for VAR3. The second row and the last row widely differ from the
photogrammetric calibration (given in the first row).

Cross Check Evaluation by Registering Point Clouds These outcomes admittedly in-
dicate that the VAR2 and VAR3 calibration fails. In order to considering it in all its
bearings, the quality of these calibration results is verified by means of registering point
clouds according to the description in Sec. 6.1. The transformations yielded are a mea-
sure of the accuracy of the whole system comprising the hand-eye-transformation and
the ToF camera. The robot encoders can be assumed as error free in comparison with the
ToF camera. Table 6.16 lists the outcomes. The magnitude of the residual transforma-
tions are all within the same range. In case of VAR0 the distance measurements are left
as provided by the manufacturer and the hand-eye-transformation is ascertained pho-
togrammetrically. The results of VAR0 prove the off-the-shelf accurate measurements
of the SR4000. The registration error is 8 mm and 0.5 ◦. This result is also achieved by
using the VAR1 calibration, but in case of set B, which lacks the textured pattern, the
outputs are slightly worse. Contrary to this, if applying the plain wall as a calibration
standard, VAR2 yields somewhat better results when registering the point clouds.

The results show, that although the hand-eye-calibration yields inaccurate results,
this is not really reflected in the registration outcomes. The reason is, that the hand-
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VAR0 VAR1 VAR2 VAR3

∆reg
trans ∆reg

rot ∆reg
trans ∆reg

rot ∆reg
trans ∆reg

rot ∆reg
trans ∆reg

rot

/ mm / ◦ / mm / ◦ / mm / ◦ / mm / ◦

Set A (textured wall) 7.6 0.5 7.3 0.5 8.1 0.7 9.2 0.8

Set B (plain wall) 7.9 0.5 9.2 0.9 5.5 0.6 8.4 0.8

Table 6.16: The ToF camera observes a calibration object from different points of view in a distance of 700 mm.
The manufacturer’s calibration causes an ego-motion error of about 8 mm and 0.5 ◦ and proves to
be accurate. Calibrating the SR4000 according to VAR1, VAR2, and VAR3 does not necessarily
improve the results. In particular, using the untextured calibration standard causes mixed results.

eye-transformation is only inaccurate since the camera is slightly shifted in the viewing
direction, but the calibration plane is well identified. Hence, the distance measurement
is reasonably corrected, and the point clouds measured are still well aligned.

Summing up, Table 6.16 shows that a distance calibration of the SR4000 is obviously
not necessary. The experiments have shown, that the low resolution does not plague the
validity of ΠL and ΠE identified photogrammetrically. For some reason the variants
VAR2 and VAR3 do not perform robustly on this data, although the data features a
higher quality. In contrast to the IFM O3D200 the SR4000 data is less noisy. There
is also fewer scattering and it is already well calibrated. The SR4000 camera provides
distance values already pre-processed, which is eventually the basic issue and shows up
two effects: First, one can not assume a normal distribution as shown by the Kolmogorov-
Smirnov test. Second, the manufacturer’s calibration most probably applies look-up
tables leading to a discontinuous distribution of the remaining amplitude- and distance-
related error. For this reason, the splines identified look jumbled. They cannot perfectly
approximate the error distribution and the optimisation gets stuck in local minima. As
consequence, at best it is recommended to solely identify ΠL and ΠE photometrically
and leave the distance measurements as they are provided. For this reason, the following
experiments are based on such a VAR0 calibration.

6.6.2 Photometric Calibration and Multipath Mitigation

Before investigating the multipath mitigation technique the SR4000 camera is calibrated
photometrically. For this purpose, the camera is directed towards a plain wall, whose
albedo is known. In this case a white wall with an albedo of 0.9 serves as a standard.
Together the distance image and the amplitude image allow for pixel-wise computation
of the radiance according to Eq. 5.8. The Fig. 6.24(a) displays the radiance map of the
SR4000 at an integration time of 1000 µs. In a verification step the camera is turned
towards the plain wall from different points of view and the albedo is computed on the
basis of the radiance map identified before. Fig. 6.24(b) plots the verification results.
Except for some outliers the mean albedo of the verification images is approximately 0.9

119



6 Experiments and Results

 

 

130

135

140

145

150

(a) radiance map

5 10 15 20 25
0

0.5

1

1.5

image

al
b

ed
o

(b) verification

Figure 6.24: (a) illustrates the identified radiance of the SR4000 illumination. (b) plots the results of a cross
check. The albedo of the wall is estimated from different points of view. Although, there is a
deviation in the first 15 images of up to 0.3, the radiance calibration proves to be accurate for most
of the images.

indicating a reasonable photometric calibration. The discrepancies primarily occur if
the camera is pointed at the wall with a very tilted angle. In such cases the assumption
of a material’s Lambertian reflectance does not hold.

Corner Experiments First and foremost, the performance of the proposed multipath
mitigation approach was evaluated in a basic scene configuration by arranging two planes
meeting at a certain angle. Table 6.17 lists the results. The multipath-related error
depends on both the angle between the planes and the angle between plane and camera.
First, a narrow angle of the opposing walls increases the effect. Second, a small angle
between plane and camera (meaning that the camera sheers up to the plane) causes a
large multipath-related error. In such a case the ratio of directly and multiply reflected
light is disadvantageous. The outcomes in Table 6.17 confirm a sufficient performance
of the multipath mitigation algorithm, since the error is decreased at least by half.

Fig. 6.25 illustrates two different corners. Obviously the multipath-related error de-
pends on the viewing angle with respect to the surfaces. The lower the viewing angle (the
more perpendicular) the lower the multipath-related error. In this case the amount of
directly received light is many times larger than the amount of indirectly received light.
However, the multipath-related error does never completely disappear. For this reason,
it was not sufficient to only use perpendicular measurements in certain applications for
preventing this error source.

Fig. 6.25 as well demonstrates the performance of the multipath mitigation. The
distances are partially corrected (black dots) and congruent with the actual position of
the plane (green line). Admittedly, the shape of the corner is still distorted and there are
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Angle btw. Planes Angle btw. Plane Multipath-related Correction Rate of
and Camera RMS Error RMS Error Improvement

/ ◦ / ◦ / mm / mm / %

71.2 30.8 106.6 24.4 77

71.2 39.3 88.4 38.1 56

90.9 63.0 42.7 27.2 36

90.9 27.9 91.4 26.6 71

91.5 73.1 36.3 21.4 41

91.5 18.4 112.2 15.6 86

94.4 55.5 51.1 23.7 53

94.4 39.6 67.7 17.6 74

107.1 51.3 45.8 16.8 63

107.1 55.8 42.3 17.9 57

Table 6.17: Two planes are arranged and meet at a certain angle ranging from 71 ◦ to 107 ◦. Also the angle
between camera and plane is varied. The lower is the angle between the planes and between camera
and plane, the higher is the resulting multipath-related error. Applying the multipath mitigation
approach decreases the error at least by half.

some new artifacts. There are two reasons: On the one hand, the algorithm is sensitive to
the noise in the distance measurements, which primarily affects the normal computation
and consequently the estimation of the multipath. On the other hand, the surface
material does not perfectly behave as a Lambertian emitter. Hence, the assumptions
do not perfectly meet the material characteristics resulting in imperfectly computed
multipath. As a result, there are regions in the image, where the multipath component
is estimated too large. This crosstalk is very obvious also in the corresponding error
maps. In Fig. 6.25(a) the two error maps are very similar. In contrast, in Fig. 6.25(b) a
strong overshot in the centre is visible.

Multi-Frequency Measurements In Sec. 5.4 multi-frequency measurements were dis-
cussed. Since the multipath-related error not only depends on the strength of the inter-
fering signal but also on the modulation frequency, measurements at two different fre-
quencies may reveal such a multipath-related error. This theory is tested with a simple
experiment. Fig. 6.26 illustrates the results of a corner arrangement. The multipath-
related error is very high, but the differences between two multi-frequency measurements
are lower. They do not correlate with the distribution of the multipath-related error.
Solely, the areas without any multipath are perceivable in the diagram.

Contrary to this, in Fig. 6.27 ambient light, which was reflected by the vicinity, comes
back to the receiver. Due to the low amplitude the impact is very low. However, the
longer distance of such an additional signal provokes larger angle distances in case of
different modulation frequencies. For this reason, the differences of two measurements
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(a) (b)

Figure 6.25: In each case the diagram sketches a cross section of a range measurement of a corner. The principal
point of the camera is congruent with the origin and so is the z-axis with the viewing direction. The
dots mark the true position of the corner achieved by a laser scanner (green), the multipath-related
measurement (red), and the corrected measurement (black). Two error maps are plotted on each
right hand side of the cross section. The top error map depicts the distribution of the multipath-
related error, which is computed by comparing the true measurement from a laser scanner with the
ToF measurement. The bottom error map visualises the multipath-related interference estimated.

(a) multipath error (b) difference 15MHz-60MHz (c) simulation

Figure 6.26: Multi-Frequency Measurement of a corner arrangement. The left hand image shows the true
multipath-related error yielded at 30 MHz modulation frequency. By way of comparison, the image
on the right shows the simulated multipath-related error, which approximates the true error distri-
bution. Two additional measurements at 60 MHz and 15 MHz modulation frequency are recorded.
The difference between these measurements is illustrated in the centre image. From the theory,
zero pixels (green) indicate that there is no multipath-related error. This corresponds with the gap
in the middle and the periphery of the image. Against this, there is no proportional correlation
between the multipath error and the difference of two multi-frequency measurements.

are much higher and observable in Fig. 6.27(c). In this particular case, the mean er-
rors at difference modulation frequencies vary between -33 mm (15 MHz) and 11 mm
(60 MHz), although the camera was well calibrated for all modulation frequencies (as
above described).

Registration Experiments The benefit of the multipath mitigation approach is evalu-
ated in a more application-driven experiment according to the experiment description
in Sec. 6.2. From Table 6.16 the mean reachable accuracy in ego-motion estimation
is approximately 8 mm and 0.5 ◦. Due to the multipath interference this accuracy is
decreased to 11.5 mm and 0.6 ◦ as listed in Table 6.18. Applying the multipath compen-
sation slightly improves the accuracy to 9.8 mm and 0.4 ◦. Classifying the motions as
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(a) amplitude image (b) multipath error (c) difference 15MHz-60MHz

Figure 6.27: Multi-Frequency Measurement of a plane. The arrangement is depicted in the left hand image.
The centre image shows the multipath-related error at an measurement of 30 MHz. There is an
error between 10 mm and 20 mm and the chequerboard pattern is well perceivable. The difference
between two additional measurements at 60 MHz and 15 MHz shown in the right hand diagram.
In contrast to Fig. 6.26 the differences are higher although the multipath-related error is lower.

Raw Multipath Mitigation

∆reg
trans ∆reg

rot ∆reg
trans ∆reg

rot

/ mm / ◦ / mm / ◦

All motions 11.5 0.6 9.8 0.4

Type-A motions 12.2 0.7 8.3 0.4

Type-B motions 9.9 0.5 13.4 0.6

Table 6.18: Impact of the multipath mitigation technique on the ego-motion estimation. The underlying param-
eters ΠD and ΠE are achieved by means of VAR0. At average the multipath mitigation improves
the result, which is in the range of the maximum reachable accuracy (see Table 6.16). The motions
are classifiable, which particularly finds expression in the outcomes without multipath mitigation.

proposed in the experiments with the O3D200 camera shows the same ambiguous im-
pression. The so-called type-B motions comprise pure translations and pure rotations at
the image x-axis and y-axis. These motions are better processed without multipath miti-
gation. For the so-called type-A motions the positive impact of the multipath mitigation
is clearly evident.

Fig. 6.28 depicts two examples of a successful and a failed multipath mitigation. The
bottom row illustrates the reasonable estimation of the albedo. Even the variation of
the background intensity due to the shadowing of the blocks is well translated into a
uniform floor albedo of ≈0.35 . This value complies with the albedo acquired in the
O3D200 experiments.

The left hand example in Fig. 6.28(a) illustrates a type-A motion, which is a joined
rotation and translation. The ego-motion estimation error is 20.5 mm and 0.9 ◦ because
of multipath interference. Thanks to the mitigation approach the error is reduced to
11.3 mm and 0.6 ◦. The centre row shows the outcomes of the multipath simulation. The
camera gazes at the left hand plane with large inclination from the initial viewpoint. This
causes a large multipath-related error of ≈70 mm. The multipath-related error at the
right-hand plane is below 10 mm, because the viewing angle is nearly perpendicular. This

123



6 Experiments and Results

(a) successful type-A motion (b) failed type-B motion

Figure 6.28: Two examples of a successful (a) and a failed multipath mitigation (b). The left hand side (a)
depicts a joint motion composed of a 26.7 ◦ rotation at the y-axis and a 430 mm translation at the
x-axis of the camera. The right hand side (b) describes a 200 mm translation at the x-axis of the
camera. Both the multipath-related error (second row) and the albedo estimation (bottom row)
are reasonable. Even the variation of the background intensity due to the shadowing of the blocks
is well translated into a uniform floor albedo of ≈0.35 . As a result, in (a) the registration error of
20.5 mm and 0.9 ◦ is reduced to 11.3 mm and 0.6 ◦. However, in (b) the error of 14.3 mm and 0.8 ◦

is increased to 33.4 mm and 1.3 ◦.

dependency of the viewing angle corresponds tho the outcomes of the corner experiments
listed in Table 6.17. At the consecutive viewpoint, the camera gazes at the two surfaces
with equal incident angles. As a result, the multipath-related error is distributed more
homogeneously with ≈40 mm.

The example Fig. 6.28(b) on the right illustrates a pure translation in the manner of
type-B. Here, error of 14.3 mm and 0.8 ◦ is increased to 33.4 mm and 1.3 ◦. In comparison
to the initial viewpoint, the ToF camera does not perceive the complete surface of the
block on the right. The luster cone of the ToF camera, however, still radiances this
block. This block still interferes with the whole scene, but it is not considered by
the multipath mitigation. The algorithm underestimates the influence of this block.
Consequently, there is nearly no multipath-related error identified on the left hand block.
The proportions of the scene are slightly distorted and the registration yields worse
results.
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(a) bare circuit board of the PMDCamBoard (b) prototypical housing attached to the robot

Figure 6.29: ToF camera PMDCamBoard. Fig. (a) depicts the bare circuit board of the PMDCamBoard. The
camera comes with a clip for attaching it to the display for instance. In this vein the camera is
applied for gesture recognition or face tracking purposes. The camera holds two LEDs, which are
well apparent due to the scattering lenses on top of them. Fig. (b) depicts the camera attached
to the gripper of DLR light-weight robot LWR-III within a bin-picking scenario. The prototypical
housing is designed for this application.

6.7 PMDCamBoard

The PMDCamBoard device might be regarded as the little brother of the so-called PMD-
CamCube. As for the PMDCamCube, the core is an imaging sensor with a resolution
of 207 × 204 pixels. So far, this is the resolution maximally available (spring 2011) for
Lock-In ToF cameras. The PMDCamBoard is supplied with power via the USB con-
nection. It is very tiny in comparison with the PMDCamCube. The PMDCamBoard
sizes 90 mm × 40 mm × 30 mm. Hence, the PMDCamBoard is well suited for robotic
applications, even though it was originally designed for the consumer market. Its nature
allows for both attaching the sensor to the TCP of a robot and operating it on a mobile
platform where it impresses with low power consumption. Admittedly, the illumination
power is only 2.5 W at maximum, which is a tenth in comparison with the PMDCam-
Cube. For this reason, the data is more noisy and the reasonable measurement range
is limited to 2.5 m as specified by the manufacturer. The maximum integration time is
16000 µs. The modulation frequency of 20 MHz is fixed.

As done with the O3D200 and the SR4000 devices, the performance of the calibration
techniques proposed (VAR1, VAR2, VAR3) and the impact of the multipath mitigation
have been investigated. The experiments with the PMDCamBoard have yielded similar
results. On the one hand, the calibration approach based on the range images only
yields sufficient results with VAR2 (see the Table 1 in the Appendix). In VAR3 it
does not work robustly and provides very erroneous results (see the Table 2 in the
Appendix). Just like the other ToF devices examined before, the PMDCamBoard is
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(a) (b) (c) (d) (e)

Figure 6.30: Selection of the used amplitude images used for the calibration experiments. A data set comprises
30 distance and amplitude images recorded at the aforementioned positions. Each image was
averaged over a number of 100 measurements.
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Figure 6.31: The distance measurement provided by the central pixel is plotted. On the one hand the measure-
ment noise is illustrated (blue curve). The red line depicts the mean of 100 values. At 35 min and
15 min a jumping drift is observable whose cause is not explainable.

plagued with lens flare, which strongly interferes with the calibration process. The
undersized illumination aggravates this effect so as to the scattering stronger affects the
image boundaries. Fig. 6.30 shows a selection of the amplitude images for the calibration
and demonstrates the poor illumination. Furthermore, the PMDCamBoard is plagued
by temporal noise being the result of the USB power supply (see Fig. 6.31). This effect
additionally interferes with the calibration approaches VAR2 and VAR3. Thanks to
the large resolution of the imaging device and the wider opening angle (58.4 ◦×57.7 ◦) a
photogrammetric identification of ΠL and ΠE is quite accurate and reliable. For this
reason, it is recommended to calibrate the camera with the support of the image features
provided by a chequerboard pattern according to VAR1.

The multipath mitigation approach proves to work plausible for the PMDCamBoard.
This is understood by the corner and ego-motion experiments. A closer discussion of
these results is not given in this section, because they were already exemplified for the
other two cameras in the sections before. The radiance map of the PMDCamBoard and
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(a) noise at 1300 µs (b) noise at 12000 µs

Figure 6.32: Noise characteristic of the ToF camera PMDCamBoard. The left hand side diagram plots the
standard deviations at an integration time 1300 µs. The right hand side diagram plots the standard
deviations at 12000 µs. The higher integration time widens the working range, but at the same
time for the close distances the white chequerboard squares are not measurable due to saturation.

a tables with the outcomes of the corner experiment are put into the Appendix of this
thesis. In the following, the description of the results with regard to the PMDCam-
Board is limited to some special observations in the error characteristics. Furthermore,
a different application of the multipath mitigation approach is described.

Error Characteristic and Calibration The PMDCamBoard was inspected for unsys-
tematic error characteristics, comprising temperature drift, saturation, dark current and
noise. Because of the USB power supply, which can provide maximally 2.5 W, there is
a strong noise particularly at higher distances and low integration times. Fig. 6.32 il-
lustrates the noise characteristic of the PMDCamBoard for two integration times. After
switching on the device the camera electronics and in particular the LEDs are warming
up. During this warm-up period the distance measurement has a temperature drift (see
Fig. 6.31) which converges after about 60 min to 120 min. The length of this period de-
pends on the operation mode, i.e. integration time and the read-out frequency. However,
the PMDCamBoard provides unstable measurements. In Fig. 6.31 sudden changes of
the drift are observable that primarily are associated with the undersized power supply.
Hence, if two sets of calibration images are recorded directly one after another, they can
show deviations of several millimetres from each other. This behaviour strongly inter-
feres with the calibration procedure. It primarily deteriorates the outcomes of VAR3.

Since there is no in-built calibration or pre-processing the PMDCamBoard allows for
directly accessing the raw data. The PMDCamBoard exhibits the typical ToF camera
measurement errors, such as the distance- and amplitude-related error and the Fixed-
Phase-Pattern-Noise (FPPN). For example, Fig. 6.33 illustrates the amplitude-related
error and the FPPN. The distance-related error is better recognisable in Fig. 6.34(a).
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(a) ampl.-rel. error
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Figure 6.33: (a) The amplitude related error is quite good recognisable in the range image of a chequerboard
pattern. (b) The range image colour coded discloses the particular segments, which are controlled
in parallel. Thus, there is a fixed phase pattern (FPPN). (c) The FPPN identified suggests the
assumption that the first and the third as well as the second and the fourth column/segment are
controlled in parallel. Hence, there is an offset of up to 0.12 m.

As mentioned before, the calibration variants VAR2 and VAR3 do not prove to work
robust and reliable for the PMDCamBoard. For this reason, a distance calibration and
thus the identification of ΠD is recommended according to VAR1.

Fig. 6.34 shows the result of a VAR1 PMDCamBoard calibration. The exterior orien-
tation of the camera ΠE and the lateral intrinsic parameters were identified photogram-
metrically. By holding these specific values fixed, the parameter set ΠD was identified.
In this case ΠD comprises 10 amplitude intervals and thus 11 splines as well as the at-
tributes for the four FPPN segments. Altogether ΠD comprises 24 parameters. Fig. 6.35
demonstrates the compensation for the amplitude-related error.
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Figure 6.34: VAR1 calibration result. (a) plots the residua before applying the calibration and the splines
identified. The different colours mark data that is subdivided into the amplitude intervals. Mea-
surements with high amplitudes (orange) are more distant than those with low amplitudes (blue).
(b) the correction for these errors reduces the residua. (c) the relative frequency of the uncalibrated
(red) and calibrated data (green). The two accumulations in the red histogram again reveals the
amplitude-related error.
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(a) ampl.-rel. error (b) correction (c) cross section

Figure 6.35: (a) shows the raw distance image, wherein the chequerboard pattern is observable. Contrary to the
O3D200 the brighter squares have a larger distance than the darker ones. (b) shows the corrected
range image and the pattern is vanished. (c) clarifies the improvement by means of a cross section
through the measurement. There is a difference of 2 cm between the squares (red point cloud).
The green points depict the corrected measurement, wherein the pattern is no longer observable.

Multipath Mitigation The PMDCamBoard is also calibrated photometrically by di-
recting the camera towards a plain wall, whose albedo is known. The radiance map and
the results of the verification are illustrated in Fig. 1 in the Appendix Sec. 4. Besides
the corner experiments, the impact of multipath in bin-picking applications is evaluated.
Thanks to the wider opening angle, the PMDCamBoard is suited for the inspection of a
bin at closer distances. Fig. 6.36 demonstrates the impact of the multiple reflections to
the distance measurements. The NIR light is multiply reflected within the box. For this
reason, the box appears to be bulgy and deeper. This can interfere with path planning
algorithms. For instance, the free space is assumed to be free, but in fact it is occupied
by the side walls of the box. Furthermore, the volume seems to be larger. This effect
has to be considered in applications where the ToF camera serves as a liquid level indi-
cator for instance. In this case, the empty box would offer a volume of approximately
0.0555 m3 instead of the real volume of 0.0315 m3.

(a) amplitude image (b) distance image (c) correction A (d) correction B

Figure 6.36: (a) and (b) show the amplitude and the distance image of a box sizing 345 × 300 × 300 mm. The
floor of the box has a distance of approximately 600 mm. In (c) and (d) the red points illustrate
the measured distance values. Due to the multipath the box appears broader and deeper. The
true size of the box is shown by the green lines. For instance, the floor is 2 cm below the true floor.
Thanks to the multipath mitigation, the floor is shifted to the accurate position. The shape of the
box is partially adjusted (black points). In (c) the multipath mitigation also works with objects
lying inside the bin.
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6.8 Conclusion

The agenda of this thesis is twofold: First, the thesis explores a model that comprises
all systematic ToF camera errors and allows for estimating the associated parameters
(lateral intrinsic, distal intrinsic and extrinsic) with a robust calibration method that
basically relies on the distance data. Second, it proposes a model, which describes
the multipath related error in ToF measurements, and which allows for mitigating this
interference or at least highlighting the occurrence in a post processing step. Within
this chapter the theoretical considerations explained in Chapter 4 and in Chapter 5 have
been examined experimentally. These experiments were performed with regard to the
following aspects:

1. Is the error model suited to improve the accuracy?

2. Is it feasible to identify all desired parameters in a non-feature-based approach
only by means of the range images?

3. Is the multipath model suited to improve the accuracy?

Admittedly, only the first and the last question can be answered in the positive.

1. Question First of all, the experiments have shown, that ToF cameras still provide
defective measurements. That does not mean, that in general the calibration performed
by the manufacturers is inaccurate. Some manufacturers took effort in order to improve
the quality these devices, such as is the case of the SR4000 ToF camera. The error
characteristic and so the measurement accuracy, however, changes with a number of
factors, such as the integration time, the modulation frequency and the frame rate. Those
factors are primarily defined by the working range, the sensor is operated in. Practically,
it is not reasonable for the manufacturer to provide for all these contingencies. For
instance, if the ToF camera is operated only in a specific measurement range at limited
integration times, namely at the TCP of a robot, it is not necessary to calibrate the
sensor for all eventualities. Calibrating the ToF camera with respect to all contingencies
becomes a very tedious process. For this reason, the manufacturers make compromises
and the ToF devices mostly feature an incomplete calibration.

For instance, the enterprise Mesa Imaging prepares its SwissRanger cameras for a
dedicated set of modulation frequencies. Hence, the SR4000 comes along with a good
accuracy, if the user does not change the modulation frequency. The O3D200 camera
is obviously calibrated only for bright amplitudes and only the distance-related error
is considered. It is still plagued by an amplitude-related error (see Fig. 6.13). The
PMDCamBoard is provided without any calibration, because it is rather made for the
purpose of entertainment, e.g. gesture recognition. This experience has shown, that there
is a necessity to calibrate the ToF cameras. It is rather useful and more effective, to make
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a convenient calibration procedure available to the user. In doing so, it is favourable to
set-up the sensor for the dedicated workspace and to optimise its performance.

The error model, proposed in this thesis, describes the basic phenomena of a ToF
camera. As discussed in the Chapter 3 these phenomena are widely known. The ex-
periments have shown, that the presented calibration approach compensates for these
effects. As a result, the measurement accuracy is crucially enhanced, in particular in the
case of the O3D200 device and the PMDCamBoard camera. In spite of that, the error
model is an approximation and simplification. Thus, the model is not able to completely
describe the measurement errors. Generally, it is not possible to completely eliminate
the measurement deviation with reasonable effort, notably with regard to the underlying
data and the calibration hardware required. As a rule, the more complex the error model
the more data has to be collected in order to identify the parameters. Furthermore, the
optimisation will get more prone to errors in terms of over-fitting and local minima. The
rather elementary error model applied in this thesis features an advantage: It is based
on a limited number of parameters and complies with various devices manufactured by
different enterprises.

Furthermore, the ToF camera needs a lateral intrinsic calibration and, in the robotic
context, an extrinsic calibration. Usually, these kinds of calibration are managed by
means of image feature correspondences and a calibration pattern. The shape of the
pattern and the image features basically support the identification of the image dis-
tortion. The known size of a pattern is required to estimate the scale of the image
projection. By all means, the ToF camera is an imaging device, but there are slightly
different premises. First, the ToF camera devices feature a low resolution, which impedes
the precise localisation of image features. Second, the ToF camera features an additional
sensor modality, which can support the estimation of the lateral intrinsic parameters,
such as the projection scale.

2. Question Hence, the second aspect of this thesis is the simultaneous identifica-
tion of all parameters based only on the range and amplitude images without feature
extraction. For this purpose, the ToF camera error model is embedded into an optimi-
sation scheme, which considers the lateral intrinsic and extrinsic parameters besides the
distal parameters. The benefit and applicability of this approach is examined by the
experiments. Regrettably, these so-called VAR2 and VAR3 strategies do not perform
as accurate and robust as necessary. On the one hand, they provided good results for
the O3D200 camera and improved the accuracy. On the other hand, they decreased the
results for the PMDCamBoard camera. In particular, VAR3 provides large deviations
from the parameters that were ascertained photogrammetrically.

In this context, the simplifications of the error model turned out to be a weak point.
For instance, the error model does not consider the scattering effect, which is an impor-
tant error effect and must not disregarded. The scattering was not included, since it is
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rather considered a hardware problem and primarily caused by imperfect optics. The
experiments demonstrate the potential in improving the optics and reducing the scat-
tering: The lens flare of the SR4000 camera is only one third compared to the O3D200
camera.

For those reasons, a procedure according to variant VAR1 is recommended. As a
result, an accuracy of at least 10 mm and 0.5 ◦ is achievable without any problems and
embarrassments. This figures are specified with respect to the whole robotic system and
consider both the extrinsic calibration and the range measurement.

3. Question Last but not least, the formulated multipath model was subject to the in-
vestigations. The outcomes proved the appropriate simulation of the multiple reflections.
The impact of the multipath phenomenon depends on the scene. Hence, a basic require-
ment is the knowledge of the shape and of the reflectivity of the environment. These two
quantities are perceivable by the ToF camera. This thesis introduces a method to iden-
tify the radiance of the ToF device and thus to measure the albedo of the environment.
Together with the distance measurements, the multiple reflections are estimated in an
iterative algorithm without any additional parameters. As a result, in simple scene con-
figurations the error is reduced at least by half and up to 80 %. Within a more complex
application the limitations of this approach have been revealed.

So far, the multipath is only estimated based on the particular field of view. The
unseen surrounding however also interferes with the measurements. For that reason, the
approach fails notably in ego-motion-applications if the view-port and the gaze of the
ToF camera change to a large extent. Anyway, realising this can support mapping and
localisation methods based on ToF cameras. State-of-the-art algorithms mostly expect
Gaussian error distributions, which do not hold in case of multipath and thus deteriorate
the results. In case of SLAM methods the accumulated environment model enables a
complete simulation of the multipath to enhance the map. It further allows for a more
realistic estimate of the textures’ albedo, which in fact do not comply with a Lambertian
behaviour.

The computational cost is quadratically depends on the resolution of the distance
image, because the computation has to be done for every pixel and surface point respec-
tively. So far, the algorithm is implemented in C++ without any hardware supported
acceleration. Future work will deal with performing the computations by means of
standard libraries in the field of computer graphics. For instance, in OpenGL the imple-
mented lighting models are potentially useful in order to compute the mutual distractions
of the surfaces.
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Application

Since bin-picking effectively mirrors great challenges in robotics, it has been a relevant
robotic showpiece application for several decades. On the one hand, bin-picking is of
great economic interest as it is one of the last puzzle pieces for achieving fully automated
industrial processes. On the other hand, bin-picking is of scientific interest, because it
merges several specific robotic issues such as object recognition and localisation, grasp
planning, path planning, and collision avoidance, into one common goal. For that reason,
bin-picking is consistently chosen to demonstrate the effectivity of the aforementioned
algorithms.

The research of this thesis initially has been motivated by the application of a ToF
camera within a robotic context. Finally, the outcomes of this thesis have crucially
contributed to the implementation of a bin-picking scenario.1 The bin-picking task is
performed by combining a ToF camera, state of the art computer vision, and a LWR-
III. The LWR-III allows for robust and safe co-worker capabilities [46]. Moreover, the
impedance controlled robot compensates for remaining inaccuracies in the localisation
and ensures a successful item grasping. An environment model, which is based on a fast
adaptive volumetric data structure, is used for the observation of the dynamic workspace.
The robot performs the task autonomously and the user can initiate interaction schemes
at any time during the process. The bin-picking approach not only focuses on fast
recognition algorithms and/or sensors. It also takes into account any unpredictable
environmental conditions which seriously complicate the task. The following sections
explain the components and methods of this showpiece application. Afterwards, some
experimental results accentuate the performance of this application.

7.1 Components

Fig. 7.1(a) shows the design of the bin-picking demonstration model with a LWR-III
and a ToF camera. The LWR-III realises various features that are crucial for both the
bin-picking task and direct interaction with humans. It weighs only 14 kg and handles
a payload up to the same weight. The LWR-III is especially characterised by its soft-
robotics features. As it is equipped with torque sensors in every joint, it makes possible

1in cooperation with KUKA and partially funded by the German Government as part of the project
Lynkeus
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(a) scenario (b) architecture

Figure 7.1: (a) Cooperative bin-picking scenario with DLR light-weight robot (LWR-III) and ToF camera. This
illustration displays encircled the LynCube, which is a prototype of IFM and a result of the project
Lynkeus. The LynCube has a resolution of 204×204 pixels. On the right hand side, the SwissRanger
SR3100 with 176 × 144 pixels resolution is attached to the robot. (b) Schematic illustration of
the system architecture. The state machine is the interface between robot control and computer
vision. The camera server provides intensity and depth images to the object localisation, surface
reconstruction and environment model modules.

both impedance control and accurate position control at the same time. Together with
a very accurate dynamic model, the torque sensors enable the detection of contacts and
the estimation of contact forces along the entire robot structure. Furthermore, the robot
can identify the payload and detect payload loss online without additional force/torque
sensing in the wrist.

The scenario has been developed continuously during the years 2006 to 2011. Hence,
it was always an opportunity for analysing the ToF devices being state of the art at the
particular time. Over time, five different cameras were utilised in this task: O3D200,
SR3100, LynCube, SR4000, and PMDCamBoard.

Fig. 7.1(b) illustrates the concealed methods and the underlying communication struc-
ture. There are two communication spaces. The robot runs a cycle of 1 kHz on VxWorks
and is controlled by an asynchronous communication protocol. For stability reasons, the
data has to be exchanged online while keeping the latency small. Therefore, the data
(also among network nodes) is stored in shared memories and exchanged via the propri-
etary ARDNET protocol (see Bäuml et al. [6]).

The ToF camera produces a large amount of data: 800 kB per frame at 20 Hz. The
camera server polls distance and amplitude images from the ToF camera, fuses them
with the robot pose and provides them for registered modules, e.g. localisation, surface
reconstruction and environment model. The registered modules run on both Windows
and Linux, and are connected via the Internet Communications Engine (ICE) (see Hen-
ning [51]). This object-oriented middleware is designed for high performance (by using a
binary protocol) and low verbosity. Since ICE takes care of all interactions with low-level
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network programming interfaces, we are able to run modules such as object localisation
as well as the environment model on a remote computer connected via Internet.

7.2 Methods

The central element of the bin-picking scenario is a hybrid state machine which monitors
the entire process. It processes object poses from the localisation and commands the
robot. The state machine decides whether an object shall be grasped or the robot needs
to stop due to a recognised collision, for example.

The ToF camera supports three elementary methods required to fulfil the bin-picking
task. First, it feeds the environment model. The major purpose of the environment
model is the temporal accumulation of sensor data into a consistent data basis, which is
then available for further processing algorithms, e.g. the bin-localisation. It is also used
for the observation of the dynamic workspace.

Calibration Prior to the operation the ToF camera is calibrated. As mentioned before,
there were deployed five distinct devices. In order to perform accurate manipulation,
all these devices were calibrated by means of the approach presented in this thesis.
Except for the O3D200 ToF camera, all devices were calibrated according to the VAR1
approach. The parameter identified (ΠL, ΠD, ΠE) are given to the camera server.
Hence, the data measured is directly processed. The ToF camera specific errors sources
are corrected and the images are undistorted afterwards. This takes maximally about
2 ms for the PMDCamBoard with a resolution of 204 ×204 pixels. Subsequently, the
images are fused with the robot pose at the particular time so as to provide registered
ToF camera data.

(a) amplitude image (b) distance image (c) cross section by the point cloud

Figure 7.2: The card box on the left sizes 160 ×160 ×40 mm. The pipe has a diameter of 40 mm and the sphere
has a diameter of 80 mm. By means of the cross section in (c) the amplitude-related error and hence
the distorted proportions are observable (red points). The correction amends the proportions (green
points).

The calibration approach and the toolbox TOFCalib have given proof of their prac-
ticality. Furthermore, the bin-picking experience has shown, that the calibration of the
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ToF device is essential. By using the example of a PMDCamBoard, Fig. 7.2 illustrates
the impact of the amplitude-related error to a manipulation. The amplitude-related er-
ror causes differences in the measurement of up to 150 mm. If the desired object is only
40 mm in diameter this can lead to a failing grasp. In an experiment a card box, a pipe,
and a sphere are measured. The cross section in Fig. 7.2(c) shows that the dark pipe
seems to be closer to the camera than the card box, although either have the same size.
In contrast, the highly reflective sphere looks squeezed together. The compensation for
this amplitude-related error amends the proportions.

Localisation and Tracking The localisation is able to cope with a number of basic geo-
metric objects that feature edges and surfaces. The objects are described by a combined
point and normal model. The model can either be generated from CAD models or from
a surface reconstruction [34]. An Iterative Closest Point (ICP) algorithm [9] estimates
the object pose in 6 degrees of freedom (DoF). In order to accelerate the registration
process and reduce erroneous correspondences which lead to incorrect pose estimations,
a three staged localisation architecture is implemented (see Fig. 7.3).

Figure 7.3: Multi-stage tracking architecture. The incoming real or virtual depth images are processed by one
of these stages. Each stage provides a list of hypotheses tagged with a confidence value. Depending
on the confidence value the stages are refined or terminated.

At each stage a different algorithm processes an incoming depth image and provides
a list of pose hypotheses, which are additionally tagged with a confidence value, for
the potential object. The stages are continuously monitored and executed according
to suitable termination criteria or reentered for refinement. The first stage performs a
global search, consisting of edge filtering and a Hough transform for identifying lines,
which are used as initial hypotheses for the pipe poses. Crossing lines indicate bin poses.
At the second stage, these hypotheses are locally consolidated and clustered by a particle
filter. Thirdly, the ICP provides an accurate 6 DoF pose of the target object in 20 Hz
according to the frame rate of the ToF camera. Both ICP and particle filter directly
process 3d data and a 3d model of the target.
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The tracking framework (TF) is able to localise two object types: the bin and the
pipe. The bin’s size is 430 mm × 280 mm × 100 mm. The pipe has a diameter of 40 mm
and a length of 300 mm.

In loop A the TF queries the environment model for a virtual depth image. The
virtual viewpoint, the resolution and the aperture angle are tuned for covering the entire
workbench with a single depth image. The TF stages consecutively process the virtual
depth image for localising the bin (see Fig. 7.4). If the bin is not found, then either the
virtual viewpoint is changed or the scene is explored again.

(a) edges in virtual view (b) edge filtered (c) range image (d) edge filtered

Figure 7.4: (a) The viewpoint for this virtual depth image is tuned in order to overview the entire workbench.
Firstly, an edge filter (cyan) and a Hough transform identify lines (green). The three-dimensional
line parameters are estimated and orthogonally crossing lines indicate bin corners (red dots). (b)
This real depth image is captured from ≈ 500 mm above the bin. The identified green lines are
initial pose hypotheses of the pipes.

Environment Model Before starting the bin-picking task the entire workbench is ex-
plored due to the fact that the path planning and collision avoidance have to consider
appearing and disappearing obstacles. Since ToF cameras provide a small aperture angle
of about 45 ◦ combined with a comparatively low lateral resolution, the localisation of
small objects is feasible only at close distances. Furthermore, the working range of the
robot does not allow the observation of the complete workbench at one point in time.
Thus, capturing the entire scene can only be achieved by accumulating several images
into the environment model, which is used to localise the bin and feeds the Cartesian
impedance control. More precisely, the robot is moved to various positions in order to
explore the overall workspace.

The environment model offers an interface for the request of so-called virtual views.
This supports fast access to the data of the accumulated scene for further processing
steps. For this purpose, the environment model generates scene views based on the
information of the requested pose and the resulting image properties such as the reso-
lution. The graphics hardware is used for the synthesis of the respective view based on
a virtual camera, which is then available in terms of a range image (see Fig. 7.5). The
further processing algorithms benefit from the possibilities of placing a virtual camera
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everywhere in the scene and getting images with the desired resolution from a complete
workspace overview to a close up, for instance.

Figure 7.5: A virtual camera within the environment model renders a virtual view as shown in Fig. 7.4(a).

Safety and Compliant Behaviour The whole bin-picking task is accompanied of a
safety architecture, which interprets the robot sensor data permanently (see [45, 44,
4]). Thus, not only physical contacts with the environment are detected and classified,
but also malfunctions of the robot are recognised. Appropriate reactions are triggered
depending on the different collision severity stages and current states. In the worst case
the bottom emergency layer activates the emergency brakes.

The robot’s compliant behaviour allows for robust grasping despite remaining recog-
nition uncertainties of maximally 10 mm. The grasping strategy shown in Fig. 7.6 suc-
cessfully copes with possible translational deviations in the range of the jaw distance,
which is 55 mm, before the grasp fails. This is far beyond the provided uncertainty of the
computer vision and the ToF camera. The last image in Fig. 7.6 shows a case expected
to be a failure. There is implemented rotational stiffness along the axis perpendicular
to the image plane. Due to the compliant behaviour of the robot and gripper-object as
well as object-ground friction, the object is rotated into the firm grasp.

7.3 Results and Conclusion

The efficiency and robustness of the bin-picking approach was tested in a series of au-
tonomous grasps. On average, the cycle time for one grasping process was 6.4 s, which
comprises object detection from an arbitrary viewpoint, approaching and grasping, un-
bagging, and moving back to the initial viewpoints. The robot was able to grasp an
object in every cycle for 80 trials, i.e. the overall cycle success rate was 100 %. This
result could only be achieved due to calibration of the ToF camera and the fault toler-
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Figure 7.6: Impedance controlled grasp. The springs illustrate the impedance control in the principal axis of
the pipe. The gripper is not accurately positioned on purpose. This is a hypothetical position.
The gripper is normally positioned more precise. Still, the gripper is shifted to the right, the pipe
is slightly rotated during downward motion, and a firm grasp is performed. The rightmost image
demonstrates a failure, where the surface normal of the pipe is in parallel with the moving direction
of the gripper. However, due to advantageous placing of the reference frame for the Cartesian
compliance, we are able to grasp this very difficult situation, too.

ance capabilities of the system during the entire process. There is a number of failure
modes, such as the detection of a physical impossibility of a planned grasp, the non-
successful grasp (overall 3 times), loosing an object in tracking, or localisation without
any result, which where detected or realised by the system and induced a restart of the
grasping process. All of these failure modes where detected or realised by the system
and induced a restart of the grasping process. As a result, the number of average views
to recognise an object was Nview = 2.2. Similar industrial applications are solicited with
cycle times between 1.5 s [41] and 10 s [2]. However, since these applications differ in the
object complexity, employed sensors and hardware, and environmental conditions, they
are hardly to evaluate as long as there is no benchmark process available.
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This thesis investigated two approaches to increase the accuracy of ToF cameras in the
context of robotic applications. The latest trends indicate that robots will not only leave
their cages in order to serve as a robotic co-worker in factory halls. Moreover, future
robots will spread into the human habitat, where they will become an integral companion
that supports humans in every day situations. The ability of 3d perception will continue
to crucially support robotic applications. Three-dimensional measurements are used for
the purpose of mapping and obstacle avoidance as well as for surface reconstruction and
manipulation tasks amongst others.

The ToF camera provides dense range images with a high frame rate and is conse-
quently a perfect complement to the established 3d sensors such as stereo cameras and
laser scanners. The ToF camera, however, still suffers from systematic measurement
errors that hinder further diffusion and acceptance. In particular, mapping and manip-
ulation tasks have severe requirements in terms of accuracy and trueness respectively.
Manipulation tasks are primarily plagued by the common intrinsic ToF measurement
errors, i.e. the amplitude- and distance-related error. Beyond that, mapping is affected
by the rather extrinsically caused phenomenon widely known as multipath or multiple
reflections. Both the systematic intrinsic and extrinsic ToF measurement errors have
been considered by this thesis.

The intrinsic measurement errors are described by an appropriate error model and
identified within a calibration procedure. Basically, the experiments have demonstrated
that the calibration essentially increases the accuracy of ToF measurements. As a result,
the whole system, comprising the ToF camera attached to the TCP of an industrial robot,
features an accuracy of at least 10 mm and 0.5 ◦. This residual deviation is caused by
an inaccurate hand-eye-calibration and unconsidered ToF measurement errors such as
scattering and temperature drift. In addition to it, three work flows for a complete
ToF camera calibration have been proposed and examined. Theoretically, the most
convenient way would be a one-step calibration, which estimates all parameters only
by means of the range and amplitude images without image features. This non-feature
based variant, however, does perform reliable and robustly only to a limited extent.
An optimal calibration result is still ensured only by keep on incorporating the image
features and a calibration pattern.

The benefit of the ToF camera calibration was, moreover, demonstrated at the ex-
ample of a bin-picking application. Thereby, the complete framework necessary for the
realisation of this bin-picking task was considered. First, a toolbox for ToF camera
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calibration is implemented, which allows for calibrating various ToF camera devices.
Second, a generic ToF camera server is implemented, which incorporates the calibration
result and gives an interface for several applications that process calibrated ToF cam-
era data. Third, the measurements are used for surface reconstruction and to generate
3d models, such as the bin and the pipes piled therein. Finally, an object recognition
and localisation algorithm was implemented, which feeds the robot control for grasp-
ing the desired objects. The bin-picking application operates with several ToF devices
successfully and reliably, thanks to the general applicability of the calibration approach.

Furthermore, an approach for mitigating the multipath-related error was developed
within this thesis. For this purpose, a photometric calibration of the ToF camera is in-
troduced in order to identify the radiance of the NIR illumination. Given the measured
distances and amplitudes, the reflectivity of the scene’s surface materials is estimable.
In sum, the ToF camera provides a complete environment model with all required at-
tributes. This allows for a mitigation of the multipath-related errors. So far, only the
information obtained by a single view is used for the multipath simulation. The benefit
of this approach is examined in an experiment with regard to ego-motion estimation. As
a result, the multipath-related errors are reduced by up to 80 %.

Future work will concentrate on the combination of a ToF camera together with a
common digital camera. As cited in the Related-Work Chapter, there are already ideas
for such a combined calibration, which are eventually suited for a transfer to the field
of robotic. So far, the multipath-related error is only handled on the basis of a single
distance image and amplitude image. A challenge is the simulation of multipath in
accumulated maps made of ToF camera data. Hereby, the so far disregarded unseen
proximity can be incorporated into the mitigation approach and improve the results.
By way of example, this is required in medical applications that apply endoscopic ToF
cameras [85] within the abdominal cavity.
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1 Ground Truth of Calibration Wall
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2 IFM O3D200 Experiments

The amplitude intervals for the splines are set to I0 : {[10, 20[, [20, 30[, [30, 40[, [40, 255]}.
The distance measurements range from 700 mm to 2200 mm. The calibration according
to VAR2 identifies 37 attributes:

• 4 for wTc

• 6 for tTs

• 25 for 5 splines each with 2 knots; the degree of polynomial is 3

• 2 for the FPPN

The calibration according to VAR3 identifies 43 parameters:

• 4 for wTc

• 6 for tTs

• 25 for 2 splines each with 2 knots; the degree of polynomial is 3

• 2 for the FPPN

• 6 for ΠL with αu, αv, v0 and distortion parameters k1 and k2.

Approximately 16, 000 (50 × 64/4 × 20) measurements are processed for the calibration.
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3 SR4000 Experiments

The amplitude intervals for the splines are set to I0 : {[5, 255]} and I1 : {[5, 10[, [10, 20[,
[20, 30[, [30, 40[, [40, 255]}. The distance measurements range from 550 mm to 2150 mm.
The calibration according to VAR2 identifies 22 parameters (I0) and 42 parameters (I1)
respectively:

• 4 for wTc

• 6 for tTs

• I0 : 10 for 2 splines each with 2 knots; the degree of polynomial is 3

• I1 : 30 for 6 splines each with 2 knots; the degree of polynomial is 3

• 2 for the FPPN

The calibration according to VAR3 identifies 28 parameters (I0) and 48 parameters (I1):

• 4 for wTc

• 6 for tTs

• I0:10 for 2 splines each with 2 knots and the degree of polynomial is 3

• I1:30 for 6 splines each with 2 knots and the degree of polynomial is 3

• 2 for the FPPN

• 6 for ΠL with αu, αv, v0 and distortion parameters k1 and k2.

About 50,000 (144 × 176/9 × 20) measurements are processed for the calibration.

4 PMDCamBoard Experiments

The amplitude interval for the splines is set to I : {[51, 255]}. The distance measure-
ments range from 550 mm to 900 mm. The calibration according to VAR2 identifies 32
parameters:

• 4 for wTc

• 6 for tTs

• 10 for 2 splines each with 2 knots and the degree of polynomial is 3

• 12 for the FPPN, because there are 4 segments.
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The calibration according to VAR2 identifies 38 parameters:

• 4 for wTc

• 6 for tTs

• 10 for 2 splines each with 2 knots and the degree of polynomial is 3

• 12 for the FPPN, because there are 4 segments.

• 6 for ΠL with αu, αv, v0 and distortion parameters k1 and k2.

About 90,000 (204 × 207/9 × 20) measurements are processed for the calibration.

t
T

V ARX
s

w
T

V ARX
c

∆tcp
trans σtcp

trans ∆tcp
rot σtcp

rot ∆calib
trans σcalib

trans ∆calib
rot σcalib

rot

/ mm / mm / ◦ / ◦ / mm / mm / ◦ / ◦

Set A 8.6 3.49 0.8 0.37 -2.5 11.69 0.1 0.20

Set B 8.7 3.40 0.8 0.33 -0.7 11.63 0.0 0.18

Set C 6.7 4.87 0.8 0.32 -4.2 11.06 0.1 0.21

Set D 7.8 4.95 0.8 0.39 -4.1 12.73 0.0 0.20

Set E 7.8 3.67 0.8 0.34 -3.0 12.75 0.0 0.14

Table 1: The VAR2 calibration experiments of the PMDCamBoard.

t
T

V ARX
s

w
T

V ARX
c

∆tcp
trans σtcp

trans ∆tcp
rot σtcp

rot ∆calib
trans σcalib

trans ∆calib
rot σcalib

rot

/ mm / mm / ◦ / ◦ / mm / mm / ◦ / ◦

Set A 102.9 24.77 1.8 0.88 14.5 12.47 0.3 0.19

Set C 91.5 24.64 2.6 1.72 10.4 13.76 0.4 0.24

Table 2: The VAR3 calibration experiments of the PMDCamBoard.

Corner Experiments The performance of the proposed multipath mitigation approach
was evaluated in a basic scene configuration by arranging two planes meeting at a certain
angle. Tab. 3 lists the results. The multipath-related error primarily depends on the
angle between the planes and increases with a narrow corner. Furthermore, a small angle
between plane and camera (meaning that the camera sheers up to the plane) causes a
large multipath-related error. In this case the ratio of directly and multiply reflected light
is disadvantageous. The performance of the multipath mitigation algorithm is plausible,
since the error is decreased at least by half.
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Figure 1: a) illustrates the radiance identified for the PMDCamBoard illumination. b) plots the results of a
cross check. The albedo of the wall is estimated from different viewpoints. In this case a white wall
with an estimated albedo of 0.9 is used. The mean albedo of the verification images is approximately
0.8 indicating a reasonable photometric calibration.

Angle btw. Planes Angle btw. Plane Multipath-Related Correction Rate of
and Camera RMS Error RMS Error Improvement

/ ◦ / ◦ / mm / mm / %

56.0 31.7 162.5 47.3 70

56.0 24.4 168.3 52.5 68

76.7 40.2 101.3 33.9 66

76.7 36.4 100.4 32.7 67

89.1 47.7 64.6 26.8 58

89.1 41.3 76.3 20.2 73

114.5 60.5 45.7 30.6 33

114.5 54.5 52.1 24.1 53

124.7 67.8 37.1 22.6 39

124.7 56.9 36.0 14.4 60

Table 3: Two planes are arranged to meet at a certain angle from 56 ◦ to 125 ◦. The angle between camera and
plane is varied, too. The lower the angle between the planes and between camera and plane, the higher
the resulting multipath-related error. Applying the multipath mitigation approach decreases the error
at least by half.
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