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Zusammenfassung

Herkömmliche Dienste in der Telekommunikation, insbesondere in den Bereichen Netz-
werkkontrolle sowie Dienst- und Netzwerkmanagement, basieren in der Regel auf der Cli-
ent/Server Technologie. Die dabei eingesetzten Agenten verfügen über eine standardisierte
oder zumindest bei der Realisierung festgelegte externe Schnittstelle, feste Funktionalität,
und laufen immer an einem festen Ort. Sie erlauben den Zugriff auf die lokalen Ressourcen
von einem entfernten Manager, um bestimmte Informationen abzufragen oder Operationen
auszuführen.

Telekommunikationsumgebungen sind heute von hoher Dynamik geprägt, daher er-
scheint der rein Client/Server basierte Ansatz aus verschiedenen Gründen als unzureichend.
In einem Telekommunikationsnetz werden inzwischen die unterschiedlichsten Technologi-
en von den verschiedensten Herstellern integriert, da hier schnelle technologische Fortschrit-
te zu verzeichnen sind. Damit werden auch eine dynamische Anpassungsmöglichkeit der
Software und der Zugriff auf externes Wissen bei Netzwerkproblemen wünschenswert. Fer-
ner gibt es bedingt durch die Deregulierung in der Telekommunikation und dem damit ver-
bundenen Wettbewerb einen immer stärkeren Bedarf, neue kundenspezifische Dienste
schnell an den Markt zu bringen. Schließlich werden auch die Nutzer von Diensten zuneh-
mend mobil, was die synchrone Nutzung von Diensten wie sie bei Client/Server Anwendun-
gen im Vordergrund steht, inattraktiv macht.

Im Rahmen dieser Arbeit wird eine Plattform für mobile Agenten entwickelt. Ein mobiler
Agent ist eine autonome Einheit, die für seinen Besitzer ein bestimmtes Ziel verfolgt, und
dabei seinen Ausführungsort wechseln kann. Die Plattform basiert auf der Programmierspra-
che Java und läuft somit auf einer Vielzahl unterschiedlicher Betriebssysteme. Sie stellt die
Basisdienste für die mobilen Agenten bereit, wie zum Beispiel für das Management von
Agenten, ihren Transport oder Suchmechanismen zum Auffinden von Agenten oder Agen-
tensystemen.

Darauf aufbauend werden verschiedene Anwendungsszenarien in den Bereichen Tele-
communication Management Network (TMN), Intelligent Network (IN) und Personal Assi-
stant entwickelt, um die Verwendbarkeit der Plattform für mobile Agenten zu testen. Dabei
zeigen sich die Vorteile von mobilen Agenten gegenüber den herkömmlichen Client/Server
basierten Technologien:

Die Softwarekomponenten für einen Dienst können ohne personellen Aufwand dyna-
misch an einer bestimmten Stelle im Netz installiert oder auch einem Kunden zur Verfügung
gestellt werden. Netzwerk- und Systemressourcen lassen sich schonen, indem Funktionalität
nur zur Ausführung gebracht wird, wenn die Ergebnisse benötigt werden. Außerdem kann
die Verarbeitung aufgrund der Mobilität der Komponenten nahe bei den zu verarbeitenden
Daten geschehen. Sie erfolgt vollständig unabhängig vom Dienstnutzer also asynchron auf
einem der Server im Netzwerk, was die Online-Zeiten von mobilen Terminals verkürzt und
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den Dienstnutzer für andere Aufgaben freistellt.

Es ist die Ansicht des Autors, daß intelligente mobile Agenten durch ihre Flexibilisierung
bei der Diensterbringung eine interessante Alternative zu den herkömmlichen Ansätzen bei
der Realisierung von Telekommunikationsdiensten bieten.
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Abstract

Intelligent mobile agents allow to build very flexible distributed applications which is of ma-
jor importance in the increasingly competitive market of telecommunications.

In the traditional approach of network control as well as network and systems manage-
ment a software component has a standardized or at least fixed interface, a fixed functional-
ity, and is executed in a specific place. It provides a limited view of the local resources at a
remotely accessible interface. This is used by applications to monitor the state of the resourc-
es or to perform actions in order to provide a specific service within the network.

For several reasons this seems to be insufficient in the dynamically changing, heteroge-
neous environment which we are facing in the telecommunications area today. Here we have
to deal with multi-technology, multi-vendor equipment that is rapidly developing due to
technology improvements. Furthermore, there is a demand for new services to be introduced
quickly due to the increasing competition in the deregulated telecommunications market.

Based on the Java programming language an environment for intelligent mobile agents is
developed. It allows to dynamically extend the functionality of software components and
therefore to make them adaptable to application needs. Rather than fixing an interface for ap-
plication specific interactions a minimal interface is provided to put components in place
when and as required. These components may support application specific functionality and
interfaces which were unknown at the time when the underlying resource was made avail-
able. With this mechanism and by turning remote communication to local communication,
intelligent mobile agents help to save network and computing resources.

Additional examples where intelligent mobile agents can be applied include for example
load balancing and fault tolerance. Based on the properties of a server an agent providing a
specific service is moved to another location.

New services like user mobility can easily be realized based on intelligent mobile agents.
Here the whole home environment can follow a user to a new location showing the desktop
in exactly the same state at the new location.

In summary, this dissertation supports the thesis that intelligent mobile agents provide a
challenging alternative to traditional approaches in building telecommunication services.
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1.1 Telecommunication Market 1

1 Introduction

The only way to successfully predict the future is to invent it.

Alan Kay

1.1 Telecommunication Market

As a result of the rapid technological advancements (e.g. multimedia, transmission and
switching or mobility technologies), fundamental environmental changes (e.g. complete
market liberalization and deregulation), and increased customer demands (e.g. for ubiquitous
service access), telecommunication operators and service providers alike are facing growing
technological and market pressures. Success or failure of any telecommunication service en-
terprise depend to a great extent on its ability to bring new services to market more rapidly
and in more customized ways, and to operate and manage these services more efficiently. By
finding effective solutions to these three problems, service providers can gain advantages in
competition over other service providers, securing or enhancing their market share. Failure
to do so will almost inevitably result in a loss of business and customers.

Existing telecommunication service and management architectures such as Intelligent
Network (IN) [ITU-Q.1200] and Telecommunication Management Network (TMN) [ITU-
M.3010] are based on the traditional client/server paradigm in computing (e.g. SNMP,
CMIP, CORBA). They provide services in a rather centralized way, i.e. service and manage-
ment intelligence are located in only a few centralized network nodes, inherently resulting in
potential communication inefficiencies and bottlenecks, and making effective customization
hard to accomplish.

1.2 Intelligent Mobile Agents

Since about five years a new programming paradigm based on intelligent mobile agents is
evolving. An agent is an autonomous entity which performs a specific task on behalf of its
owner. The intelligence is its ability to learn and reason. This aspect originates from research
in the area of artificial intelligence. The mobility is the agent’s ability to transport state and
code and to resume the execution in another place. This aspect goes back to remote program-
ming which is based on mobile code.

Especially the mobility allows to dynamically extend the functionality in a specific place
by installing software components in a push manner. In addition, a reduction in resource con-
sumption can be achieved by executing the code in the optimal place. Furthermore, intelli-
gent mobile agents can be used to send requests over temporary or unreliable communication
links, e.g. a user can send a task into the network from a mobile computer and collect the
results later on when he is on-line again.



2 Chapter 1: Introduction

1.3 Motivation

Obviously there is a need of a novel telecommunication service paradigm which appropri-
ately shields users and programmers from the details of component distribution and the dy-
namic characteristics of today’s telecommunication environments (e.g. the permanent
introduction of new services or the mobile behavior of both users and system components)
while avoiding the potential inefficiencies of middleware based architectures modeled ac-
cording to the classic client/server paradigm.

Intelligent mobile agent technology seems particularly suited for the task. Due to their in-
herent autonomy and mobility mobile agents offer new opportunities for the provisioning of
services in the emerging electronic service markets. Mobile agents may for instance be used
to rapidly distribute individually customized intelligent (i.e. autonomous and pro-active etc.)
service components, effectively supporting on-demand service provisioning schemes. Also,
by allowing the movement of both code and data, mobile agent systems allow the program-
mer to minimize the use of low-bandwidth, high-latency or unreliable network connections
typical of the mobile service environments.

However, the value of mobile agent technology compared to the “traditional” CORBA
technology depends strongly on the characteristics of the application. For a number of appli-
cations, the usage of mobile agents provides no benefits and the implementation according
to the client/server paradigm is more adequate. Therefore, in order to enable agent-based ap-
plications to be realized efficiently without giving up the established client/server-based con-
cepts and mechanisms, an integrated approach is desirable which is capable of supporting
both modeling paradigms.

1.4 Research

Main Objective

The aim of this work is to develop a platform for intelligent mobile agents and to check its
applicability by the implementation of agent enabled telecommunication applications.

Subobjectives

• Based on a review of the state-of-the-art in agent technology a platform for mobile
agents will be designed and implemented.

• In order to validate the mobile agent technology in the field of telecommunication
some application scenarios will be defined (personal assistant, TMN, IN) and realized
on top of the mobile agent platform. Here the advantages and disadvantages will be
worked out.

• In order to achieve interoperability between different mobile agent platforms it is
strongly required to follow and actively contribute to the current standardization
activities.
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1.5 Boundaries

Transaction support is not provided by the mobile agent platform developed in the context
of this work. This aspect was omitted due to the complex features which are required in order
to fully implement transactions, e.g. the persistence of messages. However, transactions are
seen as an important feature in order to realize commercial services on top of the agent en-
vironment and it is envisaged to complete the work in that direction in the future.

The research includes basic mechanisms necessary to implement intelligent mobile agents
such as communication facilities. However, it does not investigate communication with re-
gard to ontologies, nor knowledge representation and inference inside agents. Thus the as-
pect of intelligence is only touched.

Physical agents such as roboters are not a goal of this research. Sensing and acting is only
discussed in the context of software agents which collaborate with other software agents.
Nevertheless, the agents can interact with the environment, e.g. via a graphical user interface
with a human user or via specific interfaces with network equipment such as switches.

1.6 Background

The research presented in this dissertation is based on a first prototype called Java Mobile
Agent Facility (JMAF) designed and implemented by the author at the Research Institute for
Open Communication Systems (GMD FOKUS) at the end of 1995 and beginning of 1996.
This was used for initial applications in the field of customer network management (CNM)
as described in [Busse97] and in the field of network management of ATM networks in a col-
laboration with NEC, Japan, which provided the first switching node controllable via a Java
API.

During a visit to Japan there was also a link established to the inventor of the Aglets,
Danny B. Lange, from IBM, resulting in a joint effort for an agent standardization within the
OMG together with General Magic, Cristaliz, and The Open Group.

Due to the increasing importance of the agent technology and various projects starting in
this area the Intelligent Mobile Agents Center of Competence was established at the Re-
search Institute for Open Communication Systems in the beginning of 1997. The author be-
came the technical director of this competence center which is led by Dr. Stefan Covaci.

Late in 1997 it was decided to turn the Java mobile agent platform of GMD FOKUS into
a product called Grasshopper. This development was led by the author. The product is now
released and distributed by IKV++ [IKV], a commercial spin-off of the research institute.
The described implementation reflects the last version released within GMD FOKUS.
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1.7 Outline

The dissertation is structured as follows:

Chapter 1 — this part of the document — gives an introduction and motivation for the
research done.

Chapter 2 contains an overview of the concepts presently used in the telecommunications
area as well as an overview of the agent technology.

Chapter 3 describes Grasshopper, a platform for mobile agent based applications. It out-
lines the functionality and architecture of all provided services.

Chapter 4 provides an overview of the Grasshopper application describing the start-up
and introducing its user interface. In addition, it looks at the programming of an agent.

Chapter 5 presents application examples of Grasshopper in the following areas: personal
assistants, TMN, and IN.

Chapter 6 summarizes the work carried out, describes the relation to other work in this
field, draws conclusions, and gives an outlook on directions of future work.

The document ends with a list of references, a glossary, and a list of acronyms.

The dissertation contains many references to World Wide Web (WWW) locations. Al-
though the author tried to keep them up to date it might be possible that they do not work
anymore. Due to the rapidly changing structure and information provided by the WWW, lo-
cation dependent references like Universal Resource Locators (URLs) are hard to maintain.
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2 Literature Survey

2.1 Introduction

The purpose of this chapter is to introduce the field of software agents, both conceptually and
terminology-wise. This is especially important as software agents are not a well-established
topic and many different viewpoints exist. The following sections are therefore also impor-
tant to understand the viewpoints held by the author. Although this state-of-the-art review
will not be limited to a specific viewpoint, the structuring, description and assessment of par-
ticular concepts or technologies will nonetheless be inherently biased.

2.1.1 What are Software Agents?

Agent research is not a homogeneous research discipline, but rather a set of overlapping in-
dependent research disciplines with quite diverse backgrounds, goals and methodologies.
Historically these disciplines are rather independent, catering for the needs of different ap-
plication domains.

Before analyzing in more detail what agents, and for that matter all the specific kinds of
agents (e.g. “intelligent agents”, “mobile agents”, “autonomous agents” etc.) are, and how
they differ from each other, it is sensible to re-establish the original meaning of the word
agent. “Re-establish” because the excessive and partially unwarranted use of the word agent
in the technical world has started to water down its originally intuitive meaning in similar
ways to other hyped terms (e.g. virtual is a good example for a word which is excessively
used in many cases where there is no connection to the original meaning).

The American Heritage Dictionary [American85] defines an agent as follows:
agent [....] n[oun]: 1. One that acts or has the power or authority to act. 2. One that acts for or as the representative of
another [....] 3. A means or mode by which something is done or caused; instrument. 4. A force or substance that
causes some change [....] 5. [....] 6. [....]

The Webster Dictionary [Webster13] contains the following, very similar definition:
agent n[oun] [....]: 1a: something that produces or is capable of producing an effect: an active or efficient cause 1b: a
chemically, physically, or biologically active principle 2: one that acts or exerts power 3: a person responsible for his
acts 4: means, instrument 5: one who acts for or in the place of another by authority

Clearly, both definitions emphasize the role of agents as autonomous entities acting for or on
behalf of other entities, vested by these entities with a level of authority to responsibly pursue
a certain goal or cause.

Both definitions rather generally describe the principle of representation or delegation
which is undisputed and common to all agent research domains. The different interpretations
arise from the additional attributes assigned to specific types of agents, e.g. “intelligent”,
“mobile” etc., which shift the relative importance of basic agent characteristics, alter their
interpretation, or add new aspects.
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The fact that different trends of agent research continue using the same term is probably
due to the lack of a better, less ambiguous but equally intuitive term. Although numerous
proposals for different names have been made by all disciplines more or less grudgingly us-
ing the word “agent”, it is here to stay, simply because it is intuitive. It states the fact that one
object or entity acts as a representative for another object or entity. The problem with using
the term arises simply from its generic applicability to all kinds of “agents” or representa-
tives. The term itself does not imply anything about e.g. the livelihood or level of intelligence
exhibited by an agent or about the mechanism by which representation takes place (e.g., by
mere creation and existence of an agent or through some kind of delegation mechanisms).
Nor does it assume a specific environment. Agents and agenthood are well established, very
general concepts and all attempts of particular research disciplines to coin these general
terms with a specific meaning are not very likely to succeed.

Intelligent Agents vs. Non-Intelligent Agents

As a result of an analysis of current research papers and of conferences explicitly or implic-
itly claiming agent relevance, it is evident that there are two main agent research domains,
each with its own understanding of what an agent is. One group sees agents as “intelligent”
entities featuring elaborate artificial intelligence (AI)-based deduction or inferencing mech-
anisms often assigning them anthropomorphic characteristics (cf. “What is an agent any-
way?” [Foner93]). For the other, agents are based on more mechanistic concepts e.g. from
the communications and (distributed) operation systems domain.

Apart from the conceptual differences, differences are also found with regard to the prev-
alent application domains:

Intelligent agents are mostly used in areas which are traditionally seen as human work do-
mains, i.e. for analytical purposes in medical applications, forecasting, image or speech rec-
ognition, intelligent user interface support or as behavioral models in psychology or
sociology. 

Non-intelligent agents are agents which are not based on symbolic data representations
and their meaningful manipulation. They are simpler but usually also more mechanistic in
their behavior and prevail in areas requiring automation or remote execution of rather stati-
cally definable control or management tasks. Historically seen this branch of agents evolved
from scripting and batch control mechanisms in traditional, i.e. centralized system environ-
ments. It includes both, static and mobile agents.

Static agents receive their tasks either through a local scripting or macro mechanism, or
in the case of system distribution through some kind of client/server protocol. Examples of
static agents include the local “assistants” or “wizards” found in many mainstream desktop
applications, but also distributed SNMP [Case96a] or CMIS/CMIP [ITU-X.700] agents used
for network and systems management.

Mobile agents enable the remote execution of tasks which require or benefit from (in
terms of performance or error resilience) decentralized execution.

The constituting characteristic of non-intelligent agents is also their main restriction. Due
to their inherent inflexibility and the lack of deeply rooted concepts for e.g. learning, com-
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munication or co-operation, non-intelligent agents are mainly used for the automation of re-
petitive tasks.

Complex Systems, User-Centricity and the Need for Convergence

The above observations about the inconsistent use of the word agent, and the identification
of different agent disciplines still sharing a common goal are about much more than termi-
nology. They have far-reaching implications for the overall development of agent research
in that they indicate the apparent need for a unified research discipline incorporating seem-
ingly unrelated disciplines such as AI and telecommunications.

The common denominator for all disciplines using the term agent is their desire to develop
concepts and ultimately components (i.e. agents and agent systems) which act for or on be-
half of other objects or entities whatever these might be. The main differences are with regard
to the capabilities exhibited by agents, and with regard to goals and practical application sce-
narios. So far, these differences have kept the different agent research disciplines separated
as there was no unifying interest and application domain. However, this might be about to
change. 

The change might be brought about by the Internet, more specifically by its almost explo-
sive growth and the resulting opportunities and expectations, but also the resulting problems
providers, customers and end users alike are experiencing.

If the Internet or for that sake any other complex system, such as the existing global tele-
communication environment, is to expand any further it needs to address the needs of the dif-
ferent types of users, e.g. providers, customers and end users, more appropriately, i.e. it needs
to become more user centric. This need is a logical result of the integration and creation of
individual systems and networks into increasingly complex network centric systems, which
leave the unprepared users stranded with the complexities and dynamic behavior of a truly
global environment.

As will be described in more detail in the following section, the author believes that any
real solution to this problem requires the combination of two system capabilities: (a) flexi-
bility with regard to system distribution and task execution, and (b) a higher level of system
intelligence and semantic understanding. Exactly this can be achieved by combining the ex-
isting agent concepts, architectures and methodologies into a unified approach.

What Agents can do for You

Initially enthusiastically welcomed by customers and users as the long-awaited medium for
universal information and service access, consumers are rapidly realizing that they are inca-
pable of handling the size, complexity and dynamic behavior of the Internet and its myriads
of information sources and services manually, i.e. without the help of some kind of more or
less intelligent and autonomous support. A large and ever growing number of agents of the
“bot” family (e.g., “Softbots”, “Infobots”, “Searchbots” etc.) is witness to this growing need.

Network, system and service providers are also facing enormous challenges as the Inter-
net expands with almost explosive speed. New network links, systems and services are added
constantly, increasing not only the size but also the complexity of the Internet. Whereas it
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used to be a very large, heterogeneous but nonetheless conceptually comprehensible con-
glomerate of computer systems connected through a global networking infrastructure, re-
cently developed enabling technologies such as WWW and Java have rapidly transformed
the Internet into a global hub for all kinds of services from information lookup to commerce
and telecommunications. Centralized service provisioning and management mechanisms are
increasingly identified as being incapable of efficiently coping with these developments,
mainly because of their centralized static behavior, their inherent inflexibility and their fail-
ure to adapt to the rapid scaling of the Internet environment. In many ways the Internet is for
the information age what the steam engine used to be for the industrial age. Competence and
know-how in dealing with the Internet is essential.

Not surprisingly network and system operators as well as service providers are looking
for better solutions for the provisioning and management of Internet services and infrastruc-
ture components. The development of distributed system and service/management architec-
tures such as CORBA [OMG97] and TINA [TINA95], and their orientation towards open
environments implicitly or explicitly resembling the Internet is one attempt to tackle the
problem. Although distributed object technology provides a solution to the scaling problem,
it does not hold any promises for the solution of problems related to the dynamic and incom-
prehensible nature of the Internet.

Advantage and Common Agent Denominator: Autonomy

The limited autonomy of distributed objects is the core of the problem. Their creation/dele-
tion and behavior is rather static and driven by external stimuli, effectively reiterating the
configuration and management problems they were supposed to solve.

The emergence of mobile and/or intelligent service and management agents proposes a
solution to this basic deficiency by incorporating higher levels of autonomy into the agent
system components. Mobile agents may freely roam about their environment and intelligent
agents may deliberately choose their actions based on the evaluation of knowledge either
given to them during conception or gathered dynamically from their environment. The great-
est benefits may result from the use of mobile intelligent agents. They may not only access
their application environment during brief activation periods, but may rather “inhabit” their
environment, constantly observing it and intervening when thought to be necessary accord-
ing to predefined and/or acquired plans, knowledge and policies.    

Mobile agents may be used to dynamically and automatically deliver services within the
ever changing Internet environment, be it by sending service agents to “Electronic Market-
places” as proposed in [White96] or by delivering services, possibly on demand, to the indi-
vidual customer or end user in the form of visiting service agents. In similar ways mobile
agents may solve management problems arising in the Internet infrastructure by traveling to
the hot spots requiring management supervision or intervention. The addition of intelligence
to these types of agents could increase their adaptability to new requirements or changes in
the environment.
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Software Agents: A Convergent Viewpoint

Intelligent agents based on AI-concepts have been around for some time now. Due to their
“reasoning” capabilities intelligent agents are able to autonomously act for or on behalf of
other entities or human actors. Traditionally centralized, the Distributed Artificial Intelli-
gence (DAI) research field has developed concepts to distribute intelligence, e.g. in order to
achieve better performance or to make intelligence available where it is needed. “Mobility”
of intelligent agents, whether achieved through static or dynamic mechanisms has thus be-
come an increasingly important research topic.

At the same time, developers of non AI-based static and mobile agents are working on
mechanisms which allow agents to better adapt to environmental changes and to exhibit a
more flexible behavior. Co-operation and delegation of tasks between agents, the use of trad-
er facilities or agents, and the development of mechanisms supporting declarative or policy-
based programming of agents are all indications that the inclusion of “intelligence” has been
identified as an important work area and as a prerequisite for the realization of the autono-
mous behavior expected by agents.

It is fair to say that both, the (D)AI research community and the more communications/
mobility-oriented agent research community have realized that isolated “smart” systems are
not needed any longer, nor are “dumb” networked applications. Users require “smart agent
systems” incorporating intelligence and communication/integration.

The logical consequence of this convergence which manifests itself in an intense interdis-
ciplinary exchange and the emergence of “hybrid” agent concepts, architectures and plat-
forms is the formation of a new software agent research discipline which encompasses and
harmoniously integrates concepts and technologies from different constituting sub-disci-
plines: Software Agent Research.

In this context we consider a software agent as a software entity which incorporates a rea-
sonable degree of the properties which are appropriate to both AI agents and network agents:

• Autonomy: A software agent is able to take initiative and has a degree of control over
its own action and its internal state. It can perceive changes of its environment and
decide when to act.

• Intelligence: A software agent possesses some degree of reasoning and learning
behavior. It employs some knowledge or representation of the user’s goals and
desires, in order to operate on behalf of the user.

• Co-operation: A software agent is able to establish and maintain a relationship with
other agents or humans in order to complete their task. It can for example ask clarify-
ing questions, modify requests, or even refuse to satisfy certain requests.

• Communication: A software agent is able to engage in complex communication with
an application, a service, a human, system resources or another agent. 

• Mobility: A mobile software agent is able to transport itself from one machine to
another and across different system architectures and platforms in a specific run-time
environment.
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2.2 Telecommunications in an Open Services Market

This chapter reviews the characteristics and requirements of existing and emerging telecom-
munication service markets, which are often referred to as “Open Service Markets” due to
their increasingly deregulated, heterogeneous and extensible nature. It then describes the
concepts and architectures governing the design, the construction and the operation of to-
day’s and tomorrow’s telecommunication systems. This is important for two reasons: (a) in
order to identify the shortcomings of existing concepts and technologies, and (b) to assess
their compatibility and integration with the emerging agent technology. The chapter con-
cludes with a comparison of the approaches presented and with a description of future trends
governing the development of telecommunication systems, focusing on the growing impor-
tance of middleware-based solutions.

2.2.1 Characteristics and Requirements

Today’s telecommunication environments are undergoing profound changes which are
equally driven by technological advancements and environmental changes.

On the technological side, the development of new networking and switching technolo-
gies, such as ATM, mobile networking, and advanced multimedia technology has pushed the
development of countless new systems and services, opening up new markets for telecom-
munication products.

At the same time competition is increasing as telecommunication markets are deregulated
and liberalized. Market shares are no longer automatically secured by regulative measures
and monopolies, but have to be actively secured by high quality service standards, excellent
customer service and the rapid and continuous introduction of innovative services.

Along with the development of the telecommunication scenario, the expectations, re-
quirements and mutual relations between all the parties involved in the telecommunication
service life-cycle have also changed fundamentally. Customers and end users have far higher
expectations with regard to the availability and the degree of customization and personaliza-
tion of services. Providers are forced to meet these demands with maximum efficiency and
speed. The key problems they are facing are:

• Rapid Service Provisioning
Providers need to design, implement and introduce new services more rapidly than
today. Time to market is a key success factor in today’s dynamic market environ-
ments.

• Service Customization and Personalization
As a result of market liberalization and open network access, the market share and
revenues of a telecommunication service provider will increasingly depend on its
ability to provide its customers with exactly the services they need or demand, i.e.
with customized or personalized services.

• Mobility
The telecommunication industry has to deal with user and terminal mobility to fulfill
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the customers’ needs providing the services anywhere at any time.

• Service and Network Management
The increasing usage, complexity and dynamic behavior of the service and network
environment, made even stronger by the continuous introduction of new customized
services and the respective system components, is confronting telecom operators with
growing administrative problems. To solve these problems efficient and preferably
integrated management solutions to system, service and network management are
required.

Existing service and management architectures deployed in today’s telecommunication
systems are too static to meet these requirements. As a result, telecom network and service
operators are seeking more flexible solutions. A number of candidate concepts and technol-
ogies have already been developed or are under development, and the telecom operators are
in the process of actively reviewing, acquiring and deploying these technologies. 

Although it is not fully clear yet, which particular technology will eventually succeed or
influence a long term solution most profoundly, all proposed concepts and architectures
share the common goal of providing more flexible solutions to the above problem areas. Ap-
parently, the key to solving these problems lies in turning away from system centralization.
Decentralization allows flexibility in deployment, ensures scalability and is also the key to
flexible, yet efficient customization and personalization schemes (i.e. specific customer or
end user requirements may be met by deploying dedicated system components into the re-
spective system domains).

2.2.2 Concepts and Architectures

This section provides an overview and brief description of the most important architectures
to underlie the development of the emerging open service market, IN, CORBA/OMA, TINA,
and TMN.

IN

The Intelligent Network (IN) [ITU-Q.1200] is an architecture which is primarily aiming at
the evolution of the existing Public Switched Telephone Network (PSTN) infrastructure. In
this sense it is not a generic architectural framework like CORBA or TINA. The aim of IN
is to make existing telecommunication networks programmable, and to thereby enable the
rapid provisioning of advanced services such as free-phone, call forwarding or services sup-
porting user and terminal mobility.

Structure and Shortcomings of Existing Telecommunication Networks
The digital switching and transmission equipment which telecom operators have installed is
made up of specialized computers designed to perform highly specific functions. Basically
the following two types of elements can be distinguished:

• Switches
which direct the communication channels across the network, setting up connections
between one telephone or network device and another.
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• Transmission Equipment
which bundles digital streams together for bulk transport across the core network. 

Without an IN, these elements operate in pretty much the same distributed fashion as their
mechanical predecessors, by signaling to each other across the network. In these traditional
circumstances, each call operates as a self-contained process which ripples out from the orig-
inating telephone, via the local switch, to the next, and so on, until a circuit is arranged.

Such an approach worked perfectly well and formed a very robust framework when what
all the network did was setting up circuits, timing the calls and releasing the circuits when
one of the terminals went on hook. But as service providers began to develop more complex
applications it became clear that an overall intelligent network would offer a whole range of
advantages. 

The IN Approach
The IN physical architecture divides the intelligent network into the following main types of
physical entities:

• Service Control Points (SCPs)
The SCPs contain the service logic and control the service execution. After an SSP
(see below) has (as a result of a service invocation trigger being activated) signaled
the invocation of an IN service, the Service Logic Program (SLP) is executed in the
SCP, performing or coordinating the actions required for the provision of the respec-
tive service. This usually involves interactions with other IN entities, e.g. SDPs or
SSPs.

• Service Data Points (SDPs)
The SDPs hold service relevant data, e.g. customer or user profiles, numbering plans
etc. The data is accessed by the SCPs in the course of the execution of a SLP. 

• Service Switching Points (SSPs)
A SSP usually provides two functions: a Call Control Function (CCF), i.e. the actual
switching functionality and a Service Switching Function (SSF) which is concerned
with the invocation of IN services at a SCP, and the handling of the parameter and
passing of the result. The SCP can access the SSP’s CCF to control the way a call is
handled via the Basic Call State Machine (BCSM). 

• Intelligent Peripherals (IPs)
IPs represent specialized entities (e.g. voice boxes etc.).

• Service Management System (SMS)
The SMS is responsible for the internal management of an IN, e.g. for the manage-
ment of the trigger tables contained in the SSPs or for the uploading of the service
logic programs into the SCPs.

The customer/end user accesses the network through a terminal effectively providing a
Call Control Access Function (CCAF).
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Figure 2.1: Traditional Architecture of Intelligent Networks

OMA/OMG CORBA

The Common Object Request Broker Architecture (CORBA) [OMG97] is part of a larger ar-
chitectural middleware framework, the Object Management Architecture (OMA) [OMG92].

OMA is developed by the Object Management Group (OMG), an industrial consortium
of more than 500 IT and telecommunication companies and institutions, including all the in-
dustry “heavyweights” with the notable exception of Microsoft, which has developed its
own, competitive distributed processing architecture and platform, DCOM [Brown96].

The OMA enables distributed object systems to be defined in terms of abstract, i.e. com-
putational object interfaces which are described using an implementation independent spec-
ification language, the so-called Interface Definition Language (IDL). Developers can
implement the specified object interfaces using whatever language they like (provided there
is a standardized IDL language binding defined by the OMG for this language) and mapping
the abstract computational objects to arbitrary implementation-specific engineering objects.
The clear separation between specification and implementation objects is also visible in the
fact that object interactions are realized via a conceptual object, the so-called Object Request
Broker (ORB) which is described in the Common Object Request Broker Architecture. The
ORB may be seen as an object system bus to provide communication between objects in a
distributed system. How the ORB is implemented for a given platform (e.g. via dedicated
daemon processes, libraries etc.) is a matter of its implementation and is not specified by the
OMG.

In principle, all objects communicating via the ORB fall into two broad categories, clients
and servers. However, objects may also change their role dynamically, i.e. an object which
is in a client role with regard to one object may be in a server role with regard to another.

Apart from the basic object model and the IDL and CORBA specifications, the OMA also
comprises a set of object interface specifications at different levels of granularity (i.e. with
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regard to the implementation complexity of the respective computational object). Commonly
required object services are specified in a series of so-called Common Object Service (COS)
specifications, which usually map to one or a few smaller objects at the implementation level
and are expected to be used as generic building blocks. Coarser object service specifications
are provided in the form of the Common Facility (CF) specifications which specify a collec-
tion of higher level services broadly applicable to many applications or high value capabili-
ties for specific domains or vertical markets. The Common Object Services are more
infrastructure-oriented services, while the Common Facilities are application-oriented. Two
different types of common facilities have been specified, the so-called vertical CFs which are
specific to different market segments, and the so-called horizontal CFs which may be used
by different types of applications. Among the horizontal CFs proposed by the OMG is an
agent facility [OMG95].

TINA

The Telecommunications and Information Networking Architecture (TINA) [TINA95] is a
generic architectural framework for telecommunications which is currently under develop-
ment by the members of the international Telecommunications Information Networking Ar-
chitecture Consortium (TINA-C).

The TINA architecture is based on object-oriented technology and distributed computing,
i.e. the use of a Distributed Processing Environment (DPE). OMG CORBA is used as a base
for the DPE development. The TINA DPE Object Definition Language (ODL) is defined as
a strict superset of OMG CORBA IDL with additional concepts for grouping, stream inter-
faces and service attributes to support real-time, QoS traffic characteristics in large scale net-
works.

The communication and management services within TINA are considered as software
applications which operate in a distributed environment.

With regard to the structuring and realization of telecommunication services the unique
session concept proposed by TINA is of particular interest. Three distinct types of service
sessions have been proposed:

• Access Session
The access session is largely based on a user agent-provider agent relationship, possi-
bilities to download an initial provider agent to a client, service selection mechanisms
using service brokers and on-line subscription management. 

• Service Session
The service session uses a session graph to represent the relationship between parties
and resources involved in a session. DPE traders are used to locate resources and
users in the session. The different participants may have different visibility (different
session graphs) of the total session. 

• Communication Session
Objects in the communication session provide an abstract and service-independent
view of the end-to-end connectivity. They are referred to as stream bindings.

Initially concentrating on technical aspects of the DPE and DPE-based session concepts,
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TINA-C has recently intensified its work in the area of information service provisioning and
management.

Within this context TINA is also investigating the use of agent technology. Although first
proposals for the possible use of (mobile) user and provider agents have been made, these
have not been integrated into the existing architectural documents yet.

TMN

The Telecommunications Management Network (TMN) architecture provides a platform for
achieving interoperability between different management systems and network components
as well as a basis for an integrated management system for all kinds of telecommunication
networks and services. 

The TMN architecture is based on the Open Systems Interconnection (OSI) management
model. According to this model, a manager function residing in a managing system origi-
nates management requests. These are received and processed by management agents locat-
ed in the managed resources. The agent in turn communicates with an object which contains
some attributes describing the state of the network resource being managed.

A managed object might be an Event Log, an Event Forwarding Discriminator (contain-
ing filtering specifications), or an abstraction of a data processing or data communication re-
source for the purposes of management. It contains the parameters for managing a particular
resource and follows a common management information model in describing the parame-
ters to the agent and manager, including attributes, notification types, special actions, and ob-
ject behaviors. The set of managed objects within a system constitutes that system’s
Management Information Base (MIB).

The TMN functional architecture [ITU-M.3010] divides management functions into the
following functional blocks:

• Operations System Function (OSF)
This functional block controls, monitors, and coordinates management activities and
is also responsible for maintaining the MIB. An entity that implements this function
can reside in the manager, agent, or both.

• Workstation Function (WSF)
This functional block provides the presentation services which allow the user to inter-
act with the Operations System Function. The graphical user interface on the manage-
ment station is an implementation of this function.

• Network Element Function (NEF)
This functional block presents the manageability of the network elements to the
TMN. It is implemented by an entity that plays the role of the management agent.

• Mediation Function (MF)
This functional block acts on the information passed between the Operations System
Function and the Network Element Function. It can translate the object representation
as well as adapt, store, and apply filtering criteria to the information from the Network
Element Function. This focuses and limits the scope of the information conveyed to
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the Operations System Function.

• Q-Adapter Function (QAF)
The primary task of this functional block is to allow the TMN to access a non-TMN
element, usually via a proxy agent. This permits integration of the TMN functions
with legacy management environments.

The TMN architecture identifies a number of reference points in between the functional
blocks. Each functional block is finally mapped to a node and for each reference point an in-
terface is specified.

Thus, on the physical level, the TMN functional blocks are mapped to systems and devic-
es in the network, with each functional block representing a node. A component in the phys-
ical architecture called the Data Communication Network (DCN) implements the
information transport mechanism used to exchange information between functional blocks. 

In this way, the TMN architecture encompasses functions, interfaces, and physical ele-
ments to provide a client/server-based framework for systems management.

2.2.3 Concerns in Traditional Technology

In the following the main concerns of the traditional, mainly client/server-based architec-
tures, are listed:

• Contract and Profile Negotiation
During the negotiation process of a contract, the requirements of the customer need to
be aligned with the offer of the provider taking into account the policies of both par-
ties. After having signed the contract they might negotiate and fix additional agree-
ments in the customer service profile. This subscription process is hardly supported in
current network and service management solutions. It lacks features to support a
negotiation process with offers and counter-offers as well as mechanisms to really
sign the final agreement, i.e. the contract, electronically.
Off-line negotiations and setting-up of an account is managed by an administrator in
the provider domain. Currently, this process is restricted to some configuration
actions. To access this feature, a service specific user interface is provided which
leads the customer or an administrator in the provider domain through the configura-
tion process.

• Software Installation
Network management components need to be installed near the managed resources.
Within the traditional network management approach, this has to be done manually by
the customer of a network management solution or a travelling technician of a pro-
vider. This requires high customer intelligence and causes personal expenditures. As
soon as there are considerable changes in the environment, e.g. new hardware has
been installed, or in the software, e.g. bugs have been fixed, this procedure often has
to be repeated. There is no standardized software installation process.

• High Load on Network Resources and Across Inter-Domain Connections
A management function can require several interactions between a remote manager
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and the agent applications (e.g. in the case of a connection set-up) as well as the
exchange of a large amount of management information (e.g. in the case of a log anal-
ysis). This requires a lot of resources especially in the case of outsourcing, where the
centralized manager is located in the domain of the network management solution
provider and is accessing agents within customer domains. Thus, each interaction has
to be done via a wide area network. This imposes high bandwidth and reliability
requirements on the data communication network for the purpose of network manage-
ment.

• High Load on Centralized Management Workstations
The traditional design of network management keeps the intelligence of the network
management process in a central place. The agents have a fixed functionality and are
used only to retrieve data or perform specific actions on the real resources. This puts
high load on the centralized manager and might lead to a bottleneck in the vicinity of
the management workstation.

• Limited View from a Remote Site
In the traditional approach of network management, an agent has a fixed functionality
offered at a remote interface. The interface is usually standard compliant. Once an
agent is installed in a specific place, it provides the specified view on the network ele-
ment or network. There is no mechanism to extend the functionality. Therefore, it is
often necessary to send a technician around to perform tests or configuration actions
not foreseen at the very beginning.

• Rapidly Changing Environment and Re-Negotiation
Today’s networks are rapidly changing due to the increasing demand in information
processing and the fast evolving technology. The requirements on the network man-
agement solution are changing in the same way. Therefore, a flexible and dynamically
extensible solution is called for. This cannot be achieved with the traditional network
management solutions.

Therefore, a novel telecommunication service paradigm is called for, which appropriately
shields users and programmers from the details of system distribution and for the dynamic
characteristics of today’s telecommunication environments (e.g. the permanent introduction
of new services or the mobile behavior of both users and system components) while avoiding
the potential inefficiencies of middleware-based architectures such as TINA.

2.2.4 Summary

As a result of technological and environmental changes, the telecommunication infrastruc-
ture is currently undergoing fundamental changes, replacing system architectures designed
for specific services with more generic system and service architectures.

The desire and intent to provide a higher degree of flexibility in system distribution and
behavior is visible in all candidate architectures. The common goal is a freely programmable
telecommunications infrastructure which can be adapted to changing requirements and envi-
ronmental conditions with relative ease.
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IN and TMN have to be seen as first steps in that direction, and they have already proven
successful in real-world deployments. CORBA and especially the CORBA-based TINA ar-
chitecture propose or imply even more radical changes.

However, putting aside relative advantages and disadvantages, similar requirements have
also led to similar concepts and solutions. As a result, all of the proposed concepts and tech-
nologies share a common conceptual basis: the client/server paradigm. The author believes
that in the long run, even more flexible solutions are required, including solutions based on
the novel agent paradigm. Availability of such solutions will eventually lead to the elimina-
tion of the boundaries between telecommunications and information systems, and the cre-
ation of a global service object space providing all kinds of information, communication and
business services.

For the short term and especially with regard to agent technology it is however important
that such solutions will not simply replace existing concepts and actually running systems,
but rather lead to their gradual enhancement and evolution. The main reason for this evolu-
tionary development has to be seen in the enormous investment represented by the existing
know-how and infrastructure.

2.3 Agent Concepts

2.3.1 Introduction

The agent concept has been differently defined in various projects and papers such as
[AAAI96], [Foner93], [Goodwin93], [White96], and [Wooldrige95] for example, where the
definitions encompass not only software agents, but also physical agents. Physical agents are
not dealt with in the context of this work.

Some authors use the skill concept to generally characterize agents. An agent skill is a ca-
pacity that an agent presents (in some degree), that sometimes allows or facilitates playing
its role(s) and reaching its goals.

Among the skills that can be attributed to agents, five can be considered as major skills
according to [Mendes96]:

• mobility or the degree of migration power of an agent,

• intelligence or the degree of reasoning and learning ability of an agent,

• communicability or the degree of interaction ability of an agent,

• co-operation or the degree of an agent ability to collaborate and to do some joint work
with other entities, and

• autonomy or the degree of auto-control ability of an agent.

Each agent acting in a specific role exhibits different graduations of the skills. Figure 2.2
presents a graphical representation of the agent skills and their levels (degrees). The figure
exemplifies also the degree of each skill that agents exhibit in different contexts (mobile
agents and multi-agent systems).
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Figure 2.2: Agent Skills and Their Levels

The agent concept represents a paradigm that integrates developments of different soft-
ware areas, each of which is generally concentrating on the improvement of only one of these
skills. As a result, it evolves to a very flexible concept for building distributed systems.

2.3.2 Agent Mobility

The development of the agent mobility concept results from the deficiencies of the way com-
puters have communicated since the late 1970s, when the IT infrastructure became increas-
ingly distributed. This section sketches the deficiencies and presents the case for mobile
agents as outlined in [White96].

Remote Procedure Calls

The central organizing principle of today’s computer communication networks is remote
procedure calling (RPC). Conceived in the 1970s, the RPC paradigm views computer-to-
computer communication as enabling one computer to call procedures in another. Each mes-
sage that the network transports either requests or acknowledges a procedure’s performance.
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Figure 2.3: The Client/Server Paradigm

Two computers communicating via the RPC paradigm agree in advance upon the effects
of each remotely accessible procedure and the types of its arguments and results. Their agree-
ments constitute a protocol.

A user computer with work to be accomplished by a server orchestrates the work with a
series of remote procedure calls. Each call involves a request sent from a user to a server and
a response sent from the server to the user. For example, to delete from a file server all files
at least two months old, a user computer might have to make one call to get the names and
ages of the files and another for each file to be deleted. The analysis that decides which files
are old enough to delete is done in the user computer. If it decides to delete n files, the user
computer must send or receive a total of 2(n+1) messages.

The salient characteristic of RPC is that each interaction between the user computer and
the server entails two acts of communication, one to ask the server to perform a procedure,
and another to acknowledge that the server did so. Thus, ongoing interaction requires ongo-
ing communication.

Remote Programming

An alternative to RPC is remote programming (RP). The RP paradigm views computer-to-
computer communication as enabling one computer not only to call procedures in another,
but also to supply the procedures to be performed. Each message that the network transports
comprises a procedure that the receiving computer is to perform and data that are its argu-
ments. In an important refinement, the procedure is one the performance of which the send-
ing computer began or continued, but that the receiving computer is to continue; the data are
the procedure’s current state.

Figure 2.4: The Remote Programming Paradigm

Two computers whose communication follows the RP paradigm agree in advance upon
the instructions that are allowed in a procedure and the types of data that are allowed in its
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state.

Their agreements constitute a language. The language includes instructions that let the
procedure make decisions, examine and modify its state, and, importantly, call procedures
provided by the receiving computer. Such procedure calls are local rather than remote. The
procedure and its state are termed a mobile agent to emphasize that they represent the send-
ing computer even though they are executing in the receiving computer.

The opportunity for RP (like that for RPC) is bi-directional. The example depicts a user’s
agent visiting a server, but a server’s agent can visit a user’s computer as well. In an elec-
tronic marketplace, if the user’s agent is a shopper, the server’s agent is a door-to-door sales-
person.

A user computer with work to be accomplished by the server sends an agent to the server
where the agent’s procedure makes the required requests (for example, “delete”) based upon
its state (for example, “two months”). Deleting the old files of the previous example – no
matter how many – requires just the message that transports the agent between computers.
The agent, not the user computer, orchestrates the work, deciding “on-site” which files
should be deleted.

The salient characteristic of RP is that a user computer and a server can interact without
using the network once the network has transported an agent between them. Thus ongoing
interaction does not require ongoing communication. The implications of this fact are far
reaching.

Remote programming has an important advantage over remote procedure calling. This ad-
vantage can be seen from two different perspectives, one quantitative and tactical, the other
qualitative and strategic.

Tactical Advantage of Remote Programming
The tactical advantage of remote programming is performance. When a user computer has
work to do for a server, rather than shouting commands across a network, it sends an agent
to the server and thereby directs the work to be accomplished locally rather than remotely.
The network is called upon to carry fewer messages. The more work is to be done, the more
messages are avoided by remote programming.

The performance advantage of remote programming depends in part upon the network:
the lower its throughput or availability, or the higher its latency or cost, the greater the ad-
vantage. The public telephone network presents a greater opportunity for the new paradigm
than does an Ethernet. Today’s wireless networks present greater opportunities still.

Remote programming is particularly well suited to personal communicators, whose net-
works are presently slower and more expensive than those of personal computers in an en-
terprise. It is also well suited to personal computers at home, where one telephone line is
largely dedicated to the placement and receipt of voice telephone calls.

A home computer is an example of a user computer that is connected to a network occa-
sionally rather than permanently. Remote programming allows a user with such a computer
to delegate a task – or a long sequence of tasks – to an agent. The computer must be connect-
ed to the network only long enough to send the agent on its way and, later, to welcome it
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home. The computer does not need to be connected while the agent carries out its assign-
ment. Thus remote programming lets computers that are connected only occasionally do
things that would be impractical with remote procedure calling.

Strategic Advantage of Remote Programming
The strategic advantage of remote programming is customization. Agents let manufacturers
of user software extend the functionality offered by manufacturers of server software. Re-
turning to the filing example, if the file server provides one procedure for listing user files
and another for deleting a file by name, a user can effectively add to that repertoire a proce-
dure that deletes all files of a specified age. The new procedure, which takes the form of an
agent, customizes the server for that particular user.

The remote programming paradigm does not only change the division of labor among
software manufacturers but also the ease of installing the software they produce. Unlike the
stand-alone applications popularizing the personal computer, the communicating applica-
tions which will popularize the personal communicators which have components that must
reside in servers. The server components of an RPC-based application must be statically in-
stalled by the user. The server components of an RP-based application, on the other hand, are
dynamically installed by the application itself. Each is an agent. 

The advantage of remote programming is significant in an enterprise network but pro-
found in a public network of which the servers are owned and operated by public service pro-
viders like Deutsche Telekom. Introducing a new RPC-based application requires a business
decision on the part of the service provider. For an RP-based application, all that is required
is a buying decision on the part of an individual user. Remote programming thus makes a
public network, like a personal computer, a platform.

Types of Agent Mobility

Different agents may exhibit different degrees of migratory ability. According to its migra-
tory ability, an agent may be classified as:

• static: The agent does not migrate. Although executing only in the platform of its user,
such an agent may access not only local resources but also remote resources, for
example via RPC.

• remote execution (mobile without state): Remote execution corresponds to compos-
ing and dispatching an agent from a client computer to a remote server computer for
execution. It can be seen as the distribution of a static (not initialized) agent to be exe-
cuted at remote nodes.

• migration (mobile with state): The agent migrates with information about its execu-
tion and data state. It can move from machine to machine in the middle of execution,
and carries the accumulated information with it, in order to complete its tasks. When
such an agent arrives at a remote node, it can present its credentials and obtains access
to services and data managed by the local software platform.
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Autonomy of Agent Movement

It is very important to note that a mobile agent decides to move by itself. This fact makes
agent mobility different from the concept of migrating processes in some batch systems or
distributed operating systems. Migrating processes are moved by some system coordination
component, which tries to achieve, for example, load balancing.

2.3.3 Agent Intelligence

Intelligence is the degree of reasoning and learning capability that an agent contains. An
agent employs some knowledge or representation of the user’s goals and desires, in order to
operate on behalf of the user.

An agent can comprise one of the degrees of intelligence listed below. The degrees are
presented in order of increasing complexity. Each degree includes its predecessors:

• preference: The agent acts according to some statements of the user’s preferences.
The user’s preferences can be represented, for example, directly in the instructions
(code) of the agent or by a set of rules. The agent can have an internal inference mech-
anism to process the rules or this mechanism can be provided by the platform.

• planning: The agent maintains some internal model of the world and of what the user
wants to be done, and is able to choose what actions are more likely to lead it to
accomplish its goals.

• reasoning: The agent reasons about the results of its actions and about the world, in
order to choose the more appropriate actions to successfully complete its tasks. The
agent presents some capacity for knowledge inference, data gathering, and extrapola-
tion.

• learning: The agent learns and becomes able to adapt to a dynamic environment, both
in terms of the user’s objectives as in terms of the resources available. Such an agent
may, for example, discover new relationships, connections, or concepts independently
from the human user. Exploiting the acquired knowledge, the agent can make deci-
sions, anticipating and satisfying user needs.

2.3.4 Agent Communicability

The communication agent skill represents the complexity degree of interactions an agent can
perform with an application, a service, a facility, a user, or another agent. Communicability
can be measured qualitatively by the nature of such interactions. The levels of communica-
bility an agent can exhibit are listed below. The levels are presented in order of increasing
complexity:

• isolated: The agent exhibits no capability for interacting with any other entity.

• simple data exchange: The agent can interact with other entities by data exchange
with minor semantics. Service calls with minor control information and some input
data are characteristic of this data exchange. Service responses are also communicated
through data exchange. An agent can also monitor and respond to changes in the envi-
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ronment. Most of these changes are notified by asynchronous event driven communi-
cation, which is basically a data exchange communication.

• semantic data passing: The agent exchanges data with other entities but needs to inter-
pret the semantics of the data in order to accomplish its tasks. An application domain
vocabulary is needed to allow message passing. Semantic data can be exchanged
between agents and other entities through message passing [Pitt95] or the blackboard
(described right below). Messages exchanged between agents can represent, for
example, an assertion (when it states a fact), a directive (if it includes a command, a
request or a suggestion), or a declaration (when an agent sends information on his
internal capacities).

• conversation: The highest level of interaction between agents requires more than a
conventional communication scheme in order to address the following issues: hetero-
geneity between agents, knowledge exchange, control localization and organizational
structure [Wong93]. Agents talk to their peers by exchanging messages in an expres-
sive communication language with agent-independent semantics (it can not vary from
one agent to another). The communication language allows for the exchange of data
and logical information, individual commands and scripts. The conversation may
involve several turns of data exchange.

A blackboard represents an area where all agents may write and read. The form of com-
munication through a blackboard consists of an agent writing to the blackboard and one or a
set of other agents reading the information. Different from the message mechanism, the agent
that has some information to transmit does not need nor want to know the address of the re-
cipient agents. In general, agents writing information simply publicize it. The agents which
read the blackboard decide if the information is relevant for them or not [Albayrak93].

One of the best known and most comprehensive efforts to create a widely-used, expres-
sive and consistent agent communication language is the ARPA Knowledge Sharing Effort.
In the context of the Knowledge Sharing Effort the three following knowledge representation
languages are considered [Chess95]:

1. Knowledge Query and Manipulation Language (KQML): KQML is a high-level proto-
col and language for agent-service and agent-agent interactions and communications.
KQML can be viewed as providing a “package” layer to wrap around the transport of some
“content”, described in another language (like KIF, described right below). KQML is based
on the concept of a performative from speech act theory in linguistics. Currently defined per-
formatives include: ask, tell, forward, and broker. KQML passes as parameters: the language
and vocabulary in which the content is represented.

2. Knowledge Interchange Format (KIF): KIF is a rich standard language for interchange
between other knowledge representation languages. It can express beliefs, rules, facts, partial
descriptions of procedures, and more. Translators are currently under construction for a num-
ber of specific knowledge representation languages already in practical use. These translate
between various knowledge representation languages and KIF, and therefore transitively to
each other.

3. Ontolingua: Ontolingua is a facility for creating and maintaining vocabularies. In On-
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tolingua a number of domain-specific vocabularies already exist, for mechanical and electri-
cal engineering, where the vocabularies contain terminologies usually found in standard
introductory textbooks. 

4. Electronic Data Interchange (EDI): EDI deserves special mention as a knowledge rep-
resentation language, because of its importance as a standard practical framework for elec-
tronic commerce. While not an artificial intelligence style language, it serves much the same
purpose [Chess95].

When agents communicate through messages, different communication topologies may
exist among agents. For example:

• point-to-point communication: An agent sends messages to only one other agent.

• multicast: An agent sends messages to a selected set of agents (belonging to a group).

• broadcast: An agent sends messages to all agents (belonging to a group).

2.3.5 Agent Co-operation 

The co-operation ability of an agent relates to the degree with which the agent can establish
and maintain a relationship to a set of other entities in order to perform a joint work. The fol-
lowing degrees of co-operation ability can be identified. The list is presented in order of in-
creasing complexity:

• isolation: The agent executes its task by itself, it does not have ability to co-operate
with other entities.

• static co-operation: The agent can co-operate with other entities, but in a static envi-
ronment. The term static in this context means that the environment is not modified
frequently. The rules and entities with which the agent can co-operate are relative sta-
ble and the agent has previous knowledge of them.

• dynamic co-operation: The agent is inserted in a dynamic environment, where com-
ponents and rules change constantly. So agents are required to evaluate and compro-
mise based on a range of preferences. Typically this type of co-operation involves a
negotiation phase before the agents begin co-operating.

One of the most studied protocols for distributed problem solving communication (and so,
co-operation among sets of agents) is the contract net protocol. The activity being modeled
by contract nets is task sharing, where agents help each other by sharing the computation in-
volved in the sub-tasks for a problem. An agent (called the manager) which needs help in a
task can divide it into sub-tasks and negotiate a contract with an agent called a contractor.

When negotiation takes place, first the manager makes a task announcement (usually by
broadcasting to the entire system) that contains eligibility requirements and a task descrip-
tion. Agents that want to may return bids for the contract, which include why the agent be-
lieves it can fulfill the contract. The manager then evaluates the bids and makes an award
based on them. The contractor may subcontract the sub-task, and so on. The manager and the
contractor are linked by the contract, hence the name contract net [Decker87].
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2.3.6 Agent Autonomy

Autonomy has been commonly used in the context of agents to refer to the principle that
agents operate with or without the intervention of humans or others [Wooldridge95],
[Nwana96], [Castelfranchi94].

The autonomy of an agent reflects in the behavior of the agent in relation to external re-
quests. If an agent acts only following orders, it does not exhibit much autonomy. If the agent
has “its own goals” and can, therefore, accept or refuse external requests or do something
that was not requested, then the agent exhibits more autonomy. This notion of autonomy is
called Execution Autonomy by Castelfranchi [Castelfranchi94]. Two major levels of auton-
omy can be observed:

• (restricted by) delegation: The agent executes tasks in behalf of the user, but the tasks
it executes are constrained (or defined) by a delegation by the user (other agent or oth-
ers).

• (based on) negotiation: When the agent has the ability to act on requests (accepting,
refusing, negotiating) taking into consideration its own goals and capacities.

2.4 Agent Programming

It is quite obvious that agent programming languages have to provide a different capability
set than conventional programming languages. Therefore this chapter will define require-
ments an agent programming language has to meet. Although some requirements such as ob-
ject-oriented design may be quarrelsome they are accepted by the majority of agent-
designers.

Portability

The demand for portability is very important especially with respect to agent mobility. Port-
ability means, that the programming language has to be independent from the underlying
hardware and operating system. When thinking of agents acting in the Internet it is unpre-
dictable which systems the agent will visit during its mission. For example, it would be an
unbearable limitation for agents to be restricted to UNIX systems. The programming lan-
guage has to provide language elements, which are independent from a certain operating sys-
tem and the underlying hardware. The language scripts are executed on a system dependent
platform, the execution engine.

Execution Engine

In order to achieve hardware/operating system independence, the execution engine provides
an intermediate layer between the operating system and the agent-script or agent-program.
By means of this intermediate layer, a complete abstraction from the hardware/operating sys-
tem in use can be accomplished. For a number of reasons, existing agent programming sys-
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tems favor interpreted languages, i.e. agent-scripts. The security reason is of major
importance. Interpreted languages allow easier inspection during run-time. Inspection is nec-
essary, since the executing system must prevent itself from malicious agents performing de-
structive operations. Additionally, the execution engine provides functionality such as
encryption, transportation facilities etc. 

The Just-In-Time compiler (JIT compiler) is an alternative to the execution engine. At
agent run-time the JIT compiler transforms the agent programming language code into a sys-
tem dependent executable code.

Multitasking

The programming language as well as the operating system have to support multitasking/
multithreading. It is inconceivable to restrict an agent system to only one active agent at a
time. Without multitasking/multithreading, agent co-operation by multiple agents communi-
cating with each other would be restricted. As shown in this chapter, agent co-operation is a
key attribute for agents.

IP Communication

With regard to the Internet as a possible environment for globally roaming agents, the pro-
gramming language has to provide IP communication. Taking into account a possible mix-
ture of agent design and traditional RPC programming, socket programming gains additional
relevance.

Transaction Concepts

Transactions are a well known technique in database processing. Transactions wrap related
tasks. If one of the wrapped tasks fails tasks having already finished execution can be rolled
back so that the initial state can be re-established. This is quite important for agents perform-
ing multiple interrelated tasks on different systems. As a simple example suppose the follow-
ing: an agent is set to book a flight and a rental-car at a travel destination. First, the agent
completes the flight reservation successfully. However, the agent then discovers that there is
no rental-car available at the destination airport. Thus, the whole transaction fails and the
flight reservation has to be revoked. For a simple transaction like the given example, one can
think of a programmer smart enough to foresee a possible problem like the quoted example.
But there are more complex problems requiring transaction systems.

Security Aspects

The language has to provide features to prevent systems from being attacked by agents. At-
tacks can be anything such as deleting files, unauthorized file or device access etc. But not
only systems can be a target of attacks. Agents have to be prevented from being attacked by
a malicious system as well. Possible system attacks include theft of “cyber-money” or spying
for passwords or authorization codes.
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Object-Oriented Design (OOD)

Objects in OOD represent real-world counterparts: inventory items, documents, financial
transactions, business processes. Objects are an intuitive mapping of the problem space to a
computational model: they are characterized by a state and a defined behavior. They interact
by passing messages; object internals are hidden.

Agent-oriented programming deals with both object and agent primitives. In some ways
agents may be thought of as meta-objects, because they too are characterized by state and
behavior. Unlike objects, though, agents have goals and pro-actively work to achieve them.

An object’s methods are simply procedures coded by a programmer to deal with different
messages and are usually static (e.g. a dog object can bark when pinched). An agent, on the
other hand, can synthesize plans to deal with contingencies not foreseen by the programmer,
and can learn from experience (e.g. a dog agent can discover that insistent barking gets him
fed a lot quicker).

The fundamental tenets of object-oriented programming are

• encapsulation – the hiding of data structures used to implement the object model,

• inheritance – the reuse of code for objects which share similar implementations, and

• polymorphism – the dynamic binding of object methods to incoming messages.

The fundamental principles of agent-oriented programming are

• goal-directed execution and

• transparent object management.

Thus, OOD suggests itself as an appropriate design method since agents are typical ob-
jects in the sense of OOD.

Persistency

The demand for persistency is closely related to the requirement for agent mobility. An agent
willing to move must be able to store information somewhere so it can be retrieved after re-
activation on the remote system. Most preferably the language is capable of storing both
agent data, i.e. variables, and agent process information, such as stack-pointer etc. Thus it is
possible to resume execution of the agent at precisely the instruction following the request
to be moved. At least the agent data must be stored. Data storage should not rely on a file-
system, since one can think of terminals capable of agent processing not equipped with a de-
vice providing a file-system such as intelligent telephones.

2.5 Agent Standards

Mobile intelligent agents are gaining momentum in the provision of services on the Internet.
There are currently many agent platforms under development within research institutes but
also as commercial products, e.g., Odyssee by General Magic or Voyager by ObjectSpace.
Proprietary technologies like Telescript lost their market with the emerging Internet which
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uses Java as the basic implementation language. Unfortunately the diversity of the different
agent platforms does not allow any interoperability between them with great impact on their
usability in an open environment like the Internet.

There are several standardization activities in the area of agent technology, the main ones
being the Mobile Agent Facility within the Object Management Group (OMG) and the Foun-
dation for Intelligent Physical Agents (FIPA). FIPA has also an application scenario in the
area of network management but is more related to intelligent agents rather than mobility. In
addition there are some activities within the Agent Society and the Internet Engineering Task
Force (IETF).

2.5.1 OMG MAF/MASIF

The goal of Object Management Group (OMG) is to provide a common architectural frame-
work for object-oriented applications based on widely available interface specifications.
OMG has specified the Common Object Request Broker Architecture (CORBA) [OMG97],
a fundamental architecture that should be considered in the definition of an agent model.

OMG was formed to create a component-based software marketplace by hastening the in-
troduction of standardized object software. The organization’s charter includes the establish-
ment of industry guidelines and detailed object management specifications to provide a
common framework for application development. Conformance to these specifications will
make it possible to develop a heterogeneous computing environment across all major hard-
ware platforms and operating systems. OMG’s series of specifications detail the necessary
standard interfaces for distributed object computing.

In 1996 OMG issued a request for proposal (RFP) concerning a Mobile Agent Facility
(MAF) in the CORBA environment. Based on the work of IBM, Crystaliz, General Magic,
The Open Group, and GMD FOKUS a joint submission was put into the standardization pro-
cess [MAF96]. After several revisions the current Mobile Agent System Interoperability Fa-
cility (MASIF) was fixed [MASIF97]. On behalf of GMD FOKUS the author was actively
involved in the standardization of the Mobile Agent System Interoperability Facility.

The OMG MASIF specification provides basic mechanisms to manage agents, to trans-
port agents between different agent systems, and to find agents, agent systems, and places in
a heterogeneous mobile agent environment. This is a first step that should enable interwork-
ing of applications which are based on different agent platforms.

Nevertheless, important parts to achieve real interoperability between agent platforms of
different vendors are still missing. Though a transport container has been defined with a tag
field, which indicates the platform the agent was created on, real interoperability between
agent platforms of different vendors is not achieved. Agent mobility in a heterogeneous en-
vironment requires to have a standardized encoding of the state and the code as well as stan-
dardized services available in an agency, i.e. the place where an agent should live. None of
these items has been standardized within the OMG MASIF specification so far.

In addition the OMG MASIF specification tackles only the agent management, location,
and transport. There is no support for communication among agents. Here it refers to the
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standard CORBA mechanisms.

2.5.2 FIPA

The Foundation of Intelligent Physical Agents (FIPA) is also striving to develop and promote
standardization of agent technology. The technology to be specified in FIPA includes agent
management [FIPA-1], agent communication [FIPA-2], and agent/software integration for
interactions with the non-agent environment [FIPA-3]. Due to the relatively large number of
European participants (including a large number of major European telecommunication pro-
viders), the results of FIPA can have significant impacts on the development of the European
telecommunication markets.

To validate the FIPA standards several field trial applications are specified. One of these
field trials is a sample application in the field of network management and provisioning [FI-
PA-7]. It was decided to select dynamic Virtual Private Network (VPN) provisioning. Here
a user wants to set up a multimedia connection with several other users across a public do-
main. An open telecommunication market is assumed, so that contracts have to be negotiated
at the time the service is to be delivered.

FIPA currently focuses on interoperability based on communication acts among intelli-
gent agents, thus static agents were the key issue in 1997. The mobility and security aspects
and the corresponding field trials will be specified during the second phase, i.e. late in 1998.

2.5.3 Agent Society

The Agent Society began as an idea in early 1996 put forward by agent industry pioneers like
General Magic to facilitate the emergence of open intelligent agent technologies, applica-
tions, standards, markets and collaboration. They believed that some kind of industry-driven
organization on a global international scale could play an essential role in facilitating and ex-
pediting the scaling of the mobile agent environment - particularly because no comparable
organization existed.

According to the draft prospectus [AgtSoc97] the basic mission of the Agent Society is to
provide a small-scale international industry and professional umbrella to bootstrap the wide-
spread development and emergence of Internet and related agent technologies and markets
by:

• collecting and publishing information related to the development of Internet agent
technologies, applications, and markets both to the general public and members

• promoting Internet agent technologies, applications, and markets

• encouraging the open interworking of agents and agent applications

• providing a technology transfer mechanism among enterprise, research communities
and individuals

• providing means of professional collaboration

Apart from some initial considerations and a design workshop in February 1997 the Agent
Society has not yet come up with any results. Especially there are no specifications around
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concerning the standardization of agent technology.

2.5.4 IETF

The Internet Engineering Task Force (IETF) is the standardization body for the Internet pro-
tocols. Within IETF there are no activities directly related to intelligent mobile agents in the
sense of this work. Nevertheless, a number of working groups work on management- and
agent-related technologies:

• SNMP Agent Extensibility Working Group: A group working on extensible SNMP
agents.

• SNMPv3 Working Group: This group is chartered to prepare recommendations for
the next generation of SNMP. The goal of the Working Group is to produce the neces-
sary set of documents that will provide a single standard for the next generation of
core SNMP functions, which might include extensibility.

• Distributed Management Working Group: This group is chartered to define an initial
set of managed objects for specific distributed network management applications and
a framework in which these applications and others can be consistently developed and
deployed.

The following IETF documents generally have as subject Network Management and
Management Agents, nevertheless they try to introduce similar mechanisms as being provid-
ed by intelligent mobile agents, namely dynamic extensibility:

• draft-ietf-agentx-ext-pro-03.txt (Agent Extensibility (AgentX) Protocol Version 1):
This memo, by the SNMP Agent Extensibility Working Group, defines a standardized
framework for extensible SNMP agents. It defines processing entities called master
agents and subagents, a protocol (AgentX) used to communicate between them, and
the elements of a procedure by which the extensible agent processes SNMP protocol
messages.

• draft-ietf-disman-framework-00.txt (Internet Draft Distributed Management Frame-
work): This memo, by the Distributed Management Working Group, defines a distrib-
uted management architecture for use with the SNMP network management
architecture.

• draft-ietf-snmpv3-next-gen-arch-01.txt (Architecture for the Next Generation Simple
Network Management Protocol (SNMPng)).

The term “agent” in these documents is still used for client/server systems or manager/
agent systems rather than in the sense of intelligent mobile agents. However, some of the
mentioned documents on agents tend towards making agents look more like “intelligent mo-
bile agents”. Also, the following document is possibly useful to support mobile agents, in the
future if it is based on the Internet as the basic communication infrastructure:

• RFC 2002, IP Mobility Support: This memo specifies protocol enhancements that
allow transparent routing of IP datagrams to mobile nodes in the Internet. Each
mobile node is always identified by its home address, regardless of its current point of
attachment to the Internet.
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2.6 Agent Technology

2.6.1 Programming Languages

The choice of the adequate programming language is determined by two factors. First, cer-
tain aspects with regard to mobile agent programming have to be supported by the chosen
language. Second, the prerequisite of the agent platform is to be compliant with the Mobile
Agent System Interoperability Facility (MASIF) specification issued by the OMG. This im-
plies the use of middle-ware, implementing the CORBA standard, since the MASIF standard
is based on it.

The selection of 11 requirements of an agent programming language is:

• portability: An agent platform is used in a heterogeneous environment. The more plat-
forms exist on which the language can be run, the higher is the service availability of
the platform, and the easier is its adaptability to different network nodes. Summariz-
ing, the more platforms for a language exist, the better it is.

• execution speed: The execution speed of an agent-platform is mainly determined by
its underlying machine model. A compiler which produces machine code is faster
than a virtual machine (interpreter). Concerning the interpretation of the language,
there are two possibilities, one faster than the other. There are virtual machines which
expect an intermediate byte-code format as input. This is code tested for syntactical
correctness. The other type of virtual machines expect source code, always retesting it
for syntactical correctness during run-time. Therefore it is clear that compilers pro-
ducing machine code are more appropriate than virtual machines. But, in fact,
machine code producing compilers are rare. Together with the requirement on a high
grade of portability, the number of those compilers is even more decreasing. Thus,
portability and a fast execution engine are mutually exclusive.

• object-orientation: One of the software engineering paradigms of the 80s and 90s is
object-orientation. Object-orientation is not only centered on the programming lan-
guage itself, but also on software development methods. The higher the degree of
object-orientation of a language, the better are those methods to deploy. This is a con-
siderable factor for the quality of the software product. 

• support of concurrency: Concurrency is a very necessary concept in distributed pro-
gramming. Because of the interdependency of resources in a network and in agent
platforms themselves, their blocking and the occurrence of errors can be the very
result, if no “management” for them is available. Therefore, the support of concur-
rency mechanisms is inevitable for smooth inter-working.

• support of communication protocols: Designed for networking, agent programming
languages must definitely have inherent mechanisms for communication.

• transaction support: This is one requirement which we declare to be important. Trans-
action concepts are to ensure the correctness of actions done by agents in a concurrent
environment. Mechanisms have to exist which trigger a rollback, if agents failed. 
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• support of externalization: This is a mechanism often needed in an agency. The freez-
ing of agents for transportation is an everyday work of the agency. 

• security aspects: Security is a general topic of inter-networking. The intrusion of
unauthorized persons upon resources and data has also its equivalence in agent envi-
ronments. Therefore, the more security features a language incorporates, the better it
suits an agent-programming language.

• existence of a windowing system: The existence of a windowing system is obviously
enhancing the man-machine (agent/agency) interface, even more, if it is platform
independent.

• direct language support of agent functions: Clearly, a language directly supporting
agent features is definitely positive.

• acceptance of the language: The acceptance and the business support of a language is
important for its development and the survival of the product. 

The languages chosen and listed below are those risen in the area of distributed program-
ming in the broadest sense (exception: SmallTalk). They are of different flavors. Phantom
and Obliq are functional languages, AgentTcl is a specialized derivative of the scripting lan-
guage Tcl, Python has grown in the area of distributed operation systems, Java has grown out
of Internet programming. By the way, one might expect C++ to appear on the list below, be-
cause it is the most popular object-oriented language around for years, but it does not offer
any support for an agent-programming language.

Languages 
/Properties

Java SmallTalk Obliq Phantom AgentTcl Python

Portability UNIX, IBM 
OS/2, MS 
Win95/NT, 
MacOS, 
OpenVMS: +

UNIX, IBM 
OS/2, MS 
Win95/NT, 
MacOS: +

MS WinNT, 
UNIX, Open-
VMS: O

Linux, 
SunOS 4.1.3: 
-

UNIX: - UNIX, MS 
DOS, MS 
Win95/NT, 
IBM OS/2, 
OpenVMS, 
MacOS: +

Execution 
Engine

Interpreter Interpreter Compiler Interpreter Interpreter Interpreter

Form of inter-
preter code 
(i.e. execu-
tion speed)

compiled 
code: O
just-in-time 
compiler 
available

multi layered 
compiled 
code: O
just-in-time 
compiler 
available

based on SRC 
Modula 3 
compiler: +

compiled 
code: O

uncompiled 
code: -

compiled 
code: O

Object-orien-
tation

+ + O O - +

Concurrency + + + + - +

IP Communi-
cation

+ + + - + +
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Legend: + = positive;O = undecided, medium; - = negative

Table 2.1: Comparison of Programming Languages

As a result, Java fulfills most of our demands of an agent programming language. These
are namely portability, concurrency, IP communication abilities, security aspects and exter-
nalization mechanisms, object-orientation, the existence of a platform independent window-
ing system and others. AgentTcl, the most specialized agent programming language, fails the
expectations. On the other hand, Python could fit quite well into the frame of the require-
ments, but its positive features do not outweigh the negative ones. In this respect, Obliq and
Phantom are even worse, they are too poor for any further evaluation. The acceptance of the
language and its support by industry shows a heavy discrepancy between Java and these lan-
guages. While Java is furiously supported, other languages only have small development cir-
cles, mainly in academic ones. Thus, those languages are in danger to become irrelevant in
the future, not suiting to be the language of choice.

Java’s direct competitor is SmallTalk. Though it is the oldest language, it has most of what
Java has and much more of what the others do not have. In many respects it was a pioneering
language. Nevertheless, it is not been chosen because of two reasons, a mixture of the items
mentioned above. Considering the evaluation, SmallTalk is a little worse than Java. The sec-
ond is Java’s support and promotion by industry which is quite overwhelming and which
SmallTalk is lacking. The development of Java has changed the distributed programming,
one can say, massively. It is to be expected that this development will carry on bringing up
more and better concepts for distributed programming. To keep up with the latest develop-
ments in distributed programming is the motive to choose Java as the agent programming
language, finally.

Transaction 
Concepts

- - - - - -

Security 
Aspects

+ - - - + -

Externaliza-
tion Facility

+ + - - - -

Windowing 
System

+ + - Tk: + Tk: + Tk: +

Direct sup-
port of agent 
functions 

- - - - + -

Acceptance 
of the lan-
guage

+ O - - O -

Sum of +/O/- 8/1/2 6/2/3 3/2/6 2/2/7 4/1/6 5/1/5

Languages 
/Properties

Java SmallTalk Obliq Phantom AgentTcl Python
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2.6.2 Agent Platforms

The following sections are intended to give an overview of a number of already operational
agent platforms, including both, platforms which are (or will shortly become) commercially
available, as well as platforms developed in the context of academic or industrial research
projects.

Note: The descriptions are mostly based on available white papers and other third-party
documentation, rather than on practical evaluation of these platforms. As a result, the de-
scriptions vary with regard to the level of detail and their respective viewpoints.

General Magic’s Telescript/Tabriz

Telescript and Tabriz are commercially available agent platforms developed and marketed
by General Magic. General Magic was founded in 1990 to deliver agent-based technology
for portable computing devices. Its then revolutionary Telescript technology was backed by
AT&T, Motorola, Sony, Fujitsu, NTT and other important IT and telecommunication players
and played a vital role for the new interest in agent technology, providing the first operational
agent platform of its kind.

The basic idea of the Telescript approach was to provide a language (Telescript) and an
execution platform (Telescript engines executing “low” Telescript programs compiled from
“high” Telescript source code) for the construction, deployment, and use of mobile persistent
agents in distributed environments. Customers could program these agents to independently
perform pre-programmed tasks on their behalf without constant supervision and control.

The main rational was to support loosely connected customers and end users equipped
with personal digital assistants (PDAs) or other mobile devices by supporting the remote pro-
gramming paradigm, i.e. the dispatch of client or server functionality to remote locations.
This would enable mobile users to briefly connect to the agent system to submit one or mul-
tiple task-specific agents, and to check on their progress and/or results at some later point,
possibly from a different location. In the meantime the agents would freely roam the nodes
of the Telescript environment to perform their duties. With possible “Electronic Market” sce-
narios in mind, the Telescript architecture also supported the concept of electronic service
markets/market places by providing a range of environmental abstractions (e.g. places) and
mechanisms allowing multiple agents to meet and communicate within the Telescript envi-
ronment in order to offer and exchange services.

Probably due to poor marketing and underestimation of the global trend towards the In-
ternet and particularly the WWW, Telescript technology never really took off, and there was
no major drive to create the required networks to host Telescript agents.

In an apparent attempt to rescue its platform technology, and effectively reversing previ-
ous policies and approaches, GeneralMagic adopted an Internet-centered approach this sum-
mer when it unveiled its Tabriz AgentWare product, an Internet and WWW-enabled
repackaged version of Telescript. Basically, Tabriz AgentWare and the associated Agent-
Tools development environment enables the integration of WWW servers with Telescript
engines through a CGI interface, effectively allowing the creation of web pages which serve
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as interfaces to the Telescript agent environment. Tabriz is much less geared towards mobile
users equipped with PDAs touting GeneralMagic’s MagicCap GUI. Instead it focuses on the
WWW, recognizing its role as the factual medium of choice for ubiquitous service access.

A number of companies have announced tools or services for Tabriz AgentWare. Still the
architectural deficiencies of the Telescript architecture and system design, in particularly its
closed, proprietary approach which makes integration with existing components and systems
cumbersome, have not been entirely removed. It is rather unlikely that the limited opening
towards the Internet and WWW is sufficient to reverse the negative trend, especially given
the availability of other, more flexible platform contenders, especially those from the Java
agent platform family.

In 1997, General Magic has canceled the further development of Telescript for the benefit
of its new agent system Odyssey.

General Magic’s Odyssey

Odyssey is implemented as a set of Java class libraries and requires a platform that supports
JDK 1.1 or higher. Odyssey agents are able to use the Java Remote Method Invocation
(RMI), Microsoft’s Distributed Component Object Model (DCOM) or the CORBA Internet
Inter-ORB Protocol (IIOP) for their transport. Each agent can be named by a simple string
name. Only communication between local agents is possible, there is no possibility to contact
an agent remotely. The current Odyssey release provides no security mechanisms. Like
IBM’s AWB, Odyssey will be enhanced in order to become MAF compliant. It is free for
non-commercial use.

IBM’s Aglets Workbench

Aglets Workbench (AWB) is a freely available agent platform developed by IBM. AWB is
a Java-based environment for the construction and operation of mobile agents, consisting of
development tools and libraries as well as ready-to-run Java-based agent system compo-
nents. Since it is entirely implemented in Java, AWB runs on any platform that supports JDK
1.0.2 plus RMI preBeta2, JDK 1.1 or higher. Apart from the required Framework APIs,
AWB comprises a visual manager, which is a graphical user interface for the monitoring and
control of agents, and an agent web launcher capable of creating an agent or retracting it into
a client’s web browser. An enhancement of the AWB is planned in order to satisfy the OMG
MASIF standard (see Section 2.5.1). To migrate, AWB agents (called Aglets) use Java sock-
ets and a proprietary Agent Transfer Protocol developed by IBM. IBM’s attempt to make this
transfer protocol become a standard for all agent systems has not succeeded. For identifica-
tion purposes, Aglets can be associated with a simple string name. They can communicate
with other local or remote agents by exchanging messages, which can only be strings. For
security, the user of AWB could use some language features of Java, but the system itself
includes low-level and non-customizable security modules only.

ObjectSpace’s Voyager

Voyager is a Java-based, agent-enhanced Object Request Broker (ORB) developed by Ob-
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jectSpace. It allows the development of network applications using both, the traditional cli-
ent/server paradigm and agent technology. Since Voyager is completely implemented in
Java, it can be executed on all platforms that support JDK 1.1. Several tools will be devel-
oped in the future, and ObjectSpace plans to support all popular browsers. Currently, Voy-
ager is free for commercial use. Voyager objects can be associated with hierarchical names
and aliases. The agents use Voyager’s ORB for their migration, an integration of Microsoft’s
DCOM is planned for the future. Voyager allows agents to send messages to other agents,
regardless of the location of the agent. It supports various message modes like synchronous,
asynchronous, and one-way. The Voyager system only provides some basic, non-customiz-
able Java mechanisms for security. The Voyager user has to implement his own security pol-
icy. To summarize, Voyager is now one of the most powerful agent systems, however
ObjectSpace does not publish any information concerning the implementation of the OMG
MASIF specification.

FTPSoftware’s CyberAgents

CyberAgents is a commercially available Java-based mobile agent platform developed and
marketed by FTP Software Inc. The CyberAgent Software Development Kit provides a set
of application programming interfaces (APIs) which transform an ordinary Java application
into a mobile CyberAgent.

Unfortunately, at the time of writing this information, very little information was avail-
able about this platform. Nonetheless, the advertising information seemed promising enough
to justify the consideration of the CyberAgent platform in this overview.

CyberAgents’ Mobility Support
As shown below, the mobility support of the CyberAgent platform provides two different

schemes of agent mobility, described as “sequential travel plan” and “radial travel plan”, re-
spectively. Apparently, these two schemes are supported at the platform level, and result in
different styles of agent dispatch.

Following the sequential travel plan, a CyberAgent will be launched from its “home”
node and travel to node A where it will perform a task and maybe collect some data. After
completing its task on node A, it will continue its journey to node B and perform its task on
node B. After completing its task on node B, it will repeat the process of traveling to the next
node and performing its task until it reaches node D, the CyberAgent’s last stop. Then, if so
programmed, the CyberAgent can return its data (and even itself) to “home”.
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Figure 2.5: Sequential Agent Mobility in the CyberAgent Platform

In a “radial” travel plan, a CyberAgent appears to travel from the home node to each of
its destination nodes simultaneously and then return home. Actually, under the “radial” travel
plan, multiple copies of the CyberAgent are dispatched in rapid succession, one for each des-
tination node.

Figure 2.6: Radial Agent Mobility in the CyberAgent Platform 

Agent-Enabling Legacy Java Applications
In order to transform a static Java application into a mobile agent which is able to travel to a
specified network node only a few modifications are necessary:

• The existing application needs to inherit the class Agent of the CyberAgent distribu-
tion, thereby also inheriting the mobility related methods of this class.



2.6 Agent Technology 39

• The applications main() method has to be removed and replaced by the doFTP-
SAgentTask() method. CyberAgents do not have a main() method as the main
method is contained in the process executing the CyberAgents. CyberAgents are thus
non-complete Java applications. Rather they are classes, respectively objects, of
which the doFTPSAgentTask() method is called by a controlling Java process
instead. doFTPSAgentTask() method behaves like a main() in an ordinary Java
application except that instead of executing once and then exiting, the doFTP-
SAgentTask() method is executed once on each node that the CyberAgent visits.

• Exception handling needs to be modified.
If under normal circumstances code inside a main() method throws an exception,
only the Java run-time interpreter would have to handle it because the Java run-time
interpreter is the only system component that “calls” main(). Consequently, a
main() method does not have to pass exceptions up to a caller. Now main() has
become doFTPSAgentTask() and doFTPSAgentTask() is called each time a
CyberAgent lands on a new node, there is a caller and any exceptions need to be
passed to the caller in order to be handled properly. To pass exceptions to a caller, the
clause “throw Exception” needs to be added to doFTPSAgentTask().

CyberAgent Travel and Execution Control
When CyberAgents are launched through the CyberAgent Manager User Interface users can
specify a set of destinations which an agent should visit. At any point of its journey a Cyber-
Agent can determine its next destination by calling the determineNextStop() method.

An agent can then decide if it should go to the destination returned by determineNext-
Stop() or take another action. For an agent to continue its journey as scheduled the follow-
ing lines of code would be necessary:

setNextStop(determineNextStop()); continueJourney();

Dartmouth’ AgentTcl

Overview
AgentTcl is a mobile agent system written in the Tool Command Language (Tcl). Agents in
the AgentTcl system migrate from machine to machine using the jump command. Execution
resumes on the destination machine at the statement immediately after the jump which could
only be achieved by modifications to the Tcl core.

Architecture
Agent Tcl has two components:

• A modified Tcl interpreter which executes the Tcl agents.

• A server which runs on every machine to which transportable agents can be sent. The
server accepts and executes incoming agents, accepts and buffers incoming messages
and connection requests, and enforces the security policies.

The basic AgentTcl architecture is shown in the Figure 2.7 below. The interpreter is on
the left and the server is on the right. 
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Figure 2.7: Architecture of the AgentTcl Platform

Other Agent Platform Prototypes

Currently there are many other projects developing prototypes of mobile agents platforms all
over the world. Among others are the following:

• PAGE (Prototyping an Agent Facility Environment), PUCCAMP, Brazil [PAGE96]:
The project is developing a mobile intelligent agent platform considering the develop-
ments done in the context of OMG, TINA-C and NIIIP. The proposed Agent Platform
is defined as an Agent Facility, according to OMA concepts. In the context of this
project a set of services is being identified, which will be implemented primarily
using CORBA services. The project considers the support for agents programmed in
different script programming languages.

• ARA (Agents for Remote Actions), University of Kaiserslautern, Germany [ARA]:
ARA is primarily concerned with system support for general mobile agents, and much
less with application-level features of agents, such as agent co-operation patterns,
intelligent behavior, user modeling etc. The application focus of ARA is on services
for mobile computer systems with a wireless network connection. In principle, agents
can be programmed in any interpreted language. The adaptation of a new interpreted
language is done by extending the interpreter for the language by certain functions for
program control and state saving. Without regarding their implementation language,
all agents on a node can interact with the host system and as clients and server with
each other. Migration is orthogonal to program execution, i.e. an agent can migrate at
any point in its execution and then continue from the same state.

• Frankfurt Mobile Agents Infrastructure (ffMAIN), Johann Wolfgang Goethe Univer-
sity, Germany [Lingnau95]: This projects implemented an infrastructure for mobile
agents which provides for agent mobility across heterogeneous networks as well as
communication among agents. It supports agents written using diverse languages and
lets agent programmers implement a variety of interaction schemes based on a basic,
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but general communication mechanism. The agent infrastructure uses the Hypertext
Transfer Protocol (HTTP) for agent transfer and communication. The project supports
the implementation and interoperation of agents written in various languages.

• Mobile Agents in Electronic Markets, University Hamburg, Germany [Merz96]: This
project develops the COSM (Common Open Service Market) infrastructure for sup-
porting electronic service market applications. This infrastructure is being extended to
support mobile agent functionality. The current implementation is done in C++ and is
based on CORBA. A second prototype is being developed, which provides support
for exchanging agents at a cross-platform level. The necessary heterogeneity transpar-
ency is achieved by a representation independent implementation of agents.

• TACOMA (Tromsø and Cornell Moving Agents) Project, University of Tromsø, Nor-
way, and Cornell University, USA [Johansen95]: This project focuses on operating
system support for agents and how agents can be used to solve problems traditionally
addressed by operating systems. The project implemented a prototype system to sup-
port agents using UNIX and Tcl/Tk.

2.6.3 Agent Hardware

This chapter is concerned with hardware which is specifically designed for mobile agents, or
which seems to be particularly suited for their application.

Due to their inherent autonomy, mobile agents seem to be particularly suited for environ-
ments characterized by user and terminal mobility. User mobility is supported by the agents
ability to move across the network, and to provide services whenever and wherever they are
needed (i.e. agent-based on demand provisioning of services).

In case of terminal mobility, mobile agents can be used to compensate for bandwidth re-
strictions or separation from the network. Using mobile agents, mobile users can solve these
problems by dispatching mobile agents from portable agent devices such as SONY’s Tele-
script-enabled Magic Link PDA. 

The portable agent device will allow mobile users to create mobile agents and to custom-
ize or program them according to their specific needs via an intuitive user interface before
dispatching them e.g. via a cellular network into the hard-wired agent environment. An ex-
ample for such a user interface is the GUI of the MagicCap Telescript operating system avail-
able for SONY”s MagicLink and Motorola’s Envoy PDA.

After performing their designated tasks the agents may then return to their mobile base
stations to deliver any results or status information, or simply terminate, depending on their
program.

There are numerous hardware manufacturers and telecoms (e.g. Nokia, Nortel) which are
working on Java-enabled hardware devices, both for the mobile and stationary application
domain.
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2.7 Summary

This section provides an overview of software agents. The major skills of software agents are
their autonomy, mobility, intelligence, and communicability. These skills will help to solve
the identified shortcomings of current telecommunication architectures being the bottlenecks
within the centralized architectures applied today and missing support for service manage-
ment and customization.

The basic requirements on a programming language to support the development of a mo-
bile agent platform include portability, a fast execution engine, multithread support, commu-
nication facilities, and a security concept. From the compared programming languages Java
meets most of the requirements and is therefore used for the development.

Several institutions are working on the standardization of agent technology. In the area of
mobile agents the OMG standardization is most advanced. Therefore the OMG MASIF spec-
ification is supported and compliance is strived for in the development of the mobile agent
platform.

The agent platforms discussed in this section were reviewed at the beginning of this work
in 1996. Of course they are evolving during the development of the Grasshopper agent plat-
form which is a major part of this dissertation. Therefore they will be compared to the work
done in this dissertation at the end in Chapter 6 based on the most up-to-date information
available.



3.1 Model 43

3 Grasshopper: A Mobile Agent Facil-
ity

The objective of the Grasshopper platform is to provide a support for distributed program-
ming which enhances current distributed processing environment concepts with the mobile
agent technology. It provides more flexibility and adaptability to rapidly changing environ-
ments and customer specific requirements than existing approaches.

The design of the platform is governed by the following high-level goals: 

• hardware/software independence

• flexibility

• scalability

• support for heterogeneity

• integration of legacy concepts/platforms

• extensibility

This section starts presenting the model of the distributed agent environment. Then the re-
quirements of the different roles are analyzed and an architecture for the mobile agent facility
is developed. The description makes use of the Unified Modeling Language (UML)
[Rational97] in order to specify the system components. Though most parts of the design are
independent of the programming language some refer to specific features of Java, which has
already been chosen as the most suitable programming language for the realization. Finally
the technology used for the implementation is summarized.

3.1 Model

3.1.1 Distributed Agent Environment

The Distributed Agent Environment (DAE) represents the whole environment where agents
can be used (see Figure 3.1). The DAE is populated mainly by agents and agencies. In gen-
eral terms, an agent represents a software component which executes tasks in the DAE. An
agency represents an entity in the DAE where agents can execute. An agency provides a set
of resources, like e.g. services, which may be accessed by hosted agents and which may be
distributed over several places within a single agency. Agents provided with mobility can
move from one agency to another in order to locally access the resources which they require.
Elements of the DAE may be grouped into regions. Different regions may exist for grouping
distinct sets of objects for specific purposes. The next sections describe agents, places, agen-
cies, and regions in more detail.
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Figure 3.1: The Distributed Agent Environment

3.1.2 Agent

An agent is a self-contained software element which is responsible for autonomously carry-
ing out one or more programmatic tasks on behalf of its owner. An agent contains a certain
level of intelligence and mobility and acts actively in an environment for achieving its goal.

An agent typically acts in place of a user or a process. The level of intelligence an agent
comprises its autonomous behavior. Most agents will communicate with the user, system re-
sources, and other agents to perform their designated task(s). More advanced agents may be
engaged in complex co-operation with other agents to carry out tasks which exceed the ca-
pability of a single agent. Finally, as transportable or even active objects, they may move
from one system to another to access remote resources or to meet or co-operate with other
agents.

An agent capable of moving through a network is called a mobile agent. A mobile agent
moves from one agency to another in the DAE. Mobile agents enable a new form of interac-
tion between clients and servers called remote programming. In remote programming, a mo-
bile agent representing a client program can transport itself to a remote system in order to
interact with servers residing there. Agents may move to a system to access resources asso-
ciated with that system with an optimized quality of service, which in general would not be
achieved without the movement (due, for example, to low quality network connections).

Agents will typically execute in an environment of autonomous organizational regions,
where the use of resources must be paid for and to which a set of access restrictions apply.
When an agent migrates to an agency, the agent will be subject to an accounting policy,
which will determine how the agent will be charged for using the resources of the agency. 

Furthermore, the agent will be subject to a security policy which determines a set of re-
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strictions, e.g. on resource access, that applies to the agent. Security aspects are particularly
important when supporting mobile agents. Not only the agencies must be protected against
malicious behavior of agents but also the privacy and integrity of agents must be protected
while they move through the DAE. The agent may have to be authenticated before some ac-
tivity is done at an agency. Likewise, the user of an agent may need to be sure that the code
or the data transported by an agent is not corrupted during its execution.

An agent may also communicate with other agents in order to accomplish its task(s). For
interactions between agents an agent communication language may be used, which defines
exactly the vocabulary and the syntax and the semantics of language constructs used during
the dialogues.

The possibility of establishing a dialogue between a mobile agent and its owner during the
execution is also required, i.e. the unpredictability of movement of a mobile agent should not
prevent the execution of dialogues with it. For establishing such a dialogue, a mechanism for
finding agents in the DAE is necessary.

3.1.3 Place

When an agent transfers itself, it travels between places. A place is a context within an agen-
cy in which an agent executes. This context provides methods to access local services. The
source place and the destination place can reside in the same agency or in different agencies
that support the same agent profile.

3.1.4 Agency

An agency represents an execution environment for agents. Each agency contains a set of
general and application specific resources to support the execution of agents. An agency rep-
resents a location in the environment where the agent can move to, in order to access the re-
sources with a high quality of service.

General resources may e.g. provide the functionality necessary for mobile agents being
moved, for their data being kept persistent, for enforcing security policies, for applying ac-
counting policies, among others.

Many different types of application specific resources may exist, and their types depend
on the specific agent application domain. In an electronic service market, typical resources
are, among others, travel agency services (for making and canceling ticket reservations, etc.),
banking services (for operating accounts), shopping services (for buying goods, such as
books, flowers, sport material, etc.). In a telecommunication environment, typical resources
are for example network element management services or registration database services.

3.1.5 Region

A region is a set of agencies which are grouped for specific purposes. For example a region
can comprise a set of agencies to be managed by one administrator or which belong to one
company. This concept is similar to the domains concept in the Internet which are used to
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group and address a number of hosts.

The agencies in a region are not necessarily of the same agent system type. The concept
of a region allows more than one agency to represent the same person or organization. A re-
gion will also have a registry to list agents, places, and agencies. This allows to find entities
providing specific services without any information about the region itself.

3.2 Requirements

3.2.1 Roles

Within the scope of the Grasshopper DAE, eight roles are identified which act upon the agent
environment:

• Agent Provider: This role is associated with functionalities related to the introduction
of new agents into the Grasshopper DAE and to the removal of agents, respectively.

• Agent Administrator: This role is responsible for the management of agents.

• Agent User: The agent user role is interested in performing interactions with agents,
e.g. in order to retrieve any required information.

• Agency Provider: This role is associated with functionality related to the introduction
of new agencies into the Grasshopper DAE and to the removal of agencies, respec-
tively.

• Agency Administrator: This role is responsible for the management of agencies.

• Agency User: The agent user role is interested in performing interactions with agen-
cies, e.g. in order to retrieve any required information.

• Region Administrator: This role is associated with the management of regions.

• Region User: This role is interested in performing interactions with regions, e.g. in
order to retrieve any required information.

3.2.2 Requirement Analysis

The following paragraphs identify important requirements which have to be considered in
the scope of the Grasshopper DAE development.

Common Agent Requirements 

The category common agent requirements comprises all requirements which are related to
agent programming, creation and execution, excluding those which require inter-agency in-
teraction or which are highly specific to a particular application field or a specific agent mod-
el.

Agent Execution Support: The creation and deletion of agents are complex tasks. Various
aspects have to be considered, such as special environment requirements or implementation-
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specific constraints. The requirements may vary extremely between various agent types.
Therefore, the life cycle processes of agents have to be supported by the DAE.

Agent Management Control: An agent administrator must be able to monitor and control
an agent. The control aspect comprises e.g. the temporary interruption of an agent’s task ex-
ecution, the termination of an agent or the modification of its task. The monitoring of an
agent is associated with its localization in the scope of the whole DAE.

Agent Naming Support: Mobile agents have to be globally identifiable, e. g. in order to
enable the determination of their location at any time, independent of the agency they cur-
rently reside in. Special support is required for the generation of unique agent identifiers.

Agent Security Support: The privacy and integrity of an agent must be guaranteed
throughout its entire lifetime. This requirement comprises agent encryption, decryption, au-
thentication, authorization and access control.

Application-specific Agent Requirements

The application-specific agent requirements support agents during their execution by provid-
ing them with additional capabilities such as mobility or communication.

Agent Mobility Support: Mobility is one of the central aspects in the scope of this disser-
tation. A special mobility support must be provided by the DAE, supporting remote execu-
tion as well as migration.

Agent Communication Support: Agents should be able to communicate with each other
and with an agency via messages, method invocation or a blackboard mechanism. Commu-
nication through messages may be done point-to-point or by multicasting. Furthermore,
agent communication must include support for semantic analysis.

Agent Transaction Support: An important requirement is the support of correct and reli-
able execution of agents in presence of concurrency and occurrence of failures. Therefore,
transaction support must be provided. As already mentioned this is outside the scope of this
dissertation.

Agency Requirements

The category agency requirements comprises all requirements which are necessary for the
organization and management of a single agency. They differ from the requirements of the
previous categories by the fact that they are not directly concerned with the execution of
agents.

Agency Execution Support: An agency may consist of various interacting components.
The coordination of the installation and the deletion of all components has to be supported,
taking into account the required environment configurations and constraints.

Agency Management Support: Various management requirements have to be fulfilled,
comprising fault, configuration, accounting, performance and security management.

Agency Naming Support: As have agents, agencies have to be globally identifiable. Spe-
cial support is required for the generation of unique agency identifiers.
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Agency Security Support: From an agency’s point of view, a mobile agent must be regard-
ed as an alien element. An agency must be protected from attacks of malicious agents. For
this purpose authentication, authorization and access control of agents have to be supported.

Distributed Agent Environment Requirements

The category of distributed agent environment requirements comprises all requirements
which are necessary for establishing and maintaining a distributed agent system consisting
of multiple agencies.

Region Management Support: Agencies can be organized by forming regions, to enable
the co-operation of globally distributed agencies, including the support of common trading
and knowledge provisioning services. In order to maintain this structure, region management
support is required which comprises the insertion and deletion of agencies in a region, pro-
viding lists of agencies pertaining to a region, etc.

Agent Location and Tracking Support: Due to agent autonomy, an agent may roam a net-
work without its owner knowing where it goes. An agent must be located in order to enable
control of its behavior. Besides it is desirable to provide information about the agencies it
visited. In this way an agent owner may get information on the execution progress.

Trading Support: An agent must be enabled to discover services which are located any-
where in the environment. The discovery of services may be done by complex queries to a
trader, specifying requirements that the service must fulfill.

User Requirements

These user requirements represent the support for the interactions between a human user and
the agent system.

Agent User Console: The human user must be supported in the “pre-service” and “post-
service” phases of agents, i. e. providing the functionality for developing, testing, debugging,
executing and removing agents.

Generic Agency Control: The activities of agents and agencies have to be controlled. For
example, information about the current state of agents may be required, and administrators
may need to obtain information about the agents executing their tasks in an agency.

3.3 Architecture

The basic architecture of the Grasshopper agent platform is depicted in Figure 3.2. An agen-
cy can host several agents that are distributed among the places. The agency provides basic
services for agent and place management, agent location, agent communication, agent trans-
port, agent persistence, and security. In addition there is a graphical user interface with a con-
figuration part. A dedicated registry supports the location of agents, places, and agencies.
The structure of the agency is discussed in the remaining part of this section. The services
are discussed in the subsequent sections.
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Figure 3.2: Basic Architecture of the Grasshopper Platform

Agency

The relationships of the classes of an agency are presented in Figure 3.3. The agency is real-
ized within the class AgentSystemImpl which implements the AgentSystem interface.
The agency comprises the different services from which only the PlaceControl, the Ser-
viceControl, and the AgencyRegistration are shown here. Additional components
will be introduced for the other services as required in the following sections.

The AgentSystemImpl inherits from Service, so that it can be registered and contact-
ed via the Grasshopper communication service just as services offered by stationary or mo-
bile agents. Herewith it offers an external interface to external client applications for the
management of places and agents inside the agency.

The AgencyRegistration keeps track of the places and agents inside the agency. It al-
lows to determine object references based on global unique identifiers. It is further discussed
in Section 3.5 which describes the referencing and location support of Grasshopper.

When instantiating an agency first the configuration service is triggered. It determines the
settings for the agency based on common or individual configuration files and the command
line options. The initial objects of the agency are then created according to the settings. This
usually comprises entities for the different services like the AgencyRegistration, the
Agent- and PlaceControl, etc. and an initial place called “InformationDesk”.
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Figure 3.3: Relationships within an Agency

Place

A place is an entity where stationary or mobile agents live. It comprises an object of the class
PlaceInfo which holds the name and the description of the place. The methods addSer-
vice() and removeService() notify a place about the creation or arrival and the depar-
ture or removal of agents, respectively, so it can update its hashtable. For the convenience of
the programmer it offers operations to manage the services and agents visiting the place.
These are directly mapped to the service management operations which are discussed in Sec-
tion 3.4. Without any parameter they affect all services and agents residing in the place.

Figure 3.4: Classes Place and PlaceInfo

Agent

The agent platform distinguishes two types of agents: stationary agents and mobile agents.
Stationary agent usually reside in a specific place and offer a service on top of a local re-
source while mobile agents are able to travel from one place to another. Accordingly, two
abstract agent classes, StationaryAgent and MobileAgent, are defined. Both agent re-
lated classes inherit from the class Service which allows to provide the basic infrastructure
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PlaceInfo

PlaceInfo(placeName : String, description : String[])
getName() : String
getDescription() : String[]
getLocation() : Location

(from type)

Place

Place(placeName : String, agyReg : AgencyRegistration)
addService(service : Service, maxPriority : int) : void
removeService(serviceId : String) : void
isEmpty() : boolean
suspend(serviceId : String) : void
resume(serviceId : String) : void
. . .

(from agency)
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of the agent platform in a generic manner.

An agent is an instance of a specific agent template or agent class which inherits one of
the abstract agent classes provided by the agent platform. Nevertheless, an agent can consist
of an arbitrary number of objects simply by aggregating them in the agent class.

Figure 3.5: Classes for Agents

An agent is referenced by a globally unique identifier (see Section 3.5). In addition it can
have a name which is used by management consoles to present an intuitive identifier to a hu-
man user. The name does not need to be unique neither globally nor locally within an agency.

Each agent has a codebase. The codebase identifies the place from where the agent class
as well as all subsequent classes which are necessary to instantiate the agent are loaded. It is
represented as a string and takes the form of a uniform resource locator (URL) as defined in
[Berners94]. This means the classes can be loaded via any of the protocols supported for re-
source loading. In Java this includes “file:” to load directly from a local file, “ftp:” to load
from a ftp server, and “http:” to load from a web server [Arnold96].

Note that for security reasons system specific classes which are available within the code-
bases of the agency, identified by the classpath property, are always loaded from there rather
than from the codebase identified when creating the agent. Otherwise it would be possible
for example to bypass the access control to system resources of an agency such as the local
disk simply by providing classes without any access control checks within an agent’s code-
base.

For the purpose of class loading a specific class loader is created for each agent. The class
loader maintains an agent specific space of named classes. The class loader is also used to
define the security domain of the agent by adding additional information as will be seen with-
in Section 3.9.
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live() : void
. . .
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MobileAgent

MobileAgent()
live() : void
move(destination : String) : void
. . .

(from agency)

ServiceInfo

getIdentifier() : Identifier
getType() : String
getCodebase() : String
getHome() : Location
getLocation() : Location
. . .

(from type)

Service

init() : void
init(arguments : Object[]) : void
getInfo() : ServiceInfo
getName() : String
getDescription() : String[]
getState() : State
isActive() : boolean
isSuspended() : boolean
. . .

(from agency)
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The identifier, the name, the codebase as well as additional properties are part of the Ser-
viceInfo which is comprised by an agent. In case of a mobile agent this is extended with
additional properties like the agent’s current location and a travel history which is automat-
ically maintained by the platform.

An agent can be reactive or pro-active. In case it is just reactive it offers a specific service
at its interface to other agents or applications. This is similar to the behavior of server objects
within the traditional client/server computing. Reactions are usually performed within the
thread of the client or within a system thread in case of a remote call. For achieving pro-ac-
tive behavior an agent can get its own thread of execution to perform its task autonomously.
Within this thread the method live() is called on the agent. Here a specific agent class im-
plements the behavior.

The thread can be suspended and resumed by the owner of the agent or the administrator
of the agency where the agent is currently located. In addition an agent can be externalized
to reside on a persistent store. Thus an agent can be in one of the following states:

• passive - The agent serves requests to its interface within the thread of the caller. In
this state an agent is equivalent to an object in an object-oriented system.

• active - The agent has its own thread of execution. Thus it can pro-actively perform
tasks, i.e. on its own initiative. In addition it will serve requests to its interface within
the thread of the caller.

• suspended - The thread of the agent is suspended. Nevertheless it still serves requests
to its interface within the thread of the caller.

• externalized - The agent is externalized to a persistent medium. If a request via the
communication service is received the agent is automatically internalized and the
request is served within the thread of the caller.

The transitions between the identified states are depicted in the following figure:

Figure 3.6: State Diagram of an Agent

In order to be mobile all objects of the agent must be serializable to be streamed out to a
byte array or socket (see Section 3.7). In order to be persistent all objects of the agent must
be externalizable to save them to disk (see Section 3.8). All operations on services and agents
are mapped to the service and agent management which is discussed in the next section.

passive
create

active
start

suspended

suspend

resume

stop

externalized

externalize

internalize

remove

stop

remove

remove remove



3.4 Agent and Place Management Service 53

3.4 Agent and Place Management Service

3.4.1 Introduction

The life cycle of agent is quite complex. It comprises the creation of the agent, the start of its
own thread, possible suspensions and resumptions, the termination, and its removal. The op-
erations have to be available to an agency administrator as well as to the owner of an agent.
The same holds for places which can be created and removed on the fly by the administrator
of an agency. For this purpose an agent management service and a place management service
have been defined which are discussed in this section.

3.4.2 Requirements for the Agent Management Service

The following requirements need to be met by the Grasshopper agent management service:

• create agent
It must be possible to create an agent from a specified agent template.

• start agent
It must be possible to start a thread for an agent in order to allow pro-active behavior.

• suspend agent
It must be possible to suspend an agent’s thread.

• resume agent
It must be possible to resume an agent’s thread.

• terminate agent
It must be possible to terminate an agent’s thread.

• remove agent
It must be possible to remove an agent.

Note that there should be different operations provided to the agent owner and the agency
owner. The agent owner can overwrite the default behavior while the agency owner still
needs well defined control over the agency and the agents running therein in case of abnor-
mal behavior.

3.4.3 Agent Management Service

For the management of stationary and mobile agents the class ServiceControl is defined.
It provides all operations for the basic life cycle management of services and agents. The ba-
sic structure of the service control is depicted in Figure 3.7.
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Figure 3.7: Classes for the Life Cycle Management of Agents

These operations are accessible via the interface provided by an agency and give an agen-
cy administrator full control over all agents running in agency in order to keep control of the
resources. The service control takes care of the registration in the agency registry, the thread
management, and the update of the service info inside the service or agent. For the mobility
and persistence support the service control will be further extended with additional control
methods. 

For the owner of an agent similar methods are defined on an agent. The default implemen-
tation of these methods is based on the operations provided for the agency management using
the own identifier from the service info. The communication service enables an agent owner
to invoke any method on an agent from a remote place simply by creating a proxy for an
agent. This allows for remote management of agents.

3.4.4 Requirements for the Place Management Service

The requirements for the life cycle management of places are quite simple and analogue to
the requirements for the life cycle management of agents:

• create place
It must be possible to create a place of a specified name

• remove place
It must be possible to remove a place of a specified name.

ServiceControl

createService(class : String, codebase : String, place : String, args : Object[]) : ServiceInfo
activateService(serviceId : Identifier) : void
suspendService(serviceId : Identifier) : void
resumeService(serviceId : Identifier) : void
deactivateService(serviceId : Identifier) : void
removeService(serviceId : Identifier) : void
invokeServiceAction(serviceId : Identifier) : void
. . .

(from agency)

ThreadManager

createThread(serviceInfo : ServiceInfo) : void
suspendThread(ServiceInfo : ServiceInfo) : void
resumeThread(serviceInfo : ServiceInfo) : void
terminateThread(serivceInfo : ServiceInfo) : void

(from omi)

AgencyRegistration

registerService(serviceRef : Service) : void
deregisterService(serviceId : Identifier) : void
getServiceReference(serviceId : Identifier) : Service
. . .

(from agency)

Service
(from agency)

ServiceInfo
(from type)
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3.4.5 Place Management Service

The life cycle management of places is much simpler than that of agents since there are no
threads present but only the registration has to be done. Methods like suspension and resump-
tion result in the suspension and resumption of all containing agents, respectively. In case of
a removal all the containing agents are removed as well. The structure of the place manage-
ment service is given in Figure 3.8.

Figure 3.8: Classes for the Life Cycle Management of Places

As for the control of agents there are methods defined on the agency which can be invoked
from a remote place.

3.4.6 Summary

The basic life cycle management for places and agents are supported by the place and service
control classes, respectively. They allow the agency administrator to perform basic opera-
tions like creation, activation, suspension, resumption, deactivation, and removal of these en-
tities. For the owner of an agent similar methods have been defined on the agent classes.
They can also be used for the remote management of an agent when being invoked via the
communication service.

PlaceControl

createPlace(placeName : String, placeDescription : String[]) : PlaceInfo
suspendPlace(placeName : String) : void
resumePlace(placeName : String) : void
removePlace(placeName : String) : void
addService(placeName : String, service : Service, suspendService : boolean) : void
removeService(placeName : String, service : Service) : void
. . .

(from agency)

Place
(from agency)

PlaceInfo
(from type)

AgencyRegistration

registerPlace(placeInfo : PlaceInfo) : void
deregisterPlace(placeName : String) : void
listPlaces() : PlaceInfo[]
. . .

(from agency)
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3.5 Referencing and Location Service

3.5.1 Introduction

There are many cases in which it is desirable to locate a mobile agent. Usually an agent does
not perform its task on its own but it has to interact with its environment. The following sce-
narios provide a motivation for such a facility:

• The user of an agent, which might be a human user or an application, needs to be able
to manage the agent. Therefore the user needs to track the location of an agent in
order to send commands to it to monitor its progress.

• The agents want to interact among each other to exchange information in order to
coordinate their behavior and to jointly achieve a result. This requires that agents can
be identified and located to deliver a message or to meet each other.

• Agents provide specific services to other system components. It must be possible to
advertise and locate services in the system.

This section defines a basic mechanism to reference and locate agents. It starts with a col-
lection of requirements, compares different methodologies for locating mobile entities, and
specifies the localization component of Grasshopper. In addition it looks at mechanisms to
locate services using trading facilities.

Note, that the problem is similar to finding mobile hosts in an IP network to communicate
via TCP or UDP with them or to finding mobile phones in a GSM network to set-up a voice
or data link. Therefore appropriate solutions can also be found in these areas and they will
be discussed in the following sections.

3.5.2 Requirements

The following requirements need to be fulfilled by the referencing and location support:

• reference an agent during its entire lifetime
It must be possible for a client to create a reference which can be kept over a long
period of time, if necessary during the whole life time of the agent in order to keep
control of it.

• clone a reference
It must be possible to clone a reference to an agent, e.g. a client may pass the refer-
ence to another software component.

• save and load a reference
It must be possible for a client to save and load a reference to an agent just as required
by the client program.

• location transparency of a reference
It must be possible to interact with the agent via its reference without any knowledge
about the location of the agent.

• relocation transparency of a reference
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The reference should remain intact even when an agent is roaming.

• efficiently determine the location of an agent
It must be possible to efficiently determine the location, i.e. the server and the place,
where an agent is running, in order to enable interaction with the agent.

• block mobile agent
It must be possible to block a mobile agent before or during the location procedure in
order to avoid racing conditions when trying to interact with a mobile agent.

• human readable representation
It must be possible to transform a reference to an agent to a human readable form in
order to exchange references via other media like email, for example.

3.5.3 Referencing Agents

There are different possibilities in referencing entities in the network. Usually distributed
systems use location dependent references, i.e. they contain the server address where the ref-
erenced entity is located. Such a referencing scheme is used in many distributed object sys-
tems. This includes for example CORBA [OMG97], DCOM [Brow96], and Java RMI
[Sun97a]. Unfortunately, such a scheme does not fulfill the requirements of an intelligent
mobile agent platform as stated in Section 3.5.2, since a reference cannot be used anymore
when the referenced entity is moving to a new location.

One might argue that it is possible to update the references to an entity in case of a move.
But this would require a large administrative overhead. A referenced entity has to keep a list
of all its referees in order to issue an update message on each move. This does not scale, since
it is quite hard to keep the list up to date, especially in a distributed environment where a cli-
ent needs to be contacted over the network. The client might not be reachable or might even
have terminated abnormally, which in addition, raises the problem of garbage collecting the
entries that are no longer valid.

To avoid the large overhead a level of indirection is introduced. This includes so-called
handles as well as the naming of entities. In this case a handle or name identifies an entry in
a specific context, e.g. a registry or a name server, where the actual location or location de-
pendent reference of the referenced entity can be found. The registry or the name server is
stationary. Therefore the referee knows how to resolve the reference. This has the advantage
of the roaming ability of the referenced entity, i.e. the agent. It only needs to update its reg-
istry or name server entry. This means an update has to occur just in one place, while the big
number of references held by the clients remain unchanged.

Finally, there is the concept of global unique identifiers. As long as they are location in-
dependent they fulfill the requirement of (re-)location transparency very well. They can also
be used to identify an agent in a new location after an agent moved. Unfortunately, it is very
hard to map them to a location specific reference as can be seen when discussing the location
service. For this purpose a global database is required to look up the location unless a broad-
or multicast communication mechanism is available to query all places at the same time.
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3.5.4 Locating Agents

Locating using Registries or a Naming Service

One option to locate agents might be provided by a central registration service. The idea is
depicted in the following figure.

Figure 3.9: Locating using Registries

In order to communicate with an agent the client, i.e. a user application or another agent,
uses the reference of the agent to get its current location from the registry (1a). The current
location is then used to contact the server where the agent is running in order to interact with
the agent (1b).

Using a registry seems to be quite quick for the client but puts additional burden on a
roaming agent. The agent has to keep the registry up-to-date. When leaving a place the roam-
ing agent has to deregister (2a) before it can move to its destination (2b). In its new location
it has to register (2c) before a client can find the agent again.

However, it is quite difficult to set-up a global registry, which is necessary in order to al-
low agents to be globally locatable. This can be achieved with a federation or hierarchy of
registries. A request is then forwarded to co-operating registries if it cannot be answered
within the registry initially contacted by the client. This scheme works very well also for a
global registry if the name space is structured and each of the co-operating servers is respon-
sible for a specific part of the name space. Examples for such a scheme are the Domain Name

AgencyAgency
Client

Registry

(1a) lookup

(2a) deregister (2c) register

(1b) interact

(2b) move
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Service of the Internet [Mockapetris87] and the X.500 Directory Service [ITU-X.500]. In
this case the agent gets a name qualified by the domain that created the agent, e.g. “C=de,
O=GMD, OU=FOKUS, CN=Shopper” to be used as the reference to the agent.

A different approach is to add the address of the registry to a reference of an entity. Then
this registry is often referred to as the home location register of the entity, because usually a
reference to an entity is kept where the entity was originally created, i.e. where it is “at
home”. In this case a reference consists of a reference to the home location register and the
name or id of the entity. The home location register is responsible for serving all lookup re-
quests. This scheme is used in mobile IP [Solomon96][Perkins96], in the mobility support in
IPv6 based on the VIP mechanism [Teraoka95], and similarly also in personal communica-
tion networks such as GSM [EIA-IS-41].

In both cases there are many possibilities for optimization in order to reduce the latency
of an interaction with mobile entities. The main idea is to cache the current location of an
entity for future messages. In a first step the location can be cached inside a reference. If an-
other interaction is started first the cached location of the last lookup is used. If it fails a new
lookup is initiated. In addition the location of an agent might be cached in a foreign region
registry. This is of major interest if there are many region internal interactions with an agent
in a foreign region. Such enhancements are used in the personal communication networks
when roaming to a different registration areas. For this purpose a visitor location register is
maintained in each registration area. In the visitor location register the current location is
cached for further packets to the mobile phone. Appropriate schemes and a discussion of the
improvements can be found in [Jain93] and [Lin93]. Unfortunately, while mobile phones
have a maximum travelling speed which is equal to that of an airplane this does not hold for
agents. They can be on a server in Berlin and in the next second show up at a server in the
US. Depending on the behavior pattern of the agents the improvements that can be gained
might be much lower.

Note that it is nearly impossible to use randomly generated global unique identifiers be-
cause then it is impossible to locate the appropriate server that is able to handle the location
request in the resulting unstructured globally distributed database. Here a brute force search
over all servers would be required to find the entry.

Locating using Proxies

Another option to locate agents is the use of proxies or secretaries. The idea is depicted in
the following figure:
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Figure 3.10: Locating using Proxies

An agent leaves a slur of proxies or secretaries behind itself. Each time it hops to a new
location a proxy is left over in the old place. If a client tries to interact with the agent in the
old place the request is forwarded to the new location of the agent.

A drawback of this approach is that an interaction request may take very long to be pro-
cessed since it needs to be forwarded along all the route the agent travelled. This might in-
volve a lot of hops to be made.

To speed up locating requests additional information may be exchanged to update the old
references to the agent. Containing the new location of the agent the result can be used to
update the reference at the caller. Then only the first call needs to take the additional hops,
while subsequent calls are directly sent to the new location of the agent. A further optimiza-
tion can be achieved by introducing additional messages used only to update the references.
As already discussed above this puts too much a burden to an agent since it requires to keep
backward references.

Even more problematic is the fault tolerance of this approach. If one of the intermediate
agencies fails there is no possibility to find or contact the roaming agent anymore.

Locating using a Broad- or Multicast Channel

Finally the location service can make use of an underlying broad- or multicast channel be-
tween the agencies. The idea is depicted in the following figure:

Agency Agency Agency

Client

Proxy with reference
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Figure 3.11: Locating using a Broad- or Multicast Channel

When a client is requests the location of an agent a broad- or multicast message is issued.
All agencies are receiving the request. The agency where the addressed agent is located will
answer the request using a unicast connection to the source agency.

Alternatively, the replying agency might also use the broad- or multicast channel. This
generates more traffic but allows the other agencies to update an internal cache of agent lo-
cations. Then in case of an interaction first the value from the cache is used. If the interaction
fails a location request is issued in order to restart the interaction with the new destination.

Within a local area network the concept of using broadcast messages to find a specific en-
tity or service is quite common. The main advantage is that there are no administrative ac-
tions of the user required. But it does not work for the global Internet since broadcast
messages are not routed. Here a different solution is required. A multicast channel provides
an alternative at least for a limited number of interacting agencies. Unfortunately this solu-
tion does not scale and therefore it is not usable when providing an open agent environment
where a big number of agencies are interconnected. This will very quickly overload the mul-
ticast channel that distributes every location request to all agencies.

Comparison

Locating using a registry seems to be the most appropriate solution for an open, wide area
network like the Internet. It does not suffer from the increasing latency and fault intolerance
of the location mechanism using proxies and it does not rely on a special infrastructure like
broad- or multicast channels for which still a lot of manual configuration and co-ordination
for the set-up is required before they can be used in the Internet.

3.5.5 Naming

In principal there is no big difference between location via registries and via a naming service
as provided for example by the CORBA Naming Service [OMG97a]. Both use a server
where to look up the actual location of an object. The only difference is that in case of regis-

Agency Agency AgencyClient
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tries the identifiers are automatically generated while in case of the naming service they are
usually passed by the user of the API. This allows to use reasonable names for objects or
agents.

In addition, most naming services allow to build hierarchical naming spaces. This in-
cludes for example the CORBA Naming Service as well as the X.500 Directory Service.
Here a name is given according to a specific context which can also be represented by a
name.

Note that a naming service is only a specialized form of the more general concept of ser-
vice location discussed in the next section.

3.5.6 Locating Services

Often a client does not know the address or name of a specific server offering the service it
is looking for or the client does not really care about which server is answering a request. In
these cases it wants to find a server based on specified service characteristics, usually re-
ferred to as service properties. Both the Internet world as well as the CORBA environment
provide location services for this purpose.

To discover services within an Internet domain the Service Location Protocol was de-
fined. It allows to find a domain name or a print server. An overview is given in [Moats97].
For the definition of the Service Location Protocol refer to [Veizades97]. It is based on
broadcast messages and therefore restricted to a single domain, but it is intended to enhance
it in the future.

Within the CORBA environment the Trading Service was specified. It is part of the COR-
BA Common Object Services [OMG97a]. It is based on a registry where potential servers
have to register in order to be found by clients.

Properties

Properties are used to characterize a service. A property is a pair consisting of a property
name or type and a property value. An example for a set of properties describing a service is
given below:

server-name = “jetrz”

service-type = “printer”

server-location = “gaia:345”

The property values do not need to be strings. They can usually be of any type, which al-
lows e.g. to put binary data into a property sheet avoiding conversion.

Property Service

Apart from some basic properties such as the server-name which is a static property a server
might also be characterized by dynamic properties. A dynamic property is for example the
current load of a server. The distinction between dynamic and static is based on the number
of changes of the property value compared to the number of read accesses. A static value usu-
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ally does not change, while a dynamic value changes more often than being read.

For dynamic properties a property service is defined. It is used by the service location
function to retrieve the most up-to-date values of dynamic properties from the servers when
a look-up request is to be answered.

Trading Service

The trading service provides a service location function. If servers are registered with there
properties, a client can look up a list of servers by specifying the required properties. This
can also be used in the context of mobile agents. Therefore the Grasshopper agent platform
makes use of a CORBA trader for finding services.

3.5.7 Locating Agencies, Places, and Agents

Identifier

Each service is identified by a global unique identifier. It consists of a prefix, the Internet
address of the host generating the identifier, a date and time part, and a clone counter. It is
assumed to be globally unique, if the Internet address of the host is unique, the clock of the
host is never set back, and the boot time is longer than a second.

In addition well known identifiers can be generated, in which case just a predefined value
is passed to the constructor and is put into the identifier. The other parts are set to zero. The
well known identifiers are not globally unique but are just used to reference stationary ser-
vices in an agency like the external interface for the management and monitoring or the reg-
istration component. Using the address and port information in conjunction with this
identifier allows to invoke methods on well known components in any agency.

Any identifier is represented by an instance of the class Identifier as shown in Figure 3.12.

Figure 3.12: Globally Unique Identifier

Name

In addition to a globally unique identifier agents can have a name. A name does not need to
be unique neither globally nor locally within an agency. Nevertheless it can be used to look
for agents via searching methods. In case there are more agents registered with the same
name references to all agents will be returned by the registry.

Identifier

Identifier()
Identifier(prefix : String)
Identifier(preDefinedId : byte[])
toByteArray() : byte[]
cloneId() : Identifier
equals(id : Object) : boolean
toString() : String

(from type)



64 Chapter 3: Grasshopper: A Mobile Agent Facility

Places are identified solely via a user choosable name. They are forced to be unique within
an agency in order to allow for addressing within move operations.

Location

The location of an objects or agent specifies the path to an agency or to a place of an agency.
It is represented as a string. It can be of two different forms:

• a uniform resource locator (URL) specifying an Internet address or

• a uniform resource identifier (URI) specifying a CORBA name.

If the location is written in the form of a URL according to RFC 1738 [Berners94] it uses
the syntax presented in Figure 3.13:

Figure 3.13: Location Syntax for Internet Environments

For a specification of uchar and components please refer to [Benners94]. The scheme
specifies the protocol to be used. It can be either

• “socket”, in which case a proprietary socket-based protocol is used and host and port
directly identify an agency,

• “rmi”, in which case Java RMI is used and host and port identify the registry where
the agency is registered,

• “maffiiop”, in which case the OMG MASIF conformant protocol is used and host,
port, and agency together are converted to a CORBA object reference, or

• “grasshopperiiop”, in which case the protocol is automatically chosen.

See Section 3.6 for more information on the communication support and Section 3.10 for
more information on OMG MASIF. An example for this location syntax is “socket://
duck.fokus.gmd.de:4567/ibu/InformationDesk”.

Alternatively the location can be written in the form of a URI according to RFC 1640
[Benners94a]. Then it uses the syntax presented in Figure 3.14:

url := scheme “:” location
scheme := “socket” | “rmi” | “mafiiop” | “grasshopperiiop”
location := “//” [hostport] “/” agency [“/” place]*
hostport := host [“:” port]
host := uchar+
port := digit+
agency := uchar+
place := uchar+
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Figure 3.14: Location Syntax using the CORBA Naming Service

It refers to the CORBA Naming Service. Conversion of a CosNaming URI to a CosNam-
ing.Name is a straightforward mapping from one to the other. In a CosNaming URI the com-
ponents are separated with slashes and the identifier and kind attributes of each component
are separated with an exclamation mark as in “CosNaming:/user!domain/user_name!u3” for
example. This allows to have indirect references to agencies which are independent of the
host they are located on.

Registries

The Figure 3.15 depicts the architecture of the location mechanisms provided. Each Grass-
hopper agency comprises an instance of the class AgencyRegistration. This provides
registration, look-up, and deregistration methods for services and places. They are used by
the service and place control service. If the agency is linked to a an instance of the class Re-
gionRegistration it updates the corresponding entries whenever there are changes in the
agency. 

Figure 3.15: Classes for Referencing and Locating

uri := scheme “:” location
scheme := “CosNaming”
location := components | “/” location
components := component | component “/” components
component := id “!” kind
id := xalphas
kind := xalphas

RegKernel
(from region)

RegionRegistration

registerPlace(registrationInfo : PlaceInfo) : void
updatePlace(updateInfo : PlaceInfo) : void
lookupPlaces(searchConstraints : PlaceInfo) : PlaceInfo[]
deregisterPlace(deregistrationInfo : PlaceInfo) : void
registerService(registrationInfo : ServiceInfo) : void
updateService(updateInfo : ServiceInfo) : void
lookupServices(searchConstraints : ServiceInfo) : ServiceInfo[]
deregisterService(deregistrationInfo : ServiceInfo) : void
. . .

(from region)

<<Interface>>

RegionRegistrationP

(from region)

AgencyRegistration

AgencyRegistration()
registerPlace(placeInfo : PlaceInfo) : void
deregisterPlace(placeName : String) : void
listPlaces() : PlaceInfo[]
registerService(serviceRef : Service) : void
deregisterService(serviceId : Identifier) : void
listServices() : ServiceInfo[]
listServices(placeName : String) : ServiceInfo[]
generateServiceId(serviceName : String) : Identifier
getServiceReference(serviceId : Identifier) : Service
getServiceInfo(serviceId : Identifier) : ServiceInfo
. . .

(from agency)

AgentSystemImpl
(from agency)
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The complete service or place info is put into the registry whenever a service or place is
registered. This allows to formulate search requests by defining constraints on the service or
place info. Such a request can be submitted to the region registry. Unfortunately, the region
registry cannot forward requests to other regions. Therefore the look-up operations on the re-
gion registry via information other than the global unique identifier of an agent are limited
to a single region. The global unique identifier contains a reference to the home location reg-
istry. This means the link to a foreign region in order to determine the location can be auto-
matically established.

In principle also the CORBA Trading Service might be used instead of the region registry.
Unfortunately, agents and places are no first order CORBA objects and therefore do not have
a CORBA object reference for performance reasons. Here “null” has to be put instead of the
object reference and a location attribute needs to be defined. The location attribute can be
string containing a URL or URI as defined above. In any case the CORBA Trading Service
can be used to locate and contact CORBA services offered by agents or agencies. The big
advantage of the CORBA Trading Service compared to the region registry as it is defined
here is the availability of a link interface to foreign regions.

3.5.8 Summary

The usage of global unique identifiers allows to reference an agent in a (re-)location trans-
parent way. The current location of an agent can be determined via a registry in order to in-
teract with the agent. This works even from foreign domains by contacting the home location
of an agent. The location has to be continuously updated in case the agent is roaming.

In addition, services offered by agencies and agents and as well as places can be charac-
terized with a number of properties. With this information they can be registered and
searched for in the registry. Alternatively the CORBA Trading service can be used. In case
of non-CORBA services the reference to the service interface has to be put into an attribute.

3.6 Communication Service

3.6.1 Introduction

The communication service should enable the co-operation of the agents with one another as
well as with their environment. There are three basic types of interaction: client-agent inter-
action, agent-system interaction, and agent-user interaction. With regard to agents the basic
idea is to provide the standard communication mechanisms in a (re-)location transparent
way. To enable agent-system interaction the agent should have access to the software librar-
ies in order to embed legacy systems in agent-based applications. Regarding the user an
agent should be able to use at least a graphical user interface. In addition it might support
other specialized input/output equipment like a sound engine in order to get in touch with a
user on the phone for example.
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3.6.2 Requirements

The following requirements need to be fulfilled by the communication service:

• client-agent interaction
It must be possible to exchange information, i.e. messages, between a client applica-
tion and agents as well as in between agents in order to coordinate their behavior.

• location transparency
The (re-)location of an agent should be transparent to the message service.

• synchronous
It should be possible to communicate in a synchronous manner.

• asynchronous
It should be possible to communicate in an asynchronous manner.

• multicast
It should be possible to send messages to a multicast group in order to make opti-
mal use of the network resources.

• language binding
A language binding should be provided to avoid an eventual difference between
local and remote communication, i.e. method invocation should be supported.

• class loading
Missing classes should be automatically fetched from a class server. Note, that
classes can be missing if a message or a part of a message is of a subclass of the
declared class.

• streams
It should be possible to communicate via streams to exchange real-time traffic such
as audio and video.

• agent-system interaction
An agent must be able to interact with the system in order to access legacy system
components.

• agent-user interaction
An agent must be able to interact with a user at least via a textual or graphical user
interface.

3.6.3 Client-Agent Interaction

Message Service

The message service should allow a client, which may be an application program or another
agent, to send a message to an agent and receive an answer. In principle all available mech-
anisms for remote procedure calls may be used. This includes for example CORBA and Java
RMI. Unfortunately, they are not (re-)location transparent. This means if an object or agent
is moved to a new location the reference still points to the old instance or is entirely broken.
Therefore an agent specific communication service is called for.
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The message service provides a library on the client site with the class Communication-
Service and a server running in the agency of the destination agent realized in the class
CommunicationServer. The administrator of an agency can instantiate a number of re-
ceivers with a proprietary protocol based on sockets, Java RMI, or CORBA. Sockets and
Java RMI can also be run on top of the Secure Sockets Layer (see Section 3.9). If there is a
communication request a Sender is instantiated on the client side. This connects to a Re-
ceiver on the server side resulting in the creation of a Connection. Then both sides use
the classes GHObjectOutputStream and GHObjectInputStream to marshal and un-
marshal the messages. The configuration is depicted in Figure 3.16.

Figure 3.16: Communication Service

The basic API provides a messaging service for the exchange of synchronous and asyn-
chronous messages. If an exception occurs within the destination agent it is passed back to
the client. In addition and due to distribution exceptions may occur which are caused by com-
munication failures.

In case of an asynchronous communication a FutureResult is returned. This allows to syn-
chronize again by waiting for the result to be available, and to get the actual result of the in-
teraction.

Multicast

It is possible to form multicast groups. A multicast group allows to send a message to mul-
tiple agents at the same time. A multicast group is an arbitrary set of agents. Agents can be
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added and deleted on the fly.

In addition a multicast group allows to reduce the network traffic since multicast messag-
es can be delivered in a more economic way. Rather than replicating a message for each re-
cipient a single message is transferred to each server where an addressed agent is currently
running even if there are multiple agents which should receive a message. Within the server
the message is multiplexed and delivered to each addressed agent running in the agency. This
reduces the network traffic.

Figure 3.17: Multicast Communication

Class Loading

The messaging service allows to send an arbitrary message to the addressed agent. Object-
oriented languages support subclassing. Therefore it might occur that a message is a subclass
of the generic type specified within the interface of the message service. Also within an ag-
gregation each of the referenced objects might belong to a subclass of the specified class. In
this case the server could have been built without any knowledge of the actual class. During
compile time only the specified classes need to be present. Now, if a message is received
which belongs to a subclass that is not available at the server, it is necessary to load the miss-
ing class(es) from a class server or the source agency. This configuration is depicted in the
following figure:

To: Agent1
      Agent2
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Figure 3.18: Class Loading

3.6.4 Method Invocation Service

A language binding facilitates the remote programming. With a language binding remote
programming should look the same as local programming. The language binding of CORBA
[OMG97] is one of its major selling points. The same should be provided by the communi-
cation service.

For local communication between objects method invocation is used. The method invo-
cation should look the same no matter whether an agent is local or remote. This requires stub
code on the client site and skeleton code on the server site.

On the client site a stub object needs to be present. It provides exactly the same interface
as the remote object. Therefore the stub object can be used as the local access to the remote
object in merely the same way as the remote object might be used when being local. The stub
wraps the call into an invocation message, passes it via the communication service to the re-
mote site, and collects the results. The stub generator provided by the platform takes any Java
class as input and generates the necessary stub automatically. Since Java is a strongly typed
language the stub object needs to be present during compile time in order to be available for
compilation of the client code.
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Figure 3.19: Method Invocation

Figure 3.20: Generation of Stubs

On the server site skeleton code is required. Since Java provides a dynamic invocation
mechanism with the Java Reflection API [Flanagan97] no class specific code needs to be
produced but the skeleton code can be implemented in a generic manner. This simplifies the
compilation of server objects. The class DynamicInvoker receives the invocation message,
retrieves the local object reference from the agency registry, and invokes the appropriate
method on the agent. If there is a result value this is wrapped and sent back to the stub on the
caller site.

3.6.5 High-Level Languages

The basic communication mechanisms allow to exchange messages in a synchronous and
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asynchronous way. They form the base for higher level communication. Among others, there
are currently the following languages under discussion in the agent community:

• the Knowledge Interchange Format (KIF) [Genesereth98], 

• the Knowledge Query and Manipulation Language (KQML) [Finin93], and

• the Agent Communication Language (ACL) which is in the standardization process
by FIPA [FIPA-2].

Agent Communication Language

The ACL specification covers the message formats, encoding schemes, message types and
higher-level interaction patterns (shared plans). FIPA has adopted the ARCOL language
from France Telecom as the basis for the FIPA ACL. The KQML language was rejected as
the semantics of its message types are too informal. This forces developers to produce ad hoc
interpretations of the meanings and effects of KQML performatives reducing the potential
for interoperability between agent systems. The ARCOL language has clearer semantics
which are specified in terms of sender-centric Belief-Desire-Intention (BDI) mental attitudes
such as belief, uncertainty, intention, and persistent-goal (commitment). There are five Com-
municative Acts (CA), three of which are listed here:

• <A, inform (B, p)> - agent A informs B of some proposition p.

• <A, request (B, a)> - agent A requests that agent B perform some action a

• <A, inform_ref (B, x in p)> - agent A informs B that x is a valid value for the proposi-
tion p.

Each ARCOL Communicative Act (CA-like performatives in KQML) has two BDI-ex-
pressions associated with it:

• Precondition - this governs when a CA can be used.

• Rational Effect - this is the reason for choosing the performative.

The rational effect is not the specified (perlocutionary) effect of an action - this would be
problematic in an open system, but is used by the sender to plan how to achieve its goals.
ARCOL has a number of other advantages over KQML. It has a smaller set of message prim-
itives (five) which can be nested using sequencing operators (;, |, and loop) to create new
communicative acts / plans.

Summary

In order to support the ACL in the context of Grasshopper the communicative acts can be
realized on top the message service. However, it is as yet unclear as to which level of com-
plexity will be required of agents that are capable of supporting the full power of the ACL.
Currently, there is no theorem-prover available, but it is likely required to effectively handle
a knowledge base. Therefore high level languages such as the ACL have not been considered
any further within the modeling and implementation work of this dissertation.
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3.6.6 Streams

Streams should allow to transport multimedia information between agents. The API for the
client or agent is that of a socket which is mapped to a TCP or UDP connection. The client
can write arbitrary data to the stream, which is then delivered to the agent. The (re-)location
transparency is achieved in a similar way as for the message service. Instead of the host ad-
dress of the destination, the identifier of the agent is given. The location service is contacted
to find the agent. Then the stream is set up to the agency where the agent is running. The
stream recognizes a communication channel failure. The communication is re-established as
soon as the agent arrives at a new place. This is transparent to the client using the stream.
Note, that the communication is unreliable. Everything produced during the move of the des-
tination agent is lost.

Streams allow agents to set up multimedia communication. This enables agent implemen-
tors to realize a virtual home environment for a user. The virtual home environment consists
of an agent, that forms the users desktop. It can contain arbitrary desktop tools. If the user
roams the virtual home environment follows him to the new location. The communication
channels will still be in operation even if the user had a video or audio channel running.

3.6.7 Agent-System Interaction

In order to implement agent-based applications that integrate legacy system components the
agents must be able to access them. Legacy systems are built with many different interfaces.
From a Grasshopper agent any Java library can be accessed. This requires to interface legacy
components in different ways usually using a wrapper providing a Java API.

If the legacy component is coded in Java the library can be directly accessed from an
agent. The library can also be wrapped with the agent interface to seamlessly integrate it into
the Grasshopper platform. This results in a static service agent or if all objects are serializable
even in a mobile one.

Libraries resulting from other programming languages or native code can be accessed via
the Java Native Interface [Sun97d]. Some packages, such as TwinPeaks for C++ [Sun98b],
allow to automatically generate glue code in between Java and a library coded in a different
programming language. Therefore almost any library can be used in order to communicate
with a legacy system component. If a native library is used the solution always results in a
static service agent since native code is not platform independent and therefore cannot be
moved.

Protocol based interfaces need a communication stack. In case of simple protocols such a
protocol stack can be realized in Java resulting in a completely portable solution. If the pro-
tocol is complex and a re-implementation therefore not feasible the same methodology as in
the last case needs to be applied, i.e. glue code is produced to interface with native libraries
that implement the protocol stack.

In any case where native code is involved the solution is not portable. Thus it is sometimes
not possible to run the library or protocol stack on the same host as the agency. In this case
another remote communication protocol has to be introduced to communicate between an
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agency and the legacy component. This results in a three-tire architecture. To simplify such
an approach string-based protocols seem to provide a suitable and easy to implement alter-
native. A different approach is to use RPC-based mechanisms, e.g., CORBA [OMG97].
Since CORBA defines a language independent standardized encoding as well as language
bindings to ease the use for programmers it is a compelling alternative when combining com-
ponents coded in different programming languages.

The ideas are depicted in the following figure:

Figure 3.21: Interfacing Legacy Components

Concerning telecommunication applications the interfaces are usually built on top of spe-
cific signalling protocols such as INAP or generic protocols such as SNMP, CMIP or COR-
BA. For SNMP and CORBA the access can easily be realized based on available libraries
like Advent Net’s SNMP package [Advent96] or Sun’s JMAPI [Sun96] in case of SNMP and
Visigenic’s Visibroker or Iona’s OrbixWeb in case of CORBA. For CMIP there is no solu-
tion available. Possible work-arounds include gateways to CORBA as defined by the X/
Open JIDM working group [XOJIDM96] or to the WWW as implemented by IBM within
the Webbin framework [Deri96] for example. As long as the number of transactions is low,
these packages provide an adequate solution.

3.6.8 Agent-User Interaction

An agent-based application can be built as a front-end with a number of agents doing the
work in the background. However, this is not always feasible. For example, in case of work-
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flow systems it might be desirable that arriving agents can also carry their user interface. This
can range from a simple command line interface via a graphical user interface to sound and
video interaction. Hence, agents should be allowed to use all the available input/output facil-
ities of a system.

On the other hand a server usually does not have any console. In this case an agent can
process data but is not able to interact with an operator. In such a place an agent should not
be allowed to access any of the input/output facilities.

The Grasshopper environment allows an agent to determine which kind of interaction it
can use. The input/output libraries are subject to access control like any other service of the
system. This will be described in Section 3.9. The agent can use all input/output facilities it
is allowed to.

Since it is recommended that a user is not confronted with any unexpected output there is
a standardized mechanism for a user to get in touch with the agent. By selecting the agent
entry the agent is triggered and can start building its user interface. This should consist of a
separate top level window with any input or output of the agent.

3.6.9 Summary

The mobile agent platform offers a location transparent communication service. Using the
communication service method invocations can be performed on an agent independently of
its location just as if it resides locally. The communication can be synchronous and asynchro-
nous. In addition a call can be directed to more than one receiver by forming a multicast
group of receivers.

An agent is able to access any Java-based service. In order to get access to legacy systems
service wrappers with a Java-based interface need to be implemented. These can make use
of Java libraries, linked native code or protocol gateways. The user agent interaction is sup-
ported via graphical user interfaces which can be completed by audio and video in- and out-
put depending on the supporting packages installed with an agency.

3.7 Mobility Service

3.7.1 Introduction

The mobility service provides a mobile agent of the Grasshopper platform the means to travel
from one place to another. It allows to continue the execution in the optimal place with re-
spect to the access to specific resources or the resource utilization. A mobile agent can decide
when to move and where to move on to. The mobility service suspends the execution of the
agent, serializes its state, transfers the state to the specified destination, deserializes the state
to new objects, and resumes the agents execution.
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3.7.2 Requirements

The following requirements need to be fulfilled by the mobility service of the Grasshopper
platform:

• suspend, transport, and resume agent
A mobile agent should be able to move from one place to another in order to continue
its execution in a new place.

• preserve the state
During the migration the state of the agent, i.e. the value of the attributes, should be
preserved. If possible also the execution stack should be preserved to allow the agent
to continue its execution at exactly the same statement.

• class loading
Missing classes should be loaded from a class server on demand.
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3.7.3 State Mobility

Figure 3.22: Classes for Agent Mobility

The mobility service for agents is realized in the class ServiceControl. It stops the agents
execution, deregisters it from the registry, and uses an instance of the classes ServiceEx-
ternalization and AgentTransport in order to stream out agents and to transfer it to
a new place, respectively. The agent transport sits on top of the communication service. Via
a proxy instance of the class AgentSystemP it has access to the remote agency and can call
the receive agent operation on its external interface. 

AgencyRegistration

. . .

(from agency)

MobileAgent

. . .
move(dest : Location) : void
. . .

(from agency)

ServiceExternalization

. . .
externalize(service : Service) : byte[]
internalize(ext_data : byte[]) : Service

(from agency)

AgentSystemP

. . .

(from agency)

ServiceControl

. . .
moveAgent(agentId : Identifier, dest : Location) : void
informAboutRetrieval(agentInfo : AgentInfo, agent : byte[], place : String) : void
fetchClass(classQualifier : ClassQualifier[], codeBase : String) : byte[][]
. . .

(from agency)
Service

. . .

(from agency)

AgentSystemImpl

. . .

(from agency)

AgentTransport

. . .
transmitAgent(agentInfo : AgentInfo, agent : byte[], dest : Location) : void
receiveAgent(agentInfo : AgentInfo, agent : byte[], place : String) : void

(from agency)

AgentSystem
(from agency)

<<Interface>>

receiveAgent(agentInfo : AgentInfo, agent : byte[], place : String) : void
fetchClass(classQualifierList : ClassQualifier[], codeBase : String) : byte[][]
. . .
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Figure 3.23: Transmitting an Agent

At the remote site the call is forwarded to the service control which instantiates a new in-
stance of the agent class and triggers the externalization service to stream in the state and re-
store the attributes of the agents. Then the agent is registered locally with the agency and
remotely with the region. Finally the agent is restarted. The interactions at the destination site
are depicted in Figure 3.24.

Figure 3.24: Receiving an Agent

 : Agency
Registration

 : MobileAgent  : ServiceControl  : Service
Externalization

 : Agent
Transport

 : AgentSystemP : Region
RegistrationP

move()

moveAgent()

externalize()

transmitAgent()
receiveAgent()

checkMigrationPermission()

deregisterService()

deregisterService()

 : AgentSystem
Impl

 : Agent
Transport

 : ServiceControl  : Service
Externalization

 : Agency
Registration

 : Region
RegistrationP

internalize()

registerService()

registerService()

informAboutRetrieval()

receiveAgent()



3.7 Mobility Service 79

In Java the stack is kept platform dependent for performance reasons. Therefore the thread
object is not serializable and it is not possible to save the complete execution state of an
agent. At the new site the agent is restarted from the very beginning by an invocation of the
live() method. The implementor of the agent has to take care of keeping the execution
state in the attributes of the agent rather than on the stack. This is usually done by implement-
ing a state machine in the live() method. An integer attribute state keeps the current state
of the agent. This is incremented each time the live() is entered. Using a switch statement
the code to be execute at the new place is reached.

3.7.4 Code Mobility

When implementing an agent a new agent class is to be defined which inherits the abstract
superclass MobileAgent. Though the class MobileAgent is available in each agency the
subclass may not. In this case it has to be retrieved from the agent’s codebase if the agent is
created or arrives in a new place. This holds also for the classes of the objects which are ref-
erenced within the agent’s attributes and which are therefore part of its state. These classes
have to be loaded from the agent’s codebase as well.

Furthermore, an agent can create arbitrary objects during its execution. Here it may hap-
pen that additional classes have to be loaded for being instantiated. So not only when creating
an agent or when arriving at a new place but at any time new classes need to be made avail-
able to the agent. Therefore each agent has a class loader associated to it. It holds the address
of the codebase(s) and all loaded classes with a separate name space for each codebase.

It is possible to distinguish different modes of operation when loading the classes of an
agent in case of a mobile agent:

• All classes that are required by an agent are transferred together with the agent to the
new place.

• The names of all classes that are required by an agent are transferred together with the
agent to the new place. If they are not available locally within the destination agency
they are loaded immediately after the arrival of an agent.

• The classes are loaded on demand, i.e. whenever a new class is required it is loaded
from the codebase of the agent.

There is no optimal solution but all three modes and possible variations have advantages
and disadvantages. The first mode, i.e. the immediate transfer of all classes wastes a lot of
resources since all classes are transferred whether they are required or not by the destination
agency. In addition it unnecessarily increases the time for the transfer of the agent. On the
other hand the source agency can be shut down immediately after the transfer even if it is
acting as the codebase. The second option has the same advantage but avoids the drawback
of loading classes which are already available at the destination site. The last option is best
in case there is an independent class server which is available all the time. In this case the
source agency can be shut down or fail without affecting the operation of the agent though
the classes are loaded if and only if they are really required. This saves bandwidth and keeps
the transfer time to a minimum.
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The Grasshopper mobile agent platform supports the last two of the presented options. It
is assumed that usually the classes are available locally to all agencies or put on a web server.
In both cases it is best to load the classes on demand which is the default.

3.7.5 Class Versioning

When agents are stored in databases the possibility arises that the version of a class reading
the data is different from the version that wrote the data. For example, a bug fix might have
been applied. Therefore the classes within the codebase referred to by the stored agent were
replaced by new versions. This might be required for the class of the agent itself or for any
of the classes used within an agent. But what changes should be allowed?

Object classes may evolve. Evolve in this context means to allow changes to the classes
that are compatible with the earlier versions of the classes. A compatible change is a change
that does not affect the contract between the class and its caller, i.e. the objects are still work-
ing properly. A new version of a class can easily deal with streams written by old versions
of the class but difficulties may arise when an old version of a class tries to read streams writ-
ten by new versions of the class. In order to avoid conflicts only backward compatible chang-
es should be applied.

Compatible Changes

The following changes can be applied to a class without risking any misbehavior:

• Adding fields - When the class being reconstituted has a field that does not occur in
the stream, that field in the object will be initialized to the default value for its type.
New classes should be aware of this situation.

• Changing a field from static to non-static or from transient to non-transient - This is
equivalent to adding a field to the class.

• Widening the access to a field - It does not cause any problem to provide an extended
access to the fields of an object.

• Adding classes within the class hierarchy - The stream contains the type hierarchy of
each object’s class. Comparing this hierarchy in the stream with the current class can
detect additional classes. Since there is no information from which to initialize the
object the class fields will be initialized to the default values. New versions of a class
should be aware of this situation.

• Adding methods - It does not cause any problem to provide additional methods within
the interface of an object.

Incompatible Changes

The following changes can result in errors or in agents with abnormal behavior:

• Deleting fields - If a field is deleted in a class, a written stream will not contain its
value. When the stream is read by an earlier class, the value of the field will be set to
the default value because no value is available in the stream. However, this might
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result in an agent with an inconsistent state and abnormal behavior.

• Changing a field from non-static to static or from non-transient to transient - This is
equivalent to deleting a field from the class since static and transient fields are not
serialized.

• Limiting the access to a field - Though this does not result in an error when writing to
or reading from a stream it changes the interface of the agent or of a referenced object.
This might be unexpected to a client accessing the fields.

• Moving class up or down the hierarchy - This cannot be allowed since the data in the
stream appear in the wrong sequence.

• Changing the declared type of a primitive field - Earlier versions of the class attempt-
ing to read the field will fail because the type of the data in the stream does not match
the type of the field.

• Removing methods - Though this does not result in an error when writing to or read-
ing from a stream it changes the interface of the agent or of a referenced object. This
might be unexpected to a client accessing the methods.

3.7.6 Summary

The mobility services of the Grasshopper mobile agent platform allows agents to travel from
one place to another. When travelling the platform preserves the state of an agent but not its
execution stack. Therefore the behavior should be implemented as a state machine. Classes
are loaded on demand from the codebase of an agent which can be the source agency or a file
or web server. Class versioning allows agent classes to evolve while state information can
still be deserialized when an agent is arriving or loaded from disk.

3.8 Persistence Service

3.8.1 Introduction

Persistence is a very important topic today, regarding the evolvement of distributed process-
ing. Objects are sent from one host to another, and often have a long life span. This is espe-
cially true for mobile agents. The following undesirable scenarios have to be considered:

• An agent moves from one agency to another. The transmission fails for some reason,
so the agent never arrives at its destination.

• An agent is residing within an agency but the host computer crashes or shuts down
exceptionally, e.g. due to a power failure.

• There are many agents residing within an agency, with most of them just waiting for
external events (i.e. they do nothing than idle processing). The host computer might
run out of resources (e.g. memory) if more agents want to migrate into that agency.

While the first scenario can be avoided by buffering the agent until the arrival has been
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confirmed, the remaining two need a different approach. A copy of the agent object has to be
stored on a durable (i.e. persistent) medium, like a hard disk. If the agency system crashes,
persistent agents can be reloaded from this medium, after the agent platform was restarted.
In addition, if there is a copy of an agent is on disk, why should the original be kept in pre-
cious RAM if it is just waiting, like in the third scenario? Just a reference to the agent is kept
while the agent is swapped to the disk. If later the flushed agent gets an external event, it will
be reloaded into the RAM and resumed.

Hence, persistence in this context means saving a copy of an agent onto a durable medium
in order to restore it if it gets lost or to save system resources. The following sections examine
how persistence can be achieved within the Grasshopper mobile agent platform.

3.8.2 Requirements

The following requirements need to be met by the platform in order to provide a basic per-
sistence mechanism for agents:

• save agents to persistent store
It must be possible to persistently store an agent and its classes. On shutdown of an
agency this operation has to be performed automatically.

• reload agents from persistent store
It must be possible to retrieve an agent with its classes from the persistent store. On
start-up of an agency this operation has to be performed automatically.

• automatically flush agents on inactivity
In order to save memory passive agents should be put to a persistent store associated
to an agency and deleted from memory.

• automatically reload agents on method invocation
To be still contactable the agent must be automatically reloaded in case a request is
coming in via the communication service and need to be served by the agent.

3.8.3 Persistent Agent Store

Each agency has an associated database. It is used to permanently store agents in order to
avoid data loss in case of a failure or a shutdown of the agency. The database is encapsulated
by the ServiceDatabaseAccess module shown at the bottom of Figure 3.25. This keeps
the persistence service independent of the type of the database. It can be either a relational
database accessed via the standardized JDBC API [Hamilton97] or a plain file system. The
persistence service itself operates on top of the database access module.

Apart from the database access the persistence service makes use of the externalization
service already discussed in Section 3.7.3. Here the state of an agent is streamed into a byte
array before being stored in the database. The save() and reload() operations are directly
defined on a Service for the convenience of the programmer and within the ServiceCon-
trol module. The other operations have to be extended so that they also clean up the data-
base in case of a removal for example.
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Figure 3.25: Classes for Agent Persistence

3.8.4 Automatic Deactivation and Activation

Apart from the basic operations which allow to store and retrieve agents a flush operation has
been defined. The flush() operation completely deactivates an agent. It stops the execution
of an agent, stores the it in the database, and finally removes the agent from the memory leav-
ing just the service entry within the agency registry. This allows to save memory in order to
increase the number of agents that can be served at the same time. Using the activation op-
eration the agent is retrieved and restarted again.

There is an automatic mechanism which deactivates agents in case of inactivity. The per-
sistence service keeps a table with the time of the last access to an agent. It is updated each
time the agent is contacted via the communication mechanism. This results in a look-up re-
quest to the agency registry and an update of the access time. A background process perma-
nently checks the last access time of each agent. If it detects that the time of inactivity has
exceeded a certain threshold the service or agent is automatically flushed to the database.

As soon as there is a request to a service which has been deactivated and flushed to the
disc, it is reloaded. Therefore the mechanism is transparent to the programmer and the client
of a service.

ServiceDatabaseAccess

ServiceDatabaseAccess()
storeService(serviceUID : Identifier, serviceType : String, serviceInfo : byte[], serviceData : byte[], flags : long, place : String) : void
listStoredServices() : PersistenceInfo[]
...

(from persistence)

ServiceControl

ServiceControl()
flushService(service_id : Identifier) : void
reloadService(service_id : Identifier) : void
...

(from agency)

ServiceExternalization

...

(from agency)

ServicePersistence

ServicePersistence()
flushService(serviceId : Identifier) : void
reloadService(serviceId : Identifier) : Service
resetTimer(serviceUID : Identifier) : void
...

(from agency)

PersistenceTableEntry

...

(from persistence)

PersistenceTable

PersistenceTable()
advanceTime(ticks : long) : PersistenceTableEntry[]
resetCounter(serviceUID : Identifier) : void
...

(from persistence)

Service

Service()
flush() : void
...

(from agency)

AgencyRegistration

...

(from agency)
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3.8.5 Summary

The persistence service allows to permanently store agents in a database. It is used to recover
in case of a failure or to keep the agents during a shutdown period of an agency. In addition
an agent is completely flushed in case of inactivity in order to save memory.

3.9 Security

3.9.1 Introduction

This section will investigate the security concerns within a mobile agent platform. Starting
from the security threats it presents an architecture that can solve most of them by technical
means, i.e. cryptographic techniques. This includes protection mechanisms for an agency as
well as for agents. In addition, it identifies some security threats related to agents that are im-
possible to be solved with technical means. Finally, it outlines possible scenarios for the con-
figuration of the security features.

The primary security goal is to protect an agency from potential security threats. The plat-
form has to provide features to prevent agent systems from being attacked by remote requests
to the external interfaces or by local requests of the hosted agents. Attacks can be anything
such as creating or moving agents to the agency from outside or deleting files, unauthorized
file or device access by agents from inside the agency.

Not only the agent system is an aim for attacks. Agents have to be prevented from being
attacked as well. This can happen during transport or inside an agency by other agents or a
malicious agency itself. Possible system attacks include theft of “cyber-money” or spying for
passwords or authorization codes.

For this reason, a secure communication among the communicating peers as well as inside
an agency of Grasshopper is fundamentally required. Since it results in a lot of processing
overhead it should be highly configurable.

Some of the security concerns are quite easy to solve with existing security techniques,
others like the security in case of multiple hops of mobile agents or the protection of an agent
from a malicious agency are very hard or even impossible to achieve as pointed out in
[Farmer96]. 

The threats are depicted in the following Figure 3.26. Appropriate security guards that
should be supported by the Grasshopper security service should include secure communica-
tion for network connections as well as access control to the services and resources of an
agency and other agents.
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Figure 3.26: Security Threats

3.9.2 Security Technology

The word cryptography originates from the Greek words kryptos meaning hidden and graph-
ia meaning writing. Cryptography is the study of hidden writing, or the science of encrypting
and decrypting text. A good overview about cryptography is given in [Schneier96]. It de-
scribes available cryptographic algorithms and protocols and analyses their safety. To fulfil
the security requirements three basic cryptographic techniques are available:

• symmetric cryptography

• asymmetric cryptography

• one-way hash functions

This section will present them roughly and will, in addition, outline standards that will be
applied within the Grasshopper agent platform to achieve a secure communication and ac-
cess control, namely:

• certificates

• certification authorities

• secure sockets layer

The section concludes with a short summary about the Java environment:

• Java security features

Symmetric Cryptography

When using symmetric cryptography, both sender and receiver use the same key for encrypt-
ing and decrypting messages, providing confidentiality and - implicitly - weak authenticity.
If only the sender and receiver know the key, an encrypted message could have only been
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generated by one of them.

Symmetric cryptography is fast and widely used, especially to achieve confidentiality.
Unfortunately it has a major disadvantage: The exchange of the key must happen over a se-
cure channel. If an attacker knows the key, he has access to all the data. In addition the au-
thenticity is lost.

An example for a symmetric technique is the Data Encryption Standard (DES) as de-
scribed in [FIPS-PUB46]. It is based on permutation and substitution ciphers. DES provides
a kind of encryption that can in some cases be deciphered (given enough effort and a small
enough key). If keys of up to 40 bit are used, the United States’ government allows their ex-
port and use outside the United States. However, 40-bit keys only provide limited security
from decryption. It is recommended to use at least standard 56-bit keys. The ease of breaking
DES is directly related to the length of its key.

Asymmetric Cryptography

Asymmetric cryptography solves the problem of key exchange by using a pair of keys, a se-
cret and a public one. Each communication partner makes his public key available. To ensure
confidentiality, the sender encrypts the data with the public key of the receiver. However, it
can only be decrypted with the corresponding secret key, which is only known by the receiv-
er. When authenticity is required, the sender encrypts the data with his secret key. After
transmission, the receiver uses the public key of the sender to decrypt the data. If the data is
valid, he knows, that only the sender could have encrypted it, thus authenticating him. The
latter case is also known as signing. However, asymmetric cryptography is much slower than
symmetric cryptography.

An example of an asymmetric technique is the public-key cryptosystem by Rivest,
Shamir, and Adleman (RSA), one of the Public-Key Cryptography Standards (PKCS)
[Kaliski93], which is much stronger than DES and is mathematically based on the difficulty
of factoring very large primes. The strength of RSA again depends directly on the length of
the key pair. However, RSA falls under the same export restrictions as DES. Additionally, it
is a proprietary algorithm sold by the RSA Data Security Inc.

One-Way Hash Functions

One-way hash functions provide a means of calculating a checksum of the data to be trans-
mitted. This value can be checked by the receiver thus providing integrity. For any two given
inputs, which are only slightly different, a secure hash function calculates two different hash-
es. In a transmission, the procedure described above is employed to check the integrity of the
transmitted data.

An example for a secure hash function is MD5 [Rivest92], where MD stands for Message
Digest.
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The basic cryptographic techniques are used in the security services provided for distrib-
uted computing. Here usually a combination of both symmetric and asymmetric cryptogra-
phy can be found at the same time. Symmetric cryptography is fast but imposes the problem
of key exchange. Asymmetric cryptography solves this problem, but is much slower. There-
fore, in real life scenarios, often hybrid techniques are applied, employing asymmetric cryp-
tography to exchange a symmetric session key which is later used to encrypt the actual data.
The same holds for the secure socket layer as will be seen below.

Certificates and Certification Authorities

Authentication using public-key cryptography can only work when users can associate a
public key with an identity in a trusted fashion. One way to form a trusted association be-
tween a key and an identity is to enlist the services of a trusted third party (TTP) also referred
to as certification authority. This is an individual or organization that all users of a system
trust. The certification authority issues messages, referred to as certificates.

A certificate is a digitally signed statement saying that the public key of some other entity
has some particular value. A certificate contains a number of fields, the most important of
which are the identity of a user or another entity and the associated public key (see Figure
3.27). The certification authority signs the certificate using its private key guaranteeing that
the public key is associated with the identified user or entity.

Figure 3.27: Typical Set of Fields in a Certificate

This guarantee is made subject to a defined security policy of the certification authority.
This could be quite lax and involve the user forwarding the public key to the certification au-
thority, or it could be an involved process requiring the physical presence of the user together
with the presentation of multiple forms of identification.

Within the security framework of the ITU-T the subject as well as the issuer are identified
by a distinguished name to the global X.500 Directory [ITU-X509].

Secure Sockets Layer

The Secure Sockets Layer (SSL) [Freier96] is a development of Netscape Communications
which is about to become an Internet standard. It uses the basic cryptographic methods de-
scribed above and defines a handshaking protocol to ensure authentication, confidentiality,
and integrity.

The SSL protocol sits on top of a reliable transport like TCP [Postel81]. It defines a lower
layer protocol, the SSL Record Protocol, used for encapsulation of various higher level pro-
tocols. One such encapsulated protocol is the SSL Handshake Protocol. Using the SSL Hand-
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shake Protocol allows authentication of the communicating parties and to negotiate the
cryptographic techniques between the sender and the receiver at the beginning of a commu-
nication session but also during a running session.

The basic handshaking protocol is depicted in Figure 3.28.

Figure 3.28: SSL Handshake Protocol [Freier96]

The SSL protocol supports many different combinations of the presented cryptographic
techniques. The cipher suites that can be used in an SSL connection are given names that are
of the form:

SSL_KeyExchangeAlg_WITH_BulkCipherAlg_MessageAuthenticationCodeAlg

where the algorithms for key exchange, bulk enciphering, and generation of message sig-
natures are individually specified. Some examples include:

SSL_RSA_WITH_NULL_MD5
SSL_RSA_EXPORT_WITH_RC4_40_MD5
SSL_RSA_WITH_IDEA_CBC_SHA
SSL_DHE_RSA_WITH_3DES_EDE_CBC_SHA
SSL_DH_ANON_EXPORT_WITH_DES40_CBC_SHA
SSL_FORTEZZA_DMS_WITH_FORTEZZA_CBC_SHA

Many communication protocols are now defined to run over SSL. This includes CORBA
IIOP as implemented by IONA within Orbix and by Visigenic within VisiBroker as well as
Java RMI.
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CORBA Security Concepts

For CORBA a security service was specified as described in [OMG97a]. It has many features
but unfortunately there is still no implementation of the CORBA security service available.
Therefore the CORBA security service is not discussed here. Grasshopper will be built on
SSL.

Java Security Concepts

The basic security concepts in Java are based on the following components:

• language design

• byte code verifier

• class loader

• security manager

In the following each part will presented and investigated on how to use the concept to
support a security model for the agent platform.

First of all, Java is a safe language. That means, there are several mechanism inherent to
Java, providing protection against incorrect programs, notably:

• strictly typed language

• careful control of casts

• lack of pointer arithmetic

• automatic memory management including garbage collection to avoid memory leaks
and dangling pointers

• check of array references to ensure that they are within the bounds of the array

Even though a compiler performs thorough type checking, there is still the possibility of
an attack via the use of a “hostile” compiler. Since the agency does not load the source code
of an agent but already compiled code in the form of class files there is no way of determining
whether the bytecodes were produced by a trustworthy compiler or by an adversary attempt-
ing to exploit the agency. Therefore a class verifier is called for.

The class verifier [Yellin97][Venners97a] of Java is used to check every class that is load-
ed into the Java virtual machine over the network. Before any loaded code is executed, the
class is scanned and verified to ensure that it conforms to the specification of the Java virtual
machine. The class verifier operates in four passes.

The first pass checks that the class file is conformant to the class file format. The second
pass performs all verification that can be performed without looking at the bytecode. This
includes for example a check whether final classes or methods are subclassed or overridden,
respectively. The third pass is a data-flow analysis on each method assuring that there will
be no stack over- or underflow, registers always have a value when being accessed, methods
are called with appropriate arguments, types are correctly used, and that the opcodes have
appropriate typed arguments on the stack and in the registers. This is also referred to as the
bytecode verifier. The fourth pass is done during run-time. It ensures for example that a
method exists when being called, i.e. it guarantees that the symbolic references are working.
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The class loader [Venners97] first checks the local codebase of an agency. If a class is
available locally it is not loaded over the network but from the local codebase. This prevents
the system classes with access control checks from being replaced. In addition the class load-
er sets the protection domain.

The security manager [Venners97b] is contacted whenever sensitive system resources,
such as the file system or the network for example, are accessed. A check method is called
in order to determine whether the calling entity has the required access permissions. To dis-
tinguish between the access of foreign classes and the access of system classes the call stack
is analyzed. The class loader of each call on the stack is determined and the permissions are
the intersection of the permissions of each protection domain which is contained in the class
loader.

3.9.3 Protecting an Agency

Two main areas of security concerns can be distinguished, the security of the external inter-
faces and network communication and the security of the internally accessible resources.

Requirements on External Security

The following basic security features must be guaranteed to remotely communicating peers,
i.e. the communication between agencies as well as between an agency and the registry or
the class servers:

• authentication
It must be possible for the receiver of a message to ascertain its origin; an intruder
should not be able to masquerade as someone else.

• authorization/access control
It must be possible to protect resources from unauthorized usage by specifying an
access control list and quota; an intruder must not be able to abuse the services offered
by other agents, the agency or the underlying system.

• confidentiality
Information must only be disclosed to users authorized to access it; an intruder must
not be able to access confidential data.

• integrity
It must be possible for the receiver of a message to verify that it has not been modified
in transit; an intruder must not be able to substitute a false message for a legitimate
one.

• auditability
It must be possible to log all security relevant events, especially security violations in
order to identify and reconstruct attacks.

Note, that non-repudiation is currently no issue for the services offered by the agent plat-
form though it might be of interest to services offered on top of it. In this case appropriate
security mechanisms need to be integrated on the application layer.
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External Security based on SSL

As a first step towards a secure distributed agent environment the transport of messages and
agents across the network and the external interfaces of an agency or registry have to be se-
cured. The Secure Sockets Layer [Freier96] presented in the last section can be used as a base
to meet the external security requirements.

Each authority, here the administrator of an agency, has a certificate assigned to it which
is used to authenticate it to a peer entity in any communication session. The certificates are
based on asymmetric cryptography. In addition a session key is exchanged and applied in a
symmetric cryptographic algorithm for achieving confidentiality and integrity during the ex-
change of application data with minimal overhead.

Still required is the infrastructure which allows to configure a policy for the client and the
server side and to do the authentication and authorization on the server side. The following
policies can be configured:

On the client side the administrator can decide whether secure communication has to be
used. In addition he can specify a default certificate for the authentication in outgoing com-
munication sessions. It is passed to the server during the SSL negotiation phase.

On the server side it is more difficult. The idea is to have a database of certificates for
which the basic access decisions are fixed. The access policy can be either “grant access”,
“deny access” or “ask the administrator”. When a call is coming in first the database is
checked and if the certificate is present the defined access decision is taken otherwise the
configurable default policy, usually “ask the administrator”, is applied.

The architecture is shown in Figure 3.29. There is a single instance of the class Securi-
tyContext within an agency. It holds the personal certificates together with the associated
private keys within objects of the class PersonalEntry and foreign certificates and the as-
sociated policy within objects of the class SignerEntry.

Opening a socket or accepting an incoming request for opening a socket results in the cre-
ation of an instance of the class SSLSocket by the SSLSocketFactory. Such a socket has
an SSLContext to interface with the SSL negotiation protocol in order to pass certificates
or the private key.

Finally the Authenticator is responsible for checking the peer certificate and enforce
the specified policy. A connection set-up is logged by the Audit component.
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Figure 3.29: Classes for Authentication and Access Control at External Interfaces

Note, that as soon as an agent has entered an agency where it can perform other operations
than the well defined ones offered at the external interfaces it is a security threat and therefore
subject to internal access control as described in the next sections.

Requirements on Internal Security

The following requirements must be met by the internal security mechanisms in order to pro-
tect the agency from malicious agents:

• authentication
It must be possible for a class to ascertain the origin of a method call; an agent must
not be able to masquerade as someone else.

• authorization/access control
It must be possible to protect resources from unauthorized usage by specifying an
access control list and quota; an intruder must not be able to abuse the services offered
by other agents, the agency or the underlying system.

• role-based policy
It should be possible to specify a role-based access control policy in order to simplify
the administration of access control lists of the resources.

• auditability
It must be possible to log all security relevant events, especially security violations in
order to identify and reconstruct attacks.

Internal Security based on an Access Control Unit

Access Control Policy
The main part of the internal security is a concept for fine grained access control to local sys-
tem resources. The access control policy sets the rules for the internal security. It assigns per-
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missions to agents running on behalf of a specific authority. The access control policy can be
changed by the administrator of an agency.

Authority
Each agent has an authority assigned. It usually identifies the owner of the agent. The agent
identifier is signed using the private key of the agent’s authority. This prevents an agency
from masquerading agents. Note that this works only if the administration of agencies is a
complete separate security domain since agents cannot be protected from malicious agencies
as we will see in Section 3.9.4.

Group
Groups provide a means for role-based access control. Authorities can be assigned to groups
to gain the access rights already specified for the group. This results in a greater flexibility
and reduces the administrative overhead of maintaining access control lists to resources. In
addition it reduces the amount of information, since the access control lists specified for the
resources consist only of few roles rather than a big number of authorities. The concept is
similar to that found in most of the operating systems, e.g. in Unix or Windows NT.

Permissions
A permission represents the access rights to a specific system resource. Typically, each au-
thority or group in an access control policy owns a set of permissions. Each permission con-
sists of the following parts:

• Type: The specific type of the permission, e.g. file permission, network permission,
run-time permission, etc.

• Target: The name of the resource that is to be accessed. In the case of a file permis-
sion, this might be a file or directory name, in the case of a network permissions, this
could be a host address. Wildcards can be used where meaningful.

• Actions: The actions that can be performed on the target, e.g. for a file, this might be
read and write. This can be optional in the case of binary permissions, when the mere
fact that the permission is set, means that access is allowed.

• Constraints: Optionally, constraints may be specified, e.g. when the permission
should only be valid for a certain period of time.

The following table gives a short overview of the permissions that are defined for the
Grasshopper mobile agent platform. They are based on the access control checks embedded
in the Java run-time libraries [Gong98].
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Table 3.1: Permissions to Control the Resource Access

All specific permissions are subclassing Permission, so that they can be treated in a ge-
neric manner. The main operation is implies() to check whether a specified set of permis-
sions contains the permission which is necessary for the resource access. Note that only
positive permissions can be specified. This greatly simplifies the implementation of the
check.

Type Target Actions

AWTPermission topLevelWindow

...

FilePermission filename read, write, execute, delete

NetPermission multicast

PropertyPermission propertyname read, write

RuntimePermission print.queueJob

loadLibrary.libraryName

...

SecurityPermission access.SecurityContext

access.Policy

...

SocketPermission address, port connect, accept, listen

ThreadPermission fixed: only own thread group can be modified
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Figure 3.30: Classes for Holding Permissions

Access Control Checks
Each time, an application attempts to access one of the protected resources, a specific method
of the installed access controller is invoked. It analyzes the call stack and determines the per-
missions of the caller. It is the intersection of the permissions of all agents that were involved
in the call. Each agent involved in the call is identified by searching the call stack for class
loaders which are directly associated to agents and their authority. Their permissions are de-
termined by the Policy object and cached in the ProtectionDomain object in order to
speed up further security checks. If the permission required is implied by the granted permis-
sions the access controller silently returns. Otherwise it throws a security exception and logs
the event with the audit trail.
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Figure 3.31: Internal Access Control

3.9.4 Protecting an Agent

Protecting an Agent during Transport

The protection of an agent during the transport is covered by the security mechanisms al-
ready introduced in order to protect the agencies’ external interfaces and their network com-
munication. Therefore this topic is not discussed further here.

Protecting an Agent from other Agents

Agents can easily be protected form other agents. The Java Virtual Machine prevents any ac-
cess to information without a proper reference to it. A reference to an agent can only be de-
termined via the registry of an agency. This contains a security check whether the client
requesting a reference is allowed to by the referenced agent. Using this mechanism at least
grant and deny can be specified. If an agent offers a service which requires fine grained ac-
cess control it has to be implemented on the application level. This can be done with the
framework already provided by the platform.

Protecting an Agent from a Malicious Agency

It is not possible to protect an agent from a malicious agency. An agency has full control over
an agent as soon as it enters the agency. The agency has to know how to interpret the agent
and has therefore access to all the information including state and code of the agent. The
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agency can execute parts, can analyse the agent or can execute code segments several times.
Therefore an agency provider can, for example, easily take the electronic cash carried by an
agent. In this case the illegal operation is quite obvious, but less obvious examples can easily
be figured out. In case of a shopping agent it might be beneficial for the agency provider to
get an insight into the strategy that is followed by the agent in a negotiation process. With
this information the agency provider may always lead the agent to such a state that the con-
tract is most beneficial for the agency provider himself.

Note, that an agent cannot protect part of its state or code using cryptographic methods.
As long as the key and the algorithm to access these parts are part of the agent this informa-
tion is as exposed to the agency provider as an unprotected state or code. Protection can only
be achieved by processing a request in a trusted environment of the agent, e.g. via a remote
procedure call or on a smart card. Unfortunately then the advantage of locality is partly lost.
Nevertheless this might be useful to ratify a transaction after the negotiation has been suc-
cessfully completed. Though the remote procedure call might slow down the transaction it is
likely to be still faster since the negotiation usually takes most of the time and the negotiation
is still performed locally.

Furthermore, a user of an agency can, in general, rely on the reputation of the provider,
since, as soon as a provider of an agency starts to cheat, this will be propagated through the
network and the press. The question still is whether this mechanism is fast enough to be ef-
fective in the electronic world. It may take a day or two before the cheating is recognized and
another day before the fact is propagated throughout the network. During this time thousands
or even millions of requests can be served by the provider. So even if only micro payments
are done autonomously by the agents a provider might gain thousands of dollars until he is
pinned down by the network community. Whether keeping a reputation is sufficient encour-
agement for not-cheating and whether the user can rely on it up to micro payments will re-
main open questions.

Finally, there is the mechanism of criminal prosecution; unfortunately this mechanism is
very slow. Hence the result is the same as in the case of the reputation mechanism, i.e. the
agency provider makes a lot of money before the mechanism succeeds. Furthermore it re-
quires that the victims can prove the cheating and its source. This is very difficult, since the
electronic transactions do not leave any slur and the processing is done in the domain of the
cheating provider.

The only conclusion can be that an agent which carries sensitive information should only
visit trusted agencies.

3.9.5 Security in case of Multiple Hops

Since an agent cannot be protected form a malicious agency the security concerns in case of
an agent doing multiple hops are difficult to solve. In principle there is nothing in which an
agency receiving an agent can trust.

One solution would be that each agency does not directly modify the state of the agent but
just logs the changes. When the agent is leaving the hosting agency signs the changes it did
to the state. Then the agency receiving the agent can verify all changes and decide whether
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it trusts the signers and therefore the state changes or not. Unfortunately this approach lacks
performance. The current state has to be computed over and over again from the very begin-
ning following the logged changes.

Without any verifiable signature an agency has to trust the sending agency that it did not
accept agents which have been visiting untrusted agencies before. This means a trust rela-
tionship between all agencies exchanging agents is required otherwise the concept for autho-
rizing agents for access to local resources does not work.

3.9.6 Scenarios

Trusted Environment

If an intelligent mobile agent-based system runs in a closed network that is not accessible by
the public, i.e. in a fully trusted environment, the agencies can be configured to run without
any security restrictions. This will guarantee the maximum performance for the transport, i.e.
the remote communication and the migration, but also for local invocations.

Such a configuration can be set up in a stand-alone network or behind a firewall. If the
network is attached to a public network like the global Internet a firewall is needed to hide
the services offered at the remote interfaces of the mobile agent platform. Depending on the
chosen transport this must also hold for helping services offering remote interfaces, e.g. the
registry which is necessary to support the communication and migration services and servic-
es provided by agents at remote interfaces.

Figure 3.32: Closed Network of Agencies

Virtual Private Network

If the platform for intelligent mobile agents is used in different locations that want to interact
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with each other over a public network the remote interfaces of at least one agency at each site
need to be exposed to the public network. The other agencies as well as all the agents are
assumed to be trustworthy. Therefore security mechanisms need to be in place to avert pos-
sible attacks during the transport of agents or messages via the public network as well as the
access to the exposed remote interface. This can easily be achieved by enabling the SSL-
based transport at these interfaces. For maximum performance all the other interfaces which
are used for the communication within a customer premises only can run without security if
they are hidden behind a firewall.

Figure 3.33: Virtual Private Network of Agencies

Open Agency

If an agency is open to the public additional security mechanisms are required. Here an agen-
cy accepts many or all agents which want to enter. Therefore, internal access control mech-
anisms are required to protect the local resources like the filesystem from malicious agents.
This is similar to a store which is open to the public; a customer can get in, look around, and
make a deal, but specific parts of the store, like the warehouse, are not accessible without
special security privileges.
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Figure 3.34: Open Agency

3.9.7 Summary

The security service of the Grasshopper mobile agent platform realizes confidentiality and
integrity for the network communication in combination with a protection of the external in-
terfaces of an agency by enforcing authentication and authorization of peer entities based on
X.509 certificates and SSL. In addition local resources are protected from hosted agents by
a fine grained access control with a configurable role-based policy.

It is not possible to protect an agent from a malicious agency. The agency has full control
over the state and code. Protection might only be based on reputation of the agency provider
or legal rules.
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3.10 OMG MASIF Conformity

3.10.1 Introduction

Mobile agent platforms are gaining momentum in the industry. Though mobile agents are a
relatively new technology there are already a lot of mobile agent platforms available devel-
oped in research projects as prototypes or even released as commercial products. Examples
have already been discussed in Section 2.6.2.

Unfortunately there is no interworking between the different mobile agent platforms. In
addition applications which are implemented on a specific platform cannot be run on one of
the others. These issues are addressed by the Mobile Agent System Interoperability Facility
(MASIF) which recently became a standard within the Object Management Group (OMG)
[MASIF98]. It should be the common denominator of the different mobile agent platforms
as illustrated in Figure 3.35.

Figure 3.35: OMG MASIF as the Common Denominator

3.10.2 Requirements

The following requirements need to be met in order to provide an OMG MASIF conformant
mobile agent platform:

• MAFAgentSystem interface
The agency must support the MAFAgentSystem interface as specified by the OMG
MASIF standard to allow for a standardized management of agents within an agency
and a standardized transport of agents to other agencies.

• MAFFinder interface
The registry must support the MAFFinder interface as specified by the OMG MASIF
standard to allow for a standardized search of agencies, places, and agents.
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3.10.3 MAFAgentSystem Interface

It is possible to operate upon the distributed agent environment via Grasshopper specific in-
terfaces which are based on the communication service or via OMG MASIF compliant in-
terfaces as specified in [MASIF98] (see Figure 3.36). While the communication service
gives full access to all services inside a region registry or an agency only a subset of the func-
tionality is accessible via the standardized interfaces MAFFinder and MAFAgentSystem, re-
spectively.

Figure 3.36: MAFFinder and MAFAgentSystem Interfaces

The MAFAgentSystem interface as it is currently defined within the CfMAF module by
the OMG MASIF specification provides operations for the agent management and the agent
migration. It is implemented by the MAFAgentSystem class of the agency package. It makes
use of the methods implemented by the AgencyRegistration and the ServiceControl.
Since during the design phase the implementation of the MASIF interfaces had already been
considered there is a straightforward mapping.
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Figure 3.37: MAFAgentSystem I/f based on the AgencyRegistration and ServiceControl

3.10.4 MAFFinder Interface

The implementation of the MAFFinder interface is similar to that of the MAFAgentSystem
interface. The MAFFinder class of the package registry implements the MAFFinder inter-
face of the CfMAF module. It makes use of the operations offered by the RegionRegis-
tration class as shown in Figure 3.38.

Figure 3.38: MAFFinder I/f based on the RegionRegistration

3.10.5 Summary

The Grasshopper platform supports the interfaces defined by the OMG MASIF standard.
This allows to build agent-based applications which are independent of a specific agent plat-
form. In addition basic interoperability with other mobile agent platforms is achieved. 

Note that the representation of agents was not standardized but can be chosen by the agent
platform. Within the Grasshopper agent platform the Java Object Serialization [Flanagan97]
is used which is the natural choice for Java-based platforms. 
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In the context of CORBA it might be of interest to have a language independent represen-
tation of agents. A good base provides the extension which allows object-by-value calls
[OMG97b] that is currently under standardization in the OMG. It extends the IDL to include
an attribute specification for the state of an object and includes a well defined mapping to
different programming languages.

3.11 Technology

Software

The Grasshopper intelligent mobile agent platform was implemented in 100% pure Java us-
ing the following software components:

• Java Development Kit by Sun (jdk1.1)

• Java Foundation Classes by Sun (swing-1.0)

• IAIK-JCE by Technical University Graz (iaik-jce-1.4.1)

• IAIK-SSL by Technical University Graz (iaik-ssl-1.3.1)

Since it is completely implemented in Java it should run on any platform on which Java
is available. Unfortunately, the development phase revealed many incompatibilities between
the various platforms. Therefore it is recommended to test any Java-based software on a spe-
cific platform before releasing it. Grasshopper was tested under Solaris 2.5.x and Windows
95/NT 4.0.

Hardware

The following hardware components were used for the implementation and the testing of the
Grasshopper intelligent mobile agent platform:

Sun Workstations: SparcStation 5, Ultra 1

PC: Pentium II
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4 Using Grasshopper

Just to get an impression of the implementation this section gives a short overview of the
graphical user interface and the agent programming. Two example agents are explained
which implement patterns often found in agent based applications:

• an agent which travels to a remote place in order to perform a number of operations
and then returns, this demonstrates agent mobility, and 

• an agent which creates a worker which travels around to collect data and which is
finally retracted to present the results, this demonstrates location transparent commu-
nication used for agent management.

4.1 Starting the Platform

Grasshopper provides start-up scripts which make it easy and convenient to run the platform.
In order to use the platform with its full functionality, the following steps have to be per-
formed:

1. Starting a region registry

2. Starting an agency with an optional agency console

4.1.1 Starting a Region Registry

By starting a registry a new region is established. The registry maintains the information
about the agencies, places, and agents that register with the region. The registry can be started
using the following command:

$GRASSHOPPER_HOME/bin/RegionRegistry -v

Using the “-v” option, the registry starts in verbose mode. It will print messages about all
its activities.

The registry displays its address at start-up. The address has the following format:
[<protocol>://]<host>[:<port>]/RegionRegistry

4.1.2 Starting an Agency

When starting an agency its name and the region registry where the agency should register –
the previously started registry – need to be specified. For an easy management of the agency,
the option for starting the agency console “-gui” should also be given:

$GRASSHOPPER_HOME/bin/Agency -n <agency_name> -r <registry_address> -gui 

A possible example for starting an agency is:
$GRASSHOPPER_HOME/bin/Agency -n One -r socket://192.168.100.1:6789/

RegionRegistry -gui
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4.2 The Agency Console

When starting an agency with the options mentioned before, the main window of the agency
console will appear, giving the user the possibility to interactively manage places and agents.

4.2.1 The Main Window

The main window (see Figure 4.1) is composed of:

• a menu bar and an icon bar for giving access to the available operations

• a view panel for displaying the hosted places and agents and the information about
them

• a scrollable trace console where all kinds of messages are printed

• a status bar which informs about the functionality of the graphical user interface ele-
ments when the mouse pointer moves over them

Figure 4.1: Agency Console

View Panel

The view panel is composed of two frames. On the left hand side the agency elements (places
and agents) are displayed as a containment tree. The root of this tree is the agency itself. The
next level is given by the places which are displayed as nodes of the agency. The agents are
displayed in the places where they are located and are presented as leafs of the place nodes.

The tree can be expanded successively and the nodes can be inspected. By walking
through the tree, the information about the current node is shown within the frame on the
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right hand side. For example, Figure 4.2 shows the information about a selected agent.

Figure 4.2: Agent Information

Menu and Icon Bar

The menu bar contains menu items for all commands which can be performed, grouped in
menus corresponding to the element types “Agent” and “Place” (see Figure 4.1). The “File”
menu contains items for configuring the agency. A “Help” menu is also provided, from
which the on-line help can be consulted.

The icon bar contains icons corresponding to the commands which can be applied on the
currently selected element. When another element is selected or the state of the current one
changes, the icon bar is dynamically updated.

4.2.2 Managing Places

Places can be created, suspended, resumed, and removed selecting the corresponding com-
mand from the “Place” menu. For creating a new place (see Figure 4.3) the place name and,
optionally, a short description have to be specified.

Figure 4.3: Creating a Place
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4.2.3 Managing Agents

Agent Catalog

Available agent templates can be viewed in the Agent Catalog window (see Figure 4.4). Us-
ing the catalog window, new templates can be added and they can be grouped into folders.

Figure 4.4: Agent Catalog Window

The agent templates can be saved within catalog files. A user can select the catalog file
which he wants to use. The same catalog can be opened by two or more users specifying the
same path for the catalog file. A possible scenario could be: All employees of a company can
create their agents using the same agent templates from the company’s common catalog. In
this case a new user does not need to build his own catalog first.

Creating Agents

Agents can easily be created using the agent templates listed in the catalog. With a double-
click on a template entry, or by choosing the create icon, an agent according to the selected
template is instantiated in the agency. The agent will be created in the selected place or, if no
place was previously selected, the user will be asked to choose one.

Agents can be created also from the “Agent” menu (see Figure 4.5), but in this case, the
class name and codebase have to be typed in each time.
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Figure 4.5: Agent Menu

Selecting “Create Agent” from the agent menu opens the agent creation window (see Fig-
ure 4.6) asking for the codebase, the class name, and the place where the agent should be cre-
ated. If the class file is located on the local file system, the codebase and the class name can
be specified with the help of a file browser, as shown in Figure 4.6.

Figure 4.6: Creating an Agent

The file browser greatly simplifies the procedure. Only the agent class file has to be se-
lected, the information about the codebase and the fully qualified name of the agent class are
automatically extract from the class file.
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Agents Life-Cycle

The agents are shown in the view panel under the places. When an agent is created, it is start-
ed immediately. Thus, its initial state is “active”, and it is displayed with an icon showing a
green running man (see Figure 4.7).

Figure 4.7: Active Agent

An active agent can be suspended, i.e. its activity can be temporary stopped. This opera-
tion is useful to prevent a mobile agent from leaving the agency while inspecting its infor-
mation for example. A suspended agent is displayed with an icon showing a red standing
man, as shown in Figure 4.8.

Figure 4.8: Suspended Agent

A suspended agent can be resumed again. Then it will continue its activity from the point
where it was interrupted. If an agent is resumed, it gets active again and the display is updated
accordingly (see Figure 4.7).

If the persistence service is enabled, agents are saved on disk after a certain time of inac-
tivity. When an agent is stored on disk, its state becomes “externalized” which is presented
with an icon showing a gray standing man.
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Operations on Agents

Several operations can be performed on agents from the agency console. They can be cloned,
copied or moved to other places inside the agency or to a remote agency.

By selecting an agent in the view panel, the operations become available in the “Agent”
menu and in the icon bar. Not all operations are available to an agent, depending on its type
and state. For example, the “Move” operation can only be applied to mobile agents.

By selecting “Move” from the agent menu, an additional window will open asking for the
destination location (see Figure 4.9). The location should be given in the following format:

[<protocol>://]<host>[:<port>]/<agency_name>[/<place_name>]

If the place name is omitted, the default place is taken.

Figure 4.9: Moving an Agent

4.2.4 Agency Monitors

The agency monitors are useful tools for observing the activities inside the agency. Available
monitors are the trace console and the threads window.

Trace Console 

The “Trace Console” window is the standard output window of the agency. All output mes-
sages of the agency components and the agents are shown in this window (see Figure 4.1).
The agency components print trace messages if the user activates it in the trace panel of the
preferences window (see Section 4.2.5).

Threads Window 

The “Threads” window shows all threads and thread groups of the agency (see Figure 4.10).
The “Grasshopper Agency” thread group contains a subgroup for each place created in the
agency. Each agent is running in a separate thread group which is contained in the thread
group of the place in which it resides. The name of an agent’s thread group is given by the
agent’s identifier. The agency itself is also a service and its thread group is registered in the
thread group of the default place.
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.

Figure 4.10: Threads Window

By default, an agent can create, stop and manipulate threads in its own thread group only.
Additional permissions can be set in the permissions panel from the preferences window (see
Section 4.2.5).

4.2.5 Agency Configuration

The agency components can be customized by selecting “Preferences” from the “File” menu.
The “Preferences” window will open (see Figure 4.12) displaying the configurable compo-
nents in a set of tabbed panes. The properties which can be configured include tracing of
components, communication protocols, persistency options, security policies, certificates,
and access permissions.

Trace Messages

In the “Trace” panel, the trace messages printed by the different agency components can be
turned on or off (see Section 4.2.4 for more details about agency monitors). If the trace option
of a component is enabled, this component prints state messages in the trace console (see
Section 4.2.1).
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Figure 4.11: Configuring Trace Messages

Communication Service

The “Communication” panel (see Figure 4.12) allows to customize the protocols used by the
communication service. For using a specific protocol (Socket, RMI, CORBA), a correspond-
ing server need to be running in the agency. A new server can be started by selecting the
“New Server” button and choosing the protocol type and optionally a port.

If more than one communication server is started, the first one in the list will be used by
default. If the communication fails, an alternative one is chosen.

Only if the security package was installed, the secure versions of the protocols (with SSL
support) are available.
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Figure 4.12: Configuring Communication Servers

Persistence Service

From the “Persistence” panel the persistence service can be configured (see Figure 4.13). If
the persistence service is enabled, the agency elements (in principal the agents) can be saved
on disk and loaded again. This is automatically done by the agency if selected.

Optionally, an existing or the included SQL database can be used for storing the agents.

Figure 4.13: Configuring Persistency

Security Policies and Certificates
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If the security package was installed, additional tabs for configuring the security policy and
the certificates are provided in the preferences window (see Figure 4.14).

From the “Policy” panel, the security service can be turned on or off. If security is en-
abled, the authorities from the certificates panel will be taken into account for a secure com-
munication.

The “Certificates” panel (see Figure 4.14) allows the management of certification author-
ities. The available certificates are listed in the “Signer Certificates” frame. New certificates
can be added by importing them from a file. Each certificate has an alias and it can be con-
figured to be accepted, rejected or that the user should be asked.

The user can also create its own certificates and import them into the “Personal Certifi-
cates” frame.

Figure 4.14: Configuring Certificates

Access Permissions

If the agency was started with the access controller option, access permissions for different
users or groups can be managed in the “Permissions” panel (see Figure 4.15).
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Figure 4.15: Configuring Access Permissions

The users can be mapped to roles with suggestive names, for example in “Friends” and
“Others”. A permission can be set for all users, by specifying “*” as the user identifier.

For declaring a new permission for a user, the permission type, the target resource and the
permitted actions have to be specified. As shown in Figure 4.15, the file read permission for
the home directory was given to the user “busse”.

4.3 Grasshopper Agents

Grasshopper agents can be mobile or stationary. A mobile agent has to extend the class
grasshopper.agency.MobileAgent while a stationary agent will extend the class
grasshopper.agency.StationaryAgent. These classes provide the basic functional-
ity to Grasshopper agents.

The agent itself is a uniquely named thread running in its own thread group. Depending
on the state of this thread, the agent can be in different execution states: ACTIVE, PASSIVE
or SUSPENDED. The agent is ACTIVE after it was started and its live() method is exe-
cuting. After the execution has been finished, the agent becomes PASSIVE, i.e. it will not do
any further work on its own. Nevertheless the agent is still registered in the agency and can
be contacted by other agents for example to retrieve results.

An important property of an agent is its location. The agent’s location can be obtained
with the getLocation() method. For mobile agents, the home location is also important.
A mobile agent should know its home location so that it can return after it has finished its job
for example for displaying the achieved results. The home location can be obtained calling
the getHome() method. Mobile agents can also ask for the last visited location in order to
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do an action when visiting a specific place. This location can be obtained with getLastLo-
cation().

Each agent is associated with a unique identifier. This identifier is very important for
agents inter-operation (see Section 4.3.2). This identifier can be obtained from the agent’s
information using the getIdentifier() method.

 An agent can get a particular name, by overwriting the getName() method.

When an agent is instantiated, its init() method is called. Here a specific initialization
can be done by overwriting this method. If the agent requires initialization arguments, the
method init(Object[] args) is used instead.

It is possible to specify an action to be executed when being triggered from the agency
console by overwriting the action() method.

The next section describes step by step how these methods are used to implement a simple
agent.

4.3.1 Memory Agent

The MemoryAgent is a mobile agent which asks for a remote location, moves there, reads
the available memory, and comes back home with the result.

It is very simple to implement such an agent. First of all, the agent has to inherit from the
Grasshopper mobile agent class:

Then the name of this agent can be set:

The variables for storing the home location, the destination location, and the free memory
need to be declared:

 In addition, a variable for holding the execution state is required:

public class MemoryAgent extends grasshopper.agency.MobileAgent {

  public String getName() {

    return "MemoryAgent";

  }

  private Location remote = null;

  private Location home = null;

  private long freeMemory;



118 Chapter 4: Using Grasshopper

Initially, the agent can get its home location:

The agent’s behavior depends on its location:

Now, the specific behavior at home and at the remote agency has to be implemented in
the methods doAtHome() and doRemote(), respectively.

In this example, the agent will be at home initially and after finishing its job. These two
states are distinguished upon the value of the state variable. Initially, the agent asks for the
address of the remote agency and tries to go there. After returning, it displays the results.

  private int state = 0;

  public void init() {

    home = getHome();

  }

  public void live() {

    if (getLocation().equals(home)) {

      // at home

      doAtHome();

    }

    else {

      // remote

      doRemote();

    }

  }
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At the remote agency, the agent reads the free memory and then returns back home:

Optionally, the action() method can be implemented to allow the user to interact with
it:

  private void doAtHome() {

    if (state == 0) { //initially

      //ask for remote address

      String remoteAddress = GOptionPane.showInputDialog(

         "Input the address of remote agency"); 

      try {

        remote = new Location(remoteAddress);

        state++;

        move(remote);

      }

      catch (Exception e) {

        System.err.println("MemoryAgent: " + e.getMessage());

        // the address was not correct or the agency was not available

        // ask again for a remote address

        state = 0;

        doAtHome();

      }

    }

    else { //returned home

      String[] message = new String[] {"Agency " + remote.getHost() + "/" + 

         remote.getAgentsystem() + " has ", freeMemory + 

         " bytes of free memory."};

      GOptionPane.showMessageDialog(null,message,"Free Memory",

         GOptionPane.INFORMATION_MESSAGE);

    }

  }

  private void doRemote() {

    // at remote agency

    System.out.println("Collecting information about free memory...");

    freeMemory = Runtime.getRuntime().freeMemory();

    try {

      state++;

      move(home);

    }

    catch (Exception e) {

      // can not go home, remove itself

      remove();

    }

  }
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In this way, a mobile agent can be implemented to migrate and perform a job at a remote
site.

4.3.2 Frontend Agent

The FrontendAgent is a stationary agent which creates and sends out another agent - the so
called WorkerAgent - to do a job. It retracts the WorkerAgent later on, when it needs the re-
sults. This example demonstrates the location transparent communication among agents.

This FrontendAgent is stationary, so it has to inherit from the Grasshopper Stationar-
yAgent class:

Next, a variable for holding the proxy of the worker agent is declared.

The place where the worker agent should do its job:

The execution state:

The agent’s behavior is simple. In the first phase, it creates the worker agent and sends it
to the working place. In the second phase, the worker is called back and is asked for the
achieved results.

The worker agent is created using the createService() method. This method requires
the agent’s name and codebase, the destination place and initialization arguments:

  public void action() {

    // start from beginning

    state = 0;

    live();

  }

public class FrontendAgent extends grasshopper.agency.StationaryAgent {

  private WorkerAgentP workerAgent;

  private Location workPlace;

  private int state = 0;
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The simplest way to perform an operation on another agent, is to use a proxy of that agent.
For creating such a proxy the agent identifier has to be specified. The agent’s identifier can
be obtained from the previously returned service information.

Through this proxy the communication with the worker becomes very easy. Now, the
agent can be sent to the working place:

Later, the FrontendAgent can ask the worker to interrupt the job and come back in order
to show the results already achieved.

The worker agent’s behavior is also very simple. In the first execution state, it will per-
form its job until it will be stopped and then it will return home. Then it will display the re-
sults.

    // get the codebase of the worker agent

    String codebase = "file://" + System.getProperty("grasshopper.home") +

        File.separator + "examples";

    // create the worker agent

    ServiceInfo info = createService("WorkerAgent", codebase,  

        "InformationDesk", null);

    workerAgent = new WorkerAgentP(info.getIdentifier());

    try {

      workerAgent.move (workPlace);

    }

    catch (Exception e) {

      //operation failed (ask for another address)

      ...

    }

    workerAgent.stopWorking();
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The method called by the FrontendAgent:

After returning home, the worker agent can also transfer the achieved results to the Fron-
tendAgent. This again can be done with the help of a proxy. The FrontendAgent’s identifier
can be passed to the worker at during creation.

  public void live () {

    switch (state) 

      case 0:

        while (!stopped) {

          // do its job 

          ...

        }

        state++;

        move(home);

        break;

      case 1:

        // display results

        break;

    }

  }

  private void stopWorking() {

    stopped = true;

  }



5.1 Mobile Agents as Personal Assistants 123

5 Application Examples

As outlined in the survey in Chapter 2 the application of mobile and intelligent agents will
be especially beneficial for the following telecommunications related purposes:

• Service provisioning

• Service customization

• Telecommunications management

• User mobility

The following sections will further elaborate and illustrate this assessment, focusing on
the use of agents for service provisioning and customization. This will also include a descrip-
tion of first practical experiments carried out with an early evaluation prototype of the Grass-
hopper agent platform.

5.1 Mobile Agents as Personal Assistants

This section discusses the use of mobile agents as personal assistants. It presents an overview
of this area giving a vision of the future provided by personal assistants. A specific scenario,
a shopping assistant for the Internet, is chosen for the validation of the mobile agent technol-
ogy. An architectural overview illustrates its implementation. Then the benefits of the mobile
agent technology in the context of personal assistants are worked out. A summary concludes
the section.

5.1.1 Overview

In the real world many people, especially managers, in the business area, make use of assis-
tants to fulfill their tasks. Usually simple subtasks but sometimes even complex ones are del-
egated to an assistant. The assistant performs the subtask while the manager himself
concentrates on his main business. The results of the subtask are collected at a later stage.

Examples for such a delegation to assistants can be found even in the day-to-day business.
For example when looking for a good investment many people ask their bank clerk to check
for good opportunities. It is sufficient to specify the basic constraints like the amount of mon-
ey and a level of risk. The bank clerk will check and come up with a list of options. Based
on this list of options with the expected return on investment one opportunity is chosen.
Sometimes even this last step will immediately be done by the bank clerk without any further
interaction with the customer.

The vision is that a personal assistant based on agent technology is as helpful as a human
assistant. In this context a personal assistant is a software agent which acts semi-autono-
mously for and on behalf of a user, modeling the interest of the user and providing services
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to the user as and when required.

Imagine that you can query your personal assistant running on a portable device or a per-
sonal computer using natural language, saying: “I must meet Mr. Green of IBM in San Jose
on March 25th at 03:00 in the afternoon. Plan a trip for this appointment. I would like to have
an answer by tomorrow evening.” The system will take the following actions also consider-
ing the already known preferences of the user:

• recognize the fact that the user is staying in Berlin and needs a trip to San José

• book the trip through an appropriate travel agency

• use the profile of the user to choose between means of transportation, comfort level,
price etc.

• book a hotel

• return an itinerary of the planned trip within the given deadline

• insert travel-related times into the agenda, together with an alarm clock

• check for intra-city transportation means to be used, i.e. from the airport to the hotel
and to the meeting point

• put a watchdog on train/plain schedules, warning of delayed/modified schedules via a
mobile device

• watch traffic if a car/taxi is to be used

• program individual traffic guidance system, if the user travels by car

We still lack the infrastructure and technology to implement such sophisticated personal
assistants. Nevertheless it is likely that such value added services will appear on the market
within the next few years.

5.1.2 Scenario

The scenario investigated on top of Grasshopper is a first step towards the vision outlined
above. The idea is to give the users the possibility to submit individual research requests to
be processed on a server.

A user can fill in a template of a research agent. Then the agent is submitted to be pro-
cessed asynchronously on one or even a number of servers while the user itself can go off-
line. The agent can perform any operation as requested by the user ranging from a simple
look-up via user specific searching and filtering of data entries to any desired processing of
the information that is accessible. Note that the service provided by agents can even be as
complex as finding the best investment over the next 12 months taking into account bonds,
stocks, and real estate.

The servers providing the information are usually web servers. In order to provide well
structured data to customers, a content provider might also set up a database server that can
be access by mobile agents. The processing of the agent is done asynchronously. It can be
tuned according to the user’s preferences. For example it might be of interest to optimize the
research request with respect to cost. The agent will then try to use the resources during off-
peak hours in order to reduce the peak load or the price of a piece of information. Later on,
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when the user is on-line again, he can collect the results.

5.1.3 Architecture

The following figure depicts the envisaged architecture of the system. A service provider of-
fers agent-based services on the Internet. They can be used by any user on the web with a
regular web browser. Through the web pages of the service provider they get access to the
agent repository (1) from where they can instantiate appropriate service agents (2). The ser-
vice agents then migrate to the various content providers in order to collect and process the
required information.

An agent can directly spend a visit to a web site of a content provider that is agent-enabled,
i.e. where an agent system is installed which hosts foreign agents (3). This gives the maxi-
mum benefit to the agent since it gains local access to the information. To get access to leg-
acy sites that do not have an agent system in place there will be a server installed in the
domain of the value added service provider (4). From this place an agent should have access
to any information on the Internet. Of course without the benefit of local access. Neverthe-
less, this gives immediate access to all the information that is already present on the network.

Finally when the user is on-line again the agent will return to the user’s location (5). This
can either be done on demand or after a certain period of time specified when submitting the
agent. When being at home the agent will present the results and is ready to receive new
tasks. After collecting information this might be the order to conclude a deal.

Figure 5.1: Preparing the Internet for Personal Assistants Based on Mobile Agents
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A rough architecture of an agent acting as a personal assistant is shown in the following
figure. It has an interface towards the user in order to get its task and to finally present the
results. In order to perform the task it communicates with other agents, e.g. to read the user
preferences, and queries WWW or database servers.

Figure 5.2: Mobile Agent as Personal Assistant

5.1.4 Benefits of the Mobile Agent Technology

The following advantages show the benefit of an agent-based infrastructure for personal as-
sistants:

The main benefit for a user of such a personal assistant is the possibility to delegate a task
or even a whole bunch of tasks to him. After having sent out the agent, the user can discon-
nect from the network and care about other business. The agent performs its task asynchro-
nously within the network. Later on, when he is logged on again the user can collect the
results. There is no need for any time consuming on-line work anymore.

Reducing the time being on-line is of major importance when using a mobile terminal.
First, this reduces the cost for communication. In addition, it saves energy and therefore in-
creases the lifetime of the batteries. Finally, radio links might be slow and noisy. This often
results in connections dropping. Since the connection time is reduced to a minimum by just
migrating the agent into the network and by later on retracting the agent carrying the result,
the risk to have to start from scratch due to a connection failure is reduced.

Using transport networks and servers during off-peak hours can save time and money.
Agents provide a good basis since they fulfill their task autonomously. Their behavior can
be trimmed according to the user’s preferences. These might be optimized according to time
consumption or according to cost for example.

In addition the mobile agents allow to reduce the network and system load. Their tasks
can be performed close to the server where the data to be processed by the agent is located.
Thus the data does not need to be read over the network. This saves a lot of bandwidth espe-
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cially in the case of data mining. In the best case the agent can visit the host where the data-
base is located completely eliminating the network transport.

Such an agent-based infrastructure allows to serve customer’s individually. Compared to
the simple search engines available on the Internet today there is the potential to offer cus-
tomers value added services that are highly configurable and allow high order information
processing using the information that is already provided in the network.

An agent provider is able to introduce new services without any administrative overhead
by content providers. There is no need for the content provider to change anything on the
server once the infrastructure is in place. The functionality to provide the service is carried
by the agent using dynamic class loading.

There are even benefits for the content provider. First of all it will create a new market,
i.e. the content provider can increase his business with information. Collating a server for
agents will increase the value of his information server for value added service providers. In
addition the agent technology can help to reduce the network load towards the global Inter-
net. If a server is enabled for agents major processing, i.e. condensing of information, can be
done inside the domain of the content provider. Thus it seems worthwhile to collate agent
servers with content servers providing WWW or database services.

5.1.5 Summary

Providing mobile agents as personal assistants creates a new market for value added service
providers. Value added service providers can offer highly customizable helpers which inte-
grate all the steps that have to be done interactively and thus in a very time consuming man-
ner today. Mobile agent-based personal assistants allow a user to carry out a number of
correlated tasks with a single interaction, resulting in a reduction of on-line time and cost. In
addition the mobile agents allow to save network and system resources. These facts stimulate
content providers running a WWW or database server to establish the necessary infrastruc-
ture. In addition they can increase the demand in their own business.

5.2 Mobile Agents in TMN

This section outlines the implementation of an agent-based network management applica-
tion. It starts with a discussion of the drawbacks of the traditional network management ap-
proach based on the Telecommunication Management Network (TMN) standards which
principles are described in [ITU-M.3010]. Then an improved architecture based on mobile
agents especially suitable for the outsourcing of network management tasks is presented. Fi-
nally the benefits are highlighted and a conclusion summarizes the results.

5.2.1 Introduction

The emerging Global Information Infrastructure (GII) as described in [Brown97] is becom-
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ing a new challenge for the telecommunication industry. New management paradigms are re-
quired to deal with the heterogeneity, distribution, dynamic nature and complexity of the
resources in a global, open environment.

Traditional approaches to network and service management such as SNMP-
[Rose90][Case96] and TMN-based [ITU-M.3010] solutions make use of the client/server
technology. Here an agent has a standardized or even proprietary interface, provides a fixed
functionality, and is running in a specific place. It provides a limited view of the local re-
sources at a remotely accessible management interface. This is used by management appli-
cations to monitor the state of the resources or to perform configuration operations via the
SNMP or the CMIP protocol.

For several reasons such approaches seem to be insufficient in a dynamically changing,
heterogeneous environment which we are facing in the network and service management
area today. Here we have to deal with a multi-technology, multi-vendor equipment based en-
vironment that is rapidly developing due to technology improvements. This is quite obvious
when considering the growing extensions that each vendor defines and offers in addition to
the existing management interface standards.

On one hand a big part of the functionality of network and system management agents is
never used by its manager. This means a lot of processing power and in case of events also
network bandwidth is wasted by generating and updating unnecessary information. On the
other hand there is often functionality which is frequently used by a manager and which re-
quires a lot of interactions between the manager and the agent. For this it might be beneficial
to have a higher level interface provided by the agent. This means to move functionality from
the manager to the agent in order to reduce the number of network interactions. This is often
referred to as the delegation of a task [Suzuki97]. This approach is similar to the behavior in
real world. In case of a failure a technician is sent out which has the skills and the tools to fix
it.

Figure 5.3: Travelling Technician versus Mobile Agent

Unfortunately this is not possible within the traditional approach. The problem is that the
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flexible and monolitic architecture and missing mechanisms to reduce or extend the function-
ality of agents.

Furthermore network and service management does not only include the technical super-
vision of the hardware but it should cover also service and business layer aspects, especially
in a multi-domain networked environment where management systems of different authori-
ties should interact within the open services market. In such a competitive environment a
provider must be able to adapt/introduce its services quickly on demand of the market or of
even individual customers. The current management standards are not flexible enough to
build dynamically extensible management solutions.

Another key issue that is not sufficiently addressed in the traditional management frame-
works is the support for the acquisition and process of management expertise. The complex-
ity of modern telecommunications environment means that network and service
management have to deal with a large amount of complicated and highly specialized knowl-
edge, and have to derive management decisions based on very sophisticated expertise. Tra-
ditional management approaches focus on the syntactical aspects of the network
management information, and rely on the human managers to make management decisions.
Lack of enough qualified experts is now becoming a major obstacle in realizing efficient and
effective management of global networks and services.

Moreover, the management expertise and the related management solutions for specific
problems can be acquired or developed anywhere within the global telecommunication mar-
ket. The same network problems can occur in any remote sites lacking the necessary exper-
tise to find the solutions, and which are also far away from the source of the solutions. Thus
a solution for retrieving management expertise on demand from a provider is called for.

When buying a network or service management solution still a lot of expertise and human
resources are required for installing and deploying the software. This holds also for the main-
tenance of installed software components. Bug fixes need to be applied and additional fea-
tures need to be added in a time consuming manner. For these tasks a technician is required.

In the following sections the author will identify why and how intelligent mobile agents
used within telecommunications management can help to solve the problems discussed
above. Intelligent mobile agents allow to build dynamically extensible network management
components which can be installed on the fly also over wide area networks. They allow to
provide customers with expertise of a network management solution provider without any
involvement of technical staff on the customer side. This allows to reduce the cost in network
and service management.

Basic results have been published in [Busse97] discussing customer facing components
as well as in [Covaci97] which focuses on fault management, and in [Busse97c] which cov-
ers the management of ATM access networks within an outsourcing scenario as it is present-
ed here.

5.2.2 Scenario

The aim of the scenario is the evaluation of the mobile agent technology in the context of the
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outsourcing of network management tasks and the development of corresponding applica-
tion scenarios. The intention of this approach is to overcome the problems of traditional net-
work management systems within this context.

There are always two actors involved in an outsourcing scenario, a customer and a solu-
tion provider. The customer pays the solution provider for taking over specific tasks. The
motivation for the outsourcing is:

• to reduce cost of resource utilization

• to get access to experts in the topic

• to save own resources for other purposes

• to get access to new technologies and tools

• to extend the available functionality

In case of network management the customer operating a network and end systems does
not want to deal with the high complexity inherent to the management of its multi-domain
multi-technology network. Typically, such a company will concentrate on its own business
aspects and outsource the more technical oriented network and service management tasks.
The network management solution provider has the specialized knowledge and cares about
the customer’s equipment. The situation is depicted in Figure 5.4.

Figure 5.4: Outsourcing Scenario

First a contract is established between the customer and the network management solution
provider. In a second phase the service profile is configured. Both contract and service pro-
file will be negotiated according to the requirements and policies of customer and the net-
work management solution provider.

Then the network management solution provider establishes and deploys the necessary
software components in the domain of its new customer. This allows the network manage-
ment solution provider to operate and maintain the customer’s network. During the operation
phase of the network management solution faults are monitored and appropriate reconfigu-
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ration actions are performed.

If the parties agree to terminate the contract the network management solution provider
will de-install all software components used for the provision of the network management
solution.

5.2.3 Architecture

The high level architecture of the system is depicted in Figure 5.5. Graphical user interfaces
are provided for the service administrator in the domain of the customer and for the network
administrator in the domain of the network management solution provider. The service ad-
ministrator subscribes to the network management solution provider and supervises the sub-
sequent interactions. The network administrator is responsible for the alarm surveillance and
the configuration of the networks.

For running an agent-based network management solution the basic infrastructure need to
be in place. Within this scenario the involved actors as well as the network nodes have to pro-
vide agencies. This includes:

• An agency for each user of the system, i.e. each envisaged graphical user interface.

• An agency for each cross connect, switch, and end system.

• Eventually an additional central agency within a domain where agents with server
processes are running. 

While a user agency has a graphical user interface and is running only if the user wants to
interact with the system, the switch and server agencies will usually run permanently without
any user interaction and without a graphical user interface. All the entities running an agency
become a part of the distributed agent environment and can be visited by mobile agents.

Figure 5.5: High Level View on the System

In addition, it is assumed that the configuration of the network is stored in a configuration
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database here referred to as “netdb”. Usually this would be the output of a planning tool. If
the network supports signaling a discovery might also be done gathering the information
available in the network nodes about their adjacent nodes.

The following sections describe the outsourcing scenario in detail as it has been developed
and implemented. It is illustrated with several screenshots which have been taken from the
running application.

5.2.4 Application Scenarios

Subscription Phase

Two actors are participating in the scenario: The network management solution provider is
accessible via the WWW. He is contacted by a customer who wants to outsource its network
management. The situation is depicted in Figure 5.6. The following paragraphs describe the
various interactions of the subscription phase in detail.

 

Figure 5.6: WWW and Agent-Based Subscription

The customer contacts the provider via the provider’s WWW page and selects the network
management service from the offered list (1). Here he can fill in the service profile and the
address information necessary for mobile agents to migrate to the customer domain. In a sec-
ond step an agent is created with the customer profile (2). It will perform the necessary steps
to register the customer, configure the access rights to the servers, and install the components
in the customer network.
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Service Deployment Phase

Figure 5.7: Agent-Based Service Deployment

First the installation agents puts the customer profile into the database in order to keep the
configured options for later use (1). The installation agent migrates to the customer admin-
istrator in order to get the permission for a discovery of the network (2). Then the agent visits
the server agency collated with the network database (3). This is assumed to be the output of
a network planning tool. Here it is a simple file containing an object-oriented description of
the network topology. Based on the data the agent prepares its itinerary. The itinerary will
contain the list of agencies associated with the network nodes.

Following the prepared itinerary, the agent visits the agency of each network node (4). On
each node the agent collects data about the current configuration. It uses a wrapper which
gives the agent access to the legacy management interface. In addition the agent creates an
agent for event forwarding and logging purposes if the customer is subscribed to the fault
management service. They form the infrastructure for the alarm surveillance of the network.

Finally, the installation agent returns to the provider domain and remains on the agency
of the network administrator (5). It allows the network administrator to configure the cus-
tomer’s network based on a graphical user interface as shown in Figure 5.8.
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Figure 5.8: Console of the Network Administrator

Inter-Working with Legacy Management Components

For the inter-working with the legacy management components there is an subnetwork
adapter agent installed on-the-fly in each of the switch agencies. They are based on the type
of the network element to be controlled. The subnetwork adapter supports the legacy man-
agement protocol of the network element management component, i.e. SNMP in case of the
Fore ASX-200 and CMIP in case of the NEC ATMFAN. This aspect is depicted in Figure
5.9.

Note that while the SNMP protocol is fully implemented in Java and can therefore be part
of the agent (two tire approach), the CMIP protocol is operated via a gateway coded in C++
(three tire approach). The SNMP-based subnetwork adapter uses the AdventNet SNMP
package [Advent96]. The CMIP protocol is realized via a proprietary solution by NEC, the
MOGateway [Suzuki97].
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Figure 5.9: Inter-Working with Legacy Management Components

There are no other legacy management components that need to be integrated into the sys-
tem.

Operation Phase

Once the service is in operation the network administrator located in the domain of the net-
work management solution provider supervises the customer’s network. In case there is a
failure appropriate reconfiguration actions need to be performed by the network manage-
ment. This will be demonstrated in the scenarios depicted in Figure 5.10 and Figure 5.11.

 

Figure 5.10: Agent-Based Alarm Surveillance
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the switching equipment. The installed agent correlates the alarms in a filter using time win-
dows. Just a single alarm of each node is forwarded to the central alarm correlator in the do-
main (1). The alarm correlator agent is able to recognize that both incoming alarms are due
to a single link failure. The link failure alarm is forwarded to the provider domain which has
the specific knowledge stored in the fault solution base (2). Based on the current situation of
the network a solution is extracted from the fault solution base (3). It has the form of a mobile
agent which contains a recipe of actions to be taken.

Figure 5.11: Agent-Based Fault Rectification

In case of a link failure it will first visit the customer site to check the adjacent switches
(1). Here it executes several tests in order to find out if the alarm was due to a failure of a
network module. Besides, it will reconfigure the connections to alternative links in order to
keep the drop outs to a minimum. In a second step the network administrator is informed that
there is a link failure in the domain of a specific customer which needs further attendance (2).
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Service Termination Phase

Figure 5.12: Agent-Based Service Termination

The customer wants to terminate the service contract. It contacts the provider using the
graphical user interface provided (1). All software components within the customer domain
and the customer related agents within the provider domain are destroyed (2).

5.2.5 Comparison of Connection Setup via CMIP, SNMP and Agents

One example should be given how downloading functionality on-the-fly can be used to re-
duce the number of remote interactions. The subnetwork adapter which is downloaded to
switch provides the method setupSubnetworkConnection(). This encapsulates several
interactions with the switch which can now be performed with just a single standardized re-
mote interaction. In the following, only the basic course is described, error states are not con-
sidered.

On the NEC ATMFAN, which implements a management interface that conforms to
[ITU-I.751], the following CMIP operations take place during the creation of a channel:

1. Create a vpTTPBidirectionalFAN instance at the FROM side.

2. Create a vpCTPBidirectionalFAN instance at the FROM side.

3. Create a vpTTPBidirectionalFAN instance at the TO side.

4. Create a vpCTPBidirectionalFAN instance at the TO side.

5. Create a vcCTPBidirectionalFAN instance at the FROM side.

6. Create a vcCTPBidirectionalFAN instance at the TO side.

7. Establish a cross-connect action on the MOGateway between the two vcCTPBidirec-
tionalFAN instances.
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On the Fore ASX-200, which provides a proprietary management interface [Fore96], the
following SNMP interactions take place during the creation of a channel:

1. Check if incoming path is present (get request).

2. Create incoming path if not already present (two set requests).

3. Check if outgoing path is present (get request).

4. Create outgoing path if not already present (two set requests).

5. Check if incoming channel is present (get request).

6. Create incoming channel if not already present (two set requests).

7. Create a through channel (two set requests).

This means in case of the NEC ATMFAN the number of remote interactions is reduced
from seven to a single one while in case of the Fore ASX-200 it is reduced from between five
and eleven to a single interaction. When considering that error handling requires further in-
teractions this shows the big advantage of being able to extend the functionality in specific
places using mobile agents.

Especially in case of outsourcing this is of major importance. Here the request is sent out
from a remote place via a wide area network. Just a single request rather than about seven
means to reduce the on-line time as well as the network load. Therefore the solution will save
money and lead to more robustness.

5.2.6 Benefits

The fully automated service subscription via the web interface and the automatic installation
and deinstallation of software components using mobile agents reduces the need for technical
staff at the provider and at the customer site. The software components are distributed in a
standardized manner using mobile agents. Human interaction or specific knowledge is not
required. This allows to serve even customers without any or only little knowledge about net-
work and systems management applications.

Within the outsourcing scenario the provider can react flexible on changes in the customer
domain. A roaming agent collects configuration data about the customer domain and returns
to the provider. Further agents are configured and sent to the customer domain according to
the equipment installed and reported by the “spy”. They carry the required management
functionality. There is no interaction between the customer and the provider. In case of spe-
cial fault conditions additional agents for fault analysis are sent to the customer domain per-
forming analysis tasks.

Sooner or later each piece of software is outdated, e.g. because a bug was discovered and
fixed or because a new environment requires a different or extended functionality. An agent
or the functionality within an agent can be replaced by a new version of the software from
remote. This is a basic functionality available in the agent execution environment.

As in case of personal assistants the network manager can care about other things while a
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specific task embedded in a mobile agent is performed. After having finished an agent noti-
fies the manager about the results. This scheme is often referred to as management by dele-
gation. It is particularly attractive for those management tasks which require continuous
monitoring or intervention and which thus result in increased network traffic when conven-
tional client/server technology is used. New tasks can easily be bundled in new mobile agents
which perfectly support the workflow inherent to network management tasks.

Generally, the computing and communication overhead for management activities can be
reduced by putting the agent first in place when a specific management action has to be per-
formed, and to destroy it when there is no longer a need for it. This is demonstrated with the
event forwarding and logging agents which are installed only in case of alarm surveillance.

Certain management tasks such as the connection set-up on the Fore ASX-200 or the NEC
ATMFAN discussed in Section 5.2.5 can be located close to the real resources. Then there
is only one interaction that need to take place from remote. This reduces the communication
overhead and thus the network load.

Such aspects are of major importance in a multi-domain environment where a manage-
ment solution provider operates the service from a remote site over a wide area network,
which is usually of low bandwidth and has long round-trip times.

Apart from performance increases and a reduction of network traffic, mobile agents en-
able the realization of advanced, distributed fault monitoring schemes, where one or multiple
mobile agents monitor and analyze a fault situation from multiple network nodes, potentially
compiling a far more accurate and detailed picture of a fault situation than it could be pro-
vided by a remote management application. They can even be used to detect and react to pat-
terns in system behavior. Further, they can be used to manage large configurations
dynamically.

Concepts and solutions for agent intelligence in telecommunications management will be
strongly influenced by concepts and solutions developed in the artificial intelligence (AI) do-
main, e.g. knowledge representation and manipulation, symbolic and logic computation, in-
ferencing and deduction etc.

The ability to move functionality to several places for autonomous execution allows for
load balancing and results in a fault tolerant system. Agents can be directed to places with
free computing power. In case an agent fails the functionality can be loaded in a different
place on another host. Each host running the agent execution environment can act as such a
back-up system. 

The security of the systems is increased. Rather than exposing many different service in-
terfaces on the various hosts to clients on the network just a single external interface is re-
quired for receiving agents. Here the entrance to agents is either allowed or denied. The
access to all other services is limited to local entities.

The support of outsourcing gives a company access to the expertise of network manage-
ment service providers which can be located anywhere on the network. It enables, via agent
intelligence, mobility and autonomy, a global open service market for network and service
management solutions and expertise. Here management solutions and expertise can be pro-
duced, traded, transported and consumed.
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5.2.7 Summary

This section has presented a network management application based on mobile agent tech-
nology. It allows for the outsourcing of network and systems management tasks. The main
benefits of using mobile agents are:

• No technical skills are required for the installation and update of software compo-
nents.

• Interactions are reduced by the delegation of management tasks in the form of mobile
agents.

• Access to the knowledge of providers specialized in the network management area is
enabled.

• The robustness is increased due to the autonomous distributed processing.

5.3 Mobile Agents in IN

One objective of this dissertation is the investigation of the benefits of mobile agent technol-
ogy in the field of Intelligent Networks (IN) as defined in [ITU-Q.1200] and the development
of corresponding application scenarios. The intention is to solve the problems related to the
current centralized and client/server-based IN structure, like e.g. communication and pro-
cessing bottlenecks, software installation and maintenance problems and the dependency on
specific servers.

This chapter explains a first approach regarding the introduction of agent technology to
IN as presented in [Busse97b]. After a short overview, an agent-based call forwarding sce-
nario is described which has already been implemented and tested in order to validate the
agent-based approach. Thereafter the benefits of agent-based IN applications are worked out.
A summary concludes this section.

5.3.1 Architecture

The service management system is the central point to control the network and to introduce
new services. Due to the centralized approach in the management of intelligent networks the
system is quite easy to maintain. The use of a few dedicated service control points also re-
duces the maintenance cost.

Nevertheless this leads to bottlenecks in the system. A big number of calls need to be pro-
cessed within the service control points. As more value added services are introduced the ser-
vice logic is getting more complex with an increasing demand in the processing power.

The second bottleneck is the service management system. To provide customer config-
urable services a central point to insert new service logic seems to be inappropriate. In addi-
tion there is no standardized mechanism to install the service logic into the service control
points.
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To overcome the bottlenecks agent-based technology seems to provide a good solution. It
allows to dynamically extend the functionality in the network. It gives the flexibility to
quickly introduce customer specific service features.

Agent execution environments are collated with the end user devices, the service control
points as well as the service switching points. This allows to dynamically extend the func-
tionality in a standardized way by migrating agents to the specific places.

Here the author sees two main benefits. The need for processing power is reduced since
the functionality need to be put first in place if it is really required by a user. In addition it
allows to offer customizable services.

As new services are introduces common functionality is provided by the service provider
and directly downloaded to the service control points and the service switching points.

In principal the customer might now implement its own agents. In order to simplify this
task the customer can download template agents and customize their functionality. For ex-
ample an agent might allow to specify an individual call forwarding plan. After the custom-
ization of the agent it is established in the service control point to perform the customer
specific functionality.

Figure 5.13: Agent-Enabled IN Architecture

In order to increase the number of calls served the service control points might be collated
with the service switching points resulting in a service switching and control point (SSCP).
This makes the necessity for a dedicated signaling network in between the two obsolete and
thus saves resources in terms of processing power and network bandwidth. The common
functionality from the service provider as well as the customer specific functionality is di-
rectly loaded to the agent execution environment in the switching points and therefore exe-
cuted close to the data to be processed.
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Figure 5.14: Enhanced Agent-Enabled IN Architecture

5.3.2 Service Provisioning and Customization

To practically demonstrate how mobile intelligent agents enable the rapid provisioning of
new services in an agent-enhanced telecommunication network, a number of IN-like services
using the Grasshopper mobile intelligent agent platform were implemented. The service pro-
totypes show how the use of mobile agents makes the time consuming and expensive instal-
lation as follows:

Telecommunication services or service features enabled by IN are regularly categorized
as either calling party or called party services or service features. They may be further clas-
sified into the following categories:

• Services or service features supporting the calling party only, e.g. abbreviated dialing,
originating call screening, conference calling;

• Services or service features supporting the called party only, e.g. call forwarding, call
re-routing distribution, follow-me-diversion;

• Services or service features supporting multiple called parties, e.g. call volume distri-
bution, universal access number;

• Services or service features supporting users in both roles, i.e. as called and calling
party, e.g. universal personal telecommunication, virtual private network.

The following pages will illustrate how provisioning, customization and execution of
such services or service features have been realized using intelligent mobile agents.

Figure 5.15 shows a very abstract and general view of an agent-based IN scenario. This
general scenario is the basis for the application which has been implemented on top of Grass-
hopper and which is explained in the next section.
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Figure 5.15: General Agent-Based IN Service

Within this scenario, the involved actors as well as the network nodes have to provide
agencies. In this way these entities become a part of the Grasshopper DAE. The following
list explains the interactions which are performed during the scenario:

1. The agent provider is contacted by a customer who requests an agent which provides
the usage of a specific IN service. The required IN service agent is sent from the pro-
vider agency to the agency of the customer.
Here the customer is actively shopping for telecommunication services. Alternatively
the agent can also be sent by the provider as a kind of advertising service solicitor,
possibly involving a try-before-buy or discounted service period.

2. The customer pre-configures the service agent. This pre-configuration may comprise
the specification of end users who shall be supplied with the agent, the definition of
usage constraints, like e.g. a call screening logic, among others.

3. The IN service agent migrates to the end users who have been specified in the pre-
configuration phase.

4. The end user configures the service agent due to his individual needs. For example, in
case of a call forwarding service agent, the forwarded number has to be specified,
dependent on certain conditions, like e.g. the day time or the calling party number.

5. The configured agent migrates back to the provider. This step is desirable in order to
enable the provider to perform security checks on the agent before it migrates to the
IN nodes. Note that if no security checks are to be performed by the provider, the
agent can migrate directly from the end user agency to the IN nodes.

6. The agent migrates to one of the IN nodes which are enhanced by means of agencies.
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The type of node accessed by the agent depends on the agent’s task:
6a: Service agents representing a global service, like e.g. freephone or premium rate,
migrate to the centralized service control point (SCP).
6b: Service agents representing a called party service, like e.g. call forwarding or
originating call screening, migrate to the called party switch.
6c: Service agents representing a calling party service, like e.g. abbreviated dialling or
termination call screening, migrate to the calling party switch.

7. The IN service agent is connected to the respective IN node and starts the service exe-
cution.

5.3.3 Example 1: Agent-Based Call Forwarding

Call forwarding (CF) is a typical called party service feature, i.e. during service execution
the user/subscriber acts as the called party. Incoming calls are forwarded to a different des-
tination. This requires signaling between the involved agent-enhanced switches during call
setup.

Figure 5.16 gives an overview of the components involved in the scenario and of the per-
formed interaction steps.

Figure 5.16: Call Forwarding Based on Mobile Agents

Three actors are participating in the scenario: The agent provider is accessible via the
WWW. He is contacted by a customer who wants to use the offered IN call forwarding ser-
vice. Associated with the customer are end users who want to use the call forwarding func-
tionality. Thus, the end users represent the called parties whose telephone numbers shall be
routed to so-called forwarded parties.

Apart from the call forwarding service agents (CF agents), a so-called service trigger
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agent participates in the scenario. This agent resides at the switch agency and builds the
bridge between the service agents and the IN environment. Figure 5.19 shows the switch
agency, hosting the service trigger agent and two call forwarding service agents.

The following paragraphs describe the interactions of the call forwarding scenario in de-
tail. They are illustrated with several screenshots which have been taken from the running
application.

Step 1: Selection of the call forwarding service agent via the WWW

The customer contacts the provider via the provider’s WWW page and selects the call for-
warding agent from the offered list. After this, the agent is created and migrates to the cus-
tomer’s agency.

Note that in a commercial application several aspects have to be taken into account, re-
garding e.g. the security and subscription. However, the implemented scenario was devel-
oped to show only the basic concepts of an agent-based IN.

Step 2: Pre-configuration of CF agent

After the arrival of the CF agent, the customer performs the pre-configuration by specifying
the end users who shall be able to use the agent. The information about each end user com-
prises his name and phone number and the location of his agency, represented by the name
of the host on which the agency is running.

Figure 5.17 shows the graphical user interface which is used by the customer to create end
user entries.

Figure 5.17: Specification of End Users

Step 3/4: Agent migration to end users and specification of the CF logic

The pre-configured CF agent is sent to the specified end user(s). The end user in turn speci-
fies the call forwarding logic according to his individual needs. Figure 5.18 shows the inter-
faces and windows at the end user agency: The main window provides a list of all currently
hosted agents. In that moment, just one call forwarding agent is running in the agency. The
console window enables the user to monitor the events that are associated with the agency.
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The third window belongs to the CF agent itself, enabling the end user to specify the time
period in which his telephone number shall be forwarded. Note that this simple time depen-
dent CF logic can easily be enhanced, allowing the end user to forward his number e.g. de-
pendent on the calling party number or other criteria.

The lifetime of the service agent may be either statically programmed into the agent, or it
may be customizable by the customer administrator. The lifetime of an agent can be config-
ured interactively in the context of the agent’s customization process. Lifetime customiza-
tion is performed in a termination date panel of the agent’s interactive customization GUI.

Figure 5.18: End User Agency

Step 5: Agent migration to switch agency

After the end user has specified the call forwarding logic, the agent migrates to the agency
which runs on the switch with which the end user’s (i.e. called party’s) telephone account is
associated. The CF agent enters the switch agency and connects itself to the service trigger
agent.

Step 6: CF service execution

The service execution starts directly after the CF agent is connected to the trigger agent. Fig-
ure 5.19 gives an overview of the interactions taking place at the switch agency and between
the agency and the switch itself.
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Figure 5.19: Interactions at the Switch Agency

The Basic Call State Model (BCSM) mentioned in Figure 5.19 models the basic call han-
dling within the switch. Detection points (DP) identify specific points in the basic call pro-
cessing at which specific events are detected and made visible to the IN service logic,
allowing for transfer and control. The basic call processing may be suspended at a detection
point while waiting for instructions from the IN service logic [Magedanz96]. In the CF ap-
plication scenario, the IN service logic is represented by the CF service agents. The individ-
ual interaction steps shown in Figure 5.19 are described below:

Step 6.1: Suspension of call processing
When a detection point is reached, the call processing is suspended and the service trigger
agent is contacted. This agent maintains a trigger table which provides the connection be-
tween the respective detection points and the service logic entities (i.e. the service agents)
which have to be contacted. Thus, each trigger table entry has to contain the following infor-
mation:

• the trigger type, like e.g. the corresponding Trigger Detection Point (TDP) or Event
Detection Point (EDP)

• routing information, i.e. a reference to the associated service agent

• trigger criteria, indicating how the trigger shall be processed and what conditions
must be met to activate the trigger (e.g. a specific called or calling party number, or
the “line busy” event).

Note that in non-agent-based networks the trigger table is hosted by the switch, i.e. by the
Connection Control Function (CCF) / Service Switching Function (SSF). For detailed infor-
mation about the call processing in Intelligent Networks refer to [Magedanz96].
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Step 6.2: Determination of the associated service agent
The service trigger agent browses the trigger table in order to determine whether there is a
service agent connected which is associated with a table entry. If an entry is found, the trigger
criteria are checked and, if the criteria match the occurred event, the service agent is contact-
ed.

Step 6.3: Contacting the service agent
The trigger agent contacts the service agent, i.e. CF agent 1, delivering all information which
is required to determine the forwarded number.

Step 6.4: Determination of the forwarded number
On the basis of the data delivered by the trigger agent and additional information, like e.g.
the day time, the CF agent determines the telephone number to which the call shall be for-
warded.

Step 6.5: Delivering the forwarded number
The determined forwarded number is delivered to the trigger agent.

Step 6.6: Resumption of the call processing
The forwarded number is returned to the switch. After this the call processing is resumed.

5.3.4 Example 2: Agent-Based Abbreviated Dialing

Abbreviated dialing (ABD) is a typical calling party service feature, i.e. during service exe-
cution, the user/subscriber is in the calling party role. Abbreviated numbers dialed by the
calling party are translated into the corresponding public numbering plan counterparts.
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Figure 5.20: Abbreviated Dialing Based on Mobile Agents

In order to realize this service feature by using ABD service agents, the following steps are
required (see Figure 5.20):

1. An ABD service agent template is created using the functions of the agent creation
facility. It does not yet contain the abbreviated numbering information. The ABD ser-
vice agent travels to the customer’s agent environment.

2. The customer performs initial configuration actions and grants access to a number of
end users.

3. The pre-configured ABD service agent travels to the end users’ agent environments.

4. An end user further customizes the agent with the abbreviated numbering informa-
tion.

5. The customized ABD service agent travels to the agent-enabled calling party’s
switch.

6. The ABD service agent is executed in the agent-enabled switch on the calling party
side where it registers at the service trigger agent in order to ensure that the appropri-
ate number translations are performed upon invocation of the ABD service feature.

7. After invoking the ABD service feature, e.g. through a dialling prefix, the abbreviated
number is appropriately translated in the agent-enabled switch of the calling party.
The switch then tries to connect the calling party with the called party identified by
the public number associated with the dialled abbreviated number.
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5.3.5 Example 3: Agent-Based Virtual Private Network

The Virtual Private Network (VPN) service establishes a closed user group within a public
network. It is an example for a service supporting multiple users as calling and called parties.
Within the closed user group, users have access to certain service features, e.g. a Private
Numbering Plan (PNP) which is independent of the numbering plan of the public network.
The PNP allows for an allocation-independent company wide numbering scheme. VPN ser-
vice agents facilitate the rapid provisioning of customized VPN services. The subscriber can
configure availability and behavior of the service independently for each user through spe-
cifically customized VPN service agents.

Figure 5.21: Virtual Private Network Based on Mobile Agents

In order to realize VPN service features using VPN service agents, the following steps are
required (see Figure 5.21):

1. A VPN service agent template is created using the functions of the agent creation
facility. It does not yet contain the PNP information. The VPN service agent travels to
the customer’s agent environment.

2. The VPN agent template is configured, i.e. service features are enabled/disabled, and
specific information (e.g. PNP information) are added for each user. Individual users
may only receive portions of the complete PNP, e.g. for security reasons.

3. Customized VPN service agents travel to the agent-enabled switches of all VPN
users.

4. The VPN service agent is executed in the switches to enable/provide the specific VPN
functionality, e.g. perform PNP number translations, VPN access control etc.

5. The VPN is accessed, invoking e.g. the PNP feature. A dialled PNP number is appro-
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priately translated and a connection is established with the remote VPN site.

5.3.6 Example 4: Agent-Based Smart Business Card

The Smart Business Card (SBC) service is an idea which is not available in today’s IN. It
illustrates the vast potential of the agent paradigm for the flexible introduction of advanced
telecommunication services. The idea is, that users exchange via a connection between their
personal digital assistants or mobile phones electronic versions of business cards, which may
later be used in order to establish communication with the issuer in a more intelligent, auto-
mated way. The SBC may for instance provide a Time Dependent Routing (TDR) feature,
i.e. it may route connections to different destinations depending on the time of day. SBCs
may also enable reverse charging by traveling to the issuers environment to initiate calls.

Figure 5.22: Smart Business Cards Based on Mobile Agents

The following example illustrates the use of a TDR-enabled SBC (see Figure 5.22):

1. An SBC service agent template is created using the functions of the agent creation
facility. It does not yet contain customer-specific communication information. The
SBC service agent travels to the customer’s agent environment.

2. The customer pre-configures the service, e.g. with the default subscriber contact
information, which will be used if the TDR specification does not apply, and grants
access to a number of end users.

3. The SBC service agent travels to the end users’ agent environments.
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4. An end user further customizes the agent with specific information, e.g. time depend-
ent routing specification, or the agent’s lifetime.
If the end user wants to limit the numbers from which he can be called using the SBC
agent (thereby preventing unauthorized activation of the SBC agent), the agencies at
which the agent may be activated, or the number of times it may be activated, this
may be done via an additional agent customization pop-up.

5. The customized SBC agent is transferred to the SBC user’s agent-enabled electronic
organizer, mobile phone etc. At a meeting the SBC is handed out, i.e. the SBC is
transferred to another agent-enabled user.

6. If the agent has not been pre-configured by the customer or end user to a specific call
recipient/call recipient number, the card recipient may then personalize the received
SBC agent e.g. by entering the number at which he wants to be called back upon acti-
vation of the SBC agent.
After completing the customization, the SBC agent is ready to be activated by the
card recipient. Then it travels to the recipient’s (i.e. the calling party’s) switch.

7. The SBC agent is executed in the calling party’s switch, e.g. installing TDR tables etc.

8. The SBC agent’s service is invoked by the user and the call is routed appropriately.

5.3.7 Benefits

The usage of mobile agent technology has four major advantages:

It enables the customization of service components. The agent carrying the service logic
moves to the customer administrator and to the user before it is installed in the network. This
allows the customer administrator to specify constraints and a user to configure the service
logic according to his needs.

Communication and processing bottlenecks are avoided by combining service control
points and service switching points. This results in a highly distributed processing close to
the data used as input.

The use of mobile agents allows to dynamically extend the functionality in a standardized
manner and therefore solves the problem of software installation and maintenance in the dis-
tributed system. Thus it enables service management systems which install and de-install
software components.

It might be extended with a service creation environment that allows to combine building
blocks to new services and then install the service logic in the network. In addition we gain
fault tolerance due to the distributed management and execution.

5.3.8 Summary

Compared to traditional, i.e. client/server-based services and management architectures, in-
telligent mobile agents offer considerable advantages for the realization of telecommunica-
tion and management services. These services can be introduced in a more timely fashion, at
reduced cost and with far greater flexibility and consideration of specific customer require-
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ments. They should therefore be seen as an important enabling technology for the emerging
global service market.

5.4 Other Applications

Personal Mobility

Due to the globalization of the markets there is an increasing demand for employees to move.
This can be supported by providing a virtual home environment based on a mobile agents. In
case a user is roaming the virtual home environment can easily follow him. Thus a user is
able to work in his own environment independently of his location.

In addition communication requests are set up to his current location. This is invisible to
the communication peer. A system for location oriented multimedia communication based
on mobile agents is discussed in [Bacon97].

Electronic Commerce

Electronic commerce is a growing area fueled by the popularity of the Internet. Buyers need
to find sellers of products and services, they need to find product information (including
technical specifications, viable configurations, etc.) that solve their problem, and they need
to obtain expert advice prior to the purchase and for service and support afterward. Sellers
need to find buyers and they need to provide expert advice about their product or service as
well as customer service and support. Both buyers and sellers need to automate handling of
their electronic financial affairs.

Intelligent mobile agents can assist in electronic commerce in a number of ways. Agents
can go shopping for a user, taking specifications and returning with recommendations of pur-
chases which meet those specifications. They can act as salespeople for sellers by providing
product or service sales advice, and they can help troubleshoot customer problems.

Data Mining

Information access and management is an area of great activity, given the rise in popularity
of the Internet and the explosion of data available to users. Intelligent agents are helping us-
ers not only with search and filtering, but also with categorization, prioritization, selective
dissemination, annotation, and (collaborative) sharing of information and documents.

Workflow and Administrative Management

Administrative management includes both workflow management and areas such as comput-
er/telephony integration, where processes are defined and then automated. In these areas, us-
ers need not only to make processes more efficient, but also to reduce the cost of human
agents. Intelligent agents can be used to ascertain, then automate user wishes or business pro-
cesses.
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Collaboration/Groupware

Collaboration is a fast-growing area in which users work together on shared documents, us-
ing personal video-conferencing, or sharing additional resources through the network. One
common denominator is shared resources; another is teamwork. Both of these are driven and
supported by the move to network centered computing.

Robotic

In the area of robotics dedicated hardware often performs a specific task autonomously. This
task may change depending on the product or its functionalities. Here mobile agents can be
used to download the actual task to the production elements. Then they can perform the de-
sired task even off-line and autonomously. This gives flexibility in the usage of a roboter and
reduces the requirements on the embedded storage, since only the current task need to be
loaded.
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6 Summary

This chapter is a summary of the results achieved during this dissertation. This covers the
platform for mobile agents, Grasshopper, and its applicability in the field of telecommunica-
tions. In a second step the relations to other work in this area including a comparison with
other technology as well as with other platforms are presented. Based on the results the con-
clusions on the usability of the mobile agent technology are drawn. An outlook to further
work in this area completes the summary.

6.1 Results

This doctoral dissertation covers the design and prototypical implementation of the mobile
agent platform Grasshopper. Grasshopper is completely implemented in Java and is there-
fore portable. It runs on any operating system providing a Java Virtual Machine, including
Windows 95/NT and most Unix derivatives. It can sit on top of a plain socket protocol, Java
RMI or CORBA as the basic transport mechanisms. 

The Grasshopper platform consists of a set of service components which facilitates the de-
velopment of agent-based applications. It supports the management, tracking and location,
and transfer of agents. A communication service allows to interact with an agent in a (re-)lo-
cation transparent way. By that, an agent can be controlled at any time, independently of the
place it currently resides in. Agents can meet at one place for locally communicating with
each other or with specific local resources. A registry allows to discover services which are
offered by other agents or by external applications to agents. In addition Grasshopper offers
flexible, customizable and user profile dependent security mechanisms for the transport and
execution of agents and the access to resources of an agency. Finally a graphical user inter-
face provides a generic solution for the control of an agency by a user.

Grasshopper is the first platform that complies with the OMG MASIF specification. This
should assure to achieve interoperability with platforms of other vendors in the future and
thus helps to save any investment in the platform or in applications on top. The diversity of
existing platforms already provides a major problem. It is an obstacle for an application
based on agent technology to get a broad acceptance in an open environment like the Internet.
Up to now the applicability of agents is limited to closed environments. Especially at inter-
domain boundaries, i.e. between a customer and a service provider as well as between differ-
ent service providers, interoperability is a basic requirement.

Apart from the agent support including agent mobility an implementor can make use of
communication mechanisms according to the client/server paradigm using Java RMI, COR-
BA or the platform specific Java-based method invocation which is even location transpar-
ent. Thus Grasshopper allows to combine the advantages of mobile agent approach with the
traditional client/server computing.
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The mobile agent technology has been validated within several application scenarios in-
cluding personal assistants, network management, and intelligent networks. Here the bene-
fits of mobile agents over the traditional client/server-based approaches could be
demonstrated, the main ones being:

• solving tasks asynchronously within the network

• saving resources within the network and the end systems

• building extensible solutions

• increased fault tolerance

• a market for value added services

• support for mobile terminals

• support for location aware services like personal mobility

Unfortunately, traditional models for system design can hardly be applied in the area of
mobile agents. Usually the models try to hide the distribution of a system and the location of
objects. For example in the model of Open Distributed Processing (ODP) [ISO10746-1] lo-
cality is first introduced in the engineering viewpoint in which software components are as-
signed to nodes. There is no concept for describing dynamical changes in locality. The same
holds for the Unified Modeling Language (UML) [Fowler97] which defines a deployment
diagram for describing the mapping.

6.2 Relation to other work

Comparison of mobile agents and mobile code

The concept of mobile code has already been introduced with the WWW and Java. Code can
be downloaded from a web server in the form of Java applets and, since Java as interpreted
language is platform independent, it can be executed within a web browser on nearly all com-
puting platforms. Recently this concept has been extended. Now there are servers to which
components can be uploaded usually called servlets. In the field of telecommunications such
kind of mobile code led to two types of applications. On the one hand Java applets are deliv-
ered as managers for equipment and services, on the other hand such components are provid-
ed to dynamically extend agents as within the Java Dynamic Management Kit of Sun
[Sun98] for example.

These properties mentioned so far are common to both mobile agents and mobile code.
Nevertheless there are some primary differences between mobile agents and mobile code
which make mobile agents more flexible, thus opening up a much broader field of applica-
tions:

Mobile agents are able to travel multi-hops whereas Java applets are just “single-hop”.
That is, an agent is usually intended to roam about from host to host in a network, accumu-
lating state at each place, and then actively deciding when it is time to move on and where it
should move on to (push technology). In contrast, Java applets sit on a server ready to be
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transported to a client, when the client requests them (pull technology). Once at the client,
the applet is instantiated and executed but it cannot be transported further.

As indicated above agents are active in controlling their movement, whereas Java applets
are passive. Therefore agents can easily be used to implement some distributed algorithm in
a network, for example to jointly track down a network problem. In contrast, Java applets,
which only undertake one journey, never initiate that journey spontaneously, rather, they
await passively the request of the destination.

Agents can carry state in their travels, whereas Java applets are stateless. Again, this is a
reflection of the initial “multi-hop” property of agents, and the uses to which mobile agents
are generally put. As the agent visits its various nodes, it typically executes some work on
each and causes an internal state transformation that it persists within itself and carries on
with its journeys.

Agents can even survive the shutdown of a server either travelling to an alternative loca-
tion or using the persistence mechanisms provided by an agency. In contrast, Java applets are
simply removed and their state is lost if a user exits the browser.

The same as for the Java Dynamic Management Kit holds for the concept of the SNMP
scripting MIB approach which has already been discussed in Section 2.5.4. It has the same
shortcomings when being compared to mobile agent technology.

A slightly different approach is followed by NEC’s delegation agent platform as de-
scribed in [Suzuki97]. Here an agent is also a Java class but the delegation agent platform
allows the agent to travel multiple hops throughout the network and perform its configuration
operations. Unfortunately, an agent cannot carry any state information and therefore any pa-
rameter which is necessary for the configuration operations, e.g. a port number or a virtual
path identifier in case of ATM network management, have to be included by modifying the
source code of a class. Before an agent can start its journey it has to be recompiled.

Comparison of Grasshopper to other agent platforms

During this work several other agent platforms were developed and also released as commer-
cial products. This section gives a short overview of the features provided by the most com-
mon ones, i.e. IBM’s Aglets, General Magic’s Odyssee, ObjectSpace’s Voyager,
Mitsubishi’s Concordia, and Grasshopper. Since the Telescript system is no longer available,
it is not included in the table. For more information about the agent platforms, have a look at
the Internet pages [IBM], [GenMagic], [ObjectSpace], and [Mitsubishi], respectively. The
following features are compared:

Naming and Directory Service
Most platforms for distributed computing support a naming service that enables connecting
to an existing object based on a name. This is useful for locating an agent after it moves.

Transport Protocol
The platforms rely on different transport mechanisms, including proprietary socket proto-
cols, Java RMI, CORBA and DCOM. Depending on the coupling of the platform to the un-
derlying transport the protocols can easily be changed and the agent platform therefore
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seamlessly integrated into specific environments.

Agent Collaboration
By default an agent is running in a place without any effect on the other agents except of
course stealing their processing power. With the support of collaboration an agent can con-
tact another agent residing in the same place and both can synchronize their work. The com-
munication between the agents is meeting based, i.e. all communication parts have to agree
before the communication can start. In most agent system this feature is implemented by in-
vocation of public methods on the peer agent 

Messaging
Messaging is the functionality of an agent to send information to another agent or object re-
spectively to receive a message. The functionality of messaging differs between the agent
systems with regard to the message service (agent-to-local agent, agent-to-remote agent) and
the messaging mode (unicast/multicast, synchronous/asynchronous/oneway).

Events
Some systems support event mechanisms similar to the event model of JDK 1.1. With this
feature some agents can subscribe to an object or an agent which will then inform the agents
when a specified state is changing. This makes the coordination between multiple agents and
between agents and the system much easier.

Security
Security is necessary if a platform is used for services in an open environment. Security of
transport and access control to the external interfaces is a minimum. Internal access control
is required when opening an agency to a broader community.

Persistence
Persistence allows for permanently storing the state and the classes of an agent. This will as-
sure that an agent survives the shutdown of an agency. Both platforms implementing persis-
tence even support dynamic swapping of agents in order to save memory.

External Access
Services sometimes need the capability to contact an agent system and create and send an
agent. By that, the services are not only passive components, which get results from agents,
they also can do pro-active work. This can also help to enhance existing services with the
power of mobile agents.

WWW Connectivity
The WWW connectivity should allow to build applets which either contain a whole agency
or can contact an agency as a client application and therefore can take part in agent-based
services. This is difficult due to the security restrictions built into the common browsers.

OMG MASIF Compliance
OMG MASIF compliance allows to achieve a certain degree of interoperability among plat-
forms of different vendors and to build platform independent client applications. This should
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save the investment in the platform and in the development of applications.

Others
Miscellaneous highlights of the agent platform.

Table 6.1 gives a short summary of the features described above. Note, that the function-
ality of all agent platforms will grow in the future, because the systems are still in the process
of development.
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Table 6.1: Comparison of Agent Platforms

Aglets Odyssee Voyager Concordia Grasshopper

Naming string string directory service
aliases

RMI address string

Transport socket (proprie-
tary Agent 
Transfer Proto-
col)

RMI, CORBA, 
DCOM

socket, CORBA
planned: 
DCOM, store & 
forward

RMI socket, RMI, 
CORBA

Agent Collabo-
ration

yes local meeting with events yes yes

Messaging • local & remote
• message dele-
gation

• local • local & remote 
method invoca-
tion
• multicast
• synchronous, 
asynchronous & 
oneway

• local & remote
• multicast

• local & remote 
method invoca-
tion
• multicast
• synchronous & 
asynchronous

Events yes no yes yes no

Security • restricted 
access (not con-
figurable Securi-
tyManager)
• not customiza-
ble
• no secure 
transport

no • restricted 
access (not con-
figurable Securi-
tyManager)
• user has to 
implement its 
own policy
• no secure 
transport

• configurable 
SecurityMan-
ager
• user dependent

• flexible and 
customizable 
access control
• deals with user 
profiles
• secure trans-
port (authentica-
tion, privacy and 
integrity)
• strong RSA & 
DES used

Persistence no no yes no yes

External Access • agent creation
• agent control

unknown yes unknown yes

WWW Connec-
tivity

• additional 
component (Fiji)

• agent-based 
applets for all 
browsers that 
support JDK1.1

• no restrictions, 
all browsers that 
support JDK1.1

unknown • agent creation
• monitoring of 
agency state
• all browsers 
that support 
JDK1.1

MASIF Compli-
ance

announced announced no statement no statement already

Others • basic GUI 
(Tahiti)

• life spans • directory man-
ager allows 
agents to find 
services in the 
network

• comfortable 
GUI with on-
line help
• agency-net 
monitoring tool
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6.3 Conclusions

Agent technology is a newly emerging technology integrating diverse disciplines, e.g. dis-
tributed object technology, artificial intelligence, and workflow computing, each bringing
with it its own concepts and requirements. The author strongly believes that despite existing
conceptual differences, these development lines can, and in fact, must be integrated into a
single architectural framework in order to meet the ever growing user and market expecta-
tions.

Based on an open software agent framework it will be possible to construct and operate
sophisticated software agents exhibiting intelligence, autonomy and mobile behavior, thus
combining the characteristics of systems constructed according to the individual concepts of
the constituting disciplines. These agents will allow powerful new applications, not only in
the field of telecommunications.

The application of software agents in the telecommunications domain has numerous ad-
vantages over existing, mostly client/server-based concepts and technologies. Due to their
inherently autonomous behavior and due to a range of other potential agent skills such as mo-
bility or co-operation, software agents offer new opportunities to key problem areas faced by
telecommunications in competitive, deregulated environments. Agents respond and adapt
more flexibly to changing environmental conditions and enable new solutions for e.g. rapid
service provisioning, improved service customization, and efficient and flexible system and
service management.

The potential and general viability of agent systems has already been demonstrated. Al-
though the underlying platforms are still lacking functionality, reliability and sophistication,
e.g. the agent behavior is largely static and “unintelligent”, they already allow for the con-
struction of simple telecommunication agents. Anticipating the advanced capabilities of fu-
ture platforms more sophisticated application scenarios can easily be imagined in almost
every telecommunications application area.

In increasingly competitive and dynamic telecommunication environments, the applica-
tion of software agent technology has proven to be extremely beneficial. However, software
agent technology is currently still lacking a common conceptual and technological founda-
tion which allows an integration of the broad and diverse range of existing concepts and tech-
nologies. Here, the integration of agent and middleware concepts and technologies may
provide the necessary conceptual and technological glue.

Given the anticipated problem domain, the middleware technologies of choice are COR-
BA, and especially under consideration of the envisaged main application domain, telecom-
munications, the CORBA-based TINA architecture.
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6.4 Outlook

Agent Platform

The mobile agent platform designed and implemented during this work still provides a lot of
room for further optimization and extensions:

Java is an interpreted language and therefore about ten times slower than native code. A
better performance might be achieved by deploying just-in-time compilers within the Java
Virtual Machine which are currently in development for nearly all operating systems. In ad-
dition, caching and object pooling techniques can be integrated into the implementation. For
example, caches within the registration and location service that consider the movement pat-
terns of agents will help to reduce the time spent on the agent tracking support.

Additional services will increase the potential fields of application for the mobile agent
platform. This includes support for techniques of artificial intelligence, especially a high lev-
el communication mechanism as defined by FIPA (see Section 2.5.2) and an inference en-
gine to support the set-up of a knowledge base and to allow for conclusions inside an agent.
Besides, transactions are important if mobile agents should be applied in enterprise applica-
tions where reliability is a major concern. Since any Java library can easily be integrated into
the platform third party packages that implement the CORBA or Java transaction services
[Sun97] can be used.

The mobile agent platform will benefit from an adaptation to new Java concepts like the
Java Bean component architecture which is going to provide an extensible run-time contain-
ment hierarchy in the future [Cable97][Cable97a]. This increases the reusability of compo-
nents and allows to combine the advantages of a mobile agent platform with that of
application builder tools.

This suggests to seamlessly integrate the mobile agent support in currently available ser-
vice creation environments for telecommunication applications. It should allow even users
who are not experienced in programming to easily and quickly create new services based on
mobile agents simply by combining building blocks. In addition it can support the user in
testing a new service by simulating the distributed agent environment on a single host.

Standardization

There are already many different mobile agent platforms available on the market. This is a
great chance for this emerging technology. Unfortunately the incompatibility of the plat-
forms is a major obstacle for building services in an open environment like the Internet. Stan-
dardization to assure interworking between platforms is a prerequisite for a broad acceptance
of mobile agent-based services.

The OMG MASIF standard provides a first step in this direction. Further work is neces-
sary to allow agents to roam between the platforms of different vendors. Based on the expe-
riences with MASIF compliant agent platforms the authors of the MASIF specification plan
to refine the current standard. The IDL interfaces will be enhanced and extended to cover ad-
ditional items. Major issues that have already been identified are:
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• Interoperability between distinguished Java-based agent systems: This requires a
standardized serialization format as well as standardized services provided to an agent
by an agent system. The Java object serialization [Sun97b] seems to be a good choice
as the standard serialization format for Java-based agent systems. It is already consid-
ered by the current MASIF specification. Concerning the services available to an
agent the OMG might not provide the right forum for standardization since these are
usually local APIs. In the context of Java the Glasgow framework [Cable97] for Java
Beans provides a good base.

• Integration of further Common Object Services of CORBA like the Trading Service
for example: The Trading Service can be used in the context of the region registry.
The major advantage is its flexibility and the availability of an interface to link differ-
ent trading domains. This is of major importance to allow for tracking of agents that
use inter-domain mobility.

• Inter-domain support: Currently there is no standardized access to a finder in a foreign
domain. It is not possible to obtain its CORBA reference. In the future this can be sup-
ported using the service defined to resolve initial references [OMG98]. This can be
combined with an extension that allows the addressing of regions. To track and find
agents in foreign regions a linkage of finders is required. Unfortunately this concept
allows only a brute force search over all linked regions since the name space of the
co-operating finders is not structured. As an alternative proposed in this dissertation
names might be extended to include the reference to a finder. This identifies the home
location which keeps track of the agent. All updates of the agent’s location are applied
to that registry.

• Co-operation with other standardization bodies like the Foundation for Intelligent
Physical Agents (FIPA): On one hand the MASIF specification can be used by FIPA
to have a base for agent mobility and tracking. On the other hand MASIF can benefit
from the work done in the area of agent communication languages.

Towards Active Networks

Finally a boost of new mobile agent-based applications is expected to appear on the market.
The examples developed during this dissertation provide just a small foretaste of the poten-
tial of the mobile agent technology.

For example, the task of service deployment, which is required in nearly all application
areas, can be completely based on mobile agents. They provide the mechanisms necessary
for standardized and thus simplified software installation processes. This results in an auto-
mated software management and in less maintenance cost.

As shown in the TMN and IN examples in Chapter 5 mobile agents can be advantageously
used by dynamically extending the functionality on nodes in a network for trouble shooting
or call handling purposes. This concept can be further extended to other functional areas. Fil-
ters, for example, can be installed on the fly in the optimal place if they are required by a
communication session. This leads to the more general concept of active networks, where
any processing entity can be dynamically installed on a switch in the network with full access
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to local interfaces.

Universal Assistants

In the context of personal assistants new search and evaluation facilities which make use of
the mobile agent technology are expected to appear on the Internet. New communication fa-
cilities will allow a user to formulate a request using the natural language. The assistant can
then visit database or web servers in order to solve the problem. Concepts like XML
[W3C98a] enable the access to meaningful data structures on a web server by defining rules
for content specific markup in addition to the presentation oriented markup defined by
HTML [W3C98]. New services can be as simple as providing notifications when limits of
stocks are exceeded or as complicate as doing a complete research for investment alterna-
tives for a specific amount of money.
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8 Glossary

Agency
The execution environment which provides the basic functionality for hosting agents. It is
running on a single node.

Agent
An autonomous software entity which is responsible for carrying out one or multiple pro-
grammatic tasks on behalf of its owner.

Agent System
See agency.

Autonomy
The ability of an agent to control its actions and internal condition with a degree of indepen-
dence with respect to the entity on behalf of which it is acting.

Distributed Agent Environment (DAE)
The whole environment where agents can exist. The DAE comprises agencies which may be
grouped to regions, and agents which execute their task within an agency and which can, if
they support mobility, move from one agency to another.

Intelligence
Intelligence is the ability of an agent to learn and reason. Due to their intelligence, software
agents are often called intelligent agents. Their intelligence may vary from low, i.e. perform-
ing repetitive tasks according to fixed rules, via medium, i.e. applying knowledge bases and
using inference techniques, to high, i.e. learning from experience.

Location
An attribute which is associated to each agency, place and agent within the distributed agent
environment. A location represents a physical or logical place, like e.g. a single computer on
which an agency is running.

Mobile Agent
An agent which is able to move through the distributed agent environment.

Mobility
The ability of an agent to transport itself preserving its state and to continue its execution at
another location.

Personal Assistant
A personal assistant is an agent that acts for and on behalf of a user, modeling the interest
of the user and providing services to him as and when required using other services.
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Place
An agency comprises one or more places in which the agents reside. A place provides a log-
ical grouping of functionality. E.g. there may be a communication place in which agents can
talk to each other in order to exchange information.

Region
A set of agencies grouped for special purposes. E.g. a region can comprise a set of agencies
which shall be managed by one administrator or which belong to one company.

Resource
Any type of object (services, disk space, memory, etc.) which might be accessed by an agent
in the distributed agent environment to accomplish its task(s).

Role
Due to the functionality which a user of the distributed agent environment wishes to access,
the user takes a specific role. The following roles have been identified: agency provider,
agency administrator, agency user, agent provider, agent administrator, agent user, region
administrator and region user.

Service
An entity which provides a certain functionality to an actor. E.g. the distributed agent envi-
ronment contains a service which enables actors to locate agents and agencies in the scope
of the DAE.

Software Agent
See agent.



 179

9 Acronyms

AAAI American Association for Artificial Intelligence

AI Artificial Intelligence

API Application Programming Interface

ATM Asynchronous Transfer Mode

ATMFAN ATM Flexible Access Network (by NEC)

AWB Aglet Workbench

BSCM Basic Call State Model (IN)

CCAF Call Control Access Function (IN)

CCF Call Control Function (IN)

CF Common Facility (within OMG)

CGI Common Gateway Interface

CMIP Common Management Information Protocol

COM Component Object Model

CORBA Common Object Request Broker Architecture

COS Common Object Service (within OMG)

CPN Customer Premises Network

DAI Distributed Artificial Intelligence

DPE Distributed Processing Environment

DCOM Distributed Component Object Model

DES Data Encryption Standard (secret-key cryptosystem)

EDP Event Detection Point (IN)

EIA Electronic Industries Association

FIPA Foundation for Intelligent Physical Agents

FTP File Transfer Protocol

GSM Global System for Mobile Communications (formerly: Groupe Speciale Mobile)

GUI Graphical User Interface

HTML Hypertext Markup Language

IDL Interface Definition Language

IEEE Institute of Electrical and Electronics Engineers

IETF Internet Engineering Task Force

IFIP International Federation for Information Processing

IIOP Internet Inter-ORB Protocol

IN Intelligent Network
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INAP Intelligent Network Application Protocol (IN)

IP Internet Protocol or Intelligent Peripheral (IN)

ISO International Organization for Standardization

IT Information Technology

ITU International Telecommunication Union

JDBC Java Database Connectivity

JDK Java Development Kit

JIT Just In Time

JMAPI Java Management API

JNI Java Native Interface

JVM Java Virtual Machine

KIF Knowledge Interchange Format

KQML Knowledge Query and Manipulation Language

MAF Mobile Agent Facility (of the OMG)

MASIF Mobile Agent System Interoperability Facility (of the OMG)

MD Message Digest

MF Mediation Function (TMN)

MIB Management Information Base

NBS National Bureau of Standards

NEF Network Element Function (TMN)

ODL Object Definition Language

OLE Object Linking and Embedding

OMG Object Management Group

ORB Object Request Broker

OSF Operations System Function (TMN)

OSI Open Systems Interconnection

PABX Private Automatic Branch Exchange

PCS Personal Communication System

PDA Personal Digital Assistant

PKCS Public-Key Cryptography Standards

RMI Remote Method Invocation

PN Public Network

PNO Public Network Operator

PNP Private Numbering Plane

PSTN Public Switched Telephony Network

QAF Q-Adapter Function (TMN)
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RFC Request for Comments (within IETF)

RFP Request for Proposal (within OMG)

RMI Remote Method Invocation

RP Remote Programming

RPC Remote Procedure Call

RSA Rivest, Shamir, Adleman cryptosystem (public-key cryptosystem)

SCP Service Control Point (IN)

SDP Service Data Point (IN)

SLP Service Logic Program (IN)

SMS Service Management System (IN)

SNMP Simple Network Management Protocol

SSF Service Switching Function (IN)

SSL Secure Socket Layer

SSP Service Switching Point (IN)

TCL Tool Command Language

TCP Transmission Control Protocol

TDP Trigger Detection Point (IN)

TIA Telecommunications Industry Association

TINA Telecommunications and Information Networking Architecture

TINA-C TINA-Consortium

TMN Telecommunications Management Network

TTP Trusted Third Party

UML Unified Modeling Language

URL Uniform Resource Locator

VPN Virtual Private Network

WSF Workstation Function (TMN)

WWW World Wide Web

XML Extensible Markup Language
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