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Abstract

Online social networks (OSNs) successfully claimed their place among the most popular
Internet services. OSNs form online communities among people with common interests,
activities, backgrounds, and/or friendships. They enable people to keep in touch with their
friends, find people that they lost contact with and even find new friends based on shared
affinities such as groups, hobbies, interests or overlaps in friendship circles. They also give
people as well as companies a platform to adjust their self presentation according to the
current environment. On the other hand they raise new issues that the overall society has to
deal with, e.g., the phenomenon of cyber bullying, or privacy issues. Apart from the often
repeated advice to simply not use any OSN, there have in the recent years been several at-
tempts to solve the privacy issues by technical means. One approach are Distributed Online
Social Networks (DOSN). In a Distributed OSN the underlying infrastructure is provided
by the DOSN users, so that there is no single company controlling the entire system. This
can be a set of distributed servers, e.g., as Diaspora or Friendica. Another approach is to
base it on a Peer-to-Peer-infrastructure (P2P). DOSNs enable privacy preserving social net-
working mainly with two techniques: data is encrypted and stored in a distributed manner.
The encryption ensures that data no matter where it is stored cannot be accessed without the
permission of the user. The distributed storage helps to make the users independent of any
single company and gives them control over their data.

In this thesis we study the aspect of data availability in a P2P-based DOSN. We focus on
an infrastructure that takes advantage of the naturally given relations between the users of
a social network and evaluate the possible data availability of such a system. Since there
is no P2P-based DOSN we can observe for this purpose we need to study data availability
by simulating the behavior of our DOSN system. For this simulation we need a set of
parameters that should be as realistic as possible. We derive such parameters from real
OSNs.

We first present our analysis of data we collected from Google+ during its transition from a
beta test to the public release. Google+ is the latest attempt of one of the big players, Google,
to propagate its own OSN. Our data includes the social graph of Google+ over 6 weeks and
one set of public profile data. This gives us the opportunity to link social relations to other
aspects regarding the users, such as their location, whom they follow, etc. We follow the
growth of Google+ and the effects of the public release on the graph structure.

Next, we focus on DOSN design, in particular, we present our approach to social data
replication in such a system, and evaluate the resulting data availability. We assume that
users in a social relation with other DOSN users have a natural interest to replicate their
data. We use this behavior as a replication strategy to spread data of the DOSN users. To
make our analyses more realistic, we base them on real OSNs, e.g., we derive the on- and
offline behavior of the users from Facebook data. We find that the availability of the content
increases drastically when compared to the online time of the user, e.g., by a factor of more
than 2 for 90% of the users.
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Chapter 1

Introduction

”We define social network sites as web-based services that allow individuals to (1) construct
a public or semi-public profile within a bounded system, (2) articulate a list of other users
with whom they share a connection, and (3) view and traverse their list of connections and
those made by others within the system. The nature and nomenclature of these connections
may vary from site to site.” [Boyd and Ellison, 2007]

Online Social Networks (OSNs), such as Facebook1, Google+2, Twitter3, or Flickr4 have
become very popular. For example, they allow people to present themselves publicly, re-
connect with class mates, or make new friends based on their interests. In this thesis we give
an introduction into some of the dangers arising from using Online Social Networks. We
show what can be learned from existing OSNs and how this knowledge can be used to de-
sign Distributed Online Social Networks (DOSNs) to avoid some of the dangers, especially
those related to centralized OSNs. We study the aspect of data availability in a P2P-based
DOSN. We focus on an infrastructure that takes advantage of the naturally given relations
between the users of a social network and evaluate the possible data availability of such a
system.

1.1 Online Social Networks and their place in our lives

Online social networks (OSNs) successfully claimed their place among the most popular In-
ternet services, as shown in [Mislove et al., 2007]. OSNs form online communities among
people with common interests, activities, backgrounds, and/or friendships. They enable
people to keep in touch with their friends, find people that they lost contact with and even
find new friends based on shared affinities such as groups, hobbies, interests or overlaps in
friendship circles. A service is an OSN if it at least provides the possibility:

• to create and manage social relations, unidirectional or bidirectional

• to communicate with each other, i.e., leave messages or message each other directly

1 http://www.facebook.com/ 2 http://plus.google.com/ 3 http://twitter.com/
4 http://flickr.com/
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Chapter 1 Introduction

• to communicate with more than one person at once

All these options are provided via the Internet to be an Online SN. It is important to note that
such messages also include status updates, tweets, photo postings, etc. If we demand that
a service needs to provide the ability to upload photos or videos we would need to exclude
Twitter from the OSN category, which in the beginning was only for text. Just like other
researchers [Cha et al., 2010, Mislove et al., 2011] we recognize Twitter as an OSN.

OSNs are widely used toady. Dana Boyd found: ”In 2004, PEW found that 87% of
teenagers aged 12-17 have some level of Internet access. In a study conducted in late 2006,
they found that 55% of online teens aged 12-17 have created profiles on social network sites
with 64% of teens 15-17.” [Boyd and Buckingham, 2008]

The authors of a recent PEW study 5 give more numbers: ”Two-thirds of adult internet users
(65%) now say they use a social networking site like MySpace, Facebook or LinkedIn,
up from 61% one year ago. That’s more than double the percentage that reported social
networking site usage in 2008 (29%). And for the first time in Pew Internet surveys it
means that half of all adults (50%) use social networking sites. The pace with which new
users have flocked to social networking sites has been staggering; when we first asked about
social networking sites in February of 2005, just 8% of internet users – or 5% of all adults
– said they used them.”

It also seems that especially younger people, i.e., teenagers replace some traditional means
of communication with those provided by their favorite OSN, e.g., it is often easier to reach
them via Facebook messages than e-mail.

As said above, OSNs open a lot of positive opportunities for their users. On the other hand
they raise new issues that the overall society has to deal with, e.g., cyber bullying [Marwick
and Boyd, 2011], or privacy issues [Dwyer et al., 2007] and [Liu et al., 2011].

Using an OSN means exposing private information, to the hands of powerful companies,
such as Facebook6, Google+7, or Twitter8. The information given to the companies is, e.g.,
to whom a user is in contact, what interests a user has, which political opinion, etc. The
named services are free to use but to operate them is costly for the companies. The business
model of these companies is to monetize the data of their users. This is the reason why
this data is so valuable for them and why they have an interest to keep this data within their
service. For example, if a user wants to share a picture on Facebook and Google+, she has
to post this picture twice.

OSN services usually offer the user a set of options to adjust their privacy setting, e.g.,
who can see an e-mail address, or a certain picture. Even if the privacy settings enable the
user to protect his data, the companies offering the OSN service still have access to all the
data. Further, a service as Google+ or Facebook is offered by a single company, i.e. it is a
centralized OSN. So the data is in the hands of a single entity that has control over it.

5 http://www.pewinternet.org/~/media/Files/Reports/2011/PIP-sns-Update-2011.pdf, 2011
6 http://www.facebook.com/ 7 http://plus.google.com/ 8 http://twitter.com/
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1.2 A case for DOSNs

Another danger of a single company offering a service is that the data can get lost. The
obvious ways to loose data are data base failures, administrators deleting content due to
misuse, etc. An example for a not so obvious possibility to loose data is the real name
trap in Google+. So called nick names are artificially created names that are usually easy
to recognize as a fantasy name. They are used to stay anonymous, to separate the real
name from an online activity, or sometimes even as a kind of stage name. In contrast,
Google+9 forces the users to sign up with their real name, which is not required for other
Google services, e.g., GMail. However, to participate in Google+ a user can use an already
existing Google-account from any other service, e.g., the user’s GMail-account. According
to Google’s terms of use accounts can be locked or even deleted when violating the real
name policy, meaning that entering Google+ can result in a blocked access to all Google
services 10. In some instances Google directly deleted the affected account. The other
way to loose data is in the case an account is temporarily locked. Some people use the
Google services for their business. Having no access to work related documents, contacts,
and receiving no e-mails for a while may also result in missing information, vital for a
business.

Along with the news stories about the Google real name policy discussions started on how
much anonymity should be allowed in OSNs. Where Google naturally defended its own
policies 11, Danah Boyd [Boyd, 2011] argued against this real name policy. The argument
can also be to read all the policies before using a service and then simply not to use it in
case the policies are not applicable for a certain use. The take away from those incidents is
that using and especially relying on a service, such as an OSN or a free-mail provider can
make the user dependent of this service. Data stored on the machines of a company can get
lost, e.g., if an account is deleted. Another worst case scenario is that a company is shut
down. Then the data of all users is typically lost.

1.2 A case for DOSNs

Apart from the often repeated advice to simply not use any OSN, there have in the recent
years been several attempts to solve the privacy issues by technical means. One approach
are Distributed Online Social Networks (DOSN). In a Distributed OSN the underlying in-
frastructure is provided by the DOSN users, so that there is no single company controlling
the entire system. This can be a set of distributed servers, e.g., as Diaspora 12 or Frien-
dica 13. Another approach is to base it on a Peer-to-Peer-infrastructure (P2P), e.g., Peer-
SoN [Schiöberg, 2008]. In a server based system the roles are defined as client and server.
The client connects actively to the server to send its requests. In a P2P-system all par-
ticipants can take both roles, client and server, at once and can send requests and replies

9 http://support.google.com/plus/bin/answer.py?hl=en&answer=1228271
10 http://www.guardian.co.uk/science/punctuated-equilibrium/2011/jul/25/1,
or https://plus.google.com/116098411511850876544/posts/4t8sFLLK4hK

11 see, e.g., http://mashable.com/2011/07/25/google-plus-common-names/
12 http://diasporaproject.org/ 13 http://friendica.com/
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Chapter 1 Introduction

to each other. DOSNs enable privacy preserving social networking mainly with two tech-
niques: data is (i) encrypted and (ii) stored in a distributed manner. The encryption ensures
that data no matter where it is stored cannot be accessed without the permission of the user.
The distributed storage helps to make the users independent of any single company and
gives them control over their data, since it is then out of the hands of a single company.

In this thesis we study the aspect of data availability in a P2P-based DOSN, that arises when
data is stored in a distributed way. We focus on an infrastructure that takes advantage of
the naturally given relations between the users of a social network and evaluate the possible
data availability of such a system. How to handle encryption and access control was already
tackled, e.g., in [Vu, 2010], and it is not in the scope of this thesis.

To evaluate a P2P-based DOSN in terms of data availability we need to answer a set of
questions:

• How does the social graph of a social network look like? Which users build what and
how many relations?

• What are the users doing in that network, e.g., how often are they online and how
long?

1.3 What can we learn from existing OSNs to design better
DOSNs?

To design a useful DOSN we need a solid understanding of existing OSNs. Our approach
is to analyze existing OSNs, especially the graph structure of the OSN. The questions we
want to answer are the same we already asked above for building DOSNs. How do the users
use the service, what social relations do they build, how much time do they spend online?
A question that stays open in the process is if the users of an OSN would show the same
behavior for within a DOSN. This question could only be answered in detail if an existing,
deployed DOSN was analyzed. Until this is possible we have to work with the assumption
that the behavior would be at least similar. Once this assumption is proven wrong this kind
of study would have to be repeated. Collecting data from services that are run by a company
which wants to ensure that its data stays on their own servers is naturally a challenge, if not
impossible at all. There have been studies, e.g., [Mislove et al., 2007], but with a different
purpose. Those studies are focused on the understanding of a certain OSN itself and to
compare different OSNs to each other, rather than exploring them to utilize that knowledge
to build a DOSN. So the data is either not sufficient for our purpose, e.g., the users’ locations
are missing, or not available for our analyses.

Our own analyses focus on the latest attempt of Google to provide a successful OSN,
Google+ 14. Google+ started at 28.06.2011 in beta testing mode and could be joined by
invitation only until late September 2011. We were able to observe Google+ over 6 weeks

14 https://plus.google.com/u/0/+VicGundotra/posts/2YWhK1K3FA5
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1.4 Where is my friend’s tweet?

from early September to late October 2011. Thus our data provides us with the unique op-
portunity to witness the growth of a new, large OSN. This is especially helpful to understand
how such a network emerges and transfer some of the knowledge to a DOSN design.

More concretely, the reason that this data is so useful to us as well as to OSN research in
general is:

1. It covers an interesting time span during which a novel, large OSN is born and is
growing quickly. Indeed, during these six weeks, the user base doubled.

2. The repeated crawls allow us to study the multi-million user network over time; this
sheds light onto the user dynamics of the OSN.

3. On October 13, Google+ announced it surpassed 40 million users, and our data from
October 15 shows around 38 million users. We therefore cover at least 95% of the
Google+ network.

4. Our crawls include the public profile information provided by the users which contain
information about the users’ locations, jobs, education, etc.

Moreover, the profile information provided by the users, enables us to infer how Google+ is
currently used and how the concept of “directed” contacts affects the network structure.

Our findings of the Google+ data in detail can be found in Chapter 5.

To design a DOSN we can use the knwoledge about the graph structure and user locations,
e.g., when we want to evaluate the data availability for a network that includes more time
zones. For details see Chapter 5.2.3.

1.4 Where is my friend’s tweet?

Let’s get back to our idea of a DOSN design. We now focus on the challenge of data
availability. The first question here is: what does it mean that data is available? Assuming
that the user can be sure about the fact that only authorized users, e.g., friends, can access
his data, those friends now need to be able to find the data for access. Note that we assume
that the system provides a functionality to locate data. When we talk about finding data,
we relate to the fact that the device the data is located at is powered and connected to the
Internet so a user can download data. So, how can we make sure that at least one copy
of the data is online when a user wants to access it? In a centralized OSN this is easy
since the company providing the service takes care that the service is always online. The
main challenge in decentralization comes from guaranteeing availability of the data when
the owner of the data is not online [Pouwelse et al., 2008]. Availability has been studied in
P2P file-sharing [Bhagwan et al., 2003b,Douceur, 2003] and distributed file systems [Adya
et al., 2002,Kubiatowicz et al., 2000]. The problem of data availability can be split into two
sub-problems, namely storage and availability of data, which depend on each other. In the
following we discuss the most important aspects of those sub problems. One contribution
of this thesis is a simple yet promising approach to both, that needs to be applied in the right
way, so that it works.

5



Chapter 1 Introduction

Before we explain our approach let’s review the offers of successful OSNs. What makes
them special? Which advantages keeps people using them? They are free of limitations
in terms of storage. What a user uploads is there and can be accessed by other users, any
time. The content is stored reliably and persistently. For example, we do not know of
any incident that Facebook told any user a photo cannot be uploaded because there is not
enough storage left, that a photo was lost, or that an update cannot be found at a given
time. A service that wants to be competitive to Facebook or Google+ needs to solve the
question of data storage and availability. Facebook and Google+ both rely on huge sets of
centrally managed infrastructure, e.g., data centers to ensure data is available, which makes
this problem for DOSNs even harder to solve. However, the typical approach to guarantee
reliability and persistence is redundancy. If there are enough copies of a file chances are
low that the file is lost.

Even if there were no limitations on data storage it can still not be guaranteed that data is
always available. We now give a worst case example: if we assume that there is a sufficient
number of copies of a picture, all the users holding a copy could disconnect, e.g., during the
night. Due to the lack of knowledge about the users we do not know how much the users are
willing to contribute, how much storage and availability they would offer. But we can ask a
different question. If we assume that users are selfish, how can we build a system that can
handle this fact and even takes advantage of this? Our suggestion is to utilize the naturally
given relations between the users. Hence, we are not dealing with the problem of incentives
but rather use the fact that friends replicate each others data anyway.

Whenever a user asks for a piece of information he should get it. Perfect availability is if
we can guarantee that there is no time when data cannot be found. That implies for a DOSN
that there is at least one machine that can offer the requested data and this machine has
connectivity and enough bandwidth to deliver the data to the user.

Rather than tackling this problem directly we utilize the natural structures given by any
social network, the connections between people. Whereas, e.g., P2P file sharing is driven
by the popularity of the content OSNs are driven by social relations. We assume that the
follower of a person is interested in the information that person publishes. In the setting of
a DOSN the data is downloaded by the follower. This means there is then a copy of that
data producing some redundancy, since this data can now also be found in the storage of
that follower. In this thesis we analyzed how good or bad a system works in which all data
storage and availability problems are solved by utilizing such relations.

At this point we have another sub-problem: how to define availability? We have two an-
swers. The trivial definition is that data is always available if the data is online at any time.
However, this is actually too much to ask from a DOSN. For example an online-article of a
newspaper should be always online, this is expected of a public website. But social content
is not necessarily public, especially in a system that is meant to be privacy preserving. The
number of users who have access to the data of a certain user is limited. From their point of
view data is available when they can access it at the time they request it. So we also define
availability in the sense that data needs only to be online when an authorized user asks for
it. We assume that a user asks for updates of her friends whenever she comes online. We

6



1.4 Where is my friend’s tweet?

derive this assumption from the way updates are communicated to a user in most OSNs. For
example, in Facebook a user will be informed about recent updates of her friends whenever
she logs in. While she and a friend of hers are online, any update of them will directly
appear in the others news-feed. The same mechanism is implemented in the DOSN named
PeerSoN [Schiöberg, 2008]. To be able to see the effect of this we evaluate the system under
both assumptions.

To this day there is no DOSN established that would allow to observe and analyze the be-
havior of users in a DOSN. Instead we used data gathered from OSNs and worked with
different combinations of assumptions where no data is available. To analyze how much
data availability is gained through social redundancy it is necessary to include a set of pa-
rameters:

• The graph of social relations.

• The online times of the users, i.e., when they are online and for how long.

• The usage pattern, i.e., what, when, how often, and by whom data is accessed.

• The content itself, i.e., the size and type of data being shared, the frequency and time
of updates

• The properties of the friends or followers, i.e., the time data is stored, the amount of
data that is stored, their connectivity and bandwidth, the amount and type of devices
they use the DOSN on, the time-difference to their friends, etc.

From the Google+ data we get insights into the graph structure of the social relations. We
are also able to gain a good idea about location related parameters, e.g., how many time
zones lie between two users. Further knowledge about the structure of social relations was
gained from Flickr and Twitter data15. To get an idea about the online times of users we
rely on the results of [Schneider et al., 2009].

To get knowledge about the usage patterns would require to either have access to the logs of
one of those OSNs or to monitor and decrypt the communication between the users and an
OSN. Apart from the fact that both options are hard to handle while preserving the privacy
of the monitored users, it is also technically hard to do unless the company running the OSN
gives access to the logs. Instead of trying to get this sensitive data, we iterate through a set
of different assumptions for the usage pattern, to see how much this pattern influences the
overall behavior.

Following content updates is possible with Google+, but a very complex problem. Informa-
tion about the connectivity, bandwidth, storage capacity, device types, etc. is also very hard
to gain. We believe that it is valid to assume that the typical user accesses his OSN from
multiple devices, e.g., a normal PC, a tablet, and a phone. Such assumptions lead to the
demand of a smart architecture for DOSNs on the one hand, but give some freedom when
simulating the behavior of a DOSN system. Note, that adding extra devices to the system

15 Meeyoung Cha kindly provided access to the same data that was used in [Cha et al., 2010] and [Cha et al.,
2009].
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increases our simulated availability. A user using only one device shared with the DOSN
can be an example for a worst case scenario.

Our findings are that we can reduce overhead in our DOSN system. Instead of exploring
complex schemes for data replication and availability management we examined how much
availability we get utilizing the naturally given structures of a social network. We find that
with such a replication scheme, the availability of the users content increases drastically,
when compared to the online time of the users, e.g., by a factor of more than 2 for 90 % of
the users. More details can be found in chapter 4.

1.5 How to build the ideal privacy preserving DOSN

From the point of view of the user a DOSN should feel and look like any other traditional
OSN while preserving privacy. That means the ideal DOSN:

• is for free.

• runs in a browser without installing anything. A user can access it through anytime
from everywhere, and from any device that runs a browser.

• is always available. There is no data ever offline, timed out, deleted, or not found.

• has no space limit or scaling issues. A user can always upload as much as he wants
to.

• can find friends by name, mail address, picture, school, workplace, or interest.

• provides any level of privacy. A user can stay anonymous and any social interaction
stays secret to the rest of the world, i.e. administrators of the DOSN as well as anyone
monitoring the system.

• solves trust mistakes. One wish often pronounced by users is to revoke a trust deci-
sion. Delete a picture or information that was already given away.

In this list are several wishes that can be fulfilled and others that are beyond any technical
possibility. In the following we will explain which of them can be realized and how and
which of those cannot be met in practice.

To make a DOSN feel like Facebook or Google+ requires more knowledge and careful
engineering. For example Diaspora solves the issue of software installation by running
a web site on distributed servers. A user has to decide once which server she wants to
communicate with and can then always use the same web address. This allows to access
always and from everywhere but comes with the issues to find enough server hosters and
to find enough hosters that are trustworthy. Persona provides a plugin for the common
browsers. Installing a browser plugin will prevent the user from accessing the DOSN from
public PCs, such as can be found in Internet Cafes. On the other hand this allows again a
server less architecture in the background. This enables more security.
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Unlimited reliable storage, all data being always available, and fast data delivery is a set of
demands that are finally reduced to one single question: who will pay for the resources to
meet those demands? Using Facebook or Twitter a user simply pays with his data to have
those advantages. In a privacy preserving system a different means of payment must be
found. Either the participants of a DOSN provide all together enough resources, e.g., by
buying and setting up machines that play the role of a server, or the DOSN stays free but
the users live with some draw backs regarding storage, etc.

Lets consider the next requirement for the perfect DOSN, the maximum possible privacy.
The Internet eraser is often asked from network engineers and scientists. The same is asked
by users when shown a DOSN design. There were attempts to make this possible, e.g.,
by adding a self-destruction functionality to pictures. However this is useless. There are
always options to circumvent a deletion mechanism. For example, there is the option of a
screen-shot, it is even possible to film the screen. And finally an information that was told
can not be made un-told, e.g., a person can not be forced to forget a given PIN code.

Another demand is to stay anonymous while being able to, e.g., search friends and to be
found by friends. These demands contradict each other. To find friends, .e.g., by name, on-
line and without personal interaction requires this name to be publicly indexed. In summary
any system can technically provide a certain degree of privacy for the price of usability or in
the case of a DOSN visibility. This privacy can only be guaranteed as far as the user himself
does not spoil it, i.e., tells the secret.

In summary the ideal DOSN cannot be built. Infrastructure is never for free. Participating
in an OSN, if centralized or decentralized, means exposing data. This is in some way the
basic idea of such a service, sharing information with others. A user can only decide to
which extend he wants to expose his data and what he is willing to do to achieve a certain
amount of privacy. This contradiction of being visible while staying invisible is inherent.

1.6 Contributions

Our contributions in this thesis are:

• In Chapter 4 we introduce an as-simple-as-possible approach for P2P-DOSN-replication.
We let the users replicate each others data if they have a social relation, as soon as they
are online at the same time. Thus, we utilize the naturally given interest in each others
data. This design already provides high data availability, while giving a lower bound
for any DOSN design that applies a more complicated approach for data replication.

• We provide a methodology to evaluate data availability in DOSNs.

• We apply this methodology to our replication scheme.

• we were the first to explore the almost complete OSN graph of the early days of
Google+ over a longer time. We present the first results from analyzing this graph.
See Chapter 3
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• We discuss how near we can get to an ideal privacy preserving DOSN, see Chapter 5.

1.7 Structure of this thesis

The rest of this thesis is structured as follows. We start by giving a detailed background on
OSNs and DOSNs in Chapter 2. In Chapter 3 we give an overview on OSN analyses that
already exist and show what we found out examining the data gathered from Google+. This
data together with the data analyses of others is used in Chapter 4. There we introduce our
data availability concept and evaluate it. We conclude this thesis in Chapter 5 providing a
summary and an outlook on possible future work.
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Chapter 2

Background

”Because the term ‘networking’ emphasizes relationship initiation, often with strangers, it
can and has been expanded to refer to any site that allows people to communicate with
people that they do not know, including dating sites, chatrooms, community sites, and bul-
letin boards. [ . . .] you will find that there is unbelievable confusion about what constitutes
”social networking”.” [Boyd, 2008]

In this Chapter we give the necessary background for this thesis and we give an overview on
related work. To better understand what OSNs and DOSNs are, we first give an overview on
OSNs, define the necessary terms, the different types of OSNs, and analyses already made
by others. In particular we give a detailed overview on Google+. We then introduce DOSNs
and explain the most important DOSNs.

2.1 Online Social Networks

In this section we introduce the different types of OSNs and give an overview on the related
work regarding OSN analyses.

A service is an OSN if it at least provides the possibility:

• to create and manage social relations, unidirectional or bidirectional

• to communicate with each other, i.e., leave messages or message each other directly

• to communicate with more than one person at once

It is important to note that such messages also include status updates, tweets, photo postings,
etc. If we demand that a service needs to provide the ability to upload photos or videos we
would need to exclude Twitter from the OSN category, which in the beginning was only for
text. Twitter is recognized as an OSN, e.g., by [Cha et al., 2010]. [Boyd and Ellison, 2007]
discusses the term OSN in detail.
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2.1.1 Terminology

In this thesis we use a set of terms as defined in this section:

graph:
”A directed graph (or digraph) G is a pair (V,E), where V is a finite set and E is a
binary relation on V. The set V is called the vertex set of G, and its elements are called
vertices (singular: vertex). The set E is called the edge set of G, and its elements are
called edges. [. . . ]

In an undirected graph G = (V,E), the edge set E consists of unordered pairs of ver-
tices, rather than ordered pairs. That is, an edge is a set {u,v}, where u,v ∈ V and
u 6= v.” [Cormen et al., 2009]

link: a directed edge

social relation: we define a social relation in the context of OSNs as a connection between
two users of a social service. Note this relation does not need to have an equivalent
in the real world. social relations can be unidirectional or bidirectional

follower: a follower is a user that has an undirectional relation to an other user. The
relation is directed, its start point is at the follower’s side, the endpoint at the side of
the followed user.

friend: the terms friend, or friendship denote a bidirectional social relation between two
users of an OSN. That term is independent of any real relation the two users have to
each other, e.g., it is not necessary that they have ever met each other. In the context
of OSNs the term friend is also used as a verb. To friend someone describes the act
to create a mutual social relation within an OSN.

post or posting: any content that is uploaded by a user to an OSN, e.g., a message, a
picture, a text, or a video.

share: the process of a post being made accessible to a certain set of people, ranging from
one person to everyone, i.e., public.

status update: a text post, which was originally meant to share a person’s current feelings,
or activity with her friends or followers. It is generally used as a pseudonym for
posting.

tweet: a posting on Twitter, also used as verb, to tweet. The length is limited to 140
characters.

like: when the user clicks a button to express that she likes something, e.g., a person or
posting of a person, a standard activity on Facebook.

+1: the same as a like in Facebook but for Google+
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profile: a profile is the set of personal information a user can give to an OSN to present
himself. It contains information as age, sex, current location, profession, legal state,
etc.

content or social content: A user’s posts and/or profile

social graph: the entirety of users and their relationships form the social graph of any
centralized or decentralized OSN, where users and relations correspond to nodes and
links, respectively.

contact list: A contact list is the list that describes the outgoing social relations of an OSN
user.

circles: Circles are a Google+ specific term used for user defined sub groups of the user’s
contact list. A contact can appear in one or more circles. A user’s incoming edges are
described as the user being in another user’s circles. Circles are only known to the
user owning and defining them. Other users cannot see which circles a user has and
in which of these a user is listed.

2.1.2 OSN types and their purpose

There is a huge diversity among OSNs. Thus, it is hard to give a clear definition of what an
OSN is and to decide whether a service is an OSN or not [Boyd, 2008]. We give now an
overview on the – for our work – most important OSN types without the claim to cover all
possible categories or services.

We define a set of dimensions for OSNs:

symmetric vs. asymmetric relations:
OSNs can generally be divided in symmetric and asymmetric OSNs. Asymmetric
OSNs, e.g., Twitter allow a user to follow another user. In contrast, a symmetric OSN,
e.g., Facebook, social relations are always mutual. A relation has to be acknowledged
by both users within a relation. Those dimensions give a general orientation, the
OSNs usually allow exceptions, e.g., in Twitter two users can follow each other and
thus build an implicit symmetric social relation. Another example is the concept of
pages in Facebook. This is a special type of user accounts meant for companies,
which users can connect to unidirectional.

professional vs. personal networks: OSNs as LinkedIn or XING are meant for pro-
fessional networking whereas Facebook is usually used for personal contacts, e.g.,
classmates, family, etc. Of course these differences are not exclusive, for example are
people friends also colleagues on Facebook or can be real life friends with colleagues
on XING. Still, these platforms serve different different purposes. They allow the
people to give a different self presentation for different purposes, and build a differ-
ent network for different aspects of life, e.g., have a more formal profile picture on
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XING than on Facebook. Finally, there are OSNs that can be and are used for both
purposes.

In this thesis we have a look on a set of OSNs which we describe here. This set is not
complete.

Twitter is a service that allows to post short messages with up to 140 characters. It is
possible to filter the content and to follow a topic for certain time and then stop this
without the need to cancel a social relation. This is realized through Twitter’s #-tag,
that is used to mark key words. Those key words can then be filtered. Twitter can be
categorized as an asymmetric OSN. It cannot be classified as professional or personal,
since it is used for both purposes.

Flickr is a service with the purpose to upload and share photos. Flickr is used to share
private photos as well as those made by photographers who want to increase their
visibility. Flickr cannot directly be categorized as symmetric or asymmetric, since it
allows both types of connections.

Facebook is currently the most popular OSN1. It started as a service for students to connect
to people on the same campus. Today it is a huge collection of different services, in-
cluding but not limited to managing a user’s personal social network, send messages,
upload any content, e.g., photos, videos, links, etc. It is so popular and well known
that OSNs are categorized as Facebook-like OSN if they offer similar functionalities.

Google+ is the latest attempt by Google to provide an OSN to its users. It is one of
the OSNs categorized as Facebook-like. We study this OSN later in this thesis, see
Chapter 3, e.g., to find out if it is a predominant symmetric or asymmetric OSN.
Accordingly, we next give a more detailed overview on Google+.

2.1.3 Background on Google+

Google launched Google+ on June 28, 2011 as a so called beta-test. An invitation was nec-
essary to join. This mode of operation continued until September 20th, 2011 when Google+
became public. The reason this OSN is so fascinating is that it gives us the opportunity to
witness the growth of a big OSN in its early stage.

Google+ integrates other Google services such as Google Profiles, YouTube, Picasa, Google
Talk, and Google Mail. When a user joins Google+, an existing profile from Google Profiles
is used as the starting profile. Moreover, we observed that a user who already had a Google
Mail account, gets his Google+ profile pre-filled with various information extracted from
Google Mail. Upon sign-up the user is asked whether she wants to keep the pre-filled
information. The Google+ account is extended with further information, e.g., all GTalk
contacts show up in Google+ and if a Google+-user in ones Circle has a GTalk-account,

1 Mark Zuckerberg on Facebook at October 4, 2012 http://www.facebook.com/zuck/posts/10100518568346671

14

http://www.facebook.com/zuck/posts/10100518568346671


2.1 Online Social Networks

that account is automatically added to the GTalk-contacts list. Today, a Google+ account is
automatically created when signing up for any Google service, e.g., GMail.2

A profile can contain any personal and/or professional information, such as employment,
education, relationship status, or gender. If a user fills in the field Places lived, Google adds
a marker on a small embedded Google map. From this embedded map the GPS coordinates
of the places entered by the user can easily be extracted.

Users are encouraged to form social relationships through the means of circles. A circle is
a named set of other Google+ users. A user can have multiple circles, e.g., there can be
a circle for close friends, one for colleagues from work, and another for popular bloggers.
In graph-theoretical terms, the relationship of a user x having a user y in one of its circles
can be represented as a directed social edge (x,y); if user y also includes user x in one of
her circles, the relationship {x,y} is called symmetric. We will later use the fact that the
Google+ graph is directed to better understand how its structure compares to other popular
OSNs. Internally, each user is identified by a 21-digit number, which seems to be randomly
generated. We call this number user ID or UID.

The paramount method of communication in Google+ is sharing a post. Users can write a
piece of text and share it. They can also share photos, links, videos, etc.

Each piece of information, including posts, can have different privacy settings that define
the visibility of this information. The different options are: world, friends of friends, all
circles, certain named circles, a set of individual users, or private. Note that only public
(i. e., “world” readable) information can be obtained through our unauthenticated crawls.

In Google+ the privacy settings for most of the profile elements is set to public by default.
Examples include a users circles (i. e., the social graph of a user), employment, education,
and places lived (i. e., locations). Exceptions include information on “relationship” and
“looking for” which are by default visible to extended circles, i. e., circled users and users
in the circled users circles (in Facebook this would be friends of friends). Another set is
available only to directly circled users, e.g., users phone number and possibility to receive
personal messages. Note that all information that we crawl and analyze is public by default.
However, Google+ is a system that is under permanent construction, so default settings can
change over time.

Crawling Google+ was enabled by Google’s way to index its own services via the
robots.txt, for details see Chapter3. This also allowed us to crawl almost the entire social
graph within a day. We collected data over 6 weeks. Within those first 6 weeks, we see this
network almost double in size, from around 19 Million users to 38 Million users.

2 For further info on how much Google combines data from all their services we want to refer to their recent
privacy statement http://www.google.de/policies/terms/regional.html.
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2.2 P2P based DOSNs

In this thesis we focus on aspects of pure P2P-based DOSNs, which is follow up work on
the system that was designed in 2008 during my Diplom thesis, PeerSoN [Schiöberg, 2008].
To get a full overview on how this architecture works please refer to this work.

2.3 Related work

In this section we give an overview on the various measurement studies that have already
been done to understand OSNs, including some alternative crawling methods. We also
give an overview on the related work in the area of DOSNs, namely work on replication
strategies in distributed system, data availability, and the most important DOSN systems of
the recent years.

2.3.1 Online Social Networks

(Online) social networks (OSN) are a particularly interesting type of network as they re-
flect individual and collective human interactions [Backstrom et al., 2006] at a large scale
and over time. For an overview, please refer to [Boyd and Ellison, 2007]. Researchers
have investigated algorithmic implications on, e.g., the spread of information or routing,
e.g., [Kleinberg, 2000]. There have even been methods developed for predictions, e.g., on
the creation of new links [Liben-Nowell and Kleinberg, 2003,Yang et al., 2011,Barabasi and
Albert, 1999]. Most of these works are inspired by empirical phenomena and insights from
experiments, or extensive measurements. For example, the small-world phenomenon—the
principle that people are all linked by short chains of acquaintances—has been a folklore
and subject to anecdotal evidence until the pioneering experimental work of Stanley Mil-
gram [Milgram, 1967] in the 1960’s. Milgram’s quantitative results led to refined models,
most prominently the Watts and Strogatz model [Watts and Strogatz, 1998] whose frame-
work provided compelling evidence of the natural and technological universality of this
phenomenon, which also includes the evolution of the World Wide Web, and has subse-
quently also been explained algorithmically by Kleinberg [Kleinberg, 2000]. Further dis-
cussion on modeling can be found in the works of [Lakhina et al., 2003, Achlioptas et al.,
2005, Fabrikant et al., 2003]

A large number of empirical studies of undirected, directed, or even hierarchical, or geomet-
ric [Bonato et al., 2010] OSNs have been conducted already, and as a complete overview
is beyond the scope of this thesis; in the following, we discuss a selection of the works
closest to ours. Many interesting results about the topological and sociological character
of OSNs are due to Mislove et al. In [Mislove et al., 2007], a large-scale measurement
study is conducted of the topological structure of Flickr, YouTube, LiveJournal, and Orkut,
and the study confirms the power-law, small-world, and scale-free properties of OSNs. A
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demographic perspective is assumed in [Mislove et al., 2011], where Mislove et al. inves-
tigate how representative Twitter users are of the overall population. Further measurement
studies are found in [Faloutsos et al., 1999,Buchanan, 2005]. [Gonzalez et al., 2011] follow
the question which influence the location of a user has on the network. In [Papadimitriou,
2001] the authors examine the complexity of such networks.

In [Mislove et al., 2010], by crawling the profiles of two social networks, evidence is found
that users with common attributes are more likely to be friends and often form dense com-
munities. Ahn et al. [Ahn et al., 2007] take a look at the growth patterns and topological
(degree-based) evolution of OSNs (Cyworld, MySpace, and Orkut) and compare their re-
sults with the ones in real-life social networks. They focus on the scaling exponent of the
degree distribution, and find that certain OSNs encourage on-line activities that cannot be
easily copied in real life, through the degree correlation pattern. In [Cha et al., 2010], Cha
et al. compare three topological measures of influence (in-degree, re-tweets, and mentions)
based on a large crawl of the Twitter OSN. They observe that users who have a high in-
degree are not necessarily influential in terms of spawning re-tweets or mentions, and that
the most influential users can hold significant influence over a variety of topics. Finally, they
find that influence is not gained spontaneously or accidentally, but through concerted effort
such as limiting tweets to a single topic. Scellato et al. [Scellato et al., 2010] analyse the
annotated geo-location graphs of BrightKite, FourSquare, LiveJournal and Twitter, based
on snowball sampling crawls. They find that friendship edges are fairly distant geographi-
cally, and define a new metric, called node locality, which captures how close all neighbors
of a node are. Gjoka et al. [Gjoka et al., 2011a] study parallel relations between OSN users,
by conducting multigraph measurements of Last.fm, an OSN describing itself as ”a music
recommendation service”.

After our study of the Google+ graph, the authors of [Gonzalez et al., 2013] examine a part
of the largest connected component of Google+ over a year. They concentrate on structural
changes and aggregated user activity within their sample. [Fang et al., 2012] is an analysis of
the Google+ circles feature. It was possible since two of the authors are Google employees
that had access to internal data. This analysis does not examine the social graph itself but
keeps its focus on the circles. Our work complements the results above by shedding light
on the interesting time period covering the birth and early evolution of a rapidly growing,
new OSN. By introducing several new concepts such as (directed) circles, by building upon
a large existing user base (including profile information) as well by exploiting synergies of
several exiting services, Google+ differs from other OSNs both in terms of its structure, user
structure and dynamics. In this respect, our comparative study provides some first insights
on how the current structure relates to other OSNs. Our approach is to provide a broad
study, covering not only topological aspects but also considering profile information as well
as shedding light onto some aspects of its dynamics over time.

An overview of alternative crawling approaches is discussed by Cormode et al. [Cormode
et al., 2010], who also provide a checklist for crawling (see also [Gjoka et al., 2011b]) and
argue that OSN studies must go beyond simple node-link models to include, e.g., time as-
pects. The authors apply their model to Twitter, Facebook and YouTube. For example, one
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approach to get a fast overview of the graph is to crawl from a set of sampled nodes (and
e.g., perform random walks from there [Gjoka et al., 2011a]). For instance, Cha et al. [Cha
et al., 2009] study the Flickr graph, by crawling the graph from one node chosen randomly
as a seed and following all links in the forward direction (snowball sampling), i.e., per-
forming a breadth first search. This way, they obtain a single weakly connected component
and study the in-degree and out-degree distribution of their sample of the resulting sampled
Flickr graph. However, the resulting graph from this methodology can depend heavily on
the chosen start node and will find only one connected component, providing a limited and
biased view of the network [Lee et al., 2006]. In [Sala et al., 2010], Sala et al. discuss the
concept of calibrated graphs to synthesize and simulate realistic graphs from real networks
without violating, e.g., user anonymity. Finally, there have also been attempts to character-
ize OSNs from a network perspective using clickstreams (e.g., [Schneider et al., 2009]). An
approach to prevent crawling is given in [Mondal et al., 2012].

2.3.2 Distributed Online Social Networks

DOSNs have gained popularity in the research community in the recent years. This is to
give back users control over their data. Most DOSN projects concentrate on the question of
access rights management and encryption. They rely on servers or other external services
to guarantee data availability. Others use social links for trust but do not exploit it for
DOSN data availability. Tribler [Pouwelse et al., 2008] is a file sharing system built on
top of a social overlay. It uses a complex replication system to ensure the best possible
availability of data. Persona [Baden et al., 2009] relies on external storage services that can
be anything from a server to an Amazon cloud account per user. Persona enables privacy
by introducing a fine grained system that users can use to manage access to their data.
Diaspora [Grippi et al., 2010] recently obtained much attention from the press. Diaspora
relies on an infrastructure that is based on distributed servers. Data can be encrypted and
everyone can set up a server for Diaspora, so that availability is ensured by many distributed
servers. Diaspora is one of the most visible DOSNs because from the users’ point of view
it appears to be a common centralized OSN but without the privacy issues. Diaspora’s only
problem is that the user base is still very small, since it is hard to find friends in this DOSN.
This is an effect of the privacy preserving architecture 3. A similar approach is given by
Friendica 4. A special approach is suggested by [Baden et al., 2009], which is implemented
as a convenient browser plugin that ensures the encryption and access control of the content.
They assume that every user ensures data availability by using any cloud account to store
the content. SuperNova [Sharma and Datta, 2011] is an architecture for a DOSN that solves
the availability issue by relying on super-peers that provide highly available storage. To
base a DOSN on cloud technology was also picked up by [Wang et al., 2012]. We know
of two DOSNs that are based on a pure P2P-architecture, namely Safebook [Cutillo et al.,
2009] and PeerSoN [Schiöberg, 2008].

3 http://www.leitmedium.de/2012/06/15/warum-diaspora-versagt-oder-ein-antisoziales-netzwerk-fur-jeden/
4 http://friendica.com/
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As we focus on data availability and data replication in this thesis we give here an overview
on related work in this field. Two major strategies have been studied for data replication
in distributed systems: replicate the whole file or replicate the pieces of a file. Works such
as [Druschel and Rowstron, 2001] and [Bhagwan et al., 2003a] are examples of the first
strategy. PAST [Druschel and Rowstron, 2001] is a P2P file system built on top of Pas-
try [Rowstron and Druschel, 2001], a DHT-based system. [Bhagwan et al., 2003a] explores
different variations of the gain of replicating data to randomly chosen hosts on data avail-
ability. [Bhagwan et al., 2003a] shows that implicit replication that follows file popularity,
as in Gnutella and BitTorrent, is not sufficient. The second replication approach splits a
file into a pre-defined number of pieces and distributes them across the nodes. Examples
of this approach include e.g., [Dimakis et al., 2008], or [Oggier and Datta, 2010]. [Dimakis
et al., 2010] extensively covers the related work in this area. Replicating the whole file and
pieces of a file can be combined, as done in OceanStore [Kubiatowicz et al., 2000] that
uses a combination of different replication strategies for different data types, e.g., erasure
codes for archiving. [Weatherspoon and Kubiatowicz, 2002] compares the two replication
strategies and finds that erasure codes lead to better availability than redundancy. Among
the distributed storage systems one of the most visible is WUALA [Mager et al., 2012].
The project describes itself as secure cloud storage service. Farsite [Adya et al., 2002] is
a distributed storage system that aims to provide reliable storage while assuming that the
participants cannot be fully trusted.

Availability has been studied in the context of P2P networks. [Xin et al., 2004] explores the
properties of different coding schemes and finds that schemes which give better availability
are in general the ones that have higher maintenance cost. [Bhagwan et al., 2003b] measures
and analyzes host availability in a large structured P2P file sharing network. They find that
host availability is dependent on the time of day, but not on other hosts. Another study
focusing on host availability was done by [Douceur, 2003]. [Chu et al., 2002] confirmed
the results of [Bhagwan et al., 2003b] in Gnutella and Napster. [Saroiu et al., 2002] also
explore Gnutella and Napster but focus on the nature of end-hosts, and find they are very
heterogeneous, e.g., regarding access bandwidth and their limited cooperation. Another
attempt to handle data management in DOSNs is given in [Kourtellis et al., 2012].

Among the named DOSN systems and evaluation of data management techniques, PeerSoN
is one of only two pure P2P-based DOSN. Our approach to solve the question of data
availability in a P2P DOSN is the most reduced one, utilizing all given properties of a
DOSN before adding any artificial mechanism that also adds an overhead that has to be
justified.
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Chapter 3

Online Social Networks: what we can learn
from them

”An in-depth understanding of the graph structure of online social networks is necessary
to evaluate current systems, to design future online social network based systems, and to
understand the impact of online social networks on the Internet.” [Mislove et al., 2007]

In this Chapter we present our own analysis of data collected from Google+.

3.1 Introduction

Online Social Networks (OSNs) have become quite popular. Facebook now counts more
than one billion users 1.

A variety of studies of OSNs have focused on understanding the relationships between users
by studying the graph properties of the online communities, e.g., [Mislove et al., 2007,Ahn
et al., 2007,Cha et al., 2009,Cha et al., 2010,Mislove et al., 2010,Cormode et al., 2010]. For
this reason, crawls of the social graph of the OSNs and the users’ profiles are used to pro-
vide insights about the OSN’s user behavior, social dependencies, dynamics, and changes
over time. A deeper understanding of the relations between the users of an OSN can be
gained by abalyzing the network motifs that are also known as graphlets. The existence
and frequency distribution of network motifs has been analyzed in many contexts, includ-
ing biological [Konagurthu and Lesk, 2008] (e.g., protein-protein interaction networks),
economical [Taylor and Restrepo, 2011] (e.g., connectivity during mergers) and social net-
works. The most simple type of motifs is the triangle, which – among other things – builds
the basis for clustering coefficient [Coleman, 1988, Portes, 1998].

In this thesis we examine Google’s latest attempt to provide a successful OSN, Google+.
Google+ started at 28.06.2011 in beta testing mode and could be joined by invitation only
until late September 2011. We were able to observe Google+ over 6 weeks from early
September to late October 2011. Thus, our data provides us with the unique opportunity to

1 Mark Zuckerberg on Facebook at October 4, 2012 http://www.facebook.com/zuck/posts/10100518568346671
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witness the growth of a new, large OSN. This is especially helpful to understand how such
a network emerges and transfer some of the knowledge to a DOSN design.

More concretely, the reason that this data is so useful to us as well as to OSN research in
general is:

1. It covers an interesting time span during which a novel, large OSN is born and is
growing quickly. Indeed, during these six weeks, the user base doubled.

2. The repeated crawls allow us to study the multi-million user network over time; this
sheds light onto the user dynamics of the OSN.

3. Our crawls utilize Google’s site-maps – a feature crucial, e.g., for search engines.
Thus, they use a special data source and cover almost the entire (public) network.
On October 13, Google+ announced it surpassed 40 million users, and our data from
October 15 shows around 38 million users. We therefore cover at least 95% of the
Google+ network.

4. Our crawls include the public profile information provided by the users which contain
information about the users’ locations, jobs, education, etc. Especially the locations
are useful for our DOSN design. To know, e.g., the distance in terms of time zones
between two users is valuable to evaluate availability in DOSNs.

5. The data allows us to study directed triangles in combination with location informa-
tion of the users.

6. The directed nature of the graph combined with the user locations allows us to get
very deep insights into the relationship between Google+ users.

Moreover, the profile information provided by the users, enables us to infer how Google+
was used in the beginning and how the concept of “directed” contacts affects the network
structure.

To better understand how a network of “directed” contacts behaves, we study the directed
triangle motifs within Google+. In the case of Google+ we can complement existing studies
with the time aspect and the location of the nodes in the graph as well as the distance
between members of a triangle.

In this Chapter we present our crawling methods to gather the data from Google+, all data
sets that we analyze, and finally our findings.

3.2 Google+ analysis

In this section we present our methods used to crawl Google+ data, the data sets we have
available, and our analyses.
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3.2.1 Crawling Google+

To crawl Google+, we take advantage of the set of publicly accessible static site-map files
hosted by Google. These site-map files contain a large portion of the UIDs, and are up to
date on a timescale of a few days. From a UID, one can easily construct publicly accessible
URLs, from which the user’s profile data as well as his friends can be downloaded in a
JSON-like format. These JSON files are designed for use by the AJAX framework of the
website, and hence are always up to date.

Crawling Methodology

On all Google domains the robots.txt file points to a standard site-map file, named
profiles-sitemap.xml. This XML file in turn points to a large set of sitemap-0*.txt
files, each containing the URLs of 5,000 user profiles. The UID is part of this URL. By
observing the timestamps in the XML file, we found that the whole set of site-map files is
updated irregularly, but roughly every other day. We notice that the content of the site-map
files changes in the sense that some UIDs can disappear. Following up on these disappear-
ing UIDs, we find that most of these accounts are not deactivated. Indeed, while some UIDs
can disappear in the site-map files, we still find them by crawling the other users’ site-maps
as explained below.

The first step of each crawl is the download of the initial UIDs present in the site-map files.
In the second step, we download for each user the JSON objects describing the users “has
in circles” (outbound social graph edges), “is in circles” (inbound edges) and the user’s
profile data which includes, e.g., the users location information. Google limits the number
of download-able edges to 10,000 for either direction. This is not an issue for the outgoing
edges, as Google+ allows each user to “circle” only 5,000 other users. To clarify, every user
can, technically, have only 5,000 outgoing edges, while she can have as many in-coming
edges as there are users in Google+. For the in-coming edges we are simply limited to
“see” only 10,000 when crawling. The edges we might miss when crawling can be inferred
from the outgoing edges of other users. This second phase yields the public outbound edges
for 76 %2 and inbound edges for 52 % of the users (see Section 3.2.5). The reason we see
only a certain percentage of a user’s in-coming or outgoing edges is that users can hide this
information. This first iteration is based on the initial UIDs from the slightly out-of-date
site-map files, and hence it is likely that some of the edges refer to unknown UIDs. For
example, the crawl from October 20 had 4,010,931 missing UIDs after the first iteration.
We then include these newly found UIDs into our set, and re-iterate until no further UIDs
are found. This led to 283,839 missing UIDs in the second iteration, 16,666 in the third,
1,350 in the fourth, 110 in the fifth, 14 in the sixth, and finally 1 missing UID in the seventh
iteration.

We are aware that Google provides the Google+ API, which offers a more direct way for
obtaining specific profile information. We chose to not use it for two reasons. First, the
2 All numbers in this paragraph are taken from the Oct. 20th crawl.
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Google+ API was only released on September 16 while our first crawls were performed as
early as September 2. Second, in order to use the API, a key is required and, depending
on the application, a limit of 50,000 or 100,000 queries per day is enforced. With our
approach, we query more than 35 million profiles in a single crawl. For crawling Google+,
we dedicated a 16-core AMD Opteron 6168 with 64GB of RAM and 6 disks of raid-0
storage. Our current crawler is written in python. For performance reasons, we run 400
crawl processes in parallel.

We were able to crawl almost complete data sets from early September until end of October.
In November we discovered that Google deployed mechanisms to prevent our crawling. It
is possible that we triggered request limits given that we crawled from one single public
IP address. As far as we could find out, Google automatically blocks source IP addresses
that send too many requests in a row. To circumvent this kind of rate limiting we built
a new crawler. This crawler has the design of a master-slave-architecture for distributed
crawling. One machine is used as the master that managages the whole crawling process.
The master keeps track of the data already crawled and the missing data. For the missing
data jobs are sent to the slaves. Each of the slave processes needs its own public IP address.
This way it is still possible to collect the data. Given the graph size beginning of 2012 of
around 100 Million users, to crawl the full graph in one day would have needed around 50
IP addresses. Crawling the full graph in one day is probably not possible anymore unless
a distributed public infrastructure, e.g., a research network is used. In our first crawling
round we discovered that the sitemap lists are not necessarily up to date. So there can be
huge inconsistencies between the IDs listed sitemap files and the IDs we see in the contact
lists of the users. Our new crawler keeps track of those inconsistencies and crawls within a
recursive process data for every ID that is known to exist.

3.2.2 Data sets

We base our analysis on our own Google+ crawls and public data from Twitter and Flickr.

Google+ Data We obtain the Google+ social graph in two data sets: the lists of in-coming
edges and the lists of out-going edges, for each node. If a user marks the visibility of these
items as non-public, the list of in-coming or out-going neighbors is empty. We merge these
two lists to form the adjacency list of each node. In this process, we repeatedly find edges
that are listed in one set but not in the other set. This is either due to visibility restrictions
or to the 10,000 edge limit mentioned above. We add the edge to the adjacency list if we
find it in at least one set. Missing UIDs discovered during this process are then crawled in
the next iteration. Only the October crawls used this multi-iteration approach. Hence, the
September data contains some unresolved UIDs and may miss some profile data.

In this thesis, we use the data set from October 20 unless otherwise mentioned, e.g., when
discussing general observations. For our analysis of how Google+ evolved over time, we
use the following data sets: September 2 (only the list of UIDs available), 7, 12, 16, 19, 20,
23, 25, 28, 29, 30; October 4, 6, 10, and 20.
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Table 3.1: Graphs

Graph Number of (in Mio.)

(Date in 2011) Nodes Edges Triangles

07.09 full 19.6 278.3 NA
07.09 locations only 3.3 43.8 NA
07.09 triangle-graph rand 1.6 29.3 4.9
07.09 triangle-graph bd 1.8 36.1 49.8

20.09 full 20.7 294.4 NA
20.09 locations only 3.5 46.4 NA
20.09 triangle-graph rand 1.6 31.2 6.3
20.09 triangle-graph bd 1.9 38.4 54.6

04.10 full 36.2 388.3 NA
04.10 locations only 8.8 64.6 NA
04.10 triangle-graph rand 2.7 41.0 8.1
04.10 triangle-graph bd 3.1 50.4 69.7

20.10 full 38.6 476.9 NA
20.10 locations only 9.6 83.7 NA
20.10 triangle-graph rand 3.4 54.5 8.9
20.10 triangle-graph bd 4.1 66.6 91.9

For the analyses of the triangles we had to reduce our data sets in order to keep the comput-
ing efficient. We calculated directed triangle types for four different data sets, September
7, September 20, October 4, and October 20i, as follows. From these data sets we removed
all nodes and their related edges that do not provide a location since we want to focus on
locations and distances. In a next step we choose randomly 100 nodes. Hence, those 100
nodes have to be the same for all four data sets to be comparable. We then calculate all
trainagles those hundred nodes participate in, and add all nodes and edges that are neces-
sary to complete the triangle. Later on we completed all sets of triangles by every triple
of nodes that form a triangle in on of the four samples. This way we see also triangles the
appear or disappear over time.

The result of the sampling can be seen in Table 4.1 Here, “full” refers to the graph repre-
senting the entire snapshot. The step in between, stripping the graph of all nodes without
location information, is referred to as “location only” triangles: graphs where nodes with-
out location information in the profile are ignored (together with their incident edges). The
“triangle-graph rand” category contains the triangles resulting from choosing one hundred
start nodes, as described above, and “triangle-graph bd” contains the triangles resulting
from choosing the first 100 nodes at random that fulfill the constraint to have more than 19
outgoing edges: “bd” hence refers to big degree.
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In addition to the social network edges, we also download the publicly visible profile of
each identified UID. To preserve storage space, we parse the profile online and store only
the interesting parts of the profile information on disk. In particular, we extract the set of
locations (up to seven) the user has been living in, the college and the major, the work place
(company) and job title as well as the longitude and latitude of the locations. This gives
us a complete profile dump that corresponds to the October 20 trace, which we use later in
this Chapter. Note that we obtained only data that is publicly available. While crawling the
data we never use any login-method that could reveal more than is configured as publicly
visible.

Flickr and Twitter: In addition to our own crawls, we obtained two social graph data
sets for Twitter and Flickr. Meeyoung Cha kindly provided access to the same data that was
used in [Cha et al., 2010] and [Cha et al., 2009]. Please refer to those works for further
details about how the data was gathered. Note that these data sets have been collected long
after the public release of the respective OSN. Also the data sets have been collected few
years ago. They represent a stable stage of the named OSN. Despite these differences to our
data we still believe them to be a valuable comparison point, esp. in face of the lack of any
other comparable data sets. As we will show in the following sections, Google+ seems to
be quite similar to them in many properties.

3.2.3 Google+ social graph

This section reports on our main results from crawling Google+. In this thesis, we go
beyond previous work, as we are able to observe the dynamics of an OSN graph during
the transition of the OSN from beta test status to fully operational. In the following, we
focus on the topological aspects of the network. For the discussion of profiles data see
Section 3.2.5.

Growth of the Network

The natural first step to understanding the evolution of the OSN is to examine how the
number of nodes and directed edges in the OSN evolved across the crawls. Accordingly,
Figure 3.1, plots for all crawls the number of nodes (left axis) and edges (right axis) across
time. In addition, we added a vertical line for the public announcement of Google+ on
September 20th. Until this date, we do not observe rapid growth–neither in the number
of nodes nor edges. We speculate that the service was not that “hot” anymore as reflected
by comments in discussions and by people in our circles announcing that they go back to
Facebook. After the public announcement of Google+, we see a period of rapid growth until
October 10th. After October 10th, the number of newcomers has been limited, indicating
that the “hype” may have slowed down, again.

To understand the relationships between users, we identify weak components in the OSN
graph. A weak component is a maximal subgraph which would be connected if one ignores
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Figure 3.1: Growth of Google+: number of users over time.
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the directionality of the edges. Figure 3.1 also plots the number of nodes in the largest weak
component (LWC) and the total number of nodes that are isolated (lonely nodes), i. e., have
no link to any other node. We see that until the public announcement, the number of lonely
nodes is relatively small and that more than 87 % of the nodes are in the LWC. The number
of nodes in local islands, e.g., smaller clusters of nodes, is relatively small. At the same
time, there are many weak components, implying that most of these components are small.
After the public announcement, the number of lonely nodes increases substantially, i. e.,
roughly 4-fold, while the size of the LWC increases continuously with only one smaller
jump. This is also reflected in the jump in the total number of edges in the OSN graph.

Node Degree Distribution

One of the most popular ways of characterizing OSN graphs is the node degree distribution.
In this context, the out-degree of node/user x denotes the number of other users a given user
x is connected to (in Google+ terminology: the total number of users across all of the user’s
circles). Accordingly, the in-degree corresponds to how many users “follow” user x, i. e.,
have x in their circles. Put differently, a user with a large out-degree is interested in many
other users, and a user with a large in-degree is interesting for many users. Since a Google+
user x can connect to another user y without user y connecting to x, the Google+ graph is
asymmetric. The resulting graph may therefore significantly differ from symmetric OSN
graphs, e.g., from Facebook.

Figure 3.2 shows the cumulative distribution function (CDF) and Figure 3.3 shows the com-
plementary cumulative distribution function (CCDF) of both the out-degree (black circles)
as well as the in-degree of Google+ users (black lines) for the 20th of October 2011. As can
be expected from past OSN analyzes, most nodes have a relatively small out- and in-degree.
From the CDF, we see that the in-degrees are only slightly lower than the out-degrees for
small node degrees. However, there is a limit to the out-degrees as is apparent from the
CCDF. The fact that Google limits the number of outgoing edges to 5,000 explains the ap-
parent drop-off in the CCDF for the out-degree. Note that our current crawling methodology
is able to identify the first 10,000 incoming edges for each Google+ user. However, less
than 1,000 nodes have an in-degree larger than 10,000, and reversing the edges allows us to
find most of the remaining ones. Thus, while we may not have captured all incoming edges
for users with more than 10,000 followers, we see them in the plot. In principle, the tail of
the in-degree distribution is consistent with a heavy-tailed distribution, as expected. The tail
of the out-degree distribution is consistent to a heavy-tailed distribution, with a cutoff.

In addition, we added the out-degree and in-degree distributions for Flickr [Cha et al., 2009]
(pluses) and Twitter [Cha et al., 2010](triangles), two popular OSNs with asymmetric re-
lationships. We obtained these data sets from the authors of [Cha et al., 2009, Cha et al.,
2010]. From their CDF, we see that the Google+ falls in-between Twitter and Flickr. The
average degrees of Google+ are higher than Twitter but lower than Flickr. The same obser-
vation holds for the tails (see CCDF). Indeed, Twitter shows a similar difference between
its out-degree and in-degree distribution, despite the lack of enforced limit in the degree in
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Figure 3.2: CDF (focus on body) of degree distributions of Google+, Twitter and Flickr.

Twitter. Flickr does not show such effects. Thus, in the body of the distribution Google+
seems to be closer to Flickr and in the tail to Twitter.

Figure 3.4 shows how the median and mean out-degree evolved during the observation
period. The lines marked with WoLN show the mean/median without considering lonely
nodes. First of all, the median is significantly smaller than the mean, which is consistent
with the skewed heavy-tailed distribution. We find that the average out-degree decreases
significantly after the public announcement of Google+ and is then only slowly increasing,
again. This holds for both cases, considering lonely nodes or not. Yet, when leaving out
lonely nodes (WoLN) the median does not change after the public announcement. This is
consistent with our earlier observation of a limited increase in the size of the largest weak
component, but a huge increase in the number of lonely nodes. For Google+ we observe
an average out-degree between 10 to 15. Mislove et al. [Mislove et al., 2007] report similar
node-degrees for Flickr and LiveJournal. They also studied Orkut, an earlier OSN from
Google, which is closer to Facebook and enforces symmetric friendships. For Orkut they
observed an average node-degree of 106. One more indication that Google+ is not just
another Facebook.
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Figure 3.3: CCDF (focus on tail) of degree distributions of Google+, Twitter and Flickr.

Table 3.2: In/Out-degree correlation for OSNs.

Graph Nodes (in Mio.) Degree Correlation
Google+ 38.5 0.11606
Twitter 51.2 0.24532
Flickr 2.3 0.75584

Degree Correlation

We re-examine the in-degree to out-degree relationship, to better understand the symmetry
in the Google+ network, compared to other OSNs. As mentioned earlier, there is a major
difference in the tail of the in-degree and out-degree distributions for Google+, but only
a limited difference in the body. Accordingly, we investigate the correlation between the
number of in-coming edges to the number of out-going edges, i. e., is a user interested in
many users also interesting for other users?

Table 3.2 shows the overall correlation for out-degree and in-degree for Google+, Twitter,
and Flickr. Interestingly, the correlation is significantly higher for Flickr than for Twitter
and Google+. Still the correlation for Twitter is higher than for Google+.

To further investigate the degree asymmetry, in Figure 3.5, we plot a heat map of the two-
dimensional histogram of in-degree vs. out-degree. A darker gray shade in the graph cor-
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responds to a larger fraction of nodes with this in-degree/out-degree combination. Google+
users can only circle at most 5,000 users, hence the out-degree is limited by the system to
5,000. However, we observe that some users have a slightly higher out-degree. It is unclear
why Google’s technical restrictions do not apply to them. We notice that most of the darker
color is close to the diagonal—indicating symmetry. However, this symmetry is much more
pronounced for Flickr than the other two OSNs. Twitter exhibits several outliers with very
large in-degree but relatively small out-degree. Google+ shows the same effect, even though
in a less extreme manner. Most nodes fall within the first quadrant of the graphs, indicating
that some users have larger in-degree than out-degree and vice versa. The magnitude of
this phenomenon is more pronounced for Google+ and Twitter than for Flickr, explaining
the lower overall correlation. However, there is more data on the diagonal for Twitter than
Google+, again explaining the difference in the overall correlation.

Additionally, manual inspection of the Google+ data gives us the impression that VIPs with
a huge set of followers tend to reveal their in-degree with higher likelihood compared to
their out-degree. On the contrary, privacy-aware users seem to first publish their out-degree
if they reveal anything at all. We conjecture that people who have high public visibility
tend to hide their private life (who they like) but want to expose how many followers they
have.3

Additionally, manual inspection of the Google+ data gives us the impression that VIPs with
a huge set of followers tend to reveal their in-degree more compared to their out-degree.
On the contrary, privacy-aware users seem to first publish their out-degree if they reveal
anything at all. We conjecture that people who have high public visibility tend to hide their
private life (who they like) but want to expose how many followers they have.4

The privacy trap in Google+

In addition to the interesting structures we see in the OSN graph, our work with the data
reveals another exiting fact, that confirms the concerns about using OSNs. In this analy-
sis we restrict ourselves to data that is publicly available and reveal an interesting privacy
breach. In Google+ it is possible to hide ones contact list. There are three options: hiding
the incoming links, the outgoing links, or both. Lets assume the users Larry and Marissa.
Larry hides the information who is in his circles. Marissa does not hide the information
who has her in his circles, i.e., who follows Marissa. In the case that Larry follows Marissa,
i.e., has her in his circles, we can see this link although Larry wants to hide it. The problem
about hiding contacts is, that a social relation is always a link with two ends. To hide the
whole link it is necessary that both ends keep the secret, which is not enforced in Google+.
Therefor we are able to see more links than we get by crawling.

3 To learn who are the top Google+ ers, we use http://socialstatistics.com, and verified whether the
numbers listed there correspond to the ones we collected. 4 To learn who are the top Google+ ers, we use
http://socialstatistics.com, and verified whether the numbers listed there correspond to the ones we
collected.
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3.2.4 Triangle analysis of the social graph

Directed triangles are a tool to analyze social graphs beyond properties as node degree
or size. The relation between three people allows a close look in the dynamics of social
relations, e.g., if two people who know each other know the same third person. In this
section we introduce the definition for directed triangles and the possible triangle types
resulting from this definition. We also give some possible interpretations for some of the
triangle types. After this we present the analyses of the triangles in relation to time and
space, i.e., distance between nodes in the triangles, and our findings.

Directed triangles

For our analyses we use the following defintion for directed triangles:

Definition. Triangle:
Three nodes v1,v2,v3 form a triangle if and only if the subgraph spanned by the three nodes
is weakly-connected (i.e., the nodes are connected if the edges were undirected).

Origin and Destination Type: In order to study how the relationship between three users
changes, we compare the types of the corresponding triangles connecting them in two snap-
shots S(o),S(d) ∈ S : the origin snapshot S(o) and the destination snapshot S(d). Accordingly,
we will call the triple relationship in S(o) the origin triangle and the relationship in S(d) the
destination triangle. If not stated differently, we will assume that S(o) = S1 and S(d) = S4.

Type 0: Due to the fast growth of the network, many node triples form a triangle according
to our definition only during a subset of the snapshots S . In order to take into account
triangles which only exist at a strict subset of the snapshots S ′ ( S , we introduce the notion
of Type 0 triangles: an instance of a Type 0 triangle is any relationship between three users
who were connected according to a Type ≥ 1 triangle in at least one other snapshot.

Figure 3.6 enumerates all 13 non-isomorphic triangle types fulfilling Definition 3.2.4. The-
oretically, x users can be involved in up to

(x
3

)
triangles.

Interpretation of triangle types: The Google+ “social search OSN” occupies a peculiar
position between a friendship network and a news aggregator network. In this thesis, we
interpret the semantics of different motifs accordingly: We argue that more symmetric tri-
angles (where users are mutually connected) are an indication of a friendship relationship,
while more asymmetric relationships suggest that a user follows someone he or she has not
yet met in person.

We observe several indicators that lead to this interpretation. First, we observe that asym-
metric links often point to users with a high in-degree. For example Table 3.3 shows the
top-10 in-degree users. Depending on the connection between the followers the resulting
triangle type is 4, 5, or 6. Second, as we observed earlier [Schioeberg et al., 2012] the
geographic distances spanned by asymmetric links are generally larger than for symmetric
links.
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Figure 3.6: The 13 possible non-isomorphic triangle types (cf Definition 3.2.4).

Type distribution: a first look

We first study the frequency distribution of different triangle types in Google+ snapshots.
As one might expect, the distribution is quite skewed, see Table 3.4: Type 4 is by far the
most frequent triangle, with over 50 percent of all triangles of this type. According to our
interpretation, this means that a large fraction of users follows other users. The peculiar
Type 9 is the least frequent type: indeed, it describes a situation where three users are
connected in a circular manner, where the circled user does not include the original user.
Type 13 triangles (three mutually connected users) are quite rare: this can be seen as a
further indication that Google+ is used for more than just keeping up with friends.

Another take-away from Table 3.4 is that triangles are typically sparse, i.e., triangles with
the minimum of only two directed edges constitute the vast majority of all the triangles.
Among the triangles where all three nodes are directly linked, Type 6 is quite frequent: it
describes a situation where two mutually connected users (e.g., friends) follow the same
third user. Much more frequent however is Type 5, where there is only an asymmetric
link between two “followers”. Among the triangle motifs with at least one symmetric link,
Type 3 and Type 7 occur most often—again, essentially the types with the least edges ful-
filling the symmetric criteria.

In summary it seems to be quite obvious that we find more triangles for the types that require
less edges. The surprise in this analysis is that Google+ is a social network but is only used
partially as a friend network, where friend denotes a mutual relationship.

Triangle dynamics

Active social networks are subject to a constant change: new users join the system, existing
users update their relationships over time, and others leave. This is particularly true for the
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Table 3.3: Superstars

Name Rank Followers
in full

% of Followers in full

location only triangle-graph

Britney Spears 1 443854 62.11 % 59.29 %
Mark Zuckerberg 2 510132 45.74 % 44.99 %
Paris Hilton 3 336174 66.07 % 64.72 %
Sergey Brin 4 351943 58.57 % 57.80 %
Jessi June 5 275122 64.29 % 63.31 %
Vic Gundotra 6 277713 60.41 % 60.09 %
Mark Cuban 7 219765 61.66 % 59.81 %
Thomas Hawk 8 204357 61.84 % 61.49 %
Trey Ratcliff 9 205413 58.27 % 58.11 %
Pitbull 10 187610 62.23 % 59.61 %

Table 3.4: Relative frequency of triangle types across datasets

Data
Frequency of triangle type (in %)

1
1 

2
2 

3
3 

4
4 

5
5 

6
6 

7
7 

8
8 

9
9 

10
10 

11
11 

12
12 

13
13 

Sep 7 20.86 6.82 5.23 55.75 3.18 0.40 4.74 1.43 0.00002 0.08 1.16 0.28 0.03
Sep 20 17.37 5.56 4.46 62.97 2.74 0.40 3.87 1.34 0.00006 0.07 0.96 0.26 0.03
Oct 4 12.91 6.37 5.12 63.79 2.86 0.87 4.29 2.22 0.00005 0.08 0.90 0.46 0.14
Oct 20 15.12 5.22 5.49 66.48 2.13 0.66 3.09 0.87 0.00024 0.05 0.68 0.20 0.02

early stages of Google+: The observed period features a significant growth (the user base
and number of triangles more than doubled), but many users also removed links during this
period of growth: the fraction of triangles evolving into a sparser one is quite large.

Note, that we do not know why an edge disappears. With our crawling method we cannot
determine wether a link was removed by the user(s) or hidden to enable more privacy.

This section presents our first insights on how triangles change their type between crawled
snapshots. Unless otherwise stated, we will focus on the triangles sampled for the snapshot
S1 (Sep 7), and compare a given triangle type in S1 (the origin type or origin triangle) with
its type in S4 (the destination type or destination triangle). We first consider all triangle
transitions including those from and to Type 0, in order to also understand the creation and
destruction process of triangles. Then we focus on triangle to triangle transitions.

Triangle transitions including Type 0:

Due to the fast growth of the user base, many triangles only emerge after snapshot S1 or
disappear before S4. Accordingly, here, we consider Type 0 triangles: user triples who
formed a valid triangle for one or more snapshots in S .
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Table 3.5: Triangle type transition probability (in %)

0 1 2 3 4 5 6 7 8 9 10 11 12 13

100.0 32.2 16.5 20.5 20.0 9.8 10.9 21.2 27.8 100.0 18.4 12.2 9.4 11.5

In our six-week observation period we observe the majority of triangles changing type.
We observe for 61.57% of node triples that at lease once form a triangle a change in their
interconnection. This implies that a significant amount of transient dynamics within a social
network may be lost when only the triangles present in the original or final snapshot are
considered.

Table 3.5 shows the probability that a certain type changes. Note, that all Type 0 triangles
need to change, per definition. Also note that there is only one Type 9 triangle in the first
snapshot. For the other types we observe quite varying change probabilities. This indicates
that some types are more stable than others. Types 5, 6, 11, 12, and 13 are the most stable
ones with change rates around 10 %. Types 1 and 8 expose the highest change rates around
30 %. Overall however most triangle do not change at all.

Figure 3.8 shows the distribution of destination types triangles transition into per origin
triangle type. So for example the plot shows that in relation to all transitions with an origin
Type 4 (x = 4), 94.6 % turn into a Type 0 triangle (y = 0), and Type 5, 7, and 1 are the next
most likely destination with 1.8 %, 1.5 %, and 0.8 %. Note that we only plot a circle when
the transition probability is higher than 0.5 %.

Transitions below the diagonal in Figure 3.8, indicate a degeneration of the triangle, typi-
cally involving the loss of an edge. Looking at the figure it is obvious that more triangles
degenerate (below the diagonal) as compared to those that strengthen their relation (above
the diagonal). It is also apparent that Type 0 is the most likely destination for origin types
1 through 5, i. e., those triangles disintegrate. For the better connected triangle types 10
through 13, however types 5 and 6 are the most likely destination types.

Figure Figure 3.7 shows the distribution for the history of a certain triangle type. Here, for
almost every destination type (y-axis), except types 9, 10, 12, and 13 we see that Type 0 is
the most likely origin type. Yet, interesting enough around 14 % of types 12 and 13 evolve
directly from Type 0.

On the first sight the traingle types behave as can be expected, most triangles evolve into a
type with one more edge or one less edge, which also explains why Type 1 through Type 4
are most likely to turn into Type 0. The more interesting thing to see is that new triangles
are slightly more likely to become Type 4 than Type 1, but are proportional. This gives us
an indication that the growth in number of edges is due to more users following few existing
nodes.

Triangle to triangle transitions
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Figure 3.7: Triangle transition origin per triangle type: Each column of circles adds up to

100% and indicates the distribution of destination types per triangle type.

Given the large impact of transitions involving Type 0, we have to exclude this type from

our view if we want to learn more about the dynamics between existing triangles, those

triples that form a valid triangle in the first and the last snapshot S1 and S4

Table 3.6 gives an overview of frequencies of all transitions (i. e., not per type), see also

Figure 3.9 for a graphical representation. Without Type 0 triangles, 4.12% of the triangles

in the first snapshot S1 changed to a different type in the last snapshot S4.

Fom from Table 3.6 and Figure 3.9 we get the following insights. First, we observe that the

transition probabilities are rather asymmetric. This indicates that the distribution of ttriangle

type frequencies, and hence the character of the topology, is changing over time. Another

interesting observation is that the rate of change, as well as the most likely predecessor and

successor types, depend on the triangle type. Taking into account the relative frequencies of

the corresponding types (see Table 3.4), we can compute the relative change frequency per

type, see Table 3.7; the table also includes the most frequent predecessor and successor type

for each triangle. The table shows that over 25% of all Type 8 triangles change between S1
and S4. Type 10 and Type 7 also change very frequently (more than 17%). In contrast,
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Figure3.8:Triangletransitiondestinationpertriangletype:Eachrowofcirclesaddsupto
100%andindicatesthedistributionoforigintypespertriangletype.

Types1,2,and5arequitestable(changeratearound5%).Maybesurprisingly,thechange
frequencyofType9islow;however,duetothesmallabsolutenumberoftrianglesofthis
type,webelievethatstatisticalsignificanceisinsufficient.Table3.7alsoshowsthatfor
sometriangletypes,namelyTypes1,3,7,and8,thepredecessorandthesuccessortypes
arethesame.

Trianglecontexts

Triangletypesdifferbymuchmorethanjusttheirstatisticalfrequencies.Whileasemantic
characterizationofdifferentdirectedtrianglesisbeyondthescopeofthisthesis,thissection
givessomeinsightsintothecontextinwhichatriangleusuallyappears.

Concretely,weinvestigatethecorrelationbetweentriangletypeanduserdegrees. While
naturally,manyType4trianglesarelikelytooccurtogether,inthesensethatthecircled
userisacelebritywithahighin-degree(describingotherType4triangles),wewillseethat
thetriangledegreesalsocorrelatewiththechangerateofthecorrespondingtriangles.
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Figure3.9:TransitionoftriangletypeswithoutType0. Weobserve4.12%oftriangles
transitiontoanewtype.Notethisplotdoesnotshowper-typefrequencies.The
biggestcirclerepresents10.6%ofalltriangletotriangletransitions.Seealso
tableTable3.6.

Subsequently,wewilltakeintoaccountadditional,publiclyavailableprofiledata,andshow
thatdifferenttriangletypesalsodifferinthedistancesspannedbytheiredges.

Correlationoftypesanddegrees

Figure3.10showstheout-degreesofnodesparticipatinginacertaintriangletype:Fig-
ure3.10(left)studiestrianglesthatwinedgesovertime,i.e.,transitionintoastronger
connectedtype,Figure3.10(middle)studiestrianglesthatlooseedgesovertime,andFig-
ure3.10(right)showsthenodedegreespertriangletypeforalltrianglesthatstaythesame
typeovertime.

Wecanagainseetheeffectofthespcecialcharacterofourfan-superstar-triangles,type1
andtype4.Theyshowalargeamountofoutliers.Althoughitishardtoconcludesomething
fromthesomewhatskewesboxplotswecanstillseeafewthings.Thestrongerconnected
trianglesaremorestableandhaveahigherchanceofevengainingedgesiftheycorrelate
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type pred succ freq
1 3 3 

2.4 %

2 7 5 
6.7%

3 1 1 
10.1%

4 7 5 
1.3%

5 4 6 
5.4%

6 5 1 
9.4%

7 4 4 
17 %

8 7 3 
26.6%

9 1 10 
0.0 %

10 7 12 
18.2%

11 7 5 
11.3%

12 11 6 
9.2%

13 12 6 
11.4%

Table 3.7: Overview of most frequent origin and destination types as well as change
frequency.

We calculate the distance between the users in a triangle even if there is no edge between
those users. This is motivated by our assumption that all users in a triangle are somehow
related to each other (at least transitively), so the distance of all participants matters. This
figure highlights the bias on the distribution by accounting for these additional distances.

Finally, we also consider the different timezones users are located in. Figure Figure 3.11
gives an overview of the time zones of Google+ users in general, and Table 3.8 studies the
number of triangles with users who are less than three time zones away from each other.
Looking at the distances in km, we can see now that the users in triangles of Type 3 and 6
are closest: around half of the triangles of that type are within 2 timezones. For Type 8
and 13, this is only a third of all triangles. This is counter intuitive since we would expect
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Table 3.8: Timezone neighbors
Data 1 2 3 4 5 6 7 8 9 10 11 12 13

# of triangles within three neighboring timezones 417607 63132 234476 774584 9883 30913 40682 20795 2 80 1215 826 515
percent of triangles within three timezones 30.91 13.55 47.77 13.04 5.20 52.13 14.75 26.84 9.53 1.66 2.00 4.62 26.17
percent of triangles within one timezone 22.92 8.53 39.40 6.43 3.88 48.73 10.18 22.17 9.53 1.06 1.25 3.58 23.12
types in general (percent of whole set) 15.12 5.22 5.49 66.48 2.13 0.66 3.09 0.87 0.00024 0.05 0.68 0.20 0.02

the shortest distances for Type 13. On the contrary the picture would look different if we
assume that Type 6 could as well be Type 13 with one user hiding their outgoing edges.
Since we cannot find out wether this is true we leave this idea open.

3.2.5 Analysis of profile information

Google profiles provides the following service to its users, as quoted from
https://profiles.google.com: “Decide what the world sees when it searches for you.
Display the information you care about and make it easy for visitors to get to know you.”
One of the main features of Google+ is the ability for users to control which other users
can access which part of their profile, including the ability to use circles. While in principle
Google profiles are an independent service from Google+, Google+ imports the information
from the Google profile service if it exists. When not changed or deleted later it remains
in the Google+ profile. Note that Google ensures that private information cannot be seen
from outside. In this section we examine how many users have publicly available profiles
and which parts of the information is public. Moreover, we analyze the information that
is exposed by Google+ users. We especially focus on the (geo- )location information and
correlate that with the social graph. All results reported in this section are derived from the
crawl on October 20.

Publicly available profile information

Figure 3.15 shows a bar plot of the fraction of profiles which allow access to different types
of profile information. We consider (from top to bottom in the plot): The list of friends
in circles, and thus the out-degree; The list of friends who have the observed node in their
circles and the in-degree; The "current" location (Loc_1) which corresponds to the location
marked blue (though selection by the user) on the user’s location map; Additional locations
(Loc_2–Loc_7), which can for example include the place of birth, the college town, or a
previous home location; The school or College of the user; And the Major or main subject;
The company or employer; And the occupation or job title; As Coordinates, we consider if
at least one location could be extracted.

While 75 %/50 % of the profiles share out-degree/in-degree, other profile information is
publicly shared by no more than 25 % of the Google+ users. The same number shares at
least one pair of coordinates. This indicates that users consider this information as more
sensitive as other pieces, or never bothered to enter this information at all. For a large
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Figure3.11:Timezonesintriangles:timezonesthatappearintrianglesbytype

fractionofuserswithcoordinates,wefindmultiplelocations.Indeed,someusersreveal
uptosevenpossiblelocationsandalargefractionofthemindicatetheircurrentlocation.
Wefindthatroughlythesamefractionofprofilescontainsharablecoordinatesascollege
information.Ontheotherhand,fewerusersalsosupplytheiremployer,jobtitle,and/or
major.Fromthefractionofuserswhodeclarecollegeinformation,wecaninferabiasof
Google+userstowardsahighlyeducatedsampleoftheworldpopulation.Furthermore,
thejobdescriptionsandemployersprovidedindicatethatGoogle+usersareparticularly
biasedtowardsanIT-educatedaudience,suchasengineersandprogrammers.Thismight
berelatedtothefactthatGoogle+waslimitedtoaninvitedaudienceinthebeginning.This
audienceconsistedmainlyofIT-relatedpeople.

Fromthesenumbersalone,wedonotseehowuserssharedifferentpartsoftheirprofilein-
formation,e.g.,hisjobtitleaswellashisemployer.Therefore,wenextstudytheconditional
probabilitiesofsharinginformation.Table3.9summarizestheconditionalprobabilityof
makingaparticularinformationpublic. Wefindthatifauserrevealssomedataatallitis
morelikelythatthisuseralsorevealsmoreinformation,e.g.,ifsomeonemakesherjobde-
scriptionpublicthereisa90%chancethatshealsogivesthenameoftheemployer,where
givingthenameoftheemployergivesonlya80%chancethatthejobdescriptionisgiven.
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Figure 3.12: Distances in triangles per type

Figure 3.13: Distances in triangles: mean distance of bidirectional links
(triangle types without a bidirectional link are excluded).
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Figure 3.14: Distances in triangles vs. original graph

We can see that the more general an information is, the more people are willing to give it.
The more detailed it gets, the less likely people are to give it away, e.g., if the school is
given not even half of the users want to tell their major.

3.2.6 Publicly available user locations

We begin by examining the user coordinates (i. e., Loc_1 or if that is not available Loc_2).
Figure 3.16 shows a world map of the user locations. We observe that Google+ users widely
sample locations around the world. Note that in Figure 3.16 we only plotted the locations
of users. We did not add borders or coastal lines. Yet, they show up anyway through the
distribution of users across the world. From the density of Google+ users on the map, we
see that most users are in the US or in Europe. Within Asia, most users are either in India,
Japan, or the other IT savvy regions. There are not as many users in Africa and Australia
as in South America. Overall, we see that the map reflects the population density as well as
the IT activity in different parts of world.

[Mislove et al., 2011] did a study on Twitter user locations and interactions across the
USA. Since we look at all users and do not zoom that far into the USA, the studies are not
directly comparable. Yet, we want to point out one finding that holds for us as well as for all
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Coordinates
Job_Title
Employer

Major
College

Loc_7
Loc_6
Loc_5
Loc_4
Loc_3
Loc_2
Loc_1

Ing−degree
Out−degree

Fraction of profiles with public information [%]

0 10 20 30 40 50 60 70

Figure 3.15: Bar plot showing the fraction of profiles which provide a certain information
(y-axis) publicly. The rest of the profiles either did not enter the information
or decided to keep it private.

such investigations: “users may lie about their location, or may list an out-of-date location”.
Profile data of OSN users is then limited in terms of validity and completeness.

While the exact location of users is relevant for the provisioning of an OSN infrastructure,
when modeling communication and session patterns of OSN users it is more important to
know how users are distributed across timezones. Accordingly, we compute the time zone
of each user and plot their distribution in Figure 3.17. We confirm our earlier findings that
most users are either located in the US or in Europe, with the US east coast and the central
European time zones dominating. This matches the expectations about access to the Internet
and the technical expertise of the user population. However, quite a number of users are also
in Asian time zones, such as those of Jakarta, Beijing, and Tokyo.

In the following we consider those links in the OSN graph, which connect two users for
which both share a coordinate publicly . For each of those links we compute the time
difference between the locations of the two involved users. Figure 3.18 shows the histogram
of these differences. Note, that we cut the bar at x = 0 at 10 % although it reaches 52 %, for
improved readability. A significant fraction of the links are within the same time zone or
have a limited time difference. However, some links correspond to a large time difference.
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Table 3.9: Availability of B under the condition of A about sharing profile information.
Unconditional availability is in the diagonal. All numbers in % of all profiles.

↓B /A→ Outdeg Indeg School Major Empl. Job Loc

Out 75.9 68.8 27.4 13.0 20.0 17.8 26.9
In 100.0 52.28 22.1 14.8 17.1 15.4 18.4
School 85.0 47.3 24.47 43.1 53.2 47.3 65.9
Major 92.8 73.0 99.2 10.62 53.6 49.0 48.5
Empl. 85.5 50.1 73.2 32.0 17.78 80.5 67.0
Job 85.6 51.1 73.3 33.0 90.6 15.78 69.6
Loc 81.6 38.4 64.4 20.6 47.5 43.8 25.04

Figure 3.16: Locations of Google+ users. Each dot represents an area of 0.5 square degree
latitude × longitude. The intensity (grey value) of the dot shows the number
of users in that area in log-scale (black is maximum).
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Figure 3.17: Distribution of profiles across time-zones.

Notably, the timezone differences are skewed to the left, which indicates that people living
east more often circle people living in the west. Particularly we find that American users
are significantly more often circled from abroad, than they circle foreign users. It is also
interesting to note the difference between asymmetric links (links between two users where
only one user circles the other) and symmetric links where the two users circle each other
mutually.

Figure 3.19 shows that around 50% of the Google+ neighbors are less than 1000km away
from each other. Despite the many social neighbors who live in adjacent time zones, a
significant fraction of these neighbors are separated by long distances, e.g., larger than
10,000km. This might be an artifact of the micro-blogging features of Google+ that results
in adding famous people who are really far away in a user’s circles. Figure 3.19 shows that
asymmetric links (pluses) are typically longer. We conjecture that symmetric links (trian-
gles) are more likely to represent friendships which are more local in nature, while asym-
metric links tend to describe (more global) follower-relationships. Scellato et al. [Scellato
et al., 2010] studied geo-social metrics for OSNs. Their results complement ours. They
find that social links tend to stay local, whereas news- and file-sharing leads to longer geo-
graphical distances. They emphasize that the type of OSN service impacts the geographical
distances of its links.
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Bigger/lighter circles represent higher frequencies. We
omitted circles when source and destination timezone are
the same to increase readability. Timezone pairs with small
frequency (less than median, i. e., 0.005 %) are also omitted.

In Figure 3.20 we plot the frequency of link timezone pairs. Each timezone combination is
represented by a circle, whose diameter/color determines the frequency of this combination.
For the sake of readability we omitted circles on the diagonal (i. e., same timezone links)
and timezone pairs with very low frequency. To give an example: The biggest circle (at
x,y =−4,−7) represents for example links from New York City to Los Angeles (east coast
to west coast in general). We also see many Europeans following users in the USA (x =
[1,3],y = [−4,−7]) and some Asians follow US users as well. From Figure 3.20 we can
see that there is indeed a trend in the directions of asymmetric links. In general they have
an east-to-west tendency, as can be observed from higher number of bigger circles below
the diagonal. Note, that Figure 3.20 is based on time zones. Therefore, a user in time zone
UTC+1 might be located in Europe or in Africa.

We also categorized users based on their coordinates on a per continent-level and studied
sources and destinations of the links. In Figure 3.21 we give an overview on the main
direction links have. We visualize the ratio of the number of links from one continent to
another to the number of links going in the opposite direction. The results reveal that indeed
a lot of links are directed to the US, e.g., twice as many edges start in Europe and end in
North America compared to the opposite. For Asia, almost three times as many links end in
North America compared to the opposite direction. Finally, many more links go from Asia
to Europe than from Europe to Asia.
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Figure 3.21: Link directions in Google+ per continent. The numbers on the colored arrows
show the ratio of links going in the direction of the arrow to the links coming
back from there.

3.2.7 Data useful for modeling

In this Chapter we discover a lot of facts useful for the design of DOSNs by accessing some
user information besides their social graph. For example, combining the social graph with
the location data gives us an idea about the way social links are built. When we know how
many friends a user has in different time zones we can make better assumptions about the
times they will be online. Apart from the fact that most links stay within a time zone, we
learned that links leaving a time zone have a bias in which direction they point, e.g., links
leaving Europe tend to point West-wards.

An important take away is that it is not enough to model a social graph including randomly
time zones. It is also necessary to set the timezones in relation to the nodes and link, i.e.,
to know the distance between users and in wich direction links point. The reason for this
is, when designing a system for high data availability it would be good to know, e.g., that
there may be more requests for data in a certain area, and where the data will be sent. This
way we could optimize the system by holding data copies from a certain user group near
the group that will be interested in it.

Studying the profile data we can learn more about the information users are willing to make
public. This can help us designing a DOSN search functionality to find new and old friends
within in DOSN.

51



Chapter 3 Online Social Networks: what we can learn from them

3.2.8 Summary

Google+ occupies an interesting position in the OSN space, between classic “friendship net-
works” such as Facebook where users typically have symmetrical relationships, and more
asymmetric, “social media” / (micro-)blogging networks such as Twitter. [Spiegel Online,
2011]. Our analysis shows that Google+ users span all regions of the world, and have a clear
bias towards a highly-educated audience, e.g., college students or IT professionals, making
this OSN distinctive. Our analysis of the topological structure of Google+ reveals that it has
a relatively symmetric in/out-degree structure for smaller node-degrees, but cannot clearly
be classified as asymmetric (micro-blog) or symmetric (OSN for friendships), which makes
it an interesting object to study. During the transition of the network just after its public
announcement, we observe a decrease of the median and mean out-degree due to the pres-
ence of a larger number of weakly connected components. The study of directed triangles
in context with the user location data gave us more insight in the nature of Google+. It
fortified the impression that Google+ is structure between a classic friendship network, ex-
pressed through mutual relations, and customizable news aggregator in the form of follower
relations.

Apart from the insights into the development of a newly launched OSN we get a valuable
data base for further studies on our DOSN approach. Especially important for us are the
informations about geographical distances between users who have a social relation.
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Chapter 4

Availability in Distributed Online Social
Networks

In this Chapter we present the evaluation of our social data distribution approach for DOSNs.

4.1 Introduction

As discussed before, Online Social Networks (OSNs), such as Facebook1, Google+2, Twit-
ter3, or Flickr4 have become very popular. For example, they allow people to present them-
selves publicly, reconnect with class mates, or make new friends based on their interests.
Despite these advantages and the popularity of OSN services they also raise privacy issues.
Using an OSN means exposing private information, the hands of powerful companies, such
as Facebook, Google+, or Twitter. There is a reason for this. Namely, e.g., to whom as user
is in contact, what interests a user have, which political opinion, etc. all this data is given to
those services.

To address these issues, recent works [Buchegger and Datta, 2009,Baden et al., 2009,Grippi
et al., 2010] have proposed decentralized online social networks (DOSNs), providing pri-
vacy and autonomy. See Chapter 2 for an overview on DOSNs.

Privacy of user content involves two different aspects: the access to the data and the storage
of the data. Access to the data can be restricted through encryption [Baden et al., 2009],
without requiring trust between the owner of the data and the intermediaries who store it.
Where to store the data in decentralized systems is generally solved by having an external
storage system in charge of keeping replicas of the data, for example through a distributed
file system [Adya et al., 2002, Kubiatowicz et al., 2000]. Note that we assume P2P-based
DOSNs for the rest of this Chapter. DOSNs that are based on distributed servers or use a
cloud service do not need to take care of availability since this is naturally given assuming
such infrastructure.

The main challenge in decentralization comes from guaranteeing availability of the data
when the owner of the data is not online [Pouwelse et al., 2008]. Availability has been
1 http://www.facebook.com/ 2 http://plus.google.com/ 3 http://twitter.com/
4 http://flickr.com/
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studied in P2P file-sharing [Bhagwan et al., 2003b, Douceur, 2003] and distributed file sys-
tems [Adya et al., 2002, Kubiatowicz et al., 2000]. File sharing is driven by popularity of
content instead of social relations. Most P2P and distributed file systems introduce signif-
icant overhead when replicating data to achieve high availability, without sacrificing high
scalability.

Almost all existing DOSN approaches rely on external storage services and therefore do not
study content availability. Among the few DOSNs which do not rely on external storage
is PeerSoN [Schiöberg, 2008] which proposes to utilize the naturally given graph structure
provided by the social relations. In this Chapter, we study the data availability in such
DOSNs that use the friends of a user as storage points. As direct social friends are interested
in a user’s content, we assume that they are willing to store it as an effect of their interest.
Contrary to existing data replication schemes that incur computation and communication
overhead, our implicit content replication scheme avoids this overhead.

Given the lack of explicit replication of our strategy, one may expect that the resulting
availability of a user’s data is very limited. We show that despite the limited replication
provided by our strategy, the availability of content is relatively high. Furthermore, we show
that by allowing a limited fraction of the users to be always online, e.g., by utilizing their
own home gateway or an external storage service, the content availability is comparable to
existing centralized OSNs.

We make the following contributions:

• Using network traces, we study and model the connection patterns of today’s OSN
users.

• Based on these results, we simulate and analyze the performance of our replication
scheme. Results show that friend-only replication allows a surprisingly good content
availability.

• We study the impact of users being always online and show that already a small
fraction leads to high overall content availability.

The remainder of this Chapter is structured as follows. We first introduce our replication
schemes and metrics. The we present our simulation approach and our models for session
characteristics, before we discuss our simulation results. Last we conclude this Chapter.

4.2 Our DOSN concept and simulation metrics

We first describe our concept of a DOSN and introduce some DOSN specific terminology.
Then we present the content replication schemes we evaluate in this analysis and describe
our availability metrics.
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4.2.1 System description

To the users there should not be a difference between DOSN and OSN system. Thus,
DOSN users can engage in social relations with other users, e.g., online friendship, or follow
another’s activity. In the context of DOSNs user content is stored on a computing device and
can be transmitted from one device to another. Each user regularly produces such content,
that she is eager to share with her friends with the help of the DOSN. We do not make any
assumption on the type of data exchanged by users, but in the following, we assume that
the time to transfer a user’s data is negligible. Typically content in OSNs is small in size.
Moreover, large objects such as videos can be uploaded into the cloud (e.g., YouTube) and
only the link to this object is shared through the DOSN. Thus, as we consider DOSN and
not P2P file-sharing systems.

We consider DOSNs in general, without limiting ourselves to a specific implementation.
Yet, we focus on cases where there is no central server storing users’ data, e.g., Peer-
Son [Schiöberg, 2008]. This implies that availability is a function of a user’s device being
online and able to serve the data of a given user.

In this thesis, we concentrate on DOSN data replication mechanisms. We assume that other
typical functions of OSNs, such as finding friends and bonding to them, or creating interest
groups, is ensured by another component of the DOSN. An often discussed, typical problem
in P2P systems is the so called boot strapping problem, which describes the process and
the related issues when a new node wants to join the system. We do not discuss the boot
strapping problem in this context because it increases the complexity a lot while giving very
little insight. Note however that our simulation does include nodes with only a few friends.
Further details on boot strapping a DOSN are discussed in [Schiöberg, 2008].

OSNs are highly dynamic, users join and leave, friendships are created and destroyed. This
leads to a very complex scenario. To reduce this complexity we examine a static snapshot of
an OSN. We do not assume that the graph is static itself but look at it in a certain state. We
believe this simplification to be reasonable as long as the simulation time frame is limited.
Throughout our simulations we do not allow users to join or leave, or edges to be added or
removed. We further assume that for the time of the simulation the data does not change
and because of that stays valid. In this study we want to follow data and its distribution over
the system and the resulting availability. If the data would be changed, e.g. by adding new
info, this would be equal to a restart of one of our simulation rounds.

We consider a one-to-one mapping between a user and a node, and that the node corre-
sponding to a user is always a replica of this user’s data. In other words, nodes always hold
a complete copy of their user’s data. We further assume that each user uses exactly one de-
vice. We do not consider the case of one user using multiple devices (such as a smart-phone
and a desktop computer), nor the case of multiple users sharing the same device (e.g., the
family’s desktop computer). The assumption that each device holds a full copy is valid, be-
cause memory is cheap and even smart phones have a lot of storage capacity these days. We
further believe that having more than one device per user increases the overall availability.
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Lets assume the following scenario. A user participates in our DOSN with two devices, his
tablet PC and his smart phone. At home the user is online with his tablet. When leaving
home he picks up the phone and is then reachable via this device, which increases the online
time of this user. In the case the user has only the tablet PC, the data would be offline the
moment the user leaves home. That is why we believe it is valid to assume that having more
devices per user does at least not decrease the overall availability.

A full system to handle different versions of data is given in [Schiöberg, 2008]. This system
uses a distributed hash table (DHT) to store a) information about available versions of the
content and b) locations (i. e., which node) where each version can be found. This way a
user is not necessarily tied to a single device. Thus, if a user utilizes multiple devices to
access the DOSN and some device does not hold all content or the most recent version of
the content, the DOSN knows about it. That way friends can make an informed decision to
either download outdated content or wait for fresh content. Yet, this case might influence a
user’s interaction with the DOSN and we can neither predict nor measure the effects of such
a feature. Therefore, we exclude this case from our analysis. We do not consider shared
devices for two reasons. Either they only share data when the user is online, then there is not
differences to our “exactly-one-device”-rule. Another option is that the device shares the
data of all its users while any of the users is online. For that case our assumptions actually
constitute a worst case.

4.2.2 Replication schemes

To improve data availability, data can be replicated on multiple nodes. These nodes become
replicas. Choosing good replicas is a crucial question that has received a lot of attention
in the context of distributed file sharing. In the context of DOSN however, one structure
is by definition available: the underlying social graph. In this thesis, we build an implicit
replication strategy from this underlying social graph. The rationale behind this strategy is
the fact that social friends are natural candidates for replicating a user’s data, as they are
interested in that person. And since memory is cheap, friends can store a replica of an item
even if they are not interested in it. We also assume that each user takes care to backup
her own data. In case a friend’s hardware fails, the user still has the full data set and can
transmit it to her friend as soon as their hardware works again. We study three different
replication mechanisms that constitute different ways to exploit the social graph of a DOSN
for data replication. The example in Figure 4.1 illustrates these replication schemes for user
Alice:

R0 No replication: In this scheme, only the user provides her own data. In other words, the
data is available only when the corresponding user is online. It is arguably not a repli-
cation mechanism, but constitutes a baseline for comparison of the other schemes. In
Figure 4.1, Alice’s R0 availability is equal to Alice’s online time. This is the only case
where it could be a difference if a user has multiple devices. If Alice is online with her
mobile phone and adds a new data item, this item is not available in that moment from
her home PC. On the other side, in that moment the home PC would probably not be
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Figure 4.1: Our replication strategy for user Alice. Bob and Charlie are friends of Alice.
Once two friends (e.g., Alice and Charlie, first arrow) are simultaneously online
they exchange their data: Charlie gets Alice’s data. In the replication scheme R1,
Bob never gets Alice’s data since they are never online together. In replication
scheme R2, Bob downloads Alice’s data from Charlie (second arrow), which
leads to a better availability.

online. In case it is, synchronization mechanisms like those explained in [Schiöberg,
2008] take care that both devices reach the same state again.

R1 Direct replication only: In this scheme, the data is made available by the user and her
friends. To be able to distribute user’s data, friends must obtain a copy of this data
directly from the user itself. In Figure 4.1, Alice’s R1 availability is her online time,
plus the online time of Charlie after he got a copy of Alice’s data. Since Bob and
Alice were never simultaneously online, Bob cannot replicate Alice’s data.

R2 Indirect replication: In this scheme, friends of a user can collaborate with other friends
to obtain this user’s data when they are online. In Figure 4.1, Bob can in this case get
Alice’s data from Charlie, and distribute it. Alice’s R2 availability is thus made by
Alice, Charlie after he got the copy from Alice, and Bob after he got the copy from
Charlie.

Note that if we represent the social network by its adjacency matrix A, the links of A0 =
Id,A1 =A, and A2 correspond to replication graphs of R0, R1, and R2 strategies respectively,
where an edge in the replication graph represents data exchange. It is however important to
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recall that data is only hosted by direct friends: common friends of a user might exchange
the data of this common friend, but do not host each other’s data. For instance in Figure 4.1
if Bob is not Charlies’ friend, he will get Alice’s data from Charlie, but will not host Char-
lie’s data. Note also that to keep this “only direct friends are replicas rule”, strategy R2 is
the best we can do.

4.2.3 Metrics: Pure availability and friend availability

The term availability can have many definitions in the context of P2P and distributed sys-
tems. Definitions include hardware failure rate, churn rate of peers, or information about
which parts of content can be downloaded from which peer. In this study we consider con-
tent availability, i. e., which fraction of time the data of a user is available to others in a
DOSN. The content is available when the user’s node is online, or when a replica of the
data is online.

One option to measure the availability would be to count how many data requests are suc-
cessfully answered in a real system. This requires to model and simulate user requests.
Although this is possible, we refrain from doing so because it substantially increases the
simulation complexity and duration. Moreover, it is difficult to find real-world data that
includes data request behavior and derive a good model from it. Therefore, we rely on
time-based availability metrics.

We do not consider data updates in this study. Instead we assume that each user generates
new content at some point of the simulation. We measure availability over a day (24 hours)
following the new content generation. Note, that this also means that the only copy of the
data available in the system at the beginning is held by the user’s node. We believe this
constitutes a worst-case scenario. Consider Figure 4.1: The first time Bob is online he still
has not downloaded Alice’s data. We therefore consider Alice’s data as unavailable. In
reality, Bob has probably a local copy of Alice’s older data that he can serve as well: he just
does not have the latest update.

Here, we do consider two different types of availability. The first one is the traditional
content availability, as defined above: The fraction of time a piece of data is available. We
refer to it as pure availability or metric M1.

In the context of DOSN however, we can again exploit the social graph. People interested
in a given user’s data are primarily her friends. Recall that any kind of OSN relationship
defines friendship. In a news service, only the followers that subscribed to a feed will
receive the content. In Facebook or Google Plus many profiles are only shared with friends,
such that an arbitrary user cannot see the profile.

Thus, in this study, we also measure the friend availability or metric M2, which is the
fraction of time a user’s data is available when her friends are online. This availability takes
into account who is interested in the data that is available. This last availability can be seen
as a convergence metric as once all the friends of a user have a copy of the data, this friend
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Table 4.1: Summary over relationship graphs

Name #Nodes avg.
Degree Distribution

StudiVZ 1.04 M 22.24
Weibull (0.9; 22.5)

G-SYNSTUDIVZ-N N 24.12

Twitter 51.22 M 41,71
Power-law (2.25; 41)

G-SYNTWITTER-N N 41

G-REGULAR-N-D N D N nodes w/ degree D

availability is one, even though friends are rarely online. Note also that pure availability
can be higher than friend availability. For instance, assume Figure 4.1 represents one day
and Bob is Alice’s only friend. Because Alice and Bob are never simultaneously online, M2
would be zero but M1 corresponds to Alice’s availability.

In the remainder of this Chapter we refer to the combination of the replication scheme Rx
and the metric My as RxMy, e.g., the combination of no replication and pure availability is
referred to as R0M1 and indirect replication and friend availability is referred to as R2M2.

4.3 Evaluation strategy

We evaluate DOSN content availability for different graphs and online patterns of the users.
In this section, we describe the friendship graphs used, explain how we model the session
characteristics of DOSN users, and present the simulation procedure.

4.3.1 Social graphs and their node negree distribution

For this study we use relationship graphs from two well-known OSNs, as well as syntheti-
cally generated graphs. The synthetic graphs allow us to explore social graphs with different
average node degrees as well as the influence of graph size. Table 4.1 summarizes the rela-
tionship graphs we use in this study.

Regarding the real-world graphs, we use graphs derived from crawls by Fritsch [Fritsch, ]
for the StudiVZ graph and Cha et al. [Cha et al., 2010] for the Twitter graph. StudiVZ is
a popular Facebook like OSN for German speaking students. While StudiVZ is symmetric
due to reciprocal friendships, Twitter is asymmetric. Being a follower is a unidirectional
relation.

The Twitter dataset includes a link from user A to user B, when the crawl revealed that A
follows B. This notion of edge direction is contrary to ours. We consider edges to point in
the direction in which content is transferred: From the content originator to the friend that
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Table 4.2: Summary over session characteristics

Name Durations

Q1 median mean Q3 fitted Model

Facebook 0m37s 6m30s 69m 52m Weibull (0.4; 1284) [s]
P-RADIUS w/o always-on 3m10s 5m16s 50m 19m Weibull (0.35; 550) [s]

Name Arrivals/bin Sessions
per daylow high

Facebook -97 % +107 % 2.5
P-RADIUS w/o always-on -52 % +44 % 4.5

is interested in the data. In Twitter content flows from the followed (B) to the follower (A).
Therefore, when we want to use the Twitter dataset we need to consider the distribution of
in-degrees, instead of out-degrees.

Both of these graphs have more than a million nodes, Twitter has 50 million. Running
simulations with that many nodes is not feasible when exploring all our combinations of
simulation parameters. In order to reduce the computation time we synthetically gener-
ate smaller graphs (e.g., 100,000 nodes) that follow the same node degree distribution as
the real-world graphs, using the gengraph tool by Viger and Latapy [Viger and Latapy,
2005].

To produce the input degree distributions for gengraph, we fit the StudiVZ degrees with a
Weibull distribution with shape 0.9 and scale 22.5. For Twitter’s in-degrees we fit a power-
law distribution with α = 2.25 and a mean of 41, using the node degree distribution gen-
erator distrib, which is part of gengraph. We validate our fitting through Kolmogorov-
Smirnov (KS) tests as well as visual inspection (Figure 4.2). For comparison, we also
generate regular graphs, i. e., graphs where each node has the same degree, with gengraph.
We use these graphs to study the impact of different (average) node degrees and in contrast
to the heavy-tailed real-world distributions.

In our simulations we do not consider that the underlying social graphs are changing. How-
ever, as users go online and offline the graph of active users is highly dynamic. We charac-
terize and model these changes in the following subsection.

4.3.2 Session characteristics

For our time-based simulations, it is important to reproduce the session characteristics of
DOSN users. Although we were able to get access to relationship graphs from real-world
OSNs, there are no publicly available models of session durations and arrivals for those
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Figure 4.2: CCDF of node degree distributions of the graphs used. Axis
are cutoff at 100.000 nodes for increase comparability with
the syntetic graphs.

graphs. Therefore, we rely on two types of session characteristics derived from data gath-
ered in the aggregation network of a large European ISP. First, we consider session charac-
teristics of Facebook sessions observed from about 2,000 users (Facebook), see Schneider
et al. [Schneider et al., 2009] for details on the dataset and a study of popular user interac-
tions with OSNs. Second, we consider DSL session characteristics (P-RADIUS) from about
20,000 customers, see Maier et al. [Maier et al., 2009] for details on the dataset.

From our DSL session data we observed that a significant fraction (57 %) of lines are always
connected, i. e., they perform an automatic reconnect upon disconnects from the ISP. The
exact fraction heavily depends on the (default) configuration of the DSL router, and is sub-
ject to change depending on the set of services provided by the ISP, e.g., a VoIP customer
DSL line should be always connected. We choose to filter out those sessions and instead
use a parameter in the simulations denoting the fraction of always-on nodes.

Because the number of users for which we observed the session characteristics does not
match with the sizes of our social graphs, we need to determine a session model that can
scale with the number of users. For each session we identify the login and logout timestamps
and model the session start times and durations. Our session start time model accounts for
time of day effects. We model the arrivals using a modulated Poisson process with 20-
minute bins. In each bin the rate is modulated according to the observed probability that a
session is starting in that bin.

We did not observe a strong correlation between the session’s start time (of day) and its du-
ration. Pearson’s correlation coefficient is −0.28 and −0.06 for Facebook and P-RADIUS,
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respectively. Therefore, we model the session durations independently from the session
start times, using Weibull distributions. Again we validate the fittings using KS tests.

Table 4.2 summarizes the session characteristics observed. We show the mean durations
as well as the median, together with the fitted distributions. Note that for P-RADIUS the
statistics and the model only correspond to those DSL lines which are not permanently
connected (referred to as "w/o always-on"). In addition, we show the deviation from the
average number of arrivals per bin and number of sessions per user per day.

4.3.3 Simulation setup

Our simulation takes three parameters: (i) the social graph, (ii) the session characteristics,
and (iii) a configuration that determines the duration of the experiment and the time period
considered to compute the availability metrics.

First we select a social graph which in turn defines N, the number of nodes/users in the
DOSN, and the node degree distribution as described in Section 4.3.1.

Second, we select one of the two session models from Section 4.3.2, and generate a (pos-
sibly empty) set of presence times for each of the N nodes of the graph. A presence time
consists of the start and end time of an online session. In addition to the session model, the
online times of users depend on the fraction P of nodes that are always connected. Note that
the session models include time-of-day effects, that is nodes are online and offline depend-
ing on the time of day. Further the process used to generate the sessions randomly applies
different sessions to all users, so that two users do not have the same on/off-pattern.

We generate a total of (1−P)×N×∅ presence times, where ∅ is the average number of
sessions per day and user (see Table 4.2). This allows to compare the results for graphs
with different numbers of nodes. The session start times follow the time-of-day modulated
bins. The session end times are produced by adding a duration drawn from the Weibull
distribution corresponding to the session model. To keep simulation runs with the same
session model comparable, we generate one big set of session durations per model and use
them subsequently. Each session lasts for at least 5 seconds.

For the remaining P×N nodes, we set the session start time to the beginning of the simula-
tion and the session end time to the end of the simulation time. Once everything is prepared
we compute the availability of each user’s content for the different replication schemes and
availability metrics in one pass.

4.4 Evaluation results

In this section, we start by demonstrating that our reduced size graphs accurately capture
availability. Then, we study the availability that can be expected from our socially-driven
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Figure 4.3: Comparing StudiVZ and synthetic graphs of varying size, using Facebook and
R2M1: Using small synthetic graphs is viable.

replication schemes, and highlight the importance of the way the availability metric is de-
fined. We also discuss the impact of different social graphs and user session models. We
close this section by assessing the improvements in availability gained from a fraction of
always-online nodes as well as considering longer simulation periods.

4.4.1 Graph sizes do not matter

In the remainder of this section, we present results as cumulative distribution function
(CDF) of the content availability (y-axis) as a function of the fraction of nodes/users (x-
axis).

Figure 4.3 shows the availability of StudiVZ based graphs with a Facebook session model
over 24 h simulation time for R2M1. Before computing the CDFs, we remove all nodes from
the simulation output which never go online, and therefore never generate any content. For
all simulations this exclusion affects around 6 % of the nodes for Facebook and 1 % for
P-RADIUS.
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Figure 4.4: Major gains in availability using replication schemes (R2,R1) over no replication
(R0) for Facebook. R1 is only marginally worse than R2.

Since simulating the replication process is an expensive task in terms of computational
time, we do most of the experiments on scaled-down graphs. In Section 4.3.1 we already
showed the match between synthetic graphs and real-world graphs in terms of node degree
distribution. In Figure 4.3 we now show that also the resulting availability is very similar, cf.
StudiVZ and G-SYNSTUDIVZ-1M. Moreover, scaling down the size of the network does
not affect the availability distribution either, cf. G-SYNSTUDIVZ-1K, G-SYNSTUDIVZ-
10K and G-SYNSTUDIVZ-100K.

Based on this insight, we use the synthetic graphs with 100,000 nodes for all further sim-
ulations. Using smaller graphs significantly speeds up simulation time and thereby allows
to explore a broader variety and combination of parameters. Unless otherwise mentioned
we present results for G-SYNSTUDIVZ-100K and Facebook for 24 h, which serves as our
baseline scenario.
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4.4.2 The gain of replication

Next, we turn to understanding the impact of the different replication schemes that we
introduced in Section 4.2.2. Figure 4.4 shows R0M1, R1M1 and R2M1 for our baseline
scenario. As compared to R0M1 which represents the availability of the nodes themselves
(no replication), we observe a drastic increase in availability for both replication schemes R1
and R2. While R2 offers limited gains in availability for the bottom and top 5 % of nodes
ranked by R0, the vast majority (90 %) of nodes double their availability and the median
availability is shifted from less than 5% to more that 35%—an increase by a factor of 7.
The bottom 5 % of nodes suffer from the reduced opportunities to hand over their data, due
to their own limited online time. The top 5 % do not gain much as their own online time is
already high.

Taking a detailed look at Figure 4.4, we see that replication schemes R2 and R1 produce
very similar results. As expected, R2 has better availability compared to R1. However, the
similar results indicate that passing along content over multiple friends does not happen
often. One explanation for this is that contacts with the data owner occur before contacts
between two friends. Indeed, increasing the simulation time to multiple days did not change
this result.

Note that due to the small difference between R1 and R2 and given that the restriction
of allowing to copy the data only from the originator is artificial, e.g., when relying on
encryption of content, we refrain from presenting the results for R1 in the sequel. Further,
R0 always produces the same curve for identical presence times, which only varies for
different graph sizes and session characteristics.

4.4.3 Difference between availability metrics

So far, we looked at the availability measured in relation to the total time of the experiment,
which we defined in Section 4.2 as our first metric M1. Our second metric M2 is the data
availability measured in relation to the online time of a user’s friends. In Figure 4.5 we
observe that R2M2 is a significant improvement over R2M1 for the baseline scenario. The
median availability increases to around 60 %. This corresponds to a 30 % gain for more
than 60 % of the nodes over R2M1.

However, the availability of about 8 % of nodes reduces to zero for R2M2, cf. bottom left
part of plot. Indeed, if no friend is online at the same time as the node itself, M2 reports
0 while M1 reports the node’s own availability. Our finding from the previous subsection
holds, in that R2 is slightly better than R1 when comparing R1M2 with R2M2 (not shown).
Without replication, M2 is still better than M1 but by very little. Therefore, from now on
we focus on R0M1 (as reference), as well as R2M1 and R2M2 whenever useful.

65



Chapter 4 Availability in Distributed Online Social Networks

0.0 0.2 0.4 0.6 0.8 1.0

0.
0

0.
2

0.
4

0.
6

0.
8

1.
0

Fraction of nodes

Fr
ac

tio
n 

of
 ti

m
e 

da
ta

 is
 a

va
ila

bl
e

R2M2
R2M1
R0M1

Figure 4.5: Availabilty of content with respect to total friends online
time (M2) vs. total simulation time (M1): M2 yields higher
availability.
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Figure 4.6: Impact of graph type on availability, using Facebook
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Figure 4.7: Impact of node degree on availability, using Facebook

4.4.4 Impact of graphs types and node degree

As introduced in Section 4.3.1, we use different types of graphs with different node degree
distributions. In Figure 4.6, we present the availability of two graphs in addition to our
G-SYNSTUDIVZ-100K baseline graph: G-SYNTWITTER-100K and G-REGULAR-100K-
22. We choose the average node degree of StudiVZ (22) as node degree for the regular
graphs, to allow comparison.

G-REGULAR-100K-22 achieves the best availability, followed by G-SYNSTUDIVZ-100K.
G-SYNTWITTER-100K has the worst availability, although it has the highest average node
degree. From this observation, we conclude that the degree distribution is more important
than the average degree for availability. Both synthetic graphs have a lot of nodes with
only a few friends, so that their opportunities to get their data replicated is lower. Indeed,
G-SYNTWITTER-100K has significantly more nodes with single digit node degrees than
G-SYNSTUDIVZ-100K (50 % over 35 %). The G-REGULAR-100K-22 graph does not
have nodes with zero R2M2 availability, as nodes do not need to rely on the opportunity to
meet their one and only friend.

67



Chapter 4 Availability in Distributed Online Social Networks

0.0 0.2 0.4 0.6 0.8 1.0

0.
0

0.
2

0.
4

0.
6

0.
8

1.
0

Fraction of nodes

Fr
ac

tio
n 

of
 ti

m
e 

da
ta

 is
 a

va
ila

bl
e

P−Radius
P−Facebook

R2M2
R2M1
R0M1

Figure 4.8: Impact of session characteristics on availability, using G-SYNSTUDIVZ-100K

To study the impact of a graph’s node degree, we consider different versions of G-REGULAR-
100K-?. Besides the degree of 22 we also used G-REGULAR-100K-10, and G-REGULAR-
100K-42. Figure 4.7 shows that the degree of each individual node has an impact on the
availability, although it is limited, as can be observed through the saturation effect around
22 neighbors. While R2M1 is always better for higher node degrees, R2M2 is slightly worse
for the top half of nodes (right sides of plot).

4.4.5 Impact of session characteristics

As described in Section 4.3.2, we use mainly two different distributions for the session char-
acteristics, P-RADIUS and Facebook. Figure 4.8 compares those on StudiVZ. P-RADIUS

shows higher availability for R2M1 and R2M2. Yet, for R0M1 the difference is limited.
However, the gap between the two session models is certainly bigger than the gap between
different graphs, highlighting the higher importance of the session models compared to the
graph.

The difference in availability for the replication cases, corresponds to the expected total
online time of all nodes. As shown in Table 4.2, the product of session per day and average
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Figure 4.9: Availability with X % always on nodes.

duration is higher for P-RADIUS. This matches the expectation that a user usually is more
often and longer online in the Internet than logged in to Facebook. Obviously, a user first
needs to establish an Internet access connection before using Facebook.

The reason why the higher total online time of P-RADIUS is not as pronounced in the R0M1
curve is that the median session durations are tiny compared to the simulation duration, e.g.,
6m30s corresponds to a value of 0.0045 on the y-axis.

4.4.6 Adding always on nodes

Many DOSNs rely on external storage and consider storage as always available. Simi-
larly, we saw more than half (57 %) of all P-RADIUS sessions being connected all the time.
Therefore we now explore how much we can improve availability by replacing a fraction
P of nodes with always-on nodes. This can be achieved by running the DOSN client on a
high availability platform, e.g., their home gateway which is usually always online, instead
of their computer.
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Figure 4.10: Always on nodes for 7 days simulation.

Figure 4.9 (legend on top) shows our baseline scenario for P= {0,5,10,25,50,75}%. Note,
the compressed curves due to this fraction of always available nodes. Replacing only 5 %
of the nodes, already increases the R2M1 availability of the 10 % top most available nodes
to almost full availability.

4.4.7 Considering longer time-frames

If in addition to always-on nodes, we consider a longer time frame until the data is requested,
more contacts will have occurred and the content is spread to more replicas. Considering a
time frame of a full week instead of 24 h, friends (R2M2) have almost a 100 % guarantee
to obtain the desired data, as shown in Figure 4.10. In the most extreme case, looking at a
7 day experiment with 75 % always on nodes, each nodes availability is at least 80 %.

Observing such high availability we are interested in determining the convergence towards
this full weeks results. Therefore, in Figure 4.11 we plot the R2M2 availability of DOSN
contents for each day of the week. We observe steady but decreasing improvement on each
day. Culminating in an almost vertical curve, at the last day of the week more than 80 % of
all the nodes have full availability.
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Figure 4.11: Daily availability after each of the 7 days.

4.5 Summary

In this Chapter we evaluated our approach of a simple storage system based on social re-
lations. For this we used simulations based on data from OSN users to study this natural
replication scheme. We find that with such a replication scheme, the availability of the users
content increases drastically, when compared to the online time of the users, e.g., by a factor
of more than 2 for 90 % of the users. Furthermore, adding a small fraction of always online
users to our scheme leads to high overall availability of users’ content.
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Chapter 5

Conclusion

In this Chapter we summarize and conclude our work, discuss open questions, and give an
outlook on small and big things yet to be done.

5.1 Conclusion

The topic of Distributed Online Social networks within our group was introduced by Sonja
Buchegger [Buchegger and Datta, 2009] who gave me the opportunity to work with her on
that topic during my Diplom thesis. Together we designed PeerSoN [Schiöberg, 2008], a
pure P2P-DOSN that was designed to have no central component to rely on. That project
raised my interest to dive deeper into the topic of DOSNs and OSNs during my PhD thesis.
While working with PeerSoN I already discovered the contradiction of the wish for visibil-
ity, i.e., the possibility to be found by friends via the network, and the wish for anonymity,
i.e., not to announce publicly that one participates in a certain network, e.g., participate but
hiding all private information including the own contact list.

Since PeerSoN was never deployed we could not evaluate the system under a real work
load with real users. What can usually be done is to analyse the behavior of parts of the
system. A lot of things are known about P2P systems, e.g., how information spreads in a
structured or unstructured system. Most of those studies have been done for P2P file sharing
systems or distributed file systems. To use a P2P architecture as the underlying basis for
a DOSN is not typical and the effects on some parts of the DOSN are unknown. One of
the vital yet unknown properties relate to the data availability in P2P-based DOSNs. So
we started to create a simulation environment that was meant to tell us how good data is
available given our data replication strategy, as introduced for the PeerSoN system. As
explained in Chapter 4 we had a set of friendship graphs and measurement data available
to build a simulation set up, e.g., on/off-times derived from Facebook click streams, or the
StudiVZ social graph. To simulate the behavior of a DOSN as described a certain set of
data is necessary: (i) the on/off-times of the users, (ii) the length of their online times,
(iii) their geographical location, (iv) their usage patterns, and (v) the graph of their social
relations. The information for (i) and (ii) we gained from the Facebook click streams. For
the social relations we had several data sets, from StudiVZ, Twitter, and Flickr. The rest of
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the data was at this time still missing, so we had to work without this data, as described in
Chapter 4.

We found that with such a replication scheme, the availability of the users content increases
drastically, when compared to the online time of the users, e.g., by a factor of more than 2 for
90 % of the users. Furthermore, adding a small fraction of always online users to our scheme
leads to high overall availability of users’ content. Our results show that our minimalistic
approach provides a lot of availability, already. Thus, to build a system that adds a lot of
overhead in terms of communication and computation should be carefully reconsidered in
each case. Within this process we realized that we cannot model every parameter of such an
availability analysis to its full extend since we still missed some data, e.g., the knowledge
about the geographical distribution of the users, or how many time zones lie usually between
two friends. Furthermore, without a good understanding of such systems and how they are
used it is problematic to design a DOSN, because it might be a good system but not for the
purpose that it is meant for.

Apart from looking into the privacy issues that are raised using OSNs, at this time we started
to have a closer look on those systems to get an idea how they are used. The available data
sets of OSN graphs we could get came all as social graph only, e.g., there was no such data
as locations of the users, or their usage pattern. So we explored different OSNs for the
possibility to collect the missing data. In the summer of 2011 we found out about Google’s
new OSN, Google+, and examined if it is possible to gain data from this OSN. We found
the way to crawl its data as described in Chapter 2. With this method we were able to get
15 snapshots of almost the entire Google+ graph over 6 weeks. Exploring this data, see
Chapter 3, we see even more evidence that participating in any OSN, no matter how effi-
cient the privacy settings are, exposes the user’s data. For example, in Google+ a user can
hide her contact list, but this same contact list can be mostly reverse engineered through the
contacts lists of her friends, or followers. Thus, a link can only stay hidden if both partners
of a connection hide this information, and then it is still known to Google. Apart from
the privacy leaks, we found exciting details about the OSN graph itself. Google+ occu-
pies an interesting position in the OSN space, between classic “friendship networks” such
as Facebook where users typically have symmetrical relationships, and more asymmetric,
“social media” / (micro-)blogging networks such as Twitter. [Spiegel Online, 2011]. Our
analysis revealed that Google+ users span all regions of the world, and have a clear bias
towards a highly-educated audience, e.g., college students or IT professionals, making this
OSN distinctive. Our analysis of the topological structure of Google+ shows that it has a
relatively symmetric in/out-degree structure for smaller node-degrees, but cannot clearly be
classified as asymmetric (micro-blog) or symmetric (OSN for friendships), which makes it
an interesting object to study. During the transition of the network, just after its public an-
nouncement, we observe a decrease of the median and mean out-degree due to the presence
of a larger number of weakly connected components. It is a rare chance to observe a newly
introduced OSN, launched by a big player as Google, in its early stage. The rapid growth
we saw when it was still in beta test and the users needed an invitation to participate, can
give an insight into the dimensions of system provisioning that is necessary to maintain such
a network. Within the 6 weeks we observed the network we saw it grow from 1̃9 million
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users to almost 40 million users. Although it was questionable in 2011 whether Google+
can be a success Google claims that there are now more than 400 Million users. This size
is a big challenge when planning further crawls, and especially handling the data sets.

Besides the insights into a real OSN we also have now a valuable data base to extend the
evaluation of our DOSN.

However, the ideal DOSN is something that cannot be designed since some of the user
wishes contradict each other. Being social means to expose personal information and en-
dangers a person to be hurt in any way. We discussed in this thesis why this is the case. As
a take away we state again that using any OSN or DOSN has a lot of advantages but is not
for free. The same is true for any social interaction outside the Internet.

Our contributions in this thesis are:

• We introduce an as-simple-as-possible approach for P2P-DOSN-replication. We let
the users replicate each others data if they have a social relation, as soon as they are
online at the same time. Thus, we utilize the naturally given interest in each others
data. This design already provides high data availability, while giving a lower bound
for any DOSN design that applies a more complicated approach for data replication.

• We provide a methodology to evaluate data availability in DOSNs.

• We were the first to explore the almost complete OSN graph of the early days of
Google+ over a longer time. We present the first results from analyzing this graph.

• Our analysis of the topological structure of Google+ reveals that it cannot be classi-
fied as especially asymmetric (Twitter-like) looking at its in/out-degree structure. But
it is also not as symmetric as, e.g., Flickr. This makes Google+ quite different topo-
logically from other OSNs such as Flickr, that displays a higher correlation between
their in- and out-degrees.

• The transition in the graph of Google+ after it became public exhibits a significant
growth. The transition comes with a decrease of the median and mean out-degree,
due to the presence of a larger number of weakly connected components in the graph
compared to the period before the transition.

• The study of directed triangles revealed that there is a difference in the character of
symmetric vs. asymmetric links. Symmetric links seem to indicate a more personal
relation. Whereas asymmetric links are a hint on a follower relation, or even a hint
on the use of Google+ as new aggregator.

• Our analysis of the user profiles shows that Google+ users span all regions of the
world, and have a clear bias towards a highly-educated audience, e.g., college students
or IT professionals. While more than 50 % of the users are within the same timezone,
more than 50 % of the social links are separated by a distance of more than 1000km.
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• Overall, the probability that a user shares a specific type of information in its profile is
low, e.g., 25 % or less. On the other hand, users who share their out-bound neighbors
have a high probability of giving away pieces of their profile information. Further-
more, the conditional availability of different pieces of profile information is highly
dependent on the nature of the information. For example, when a user shares its
school information (employer resp.), then it tends to share its major (job description
resp.). Additionally, manual inspection of the Google+ data gives us the impression
that VIPs with a huge set of followers tend to reveal their in-degree more compared
to their out-degree. On the contrary, privacy-aware users seem to first publish their
out-degree if they reveal anything at all. We conjecture that people who have high
public visibility tend to hide their private life (who they like) but want to expose how
many followers they have.1

• We discuss how near we can get to an ideal privacy preserving DOSN.

5.2 Future Work

In this Section we discuss questions still open and give an overview of future work. We
explain which further questions can be tackled by exploring the Google+ data that is already
there. We give an outlook on how new crawls can be done. Finally we give an overview
which analyses can be done regarding data availability in DOSNs.

5.2.1 Google+ data analyses

The analyses of Google+ data we have so far have revealed a great potential of what we can
learn from this data, e.g., finding the hidden privacy leaks such as the reverse engineered
contacts, or seeing the transition from beta testing to public. Especially since all the data
we use is publicly available. It is not data only Google can use. The challenge is to find
out what else we can do with such data. What can we see by utilizing dynamic data? We
followed Google+ over 6 weeks. There is still a lot to explore that relates to this time
dynamics. Before collecting more data it is necessary to learn more about the data that we
already have.

Future analyses should include but are not limited to:

bootstrapping of new users: when a user joins Google+, who does she connect to, who
does add her to his circles? Which distance have first links? Is it more likely that a
new user first follows a personal friend or a celebrity?

1 To learn who are the top Google+ ers and other interesting things we used a lot
http://socialstatistics.com.
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professions: from manual inspection we know that the Google+ users tend to have a
technical or engineering background. This is yet to be proved. To do this we need
to analyze the professions as given by the user which can be very different names for
the actual same profession.

”Silicon Valley”: once the professions are extracted from the data, the question can be
asked where the professionals live. Are there hot spots of a certain profession? Can
we find, e.g., the ”Silicon Valley” or the ”Artist Mountain”?

triangles: triangles or network motifs [Milo and et al., 2002] are a promising approach to
get deep insights into the social dynamics of a network while looking at small subsets
of only three nodes. The challenge is that for analysis purposes the triangles need
to be collected and categorized, not only counted. [Schank and Wagner, 2005] show
worst case boundaries of O(n3) for listing triangles in undirected graphs, whereas we
have to handle directed graphs.

loosing followers: from the data we have we can analyze how likely it is to loose a fol-
lower.

symmetry: what fraction of incoming links is matched by an outgoing link to the same
friend? Or in other words how many contacts of a node are symmetric, especially
how does that change after the transition into a public OSN.

graph building: As mentioned in Chapter 2, there are several algorithms to predict how
links are built in a graph, which are also used to generate artificial graphs. The
Google+ data gives the opportunity to verify or falsify some of these algorithms.

Furthermore, we can explore more of the possibilities to reverse engineer user data. How
much can we find, e.g., by connecting the profile data with the graph? In Chapter 3 we
showed that it is possible to reverse engineer the contacts of a Google+ user who actually
wants to hide this information. We found more signs in the Google+ data that it is possible
to sneak behind private information by connecting all data the users make public. Also, we
can see, e.g., what education the users of Google+ have, where they come from. From their
outgoing connections we can get an idea about the languages they speak, or at least can
read. What else can we learn about the world that Google+ spans?

The challenge is to handle those huge amounts of data in a feasible way. What can we learn
about the hidden privacy issues using OSNs? Especially, what can be done connecting the
data of different OSNs? How can we handle the storage issues? How can we do research
on such data while preserving the privacy of the OSN users?

5.2.2 New crawls

As we show in this thesis especially the dynamics in OSN data are interesting. So far we
can see the start of Google+. To follow the further development of Google+ we need to
keep track of this OSN and continue to collect data. As described in Section 3.2.1 we had
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to write a new crawler since Google installed defense mechanisms against crawling. That
mechanism is very good from the perspective of the users and their privacy but sad for the
purpose of research. The new crawler we built is based on a distributed architecture that
relies on the availability of many public IP addresses. However, in distributed research
infrastructure networks, such as PlanetLab crawling is not permitted. The challenge for
future crawling is to find an infrastructure that provides a large amount of IP addresses to
capture the full Google+ graph again. Additionally, we have to find a way to store and
manage this huge amount of data.

Our new crawler is also able to collect profile data, user posts, and the history of those posts.
This data is more complex than the graph data and any crawling process is much slower.
The solution to this problem can be to choose a subset of the data to be crawled, since it
is not feasible to collect all possible profile and post data. Crawling posts can be done in
several steps as follows:

1. download the stream of user <ID> by using the following URL:
https://plus.google.com/u/0/_/stream/getactivities/<ID>/?sp=%5B1%2C2%
2C%22<ID>%22%2Cnull%2Cnull%2Cnull%2Cnull%2C%22social.google.com%22%
2C%5B%5D%2Cnull%2Cnull%2Cnull%2Cnull%2Cnull%2Cnull%2C%5B%5D%5D

2. extract the ID of the post to be examined

3. get the post’s sharing history by using the URL:
https://plus.google.com/_/stream/getsharers/?id=<post-ID>

4. comments and +1 of a post can be downloaded via:
https://plus.google.com/_/stream/getactivity/?updateId=<post-ID>

The challenge in this process is to find the right subset of postings, e.g., choose only the top
10 popular postings and follow them, or follow the 10 newest posts of a certain person.

In summary, we can still collect data, but we need to do this more carefully. We have to
answer the question: what is necessary to manage these amounts of data and gain some use
from it? As seen, to collect the data we first need a large amount of crawling infrastructure
in terms of IP addresses and bandwidth. We cannot expect from any university or single
research lab to provide this. So we propose that this should be done as a community project
of many researchers. When we finally are able to collect this data we need enough space
to store it. Apart from a smart design of a data base or any other of storage system, the
hardware must still be provided. Dynamic data also needs a data management that allows
to keep track of the history of the data. This should be done once and on the fly while the
data is crawled. It is time consuming to compute some of the graph dynamics over and
over again. At last, computations on such large graphs are best done within a cluster, e.g.,
MapReduce [Dean and Ghemawat, 2008]. As can be seen those large amounts of data can
give useful insights as long as they can be handled at all. The amount of infrastructure,
hardware, network components, and smart engineering is a huge project for more than one
person or small research team.
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5.2 Future Work

5.2.3 Availability evaluation

We mentioned that we started the Google+ crawls to have a better data basis for our avail-
ability study. In the following we describe the questions we work on. For most of these
questions we can already use our Google+ data:

timezones: In Chapter 4 we introduced the data sets we had available for our availabil-
ity study, namely the Facebook and P-RADIUS data. Both have been derived from
observation of users living in only one time zone. Yet, DOSNs will likely operate
globally. There have been studies that most online friendships are domestic and do
not span many timezones [Gonzalez et al., 2011]. We verified this finding in StudiVZ,
although given the language barrier this is not surprising. Unfortunately, the Twitter
dataset also does not include timezone or location information. With Google+ we
gained new information on this and saw that there is a significant amount of links that
span over multiple timezones. We even found that the links in summay tend to have
a direction for certain regions of the world. This new knowledge can now be applied
to repeat the according studies.

graph dynamics: our Google+ data gives us the chance to simulate the DOSN behavior
while the graph changes, i.e., the graph is dynamic.

content dynamics: so far we treat changes in the content as new content. We start our
simulation with a set of content and do not allow that new content is added during the
simulation. The reason for this is that we do not know how often content is generated
and in which form. In the area crawling Google+ content might give us the necessary
input.

prototype: we also need to leave studies to our future work that look at the overhead in
terms of traffic, time, messaging generated by a system similar to the presented one.
The challenge there is that we have to implement the system, deploy and observe it
while in use to find out about those details.

content propagation speed: we want to study the speed at which user content updates
propagate through the graph of DOSNs, as well as compare our replication scheme
with others that are not purely based on the friendship graph.

From the mentioned questions we think that we can learn already a lot by applying the
timezones to our evaluation. The next step we want to take is to add dynamics to the graph,
allow it to grow and to change its topology. Having results of these parameters enables us
then to plan further analyses and to decide whether we need more data, e.g., the information
about content update frequencies.

79





Bibliography

[Achlioptas et al., 2005] Achlioptas, D., Clauset, A., Kempe, D., and Moore, C. (2005).
On the bias of traceroute sampling: or, power-law degree distributions in regular graphs.
In Proc. 37th Annual ACM Symposium on Theory of Computing (STOC).

[Adya et al., 2002] Adya, A., Bolosky, W. J., Castro, M., Cermak, G., Chaiken, R.,
Douceur, J. R., Howell, J., Lorch, J. R., Theimer, M., and Wattenhofer, R. P. (2002). Far-
site: federated, available, and reliable storage for an incompletely trusted environment.
In Proceedings of the 5th symposium on Operating systems design and implementation
(OSDI ’02), pages 1–14.

[Ahn et al., 2007] Ahn, Y.-Y., Han, S., Kwak, H., Moon, S., and Jeong, H. (2007). Analysis
of topological characteristics of huge online social networking services. In Proc. of the
16th International Conference on the World Wide Web (WWW).

[Backstrom et al., 2006] Backstrom, L., Huttenlocher, D., Kleinberg, J., and Lan, X.
(2006). Group formation in large social networks: membership, growth, and evolu-
tion. In Proc. 12th ACM SIGKDD International Conference on Knowledge Discovery
and Data Mining (KDD), pages 44–54.

[Baden et al., 2009] Baden, R., Bender, A., Spring, N., Bhattacharjee, B., and Starin, D.
(2009). Persona: An online social network with user-defined privacy. In Proc. SIG-
COMM.

[Barabasi and Albert, 1999] Barabasi, A. L. and Albert, R. (1999). Emergence of scaling
in random networks. Science, 286:509–512.

[Bhagwan et al., 2003a] Bhagwan, R., Moore, D., Savage, S., and Voelker, G. M. (2003a).
Replication strategies for highly available peer-to-peer storage. In Future directions in
distributed computing, pages 153–158.

[Bhagwan et al., 2003b] Bhagwan, R., Savage, S., and Voelker, G. M. (2003b). Under-
standing availability. In Proceedings of the Second International Workshop on Peer-to-
Peer Systems (IPTPS’03), pages 256–267.

[Bonato et al., 2010] Bonato, A., Janssen, J., and Pralat, P. (2010). A geometric model for
on-line social networks. In Proc. International Workshop on Modeling Social Media
(MSM).

[Boyd, 2008] Boyd, D. (2008). let’s define our terms: what is a ”social networking tech-
nology”?

81



Bibliography

[Boyd, 2011] Boyd, D. (2011). ”real name” policies are an abuse of power.

[Boyd and Buckingham, 2008] Boyd, D. and Buckingham, D. (2008). Why Youth (Heart)
Social Network Sites: The Role of Networked Publics in Teenage Social Life. In Youth,
Identity, and Digital Media, pages 119–142+. MIT Press.

[Boyd and Ellison, 2007] Boyd, D. M. and Ellison, N. B. (2007). Social network sites:
Definition, history, and scholarship. volume 13(1).

[Buchanan, 2005] Buchanan, M. (2005). Data-bots chart the internet. Science, 813(3).

[Buchegger and Datta, 2009] Buchegger, S. and Datta, A. (2009). A case for P2P infras-
tructure for social networks - opportunities and challenges. In Proc. WONS.

[Buchegger et al., 2009] Buchegger, S., Schiöberg, D., Vu, L. H., and Datta, A. (2009).
Peerson: P2p social networking – early experiences and insights. In Proceedings of
the Second ACM Workshop on Social Network Systems 2009 (SNS ’09), co-located with
Eurosys 2009, pages 46–52, New York, NY, USA. ACM.

[Cha et al., 2010] Cha, M., Haddadi, H., Benevenuto, F., and Gummadi, K. (2010). Mea-
suring User Influence in Twitter: The Million Follower Fallacy. In Proceedings of the
4th International AAAI Conference on Weblogs and Social Media (ICWSM).

[Cha et al., 2009] Cha, M., Mislove, A., and Gummadi, K. P. (2009). A measurement-
driven analysis of information propagation in the flickr social network. In Proceedings
of the 18th international conference on World wide web (WWW).

[Chu et al., 2002] Chu, J., Labonte, K., and Levine, B. N. (2002). Availability and locality
measurements of peer-to-peer file systems. In Proceedings of ITCom: Scalability and
Traffic Control in IP Networks.

[Coleman, 1988] Coleman, J. S. (1988). Social capital in the creation of human capital.
The American Journal of Sociology.

[Cormen et al., 2009] Cormen, T. H., Leiserson, C. E., Rivest, R. L., and Stein, C. (2009).
Introduction to Algorithms (3. ed.). MIT Press.

[Cormode et al., 2010] Cormode, G., Krishnamurthy, B., and Willinger, W. (2010). A man-
ifesto for modeling and measurement in social media. First Monday [Online], 15(9).

[Cutillo et al., 2009] Cutillo, L. A., Molva, R., and Strufe, T. (2009). Safebook : a privacy
preserving online social network leveraging on real-life trust. IEEE Communications
Magazine, Vol 47, N12, Consumer Communications and Networking Series, December
2009.

[Dean and Ghemawat, 2008] Dean, J. and Ghemawat, S. (2008). Mapreduce: simplified
data processing on large clusters. Commun. ACM, 51(1):107–113.

[Dimakis et al., 2008] Dimakis, A. G., Godfrey, B., Wu, Y., Wainwright, M. J., and
Ramchandran, K. (2008). Network coding for distributed storage systems. CoRR,
abs/0803.0632.

82



Bibliography

[Dimakis et al., 2010] Dimakis, A. G., Ramchandran, K., Wu, Y., and Suh, C. (2010). A
survey on network codes for distributed storage. CoRR, abs/1004.4438.

[Douceur, 2003] Douceur, J. R. (2003). Is remote host availability governed by a universal
law? SIGMETRICS Performance Evaluation Review, 31:25–29.

[Druschel and Rowstron, 2001] Druschel, P. and Rowstron, A. (2001). Past: A large-scale,
persistent peer-to-peer storage utility. In Proceedings of the Eighth Workshop on Hot
Topics in Operating Systems (HotOS VIII), pages 75–.

[Dwyer et al., 2007] Dwyer, C., Hiltz, S. R., and Passerini, K. (2007). Trust and privacy
concern within social networking sites: A comparison of facebook and myspace. In
Proceedings of AMCIS 2007.

[Fabrikant et al., 2003] Fabrikant, A., Luthra, A., Maneva, E., Papadimitriou, C. H., and
Shenker, S. (2003). On a network creation game. In Proc. 22nd Annual Symposium on
Principles of Distributed Computing (PODC).

[Faloutsos et al., 1999] Faloutsos, M., Faloutsos, P., and Faloutsos, C. (1999). On power-
law relationships of the Internet topology. In Proc. ACM SIGCOMM.

[Fang et al., 2012] Fang, L., Fabrikant, A., and LeFevre, K. (2012). Look who i found:
Understanding the effects of sharing curated friend groups. In Proceedings of ACM Web
Science 2012, pages 137–146.

[Fritsch, ] Fritsch, H. StudiVZ - Inoffizielle Statistiken vom Dezember 2006. http://
studivz.irgendwo.org/.

[Gjoka et al., 2011a] Gjoka, M., Butts, C. T., Kurant, M., and Markopoulou, A. (2011a).
Multigraph sampling of online social networks. IEEE J. Sel. Areas Commun. on Mea-
surement of Internet Topologies.

[Gjoka et al., 2011b] Gjoka, M., Kurant, M., Butts, C. T., and Markopoulou, A. (2011b).
Practical recommendations on crawling online social networks. IEEE J. Sel. Areas Com-
mun. on Measurement of Internet Topologies.

[Gonzalez et al., 2013] Gonzalez, R., Cuevas, R., Motamedi, R., Rejaie, R., and Cuevas,
A. (2013). Google+ or google-? dissecting the evolution of the new osn in its first year.
In WWW 2013, Rie de Janeiro, Brazil, May 2013.

[Gonzalez et al., 2011] Gonzalez, R., Rumín, R. C., Cuevas, Á., and Guerrero, C. (2011).
Where are my followers? understanding the locality effect in twitter. The Computing
Research Repository (CoRR), abs/1105.3682.

[Grippi et al., 2010] Grippi, D., Salzberg, M., Sofaer, R., and Zhitomirskiy, I. (2010). Di-
aspora. http://blog.diasporafoundation.org/page/12.

[Kleinberg, 2000] Kleinberg, J. (2000). The small-world phenomenon: an algorithm per-
spective. In Proceedings of the thirty-second annual ACM Symposium on the Theory of
Computing (STOC).

83

http://studivz.irgendwo.org/
http://studivz.irgendwo.org/
http://blog.diasporafoundation.org/page/12


Bibliography

[Konagurthu and Lesk, 2008] Konagurthu, A. S. and Lesk, A. M. (2008). On the origin of
distribution patterns of motifs in biological networks. BMC Systems Biology, 2.

[Kourtellis et al., 2012] Kourtellis, N., Blackburn, J., Borcea, C., and Iamnitchi, A.
(2012). Enabling social applications via decentralized social data management. CoRR,
abs/1211.4627.

[Kubiatowicz et al., 2000] Kubiatowicz, J. et al. (2000). OceanStore: An architecture for
global-scale persistent storage. In Proc ASPLOS.

[Lakhina et al., 2003] Lakhina, A., Byers, J., Crovella, M., and Xie, P. (2003). Sampling
biases in IP topology measurements. In Proc. IEEE INFOCOM.

[Lee et al., 2006] Lee, S. H., Kim, P.-J., and Jeong, H. (2006). Statistical properties of
sampled networks. Phys. Rev. E, 73.

[Liben-Nowell and Kleinberg, 2003] Liben-Nowell, D. and Kleinberg, J. (2003). The link
prediction problem for social networks. In Proc. 12th International Conference on In-
formation and Knowledge Management (CIKM).

[Liu et al., 2011] Liu, Y., Gummadi, P. K., Krishnamurthy, B., and Mislove, A. (2011). An-
alyzing facebook privacy settings: user expectations vs. reality. In Internet Measurement
Conference, pages 61–70.

[Mager et al., 2012] Mager, T., Biersack, E., and Michiardi, P. (2012). A measurement
study of the wuala on-line storage service. In P2P, pages 237–248.

[Maier et al., 2009] Maier, G., Feldmann, A., Paxson, V., and Allman, M. (2009). On
dominant characteristics of residential broadband internet traffic. In Proc. IMC.

[Marwick and Boyd, 2011] Marwick, A. E. and Boyd, D. (2011). The drama! teen conflict,
gossip, and bullying in networked publics. A Decade in Internet Time: Symposium on
the Dynamics of the Internet and Society.

[Milgram, 1967] Milgram, S. (1967). The small world problem. Psychology Today,
61(1):9340–9346.

[Milo and et al., 2002] Milo, R. and et al. (2002). Network motifs: simple building blocks
of complex networks. SCIENCE, 298:824–827.

[Mislove et al., 2011] Mislove, A., Lehmann, S., Ahn, Y.-Y., Onnela, J.-P., and Rosenquist,
J. N. (2011). Understanding the demographics of twitter users. In Proc. 5th International
AAAI Conference on Weblogs and Social Media (ICWSM).

[Mislove et al., 2007] Mislove, A., Marcon, M., Gummadi, K. P., Druschel, P., and Bhat-
tacharjee, B. (2007). Measurement and analysis of online social networks. In IMC ’07:
Proceedings of the 7th ACM SIGCOMM conference on Internet measurement, pages 29–
42, New York, NY, USA. ACM.

[Mislove et al., 2010] Mislove, A., Viswanath, B., Gummadi, K., and Druschel, P. (2010).
You are who you know: inferring user profiles in online social networks. In WSDM.

84



Bibliography

[Mondal et al., 2012] Mondal, M., Viswanath, B., Clement, A., Druschel, P., Gummadi,
K. P., Mislove, A., and Post, A. (2012). Defending against large-scale crawls in online
social networks. In Proceedings of the 8th international conference on Emerging net-
working experiments and technologies, CoNEXT ’12, pages 325–336, New York, NY,
USA. ACM.

[Oggier and Datta, 2010] Oggier, F. E. and Datta, A. (2010). Self-repairing homomorphic
codes for distributed storage systems. CoRR, abs/1008.0064.

[Papadimitriou, 2001] Papadimitriou, C. (2001). Algorithms, games, and the internet. In
Proc. 33rd Annual ACM Symposium on Theory of Computing (STOC).

[Portes, 1998] Portes, A. (1998). Social capital: Its origins and applications in modern
sociology. Annual Review of Sociology.

[Pouwelse et al., 2008] Pouwelse, J., Garbacki, P., Wang, J., Bakker, A., Yang, J., Iosup,
A., Epema, D., Reinders, M., van Steen, M., and Sips, H. (2008). Tribler: A social-
based peer-to-peer system. Concurrency and Computation: Practice and Experience,
20:127–138.

[Rowstron and Druschel, 2001] Rowstron, A. and Druschel, P. (2001). Pastry: Scal-
able, decentralized object location and routing for large-scale peer-to-peer systems. In
IFIP/ACM International Conference on Distributed Systems Platforms (Middleware),
pages 329–350.

[Sala et al., 2010] Sala, A., Cao, L., Wilson, C., Zablit, R., Zheng, H., and Zhao, B. Y.
(2010). Measurement-calibrated graph models for social network experiments. In Proc.
19th International Conference on World Wide Web (WWW).

[Saroiu et al., 2002] Saroiu, S., Gummadi, P. K., and Gribble, S. D. (2002). A measurement
study of peer-to-peer file sharing systems. In Proceedings of the Multimedia Computing
and Networking (MMCN).

[Scellato et al., 2010] Scellato, S., Mascolo, C., Musolesi, M., and Latora, V. (2010). Dis-
tance matters: geo-social metrics for online social networks. In Proceedings of the 3rd

Workshop on Online social networks (WOSN).

[Schank and Wagner, 2005] Schank, T. and Wagner, D. (2005). Finding, counting and list-
ing all triangles in large graphs, an experimental study. In Proceedings of the 4th interna-
tional conference on Experimental and Efficient Algorithms, WEA’05, pages 606–609,
Berlin, Heidelberg. Springer-Verlag.

[Schiöberg, 2008] Schiöberg, D. (2008). A peer-to-peer infrastructure for social networks.
Diplomarbeit, TU Berlin, Germany.

[Schiöberg et al., 2012a] Schiöberg, D., Schneider, F., Schiöberg, H., Schmid, S., Uhlig,
S., and Feldmann, A. (2012a). Tracing the birth of an osn: Social graph and profile
analysis in google+. In Proceedings of ACM Web Science (WebSci ’12), New York, NY,
USA. ACM.

85



Bibliography

[Schiöberg et al., 2013] Schiöberg, D., Schneider, F., Schmid, S., Uhlig, S., and Feldmann,
A. (2013). Evolution of directed triangle motifs in the google+ osn.

[Schiöberg et al., 2012b] Schiöberg, D., Schneider, F., Tredan, G., Uhlig, S., and Feld-
mann, A. (2012b). Revisiting content availability in distributed online social networks.
Technical report, Technische Universität Berlin, Fakultät für Elektrotechnik und Infor-
matik, Berlin, Germany. No. 2012/05.

[Schioeberg et al., 2012] Schioeberg, D., Schneider, F., Schioeberg, H., Schmid, S., Uhlig,
S., and Feldmann, A. (2012). Tracing the birth of an osn: Social graph and profile
analysis in google+. In Proc. ACM Web Science (WebSci).

[Schneider et al., 2009] Schneider, F., Feldmann, A., Krishnamurthy, B., and Willinger, W.
(2009). Understanding online social network usage from a network perspective. In Proc.
9th ACM SIGCOMM Conference on Internet Measurement Conference (IMC), pages
35–48.

[Sharma and Datta, 2011] Sharma, R. and Datta, A. (2011). Supernova: Super-peers based
architecture for decentralized online social networks. CoRR, abs/1105.0074.

[Spiegel Online, 2011] Spiegel Online (2011). Wem Google+ wirklich Konkurrenz macht.
In Issue of July 6.

[Taylor and Restrepo, 2011] Taylor, D. and Restrepo, J. G. (2011). Network connectivity
during mergers and growth: optimizing the addition of a module. Physical Review E, 2.

[Viger and Latapy, 2005] Viger, F. and Latapy, M. (2005). Efficient and simple generation
of random simple connected graphs with prescribed degree sequence. In Computing and
Combinatorics, LNCS 3595.

[Vu, 2010] Vu, H. L. (2010). High Quality P2P Service Provisioning via Decentralized
Trust Management. PhD thesis, IC, Lausanne.

[Wang et al., 2012] Wang, Z., Li, B., Sun, L., and Yang, S. (2012). Cloud-based social ap-
plication deployment using local processing and global distribution. In CoNEXT, pages
301–312.

[Watts and Strogatz, 1998] Watts, D. and Strogatz, S. (1998). The small world problem.
Collective Dynamics of Small-World Networks, 393:440–442.

[Weatherspoon and Kubiatowicz, 2002] Weatherspoon, H. and Kubiatowicz, J. D. (2002).
Erasure coding vs. replication: A quantitative comparison. In Proc. IPTPS.

[Xin et al., 2004] Xin, Q., Schwarz, T., and Miller, E. L. (2004). Availability in global
peer-to-peer storage systems. In Distributed Data and Structures 6, Proceedings in In-
formatics.

[Yang et al., 2011] Yang, S. H., Long, B., Smola, A., Sadagopan, N., Zheng, Z., and Zha,
H. (2011). Like like alike: joint friendship and interest propagation in social networks.
In Proc. 20th International Conference on World Wide Web (WWW), pages 537–546.

86



List of Figures

3.1 Growth of Google+ . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 27
3.2 CDF (focus on body) of degree distributions of Google+, Twitter and Flickr. 28
3.3 CCDF (focus on tail) of degree distributions of Google+, Twitter and Flickr. 29
3.4 Evolution of the mean and median out-degree in Google+ . . . . . . . . . . 30
3.5 Correlation of in- and out-degree of Google+, Twitter, and Flickr . . . . . . 30
3.6 The 13 possible non-isomorphic triangle types (cf Definition 3.2.4). . . . . 33
3.7 Triangle transition origin per triangle type: Each column of circles adds up

to 100 % and indicates the distribution of destination types per triangle type. 37
3.8 Triangle transition destination per triangle type: Each row of circles adds

up to 100 % and indicates the distribution of origin types per triangle type. . 38
3.9 Transition of triangle types without Type 0. We observe 4.12 % of triangles

transition to a new type. Note this plot does not show per-type frequencies.
The biggest circle represents 10.6 % of all triangle to triangle transitions.
See also table Table 3.6. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 39

3.10 Left: Out-degrees of the triangle types that win edges over time. Middle:
Out-degrees of the triangle types that loose edges over time. Right: Out-
degrees of the triangle types that are stable over time. . . . . . . . . . . . . 40

3.11 Timezones in triangles: timezones that appear in triangles by type . . . . . 43
3.12 Distances in triangles per type . . . . . . . . . . . . . . . . . . . . . . . . 44
3.13 Distances in triangles: mean distance of bidirectional links (triangle types

without a bidirectional link are excluded). . . . . . . . . . . . . . . . . . . 44
3.14 Distances in triangles vs. original graph . . . . . . . . . . . . . . . . . . . 45
3.15 Fraction of Google+ profiles providing a certain information . . . . . . . . 46
3.16 Location of Google+ users . . . . . . . . . . . . . . . . . . . . . . . . . . 47
3.17 Distribution of profiles across time-zones. . . . . . . . . . . . . . . . . . . 48
3.18 Distribution of timezone differences of connected profiles. . . . . . . . . . 49
3.19 Georgraphical distance between connected users . . . . . . . . . . . . . . . 49
3.20 Frequency of edges per source/destination timezone pair . . . . . . . . . . 50
3.21 Link directions in Google+ per continent . . . . . . . . . . . . . . . . . . . 51

4.1 Visualization of the replication schemes . . . . . . . . . . . . . . . . . . . 57
4.2 Data availability: CCDF of node degree distributions of the graphs used . . 61
4.3 Comparing StudiVZ and synthetic graphs of varying size . . . . . . . . . . 63
4.4 Data availability: Comparison of replication schemes . . . . . . . . . . . . 64
4.5 Data availability of content with respect to total friends online time . . . . . 66
4.6 Impact of graph type on availability, using Facebook . . . . . . . . . . . . 66

87



List of Figures

4.7 Impact of node degree on availability, using Facebook . . . . . . . . . . . . 67
4.8 Data availability: Impact of session characteristics . . . . . . . . . . . . . . 68
4.9 Data availability in presence of always on nodes . . . . . . . . . . . . . . . 69
4.10 Data availability: 7 days simulation including always on nodes . . . . . . . 70
4.11 Data availabilty: 7 days, availabilty each day . . . . . . . . . . . . . . . . . 71

88



List of Tables

3.1 Graphs . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 25
3.2 In/Out-degree correlation for OSNs. . . . . . . . . . . . . . . . . . . . . . 31
3.3 Superstars . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34
3.4 Relative frequency of triangle types across datasets . . . . . . . . . . . . . 34
3.5 Triangle type transition probability (in %) . . . . . . . . . . . . . . . . . . 36
3.6 All triangle transitions between first and last snapshot (without Type 0). See

also Figure 3.9. Overall, 4.12% of the triangles changed their type. . . . . . 40
3.7 Overview of most frequent origin and destination types as well as change

frequency. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 41
3.8 Timezone neighbors . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 42
3.9 Availability of B under the condition of A about sharing profile information.

Unconditional availability is in the diagonal. All numbers in % of all profiles. 47

4.1 Summary over relationship graphs . . . . . . . . . . . . . . . . . . . . . . 59
4.2 Summary over session characteristics . . . . . . . . . . . . . . . . . . . . 60

89


	1 Introduction
	1.1 Online Social Networks and their place in our lives
	1.2 A case for DOSNs
	1.3 What can we learn from existing OSNs to design better DOSNs?
	1.4 Where is my friend's tweet?
	1.5 How to build the ideal privacy preserving DOSN
	1.6 Contributions
	1.7 Structure of this thesis

	2 Background
	2.1 Online Social Networks
	2.1.1 Terminology
	2.1.2 OSN types and their purpose
	2.1.3 Background on Google+

	2.2 P2P based DOSNs
	2.3 Related work
	2.3.1 Online Social Networks
	2.3.2 Distributed Online Social Networks


	3 Online Social Networks: what we can learn from them
	3.1 Introduction
	3.2 Google+ analysis
	3.2.1 Crawling Google+
	3.2.2 Data sets
	3.2.3 Google+ social graph
	3.2.4 Triangle analysis of the social graph
	3.2.5 Analysis of profile information
	3.2.6 Publicly available user locations
	3.2.7 Data useful for modeling
	3.2.8 Summary


	4 Availability in Distributed Online Social Networks
	4.1 Introduction
	4.2 Our DOSN concept and simulation metrics
	4.2.1 System description
	4.2.2 Replication schemes
	4.2.3 Metrics: Pure availability and friend availability

	4.3 Evaluation strategy
	4.3.1 Social graphs and their node negree distribution
	4.3.2 Session characteristics
	4.3.3 Simulation setup

	4.4 Evaluation results
	4.4.1 Graph sizes do not matter
	4.4.2 The gain of replication
	4.4.3 Difference between availability metrics
	4.4.4 Impact of graphs types and node degree
	4.4.5 Impact of session characteristics
	4.4.6 Adding always on nodes
	4.4.7 Considering longer time-frames

	4.5 Summary

	5 Conclusion
	5.1 Conclusion
	5.2 Future Work
	5.2.1 Google+ data analyses
	5.2.2 New crawls
	5.2.3 Availability evaluation


	Bibliography
	List of Figures
	List of Tables



