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Abstract

Today, radiology is one of the most important diagnostic disciplines within

medicine. In the last two decades, the discipline has changed tremendously by

going digital and increasing the importance of multi-slice images. At the same

time, there is little known about the processes of visual search, perception

and cognition involved in their interpretation. Medical image interpretation

research mostly concentrates on conventional radiography, possibly a result of

the lack of an experimental framework that enables the study of perception

processes in multi-slice imaging.

The main aim of this thesis therefore is to enable the study of visual search,

perception and cognition in multi-slice images. To this end, gaze parameters

that have proved useful in the study of gaze behavior in conventional radiog-

raphy interpretation were adapted to �t the challenges of stack mode reading.

An important step herein is to calculate �xations independent of the stimulus

material as they often cover multiple slices. Furthermore, additional parame-

ters were developed for the multi-slice context, which describe the z-component

of gaze represented by scrolling. The thesis aimed at testing these parameters

by studying two di�erent factors that in�uence the reading process. One fac-

tor is decision outcome. In a �rst experiment 16 radiologists were asked to

identify hemorrhages on cranial CT cases. Their gaze and scrolling behavior

linked to True Positive, True Negative, False Positive and False Negative de-

cisions was examined. It emerged that radiologists dwelled longest on True

Positive decision sites, followed by False Positive, False Negative and �nally

True Negative decision sites. Radiologists took considerably longer to decide

on False Negative as compared to True Positive sites and on False Positive as

compared to True Positive sites. Di�erences between False Positive decisions

and other decision outcomes have also been identi�ed with regard to the num-

ber of �xations and reading time.

The second and third experiments concentrated on the factor 'image size'. A

total of 43 radiologists in two institutions were asked to interpret cranial CT

and to identify any intracranial hemorrhages that were present in twenty cases

of two di�erent sizes (14 x 14 cm versus 28 x 28 cm). Performance, reading

time and preference of the radiologists did not di�er between the two sizes.

The experiments have hence demonstrated that none of the two image sizes is



globally preferable to the other. However, perceptual processes appear to di�er

between the two image sizes: in small images �xations were longer and covered

more slices. This was associated with the use of motion detection, as scrolling

though the stack while resting the gaze in one position is linked to holistic

recognition. Furthermore, in both institutions, the time to �rst �xation of

True Positive locations was shortened for small as compared to large images.

Detection of targets was hence faster in these images. At the same time, dwell

time was prolonged in small images, suggesting that radiologists can better

resolve large images. Based on the results of the two experiments, the use of

small images can be recommended during the initial phase of interpretation to

signal out potentially perturbed structures that are worth examining in detail.

For a closer examination, these structures should be enlarged as larger struc-

tures appeared to be easier to resolve.

The three experiments have yielded valuable insights into the challenges of

multi-slice medical image interpretation research and demonstrated that sci-

enti�c perception research of interpreting multi-slice images is possible and

should be used to improve modern radiology.

Keywords: medical image perception, eye tracking, cranial CT, image size,

decision outcome



Zusammenfassung

Die Radiologie ist heutzutage eine der wichtigsten diagnostischen Disziplinen

innerhalb der Medizin und hat sich in den letzten beiden Jahrzehnten durch

Digitalisierung und Mehrschichtverfahren enorm verändert. Gleichzeitig ist je-

doch wenig über visuelle Suche, Wahrnehmung und Kognition bei der Inter-

pretation dieser veränderten Bilder bekannt, da sich die Wahrnehmungsfor-

schung gröÿtenteils auf die Interpretation von konventionellen Röntgenbildern

konzentriert. Dies mag daher rühren, dass ein experimentelles Paradigma zur

Untersuchung von Wahrnehmungsprozessen bei der Interpretation von Mehr-

schichtbildern fehlt.

Das Hauptziel dieser Arbeit ist es daher, die Untersuchung von visueller Suche,

Wahrnehmung und Kognition bei der Interpretation von Mehrschichtbildern

zu ermöglichen. Dazu werden Blickparameter, die sich im Kontext konventio-

neller Radiogra�e als sinnvoll erwiesen haben, an den Mehrschichtkontext an-

gepasst. Ein wichtiger Schritt ist hier die Berechnung von Fixationen unabhän-

gig vom Stimulusmaterial, da die Fixationen oft mehrere Schichten umfassen.

Darüber hinaus wurden weitere Parameter entwickelt, die das Scrollverhal-

ten durch den Bilderstapel repräsentieren. Alle Parameter wurden anhand von

zwei Faktoren, die die Bildinterpretation beein�ussen, getestet: die getro�ene

Entscheidung und die Bildgröÿe. In einem ersten Experiment wurden 16 Radio-

logen gebeten Blutungen auf kranialen CT Bildern zu identi�zieren. Ihr Blick-

und Scrollverhalten wurde mit wahr-positiven, wahr-negative, falsch-positiven

und falsch-negativen Entscheidungen in Verbindung gebracht. Hierbei zeig-

te sich, dass Radiologen am längsten auf wahr-positiven Entscheidungsorten

verweilten, gefolgt von falsch-positiven, falsch-negativen und schlieÿlich wahr-

negativen Orten. Radiologen benötigten signi�kant länger, um Entscheidungen

bezüglich falsch-negativen Orten zu tre�en im Vergleich zu wahr-positiven und

bezüglich falsch-positiven verglichen mit wahr positiven Orten. Unterschiede

zwischen Orten mit falsch-positiven Entscheidungen und den anderen Orten

zeigten sich auch bei der Anzahl der Fixationen und der Interpretationsdauer.

Zwei weitere Experimente konzentrierten sich auf die Bildgröÿe. Insgesamt

43 Radiologen von zwei Institutionen interpretierten 20 kraniale CTs in zwei



Bildgröÿen (14 x 14 cm versus 28 x 28 cm) und identi�zierten eventuell vor-

handene Blutungen. Leistung, Interpretationsdauer und Präferenz unterschie-

den sich nicht zwischen den Bildgröÿen. Es konnte damit gezeigt werden, dass

keine der beiden Bildgröÿen global besser ist als die andere. Wahrnehmungs-

prozesse unterschieden sich jedoch: In den kleineren Bildern traten längere

Fixationen auf, die mehr Schichten umfassten. Das Scrollen bei gleichzeiti-

gem Verweilen des Blicks in einer Position wurde mit Bewegungserkennung

in Verbindung gebracht. Darüber hinaus war die Zeit bis zur ersten Fixation

eines wahr-positiven Ortes kürzer bei kleinen Bildern, was darauf hindeutet,

dass Zielobjekte früher entdeckt wurden. Die Verweildauer war bei kleinen Bil-

dern länger als bei groÿen, was darauf hindeutet, dass die Au�ösung in groÿen

Bildern besser genutzt werden konnte. Basierend auf den Experimenten kann

geschlossen werden, dass kleine Bilder in frühen diagnostischen Phasen genutzt

werden können um einen Überblick über einen Fall zu bekommen. Für eine de-

tailliertere Analyse können verdächtige Strukturen dann vergröÿert werden.

Die drei Experimente haben wertvolle Einblicke in die Herausforderungen ge-

währt, die bei der Untersuchung der Interpretation von Mehrschichtbildern

angegangen werden müssen. Sie haben zudem gezeigt, dass die wissenschaftli-

che Untersuchung der Interpretation von Mehrschichtbildern möglich ist und

genutzt werden sollte, um die moderne Radiologie zu verbessern.

Schlagwörter: medizinische Bildwahrnehmung, kranielle Computertomographie,

Blickbewegungsmessung, Bildgröÿe
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Chapter 1

Introduction

Over the last several decades medical imaging has experienced quantum leaps

regarding new imaging techniques as well as the quality of the images that

they produce. A great amount of resources has been dedicated to research

and development to discover new ways of e�ectively radiographing the entire

human body, producing as little artifacts as possible. While for decades x-ray

and ultrasound were used to gain a two-dimensional glimpse into the human

body, the development of Computed Tomography (CT), Magnetic Resonance

Imaging (MRI) and related techniques enables a three-dimensional insight of

the body as a whole, as well as of single organs and vessels. The ground that

has been gained on this territory by the development of ever new generations

of imaging devices is impressive and has beyond doubt led to quicker, more

appropriate treatment of patients all over the world. It has helped to improve

health and in many cases saved lives.

However, while the availability of good equipment is indispensable for the di-

agnostic process, it is the radiologist who makes the decision on medical con-

ditions. Any technological improvement can therefore only be a passive rather

than an active improvement. The radiologist remains a 'bottleneck' in diag-

nostic accuracy, which cannot be circumvented by the improvement of imaging

devices. Moreover, a serious amount of resources were invested into the au-

tomation of tasks that radiologists are good at. For example Computer-aided

detection (CADe) assists the radiologists by �agging out possible abnormali-

ties. However, perception research has shown that detecting possible anomalies

is not the radiologist's main problem. Instead, making a decision on whether

1
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potentially perturbed sites are worth reporting might be a more important

issue to address [103]. Automating tasks that humans are good at and leaving

them with the di�cult tasks that cannot be automated, has been described

by Bainbridge as an irony of automation [7] and is an example of focusing on

what is technically possible rather than what assists the radiologist. Hence,

as in many other domains, the human factor has not received the amount of

attention and research resources that would be appropriate regarding its im-

portance for the functionality of the system.

The scienti�c community focusing on the radiologist and the interpretative

process itself is small compared to those who concentrate on technology devel-

opment. Not surprisingly, medical image perception research has struggled to

keep up with changing technology, with most studies concentrating on x-ray

mammography and chest radiography. This is justi�ed as x-ray mammography

is still the modality of choice in screening for breast cancer. Chest radiogra-

phy is a cheap, e�cient and largely su�cient method to diagnose pneumonia,

broken rips, an enlarged heart and many other clinically relevant conditions.

However, observing the clinical routine in a hospital quickly shows that the two

�elds of application capture only a fraction of examinations that are performed

today. After decades of technical innovation, it is therefore time to focus at-

tention on the center of the diagnostic process: the radiologist interacting with

modern imaging modalities.

1.1 Aims of the thesis

The above section highlights that research has increasingly focused on the de-

velopment and improvement of technical devices to improve the quality of the

image rather than the interpretative process of the radiologist. The aim of

this thesis therefore is to put radiologists and their challenges into focus by

studying visual search, perception and cognition related to the interpretation

of multi-slice images.

As perception research has to date concentrated on the study of plain single-

slice images produced by conventional x-ray, my �rst aim is to translate param-

eters that have been used to study visual search, perception and cognition to

the context of multi-slice reading. The adapted parameters will subsequently
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be put into use with the aim of studying visual search, perception and cogni-

tion of radiologists when reading multi-slice images. The interpretative process

is complex and underlies many di�erent in�uences. It therefore cannot be de-

scribed globally, but has to be broken down into isolated factors that can be

examined individually.

As a �rst step, I aim at describing the reading process by comparing visual

behavior associated to di�erent decision outcomes. To this end hypotheses are

generated from the context of single-slice imaging and tested in one experiment

to see if the newly de�ned multi-slice parameters are sensitive to di�erent de-

cision outcomes. Decision outcome has been in the focus of extensive research

in the context of 2D imaging [105, 106, 146, 94, 39, 38, 160, 123] because gaze

behavior that is uniquely associated to one decision outcome o�ers a poten-

tial route to feedback and hence improved interpretation [106]. From decision

outcome the thesis will switch to image size. This is because manipulation of

image size is increasingly prevalent in today's radiology environment, but its

e�ect on radiologists' perceptual and cognitive processes has not been thor-

oughly studied. In today's clinical radiology, technical developments are going

into two opposing directions, with the development of larger and larger displays

(for example, 10MP for mammography) alongside the distribution of applica-

tions that allow visualization and diagnosis of medical images on displays as

small as iPads (see e.g. [129, 80, 83, 90, 217]).

There is an increasing amount of literature that looks at whether radiologists

can achieve comparable performance using the aforementioned devices and dis-

play options. In studies evaluating these new technologies, the question often

asked is 'Can radiologists perform their diagnostic task using this display?'.

However, perhaps the question that should be asked is 'How does the change

in image size in�uence the diagnostic process of radiologists?'. The aim of two

experiments is therefore to gain insight into how visual search, perception and

cognition are in�uenced by di�erent image sizes.

The central aims of this thesis can be summarized as follows:

1. Developing a framework that enables the study of visual search, percep-

tion and cognition in multi-slice images by de�ning eye tracking param-

eters that enable conclusions about these.
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2. Testing the de�ned parameters in a simple context by testing hypotheses

that have been derived from the single-slice context.

3. Using the de�ned eye tracking parameters along with performance mea-

sures and subjective data in the methodological triangulation of a press-

ing question in modern multi-slice imaging, that is image size.

1.2 Structure of the thesis

To reach the aims laid out in the previous section, the thesis is structured in

twelve chapters. The introduction to the topic, the aim, the structure of the

thesis and its terminology are presented in this chapter, and followed by a sum-

mary of recent technological changes in radiology and an analysis of how these

changes in�uence the reading process (chapter 2). To provide the reader with

a basic understanding of challenges of medical image interpretation research,

chapter 3 comprises an introduction to models of visual search in general and of

the medical image interpretation process in particular, as well as a summary

of factors that in�uence medical image interpretation. Techniques that are

employed in the study of medical image interpretation, namely ROC analysis,

think aloud and eye tracking, are reviewed in chapter 4. Eye tracking will be

identi�ed as the most promising tool to study visual search, perception and

cognition in the interpretation of medical images. Hence, eye tracking stud-

ies related to the factors that in�uence reading processes in plain radiography

described in chapter 3 will be discussed in chapter 5. Along with the studies,

the eye tracking parameters that were used will be described. In chapter 6,

�ndings of eye tracking studies conducted in the multi-slice context will be

reviewed. Based on insights from two- and three-dimensional medical imaging

eye tracking research, a framework for the study of image interpretation using

eye tracking will be developed (chapter 6).

Insights from these chapters form the basis of three experiments which are at

the heart of this thesis. As in all three experiment cranial CT cases display-

ing intracranial hemorrhages are used as stimulus material, the description of

the experiments is preceded by a chapter on brain abnormalities (chapter 7).

Chapter 8 describes the �rst experiment which aims at testing the parameters

developed in chapter 6 by analyzing di�erent decision outcomes. In the second
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and third experiment, described in chapters 9 and 10, the same will be done

for the factor image size. Since there are no hypotheses that can be derived

from the single-slice context with regard to image size, the second experiment

serves to generate hypotheses which are tested in the third experiment. The

insights into mechanisms of visual search, perception and cognition with re-

gard to decision outcome and image size will be discussed at the end of each

of the respective chapters. In a more general discussion, the results of the

experiment will be linked to the aims of this thesis, followed by a discussion of

the bene�ts and challenges associated with perception research in multi-slice

medical images (chapter 11). The thesis concludes with chapter 12 that re-

views its most important �ndings and provides an outlook on topics that will

deserve the attention of medical image perception researchers in the future.

1.3 Terminology in the thesis

Visual search, perception and cognition are central concepts of this thesis and

they are often used throughout it in conjunction in order to describe the image

interpretation process. However, this is not meant to suggest that the three

processes are located on the same level. In fact, there is a considerable amount

of disagreement in the psychological literature as to whether they are separate

concepts at all and how these could be de�ned. Some de�nitions of cogni-

tion encompass perception. Ashcraft [4] de�nes cognition as "the collection of

mental processes and activities used in perceiving, remembering, thinking, and

understanding, as well as the act of using those processes", while Wickens and

Hollands [208] believe that "It is the role of perception to decode [...] meaning

from the raw sensory data. [...] First, it generally proceeds automatically and

rapidly [...]. The speed and relative automaticity of perception is what distin-

guishes it from the cognitive processes.".

This thesis does not aim at contributing to the ongoing discussion of how to

de�ne the scope of perception and cognition. However, it is essential for the

reader to know how the terms are used. Throughout this thesis, perception

refers to the intake of sensory information with only minimal interpretation of

these. Despite being mainly sensory, perception can be guided by bottom-up as

well as top-down processes. The term cognition is used to refer to the attentive
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processing of sensory information. However, in the context of medical image

interpretation research, it is often di�cult to separate between perceptual and

cognitive processes, hence between preattentive processes and the conscious

contemplation of imaging material. Visual search is a useful term here as the

concept does not exist independently of perception and cognition. In fact, it

encompasses the two to varying degrees. Visual search in the context of med-

ical image interpretation will be described extensively in chapter 3.



Chapter 2

Radiology in modern medicine

Radiology is one of the most important diagnostic disciplines with regard to

many diseases in modern medicine. The traditional diagnostic tool used in

radiology has been the x-ray since Wilhelm Conrad Roentgen discovered the

medically relevant rays in 1895. In conventional radiography, roentgen rays

target the body or body part from one direction. The rays that permeate

through the body meet a light-emitting interlayer on the opposite side of the

body, which in turn exposes a �lm to variable degrees of light [168]. Dense

structures absorb more radiation and appear lighter on �lm. Nowadays, �lms

have mostly been replaced by electrical sensors which convert the measured

signal into a digital image. However, the general principle of image acquisition

is still the same as in �lm-based x-ray. What has changed is the way in which

the image is handled because genuinely digital images o�er a great number of

advantages like new and e�cient ways to display and transfer images and to

communicate. Additionally, new technologies have emerged, and today there

is a wealth of alternatives to the conventional x-ray method. Changes with

regard to communication and imaging modalities will be reviewed brie�y in

sections 2.1 and 2.2. The descriptions will focus on the consequences of new

developments for radiologists, who are at the center of this thesis, rather than

on technical details.

7
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2.1 Communication systems

Digitally acquired images are moved, stored and interpreted in fundamentally

di�erent ways than �lm-based images that have to be moved physically and

that cannot be duplicated easily. In order to exploit the advantages associated

with digital images, suitable infrastructure is needed, which will be explained

in the following sections.

2.1.1 RIS and PACS

Radiology Information System (RIS) and Picture Archiving and Communica-

tion System (PACS) are the administrative heart of the digital reading room.

RIS comprises all text-based entries to the system. This encompasses all clin-

ical information that is associated with a case, such as demographic patient

data and the report the radiologist makes, but also all administrative informa-

tion such as the scheduling of the imaging procedure beforehand and billing

the medical procedure at the very end of the service [182].

The PAC system is responsible for the handling of the actual images. This

comprises the storage and retrieval of an image as well as its timely delivery

to the workstation that has requested it for interpretation. To assure this, the

images have to be stored in a long-term �le format and included in a database,

as they can be important references even after years. To achieve this, PACS

consists of a database manager, an image archive, a software to control the

work�ow and an interface to access the RIS [182].

To obtain maximal e�ciency, RIS and PACS have to work together closely.

This means that scheduling an imaging procedure for a particular patient in

RIS automatically leads to a comparison of the properties of the images that

were acquired to what had been ordered [182] and to pre-fetching the patient's

prior scans from the archive to minimize the time needed to gather prior scans

during interpretation [182]. For a more comprehensive description of the func-

tionality and di�erent types of implementation of RIS and PACS see Dreyer

et al. (2006) [43].
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2.1.2 DICOM

While PACS is the software and hardware that performs storage, retrieval

and delivery of images, Digital Imaging and Communications in Medicine (DI-

COM) is an open standard that PACS uses [159]. Additionally, DICOM is

the name of the �le format that radiological images are stored in, support-

ing 65,536 shades of grey (8 bits) and recording additional information other

than the direct image parameters, such as the patient's position during im-

age acquisition or their physical size [159]. As DICOM de�nes the standard

employed by PACS, it ensures that the radiological work�ow is independent

of the particular imaging devices that it has been acquired on as well as of

the workstation it is interpreted on. The most recent publicly available DI-

COM standard is referred to as DICOM 3.1-20 2013, indicating that it was

last revised in 2013 and is divided into 20 parts. It can be retrieved online via

http://medical.nema.org/standard.html.

2.2 Imaging techniques

New ways of handling the images have drastically changed the clinic. More

change resulted from new imaging techniques that have progressively started

to replace conventional radiography with regard to many �elds of applica-

tion. The most substantial change has resulted from computed tomography

and magnetic resonance imaging. For this reason, the two modalities will be

reviewed brie�y in the following two sections. For information on other emerg-

ing modalities such as tomosynthesis, Positron Emission Tomography (PET),

Single Photon Emission Computed Tomography (SPECT) or high precision

ultrasound scans see e.g. Vogl and colleagues, 2011 [202].

2.2.1 Computed tomography

The principle of computed tomography scanners was invented by Godfrey

Houns�eld and installed for clinical use in 1971. Though the functionality

of CT was limited in the �rst generation of scanners, CT is a success story.

CT was the �rst scanning technique that changed from single-slice summation

images produced by conventional x-ray to multi-slice images.
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Just as conventional radiography, CT uses x-rays, i.e. the patient is exposed to

radiation [166]. The principle procedure of CT is that the patient is placed in

a tube, the so-called gantry, which houses the source of radiation and radiation

detectors. The two are located opposite of each other as they rotate around

the patient. The beam penetrates the patient's body from each direction

while rotating 360◦. Early generations of CT performed separate translational

and rotational movements, while modern scanners rotate around the patient

in a single helical movement. Mathematical image reconstruction algorithms

use radiation absorption recorded at the di�erent directions to reconstruct, or

'compute', a case of multiple slices which display the local radiation absorp-

tion of di�erent body structures. These are coded in shades of grey which

represent di�erent levels of absorption, i.e. levels of density of the structure.

The density is measured on the so-called Houns�eld scale, which starts at -

1,000 Houns�eld Units (HU), representing the density of air. A value of 0 is

equivalent to the density of water. The upper end of the scale is theoretically

in�nite. However, it is often set at 3,000 HU. Each image segment represents

a volume, and is thus a voxel rather than a pixel. The z-direction of the voxel,

which is determined by the thickness of the slice, is usually greater than its x

and y direction. The slice thickness is determined by the thickness of the radi-

ation beam. In theory, each Houns�eld Unit could be displayed in a di�erent

hue, but the human eye is only able to discriminate 40 to 100 shades of grey.

For this reason, only a fraction of the entire Houns�eld scale is displayed at a

time. The displayed range of the scale is called a window and is determined

by its width as well as by its level in the scale. The narrower the window,

the greater is the contrast between the units [166]. To further enable better

di�erentiation between di�erent types of tissue, contrast agents speci�c to the

organ of interest can be administered to the patient.

At the time of the �rst scanners, slices were displayed next to each other in the

so-called tile mode. The images were digitally computed but printed on �lm

for interpretation. Since then, a lot has changed regarding the technical imple-

mentation of CT, with the aim of reducing dose, and achieving better image

quality as well as faster scan times. In addition, CT, like other imaging modal-

ities, has changed from analog to digital display and interpretation. Digital

CT scans are usually displayed in stack mode, meaning that they appear one
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slice after another on screen. The radiologist uses the mouse to scroll through

the stack at his or her own pace. Digital display allows for almost endless

reformatting of the scan, such as the adjustment of the displayed window level

depending on what kind of structures the reader wants to focus on, or the size

of the image. Furthermore, three-dimensional (3D) rendering of the organ's

surface is possible.

CT shares the disadvantage of the patient's exposure to radiation with conven-

tional radiography. However, compared to other modern imaging methods, it

is relatively cheap and the acquisition of the scan is fast. This makes it suitable

for emergency scanning of severely injured patients arriving with short notice.

2.2.2 Magnetic resonance imaging

Magnetic resonance imaging is a multi-slice imaging technique that was dis-

covered in the early 1970's. MR imaging was �rst introduced in hospitals in

the early eighties and has seen great successes since [169].

One of its major advantages is that MR imaging does not use potentially

damaging radiation but a strong magnetic �eld that leads to the oscillation of

hydrogen protons emitting radio waves. When the protons subsequently return

to the orientation of the external magnetic �eld, they emit local energy �elds

that are detected by the scanner [61]. Di�erent types of tissue are displayed at

di�erent levels of luminance depending on their proton density and the time

interval that their protons need to return to their equilibrium state after being

excited [169]. Just as in CT, additional contrast agents can be administered

to increase contrast of the structure of interest and neighboring tissue. How-

ever, even without contrast agents, MRI yields better contrast of soft tissues

than CT does, resulting from variable amounts of water and fat that di�erent

types of tissue contain. To produce multi-slice images, neighboring slices are

excited during the recovery time (time between two phases of excitation) of

the initially excited slice [169].

Just as in digitally displayed CT, the reader can scroll through stacks of MR

images, or render 3D presentations of organs. The major disadvantages of

MRI are its high costs and long scanning times. This means that to make

MRI scanners pro�table, they often have a very tight imaging schedule, mak-

ing emergency scans, when patients come in with short notice, impracticable.



12

Furthermore, MRI cannot be used for all organs. Organs that contain high

levels of air, such as the lungs, are not displayed well in MR images. Con-

ventional MRI scanners are highly sensitive to patient and organ movements,

which tend to cause serious artifacts.

2.3 The in�uence of major technological changes

on radiology

The possibilities associated with the new technologies described in the preced-

ing sections have led to a widening of the radiologists' tasks, as well as to a

partial fragmentation of the discipline: nuclear medicine, which diagnoses and

treats illnesses by administering small amounts of radiopharmaceuticals that

radiate from within the patient's body [209], was previously a specialty within

radiology, but has formed its own medical as well as organizational discipline in

Europe [85]. Furthermore, while the clinical practice previously focused only

on diagnostic tasks, new techniques have enabled the rise of interventional ra-

diology. Interventional radiology combines new imaging modalities such as CT

or MR imaging with digital �uoroscopy, which allows for the real-time moni-

toring of body functions. Real-time monitoring enables the radiologist to not

only diagnose disease but intervene and contribute to the active treatment of

the patient by placing stents, catheters, coils, wires and so forth by minimally

invasive surgery [124]. The border between radiology and other medical dis-

ciplines has thereby become fuzzy. New imaging modalities that can be used

for the treatment of patients have encouraged other disciplines such as cardiac

surgery or gynecology to take over radiological tasks while radiologists them-

selves have started to perform tasks that were traditionally associated with

surgeons. This has led to an increase in turf wars between medical disciplines

as well as to greater cooperation [85], depending on how the changing circum-

stances are handled by hospitals. The European Society of Radiology argues

that the great diversity within radiology makes more specialization indispens-

able to guarantee the best possible care of patients and to stay competitive

vis-a-vis other medical disciplines [155].

New technical developments have not only a�ected radiology as a discipline,

but also the clinical daily routine and the reading process of each individual
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radiologist. In particular, it has made radiology much more dynamic and at

times more stressful than it was just a couple of decades ago. Digital radiology

led to a seemingly in�nite amount of possibilities to adjust image settings, such

as size of an image, window width and level, contrast resolution and so forth.

To best deal with these, there have been attempts to inform readers about

PACS issues related to human perception [204]. However, due to the multi-

tude of options that are available to readers, these attempts remain mostly

'lists of issues' that should be addresses without speci�c advice of how to ad-

dress them.

Additionally, multi-slice imaging led to increased time pressure and workload

for the radiologist since these images are more elaborate to interpret. Research

has on the one hand shown that reading images presented in stack mode on

PACS is faster than interpreting conventional �lm [126, 165], while on the other

hand multi-slice imaging modalities are spreading, leading to larger amounts

of data to interpret. The number of multi-slice images and real 3D representa-

tions increases steadily year by year. As early as in 1995, 34% of all radiologic

imaging procedures that were performed stemmed from newly emerged tech-

nologies [124]. And it seems that the increased use of new technologies has not

yet plateaued: in the United States of America, the number of CT examina-

tions has increased from 78.9 CT exams per 1,000 inhabitants in 1995 to 273.8

exams per 1,000 inhabitants in 2011 [58]. For MR imaging the development

is similar. While in 1995 only 34.2 examinations per 1,000 inhabitants were

performed, this �gure had increased to 102.7 in 2011. In addition to being re-

�ected in the workload of radiologists, the increase in multi-slice technology is

also re�ected in increased costs of machinery and storage for large amounts of

data that each radiologist reads, which poses challenges to the lasting archiv-

ing and retrieving of these cases that can span up to 5,000 slices [3]. However,

as the focus of this thesis is on the consequences of new imaging modalities for

the interpretative process of the radiologists, challenges regarding the technical

implementation will not be reviewed in depth here.

Increased workload, time pressure and technical challenges are obvious fac-

tors that in�uence the interpretative process. However, there are changes

associated with di�erent modalities that are much more subtle in nature and

therefore often go unnoticed in the clinical practice as well as in the scienti�c
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study of it. The change from tile mode display in �lm-printed CT to stack

mode display on monitors, for example, has fundamentally changed the way in

which images are read, and hence how they are perceived. In tile mode read-

ing, radiologists switch from one image to the next where again they search

for the structure that they looked at on the previous image. When they have

identi�ed it and want to compare it to the same structure on neighboring

images, they have to perform saccades to switch between images. Building a

truly three-dimensional mental representation of the structures is hence labori-

ous. In stack mode imaging, however, radiologists can move through the slices

at enormous speed and compare neighboring structures by scrolling through

the image stack back and forth while resting the gaze at the same position

[126]. At �rst, this may seem like a trivial change that is constrained to the

radiologists' behavior. In fact, the impact does not stop there because going

through the stack at great pace actually resembles watching a movie rather

than a tile of static images and speci�cally in the periphery of the visual �eld,

animated targets are much better visible than static ones [14]. Though Mathie

and Strickland [126] claim that refresh rates of 30 frames per second are possi-

ble with PACS, the actual scroll speed of radiologists is probably substantially

slower, as scrolling at very fast speed strains the �nger. Basic research in visual

psychophysics has shown that the optimal temporal frequency for contrast and

motion sensitivity is between 4 and 16 Hertz [140], probably coinciding with

the frame rates at which radiologists scroll through stacks. The in�uence of

temporal and spatial frequency on contrast sensitivity is displayed in �gure 2.1.

The idea that radiologists use motion detection, induced by �icker of a struc-

ture of a di�erent contrast that appears and disappears again, in multi-slice

stack mode reading has been around anecdotally for some time. Atkins and

colleagues [6] for example refer to it when describing the stack mode reading

process without examining that process directly. Interestingly, the use of mo-

tion detection has received more direct research attention in areas of medical

imaging where it cannot yet be exploited in the clinical practice. Andia and

colleagues [2] as well as Riley and colleagues [171] produced animated mammo-

grams and chest images that displayed microcalci�cations and tumors. They

found that radiologists performed better using these dynamic images than they

did when they read static x-ray cases. The e�orts to implement ways to exploit
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Figure 2.1: Contrast sensitivity in relation to spatio-temporal stimulus char-

acteristics, with the most contrast sensitive frequencies highlighted in grey.

Adapted from Neiravali, 1988 [140].

motion detection processes in otherwise static images, hint to the conclusion

that clinically observed bene�cial e�ects of motion detection in stack mode

reading are directly applied to the otherwise two-dimensional x-ray context.

This seems to be the case despite a lack of scienti�c evidence that motion per-

ception is indeed a driving force in the interpretation of stack mode reading,

possibly because quantifying the impact of motion perception in the detec-

tion of lesions in stack mode reading is di�cult. The sensitivity to motion is

determined by a great variety of factors, such as target velocity, duration of

exposure, extent of movement, luminance, the retinal location of the target

and so forth [14]. The quanti�cation of these factors in a stack mode reading

task is di�cult because stack mode reading is self-paced, the distance to the

monitor is usually not �xed and all of the above factors may vary during the

course of the interpretation process. Nonetheless, I will attempt to take motion

detection into account when working towards the aims of this thesis, as any re-

sults have to be interpreted in the light of the speci�c circumstances of the task.
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Chapter 3

Medical image interpretation

The aim of medical image interpretation research is to understand and, when-

ever possible, to improve search, perception and cognitive processes used in the

interpretation of medical images. The �eld has started o� with the study of

perceptual processes in the interpretation of x-ray chest images [194, 100, 103].

Until today the largest part of research deals with traditional radiologic images

acquired by x-ray (e.g. [86, 123, 135, 114, 52]). However, other imaging tech-

niques such as CT [8, 55, 127], MRI [36], Digital Breast Tomosynthesis (DBT)

[1] or ultrasound [23] have gradually come into focus as well. Furthermore,

medical image interpretation is not only relevant in the diagnosis of radiologic

images. The increasing importance of laparoscopy in surgery has highlighted

a need for image perception research in this domain [109, 219, 33], where sur-

geons act and make decisions based on a video transmitted to them in real time.

Similarly, pathology has increasingly come into the focus of image interpreta-

tion research [37, 98, 206, 162]. Pathology images are three-dimensional since

digital slides are acquired of di�erent depth levels of the tissue. To acquire

di�erent types of information, zooming and scrolling are necessary actions in

the interpretation process. Additionally, contrary to CT or MRI multi-slice

images, pathology images are colored, which adds an extra source of informa-

tion to the interpretation process.

The growing importance of medical image interpretation research in diverse

�elds of application is accompanied by many domain speci�c challenges, which

will in part be highlighted in chapter 6. However, the basic questions and as-

sumptions are strikingly similar across domains. This chapter therefore aims

17
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at providing an overview of these. Since successful visual search is the most

basic requirement for diagnostic processes, the �rst section of this chapter will

focus on general models of visual search and how they can be applied to the

medical imaging context. These models will be contrasted with models of

visual search that have been speci�cally developed for the medical imaging

context. The subsequent section will provide an overview of factors that in�u-

ence visual search, perception and cognition in medical image interpretation

and how they relate to the medical imaging search models.

3.1 Visual search

William James famously stated that "Everyone knows what attention is" [78]

and the same seems to be true for visual search. Everyone knows from experi-

ence what visual search, or 'looking for something', is. However, establishing

formal models of how it works has proved to be far more di�cult and ambigu-

ous than one would expect. This section �rst provides a brief overview of two

models of general visual search, the 'feature integration theory' and the 'theory

of guided search'. Note that these two models are described here because they

are commonly referred to when talking about general visual search. I will then

focus on why these models can be applied to radiological tasks to only a lim-

ited extend. Qualitative and quantitative models of visual search speci�cally

developed for the context of medical image interpretation will subsequently be

reviewed. Last, the general models of visual search and those developed for

the study of medical image interpretation will be compared to each other.

3.1.1 General models of visual search

Within basic vision science there have been numerous attempts to describe,

formalize and model cognitive processes involved in visual search to derive

predictions from these models. Most attempt to explain how mechanisms of

visual search work without aiming at explaining how these processes are phys-

iologically and anatomically realized in the human brain. Treisman's feature

integration theory [193] is based on Neisser's distinction between preattentive

processes and processes that require focal attention [141]. The theory assumes

an initial rapid preattentive stage of parallel processing is followed by serial,
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attentive processing of individual stimuli. Treisman tested her assumption in a

series of experiments involving variable numbers of simple objects that varied

with regard to one or several features, usually shape, color or orientation [193].

Either one feature characteristic (e.g. red color), or the combination of several

such feature characteristics (e.g. red color plus the shape of an O) were de�ned

as target features and searched for among a number of distracters that also

varied with regard to either one or more features [193].

The feature integration theory states that parallel processing can only be used

for limited kinds of features, such as color and orientation. Furthermore, the

target can only be singled out by parallel processes when target and distracters

are distinct with regard to only one feature (i.e. one red T amongst other-

wise green T's, or one green T amongst green O's), or when the target is the

only stimuli to possess one of the desired feature characteristics (i.e. a red

T amongst green T's and O's). Whenever this is the case, visual search is

assumed to be almost instantaneous, regardless of the number of distracters

surrounding an object that displays target feature characteristics. This is

called the 'pop out e�ect' of the target feature characteristic.

To process more complex feature characteristics or a conjunction of several

di�erent features, the serial stage of visual information processing is required.

To explain the mechanisms of the serial stage, Treisman compared attention

to a spotlight that is consecutively directed to di�erent areas of a stimulus

map. The direction of attention to the individual stimuli is time-consuming.

For trials that contain a target, the mean search time is assumed to be equal

to the number of stimuli divided by two and multiplied by a �xed amount of

time that is needed to process a given feature, i.e. to extract its characteris-

tics. The number of stimuli divided by two represents the average number of

stimuli that need to be assessed before the target is found, which results in a

steep, linear relationship between the time required to identify a target and

the number of distracters that are presented on a given stimulus map.

The feature integration theory assumes that the two stages, parallel and serial

processing, operate independently of each other. That means that no infor-

mation is passed on from the parallel to the serial stage. This assumption is

somewhat surprising as it implies that valuable information is lost when pro-

gressing from one stage to the next.
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This observation prompted Wolfe and colleagues to challenge the feature in-

tegration theory. Wolfe conducted a series of experiments [210] whose results

were at odds with basic assumptions of Treisman's feature integration the-

ory. In Treisman's experiments, a steep, linear relation between the number

of distracters and time to target identi�cation was observed. The slope of this

relationship was considerably shallower in Wolfe's experiments, meaning that

the time required per individual stimulus was shorter with higher numbers of

distracters. Furthermore, the assumption that time to process a stimulus de-

creases with the number of distracters, due to mechanisms rooted exclusively

in serial processing, is unlikely. Wolfe and colleagues therefore concluded that

information from early, parallel stages is used to guide attention to potential

targets. Such passing of information would make search in the serial stage

much more e�cient, as the likelihood of directing attention to a target would

be higher than chance.

The assumption of a transfer of information from the parallel to the serial

stage was additionally supported by the observation that search time decreased

with a conjunction of three features (e.g. red color, vertical orientation and

increased size) relative to a conjunction of only two features (e.g. red color

and vertical orientation). This led Wolfe to believe that stimuli which exhibit

target-featural characteristics are �agged, and their location is transmitted to

attention processes of the serial stage. Areas of the stimulus map that combine

several target features are highlighted more strongly and are prioritized with

regard to directing attention there. The notion that attention in the serial

stage is guided by information received from earlier, parallel processes is re-

�ected in the name theory of guided search [210].

Despite the di�erences between the feature integration theory and the theory

of guided search with regard to how features are selected for further atten-

tional processing, both models have many elements in common. They both

focus primarily on early visual and attentional processes, though Treisman as

well as Wolfe re�ned and updated their respective models extensively to incor-

porate later stages of processing. Treisman, for example, added a mechanism

for top-down control to the model [191]. For more information on further de-

velopments regarding the feature integration theory see e.g. [190, 192, 189].

Wolfe's theory of guided search is currently available in its 4th version [212],
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and it suggests that a great number of features can be processed during the

initial parallel stage. For more information see e.g. [211, 213]. Furthermore,

models of visual search with other foci can be found such as the SEarch via

Recursive Rejection (SERR)-model [75], the Feature Gate model [24] or the

(neural) theory of visual attention [18, 19].

The rather short discourse provided in this section on visual search models

was aimed at conveying a basic understanding of the methodology and focus

of general models of visual search. The overview presented is far from com-

plete. The persisting research interest in models of visual search shows that

the question of which perceptual and cognitive processes are involved in visual

search and how they work together is far from answered.

3.1.2 Models of visual search in medical image interpre-

tation

The assumptions of general models of visual search can to some extend be

transferred to the study of medical image interpretation. It has for example

been pointed out that there is evidence that parallel, preattentive processes

of visual search take place in radiological tasks such as lung nodule detection

and mammography screening [184, 147, 40].

However, there are also a number of fundamental problems associated with

the application of general models of visual search to medical image interpre-

tation. General visual search models mainly test and predict search regarding

a highly standardized task set, consisting of stimuli that vary with regard to a

�xed number of features. One speci�c characteristic of a given feature, or the

combination of di�erent feature characteristics, are de�ned as target-featural

characteristics before each trial. Stimuli exhibiting other feature character-

istics or their combination are classi�ed as distracters. Mapping the general

visual search model terminology to the radiology tasks means that targets are

diseases (or abnormalities) that are potentially present within a case. A target

feature is a speci�c type of disease or abnormality and target feature char-

acteristics are the speci�c characteristics that the disease or abnormality is

assumed to exhibit. However, in a radiological task, there is no such thing as
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a target feature, let alone a target feature characteristic, be it because target

features are not well de�ned or because the radiologist has no clear hypothesis

of what to search for. Additionally, when examining a chest radiograph while

expecting a broken rib, radiologists are also expected to �nd an abnormality

regarding the lung. Thus, as readers are not expected to test only the hypoth-

esis that they have in mind, no feature characteristics can be entirely discarded

as distracters in early preattentive stages. An exemption to this may be highly

speci�c screening tasks, such as mammography screening.

At the same time, there is no such thing as common knowledge regarding what

feature characteristics readers search for. Thus, what is regarded as a target

feature characteristic of a particular disease may vary from one radiologist to

the next. In fact, radiologists may even be unaware of some feature charac-

teristics that prompt them to suspect the presence of a particular disease or

abnormality. They might enumerate a list of feature characteristics retrospec-

tively when asked what visual information led them to a diagnosis. As Nodine

and Mello-Thoms pointed out [152], the selection of these feature character-

istics might in reality be based on a retrospective recollection of the feature

characteristics that the disease exhibits in the particular case, which does not

mean that these features indeed guided visual search in the �rst place. To

confuse things even more, there is no certainty as to whether a feature char-

acteristic indeed �ags a target feature. There remains a variable amount of

uncertainty as to whether the target feature characteristics are distinct enough

for the stimulus to be called a target, which is re�ected in readers' individual

thresholds, i.e. decision criteria [184]. Thus, at identical levels of certainty, a

given reader may call a particular structure a target while a second reader may

not. This means that in medical images visual search is necessarily related to

perception and decision making, hence cognition [147].

The comparison between elements of the basic vision science literature and

the radiology task highlights a discrepancy between the two. The discrepancy

between tasks and the limitations of what can be studied using the traditional

visual search paradigm led to the formulation of visual search models that are

speci�c to medical image interpretation.

In the following paragraphs, three models of visual search that are speci�c to

the medical imaging context will be reviewed. These models are the two-stage
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detection model by Swensson [184] and a search model that was originally

proposed by Nodine and Kundel [147], later revised as the new image inter-

pretation model for radiology by Nodine and Mello-Thoms [151]. Parts of this

model have been quantitatively formalized by Chakraborty [27] while making

use of the free-response paradigm, and will be described as well.

Swensson's two-stage detection model

Just as the feature integration theory and the guided search model that have

been discussed in section 3.1.1, Swensson based his two-stage model on Neisser's

[141] distinction of preattentive search processes and processes that require fo-

cal attention. Swensson's model of visual search [184] postulates that medical

image interpretation involves two sequential stages, the detection of pattern

features (preattentive) and a decision on the state of the feature, i.e. whether it

is normal or abnormal (focal attention). Though the two stages are identi�ed

as two separate processes, they are linked to each other because features that

are selected in the preattentive stage serve as input for the attentive stage.

In the preattentive, or feature detection stage, a feature is selected for foveal

attention under the condition that the feature's salience exceeds the reader's

individual salience criterion [184]. Only if this is the case, a conscious decision

will be made about the feature. In the decision process, the feature character-

istics are matched to 'reporting categories'. When the feature characteristics

exceed a criterion, in this case a decision criterion for a particular category,

the reader decides that the feature is a target of the respective category, i.e.

disease or abnormality. Note that the concatenation of the two stages means

that a feature's characteristics have to exceed the salience as well as the deci-

sion criterion in order to be reported.

Swensson [184] tested his model by manipulating the use that readers make of

each of the two stages through the instructions he gave them before reading

chest x-rays. The readers were either asked to report any abnormality they

found, to report lung nodules, or to provide a con�dence rating for each cued

feature (targets as well as non-targets) regarding how likely it was that this

was a nodule. Swensson found that the explicit instruction to report lung

nodules lowered the participants' decision criterion to report lung nodules as

compared to the free search instruction. More interestingly, the cueing of tar-
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Figure 3.1: The Search Model in medical imaging as proposed by Nodine and

Kundel, 1987 [147].

get and non-target features forced radiologists to make a conscious decision on

features that otherwise may not have surpassed the feature salience criterion.

The salience criterion was thus arti�cially set to zero regarding these features.

Because performance was signi�cantly worse in this condition, Swensson con-

cluded that the preattentive feature detection stage serves as a �lter and is an

important component regarding the radiologist's skill to interpret radiographs.

The search model in medical image interpretation by Nodine and

colleagues

Nodine and Kundel [147] formalized a model which they describe as a close rel-

ative or elaboration of Swensson's two-stage model. What most distinguishes

their model from Swensson's is a more detailed description of the decision pro-

cess of the second stage. The original version of the model is displayed in

�gure 3.1. The global impression resembles the preattentive stage of feature

detection. Peripheral vision is said to play an important role in the feature

selection during this stage which aims at detecting gross deviations from the

reader's schema of a normal image [147]. The detection of such deviations

leads to either instant foveal examination or the feature is passed on to the

discovery stage or to re�ective search, respectively. Discovery search, Nodine

and Kundel claim, is in�uenced by the global impression. Bottom-up charac-

teristics play an important role in the structuring of this search phase, which

aims at sampling the image systematically to discover hidden targets. When
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ambiguity remains, the re�ective search is subsequently employed to scan the

image in detail for evidence of potential targets. Post-search recall is only of

importance if the image is removed before a decision was reached and refers

to the recall of the image from memory. After su�cient visual information is

gathered to support or discard a hypothesis, search terminates with the �nal

decision.

Like Swensson [184], Nodine and Kundel [147] present evidence for the exis-

tence of the preattentive stage during which a global impression of the image

is formed. They developed a random walk scanning algorithm which mimics

the scan path of an experienced radiologist in terms of typical �xation-dwell

distributions and saccade length. However, the algorithm randomly chooses

�xation locations. Nodine and Kundel found that human readers were more

likely to �xate locations where nodules were either present or were likely to

be present though absent in the actual image that was displayed. Similarly,

human readers were faster in �xating such sites.

The evidence that both Swensson [184] and Nodine and Kundel [147] present

for the existence of a global, preattentive search stage, serving to identify po-

tential target features, is compelling. However, the distinction of the attentive

search stages in the 1987 version of Nodine's and Kundel's model remains

somewhat vague and the model has undergone several revisions since. The for

the time being latest version of the model is presented in 'The Handbook of

Medical Image Perception and Techniques' [152] and displayed in �gure 3.2.

It highlights the importance of the global impression, which has been renamed

to 'holistic scene recognition'. A holistic impression of the image is matched

to the reader's internal schema, namely, a prototypical mental representation

of normal anatomy which is retrieved from long-term memory. Perturbed re-

gions of the image stick out in comparison to the schema and are therefore

�xated for detailed identi�cation. The perturbation is then matched to fea-

tures known to accompany di�erent kinds of pathology. In case of a �t, the

perturbation is reexamined until the reader is su�ciently con�dent of the di-

agnosis and thus makes a diagnostic decision. However, if the reader decides

that the �t between the perturbation and the internal schema of any possible

abnormality is not su�ciently convincing, thus negative, he or she moves on

with the search process by �xating a new location. The reader then enters
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Figure 3.2: New Image Interpretation Model of Visual Search in Radiology,

adapted from Nodine and Mello-Thoms, 2010 [152].
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discovery search which can lead to the detection of more perturbations which

are in turn scrutinized and either discarded or con�rmed after testing them

for pathological features. If no perturbation is detected during holistic scene

recognition, the reader enters discovery search immediately after matching the

holistic scene and the schema of normal anatomy.

The model includes cognitive elements such as the retrieval of schematic normal

anatomy from long-term memory or the test for pathological features through-

out the process of visual search and thereby accounts for the special context of

the radiology task, which makes visual search more than a purely perceptual

process.

A search model for the free-response paradigm

The various versions of the search model of Nodine and colleagues are more

precise on what happens during the attentive stage of search as compared to

the two-stage model proposed by Swensson. However, in principle the two

models share common assumptions by stressing the importance of the preat-

tentive stage. Chakraborty [27] proposed a model of visual search which is

based on the model described by Nodine and Kundel [102], but allows for the

quanti�cation of the di�erent search processes for a given reader based on pa-

rameters derived from the Receiver Operating Characteristic (ROC) described

in section 4.1. Chakraborty therefore refers to it as a search model for the

free-response paradigm. In the following, the model will be described in the-

oretical terms by explaining its assumptions and parameters. A description

of the estimation of the parameters lies beyond the scope of this thesis. For

information on the parameter estimation see Chakraborty, 2006 [26].

As a basic assumption for his model, Chakraborty [27] states that whenever

dwell in a speci�c location exceeds a minimum duration of one second, a de-

cision is taken regarding the state of the location. Thus, if an image location

is dwelled on for more than one second and the location is not reported, the

reader concluded that the location is normal. Chakraborty refers to these lo-

cations of dwell as 'decision sites'. If the site indeed contains a lesion, it is a

signal site. A site without lesion is called a noise site. An example of a dis-

tribution of noise and signal sites is displayed in �gure 3.3. The distribution
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Figure 3.3: Model of Visual Search for the Free-Response Paradigm, adapted

from Chakraborty, 2006 [27]. The example displays four noise sites (n, repre-

sented by dashed arrows) and four signal sites (u, represented by solid arrows).

Of these, three signal sites exceed the threshold ζ, while only one noise site

does.
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of noise sites is determined by the number of noise sites (n) in the image, and

modeled by the parameter λ in a Poisson distribution. Note that the number

of noise sites is not determined by the image, but by the reader. As a noise

site can be any non-target site on an image that receives more than 1 second of

visual dwell, the number of noise sites is a direct indicator of a reader's search

performance in the preattentive stage. The more sites are discarded at this

stage, the less noise sites will result. The binomial distribution of signal sites is

determined by the number of signals that are present in the image, abbreviated

with an s, and by the probability that a lesion is hit during the preattentive

stage, represented by ν. The horizontal axis, labeled z, represents a reader's

con�dence that the feature of a particular decision site is a signal, i.e. a lesion.

µ represents the distance between the signal and the noise distribution, which

means that the greater µ is, the further the distributions are apart and the

better the reader is at discriminating between noise and signal sites. ζ is the

reader's decision criterion which determines if a decision site is reported or

not. An example is given by the eight arrows under the horizontal axis that

represent decision sites with varying degrees of con�dence in the presence of

a signal. Con�dence in four of the sites exceeds the criterion ζ, meaning that

these four sites are reported as lesions. In fact, only three of them are indeed

lesions (represented by solid arrows), and con�dence regarding one signal site

does not surpass the decision criterion. If one assumes that the number of ac-

tual signals in the image is four (s= 4), ν takes the value 0.75, as it is derived

from the number of signal sites (u) divided by the number of signals (ν = u
s
).

λ on the other hand is solely de�ned by the number of noise sites and therefore

amounts to four in this example. The great contribution of the model is that

λ, ν, µ and s can be estimated using ROC data.

Based on the aforementioned parameters, 'search-' and 'classi�cation- perfor-

mance' can be calculated. Search in this model corresponds to the ability to

use holistic scene recognition to spot potentially perturbed areas, whereas clas-

si�cation corresponds to the ability to test a region for pathological features

and to make a diagnostic decision in the new image interpretation model [152].

Search performance S is calculated using the reader's probability of detecting

a lesion (signal site, ν) and the probability of detecting a non-lesion site (noise

site, λ) by the formula S = ϑ · (e−λ) [32]. Classi�cation performance C is
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equivalent to successful diagnostic reasoning and hence represents the ability

to test for pathological features as well as to make medical decisions [152]. It

is solely determined by the ability to discriminate noise from signal sites which

is re�ected in the distance µ between the noise and the signal distribution (C

= µ) [32]. This suggests that if search, thus holistic recognition, is perfect,

resulting in ν=1 and λ=0, no classi�cation is needed, as there are no noise

sites [30].

Though Chakraborty [27] explicitly states that his model is based on Nodine

and Kundel's search model, he does not explicitly link the parameters he de-

�nes and the entities of the model. However, search and classi�cation perfor-

mance re�ect the �rst, preattentive, and the second, attentive, stage of visual

search respectively, which are present in the di�erent versions of the search

models by Nodine and colleagues [147, 152] as well as in Swensson's model of

two-stage search [184]. The single parameters are to some extent even more

similar to processes described in Swensson's model than to those in the No-

dine models. The decision sites resemble features whose salience exceeds the

salience criterion of the preattentive �rst stage and have therefore been se-

lected for visual scrutinization in the second, attentive stage. The criterion ζ

has great similarity with the decision criterion found in Swensson's work. It

could furthermore be argued that all decision sites that exceed ζ have passed

the salience as well as the decision criterion, as it is postulated by Swensson

[184].

3.1.3 Comparing general visual search models to models

of visual search in medical images

When comparing the di�erent search models that have emerged from within

the medical image perception community to general models of visual search

developed by members of the vision science tradition, it is remarkable that the

primary focus of the two approaches is di�erent. Whereas the vision science

models start o� with the assumption that two stages of processing (preat-

tentive and attentive) exist, they quickly narrow down on the exploration of

di�erent features, their characteristics and number, and how they relate to
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the two stages. The search models of medical image interpretation on the one

hand factor out the speci�c features and their characteristics due to a seem-

ingly unlimited number of them. Because the number of stimuli that could be

classi�ed as (non-)target features on a single medical image varies from reader

to reader, it is not possible to control all of them in an experiment. It there-

fore would not make sense to make predictions on this level [27]. Instead, the

search models in medical image interpretation incorporate what happens dur-

ing the attentive stage by including decision making in their models of visual

search. As a matter of fact, they are not limited to visual search but include

perceptual as well as cognitive aspects to account for the integrated processes

that result from multiple possible targets combined with uncertainty regarding

target-featural characteristics.

Research interest regarding the medical imaging models has mainly focused

on the distinction of the two stages and on quantifying the �rst stage [152].

Interestingly, studies from the medical image interpretation community have

found evidence for the existence of two separate stages during the interpre-

tation process as described by both Swensson's and Nodine's model. It has

been shown that even after viewing an image as brie�y as 200 ms experienced

radiologists perform at above-chance level (70%) when deciding if an image

is abnormal or normal [101]. This seems to be the case although no location

information is yet conveyed [54], suggesting that only the gist of a scene can

be extracted within 200 ms and that this is too short to identify location infor-

mation. Interestingly, most lesions (96%) that were not detected during this

initial stage of processing were found during free search [101], which could be

interpreted as the serial stage of processing. More evidence comes from studies

that looked at decision time [153, 34].

The basic assumption of the feature integration theory and the theory of guided

search are in line with �ndings of medical image interpretation studies, as one

would expect, taking into account that the search models are of a general na-

ture, i.e. aim at explaining visual search across contexts. The results from the

image interpretation context thus strengthen both kinds of models. General

models of visual search as well as those speci�cally applied to medical image

interpretation both have their merits. For the purpose of this thesis, I will

concentrate on models developed for medical image interpretation, and more
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precisely on the most recent search model developed by Nodine and Mello-

Thoms [152] that will be referred to as the new image interpretation model, as

well as the quantitative formalization by Chakraborty [27], referred to as the

search model for the free-response paradigm. This choice was made because

these models are best applicable to the di�erent contexts of reading radio-

logic images. In the following sections and chapters, the di�erent �ndings with

regard to image interpretation will thus be related to the assumptions and

predictions of these two models.

3.2 Factors in�uencing visual search, perception

and cognition in medical image interpreta-

tion

In section 3.1.2, models of visual search in medical image interpretation were

reviewed. These models do not encompass all factors that in�uence the read-

ing process. There is evidence that visual search is in�uenced by a number of

factors which impact the use of the two stages. For example, di�erent stud-

ies have suggested that the preattentive stage is less pronounced in novices

compared to experts [86, 104]. Furthermore, making use of the two stages is

in�uenced by the characteristics of the speci�c case under consideration, as it

was shown that search is signi�cantly in�uenced by the conspicuity of lesions

[21, 132, 88, 134]. In the following sections, factors that impact search, percep-

tion and cognition are reviewed and discussed with regard to the new model of

image interpretation by Nodine and Mello-Thoms [152] and the search model

for the free-response paradigm by Chakraborty [27]. As these models are used

throughout the rest of this thesis, I will use the term holistic scene recog-

nition to refer to the �rst stage of visual search, formerly often termed the

preattentive stage to highlight the similarities between the di�erent models.

3.2.1 Expertise

Talent is largely overrated when it comes to expert performance says Anders

Ericsson, a leading researcher in the �eld of acquisition of expertise [49]. In-

stead, the application of 'deliberate practice' is assumed to account for superior
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performance. Deliberate practice is characterized not only by the amount of

time invested, but also by relevant feedback that is provided regarding the

accuracy of performance, the steady increase in di�culty level of the practiced

tasks and the provision of e�ective strategies that help mastering the task [49].

Though recent research [120] has cast a doubt on deliberate practice as a sole

requirement for expertise, the great importance of practice cannot be denied.

A great amount of research regarding the acquisition of expertise has therefore

concentrated on memory tasks, mastering sporting activities or practicing a

music instrument, that is, on tasks that allow for a clear distinction between

correct and incorrect and the easy monitoring of progress. Just as playing

music, radiology tasks require a great amount of practice and less experienced

radiologists or residents typically show inferior results [150]. In line with Er-

icsson's work, it has been shown that expertise in radiology is not due to an

innate talent that radiologists have, but rather to a very specialized ability

that they have acquired which is domain or even subdomain speci�c. This

was demonstrated in a study assessing radiologists' performance in searching

for hidden names NINA and WALDO in comic-like drawings, a task that was

performed no better by radiologists than by lay people [145].

However, when trying to apply the concept of deliberate practice to radiology

tasks, it becomes apparent that the nature of reading radiological images is

completely di�erent to practicing a music instrument or a memory task. It

is relatively easy to spend a great amount of time reading radiology images,

and many countries require radiologists who work in breast screening to read a

minimum number of cases per year [59]. However, providing relevant feedback

regarding accuracy, an appropriate level of increase in di�culty and e�ective

strategies of visual search is less trivial. In most radiology facilities feedback is

provided by a supervisor. Since there is usually no ground truth, the quality of

feedback largely depends on the expertise of the supervisor. Sometimes, like

in the case of mammography, feedback is provided when a woman becomes

symptomatic. This feedback is, however, not immediate and is usually not

tied to an individual reader, thus does not allow inferences about personal

performance.

In addition to this, the prevalence of a given medical condition can be very

low in every day clinical routine [48], which limits the occasions for feedback
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regarding speci�c diseases such as breast cancer. To counter these challenges

in training the 'PERFORMS' scheme has been launched in the UK in 1991

by the Royal College of Radiologists and the British National Health Service

(NHS) Breast Screening Programme [59]. It annually provides a standardized

training set of 120 mammography cases which are voluntarily read by prac-

titioners who receive immediate and accurate feedback on their performance

[178]. It aims at providing practitioners insight into their own performance as

well as at training them. Similar training opportunities are provided by the

BreastScreen Reader Assessment Strategy (BREAST) of Australia, which has

also been launched in New Zealand. However, such schemes are rare and not

available to most practicing radiologists and residents.

Training on cases that are appropriate for an individual's level of expertise

is desirable during residency. However, this is very di�cult to realize in the

clinical practice, where residents read cases that need to be interpreted rather

than cases that are specially selected for their training. Constant supervision

of residents and an individualized selection of cases to suit their training level

would put further pressure on the already strained workload levels of consul-

tant radiologists, but interestingly, there are promising attempts to automate

this process [66, 128].

Providing residents with e�ective strategies for interpretation is just as di�cult

to realize as the aforementioned characteristics of deliberate practice. Recent

work has highlighted the importance of the holistic impression of an image,

since it can be compared to a schema of normal presentation and thereby be

used to �ag areas of possible perturbations for subsequent scrutinization. The

new image interpretation model presented by Nodine and Mello-Thoms [152]

therefore re�ects expert reading behavior (for a more detailed description see

section 3.1.2). Numerous studies support the idea that the successful use of

the holistic impression is more prominent in expert readers as compared to

novices or residents. When relating this �ndings to the search model, it can be

hypothesized that this is due to more sophisticated schemata of experts with

regard to what a healthy image would look like. More sophisticated schemata

in turn help in �agging lesion sites and thereby aid detection and ultimately

performance. It can therefore be assumed that novices who employ the same

strategy of search (forming a holistic impression and, based on this, discarding
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normal regions of an image for visual search) would not reach similar levels

of performance as experts do because they would not be able to isolate the

perturbed regions to the same extent. Similarly, it can be hypothesized that

experts have more elaborate mental schema of abnormalities [60, 16] that ben-

e�t them when testing the structure in question for pathological features.

A more detailed description of expertise and visual search in conventional ra-

diography can be found in section 5.1. For broader and more extensive reviews

on expertise in radiology see Nodine and colleagues, 2000 and 2010 [151, 152].

3.2.2 Reader type

A frequent observation is that a considerable amount of variability with regard

to performance does not come from external factors, but from within the read-

ers. Birkelo and colleagues [13, 216] observed as early as in 1947 that more

performance variability stemmed from the readers themselves than from char-

acteristics of the imaging material. Di�erences with regard to performance

must have their origins in perceptual and cognitive processes and it seems

plausible that they may arise during the process of visual search. The new im-

age interpretation model stresses the importance of holistic scene recognition,

and the search model for the free-response paradigm allows for a quanti�ca-

tion of the holistic impression as well as the foveal analysis of features based

on mark-rating pairs (see section 3.1.2). A recent study used eleven di�erent

data sets to �nd out how search, classi�cation and overall performance relate

to each other [32]. When search, classi�cation and overall performance, as

measured by the area under the inferred ROC curve, were correlated to each

other, a strong negative correlation between search and classi�cation perfor-

mance was observed. This suggests that readers who are good at search, so-

called 'searchers', perform less well with regard to classi�cation and vice versa.

Interestingly, search showed a moderate positive correlation to overall perfor-

mance whereas classi�cation did not. The results �rst of all suggest that good

search performance is vital for the radiology task. Furthermore, they suggest

that readers who are not good at search make up for this by being better at

classi�cation. These readers are referred to as 'classi�ers'. The results thus

support the notion that there are di�erent types of readers, those who are good

at search and those who are better at classi�cation. Additionally, the results
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strongly support the importance of holistic scene recognition as emphasized

by the new image interpretation model [152].

3.2.3 Disease prevalence

Disease prevalence has been targeted as a potential in�uence on image read-

ing, particularly on performance. However, the results with regard to this

have been mixed. Several studies found an increase of reported �ndings once

participants noticed that prevalence of the disease was higher in one set of

images than in another [45, 52, 53]. This is in line with �ndings from other

domains such as baggage screening [214]. However, other experiments could

not �nd any in�uence of di�erent prevalence levels on performance or reading

time [68, 164]. To confuse things even further a meta-analysis of twelve experi-

ments conducted between 1950 and 1990 found that the detectability index d�

decreased with increased prevalence, thus suggesting that higher prevalence is

associated with a decrease in the ability to separate actual lesions from noise

in the image material [99].

Di�erent �ndings with regard to the in�uence of prevalence can partially be

explained by the di�erent ways in which prevalence is disclosed to the partic-

ipants, and which might in�uence the results. In some studies [68, 45] preva-

lence is not disclosed prior to image interpretation. Thus, information about

prevalence can only be gathered by the readers after having interpreted a con-

siderable number of images. Conversely, another experiment systematically

analyzed the impact of expecting a speci�c prevalence by informing half of the

participants of the prevalence [52]. An e�ect of revealing prevalence however

was only observed with regard to the highest prevalence condition, which was

83%. Sensitivity as well as speci�city were increased when participants were

informed about prevalence. The contradictory results of the studies suggest

that the exact e�ects of prevalence on performance it yet neither known nor

understood. It therefore seems promising to explore the link between preva-

lence and performance by examining how prevalence in�uences visual search.

A �rst step towards understanding the perceptual processes that accompany

di�erent prevalence rates was taken by the parallel recording of eye tracking

measures and will be reviewed in section 5.3.
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3.2.4 Image quality

The previous sections reviewed the impact of personal characteristics of the

reader and characteristics of the particular disease that is to be diagnosed.

Further, external characteristics that are linked to the acquisition of the image

as well as image display in�uence reading performance. Image quality can vary

due to many di�erent factors and must be weighed carefully against the costs

that often accompany better quality.

Such costs encompass great increases in storage capacities. Since radiology has

gone digital, there is no need to keep great archives of hardcopies anymore.

However, the problem of storing medical images for later use has not been

resolved but simply shifted from physical �les to data on hard drives. The

trade-o� between image storage capacity and image quality becomes more and

more acute as an increasing number of multi-slice images derived from CT or

MRI span 300 slices and more. The vastly increasing costs of data storage,

which are associated with large multi-slice image �les, could partially be coun-

tered by compressing images. Given that compression often comes at the price

of a loss in image quality, from an idealistic point of view compression may

seem di�cult to justify, particularly as the need for it often stems from cutting

costs rather than concerns for patient safety. However, increasing data volume

not only results in the need for more expensive storage systems, but also in

greater temporal requirements when storing and retrieving images [3], which

may slow down time-critical clinical processes. Furthermore, image compres-

sion allows for the use of teleradiology, which is especially important in places

where the medical infrastructure is poor and external help may be needed.

The important question therefore is how much compression is possible before

performance is degraded. This primarily depends on the type and amount of

information that is lost in the process of compression [81]. As lossless compres-

sion usually yields low compression ratios, there is a focus on lossy compression,

too [81]. Lossy compression, that is compression during the course of which

image information is lost, does not necessarily lead to a degradation in per-

formance as not all information with regard to spatial frequency, wavelength,

signal orientation and surrounding signals is resolvable by the human visual

system or relevant for a particular diagnostic task [81]. An example of a lossy

compression format is JPEG. The high compression rates that are possible in
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this format have motivated substantial perception research [44, 81]. However,

the relation between compression and visual search remains hypothetical. In

terms of the new image interpretation model [152], it would be relevant that

on the one hand no information is lost that is needed for holistic scene recog-

nition, typically high contrast information that can be perceived peripherally.

However, on the other hand, detailed information that is needed when testing

for pathological features and medical decision making may not be lost either.

A second factor that directly in�uences image quality as well as patient safety

is radiation dose level. As higher dose levels go hand in hand with greater risks

for patients' health and well-being, the costs associated with higher image qual-

ity are directly experienced by patients. A substantial amount of research has

therefore looked into minimum thresholds of dose level before perceived image

quality is a�ected [57, 110]. Research also focused on the type of detectors

[79] and algorithms [84, 181] that are best suited for low doses and related

questions. However, just as for the type and amount of image compression,

the threshold of dose reduction depends heavily on the diagnostic task. No

studies have so far examined the in�uence of dose reduction on visual search

and no universal guidelines can be formulated that guarantee that perceptual

processes in the two search stages remain unchanged by it.

3.2.5 Image display

After having acquired the medical image in the best possible quality, numer-

ous factors of the physical workstation layout may still in�uence performance.

Di�erences regarding the use of either hardcopy or softcopy images [9, 165, 46],

the choice of scrolling devices [143, 6], di�erent forms of projection [205], the

choice of monitors and particularly their calibration [218, 96, 117] are amongst

the factors that in�uence reading behavior and performance. The in�uence

of many of these factors can be easily linked to visual search and perception.

With regard to monitor characteristics it has been shown that di�erences in

luminance, signal to noise ratio and glare of di�erent monitor types in�uence

the time needed to detect a perturbation [96], which indicates varying degrees

to which holistic recognition can be used. Overviews of di�erent factors that

should guide the choice of a particular work station are provided by Krupinski

and Kallergi [92] and by Wang and colleagues [204].
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However, besides the choice of the most suitable PACS workstation, the 'digital

revolution' in radiology has been accompanied with the increasing importance

of software settings [9, 47]. The almost exclusive use of softcopy images nowa-

days o�ers almost unlimited options for ampli�cation of images by zooming,

windowing, panning, scrolling and the combination of all these. The sheer

number of options explains the limited amount of research that has so far

been conducted with regard to these factors and their impact on performance.

An exception to these is image size, a factor that has attracted at least some re-

search interest. Two studies have found an advantage for small images [67, 215],

whereas others have found an advantage for large images [56, 177, 180, 12].

These seemingly contradictory results suggest that image size is not the only

factor that has in�uenced performance in these studies. As a matter of fact,

advantages for small images have mainly been found where multi-slice images

were presented in stack format. Therefore, a possible interpretation would be

to assume that these advantages are due to the use of motion detection [2] (see

section 2.3 for a description of motion detection in stack mode reading) which

can be e�ciently combined with better spatial resolution in small images com-

pared to in large images.

On a theoretical level, di�erences related to image size can be explained by

Nodine and colleague's new image interpretation model [152], since di�erent

image sizes lead to di�erent amounts of tissue in foveal view during one �xa-

tion as well as di�erent amounts of tissue that can be taken into account for

holistic scene recognition. This would suggest that the acquisition of a holistic

scene is facilitated in small images as compared to larger ones and leads to an

increased number of spots needing focal attention with increased image size.

The use of motion detection in volumetric images will be discussed extensively

in chapters 8, 9 and 10.
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Chapter 4

Studying medical image

perception

The studies of medical image interpretation that have been presented in chap-

ter 3 rely on speci�c methods. Three methodological approaches, observer

performance studies, think aloud and eye tracking, have played a particularly

important role in quantifying and interpreting reader behavior. They will be

introduced and explained in the following three sections. The chapter will fo-

cus on how to apply the di�erent methods rather than on their historical or

mathematical basis.

4.1 Observer performance in medical imaging

The previous chapter has described search strategies employed by radiologists

and factors that in�uence them. The ultimate aim that drives interest in search

strategies is that by getting insight into successful search, performance can be

improved in the long run. Therefore, the assessment of search strategies is

usually accompanied by the assessment of reader performance. However, mea-

suring performance is not as straightforward as it might seem because missed

as well as falsely identi�ed lesions need to be taken into account and weighed

against truly negative decisions and correctly identi�ed lesions respectively.

When the �rst studies of medical image perception quanti�ed visual search

along with performance, di�erent methods of quantifying performance were

used, such as the net number of True Positive (TP), False Positive (FP), True

41
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Negative (TN) and False Negative (FN) decisions [103] or the percentage of ac-

curate and wrong decisions [111]. However, focus quickly shifted to the signal

detection paradigm, formalized by Green and Swets in 1966 [65] and applied to

the context of medical imaging in 1971 [118]. Signal detection theory sprang

from observations of radar o�cers in World War II, whose task it was to de-

cide whether objects on the radar screen represented enemy planes or simply

noise caused, for example, by weather conditions. In the terminology of the

paradigm, the presence of what is to be observed is called the presence of a

signal. The presence and absence of a signal and the two response options

(correct or incorrect detection) result in a 2x2 matrix, which is displayed in

�gure 4.1. The �elds of the matrix represent the possible outcomes, two of

Figure 4.1: A 2x2 matrix displaying the four possible decision outcomes with

signal detection terminology/ medical image perception terminology.

which are accurate decisions ('hits' or 'True Positive' decisions and 'correct

rejections' or 'True Negative' decisions), whereas the other two are inaccurate

decisions ('false alarms' or 'False Positive' decisions and 'misses' or 'False Neg-

ative' decisions). The classic signal detection literature uses the terms hit,

false alarm, miss and correct rejection, whereas the medical image perception

literature uses the terms True Positive, False Positive, False Negative and True

Negative. To be consistent with the medical image interpretation literature,

the terms of that convention will be used in this thesis.

Two performance indicators related to the signal detection paradigm are sensi-

tivity and speci�city. They result from the fraction of accurate decisions with

regard to the presence or absence of a signal. Sensitivity relates to the number
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of correctly reported cases that contain signals compared to the number of all

cases where signals were present in the set.

Sensitivity =
TP

TP + FN

Speci�city is calculated as the fraction of cases correctly identi�ed as not con-

taining a signal over the number of all cases without signal [154].

Specificity =
TN

TN + FP

Speci�city and sensitivity are assumed to be interrelated, i.e. sensitivity can

be increased at the cost of speci�city, by shifting to a more liberal decision

criterion (for an explanation of decision criteria see section 3.1.2). In clinical

practice, a shift in the criterion can result from knowledge of a family history

of breast cancer or previous illnesses that increase the likelihood of developing

cancer. In these cases, a reader may adopt a more liberal criterion, meaning

that he or she may call structures diseased which he or she would under other

conditions call normal. The calculation of sensitivity and speci�city by use

of the di�erent decision outcomes highlights the need to establish a reliable

ground truth with regard to the state of the imaging data that is employed

in a study. Only if there is certainty in the presence or absence of a signal,

di�erent decision outcomes can be classi�ed and sensitivity and speci�city can

be calculated.

4.1.1 General principles of ROC

In some studies, sensitivity and speci�city are reported as indicators of per-

formance. However, changes in the two parameters do not necessarily indicate

changes in performance, but can instead be caused by a criterion shift. A

real improvement of performance can only result from better discrimination

between signal and noise. Therefore, single performance indicators derived

from the the ROC curve, a �gure that plots the dependence of sensitivity and

speci�city or related indicators, are often used as they are independent of a

possible criterion shift. Though there are di�erent types of receiver operating

characteristics, they mainly di�er with regard to how the data is collected. The

basic principles are the same and will be outlined here, whereas the individual
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sections of the di�erent methods will focus on their characteristic features.

In the most basic form of the ROC paradigm, the curve plots sensitivity against

1- speci�city (also referred to as the false positive ratio), resulting in di�erent

curves for di�erent abilities to discriminate signals from noise [156]. A ROC

curve that plots sensitivity against the false positive ratio is shown in �gure

4.2. On the curve, each point indicates equal performance at di�erent decision

Figure 4.2: A comparison of an empirical and a �tted ROC curve, adapted

from Obuchowski, 2003 [154]

criteria. The curve, and consequently the area under it, can either be derived

by connecting the empirical data points for di�erent thresholds by a straight

line or by �tting a model that assumes a particular, usually a binormal Gaus-

sian, distribution [154]. To obtain di�erent empirical data points, a meaningful

ordinal scale of at least four rating bins or a continuous rating scale is employed

[138]. This means that it is not enough for the readers participating in a ROC

study to indicate whether they think that an image does or does not contain a

lesion. Instead, a con�dence rating in terms of the speci�c state of the disease



45

has to be reported on a standardized scale, like the Breast Imaging Reporting

and Data System (BI-RADS) scale [11]. This scale consists of �ve rating cat-

egories, one of which is 'probably benign'.

Alternatively, con�dence in the decision can be indicated with regard to a

continuous scale [138]. If no rating scale can be applied, a two-alternative

forced choice paradigm can be employed, which is described in Metz, 2000

[138]. Performance indicators derived from ROC data are often referred to as

the '�gure of merit'. The most popular parameter with regard to the receiver

operating characteristic is the area under the curve, which is used as an over-

all indicator of performance. It represents the probability that a give image

that contains a lesion yields greater con�dence ratings of the reader than a

given image without lesion [28]. When comparing performance with regard

to di�erent modalities, the �gure of merit is compared between modalities.

Ideally, all variability in the �gure of merit would be ascribed to variation

caused by the di�erences between the modalities that are tested. However, in

reality variability results from various sources. The Dorfman-Berbaum-Metz

(DBM) Multi Reader Multi Case (MRMC) signi�cance method uses a jack-

knife procedure, i.e. a particular form of bootstrapping, to quantify variability

that can be ascribed to the modality, the reader, the case, to a combination

of these and to random error. This is done by singling out the contribution

of individual cases by systematically excluding them from the analysis to see

to what extend that changes the �gure of merit. That change is included in

the analysis of variance as one pseudo-value per case. However, as is noted in

the term 'multiple reader, multiple case', this method can only be used when

analyzing a fully crossed multiple reader multiple case dataset [28].

Di�erent contexts in medical image perception have di�erent challenges. For

this reason, di�erent methods to analyze the receiver operating characteris-

tic exist. They will be discussed in the following sections, along with their

respective advantages and drawbacks.

4.1.2 ROC analysis

In the classical way of conducting ROC studies, the reader makes a decision

for the entire case [154], being that it either does or does not contain an abnor-

mality, and applies a con�dence rating to that decision. ROC curves derived
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from this paradigm start in the lower left corner (0,0) and end in the right

upper corner (1,1). Perfect performance would be represented by a curve that

follows the vertical axis from the starting point (0,0) to (0,1), runs parallel to

the horizontal axis to the end point (1,1) and is re�ected in an area under the

curve of 1.0. A diagonal line between the starting and the end point represents

chance performance and is re�ected in an area under the curve of 0.5.

In this paradigm, low con�dence ratings indicate con�dence in the absence of

an abnormality, whereas high ratings indicate con�dence in an abnormality's

presence [28]. In the most basic form of application, there is no assessment of

where the reader would place the cut-o� for normal versus abnormal cases. It

is, however, theoretically possible to split the process in two and to �rst ask for

a binary rating of whether the case contains a lesion or not and to subsequently

ask for a con�dence rating with regard to the decision, which in e�ect dou-

bles the number of rating bins of the con�dence scale [28]. Free software that

uses a multitude of methods to estimate ROC parameters can be downloaded

for example from perception.radiology.uiowa.edu, and metz-roc.uchicago.edu.

ROC analysis tools are also implemented in a number of commercial statistics

tools, such as IBM-SPSS 20.0.

In the classical ROC methodology the con�dence rating is not attributed to

a speci�c location. Therefore this methodology is most suitable for di�use

diseases that are not speci�c to a location. Chakraborty [28] mentions the

example of interstitial lung disease where the parenchyma in the entire lung

exhibits an abnormal pattern. The information that intestinal lung disease

is located in the lung would state the obvious and not add any relevant in-

formation to the diagnosis. However, the lack of location speci�city can be

problematic in the case of other diseases such as cancer, where location infor-

mation may be crucial to treatment such as surgery, or further diagnosis by

biopsy. The use of location speci�c forms of ROC analysis in the determina-

tion of performance can therefore be very useful [28] and will be laid out in

the following sections.
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4.1.3 LROC analysis

Sensitivity to the correct localization of a disease can be highly desirable in

some tasks in medical image diagnosis. For this reason, more sophisticated

methods of receiver operating characteristics have been developed that take

such information into account. One example of a location speci�c ROC curve

is the Localization Receiver Operating Characteristic (LROC) method. In the

LROC paradigm, readers not only give a con�dence rating with regard to the

presence of a lesion, they also indicate where that lesion would be located in

the image. The most prominent characteristic of this paradigm is that the

reader has to mark exactly one location in each case and thus indicates the

most likely lesion location for each image [185]. This implies that only cases

with no more than one lesion can be included in the dataset. However, as one

location has to be pointed out in each image, the ratings with regard to lesion

free images are inconclusive in the sense that one cannot be sure if the feature

was marked because one location had to be marked, or because the reader

genuinely saw the structure as a lesion. For this reason, all lesion-free cases

are excluded from analysis and thus do not in�uence the performance rating.

Because location sensitivity is an important characteristic of LROC, the ver-

tical axis of the ROC curve does not display the True Positives as a fraction

of the True Positive and False Negative cases as it is the case in classic ROC.

Instead, it displays only the True Positive cases with correctly localized le-

sions as a fraction of all presented lesions. The LROC curve can be �tted

or analyzed nonparametrically, i.e. based on the connection of the empirical

data points. It starts in the lower left corner (0,0), but does not necessarily

reach the (1,1) end point in the upper right corner [28]. There are statistical

methods available that allow the comparison of LROC �gures of merit derived

from di�erent modalities [185].

The forced marking of each image, even if an image is perceived as com-

pletely normal by a reader, is a crucial part of the LROC paradigm. This,

however, can be perceived as unsatisfactory and unnatural by readers who

may feel that the methodology does not match their appraisal of the image.

For a more extensive review of the LROC methodology and statistical pro-

cedures that can be applied to estimate and compare the �gure of merit,

please see [186, 185, 29]. LROC software can be freely downloaded from
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www.philipfjudy.com/Home/lroc-software.

4.1.4 FROC analysis

In the LROC paradigm, it is not possible to tell if readers indeed suspected a

lesion or if they marked something because the paradigm obliged them to. This

is di�erent in the Free-Response Receiver Operating Characteristic (FROC).

In this paradigm, readers are free to mark any location they consider worth

reporting [28]. Thus, besides not marking a case, the reader can also choose

to mark several locations within one case. As any marking is location-speci�c

rather than case-speci�c, the investigator needs to de�ne an acceptance ra-

dius around every lesion center. This enables the subsequent classi�cation of

a mark as either a True Positive (falling within the acceptance radius) or a

False Positive (falling outside the acceptance radius) [29]. After marking, a

con�dence rating is applied to the location, similar to the procedure in the

LROC and the ROC paradigm. A major di�erence, however, is that the lower

end of the con�dence scale does not represent con�dence in the absence of a

lesion, but instead re�ects low con�dence in the presence of a lesion. Locations

that are not marked are consequently not assigned a con�dence rating, and

con�dence in the absence of a lesion is maximally high in these regions.

As lesions rather than cases are the focus of interest in the FROC paradigm,

the corresponding �gures of merit also relate to lesions, not to cases. In con-

nection with FROC, two ways of calculating a receiver operating curve have

been popular, namely the FROC curve [25] and the Alternative Free-Response

Receiver Operating Characteristic (AFROC2) curve [31]. In both FROC and

AFROC2, the vertical axis plots the number of correctly localized lesions di-

vided by the number of lesions presented in the dataset. However, with re-

gard to the horizontal axis, the FROC curve plots the number of non-lesion

cases without marking, divided by the total number of non-lesion cases. The

AFROC2 curve plots the number of falsely reported lesions divided by the

number of non-lesion cases [28]. In addition, the estimation of the AFROC2

curve is based on the highest rated false positive scoring per case only. Thus,

maximally one False Positive rating per case is taken into account. After scor-

ing the di�erent decision outcomes according to the free-response paradigm,

the data is thus converted to pseudo-ROC data, potentially resulting in re-
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duced statistical power [29]. There is an AFROC1 methodology which plots

the fraction of all falsely reported lesions over all cases. As this method is

generally not applied, it is not further described here.

Both the FROC and the AFROC2 curves start at point (0,0). However, nei-

ther curve reaches the ROC end point (1,1) monotonically. As can be seen in

�gure 4.3, the FROC curve does not reach the end point at all. It is instead

Figure 4.3: An exemplary depiction of a FROC, AFROC and ROC curve based

on the parameters µ= 2.0, λ= 1.5, ν= 0.8, adapted from Chakraborty, 2011

[28].

extrapolated from the last empirical data point. The AFROC2 curve does

reach (1,1). However, this is only the case because the methodology seeks to

connect the last empirical point linearly to the end point (1,1). As the FROC

methodology does not reach (1,1), only AFROC2 is used to calculate the area

under the curve as a �gure of merit. The reason why both curves fall short of

'naturally' reaching (1,1) lies in the nature of visual search that is taken into

account. Since the approach is based on the level of a location rather than

on that of a case, it is assumed that some locations are not visually exam-

ined. The probability of a particular point not being examined results from

the search model for the free-response paradigm (described in section 3.1.2)

and is represented by 1- ν. This means that, even if the decision threshold ζ

was set in�nitesimally low, some locations would still not be reported because

they would not receive any visual attention. On the other hand, this also im-

plies that visual scrutinization of more locations leads to more False Positive

errors, since only by scrutinization these locations enter the noise distribution
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and would be reported if the decision criterion ζ was set su�ciently low. The

free-response paradigm thus strongly links diagnostic performance to visual

search and appeals directly to the context of medical image perception. A

problem associated to the interpretation of the free-response paradigm is that

the actual number of True Negative locations is not known. One option of

operationalizing it is to assess the number of locations that are looked at in

a case. However, as Chakraborty points out, this is no guarantee either, as

locations can be assessed and discarded using peripheral vision [28].

4.1.5 JAFROC analysis

The Jackknife Alternative Free-Response Receiver Operating Characteristic

(JAFROC) method is an alternative calculation of the AFROC �gure of merit

for the free-response paradigm. This means that data collection is identical to

what has been described regarding FROC in section 4.1.4. The curve is plot-

ted as described for AFROC. However, the analysis of the �gure of merit is

conducted non-parametrically by jackkni�ng, hence bootstrapping, cases and

subsequently computing the trapezoidal area under the curve. The jackkni�ng

procedure is similar to the procedure employed in the Dorfman-Berbaum-Metz

statistical testing and results in an analysis that can be generalized to the pop-

ulation of all cases [28]. JAFROC thus takes the interpretative scope of the

�gure of merit back to the case level instead of leaving it at the level of individ-

ual lesions. Originally, this came at the cost that all lesions had equal weight,

resulting in increased importance of cases with multiple lesions compared to

cases that featured only one lesion. However, this has been �xed with the

option of weighing lesions depending on how many of them occur in a case, so

that each case has the same weight in this framework [28].

The JAFROC analysis provides a �gure of merit that can theoretically vary

from 0 to 1. Contrary to this, the �gure of merit in the classical ROC paradigm

is not assumed to fall below 0.5 if equal numbers of normal and abnormal cases

are provided because 0.5 represents chance performance. Therefore as well be-

cause of the nature of the task, JAFROC scores are expected to be lower than

ROC scores [29].

The JAFROC method can be based on either the AFROC1 or the AFROC

2 curve. As AFROC1 has proven to be less reliable, the calculation based
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on AFROC2 is far more common. JAFROC2 is currently the most elaborate

estimate of the �gure of merit in the free-response paradigm, which is in turn

directly linked to visual search. Software to conduct JAFROC analyses is pro-

vided for free use on the following website: www.devchakraboty.com.

As described in section 4.1.4, observer performance studies can link perfor-

mance to visual search. However, a more detailed insight can be gained by

combining di�erent methods. The following two sections will therefore intro-

duce two methods that directly aim at studying visual search, perception and

cognition during medical image interpretation.

4.2 Think aloud studies

Think aloud is a method developed by Newell and Simon to study human

problem solving and reasoning [142]. The basic idea of think aloud is that

the voicing of thoughts can give valuable insight into the cognitive processes

that are involved in problem solving. The methodology can be employed ex-

perimentally in two forms: either the participants are asked to report their

thoughts while completing the task (concurrent verbal reports) or directly af-

ter it (retrospective report), recollecting cognitive processes from short-term

memory [50]. For both types of report, strict guidelines are provided regarding

how to instruct and train participants as well as how to analyze the resulting

verbal data [50]. However, many studies that claim to use the think aloud

method in fact do not stick to these guidelines which leads to inferior results

[64]. Additionally, the think aloud method has been criticized due to a number

of problems, most notably reactivity and verdicality [175]. Reactivity refers to

a change in the actual task, whereas verdicality refers to an alleged inability

to report ones thoughts accurately.

In the study of medical image interpretation, experiments have employed think

aloud to study reasoning processes in �lm reading and di�erences between ex-

perts and novices [113, 174, 163, 139, 196]. Lesgold and colleagues concluded

from the analysis of verbal data that readers evoke mental schemata of ab-

normalities which are triggered by the image [113]. These schemata are sub-

sequently compared to features in the image, leading readers to discard them

in case of little overlap or strengthening their con�dence in the decision in
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cases where the schema matches the condition in the image. A similar idea is

expressed by a second study that also examined verbal data in medical imag-

ing [174]. Based on think aloud verbal data, Rogers came to the conclusion

that context information evokes an 'expectation' against which the image is

matched. A comparison of the verbal accounts of readers of di�erent levels

of experience suggested that schemata are more elaborate in experts as well

as more rigorously tested, when compared to less experienced readers [113].

In summary, studies that used think aloud in medical images focused on the

importance of cognitive processes.

The notion of schemata is in line with components of the new image perception

model [152] as described in section 3.1.2. However, the model also stresses that

medical image interpretation is primarily a perceptual task. Though studies

that employ think aloud refer to perceptual processes, it can be doubted that

think aloud is a valid method to study these. The problem associated with

think aloud in the medical imaging context is that reports may be primarily

based on backward reasoning as not all perceptual processes or decisions reach

consciousness. In Nodine and Mello-Thoms' words, some hypothesis may be

discarded before they have reached short-term storage and hence, they cannot

be verbalized [151]. This idea is supported by Nisbett and Wilson [144] who

reviewed problems associated with verbal accounts and who came to the con-

clusion that inferring perception of problem solving strategies from verbal data

works most reliably when stimulus salience is high. However, this is not the

case in many medical imaging tasks, especially not in the detection of subtle

lesions, a task that is often in the focus of medical image interpretation re-

search, for example in breast mammography. This suggests that though think

aloud can help formulate hypothesis regarding perception and cognition, it is

not a good tool to quantify it.

These problems could theoretically be overcome by combining think aloud with

other, more quantitative methods that allow for the study of perceptual pro-

cesses without relying on conscious memory recollection of the participants. To

explore this option, a study combined the acquisition of eye tracking data with

the think aloud methodology while reading chest radiographs. The eye tracking

data as well as performance indicators that were acquired under this condi-

tion were compared to performance and eye tracking data that was acquired
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without concurrent think aloud [115]. Whereas no changes in performance re-

sulted from concurrently thinking aloud, participants took substantially longer

to interpret the images when thinking aloud at the same time. More impor-

tantly, it was found that visual search was altered when participants thought

aloud, re�ected in a prolonged time interval required to �rst �xate lesions in

the images. In terms of the new image perception model [152], it could thus

be argued that the verbalization interferes with holistic scene recognition and

thus alters the process of interpretation. Though this is not the interpreta-

tion of the authors of the study, I believe that, based on their data, it can be

concluded that think aloud, though sometimes employed, is not well suited for

the study of medical image interpretation.

4.3 Eye tracking studies

Eye tracking is an e�cient and reliable method to quantify visual search [73]

and allows for a much more di�erentiated picture than think aloud. It has been

used by scholars of medical imaging who are drawn to the perceptual side of

image reading [151] because eye tracking enables an objective observation of

what features attract visual attention as well as the time course of image inter-

pretation, i.e. the sequence of features studied as well as the interval between

them. The important advantage of eye tracking is that data collection does not

rely on recollections of participants. Thus, preattentive perceptual processes

can be studied free of potential subjective biases. However, to extract mean-

ingful information from eye tracking data, two assumptions are often made, be

it explicitly or implicitly. The immediacy assumption states that processing of

visual content starts as soon as a �xation starts, and the eye-mind assumption

states that processing of content that falls within foveal vision lasts for the

duration of the �xation [82].

Eye tracking has been used by perception researchers for more than a century

and has since advanced enormously [203]. It started o� as not much more than

the literal observation of the eyes' movements, evolved via mechanical nystag-

mographs physically attached to the eye, and advanced to optical systems

that, in some cases, operate remotely and allow for a completely automated

analysis. Modern eye tracking systems divide into head-mounted and remote
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systems. In both types of system, an infrared light is shone near the eye and

re�ected by it. Using the 'point of regard' method, the system calculates the

location of the gaze by localizing the position of a �xed cue, often the pupil,

and a dynamic cue, usually the �rst or brightest corneal re�ection induced by

the infrared light. Head-mounted systems are by de�nition attached to the

participant's head and allow for at least a minimal amount of movement, as

they move along with the person. They often appear in the form of a helmet,

or more recently glasses, with an infrared light source either aimed directly at

the participant's eye or at a semitransparent mirror that re�ects it into the

participant's eye. The systems further feature two cameras, one to �lm the eye

and one to record the participant's visual environment. Remote systems also

feature infrared light sources and a camera both positioned under the monitor

and aimed at the participant's eye [73].

If used in an appropriate way, both head-mounted as well as remote systems

are suited for the recording of visual search and perception in medical imag-

ing [89]. Using remote eye tracking is particularly suitable for the context of

medical image interpretation because it allows for a more natural setting. It is

more likely that radiologists forget about the eye tracking apparatus when it is

attached to the monitor compared to when it is directly attached to their head.

However, the use of either a remote or a head-mounted eye tracker has to be

decided in the light of the speci�c context of application. In mammography

interpretation, the use of two monitors is indispensable, and so far only head-

mounted eye tracking in combination with head tracking is feasible, due to the

wide spatial coverage needed to simultaneously record gaze on two monitors.

From the raw eye tracking samples, a seemingly in�nite number of parameters

can be derived. Many of these parameters are calculated from the basic 'units'

�xations and saccades. During �xations information is extracted. Fixations

are relatively static dwells of the eyes [173]. They are only 'relatively' static

because the eyes constantly perform micromovements, meaning that they are

never in total rest. Additionally, �xations can be static relative to a moving

object, meaning that the eyes do move, but the object in central vision is

constant. There is no universal de�nition of a �xation and often a combina-

tion of parameters is used to de�ne what is meant by the term in a particular

study. Such parameters are the minimal dwell duration together with a max-
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imal dispersion, a minimal duration together with maximal velocity or solely

a maximal dispersion [173]. The thresholds that are employed with regard to

these parameters can vary substantially.

Saccades are fast ballistic movements of the eye which are used to foveate

new objects. They are usually de�ned by velocity and/or duration [173]. Just

before, during and right after a saccade's completion, the intake of visual in-

formation is suppressed. This phenomenon is known as 'saccadic suppression'

[22]. It is not an absolute suppression and the time course depends on the

length of the saccade. The detection threshold for brief �ashes of light has

been observed to be signi�cantly elevated between 30-40 ms before and 100-

120 ms after the onset of a saccade.

Both �xations and saccades as well as numerous secondary parameters derived

from them can be of interest for the study of medical image interpretation and

will be reviewed in chapters 5 and 6. Note that other types of eye movements

exist, such as vergence movements or tremor. As these are not important for

visual search, perception and cognition in medical image interpretation, they

will not be reviewed here. For a detailed description see Carpenter [22] or

Holmqvist [73].

In most eye tracking studies in medical image interpretation, location and

temporal aspects of information processing, that is �xations, are analyzed.

Location characteristics of saccades are sometimes also in the focus of interest

[104, 47] and simple temporal characteristics of saccades are analyzed. The

onset of a saccade to a region of interest can, for example, be of interest when

detection processes are analyzed. However, more complex saccadic character-

istics like the peak velocity of saccades or their acceleration, which can play

a role in basic research as for example in reading experiments, have rarely if

ever been analyzed in the context of medical image interpretation. For this

reason, the temporal resolution of eye tracking devices is of lesser interest for

this particular context compared to the spatial resolution.

It has recently been pointed out that in the context of medical image in-

terpretation, which relies heavily on the speci�c luminance and environmental

conditions, particular care should be devoted to the circumstances under which

eye tracking studies are carried out. Tall and colleagues have shown that dif-

ferences in background lighting in the calibration and the experimental phase
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can seriously deteriorate the accuracy of the eye tracking data obtained [187].

Eye tracking has a long tradition in experiments that examine visual search in

radiology. The �rst experiments were conducted by Tuddenham and Calvert

in 1961 [194] and Llewellyn Thomas and Lansdown in 1963 [116], followed by

Kundel and colleagues (1978) [103], whose methodology �rst enabled a classi-

�cation of errors of omission in radiology and marked the study of perceptual

processes based on eye tracking. Since then, eye tracking in medical image

interpretation research has spread. It has been used in the evaluation of image

displays [5], the comparison of novices and experts [123, 47], and many other

contexts. These contexts, eye tracking parameters and their interpretation

with regard to reading medical images will be explored in more detail in the

following chapters 5 and 6.



Chapter 5

Traditional studies of medical

image interpretation- Analysis of

2D data

The last section of the previous chapter explained the technical principles of

eye tracking along with its two basic components, �xations and saccades. How-

ever, detecting �xations and saccades does not yet provide any insight into the

interpretation process. From these basic units, more re�ned parameters have

to be extracted. Early studies of medical image interpretation using eye track-

ing were not as focused on the systematic comparison of parameters between

conditions. Instead, eye tracking was often used to qualitatively describe the

search patterns of radiologists [194, 116, 100, 103]. This was important since

these studies have thereby explored a methodology to study medical image

interpretation. They have furthermore laid the basis for theories regarding

general processes that underlie image interpretation. The problem with this

qualitative approach is, however, that it is not well suited to quantitatively

test the assumptions that have been derived because the patterns that emerge

are often highly dependent on the stimulus material at hand and soon become

cluttered and di�cult to describe when several readers are involved as par-

ticipants. Research thus shifted from a description of patterns related to the

stimulus material to a more systematic exploration of parameters that can be

linked to visual search, perceptual and cognitive processes. An advantage of

the repeated use of the same quanti�able parameters that are linked to speci�c

57
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interpretation processes is that though contexts and tasks may di�er between

studies, general processes may be reliably observed across contexts.

This chapter aims at providing an insight into parameters that have been pop-

ular in the study of visual search, perception and cognition in medical imaging.

To this end, typical contexts where eye tracking studies have been employed in

medical image interpretation will be reviewed. Along with the employed pa-

rameters and the meaning that has been ascribed to them will be investigated.

As it is the classical �eld of application, this section deals exclusively with ex-

periments that eye tracked participants while reading 2D medical images, i.e.

conventional radiographs. The chapter is organized along the di�erent factors

that in�uence image reading which have already been reviewed in section 3.2.

In addition to these factors, gaze behavior with regard to di�erent decision

outcomes will be discussed as well. This is due to the importance that the

topic has gained in eye tracking research and because the results are of inter-

est for the experimental focus of this thesis.

Since eye tracking has a long tradition in the study of medical image inter-

pretation, the studies discussed here do not cover all eye tracking studies of

reading plain radiographs by far. Interesting topics that do not receive detailed

attention in this chapter include satisfaction of search [10, 176], the comparison

of diseased and healthy tissue [21, 135, 131, 136], and the in�uence of lesion

subtlety on the interpretation process [88, 91, 133, 132], to name just a few.

5.1 Expertise

Many eye tracking studies have investigated whether di�erences exist in the

way experts and novices interpret medical images. In fact, the topic of exper-

tise is amongst those that have received most attention regarding eye tracking

research, as it is hoped that insight into experts' strategies can lead to im-

proved teaching of novices. To understand the nature of these di�erences, a

review of a well accepted model of medical image interpretation and how it

can be studied using gaze behavior helps. According to the model of image

interpretation of Nodine and colleagues [152], the interpretation of medical im-

ages starts with holistic scene recognition and is subsequently followed by focal

discovery search. The existence of holistic scene recognition at the beginning
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of the interpretation process has been supported by numerous eye tracking

studies. The most prominent role in the support of holistic scene recognition

has been played by a parameter labeled time to �rst �xation [108, 104, 107].

Time to �rst �xation re�ects the time interval between the display of an image

and the �rst �xation of a target location. The �rst �xation of a target location

was de�ned to occur as soon as a �xation center and the center of the lesion

had a Euclidian distance of less than the useful �eld of view [104].

Time to �rst �xation can be calculated separately for di�erent decision out-

comes. Numerous studies have found that the median time to �rst �xation of

True Positive lesion locations is usually around one second [86, 149, 104, 107]

and signi�cantly lower than time to �rst �xation of a True Negative location

[104]. The comparison of True Positive and True Negative locations hints to

the conclusion that it is not a systematic search that leads to the detection of

lesions, but the holistic impression instead. Kundel and colleagues analyzed

the time to �rst �xation by means of a mixture distribution [107]. This enabled

breaking down the sampled times to �rst �xation into two components: a fast

component that included 60 % of all observed data samples and a slow com-

ponent that included the remaining 40 % of samples. Kundel and colleagues

attributed the fast component to holistic recognition and the slow component

to subsequent discovery search. Interestingly, the study not only underpinned

the existence of the holistic component, but also underlined its importance

for decision making by showing that the chance of correctly reporting a lesion

was higher in the fast component (63%) as compared to the slow component

(52%). Additionally, it could be shown that time to �rst �xation correlates

negatively with detection performance [104].

Several studies that used mammography tasks have shown that time to �rst

�xation of a cancerous lesion is shorter for trained and experienced readers

as compared to their trained but less experienced colleagues [149, 86, 123],

suggesting that holistic scene recognition is more prominent in expert readers.

Expert readers show a more e�cient search pattern that is characterized by

fewer �xations of irrelevant areas of the image [86], less systematic scanning of

the image [86] and faster �xations of lesions [104, 132, 149]. This may in part

account for superior performance, which has frequently been observed in more

experienced readers. Converging evidence for superior use of the global im-
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pression to identify possible lesions comes from a study that quanti�ed holistic

recognition by the parameter initial long saccades [104]. Initial long saccades

are de�ned to be the �rst saccades after image onset, which are at least 15◦

away from the initial �xation point. Furthermore, to classify as an initial long

saccade, the target, i.e. the lesion location, has to be �xated within three

saccades, of which the initial saccade has to span at least 15◦ visual angle.

This saccade does not necessarily have to reach the target because saccades

are often imprecise with regard to their target and the location can be cor-

rected within another two, short saccades. Kundel and colleagues [104] found

a great percentage of initial long saccades aimed at cancerous locations, sug-

gesting that the input of parallel, global processing led to �agging of potential

targets which guided eye movements in an attentive search process. Besides

con�rming the existence of holistic scene recognition by analyzing initial long

saccades, Kundel and colleagues also looked at whether the parameter dis-

criminates between di�erent levels of expertise. To this end, they quanti�ed

expertise through performance measured by the area under the ROC curve.

It could be shown that the best performing reader used initial long saccades

to �xate a lesion location in 55% of all lesions, whereas the worst performing

reader only did so with regard to 20% of the lesions, suggesting that better

detection performance, i.e. expertise, is linked to the successful use of holistic

scene recognition.

Besides di�erences in the successful use of holistic recognition, eye tracking

studies have suggested that focal search is also employed di�erently by experts

and novices. First of all, overall search time, i.e. the time interval between

the onset of the image display and the �nal diagnostic decision, in both lesion-

containing and lesion-free cases, has proved to be longer for novices as com-

pared to experts [86], suggesting that novices study images longer than experts

do. However, novices may not always study the relevant areas of the images.

The analysis of False Negative decisions suggested that missing lesions is a

result of di�erent processes in experts and in novices. According to Kundel

and colleagues [103], False Negative errors fall into one of three categories:

Search errors occur, when the gaze does not fall into the prede�ned area of a

lesion at all. When the gaze dwells in the prede�ned area of a lesion, but does

so for less than one second, a recognition error is said to occur because dwell
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is not long enough to allow for a lesion to be properly disembedded from the

background and to be recognized as a possible abnormality. A False Negative

error is called a decision error when a reader's gaze dwells for more than one

second in the area of the lesion, but the structure is ultimately dismisses as

being either a normal variation or benign. The one second threshold between

failed recognition and faulty decision making is often justi�ed by citing an ex-

periment that looked at search and decision making in basic research [71]. The

threshold may nonetheless be perceived as somewhat arbitrary. It has, how-

ever, been useful as it has become a convention in medical image perception

research and thereby enables the comparison of di�erent studies. In a study

that compared experts and novices when reading mammograms, 52% of masses

and microcalci�cations that were not reported by expert readers resulted from

decision errors, i.e. they were �xated for more than one second but discarded

[86]. However, decision errors caused only 29% of all False Negative decisions

in novices. While search errors were least common in experts, they were most

common in the search of novices. Potentially, the lack of lesion identi�cation

in novices originates from an inability to detect potential abnormalities using

holistic scene recognition.

While the superiority of experts' global impressions is well established and val-

idated, the in�uence of expertise on focal search with regard to True Positive,

False Positive and True Negative decision sites is less consistent. Focal search

can best be quanti�ed by dwell time on di�erent locations. Dwell time is of-

ten operationalized as the duration of cumulative �xations in a speci�c area.

Once the �xations are cumulated for a speci�c area, they are identi�ed as rep-

resenting either True Positive, True Negative, False Positive or False Negative

clusters and their total dwell time is recorded. Nodine and colleagues [149]

found no di�erence in the dwell time regarding perceived lesion locations, that

is, True Positive and False Positive decision sites, when comparing trained and

experienced readers to trained but inexperienced readers. Only untrained and

inexperienced readers, that is, complete novices, were observed to dwell longer

at these sites than the two groups of trained readers. Similarly, Krupinski

[86] found no di�erence between experienced readers and residents with re-

gard to dwell time on True Positive, False Positive and True Negative lesion

locations. However, Leong and colleagues [112] observed that the proportion
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of time spent on a lesion (i.e. True Positive and False Negative sites) was

signi�cantly lower for readers who had specialized in the area of the stimulus

material. The di�erence between the study conducted by Leong and the stud-

ies by Nodine and colleagues and Krupinski is that Leong used fractures as

stimulus material. The detection of fractures is supposedly less ambiguous for

anyone with experience in the task than is the detection of breast cancer, the

task used by Nodine and Krupinski.

Overall, it can be concluded that eye tracking studies have revealed great dif-

ferences between novices and experts with regard to image interpretation and

that these di�erences are more pronounced when the gap in experience is wide.

5.2 Reader type

To date no studies have been conducted that systematically looked at con-

nections between actual gaze behavior and gaze behavior predicted by the

'searcher/ classi�er' paradigm described in section 3.2.2. The concept of

searchers and classi�ers is relatively recent and research has so far concen-

trated on showing that classi�cation and search performance is independent

of one another as demonstrated by ROC data [32]. However, it is not hard to

imagine which parameters may be of interest in an eye tracking study that aims

at validating the predictions of the paradigm. Searchers would be expected to

show shorter time to �rst �xation of lesion sites, as they are expected to make

better use of holistic scene recognition when �agging out potentially abnor-

mal areas of the image. As classi�ers are assumed to show more systematic

search, they would be expected to scan an image more completely, that is show

longer overall search time, have an increased number of �xations and/or num-

ber of �xation clusters during search time and greater foveal coverage, i.e. the

percentage of the relevant image parts that are covered by a radius of e.g. 3◦

around the �xation center should be higher. Interestingly, converging evidence

of the existence of distinct eye movement patterns that resemble the concept of

searchers and classi�ers has come from the volumetric imaging contexts where

the two types of reading strategies have been named 'scanning' (similar to

classi�ers) and 'drilling' (similar to searchers) [41]. This is described in section

6.1. If the di�erence in search and classi�cation is indeed manifested in gaze
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behavior when interpreting plain conventional radiography images remains to

be shown.

5.3 Disease prevalence

Performance studies have found mixed results with regard to the in�uence

of revealing disease prevalence to readers as it has been described in section

3.2.3. However, eye tracking can potentially shed light on the reasons for these

di�ering results by explaining the perceptual and cognitive processes at hand.

Indeed, one study examined prevalence e�ects by means of eye tracking and was

able to show that image interpretation changes with the expected prevalence

of a disease [164]. When radiologists were shown two sets of chest radiographs

of allegedly di�erent prevalence levels and asked to identify any chest nodules,

it was observed that the total time participants took to scrutinize an image,

recorded from image onset to the termination of viewing that image, increased

with an increase in alleged prevalence and so did the number of �xations per

image. In terms of the new image interpretation model [152], this suggests

that increased prevalence increases the amount of focal and discovery search.

The total dwell time on lesion sites, however, decreased with an increase in

prevalence, meaning that testing pathological features and decision making is

speeded up by a higher prevalence expectation. Performing a more extensive

search and making decisions on lesion sites faster when the likelihood of a

lesion in an image set is increased intuitively makes sense. Interestingly, these

changes in visual behavior were constant regardless of the exact prevalence

levels that were tested. Furthermore, the changes in gaze behavior were not

accompanied by changes in performance, suggesting that readers can reach the

same level of performance by di�erent strategies of search.

5.4 Image quality

To my knowledge, there are no studies that have systematically reviewed the

in�uence of changing image quality due to compression of images or radiation

dose reduction on eye movement patterns. This would be possible in the future

using the same parameters that are used to evaluate the in�uence of di�erent
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image display modes, which are described in the next section.

5.5 Image display

There have been no studies so far that have looked at gaze behavior related to

di�erent image sizes. However, this topic will be covered extensively in chap-

ters 9 and 10. Contrary to this, there is a considerable amount of research that

has looked at the physical layout and the hardware con�guration of radiology

workstations. As medical image interpretation is an inherently visual task that

often relies on the detection of minimal contrast, the luminance and contrast

characteristics of monitors have been the focus of research. When monitors

were slowly starting to replace �lm-based image interpretation, eye tracking

was used to evaluate changes in visual behavior. Indeed, early studies found

that overall search time was longer on monitors as compared to �lm [93]. Sim-

ilarly, time to �rst �xation of a lesion and dwell time in True Negative, True

Positive and False Negative locations was increased. In addition, a greater

number of �xation clusters was associated with monitor-based interpretation,

of which one �fth was related to studying the menu of the viewing program

[93]. A closer inspection of the data suggested, however, that the increase

in search and detection time might not be due to less e�ective visual search,

but to adjusting contrast and otherwise enhancing the display of the images.

Similarly, often digital enhancement of the images seemed to take place after

readers �rst �xated diagnostically relevant structures, suggesting that this may

explain the increased dwell time. Another study demonstrated that reading

from a Cathode-Ray Tube (CRT) monitor and �lm-based reading were in�u-

enced to similar extents by a decrease in luminance. Whereas no changes in

performance were observed, visual search was less e�cient at lower levels of

luminance as indicated by prolonged dwell time, particularly on True Nega-

tive locations [97], suggesting that more e�ort is needed to extract information

when luminance is decreased. Since the same e�ects were observed for �lm and

monitor reading, this study suggests that there are no signi�cant di�erences

between the two. However, there is large variability between CRT monitors,

which depends among other factors on the type of phosphor that is used in its

faceplate. In another study, monitors using di�erent types of phosphor (P45
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and P104 monochrome and color CRT monitors) were compared [96]. Again,

overall search time, dwell time and the time to �rst �xation served as indi-

cators of the degree of e�ectiveness of visual search. Interestingly, the results

of this study showed that the monitor with the best performance in terms of

diagnostic accuracy was the P45 monitor, which was also the monitor with

which participants exhibited the shortest search time, had the shortest dwell

on diagnostically relevant structures and which enabled the quickest �xation

of lesions. Conversely, worst performance in terms of accurate decision making

as well as in terms of gaze behavior was observed when a color monitor was

used. The results of these studies suggest that eye tracking parameters cannot

only be used to describe the process of image interpretation, but can further

serve to review the usefulness of technological equipment.

5.6 Decision outcome

Decision outcome is a topic that has attracted substantial research attention.

The importance of the topic is intuitively understandable: if processes that

accompany visual search, perception and cognition of true as well as false diag-

nostic decisions are understood and benchmarked against each other, it is pos-

sible to improve readers' performance, be it by training or real time feedback.

Most studies have focused on the analysis of dwell time on decision locations

[105, 106, 146, 94, 39, 38, 160, 123]. The initial studies looking into it found

that sites of True Positives, False Positives as well as False Negative decisions

on conventional chest radiographs received substantially longer dwells than did

True Negative decisions [105, 148]. Similar results were obtained by Manning

and colleagues [123], who also analyzed gaze clusters on chest radiographs and

found that 50% of True Negative dwell clusters of trained radiologists were

shorter than 500 ms, whereas 50 % of the False Negative clusters lasted for

up to 1000 ms. Half of True and False Positive gaze clusters lasted for 2200

ms [123]. This is interesting as the same behavior was shown at True as well

as False Negative sites: in both cases, no abnormality is reported. In studies

that examined gaze behavior regarding mammograms and chest nodules, True

Positive decision sites received the longest dwells, narrowly followed by False

Positive decision sites [106, 86, 153]. However, in the case of bone fractures,
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the order of the two is reversed [74, 93] with False Positive locations receiving

longer dwells. True and False Negative decision sites often receive considerably

less visual attention, with longer dwells on False compared to on True Negative

sites [106, 86, 123, 153].

The di�erences in the amount of dwell that True and False Negative clus-

ters receive open a door for discrimination of the two and thus for potential

improvement in decision making. This was exploited by using perceptual feed-

back based on dwell time. Kundel and colleagues analyzed the survival curves

of dwell clusters of the four di�erent decision outcomes and concluded that a

gaze duration threshold of 1000 ms yielded the best discrimination between

False Negative and True Negative locations [106]. In an experiment, they cir-

cled each reader's individual gaze clusters that exceeded a duration of 1000 ms

on non-reported sites. By feeding the images with the overlaid circles back to

the readers and giving them a chance to change their initial decision, an overall

performance improvement of 16% could be achieved [106]. Similar results were

later obtained by Krupinski and colleagues with regard to mammography [95]

and bone fractures [93, 74]. It should be noted that all these approaches aim

at reducing the number of False Negatives only. More recent attempts have

targeted False Negatives as well as False Positives by combining the analyses of

eye tracking data and target location characteristics, with mixed results [160].

Though cumulative dwell time is the most popular parameter with regard to

decision outcome, one study also looked at how di�erent decision outcomes

re�ect in decision time [153]. Decision time is the time period between the

image onset and the readers reporting the abnormality. For True Negative

and False Negative cases, it is calculated from �rst display to the end of that

trial. Nodine and colleagues [153] showed that True Positive decisions were

made substantially faster than False Positive ones. This is re�ected in a high

Positive Predictive Value (PPV) in the beginning of the interpretation process.

The PPV represents the proportion of True Positive decisions of all Positive

decisions. Its development over time therefore shows the proportion of True

and False Positive decisions over time. With regard to expert mammography

readers, a PPV of almost 1 was observed for decisions taken during the �rst

20 seconds of reading. It decreased to a PPV of about 0.8 after 25 seconds

of decision time. Trainees showed a similar pattern with a PPV of about 0.8
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in the �rst 20 seconds that decreased to 0.65 after 40 seconds. The decline in

PPV in this study thus shows that decision time with regard to True Positive

locations is shorter than decision time with regard to False Positive locations.

Similar results were obtained in a study that looked at time to �rst �xation

in connection with di�erent decision outcomes [132]. True Positive locations

were �xated within less time after image onset as compared to False Positive

locations. However, no inferential statistics are reported with regard to this

comparison in the study.

The review of the di�erent experiments in this section shows that dwell time

discriminates well between True and False Negative decisions. Decision time

and time to �rst �xation possibly discriminate between True and False Posi-

tive decisions. Whereas results with regard to dwell time have been replicated

numerous times and validated with di�erent stimulus material, the �ndings

with regard to decision time and time to �rst �xation are more preliminary

and need further validation.

All studies presented in this chapter have focused on plain radiography images

and used eye tracking parameters that have been popular in connection with

these. A summary of what has been focused on with regard to multi-slice

images will be presented in the following chapter 6.
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Chapter 6

A framework of studying medical

image perception when using

multi-slice data

The previous chapter has provided an insight into the study of visual search,

perception and cognition in 2D medical images. However, the increasing im-

portance of multi-slice images poses a new challenge to the study of visual

search and consequently image perception and cognition. Section 6.1 aims at

exploring and describing the particular challenges in depth by reviewing the

literature with regard to it. The number of studies that have focused on multi-

slice images using eye tracking is limited, and there is no clear focus on speci�c

topics yet, as it has been observed in the single slice context. For this reason,

the section will not be organized along di�erent topics as it has been done in

section 3.2 and chapter 5. The review is followed by a section that aims at

providing a solution to challenges that emerged.

6.1 Challenges regarding eye tracking in volu-

metric data

As described in section 2.2, the future of radiology lies in multi-slice and volu-

metric representations of organs. A popular presentation mode is stack format,

which is usually employed when reading multi-slice CT and MRI cases. Here,
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the third dimension is represented in time by scrolling through a 'stack' of im-

ages. Studies have suggested that stack mode presentation is at least equally

e�cient as the presentation in tile format, which was typically used before the

advent of digital radiology [9, 47]. However, visual search in stack mode is con-

siderably more complex than visual search on planar images. This is due to the

rapidly changing visual content, meaning that far from the entire case is visible

at a time and that due to scrolling, �xations with the same x and y coordinates

can cover variable amounts of visual content. These circumstances challenge

the one-on-one use of many visual search parameters described in chapter 5

that have proved useful over decades of eye tracking research in medical image

interpretation. The complex methodology in the study of genuinely three-

dimensional images may be the reason why only a small number of studies

have so far looked at visual search regarding volumetric imaging modalities.

Some studies have circumvented the problem of complexity by only presenting

a single slice out of a multi-slice stack to the participants. Matsumoto and

colleagues compared visual search of neuroradiologists to that of medical prac-

titioners who were less experienced in neuroradiology [127]. Participants were

eye tracked while interpreting single cranial CT slices displaying either stroke

or no abnormality and a similar approach was followed of Suwa and colleagues

who used single dental CT images to study visual search of denists [183]. How-

ever, despite the use of CT scans as stimulus material, the interpretation task

and the eye tracking set up were far more comparable to the reading of plain

images than to that of volumetric images.

In contrast, a small number of other studies used genuinely three-dimensional

imaging material. Ellis et al. [47] used eye tracking measures to compare

the e�ciency of interpreting multi-slice images displayed in either tile or stack

mode. They showed twelve lung CT cases in stack mode and the same num-

ber of cases in tile mode to four radiologists. Dependent variables that were

analyzed in order to compare reading e�ciency were the percentage of short

saccades, i.e. saccades that fall within the range of useful peripheral vision,

�xation duration, the number of slice transitions, and the saccade distance

during image transitions. Despite the truly three-dimensional setting of the

study, Ellis at al. unfortunately do not explain how they calculated �xations,

which is critical given the rapidly changing image content due to frequent slice
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transitions. However, the short �xation duration they found with regard to

stack mode (mean (M)= 245 ms, standard deviation (SD)= 24) suggests that

�xations have been calculated per single slice, just as they would have been

calculated in the study of planar images. Unfortunately, this approach does

not take advantage of the integrative nature of information gathering in multi-

slice imaging.

Cooper and colleagues [35, 36] compared di�erent experience levels of readers

who interpreted CT as well as MR images. In their study, �ve consecutive

slices of 24 CT cases as well as of 24 MRI cases were presented. Novices, who

had no formal training in radiological tasks, radiology registrars and consul-

tant radiologists viewed the slices in stack mode. They were able to scroll in

the forward direction only. Thus, when having scrolled on, the previous slice

was not accessible anymore. Amongst the reported parameters to quantify vi-

sual search, they used the mean �xation time per axial slice, which amounted

to about four seconds, with only minor di�erences between display modalities

and experience levels. The relatively long dwell per slice is possibly due to

the setting, which allowed for only limited dynamics: participants could not

scroll back, and were thus prevented from using their usual scrolling behavior.

Because of the long dwell on each slice, a large proportion of �xations was

limited to one slice. Changing content during the course of one �xation thus

might not have been a relevant issue in this study design. Cooper et al. [36]

used time to �rst �xation of stroke locations as visual search parameter. How-

ever, the paper does not specify when the calculation of this parameter starts,

whether at image onset or when the area of interest �rst became visible. This

is of interest as in some cases the lesion was only displayed from the second

slice on, which may in�uence the results of the data analysis.

More recently, other modalities have also received some attention by percep-

tion scientists. Lång and colleagues [119, 188] looked at the di�erent viewing

procedures of breast tomosynthesis (BT). They eye tracked four readers during

the interpretation of 55 BT cases that were either presented in three di�erent

cine mode speed levels or explored by free scrolling. No performance di�erences

were found between the conditions, but analysis time and dwell time point to

a slight advantage of medium speed cine mode presentation. Similarly, Gegen-

furtner and Seppänen [62] eye tracked nine radiologists when interpreting PET
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and/or CT scans. All participants were either specialized in the interpretation

of CT or in the interpretation of PET. The results of the study indicated that

while the number of �xations was not signi�cantly di�erent between the famil-

iar and unfamiliar modalities, �xation duration was signi�cantly shortened in

familiar as compared to unfamiliar modes.

Neither of the these studies [47, 35, 36, 62, 119, 188] addressed the speci�c

characteristics of �xation calculation in reading stack mode images. Drew and

colleagues [41, 42] acknowledged the problem by omitting the calculation of �x-

ations altogether and using only raw eye position samples. This, however, does

not account for saccadic suppression, which is the inhibition of visual informa-

tion intake during and shortly after saccades, and makes it di�cult to attribute

gaze to speci�c perceptual or cognitive processes such as decision making. A

di�erentiation of cognitive mechanisms is, however, highly desirable, as these

mechanisms are presumed to have changed in connection with the change from

plain to volumetric images. Phillips and colleagues [158, 122, 70, 69] have so far

dedicated the greatest attention to this by accounting for pursuit movements

that are found in the interpretation of �y-though mode CT colonography.

They calculated these based on readers dwell on a lesion, in their case polyps.

Whenever gaze stayed within the boundary of a lesion (plus a 50 pixels mar-

gin) for a minimum of 100 ms, they scored this as a pursuit movement which is

performed to visually follow the anatomical structure. This was done as in �y-

through mode visual content changes quickly and structures move dynamically

across the screen, fostering the performance of smooth pursuit eye movements.

Note that the method to classify pursuits is not in itself the scoring of smooth

pursuit eye movements as it is possible that participants performed multiple

�xations on the polyps, interrupted by saccades. The minimum threshold of

100ms, however, assures that the data included in the analysis is not purely

due to saccades. Based on the scoring of the pursuit movements, Phillips and

colleagues calculated further parameters such as time to �rst pursuit, which

starts from the �rst moment when an area of interest (AOI) becomes visible

to the start of the �rst pursuit of it. Note, that this is di�erent to the calcula-

tion of time to �rst �xation in conventional radiography, where the calculation

starts at the beginning of the case. Phillips and colleagues went on to use this

and related parameters as total assessment span, which is similar to the dwell



73

time in conventional radiography and identi�cation time span, similar to the

decision time, to approach research questions such as di�erences between ex-

perienced and inexperienced readers in the interpretation of CT colonography

[122] and computer aided detection [69].

As it has been pointed out at the beginning of the section, gaze behavior in

3D images is not limited to the x and y coordinates of the image. Scrolling

through the stack represents the third dimension of information intake. Atkins

and colleagues [6] made �rst attempts to quantify the scroll path of readers

based on data of nine radiologists who read cranial CT which featured arti�-

cial hemorrhages. They divided scrolling into a 'locate pass' that starts at the

beginning of the trial and lasts until the end of the stack is reached for the

�rst time. During this pass, readers were assumed to examine images in detail

and report anomalies. Once this pass was �nished, readers started a 'review

pass' from the end to the beginning of the case. This pass through the stack

was assumed to be entirely con�rmatory. Atkins and colleagues talked of two

distinct phases in the interpretation process of each individual, one slow phase

that aims at the detailed examination of features and one global pass that

is more rapid and aims at con�rming �ndings by globally scanning the case

again. However, the clear distinction of these two passes could be due to the

use of visibly inserted hemorrhages, where identi�cation needed no more than

two passes through the stack.

Contrary to this, Drew and colleagues found that scrolling through the stack

is not so much determined by temporal aspects of the interpretation but by

the reader who performs the search [41]. They divided each image of the im-

age stack into four equally sized quadrants and assigned each of the quadrants

a unique color. The scan paths of each reader and case was subsequently

displayed by plotting slice number against reading time and by coloring the

respective segment of the plot in the color of the quadrant that was looked at.

This enables a quick overview of how often a reader scrolls through a stack and

which parts of the image are scrutinized at a given point in time. Drew and

colleagues [41] found that the majority of their participants scrolled through a

stack several times, focusing on a di�erent quadrant each time. These readers

were called 'drillers' by the authors as they are assumed to quickly drill through

a stack of images while resting their gaze rather stable in one position. Fewer
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participants scrolled through the stack only once, covering each quadrant while

resting on the same slice. These readers were named 'scanners' because they

tend to scan the entire slice before moving on. While the categorization of

drillers and scanners combines the analysis of gaze and scrolling behavior in

an intriguing manner, it is di�cult to objectively quantify the two types of

readers. Few readers are expected to show exclusively drilling or scanning be-

havior and the boundaries between the categories may therefore be fuzzy.

The great amount of diversity in which visual search parameters are used,

as well as the imprecise description of the calculation of the parameters, high-

lights the need for a systematic review of how classical visual search parameters

could be calculated in volumetric images. The following section therefore aims

at providing a methodology of eye tracking data analysis in multi-slice images

displayed in stack mode, regardless of the original imaging modality (CT, MRI,

DBT).

6.2 Visual search parameters in volumetric stack

mode imaging

Visual search parameters that have gained popularity in the study of conven-

tional radiography images need adaptation for their sensible use in multi-slice

images presented in stack mode. Possible adaptations are presented in the fol-

lowing paragraphs. Additionally, the calculation of these parameters is speci-

�ed in formulas at the end of the chapter.

An important adaptation in the calculation of parameters in the multi-slice

context is that often they are calculated on the level of the case rather than

on slice level. An example of a parameter that is calculated on case level

rather than slice level is overall search time, which is calculated from the �rst

presentation of a radiograph until search on the slice is terminated in the 2D

context. It is transferred to case level in multi-slice reading because the case is

the unit of interest. This means that search time is summed over all slices of

one case. Similarly, the number of �xations, which has in the past been used

as an indicator of workstation layout [5], is calculated on case level, too. In

conventional radiography studies, the number of �xations on a single image or

on a given AOI is sometimes used as a proxy for attention allocation with more
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revisits indicating a cognitively more demanding area. Similarly, the number

of �xations of an AOI should be calculated for the entire AOI, by taking into

account that AOIs can span several slices.

However, to calculate the number of �xations, the calculation of a �xation

needs to be de�ned �rst. One characteristic related to this is the duration of

a �xation. In the case of multi-slice images, this calculation, however, is more

complex than it may seem. Fixations are often detected by a low-speed disper-

sion algorithm. The calculation of �xations is based on whether the maximal

dispersion of e.g. 0.5◦, 1◦ or 2◦ visual angle in x and y direction is surpassed

and on whether the minimal duration of typically 80 or 100 milliseconds is

reached. This is identical for single and multi-slice images, as in multi-slice

images, transitions of slices should play no role in the calculation. A �xation

can thus span a variable number of slices, i.e. the �xation is initially calcu-

lated using its x and y coordinates without taking into account onto which

slice these fall at a given moment. Fixation duration in multi-slice images thus

needs to be calculated over several slices to re�ect physiological processes such

as integration of information, mental workload or fatigue. At the same time,

it is crucial to also be able to trace back the proportion of the dwell to each

single slice to match it to the image's content and to determine the amount of

time needed to extract information. For example, if a �xation spans four slices,

it is essential to calculate the entire �xation duration over all slices, as well as

the respective duration on each of the four slices, which leads to a calculation

of e�ectively �ve di�erent durations.

In the medical image interpretation literature, �xation duration has mainly

been used to derive clustered (cumulative) dwell times on sites of True Pos-

itive, True Negative, False Positive and False Negative decisions (see e.g.

[123, 153, 86, 149]). The calculation of dwell clusters is di�cult in the multi-

slice context, as it is not immediately clear how many slices should be included

in a cluster. For this reason, a calculation of dwell based on a prede�ned AOI,

taking into account the proportional duration of a �xation, might be prefer-

able. As visual content changes during the course of one multi-slice spanning

�xation, dwell time is limited to the time when the area of interest is displayed

and �xated on a single slice. Dwell time can thus be shorter than the entire

�xation. In multi-slice imaging most lesions span several slices. Thus, an AOI
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can also span several slices. As a result, overall dwell time is summed over all

slices of the AOI. The concept is visualized in �gure 6.1. Additionally, overall

dwell time in an AOI is cumulated over the di�erent instances when the AOI

is displayed. Furthermore, if marking of abnormalities is implemented within

the stimulus material and case itself, it is advantageous to clean dwell time of

�xations that occurred during the process of marking as to avoid overestima-

tion.

Similarly, the calculation of the time to �rst �xation needs amendment for its

calculation in stack mode presentations. This popular visual search parameter

has been used to study detection processes [104, 86]. In these studies, calcu-

lation of the time to �rst �xation starts with the display of an image because

a potential lesion is in sight from that moment on and can potentially start

to attract visual attention. However, in stack mode presentation, time to �rst

�xation should be calculated from the �rst display of the slice containing the

lesion, not from the beginning of the presentation of a case. This is similar to

how it was calculated by Phillips et al. [158], who de�ned the interval between

the �rst display of a lesion and the �rst pursuit of it as the time to �rst �xa-

tion.

Decision time that has been used in single slice studies as described in section

5.6. In multi-slice images, decision time can to be calculated as the interval

between the �rst �xation of a lesion and the beginning of report it. Therefore,

it should better be referred to as the decision interval. When no decision is

reported, as it is the case in True Negative and False Negative decisions, the

decision interval is calculated as the time between the �rst �xation of an AOI

and the decision to terminate search, thus the end of the reading time.

The number of visits to a given AOI re�ects the number of times an observer

directs his or her gaze back to an area of interest. As such, it potentially

re�ects their level of uncertainty of a speci�c hypothesis regarding that loca-

tion. Krupinski [88] found that lesions that were neither particularly subtle

nor particularly obvious received most visits. The number of visits in multi-

slice images should be calculated per AOI regardless of how many slices the

AOI spans. The calculation of parameters that are calculated on the level of

an AOI is illustrated in �gure 6.1.

A taxonomy for omission errors has been derived for single slice studies [103]
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Figure 6.1: Visualization of �xation calculation as well as of gaze parameters

related to AOIs. The arrow in the slices indicates the �xation location, while

the white circle represents the AOI. The beginning of the presentation of each

slice is indicated by the vertical lines. The value of each parameter is displayed

under the respective arrow and can be calculated from the proportional �xation

duration on each slice. Note that the last �xation is not included in the

calculation of dwell time because it coincides with reporting, represented by

the computer mouse. Further, note that dwell time and the decision interval is

unusually short in this depiction, by reason of the limited space in the �gure.
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and is described in section 5.1. False Negative errors in multi-slice images can

be de�ned similarly to those in single slice studies: search errors occur when

the site of an abnormality is not dwelled on at all, while recognition errors

occur when the total dwell time on a lesion of interest is less than one second,

even when dwell on all slices where the lesion is present is counted. Decision

errors occur whenever dwell time exceeds one second, but the lesion is not

reported. As with regard to the parameter dwell time, the time for the scoring

of either a search, recognition or decision error is calculated cumulatively for

all slices that the lesion, hence the AOI, is displayed on.

The parameters that have been de�ned so far are adaptations of parameters

that have proved useful in plain radiography reading. However, in stack mode

reading, gaze behavior is not limited to x and y directions, but is also repre-

sented by the movement through the stack. Therefore, new parameters need

to be de�ned to describe scrolling behavior. In multi-slice images, content

switches are not exclusive to �xations, and the following two parameters capi-

talize on that. Number of slice transitions per case is a parameter which is per

de�nition non-existent in single slice studies. This parameter has in the past

been introduced by Ellis and colleagues [47], who suggested that fewer tran-

sitions indicate more organized reading, while more transitions indicate more

switches between image content, which can be assumed to re�ect the level

of uncertainty regarding the true state of a case. Mean number of slices per

�xation attempts to exploit the intrinsic nature of multi-slice images, whose

reading has anecdotally been linked to an increased use of motion detection

mechanisms as described in section 2.3. Sensitivity to motion can be utilized

best by scrolling through the stack quickly, thus spanning several slices by

one �xation, which essentially resembles movie-like viewing behavior. When

the number of slices covered by one �xation is smaller than one, it indicates

that on average multiple �xations are performed on each slice. This represents

foveal search while values larger than one indicate that a �xation spans mul-

tiple slices, which is not compatible with foveal search and hints to detection

by motion perception.

While the number of slices that are covered by one �xation combines the

quanti�cation of gaze- and scrolling behavior, the number of slice transitions

exclusively describes scrolling through a stack. Similarly, three parameters
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Figure 6.2: A visual depiction of the scrolling behavior through a stack of

images. The scrolling path exhibits twelve oscillations (depicted in part b.),

one run through half the stack (part c.) and six runs through the entire stack

(part d.).

have been reported by our group [179, 198] that aim at describing local as well

as global search through a stack by examining scrolling only: the number of os-

cillations is a single backwards and forward movement through 1-25 percent of

the slices of a case. It is assumed that such movements are used for the purpose

of comparing speci�c structures in neighboring slices. Forward or backward

movements through 25 to 50 percent of the slices are counted as the number

of runs through half a stack, while forward or backward movements through

more than 50 percent of the slices of a case re�ect the number of runs through

the entire stack. Both the number of runs through half and the entire stack

can encompass oscillations. Figure 6.2 illustrates an example of a movement

pattern through a stack, and the scoring of the parameters. While oscillations

are seen as local search and comparison of neighboring structures, the number

of runs re�ects a more global search that aims at gaining an overview of the

stack. By de�nition, the scrolling parameters oscillations and runs are speci�c

to stack mode reading and manual scrolling. The idea of the parameters is

similar to 'locate passes' and 'review passes' as described by Atkins and col-

leagues [6], but contrary to Atkins and colleagues, no �xed order of local and

global search is assumed, nor is it assumed that scrolling covers the entire stack
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at once. These amendments better �t observations of stack mode reading of

cranial CT displaying real hemorrhages [198].

Slice transitions, oscillations and runs through the stack are not gaze parame-

ters in the classical sense because no eye tracking device is necessary to acquire

them. However, they re�ect on the z-component of the eye movements and

can therefore be regarded as re�ecting the visual content that a reader takes

in.

It can be assumed that the parameters that have been described here to quan-

tify visual search in stack mode images do not yet cover all visual search

information that could be of interest. The re�ection on possible parameters in

volumetric imaging is aimed at opening a discussion rather than at providing

de�nite answers.

The aim of this chapter was to introduce an experimental methodology to an-

alyze multi-slice images read in stack mode and to develop the calculation of

eye tracking parameters that can be employed in such analyses. To this end

parameters that have proved useful in visual search studies using single-slice

images have been examined and adapted for stack mode imaging.



Chapter 7

Brain anomalies

Chapter 2 reviewed the important role that radiology plays in medical diagnosis

and the subsequent chapters outlined how the process of image interpretation

in radiology is studied. It was focused on studies using eye tracking to examine

visual search, perception and cognition. The thesis will now turn to applying

these insights to the study of image interpretation in multi-slice images using

eye tracking. To this end, the context of brain imaging was chosen. This chap-

ter aims at providing readers with basic information regarding brain imaging,

particularly regarding the diagnosis of intracranial hemorrhage, to enable the

understanding of the experiments that are to be described in chapters 8, 9 and

10.

Modern radiology tools are particularly important for the diagnosis and con-

�rmation of many di�erent kinds of brain abnormalities. Besides commonly

known diagnoses such as skull fractures, radiology can also play a role in the

diagnosis of developmental disorders and malformations of the brain in con-

nection with the embryogenesis of the nervous system, the myelination of the

brain or neural tube defects. It is important in the diagnosis of vascular dis-

eases such as stroke and ischemia, in the detection of intracranial tumors,

craniocerebral injuries or in�ammatory diseases like meningitis and multiple

sclerosis, metabolic diseases of the central nervous system, diseases of the white

matter and the diagnosis of neurodegenerative diseases [167]. As these diseases

and malfunctions manifest themselves in various ways, a great number of dif-

ferent techniques are applied in neuroradiology. Besides skull fractures, the

abnormalities are located in the brain itself rather than in the bone, and due

81
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to this, conventional radiography is only of limited use, as it is not sensitive

to soft tissue [17]. Instead, multi-slice CT and MRI are most often applied in

neuroradiology. The two techniques are employed with and without contrast

agents and related techniques such as the CT/MR angiography and CT/MR

venography are used for diagnoses related to (vascular) anatomy and activity.

For a more detailed description of CT and MRI see section 2.2

The experiments that will be described in the following chapters deal with

the detection of intracranial hemorrhages, which are generally best diagnosed

using CT. For this reason, this chapter will concentrate on di�erent types of

intracranial hemorrhage, along with their causes, diagnostic tools and indica-

tions (section 7.1). Subsequently, section 7.2 will outline how hemorrhages are

used in the experiments of this thesis and what the clinical relevance of these

hemorrhages is.

7.1 Intracranial hemorrhage

Intracranial hemorrhage is a category of hemorrhages that occur within the

skull bone, excluding hemorrhages that are located between the skull and the

scalp. They are in essence all caused by a rupture or leakage of an intracranial

blood vessel, and are potentially dangerous because blood building up leads to

an increase in intracranial pressure. This in turn results in squeezing neigh-

boring brain tissue. Furthermore, the leakage can result in a critical shortage

of blood supply in adjacent tissue, or block the e�ux of blood through veins.

In cranial Computed Tomography (cCT) scans, acute hemorrhage is displayed

hyperdense relative to neighboring, undamaged brain tissue with an attenua-

tion of 50 to 70 Houns�eld Units (HU). This changes to an isodense display in

the subacute phase with a change in attenuation of about 1.5 HU per day [51].

Finally, the region will be displayed as hypodense in comparison to healthy

comparable structures. Intracranial hemorrhage is the reason for roughly 15

to 20 percent of all strokes [202].

There are four di�erent types of intracranial hemorrhages. Identifying the

correct type of hemorrhage is essential for the determination of its cause, the

prognosis as well as for the selection of the best possible treatment [51]. Cere-

bral hemorrhage is located within the brain itself. Ten to 15 people per 100,000
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inhabitants su�er a cerebral hemorrhage per year [167]. Hypertension is the

most frequent underlying reason, causing an estimated 60 percent of all non-

traumatic cerebral hemorrhages, followed by alcoholism (which causes an es-

timated 10 percent of cerebral hemorrhages), malformations of brain vessels

(also 10 percent), and other rare blood anomalies and tumors. When a stroke

is suspected, �rst, a non-contrast CT is performed to check for hemorrhages

because hemorrhage is a contraindication for the conduction of trombolytic

therapy, the most common form of stroke treatment [207]. Cerebral hemor-

rhage most commonly occurs during the 5th to the 7th decade of life, coinciding

with the age of elevated blood pressure. A patient's prognosis mostly depends

on the location and size of the hemorrhage. Mortality is indicated to range

between 30 and 50%, but rises sharply when a great amount of blood is leaked.

At a leaked blood volume of above 100 ml, mortality increases to 90% [167].

Contrary to cerebral hemorrhages, epidural, subdural and subarachnoid hem-

orrhages occur outside the brain tissue. Epidural hemorrhages are located

between the dura mata and the skull. They usually result from fractures of

the skull bone and have a biconvex lens shape, while subdural hemorrhages

result from ruptures of the bridging veins between the dura mata and the

arachnoidea, and exhibit the shape of a crescent. Subdural hemorrhages are

often treated by opening the skull to release pressure, and are usually fatal

if this is not done. Both epidural and subdural hemorrhages are caused by

craniocerebral injuries, which have a prevalence of 200 to 300 per 100,000

inhabitants per years and can be identi�ed best by the use of CT imaging.

Subarachnoidal hemorrhages are placed under the arachnoidea, a tissue layer

that surrounds the cortex. They are usually caused by ruptured aneurysms

and cause 2-5 percent of strokes. While other types of hemorrhage are best

identi�ed on CT scans, subarachnoidal hemorrhages are better visible on MRI

scans [167].

Detection rates of intracranial hemorrhages vary between 90 and 100 percent

[220, 63, 137] and depend on numerous factors. The size and location of the

hemorrhage play obvious roles. So does the type of hemorrhage [63], the time

that passed since the incidence that caused the hemorrhage occurred as the

marking of the hemorrhage in the scan changes [220], and the use of either MR

or CT in the diagnostic process [63]. Whether the detection rates apply to dif-
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ferent levels of reader expertise is not known, as this was neither controlled

nor reported in the studies.

7.2 Use of intracranial hemorrhage in this thesis

In the experiments reported in this thesis, all but one of the abnormal CT

scans display intracerebral hemorrhages. I chose to do so to limit variability in

the interpretation process that may arise from di�erent types of hemorrhages.

However, participating radiologists were told that all four types of intracranial

hemorrhage might be displayed in the scans.

For the three experiments, small and subtle hemorrhages were selected as

required for the conduction of ROC and JAFROC analysis. Though small

hemorrhages themselves often do not pose a high risk because they do not

lead to high levels of suppression, it is still essential to identify them. This

has to do with the nature of the treatment. When the occurrence of a stroke

is suspected, it is essential to di�erentiate between ischemia and hemorrhage

[17] because stroke is most e�ectively treated by trombolytic therapy [207].

Trombolytic therapy essentially prevents the blood from clotting. Hence, if

it is administered in the presence of a hemorrhage, it potentially results in

unstoppable internal bleeding and usually ends fatally. Thus, even the detec-

tion of small and subtle hemorrhages is important to determine the optimal

treatment of a patient.



Chapter 8

Experiment 1: Characteristics of

visual search when reading cranial

CT

8.1 Introduction

Section 6.1 has highlighted that there has been little research conducted with

regard to visual search in volumetric data. The aim of the �rst experiment of

this thesis therefore is to explore the potential of gaze and scrolling parameters

which were de�ned in section 6.2. As a context to test these parameters, the

detection of intracranial hemorrhages on cranial CT cases was chosen. More

speci�cally, the experiment explored whether di�erent decision outcomes are

related to di�erent patterns of gaze behavior when reading the cases. To my

knowledge, there are no studies that have compared eye movement parame-

ters regarding di�erent decision outcomes in volumetric image material so far.

Thus, possible hypotheses were generated on the grounds of data from studies

using plain radiography images described in section 5.6. These hypotheses re-

late to the parameters dwell time, time to �rst �xation and decision interval

and state the following:

1. In line with studies regarding plain radiography images [106, 86, 123, 153,

132], the longest dwell times are expected for True Positive and False

Positive decisions. Based on the literature, no order can be predicted for

these two decision outcomes, since previous studies indicated that this

85
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may depend on the type of lesion that is used (see section 5.6). In line

with the studies reported in the same section, the next longest dwells are

expected for False Negative decisions and the shortest dwell times are

expected for True Negative decisions.

2. The decision interval is expected to be longer for False Positive as com-

pared to True Positive decisions [132]. No predictions are made about

any of the other two decision outcomes, as there is no data available on

this from previous research.

3. Based on what has been found with regard to x-ray images [104, 132],

the longest time to �rst �xation is expected to accompany False Positive

decisions, followed by False Negative decisions, and �nally, the shortest

time to �rst �xation is expected for True Positive decisions. As previous

experiments report no or inconclusive data for True Negative decisions,

no hypotheses are formulated for these.

Although the literature regarding plain radiography images only allows the

formulation of hypotheses regarding three parameters, all parameters that were

described in section 6.2 will be analyzed in regard to the four di�erent decision

outcomes. This aims to explore whether they show similar behavior with

regard to the decision outcomes, thus, if a pattern can be found across di�erent

parameters. In section 5.6, it was pointed out that the discrimination between

True and False Negative locations was a prime motivator for the study of

dwell time with regard to di�erent decision outcomes. The discrimination

between the two decision outcomes is of interest as it may o�er a route to better

performance by perceptual feedback. For the same reason, it is interesting to

observe if any of the other parameters adjusted for the analysis of multi-slice

images are capable of discriminating between True Positive and False Positive

cases, and between True Negative and False Negative cases.

8.2 Methods

The following sections describe the stimulus material that was employed for

the experiment, along with all hardware and software requirements for the

conduction of the experiment. The imaging material (8.2.1) and the technical
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implementation (8.2.2) are followed by sections on the characteristics of the

radiologists who participated in the experiment (8.2.3), the experimental de-

sign including the independent and dependent variables (8.2.4), the procedure

of the experiment (8.2.5) and a description of the analysis of the collected data

(8.2.6).

8.2.1 Stimulus material

All computed tomography cases used in this study were acquired for clini-

cal purposes at Charité Universitätsmedizin, employing a 16-row spiral CT

scanner (Light Speed, General Electric, Fair�eld, Connecticut, USA) with an

occipitomental angulation as unenhanced sequential CT of the head and a pri-

mary slice thickness of 1.25 mm (120 kV, 250 mA, 1s gantry rotation time).

For the purpose of this experiment a total of 13 cranial CT cases were selected.

Of the 13 cases, nine cases displayed no intracranial hemorrhage, nor did they

display any other lesions. Three of the remaining four cases featured one hem-

orrhage, and one case featured two hemorrhages. The hemorrhages spanned

on average 3.2 slices, with a minimum of two and a maximum of �ve slices.

One of the hemorrhages was located in the lowest 25% of slices of the skull,

one in the second quarter of slices, two in the third quarter and one in the

upper quarter of slices of the skull.

The status of the cases, be it either healthy or containing a hemorrhage, was

rated by three experienced radiologists independently of one another to ensure

that decision sites were classi�ed correctly as necessary for the comparison of

decision outcomes and the JAFROC �gure of merit (see section 4.1). Con-

trary to the participants of the experiment, the three radiologists also viewed

thin-slice cCT images (1 mm). Follow-up cCT or MRI case sets in DICOM

format were available for the veri�cation of cases that had been identi�ed as

containing hemorrhages. Unlike the radiologists in the experiment, the three

radiologists were allowed to zoom, adjust the grey scale and consult clinical

data. One example image taken from a cCT that contains a hemorrhage is

displayed in �gure 8.1. The hemorrhage is highlighted by the white arrow.

For the purpose of the experiment, the cases were set to a slice thickness

of 5 mm, resulting in 26 to 30 slices per case. The contrast level was set to

the brain window of 35+/-40 HU and the anonymized DICOM datasets were
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Figure 8.1: An exemplary slice from a cranial CT case that displays a hemor-

rhage, indicated by the white arrow.
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converted to the PNG format with a resolution of 512 x 512 pixel and subse-

quently enlarged to 1024 x 1024 pixels. The conversion from the DICOM �le

format to PNG is lossless to ensure that performance or gaze behavior would

not be altered by a deterioration of image quality (see section 3.2.4). The slices

of each case were displayed as slides of a presentation with an otherwise black

background.

One of the healthy cases was employed as a practice cCT to acquaint the par-

ticipants with the task. Data was recorded during the interpretation of this

case, but excluded from data analysis.

8.2.2 Experimental setup

The experiment was conducted in a separate room of the Charité Univer-

sitätsmedizin Berlin, Campus Virchow-Klinikum, which normally serves as an

o�ce. The room featured shelves, a cupboard, two desks, but no windows.

One of the desks, which faced a wall, was used to install the eye tracker. A

SensoMotoric Instruments (SMI) RED 250 was used as eye tracking device. It

features a 1068 x 1050 pixel standard monitor measuring 474 x 297 mm. The

use of a standard rather than a medical monitor was regarded as unproblem-

atic for the experimental task because it is su�cient to display the resolution

of the images. The data was recorded on a laptop running under Windows

XP that belonged to the eye tracking device. The laptop featured a CPU of

1,17 GHz and a working memory capacity of 3 GB RAM. The eye tracking

device is speci�ed with 0.03◦ spatial resolution and a gaze position accuracy

of 0.4◦. A head tracking range of 40 x 20 cm at a distance of 70 cm allows

for the compensation of minor head movements and the end to end latency

of the device is speci�ed as less than 6 ms [77]. During this experiment, the

eye tracker recorded at a sampling frequency of 60 Hz. An image of the eye

tracker displaying a stimulus image can be found in appendix B.1.

In order to obtain reliable performance measures for the JAFROC analysis

and the scoring of the decision outcomes, it was essential to know where par-

ticipants located an alleged hemorrhage. The display of the cases in Microsoft

PowerPoint 2010 presentation mode enabled participants to draw into the stim-

ulus material with the computer mouse that was switched to a digital pen

function. Participants were asked to indicate the presence of a lesion by cir-
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cling its boarders, reporting a con�dence rating between one (very unsure of

hemorrhage) and ten (absolutely sure of hemorrhage) and manually writing

the number next to the encircled lesion, using a digital pen. Encircling the

hemorrhages rather than indicating their center left no doubt as to whether

the participants indicated the correct location, which is why no acceptance

radius, as described in section 4.1.4, was needed.

To synchronize the presentation of the individual slides, which represent the z-

component of the eye position, with the two- dimensional eye tracking data on

each slide, communication between the stimulus presentation program and the

eye tracking device was necessary. To this end, the eye tracking recording was

remotely controlled by macros of the PowerPoint presentation. They commu-

nicated with the recording program via Ethernet to start and stop recording

and forwarded messages whenever a new slice was displayed. The recording

program iView X 2.4.33 realized the calibration as well as the recording and

storing of the eye tracking data. A program using Windows Hooks was devel-

oped by members of the Chair of Human-Machine Systems to send messages to

iView X whenever a participant started and stopped drawing into the stimulus

material. This allowed the separation of the search process from the process

of reporting hemorrhages.

8.2.3 Participants

In total, 16 participants took part in the experiment. Five of the participants

were female and eleven were male. All participants were employed by Charité

Universitätsmedizin Berlin as radiologists. At the time of the data collection,

they had a mean age of 34 years (SD = 4 years, range = 27-40) and had worked

as clinical radiologists for a mean of six years (SD = 3 years, range= 1-11).

All radiologists participated in the study within their working hours. At the

start of the experiment, they had on average been working for six hours (SD

= 3.5 hours, range = 0-10.8).

Two of the participants could not be calibrated to an acceptable level, due to

very strong glasses that distorted the eye movement recording, and were there-

fore excluded from the gaze data analysis. Their data was, however, included

in the analysis of performance and scrolling.
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Based on visual inspection, a total of 26 of the 168 cases (14 radiologists *

12 cases) were excluded from analysis because recorded gaze deviated sub-

stantially, that is 2 cm or more, from the actual gaze position. This was

established by comparing the recording to the position of the ten prede�ned

positions on the monitor (see section 8.2.5).

8.2.4 Experimental design

The independent as well as the dependent variables analyzed in the experiment

are listed and de�ned in the following two paragraphs.

Independent Variable

The experiment examines behavior connected to a single independent variable

which is 'decision outcome'. The factor 'decision outcome' consists of four

levels: True Positive, True Negative, False Positive and False Negative deci-

sions. A True Positive location is scored when a true intracranial hemorrhage is

marked on at least one slice on which it is visible, and con�dence in the �nding

is rated. False Negative decision outcomes result when an intracranial hem-

orrhage is not marked. False Positive decisions result whenever a structure is

encircled that had not been de�ned as an intracranial hemorrhage. Locations

of True Negative decisions are all image locations that have received visual

attention by a given participant in the study, but that have not been marked

nor contained hemorrhages.

Dependent Variables

The dependent variables were grouped into three di�erent categories: variables

relating to performance, gaze data and scrolling behavior.

Performance Performance was measured by the JAFROC �gure of merit as

calculated by the JAFROC 4.0 program developed by Dev P. Chakraborty

and Hong-Jun Yoon. This is currently the most elaborate estimate of

the �gure of merit in the free-response paradigm, which is in turn di-

rectly linked to visual search. Due to this, the methodology was used

in this thesis to evaluate performance. Additionally, the number of True
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Positive, False Positive as well as False Negative decisions served as an

indicator of performance. As performance results from the interplay of

the di�erent decision outcomes, it could not be analyzed separately for

the di�erent decision outcomes and will only be reported descriptively.

Gaze Data With regard to the factor decision outcome, the variables time to

�rst �xation, dwell time, decision interval and the number of visits, as

de�ned in section 6.2, were analyzed for each decision location. On case

level, the variables number of �xations per case, �xation duration, the

number of slices covered by one �xation and reading time were analyzed.

Only cases that exclusively feature True Positive, True Negative, False

Positive or False Negative decisions were included in the analysis, and

will subsequently be referred to as 'pure cases'. Hence, all cases where

two or more di�erent decision outcomes occurred simultaneously (e.g.

a case in which a True Positive as well as a False Positive was scored)

were discarded from the analysis. Additionally, the percentage of search,

recognition and decision errors will be reported for the entire sample.

Scrolling behavior The number of slice transitions, the number of oscilla-

tions, the number of runs through half of the stack and runs through

the entire stack as de�ned in section 6.2 were analyzed using all True

Positive, True Negative, False Positive or False Negative pure cases.

8.2.5 Procedure

All participants were recruited by Dr. Tim Marnitz, a radiologist of Charité

Universitätsmedizin Berlin, who participated in planning the experiment. Af-

ter entering the experimental room, the participants were asked to �ll out a

demographic questionnaire (see appendix B.2). Subsequently, the eye tracking

device was presented and explained to them. They were informed that all data

would be analyzed anonymously. Before the presentation of the instructions,

a �ve-point calibration of the eye positions with regard to the monitor was

performed. For technical reasons, no quantitative validation of the calibration

was possible. To be able to validate the quality of the calibration nonetheless,

the participants were asked to look at ten prede�ned positions on the monitor.
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Based on the deviation of the real position and the recorded gaze position, the

quality of the calibration was assessed o�ine and served as a basis to exclude

26 trials that were not su�ciently well calibrated.

The instructions appeared on screen automatically and the experimenter switch-

ed the mouse pointer to a digital pen, which allowed the participants to draw

identi�ed hemorrhages into the stimulus material. The participants started

the �rst case by reading the instructions, displayed in appendix B.3. They

were additionally asked to encircle any hemorrhages they chose to report after

�nishing the reading process. To get used to the procedures, the instructions

were followed by one practice cCT. To move from the instructions to the �rst

CT slice, as well as to each subsequent slice, the mouse wheel was used. If the

participant had no more questions, the twelve experimental cCTs were subse-

quently presented in randomized order. Before the presentation of each case,

the calibration procedure and the qualitative validation were repeated. The

second page of the instructions was presented at the beginning of each case

to remind the participants of the terms of drawing and reporting con�dence

ratings.

After reading all cCT cases, the experimenter thanked the participants and

answered all remaining questions. The participants subsequently returned to

their workplace.

8.2.6 Data analysis

In conventional �xation detection software used in remote eye tracking set-

tings, the presentation of a new stimulus image leads to the abortion of the

�xation calculation. The rationale behind this is that in most cases, image

content is not expected to be interrelated. To allow the detection of �xations

spanning multiple slices, messages indicating a slice transition were removed

from the data eye tracking �les. Fixations and saccades were subsequently de-

tected for the original as well as the edited raw eye tracking �les using SMI's

Event Detector. The event detection was based on binocular data, using a

minimal �xation duration of 80 ms and a maximal dispersion of 100 pixels

which amounts to a visual angle of about 2◦ at the recommended distance

of 70 cm to the monitor. The events were calculated di�erently for both �le

types: for the edited �les, the events were calculated regardless of the slice
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transitions. Thus, the true �xations were calculated. The unedited �les con-

tained a message indicating which slice the gaze fell on. The event calculation

stopped each time that the stimulus was changed and the calculation of the

events was thus invalid.

The two types of event �les were subsequently merged employing a Processing

program written by Dr. Peter Phillips of the University of Cumbria. The

program extracts �xation information from the edited �le and adds the slice

information from the unedited �le. Whenever the slice messages indicated that

a �xation had covered more than one slice, the respective dwell of the �xation

on each of the slices was calculated. Thus, per participant and cCT case, one

data �le resulted containing all needed �xation information. An example �le

is displayed in �gure 8.2. The calculation of the parameters was performed

by a Java program, which was written by members of the Chair of Human-

Machine Systems. Parameters that were related to areas of interest, thereby

decision locations, were calculated by matching the �xation data to a .txt �le

that contained all relevant information regarding the AOI, such as the assigned

number of an AOI, the location center in x and y screen coordinates, as well as

the slice numbers on which the AOI appeared, and the respective participant

and case to which they apply. The eye tracking �les were then searched for

�xations that fell within this area to calculate the respective parameters.

It was decided to use equally sized AOIs throughout the experiment rather

than to adjust size to the di�erent lesion sizes. This bears the advantage of

having comparable AOI sizes throughout the experiment, as the dispersion of

True Negative and False Positive AOIs would need to be estimated otherwise

and it would be di�cult to secure that all four conditions are comparable to

one another in terms of the size of the AOIs. Hence, the circle of the radius

of the largest AOI with an extra margin of 22 pixels, i.e. 0.5◦ visual angle

at the recommended distance of 70 cm to the monitor to account for moder-

ate deviations of the recording, was laid around the center of the prede�ned

hemorrhages for True Positive and False Negative locations. This resulted in

a circle with a radius of 120 pixels, or roughly 2.5◦ visual angle. For False Pos-

itive lesions, the center of the encircled structure was determined by a person

unfamiliar with the hypotheses of the experiment. Participants were asked to

encircle the perceived lesions on only one typical slice. Therefore, it had to
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Figure 8.2: An example gaze data �le containing a �xation ID, time stamps for

the start and end of a �xation, the total �xation duration in microseconds, the

�xation duration on the particular slice in microseconds, the slice number, the

x and y screen coordinates of the �xation center, the pupil size and whether

the mouse button was pressed during the �xation (-1= button not pressed, 1=

button pressed).
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be determined for False Positive decision sites whether the artifact that was

believed to be a lesion was visible on other slices, too. If so, all of these slices

were included in the calculation of the AOI. The assessment of whether the re-

ported object was visible on other slices than the one indicated was performed

by a person unfamiliar to the hypotheses of the experiment and was validated

by a radiologist who participated in the planning of the study. Per partici-

pant, a total of �ve True Negative sites were selected by randomly selecting

�ve cases. From these �ve cases, �ve locations were randomly selected where

the radiologists' gaze had dwelled. These locations plus the same coordinates

on a neighboring slice (to simulate the average thickness of True Positive sites)

were used as True Negative locations.

A majority of the participants did not commit False Positive and False Nega-

tive errors. As this led to an incomplete experimental design for the majority

of participants, a comparison of all decision outcomes as levels of the same

factor was not possible. Instead, four dependent Wilcoxon signed-rank tests

were performed for the individual decision outcomes. Comparisons were per-

formed for all conditions where the actual state of the imaging material was

the same but the decision was not, i.e. comparisons between True Positive

and False Negative and between True Negative and False Positive cases, and

where the decision was the same, but the stimulus material had not the same

state, that is between True Positive and False Positive cases and between True

Negative and False Negative cases. To account for the calculation of four tests

regarding the same dependent variable, a Bonferroni correction was applied to

the original α-level of 0.05, adjusting it to 0.0125.

It should be noted that the dependent analysis involves the calculation of a

median value per participant and decision outcome. In the case of False Posi-

tive and False Negative errors, this calculation often relied on few data points.

These data points were nonetheless regarded as the 'best guess' to estimate

the dependent variable for a given participant and decision outcome. It was

further decided to employ only non-parametric tests because of non-normally

distributed data and low numbers of participants.
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8.3 Results

8.3.1 Performance data

The median (Mdn) performance measured by the JAFROC �gure of merit was

0.79, with an interquartile range (IQR) of 0.20. Of the 80 hemorrhages that

were displayed, 24 were not detected, hence, 24 False Negative errors were

committed, while 56 True Positive decisions were made. Additionally, 72 False

Positive decisions were made.

8.3.2 Eye tracking data

The descriptive statistics with regard to gaze behavior at areas of interest are

displayed as boxplots in �gure 8.3 and in table A.2 in the appendix. The

statistical comparison of the dwell time yielded a signi�cant di�erence for

True Positive and False Negative locations (z= -2.80, p= 0.01) and for True

Negative and False Positive locations (z= 2.93, p= 0.01). The comparison of

True Positive and False Positive locations was marginally signi�cant (p= 0.02)

as was the comparison of dwell on True Negative and False Negative locations

(p= 0.02). The decision interval di�ered signi�cantly with regard to True

Positive and False Negative decisions (z= 2.8, p= 0.01) and the di�erence was

marginally signi�cant for the comparison of True Positive and False Positive

cases (p= 0.03). The number of visits showed signi�cant di�erences between

True Positive and False Negative locations (z= -2.81, p= 0.01) and between

True Negative and False Positive locations (z= 2.94, p= 0.003). No signi�cant

di�erences were found with regard to time to �rst �xation.

Gaze parameters for the pure cases were analyzed separately for the di�erent

decision outcomes. The descriptive statistics are displayed in �gure 8.4 and

reported in table A.1 in the appendix. The statistical comparison yielded

a signi�cant di�erence in the number of �xations per case regarding True

Positive and False Positive cases (z= 2.55, p= 0.01). The comparison between

True Negative and False Positive cases was marginally signi�cant (p= 0.02).

Reading time di�ered signi�cantly between True Negative and False Positive

cases (z= 2.28, p= 0.01). No signi�cant di�erence were found with regard to

�xation duration and the number of slices covered by one �xation.
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Figure 8.3: Boxplots of the four gaze parameters calculated on AOI level,

grouped by the True Positive (TP), False Positive (FP), True Negative (TN)

and False Negative (FN) cases.
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Figure 8.4: Boxplots of the four gaze parameters calculated on case level,

grouped by the True Positive (TP), False Positive (FP), True Negative (TN)

and False Negative (FN) cases.
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The 20 False Negative errors that occurred in trials in which gaze was recorded

at su�cient quality, split into the di�erent types of omission errors as follows:

7 search errors, 3 recognition errors and 10 decision errors.

8.3.3 Scrolling behavior

Scrolling parameters for the pure cases were analyzed separately for the dif-

ferent decision outcomes. The descriptive statistics are displayed in �gure 8.5

and reported in table A.3 in the appendix.

The only parameter that yielded a signi�cant di�erence in this case was

the number of oscillations. This di�erence was based on di�erences between

True Negative and False Positive cases (z= 2.1, p= 0.003). The di�erence

between the number of oscillations in True Positive and False Positive cases

was marginally signi�cant (z= 2.4, p= 0.04)

8.4 Discussion

The aim of this experiment was to explore the potential of gaze and scrolling

parameters as de�ned for multi-slice imaging in section 6.2. To this end, dif-

ferences with regard to gaze and scrolling behavior were compared for the four

di�erent decision outcomes. Three hypotheses were formulated based on �nd-

ings in plain x-ray images. They postulated di�erences with regard to the

parameters dwell time, time to �rst �xation, and the decision interval. Dwell

on True Positive and False Positive locations was expected to be longest, fol-

lowed by False Negative and, �nally, dwell on True Negative locations. The

decision interval was expected to be longer for False Positive as compared to

True Positive locations. Similarly, time to �rst �xation was hypothesized to be

longest for False Positive locations followed by False Negative and then True

Positive locations. Further, all parameters as described in section 6.2 were ex-

amined regarding di�erences between True and False Positives and True and

False Negatives.

The inferential statistical analysis of the parameters yielded partial support

for two of the three hypotheses. There were statistically signi�cant di�er-

ences in the dwell time between True Positive and False Negative locations

and between True Negative and False Positive locations. More importantly,
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Figure 8.5: Boxplots of the four scrolling parameters calculated on case level,

grouped by the True Positive (TP), False Positive (FP), True Negative (TN)

and False Negative (FN) cases.
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the median values of the four decision outcomes are ranked in the expected

order (TP > FP > FN > TN). This is in line with what has been found

in many studies with regard to plain radiographs [106, 86, 123, 153]. There

was no statistically signi�cant di�erence between gaze at True and False Posi-

tive locations at the corrected α-level, though True Positive locations received

slightly longer dwells which is in line with several studies: dwell on True and

False Positive locations resembles the detection of cancerous nodules on mam-

mograms and chest radiography [106, 86, 153] more than that of bone fractures

[74, 93]. Overall, Positive locations, i.e. locations where radiologists marked

a suspected hemorrhage, were dwelled on for longer than Negative locations.

This seems intuitively understandable, since it may take more reassurance to

indicate something as a hemorrhage than to classify a structure as normal.

Note that the prolonged dwell on positive locations did not result from the

marking process, as �xations that are connected to marking have been removed

from analysis. However, contrary to previous results, a pairwise comparison

revealed that there was no signi�cant di�erence at the corrected α-level be-

tween False and True Negative locations. This suggests that dwell time might

not be a suitable indicator of False Negative locations, as it has been in single-

slice studies. Additionally, the small sample size of False Negative locations

may conceal di�erences between dwell on False Negative and True Negative

locations, especially as in this study only 50% of the False Negative errors were

decision errors which receive prolonged visual attention. More insight into this

could be gained by conducting a survival analysis. However, as the survival

analysis uses percentages, the plot may be misleading in terms of the signi�-

cance of di�erences between curves, as the curve of False Negatives would be

based on very few samples. Hence, any comparison that involves False Nega-

tive locations su�ers from a severe lack of power in the present experiment.

A signi�cant e�ect was revealed with regard to the decision interval of True

Positive and False Negative locations, with substantially faster decisions made

regarding True Positive locations. The decision interval of False Negative deci-

sions is very similar to that of True Negative decisions, which is not surprising

considering that both are calculated from the moment that the location is �rst

displayed until reading of the case is completed. Based on the literature on

decision time in plain images [153], it had been predicted that decisions on
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True Positive locations would be made faster than decisions on False Positive

locations. This comparison reached only marginal signi�cance. The idea that

the decision interval may have the potential of discriminating between True

and False Positive locations is therefore not fully supported. It remains un-

clear whether this could be supported if more samples had contributed to the

analysis. Interestingly, there were no di�erences between the decision interval

of False Positive locations and True Negative or False Negative locations. This

is surprising because the decision interval of True and False Negative locations

is calculated from the location's �rst display to the very end of the reading

process. Despite this, the decision interval regarding False Positive locations

is more similar to that of locations were no hemorrhage is marked than to

the indication of real hemorrhages. A possible reason for this may be lower

con�dence in the False Positive locations as compared to con�dence in True

Positive locations. In principle, this assumption could be tested by compar-

ing the con�dence ratings of the two types of decision outcome. However, it

should be kept in mind that radiologists are not 'calibrated' to use the con�-

dence scale and that it cannot be argued with certainty that they use the scale

consistently throughout the experiment.

The third hypothesis, which concerned di�erences in the time to �rst �xation,

could not be con�rmed, as none of the comparisons reached signi�cance. How-

ever, the ranking of the median values was in line with what had been predicted

based on a study by Mello-Thoms and colleagues [132]: True Positive locations

were �xated quickly, followed by False Negative and False Positive locations.

The fast �xations on True Positive locations can be explained by a pop-out

e�ect of the lesions, which are potentially located by motion detection as it has

been pointed out in sections 2.3 and 6.2. A number of False Negative locations,

for some reason, did not catch the attention of the reader, which is re�ected

in search errors. True Negative locations were not included in the study of

Mello-Thoms and colleagues and no predictions had been made with regard

to them. It comes as a surprise that these are �xated even faster than True

Positive locations are. The �nding may be explained by the way that True

Negative locations are sampled: they are randomly selected locations where

the radiologists' gaze has dwelled. The radiologists have to look somewhere,

and when scrolling to a new slice they usually have no hypothesis where to
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expect a perturbation. Therefore, chances are high that the �rst thing they �x-

ate is a True Negative, as this is what most locations are. However, as none of

the di�erences between decision outcomes reached signi�cance, not too much

weight should be placed on these entirely descriptive �ndings.

In addition to the parameters that could be linked to the hypotheses, a num-

ber of gaze and scrolling parameters were examined which had not previously

been linked to decision outcome. The aim of this was to explore if there were

general patterns in connection with these parameters and if any of them were

able to discriminate between True and False Positive, or between True and

False Negative cases. Only the number of �xations per case showed the poten-

tial of discriminating between True Positive and False Positive decisions. The

number of �xations was signi�cantly higher in cases with False Positive deci-

sions as compared to those with True Positive decisions. It should, however,

be pointed out that there is substantial overlap between the distributions and

that a signi�cant di�erence does not automatically mean that discrimination

based on the parameter may be possible. It may well be that the di�erences

in this context are not pronounced enough to implement similar approaches

as it had been introduced by Kundel and colleagues [106]. Further, extensive

research would be needed to answer this question.

When scanning the boxplots for patterns between the parameters, it is appar-

ent that the di�erent decision outcomes are ranked similarly with regard to

the parameters number of �xations, the number of slice transitions, reading

time, the number of runs through half the stack and the number of oscillations:

usually, False Positive cases score highest, followed by True Positive ones, False

Negative cases and, �nally, by True Negative cases. The di�erence between

Positive and Negative cases is usually more pronounced than within the two

positive decision outcomes and within the negative decision outcomes. The ob-

servation that the number of �xations and reading time show similarly results

across decision outcomes is in itself not surprising, as there is no possibility

of 'not-�xating' while reading continues. It is, however, interesting that this

pattern is also re�ected in the scrolling parameters, which have previously not

been tested and are unique to the relatively recent context of reading multi-

slice images. The di�erences between the scrolling parameters, however, do

not reach signi�cance.
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The literature points to no unequivocal explanation of the more 'laborious'

reading of False Positive cases as compared to True Positive ones, which is re-

�ected in the median times to �rst �xation, decision interval, reading time and

greater number of �xations, slice transitions, oscillations and runs. A possible

reason could be that False Positive decision sites deviate from the readers'

schematic representations of a healthy case, but they have di�culty deciding

on the alleged deviation. In terms of the search model for the free-response

paradigm, this could be caused by a noise site, with regard to which the read-

ers' con�dence approaches the decision criterion. Con�dence is so close to the

decision criterion that it poses a greater challenge than usual to make a deci-

sion. As a consequence, more search is performed in order to compare the site

to others in the case and to reach a decision. The idea that near threshold

con�dence leads to more search would explain why a great number of gaze and

scrolling parameters show similar results across decision outcomes.

When comparing the three boxplot �gures and the inferential statistics, it

seems as though the di�erent decision outcomes translate best to gaze param-

eters calculated on AOI level. These are the parameters that are closest to the

perceptual and cognitive processes associated to the (alleged) hemorrhages.

They seem to translate less well to the gaze parameters that are calculated on

case level. As scrolling parameters represent global rather than local percep-

tual and cognitive processes, the fact that they re�ect the pattern of the gaze

parameters on a descriptive level is encouraging. It indicates that scrolling pa-

rameters might contribute to the study of visual search behavior despite only

being able to capture processes that are consistent throughout a good part

of the interpretation of one case. It should, additionally, be noted that the

e�ects observed here are highly dependent on the research question that was

examined. Obviously, not all parameters are equally suited to assess a given

independent variable. As a result, parameters that have not proved to be sen-

sitive to decision outcome, i.e. the number of slices covered by one �xation

and �xation duration, can possibly serve to examine other factors.

The data of this experiment was considered 'dependent' because the same par-

ticipant contributes data associated to the di�erent decision outcomes. This is

accounted for in a dependent-samples analysis. However, there are potentially

more dependencies in the data that cannot be accounted for by the analy-
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sis. The same stimulus material can contribute to di�erent decision outcomes:

while a hemorrhage was classi�ed as a True Positive by some readers, it con-

stituted a False Negative decision for others. Similarly, some image locations

may contribute as a False Positive for one reader and as a True Negative for

another. Furthermore, one could argue that the radiologists in fact behave like

Bayesian observers, whose decisions are in�uenced by decisions that were made

previously. This would mean that the order in which the decisions are made

should be taken into account when analyzing the data, as later decisions can

be in�uenced by earlier ones. Today, there is no statistical procedure that is

capable of taking all these di�erent factors into account. This highlights that

the inferential statistics that were calculated for this experiment should be in-

terpreted with a certain amount of care. Con�dence in the results can best be

achieved by replication studies. This was addressed by repeating the analysis

with another set of data that included nine instead of just �ve hemorrhages

and eye tracking data of 17 instead of 14 radiologists. The results of this second

analysis are remarkably similar to those of the analyses presented here, with the

di�erences regarding dwell time and the decision interval between the decision

outcomes being entirely replicated. Similarly, the descriptive statistics of the

other parameters, such as the number of �xations, number of slice transitions

or the reading time showed the same pattern as they did in this experiment.

However, possibly due to increased power, comparisons of False Positive and

other decision outcomes reached signi�cance with regard to more parameters

than in the analysis of this experiment. Time to �rst �xation regarding the

four decision outcomes descriptively showed the same order as they do in this

experiment and the di�erences in time to �rst �xation between True Positive

and False Positive �ndings di�ered signi�cantly. Solely the results with regard

to False Negatives di�ered sightly, which is not surprising when taking into

account that these are based on very little data, even in the larger experiment.

The results of this comparison can be found in a separate publication [201].

A discussion of the results of this experiment and how they relate to the aim

of developing parameters suitable for use in the multi-slice context follows in

a more general discussion in chapter 11.
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8.4.1 Limitations of the experiment

The experiment, as it has been conducted, has a number of statistical and

methodological limitations: �rst of all, the inability to perform a quantitative

validation of the calibration on the spot of the experiment led to a relatively

high percentage of data loss, which is undesirable for experimental as well as

for statistical reasons, and resulted in a loss of power with regard to the infer-

ential analysis. The problem with regard to the validation had therefore been

identi�ed as a priority before any more experiments were conducted. Secondly,

the presentation of relatively few lesions (i.e. �ve) per reader posed a prob-

lem. This had resulted from the desire to conduct an experiment that was

relatively close to the clinical practice in terms of prevalence to avoid changes

in the eye tracking data that might be a consequence of the perception of a

higher prevalence level than usual (see section 5.3). However, the low num-

ber of hemorrhages displayed in this study directly resulted in a low number of

False Negative decisions and hence contributed to low statistical power. It was

therefore increased in upcoming experiments. Thirdly, the radiologists were

asked to indicate a hemorrhage by encircling it towards the end of the reading

process of each case. They were instructed to do so because it was intended to

separate the viewing from the reporting process. However, during the conduc-

tion of the experiment, it was observed that radiologists found it very hard to

stick to this methodology. Thus, while every radiologist was asked to indicate

the hemorrhages at the end of the reading a case, this was not enforced if

readers did not stick to the instruction. It was decided to clean the dwell time

and other parameters of the �xations that occurred during reporting. Apart

from this, the reading process was not separated from reporting. However, it

later emerged that for the calculation of the decision interval, it would have

been desirable to instruct radiologists to indicate a hemorrhage as soon as

they decided that they would want to report it. The instruction to report

hemorrhages at the end may have arti�cially prolonged the decision interval

for True and False Positive lesions and may therefore have hampered power.

However, the fact that a signi�cant di�erence was found between True Positive

and False Negative locations suggests that e�ects of this may not have been

severe. Nonetheless, the radiologists will in the future be asked to indicate a

hemorrhage as soon as they identi�ed it.
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8.4.2 Conclusions

The application of the parameters that have been de�ned in section 6.2 was suc-

cessful. Findings with regard to conventional radiography images were mostly

replicated using the parameters. In addition to this, gaze and scrolling be-

havior was consistent over parameters, with the possible underlying mediator

of con�dence in a decision. This was not only true for the eye tracking, but

also for the scrolling parameters, although di�erences between these did not

reach signi�cance. Several limitations of the experimental set up have been

uncovered which could be eliminated in the following experiments.



Chapter 9

Experiment 2: Image size as a

determining factor of visual

search, perception and cognition

when reading cranial CT

9.1 Introduction

The previous experiment aimed at exploring the potential of multi-slice visual

search parameters as they have been described in section 6.2. The results of

the experiment were promising as many of the parameters proved sensitive to

the factor decision outcome, and the results were mostly in line with what has

been found in plain radiography images. Based on these encouraging results,

optimism that the parameters could also be employed to answer numerous

research questions targeting visual search, perception and cognition in multi-

slice images is warranted. The experiment that is described in this chapter

explores a research question related to visual search, perception and cognition

in multi-slice images that has not yet been studied in the context of conven-

tional radiography images using eye tracking. The factor that will be targeted

in this experiment is image size, and was brie�y reviewed in section 3.2.5. Im-

age size is an increasingly important topic because of two reasons: �rstly, in

today's clinical radiology, technical developments are heading in two opposing

directions, with the development of larger and larger displays (for example,

109
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10MP for mammography) alongside the distribution of applications that allow

visualization and diagnosis of medical images on displays as small as iPads

(see e.g. [129, 80, 83, 90, 217]). Secondly, image size and other factors such

as windowing have recently gained importance in digital radiology as radiol-

ogists can easily adjust these settings while images are displayed. This is at

stark contrast to hardcopy radiology where settings had to be determined prior

to the reading process and could not be readjusted. Today, a combinatorial

explosion of these settings takes place with no formal guidelines to help the

radiologist determine which settings lead to better performance.

The lack of guidelines is partially due to a lack of research. To my knowl-

edge, no studies have yet addressed the in�uence of windowing on search and

perception. Similarly, few studies are available that target scrolling behavior

[41, 198]. While no eye tracking studies have yet examined the in�uence of

image size, six studies have approached the topic by studying observer perfor-

mance. Surprisingly, there are studies that found advantages for small images

(about 14 x 14 cm) [67, 215] whereas others found advantages for large images

(about 30 x 30 cm) [56, 177, 180, 12]. Note that in none of these studies a

decrease in image size meant a decrease in resolution. An experiment using

computed tomography compared four di�erent sizes of chest images containing

nodules, lines and micronodular opacities [177]. They found that interpreta-

tion accuracy depended on the type of abnormality that was present in the

images: while no e�ect of image size existed regarding nodules, identi�cation

of lines and micronodular opacities declined with decreasing image size.

Contrary to this, an experiment that compared the e�ect of image size on

detection of lung nodules in chest CT found signi�cantly worse reading perfor-

mance regarding smaller images when participants could not compensate for

a decreased size by moving closer to the screen [180]. Gur and colleagues [67]

found a small, insigni�cant advantage of small (12 x 12 cm) compared to larger

(24 x 24 cm) abdominal CT images. This was true for performance, measured

by the area under the ROC curve, and for reading time. However, partici-

pants rated the large images as more comfortable to interpret compared to the

small ones. These results are supported by another study where participants

were asked to identify nodular ground-glass opacity (n-GGO) on CT. Here,

a statistically signi�cant advantage of small images (13 x 13 cm) compared
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to enlarged ones (30 x 30 cm) regarding the area under the ROC curve and

reading time is reported [215]. No systematic evaluation of comfort is reported

in this study, but the authors mention that all seven interpreters strongly in-

dicated that they perceived the original image size of 13 x 13 cm as easier to

interpret.

These seemingly contradictory results suggest that image size is not the only

factor that in�uenced performance in these studies. Indeed, advantages of

small images have been found where multi-slice images were presented in stack

format [67, 215]. In studies that found favorable results for larger images, how-

ever, the stimulus material always consisted of two-dimensional radiography

[56, 180, 12] or CT cases presented in tile mode [177]. A possible reason for the

di�erences in performance could thus be that the advantage of small images

in stack mode is due to the use of motion detection, which can be combined

e�ciently with better spatial resolution in small, compared to in large images.

As outlined in section 2.3, studies have con�rmed that dynamic image presen-

tation leads to better reading performance because radiologists can use motion

detection to single out high contrast lesions [2, 171]. However, so far no stud-

ies have tried to quantify this using visual search parameters extracted from

eye tracking data. The aim of this chapter's study therefore is to shed light

onto the in�uence of image size on perception, visual search and cognition in

stack mode reading by employing eye tracking. To this end, it is assumed that

motion detection is accompanied by long �xations that span multiple images

because, when �xating the same spot and scrolling through the stack of im-

ages, high contrast lesions appear as �ickering stimuli that attract attention.

Furthermore, the study aims at examining the in�uence of di�erent search

strategies on performance and preference of the radiologists as well as the con-

nection between the two. The following research questions result with regard

to image size:

1. What can the eye tracking and scrolling parameters, as de�ned in section

6.2, reveal about perception and cognition with regard to the di�erent

image sizes in stack mode cranial CT?

2. Can performance advantages be found for di�erent sizes?

3. Do radiologists show a preference for a given image size and if so, is this
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preference linked to their performance?

Since no studies from within the medical image interpretation context have

yet addressed research question one, it comes without hypotheses. Further-

more, due to con�icting results by Gur and colleagues [67] and Yamaguchi

and colleagues [215], no general hypotheses with regard to preference will be

formulated. The only two hypotheses for this experiment relate to research

question two and state the following:

1. Better performance in terms of the JAFROC �gure of merit is expected

for small as compared to large images as this has so far been observed in

studies that used animated stimulus material rather than plain images

[67, 215].

2. Shorter reading time is expected for small as compared to large images

as this has so far been observed by studies that used animated stimulus

material rather than plain 2D images [67, 215].

Please note that the data was collected as part of a diploma thesis [121]. The

results are also reported in [200].

9.2 Methods

The following sections describe the stimulus material that was employed in

the experiment along with all hardware and software requirements for the con-

duction of the experiment. The imaging material (9.2.1) and the technical

implementation (9.2.2) are followed by sections on the characteristics of the

radiologists who participated in the experiment (9.2.3), the experimental de-

sign including the independent and dependent variables (9.2.4), the procedures

of the experiment (9.2.5) and the description of the analysis of the collected

data (9.2.6).

9.2.1 Stimulus material

In this experiment, each participant read a total of 20 cCT cases. Ten of these

cases were displayed as large images (28 x 28 cm, 1024 x 1024 pixels) and ten
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cases were displayed as small image sets (14 x 14 cm, 512 x 512 pixels). All im-

ages were originally acquired in the resolution of 512 x 512 pixels and enlarged

for the purpose of this experiment. Arti�cially inserted cerebral hemorrhages

in otherwise normal cases were used in this study. That bears the advantage

that subtle hemorrhages can be examined in isolation, without a distortion

of the eye movements by additional lesions that are not in the focus of this

experiment. Arti�cially inserting lesions is a common practice in the study of

medical image interpretation (compare e.g. [105, 177, 180]).

For the experiment, DICOM images were anonymized and converted to the

PNG format. No image information was lost during the conversion process.

However, the conversion to the PNG format made an adjustment of window

level impossible. The total of twenty cases was derived from ten original CT

cases, which had been diagnosed as healthy by three independent experienced

radiologists. The selected cases were additionally perceived to be devoid of

abnormal anatomy. To keep the amount of noise in the small as well as the

large images roughly constant, the ten original case sets were �ipped around

their vertical axis to general ten additional cases. Eighteen hemorrhages were

cut from other cases that contained additional abnormalities using the open

source tool GIMP 2.7. The lesions were inserted into ten randomly selected

cases. Hence, ten cases contained no lesions, four cases contained one lesion,

four cases contained two lesions and two cases contained three lesions. To let

the hemorrhages appear as natural as possible, they were inserted in roughly

the same location as they had been taken from in the abnormal cases. When-

ever necessary, the brightness of the lesion was adjusted to �t the target CT

as good as possible. Two of these lesions were rated as very subtle, 14 as

subtle and two as obvious by the experimenter and a radiologist, who partic-

ipated in the planning of the experiment. Four of the hemorrhages covered

one slice, twelve covered two slices and two covered three slices. The rota-

tion of the initially ten healthy cases and the insertion of hemorrhages into

some of them resulted in 20 individual cases. The appropriateness of the case

set was con�rmed by two radiologists who examined the cases prior to the

conduction of the experiment without noticing that they were derived from

initially ten cases and without realizing that the hemorrhages were arti�cially

inserted. After this, the 512 x 512 pixel images were scaled to 1024 x 1024
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pixels, resulting in a total of 40 cases. This process was performed in GIMP

2.7 employing the bicubic Catmull-Rom-Splines algorithm. Cubic �lters yield

preferable results compared to linear ones, but are still imperfect [125]. The

Cutmull-Rom �lter results in relatively small amounts of smoothing at the

trade-o� of post-aliasing. After all images were prepared, all slice images of

one case set were inserted centrically into a PowerPoint presentation which

featured an otherwise black background as displayed in �gure 9.1.

Figure 9.1: Example slides presented as large images (top line) and small

images (bottom line).
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9.2.2 Experimental setup

The technical setup for the experiment conducted at Charité Universitätsmedi-

zin Berlin was equivalent to the setup described in section 8.2.2. The only

addition was the use of a chin rest which was positioned at a distance of 64 cm

to the monitor. This was done to assure that all participants had a constant

distance to the monitor in order to keep the visual angle in which the images

were viewed constant. The chin rest prevented participants from moving closer

to the monitor when small images were displayed, a behavior that had been

observed in a previous experiment [180].

9.2.3 Participants

In total, 21 participants took part in the experiment that was conducted in

Charité Universitätsmedizin Berlin, Campus Virchow-Klinikum. Fifteen of the

participants were male and six female. All participants were employed by the

Charité Universitätsmedizin Berlin as clinical radiologists. At the time of the

data collection, they had a mean age of 34 years with a standard deviation of

6.5 years (range = 27-56) and had worked as clinical radiologists for an aver-

age of six and a half years (SD = 6.3 years, range= 0.25-30). All radiologists

participated in the study within their working hours.

9.2.4 Experimental design

Independent Variables

The only independent variable in this experiment was image size. The factor

had two levels, small and large images. Small images had a size of 14 x

14 cm (512 x 512 pixels), while large images measured 28 x 28 cm (1024 x

1024 pixels). The variable was operationalized as a within-subjects design,

meaning that all readers interpreted large as well as small cases. To avoid

that readers saw the same case twice, the 20 cases per image size were divided

into two sets of ten cases each. Only one set per image size was presented to

a radiologist. To further avoid order e�ects, the order of the sets as well as

the order of the cases within the sets was counterbalanced between readers.
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This methodology is demonstrated in �gure 9.2. The cases that contained

hemorrhages were distributed equally over the two sets so that per image size

always �ve hemorrhage cases were presented. These �ve cases displayed nine

hemorrhages altogether.

Figure 9.2: Permutations of large and small cases as presented to the readers

of the experiment.

Dependent Variables

Performance, eye tracking data as well as preference ratings were collected and

analyzed with regard to the two di�erent image sizes. For the de�nition of the

parameters see section 6.2.

Gaze Data The number of �xations per case, their median duration and the

number of slices covered by one �xation was compared with regard to

image size. The parameters time to �rst �xation and dwell time were

analyzed separately for True Positive, True Negative, False Positive and

False Negative locations. Furthermore, the absolute number of search,

recognition and decision errors were counted and compared.

Scrolling behavior Slice transitions, oscillations, the number of runs through

half a stack and the number of runs through the entire stack were com-

pared for the di�erent image sizes.

Performance As in the previously described experiment, performance was

measured by the JAFROC �gure of merit, reading time as well as by the

number of True Positive, False Positive and False Negative decisions.
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Preference To assess preference, participants were asked to give a binary

preference rating for one of the two presented image sizes. Additionally,

they were asked to rate each size on a continuous rating scale from zero

to ten according to how much they liked it.

In addition to these dependent variables, radiologists were asked to �ll out a

questionnaire assessing reasons for their preference, the perceived importance

of image size and ideal image size. The obtained data will be reported descrip-

tively with all answers to open questions grouped into categories and the total

number of nominations reported per category.

9.2.5 Procedure

The experiment was conducted as following: the participants entered the ex-

perimental room and were greeted by the experimenter, informed about the

focus of the experiment, the nature of the eye tracking apparatus. Subse-

quently, they signed an informed consent form. The experiment began with

detailed standardized instructions presented on the monitor. The instructions

stated that only intracranial hemorrhages were to be identi�ed (see appendix

B.4). It was speci�ed that all four types of intracranial hemorrhages could

occur in the case sets. The participants were asked to encircle these as soon

as they identi�ed them and to report a con�dence rating. A practice cCT,

which was not included in the data analysis, followed the instructions. Sub-

sequently, the eye tracking equipment was calibrated to the participant, the

calibration was validated and if deviation was greater than 0.5◦ visual angle,

the calibration was repeated. Then, the participants started reading the �rst

set of either small or large cases. Upon �nishing the �rst set, the participants

took a break of a maximum of �ve minutes. They were then recalibrated and

started reading image stacks of the second set. After completing the reading

of all 20 cases, the radiologists �lled out a demographic questionnaire equiv-

alent to that of experiment one (see appendix B.2) as well as a questionnaire

assessing their preference for the image sizes (see appendix B.5). They were

�nally thanked for their participation and returned to their work place.
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9.2.6 Data analysis

To analyze the eye tracking and scrolling data, the same set of programs and

procedures was used described for the �rst experiment in section 8.2.6.

For the statistical analyses, the two image sizes were compared using paired

samples t-tests wherever the normality assumption was met. When the as-

sumptions for parametric statistics were not met, the non-parametric Wilcoxon

signed-rank test for dependent samples was used.

The JAFROC �gures of merit for di�erent modalities are usually compared

by means of the DBM test of signi�cance as explained in section 4.1.1. This

was not possible in this experiment since the DBM requires that readers and

cases are fully crossed, i.e. each reader sees the exact same cases in all modal-

ities. This was not the case and therefore, the Wilcoxon signed-rank test was

employed instead.

With regard to the qualitative data, only frequencies of nominations will be

reported.

9.3 Results

The results of this experiment are reported in the sections 'gaze data' (9.3.1),

'scrolling behavior' (9.3.2), 'performance' (9.3.3) and 'preference' (9.3.4).

9.3.1 Gaze data

The number of �xations per case was greater in large images (M= 143 �xations,

SD= 72.3) than it was in small images (M= 109 �xations, SD= 49.4). The

di�erence proved to be statistically signi�cant (t(20)= 3.4, p= 0.003).

Fixation duration calculated over all �xations of each case was signi�cantly

longer in small images (Mdn= 379 ms) than in large images (Mdn= 304 ms;

z= 3.62, p< 0.001). At the same time, an average �xation on small images

covered signi�cantly more slices than a �xation on large images did (M= 1.34,

SD= 0.57, M= 1.05, SD= 0.52 respectively; t(20)= -3.83, p= 0.001).

The median values and inferential statistics of 'time to �rst �xation' and 'dwell

time' separately shown for the four di�erent decision outcomes can be found in

table 9.1, while the interquartile ranges are displayed in appendix A.5. Median



119

Table 9.1: The medians (in ms) and inferential statistics for the comparison

of large and small images, separately shown for the four decision outcomes.

Time to �rst �xation Dwell time

Decision Image size Mdn z p Mdn z p

True

Positive

large 937
-2.35 0.02

2626
2.14 0.03

small 623 2619

True

Negative

large 1002
-1.03 0.30

662
2.9 0.01

small 835 1204

False

Positive

large 1712
-1.65 0.10

3701
0.47 0.64

small 1108 3754

False

Negative

large 3778
-1.60 0.11

2934
-1.6 0.11

small 666 483

time to �rst �xation was signi�cantly reduced for small images regarding True

Positive decisions (z= -2.35, p= 0.02), whereas no di�erence was found for

True Negative, False Positive and False Negative decisions. A signi�cantly

prolonged dwell time was found for True Positive as well as True Negative

decision sites on small images compared to on large images (True Positive: z=

2.14, p= 0.03; True Negative: z= 2.9, p= 0.01), whereas no di�erence was

found for False Positive and False Negative decisions. Note that the inferential

statistics indicated signi�cantly longer dwell on True Positive locations in small

images compared to in large ones, even though the median was slightly smaller.

The classi�cation of di�erent types of False Negative errors revealed a di�erent

pattern for small and large images: whereas decision errors were most common

in large images, small images were associated with recognition errors, as can

be seen in table 9.2. Due to the low power of this comparison, no inferential

statistics were calculated.
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Table 9.2: Number and percentage of search, recognition and decision errors

per image size.

Search

errors

Recognition

errors

Decision

errors

large
6 3 12

(29%) (14%) (57%)

small
3 8 1

(25%) (67%) (8%)

9.3.2 Scrolling behavior

The total number of slice transitions did not di�er signi�cantly between the

two image sizes (large images: M= 130.4, SD= 59.2, small images: M= 127.2,

SD= 58.9; t(20)= 0.44, p= 0.66 ), nor did the number of oscillations (large

images: M= 10.8, SD= 7.3, small images: M= 11.6, SD= 5.7; t(20)= -0.66,

p= 0.52). Similarly, there was no statistically signi�cant di�erence between the

number of runs through half a stack in large compared to in small images (large

images: M= 0.94, SD= 0.83, small images: M= 0.85, SD= 0.83; t(20)= 0.79,

p= 0.44), or the number of runs through the entire stack in large compared

to small images (large images: M= 3.85, SD= 1.63, small images: M= 3.72,

SD= 1.84; t(20)= 0.45, p= 0.66).

9.3.3 Performance data

Reading performance assessed by the JAFROC �gure of merit, showed a slight

advantage of small images, but the di�erence was not signi�cant (large images:

Mdn= 0.68, IQR= 0.1, small images: Mdn= 0.69, IQR= 0.07; z= 1.35, p=

0.18). Similarly, the reading time of small image stacks was slightly faster than

that of large stacks, but again not signi�cantly so (large images: Mdn= 55.1

s, IQR= 35.3, small images: Mdn= 52.1 s; IQR= 37.2, z= -1.2, p= 0.23).

In large image stacks, a total of 44 False Positives were scored, while in small

images, 75 such decisions were made. This di�erence was signi�cant as re-

vealed by a Wilcoxon signed-rank test (z= 2.05, p= 0.04). Per image size,

189 hemorrhages were displayed in total. Of these, 21 were not identi�ed in
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large cases and 12 were not identi�ed in small images. However, the di�erence

failed to reach statistical signi�cance (z= -1.33, p= 0.19). In the large image

condition, a total of 168 True Positive decisions were made, while in the small

image condition, 177 True Positive decisions were made (z= 1.33, p= 0.19).

The individual performance scores are displayed separately for each reader in

table A.4 in the appendix.

9.3.4 Preference

When asked which of the two image sizes they preferred, 18 of the 21 partici-

pants reported a preference, whereas three participants showed no preference

for either size. Of the 18 participants who did prefer one size, eight readers

preferred small images, whereas ten readers preferred large images.

Additionally, the participants were asked to indicate on a continuous scale

from 0 to 10 how much they liked each of the two image sizes. Preference was

on average 6.41 (SD= 2.07) for large images and 5.72 (SD= 2.46) for small

images (t(20)= -0.84, p= 0.41). A Pearson correlation showed no connection

between the preference rating of large images and the JAFROC �gure of merit

(r= -0.15, N= 21, p= 0.52), nor was there one between the preference rating

of small image stacks and their JAFROC �gure of merit (r= -0.07, N= 21,

p= 0.75).

9.3.5 Qualitative data

Additional data on the reasons for the preference and the attitude toward

image size was acquired by the image size questionnaire after all cases were

interpreted. The answers regarding reasons for preference were clustered and

are displayed in table 9.3.

9.4 Discussion

The aim of this study was to shed light onto the in�uence of image size on per-

ception, visual search and cognition in stack mode reading by employing eye

tracking. To study gaze behavior in stack mode reading, it was assumed that

motion perception is manifested, along other ways, in long �xations that span
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Table 9.3: Reasons behind radiologists' preference for a given image size.

Preferring Preferring No

large images small images preference

(N= 10) (N= 8) (N= 3)

Motivation behind preference

- more detail resolvable 7 0 0

- less tiring to read 2 0 0

- better contrast resolution 0 1 0

- better overview 0 7 0

- more comfortable to read 0 0 0

- faster to read 0 0 0

- size that I am used to 1 0 0

- small for overview,

large for detail 0 0 2

- no reason given 0 0 1

I prefer an image size

- smaller than small images 0 0 0

- between small and large 6 6 2

- larger than large images 0 0 0

Image size is a decisive factor

- yes 8 4 2

- no 2 4 1
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multiple images. Indeed, the experiment showed that �xation duration and the

number of slices covered by one �xation di�ered in regard to image size. Read-

ing small images was accompanied by fewer, but substantially longer �xations

which spanned more slices compared to �xations on large images. In small

images, an average �xation spanned more than one slice, which is not compat-

ible with foveal, image-by-image search as it is performed in static images. It

is therefore concluded that the use of motion detection is more prominent in

small images than in large ones. Not the entire interpretation process consists

of search, and when examining a location in detail, it is likely that also in

large images motion detection is used. The e�ects of this are however some-

what attenuated, resulting in an average of one slice per �xation. A reason

for better use of motion detection in small images may be that any lesion or

perturbation is on average further away from a given point of �xation in large

images than in small ones. Basic vision research has demonstrated that al-

though motion detection in the periphery is superior to other characteristics

of vision such as acuity, it is substantially deteriorated compared to motion

detection near or at the fovea. This is true with regard to di�erent target

velocities [130, 195], contrasts of target and background [72, 161] and di�erent

spatial frequencies [170]. Hence, even though the exact velocity and spatial

frequency of the lesions' movements may vary during the course of the reading

process, it is reasonable to assume that motion perception can be exploited

better in small as compared to in large images. Furthermore, it can be hypoth-

esized that movie-like viewing can be used more e�ciently in smaller images

because it can be combined with relatively good resolution of the surrounding

structures. Clinically relevant structures had a maximal width of 14 cm in

small images. In the employed setting, this means that all image information

falls within a radius of 5◦ visual angle whereas clinically relevant information

in large images can be as far away as 10◦ visual angel from the �xation center.

At 10◦ visual angle, however, resolution is strongly deteriorated already [20],

possibly making a distinction of normal anatomical structure and imaging ar-

tifacts compared to hemorrhages more di�cult.

The idea that motion detection can be employed better in small images �ts

with the observation that in small images, True Positive locations are �xated

more quickly upon their �rst appearance compared to in large images. The
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�nding that faster detection in small images is exclusive to True Positive re-

ports underpins this interpretation as it dismisses the possibility that shorter

detection time is due to the shorter distance that has to be covered in small

compared to in large images. The interpretation of improved detection of hem-

orrhages in small images is in line with the qualitative data: seven out of eight

radiologists who prefer small images indicated that they do so because of the

better overview they get when reading these images.

On the other hand, dwell on True Positive and True Negative locations is

signi�cantly prolonged in small as compared to in large images. The longer

dwell on decision sites in small as compared to in large images hints to longer

processing when evaluating whether a given structure is a hemorrhage. It

should be noted that the use of the chin rest ensured that the monitor was

su�ciently close to participants to allow them to resolve each single pixel in

small as well as large images. Furthermore, the large images were derived by

enlarging the small ones. Hence, shorter dwell in large images cannot be at-

tributed to genuinely better resolution of image data. However, it is possible

that readers found smaller images more di�cult to resolve. This is supported

by the qualitative data, where seven radiologists indicated that they prefer

large images because of the improved ability to resolve detail. Interestingly,

three participants were not able to make a choice between the two image sizes

and indicated that they like both small and large images for di�erent purposes:

while they use small images for overview, they subsequently use larger images

to assess them in more detail. It is possible that a di�erent framing of the

question would have yielded more results that point into this direction. The

radiologists were asked to indicate a reason for their preferences. And as they

were supposed to indicate a preference for one size before, it is possible that

some of them only commented on the image size that they prefer when asked

to make a choice. This, however, does not necessarily mean that they do not

see advantages in the other size, too.

Interestingly, the numerous changes that were observed with regard to gaze

behavior do not seem to translate to changes in the way that the radiologists

scroll through the stack. Neither the number of slice transitions and oscilla-

tions nor the number of runs through the stack di�ered between small and large

images, potentially indicating that changing perception is more easily re�ected
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in eye tracking data. A potential explanation for this is that eye tracking pa-

rameters relate to much more speci�c components of the reading process as

compared to the global scrolling parameters. In the case of the scrolling pa-

rameters, processes regarding di�erent locations are combined: these processes

may in�uence scrolling in di�erent, even opposite, ways. Given the di�erent

in�uences that act upon the scrolling parameters, it seems reasonable that

they may be less sensitive than eye tracking parameters.

Another noteworthy observation comes from performance data: the number of

False Positives was substantially higher in small images. On the other hand,

large images produced a larger number of False Negatives, though the com-

parison did not reach signi�cance. As it was pointed out in section 4.1.1, this

represents a shift in the radiologists' decision criterion rather than an actual

change in their performance because, contrary to what was expected, no sig-

ni�cant di�erence between large and small images was found regarding the

JAFROC �gure of merit. The more liberal decision criterion in smaller im-

ages could be a result of the perceived di�culty to resolve image information

in small images, and �ts with the observation of prolonged dwell on decision

sites in small images. Di�culties in resolving image detail could hence counter

advantages of motion detection when reading small images and explain why

no signi�cant di�erence was found regarding reading time as it had been ex-

pected.

Hemorrhages that were not marked (False Negatives) were dwelled on longer

in large images which is also re�ected in a higher number of decision errors in

this imaging condition. This suggests that in large images, more False Neg-

ative locations were identi�ed as potentially perturbed. It should, however,

be noted that the overall number of False Negative locations is rather small.

Thus, con�dence in these �ndings should not be overstated.

In addition to performance, reading time, gaze and scrolling behavior, a binary

and a continuous preference score was also obtained for each image size. The

binary decision between the two image sizes yielded a greater number of people

who preferred large rather than small images. On the continuous rating, the

average preference for the two images sizes was close, indicating that individual

preference for image size is canceled out by averaging it. Interestingly, when

correlating preference and performance scores, no signi�cant link was found
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between the two. This is important for future research: because of a lack of

formal guidelines, there is often an implicit link laid between performance and

preference, in the hope that preference can substitute guidelines. However, the

present results indicate that this is not the case.

9.4.1 Limitations of the experiment

The study presented here does have its limitations. Contrary to the study

described in chapter 8, inserted hemorrhages were used in this experiment.

This stemmed from the conclusion of experiment one that more hemorrhages

should be used to be able to compare behavior associated to False Negatives

more reliably. However, the number of subtle hemorrhages that occur in iso-

lation is limited. As we did not want to bias the performance data by having

obvious hemorrhages or cases that contain too many lesions to indicate them

all, we chose to insert hemorrhages that were taken from more severe cases. It

is, however, di�cult to estimate whether this insertion a�ected visual search

because subtle di�erences between these and naturally occurring hemorrhages

may exist which may prevent scene guidance, where context information hints

to the location of a potential perturbation [40]. In a radiology task, scene

guidance might be impaired when lesions occur in places where radiologists

might not expect them. We tried to prevent this by inserting all hemorrhages

in locations where they were located in the cases that they originated from.

None of the participating radiologists mentioned the hemorrhages nor reported

anything odd about the cases. I therefore assume that if cases di�ered from

naturally occurring hemorrhages, these e�ects should be small and similar for

both image sizes.

There may also have been an impact of the type of instructions used in this

study. We explicitly asked the radiologists to look for intracranial hemorrhages

only. However, recent �ndings with regard to the in�uence of instruction texts

have shown that asking readers to identify a speci�c type of lesion leads them

to over-call it [172], suggesting that the number of False Positives might be

higher in this study than it is in clinical practice. However, since the number

of False Positives is only of interest in relative terms, i.e. as a comparison be-

tween the two image sizes, this should not pose a problem for the conclusions
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in this experiment.

The same perhaps cannot be said regarding the enlargement of images. Enlarg-

ing images is naturally accompanied by slight distortions of the image signal,

resulting in two non-identical images, even if the same case is used. The cubic

Cutmull-Rom-Splines algorithm was deliberately chosen for the enlargement

because of its favorable results with regard to smoothing of images. However,

the algorithm does lead to some post-aliasing [125]. In the methodology of

this experiment, these di�erences could not be entirely avoided, but again,

I am con�dent that their impact is limited because none of the radiologists

commented about the quality of the enlarged images.

9.4.2 Conclusions

The results of this study indicate that motion detection is more exploited

in small than in large images. This can be explained by the combination

of better use of motion detection towards the fovea, and the advantage that

small images fall entirely within the range of the retina of relatively good

resolution. These results are complemented with the �nding that detection

of hemorrhages, measured by the time to �rst �xation and the number of

False Negative errors, is improved in small images. Resolution is better in

large images, which was indicated by shortened dwell time on decision sites.

However, some of the results such as the distribution of the type of False

Negative errors seem to be at odds with these conclusions.

On a general level, no advantage for either images size was found. This is true

for performance, as measured by the JAFROC �gure of merit, reading time

and preference. Furthermore, there is no correlation between preference for

either image size and performance.

The results are of interest for clinical practice as adjusting image size is easily

possible in digital images. The results suggest that it may be warranted to use

small images early on in the reading process to �ag out perturbed areas of the

case by motion detection. The detailed analysis of these areas can subsequently

bene�t from enlarging them. This conclusion is in line with the distribution of

False Positive and False Negative errors, the eye tracking data related to the

areas of interest, and the qualitative data obtained in the questionnaire.
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As this is the �rst time that the in�uence of image size on the reading process

has been examined with the help of eye tracking, research questions rather

than hypotheses were formulated regarding gaze data. The results should thus

be interpreted with care. It was decided to replicate the study in a di�erent

location to gain insight into whether the changes in gaze behavior between

the image sizes are stable and can be traced more con�dently to changes in

perceptual processes related to the size of images.



Chapter 10

Experiment 3: Con�rming image

size as a determining factor of

visual search, perception and

cognition when reading cranial CT

10.1 Introduction

The experiment conducted at Charité Universitätsmedizin Berlin has suggested

that performance, reading time and scrolling behavior do not di�er between

two image sizes, but there are behavioral di�erences related to gaze patterns

that radiologists use. More behavior associated with motion detection was

shown in small images. The results further indicated that both image sizes

may be useful for di�erent reasons: whereas small images seemed to foster

lesion detection, large images seemed to be better suited for processing the

structures after perturbations had already been singled out.

However, there is no data to which the parameters employed in the image size

experiment can be compared as the experiment is the �rst to assess the e�ects

of di�erent image sizes using eye tracking. This had led to the formulation

of research questions without corresponding hypotheses. As a matter of fact,

the results of the experiment must therefore be interpreted with care. To put

the experimental �ndings on more solid ground, it was decided to replicate the

experiment in a di�erent but comparable location. The replication took place

129



130

in a university hospital to ensure that clinical practice of the participants was

comparable. Westmead University hospital in Sydney, Australia, was chosen

for this purpose. Hypotheses for the experiment were derived from the results

of the image size experiment conducted in Berlin. They stated the following:

1. Due to the improved use of motion detection in small images, fewer but

longer �xations that cover more slices are expected in small as compared

to in large images.

2. Detection of hemorrhages is expected to be improved in small images.

Hence, the time to �rst �xation is expected to be shorter with regard to

True Positive locations.

3. Processing the respective structures is expected to be facilitated in large

images, resulting in shorter dwells on decision sites in large images as

compared to in small images.

4. It is assumed that di�erent strategies in reading behavior are not re�ected

in the scrolling parameters. Hence, no di�erences between image sizes

are expected with regard to the number of slice transitions, the number

of oscillations, the number of runs through half the stack and the number

of runs through the entire stack.

5. No di�erence in performance with regard to the JAFROC �gure of merit

and the time to read a single case are expected. However, the number

of False Positives is expected to be higher in small images, while the

number of False Negatives is expected to be increased in large images.

6. The binary preference rating is expected to be split roughly equal with

half of the participants expected to prefer large images, and the other

half expected to prefer small images. This is suspected to lead to no

signi�cant di�erences with regard to the continuous preference rating.

7. No correlation is expected between participants' preference for an image

size and their performance with regard to it.

Hypotheses �ve, six and seven state that no di�erence is expected between

the two image sizes. The traditional con�guration of statistical hypotheses
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testing, however, is not designed to con�rm null-hypotheses, as setting the

α-level to 0.05 minimizes the chances of committing an α-error (accepting the

alternative hypothesis although in fact the null hypothesis is true). When

assuming no di�erences, however, the β-error is the one to be concerned about

(accepting the null hypothesis while the alternative hypothesis is in fact true).

To approach this problem, the α-level was set to 0.2 for the hypotheses in

question, as this decreases the chances of committing a β-error [15]. With

regard to all other hypotheses the α-level of signi�cance was kept at 0.05. The

results of this study will be interpreted along with the hypotheses at the end

of this chapter, in section 10.4. A discussion that integrates the �ndings with

the results of chapter 9 and the aims of the thesis follows in chapter 11.

10.2 Methods

The methods section is similar to the outline of the methods section of chapter

9. Since the experiment described in this chapter is a replication of the pre-

viously described image size experiment, di�erences between the experiments

will be highlighted, rather than repeating the description that can be found

in chapter 9. Brief sections on the imaging material (10.2.1) and the techni-

cal implementation (10.2.2) are followed by sections on the characteristics of

the radiologists who participated in the experiment (10.2.3), the experimental

design including the independent and dependent variables (10.2.4), the pro-

cedures of the experiment (10.2.5) and an explanation of the data analysis

(10.2.6).

10.2.1 Stimulus material

The experiment is an almost exact replication of the experiment conducted

at Charité Universitätsmedizin Berlin which is described in chapter 9. This

means that the same 20 cases were employed in two image sizes, half of them

presented as small images, half presented as large images to each participant.

Again, the cases contained nine hemorrhages per image size. For details on

the stimulus material, see chapter 9.2.1. The instructions and questionnaires

of the second experiment were translated into English and can be found in

appendix B.6, B.7 and B.8.
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10.2.2 Experimental setup

The technical setup of the experiment was equivalent to that of the two previ-

ous experiments and is described in sections 8.2.2 and 9.2.2. The experiment

was conducted in a separate sta� room of Westmead hospital. The room fea-

tured shelves, several desks, but no windows. Arti�cial lighting conditions

were kept constant during the study. A minor technical alteration had to be

made for the experiment: due to the inconvenience of transferring a classical

remote eye tracker as displayed in �gure B.1 to the other end of the world,

a portable, less voluminous variant of the remote eye tracker was used. It

was a SensoMotoric Instruments (SMI) RED-oem attached to a 1068 x 1050

pixel standard monitor which measured 474 x 297 mm (thus the same size as

used in previous experiments). The data was recorded on a laptop running

under Windows 7. The laptop contained an Intel Core i5 CPU, running with

2.67 GHz and a working memory capacity of 4GB. The eye tracking device

is speci�ed with 0.1◦ spatial resolution and a gaze position accuracy of 0.5◦

visual angle. A head tracking range of 32 x 21 cm at a distance of 60 cm

allows for the compensation of minor head movements and the end to end

latency of the device is speci�ed to be less than 20 ms [76]. Note that monitor,

laptop, and eye tracker were not an integrated system but separate parts that

communicated via Ethernet.

10.2.3 Participants

Overall, 22 radiologists participated in the study. All participants were em-

ployed as clinical radiologists at Westmead hospital Sydney. Four of the 22

participants were female and 18 male. They had a mean age of 41.0 years

(SD= 11.1, range= 26-68) and a mean experience of 10.2 years (SD= 9.9,

range= 0.7-39).

The vast majority of the participants wore glasses which was a problem for

the recording of the eye tracking data. Reliable gaze data could be collected

for only 17 radiologists. Of their 340 cases (17 radiologists * 20 cases) 59 were

excluded from the analysis because of insu�cient data quality. For further

two participants, no data regarding the marking process was recorded, which

is why they were excluded from the analysis of the gaze parameters associated
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to the AOIs.

Data loss was particularly noticeable in the analysis of the parameters that

relate to the AOIs as they are broken down into the di�erent decision out-

comes. To ensure that the missing data did not lead to the median values of

the participants being based on substantially di�erent numbers of trials, the

data of participants whose number of trials deviated more than two standard

deviations from the mean number of trials were excluded from that particular

analysis.

10.2.4 Experimental design

Independent Variables

The only independent variable in this experiment is image size. The factor

has the same two levels as in the previous experiment, small and large images.

Small images measured 14 x 14 cm (512 x 512 pixels), while large images

measured 28 x 28 cm (1024 x 1024 pixels). The variable is operationalized as

a within-subjects design, meaning that all readers interpreted large as well as

small cases. To avoid that readers saw the same case twice, the 20 cases per

image size were again divided into two sets of ten cases each. Only one set per

image size was presented to each radiologist, and no participant repeatedly

read the same case. To further avoid order e�ects, the order of the sets as

well as the order of the cases within the sets was counterbalanced between

readers. This methodology is visualized in �gure 9.2. The cases that contained

hemorrhages were distributed equally over the two sets so that per image size,

�ve hemorrhage cases were presented. These �ve cases per size displayed nine

hemorrhages.

Dependent Variables

Performance, gaze data and scrolling data as well as preference ratings were

collected and analyzed with regard to the two di�erent image sizes. Essentially,

the same parameters as in the second experiment were used to allow for a

comparison between the experiments.

Gaze Data The number of �xations per case, their median duration and the
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number of slices covered by one �xation were compared with regard to

image size. The parameters time to �rst �xation and dwell time were

analyzed separately for True Positive, True Negative, False Positive and

False Negative locations. Furthermore, the absolute number of search,

recognition and decision errors was counted and compared for the two

image sizes.

Scrolling behavior Slice transitions, oscillations, the number of runs through

half a stack and the number of runs through the entire stack were com-

pared for the di�erent image sizes.

Performance As in the previously described experiments of chapters 8 and 9,

performance was measured by the JAFROC �gure of merit, by reading

time, as well as by the absolute number of True Positive, False Positive

and False Negative decisions.

Preference Preference was assessed by a forced choice preference question for

one of the two image sizes. Furthermore, liking of both image sizes was

measured on a continuous scale from zero to ten.

Again, the data from the image size questionnaire regarding reasons for pref-

erence, the perceived importance of image size and ideal image size is reported

by categorization and the number of nominations.

10.2.5 Procedure

The experiment was conducted as following: the participants entered the ex-

perimental room and were greeted by the experimenter, informed about the

focus of the experiment and the nature of the eye tracking apparatus. Subse-

quently, they signed an informed consent form. The experiment began with

detailed standardized instructions presented on the monitor. The instructions

stated that only intracranial hemorrhages were to be identi�ed. The partici-

pants were asked to encircle these as soon as they identi�ed them and to apply

a con�dence rating. The eye tracking equipment was calibrated to the partic-

ipant and the calibration was validated. Due to technical reasons related to

the portable eye tracker, a recalibration and validation had to be performed

each time that a new cranial CT case was started. A practice cCT, which was
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not included in the data analysis, followed the instructions. The participants

started reading the �rst set of either small or large cases. Upon �nishing the

�rst set, the participants took a break of a maximum of �ve minutes and sub-

sequently started reading image stacks of the second set. Again, a calibration

and validation was necessary each time a new case was started. After com-

pleting the reading of the 20 cases, the radiologists �lled out a demographic

questionnaire as well as a questionnaire assessing their preference of both im-

age sizes. They were �nally thanked for their participation and returned to

their work place.

10.2.6 Data analysis

To prepare the eye tracking and scrolling data for analysis, the same set of

programs and procedures was used as described for the �rst experiment in

section 8.2.6.

For the statistical analyses, the two image sizes were compared using paired

samples t-tests wherever the assumptions for parametric analyses were met.

When the assumptions for parametric statistics were not met, the nonpara-

metric, dependent Wilcoxon signed-rank test was used.

For the same reasons as described in 9.2.6, a Wilcoxon signed-rank test was

employed rather than the DBM test of signi�cance to compare the JAFROC

�gures of merit.

10.3 Results

The results of this experiment are reported in the sections 'gaze data' (10.3.1),

'scrolling behavior' (10.3.2), 'performance' (10.3.3) and 'preference' (10.3.4).

10.3.1 Gaze data

The number of �xations per case was greater in large images (M= 178 �xa-

tions, SD= 54.9) than it was in small images (M= 121 �xations, SD= 42.2).

The di�erence proved to be statistically signi�cant (t(16)= 4.6, p< 0.001).

Fixation duration calculated over all �xations of each case was signi�cantly

longer in small images (Mdn= 394 ms, IQR= 99) than in large images (Mdn=
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Table 10.1: The medians (in ms) and inferential statistics for the comparison

of large and small images, separately shown for the four decision outcomes.

Time to �rst �xation Dwell time

Decision Image size Mdn z p Mdn z p

True

Positive

large 899
-2.06 0.04

3507
0.94 0.35

small 601 4511

True

Negative

large 12706
-2.11 0.04

912
2.15 0.03

small 1299 1179

False

Positive

large 13426
-1.13 0.26

3905
-0.42 0.68

small 4115 3906

False

Negative

large 1186
1.07 0.29

124
0.0 1.0

small 7335 7335

310 ms, IQR= 68; z= 3.52, p< 0.001). At the same time, an average �xation

on small images covered signi�cantly more slices than a �xation on large im-

ages did (small images: Mdn= 1.12, IQR= 1.35; large images: Mdn= 0.77,

IQR= 0.56; z= -2.7, p= 0.01).

The median values and inferential statistics of 'time to �rst �xation' and 'dwell

time' separately shown for the four di�erent decision outcomes can be found

in table 10.1, while the interquartile ranges are displayed in appendix A.7.

Median time to �rst �xation was signi�cantly reduced for small images re-

garding True Positive and True Negative decision outcomes (True Positives:

z= -2.06, p= 0.04; True Negative: z= -2.11, p= 0.04), whereas no di�erence

was found for False Positive and False Negative decisions. A prolonged dwell

time on small images compared to on large images was found only for True

Negative decision sites (z= 2.15, p= 0.03), whereas no di�erence was found

for True Positive, False Positive and False Negative decision sites.

The classi�cation of di�erent types of False Negative errors revealed a di�erent

pattern for small compared to large images: whereas recognition errors were

most common in large images, the False Negative errors were evenly spread
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Table 10.2: Number and percentage of search, recognition and decision errors

per image size. Note that the di�erent types of error do not add up to the

total number of False Negative decisions because of the loss of eye tracking

data.

Search

errors

Recognition

errors

Decision

errors

large
1 5 1

(14.3%) (71.4%) (14.3%)

small
4 4 4

(33.3%) (33.3%) (33.3%)

over all categories in small images, as can be seen in table 10.2. Due to the

low power of this comparison, no inferential statistics were calculated.

10.3.2 Scrolling behavior

The total number of slice transitions did not di�er signi�cantly between the

two image sizes (large images: M= 175.6, SD= 119.6; small imagesM= 185.3,

SD= 56.6; t(16)= -0.66, p= 0.52), nor did the number of oscillations (large

images: M= 16.6, SD= 10.0; small images M= 16.1 SD= 9.7; t(21)= 0.30,

p= 0.77). Similarly, there was no statistically signi�cant di�erence between

the number of runs through half a stack in large compared to small images

(large images: M= 1.2, SD= 1.5; small images M= 1.6, SD= 1.9; t(21)=

-1.43, p= 0.17), nor was there one for the number of runs through entire large

stacks compared to the number of runs through entire small image stacks (large

images: M= 5.2, SD= 4.1; small images M= 5.7, SD= 5.1; t(21)= -1.5, p=

0.14).

10.3.3 Performance data

Reading performance assessed by the JAFROC �gure of merit showed no sig-

ni�cant di�erence between the reading of large and small image stacks (large

images: Mdn= 0.71, IQR= 0.07; small images: Mdn= 0.71, IQR= 0.07; z=
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-0.75, p= 0.46). Reading time of small image stacks was slightly faster than

that of large stacks. Considering the α-level of 0.2, this di�erence was signi�-

cant (large images: Mdn= 80.4 s, IQR= 53.5 s; small images: Mdn= 72.2 s ,

IQR= 32.7 s; z= -1.76, p= 0.08).

In large image stacks, a total of 71 False Positives was made, while 89 False

Positive decisions were made in small images. This di�erence was not signi�-

cant according to a Wilcoxon signed-rank test (z= 1.3, p= 0.19). Per image

size 198 hemorrhages were displayed. Of these, 12 False Negative decisions

were made in large images, while 14 False Negative decisions were made in

small images. This di�erence failed to reach statistical signi�cance (z= 0.37,

p= 0.71). Conversely, 186 True Positive decisions were made in large images

and 184 in small images (z= -0.37, p= 0.71). The individual performance

scores are displayed separately for each reader in table A.6 in the appendix.

10.3.4 Preference

When asked which of the two image sizes they preferred, 20 of the 22 partic-

ipants indicated one of the two sizes. Two participants showed no preference

for either size. Of the remaining participants, twelve readers preferred large

images, whereas eight readers preferred small images.

Additionally, the participants were asked to indicate on a continuous scale from

1 to 10 how much they liked each of the two image sizes. Preference was on

average 6.3 (SD= 3.1) for large images and 5.39 (SD= 3.21) for small images

(t(21)= -0.89, p= 0.38). Pearson correlations showed no connection between

the preference rating of large images and the JAFROC �gure of merit (r=

0.24, N= 22, p= 0.28), nor was there one between the preference rating of

small images and their JAFROC �gure of merit (r= 0.25, N= 22, p= 0.25).

10.3.5 Qualitative data

Additional data on the reasons for preference and attitude toward image size

was acquired by the image size questionnaire after all cases were interpreted.

The answers regarding reasons for preference were clustered and are displayed

in table 10.3.
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Table 10.3: Reasons behind radiologists' preference for a given image size.

Preferring Preferring No

large images small images preference

(N= 12) (N= 8) (N= 2)

Motivation behind preference

- more detail resolvable 8 0 0

- less tiring to read 1 1 0

- better contrast resolution 0 1 0

- better overview 0 5 0

- more comfortable to read 1 0 0

- faster to read 0 1 0

- size that I am used to 0 0 0

- small for overview,

large for detail 0 0 1

- no reason given 2 0 1

I preferred an image size

- smaller than small images 0 1 0

- between small and large 2 3 1

- larger than large images 3 0 0

Image size is a decisive factor

- yes 10 7 2

- no 2 1 0
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10.4 Discussion

The aim of the experiment described in this chapter was to validate gaze,

scrolling, performance and preference data compared for two di�erent image

sizes. The validation was motivated by a lack of data and �rm hypotheses

about visual search when conducting the experiment described in chapter 9.

Furthermore, the lack of experience related to gaze parameters in multi-slice

medical images made a validation of the �ndings acquired in the image size

experiment indispensable.

The results of this chapter's experiment will not be integrated with the re-

sults of the Berlin experiment in this discussion. Instead, the results are only

discussed in terms of the hypotheses. The two experiments will be conjointly

re�ected upon in section 11.1.3 along with wider implications for the aims of

this thesis.

The validation experiment tested the hypothesis that in small images, fewer

but longer �xations would be performed and that these �xations would cover

more slices. This hypothesis was based on the idea that motion perception

is re�ected in long �xations that span multiple slices and thereby basically

resembles gaze behavior when watching a movie rather than examining static

images. This was hypothesized to be more useful in smaller images because

motion perception is better close to the fovea and can be combined with rel-

atively good resolution of image details. The experiment presented in this

chapter has con�rmed that fewer but longer �xations that cover more slices

are indeed more common in small images as compared to in larger ones. By

this, the experiment con�rms the hypothesis that motion detection is used

more extensively in small as compared to in large images.

Detection of hemorrhages was assessed with the help of the parameter 'time

to �rst �xation'. The results of this study are less unequivocal with regard to

time to �rst �xation than they are with regard to the number, duration and

coverage of �xations. It had been hypothesized that time to �rst �xation on

True Positive sites would be shorter in small as compared to in large images.

This was indeed the case. However, faster detection of True Positive lesions

was accompanied by faster time to �rst �xation regarding True Negative sites,

too, potentially casting a doubt on the interpretation that the temporal advan-
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tage is due to improved detection. After all, there is nothing to detect in True

Negative decision locations. Instead, the shortened time to �rst �xation could

partially be a result of the fact that any location on a small image is closer to

the point of �xation than the equivalent location on a large image. Hence, the

distance to the next �xation location is shorter on average and consequently

the saccade is performed faster. This can be tested by a formula that was

developed by Carpenter [22] and that enables the calculation of saccadic du-

ration based on the saccade's amplitude. According to this formula, saccadic

duration in milliseconds is 2.2 times the saccade's amplitude in degrees plus

21. Since the largest distance that has to be covered is from one end of the

image to the other end and this distance measures 28 cm, or 22.96◦, in large

images, and 14 cm, or 11.47◦, in small images, the duration of the largest sac-

cades in large images should be no more than 71.51 ms, and 46.23 ms in small

images. Hence, the maximal latency that can be attributed to the greater

distance in large images is the di�erence between the two, which is 25.28 ms.

In this experiment, as well as in the Berlin experiment, the smallest signi�cant

di�erence in time to �rst �xation between small and large images was about

300 ms and more. These di�erences cannot be attributed to di�erences in the

amplitude of a saccade and are therefore attributed to the detection of the

locations.

The qualitative data supports the assumption that small images are favorable

for detection while large images are the preferred form of presentation when

it comes to resolving detail. This is re�ected in the answers of eight readers,

who indicated that they like large images because of the improved ability to

resolve detail. Five readers prefer small images because of the better overview

that these provide.

A reason why the temporal advantages of detection do not always seem to

translate to decreased reading time in small images may lie in the prolonged

dwell time that has been linked to smaller images. Based on the results of the

previous experiment where True Positive and True Negative decisions showed

prolonged dwell in small images and a similar trend in False Positive decisions,

it had been hypothesized that there should be a general prolongation in dwell

in small as compared to in large images. However, in this experiment, this was

only true in regard to True Negative decision sites. It is not clear why dwell
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should only be prolonged with regard to True Negative decisions. This topic

will be discussed in more detail in section 11.1.3.

In the discussion of the previous experiment, it was suggested that the scrolling

parameters might be too global to re�ect subtle changes in behavior. As hy-

pothesized, there was no statistically signi�cant di�erence between the two

image sizes in any of the scrolling behavior parameters. The �ndings support

the idea that di�erences in plain eye tracking parameters do not automatically

re�ect how radiologists move through a stack of images.

Similarly, there is no global performance advantage of either image size as mea-

sured by the JAFROC �gure of merit, which is in line with the hypothesis.

This does not per se exclude the possibility of a shift in the decision criterion.

However, on the grounds of the experiment that was presented in this chap-

ter, the hypothesis suggesting that more False Negative errors should occur in

large images while more False Positive decisions are expected to occur in small

images, must be discarded, too, as more False Positive decisions were made

in small images as compared to in large ones. However, slightly more False

Negative decisions were made in small images, too. As none of the two com-

parisons reached signi�cance, it has to be concluded that the change in image

size neither led to a global change in performance nor did it lead to a shift in

the Westmead radiologists' decision criteria. What did change, however, was

reading time: contrary to what was expected, reading time was signi�cantly

shorter in small than in large images at an α-level of 0.2. This result does not

allow for the conclusion that there is indeed a temporal advantage of small

as compared to large images, but the possibility of a di�erence between the

modalities cannot be excluded.

As predicted, no overall di�erence in preference between the two image sizes

was observed. Furthermore, no correlation between preference and perfor-

mance was revealed. This is true for small as well as for large images. Though

results with regard to testing for 'no di�erence' between conditions have to be

interpreted with care, the hypothesis can be regarded as con�rmed for this ex-

periment. The results of this experiment hence suggest that guidelines should

not be based on preference measures or opinion of the radiologists who work

with the systems, since these do not seem to re�ect their performance.

The limitations of the stimulus material that have been discussed in section
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9.4 apply to the setting of this experiment, too. More general limitations that

are related to eye tracking in multi-slice data will be discussed in the following

chapter 11.

10.4.1 Conclusions

The results of the study presented in this chapter have con�rmed that gaze be-

havior associated with motion detection is more common in small as compared

to in large images. While based on this experiment, no causal relation can be

inferred between behavior associated with motion detection and faster detec-

tion of hemorrhages, it can be concluded that True Positive and True Negative

decision sites were �xated faster in small as compared to in large images. The

study con�rmed that True Negative sites receive longer dwells in small than in

large images. Statistically, this could not be con�rmed for True Positive sites.

Shorter dwell on True Negative sites of large images suggests that radiologists

can better resolve large images, though it is not known why this seems to be

limited to True Negative decisions. The possibility that small image cases are

read faster than large image cases cannot be excluded on the basis of this ex-

periment. However, the study con�rmed that neither performance nor general

preference di�erences exist between the two sizes. Instead, there seems to be

an individual preference for either large or small images, which is, however, not

linked to performance with regard to that size. This suggests that preference

should not be used to formulate guidelines for the clinical practice.

Despite the ambiguity with regard to the origin of faster detection in small

images and the only partial con�rmation of prolonged dwell on decision sites

in small images, I believe that based on the results of the two experiments, it

is still warranted to advocate the use of small images in the initial phase of

reading because they allow for a quick overview of the image material. For

�nal decision making, radiologists should, however, refer to enlarged images

because, on these, they seem to make decisions more easily.
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Chapter 11

Discussing visual search,

perception and cognition in

multi-slice imaging

11.1 Accomplishment of three aims of the thesis

In the previous chapters, three experiments were presented that looked at

visual search, perception and cognition in multi-slice images. The chapters

focused on two factors that in�uence, or that are in�uenced by these pro-

cesses, namely, decision outcome (chapter 8) and image size (chapters 9 and

10). While the discussions at the end of each experiment mainly aimed at

discussing the results of the experiments in relation to the speci�c factor that

was manipulated, this chapter focuses on discussing to what extent the three

aims of the thesis, formulated in section 1.1, have been accomplished. In a

second section of this chapter, it will be discussed what has been observed

more generally regarding the study of interpreting multi-slice images.

11.1.1 Developing a framework that enables the study of

visual search, perception and cognition in multi-

slice images

In chapter 5, a close examination of the parameters employed in visual search

studies using conventional radiography images showed that they cannot be

145
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used in the exact same way in the study of visual search in volumetric stack-

mode images. Instead, the parameters needed adjustment to suit this context.

The most basic, as well as most important adjustment, came from the calcu-

lation of �xations. For the number of �xations, �xation duration, dwell time

and visits in an area of interest, it had to be ensured that the calculation is

not interrupted by the transition of slices, as areas of interest as well as �xa-

tions can span multiple slices. The calculation of �xations that are limited to

only one slice cannot be advised for several reasons: when scrolling through

a stack, individual slice presentations are often so short that no �xations as

traditionally de�ned would be detected if calculated individually for each slice.

This is because most traditional �xation detection algorithms use a temporal

threshold of 80 ms at least. However, the threshold does not need to be ap-

plied to each single slice as usually no saccade takes place when a new slice is

called. Thus, suppression of visual intake (discussed in section 4.3), which is

the reason for the minimal �xation duration and for the abortion of �xation

calculation when a new image is displayed, should not pose a problem when

scrolling though slices, as long as no saccade is made.

After having calculated �xations across slices there are further adjustments

needed. In volumetric imaging, the case is the reference rather than the single

slice, which is why, for example, the number of �xations is calculated on case

level. The nature of the parameter does not change. The adjustment of other

parameters has shown to be more complex, for example the adjustment of the

time to �rst �xation or the decision interval. Here, the calculation has not

only changed to case level, but the reference shifts from case onset to the �rst

presentation of the area of interest. Additionally, the nature of the parameters

changes as well. Whereas in single-slice images the lesion is visible at any time

and can potentially be perceived holistically, this is not necessarily the case

in multi-slice images. In multi-slice images, the gaze of the reader may for

some time be on slices that do not display the lesion. It is not analyzed which

slices and locations are gazed at in the interval during which the parameter is

calculated, i.e. the �rst occurrence of a slice displaying the lesion and the �rst

�xation within the AOI (time to �rst �xation), respectively the �rst �xation

on it and the reporting of the lesion (decision interval), respectively the �rst

visit to the lesion and the next visit of the AOI (visits).
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In addition to making changes to the visual search parameters from the context

of plain radiography, the introduction of new visual search parameters is war-

ranted for the study of visual search in volumetric medical images. The number

of slice transitions adds extra information to the number of �xations because,

as visual content can change during the course of a �xation, the number of

�xations may not be su�cient to cover the process of changing visual informa-

tion. The number of slices covered by one �xation represents the mechanism

of motion detection which is intrinsic to stack mode reading as described in

chapter 2. Motion detection can be exploited to single out perturbations while

scrolling. Values smaller than one indicate that on average, multiple �xations

are performed on each slice. This represents foveal search, while values larger

than one indicate that a �xation spans multiple slices, which is not compatible

with foveal search and hints to detection by motion perception.

In addition to this, scrolling parameters were de�ned to account for the set-

ting of stack mode reading. The number of oscillations and runs through the

stack were de�ned to complement the number of slice transitions. While slice

transition is a general parameter that accounts for the amount of scrolling that

is performed, oscillations and runs are assumed to di�erentiate between local

scrolling that aims at comparing neighboring slices and global scrolling that

enables the formation of an overview of the case.

Prior to this thesis, a number of studies have looked at gaze behavior associ-

ated with volumetric imaging [47, 6, 36, 41, 157, 62, 158, 70, 69, 122]. So why

were the de�nitions presented in chapter 6 necessary? As it has been laid out

in section 6.1, many studies that have been conducted so far have not made

explicit how the parameters they used were calculated [6, 36, 47, 62], have

omitted the calculation of �xations all together [41, 42, 158, 70, 69, 122] or

have avoided a truly three-dimensional setting [183, 127]. The de�nitions of

parameters for multi-slice stack mode reading presented in chapter 6 can serve

as a reference for researchers who plan to use the same parameters. However,

it is not necessary, and in some settings potentially even not warranted, to

use the exact same operationalization. The de�nitions at hand are meant to

facilitate a dialogue regarding de�nitions as well the interpretation of visual

search parameters.
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11.1.2 Testing the de�ned parameters

The gaze parameters were de�ned carefully in chapter 6, based on previous

research and experience. However, how useful they are can only be established

by using them in a practical setting. The parameters were not benchmarked

systematically against di�erent de�nitions nor were they used conjointly with

other, validated methods that measure visual search, perception and cogni-

tion because there are none. That is why the parameters were tested rather

than validated. They were �rst tested against hypotheses derived from the

single-image context. To do so, radiologists were asked to identify cranial

hemorrhages in stack mode cCT cases while being eye tracked. Their gaze and

scrolling behavior was linked to True Positive, True Negative, False Positive

and False Negative decisions. As hypothesized, radiologists dwelled longest

on True Positive and False Positive decision sites, followed by False Negative

and �nally True Negative decision sites. Though not signi�cantly so, the ex-

periment demonstrated di�erences between decision outcomes with regard to

the time to �rst �xation that ranked in the expected order. Furthermore, as

predicted, the decision interval di�ered when comparing False and True Pos-

itive decisions with radiologists taking considerably, though not signi�cantly,

longer to decide on False Positive sites than on True Positive ones. This is

in line with what studies in the plain radiography context had found, and is

therefore encouraging with regard to the ability of the parameters to discrim-

inate between di�erent decision states of the radiologists. Though there were

no hypotheses with regard to the number of visits, it is interesting that they

showed a pattern that was similar to the one of dwell time, and to the decision

interval: locations of positive decisions were visited considerably more often

than locations of negative decisions. This was true for the comparison of True

Positive and False Negative decisions as well as for the comparison of False

Positive and True Negative decision sites. Taking the results of the chapters 8,

9 and 10 together, the implementation of the parameters that are calculated

directly at the level of an AOI appears very successful. As it has been pointed

out in the discussion in section 8.4, it seems plausible that these parameters

are most sensitive to changes in perceptual and cognitive processes since they

are most directly associated with the visual content.

In the de�nitions of the parameters in section 6.2 and their discussion in the
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previous section 11.1.1, the importance of the calculation of �xations across

slices was highlighted. This is particularly important as it in�uences not only

the calculation of �xation duration, but also the calculation of the number of

�xations, the number of slices covered by one �xation, and the dwell time. It is

therefore interesting to see if the calculation across slices was worth the e�ort

of implementation. A post-hoc analysis of the eye tracking data revealed that

it was: in the �rst experiment presented in this thesis, 55 % of all �xations

spanned more than one slice. Similarly, when combining the data of the second

and the third experiment, the proportion of �xations that spanned more than

one slice is 51 %. These �gures highlight the importance of �xations across

multiple slices, which are the rule rather than the exception in multi-slice med-

ical image interpretation. It further stresses the analogy between watching a

movie and gaze behavior in stack mode viewing. Median �xation duration was

317 ms in the �rst experiment and 341 ms in the second and third experiments.

This is well above the 245 ms reported by Ellis and colleagues [47] for stack

mode reading. It underpins the assumption made in section 6.1 that previous

studies that looked at stack mode presentation might not have taken into ac-

count the fact that �xations tend to span several slices.

The number of �xations and the reading time were sensitive to di�erent deci-

sion outcomes as examined in chapter 8, while �xation duration and the num-

ber of slices were not. The latter two parameters, however, proved very useful

in the study of motion detection processes in chapters 9 and 10. This high-

lights that parameters need to be chosen according to the research question.

Overall, the gaze parameters that are calculated on case level seem to yield

important information regarding the reading behavior. Hence, even though

they are not as speci�c to local perceptual and cognitive processes, they still

seem to be sensitive to changes in radiologists' perception and cognition.

Studying stack mode reading called for the introduction of other parameters

that take the dynamic environment into account. This was done with the im-

plementation of the number of slices covered by one �xation, the number of

slice transitions, the number of oscillations, the runs through half a stack and

the number of runs through the entire stack.

Scrolling behavior is re�ected in the number of slice transitions, oscillations

and runs through the stack. On the descriptive level, slice transitions, oscil-
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lations and runs through half a stack were sensitive to di�erences in decision

outcome. Interestingly, they showed the same pattern as did gaze parameters:

just as the time to �rst �xation and the decision interval, for which hypotheses

had been derived from the conventional radiography context, the number of

runs through half a stack and the oscillations were increased in False Positive

cases as compared to in purely True Negative cases.

The absolute value obtained for runs and half runs through the stack are

considerably greater than two for most participants in all three experiments.

These results con�rm quantitatively that, with regard to identifying hemor-

rhages on cranial CT, radiologists perform more runs than just the locate pass

and the review pass that Atkins and colleagues [6] described (for a revision of

their experiment see section 6.1). This di�erence could result from a di�er-

ence between the tasks that were performed. The experiments described here

used real hemorrhages that were inserted in the cases and con�rmed to be in-

distinguishable from naturally occurring hemorrhages. Atkins and colleagues

displayed cranial CT with arti�cial strokes and did not try to disguise this. In

their experiment, there was no doubt as to whether a structure was indeed a

target or not. Decisions could hence be made considerably more easily in that

task than in the task of this thesis. This was the case because the hemorrhages

were perceived to be realistic, and distinguishing hemorrhages from ambiguous

imaging artifacts and unusually shaped anatomy is part of the normal radio-

logical task.

The non-signi�cant comparisons with regard to the scrolling parameters and

decision outcome could result from the parameters' indirect relation to percep-

tion and cognition. In addition, the parameters are potentially too global to

capture perceptual and cognitive changes that often occur locally. The rela-

tively low power due to the small number of participants who contributed pure

False Positive or False Negative case may have contributed to not �nding any

signi�cant di�erences. It therefore seems worthwhile to test the parameters

in a similar setting with more cases and hence more opportunities to commit

errors in isolation. The major advantage of the scrolling parameters is that

they allow for an objective characterization of the scrolling path. While they

cover the amount of movement through the stack, they do not inform us di-

rectly about the visual content that is viewed. The parameters can therefore
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be regarded as an approach toward quantifying scrolling behavior, rather than

the extensive coverage of it.

It has been pointed out at the beginning of this section that it is di�cult to

establish criteria for the validation of the parameters as no validated tools are

available to which the parameters could be compared. One way of solving this

problem is to use the parameters in various multi-slice settings that have been

reliably studied in conventional radiographs using eye tracking. This approach

is laborious, as it calls for the conduction of numerous studies in di�erent con-

texts. While this will eventually be done over time, a problem associated with

this method is that it cannot account for the possibility that perceptual pro-

cesses are di�erent in single and multi-slice image interpretation, potentially

leading to di�erent results. When aiming at testing the reliability of the pa-

rameters, replication is a good possibility. In this thesis, the results regarding

two factors, decision outcome and image size, were replicated. As the results

of the replication studies were very similar regarding the eye tracking data,

this can be taken as a good sign regarding the reliability of the parameters.

One major problem seems to be associated with the use of all gaze parame-

ters that were examined in this thesis: when going through the tables of the

descriptive statistics in chapter 8 and in appendix A, it becomes apparent

from standard deviations and interquartile ranges that there is a considerable

amount of variation in the data. Unfortunately, variability often disguises dif-

ferences in the descriptive indicators of central tendencies, i.e. the means and

medians. In the experiments presented in this thesis, variability is particularly

pronounced with regard to parameters that relate to areas of interest, e.g.

the comparison of dwell time and time to �rst �xation. In experiments two

and three, for example, the interquartile range often exceeds the median (see

tables A.5 and A.7), indicating that the distributions are positively skewed.

This makes sense considering that many lesions are inspected almost instan-

taneously, but others may take more than a minute to arouse the reader's

attention. With regard to signal sites, the variation may potentially be caused

by the variation of the stimulus material. In all three experiments, hemor-

rhages have been used that span one to three slices. It is not necessarily the

case that lesions that span more slices receive more visual attention just be-

cause they cover more space. Their size might as well make decision making
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easier because they less resemble artifacts. The precise in�uence of lesion size

and conspicuity is di�cult to establish. However, huge �gures with regard to

the indicators of variability, such as the interquartile range, can most likely

be linked to di�erences between the stimuli they involve. Regarding noise

sites, there is no standardization of the stimulus material in the �rst place

because noise sites are speci�c to each radiologist. While a small number of

noise sites is reported by multiple radiologists, the majority of them is unique

and variability with regard to gaze behavior is hardly surprising. De�ning the

parameters of visual search independently of the imaging material is essential

in order to reduce variability. This was aimed at by starting the calculation

of time to �rst �xation and decision interval when the lesion is displayed for

the �rst time. However, the results indicate that this may not be enough.

Wherever areas of interest are determined by the experimenter, as in the case

of signal sites, they can be chosen to be as comparable to each other as possi-

ble. A careful balance between standardization and ecological validity has to

be achieved when designing each experiment. It has to be ensured that the

task matches the characteristics of a realistic radiological search task so that

radiologists do not search for speci�c features that they expect to be targets

of the experiment rather than searching for diagnostic features.

I believe that it is warranted to say that the parameters have shown to be

useful when being applied to the three experiments that are at the heart of

this thesis. However, I am also convinced that only more extensive use and

application to many di�erent research questions and types of imaging material

can reveal their true potential as well as further challenges and problems.

11.1.3 Gaze, performance and subjective data in the in-

terpretation of di�erent image sizes

Image size has been singled out as a pressing factor because it is subject to con-

siderable variation due to the great range of displays that are available which

go from tablet computers to super-sized workstation monitors. Furthermore,

the possibility of adjusting image size during the process of interpretation calls

for guidelines of how to use this function to achieve good interpretation results.

Research into new display modalities has focused on the determination that
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their use is not accompanied by performance decrements, rather than on the

question of how performance is maintained and if it is accompanied by shifts

in decision criteria or perceptual and cognitive changes that are re�ected in

behavior. The second and third experiments of this thesis have aimed at taking

a wholesome look at image size by concurrently assessing gaze, performance

and the subjective impressions of radiologists.

The two experiments aimed at investigating anecdotal evidence that motion

detection is used in the reading of multi-slice images. This was done by assess-

ing the pattern of the number of �xations, �xation duration and the number of

slices that were spanned by one �xation. It was assumed that longer �xations

that span multiple slices suggest the use of motion perception. Both experi-

ments revealed that this pattern was more prominent when radiologists read

small as compared to large images. The �nding that this pattern was stable

across institutions and readers points to a global perceptual advantage of this

behavior in small images rather than to a strategy that has been observed at

a given institution.

The results of the experiment conducted in Berlin furthermore suggest that

the detection of potentially perturbed sites is improved in small as compared

to in large images, re�ected in shorter times to �rst �xation in True Positive

locations. In the discussion of the experiment (section 9.4), it had been ar-

gued that the fact that True Negative locations had not been �xated faster in

small as compared to in large images supports the idea that fast �xation of

hemorrhages was due to better detection by motion perception. This interpre-

tation was cast into doubt by the �nding of the Sydney experiment that time

to �rst �xation was also shortened in True Negative locations of small images.

Shorter times to �rst �xation on True Negative sites seem odd in the light of

the detection hypothesis, as there is in fact nothing to detect in True Negative

locations. However, as argued in discussion 10.4, the descriptive di�erences

between time to �rst �xation in small and large images are too large to result

only from shorter distances that the eye needs to cover.

Even though it cannot to concluded beyond doubt that there is a causal rela-

tionship between the increased use of motion detection processes and shorter

time to �rst �xation in small images, it can be argued that shorter time to �rst

�xation is an advantage in itself, regardless of the underlying reasons because
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it opens a route to faster diagnosis, which, according to the JAFROC data,

does not come at the cost of decreased performance. More importantly, faster

�xation of true lesions has been associated with a higher number of them being

reported and is correlated negatively with detection performance [104, 107].

For a more detailed description of these phenomena, see section 5.1.

Both experiments presented some evidence that decision sites are dwelled on

for longer in small as compared to in large images. In both institutions radiol-

ogists dwelled longer on True Negative decision sites in small images compared

to in large ones. In the experiment described in chapter 9, this was also true

for True Positive sites, while in the experiment described in chapter 10, this

comparison did not reach signi�cance, nor did the comparison of False Pos-

itive decisions, as it had been hypothesized based on the descriptive data of

the Berlin experiment. A lack of power could be an important factor here.

Problems associated with data quality led to a loss of eye tracking data re-

garding True Positive, False Positive and False Negative decision sites, but not

regarding True Negative sites. Furthermore, False Positive and False Negative

sites were only available for some of the participants due to individual deci-

sion making behavior: radiologists with a liberal decision criterion tended to

make False Positive decisions but no False Negative ones. Conservative deci-

sion making was associated with False Negative errors, but no False Positive

errors.

Though it is di�cult to know why exactly not all decision sites received longer

dwells in small images, the prolonged dwell on True Negative sites is interest-

ing in itself: True Negative locations represent decision sites, even though the

radiologists do not report them. Dwell on True Negative sites represents most

of the reading process, as only a fraction of all sites that are dwelled on are

True Positive, False Positive or False Negative decision sites. True Negative

sites represent randomly selected locations where the radiologists dwelled for

least 300 ms, and they are representative of large parts of the reading process.

Hence, despite the di�culty to explain the di�erence between the two sets of

data regarding True Positive �ndings, it is warranted to uphold the conclusion

that resolving image details is faster in large images.

The interpretation of improved detection in small images and better ability to

resolve detail in large images is supported by qualitative data in both experi-
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ments. In both experiments, the radiologists split roughly equally into those

who prefer small and those who prefer large images. In both cases, the radiol-

ogists answered the open question about the reasons behind their preference

surprisingly similar, with the ones preferring large images mostly indicating

that they do so because of the improved ability to resolve detail. In contrast,

radiologists who preferred small images often stated that they do so because

of the good overview that these images provide. Most compelling evidence

comes from three radiologists who refused to answer the preference question,

arguing that they prefer both for di�erent reasons: large for detail and small

for overview. Had the question provided a third option indicating that one

likes to use both sizes during the reading process, the qualitative data might

have been even more convincing. The results of this qualitative assessment

strengthen the interpretation that was derived from the analysis of perceptual

processes.

Less convincing are any conclusions that can be drawn from the gaze analy-

sis at locations of False Negative decisions. In the experiment of chapter 9,

the False Negative decision sites were dwelled on for longer in large images.

This was also re�ected in the type of omission error that was committed more

frequently: most False Negative errors in large images were decision making er-

rors, while most False Negative errors in small images were recognition errors.

In the experiment of chapter 10, however, False Negative sites were dwelled on

slightly longer in small images. Here, the three types of errors occurred equally

often in small images. Contrary to the previous experiment, recognition errors

were most common in large images. It could be argued that, due to the use of

motion detection, the exact same way in which recognition and decision errors

are classi�ed in the conventional radiography context might not be suitable

in stack mode reading. As radiologists tend to scroll a lot while examining

a case, the total dwell on one spot often does not sum up to more than one

second. In the three experiments of this thesis, participants sometimes started

marking True Positives after having dwelled on them for less than one second:

across the three experiments, ten percent of all True Positive markings are

made after dwelling on them for no more than 1032 ms, �ve percent of the

True Positive sites were marked after 721 ms and two percent of all markings

occurred after only 395 ms of dwell on them. An adjustment of the one second
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threshold therefore seems warranted and could possibly yield more consistent

patterns of search, recognition and decision errors. A new threshold could be

based on fast markings of True Positive decisions, possibly rather around 800

ms than 400 ms, since lesions have to be very conspicuous to be identi�ed and

decided on within less than half a second. Unfortunately, an adapted threshold

will not solve a second problem associated with the analysis of False Negative

errors: due to the low number of False Negative errors that occur, the power

of the comparisons is low and it is not easily possible to increase the number of

cases. Multi-slice cases are not interpreted within seconds, but rather within

minutes. Often fewer cases are employed in the study of multi-slice images

because the reading process is prolonged as compared to the reading of plain

radiography images.

Contrary to the analysis of many eye tracking parameters, the analysis of the

scrolling data revealed no signi�cant di�erence between the two image sizes.

This was true in both experiments. On a descriptive level, the means and

standard deviations were very similar for the two image size conditions which

indicates that the scrolling behavior was very similar in the interpretation of

both image sizes. In the discussion of chapter 9 and in section 11.1.2, it was

argued that the scrolling parameters are potentially too global to re�ect dif-

ferences in perceptual and cognitive processes as di�erent components of the

reading process may cancel each other out. However, the data could also sug-

gest that radiologists have developed a particular strategy of how often they

scroll through the cases which is not in�uenced by image size. It would be

interesting to analyze the scrolling data of the two experiments with the focus

on whether individual radiologists show consistent scrolling behavior. This

had been suggested by earlier studies [41, 198] and would be in line with the

concept of 'searchers' and 'classi�ers'.

The analysis of performance data of both experiments showed that there was

no statistically signi�cant di�erence between the JAFROC �gures of merit.

The experiment of chapter 9 found a small, insigni�cant advantage of small

images. The lack of di�erences in performance is partially at odds with what

earlier research with regard to image size and multi-slice data had suggested.

Two experiments had demonstrated that small images yield superior perfor-

mance as compared to larger ones [67, 215], though in one of the two studies,
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this di�erence had not reached signi�cance [67]. The superior performance

with regard to small images presented in stack mode had led to the idea that

motion perception might be employed more easily in small images. So what

may have caused the con�icting results of the two studies and the ones pre-

sented in this thesis? In all experiments, the image size of the two di�erent

conditions was roughly comparable, 13- 14 cm for small images and 28- 30 cm

for large images. Furthermore, all studies employed a similar, self-paced form

of presentation. However, the studies used di�erent stimulus material (chest

CT [67], nodular-ground glass opacity [215], and cranial CT in the experi-

ments presented in this thesis). Di�erent anatomic structures and lesions are

accompanied by di�erent characteristics with regard to the size of the lesions

and the contrast between lesions and background. Though no stack mode was

employed, Schaefer and colleagues [177] found that advantages of speci�c im-

age sizes were exclusive to some types of lesion, and it is plausible that motion

perception can be exploited better under some conditions than under others.

In addition to the di�erent characteristics of the lesions, the tasks vary with

regard to the di�culty of detection and decision making. Unfortunately, it is

not possible to trace back di�erences in performance to speci�c di�erences in

the imaging material, as the published accounts of the two studies provide too

little information on the precise nature of the stimulus material to do so.

While the results of both experiments agree on the lack of a general e�ect of im-

age size on performance, this is not the case for the question of whether a shift

in the decision criterion occurred. In the experiment described in chapter 9

signi�cantly more False Positives occurred with regard to small images, while a

higher number of False Negatives was associated with large images, though the

di�erence was not statistically signi�cant. The experiment that was conducted

in Sydney con�rmed the earlier experiment with regard to the distribution of

False Positives. However, the comparison failed to reach signi�cance. In the

experiment described in chapter 10, slightly more False Negatives occurred in

small images, too. The hypothesis regarding the number of False Negatives

was based on descriptive, insigni�cant di�erences in the previous experiment.

Assuming a di�erence between the two made sense in the light of a criterion

shift towards a more liberal decision criterion in small images. An increased

False Positive rate would suggest that decision making is perceived as more
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di�cult in these images and radiologists hence opt for the safer procedure of

over-calling hemorrhages. This may be what occurred in the experiment that

was conducted in Berlin. However, the lack of this e�ect in the second ex-

periment clearly suggests that a shift in the decision criterion is not robustly

observed across institutions.

Based on the results of the experiment described in chapter 10, a reading time

advantage of small images cannot be excluded. This �ts with the descriptive

results of chapter 9 as well as with the results reported in the literature [215],

and can be explained as fewer �xations are needed to cover small as compared

to large images. However, it should be noted again that in neither of the two

experiments described in this thesis, the statistical comparison reached the

traditional α-level of 0.05 and the di�erence with regard to the second exper-

iment should therefore not be overstated. Furthermore, the impact resulting

from the moderate di�erence might not translate into clinical practice, where

a report, which needs to be dictated to document any �ndings, is often part

of the bottleneck to more e�cient reading. Such practical factors have been

eliminated here for the purpose of a standardized experiment.

No general advantage with regard to preference was observed for either images

size. The lack of a di�erence probably resulted from the split in preference:

while across the two experiments, 3/5 (58%) of the radiologists who did have a

preference for either image size preferred the large images, 2/5 (42%) preferred

small images. This split might have led to a cancellation of any di�erences that

exist in the continuous preference ratings. The results suggest that rather than

an absolute superiority of appeal of one image size, di�erent readers have di�er-

ent preferences. In the image size questionnaire, which was administered after

the completion of the reading task, participants were asked for the reasons be-

hind their preference. These results indicate that radiologists prefer di�erent

sizes for di�erent reasons, possibly suggesting that they use di�erent strategies

while reading or suggesting that they place importance on features at di�er-

ent stages of the reading process. Possibly more important than preference

in itself, it is the question whether there is a connection between preference

and performance. This question has to be answered with 'no'. No correlation

between preference and performance existed in the experiments run at either

institution. An analysis described in earlier publications [199, 197] pooled the
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data of the two experiments described in chapters 8 and 9. Those analyses

also led to a rejection of the hypothesis of a link between preference and per-

formance. This is an interesting �nding with importance separate from the

question of image size. In the past, several studies have, implicitly or explic-

itly, suggested that liking of a modality goes along with good performance [87].

The two experiments presented here suggest that this is not the case for dif-

ferent image sizes. Although no other factors were tested, the results suggest

that conclusions about performance, which were derived only from subjective

data, should be treated with care.

To sum up, performance, reading time and preference of the radiologists did

not di�er on a global level between the two sizes. Hence, the experiments

have demonstrated that none of the two image sizes is globally preferable to

the other. Nonetheless, gaze and qualitative data suggested that not every-

thing is equal with regard to the two image sizes. It has been argued that

small images are better for detection, while large images are better suited for

a detailed analysis of possible perturbations. Fortunately, a great advantage

of digital imaging is that the imaging material can be �exibly adjusted during

the course of interpretation. Based on the results of the two studies, the use

of small images can be recommended during the initial phase of interpreta-

tion to signal out potentially perturbed structures that are worth examining

in detail. For a closer examination, these structures can be enlarged, as this

seems to facilitate decision making. One may ask what the advantage of this

is, given that performance did not di�er between the two image sizes. The

reader should, however, bear in mind that the radiologists have interpreted

each case with the use of only one image size. It is hence well possible that the

use of �rst small and subsequently large images would have led to improved

performance. Whether this is indeed the case remains to be seen.
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11.2 Experimental challenges in studying visual

search, perception and cognition in multi-

slice images

The discussion in this section will focus on what distinguishes the study of

the interpretation of plain conventional radiography from that of multi-slice

images, what challenges have been observed, which problems result from these

and how they could possibly be solved. Some of the observations are rather

anecdotal in nature. However, I believe that they are worth reporting to

prepare future scholars on multi-slice medical image interpretation and to avoid

the repetition of unnecessary mistakes.

11.2.1 Issues of standardization

During the conduction of the experiments reported in this thesis, a number of

general issues that need to be addressed have been identi�ed. An important

issue in medical image interpretation is the imaging material itself. In volumet-

ric data, much more substantial problems arise with regard to standardizing

the image material than in plain radiographs. While in plain radiograph in-

terpretation only a limited amount of adjustment can be made to the image,

the amount of manipulation tools and their various settings in the truly digital

modalities of CT and MRI lead to a combinatorial explosion of options for the

reader. The options to manipulate the imaging material comprise changing

size, scrolling, panning, windowing, stack versus tile mode presentation and

so on. Options of manipulation were narrowly limited in the experiments of

this thesis to reduce variability and to limit confounding factors that make the

interpretation of the data di�cult. During the conduction of the experiments,

readers reported that they make frequent use of these tools in clinical practice.

Being prevented from doing so in the experiments led to a considerable amount

of discontent, as the participants feared that this may seriously impact their

performance as well as their normal reading behavior. Ecological validity and

standardization of the viewing options in the experiments should therefore be

carefully weighed against each other.

However, standardizing the imaging material not only relates to the options of
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manipulation that can be employed, but also to the stimulus material itself,

hence to the structures and lesions that are displayed as well as the artifacts

that are visible in an image. The lack of standardization has always been one of

the key strengths of the discipline, as it comes with the advantage of increased

ecological validity: conclusions can be transferred directly to the clinical prac-

tice. At the same time, lacking standardization has always posed a problem

in medical image interpretation research, as it questions the comparability of

results. One could argue that selecting standardized imaging material for per-

ception research has become even more di�cult in multi-slice imaging. This is

due to the volumetric display of structures, which enables a better location of

di�erent structures and the increased number of possibilities to display lesions

as well as healthy structures, and relates to the number of slices on which a

lesion occurs, but also to the anatomy of the speci�c case. The result is an

increase in variability in gaze data that can potentially result in a lack of sta-

tistical power.

11.2.2 Fixations versus smooth pursuit eye movements

When viewing stack mode images, gaze behavior is related to eye movements

when watching movies. When watching movies, or generally following moving

targets with the eyes, smooth pursuit eye movements are often observed, as it

has been the case in the work of Phillips and colleagues [158]. Smooth pursuit

eye movements have not been included in the de�nitions of the parameters

in section 6.2. This is due to the stimulus material that was in the focus of

the experiments reported here. Smooth pursuit eye movements should not

have played a role in these experiments, as the targets in the image material,

hemorrhages, do not span a great number of slices. More importantly, however,

the o�set of a hemorrhage inserted on neighboring slices was minimal, meaning

that a given hemorrhage had very similar x and y coordinates on all slices

where it was inserted. The maximal o�set in either x or y direction regarding

the center of the hemorrhages on two consecutive slices was 23 pixels in the

image size experiments, and resulted from changes in size and shape of the

hemorrhage in the z-direction. These 23 pixels, i.e. a little less than 2◦ visual

angle at the employed distance of 70 cm to the monitor, were compensated
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for by choosing a relatively large dispersion radius of about 2◦ visual angle for

the calculation of �xations. So even when smoothly pursuing the center of the

hemorrhage with the largest o�set, the data is incorporated in one �xation.

The inclusion of smooth pursuit eye movements is a relevant topic in the study

of visual search, perception and cognition related to multi-slice images in many

medical image interpretation contexts. In the future, eye tracking research will

surely be widened to many more multi-slice contexts and a great number of

possible lesions are expected to be larger, and thus encompass more slices and

show more o�set between images. In the long run, it is therefore indispensable

to widen eye tracking parameters' use in multi-slice images to include smooth

pursuit movements. This should not be relevant for the calculation of the visual

search parameters themselves. It is expected that for example time to �rst

�xation, dwell time and the number of �xations can still be calculated as it has

been described in section 6.2. As pursuit eye movements, like �xations, serve

to keep an object of interest stable on the fovea, they are functionally related

to �xations rather than to saccades and can be incorporated in the analysis as

normal �xations [73], as long as it can be identi�ed which area they covered.

Moreover, smooth pursuit eye movements have to be taken into account in the

algorithm to detect �xations. Here, velocity-based algorithms are said to yield

favorable results as compared to location-based algorithms [73]. Velocity-based

algorithms in turn depend on sampling frequencies of at least 250 Hz which

have to be taken into account in the planning of experiments.

11.2.3 Choosing the size of an AOI

As it has been highlighted in the sections above, there is reason to believe that

the operationalization of the parameters described is useful for the study of

stack mode viewing. However, the practical implementation of these param-

eters is more complex and ambiguous than it may seem at �rst glance. This

has mainly to do with two problems associated with the implementation of

the areas of interest. First of all, the choice of an appropriate size of an area

of interest has to be considered. In the experiments of this thesis, the center

of each AOI was established and a circular region around it with a radius of

1◦ visual angle was de�ned to account for the size of the useful �eld of view.

To compensate for inaccuracies of the eye tracker, an additional 0.5◦ visual
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angle was added to the radius, resulting in a total acceptance radius of 1.5◦

visual angle around the center of the area of interest on each slice that it was

visible on. In the second and third experiments, this radius encompassed even

the largest structures that were identi�ed as areas of interest. However, the

methodology led to the enclosure of more surrounding tissue on small images

as compared to large images. In other words, the proportion of diseased tissue

was smaller in AOIs in small as compared to large images. Despite the fact

that this leads to AOIs that cover unequal proportion of background tissue in

the image size experiments, I believe that basing the size of an AOI on the

human visual system is the preferable option.

Unfortunately, in the �rst experiment, the radius did not encompass the largest

structures of the AOI. Hence, the radius was set to the size of the largest AOI

plus an additional range of 0.5◦ visual angle to account for deviations of the eye

tracking device. This led to large areas of interest, not only for signal sites, but

also for noise sites and True Negative locations. The results of the experiment

were therefore validated by setting the AOI radius to 1.5◦ visual angle, which

was derived from reasoning along the lines of the human visual system. The

results di�ered in absolute terms, but the relative di�erences between decision

outcomes were stable across the two radii that were employed. The e�ects

appear hence robust to some changes in the size of the AOI.

Besides the problem of how large an AOI should be, there is the question of how

many slices it is supposed to span. This question is easy to answer in the case

of True Positive and False Negative AOIs. In these cases, the number of slices

was based on the number of slices on which the hemorrhages were inserted.

However, as the readers were asked for practical reasons to indicate each hem-

orrhage on only one slice, it had to be decided how many slices displayed False

Positive locations. The judgment on this was made by a person who was not

familiar with the purpose and the hypotheses of the study. With regard to True

Negative sites, a location that had been dwelled on was randomly selected for

a speci�c slice. Subsequently, the location was extended to the mean number

of slices that true lesions spanned. A certain amount of ambiguity cannot

be excluded from this methodology. However, this seems to be inherent to

the study of multi-slice stacks, where it would be laborious, ine�cient and

disturbing for the reading process of the radiologists if they were to indicate



164

the presence of a lesion on each single slice, especially as ever thinner slices

are clinically used, and lesions therefore tend to span greater numbers of slices.

11.2.4 Qualitative versus quantitative analyses

When trying to trace perceptual phenomena, the aim of objectively quantify-

ing image interpretation played a central role in the analysis of the eye tracking

data presented in this thesis. Because of this, the option of qualitatively ex-

amining the interpretation process of the readers was discarded and the path

that Drew and colleagues [41] took in classifying scanners and drillers was not

pursued in the experiments described in this thesis. However, describing scan

paths is complex with regard to static stimuli already, and parameters such as

the earth mover index and chain editing [73] only cover speci�c aspects of it.

Trying to describe a pattern as complex as that exhibited by the radiologists

when reading stack mode cranial CT has sometimes left me wonder how close

the parameters come to the strategy and to the actual behavior of the radi-

ologists who participated in the experiments. In the case of image size, the

quanti�cation of gaze behavior has therefore been combined with qualitative

measures obtained from a questionnaire that was administered to the partic-

ipating radiologist. This combination of di�erent types of measures, called

methodological triangulation, has paid o� as it complemented the quantita-

tive results with subjective impressions of the radiologists. It is evident that

subjective data has to be interpreted with care. As it has been argued when

discussing think aloud as a methodological approach in section 4.2, there can

be processes and hypothesis that are tested and discarded before they reach

the level of conscious evaluation, particularly regarding complex issues such as

reading strategy, or the use of di�erent perceptual mechanisms. Furthermore,

the image size experiments show that there is not necessarily a link between

perception, performance and preference. A combination of quantitative and

qualitative measures is nonetheless warranted. This is particularly important

in the study of multi-slice interpretation, where it is potentially not realistic

to assume that a number of parameters can capture a holistic picture of a

process this complex. Here, qualitative measures can serve to generate hy-

potheses that can be tested objectively. In addition they can serve to avoid
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potential acceptance problems as it is not uncommon for advice based only on

quantitative, objective research to be ignored if it does not take into account

the impressions and emotions of those it is addressed to.
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Chapter 12

Conclusions and Outlook

The last chapter ends the thesis by summarizing the conclusions that have been

derived along the way and by extending their implications to gain insights into

possible research that could build on the basis of this thesis.

12.1 Conclusions

Looking back over the past 20 years or so, we have seen a steady increase in

the use of multi-slice imaging. It is thus not hard to predict that volumetric

imaging will further gain importance in the years to come. Plain radiography

will remain important with regard to many diagnoses. However, the general

trend towards multi-slices will not be reversed. This highlights the need for

medical image perception research to keep up with this development. The ex-

periments presented here as well as the studies referred to in section 6.1 are the

�rst attempts to study visual search, perception and cognition in multi-slice

imaging.

The global aim of this thesis was to put the radiologist back into the spotlight

by examining issues related to visual search, perception and cognition in the

interpretation of multi-slice images. Putting radiologists and the process of

image interpretation back into focus aims at improving diagnostic accuracy by

aiding radiologists in their diagnosis rather than by improving the technolog-

ical equipment at their side. To this end, parameters that have proved useful

in the study of gaze behavior in conventional radiography interpretation were

adapted to �t the challenges of stack mode reading.

167
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The de�ned parameters have been successfully employed in three experiments,

assessing gaze behavior associated with di�erent decision outcomes and with

di�erent image sizes. The �rst experiment demonstrated that there are indeed

di�erences in gaze regarding decision outcome. These are mainly in line with

what has previously been found for the interpretation of plain radiographs.

Overall, the parameters that are directly calculated from gaze at the AOIs

appear most sensitive to changes in perception and cognition, followed by gaze

parameters that were calculated on case level. Whether the de�ned scrolling

parameters are sensitive to these changes remains to be seen.

Two image size experiments demonstrated that gaze behavior associated with

motion perception is increasingly employed in small images as compared to in

large images. This is in line with �ndings that suggest that motion detection is

best close to the fovea. Furthermore, gaze as well as subjective questionnaire

data suggest that detection is faster in small images, whereas large images are

better suited for the detailed analysis of potentially perturbed locations. There

are no general di�erences in performance associated with di�erent image sizes.

A shift in the decision criterion or in the type of errors committed cannot be

con�rmed, possibly due to a lack of power. Similarly, radiologists do not gen-

erally prefer one image size. Instead, large and small images are preferred for

di�erent reasons, large ones for the better resolution of detail and small ones

for better overview. Based on the results of the two experiments, radiologists

are advised to change image size during the course of the interpretation, start-

ing with small images to get an overview of the case and switching to larger

images to assess possible perturbations in detail.

The results of the experiments need to be interpreted with care as there is

little experience that has so far been gained in perception research in multi-

slice images. However, a strong point of this thesis is that many results were

replicated: similar di�erences in decision outcome as presented in chapter 8

were found when analyzing the sample of large images interpreted in exper-

iment three [201], and the data presented in chapter 10 closely matches the

results of chapter 9. This is particularly encouraging as the data was obtained

in two di�erent institutions in opposite parts of the world, hinting to general

perceptual and cognitive e�ects rather than the reading strategy of one clinic.

While the parameters presented in this thesis are surely not complete and may
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evolve when being put into further use, there can be no doubt regarding their

general utility. There are a number of additional challenges that have to be

addressed in the study of visual search, perception and cognition in multi-slice

images, such as the enormous variation in the data and the inclusion of smooth

pursuit eye movements in some contexts. However, if carefully taken into ac-

count, nothing is in the way of studying the interpretation process related to

multi-slice images. The last paragraph of this thesis therefore provides some

suggestions of routes that future image interpretation research in multi-slice

imaging may take.

12.2 Outlook

This thesis has covered two exemplary factors that are of relevance in multi-

slice imaging. However, the evidence presented regarding the two factors is

far from complete. Research could take divers directions from here. The �rst

experiment described in this thesis has discussed the potential for perceptual

feedback based on di�erences in dwell time regarding False Negative as com-

pared to True Negative locations. However, using dwell on True Negative

locations as a baseline may be di�cult, as there are many of these and getting

a representative sample may be di�cult, especially since the true state of many

image locations is not known. More promising could be feedback related to

False Positive decisions, as it has been shown in chapter 8 that the most pro-

nounced di�erences in many gaze parameters exit between False Positive and

True Positive and True Negative decisions. On the other hand, future research

could focus on the further exploration of the possibilities of adjustment of im-

ages during the course of interpretation. Alternatively, the phenomenon of

motion detection in stack mode reading could be approached by taking a step

back and conducting a more standardized experiment. These three options for

future research will be discussed in more detail in the sections to come.

The �rst experiment has revealed di�erences in gaze behavior associated with

the di�erent decision outcomes. Though promising, it is not clear whether the

e�ects are pronounced enough to base perceptual feedback on them. Analyz-

ing the obtained data in the form of a survival curve was beyond the scope

of this thesis. However, if the goal is to design perceptual feedback, it would
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be interesting to display the parameters of interest, for example, dwell time

and the decision interval in a survival curve to see if di�erences in the mea-

sures of central tendency are based on robust di�erences between the decision

outcomes. This would reveal whether variability is so high that the distribu-

tions overlap too much for perceptual feedback to work. If the survival curves

showed su�cient distance between, for example, the True Positive and the

False Positive curve with regard to the decision interval, or between the True

and the False Negative curve with regard to dwell time, a cut-o� value could

be established that would prompt the location of the decisions along with a

message that this location potentially represents an error site and the option

for the radiologist to revise his or her decision. However, even if the survival

curves looked promising, it could be inevitable to combine several parameters

to enable successful classi�cation. In this case, a more complex algorithm, e.g.

by a Support Vector Machine (SVM) that takes several parameters rather than

just one cut-o� value into account, would be helpful. Such approaches have so

far been pursued regarding conventional radiography [160], but not yet in the

volumetric context.

A second route for future research could be the study of motion detection in

stack mode reading. It would be interesting to explore under which conditions

motion perception can be exploited best. In the discussions of the second

and third experiments, it was argued that motion perception can be exploited

better in small images because possible perturbations are closer to the fovea.

A gaze-contingent experimental set-up would enable a more standardized ma-

nipulation of this, by displaying the lesion in a �xed distance to the center of

the gaze of the radiologist with the exact location of the lesion depending on

where the radiologist looks when the slice of the lesion is �rst displayed. The

e�ect of distance and contrast of the lesion could be systematically manipu-

lated to assess the factors' in�uence on detection as measured by the time to

�rst �xation. The main challenge associated with this methodology would be

to design and display authentic lesions that are not speci�cally �tted to the

background but can instead appear in di�erent positions. Besides eccentric-

ity of the lesion, the in�uence of other characteristics such as the scroll speed

could be examined. To this end, the interpretation of videos with di�erent

scroll speeds could be compared.
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A third route for future research would be the study of novel options of image

display as it has been attempted by the image size experiments in this thesis.

Great changes that have accompanied digital imaging and volumetric display

of images have led to entirely new developments in display modalities and op-

tions to manipulate images which are fascinating to study. The experiments

that were presented in this thesis excluded the many opportunities that digital

multi-slice images o�er: for the sake of standardization, none of these exper-

iments allowed the participants to zoom, rotate, window, change perspective

or use genuinely 3D renderings during the course of the interpretation. Thus,

there is a long way to go from where we currently are to observing the radi-

ologist 'in the wild'. To approach these options scienti�cally, a balance needs

to be found between enabling the tools' manipulation during the course of the

experiment while not allowing the manipulation of several tools at the same

time, as this prevents the reliable tracing of any e�ects to just one factor.

Throughout the entire thesis, and particularly in this last section, it has be-

come apparent that there is great potential and need for the further study

of radiologists' reading behavior and particularly their gaze when it comes

to multi-slice images such as CT, MRI, DBT or even video material. The

three lines of future research that have been highlighted in this section are

just a small excerpt from the great variety of topics and challenges associated

with stack mode reading that await exploration in order to further increase

radiologists' performance for the bene�t of patients as well as the radiologists

themselves.
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Appendix A

Tables

Table A.1: Experiment 1: Gaze behavior in milliseconds for pure cases only,

split for True Positive (TP), False Positive (FP), False Negative (FN) decisions.

Number of Slices covered Fixation Reading

Fixations per Fixation Duration in ms Time in s

Mdn 152 1.06 329 85.8

TP IQR 68 0.7 102 25.2

N 12 12 12 12

Mdn 148 1.14 308 67.1

TN IQR 87 0.57 83 54.8

N 14 14 14 14

Mdn 189 0.95 317 104.7

FP IQR 102 0.38 108 45.4

N 11 11 11 11

Mdn 173 0.85 300 70.9

FN IQR 66 0.79 50 46.7

N 7 7 7 7
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Table A.2: Experiment 1: AOI based gaze behavior in milliseconds split for

True Positive (TP), False Positive (FP), False Negative (FN) decisions.

Dwell Time Time to First Decision Interval Visits

in s Fixation in s in s

Mdn 11.7 1.0 35.4 9

TP IQR 8.1 0.8 26.4 6.4

N 14 14 14 14

Mdn 1.2 0.5 65.6 3

TN IQR 0.7 1.9 45.1 1

N 14 14 14 14

Mdn 6.2 1.7 58.7 9

FP IQR 2.9 10.3 46.3 3

N 11 11 11 11

Mdn 2.4 1.8 59.5 2

FN IQR 2.8 7.6 37.6 4

N 10 10 10 10

Table A.3: Experiment 1: Scrolling behavior in pure cases split for True Posi-

tive (TP), False Positive (FP), False Negative (FN) decisions.

Slice Transitions Oscillations Runs 1/2 stack Runs entire stack

Mdn 151 16 2 4

TP IQR 45 24 1.5 1.5

N 11 11 11 11

Mdn 150 11.5 0 4

TN IQR 89 7.5 1 2.25

N 14 14 14 14

Mdn 184 22 1.5 5

FP IQR 109 17 2.5 3

N 11 11 11 11

Mdn 141 10 0 4.5

FN IQR 88 16 1.5 3

N 8 6 8 8
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Table A.4: Experiment 2: The number of True Positive (TP), False Positive

(FP), False Negative (FN) decisions as well as median JAFROC score and

reading time per reader.

TP FP FN JAFROC RT in sec

large small large small large small large small large small

Reader 1 9 9 2 3 0 0 .70 .72 55 46

Reader 2 9 8 0 1 0 1 .75 .72 51 34

Reader 3 6 8 5 2 3 1 .58 .68 129 81

Reader 4 8 9 5 2 1 0 .69 .75 93 70

Reader 5 7 9 2 3 2 0 .62 .67 46 43

Reader 6 6 9 0 0 3 0 .67 .75 42 32

Reader 7 8 8 3 5 1 1 .67 .64 31 32

Reader 8 8 9 0 5 1 0 .69 .69 40 70

Reader 9 9 7 1 0 0 2 .75 .66 22 23

Reader 10 9 6 0 2 0 3 .73 .60 26 35

Reader 11 9 9 1 5 0 0 .73 .68 62 58

Reader 12 9 8 2 6 0 1 .73 .63 26 36

Reader 13 7 9 7 10 2 0 .56 .68 95 69

Reader 14 8 8 4 3 0 1 .63 .69 115 86

Reader 15 6 8 1 0 3 1 .63 .72 56 44

Reader 16 9 9 0 0 0 0 .75 .75 44 43

Reader 17 9 9 0 6 0 0 .75 .65 76 66

Reader 18 9 9 3 6 0 0 .72 .68 60 79

Reader 19 9 9 4 11 0 0 .68 .65 77 75

Reader 20 9 9 0 3 0 0 .75 .69 59 85

Reader 21 6 8 3 1 3 1 .63 .72 47 52

Median 9 9 2 3 0 0 .69 .68 55 52
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Table A.5: Experiment 2: Median time to �rst �xation and dwell time with the

interquartile ranges and number of participants contributing to the analysis for

True Positive (TP), False Positive (FP), False Negative (FN) decisions in small

and large images. No interquartile ranges were calculated for False Negative

decisions because of insu�cient data.

Time to �rst �xation Dwell time

Decision Image size Mdn IQR N Mdn IQR N

True

Positive

large 937 693 21 2626 1992 21

small 623 331 21 2619 1785 21

True

Negative

large 1002 6850 21 662 382 21

small 835 4312 21 1204 905 21

False

Positive

large 1712 14621 12 3701 3034 12

small 1108 4935 12 3754 2554 12

False

Negative

large 3778 - 4 2934 - 4

small 666 - 4 483 - 4
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Table A.6: Experiment 3: The number of True Positive (TP), False Positive

(FP), False Negative (FN) decisions as well as median JAFROC score and

reading time per reader.

TP FP FN JAFROC RT in sec

large small large small large small large small large small

Reader 1 8 9 3 14 1 0 .72 .66 69.4 72.5

Reader 2 7 9 3 6 2 0 .66 .73 58.8 58.8

Reader 3 9 9 1 2 0 0 .73 .73 104.6 62

Reader 4 7 8 1 0 2 1 .66 .72 78.6 94.8

Reader 5 9 9 0 1 0 0 .75 .73 81 86.8

Reader 6 9 9 2 3 0 0 .69 .73 64.2 74.8

Reader 7 8 9 0 3 1 0 .72 .70 50.1 63.4

Reader 8 8 6 2 2 1 3 .66 .60 83.3 55.1

Reader 9 8 9 1 0 1 0 .69 .75 36.2 40.6

Reader 10 8 9 0 0 1 0 .72 .75 79.8 66.6

Reader 11 7 4 4 2 2 5 .66 .53 71.4 51.7

Reader 12 9 9 2 4 0 0 .69 .70 64.0 42.9

Reader 13 9 7 2 6 0 2 .69 .63 122.8 127.3

Reader 14 9 9 22 14 0 0 .57 .58 115.8 75.7

Reader 15 9 9 1 3 0 0 .73 .73 83.9 66.1

Reader 16 8 8 0 0 1 1 .72 .72 52.7 69.8

Reader 17 9 9 16 7 0 0 .63 .68 126.6 73.6

Reader 18 9 9 2 1 0 0 .73 .75 82.9 71.9

Reader 19 9 9 1 0 0 0 .73 .75 117.4 105.5

Reader 20 9 9 2 8 0 0 .75 .67 117.8 100.1

Reader 21 9 8 5 11 0 1 .65 .59 121.3 107.4

Reader 22 9 8 1 2 0 1 .75 .69 54.4 94.1

Median 9 9 2 2.5 0 0 .705 .71 80.4 72.2
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Table A.7: Experiment 3: Median time to �rst �xation and dwell time with the

interquartile ranges and number of participants contributing to the analysis for

True Positive (TP), False Positive (FP), False Negative (FN) decisions in small

and large images. No interquartile ranges were calculated for False Negative

decisions because of insu�cient data.

Time to �rst �xation Dwell time

Decision Image size Mdn IQR N Mdn IQR N

True

Positive

large 899 620 13 3507 1337 13

small 601 520 13 4511 2143 13

True

Negative

large 12706 1299 17 912 485 17

small 1299 3875 17 1179 988 17

False

Positive

large 13426 46539 9 3905 6377 9

small 4115 16847 9 3906 5314 9

False

Negative

large 1186 - 3 124 - 3

small 7335 - 3 7335 - 3



Appendix B

Figures

Figure B.1: The setting of the experiments with a cranial CT image displayed.

The remote eye tracker is attached below the monitor.
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Figure B.2: The demographic questionnaire administered at the beginning of

experiment 1 and at the end of experiment 2.



181

Figure B.3: Instruction page 1 and 2, displayed before the practice CT of

experiment 1.
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Figure B.4: Instruction page 1 and 2, displayed before the practice CT of

experiment 2.
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Figure B.5: The image size questionnaire administered at the end of experi-

ment 2.
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Figure B.6: The demographic questionnaire administered at the beginning of

experiment 3.
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Figure B.7: Instruction page 1 and 2, displayed before the practice CT of

experiment 3.
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Figure B.8: The image size questionnaire administered at the end of experi-

ment 3.
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