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Abstract

Reinforcement learning is a computational framework that enables machines to learn from trial-
and-error interaction with the environment. In recent years, reinforcement learning has been
successfully applied to a wide variety of problem domains, including robotics. However, the
success of the reinforcement learning applications in robotics relies on a variety of assumptions,
such as the availability of large amounts of training data, highly accurate models of the robot
and the environment as well as prior knowledge about the task.

In this thesis, we study several of these assumptions and investigate how to generalize them.
To that end, we look at these assumptions from different angles. On the one hand, we study
them in two concrete applications of reinforcement learning in robotics: ball catching and learn-
ing to manipulate articulated objects. On the other hand, we develop an abstract explanatory
framework that relates the assumptions to the decomposability of problems and solutions. Taken
together, the concrete case studies and the abstract explanatory framework enable us to make
suggestions on how to relax the previously stated assumptions and how to design more effective
solutions to robot reinforcement learning problems.

The first case study deals with the problem of ball catching: how to run most effectively
to catch a projectile, such as a baseball, that is flying in the air for a long period of time.
The question about the best solution to the ball catching problem has been subject to intense
scientific debate for almost 50 years. It turns out that this scientific debate is not focused on
the ball catching problem alone but revolves around the research question whether heuristic or
optimization-based approaches are better suited for solving such problems in general. In this
thesis, we study the ball catching problem as an instance of the heuristics-vs.-optimality debate.
We study two types of approaches to the ball catching problem, one commonly considered as
heuristic and one based on optimization, and investigate their properties using both a theoretical
analysis and a set of simulation experiments. This investigation shows that neither of the two
types of approaches can be regarded as superior with respect to the ball catching problem, as
each of them makes different assumptions and thus is better suited for different variations of
the problem. This result raises the question about the key difference between these two types of
approaches to ball catching. We show that optimality is not a relevant criterion for distinguishing
between them: we demonstrate that the approach to ball catching that is commonly considered
heuristic can be phrased as optimal under task-general assumptions. This motivates our search
for a more adequate explanatory framework for distinguishing between these solutions, and we
discuss whether decomposability offers such a framework at the end of the thesis.

The second study deals with the problem of learning to manipulate articulated objects. Artic-
ulated objects are composed of rigid bodies that are connected by joints, such as doors, laptops
and drawers. In this thesis, we address the questions of how to discover the kinematic structure
of unknown articulated objects, how to learn simple push and pull actions for actuating the
detected joints, and how to identify the functional dependencies between joints, for example
locking mechanisms. The solutions to these questions require reasoning about object parts and
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their relationships. We therefore resort to a learning paradigm that is well-suited for performing
such reasoning, relational reinforcement learning. In order to tightly integrate relational learn-
ing with perceptual and motor skills required to operate manipulated objects, we propose two
novel learning approaches: task-sensitive learning of relational forward models, and an approach
for tight coupling of relational forward model and action parameter learning. We demonstrate the
effectiveness of these approaches in simulated and real-world robotic manipulation experiments.

In the last part of this thesis, we generalize the lessons learned from the two case studies
to robot reinforcement learning and decision making problems. To that end, we introduce
the spectrum of decomposability as an explanatory framework for characterizing problems and
solutions in decision making. This framework regards decomposability as a varying property
on a spectrum and suggests that the decomposition of a problem has a significant impact on
the ability to find an adequate solution. From that, we conclude that the inability to find an
effective solution can either result from a premature, inadequate decomposition of the problem,
or from approaching a non-decomposable problem by fully decomposing it. To support our view,
we revisit the two case studies in the light of decomposability and provide additional evidence
from the literature in artificial intelligence, cognitive science and neuroscience. We conclude
this thesis by making suggestions on how to address the assumptions required to successfully
apply reinforcement learning in robotics.
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Zusammenfassung

Das bestärkende Lernen ist eine Methode, die es Maschinen ermöglicht, durch Interaktion mit
der Umwelt zu lernen. Große Fortschritte auf diesem Gebiet haben es in den letzten Jahren
ermöglicht, immer neue Anwendungen mit bestärkendem Lernen zu lösen. Eines der wichtigs-
ten Anwendungsgebiete ist die Robotik. Jedoch hängt der Erfolg von bestärkendem Lernen in
diesem Bereich stark davon ab, dass gewisse Vorannahmen erfüllt sind, zum Beispiel über das
Vorhandensein großer Mengen von Trainingdaten, genauer Modelle des Roboters und der Um-
welt sowie von Vorwissen über das zu lösende Problem.

In dieser Dissertation untersuchen wir verschiedene dieser Annahmen und erörtern, wie sie
verallgemeinert werden können. Dazu nähern wir uns diesen Annahmen von verschiedenen
Seiten an. Zum einen untersuchen wir sie in zwei konkreten Anwendungen des bestärkenden
Lernens in der Robotik: dem Fangen eines Balles sowie der Manipulation artikulierter Objekte.
Andererseits entwickeln wir eine abstraktes Erklärungsmodell, das die zuvor genannten Annah-
men in Beziehung zur Zerlegbarkeit von Problemen und von Lösungen stellt. Zusammen ermög-
lichen uns die konkreten Anwendungen und das abstrakte Erklärungsmodell eine Reihe von
Vorschlägen zu erarbeiten, um die betrachteten Annahmen zu verallgemeinern und Lösungen
für Probleme des bestärkenden Lernens in der Robotik zu finden.

Die erste Anwendung beschäftigt sich mit dem Ball-Fang-Problem. Es betrachtet die Frage-
stellung, wie ein Roboter laufen muss, um einen Ball zu fangen, der auf einer langen Strecke
durch die Luft fliegt. Tatsächlich ist die Frage nach der besten Lösung für dieses Problem seit fast
50 Jahren Thema intensiver wissenschaftlicher Auseinandersetzung. Diese Auseinandersetzung
beschäftigt sich allerdings nicht ausschließlich mit dem Ball-Fang-Problem, sondern widmet sich
vor allem der abstrakten Fragestellung, ob heuristische Methoden oder Optimierungsmethoden

der im Allgemeinen bessere Ansatz sind, um Probleme dieser Art zu lösen. In dieser Arbeit un-
tersuchen wir das Ball-Fang-Problem als Instanz dieser Debatte um Heuristiken vs. Optimalität.
Dazu betrachten wir zwei Klassen von Methoden, eine als heuristisch angesehene und eine auf
Optimierung basierende, und untersuchen ihre Eigenschaften in Theorie sowie in Simulations-
experimenten. Unsere Analyze zeigt, dass keine der beiden Klassen von Methoden als überlegen
für die Lösung des Ball-Fang-Problems erachtet werden kann. Der Grund ist, dass jede ande-
re Vorannahmen trifft und daher für andere Varianten des Ball-Fang-Problems besser geeignet
ist. Dieses Resultat wirft die Frage auf, was der Hauptunterschied zwischen den Methodenklas-
sen ist. Wir zeigen, dass Optimalität kein geeignetes Kriterium ist, um die Methodenklassen zu
unterscheiden: Wir demonstrieren, dass die als heuristisch angesehene Methode als optimal be-
züglich aufgabenunspezifischer Annahmen betrachtet werden kann. Dies motiviert unsere Suche
nach einem besseren Erklärungsmodell, das die Unterschiede zwischen den Methoden klar auf-
zeigt. Wir diskutieren am Ende der Dissertation, inwiefern das Konzept der Zerlegbarkeit dafür
geeignet ist.

In der zweiten Anwendung beschäftigen wir uns mit dem Problem zu erlernen, wie man

artikulierte Objekte manipuliert. Artikulierte Objekte bestehen aus mehreren Bestandteilen, die
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durch Gelenke miteinander gekoppelt sind. Beispiele für solche Objekte sind Türen, Schubladen
oder Laptops. In dieser Arbeit untersuchen wir die Fragestellungen, wie der Roboter die kinema-
tische Struktur artikulierter Objekte entdecken kann, wie er geeignete Schiebe- und Ziehbewe-
gungen erlernen kann, und wie er funktionale Abhängigkeiten, zum Beispiel Schließmechanis-
men, erkennen kann. Die Lösung dieser Aufgaben erfordert die Fähigkeit, dass der Roboter aus
seiner Erfahrung Schlüsse über die Bestandteile der Objekte und deren Verhältnis zueinander
zieht. Daher greifen wir auf ein Lernparadigma zurück, welches diese Art des Schlussfolgerns
ermöglicht, das relationale Lernen. Um das relationale Lernen eng mit den Wahrnehmungs- und
motorischen Fähigkeiten des Roboters zu verzahnen, entwickeln wir zwei neuartige Lernme-
thoden: eine Methode zum aufgabensensitiven Lernen relationaler Vorwärtsmodelle sowie eine
Methode zum gekoppelten Lernen von Aktionsparametern und relationalen Vorwärtsmodellen. Wir
demonstrieren die Effektivität dieser Ansätze in Simulationsexperimenten sowie in einem Robo-
terexperiment in einer realistischen Umgebung.

Im letzten Teil dieser Arbeit übertragen wir unsere aus den beiden Anwendungen gewon-
nenen Erkenntnisse auf das bestärkende Lernen und Entscheidungsprobleme im Allgemeinen.
Dazu führen wir das Spektrum der Zerlegbarkeit als ein Erklärungsmodell ein, um Entscheidungs-
probleme und Lösungen von Problemen zu charakterisieren. Dieses Erklärungsmodell betrachtet
Zerlegbarkeit als eine kontinuierlich variierende Eigenschaft auf einem Spektrum und sugge-
riert, dass die Zerlegung eines Problems einen signifikanten Einfluss auf seine Lösbarkeit hat.
Wir folgern daraus, dass die Unfähigkeit eine geeignete Lösung für ein Problem zu finden eine
von zwei Ursachen haben kann: entweder die voreilige Zerlegung des Problems, oder die vollstän-

dige Zerlegung eines nicht zerlegbaren Problems. Um diese Auffassung zu stützen, betrachten wir
die zwei zuvor vorgestellten Robotikanwendungen des bestärkenden Lernens und führen weite-
re Anhaltspunkte aus den Bereichen der künstlichen Intelligenz, der Kognitionswissenschaften
und der Neurowissenschaft an. Wir beschließen die Arbeit damit, dass wir aus den gewonnenen
Erkenntnisse Vorschläge erarbeiten, wie die notwendigen Problemannahmen zur Anwendung
des bestärkenden Lernens in der Robotik verallgemeinert werden können.
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1
Introduction

Ever since the invention of computers humans have dreamt of building machines that learn to

solve complex tasks like children: from trial-and-error interaction with the environment, with

as little supervision as possible. Reinforcement learning (Pavlov, 1927; Kaelbling et al., 1996;

Sutton and Barto, 1998) offers a computational framework for endowing machines with the

ability to learn in such a way, and it will be the central topic of this thesis.

Reinforcement learning bears the potential to change the way we program machines: rather

than instructing them how to solve a task, we only specify what the task is about. By learning

on their own, machines might find better solutions than the best engineer could ever program

– or even solve the problem better than any human could do. In recent years, we have indeed

seen significant progress on what machines can achieve using reinforcement learning. To just

name a few examples, we have witnessed machines that outperform humans at complex games

such as Go (Silver et al., 2016) as well as robots that learn to drive a car (Riedmiller et al.,

2007), fly acrobatic helicopter maneuvers (Abbeel et al., 2008) and play table-tennis (Mülling

et al., 2013). Will this trend continue, and will reinforcement learning soon allow us to program

robots with human-like or even superhuman capabilities?

1.1 Illustrating the Reinforcement Learning Problem by Example

To answer this question, we1 would like to take a closer look at the state of the art in robot

reinforcement learning. This requires some intuition about the reinforcement learning problem

1For the sake of consistency, I will use the first-person plural narrative “we” throughout this thesis, the reason
being that a large part of the work (Part I and Part II) presented here is collaborative.
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Chapter 1 • Introduction

?

(a) Ball catching problem. (b) Learning to manipulate articulated objects.

Figure 1.1: (a) How to run in order to catch a ball flying in the air is the content of the first
study. (b) The second study deals with the question of how to learn to manipulate articulated
objects, such as the door of a cabinet.

and what makes it difficult. We will now introduce the learning problem, using the example

of ball catching, a task that is easy to define and that will be studied intensively in this thesis.

The task can be stated as follows: build a robot that runs such that it intercepts a baseball

flying high up in the air before it hits the ground, as illustrated in Figure 1.1a. We will now

introduce the reinforcement learning framework and explain how to cast the ball catching task

as a reinforcement learning problem. To guide the attention of the reader, we will use an

underscore to mark basic reinforcement learning concepts and use bold face to highlight well-

known problems in reinforcement learning; all introduced terms are summarized in Table 1.1

and will be explained in a more formal manner in Section 2.3.

The reinforcement learning problem can be stated as follows: the robot continuously in-

teracts with an environment by observing its state, chooses an action, obtains a reward and

observes the next state. The goal of reinforcement learning is to learn a policy that maps states

to actions and that allows the robot to collect as much reward as possible.

These concepts can be directly mapped to the ball catching task. This position and the

velocity of ball and robot fully describe the configuration of the environment and thus form the

state. The robot can move into different directions by the means of its actions, and it receives a

reward at the end of the trial: a binary reward of “1” if it catches the ball and “0” if it does not.

The robot’s goal is to learn a policy that determines which action to choose given the current

state. By repeating the procedure of launching the ball, evaluating the robot’s policy and giving

reward, the robot should become increasingly better at intercepting the ball.

So far, we have not talked at all about how to physically build the robot. Certainly, it needs

some visual sensor (a camera) and motors to move it around. But the robot must also be told

how to use its sensors and motors – otherwise the ball catching task becomes very difficult:

how are the robot’s actions defined, as abstract commands moving the robot forward and back-

ward or as low-level motor torques? How should the robot extract the state, the ball position
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and velocity, from the (usually high-dimensional) camera image? How does the robot even

know that the ball is the relevant entity in this task? These questions hint at a couple of well-

known problems in reinforcement learning: the curse of dimensionality implies that for every

additional dimension in the state and action the number of theoretically possible state-action

pairs increases exponentially and thus generates an exponentially growing number of states and

actions the robot has visit and try out. The representation learning problem addresses the

question of how the robot can find out that the ball is the relevant entity and how it can learn

to extract it from the image. This problem also deals with the question of how the robot can

learn a representation of its actions, for example by aggregating the motor torque commands

into high-level actions, such as moving forward, rotating, and so on.

Since the robot learns incrementally, it will continuously improve its policy based on new

catching trials. At some point, the robot might come up with a policy that is successful at

catching the ball in easy cases, but unsuccessful for more difficult cases. The robot will then face

the problem of deciding whether to fine-tune this policy further or whether to try some radically

different policy that potentially results in much better performance in all cases. This problem is

known as the exploration-vs.-exploitation dilemma: the robot must find a trade-off between

relying on the current solution and deviating from it in order to gather more information and

find a better solution.

Another issue that we have neglected so far is the fact that in most tasks the reward is very

sparse and delayed: in order to catch the ball, the robot has to choose a sequence of actions

but it only receives feedback at the end of a trial. This is known as the problem of temporal

credit assignment: in case of failure, the robot does not know whether it made a mistake at

the beginning of a trial (it ran into the wrong direction) or at the end (it stopped too early

before interception). Moreover, giving only binary feedback is not very informative as it does

not give any hint for how the robot should adapt its behavior to improve performance. The latter

problem can be alleviated to some extent by shaping the reward, for example by replacing the

binary reward with an indication of how far away the robot was from the ball when it landed

on the ground, or by giving the robot a supplementary positive reward for running towards the

ball at the beginning of a trial. Finding the right way to define the reward is a difficult issue in

its own right.

Finally, prior knowledge about the problem can significantly facilitate the learning task. For

example, it is well-known from physics that the ball follows a parabolic trajectory, and this

knowledge can be incorporated into a model of the ball dynamics. This model can be further

extended by including the robot’s dynamics, which predict how the robot’s position and velocity

are affected by its motor commands. The robot can then use the model to make predictions

about where the ball will land and how to move in order to intercept it.
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Concepts

Term Description and how it relates to ball catching

State Full specification of the state of the environment at every point in time. In ball catching,
the position and velocity of the robot and the ball.

Action A means by which the robot influences the environment. In ball catching a motor torque
or a direction into which to run.

Reward Positive or negative number indicating the robot’s performance. For example, 0 for
failure and 1 for success at catching.

Model Full specification of how the state evolves over time. For example, where the robot and
ball will be at the next time step given their current positions, velocities and the robot’s
action.

Policy A function that maps states to actions, determining how to react in every situation. For
example, how the robot moves depending on the position and velocity of the ball.

Well-Known Problems

Curse of

Dimensionality

The number of states (and actions) grows exponentially with the number of state (and
action) dimensions. For example, the more dimensions the robot’s action has, the more
actions it needs to try.

Representation

Learning

How to extract the state from an observation and how to represent the action. For
example, how to extract the ball position from the camera image.

Sparse, Delayed

Reward

Rewards are seldom and are delayed. For example, the robot only receives feedback at
the end of a trial, but its actions at the beginning of the trial are critical for success.

Temporal Credit

Assignment

Actions have both intermediate and long-term affects. Therefore, the robot does not
know whether to attribute success/failure to its decisions at the beginning or towards
the end of a catching trial.

Exploration vs.

Exploitation

Trade-off between relying on the current solution or deviating from it to find a better
one. In ball catching, differing from the current policy might initially result in worse
performance but allows to gather information about alternative policies.

Table 1.1: Glossary of reinforcement learning concepts, well-known problems, and how they
relate to the ball catching problem.

1.2 Open Challenges in Robot Reinforcement Learning

The ball catching example illustrates that applying reinforcement learning to robotic problems is

very difficult. We already suggested various ideas to aid the robot by providing prior knowledge

about the problem: for example, by telling it how to extract the ball position from the camera

image, by shaping the reward or by giving it access to a dynamic model. When inspecting current

applications of robot reinforcement learning we see that the most successful ones critically rely

on prior knowledge: their success depends on the ingenuity of human engineers that provide

knowledge about the relevant aspects of the problem. In fact, some of the most impressive

robotic systems to date, the walking robots by Boston dynamics, are fully engineered and do not

make any use of reinforcement or other forms of learning (Raibert, 2016).

However, it is true that reinforcement learning can be applied to complex problems with
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reduced amounts of prior knowledge in some cases, for example in simulated environments such

as video and board games (Mnih et al., 2015; Silver et al., 2016). The reason for the success

of reinforcement learning in these domains is that millions of learning trials can be simulated

very efficiently and thus humongous quantities of training data can be collected. Gathering such

large amounts of data is significantly more difficult in robotics: robots are physical systems that

can fail or break and that cannot perform faster than “real-time”.

In an extensive survey over the field of robot reinforcement learning, Kober et al. (2013)

identified the aforementioned and several other challenges for robot reinforcement learning as

the most important ones. We have selected a subset of the challenges that have been indentified

by Kober et al. (2013) (the ones underlined in the following list of challenges) to be the focus

of this thesis:

1. How to choose representations automatically?

How can the robot extract representations from high-dimensional sensor data, and what

is the best way to represent actions?

2. How to generate reward functions from data?

How can the robot shape the reward to make the task easier, for example by observing

expert demonstrations?

3. How much can prior knowledge help and how much is needed?

Which type of knowledge about the problem helps the robot to solve the problem more

effectively, and how should it be implemented?

4. How to integrate more tightly with perception?

Should perception be abstracted away and be solved separately, or are there more effective

ways to operate directly on the sensor data?

5. How to reduce parameter sensitivity?

How do we avoid the need for tuning parameters of the task specification and the robot’s

policy?

6. How to deal with model errors and under-modeling?

How well does the robot perform if it is equipped with a model that does not represent

the task sufficiently well?

We will refer to these challenges as Kober’s challenges and approach them from two different

angles, detailed in the following section: On the one hand, we study two concrete problems in

robot reinforcement learning. On the other hand, we will develop an explanatory framework

for looking at Kober’s challenges to reinforcement learning in a more abstract manner.
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1.3 Content of This Thesis

This thesis is divided into three parts. The first two parts are case studies that deal with concrete

problems related to robot reinforcement learning and decision making. The third part develops

an abstract explanatory framework for looking at reinforcement learning and decision making,

and it also concludes this thesis.

We will now sketch the outline of the three parts and introduce their main topics. A detailed

outline and list of contributions will be provided at the beginning of the individual parts.

In Part I, we study the ball catching problem presented above. The question about the best

solution to this problem has been subject to intense scientific debate for almost 50 years (Chap-

man, 1968; Belousov et al., 2016). It turns out that this scientific debate is not focused on

the ball catching problem alone but revolves around the research question whether heuristic or

optimization-based approaches are better suited for solving decision making problems in gen-

eral. In our work, we will study the ball catching problem as an instance of the heuristics-vs.-

optimality debate. We will compare various heuristics and optimization-based approaches to ball

catching that have been proposed in the literature and analyze their differences. We will show

that they mainly differ with respect to how they represent the problem (Kober’s challenge #1).

We will see that the representation employed by heuristic approaches integrates perception and

action very tightly (Kober’s challenge #4) and avoids certain types of modeling errors (Kober’s

challenge #6) that the optimization-based approaches are prone to. But we will also see that

there is “no free lunch”: the heuristic approaches face different kinds of problems than the

optimization-based approaches. It turns out that the sensitivity to certain types of problems is

not related to being heuristic or optimal: we will show that the heuristic representation can be

learned and conclude that the heuristic approach can be considered as optimal – with respect

to a set of task-general assumptions. Therefore, we must find a better explanatory framework

for characterizing solutions than dividing them into heuristics or optimal ones. We will propose

one such framework in Part III.

The second study, presented in Part II of this thesis, deals with the problem of learning to ma-

nipulate articulated objects (Figure 1.1b). Articulated objects are composed of rigid bodies that

are connected by joints, such as doors or scissors. Our work deals with the questions of how to

discover the kinematic structure of unknown articulated objects, how to learn simple push and

pull actions for actuating the detected joints, and how to identify the functional dependencies

between joints. When comparing this problem to ball catching we see a qualitative difference:

identifying dependencies between joints, such as the locking mechanism of a door, requires rea-

soning about objects and their properties. We therefore resort to a learning paradigm that is

well-suited for performing such reasoning, relational reinforcement learning (Džeroski et al.,

2001). As this framework conceptualizes the world as being composed of objects and relation-
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ships between them, it offers an effective way of reasoning and introducing prior knowledge

about articulated objects into learning (Kober’s challenge #3). In order to tightly integrate re-

lational learning with perceptual and motor skills required to operate manipulated objects, we

propose two novel learning approaches: task-sensitive learning of relational forward models, and

an approach for tightly coupled learning of relational froward and low-level action representations

(Kober’s challenge #1). We demonstrate the effectiveness of these approaches in simulated and

real-world robotic manipulation experiments.

Parts I and II differ significantly with respect to the types of problems and solutions pre-

sented: while Part I deals with a problem that mainly requires low-level control, Part II addresses

a manipulation problem that relies on high-level reasoning, too. The goal of Part III is to gen-

eralize from the lessons learned in the two case studies and draw conclusions for reinforcement

learning and intelligent decision making in general. To that end, we will introduce the spectrum

of decomposability (Wimsatt, 1974; Schierwagen, 2012) and discuss how the decomposition of

a problem influences its solution and how to find the best decomposition of a given problem.

The spectrum view regards decomposability as a varying property on a spectrum, and we will

argue that problems in decision making should be approached by solutions in the middle of this

spectrum: tightly integrated, weakly decomposed solutions. To support this hypothesis, we will

revisit our two case studies in the light of the spectrum of decomposability and provide addi-

tional evidence from the literature in artificial intelligence, cognitive science, and neuroscience.

This overview concludes the introduction. We will now turn to a brief overview of funda-

mental machine learning concepts that are required to understand the technical parts of this

thesis. After that we will present the two case studies and the spectrum of decomposability.
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2
Background on Machine and

Reinforcement Learning

This chapter will provide a concise overview of the machine learning fundamentals required to

understand the technical parts of this thesis.

A machine learning algorithm has the goal of learning a function f that predicts an output

variable y ∈ Y given an input variable x ∈ X:

f : X → Y. (2.1)

Solving this problem can be difficult because the amount of data we have for learning f , called

the training data, is usually much smaller than all the possible data that we want to apply f to.

Finding a function that explains the training data is easy – pure memorization of the data would

be sufficient – but generalization to unseen data is difficult. This is the main goal of machine

learning.

Machine learning problems are commonly formalized as optimization of an objective function

that assesses the quality of the learned function f given some data (for example, the training

data). If the objective function is minimized, we refer to it as a loss function and denote it as L.

We distinguish three main paradigms in machine learning (Bishop, 2007): supervised learn-

ing, unsupervised learning and reinforcement learning. The paradigms differ with respect to the

semantics of f and with respect to the data available for training. Additionally, there exist

complementary paradigms that can be combined with any of the main paradigms, for example
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Chapter 2 • Background on Machine and Reinforcement Learning

multi-task learning (Caruana, 1997) and curriculum learning (Bengio et al., 2009).

We will now present the three main and two complementary learning paradigms as well as

some basic machine learning methods in detail. Additionally, we will introduce two important

theoretical results that show the limits of machine learning.

2.1 Supervised Learning

Supervised learning refers to the setting that we are given N samples from X × Y , called the

training data set D = {(x(i), y(i))}i=1...N . The training data are assumed to be (potentially) noisy

samples of a target function F : X → Y . The data x(i) ∈ X are called the input data and y(i) ∈ Y

the labels. If Y is a discrete space we refer to the problem as a classification problem and if Y is

continuous we refer to it as a regression problem.

As supervised learning is currently the best studied paradigm in machine learning, various

theoretical results about its limits have been established. We will now briefly explain two im-

portant findings that will be central to this thesis. A more formal treatment of both results can

be found in Appendix A.

2.1.1 Bias-Variance Decomposition

The first result shows under which conditions supervised learning generalizes to unseen data.

To that end, we look at the expected loss, that is the expected performance on any data set –

including unseen data sets, but assuming that the training and the unseen data are sampled

from the same distribution. Geman et al. (1992) were able to show that the expected loss can

be decomposed into a sum of three terms:

expected loss = (bias)2 + variance + noise. (2.2)

The bias represents the extent to which the average prediction over all possible data sets differs

from the true labels. In other words, the bias is the error induced by assumptions of the learning

method. The variance measures to which extent the performance of f varies around the average

for individual data sets. It can be interpreted as a measure of how sensitive f is to the choice

of a data set. Finally, the noise is the irreducible error of the data distribution. Since f is

not contained in this term, it constitutes an upper bound on the performance any learner can

achieve.

We see that a learner faces a trade-off between bias and variance. A flexible learner (for

example, a complex neural network) typically has low bias but high variance. To compensate

for its variance it requires large amounts of training data for learning effectively. In contrast, if

trained on too few data, it is prone to overfitting, that means it performs well on the training
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Figure 2.1: An illustration of overfitting. In both figures, the dashed blue line shows the true
(linear) function F (x) = 13x + 7, the gray dots correspond to noisy samples (x, ŷ) with ŷ =
F (x) + ε and ε ∼ N (0, 10). We repeatedly draw five samples and fit a function f , either a linear
(left) or a polynomial function of degree 4 (right), shown in red. While the linear fits match the
true F well, the polynomial fits vary greatly with respect to the training samples and overfit.

data but does not generalize to unseen data (as illustrated in Figure 2.1). In contrast, a rigid

learner has high bias and low variance and is prone to underfitting.

A formal treatment of the bias-variance decomposition is provided in Appendix A.1.

2.1.2 No Free Lunch Theorem

The bias-variance decomposition illustrates the trade-off between prior assumptions and the

flexibility. Another important theoretical result that supports the need for prior knowledge in

learning is the no free lunch theorem (Wolpert, 1996). Intuitively, it states that no learning

algorithm per se can be regarded as superior to another: for every class of problems the algo-

rithm performs well on, “it necessarily pays for that with degraded performance on the set of

all remaining problems” (Wolpert and Macready, 1997). A formal definition of the theorem is

given in Appendix A.2.

2.2 Unsupervised Learning

Unsupervised learning addresses the problem of learning a function f given only unlabeled

input data for training: D = {x(i)}i=1...N . One application of this paradigm is clustering, and the

clustering algorithm K-Means will be particularly relevant for this thesis (Chapter 10).

2.2.1 Clustering

The goal of clustering is to discover groups of similar samples in the data (Bishop, 2007). To

apply clustering, we need to provide a set of training examples from the input domain X and

some notion of distance or similarity over X. We can then define the clustering problem1 as the

goal of partitioning the data into K clusters c1, . . . , cK by learning a function that assigns every

1This definition of clustering is sometimes called hard clustering because every sample is assigned to exactly one
cluster, as opposed to soft clustering (see Bishop, 2007).
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Figure 2.2: Exemplary clustering problems, illustrating typical issues with K-Means. Adapted
from Roth (2015).

example to exactly one cluster:

f : X → {c1, . . . , cK}. (2.3)

2.2.2 K-Means Algorithm

A very simple yet effective clustering algorithm is K-Means. In this thesis, we will use a variant

of this algorithm, called spherical K-Means (Dhillon and Modha, 2001). The main difference to

standard K-Means is that spherical K-Means does not use a Euclidean distance metric, but relies

on the cosine similarity to group similar samples, sim(xi,xj) =
x
T
i xj

||xi|| ||xj ||
with xi,xj ∈ X. Both

algorithms share the same optimality and convergence guarantees, and we will thus make no

distinction between the two variants and refer to both as “K-Means”.

The idea behind K-Means is to solve the clustering problem by using an iterative optimization

scheme. This scheme alternates two steps until convergence: assigning samples to clusters and

computing representatives for each cluster. The representative is computed as the centroid of

all samples in a cluster. It is then used to reassign samples by assigning every sample to the

cluster with the closest centroid. The procedure is repeated until the assignment f does not

change anymore. Before this scheme can be applied, K-Means must be initialized with a random

placement of representatives or assignments, usually by sampling one representative per cluster.

Formally, (spherical) K-Means optimizes the following loss (Bishop, 2007; Dhillon and Modha,

2001):

LK-Means(f, {xc1 , . . . ,xck},D) = −
K

k=1



x∈D

1{f(x) = ck} sim(xck ,x)

= −
K

k=1



x∈Dck

sim(xck ,x), (2.4)

where sim : X ×X → R denotes a similarity measure on X, xck denotes the representative for
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cluster ck, the set Dck = {x ∈ D | f(x) = ck} denotes all samples that f assigns to cluster ck and

1{ · } is returns 1 for a true and 0 for a false statement.

The iterative scheme we just explained can be stated as follows:

• Initialization Sample K cluster representatives xck , {k ∈ 1, . . . ,K}.

• Iterate until f does not change anymore:

– Assignment step Assign each experience to the cluster with the most similar repre-

sentative:

f(x(i)) = argmax
cj

sim(xcj ,x
(i)), (2.5)

for all x(i) ∈ D, while keeping the representatives fixed.

– Update step Given an assignment of samples to clusters f and keeping it fixed,

for each cluster, compute the representatives as the centroids by averaging over all

samples belonging to that cluster:

xck =
1

|Dck |


x∈Dck

x. (2.6)

It can be shown that K-Means converges to a local optimum of the loss LK-Means (Eq. 2.4). To

find a good local minimum, K-Means is executed multiple time with different random initializa-

tions, and the best solution according to LK-Means is chosen as the result.

K-Means works surprisingly well in many settings and can be implemented very efficiently.

However, it faces a couple of theoretical issues, some of which are illustrated in Figure 2.2. First,

the value ofK needs to be selected correctly, otherwise the method will find too few or too many

clusters (Figure 2.2a). Furthermore, K-Means assumes clusters to be isotropic (Figure 2.2b), and

it assumes that clusters have the same variance (Figure 2.2c) and the same density (Figure 2.2d).

A large variety of ideas has been suggested to address these problems. One option is to

increase the variance of the learner, for example, by representing clusters as distributions instead

of centroids and by turning the clustering into a mixture model estimation problem (Bishop,

2007). An alternative option is to increase the bias by introducing additional knowledge about

the problem. In Chapter 10, we will choose the second option to design a method based on

K-Means for learning manipulation actions. Our method exploits additional knowledge about

this task and thus trades off general applicability for better performance at the given problem.

We will further discuss the strengths and weaknesses of either of the two options in Chapter 12.
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2.2.3 Lloyd’s vs. Hartigan’s Method

The K-Means algorithm presented above is also known as Lloyd’s algorithm (Lloyd, 1982). The

algorithm presented in Chapter 10 is partly based on a different variant of K-Means, known as

Hartigan’s algorithm (Hartigan, 1975; Telgarsky and Vattani, 2010), which we introduce now.

Hartigan’s algorithm shares the alternating scheme of update and assignment with Lloyd’s

algorithm, but it modifies the assignment step in a significant way. Rather than assigning a

sample x(i) to the closest centroid, it takes into account the motion of the representatives during

the assignment step. To do so, it assigns x(i) to the cluster ck that results in the biggest decrease

of LK-Means:

f(x(i)) = argmax
cj

(LK-Means(f
′, {xc1 , . . . ,xck},D)

−LK-Means(f
′


f ′(x(i))=cj

, {xc1 , . . . ,x
′
cj , . . . ,x

′
f ′(x(i))

, . . . ,xck},D) ) , (2.7)

where f ′ denotes the cluster assignment from the previous iteration, and f ′


f ′(x(i))=cj

the clus-

tering resulting from adding x(i) to cj (and removing it from cluster f ′(x(i))). Changing a sample

assignment from cluster f ′(x(i)) to cj results in their representatives to be updated, referred to

as x′
cj and x′

f ′(x(i))
.

When using this type of assignment, a sample is not always assigned to the cluster with the

most similar representative. Moreover, this modification also requires to recompute the represen-

tatives immediately after reassigning a single sample – otherwise, convergence of the algorithm is

not guaranteed. Therefore, Hartigan’s algorithm samples one x(i) at every iteration, reassigns it

according to Eq. (2.7), updates the representatives, and reiterates until convergence.

Recently, it has been shown that Hartigan’s is superior to Lloyd’s algorithm due to fewer local

minima (Telgarsky and Vattani, 2010). However, its efficiency decreases when the computation

of the representatives becomes costly. The algorithm presented in Chapter 10 faces such a trade-

off, and we will discuss this issue further there.

2.3 Reinforcement Learning

Reinforcement learning differs from the paradigms presented in an important regard: it ad-

dresses the sequential decision problem. We have already given an intuition for this problem in

Chapter 1. We assume that an agent continuously interacts with an environment by observing

its state, choosing an action, obtaining a reward and observing the next state (Figure 2.3). The

goal of reinforcement learning is to learn a policy that maps states to actions and that allows the

agent to collect as much reward as possible.
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Figure 2.3: The interaction loop between
agent and environment in reinforcement
learning. Adapted from Sutton and Barto
(1998).

To introduce the reinforcement learning prob-

lem, we formalize the agent-environment interac-

tion loop depicted in Figure 2.3 as a Markov de-

cision process (MDP) (S,A, T,R, γ): at each time

step, the agent perceives a state s ∈ S, executes an

action a ∈ A according to its policy2 π : S → A,

transitions to the successor state s′ ∈ S and re-

ceives a reward r ∈ R. Formally, the succes-

sor state results from evaluating the (probabilis-

tic) transition function T : S × A × S → [0, 1]

and the reward from evaluating the reward func-

tion R : S × A → R. Finally, the discount factor γ represents the difference in importance

between future and immediate rewards. An important feature of an MDP is the Markov prop-

erty: it means that the state and action aggregate all information of the entire history of previous

states and actions that is relevant for predicting the future states. The Markov property lies at the

core of reinforcement learning and allows to design theoretically sound and efficient methods.

Note that in the MDP we assume the state s to be fully observable. In Section 2.3.2, we will

discuss the case when the agent only has access to a noisy or partial observation of s. Such a

setting is called a partially observable MDP (POMDP).

As in the other paradigms, the goal of reinforcement learning is to learn a function f , here

the policy π. However, the learner is not given any labels (which would correspond to the

optimal actions) as in supervised learning, but it has to learn from a history of states, actions

and rewards. Formally, the objective of a reinforcement learner is to find the policy π that

maximizes the expected discounted sum of rewards, also known as the expected return:

Eπ


∞

k=0

γkrt+k | st = s, at = π(s)



, (2.8)

where rt = R(st, at) denotes the reward obtained after executing action at in state st.

The difficulty of finding the optimal policy arises from several well-known challenges which

have been illustrated in Chapter 1: for example, the temporal credit assignment problem states

that rewards can be highly delayed, and the curse of dimensionality causes a combinatorial ex-

plosion of the state and action space if their dimensionality grows. This significantly increases

the number of states to visit and actions to try in order to find a solution.

There exists a wide variety of methods for solving the reinforcement learning problem. Most

of these methods can be classified into one of the following two categories: (i) value-based vs.

policy-based (or combinations thereof, like actor-critic) and (ii) model-free vs. model-based (Sil-

2We confine ourselves to deterministic policies in this thesis.
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ver, 2015). We will now briefly outline the differences between these categories and introduce

the particular methods used in this thesis. A comprehensive overview of the various other solu-

tion approaches can be found in the literature (Sutton and Barto, 1998; Silver, 2015).

Policy-Based vs. Value-Based The most straightforward way to obtain a policy is to learn it

directly. Commonly, these so-called policy-based methods start with an initial policy, use it to

generate a set of experiences which are then used to improve the policy’s parameters, and so

on until convergence. The main advantage of policy-based methods is that they are very sample

efficient; their disadvantage is that they are only guaranteed to converge to a local optimum.

We will apply such a method, CMA-ES, for learning to catch a baseball in Chapter 5, and provide

more details about this method in Section 2.3.1.

Alternatively, value-based methods first compute an intermediate representation, the value

function, which allows to easily extract a policy (Bellman, 1957). This function maps every

state(-action pair) to a numeric value that represents how rewarding it is expected to be with

respect to the task, given a certain policy. The advantage of this approach is that many settings

allow to compute the globally optimal value function efficiently and thus to infer the optimal

policy; this usually comes at the price of data-inefficiency.

Model-Based vs. Model-Free Both, policy- and value-based methods can be further distin-

guished based on whether they learn a model as an intermediate result of their computation or

not. The model corresponds to an estimate of the transition function T and the reward func-

tion R. While model-based methods attempt to learn these functions first and then compute

a policy/value-function from it, model-free methods bypass this step and directly estimate the

policy/value-function from the training data.

In model-based reinforcement learning, the process of computing a policy from a model is

usually referred to as planning (Sutton and Barto, 1998). Popular methods for planning are

dynamic programming (Bellman, 1957) and sampling-based planning. Dynamic programming

uses the model to compute a global policy in an offline manner. We will present a method based

on this principle in Section 2.3.2 and apply it in Chapter 4. Sampling-based planning will be

covered in Section 8.2.5 and used in Chapter 10.

Model-free methods do not attempt to learn such a model but to learn a policy or value

function directly. The policy-based approach discussed previously is one instance of model-free

learning (although model-based policy search algorithms exist, too; see Deisenroth et al. 2013).

The main advantage of model-based methods is that they can be easily adapted to novel tasks

if the new task only involves learning a new reward function – because the transition function

can be reused. Lake et al. (2016) nicely illustrates this point for the example of deep neural

networks that learn to play ATARI games (Mnih et al., 2013). The most successful networks are

trained in a model-free manner. Thus, any slight modification of the game’s rules – for example,
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if the player wins by scoring as few points instead of as many points as possible – will require

retraining the policy from scratch. The disadvantage of model-based control is that moderate

errors in the learned model can have a catastrophic effect on the accuracy of the derived policy,

in particular in highly uncertain environments as common in robotics and even if the models

are learned (Atkeson and Santamaria, 1997). We will study this problem in Chapter 4.

2.3.1 Policy Search with the Covariance Matrix Adaptation Evolution Strategy

In this Chapter 5, we utilize a particularly general type of policy search, the Covariance Matrix

Adaptation Evolution Strategy (CMA-ES, Hansen et al., 2003). It belongs to the family of black-

box optimization methods. These methods do not make any assumptions about the cost function

except for requiring to be able to compute its value for a given set of parameters. Therefore, it

is well-suited for non-linear and non-convex optimization, in particular when first and second

derivatives of the cost function cannot be computed. It has also wide application in learning

control policies for robotics (Stulp and Sigaud, 2013).

As the name says, CMA-ES is an evolutionary method: it maintains a set of individuals,

here policy parameter vectors, iteratively assesses their fitness (by executing of the policy and

computing its cost), and generates a new set of individuals through recombination, mutation and

selection of individuals from the previous generation. This entire procedure is repeated until the

algorithm reaches a convergence criterion. One of the main ideas of CMA-ES is that, in addition

to the individuals, it maintains a normal distribution and uses it to generate new individuals.

The distribution is represented by mean and covariance, and these values are updated based

on the fitness of the individuals through sampling. The mean is updated, so that it maximizes

the likelihood of the previous successful individuals: it computes as the (cost-)weighted average

of a selected set of successful individuals. The covariance matrix is updated to maximize the

likelihood of previous search steps: it uses the fitness of the selected individuals, but also the

evolution of distributions’ mean. The advantage of this update strategy is twofold: it allows to

explore promising parts of the parameter space more quickly, but it also prevents from premature

convergence.

CMA-ES has a few hyperparameters. The exploration behavior of CMA-ES is guided by the

initial variance σ2 and the set of individuals per iteration; additionally, we need to provide the

number of maximum iterations, and convergence criteria such as the minimum tolerance in the

cost and parameter vector. For a further details we refer the reader to Hansen (2016).

2.3.2 Reinforcement Learning and Optimal Control

Reinforcement learning is tightly connected to the field of optimal control (Bertsekas, 2005).

Optimal control is a way to compute a policy given a (commonly pre-defined) model. It can

thus be regarded as an approach to solve the planning problem in model-based reinforcement
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learning. We now introduce a widely used optimal control method, linear-quadratic Gaussian

control, which we will apply to the ball catching problem in Chapter 4.

Note that we will slightly adapt our notation to be consistent with the control literature: we

will refer to the state as x ∈ R
n (instead of s), the action as u ∈ R

m (instead of a) and assume

both to be real-valued vectors. We will also call u the control output. Additionally, we will drop

the requirement of full observability and assume that the agent cannot directly observe the state

but only has access to a noisy or partial state observation z ∈ R
q. Finally, the agent will receive

costs instead of rewards, and thus the goal is to minimize the expected summed cost instead of

maximizing the expected sum of rewards.

Linear-Quadratic Gaussian Control

Linear-quadratic Gaussian control (LQG) consists of two components: a linear-quadratic regula-

tor (LQR) that computes the control output given a state and a Kalman filter that estimates the

current state from the current observation and previous states. There exist various variants of

LQG that differ with respect to whether they consider finite or infinite time horizon, discrete or

continuous time and stationary or non-stationary dynamics. We will use finite-horizon discrete-

time LQG with stationary dynamics in our application and present it in the following.

Both assume a linear transition function T , which we call the system dynamics or process

model:

x(t+ 1) = T (x(t),u(t)) (2.9)

= Ax(t) +Bu(t) + e+ εt (2.10)

where A ∈ R
n×n, B ∈ R

n×m and e ∈ R
n are the state-dependent, action-dependent and

constant system dynamics matrices, and εt ∼ N (0,Σε) is a multivariate Gaussian with zero-

mean and covariance Σε.

Moreover, we define a measurement model which maps the state x(t) to an observation z(t):

z(t) = Cx(t) + c+ δt, (2.11)

where C ∈ R
q×n are the state-dependent and c ∈ R

q the constant measurement matrix, and

δt ∼ N (0,Σδ) is a multivariate Gaussian with zero-mean and covariance Σδ.

As the goal of reinforcement learning we defined finding a policy that maximizes expected

return (Eq. 2.8). The equivalent goal of LQG is to minimize a quadratic finite-horizon cost

function LLQG of the following form:

LLQG =
1

2
xT (T )QTx(T ) +

1

2

T−1

t=0

xT (t)Qtx(t) + uT (t)Rtu(t), (2.12)
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with terminal state cost matrix QT ∈ R
n×n, running state cost matrix Qt ∈ R

n×n and control

input cost matrix Rt ∈ R
m×m. The matrices QT , Qt and Rt are required to be real symmetric

positive definite matrices, and the time horizon T must be greater than 0 and finite.

Policy Computation: Linear-Quadratic Regulator Given the problem of minimizing the quadratic

cost given linear dynamics as defined above, we can solve this problem optimally with dynamic

programming. This approach is called the linear-quadratic regulator (LQR), and the solution is

a policy in the form of a linear feedback controller:

π(x(t)) = u(t) = Ftx(t) + ft, (2.13)

where Ft is called control gain and ft a constant control offset. More details on how to compute

Ft and ft can be found in Appendix A.7. The control gains can be computed offline; at runtime,

the agent needs to select the appropriate gains Ft and ft by estimating the current time horizon.

For example, in the ball catching problem considered in the next chapter, this corresponds to the

time until the ball hits the ground.

Further note that LQR results in a deterministic policy despite the assumption of a dynam-

ics model that is perturbed by Gaussian noise; this is indeed an intrinsic feature of the LQG

formulation that can be seen when deriving the optimal control gains (Bertsekas, 2005).

State Estimation: Kalman Filtering LQR computes optimal control actions to choose an ac-

tion given the state. Kalman filtering provides a way to estimate the state xt given a noisy

observation z and the previous state x(t − 1). Kalman filtering is closely connected to LQR be-

cause it uses the same dynamics model T . Additionally, it uses the linear observation model

given in Eq. (2.11). Together, LQR and a Kalman filter form the LQG framework.

More details about Kalman filtering can be found in Appendix A.3.3.

2.3.3 Nonlinear Dynamics: Iterative LQG

LQR is only applicable to problems that exhibit linear system dynamics and a quadratic cost

function. To overcome this problem, Li and Todorov (2004) proposed the iterative LQR (iLQR)

method which is applicable to nonlinear but differentiable system dynamics. The idea of iLQR

is to compute a controller on the linearized dynamics around an initial trajectory, and iteratively

refine controller and trajectory (Appendix A.3.2). When applying iLQR to linear dynamics, we

get the same solution as LQR. Thus, LQR can be regarded as a special case of iLQR.

In a similar way as iLQR forms a non-linear variant of LQR, the extended Kalman filter (Ap-

pendix A.3.4) allows to perform non-linear state estimation. We will refer to the combination of

iLQR and the extended Kalman filter as iLQG.
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2.4 Complementary Learning Paradigms

We will now briefly introduce two learning paradigms that can be combined with supervised,

unsupervised and reinforcement learning to improve their efficiency.

2.4.1 Multi-Task Learning

Multi-task learning (Caruana, 1997) allows to learn a function f more efficiently by using addi-

tional, auxiliary learning tasks. It is usually combined with supervised learning and can reduce

the amount of labeled data for the main task required for learning – we say that the auxiliary

learning tasks regularize the main task.

We will apply this paradigm in Chapter 9 in a reinforcement learning setting. There, the

main task will be defined as learning a model T that predicts the successor state, and we use the

task of predicting the rewards as an auxiliary learning task. We will see that this results in more

effective transition models in our experiments.

2.4.2 Curriculum Learning

Curriculum learning is a method for improving learning performance by ordering the training

data or learning tasks (Bengio et al., 2009). It is inspired by human education: a curriculum

organizes at which times to introduce which novel concept, in order to ease learning new con-

cepts by building on top of already known concepts. We will apply this idea in Chapter 5 in

combination with policy-based reinforcement learning, with the goal of learning to catch a ball.

2.5 Summary

In this chapter, we have reviewed those fundamental machine learning concepts required to

understand the technical contributions made in this thesis. We have covered various learning

paradigms, some limits of machine learning, and presented concrete learning methods such as

K-Means, (i)LQG and CMA-ES, which will be used in the following chapters.
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Learning to Catch a Baseball
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Motivation

There is a long standing debate about what constitutes the ingredients of intelligent decision

making. Over time, two opposing views have emerged, seemingly irreconcilable, yet both sup-

ported by a broad body of scientific work. On the one hand, there is the specialist view: this view

argues that we should employ domain- and task-specific knowledge by engineering solutions,

by providing strong biases and priors or by resorting to “heuristics”. It is well supported by var-

ious theoretical (Geman et al., 1992; Wolpert and Macready, 1997) as well as practical results

in the study of natural intelligence (Gigerenzer and Brighton, 2009) and artificial intelligence

(Gülçehre and Bengio, 2016; Lake et al., 2016).

On the other hand, there is the generalist view: it argues that task-specific knowledge is diffi-

cult or often impossible to state explicitly, and that general purpose optimization- and learning-

based approaches should be employed instead. Again, strong theoretical results (Valiant, 1984)

show that, given enough data, approaches with very few task-specific assumptions will find opti-

mal solutions, and an instance of this approach, deep learning (LeCun et al., 2015), is currently

providing impressive results, pushing the boundary of what machines can learn further and

further.

Approach

In this work, we attempt to reconcile the generalist and specialist views in the context of de-

cision making. We will argue that the generalist and the specialist view are not contradictory,

but that they adapt two extreme perspectives on what is most important for solving a problem:

generalists emphasize the ability to learn and to adapt, whereas specialists emphasize the biases

required to generalize – yet both are necessary for solving decision making problems, as we

will argue. To support our hypothesis we study the outfielder ball catching problem (Chapman,

1968) – one of the most prominent examples in the debate between specialists and generalists.

This problem deals with the question of how to run most effectively to catch a baseball that is

flying in the air for a long period of time. Specialists (mostly in the field of cognitive science)

advocate that heuristics provide the best solution to this problem and that they are employed

by humans, too (McBeath et al., 1995; McLeod et al., 2006; Fink et al., 2009; Kistemaker et al.,

2009). Based on these findings, Gigerenzer and Brighton (2009) argue that specialist are su-

perior to generalist approaches because they are “ecologically rational” rather than trying to

be optimal. In other words, they claim that “heuristics defy optimization” and we term it the

heuristic-vs.-optimization hypothesis. Another variant of this hypothesis states that the generalist

approach fails because it tries to be optimal for an idealized predictive model (or as-if model,

Gigerenzer, 2010), which does not sufficiently reflect the non-ideal real world (Brighton and
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Part 1 • Learning to Catch a Baseball

Gigerenzer, 2012). We call this the heuristics-vs.-models hypothesis and rephrase it as “heuristics

defy optimization with predictive models”.

Generalists (from robotics, staistical learning and control) argue in favor of and successfully

apply optimal control and reinforcement learning to problems such as ball catching. They argue

that general approaches lead to superior performance due to rigorous mathematical formula-

tion of predictive models that explicitly take uncertainty into account – thus rejecting both of

Gigerenzer’s hypotheses (Belousov et al., 2016).

The goal of this work is to reconcile the specialist and the generalist views in sequential

decision making. We will show that (i) the main difference between specialist and generalist

strategies lies in the type of input representation used to control the agent: the heuristic strategies

are based on an angular representation of the ball position with respect to the agent, whereas

generalist strategies rely on a Cartesian representation. For both types of representations we

will derive control implementations, a model-free controller for the angular and a model-based

controller for the Cartesian representation. We will then show that (ii) both controllers are

guaranteed to solve the ball catching problem in the ideal setting, that is in the absence of

noise and perturbations. We will then study the influence of noise and perturbations and show

that (iii) certain types of perturbations affect the specialist more severely than the generalist

strategies – and vice versa. Therefore, we conclude that there is no free lunch for the ball

catching problem: each strategy makes implicit assumptions which, if violated, lead to degraded

performance. This result raises the question as to what constitutes the key difference between

generalist and specialist approaches for ball catching. We will show that (iv) optimality is not

a criterion: in a reinforcement learning experiment, we will show that the specialist, heuristic

approach, is optimal with respect to a set of moderate task-general assumptions. We will thus

conclude that the heuristics-vs.-models hypothesis should be rejected. Our analysis does not affect

the heuristic-vs.-model hypothesis, though; the reason is the model-free nature of the heuristic

controller. We will suggest a way to study this hypothesis in the context of a more complex

variant of the ball catching problem (Belousov et al., 2016).

Contributions

In this work, we make the following contributions:

Theoretical Results

1. We formally show that different implementations of Chapman’s strategy (Chapman, 1968),

one of the main heuristic strategies for the simplified two-dimensional ball catching prob-

lem, all form a unified mathematical framework. They only differ with respect to the type

of derivative of the angular representation used as a control signal (Section 4.2).
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2. We prove that Chapman’s strategy generates an agent reference trajectory that, if at-

tained by a controller, guarantees interception for both ideal flight trajectories and sys-

tematically perturbed trajectories. This includes perturbations that resemble air resistance

(Section 4.2.1).

3. We further show that Chapman’s strategy does not require computation of the angle’s accel-

eration (the second derivative) but only of its velocity. This insight allows us to develop two

robust variants of angle-based controllers: COV-IO and COV-OAC (Section 4.2.3).

4. We show that the angular representation employed by Chapman’s strategy results in a sta-

tionary control problem and can be implemented with bang-bang control (Section 4.2.3).

5. Our analysis shows that this simplified control scheme comes at the cost of intractable

dynamics: none of the angular representations used for control is Markov (Section 4.2.5),

and thus no closed-form description of the dynamics based on the angular representation

exists.

6. In contrast, we show that a Cartesian representation of agent and ball results in simpler

dynamics (linear for ideal parabolic flight, locally linear for air resistance). This comes at

the expense of non-stationary PD-control required to catch accurately (Section 4.1).

Empirical Results

1. An evaluation of a wide variety of systematic and random perturbations shows that Chap-

man’s strategy generalizes over systematic perturbations of the ball trajectory, such as air

resistance, whereas strategies based on the Cartesian representation generalize better over

perturbations induced by Gaussian noise, both in two and three dimensions (Section 4.3).

2. When formulating ball catching in two dimensions as a model-free reinforcement learning

problem, searching for a policy that directly maps from camera sensor input to control

output, a generic black-box optimization with regularization learns a policy equivalent to

Chapman’s strategy (Chapter 5).

Outline of Part I: Learning to Catch a Baseball

This part is structured as follows. In Chapter 3 we will give a mathematical formalization of

the ball catching problem and outline the main idea underlying specialist (heuristic) and gen-

eralist (optimization-based) approaches to ball catching. It will also provide a discussion of

previous work related to the ball catching problem and the generalist-vs.-specialist debate it

is embedded in. Chapter 4 will show that the heuristic and optimization-based approaches

are both guaranteed to solve the ball catching problem in the ideal setting, but are sensitive
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Part 1 • Learning to Catch a Baseball

to different perturbations of the ball trajectory and the agent’s perceptual and motor capabil-

ities. These results will be derived theoretically and confirmed by simulation experiments. In

Chapter 5, we will present a reinforcement learning experiment that shows that the heuristic

strategy is optimal given moderate task-general assumptions. From this we will conclude that

the “heuristic-vs.-optimization hypothesis” should be rejected in the context of decision making.

Chapter 6 concludes this part of the thesis by discussing the implications of our findings for

future research in control and decision making.
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3
How to Catch a Baseball: Heuristic vs.

Optimization-Based Control

The generalist-vs.-specialist debate revolves around the question whether applying heuristics or

optimization is the better approach to solving decision making problems. In this chapter, we will

ground this debate in the context of the ball catching problem. We will begin by formalizing the

problem and then present solution approaches suggested by the generalist and specialist camps.

We will see that the generalist, optimization-based approaches are all based on a Cartesian

representation of the environment: they assume that the agent can reliably track the position and

velocity of the ball with respect to its own. In contrast, the specialist, heuristic approaches are all

based on an angular representation: this corresponds to the angle between the ground and the

ball in the agent’s field of view. As we will see, the angular representation can be extracted from

a camera sensor much more directly than the Cartesian one; a property that certainly contributes

to the fact that approaches based on the angular representation are considered “heuristic”. We

will conclude this chapter with an in-depth treatment of the related work on the generalist-vs.-

specialist debate and the ball catching problem.

In the following technical treatment, we will try to take a neutral stance on the ball catch-

ing problem and its solutions. We will therefore avoid the terms “specialist”, “generalist” and

“heuristic”, and only talk about angular and Cartesian control strategies. We will discuss the con-

cept of heuristics in more detail in Section 3.4. Table 3.1 summarizes our current understanding

of how all these terms relate, and we will return to this table in Chapter 6.
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How to Find a Solution?
Control Strategies Proposed in

Literature

Input Repre-

sentation

Generalist
Optimization, Machine
Learning

Linear-quadratic Gaussian control,
Model-predictive control in belief
space (Belousov et al., 2016)

Cartesian

Specialist Heuristically

Chapman’s strategy (OAC, Chapman,
1968; COV, Marken, 2001, etc.), Linear
optical trajectory (LOT, McBeath et al.,
1995)

Angular

Table 3.1: An overview of the generalist vs. specialist approaches to ball catching.

3.1 Problem Statement

The task of ball catching, and more generally projectile interception, is arguably one of the most

studied problems in psychology and control (see Section 3.4). One of the reasons for the large

interest in this problem is the fact that the interception of moving targets is a central skill for an-

imals and humans: it is indispensable for predation, and humans continuously improve this skill

till adulthood. Interception involves a variety of different sub-skills, such as visually perceiving

the target, fixating it, running towards it, and moving arm and hand in a suitable manner. In this

work, we focus on the question of how to run towards a target in order to intercept it; the prob-

lem is therefore reduced to finding the motion of an agent on the two-dimensional (ground)

plane. Moreover, we confine ourselves to a passive projectile, for example a baseball (rather

than a rocket or bird). In an idealized setting, the trajectory of a ball can be fully predicted

from its initial position and velocity; however, empirical studies have shown that, due to various

aerodynamic effects, predictions solely based on initial position and velocity are largely inaccu-

rate (Nathan, 2013). This circumstance makes the problem difficult and raises the question on

how humans, such as trained baseball players, solve it, and which computational strategies are

best-suited for solving it.

In this work, we will be most interested in the computational aspect of the ball catching

problem. We will thus begin with a rigorous mathematical formalization of the problem and

outline basic solution strategies later in this chapter.

3.1.1 Ball

We assume a ball with mass m, radius r, denote the three-dimensional ball position by b =

[bx, by, bz]
T , its velocity by ḃ and its acceleration by b̈. The dynamics of the ball trajectory in an

ideal environment are parabolic and given by the following differential equation:

b̈ =







0

−g
0






, (3.1)
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3.1 Problem Statement

assuming given initial conditions for position b(0) and velocity ḃ(0). In our formalization, the

y-axis corresponds to the vertical direction (“up”) and g = 9.81 denotes the average magnitude

of gravity on earth. We assume the ball is launched at t = 0 and denote the ball impact time by

t = T , thus by(0) = by(T ) = 0.

In a more realistic setting the parabolic flight trajectory is affected by drag (Nathan, 2013).

The drag force acts on the ball in the opposite of its tangential velocity and induces the following

dynamics:

b̈ =







0

−g
0







− 1

2
ρcd

A

m
ḃ2, (3.2)

where ρ is the air density, A = πr2 the ball’s cross-section and cd the drag coefficient which

varies for different types of balls.

3.1.2 Agent and Controller

We denote the agent by a = [ax, az]
T and assume that it moves on the horizontal plane. We

assume that we can directly control the agent’s acceleration using control input u = [ux, uz]
T ,

and assume the agent’s absolute velocity and acceleration to be constrained by ȧmax and ämax:

ä = u. (3.3)

Additionally, we introduce notation to specify important relationships between agent and

ball: the ground distance d(t) =


(ax(t)− bx(t))2 + (az(t)− bz(t))2 and agent-to-impact distance

D(t) =


(ax(t)− bx(T ))2 + (az(t)− bz(T ))2, depicted in Figure 3.1a, and the initial agent-to-

impact distance D(0) = D0, depicted in Figure 3.1b. Note that d(t) and D(t) vary over time

whereas D0 is a fixed initial parameter.

Agent a

D

Ball b

x

y

z

α

d
β

(a) Configuration at time t.

a(0)

b(T )

Rϕ

ν D0

ψ

(b) Initial configuration at time t = 0.

Figure 3.1: Illustration of the outfielder ball catching problem and all involved quantities. The
world frame is depicted at the top left of (a). See text for details.
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Cartesian representation The agent and ball positions and velocities a, ȧ,b, ḃ correspond to

the Cartesian representation of the ball catching scenario. It will form the basis of the Cartesian

control strategies. These try to estimate a, ȧ,b, ḃ from the agent’s sensors and assume a dynamic

model of ball and agent that closely matches the real dynamics given in Eq. (3.1), (3.2) and (3.3)

to be available to the agent. In practice, it is not possible for the agent to get a perfect estimate

of all quantities. In particular, the agent’s distance to the ball is difficult to estimate using

monocular vision (Forsyth and Ponce, 2002). We will see later how these approaches perform

with imperfect estimates or when their dynamic model does not match the real dynamics.

3.1.3 Task

The task of the agent is to arrive at the impact point of the ball at the same time as the ball while

respecting the agent’s motion constraints:

minimize
a

||b(T )− a(T )||2, (3.4)

subject to ||ȧ(t)|| ≤ ȧmax, (3.5)

||ä(t)|| ≤ ämax. (3.6)

for 0 ≤ t ≤ T , where T denotes the ball’s impact time. We will refer to Eq. (3.4) as the terminal

distance objective and denote it by Lterminal distance.

We will see later how the Cartesian and angular strategies approach this problem.

3.1.4 Vertical Viewing Angle

The angular control strategies do not attempt to estimate the agent and ball coordinates but

operate on two relative angles between agent and ball. The first one is the vertical viewing angle

α between the ground plane and the ball, as seen from the agent’s perspective. It is shown in

Figure 3.1a and is computed as:

α(t) = arctan
by(t)

d(t)
, (3.7)

where d(t) denotes the ground distance defined above.

Of particular interest is the tangent of the vertical viewing angle:

θ(t) , tanα(t) =
by(t)

d(t)
. (3.8)

An important property of θ is that it can be directly perceived using a monocular visual sensor,

such as a camera. This clearly distinguishes θ from the Cartesian representation which requires

estimating the agent’s distance to the ball. How to extract θ from a the monocular camera image
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Focal length f

Height of ball
projection
b̂y = f tanα

Ground distance d

Ball height
by

Camera image
plane

x

y

Camera
center α

Vertical viewing angle
α

Figure 3.2: Pinhole camera model (Forsyth and Ponce, 2002), illustrating the relationship of by
and b̂y.

is illustrated in Figure 3.2. We see two right triangles: the left one with legs b̂y (height of the

ball projection) and f (focal length, a fixed intrinsic camera parameter), the right one with legs

by and d. As known from basic geometry, these triangles can be related by

b̂y(t)

f
=
by(t)

d
, (3.9)

and thus θ can be computed as

θ(t) = tanα(t) =
b̂y(t)

f
. (3.10)

We will see that the angular control strategies only require an estimate of θ up to a constant

scaling factor. Hence, knowing the focal length f is not required in practice.

Some angular strategies will require the estimation of derivatives of θ(t). We will assume

that these are computed using finite differences:

θ̇(t) =
θ(t)− θ(t−∆t)

∆t
, θ̈(t) =

θ̇(t)− θ̇(t−∆t)

∆t
, (3.11)

given time step ∆t > 0.

3.1.5 Bearing Angle

In addition to the vertical angle, we define the bearing angle β. It lies on the horizontal plane

(see Figure 3.1a) and computes as the angle between two lines: a line connecting the agent and

the ball’s projection on the ground plane Dt; and an arbitrary exocentric (that means: defined in

global frame) reference line (Diaz et al., 2009), indicated by the gray dashed line in Figure 3.1a.

To simplify notation, we assume that the exocentric reference line is always orthogonal to the

ball’s flight trajectory. Then β can be computed from the difference in the agent’s and ball’s
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coordinates as follows:

β(t) = arctan
ax(t)− bx(t)

az(t)− bz(t)
. (3.12)

Computing β from a camera image is a bit more difficult than computing α. The reason is

that the agent needs to track its rotation to maintain the same exocentric reference line over

time. The reference line then corresponds to a horizontal reference coordinate x̂ref in the image,

which needs to be adapted when the agent rotates. To compute tanβ, the agent simply computes

the difference of x̂ref and the projected horizontal ball coordinate x̂:

tanβ(t) =
x̂(t)− x̂ref(t)

f
. (3.13)

In this work, we assume that the agent does not rotate, and thus maintains a constant exocentric

reference line and adjusts x̂ref accordingly while moving.

Angular representation We will refer to the pair θ, β as the angular representation, possibly

replacing θ, β by higher derivatives, for example θ̇, β̇. In the two-dimensional case, the angular

representation only consists of θ (or its derivatives). It will form the basis of the angular control

strategies presented later.

3.2 Cartesian Control Strategies

We now have all the ingredients to define control strategies for solving the ball catching problem.

We begin with the Cartesian strategy which is based on the Cartesian representation, consisting

of the agent and ball positions and velocities.

The main idea of Cartesian controllers is to predict the impact point of the ball R and arrive

at this point at the impact time (at the latest). Thus, these strategies are sometimes termed

trajectory prediction strategies. Predicting the impact point is very easy if we have an accurate

estimate of the current ball position and velocity (with respect to the agent) and if we know the

ball dynamics, as we will show in Section 4.1.

The proposed Cartesian controller implementations mainly differ with respect to how they

use the impact point estimate to guide the agent. A naive control strategy runs to the impact

point as fast as possible (Gigerenzer, 2008) – but this is neither required nor helpful: first, the

agent only has to arrive at the impact point at impact time. Second, the ball’s trajectory might

be perturbed in midflight. Therefore, the agent is better off if it minimizes the risk of missing

the ball in case it is affected by a perturbation.

A suitable approach to build such a risk-averse controller is the optimal control framework,

for example linear-quadratic Gaussian control (LQG, Section 2.3.2). We will describe in great
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detail how to apply LQG to the ball catching problem in Section 4.1. We will see that LQG is able

to catch the ball in many cases, but its performance critically hinges on the ability to accurately

predict the impact point.

3.2.1 Model-Predictive Control in Belief Space

An alternative optimal control approach for ball catching has been recently presented by Be-

lousov et al. (2016). It is based on the same Cartesian representation as LQG but uses a belief

space planning method based on model-predictive control (MPC). MPC allows to deal with a

more realistic agent model than the one considered here. This model is motivated by human

anatomy and differs from ours in two important regards: (i) The agent only has a partial, limited

view of the scene. This requires controlling the agent’s gaze direction and can result in situations

where the agent does not see the ball. (ii) The agent cannot move as fast when running back-

wards as when running forward. In certain situations, these constraints require a more complex

behavior than the simple agent model. Consider the example that the ball initially moves to-

wards the agent’s initial position but flies over it at some point. Since the agent’s backward

velocity is constrained, the agent will at some point need to turn its gaze away from the ball and

run blindly towards the impact point. The MPC strategy suggested by Belousov et al. (2016) is

able to deal with these constraints and exhibit this behavior.

In our experiments we will evaluate both LQG and MPC. Evaluating MPC in our simplified

setting is possible because the agent model it assumes is strictly more general than the one we

consider here. Our experiments will show that both LQG and MPC will exhibit similar behavior

in the simplified setting because they both rely on an accurate prediction of the impact point.

We will see that an impaired ability of predicting the impact point equally affects all Cartesian

controllers – including MPC.

3.3 Angular Control Strategies

An alternative set of strategies that does not require the prediction of the impact point is given

by the angular control strategies. These are a bit less intuitive to understand than the Cartesian

strategies, and various different implementations have been proposed in the literature. We will

focus here on the two most prominent types of the strategies: Chapman’s strategy and the Linear

Optical Trajectory (LOT) strategy.

3.3.1 Chapman’s Strategy

Chapman (1968) presented an important finding that triggered a whole research field dedicated

to angular control for projectile interception. In his paper, he presented what we call Chapman’s

strategy: he was able to show that an agent will arrive at the ball’s impact point exactly at impact
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R D0D0
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Figure 3.3: An intuitive explanation of Chapman’s strategy (adapted from McBeath et al., 1995).
It states that for an ideal parabolic ball trajectory and an agent moving towards the impact point
with constant velocity ax(t) = −a0−R

T the tangent of the vertical viewing angle θ(t) = tanα(t)
rises with a constant rate. This is illustrated by the blue line segments whose length is linear
both in θ since st = (R + D0)θ(t) and in time since snt = nst; hence, θ is linear, too. We will
show this formally in Section 4.2.

time if the agent runs such that the tangent of the angle θ between ground plane and the ball

rises at a constant rate. Moreover, he showed that in this case the agent’s velocity is constant.

Figure 3.3 provides a visual explanation of this insight, and we prove it formally in Section 4.2.

To implement Chapman’s strategy, we need to address two issues. First, we need to find

a control law that ensures that the agent runs such that θ rises linearly. Several controller

implementations have been suggested, one of the most popular ones being optical acceleration

cancellation (OAC, Dienes and McLeod, 1993). It implements Chapman’s strategy by tracking

the acceleration of the tangent of the vertical viewing angle θ̈ and adjusting the agent’s motion

such that θ̈ remains zero. We review OAC and other implementations of Chapman’s strategy in

Section 4.2.

The second issue is that we need is how to control the lateral orientation of the agent.

Chapman suggests to adjust the lateral movement such that the bearing angle remains constant,

a strategy known as constant bearing angle (CBA).

The obvious advantage of Chapman’s strategy is that it does not require an estimate of the

impact point. However, the optimal-control based Cartesian controllers come with strong guar-

antees that reliably predict their behavior, whereas little theoretical knowledge about Chapman’s

strategy is available. Hence, a main focus of our work will be to provide a theoretical under-

standing of how and why Chapman’s strategy works. We will additionally verify our findings in

a large array of simulation experiments.
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3.4 Related Work

3.3.2 Linear Optical Trajectory

Chapman’s strategy is not the only angular control strategy that has been suggested. The most

important competitor is the linear optical trajectory (LOT) strategy (McBeath et al., 1995). Sim-

ilarly to Chapman’s strategy, LOT uses the viewing and bearing angles to adjust the agent’s

running trajectory. The main difference to Chapman’s strategy is that LOT does not command

the vertical and the bearing angle independently, but adjusts the agent’s running speed such that

the ball follows a linear trajectory from its viewpoint, which is equivalent to keeping
d
dt

tanα(t)
d
dt

tanβ(t)

constant. This can result in a different running path, and it has been argued that it is more

biologically plausible as it does not treat θ and β independently.

Although various studies for ball but also frisbee catching (Shaffer et al., 2013a,b, 2004) sup-

port the LOT model, faces a couple of theoretical problems. First, it does not seem to account for

perturbations in midflight, leading to more complicated models such as segmented LOT (Shaffer

et al., 2004). Moreover, Aboufadel (1996) showed that LOT itself does not provide a unique

solution, and suggested the strong LOT model that requires both, the tangent of the lateral and

the vertical angle to rise linearly.

It is still debated whether LOT or Chapman’s strategy (or optimal control) account better for

explaining human behavior. We do not attempt to answer whether one strategy resembles hu-

man behavior better than another. Instead, we aim to understand the relationship of generalist

and specialist strategies for ball catching. We therefore focus on Chapman’s strategy (OAC with

CBA) and use it as a representative of the specialist strategies for ball catching in the following.

3.4 Related Work

We conclude this chapter with a discussion of the related work. We will begin with a brief

overview of the main arguments brought up in favor of the specialist and generalist views. Most

of the discussion and studies regarding this controversy have addressed single decision making

or classification / regression problems, whereas ball catching is a sequential decision making or

control problem. As discussed in Section 2.3, these are more difficult because every decision can

have both immediate and long-term effects.

We will begin by briefly reviewing arguments regarding single decision making, then turn to

control problems in general and finally review related work regarding ball catching.

3.4.1 Single Decision Making: Classification and Regression

In the generalist approach, single decision making problems are commonly tackled using su-

pervised learning. Various theoretical results (Valiant, 1984; Vapnik and Chervonenkis, 1971)

and practical examples (Krizhevsky et al., 2012) show that supervised learning is very successul

at solving decision making problems – given a sufficient amount of training data is available.
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Specialists argue that for highly unpredictable and uncertain environments with low amounts

of data available, statistical learning is inferior to simple rules of thumb, “heuristics”.

Gigerenzer et al. (2011) define heuristics as “processes that ignore information and enable

fast decisions”. He views the mind as an adaptive toolbox that employs various heuristics and

applies them to cognitive tasks. Gigerenzer’s definition falls short of explaining how to find

heuristics. He suggests that heuristics follow a certain pattern, such as a search rule, a decision

rule and a stopping rule, but it is not clear how to use this pattern as a template for solving

novel tasks, for example for finding rather than applying the ball catching heuristic. Simon

(1969) defines heuristics in the context of search, where he considers a method to be heuristic

if it only searches for solutions that are “good enough” but not necessarily optimal. He calls

such a solution satisficing. Gigerenzer criticizes that Simon implies a accuracy–effort trade-off,

assuming that more time and computation would result in a better and more optimal solution.

Gigerenzer argues that this does not hold true and that heuristics can be perform better than

the optimal solution, for example a statistical learner.

Indeed, statistical learning theory in some sense supports Gigerenzer’s argument. Sec-

tion 2.1.1 showed that any statistical learner is prone to overfitting when the problem exhibits

high uncertainty and lacks sufficient amounts of training data. Therefore, in such cases heuris-

tics can outperform statistical learning (Gigerenzer et al., 2011). However, this insight raises the

question about how the concepts of heuristics and biases, as defined in learning theory, differ,

and whether both are necessary. The concept of bias has the advantage that it is not opposed

to optimization; instead, it allows to characterize a learner as being optimal given its biases. It

also explains why a learner that relies on biases that are too strong or inadequate for the task

will make systematic mistakes (Tversky and Kahneman, 1975).

To conclude, statistical learning theory perfectly explains heuristics as biased solutions that

are optimal under uncertainty. We thus consider the controversy between generalists and spe-

cialists for single decision making as resolved. The main question than becomes what constitutes

a suitable bias for a task (see Kober’s challenge #3, Section 1.2), and how task-general or task-

specific such biases need to be.

3.4.2 Sequential Decision Making: Control

The sequential decision making setting still lacks a clear cut answer to the controversy between

generalists and specialists. The reason is that the insights from the single decision making setting

do not address all difficulties of the sequential setting. For example, the temporal coupling of

decisions often renders supervised learning impractical as pure imitation of a known sequence

of (even optimal) actions might lead to inferior performance. This motivates approaches such as

reinforcement learning, and we pointed out the problems that come with it in Sections 1 and 2.3.

Similar to single decision making, specialists advocate rules of thumb and heuristics to be
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the main driver for human decision making. However, these heuristics are usually task-specific.

Therefore, we now discuss the differences between generalist and specialist approaches to deci-

sion making directly in the context of ball catching.

We will now cover related work on Cartesian and angular control strategies for ball catching.

3.4.3 Cartesian Control Strategies

As explained in Section 3.2, Cartesian control strategies are based on a prediction of the ball’s

landing point, or more generally on the prediction of the ball trajectory. A large body of work

in psychology advocates that prediction plays an important role for cognition (Körding and

Wolpert, 2006) and particularly for motor control (Flash and Sejnowski, 2001; Todorov and

Jordan, 2002; Körding and Wolpert, 2006). Experimental studies showing that prediction plays

an important role in ball catching have been presented, too (McIntyre et al., 2001; Hayhoe et al.,

2004). The main advantage of viewing cognition as predictive modeling is that it provides a

generally applicable computational framework for explaining human behavior. Moreover, it can

often be directly transferred to artificial systems. Hence, the trajectory prediction strategy is the

method of choice in most robotic applications for ball catching (Birbach et al., 2011; Kober et al.,

2012; Belousov et al., 2016). These applications, however, only study catching in closed-room

environments and thus do not address difficulties faced in scenarios such as baseball: due to the

long flight time the various aerodynamic forces such as drag or Magnus forces affect the ball

trajectory significantly (Nathan, 2013). Therefore, it is not clear if the predictive approach to

ball catching can be successfully applied in such scenarios.

3.4.4 Angular Strategies

The view of equating cognition with predictive modeling is not undisputed. As mentioned above,

Gigerenzer et al. (2011) advocates that humans rely on simple heuristics and considers Chap-

man’s strategy as an instance of this heuristic approach. The simplicity of Chapman’s strategy

has triggered a large body of work in psychology and engineering to study whether humans

use this strategy and how it could be implemented (Khomut and Warren, 2007; Fajen and War-

ren, 2007; McLeod et al., 2008). Most of them study the setting presented in Section 3.1, but

extensions that incorporate human constraints have been suggested, too. The most significant

extension is the generalized OAC (GOAC) strategy (McLeod et al., 2006). It adapts Chapman’s

strategy to an agent with a limited field of view by coupling the agent’s motion to the location

of the ball in its visual field. They show that this extension results in successful interception.

In the following, we will focus on approaches that study possible implementations of Chap-

man’s strategy and its performance under different conditions. Most of these studies present

physical simulation experiments. One of the earliest studies is by Brancazio (1985), who notices

the effect of air resistance on the ball trajectory, which Chapman neglected. However, Brancazio
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wrongly concludes that Chapman’s strategy is not applicable in the case of air resistance (Sugar

et al., 2006) and does not study the influence of additional perturbations. Tresilian (1995)

suggests different control architectures for implementing Chapman’s strategy and tests them

in two- and three-dimensional simulations. He reports that Chapman’s strategy is more robust

when implemented with bang-bang, rather than proportional control, especially when modeling

human constraints such as sensorimotor delays, velocity and acceleration constraints. Except for

air resistance, he does not consider perturbations on the ball trajectory, though. Marken (2001)

suggests a different variant of Chapman’s strategy which controls the velocity rather than the ac-

celeration of the tangent, the control of optical velocity (COV) strategy. He evaluates it in a set of

simulated experiments with random noise and wind perturbations, with the main goal of show-

ing its superiority to LOT. We will derive a mathematical relationship between COV and OAC in

Section 4.2.2 and propose a method that combines the strenghts of both approaches. Mori and

Miyazaki (2002) implement OAC on a simulated mobile robot with differential drive, focusing

on deriving the full (image) Jacobians required to map image errors to wheel motor commands.

They only evaluate their system in two exemplary experiments. Kistemaker et al. (2009) study

the performance of a bang-bang OAC model for a variety of different initial configurations of

the agent and various perturbations, but they neglect air resistance.

Finally, simplified variants of Chapman’s strategy have been implemented in real-world

robotic experiments. Borgstadt and Ferrier (2000) test different variants of Chapman’s strate-

gies and suggest to preferably use bang-bang, following a similar line of reasoning as Tresilian

(1995). Suluh et al. (2002) and Mundhra et al. (2003) consider the problem of ground ball

interception (ball is not thrown but only rolls over the ground) and propose a control strategy

that requires the initial distance to the ball to be known. Similarly, Wang et al. (2006) propose

a system for ground ball interception but use an angle prediction strategy (AP) rather than OAC:

the error is computed as the difference of the current and a linear prediction of the tangent of

the angle in the next time step. We will discuss this strategy in Section 4.2.2 and show that it

is equivalent to the COV strategy. Finally, Sugar et al. (2006) implement the OAC strategy on

a mobile robot and study the behavior when catching a balloon. They also report that active

servoing of the camera resulted in more stable behavior than using a passive camera.

3.5 Summary

In this chapter, we have introduced the generalist-vs.-specialist debate and presented the ball

catching problem as a particularly relevant instance of this problem. We have provided a rig-

orous formalization of the ball catching problem, which will form the basis of the following

chapters of the first part of this thesis, as well as an extensive discussion of the related work

concerning ball catching and the associated generalist-vs.-specialist debate.
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4
A Comparison of Cartesian and

Angular Control for Ball Catching

In the previous chapter, we have discussed the ball catching problem and the general scientific

debate it is embedded in: the generalist-vs.-specialist debate. We studied different solutions to

the ball catching problem and showed that the generalist approach uses a Cartesian representa-

tion of the input and the specialist approach an angular representation.

The goal of this chapter is to systematically compare the two approaches, both in theory and

in simulated experiments. We will begin by formalizing the solution strategies outlined in the

previous chapter. To that end, we will formulate a strategy based on the Cartesian representation

and on optimal control as well as a set of control strategies based on the angular representation,

amongst them novel strategies not considered in previous literature. We analyze the theoretical

properties of both types of strategies to understand how they perform in the ideal case and

under perturbations. We will show that each type of strategy is sensitive to a different kind of

perturbations. The second part of this chapter will provide empirical support for this finding

and present a detailed experimental comparison of the control strategies. We will discuss these

findings in the context of the generalist-vs.-specialist debate in Chapter 6.

4.1 Cartesian Control Strategies

In Section 3.2, we discussed different ways to implement a Cartesian controllers for ball catch-

ing. We will now formalize a representative for the Cartesian control strategies by instantiating
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the linear-quadratic Gaussian control framework, which we have introduced in Section 2.3.2.

To apply this framework, we need to define (1) a Markovian state representation, (2) an ob-

servation representation and a measurement model, (3) a (locally) linear dynamics model, (4) a

finite-horizon cost function and (5) a way to measure the time-to-impact, that is the time until

the ball hits the ground.

4.1.1 State, Observation and Dynamics

The formalization of the ball catching problem (Sections 3.1.1 and 3.1.2) directly provides the

state and dynamics required to instantiate LQG. The Cartesian representation presented in Sec-

tion 3.1.2 fully defines the system state and thus constitutes a suitable Markov state represen-

tation. Based on this state, Section 3.1.1 presented the dynamics model governing ball and

agent motion. The dynamics are linear in the ideal case and locally linear when assuming drag.

Moreover, LQG allows us to relax the assumption that we can perfectly estimate all quantities of

the Cartesian representation. Instead we assume the agent’s observation of these quantities is

perturbed by Gaussian noise.

We will thus define the state representation1 x and the observation z as

x = [bx, ḃx, by, ḃy, bz, ḃz, ax, äx, az, äz]
T , (4.1)

z = [b̃x, b̃y, b̃z, ãx, ãz]
T . (4.2)

To formalize the state dynamics for LQG, we use the ball dynamics stated in Section 3.1.1

and bring them into the linear form required by LQG (Eq. 2.9, Section 2.3.2). Similarly, we

need to define a linear measurement model mapping states to observations. All details on how

to adapt the state dynamics and measurement model for the LQG framework are provided in

Appendix B.1.3.

4.1.2 Cost Function

Section 3.1.3 formalized the ball catching task as the minimization of the distance between

agent and ball at impact time while respecting the agent’s motion constraints:

minimize
a

Lterminal distance, (3.4)

subject to ||ȧ(t)|| ≤ ȧmax, (3.5)

||ä(t)|| ≤ ämax. (3.6)

1Note that the Cartesian representation defines agent and ball position with respect to a global reference frame,
whereas the angular representation of the ball is defined relative to the agent. However, this is only a matter of
convenience because separating agent a and ball b makes the equations more comprehensible. We could easily
define the ball in a relative reference frame b̂ = b−a, omit the agent from the state and obtain equivalent dynamics.
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where Lterminal distance = ||b(T ) − a(T )||2 denotes the terminal distance cost. The main objec-

tive Lterminal distance is a finite-horizon term and thus suited for LQG, but LQG cannot directly

incorporate the hard agent motion constraints. Instead, LQG requires a single cost function in

quadratic form (Eq. 2.12). To address these requirements, we define the cost for LQG as a sum

of Lterminal distance and an additional regularization term that penalizes control effort,

L = wdistLterminal distance + wctrlLcontrol effort (4.3)

Lcontrol effort =
T

t=0

||u(t)||2, (4.4)

where the hyperparameters wdist and wctrl balance the influence of the two cost terms.

Note that omitting Lcontrol effort results in a controller that moves the agent directly to the

impact point within a single time-step – a motion that is impossible in the general case given the

agent’s motion constraints.

4.1.3 Computing Time-To-Impact

Finally, LQG requires a way to estimate the current time horizon. In the ball catching scenario,

this corresponds to the time-to-impact T . For the ideal case, we can compute it directly solving

the ball dynamics equation (Section 3.1.1) for by(t) = 0. We thus obtain,

−0.5gT 2 + ḃy(t)T + by(t) = 0, (4.5)

and solve for T , assuming the current ball position by(t) and velocity ḃy(t) to be known.

In the presence of drag, no closed-form solution of the dynamics is known. In this case, we

compute T by running a forward simulation of the ball trajectory using the current estimate of

x and the (drag) dynamics model.

4.1.4 Controller Analysis

We are interested in the performance of LQG both in the ideal case and in the presence of

perturbations. We consider two different types of perturbations.

Random perturbations

As outlined in Section 2.3.2.1, we know that LQG is robust to any form of Gaussian noise both

in the dynamics as well as the observation. This suggests that LQG will be robust to any form of

Gaussian perturbations.
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Figure 4.1: Analysis of the control gains computed for the ideal case and for drag.

Systematic perturbations

To get an intuition for how LQG is affected by systematic perturbations, we look at how it is

influenced by drag. Since we know that the drag induces different ball dynamics than the ideal

case we inspect the optimal control gains (Eq. 2.13) obtained when assuming a model either

with or without drag.

We begin by stating the insights that hold irrespective of whether we assume drag or not.

First, we observe that LQG computes separate, identical gains for ux and for uz; this makes

sense for the ball catching problem as the two coordinates are decoupled (Todorov and Jordan,

2002). Second, we see that, for both models, the gains can be decomposed into a constant,

proportional and derivative term which vary over time kp(t), kd(t) and kc(t). Therefore, we see

that LQG learns a (biased) PD-controller of the following form

ux = kp(xb − xa) + kd(ẋb − ẋa) + kc, (4.6)

where we have omitted the time indices to improve readability (uz can be defined in an analo-

gous way).

We can now analyze how these gains differ depending on whether the model assumes drag

or not. Figure 4.1 shows the gains in relation to the time to impact. We see that kp and kd are the

dominating terms for LQR, and that kp has a (reciprocal) quadratic and kd a linear dependence

on t. This reflects the quadratic form of the idealized ball trajectory equation. When the model

incorporates drag (Figure 4.1b), the influence of the constant term kc increases with the time

to impact. This correlates with the fact that with increased flight time the influence of drag

increases, too. Due to the non-linear nature of the drag force no linear control term can account

for it, and different drag parameters (mass, radius, drag coefficient) will thus affect this term

and therefore the behavior of the controller.

We thus hypothesize that wrong model assumptions will induce a systematic error in LQG
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and degrade the performance of LQG for unmodeled systematic perturbations.

4.2 Angular Control Strategies

In this section, we turn to a formalization and theoretical analysis of the angular control strate-

gies for ball catching. We will focus our analysis on the simplified two-dimensional case where

the ball moves in the plane and the agent on a line (bz = az = 0). It is based on Chapman’s strat-

egy, described in Section 3.3.1. We will provide theoretical results that make predictions how

and under which conditions this strategy is successful at the ball catching task (Section 4.2.1),

and derive different control laws for implementing it (Sections 4.2.2 and 4.2.3). We then pro-

vide a discussion of whether the angular representation qualifies as a state representation (Sec-

tion 4.2.5) and close by extending the strategy to the full three-dimensional case in Section 4.2.4.

4.2.1 Analysis of Chapman’s Strategy

We will begin our analysis by stating why the angular strategies are expected to result in suc-

cessful agent motion. To that end, we present a reformulation of Chapman’s proof (Chapman,

1968), showing that, under the assumption of a perfect parabolic trajectory, Chapman’s strategy

leads to successful interception of the ball2. We will extend Chapman’s proof and give additional

important insights about the angular representation, which will allow us to design novel robust

control strategies that implement Chapman’s strategy in the next section.

Ball Dynamics in Two Dimensions

Our proofs will concentrate on the two-dimensional case. To facilitate notation for this case, we

rewrite the equations of motions as follows.

Ball Trajectory We begin by expressing the ball dynamics as a function of time t:

bx(t) = νt cosϕ+ bx,0, (4.7)

by(t) = νt sinϕ− 1

2
gt2 + yb,0, (4.8)

where g = 9.81 denotes gravity (on earth). ν =



ḃx,0
2
+ ḃy,0

2
and ϕ = tan−1 ḃy,0

ḃx,0
represent the

initial velocity of the ball in polar, and ḃx,0 and ḃy,0 in Cartesian coordinates. Without loss of

generality, we will assume bx(0) = bx,0 = 0 and by(0) = by,0 = 0.

2All of the following proofs were verified using SymPy (Meurer et al., 2017), and the corresponding code has
been made publicly available at https://github.com/shoefer/ball_catching.
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Impact Time and Impact Point By setting (Eq. 4.8) to zero and solving for t, we obtain the

ball’s impact time T . We obtain the range or impact point R by resubstituting T into (Eq. 4.7):

T =
2ν

g
sinϕ (4.9)

R =
ν2

g
sin 2ϕ (4.10)

Agent Trajectory In the two-dimensional case we assume az(t) = 0 for all t. The agent thus

moves on a line and we will write a(t) = ax(t). We further assume that the agent’s initial

position a(0) = ax,0 does not coincide with the ball’s initial position, ax,0 6= bx,0.

Agent Reference The following results will neglect the agent’s velocity and acceleration con-

straints. Instead, they will only deal with the desired agent motion aref(t), which we distinguish

from the actual agent motion a(t). We will also refer to aref(t) as the agent reference. Control

laws relating aref and a will be covered in the next section.

Chapman’s Proof

From (Eq. 3.10) we know that the tangent of the vertical viewing angle θ is a function of the

agent and ball position. Chapman’s strategy assumes that the velocity of the vertical viewing

angle θ̇ is constant. We can express this assumption with the following equation:

by(t)

aref(t)− bx(t)
= θ̇ref t+ θ̇ref,0

= θ̇ref t+
by,0
a0

= θ̇ref t, (4.11)

where θ̇ref is a constant representing the reference velocity of the tangent of the vertical viewing

angle, called tangent reference velocity. θ̇ref,0 =
by,0

a0−bx,0
is the initial tangent reference velocity

at time t, which is zero as we assume by(0) = by,0 = 0 (and bx,0 6= a0). Moreover, we assume

aref(0) = a(0) = a0

Given these equations, we will now prove the following statement:

Theorem 4.2.1 (Chapman’s Proof). Given a parabolic ball trajectory, parametrized by initial

velocity ν and launching angle ϕ, the agent reference aref(t) will coincide with the ball position at

time T , aref(T ) = R = bx(T ) (“the agent intercepts the ball”) if the agent reference is chosen such

that the tangent of the vertical viewing angle increases linearly, θ̇(t) = const. (Chapman, 1968).
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Proof. By bringing all terms in (4.11) to the right-hand side and solving for aref(t) we obtain the

following expression:

aref(t) =
1

θ̇ref



νtθ̇ref cosϕ+ ν sinϕ− 1

2
gt



(4.12)

We now assess how far the agent is away from impact pointR as we approach the impact time T ,

by computing the limit of aref(T − δ)−R for δ → 0. After some modest algebraic manipulations

we obtain:

lim
δ→0

aref(T − δ)−R = δ



−ν cosϕ+
g

2θ̇ref



= 0. (4.13)

This limit is 0 since δ → 0 is multiplied with a constant expression.

We have now verified Chapman’s proof (Chapman, 1968), proving the suitability of his strat-

egy to intercept balls with parabolic trajectories. Next, we can prove a set of interesting lemmas

regarding the relationship of the tangent reference velocity θ̇ref and the agent reference aref .

Lemma 4.2.2. For an agent that moves such that Eq. (4.11) is satisfied, for every set of initial

conditions a0, ν, ϕ there exists a unique consistent tangent reference velocity θ̇∗ref :

θ̇∗ref =
ν

a0
sinϕ. (4.14)

Proof. Evaluate Eq. (4.12) for t = 0 and solve for θ̇ref (assuming aref(0) = a0).

This lemma illustrates the tight connection between a0 and θ̇ref . The next lemma, which has

also been shown by Chapman (1968, Eq. 7), studies connection of θ̇ref and the agent reference

aref .

Lemma 4.2.3. The agent reference that satisfies Eq. (4.11) is constant, aref = const: the agent

moves from its initial position a0 to the impact point R with constant velocity (Chapman, 1968).

Proof. By substituting θ̇ref in Eq. (4.12) by θ̇∗ref from Lemma 4.2.2 we obtain the consistent agent

reference a∗ref :

a∗ref(t) =
a0

ν sin (ϕ)


ν2t

a0
sin (ϕ) cos (ϕ) + ν sin (ϕ)− 1

2
gt



. (4.15)

By computing the derivative with respect to t we obtain:

da∗ref(t)

dt
= ν cosϕ− a0g

2ν sinϕ
= ȧ∗ref , (4.16)

which is constant. Finally, it is easy to see that ȧ∗ref =
R−a0
T .
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Lemmas 4.2.2 and 4.2.3 are constructive for creating an open-loop controller that imple-

ments Chapman’s strategy: the agent should estimate the consistent tangent reference velocity

θ̇∗ref and run such that θ̇(t) = θ̇ref . It will then run with constant velocity ȧ∗ref towards the impact

point. We will use this idea when suggesting control laws for Chapman’s strategy in the next

section.

In practice, however, the agent does not know the consistent tangent reference velocity θ̇∗ref
because it does not have access to the initial conditions a0, ν and ϕ. To get an intuition about

θ̇∗ref , we first plot its value using Eq. (4.14) for different initial conditions (Figure 4.2). We
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Figure 4.2: Consistent θ̇∗ref for varying initial distance from impact pointD0 = a0−R and varying
initial ball velocity ν while keeping ϕ = π

4 fixed. Values greater 1 are clipped. Different values
for ϕ only moderately scale the value of θ̇∗ref (see Eq. 4.14).

see that θ̇∗ref has similar values for a wide variety of initial conditions. However, the following

corollary shows that choosing an inconsistent tangent reference velocity can result in an agent

reference aref that leads to undesired behavior.

Corrolary 4.2.1.1. Given initial conditions a0, ν and ϕ, and the consistent tangent reference veloc-

ity θ̇∗ref resulting from Eq. (4.14). If we use an inconsistent tangent reference velocity θ̇∼ref 6= θ̇∗ref for

computing the agent reference aref , the agent will first move to a∼0 , which is the starting point for

which θ̇∼ref would be the consistent tangent reference velocity, before moving to the impact point R.

This corollary shows that we have to carefully choose the tangent reference velocity because

every inconsistent tangent reference velocity θ̇∼ref is linked to an initial position a∼0 – an a∼0 that

can lie in the opposite direction of the impact point R, even for very small deviations |θ̇∗ref − θ̇∼ref |.
Such an example is illustrated in Figure 4.3.
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Figure 4.3: Chapman’s strategy for initial conditions D0 = 10m, ν = 30m
s , without perturba-

tions, and for an adversarially chosen tangent reference velocity θ̇∼ref = 0.1885 (deviating by
−0.02 from the consistent θ̇∗ref = 0.2085). The agent implements the COV strategy which is de-
scribed in Section 4.2.2.1, using the simulation setup from Section 4.3. We see that the agent
initially runs in the wrong direction, away from the ball, before turning at t = 0.8 to head
towards the ball. While this deviation still allows the agent to catch the ball, θ̇∼ref = 0.161 (devi-
ation of −0.027 from θ̇∗ref) would already result in an unsuccessful catch.
Top left: agent and ball position. Top right: tangent of the vertical viewing angle and its deriva-
tives; the dotted black line indicates the consistent θ̇∗ref value, the dotted gray line indicates the
adversarially chosen inconsistent θ̇∼ref . Bottom left: agent velocity (dashed lines denote velocity
contraints). Bottom right: agent acceleration (dashed lines denote acceleration constraints).
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Figure 4.4: Difference between the inconsistent and the actual initial agent position, when
observing the tangent reference velocity after 1%, 5% or 10% of the entire trajectory length.

Estimating Consistent θ̇ref

The obvious next question is how to estimate θ̇ref in the best way without knowing the initial

conditions ϕ, ν and a0. One idea is to observe the tangent velocity shortly after the ball is

launched, at some small t̃ > 0, and set θ̇∼ref = θ̇(t̃) (in Section 4.2.3.1 we will introduce this

strategy as COV-IO). To assess how severely this (inconsistent) choice of θ̇∼ref deviates from the

consistent θ̇∗ref and how it affects the agent reference, we compute how much the resulting

inconsistent initial agent position a∼0 differs from the actual initial position a0.

Lemma 4.2.4. Assume the initial starting position of the agent is a0 = R+D0, where D0 denotes

the agent’s initial distance to the impact point R. If the agent observes θ̇∼ref = θ̇(t̃) after t̃ = δ · T
time steps, 0 < δ < 1, (that means after 100 · δ percent of the entire trajectory length) the difference

of the inconsistent initial agent position a∼0 differs from the actual initial position a0 by

a∼0 − a0 = D0
δ

1− δ
. (4.17)

Proof. We first compute θ̇∼ref by solving Eq. (4.11) for θ̇ref , substituting t by t̃ = δ · T and substi-

tuting a0 by R+D0:

θ̇∼ref = − νg (δ − 1) sin (ϕ)

D0g − δν2 sin (2ϕ) + ν2 sin (2ϕ)
. (4.18)

Next, we compute the inconsistent a∼0 by replacing θ̇ref in Eq. (4.14) with θ̇∼ref :

a∼0 =
1

g (δ − 1)


−D0g + δν2 sin (2ϕ)− ν2 sin (2ϕ)


, (4.19)

and finally compute a∼0 − a0 = a∼0 −R−D0 which yields Eq. (4.17).
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Interestingly, the expression in Eq. (4.17) only depends on the initial distance D0 of the

agent to the impact point and the time the agent waits to observe the current reference velocity,

T · δ. Figure 4.4 plots the error for different distances and observation times. We see that the

error increases linearly with distance D0, and is lower the earlier the agent observes it.

Disturbed Trajectories

All results so far only hold for the ideal case, that is for a ball moving on an ideal parabolic tra-

jectory. However, in realistic settings, the trajectory is perturbed by both random and systematic

noise, such as drag. We will now show that Chapman’s strategy adapts the agent reference to

such noise:

Lemma 4.2.5. If the ball trajectory is perturbed by some function ε(t) in the horizontal component,

bx
′(t) = bx(t) + ε(t), the agent reference adapts by changing to

a′ref(t) =
1

θ̇ref



ν sinϕ− 1

2
gt+ θ̇ref (νt cosϕ+ ε(t))



. (4.20)

Proof. It can be easily shown by substituting bx(t) in Eq. (4.12) by bx(t) + ε(t).

Note that ε(t) can be any source of noise – not just Gaussian noise. For example, we can

approximate drag by ε(t), as exemplified in Figure 4.5. This finding shows why Chapman’s

strategy has been previously reported to be robust to drag (Brancazio, 1985). Note that this

clearly distinguishes it from the Cartesian control strategies which were not invariant to different

drag parameters (Section 4.1.4).

0 20 40 60 80 100 120
x

0
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15
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25

y
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Drag

Pseudo-drag

Figure 4.5: Example illustrating that drag can be closely approximated by the horizontal per-
turbation function ε(t). In this example, we simulate a ball with mass mb = 0.15 kg, radius
rb = 0.0366m, drag parameters cd = 0.5, A = πr2, ρ = 1.293 and initial conditions ν = 30 m

s ,
ϕ = π

4 . The figure shows the ideal trajectory of the ball without drag (black line), with drag
(blue line) and the fitted trajectory resulting by adding ε(t) = −1.11t2 to xb(t) (red dashed line).
Note that ε(t) will be different for every set of drag parameters and initial conditions.
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4.2.2 Control Laws for Chapman’s Strategy

The previous section has shown under which conditions Chapman’s strategy generates an agent

reference trajectory aref that, if followed, guarantees interception of the ball. However, it ignored

motion constraints that apply in realistic settings. We will now discuss control laws for tracking

aref . In the related work section (Section 3.4), we already discussed three control laws for

Chapman’s strategy: the angle prediction (AP) strategy directly uses the tangent θ, the constant

optical velocity (COV) uses its velocity θ̇, and the optical acceleration cancellation (OAC) uses the

acceleration θ̈.

We will now show that AP, COV and OAC all work equivalently, but differ with respect to

how they estimate the tangent reference velocity θ̇ref .

Control Laws for AP, COV and OAC

We begin by formalizing the control laws that implement AP, COV and OAC. We will then show

how to relate these control laws to each other in order to show their equivalence.

To facilitate our analysis, we will assume that the agent applies a simple proportional3 con-

trol law:

u = kp e, (4.21)

with some proportional gain kp and error e. We can thus focus on how AP, COV and OAC define

the control error e.

Angle Prediction (AP) Assuming the tangent reference velocity θ̇ref to be known, the agent

predicts the next value θ and compares it to the observed value:

eAP(t) = (θ(t−∆t) + θ̇ref ∆t)− θ(t). (4.22)

A variant of AP with explicit dependency on time t has also been suggested (Mundhra et al.,

2003):

e′AP(t) = θ̇ref t− θ(t). (4.23)

We see that equivalence eAP(t) = e′AP(t) holds if θ̇(t) = θ̇(t−∆t) = θ̇ref for all t:

e′AP(t) = θ̇ref t− θ(t) = (θ(t−∆t) + θ̇(t−∆t) ∆t)− θ(t) =(θ̇(t−∆t))=θ̇ref
eAP(t). (4.24)

3As mentioned in the related work, in practice bang-bang control is used instead of P-control. This is due to the
high system noise when sensing the vertical viewing angle and its tangent, respectively (Tresilian, 1995; Borgstadt
and Ferrier, 2000) However, P-control and bang-bang control are equivalent if we set kp to an extremely large value
and assume that the u is clipped.
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However, in practice θ̇(t) will not be constant, and thus we focus on eAP.

Constant Optical Velocity (COV) COV (Marken, 2001) also assumes θ̇ref to be known and

compares it to the current tangent velocity θ̇:

eCOV(t) = θ̇ref − θ̇(t). (4.25)

Optical Acceleration Cancellation (OAC) OAC does not assume θ̇ref to be known and instead

zeros the acceleration θ̈ (Tresilian, 1995; Kistemaker et al., 2009):

eOAC(t) = −θ̈(t) (4.26)

AP, COV and OAC are equivalent

We show how the previously proposed control laws are related by relating the errors eAP, eCOV

and eOAC.

Theorem 4.2.6. AP, COV and OAC all maintain the tangent velocity of the vertical viewing angle

equal to some desired reference velocity θ̇ref . The different implementations of Chapman’s strategy

only differ in the way this reference velocity is estimated.

This theorem will follow from the following two lemmas:

Lemma 4.2.7. eAP and eCOV only differ by a multiplication with a scalar, namely the frame rate.

Proof.

eCOV(t) = θ̇ref − θ̇(t) = θ̇ref −
1

∆t
[θ(t)− θ(t−∆t)] (4.27)

=
1

∆t
(θ̇ref ∆t− θ(t) + θ(t−∆t)) (4.28)

=
1

∆t
eAP(t). (4.29)

Lemma 4.2.8. OAC is equivalent to AP and COV, if AP and COV employ an adaptive tangent

reference velocity θ̇ref , θ̇(t−∆t).

Proof.

eOAC(t) = −θ̈(t) = 1

∆t
(θ̇(t)− θ̇(t−∆t)) (4.30)

= − 1

∆t2
(−θ(t) + θ(t−∆t) + θ̇(t−∆t)∆t) (4.31)
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By setting θ̇ref := θ̇(t−∆t) and re-arranging we obtain

eOAC(t) =
1

∆t2
(θ̇ref ∆t− θ(t) + θ(t−∆t)) (4.32)

=
1

∆t2
eAP. (4.33)

Theorem 4.2.6 then follows from Lemma 4.2.7 and Lemma 4.2.8.

We see that eOAC and eAP both assume a fixed θ̇ref and only differ by a constant scaling factor

– the square of the frame rate. In contrast, OAC updates the tangent reference velocity θ̇ref in

every time step using the tangent velocity from the previous time step. We hypothesize that OAC

will generate more complex behavior since the implicitly optimized reference velocity will drift

with the current observation (since velocity and acceleration constraints will prevent the agent

for optimally zeroing the control error). Moreover, OAC will be more affected by sensing noise

as it needs to numerically compute θ̈, the second derivative of tanα.

4.2.3 Novel Angular Controller Implementations

Based on the insights from the previous sections, we will now novel implementations of Chap-

man’s strategy. These implementations will use a bang-bang controller to zero the control error

e, but define e in such a way to address shortcomings of previously suggested implementations,

COV/AP and OAC.

Constant Optical Velocity with Initial Observation (COV-IO)

The first implementation exploits Lemma 4.2.4 which state that the tangent reference θ̇ref can be

estimated robustly when observing θ̇ at the beginning of the ball trajectory. This overcomes the

issue of COV and AP of assuming a fixed a value for θ̇ref . We term this implementation COV-IO,

for Constant Optical Velocity with Initial Observation of θ̇ref .

We further increase the robustness of COV-IO by filtering both the estimate θ̇ref as well as the

current reference velocity θ̇, as detailed in Appendix B.1.2.

Combining COV and OAC: COV-OAC

The second implementation exploits Lemma 4.2.8, which establishes a relation between COV

and OAC. It will allow us leverage the fact that OAC does not require explicit computation of

θ̇ref and combine it the COV’s advantage of not having to compute a second derivative of the

tangent velocity θ̈. The reason we want to avoid the second derivative is because it amplifies

random noise, in particular at high control rates.
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We thus suggest COV-OAC, which estimates θ̇ref using the delayed tangent velocity θ̇(t −
∆θ̇ref

):

eCOV-OAC(t) = θ̇(t)− θ̇(t−∆θ̇ref
). (4.34)

If ∆θ̇ref
= ∆t, the controller reduces to a standard (unnormalized) OAC controller, otherwise if

∆θ̇ref
= t we obtain COV-IO. In practice, we will choose a value 0 < ∆θ̇ref

≪ t that approximates

OAC close enough while still compensating high-frequent random fluctuations. To increase

robustness to noise even further, we will use moving average filters for estimating θ̇(t) and

θ̇(t−∆θ̇), similar to COV-IO.

We hypothesize that COV-IO and COV-OAC result in the most robust implementations of

Chapman’s strategy, in particular when random noise is present. To validate this hypothesis, we

will compare our two novel implementations of Chapman’s strategy to COV(/AP), OAC and the

Cartesian controllers in simulated experiments in Section 4.3.

Remark on the Biological Plausibility of Chapman’s Strategy We would like to remark that

the existence of COV-IO and COV-OAC counters an argument brought forward by Brouwer et al.

(2002) regarding the biological plausibility of Chapman’s strategy. The authors conclude that

humans do not use Chapman’s strategy because they lack the ability to visually perceive accel-

erations accurately enough for control. The fact that COV-IO and COV-OAC only rely on the

computation of (averaged) velocities clearly disproves this argument.

4.2.4 Angular Control in Three Dimensions: Constant Bearing Angle

So far, we have been concerned with the two-dimensional scenario. As explained in Sec-

tion 3.3.1, the bearing angle can be used to extend any implementation of Chapman’s strategy

to three dimensions. The idea is to combine the control output of Chapman’s strategy, which we

will denote by uChapman with a second control output uCBA which maintains a constant bearing

angle β between the agent and the ball. The two control outputs are then applied to perpendic-

ular axes, formally

u = uChapmanv + uCBAv⊥, (4.35)

where v = [vx, vz]
T = [ax − bx, az − bz]

T is the vector pointing from the agent to the ball’s

shadow on the ground plane, v⊥ = [vz,−vx] is the orthogonal vector on the ground plane (see

Figure 3.1a) and

uCBA = kCBA β̇. (4.36)
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for some constant gain kCBA.

Implementation We apply two techniques to make CBA robust to random noise. First, we

compute β̇ by finite differencing at some low frequency 1
∆β
,∆β < ∆t:

β̇(t) =
β(t)− β(t−∆β)

∆β
. (4.37)

Second, we apply a moving-average filter similar to OAC-COV (Section 4.2.3.2). In total, this

introduces three hyperparameters, the time delay ∆β as well as the averaging window sizes hβ

and hβref
.

4.2.5 Chapman and the Markov Property

We conclude the theoretical analysis of the angular control strategies by discussing their re-

lationship to the Markov property. As discussed before, the Markov property is an important

prerequisite for using optimal control and reinforcement learning (Section 2.3). For example,

the theoretical guarantees for LQG do not hold if we cannot provide a Markov state representa-

tion. Therefore, it is interesting to study whether the angular representation used by Chapman’s

strategy (depending on the implementation, θ, θ̇ or θ̈) fulfills the Markov property. If this was

the case, we might consider applying LQG or a similar variant to the angular representation.

However, it turns out that neither θ, θ̇ nor θ̈ are Markov. The full proofs are lengthy and

thus given in Appendix B.1.1. As an example, we provide an intuitive explanation for why θ is

not Markov. The idea is to show that, even if the agent does not move and the environment is

deterministic, we cannot predict the future θ(t′) from a single observation θ(t) for any t′ > t.

Such a case can easily be found: we just look at different initial conditions ν0 6= ν1, ϕ0 6= ϕ1

that result in trajectories θ1(t), θ2(t) which cross at some point θ1(t1) = θ2(t2) but have different

slopes θ̇1(t1) 6= θ̇2(t2). Similar type of reasoning can be carried out to show that θ̇ and θ̈ are not

Markov, either.

We will discuss the implications of this finding in Chapter 6.

4.3 Experiments

The goal of the following section is to verify our theoretical findings about the Cartesian and

angular controllers for ball catching. To that end, we conduct a large set of experiments testing

both types of controllers in simulated experiments under a variety of different perturbations.

These experiments will show that both types of controllers result in optimal catching perfor-

mance in the ideal case but that there is “no free lunch” for any of the two types: whereas Carte-

sian controllers are impeded by systematic modeling errors, resulting from wrong assumptions
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about drag, the performance of angular controllers degrades when high amounts of Gaussian

noise is present.

4.3.1 Experimental Set-up

We will now present the experimental set-up, including a description of the physical simulation

environment, the set of tested perturbations and the controller implementations.

Simulation

In our simulation we choose the ball parameters to standard baseball rules with mass mb =

0.15 kg and radius r = 0.0366m. When simulating drag, we assume experimentally established

parameters for baseballs (NASA, 2015a): air density ρ = 1.293 kg
m3 , frontal area A = πr2 and

drag coefficient cw = 0.5. To model the agent, we use the approximate values of olympic

sprinters who can run with a maximal acceleration of roughly ämax = 3m
s2

and reach a maximum

velocity of ȧmax = 11m
s (Allain, 2012; Januszkiewicz, 2010). The simulation runs at a frame

rate of 60 Hz (time constant ∆t = 1
60 s).

Initial Conditions

For each strategy and noise scenario we test different ball-agent configurations. In all con-

figurations, the agent is in principle able to catch the ball, given its velocity and acceleration

constraints, but we include extreme cases where the agent must operate at its limits to be suc-

cessful.

In two dimensions, we use the configurations suggested by (Kistemaker et al., 2009). The

initial ball launching angle is always set to ϕ = π
4 , and we vary (i) the initial ball velocity

ν = {20, 24, 28, 32, 36, 40} and (ii) the distance of the agent to the ball’s impact point D0 ∈
{−15,−10,−5, 0, 5, 10, 15} (D0 = a0 −R, see Figure 3.1b).

In three dimensions, we additionally vary the initial position of agent in the direction orthog-

onal to the ball trajectory (z-axis in Figure 3.1b), parametrized by the angle ψ. We report the

averaged results over ψ ∈ { π
16 ,

π
8 ,

π
4 ,

π
2 }.

In the cases where random noise is applied to the ball trajectory, we must ensure that the

initial conditions regarding the agent’s position hold. We therefore run the simulation twice in

order to determine the actual ball impact point: we first record the ball trajectory including the

actual noise, and then position the agent at the right distance to the actual impact point and

replay the ball trajectory recorded in the first run.
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Measuring Performance Criteria

In order to evaluate the performance of a controller we use the terminal distance cost Lterminal distance

defined in Section 3.1.3.

Perturbations

Perturbation Implementation Values

Ball

Drag

(air resistance)

See Eq. (3.2). (i) off, (ii) on.

Wind gust Force Fwind applied for 0.1 s after
0.4T (trajectory duration).

(i) headwind Fwind = (−8, 2, 0)T

(opposite to flight direction, lifting),
(ii) tailwind Fwind = (8, 2, 0)T

(in flight direction, lifting).
Turbulence Gaussian noise (µ = 0,Σ = σI)

applied to ball position.
(i) σ = 0.001, (ii) σ = 0.01, (iii) σ = 0.1

Agent

Sensor noise Gaussian noise
(µ = 0,Σ = σλd||a− b||2I) applied
to sensed ball position/velocity,
modulated with agent-ball distance.

(i) σ = 0.001, (ii) σ = 0.01, (iii) σ = 0.1,
λd = 0.05.

Motor noise Gaussian noise (µ = 0,Σ = σI)
added to u.

(i) σ = 0.001, (ii) σ = 0.01, (iii) σ = 0.1.

Sensorimotor delay Time delay for agent to receive
visual stimulus.

(i) 0ms (off)
(ii) 200ms (average reaction time of humans at
college age, Kosinski, 2010),
(iii) 400ms (extreme case, as in Belousov et al.,
2016).

Control rate Simulation time step ∆t. (i) 60 Hz, (ii) 10 Hz.

Table 4.1: Overview of implemented perturbations.

We distinguish two types of perturbations.

Perturbations of the ball trajectory These include (i) drag, (ii) wind gust (wind over short

period of time) and (iii) turbulence (spin, Magnus force, and so on).

Perturbations of the agent’s sensory and motor capabilities These include (iv) sensor noise,

(v) motor noise, (vi) sensorimotor delay and (vii) reduced control rate. Table 4.1 summarizes

all perturbations and their implementations.

To keep the number of experimental conditions at reasonable size, we will vary the perturba-

tions to (iii) turbulence, (iv) sensor noise and (v) motor noise jointly, that is always use the same

standard deviation σ for them. We will therefore refer to these three perturbations as Gaussian

perturbations.

The main set of experiments studies the influence of individual perturbations (listed in Ta-

ble 4.1). Additionally, we test a worst case scenario with Gaussian noise σ = 0.1, wind and

400 ms delay (we run this scenario both with and without drag and reduced control rate).
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In order to obtain statistically significant results, we run every controller five times for every

experiment.

4.3.2 Controller Implementations

We test the angular controllers COV, OAC, COV-IO and COV-OAC and the Cartesian controllers

(i)LQG (Section 4.1) and MPC (Section 3.2.1). For the controllers that have external parameters,

we conducted preliminary experiments and determined the set of parameters that performed

good both at ideal and perturbed cases. Additionally, we will make the model parameters used

to generate the Cartesian controllers explicit by writing (i)LQGno drag for a model that assumes

an ideal ball trajectory, (i)LQGdrag:baseball for a model that assumes drag parameters of a baseball,

and so on.

Furthermore, we need to take special care for evaluating the MPC controller. First, it uses

a slightly more complex agent representation, as described in Section 3.2.1. To guarantee a

fair comparison to the other methods, we tested a variety of different parameters and selected

the ones that yielded the best average performance (detailed in Appendix B.1.4). Second, the

implementation provided by the authors is computationally expensive. To be able to collect

sufficient amounts experimental data, we only simulate the strategy at a frame rate of 10 Hz (as

in the original paper). We therefore mark the strategy with a ∗ in all comparisons where it is

evaluated with a different frame rate than the other strategies.

Table 4.2 summarizes the controllers and the parameters used.

Name Description Parameter Settings

Angular Controllers

OAC Optical acceleration cancellation -

COV
Constant optical velocity (equivalent to
AP, see Lemma 4.2.7)

θ̇ref = 0.2

COV-IO COV with initial observation of θ̇ref
hθ̇ = 1

12
s, hθ̇ref

= 5
12

s.
Also see Appendix B.1.2.

COV-OAC COV with delayed θ̇ref estimation
hθ̇ = 1

12
s, hθ̇ref

= 5
12

s, ∆θ̇ref
= 1

6
s.

Also see Appendix B.1.2.

Cartesian Controllers

(i)LQGnodrag,
(i)LQGdrag:baseball,
(i)LQGdrag:soccer

(Iterative) linear-quadratic Gaussian
control with different drag dynamics

Cost function terms: wterminal distance = 1000,
wcontrol effort = 0.1. Full dynamics and
parameters for (extended) Kalman filter are
given in Appendix B.1.3.

MPCnodrag Model-predictive control in belief
space (Belousov et al., 2016)

F1 = 7.5, F2 = 7.5,M = 10−3,Ω = 10−15. The
internal model is equivalent to the one used by
(i)LQG without drag. Also see Appendix B.1.4.

Table 4.2: Controller implementations. For angular controllers only parameters for the two-
dimensional case are shown, see text for parameters in three dimensions.
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Controller Implementation in 3D

The Cartesian controllers (i)LQG and MPC can be readily applied to both the two- and the three-

dimensional case. To extend the angular strategies, we combine them with constant bearing

angle (CBA, Section 4.2.4), using parameters ∆β = 0.15 s and hβ = 1
6 s.

4.3.3 Results

We will now present the main results of our experiments. We study the results as to whether

they confirm our two main hypotheses: that both angular and Cartesian controllers are optimal

in the ideal case, but that different perturbations affect them in different ways.

Since the results for the two- and three-dimensional cases are largely equivalent, most of

the plots depicted in the following only show results from the two-dimensional case. For the

reader’s convenience, the results in three dimensions are provided in Appendix B.1.

4.3.4 Both Angular and Cartesian Control Solve the Ideal Case

0 1 2 3 4 5
distance

(i)LQGno drag

MPC∗
no drag

OAC

COV

COV-IO

COV-OAC

[2D] Ideal

Figure 4.6: Comparison of ball
catching strategies in 2D for ideal
case.

We first study the performance of the controller implemen-

tations in the ideal case, without perturbations. Figure 4.6

shows the terminal distance averaged over all initial condi-

tions. We see that (i)LQG, MPC, OAC, COV-IO and COV-OAC

perform optimally, achieving close to zero terminal distance.

This result confirms our theoretical analysis: (i)LQG and

MPC guarantee optimal performance since their assump-

tions are fulfilled. COV-OAC is optimal as it is a direct imple-

mentation of Chapman’s strategy (Section 4.2.2). The good

performance of COV-IO, which sets θ̇ref according to the initial observation, has been predicted

by Lemma 4.2.4. We also see that for COV-IO the agent attains a value close to the consistent

agent velocity ȧref (Figure 4.8), as proved in Lemma 4.2.3. Only COV performs inferior because

it uses a fixed value for θ̇ref – as predicted by Corollary 4.2.1.1. We will therefore exclude COV

from the following experiments.

We conclude that all sensible implementations of the angular and Cartesian controllers suc-

ceed in the ideal scenario.

4.3.5 No Free Lunch for Angular and Cartesian Control

Next, we inspect the influence of perturbations on controller performance. Figures 4.7 and 4.9

depict the average performance in the two-dimensional case when applying perturbations indi-

vidually.
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Figure 4.7: Comparison of ball catching strategies in 2D: sen-
sitivity to different individual perturbations.
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Figure 4.9: Comparison of ball catching strategies in 2D: sensitivity to Gaussian perturbations.

First, we observe that most of the angular and Cartesian controllers are largely unaffected by

a reduced control rate, wind, and sensorimotor delays (Figure 4.7). Only delays of 400 ms pose a

problem for the controllers, but solely because the delayed observation in combination with the

agent’s motion constraints render extreme initial configurations unsolvable. We will thus focus

on Gaussian perturbations (turbulence, sensor and motor noise) and drag in the following.

Angular controllers are impaired by high Gaussian perturbations Figure 4.9 shows that

OAC performs significantly worse for low amounts of Gaussian noise, whereas COV-IO and COV-

OAC perform optimally for the low and medium setting. The reason is that COV-IO and COV-

OAC operate on the first derivative of θ and use moving average filtering, whereas OAC operates

on the second derivative, which amplifies noise much stronger. However, the performance of

COV-IO and COV-OAC degrades for high Gaussian noise, whereas (i)LQG only degrades a bit

and MPC is barely affected.
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Figure 4.10: Comparison of ball
catching strategies in 2D for drag,
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wrong drag model in ideal case.

Cartesian controllers are impaired by wrong model

assumptions regarding drag The plots in Figure 4.10

show that the performance of all Cartesian controllers de-

grades significantly when the underlying model assumes

wrong drag parameters. Figure 4.11 illustrates the behav-

ior of the controllers with wrong drag assumptions in three

dimensions. If the Cartesian controller assumes drag but

we do not simulate it, the controller systematically overesti-

mates the range R of the trajectory (Figure 4.11, top row).

In the opposite case, the Cartesian controllers underestimate

the range (Figure 4.11, bottom row).

Finally, Figure 4.12 shows how the controllers are af-

fected by combinations of perturbations. We see that in the

worst case scenario where all perturbations are applied with

the highest value, both types of controllers perform similarly bad. Figures 4.13 and 4.14 show

that the same holds true for the control effort. This confirms our result that there is no free lunch

for any type of controller: angular controllers are impaired by high Gaussian noise, Cartesian

controllers by wrong drag parameters, yet both perform equally bad when averaged over the

various scenarios.
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4.4 Summary

In this chapter, we have provided a detailed formalization as well as a theoretical and empir-

ical comparison of the specialist and generalist solutions to the ball catching problem. Our

theoretical analysis has shown that the different types of representations used by these con-

trollers, angular vs. Cartesian, has significant impact not only on the complexity of the resulting

controller, for example regarding stationarity, but also on the performance with respect to per-

turbations of the ball’s trajectory. Our experimental results have confirmed these theoretical

findings. As a main result, we have found that the angular controllers generalize very well to

systematic perturbations such as air resistance. On the other hand, Cartesian controllers adapt

better to Gaussian noise. We will discuss the implications of these findings with respect to the

overall topic of the thesis in Chapter 6.
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5
On the Optimality of Chapman’s

Angular Control Strategy

The previous chapter provided new insights about the differences between generalist and spe-

cialist approaches to ball catching. These complement the differences we identified at the be-

ginning of Chapter 3 (summarized in Table 3.1) in important regards: we showed that angular

controllers generalize better to systematic and Cartesian controllers better to Gaussian pertur-

bations of the ball trajectory. This raises the question about the main cause for these differences.

The heuristics-vs.-models hypothesis states that the generalist approach differs because it tries

to be optimal, whereas the heuristic is “ecologically rational” (Gigerenzer and Brighton, 2009).

The goal of this section is to reject this hypothesis by showing that the “heuristic” angular con-

trol strategy for ball catching can be regarded as optimal – with respect to a set of task-general

assumptions. To make this point, we will conduct the following experiment: the agent has to

learn how to catch the ball but it is only given access to (i) observations from a (simulated)

camera and to (ii) a reward signal proportional to its catching performance. This setting leaves

it open to the agent how to use the observation to solve the ball catching task. Hence, if we can

show that the agent learns a successful controller and that the learned controller structurally

resembles any of the angular control strategies presented in the previous chapter, we can reject

the heuristics-vs.-models hypothesis.
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5.1 Learning Setting

We now provide a high-level overview of the learning setting and the structure of the argument

that we use to disprove the heuristics-vs.-optimization hypothesis. An in-depth treatment of all

technical details will be given in Section 5.2.

In the following, we will confine ourselves to the two-dimensional ball catching scenario

(Section 4.3.1). The reason is that the previous section provided strong theoretical guarantees

for both Cartesian and angular control in this case, and it results in a lower-dimensional camera

image, facilitating the analysis of what is learned.

We will begin our argument by providing an explicit list of biases used in the learning ex-

periments. The purpose of this list is to enable the reader to convince herself that all employed

biases and assumptions are task-general and not tailored to the ball catching problem – and thus

do not implicitly rely on any heuristics.

Next, we will explain the camera model that simulates observations, and show how to use

reinforcement learning to learn a controller that is directly applied to the observations. We

will then show how to manually implement the angular controllers COV-IO and COV-OAC as

baselines. Importantly, we will use the same camera model and controller parametrization

as for the learned controllers. This will allow us to compare the parameters of the learned

controllers with the baselines, and thus show that an equivalence between these holds. This

equivalence will show that our generalist reinforcement learning procedure is able to learn an

angular controller that forms an instance of the specialist, “heuristic” ball catching approach.

5.1.1 Biases for Learning

In our experiment, we rely on a set of assumptions and learning biases which we summarize in

Table 5.1. The reason why this list might seem long at first sight is because most of these biases

are commonly left implicit in applications of optimization and machine learning. For example,

linear functions are very common as they can be learned efficiently and are effective at solving

many tasks while still being easy interpret. Their interpretability will allow us to show that the

agent indeed learns an angular controller.

Inevitably, these assumptions impose a bias on the policy and thus exclude certain types of

solutions. In particular, the assumption of a linear policy implies that it is stationary, which

excludes any type of Cartesian controller (Section 4.1.4). Although we might be able to learn a

Cartesian controller by removing assumptions (for example using a recurrent neural network)

it is not the scope of this experiment to show that reinforcement learning is more likely to find

an angular or Cartesian controller. Instead, we aim to show that we can state an optimization

problem with reasonable, task-general assumptions, and that the solution to this problem is a

heuristic angular controller. This shows that angular controllers can be considered as optimal
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Bias Description Where Explained

Simulated camera To provide the input to the agent we simulate a camera
that generates a 1D gray-scale image.

Forsyth and Ponce
(2002), Section 5.1.2,
Figure 5.1

Full observability In order to observe the ball at any position, we assume
that the agent has a 180 degree field of view.

Section 5.1.2

Augmented input We augment the camera image given as input by
applying a time-embedding, including images of previous
time-steps, and temporal pixel-wise image derivatives.
We test various combinations of input augmentations,
considering them as features to be selected by the
learner.

Takens (1981),
Section 5.1.2

Linear P-control policy The agent maps pixels to motor outputs (accelerations)
using a linear mapping. The mapping is factored into
two components: a pixel-specific weight vector and a
scalar proportional gain factor.

Section 5.1.3

Curriculum learning To guide optimization we start training with simple
initial conditions and proceed to more complex ones as
soon as the agent’s learning performance progresses.

Bengio et al. (2009),
Section 2.4.2,
Section 5.1.3

Vision-related
regularization

We incorporate prior knowledge about the camera
model by regularizing the policy, enforcing similar
weights for adjacent pixels.

Woods (1972),
Section 5.1.3

Table 5.1: Biases used in the reinforcement learning experiment for ball catching.

with respect to these assumptions and puts us in the position to reject Gigerenzer’s “heuristic-

vs.-optimization” hypothesis.

We turn to an overview of the learning experiment. For every component of our scenario,

we will refer back to the list of biases presented in Table 5.1 and detail how each bias is imple-

mented. To guide the reader, we will mark each reference to a bias with an underscore.

5.1.2 Camera Model

In order to perform learning directly on sensor data we equip the agent with a simulated camera

sensor, illustrated in Figure 5.1. The camera provides a full 180◦ view, with the ball occupying

a certain set of pixels in the camera image depending on its position in the environment. We

term this image the raw observation and denote it by õ ∈ R
N with dimensionality N . The 180◦

view ensures that the full observability bias is fulfilled. This bias is helpful in two regards: it is

based on the same position-controlled agent model used in the previous chapter and thus allows

us to transfer our previous insights for analyzing the learned policies. Further, fully observable

problems are much easier to solve using learning than partially observable problems.

All implementational details about the camera model are provided in Appendix B.2.1.

Input Augmentation The successful controllers presented in the previous chapter operate

both on an input signal as well as on higher derivatives of this signal – for example, the an-

gular controllers operate on θ, θ̇ or θ̈, and the Cartesian controllers on a,b, ȧ and ḃ. To enable

the learner to come up with a successful control policy, too, we augment the raw observation
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bt1

bt2

bt3

a

õt1

õt2

õt3

Figure 5.1: Exemplary raw observations generated by the simulated camera model. The agent
a observes the ball bt at different times t and receives a 1D image with a field of view of 180◦.

such that the policy is able to compute derivatives, if necessary. The controller will thus be given

as input these augmented observations. In order to distinguish them from the raw observations

õ, we denote the augmented observations by o.

We augment the observation in two ways. First, we combine the current image õ(t) with a

temporal derivative of the image ˙̃o(t), computed using image differencing ˙̃o(t) = õ(t)− õ(t−1).

The notation for referring to this type of augmentation is o = õ ⊕ ˙̃o, where ⊕ denotes the con-

catenation of two vectors. Second, we add a second delayed camera image to the observation:

either the image at initial time tinit or the image that is delayed by tdelay.

Enriching the input in this way implements the augmented input bias. Note that we also

evaluate the performance operating directly on the non-augmented observations. The complete

list of tested augmentations is provided in Table 5.2.

5.1.3 Reinforcement Learning on Observations

The task of the agent is to learn a controller π(o) = u, called policy in the reinforcement learning

setting, which maps every observation o to a control signal u. (Here the control signal u is scalar

since we only consider the two-dimensional scenario.) We will now explain how we define the

policy π and use reinforcement learning to find π.

Linear Policy In our experiments, we exploit the linear P-control policy bias by decomposing π

such that it mimics the structure of a P-controller. This allows the learner to compute the control
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input and the control gain separately:

π(o) = vwTo, (5.1)

where v ∈ R denotes the scalar gain factor and w ∈ R
N the pixel-specific weight vector; N

corresponds to the size of the (augmented) observation o.

We train one policy per augmented observation type and evaluate which one perform best

(according to their terminal distance at impact time).

Policy Search Using CMA-ES We will use model-free, policy-based reinforcement learning,

relying on CMA-ES. As explained in Section 2.3.1, CMA-ES performs stochastic optimization of

a policy π by optimizing a cost function LCMA-ES. This optimization is performed by sampling

a set of candidate policies, executing each of them, assessing their performance with respect to

cost LCMA-ES and sampling new candidates based on their performance. This process is repeated

until CMA-ES converges to a local minimum of LCMA-ES.

To apply CMA-ES to the ball catching problem we could, in principle, set LCMA-ES to the

terminal distance cost Lterminal distance, which we already used in Chapter 4 to assess the perfor-

mance of angular and Cartesian controllers. However, applying this cost directly results in slow

or bad performance, as explained in the following. Therefore, we use the regularized worst-case

terminal distance cost

LCMA-ES = L†
terminal distance + λLspatial, (5.2)

which consists of a modified version of the terminal distance cost L†
terminal distance and an ad-

ditional regularization term Lspatial, weighted by hyperparameter λ. These two terms will

be explained in the following. They address practical learning issues of applying CMA-ES to

the ball catching problem and incorporate the biases curriculum learning and vision-related

regularization.

Optimizing for Multiple Initial Conditions Our ultimate goal is to find a policy π that works

well for a wide range of initial conditions. However, Lterminal distance only evaluates the perfor-

mance of π for a single initial condition. We therefore evaluate every candidate policy considered

by CMA-ES on a set of initial conditions I, and compute the worst-case terminal distance cost for

this set:

L†
terminal distance = max

i∈I
Lterminal distance. (5.3)

By considering only the initial condition where the policy performs worst, we avoid that the

optimization procedure settles on a local optimum where the policy performs very well on some,
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but very bad on other initial conditions.

Curriculum Learning with CMA-ES Optimizing for the worst-case cost L†
terminal distance is costly

and thus increases the runtime of CMA-ES if the set of initial conditions I is very large. To

resolve this problem, we use curriculum learning to adapt the set of initial conditions I in every

iteration of CMA-ES: we sort all initial conditions by difficulty in ascending order. We then define

sets I0, I1, . . . , IM of increasing size as follows: I0 = {i0} only contains the simplest initial

condition and we add more difficult conditions one-by-one to every subsequent set I1, . . . , IM .

To use these sets, we apply CMA-ES on Ii, starting with i = 0, and proceed to Ii+1 once the cost

L†
terminal distance drops below a pre-defined threshold (in our experiments L†

terminal distance < 0.5).

Vision-Related Regularized Training Cost Although L†
terminal distance is better-suited for learn-

ing than Lterminal distance it still results in poor performance because we do not exploit any knowl-

edge about the fact that we learn a policy that is applied to a camera image o. An important

property of camera sensors is the spatial arrangement of pixels: it results in any visible object be-

ing projected on a set of adjacent rather than disconnected pixels in o. Exploiting this knowledge

as a vision-related regularization bias for learning is very common in computer vision (Woods,

1972), and we do so too by defining the spatial continuity regularization term

Lspatial =
1

N − 2

N−2

i=0

(wi+1 − wi −
1

N − 2

N−2

j=0

(wj+1 − wj))
2, (5.4)

where {0, . . . , N − 1} denote the indices of the image o and wi denotes the policy’s weight

associated with the i-th image pixel. We can write this formula more concisely if we define Var

as the (uncorrected) sample variance and w′ as the spatial derivative over vector w:

Lspatial = Var[w′]. (5.5)

5.1.4 Angular Baseline Policies

To analyze whether the previously outlined reinforcement learner indeed finds an angular,

“heuristic” controller, we will compare the weights of the learned policies to the weights of

two baseline policies.

The baseline policies mimic the COV-IO and COV-OAC controllers (Section 4.2.3), and use

the same camera model and the same two-step linear controller as the learned policies. This

makes it easy to directly compare the policies by inspecting their weights v and w.

We now illustrate how to compute the baseline policies, using the example of COV-IO. We

know from Section 4.2.2 that COV-IO is implemented by zeroing the control error eCOV-IO =

θ̇(tinit)− θ̇(t) using a bang-bang controller. Therefore, the COV-IO baseline policy must be able to
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compute the quantities θ̇(tinit) and θ̇(t) from the augmented observation and subtract them from

each other. Therefore, we compute a linear mapping Ω(o) = wT
Ωo such that Ω(o) ∝ θ̇(tinit)−θ̇(t),

for some suitable augmented observation o. The COV-IO control output can then be computed

by applying bang-bang control on Ω(o).

We show in Appendix B.2.2 how to choose o and how to compute Ω to implement COV-

IO and COV-OAC directly on observations. Importantly, we will compare the mapping Ω (in

particular the pixel-specific parameter vector wΩ) with the learned policy parameters to decide

whether they resemble the COV-IO and COV-OAC strategies.

To avoid confusion with the controllers implemented in the previous chapter, operating di-

rectly on θ, θ̇ and higher derivatives, we refer to the two baseline policies operating on observa-

tions as COV-IOo and COV-OACo.

5.2 Experimental Setup

We now describe the technical details of our learning experiment.

5.2.1 Simulation and Scenario

Simulation We run the dynamic simulation with a time constant of ∆t = 1
60 s, using the same

simulation as in the previous experiments described in Section 4.3.1.

Camera Sensor For the camera model, we use resolution ρ = 0.27 which results in a size of

N = 18 pixels for the raw observation õ. We test different input augmentations by varying the

type of observation (observation only, derivative only or both) and by adding a second delayed

camera image to the observation, which we call time-embedding (no delay, observation at tinit or

at t− tdelay). We test different variants, such as adding the image at initial time tinit or the image

that is delayed by tdelay. We use the following parameters: tinitial =
1
20 s, and tdelay = 5

6 s.

Note that depending on type of input augmentation, the dimensionality of o varies between

N = 18, N = 36 and N = 64.

This results in the nine different augmentations summarized in Table 5.2, which we all test

in our experiments.

Performance and Testing Procedure We test the success of each strategy in the same way

as in the experiments presented in Chapter 4: using the terminal-distance cost Lterminal distance

evaluated on the full set of initial conditions.

Initial Conditions and Perturbations To train the agent we choose the initial conditions to be

a reduced set of the ones used in the previous experiments (see Section 4.3.1). Reducing the set
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Time-embedding

Observation type Current (t) Current & initial (t, tinit) Current & delayed (t, t− tdelay)

Observation õ o(t) = õ(t) o(t) = õ(t)⊕ õ(tinit) o(t) = õ(t)⊕ õ(t− tdelay)

Derivative ˙̃o o(t) = ˙̃o(t) o(t) = ˙̃o(t)⊕ ˙̃o(tinit) o(t) = ˙̃o(t)⊕ ˙̃o(t− tdelay)

Obs. & Derivative õ, ˙̃o o(t) = õ(t)⊕ ˙̃o(t)
o(t) = õ(t)⊕ ˙̃o(t)

⊕õ(tinit)⊕ ˙̃o(tinit)
o(t) = õ(t)⊕ ˙̃o(t)

⊕õ(t− tdelay)⊕ ˙̃o(t− tdelay)

Table 5.2: Observation augmentations.

has two purposes: first, it accelerates learning, second, it tests whether the learner overfits or is

able to generalize to a range of unseen conditions.

The reduced set of initial conditions I uses the same lauching angle ϕ = π
4 as the full set, but

only varies the initial ball velocity by ν = {20, 30, 40} m
s and the initial distance of the agent to

the ball’s impact point D0 ∈ {−15,−7.5, 0, 7.5, 15}m. Additionally, we vary whether drag forces

apply to the ball or not. In total, this results in 30 unique combinations of initial conditions.

5.2.2 Reinforcement Learning

We now briefly detail the settings of the reinforcement learner.

CMA-ES Hyperparameters For CMA-ES, we use a candidate parameter set of size 10, and

set the maximum number of CMA-ES iterations to 10000. We set the initial variance for v to

σ2v = 15 × 1010 and for w to σ2
w

= 15. Note that setting the value of σ2v very high allows the

agent to learn either a proportional or an approximation of a bang-bang controller.

As convergence criteria, we allow a tolerance of 0.1 with respect to variance in the cost

L†
terminal distance and of 0.1 in the input parameters. Moreover, we vary the spatial regularization

parameter λ ∈ {0.01, 0.1}.

Note that we also tested adding L1- and L2-regularization to LCMA-ES but this did not result

in improved performance.

Curriculum To construct the curriculum of initial conditions we sort the set of (reduced) ini-

tial conditions according to initial distance D0, initial ball velocity ν and the presence of drag

(no/yes), resulting in a sequence of 30 sets of initial conditions of increasing difficulty.

Every time CMA-ES converges for one set of initial conditions from the curriculum, we pro-

ceed to the next set and multiply the variance parameters σv and σw by 1.2. In preliminary

experiments this gave the better performance as it avoided premature convergence, that is con-

vergence before the end of the curriculum is reached.

We also compare to optimization without a curriculum, that is setting I to all initial condi-

tions; however, this consistently leads to significantly worse performance and we thus omit the
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analysis of these results in the following section.

For each combination of input augmentation, regularization parameter setting and initial

condition selection (curriculum or not), we run CMA-ES five times with different random seeds

and report the best result for every run.

5.3 Results

0 1 2 3 4 5

Both & delay (ot ⊕ ot−tdelay ⊕ ȯt ⊕ ȯt−tdelay) [λ = 0.01]

Both & tinit (ot ⊕ otinit ⊕ ȯt ⊕ ȯtinit) [λ = 0.01]

Both (ot ⊕ ȯt) [λ = 0.01]

Derivative & delay (ȯt ⊕ ȯt−tdelay) [λ = 0.10]

Derivative & tinit (ȯt ⊕ ȯtinit) [λ = 0.10]

Derivative ȯt [λ = 0.01]

Observation & delay (ot ⊕ ot−tdelay) [λ = 0.10]
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4.73
0.30

0.13

Figure 5.2: Average terminal distance when learning policies on different types of observations.
Values annotated by a star indicate that the corresponding bar exceeds the bounds of the figure.

Figure 5.2 shows the performance of the linear policies learned by CMA-ES, applied to the

nine different types of augmented observations. It also includes the performance of the baselines

COV-IOo and COV-OACo. We see that the type of observation augmentation has the biggest

influence on the result. Moreover, we see that the best results are achieved when using a spatial

regularization λ = 0.1.

We now study which type of observation augmentations perform best. We see that the best

results are achieved when using o = ˙̃ot⊕ ˙̃otinit , resulting in a terminal distance of 0.03, followed

by o = ˙̃ot⊕ ˙̃ot−tdelay with terminal distance of 0.19. None of the other observation augmentation

types yields competitive results, except for the policy that uses o = õt ⊕ õtinit ⊕ ˙̃ot ⊕ ˙̃otinit ,

achieving 0.61 average terminal distance. We hypothesize that it performs slightly worse than

the two best policies because the augmented observation is more high-dimensional, containing

both õ and ˙̃o. This leads to overfitting and thus decreases performance.

Interestingly, the two best policies also slightly outperform the supervised baselines. They

seem to have adapted better to the imperfections of the sensor with respect to the control task,

rather than only adapting to the task of predicting the supervised signal.
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Figure 5.3: Analysis of policy parameters, with CMA-ES applied to ot = (ȯt, ȯtinit). ρ̄ denotes
the correlation coefficient, m and b the slope and intercept of the linear fit.

5.3.1 Learned Policies Are Equivalent to COV-IO and COV-OAC

The quantitative analysis shows that it is possible to learn a successful ball catching policy di-

rectly on observations, using generic reinforcement learning. We now turn to a qualitative

analysis, by studying what type of policy has been learned, and whether one of the policies

implements one of the angular controllers presented in the previous chapter. To answer this

question, we will study the control outputs and the parameters learned by the two best policies

and compare them to the parameters of the baselines policies.

The two best policies resulted from applying CMA-ES on the augmented observations o =

˙̃ot ⊕ ˙̃otinit and o = ˙̃ot ⊕ ˙̃ot−tdelay , we thus focus on these ones. In the following, we state our

main results and provide all details in Appendix B.2.3.

First, we observe that the CMA-ES policies compute a bang-bang control policy: for both the

value of v is very high (|v| > 1011). This facilitates our comparison because we implemented the

baseline policies as bang-bang controllers, too. Next, we compare the policies with respect to the

control output they compute. We use the data used to train the baseline policies, discretize the

output of both controllers {−1, 0, 1} and use a zero-one loss (defined in Appendix A.2, Eq. A.4)

to compare the outputs. We obtain a similarity of 0.89 for COV-IOo vs. o = ˙̃ot⊕ ˙̃otinit and 0.77 for

COV-OACo vs. o = ˙̃ot ⊕ ˙̃ot−tdelay . This shows the outputs are similar, in particular for COV-IOo,

although not exactly the same.

Finally, we compare the pixel-specific weight vectors w. Figures 5.3 and 5.4 show a com-

parison of the learned policy weights (blue solid curves) to the weights of the baseline policies

(green dashed curves). At first sight, they do not look similar at all. We hypothesize that this

results from the fact that not all entries in w are relevant for control. This can be the case if the

ball always occupies the same area in the camera image, for example because it never passes

above the agent’s head. In this case, the ball always appears in the right part of õ and ˙̃o.
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Figure 5.4: Analysis of policy parameters, with CMA-ES applied to ot = (ȯt, ȯt−tdelay)

To investigate this hypothesis, we apply the learned policies on the set of all initial conditions

and compute a histogram over each pixel in o. This histogram is shown in the left bottom halves

of Figures 5.3 and 5.4. It confirms our hypothesis that the ball never passes the agent’s head

because the left parts are completely empty. This is a result of the fact that the ball is always

thrown from the same side and that the agent moves in such a way that it never lets the ball

pass its head. This is an indication for the stable catching behavior – but also for some form of

“overfitting” to the learning scenario.

Since the ball always occupies a certain part of the image, all weights outside this part of

the image are irrelevant for performance. We thus compare the learned weights to the base-

line weights only with respect to the relevant part of the image. The result is shown in Fig-

ures 5.3 and 5.4, upper right half. We see that, after accounting for the offset induced by

focusing on a limited set of weights, the weights align almost perfectly for COV-IOo, and ap-

proximately for COV-OACo. This means that, CMA-ES applied to o = ˙̃ot ⊕ ˙̃otinit has learned a

controller that is highly similar to COV-IOo, and a controller similar to COV-OACo when applied

to o = ˙̃ot ⊕ ˙̃ot−tdelay .

Conclusion Our analysis shows that CMA-ES learns policies that are highly similar to the COV-

IO and COV-OAC angular controllers presented in Section 4.2.3. The learned policies merely

differ in the fact that they do not generalize to the setting when the ball is thrown from the

left. However, we see no principle reason why the learned policies should not generalize to

this slightly more complex version if we train on more initial conditions. We thus conclude that

model-free reinforcement learning is able to find angular control policies. This implies that the

heuristic-vs.-optimization hypothesis does not hold for the two-dimensional ball catching problem.

73



Chapter 5 • On the Optimality of Chapman’s Angular Control Strategy

5.4 Summary

The goal of this chapter was to shed light on the key difference between so-called heuristic

and optimal approaches to decision making problems. To address this question, we cast ball

catching as a reinforcement learning problem receiving simulated images as inputs. We have

shown that, given a set of task-general assumptions, reinforcement learning is able to solve the

two-dimensional ball catching problem and learn a strategy that is equivalent to a ball catching

heuristic. This result shows that heuristics and optimization are not opposing concepts and that

Gigerenzer’s “heuristic-vs.-optimization” hypothesis stated in Chapter 3 does not hold. We will

discuss the implications of these findings in the next chapter.
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6
Summary of Learning to

Catch a Baseball

The goal of this part was to shed light on the generalist-vs.-specialist debate and on the differ-

ence between generalist and specialist approaches to ball catching. We will now summarize our

findings and conclude this part of this thesis.

Our first attempt to find the difference between specialist and generalist approaches was to

consider the latter to be based on optimization and the Cartesian representation, and to consider

specialist approaches to be based on heuristics that use the angular representation (Table 3.1).

Given our findings in the last two chapters, we have to revise this view: Chapter 5 has shown

that the specialist approach is not opposed to optimization. Moreover, we gained various in-

sights into how angular and Cartesian controllers work and learned about their advantages and

disadvantages. By collecting these insights, we can update Table 3.1 and summarize our new

findings in Table 6.1.

We will now discuss the findings that lead to the summary provided in this table.

6.1 Discussion

We will structure the discussion using the four key topics of our study, stated in the introduction

of this part: (i) the influence of the angular vs. Cartesian representation, (ii) the optimality

of angular and Cartesian controllers in and beyond the ideal case, (iii) no free lunch in ball

catching, and (iv) the heuristics-vs.-models hypothesis.
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Generalist Specialist

How to Find a Solution? (Model-based) optimal control Model-free reinforcement learning
Input Representation Cartesian:

Agent/ball position and velocity,
a, ȧ,b, ḃ

Angular:

Tangent of vertical viewing angle
θ, θ̇, θ̈, bearing angle β

Input = Markov State? yes no
Controller Type PD-control Bang-bang / P-control
Stationary Controller? No Yes

Table 6.1: Revised comparison of differences between generalist and specialist solutions to ball
catching.

6.1.1 Angular vs. Cartesian Representation

Whether we choose the Cartesian or the angular representation has a significant impact on the

complexity and the performance of the resulting controller. The angular controllers are sta-

tionary, model-free and thus very simple to execute, whereas the Cartesian controllers require

a more involved non-stationary, model-based approach. We saw that the Cartesian controllers

suffer from a well-known disadvantage of model-based control in general: the sensitivity to mod-

eling errors (Atkeson and Santamaria, 1997). However, the Cartesian approach can leverage the

model for perception and employ Bayesian filtering to decide whether to trust the observation

or the model-based prediction. This type of filtering reduces Gaussian noise more effectively

than the temporal averaging employed by the model-free angular controllers, and thus copes

better with high amounts of Gaussian noise.

Our findings raise the question about the possibility of hybrid approaches that combine

model-free angular and model-based Cartesian control. We will discuss this question at the

end of the next section.

6.1.2 Controller Optimality

Our theoretical analysis has shown that angular controllers work because they assume a constant

agent reference trajectory that, if attained by a suitable control implementation, guarantees

interception of the ball. The Cartesian controllers come with even stronger guarantees as they

result in optimal feedback controllers, given the model assumption is fulfilled.

We now discuss how these guarantees can be transferred to more general problem settings.

Chapman’s strategy in three dimensions Our theoretical analysis of the angular controllers

provided insight about the two-dimensional scenario, but it is unclear how to extend our theo-

retical results to the three-dimensional case, for example when using Chapman’s strategy with

CBA (Section 4.2.4). Although our empirical results clearly indicate that OAC generalizes to

the three-dimensional case when paired with CBA, an analytical proof to support our empirical

results is required.
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6.1 Discussion

Also the reinforcement learning experiments in Chapter 5 only addressed the simpler two-

dimensional ball catching problem. The three-dimensional scenario clearly requires more com-

plex learning techniques in order to cope with the increased dimensionality of the sensory input.

However, we strongly believe that this challenge can be addressed with current reinforcement

learning techniques, such as deep reinforcement learning (Mnih et al., 2015; Schulman et al.,

2015), given the recent success stories in this field.

Partially observable ball catching variants An interesting question is how the controllers

generalize to partially observable variants of the ball catching problem. One such variant was

presented in Section 3.2.1: it requires the agent to turn away from the ball and run open-loop

in order to catch the ball. Belousov et al. (2016) suggested a method to solve this problem,

but, as shown in Section 4.3.1.4, it is based on the Cartesian representation and thus fails for

systematic, non-Gaussian perturbations of the ball trajectory such as drag. This result raises

the question whether solutions based on the angular representation exist for the more complex

ball catching problem, too. There is a set of arguments speaking for the existence of such a

solution. First, there might be a purely model-free extension of the controller presented in

this work. Indeed, McLeod et al. (2006) already addressed the partial observability problem

(i) by introducing the generalized OAC theory. Moreover, Pennings (2003) showed that also (ii)

velocity constraints can, in certain cases, be solved by local reactive behavior, while still resulting

in a globally optimal solution. Still, both approaches are purely reactive and require the ball to

remain in the field of view for the entire time.

Model-based angular control Therefore, a model-based extension of the angular based con-

troller is required. Although we have learned that the angular representation is not Markov, it

might still violate the Markov assumption only moderately, in which case an approximate for-

ward model could be stated and combined with a Bayes filter (Thrun et al., 2005; Watter et al.,

2015; Jonschkowski and Brock, 2016). Based on this forward model, we could then apply opti-

mal control or reinforcement learning methods to learn when the agent should turn away from

the ball and when to turn back.

6.1.3 No Free Lunch for Ball Catching

An important result of our work is that angular controllers are robust to systematic deviations of

the ball’s trajectory, such as drag, whereas the Cartesian controllers cope better with Gaussian

noise. We can relate this, at least in an informal way, to the no free lunch theorem (Sec-

tion 2.1.2): every strategy makes implicit assumptions about the problem, but this come at the

price of degraded performance on other problem variants.
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Real-world experiments This raises the question about which type of perturbation, drag or

high Gaussian noise, is more relevant in realistic settings. Real world robot experiments could

shed more light on this question but so far, robot catching has been restricted to small distance

throws (Birbach et al., 2011), resulting from the difficulty to conduct controlled experiments in

a baseball setting (Nathan, 2013).

Reasoning over hidden parameters Additionally, we can try to make both types of controllers

more robust to the perturbations they are affected by. For example, the sensitivity to drag

of the Cartesian controllers could be addressed by treating the drag coefficient it as a hidden

random variable and performing inference over it (Wu et al., 2015), but such an approach

comes at the cost of high computational complexity. Addressing the Gaussian noise in angular

controller is probably best addressed by a model-based variant of angular control, as discussed

in Section 6.1.2.

6.1.4 Heuristics vs. Optimality

The reinforcement learning experiment in Chapter 5 showed that angular controllers are optimal

with respect to generic assumptions: the angular controller is not at odds with optimization but

results from learning with task-general biases. These biases are indispensable for learning, as

pointed out by the no free lunch theorems, but they are far less task-specific than the biases

that Gigerenzer considers to be part of his “adaptive toolbox” (Gigerenzer et al., 2011). At the

same time, they are more concrete than the adaptive toolbox, as they are well-formalized and

can thus be easily transfered to other problem domains. Yet the biases we used were too strong

to learn a Cartesian representation of the task. Although this does not affect the argument that

we want to make, it would be interesting to train a more complex model with lower bias and

analyze the representation that is learned, as to whether it resembles the angular, Cartesian or

a mixture of both controllers.

Furthermore, our experiments did not touch upon the Gigerenzer’s heuristics-vs.-models hy-

pothesis, which states that heuristics are superior to model-based reasoning. We believe that

a reinforcement learning experiment that tackles the partially observable variant of the ball

catching problem, presented in Section 6.1.2, can shed light on this question.

6.2 Conclusion

In this part, we studied the ball catching problem with the goal of investigating the relationship

between specialist (heuristic) and generalist (optimization-based) approaches to control. We

found out that heuristics employed by specialists are by no means opposed to the optimization

principles favored by generalists. Instead, the seemingly heuristic representation can be moti-
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vated from a theoretical point of view and be obtained using a generic optimization approach.

Therefore, the key difference between these approaches has to be sought in the representation,

angular vs. Cartesian, which has the most significant impact on the agent’s ability to solving the

ball catching problem.

The ball catching problem clearly illustrates the importance of choosing the right repre-

sentation for a problem, one of the open challenges in robot reinforcement learning (Kober’s

challenge #1, Chapter 1). The representation leaves out unnecessary information and exposes

the relevant aspects of the problem space – in the case of ball catching, it pretty much is the

solution. The fact that the optimal representation can be obtained both by engineering heuris-

tics and through optimization confirms our initial hypothesis that the generalist and specialist

view emphasize two different aspects of decision making – but can lead to the same solution,

as shown for the ball catching problem. However, the current formulation of the ball catch-

ing problem prevents us from confirming or refuting the heuristics-vs.-models hypothesis, which

states that heuristics are superior to predictive modeling in general. The reason is that we can-

not address this hypothesis is that the angular representation makes it trivial to infer the control

signal, rendering predictive modeling largely futile. Although our results confirmed that predic-

tive modeling is prone to failures when relying on imprecise models (Kober’s challenge #3) we

must not conclude from that model-based approaches are deficient per se. As discussed in the

previous section, more complex instances of the ball catching problem (Belousov et al., 2016)

might not be solvable without some sort of model-based reasoning, and only by studying such

instances we will also be able to confirm or refute that heuristics-vs.-models hypothesis.

We conclude this part by arguing that finding the right solution to a decision making or

control problem is orthogonal to the generalist and specialist approach, and thus requires a

reconciliation of these views: (i) We need generalist, optimality-based learning to solve problems

that we cannot solve directly through engineering. But since brute-force, uninformed learning

requires large amounts of data even for problems as simple as the ball catching problem (ii)

we must also embrace the specialist view. It is required to gain insights into specific problems,

which we can first turn into task-specific biases and eventually into biases that generalize over

entire sets of problems. Our view that solving decision making and control problems requires

a trade-off between biases and learning is clearly supported by the bias-variance and the no

free lunch theorems in supervised learning, and we believe that future work should – rather

than arguing in favor of one or the other extreme – study how to effectively balance biases and

learning in decision making and control.

We will provide further support for our stance in the generalist-vs.-specialist debate in Chap-

ter 12. We will argue that the success of any approach to a decision making problem depends on

the decomposability of the problem, and on whether the approach decomposes the problem in a

suitable way. This perspective will allow us to understand angular and Cartesian controllers as
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different decompositions of the ball catching problem, and thus provide a better understanding

of this problem than the generalist-vs.-specialist distinction.
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2PART

Learning to

Manipulate Articulated Objects
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Motivation

Figure 6.1: Door with rev-
olute joints shown in red
(dashed line: axis; solid ar-
row: direction of rotation).

The first part of this thesis studied the question of how a robot

should move in order to intercept a ball. Our formulation of this

problem did not involve any interaction, neither with the ball nor

with the rest of the environment.

In this second part of the thesis, we will study an interactive

problem, object manipulation. One aspect that makes this problem

more difficult than the problem considered in Part I concerns pre-

dictability: in manipulation settings, it is very difficult for a robot

to predict the effects of its actions. This results from the fact that

the robot’s actions affect not only its own state but also the state of

the objects that the robot manipulates. Predicting how an action

influences an object’s state requires detailed knowledge about the

object’s dynamics, but these can vary greatly from object to object

and are difficult to infer from sensory data.

In the following, we will study how robots can learn to manip-

ulate unknown articulated objects by interacting with them. Artic-

ulated objects are composed of rigid parts that are connected by

joints. Such objects are ubiquitous in human-made environments

– doors, drawers, laptops, scissors, pliers and faucets are just a few examples of articulated

objects that we use in our everyday life. An important prerequisite for successfully using these

objects is to know their kinematic structure: doors unlock by bringing handles and keys into

certain configurations, scissors cut by moving the two rotary blades towards each other, and so

on. In many cases, the relative configuration of rigid parts can be translated into a meaningful

description of the world state: whether we consider a door to be “open” or “closed” is directly

related to the configuration of the joint connecting door leaf and wall.

In contrast to superficial properties of objects like color and shape, the kinematic structure

of unknown objects can only be discovered by interaction – be it caused by the robot itself or

by another agent. Moreover, objects with similar kinematic structure can vary greatly in their

visual appearance. Hence, a robot deployed in human-made environments requires the ability

to learn how to manipulate them by interaction – the ability that we will study here.

Approach

Manipulating unknown articulated objects is a difficult problem that requires a variety of per-

ceptual, motor and learning capabilities. Our focus will lie on the following subproblems:
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(i) choosing actions for exploring the kinematic structure of unknown articulated objects,

(ii) learning background knowledge for becoming more effective at exploring unseen articu-

lated objects,

(iii) identifying functional dependencies between joints,

(iv) learning push and pull actions for actuating joints.

To illustrate these problems consider the door depicted in Figure 6.1, a prototypical artic-

ulated object that will continuously reappear throughout our experiments. The door consists

of two rigid parts, a door leaf and a handle, connected by a revolute joint. The door leaf is

connected to the wall by a revolute joint, too. We assume that the robot has never seen the door

before and does not know how to open it.

Choosing the right action to find out about the joints connecting door and wall as well as door

and handle is what Problem (i) is concerned with. In our work, we will use a simple exploration

strategy to address this problem and focus on linking exploration more tightly to Problem (ii),

acquiring background knowledge to become more effective at revealing the joints of unknown

objects. This allows the robot to transfer knowledge acquired from previous interactions with

doors to novel unseen doors. We will present an approach for learning background knowledge

in the form of a forward model that predicts whether the robot’s actions reveal a new joint

and whether it changes the configuration of an articulated object, given the perceived object

properties.

Tightly linked to the two previous problems is Problem (iii): certain joints can only be ac-

tuated and thus revealed if some other joint has been brought into a particular configuration

before. For example, the joint connecting the door with the wall can only be actuated if the door

has been unlocked by pushing down the handle. We call such relationships functional dependen-

cies and we will focus on learning background knowledge (forward models) that captures these

dependencies.

Finally, Problem (iv) addresses the task of learning actions for manipulating articulated ob-

jects. Importantly, we do not approach the two problems of learning actions and forward models

in isolation, which is the traditional approach, but tightly couple these two problems. The rea-

son is that the relevance of an action is tightly coupled to its forward model – and vice versa: a

forward model is only relevant if the underlying action representation reliably evokes the pre-

dicted effects. Conversely, an action is only relevant if the robot can predict its effects with

high certainty. Thus, the two learning problems are intrinsically coupled and we will present an

approach to solve them jointly.
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Rigid Body Assumption

In this work, we confine ourselves to articulated objects that are composed of rigid, non-

deformable parts. This assumption excludes many objects from our study, such as fabrics, liq-

uids, and many others. Although there is “no free lunch” for any assumption, we see several

reasons that support the rigid body assumption. First, the focus of this thesis lies on learning

and thus requires us to leverage prior work in perception and manipulation. These areas are

far more advanced when it comes to dealing with rigid than with deformable objects. Second,

current perception and manipulation approaches for articulated objects were shown to general-

ize to semi-rigid objects, too, at least to some extent (Martín-Martín and Brock, 2014). Finally,

a significant number of relevant objects in human-made environments is rigid or articulated.

Thus, being able to successfully manipulate such objects constitutes a highly useful skill for a

robot.

Symbolic Abstraction Assumption

Another key concept underlying all learning approaches in Part II is symbolic, relational ab-

straction. As mentioned before, learning forward models that involve unknown objects is very

difficult. Therefore, we do not attempt to learn models on a detailed physical level but only on

an abstract level. To learn such models, we employ relational representations. These represen-

tations naturally capture environments as being composed of an unbounded number of entities,

their properties, and relationships between them. This structure directly maps to articulated

objects: the rigid body parts are entities with appearance properties and spatial and kinematic

relationships to other rigid parts. We will exploit this structural correspondence in our learning

approaches presented in the next chapters.

Contributions

Our work addresses the problem of manipulation of unknown articulated objects by developing

methods for relational and continuous reinforcement learning and by applying them to the sci-

entific problems (i)-(iv) presented in the previous section. We rely on previous work (Katz et al.,

2008; Lang and Toussaint, 2010) to address Problem (i) and make the following contributions

to (ii)-(iv):

(ii) To learn background knowledge for becoming more effective at exploring articulated ob-

jects, we propose a task-sensitive approach for relational forward model learning, which

takes into account the reward structure of the problem for learning (Chapter 9).

(iii) We show that the learned background knowledge captures functional dependencies be-

tween joints.
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(iv) We present an approach for coupled learning of continuous (push and pull) actions and

relational forward models (Chapter 10).

Outline of Part II: Learning to Manipulate Articulated Objects

We now give a brief outline of the structure of Part II.

Chapter 7 presents the perceptual and motor skills required to apply our learning approaches

on a real robot.

Chapter 8 will introduce relational reinforcement learning, the machine learning paradigm

that underlies the methods we develop.

Chapters 9 and 10 form the main contribution of Part II. Chapter 9 presents a relational

approach for learning background knowledge and functional dependencies for articulated ob-

jects. Chapter 10 introduces a method for coupled learning of action parameters and relational

forward models. It includes an experimental evaluation both in simulation and on a real robot

platform.

Chapter 11 will conclude Part II by discussing and summarizing our results.
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7
Perception and Motor Skills for

Manipulating Articulated Objects

We will now briefly present the perception and motor skills required to instantiate the learning

approaches developed in this thesis on a real robot. We will intentionally keep this chapter brief

and informal. The reason is that perception and motor skills are not the main focus of this

thesis, and the presented skills only partially form our own contribution. Still, it is essential to

understand the key ideas that underly the implemented skills, both for understanding the real-

world experiments presented in Chapter 10 and for widening our perspective in the discussion

of decomposability in artificial intelligence in Chapter 12.

7.1 Perception of Articulated Objects

Learning to manipulate articulated objects requires a variety of perceptual capabilities. Here,

we focus on extracting an object’s kinematic structure, tracking the object’s pose and its joint con-

figuration during the interaction, and extracting geometric information about the object.

Acquiring kinematic and visual information about objects is an important prerequisite for

learning about them and for generalizing to novel objects with similar visual appearance. The

method presented here is a first step towards this goal as it allows to reconstruct the kinematic

structure and the geometric shape of an object experiences generated by interaction. We will

now give a high-level explanation of the key principles underlying this method. All technical

details, a discussion of the related work and a thorough experimental evaluation of the presented
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(a) Reconstruction of a rotating object with partly
uniform and partly textured surface. Left: the front
side of the object allows feature-based tracking due
to textured surface. Right: once the object rotates,
all point features are lost and successful tracking
relies on shape.

(b) Reconstruction of a rotating globe, viewed from
the top. Left: partial approach where no feedback
from shape reconstruction is used for tracking. The
spherical globe appears elliptic. Right: the inte-
grated approach results in a much more complete
and spherical shape model.

Figure 7.1: Examples illustrating how an integrated approach for solving perceptual problems
improves both tracking and reconstruction. ( c© 2016 IEEE)

approach can be found in Martín-Martín and Brock (2014) and in our paper (Martín-Martín,

Höfer, and Brock, 2016).

7.1.1 Interdependency of Perceptual Tasks

The key insight underlying the presented approach is that the perceptual tasks of pose tracking,

kinematic structure estimation and shape reconstruction naturally complement each other: to re-

construct the shape of an object, it is necessary to integrate multiple views of the object under

the assumption that the relative poses of the views are known (Krainin et al., 2011). On the

other hand, to track the pose of an object, methods commonly rely on knowledge of the ob-

ject’s shape and its location in the image (Wuthrich et al., 2013; Choi and Christensen, 2013).

Similarly, the estimation of kinematic structure of unknown objects is facilitated by knowing

the poses of its rigid parts – but knowing the kinematic structure can also improve pose estima-

tion (Martín-Martín and Brock, 2014).

Since each of these problems requires input that can be provided by solving the other prob-

lem, we combine them in a synergistic manner so that each subproblem provides helpful in-

formation to the others. The tight coupling of subproblems enables perception of previously

unseen articulated objects, when partial solutions would not be applicable: it allows to effec-

tively combine feature-based tracking, which is only applicable for textured objects, with shape-

based tracking, which requires a geometric model of the object (Figure 7.1a). Moreover, shape

information greatly improves the accuracy of tracking over purely feature-based methods and

neglecting it can result in skewed shape reconstructions (Figure 7.1b).

How we combine the subproblems is illustrated in Figure 7.2. We see that the rigid body pose

tracker communicates with the feature tracker and the kinematic structure estimation compo-
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Tracking

Shape-Based
Segmentation

Kinematic
Structure

Estimation

Feature-Based

Feature
Tracking

Shape-Based

Motion
Segmentation

Region Growing

Shape
Reconstruction

Consistency

Filtering

Figure 7.2: A schematic illustration of our approach for integrated pose tracking, kinematic
structure estimation, shape reconstruction and shape tracking (Martín-Martín et al., 2016). The
red dashed line indicates the components that were developed previously by Martín-Martín and
Brock (2014).

nents (red dashed box on the left). This set of components has been developed previously by

Martín-Martín and Brock (2014) and forms an integral building block of our approach. It will be

described in the next section. Figure 7.2 further shows that the rigid body pose tracker passes

information to and receives information from the shape reconstruction component (right). Inter-

estingly, motion-based and shape-based objects segmentation serves as the connection between

these two components. We will describe these components in Section 7.1.3.

7.1.2 Feature-Based Tracking and Kinematic Structure Estimation

The fundamental building block of our method is a combined approach to motion tracking

and kinematic structure estimation, Online Interactive Perception (Online IP) (Martín-Martín and

Brock, 2014). It corresponds to the components inside the red dashed box in Figure 7.2.

Online IP is composed of three interconnected processes: a 3-D point feature tracker main-

tains a set of tracked point features. Their locations and velocities are then passed to a rigid

body tracker which groups coherently moving features to rigid bodies. Finally, a joint tracker

estimates the kinematic constraints between the rigid bodies. The key of Online IP is the inter-

communication between these three processes to mutually improve each other’s results.

As these will be important in the next chapters, we briefly describe the kinematic constaints

detected by Online IP. A kinematic constraint consists of a joint type (revolute, prismatic, rigid

or unconstrained), the joint axis and joint variable (angle or displacement) and, for revolute

joints, a point on the axis. A revolute joint corresponds to a hinge, such as for the door depicted

in Figure 7.3a, a prismatic joint acts like a slider and is often found in drawers such as the one

depicted in Figure 7.3b. Additionally, Online IP is able to identify rigid constraints (no relative

motion between parts) and unconstrained joints (neither rigid, nor prismatic, nor revolute).

7.1.3 Integrating Online IP with Shape Tracking and Reconstruction

The information about object motion and location from Online IP serves as an initialization for

the shape reconstruction and tracking components.
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(a) Door with revolute joint. (b) Drawer with prismatic joint.

Figure 7.3: The robot’s camera view during an interaction. The left images show the detected
joint, the right images show the extracted shape of the manipulated object. Details about the
experimental setup will be presented in Section 10.5.

First, the information triggers a motion segmentation. We apply the common approach of

performing a change detection in the images of two subsequent time steps by computing a

difference image (Fitzpatrick, 2003). However, image differencing is prone to detecting false

positives by attributing changes of the environment to the motion of the object. To reject false

positives, we exploit the object’s current pose estimate obtained from the rigid body tracker to

reject areas that change inconsistently with respect to the known motion of the object.

The computed segments are then passed to the shape reconstruction component. This com-

ponent aggregates the segments using the pose information into a coherent shape model. Since

regularly shaped objects with uniform color usually generate sparse motion segments, we use

region growing to expand the motion segments based on similar color, similar surface normals

and coherent motion. Finally, we reject errors in tracking and overly optimistic extensions due

to region growing by performing depth consistency filtering: we project the shape model into the

current image and remove areas that are inconsistent with the current view.

The resulting shape model is fed back to a shape-based tracking component, which at the

same time performs a shape-based segmentation. In order to use the shape for tracking, we

transform the current shape model using the tracked pose of the object and project it into the

current image. By comparing the difference between the projected shape and the current image

(using the iterative closest point (ICP) algorithm, Pomerleau et al., 2011, we obtain a segmenta-

tion of the object and a new estimate of the object’s pose in the image. We then use this estimate

update to improve the current feature-based pose estimate. This concludes one iteration of the

algorithm, and the whole procedure restarts in the next time step. Chapter 10 will show how

this approach performs in practice and how it integrates with our learning methods.

7.2 Manipulating Articulated Objects

Besides perceptual skills, manipulation of objects requires suitable motor skills. We will now

briefly present the motion generation capabilities implemented in the robot experiment pre-
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sented in Chapter 10. In this experiment, the robot interacts with the environment by instanti-

ating motion plans that consist of task-, joint- and force-space controllers. The structure of each

plan is pre-defined but can be parametrized using the robot’s perception and learning compo-

nents. We will highlight two aspects of our approach to motion generation, hybrid automata and

force control, as we consider them particularly relevant for manipulation of articulated objects.

For more details on all other aspects of motion generation, we refer the reader to Craig (2004)

or other robotics textbooks.

7.2.1 Hybrid Automata

We equip the robot with pre-defined motion plans which are parametrized by the final grasping

position and pulling direction. Each motion plan is represented as a hybrid automaton (Egerst-

edt, 2000; Eppner et al., 2016), a state machine consisting of continuous joint and task space

controllers as states (called control modes) and sensor events triggering state transitions (con-

trol switches). The motion plans used in our experiments consist of joint controllers to move

the robot to a “home” position, of task space controllers to approach the grasping point and of

control switches that trigger when a desired position is reached or a force threshold is exceeded.

A hybrid automaton enables the robot to efficiently exploit feedback. This feature is particu-

larly useful for interacting with unknown objects, where unexpected error require adapting or

aborting a motion plan.

7.2.2 Force Control

The hybrid automaton not only enables the robot to exploit feedback but also allows us to

compose motions defined in different spaces. Apart from the joint and Cartesian spaces, the force

space is particularly useful for manipulation of articulated objects. We use a velocity impedance

controller as suggested by Karayiannidis et al. (2012), relying on the implementation by Martín-

Martín and Brock (2017). The key feature of this controller is that it can adapt the orientation

of the end-effector (the robot’s hand) given the forces the robot feels using its force-torque

sensor. This feature is very useful if the robot does not know the type or parameters of the

joint it actuates beforehand. In this case, impedance control allows the robot to adapt the

initial pulling direction to the object’s motion constraints imposed by the joint. To that end,

the velocity-impedance controller maintains a desired velocity of the end-effector in the desired

pulling direction by adapting the exerted force while being compliant in the other directions.

7.3 Related Work

We conclude this chapter with a discussion of previous work that addresses perception and

motor skills for manipulating articulated objects.
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7.3.1 Perception of Articulated Objects

In contrast to superficial properties of objects like color and shape, the kinematic structure of

unknown objects can only be discovered by interaction. This insight motivates the concept of

interactive perception (Katz and Brock, 2008; Bohg et al., 2016) that elucidates how interac-

tion facilitates – or, in the case of articulated objects, is indispensable for – perception. A large

part of the initial work on joint discovery using interactive perception has concentrated on the

problem of visually perceiving kinematic structure from motion (Katz and Brock, 2008; Sturm

et al., 2009; Martín-Martín and Brock, 2014). Alternative sensing capabilities like force sensing

(Endres et al., 2013; Karayiannidis et al., 2013) have been explored, too. Closely related to the

discovery of joint structure is the segmentation and visual reconstruction of articulated objects.

In this work, we estimate kinematic structure using the method suggested by Martín-Martín and

Brock (2014) and extend it to track and reconstruct geometric shapes (Martín-Martín, Höfer,

and Brock, 2016), as discussed in Section 7.1. Approaches addressing the same problem were

presented by Stückler and Behnke (2015) and Ma and Sibley (2014). Although these methods

are restricted to rigid non-articulated objects they share the same insight about the intercon-

nectedness of perceptual problems with our method. Stückler and Behnke (2015) suggest to

combine object tracking, segmentation and reconstruction using an expectation maximization

algorithm. Ma and Sibley (2014) propose to build on top of KinectFusion (Newcombe et al.,

2011) by first building a model of the environment and then consider any part that becomes

inconsistent with this model a new object.

7.3.2 Learning Manipulation Skills for Articulated Objects

Robots receive continuous-valued sensory observations and generate continuous motor sig-

nals. Therefore, continuous state and action (vector-)spaces are the common choice for applying

machine learning, and particularly reinforcement learning in robotics. As mentioned before,

though, many robotic scenarios involve multiple objects and require abstract reasoning about

the relationship between these objects, and thus some notion of objectness, which is difficult

to get from vector-space representations. We will address this requirement by employing rela-

tional representations, which we will explain in the next chapter, and now focus on learning

robot manipulation skills for articulated objects in general.

A popular approach for learning manipulation skills is (model-free) policy learning (Peters

and Schaal, 2008; Deisenroth et al., 2013). This approach is very effective at learning gen-

eralizable robot motion but commonly does not take objects into account explicitly and thus

does not generalize over different objects. Therefore, a large body of work tries to learn how

objects behave under different types of manipulation. Most of this work focuses on pushing

scenarios where the robots generate training data either by performing random interactions
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with objects (Kopicki et al., 2011; Finn and Levine, 2016) or human demonstrations (Ridge and

Ude, 2013). A drawback of these approaches is that they do not employ much prior knowledge

about physics, which renders the learning problem more difficult and requires more data, and

is currently restricted to pushing motions. Therefore, recent works tries to incorporate physical

knowledge into learning, for example in the form of a physical simulator (Lake et al., 2016).

This knowledge can be leveraged either by using a physical simulator for generating training

data (Lerer et al., 2016) or by performing inference over the latent object properties, such as

friction and weight (Scholz et al., 2014; Wu et al., 2015), and then feeding the inferred proper-

ties into a physical simulator to make predictions. However, current approaches are still limited

in the number of latent variables they can handle due to the computational complexity of the

inference problem. Moreover, it remains unclear on which level of detail dynamic models have

to predict; studies have shown that humans perform worse on such prediction tasks than might

be expected (Kaiser et al., 1985). This motivates learning abstract dynamic models, for example

in the form of the relational models explained in the next chapter.

7.4 Summary

In this chapter, we have introduced the perception and motor skills required to instantiate our

learning approaches on a real robot. Moreover, we have provided an extensive discussion of the

related work on perceiving and manipulating articulated objects. The next chapter will provide

the fundamentals required to formalize and understand the developed learning approaches by

giving an introduction to relational reinforcement learning.
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Background on

Relational Reinforcement Learning

In the previous chapter, we have introduced the problem of learning about articulated objects.

We realized that these objects consist of subparts that are connected by joints, and that their

configuration effectively captures world states that are important for a robot – for example

whether a door is open or not. We will now explain how to leverage this structure in machine

learning by introducing statistical relational learning and relational reinforcement learning.

The main idea of relational learning is to combine first-order logic with statistical machine

learning. Whereas statistical learning allows to take in large amounts of data and to effectively

deal with uncertainty, logic-based approaches provide a rich representation of the data as being

composed of an unbounded number of entities, their properties, and relationships between

them. As explained before, this representation can be directly mapped onto the structure of

articulated objects, and we will exploit this structural correspondence in our learning approaches

presented in the next chapters.

To provide the background required to understand the presented approaches, this chapter

will introduce basic concepts of first-order logic and give an overview of relational reinforcement

learning (Džeroski et al., 2001; Van Otterlo, 2005).

Since background on statistical machine learning has already been covered in Chapter 2, we

will begin this chapter with a primer on first-order logic. We will then continue with a formaliza-

tion of the relational reinforcement learning problem and present an algorithm for model-based

relational reinforcement learning. This algorithm will form the basis of the learning approaches
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presented in the next chapters. We will conclude this chapter with a detailed discussion of the

related work in the field of relational learning for robotics and manipulation.

8.1 Primer on First-Order Logic

Relational learning has its roots in first-order logic. We now introduce basic concepts from first-

order logic but keep notational burden to a minimum and focus on concepts and formalisms

required to understand the following chapters. For a more thorough introduction, see Getoor

and Taskar (2007) or Raedt et al. (2016).

The main idea of first-logic logic is to represent data, for example the state of the environ-

ment, as being composed of entities with relationships between them. A data point is repre-

sented as a logical formula. Consider the following two examples for logical formulas:

Example 1. Two logical formulas:

door(X), handle(Y ), box(Z), attached(X,Y ), (8.1)

box(o1), handle(o2),¬blocks(o1, o2). (8.2)

A formula is composed of (logical) variables (X,Y, Z, . . . ∈ X ), constants (o1, o2, . . . ∈ O)

and predicates (frame, door, handle, and so on). A predicate (also called relation) describes a

property of an entity or relationships between entities. The number of arguments a predicate

takes is called its arity, for example, door is a unary and attached a binary (also called dyadic)

predicate. Variables are place-holders whereas constants refer to concrete entities, for example

objects in the world. The process of replacing variables with constants is called logical grounding,

and formally it is given by a substitution σ : X → O that uniquely maps variables to constants.

Formulas that contain only variables are called abstract (such as Eq. 8.1), and they are called

grounded (such as Eq. 8.2) if they only contain constants.

Note that predicates and constants do not “mean” anything per se, and we will refer to

them as symbols. Establishing a link of a symbol to entities in the world is often called symbol

grounding1 for predicates, and symbol anchoring for constants. We will discuss symbol grounding

in more detail in Section 10.6.

Given a predicate p, any expression of the form p(X) or p(o1) is called a (positive) literal.

Literals form the basic building blocks of a formula as they can evaluate to true or false. A literal’s

truth value is negated by the ¬ sign, and we call an expression of the form ¬p(X) or ¬p(o1) a

negative literal. Additionally, we connect literals by using a conjunction (“and”, written as ∧ or

simply ,) or a disjunction (“or”, written as ∨). A conjunctive formula evaluates to true if all

contained literals are true, a disjunctive formula if at least one literal is true. In the following,

1Apart from being heavily debated (Harnad, 1990), the term also introduces some ambiguity, as symbol ground-
ing has to be distinguished from the logical grounding described above.
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we will mostly deal with conjunctive formulas. To facilitate notation when manipulate such

formulas, we will treat a conjunctive formula as a set of literals. This enables us to apply set

operations like intersection and difference to such formulas.

Note that all previous explanations describe classical, non-probabilistic logic. Probabilistic

mainly differs from classical logic by introducing uncertainty about variables and/or the truth

value of literals and formulas. In this thesis, we confine ourselves to deterministic predicates,

but consider uncertainty about formulas, as described in the next section.

Moreover, classical logic is restricted to discrete predicates, whereas many relational learning

formalisms can deal with continuous-valued predicates, too (for example, a predicate could

contain information about the relative pose of two objects). Here, we assume that all predicates

are discrete and we discuss the benefits and drawbacks of this assumption in Section 10.6.

8.2 Relational Reinforcement Learning

In this work, we aim to solve manipulation tasks that involve reasoning about multiple objects

and their configurations. Solving these types of tasks with standard reinforcement learning ap-

proaches, as presented in Section 7.3.2, is challenging because states and actions are continuous,

high-dimensional and the forward model is highly nonlinear and difficult to find.

Therefore, we define, in addition to the continuous MDP (Section 2.3) that captures the real

world dynamics on the low level, a second, relational MDP that forms a high-level, abstract

representation of the world. We will use ·̄ to indicate low-level, continuous-valued, and ·̄ to

indicate high-level relational quantities. When referring to both the continuous and relational

quantity we omit the bars.

We define the relational MDP as (S̄, Ā, T̄, R̄, γ). We ensure that the continuous and the re-

lational MDPs are consistent by deterministically mapping each continuous state
¯
s ∈

¯
S to a

relational state s̄ ∈ S̄, and by assuming equivalent reward functions (
¯
R(

¯
s) = R̄(s̄) for all pairs

of corresponding states
¯
s, s̄). Given the relational MDP, the robot’s goal is to find the optimal

relational policy π∗ : S̄ → Ā that maximizes the expected discounted sum of rewards: the re-

lational reinforcement learning problem (Džeroski et al., 2001). As in continuous reinforcement

learning, this problem can be approached in a model-free or model-based fashion.

Both approaches presented in this work are model-based. This approach is highly effective

in the relational setting, as the relational model T̄ can be learned more easily from data than

¯
T (Pasula et al., 2007). To apply model-based learning in a relational setting, we require two

components. First, we need a way to learn an approximation of the transition function, the

forward model T̄ (and, if necessary, the reward function R). We will use and adapt the algorithm

by Pasula et al. (2007), presented in Section 8.2.4. Second, we must be able to compute a policy

using the model. For this, we will use the relational planner introduced by Lang and Toussaint
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(2010) and explain it in Section 8.2.5.

We will now introduce the entities that are part of the previously defined continuous and

relational MDPs.

8.2.1 State and Action Representation

blue

frame o1

jointClosed

jointOpeno3

joint

handle

joint

o2plane

Figure 8.1: Visual depiction of the
relational representation used to de-
scribe articulated furniture objects.

In this work, a continuous state
¯
s ∈

¯
S represents a scene

consisting of multiple objects o ∈ O in a certain config-

uration. The relational state s̄ ∈ S̄ maps
¯
s to a conjunc-

tive formula capturing the properties and configuration

of the objects in the scene.

The continuous actions
¯
a ∈

¯
A are assumed to be

vectors in some finite-dimensional parameter space. In

our experiments, the robot pushes and pulls objects

into different directions. Such actions can be formal-

ized in different ways, for example, as a force applied

at a (grasp) location. To use the continuous action for

relational learning, it is mapped to a relational action

symbol. Based on this symbol, we can instantiate a re-

lational action ā for a manipulated object o, for example ā = pull(o).

Example 2. The cabinet in Figure 8.1 can be described by the following relational state.

frame(o1), plane(o2), blue(o2), handle(o3), joint(o1, o2), joint(o2, o3), (8.3)

jointClosed(o1, o2), jointOpen(o2, o3),

An action that pulls the handle away from the door plane is, in relational form, given by ā =

pull(o3). The continuous representation of the action
¯
a depends on the action parametrization and

will be discussed in Chapters 9 and 10.

8.2.2 Experiences

In our experiments, the robot collects data by choosing relational actions ā ∈ Ā (or by directly

choosing continuous actions
¯
a ∈

¯
A in Chapter 10), executing them and observing the effects.

Formally, this yields a set of experiences in continuous and relational form E = {((
¯
e, ē)i}Ni=1

where
¯
e denotes the continuous experience

¯
e = (

¯
se,¯

ae,¯
s′e, re), containing continuous predeces-

sor and successor state, continuous action and reward. The relational experience is defined

analogously as ē = (s̄e, āe, s̄
′
e, re). To explicitly state which type of experience is necessary in

which learning step, we will denote by
¯
E the set of continuous experiences and by Ē the set of
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relational experiences. Moreover, ∆ē = s̄′e \ s̄e denotes the state effect, that is the set of all logical

predicates differing between s̄e and s̄′e; we call ∆ē = ∅ a void effect.

Example 3. When opening the door of the cabinet in Figure 8.1, the state effect is

∆ē = jointOpen(o1, o2),¬jointClosed(o1, o2). (8.4)

In Chapter 10 we will need to refer to all experiences in Ē with the same effect. We formalize

this by stating the equivalence relation ∼∆ that holds if two experiences ē, ē′ have the same

effect: ē ∼∆ ē′ ⇔ ∆ē = ∆ē′. Each equivalence class [ē]∆ := {ē | ē′ ∼∆ ē} then only contains

experiences with the same effect.

8.2.3 Relational Forward Models

Applying model-based reinforcement learning in a relational setting requires (i) the ability to

deduce a relational forward model T̄ from experiences and (ii) to compute a policy using T̄

(and the reward function R). We will now present the formalization of T̄ used in our work and

cover learning it in the next section. Section 8.2.5 will present a way to compute a policy using

relational planning.

We define the forward model as a (probabilistic) function T̄ : S̄ × Ā × S̄ → [0, 1] consisting

of a set of noisy indeterministic deictic (NID) rules (Pasula et al., 2007). Each NID rule τ ∈ T̄

predicts which effects an action ā can have on the state. NID rules are a more expressive version

of STRIPS rules (Fikes and Nilsson, 1971): they are able to represent deictic references, which

identify objects that are not the direct target but affected by the agent’s action (for example,

the table on which a grasped object was standing); and they allow for probabilistic outcomes,

which account for uncertainty and failures in unstructured environments. A NID rule consists of

a context, an action and a set of outcomes, each associated with a probability.

Example 4. The following rule predicts how likely it is that action ā = pull(·) opens the door,

given that the handle is open:

CONTEXT: handle(X), plane(Y ), frame(Z), jointOpen(Y,X), jointClosed(Z, Y )

ACTION: pull(X) (8.5)

OUTCOMES:



















0.59 jointOpen(Z, Y ), ¬jointClosed(Z, Y ) (8.5.1)

0.39 ∅ (8.5.2)

0.02 noise (8.5.3)

Note that NID rules can have noise outcomes in order to ignore experiences with unexpected

effects (for example, failures in perception or action). Moreover, NID rules are abstract, only

contain logical variables and do not make use of the reward r. They can be instantiated for a

state by performing logical grounding of the variables.

99



Chapter 8 • Background on Relational Reinforcement Learning

To use T̄ for making predictions how an action ā will affect s̄, we must compute whether

one of the rules τ ∈ T̄ covers the state s̄. We define that τ covers s̄ if we can find a substitution

σ of the variables in τ by object identifiers o ∈ O such that the rule’s context and action are

consistent with s̄ and ā. Similarly, we define that τ covers an experience ē if at least one of the

rule’s outcomes covers the experience’s successor state s̄′e. We write P (s̄′e | s̄e, āe, τ) = p where p

denotes the probability of the outcome that covers ē.

Example 5. The NID rule in Example 4 covers s̄ from Example 2 with substitution σ(X) =

o3, σ(Y ) = o2, σ(Z) = o1. Moreover, by considering Outcome 8.5.1, the NID rule also covers

the experience ē = (s̄, ā, s̄′, r), which predicts that action ā = push(o3) will lead to successor state

s̄′ = (s̄ ∪ {jointOpen(o1, o2)} \ {jointClosed(o1, o2)}) with probability P (s̄′e | s̄e, āe, τ) = p =

0.59.

For learning rule sets it will be important to compute the probability of ē given a model T̄ :

P (s̄′e | s̄e, āe, T̄ ). To that end, we introduce the concept of unique covering. We say that a rule

set T̄ uniquely covers ē if there exists exactly one rule τ ∈ T̄ which covers ē. This rule τ is then

called the unique covering rule. We can then define the probability of an experience ē given a

model T̄ as the outcome probability of the unique covering rule τ ∈ T̄ for ē: P (s̄′e | s̄e, āe, T̄ ) =
P (s̄′e | s̄e, āe, τ). If no such rule exists we assume, for notational convenience, that ē is covered

by a special default rule τdefault. This default rule assigns a fixed probability 0 ≤ pmin ≤ 1 to

P (s̄′e | s̄e, āe, T̄ ) = P (s̄′e | s̄e, āe, τdefault) = pmin.

Another property of T̄ which we will exploit in Chapter 10 is that the number of action

symbols is discrete, and that a rule only covers an experience if their action symbols are identical.

Therefore, we can group the NID rules of a given forward model T̄ by their action symbols

and thus factorize the model into a set of K independent action-specific forward models T̄ =

{T̄a1 , . . . , T̄aK}, one per action predicate.

8.2.4 Relational Rule Learning

In order to learn a relational forward model T̄ from data we must induce a set of NID rules

from experiences. However, the exact solution to the rule induction problem was shown to

be NP-complete (Walsh, 2010), rendering the computation of a globally optimal set of rules

practically infeasible for large experience sets. Moreover, in unstructured environments the

observed experiences may contain errors, hence exact rule induction is not desirable as it might

lead to overfitting.

Therefore, Pasula et al. (2007) propose an approximate solution to rule induction by formu-

lating it as a supervised learning problem: given a set of experiences Ē, interpreted as a set of

inputs (s̄, s̄) and labels s̄′, the task of the learner is to induce a (probabilistic) relational forward

model T̄ as a set of NID rules. They propose the following learning objective which we will refer
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to as Pasula’s loss function:

LPas(T̄, Ē) =−


τ∈T̄



(s̄e,āe,s̄′e,r)∈Ēτ

logP (s̄′e | s̄e, āe, τ)

  

Lstate-lik(T̄,Ē)

+αPEN(T̄ ), (8.6)

where Ēτ ⊆ Ē denotes all experiences uniquely covered by rule τ . The first term Lstate-lik(T̄, E)
maximizes the log-likelihood of the experiences given the rule set; it increases as the rule set

explains the experiences more accurately.

The second term is a regularization term penalizing complex rule sets to avoid overfitting.

Formally, PEN(T̄ ) is defined as the number of literals appearing in each rule τ ∈ T̄ and its

influence is scaled by the hyperparameter α. An additional hyperparameter of the rule learner

that can be used to avoid overfitting is pmin. As explained in the previous section pmin denotes

the probability of an experience that is not uniquely covered. The higher we set it the more

likely it is that the learner will leave certain experiences unexplained rather than creating rules

for them.

We see that the rule learner’s objective only introduces a weak learning bias: it purely fo-

cuses on predictability and uses very generic regularization. In Chapter 9, we will propose an

additional bias to guide the learner for identifying task-irrelevant state symbols by extending

Pasula’s loss to incorporate task knowledge in the form of the reward.

Optimization as Search

The immediate next question that arises is how to optimize LPas. Pasula et al. (2007) propose a

greedy hill-climbing procedure which is illustrated in Figure 8.2: the learner starts off with the

default NID rule τdefault which initially subsumes all experiences. The learner then iteratively

generates new candidate rule sets by applying different search operators which add, alter, and

remove rules from the rule set. Every candidate rule set is then evaluated with respect to the loss

LPas and the best candidate is repeatedly selected until a local minimum of the loss is reached.

The choice of search operators is important for both learning performance and efficiency as it

clearly induces a bias-variance trade-off: a set of complex operators increases variance and slows

down learning whereas simple operators increase efficiency but might result in underfitting.

Pasula et al. (2007) propose a set of operators, the following of which are relevant for our

experiments2:

ExplainExample picks a specific training example and creates rule that explains it.

DropRule picks a rule and removes it.

2The original paper proposes additional operators for dealing with continuous symbols which we do not use
because we confine ourselves to discrete symbols in our experiments.
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DropLit/DropRef picks a literal/deictic reference from a rule context and removes it.

SplitOnLit picks a rule and a literal lit absent from the rule’s context and creates two new

rules, one with lit and one with ¬lit added to the rule’s context.

AddLit/AddRef adds a literal/deictic reference to a rule’s context.

Note that no operator except for ExplainExample is able to add more than one literal at a time

to a state context. We will see in Chapter 9 that this can result in underfitting and we will show

how to mediate this problem by adapting LPas.

T̄ i+1 =

2 box(X) ⇒
{1.0 ∅

push(X)

T̄ i

T̄ i+2 . . .

. . .

T̄ i+1 =

1 handle(X), plane(Y) ⇒
{

0.79 jointOpen(X, Y)
0.21 noise

2 box(X) ⇒
{1.0 ∅

push(X)

. . . . . .

T̄ i+2. . .

. . .

Li+1

Pas
< Li

Pas

ExplainExample DropRuleDropLits

Figure 8.2: Illustration of the greedy
hill-climbing rule search by Pasula et al.
(2007). Every node corresponds to one
forward model T̄ and the edges represent
search operators that modify T̄ by adding,
removing or altering rules. In every step,
the search operator that decreases the loss
LPas most is applied. The procedure con-
verges when the loss stops improving sig-
nificantly.

Note that in their original formulation, Pasula

et al. (2007) address the underfitting problem by

embedding the rule learning algorithm into a con-

cept learning (also called predicate invention) pro-

cedure. This procedure repeatedly composes new

predicates from primitives ones (for example, con-

junctive predicates) and reruns rule learning using

the new predicates. Due to the high computational

complexity of rule learning itself, we do not apply

any form of concept learning in our experiments.

We will discuss the problem of concept learning in

more detail in Section 11.1.6.

8.2.5 Relational Planning

So far, we have discussed the first component

of model-based relational reinforcement learning:

forward model learning. We will now explain how

to compute a policy using the learned model. In

this work, we rely on PRADA (Lang and Toussaint,

2010), a method tailored to plan under uncer-

tainty using the NID-based forward models described above.

To understand the idea behind PRADA, it is helpful to consider how classical planning ap-

proaches work. In classical planning (LaValle, 2004), the forward model is used to generate

a look-ahead tree, with each node corresponding to a state, and with edges corresponding to

actions applicable in that state. Each edge leads to a successor state, as predicted by the for-

ward model. By constructing the full look-ahead tree up to some time-horizon and searching

for a path to the leaf with the highest reward, the planner computes a sequence of actions.

This approach, however, comes at high computational complexity, as the search space grows

rapidly with respect to number of states and actions. A more effective approach is Monte-Carlo
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planning, for example the upper confidence bounds applied to trees (UCT) algorithm (Kocsis and

Szepesvári, 2006). The idea of this algorithm is to sample actions according to a confidence

bound computed from the outcome probabilities and thus only build a sparse but deep look-

ahead tree. This significantly reduces planning complexity and generates satisficing (although

not necessarily optimal) results. The PRADA algorithm by Lang and Toussaint (2010) adopts

the idea of Monte-Carlo planning, but differs from UCT as it does not grow look-ahead trees but

applies approximate inference techniques.

Note that both types of planners directly operate on (logically) grounded representations:

they first compute all possible substitutions of variables to constants (in our case, objects) that

appear in the current state. Alternative planners operating directly on abstract abstractions have

been suggested, too (Kersting et al., 2004).

8.3 Related Work

We conclude this chapter with a discussion of the related work in relational learning for robotics

and manipulation.

As discussed before, robot manipulation domains usually exhibit certain structure, namely

an unbounded number of objects standing in relation to each other. In consequence, Kaelbling

et al. (2001) argue that “it is hard to imagine a truly intelligent agent that does not conceive of

the world in terms of objects and their properties and relations to other objects.”.

Relational approaches are able to explicitly capture this structure and allow robot to gener-

alize to novel situations involving an unbounded number of objects. Therefore, relational ap-

proaches are widely used in robotics, for example in manipulation planning (Beetz et al., 2010).

But they also play a major role in attempts to formally define and represent affordances (Şahin

et al., 2007; Moldovan et al., 2012), as well as object-action complexes (Krüger et al., 2011).

Model-free methods were amongst the first to be proposed for reinforcement learning in re-

lational domains (Blockeel and De Raedt, 1998; Džeroski et al., 2001; Driessens et al., 2006).

While most applications of relational reinforcement learning to robotic problems focus on sim-

ple manipulation problems like blocks-world scenarios (Džeroski et al., 2001), the work by

Cocora et al. (2006) forms a notable exception by applying relational reinforcement learning to

a robotics navigation scenario.

Recently, Lang et al. (2012) suggested using model-based relational reinforcement learn-

ing approaches by combining the model learner of Pasula et al. (2007) with a relational plan-

ner (Lang and Toussaint, 2010) and an adaptation of the E3 exploration algorithm (Kearns and

Singh, 2002) to relational domains. An alternative model-based approach was presented by

Halbritter and Geibel (2007) who train an “implicit” model in terms of a support vector ma-

chine (SVM) that predicts the changed literal from a relational state-action pair. This allows to
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learn STRIPS rules from noisy and incomplete observations. Mourao et al. (2012) go beyond

this work by extracting an explicit model in terms of STRIPS rules from the implicit model.

However, neither of these two approaches considers probabilistic outcomes. A more recent

learner operates directly on continuous, probabilistic symbols (Nitti et al., 2016). They present

a relational forward model learner that is able to cope with uncertainty over state predicates

and continuously-valued symbols. Their “hybrid” relational approach represents the model as

a set of relational regression trees, with logical tests at the nodes and probability distributions

over a predicate at the leaves. The advantage of this approach is that it avoids discretization

of continuous input features as much as possible, yet this property comes at the cost of a high

computation time.

8.4 Summary

This chapter gave an overview of relational learning, including an introduction to first-order

logic and relational reinforcement learning. The related work illustrated the recent advances

as well as the challenges we face when applying relational learning to robotics. The next two

chapters will present novel learning methods for relational reinforcement learning and apply

them to the problem of manipulating articulated objects.
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9
Learning Task-Sensitive Relational

Background Knowledge

In the previous chapters we have argued that relational formalisms are well-suited for repre-

senting the structure of articulated objects. We will now put this theoretical insight into practice

by learning relational background knowledge for manipulation of articulated objects. This back-

ground knowledge will take the form of a relational forward model that predicts which of the

robot’s actions are likely to reveal which joint and where. We will show that extracting such

knowledge allows the robot to become more effective at exploring unseen objects that exhibit

similar properties as the ones it is trained on.

Our approach to background knowledge learning will use the relational model learner pre-

sented in Section 8.2.4 and extend it to become task-sensitive. The key insight behind task-

sensitivity is that the reward function, which encodes the task, provides valuable information

for learning forward models. It guides the learner to focus on discriminating between highly

rewarding and unrewarding effects – in our case, detecting novel joints or not. To implement

our idea, we will encode the prior assumption that rules should correlate with rewards into the

forward model learning objective. It will encourage the learner to find dedicated, highly certain

rules that discriminate between high- and low-reward experiences, rather than subsuming these

experiences as stochastic outcomes of a single rule.

This chapter is structured as follows. We will begin with a theoretical formulation and anal-

ysis of our task-sensitive model learning approach. We will then apply this approach to learning

background knowledge for manipulation of articulated objects in an extensive simulation exper-
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iment. Our experiments will show that task-sensitive learning is highly effective in our problem

domain. However, the no free lunch theorem clearly states that it might be ineffective in other

domains. We will discuss such cases in Section 11.2.2.

Since in this section we are not concerned with the continuous representation of states and

actions, we will omit the ·̄ for notational convenience in this chapter; s, a, e, T and R thus refer

to relational representations.

9.1 Task-Sensitive Forward Model Learning

We begin by presenting our task-sensitive extension of Pasula’s model learner (Section 8.2.4).

We will then provide a detailed theoretical analysis that explains how and why task-sensitive

learning works. To that end, we will show that task-sensitive learning can be viewed as an

instance of multi-task learning and thus biases and regularizes model learning. We will conclude

by discussing practical issues and caveats concerning task-sensitive learning.

9.1.1 Formalization

Task-sensitive learning implements the prior assumption that rules correlate with rewards. This

means that the learner should prefer rules that cover experiences with very similar rewards.

This objective can be expressed in a straightforward manner by penalizing the reward variance

of experiences covered by a rule. We hence define the reward variance penalty Lreward-var as

Lreward-var(T,E) =


τ∈T

σ̂2τ , (9.1)

where σ̂2τ denotes the (uncorrected) sample variance of all rewards of the experiences Eτ

uniquely covered by rule τ :

σ̂2τ =
1

|Eτ |


(s,a,s′,r)∈Eτ

(r − ρτ )
2, (9.2)

ρτ =
1

|Eτ |


(s,a,s′,r)∈Eτ

r, (9.3)

with mean ρτ . We can now extend Pasula’s loss LPas (Eq. 8.6) to task-sensitive loss by adding

Lreward-var:

LTS(T,E) =Lstate-lik(T,E) + αPEN(T )
  

LPas

+βLreward-var(T,E) (9.4)

where β is a hyperparameter balancing the importance of Lreward-var.
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ys a T

s′ r

Figure 9.1: Graphical model representing the dependency between states s, s′, actions a, re-
wards r and the forward model T . Rewards and successor states are conditionally independent
given model T , predecessor state s and action a.

9.1.2 Task-Sensitivity as Reward-Likelihood

To gain a deeper understanding about how task-sensitivity affects learning, we will now estab-

lish a relationship between task-sensitive and multi-task learning. As known from Section 2.4.1,

multi-task learning regularizes the main supervised learning task by combining it with an auxil-

iary task. We will show that task-sensitivity introduces reward prediction as an auxiliary learning

task by forcing the learner to find a model that is predictive for both the successor state s′ and the

reward r. Hence, task-sensitivity to some extent removes the strict separation between learning

the forward model T and the reward function R – a separation commonly assumed in model-

based reinforcement learning. But it does not fully remove this separation since it still learns T

and R separately and only uses the rewards to bias the model T towards task-relevant aspects.

Note that this bias can easily be extended to multiple reward functions and thus tasks1.

We will proceed as follows. First, we will formalize the new learning problem of finding

a model T that jointly predicts the successor states s′ and the rewards r, resulting in the new

loss LTS-lik. We then show that LTS-lik decomposes into the state-likelihood loss term Lstate-lik

known from Pasula’s loss LPas (Eq. 8.6) and a new reward-likelihood loss term Lreward-lik. We

will then show that optimizing Lreward-lik forms a supervised learning task which is very similar

to optimizing Lreward-var. Finally, we will show that Lstate-lik and Lreward-lik are coupled in the

sense of multi-task learning. From that we conclude that task-sensitive learning is an instance

of multi-task learning for regularizing forward model learning.

Joint Optimization of State and Reward Prediction We begin by adapting Pasula’s loss

(Eq. 8.6) to define the new learning problem as loss LTS-lik. The original loss optimizes a linear

combination of the successor state log-likelihood Lstate-lik and a regularization term. For the sake

of simplicity, we omit the regularization term in the following.

We adapt Lstate-lik by replacing the conditional successor state likelihood P (s′|s, a, T ) by the

joint conditional likelihood of successor states and rewards P (s′, r|s, a, T ). We notice that if s,

a and T are not observed, s′ and r are statistically dependent but they become conditionally

1By extending LTS to include one reward-variance term task Lreward-var per reward function. The similar type of
reasoning can be applied to Lreward-lik when assuming statistically independent reward functions.
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independent if we assume s, a and T to be known as shown in Figure 9.1. This fact allows us to

decompose P (s′, r|s, a, T ) into P (s′|s, a, T ) and P (r|s, a, T ), and thus LTS-lik into Lstate-lik and a

reward-likelihood loss term Lreward-lik:

LTS-lik(T,E) = −


τ∈T



(s,a,s′,r)∈Eτ

logP (s′, r|s, a, τ)

= −


τ∈T



(s,a,s′,r)∈Eτ

log

P (s′|s, a, τ)P (r|s, a, τ)



= −


τ∈T



(s,a,s′,r)∈Eτ

logP (s′|s, a, τ)

  

Lstate-lik(T,E)

−


τ∈T



(s,a,s′,r)∈Eτ

logP (r|s, a, τ)

  

Lreward-lik(T,E)

(9.5)

Reward-Likelihood vs. Reward-Variance Next, we analyze how the new loss term Lreward-lik

compares to Lreward-var. To that end, we need to define the per-rule reward distribution P (r|s, a, τ)
which is part of Lreward-lik. In accordance with the assumption stated above that rules correlate

with rewards, we assume that every rule specializes on a specific reward value. This assumption

can be expressed by assuming P (r|s, a, τ) to be a unimodal, Gaussian distribution:

P (r|s, a, τ) ∼ N (ρτ , σ
2
τ )

=
1

στ
√
2π
e
−

(r−ρτ )2

2σ2
τ , (9.6)

where ρτ denotes the mean reward predicted by rule τ and σ2τ the variance. Assuming that a

unique assignment of experiences to rules Eτ is given, we can compute ρτ and σ2τ via maximum-

likelihood estimation. The maximum-likelihood estimate of ρτ is given in Eq. (9.3) and for σ2τ it

computes as:

σ2τ =
1

|Eτ | − 1



(s,a,s′,r)∈Eτ

(r − ρτ )
2, (9.7)

We can now insert Eq. (9.6) back into Lreward-lik. After a couple of algebraic transformations

(detailed in Appendix C.1.1) we see that Lreward-lik consists of the log-standard-deviation (log-

SD) of the rewards, shifted by some constant c and scaled by the number of experiences covered

by the rule:

Lreward-lik(T,E) ∝


τ∈T

|Eτ | (log στ + c) (9.8)

Lreward-var(T,E) =


τ∈T

σ̂2τ . (9.1)
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Figure 9.2: Comparison of the reward variance and reward likelihood penalties for a single
rule τ . We plot the values for different standard deviations στ and different number of experi-
ences Eτ covered by τ . We see that using the reward variance is less sensitive with respect to
parameter variations.

We see that both Lreward-lik and Lreward-var penalize the standard deviation of the rules but differ

in their concrete implementation. We therefore consider them as two different implementations

for optimizing the same criterion of task-sensitivity. Practical differences resulting from using

either one or the other term for optimization will be discussed below.

Reward-Likelihood Implements Multi-Task Learning Finally, we show that task-sensitive

learning is an instance of multi-task learning by showing that Lreward-lik (and thus Lreward-var)

is an auxiliary supervised learning task for optimizing Lstate-lik.

As described in Section 8.2.4, optimizing Lstate-lik is a supervised learning problem with state-

action pairs (s, a) as inputs and successor states s′ as labels. Similarly, Lreward-var can be viewed as

learning to predict r from (s, a). In our formalization, these tasks share a common intermediate

representation, namely the rules τ : for a given state-action pair P (s′|s, a, T ) = P (s′|s, a, τ) and

P (r|s, a, T ) = P (r|s, a, τ) assuming τ ∈ T to be the unique covering rule.

Thus, task-sensitive learning infers rules that are predictive for both the target labels s′ and

the auxiliary labels r. Therefore, it is an instance of multi-task learning.

9.1.3 Practical Issues and Caveats

We conclude our theoretical analysis by discussing how to apply task-sensitive learning in prac-

tice.

While the loss Lreward-lik provides theoretical insights to our method, we recommend to use

Lreward-var in practice. The reasons are potential numerical instabilities of Lreward-lik, illustrated

by Figure 9.2: first, it cannot deal with rules that cover only a single experience because in this

case στ is undefined. Second, Lreward-lik becomes unstable for a set of experiences with identical

or very similar rewards because in this case στ tends towards zero and Lreward-lik towards minus
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infinity. Finally, it overly penalizes rules that cover many experiences due to the scaling factor

|Eτ |. In contrast, using σ̂2τ as a loss term results in more well-behaved optimization.

Next, we notice that task-sensitive learning only takes the rewards into account. Therefore,

we cannot expect large improvements for delayed reward problems. This will not be problematic

in the experiments presented in the following because there will be no delayed rewards. We will

discuss possible extentions of task-sensitive learning to delayed reward scenarios in Section 11.2.

Finally, we note that there is “no free lunch” for task-sensitivity: the assumption that rules

and rewards correlate can be ineffective in certain problem domains. We will discuss this issue

in Section 11.2.

We will now turn to the experimental evaluation of the task-sensitive learning approach for

acquiring background knowledge for articulated objects exploration.

9.2 Learning Background Knowledge for Manipulation

We will now apply task-sensitive learning to the problem of learning background knowledge

for discovering the kinematic structure of objects. In this application, the robot interacts with

different objects and is rewarded for revealing as many joints of each object with the least

possible number of actions. The objects will encode visual regularities that indicate the position

and type of joints. The robot can leverage these regularities by learning background knowledge

and thus become more effective at revealing joints of unseen objects, too.

We perform experiments with two different types of simulated worlds, each exhibiting dif-

ferent regularities pertaining to kinematic structure.

Kinematic Chain World

The first world implements a variant of the one considered by Katz et al. (2008). It serves as a

preliminary task that should be easily solvable by the robot and thus facilitates our analysis of

its performance. It is purely two-dimensional, consisting of kinematic chains of different lengths

as shown in Figure 9.3. The robot’s task is to detect and actuate all joints of any given kinematic

chain. Each chain contains exactly two joints at varying, systematically chosen locations. Addi-

tionally, the two joints exhibit a functional dependency which mimics the mechanism of a door:

the first revolute joint is always located at the right-most link and once it is moved by at least

45 degrees, it unlocks a second prismatic joint. The prismatic joint is always located between a

yellow and a red block at a random position of the chain (but not at the same location as the

revolute joint). All other connections are rigid.

The robot can visually perceive both the location and color of blocks and exploit this knowl-

edge for actuating unseen chains. To make the learning task more challenging, we vary the

lengths of the chains and add visual distraction by randomly varying the sizes of the chain links.
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Figure 9.3: Robot interacting with kinematic chains (seeing what the robot sees): A locked
prismatic joint is located between the yellow and the red block. It is unlocked when the revolute
joint is moved by 45 degrees. In this picture the actual joints are invisible as they are for the
robot. ( c© 2014 IEEE)

Furniture World

The second world represents a more realistic three-dimensional learning task, inspired by artic-

ulated modular furniture. In this world, the robot explores cupboards with up to four elements,

each being either a drawer or door with a different opening mechanism (Figure 9.4). Drawers

can be opened by simply pulling the attached handle. Doors exhibit one out of three mecha-

nisms: a pullable knob, a handle that has to be pushed before opening the door, and a knob with

a key that has to be turned to unlock the door. Since we are using a realistic physics engine the

mechanisms can be actuated jointly; for example, it is possible that the robot pulls the handle

such that handle and door open or close at the same time.

As a distraction, each element can have one of four different colors, and the door joint is

either located at the left or the right. All these variations result in a set of more than 1 million

possible cupboards. In our experiments, we randomly sample a set of cupboards and let the

robot interact with them to extract the regularities for different opening methods.

9.3 Experimental Setup

We perform experiments in simulation which allows us to conduct the large number of experi-

ments required to evaluate the different learning algorithms. The physical realization of these

capabilities was covered in Chapter 7 and will be used in an experiment presented in Chapter 10.

9.3.1 Relational Representation of Kinematic Worlds

To model the learning task as a relational MDP (Section 8.2), we now define states, actions and

the state transition function.
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Figure 9.4: Different opening mechanisms in the furniture world, from left to right: knob with
key (doors only), revolute handle (doors only), knob (doors and drawers), vertical and horizon-
tal handle (drawers only). ( c© 2014 IEEE)

State

The state contains two distinct types of information: (i) the robot’s current belief about the

object’s kinematic model (Katz et al., 2008) and (ii) factual visual information about the object.

Both the visual information as well as the kinematic model belief are encoded by relational

predicates, which we present in the following.

Representing the Kinematic Belief The problem of detecting novel joints can be formalized

as maintaining a belief over all possible joints types for each pair of objects (Otte et al., 2014).

Such a formalization, however, turns the joint exploration problem into a POMDP. Generic solu-

tions to POMDP problems are computationally intractable even in non-relational settings (Thrun

et al., 2005). To approach joint exploration using a relational MDP approach, we only include

the most likely belief about a joint in the state (Roy and Thrun, 1999) and maintain it as sug-

gested by (Katz et al., 2008): initially, the robot assumes all object parts to be rigidly connected,

captured by a commutative predicate rigid(oi, oj) for rigid parts oi and oj . To keep the state

size tractable we compute a minimum spanning tree based on the distance of the rigid parts and

include joint belief predicates for parts that are connected in this tree. The robot’s belief about

the object’s kinematic model changes if it observes relative motion between object parts oi and

oj: the belief about a prismatic or revolute joint is then expressed by substituting rigid(oi, oj)

by prismatic(oi, oj) and revolute(oi, oj), respectively. The belief only changes if the robot

observes a relative motion which exceeds a certain threshold. In our simulated experiments,

we use an oracle that returns the correct joint type if the relative motion exceeds a quarter of

the joint range (π
4 for revolute, 1.25 cm for prismatic joints). In our real-world experiments

(Section 10.5), we use the joint detector provided by (Martín-Martín and Brock, 2014).

Additionally, we provide the unary predicates isPrismatic(oi) and isRevolute(oi) which

we set to true for all object parts oi that are connected to at least one prismatic/revolute joint.

Representing Visual Information We assume that visual information is provided by a per-

ceptual system that segments the scene into a set of rigid object parts and annotates each part

with a set of perceptual features, such as color, size and spatial information. To represent
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Figure 9.5: Relational representation of a complex articulated object: the doors and drawers
have different locking mechanisms requiring the sequential invocation of specific degrees of
freedom to open the door (for example, turn the key before the door opens). The relational rep-
resentation is shown as a graph with yellow boxes denoting objects, beige ovals unary relations
and green ovals binary relations. An action relation between a simulated robot hand and the
red drawer is shown in blue. ( c© 2014 IEEE)

visual information we endow the robot with a set of primitive predicates, which depend on

the type of simulated environment. In the kinematic chain world, we use unary predicates

encoding color (yellow, red, blue) and size (small, middle, big) and the binary spatial predi-

cate right indicating the direct right neighbor of a box (“right” is defined with respect to the

robot’s coordinate frame); additionally, we provide unary predicates denoting the number of

left/right neighbors (numLeft and numRight) and the right and left most boxes (leftMost and

rightMost). We also provide conjunctive predicates for all pairs of unary relations such as

rightMostBig, leftMostBig, yellowBig, and so on, which can be considered equivalent to a

feature expansion common in non-relational machine learning applications.

The relational predicates used in the furniture world are summarized in Table 9.1, and Fig-

ure 9.5 shows an example of a cupboard and part of its relational representation.

Actions

The robot can act upon each object part by pushing, pulling or rotating it. We express all actions

in a local reference frame depending on a pair of object parts; this is crucial for the actions to

generalize to different orientations and configurations of objects. We choose a relative reference

frame that is invariant both to the orientation of the object with respect to the observer and
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Relation/Function Arity Explanation

Object properties
frame, handle, plane, knob, key 1 object type
black, red, blue, green 1 color
horizontal, vertical 1 orientation of the object
singleAttached 1 handle connected to the
doubleAttached 1 plane at one or two points
keyAttached 1 true if key attached to plane

Spatial properties
attached 2 is attached to (commutative)

Table 9.1: Relational predicates used in the cupboard world.

to the ic orientation of the object part. We achieve this by defining binary actions push∗(oi, oj),
where oi denotes the object part to be manipulated and oj is used to define the relative reference

frame. This frame is defined by gravity (y-axis) and the line connecting the center of mass of oi

to the closest point on oj (x-axis). We always choose oj to be the object closest to oi.

For pushing and pulling we define six orthogonal actions, each along one of the positive and

negative axes of the local frame: pushTowards, pullAway along x-axis, pushPerpendicularUp,

pushPerpendicularDown along y-axis, and finally along z-axis pushPerpendicularForward,

pushPerpendicularBackward. Additionally, we define two rotation actions around the x-axis,

rotateClockwise and rotateCounterclockwise.

Rewards

The robot receives positive rewards for discovering new joints and small negative rewards for

each action: an action that does not reveal any new joint gets penalized with a value of −0.1. If

an action is successful the robot receives a reward of 1 per discovered joint. To test how the task-

sensitive learner copes with multi-modal reward distributions, the robot receives an additional

reward of r = 5 in the kinematic chain world if it discovered both joints at the end of an episode.

Thus, the optimal return for the kinematic chain world is 3.5 and for the cupboard world 1.

Note that this type of reward is similar to the exploration bonus used in R-max (Brafman and

Tennenholtz, 2003) and intrinsically motivated exploration (Oudeyer et al., 2007).

9.3.2 Action Execution

We implemented actions that mimic the velocity-based force controller presented in Section 7.2.2.

It assumes a fixed grasp and compliantly adapts to the motion of the moving object, beginning

with zero force and linearly increasing it until the end-effector starts moving by at least 1cm/s.

Motion is aborted if a force or time limit of 5s is reached. Additionally, we simulate motion

uncertainty by adding Gaussian noise with a standard deviation of 10 degrees to the direction

vector
¯
a and by adding Gaussian noise with an standard deviation of 1 cm to the grasping point.
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9.3.3 Action Selection

In order to apply the rule set T , we need to define how the robot computes a policy. One possible

approach is relational planning (Section 8.2.5), and even though it could readily be applied (and

we will apply it in Chapter 10) it is not required in the task considered in this chapter. The reason

is that our task does not exhibit any delayed rewards since the robot is immediately rewarded for

every newly detected joint. We thus speed up computation by resorting to a much simpler greedy

reward-based action selection strategy: in every step, we select the action corresponding to the

rule τ that covers the current state and is expected to generate the highest immediate reward.

Thus, we compute for every rule the weighted average reward of all previously encountered

experiences covered by this rule; the weights are given by the outcome probabilities for the

experiences.

Moreover, we need to encourage exploration at the beginning of the experiment when the

robot does not have any experience. To that end, we use an ε-greedy (reward-based) strategy

with simulated annealing: the robot selects a random action (applied to a random object part)

with probability ε(n) = e3
ne
Ne and selects a greedy action otherwise (Ne denotes the number of

episodes and ne = 1, . . . , Ne the current episode). If the robot cannot find any rule that covers

the current state it also resorts to a random action.

9.3.4 Rule Learning and Baseline Strategies

In our experiments, we will compare the performance of four different strategies in both simu-

lated worlds.

Task-sensitive rule learning (TS) At every interaction, the TS strategy selects an action using

ε-greedy with simulated annealing as explained in Section 9.3.3. It then observes the new state,

collects a reward, adds the experience to E and relearns the rule set (using the task-sensitive

loss) every time it get an experience that is not covered by the current rule set. We set the rule

learner’s hyperparameters to α = 10−5, pmin = 10−7 and β = 30.

Default rule learning (DEF) The DEF strategy works analogously to TS but uses Pasula’s loss

to learn rules, using the same hyperparameters (ignoring β).

Nearest-neighbor (NN) The nearest-neighbor (NN) strategy implements a baseline similar

to Katz et al. (2008). This strategy retains all experiences, and when entering a new state, it

searches for the most similar experiences compared to the current state. To compute similarity

between experiences, we transform every experience e = (s, a, s′, r) into an attributed rela-

tional graph (ARG) (Tsai and Fu, 1979), and use the VF subgraph matching algorithm Cordella

et al. (2004) to compare to ARGs. However, this algorithm only considers ARGs isomorphic if
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their node and edge attributes match exactly. This property degrades matching performance,

in particular in the presence of distractors. We therefore extend the algorithm to include par-

tial matchings as well. Finally, to apply NN for action selection, we use reward-based ε-greedy

action selection, similar to the rule-based strategies.

Random The random strategy selects actions uniformly; due to its simplicity its performance

is expected to be a lower bound for the other strategies. The strategy first selects one of the

object parts in the scene, and then selects one of the available actions.

Every strategy will be applied in five experimental runs, each consisting of Ne = 30 episodes.

In every episode, we select an object uniformly at random from the set of all possible objects,

and let the robot interact with it. An episode ends when the robot has discovered all of the

object’s joints or after a maximum number of Ni = 50 interactions. In a particular episode, all

strategies use the same object.

9.4 Experimental Results

The goal of our experiments is to show that (i) task-sensitive rule learning extracts regularities

required to efficiently reveal joints better than standard rule learning, and that (ii) task-sensitive

learning generalizes better to unseen examples than nearest-neighbor learning. Finally, we want

to understand (iii) why and how task-sensitive rule learning manages to extract better regulari-

ties.

9.4.1 Task-Sensitivity Extracts Better Rule Sets

Kinematic Chain World
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Figure 9.6: Performance of the different strategies in the kinematic chain world. The task-
sensitive rule learner (TS, green curve) and the nearest-neighbor strategy (NN, black curve)
perform best. Towards the end of the experiment, both approach the optimal average reward of
3.5. ( c© 2014 IEEE)
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Figure 9.6 shows the performance of the strategies for 30 episodes averaged over five exper-

imental runs. We see that the task-sensitive and the nearest-neighbor strategy perform well and

approach the optimal reward of 3.5. Although the nearest-neighbor strategy seems to converge

slightly faster than the task-sensitive strategy, the difference in performance can be explained

by the stochasticity of the ε-greedy policy. For example, the kink in the green curve at episode

29 can be explained by the fact that in two out of five experimental runs the TS strategy per-

forms an additional random exploratory action. As soon as it chooses a greedy actions, it always

succeeds. The success of the NN strategy can be attributed to the simplicity of the task. There

are only two types of chains and the only distractors present are the link sizes. Thus, no real

generalization is required, and memorizing the successful interactions and matching them is

sufficient to solve the task.

Furniture World

1 5 10 15 20 25 30
−0.4
− .2
0.0
0.2
0.4
0.6
0.8
1.0
1.2
1.4

A
ve

ra
g

e
 r

e
w

a
rd TS

DEF

NN

Random

Episode

0

Figure 9.7: Performance of the different strategies in the furniture world. The task-sensitive rule
learner (TS, green curve) is the only strategy that gets close to the optimal average reward of
1.0 towards the end of the experiment. ( c© 2014 IEEE)

Next, we report the quantitative results for the more realistic furniture experiment, shown

in Figure 9.7. The results are similar to the kinematic chain world, with the difference that here

only the TS manages to achieve close-to-optimal performance. The average reward close to 1.0

at the end of the experiments shows that the TS strategy identifies all joints without selecting

almost any wrong actions. There are two reasons why the learner does not achieve optimal

performance: first, the ε-greedy strategy sometimes forces it to take random exploratory actions

that result in suboptimal behavior. Second, the learner sometimes overfits by learning pseudo-

regularities consistent with the training data. However, as soon as new experience contradict

these rules, a new set of consistent rules is relearned. In one experiment, the TS strategy

acquired an optimal rule set already after only 11 episodes.
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Figure 9.8: Performance of the rules learned with Pasula’s and with the task-sensitive loss
with respect to different hyperparameters (kinematic chain experiment). We see that the task-
sensitive loss is robust to a large variety of hyperparameters, whereas the Pasula’s loss does not
manage to learn the optimal rule set at all.

9.4.2 Task-Sensitive Learning is Robust to Hyperparameters

To validate that the performance of the default and the task-sensitive rule learner do not depend

on a particular hyperparameter setting but are a result of the task-sensitive loss function, we ran

a set of experiments different values of α, pmin and β. To accelerate learning, we selected a

set of 43 representative experiences from the kinematic chain experiments. Experiences were

selected in such a way to enable the rule learners to extract all required regularities. We then

ran each rule learner with each hyperparameter setting three times (with a different random

seed), and applied it to a randomly generated chain using the greedy strategy. We then evaluate

average reward for every parameter setting. The results for different values of β are similar and

Figure 9.8 shows the average reward for β ∈ {20, 30, 100} and different choices of α, pmin. We

see that the task-sensitive strategy (right figure) almost always achieves optimal performance

for values 0.1 > α > 10−15 and pmin < 0.1, whereas the default strategy does not reach optimal

performance for any except for one setting. However, even in this one setting (α = 10−9, pmin =

10−15) it reaches optimal performance by chance: the learned rules were only tested on one of

the chains that they have overfitted to, but would not generalize to other chains.

This result shows that TS is not sensitive to a particular choice of hyperparameters whereas

DEF (using loss LPas) is not able to infer the correct regularities from the training data.

9.4.3 Task-Sensitive Rule Learning Generalizes

We now show that task-sensitive rule learning generalizes better to unseen data than the NN

strategy.
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Kinematic Chain World

In the previous experiment, the TS and NN strategies achieved similar performance on kinematic

chains with four links (Figure 9.6). We therefore evaluate their performance on chains that

exhibit the same regularity as before but have more links. For the evaluation we selected the best

performing rule set (TS) and set of experiences (NN), respectively, and applied both strategies

to 100 randomly generated chains of with seven and ten links. Each strategy was allowed to

interact with every chain at most ten times. As in the previous experiment, the TS strategy

achieves close to optimal performance (average number of actions to discover the two joints:

2.1, SD 0.3). In contrast, the NN strategy fails if the prismatic joint is located too far apart from

the unlocking mechanism (average number of actions: 5.8, SD 0.3). This result shows that the

NN strategy does not learn generalizable background knowledge.

Additionally, the rule set is a much more compact knowledge representation than the raw

data. Whereas the NN strategy needs to maintain a set of 210.8 (SD 34.9) unique experiences,

the rule set learner compresses these into a rule set of 25.0 (SD 9.6) rules, corresponding to a

compression ratio of 8.4. (To relearn a rule set with new experiences old experiences must be

retained, though.)

Furniture World

As Figure 9.7 shows, TS outperforms NN in the furniture world. The reason is the complexity

of the world and the many different variations of the handles and colors. The main problem is

that NN does not weigh the different predicates differently and thus generalizes wrongly. For

example, a horizontal bar handle o1 is represented by the literals handle(o1), horizontal(o1)

and doubleAttached(o1) whereas the representation of a revolute handle o2 only differs in the

literal singleAttached(o2) – in particular in the presence of color distractors, NN is prone to

generalizing over these types of handles and thus selecting the wrong actions.

Again, TS represents the knowledge in a much more compact way, compressing the average

number of 567.8 (SD 94.4) unique experiences to an average number of 34 (SD 3.8) rules; this

corresponds to a compression ratio of 16.7.

9.4.4 How Task-Sensitivity Extracts Better Rule Sets

Next, we try to understand the difference in performance of the default (DEF) and the task-

sensitive (TS) rule learner. We will confine ourselves to a brief analysis of the kinematic chain

world experiment, as DEF and TS exhibit the same type of difference in both scenarios.

The main reason for the incapability of DEF to solve the task is that it models opening the

prismatic joint as a stochastic outcome:
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CONTEXT: boxLeftMost(X), yellow(X)

ACTION: pushTowards(X,Y ) (9.9)

OUTCOMES:



















0.59 prismatic(X,Y ), prismaticOpen(X,Y ), ¬rigid(X,Y ) (9.9.1)

0.41 ∅ (9.9.2)

0.0 noise (9.9.3)

In contrast, TS correctly captures that the revolute joint unlocks the prismatic joint:

CONTEXT: right(X,Y ), rightMostAndRevolute(Z), yellow(X)

ACTION: pushTowards(X,Y ) (9.10)

OUTCOMES:







1.0 prismatic(X,Y ), prismaticOpen(X,Y ), ¬rigid(X,Y ) (9.10.1)

0.0 noise (9.10.2)

However, TS does not explain under which condition the prismatic joint cannot be opened,

whereas DEF covers this case in Outcome 9.9.2. Instead, TS leaves these experiences unex-

plained. The reason is that the search operators do not allow any of the two learners to find a

rule that covers this case because it would require to adapt the context of Rule (9.10) as follows:

CONTEXT: right(X,Y ), rightMost(Z), yellow(X), ¬isRevolute(Z)

ACTION: pushTowards(X,Y ) (9.11)

OUTCOMES:







1.0 ∅ (9.11.1)

0.0 noise (9.11.2)

This rule can only be found by an operator that adds the two terms rightMost(Z) and

¬isRevolute(Z) at the same time, but no such operator is part of the learner (see Section 8.2.4).

Therefore, DEF represents these experiences by a stochastic outcome of a rule. This results in

a lower value for Pasula’s loss than leaving the experiences unexplained. In contrast, the task-

sensitive loss of TS penalizes this explanation and therefore prefers Rule (9.10).

This shows how the assumption that rules and rewards correlate enables TS to learn better

a better rule set in our experiments.

9.5 Related Work

Before we conclude, we will now discuss previous work relevant to the topics covered in this

chapter: exploring kinematic structure, learning background knowledge for exploration, and

discovering functional dependencies.
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9.5.1 Exploration of Kinematic Structure

In this chapter, we have dealt with the question of how to effectively choosing actions to discover

joints as quickly as possible. The problem of efficient joint exploration has gained significant at-

tention in recent years. Otte et al. (2014) reason about the best sequence of actions (random

pushes) using entropy reduction, with the goal of discovering multiple joints and their parame-

ters efficiently. They simplify the problem by assuming that all objects are known in the begin-

ning, and only the joint connecting each object to a static environment has to be determined.

Similarly, Hausman et al. (2015) choose actions to reduce uncertainty over articulated motion

models, but instead of applying random pushes, they reason about the best direction for moving

an object, assuming a perfect grasp. Barragán et al. (2014) use an entropy-based approach,

too, but consider a slightly different scenario: instead of selecting actions for discovering single

joints, they choose amongst actions to distinguish between partially known articulated models

that can consist of multiple joints. Closest to ours is the work by Katz et al. (2008) in which,

instead of applying entropy-reduction to select actions, the robot is encouraged to explore by

being given an exploration bonus in the form of a positive reward when discovering a new

joint (Brafman and Tennenholtz, 2003; Oudeyer et al., 2007). By employing model-free rela-

tional reinforcement learning, the robot learns to become more efficient at exploring similar yet

unseen objects. However, they only apply their approach to a two-dimensional kinematic chain

world similar to the one presented in Section 9.2. Recently, we have used another variant of the

kinematic chain world to study how humans explore of articulated objects (Buckmann et al.,

2015). The reason for using kinematic chains in human experiments is that humans do not

encounter them in their everyday life, and therefore possess limited object-specific prior knowl-

edge about them. The study showed promising results, for example that humans tend to test

chain connections sequentially, but it is unclear how to transfer these insights to robots.

9.5.2 Learning Background Knowledge for Manipulation

The most common approach of learning background knowledge for manipulation are models

that predict the manipulability of objects. It turns out that such models are closely related to the

concept of affordances. This concept has been introduced by Gibson (1979) and refers to action

possibilities that an object offers to an agent in an environment. It has received great attention

in robotics research, mainly for learning grasping affordances (Montesano et al., 2008; Saxena

et al., 2008; Lenz et al., 2013). Interestingly, formal accounts of affordances such as the ones

by Şahin et al. (2007) and the work on object-action complexes (OAC, Krüger et al., 2011) are

formulated using a STRIPS like language (Fikes and Nilsson, 1971), which closely resembles the

relational representations used in our approaches.
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9.5.3 Exploration of Functional Joint Dependencies

If objects exhibit functionally dependent joints, such as the objects considered in our experi-

ments, reasoning about this dependency structure is required to become effective at discovering

and operating objects. Kulick et al. (2015) address the problem of discovering such kinds of

joint dependencies using entropy-based exploration to select which joint configurations to test.

From the outcome of these tests, they build a probabilistic model of the joint dependency struc-

ture. Their approach assumes the full kinematic structure including joint types and limits of all

objects to be known. Our work equally addresses the problem of joint dependency structure

learning. In contrast to their work, we attempt to learn the joint dependency structure in terms

of a relational forward model, which includes visual clues that allow generalization to similar

objects. Moreover, our approaches do not assume prior knowledge about the kinematic struc-

ture. Apart from that, Kulick et al. (2015) regard the problem of action generation as solved,

whereas the method presented in Chapter 10 also learns the action parameters required to bring

the articulated objects into different configurations.

9.6 Summary

Task-sensitive forward model learning is a novel concept for regularizing model-based relational

reinforcement learning. Our experiments showed that task-sensitive forward model learning

results in more effective background knowledge for exploring unknown articulated objects than

the algorithm by Pasula et al. (2007) and than nearest-neighbor learning. Furthermore, we

provided a rigorous theoretical analysis of our method and showed that it is robust to different

hyperparameter settings.
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10
Coupled Action Parameter and

Relational Forward Model Learning

The task-sensitive learning approach presented in the last chapter enables the robot to address

the complexity of real-world scenarios by guiding its search for regularities in the world. To find

regularities, task-sensitive learning assumes that they can be extracted from the state. Moreover,

it relies on suitable actions to validate the regularities it finds. So far, we have fulfilled these

requirements by engineering suitable state and action representations.

If we aim to increase the autonomy of our robot learner we must endow it with the capability

to adapt and learn state and action representations and to connect them more tightly to low-

level perception and motor capabilities. Various suggestions to provide a tighter connection have

been made. This includes approaches that apply statistical relational learning directly on the

low-level representations (Kersting and Raedt, 2001; Antanas et al., 2012), translate relational

representations into neural networks (Towell et al., 1990; Hu et al., 2016), interleave low-level

motion with abstract task planning (Cambon et al., 2009; Kaelbling and Lozano-Perez, 2013)

or learn abstract symbolic representations (Jetchev et al., 2013; Orthey et al., 2013; Konidaris

et al., 2014). Each of these approaches has its own strengths and weaknesses which we will

discuss in Section 10.6. In our work, we will embrace the symbol learning approach, which can

be regarded as the relational counterpart of representation learning (Kober’s challenge #1).

In our work, we will enable the robot to learn the parameters of its low-level actions and

turn them into action symbols that can be then used to learn forward models. Importantly,

we will tightly couple action parameter with forward model learning. This is different from the
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Figure 10.1: The coupled learning problem. We see three clusters c1, c2, c3, each containing
a subset of all experiences in continuous and relational representation. From the continuous
representation of the experiences in cluster ck we compute the action

¯
ack and associate it with

the relational action symbol āck . From the relational representation we compute the relational
forward model T̄ck . In the example, T̄c2 contains two rules which predict that the downward-
pointing action

¯
ac2 opens handle joints with probability 79%. Continuous states are grayed out

to indicate that they are not used during learning. ( c© 2016 IEEE)

traditional approach of solving these two problems independently. But the relevance of an action

is tightly coupled to its forward model – and vice versa: given a forward model that predicts

effects of an action, the model is only valid if the underlying action parametrization reliably

evokes the predicted effects. Conversely, an action is only relevant if the robot can predict its

effects with high certainty. Thus, the two learning problems are intrinsically coupled and should

be solved jointly.

This insight motivates our approach of coupled action parameter and effect learning (CAPEL,

pronounced “couple”). As in the last chapter, our goal is to learn background knowledge for ac-

tuating articulated objects. In the setting considered here the robot will have to learn both the

background knowledge and the action parameters required to manipulate objects. To imple-

ment this idea we formalize CAPEL as an iterative clustering method that groups experiences

in both representations in a coupled fashion. A cluster in the continuous representation then

corresponds to an action and a cluster in relational representation to a forward model (see

Figure 10.2). To demonstrate the effectiveness of CAPEL, we apply it in an experiment that

requires manipulating articulated objects in a simulated environment. Additionally, we will

present a real-world robot experiment that illustrates how CAPEL integrates with the percep-

tion and motor skills presented in Chapter 7. Our results show that CAPEL enables the robot

to learn effective action parameters and forward models for manipulating articulated objects,

overcoming problems that arise when treating the action and forward model learning problems

separately.

This chapter is structured as follows. The next section explains the key idea behind CAPEL

on an intuitive level. Section 10.2 will present a rigorous formalization of CAPEL. We will

then demonstrate the effectiveness of CAPEL by presenting manipulation experiments both in

simulation and on a real robot.
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10.1 Coupling Learning of Actions and Forward Models

To illustrate the complexity of the joint action and forward model learning problem we sketch

two naive approaches. These address the two problems in isolation and fail in the general case

but allow us to extract useful insights for stating our combined approach. For both approaches

we assume that the robot has collected experiences by sampling and executing various action

parameters and observing the resulting states.

In the first naive approach we learn a set of action symbols by applying a clustering algo-

rithm (such as K-Means, Section 2.2.2) to the sampled action parameters (Figure 10.1, left).

This results in a small set of representative actions, and for each of them we use the collected

experiences to compute a relational forward model. This approach has the disadvantage that

the clustering fits the distribution from which the action parameters were sampled – which is

unlikely to result in meaningful actions. We can further refine our naive idea by only considering

action parameters for clustering that caused an effect in the environment and ignore actions that

do not result in any change. This approach yields better results than the naive one, but it has to

deal with all the issues that commonly arise in clustering, such as unbalanced and anisotropic

distributions of samples for the different actions (see Figures 2.2 and 10.6a).

In our particular scenario, we have additional knowledge in the form of relational experi-

ences (Figure 10.1, right). If we only focus on these and ignore the action parameters we can

overcome the issues arising when clustering in the parameter space. This insight motivates our

second naive approach. We ignore information about the action parameters and only group ac-

tions by the effects they cause: we consider two action parametrizations the same action if they

cause the same effect. Unfortunately, this approach fails if the world state influences the effect

of an action. Such a case is illustrated in Figure 10.2: several actions (with only slightly differing

parametrizations) open the door (Figure 10.2a), but the same actions fail to open the door if

it is locked (Figure 10.2b). Considering these two cases as different actions not only ignores

their underlying parametrizations but also prevents the robot from learning meaningful forward

models: the robot must understand that the door can only be opened if the handle is unlocked.

Although none of the two naive approaches fully addresses the complexity of the joint learn-

ing problem, both make useful (implicit) assumptions that we will exploit in our combined

approach. The first approach groups actions according to their parametrization and thus as-

sumes that (1) similarly parametrized actions have similar effects. The second approach groups

actions according to their effect and thus assumes that meaningful actions produce few effects.

We can generalize this further by requiring actions to have (2) few and predictable effects.

The key idea underlying CAPEL is to turn the assumptions into terms of a loss function.

This loss is optimized using a K-Means-style clustering algorithm that iteratively refines action

parameters and relational forward models for each of them.
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(a) (b)

Figure 10.2: CAPEL enables the robot to learn action capabilities by taking into account both
the similarity of actions as well as their effects: (a) The robot can successfully open the door if it
pulls the handle in a direction roughly normal to the door plane (green arrows). (b) The same
action fails when the door is locked. ( c© 2016 IEEE)

10.2 Formalization of CAPEL

We will now formalize the learning problem that CAPEL solves. It consists in learning a set

of K actions, represented by
¯
ac1 , . . . ,¯

acK ∈
¯
A in the continuous and by āc1 , . . . , ācK ∈ Ā in

the relational domain, and their corresponding relational forward models T̄c1 , . . . , T̄cK , from

experiences E . We index the k-th action and forward model by ck to indicate that each of them

is associated with a cluster of experiences Eck = (
¯
Eck

, Ēck). Conceptually, the learning problem

is a latent variable inference problem: we assume that every experience is an instance of exactly

one action
¯
ack and that it is explained by the forward model T̄ck . Therefore, the latent variables

to be learned are (
¯
ack , T̄ck , Eck). The idea of CAPEL is to jointly cluster the experiences in their

continuous and relational representation (Figure 10.1) so that we obtain task-relevant
¯
ack and

T̄ck .

10.2.1 Learning Objective

As stated previously, the key to our approach is to cluster experiences so that the resulting actions

¯
ack and forward models T̄ck obey the two assumptions stated at the beginning of this section:

that similarly parametrized actions have similar effects and that actions have few and accurately

predictable effects, given experiences E . We represent them by the following loss function:

LCAPEL =

K

ck=1

Laction(
¯
ack , Eck)

  

=Lc
action(¯

a
c1

,...,
¯
a
cK

,E)

+

K

ck=1

Leffect(T̄ck , Eck)
  

=Lc
effect(T̄c1 ,...,T̄cK

,E)

. (10.1)

Each of the two terms corresponds to one of the two assumptions and will be defined in the

following Sections 10.2.4 and 10.2.5. Note, that although both terms make use of experiences

in continuous and relational form E , the first term only applies to
¯
ack and the second term only
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applies to T̄ck . We will now explain how we exploit this structure for optimization.

10.2.2 CAPEL: Iterative Clustering

To optimize Eq. (10.1), we apply an iterative K-Means-style clustering scheme: we start by

randomly sampling K actions
¯
ack and by then assigning each experience to the most similar

¯
ack .

Next, we alternate the following two steps until convergence:

Update step Given an assignment of experiences to clusters Eck , we compute the actions
¯
ack

and forward models T̄ck that minimize the loss LCAPEL. Since LCAPEL is a linear combination of

two terms optimization can be carried out separately for
¯
ack with respect to Lc

action and for T̄ck
with respect to Lc

effect.

Assignment step While keeping all
¯
ack and T̄ck fixed, we reassign experiences to clusters ck

such that LCAPEL is minimized. To do so, we must compute the most similar cluster for each

experience
¯
e, according to a suitable similarity metric that we need to define. Similar to the

update step, the linear combination of the loss terms in Eq. (10.1) allows us to decompose the

similarity metric into two terms and compute them separately:

sim(ck, (
¯
e, ē)) = simaction(

¯
ack ,¯

ae) + simeffect(T̄ck , (¯
e, ē)), (10.2)

10.2.3 Learning Curricula

The decomposition of the update and assignment steps into Lc
action (simaction) and Lc

effect (simeffect)

gives us several options for optimizing LCAPEL. In the spirit of curriculum learning (Section 2.4.2),

we call these options learning curricula as they impose an order on which data is used for training

at which point in time (
¯
E and/or Ē). The first curriculum uses both at the same time by directly

optimizing LCAPEL. We call it the simultaneous curriculum, CAPEL (simul.), as it simultaneously

optimizes (the linear combination of) both Lc
action and Lc

effect. Alternatively, we consider two

pre-train and finetune curricula: the first one utilizes
¯
E to optimize Lc

action until convergence and

uses the result to initialize another optimization run relying only on Lc
effect and Ē. We term this

curriculum CAPEL (act.→eff.). The second one runs the optimization in reversed order, starting

with optimizing Lc
effect using Ē and then continuing with Lc

action using
¯
E, a curriculum termed

CAPEL (eff.→act.). We will evaluate all three curricula in Section 10.4 and now hypothesize

that CAPEL (simul.) achieves the best results because it provides a tighter coupling of the two

losses. We continue with defining Laction, Leffect, simaction and simeffect and how to use them in

the assignment and update steps for them.
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Algorithm 1 CAPEL

1: # Initialize clusters
2: Pick

¯
ac1

, . . . ,
¯
acK

randomly
3: for all (

¯
e, ē) ∈ E do

4: Assign (
¯
e, ē) to ck := argmaxcj simaction(

¯
acj

,
¯
ae)

5: L′ := ∞
6: while true do

7: for all ck ∈ {1, . . . ,K} do

8: # Update step
9: Compute

¯
ack

:= 1

¯
E

ck
|



¯
e∈

¯
E

ck ¯
we¯

ae

10: Optimize T̄ck wrt. Leffect(T̄ck , Eck )
11: Compute L given {

¯
ack

, T̄ck , Eck}1≤ck≤K

12: if LCAPEL ≈ L′ then

13: return {
¯
ack

, T̄ck , Eck}1≤ck≤K

14: L′ := LCAPEL

15: # Assignment step
16: for all (

¯
e, ē) ∈ E do

17: for all ck ∈ {1, . . . ,K} do

18: Compute sim(ck, (
¯
e, ē)) using Eq. (10.2)

19: Assign (
¯
e, ē) to ck := argmaxcj sim(cj , (

¯
e, ē))

10.2.4 Action Similarity Prior: Learning Action Primitives

The first term Laction expresses the assumption that similarly parametrized actions have similar

effects. We implement it by enforcing all actions in a cluster to be similar by penalizing low

similarity of the cluster centroid
¯
ack to the actions

¯
ae assigned to the cluster ck:

Laction(
¯
ack , Eck) = −



e∈
¯
E

ck

¯
we simaction(

¯
ack ,¯

ae), (10.3)

where simaction is a similarity metric defined on
¯
A, and

¯
we is an experience-specific weight

(defined below). Based on this loss function, we can now define the corresponding update and

assignment steps:

Update step Given a set of experiences
¯
Eck

, we compute the optimal
¯
ack as the (weighted)

mean over the continuous actions in
¯
Eck

(Section 2.2.2).

Assignment step We use simaction(
¯
ack ,¯

ae) to determine the cluster with the highest similarity

to experience
¯
e.

Note that these two steps implement the standard K-Means algorithm(Section 2.2.2), applied

to the continuous actions of the experience set
¯
E. Further note that applying K-Means to the

continuous actions corresponds to the first naive approach outlined in Section 10.1. We noticed

there that this approach would find clusters in the action sampling distribution, rather than

finding clusters that represent meaningful actions. We considered an improvement of this naive

approach by ignoring experiences without any effect, that is experiences with void effects (∆ē =
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∅). We adopt the same idea here: we ignore actions with void-effects in the update step, which

we implement by setting
¯
we = 1{∆ē 6= ∅} where 1{ · } returns 1 for a true and 0 for a false

statement. Note that this has no effect on the assignment step of the forward model but only

on the update step for computing the centroids. Intuitively, the reason for ignoring experiences

with void-effects in the update step but not the assignment step is the following: we cannot

use actions with void-effects for computing the cluster centroid because we cannot decide why

an action instance
¯
ae has no effect – due to the world state or due to being an illegal variation

of
¯
ack ; in the latter case,

¯
ae would wrongly skew the centroid

¯
ack , and we therefore ignore it.

However, because of the former case – that
¯
ae might have a void-effect due to the world state –

we still assign void-effect actions to clusters: it is important to learn appropriate forward models

that take into account the world state for predicting effects.

10.2.5 Effect Prior: Learning Relational Forward Models

The second term Leffect implements the prior that actions have few and accurately predictable

effects. It imposes a loss over the set of forward models T̄ = {T̄c1 , . . . , T̄cK}:

Leffect(T̄ck , Eck) = −


(s̄e,āe,s̄′e,r)∈Ēck

w̄e log P (s̄
′
e | s̄e, āe, T̄ck) + α PEN(T̄ck) + λ FEW(Ēck), (10.4)

where α and λ are (positive) hyperparameters. Eq. (10.4) is an extension of Pasula’s loss1

(Eq. 8.6), which originally contains only two terms: the (log-)likelihood of experiences given

the model and the regularization term PEN. We modify the original loss by adding a weight

w̄e for each experience as well as a few-effect penalty term FEW which forces each model to

specialize on few and different effects. It does not depend on T̄ck and thus only influences the

assignment step. We implement it as follows: for each (non-void) experience we compute the

fraction of experiences in Ēck with the same effect,

FEW(Ēck) =


ē∈Ēck

1{∆ē 6= ∅}|[ē]
ck
∆ |

|Ēck |
, (10.5)

where [ē]ck∆ denotes the equivalence class of all experiences with the same effect in cluster Ēck

(see Section 8.2.2). Note that this penalty does not explicitly enforce clusters with mutually

exclusive effects, but it will enforce it implicitly (unless K is significantly larger than the overall

number of different effects) as it encourages an experience ē to move to a cluster ck if that

cluster already contains many experiences with the same effect as ē.

Additionally, we weigh experiences ē according to the similarity of their continuous action
¯
ae

to the action centroid
¯
ack by setting w̄e = simaction(

¯
ack ,¯

ae). The rationale is that an experience

1It is equally possible to use the task-sensitive loss (Section 9.1, Eq. 9.4) but we confine ourselves to Pasula’s loss
here to simplify notation.
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contributes more to the probability mass of a predicted effect if it is similar to the cluster’s action

centroid. Note how, similar to
¯
we defined in Section 10.2.4, w̄e provides additional coupling,

although
¯
we 6= w̄e.

Unfortunately, the update and assignment steps for optimizing Lc
effect turn out to be much

more difficult than for Lc
action:

Update step As explained in Section 8.2.4, learning the optimal T̄ck from a set of relational

experiences Ēck is an NP-complete problem. As before, we employ the local optimization using

greedy search proposed by Pasula et al. (2007), applied to the loss Leffect(T̄ck , Eck).

Assignment step To assess whether to reassign an experience ē to a different T̄ck , we define the

similarity metric simeffect(T̄ck , (¯
e, ē)) as the relative increase of Leffect when moving e to cluster

ck. It is computed as the difference between the cost of removing e from its current cluster T̄cℓ
and the cost of adding it to T̄ck :

simeffect(T̄ck , (¯
e, ē)) = [Leffect(T̄

′
ck
, Eck ∪ {(

¯
e, ē)})− Leffect(T̄ck , Eck)]

− [Leffect(T̄
′
cℓ
, Ecℓ \ {(¯e, ē)})− Leffect(T̄cℓ , Ecℓ)]. (10.6)

We will now explain the reasons and implications of this way of implementing the assignment

step.

Computation

Computing simeffect is costly as it, in principle, requires learning two new forward models T̄ ′
ck

and T̄ ′
cℓ

. To compute it efficiently, we do not relearn the models from scratch but instead evaluate

different incremental modifications to T̄ckby applying each of the search operators presented in

Section 8.2.4 to T̄ck and select the modification T̄ ′
ck

that decreases the loss most. This approach

can be viewed as a simple implementation of learning rules incrementally.

Convergence

We formalize simeffect as the relative change of the loss by reassigning a single experience to a

new cluster. This way of implementing the assignment step in K-Means corresponds to Hartigan’s

algorithm (Hartigan, 1975) and was presented in Section 2.2.3. As explained there, this variant

of K-Means requires the update step to be carried out immediately after the reassignment of ev-

ery single experience; otherwise, convergence is not guaranteed. Updating the action centroids

and relational models after reassigning every experience results in an algorithm with theoret-

ically guaranteed convergence, which we call CAPEL∗. However, the complexity of relearning

the relational models after every reassignment of experiences drastically effects the efficiency
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10.3 Evaluation of CAPEL in Simulation Experiments

(a) Box and Handle (b) Latch Type-1 (c) Latch Type-2

Figure 10.3: Articulated furniture objects used in CAPEL experiments. ( c© 2016 IEEE)

of CAPEL∗. We did not run into convergence issues in practice and thus use the more efficient

CAPEL instead of the theoretically more sound CAPEL∗ in our experiments.

10.3 Evaluation of CAPEL in Simulation Experiments

We evaluate CAPEL in experiments with articulated furniture, similar to the objects presented

in Section 9.2. The goal of these experiments is to show that our coupled approach to learning

actions and forward models is better suited than learning approaches that address the problems

in isolation.

10.3.1 Simulated Furniture World

plane
blue

frame o1

o2

jointClosed

jointOpen

handle
o3

joint

joint

Figure 10.4: Visual depiction of the
relational representation used to de-
scribe articulated furniture objects.

The robot explores how to operate cabinets with differ-

ent opening mechanisms, similar to the ones presented

in Section 9.3.1. The main difference is that here we

omit any task-irrelevant distractors due to the increased

difficulty of the learning problem (see discussion in Sec-

tion 11.3): all cabinets only have a single door and the

same color. We use cabinets with two different types of

opening mechanisms, a rotary handle and a latch with a

knob (Figure 10.3). The handle and the latch have to be

unlocked before the door can be opened by pulling the

handle or the knob, respectively. While the handle and

the knob have a large variability in terms of the action

parameters required to actuate them, the latch requires

the direction of motion to be aligned precisely parallel to its joint axis. Additionally, the cabinet

can be obstructed by a box that must either be pushed to the left or to the right before accessing

the door.
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10.3.2 Relational and Continuous World Representation

States Every continuous state
¯
s ∈

¯
S consists of a set of rigid objects o ∈ O in the scene,

including their type, pose and geometry (represented as 3D meshes). Additionally, the state

contains the set of joints, including which rigid objects they connect, the joint type, their pose

and configuration. As explained in Section 8.2.1, the relational state s̄ ∈ S̄ represents the

continuous state
¯
s in a relational representation, composed of symbols listed in Table 10.1. Only

the relational state s̄ is available for learning, whereas the continuous state
¯
s is only used for

simulation.

The state representation used in our experiments differs slightly from the one used previously

(Figure 10.4): we make the assumption that every object is only connected to a single joint, and

thus use unary instead of binary predicates joint, jointClosed and jointOpen. This facilitates

and accelerates learning (see discussion in Chapter 11).

Relation/Function Arity Explanation

Object properties
plane, handle, knob, 1 object type
latch1, latch2, box

blocked 1 object is blocked (by box)
blocking 1 object is blocking some object

Kinematic structure
joint 1 connected by a joint
jointOpen, jointClosed 1 joint configuration

Table 10.1: State symbols used in the furniture world evaluated with CAPEL.

Actions We assume that the robot can establish a fixed grasp with an object o ∈ O and can

choose an arbitrary direction to push or pull it. We therefore define the continuous action

¯
a ∈

¯
A as a normalized directional vector

¯
A = R

3, ||̄a|| = 1, defined in the coordinate frame

of object o. We execute actions using the same velocity-impedance controller as presented in

9.3.1. The relational action is defined by ā = push(o). To apply CAPEL, we use a modified

cosine similarity (Dhillon and Modha, 2001) and define simaction as the dot product between

two actions if this product is positive, and set it to 0 otherwise (which corresponds to the case

that two action vectors point in opposing directions).

10.3.3 Experimental Procedure

To verify our hypothesis that learning actions and forward models is a coupled problem we

devise two distinct scenarios, each requiring particular attention to either the action or the

forward model learning problem. In each scenario, the robot has to learn (at least) six different

action capabilities.
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10.3 Evaluation of CAPEL in Simulation Experiments

Scenarios The box-&-handle scenario mainly requires the robot to learn in continuous action

parameter space. It consists of the cabinet with a handle attached to it, which is additionally

obstructed by a box (Figure 10.3a). The scenario allows the robot to learn at least six actions:

one for opening and one for closing the handle, two for moving the box (either to the left or to

the right), and another two for opening and closing the door. Additionally, some mechanisms

can move together, for example, the robot might move the handle in such a way that it closes

both the handle and the door (as described in Section 9.3.1). We hypothesize that purely effect-

based learning fails at this scenario because it is unable to learn the two opposing direction

vectors for removing the box (since they produce the same relational effect).

The latch scenario mainly requires learning in relational effect space. The scenario consists

of two cabinets, each with a distinct latch type (latch1/2; Figures 10.3b–10.3c). As mentioned

before, the latches require the direction of motion to be aligned precisely. Moreover, the latches

are oriented in such a way that no single action opens or closes both of them, hence four actions

are required for gaining full control over both latches, and two more actions are required for

opening/closing the door. We hypothesize that the robot must take the effects into account to

distinguish the latches and to learn accurate action parameters for operating them.

Data collection In each scenario, the robot interacts with cabinets in different randomly sam-

pled states (open, closed, unlocked, locked). In every interaction, the robot randomly selects

the handle, box, latch or knob, uniformly samples a direction vector and then applies the cho-

sen action. For every type of cabinet (box & handle, latch type-1, latch type-2), we collect 15

training episodes by letting the robot sample at most 30 consecutive actions per episode. To

ensure that the robot collects enough non-void-effect experiences, we abort an episode as soon

as the robot has successfully opened, closed or locked the cabinet, and we repeat an episode if

the robot fails to have any effect on the cabinet after 30 actions.

This way the robot collects roughly 500 experiences for the box-&-handle and roughly twice

as many (1000) for the latches scenario (because it consists of two instead of one cabinet type).

We repeat this procedure three times to obtain three approximately equally sized datasets per

scenario.

10.3.4 CAPEL Variants and Baselines

In our experiment, we compare different strategies, consisting of our method, variants of it and

additional baselines.

CAPEL Curricula The main focus lies on evaluating CAPEL in its different curriculum variants

(Section 10.2.3): CAPEL (simul.), CAPEL (act.→eff.) and CAPEL (eff.→act.).
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CAPEL Lesions In order to assess the contribution of the terms in Lc
effect, we test two lesioned

versions of our method: CAPEL (FEW only) ignores the log-likelihood and the penalty PEN terms

in Lc
effect (Eq. 10.4) during the assignment step, and only uses the few-effect penalty FEW for

clustering experiences. Vice versa, CAPEL (no FEW) ignores FEW for clustering experiences.

Baselines We compare our method to three baselines: action only only optimizes Lc
action (and

is thus equivalent to spherical K-Means applied to the action parameter space); effect only only

optimizes Lc
effect; and finally we test a random baseline which uniformly samples K continuous

actions, assigns all experiences to the closest ones of those K actions, and then learns forward

models for all actions.

For all tested strategies, we vary K = {5, . . . , 12}, run each strategy five times with different

random initializations and average the results. All hyperparameters for CAPEL only pertain to

the forward model learner with the exception of the few effect penalty. The experiments in

Chapter 9 and preliminary experiments have shown that the rule learner is robust to hyper-

parameters and we thus use low regularization α = 10−5 and a moderate few-effect penalty

λ = 1.

Moreover, we observed that unimportant void-effect experiences jump around between clus-

ters and slow down convergence without any significant effect on the result. We mitigate this

effect by allowing CAPEL to move an experience only if the overall similarity Eq. (10.2) is above

a certain threshold, 0.05 in our experiments.

10.3.5 Evaluation

Finally, we explain how we evaluate CAPEL and the baselines in order to assess their perfor-

mance.

Planning The most important measure for the success of CAPEL is how well-suited the learned

action capabilities, that is parameters and forward models, are for planning and executing a

sequence of actions to solve the given tasks. We therefore evaluate the planning capabilities

of the forward models T̄ck , by letting the robot plan and execute a full sequence of actions

for opening and then closing (and locking) each door. To ensure that the robot does not poke

around randomly, it must not use more than 10 actions for this task.

Centroids To gain insight into the quality of the learned actions, we evaluate the centroids
¯
ack

by exposing the robot to every mechanism in all configurations and testing whether it is able to

change its state (open to closed, locked to unlocked, and so on) with only one single action.

Distribution Finally, we evaluate the quality of the clustering Eck by treating every cluster as a

non-parametric action parameter distribution: we perform the same test as for the centroid, but
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Figure 10.5: Detailed results averaged over all scenarios. We have omitted the standard error to
increase readability.

instead of applying
¯
ack we randomly sample an experience

¯
e ∈

¯
Eck

and execute its action
¯
ae.

To compute a policy based on the learned forward models, we use the relational planner

PRADA (Section 8.2.5) with planning horizon 4 and discount factor γ = 0.95.

10.4 Experimental Results in Simulation

We will now present the results of our simulation experiments. The goal of this section is to

show that and how coupled action and forward model learning makes the robot more effective at

operating articulated objects. Toward that end, we will first show that (i) CAPEL solves the given

tasks better because it is more effective at planning and executing sequences of actions. A deeper

analysis will show that CAPEL’s success results from the fact that it optimizes for both (ii) similar

action parameters (Laction) (iii) and few and predictable relational effects (Leffect). We will

further show that (iv) optimizing these two simultaneously results in better performance than

one after another. Finally, we will analyze the contribution of Leffect and show it is important (v)
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(a) Latch scenario, K = 6. ( c© 2016 IEEE)
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(b) Box-&-handle scenario, K = 7.

Figure 10.6: Exemplary clustering results in action parameter space. To provide a 2D visualiza-
tion, we transform the 3D action parameters into spherical coordinates. (This causes the x-axis
to appear wider than it is.) Only experiences with non-void effects are shown.
(Left) Results for latch scenario, comparing CAPEL (simul.) and action only. We see that
CAPEL (simul.) correctly learns the distribution of the latch opening action parameters (c3 and
c5), even for low K = 6 and even though they overlap with the cluster for door opening (c4).
In contrast, action only overfits to the sampling distribution. (Right) Results for box-&-handle
scenario, comparing CAPEL (simul.) and effect only. The main observation from this figure is
that effect only distributes many clusters over large parts of the parameter space because it does
not use any notion of similarity in this space.

to optimize for both few and predictable effects. We conclude by (vi) discussing common failure

cases of CAPEL.

10.4.1 CAPEL Generates and Executes Better Action Plans

The most important measure for success is the effectivity of the learned models for executing

and planning actions. We therefore turn our attention to the planning performance averaged

over both tasks (Figure 10.5, top row). Additionally, we show the planning performance for each

individual task in Figure 10.8. Additional results from the centroid and distribution experiments

are provided in Appendix C.2.1.

We see that CAPEL (simul.) performs better than all baselines, curricula and lesions for

K ≤ 10 and for K ≤ 8 even with a margin of more than 0.1 in accuracy. The performance

only drops below some of the competing methods for K = 11. Overall, the best performance

is achieved by CAPEL (simul.) [K = 9] (accuracy 0.87), CAPEL (simul.) [K = 12] (0.89) and

action only [K = 12] (0.89). We further see that the task is sufficiently difficult since the random

strategy only ranges around an accuracy of 0.2.

This analysis shows that CAPEL (simul.) learns the most effective actions and forward mod-

els, even for low values of K.

We now show that CAPEL performs better because it optimizes both for similar action pa-

rameters and few, predictable effects.
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10.4.2 Optimizing for Few and Predictable Effects Is Required

We begin by studying the influence of optimizing for few and predictable effects. We therefore

compare the performance of CAPEL and the action only strategy which lacks any knowledge

about effects. The planning experiments (Figure 10.5, top row) show that this strategy is the

baseline that performs best. Although its accuracy is low (approx. 0.6) for K < 9 it catches up

with the performance of CAPEL (simul.) for K ≥ 11, even slightly outperforming CAPEL (simul.)

forK = 11. To understand where CAPEL (simul.) and action only differ we inspect the individual

scenarios (Figure 10.8, first row, first column). We see that action only performs as good as

CAPEL (simul.) for the box-&-handle but generally worse in the latch scenario. The reason

is that in the box-&-handle scenario most required actions are roughly orthogonal (such as

opening door vs. opening handle) and do not require an exact parametrization. This observation

is supported by the fact that, in this scenario, action only also performs well in the centroid

experiment, this means that action only has learned how to operate all mechanisms.
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Figure 10.7: Centroids and distribution for
opening/closing latches (K = 9).

However, action only has problems in the

latch scenario because it cannot take the ef-

fects needed to learn the precise actions re-

quired to operate the latches. To validate

this hypothesis, we inspect the centroid per-

formance in the latch scenario closer. Al-

though the overall accuracy in this task, av-

eraged over all mechanisms (Figure 10.5, sec-

ond row, left column), is only slightly below

the one of CAPEL (simul.), an analysis of the

performance for locking and unlocking the

latches reveals that action only (K = 9) has

difficulties to operate them reliably: it does

not capture the distribution of action param-

eters suitable for operating the latches at all

(Figure 10.7). This result is confirmed by vi-

sual inspection of the clustering in action parameter space (Figure 10.6a).

Another problem that action only faces is that it learns highly stochastic rules. Although

this did not influence its performance in our experiments due to the robustness of the planner,

we expect this problem to severely affect performance and generalization capability in more

complex scenarios.

This shows that taking effects into account is required for successful performance.
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Figure 10.8: Detailed planning results per scenario. The results for the individual scenarios in
the centroid and distribution experiments are provided in Appendix C.2.

10.4.3 Optimizing for Similar Action Parameters Is Required

Next, we show that action parameters have to be taken into account for learning, too. We

therefore compare the performance of CAPEL and the effect only strategy which lacks any notion

about the parameter space. As can been seen clearly the averaged planning performance is far

below CAPEL (simul.) and action only. However, the performance of effect only in the distribution

experiment (Figure 10.5, third row, left column) is comparable with CAPEL (simul.). The reason

is that the distribution of each mechanism is best reflected in the effects; these clearly shape

the boundaries between the different actions. However, in the box-&-handle scenario effect only

wrongly considers pushing the box left and right to be one single action. Therefore the centroid

of this action lies directly in the middle – resulting in no successful push at all. Since in the

planning experiment the centroid is selected as the action, the good result of effect only in the

distribution experiment is irrelevant for planning.

A second reason for the weak performance of effect only in the planning experiments are the

learned rule sets. Although the rule sets learned by effect only exhibit low loss Leffect, they are

not always useful for planning. For example, in the box-&-handle scenario a wide variety of

effects can occur, for example, handle and door opening simultaneously. Although these effects

are results of slight variations of the action parameter required to open a door effect only often

wrongly considers them different actions.
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To conclude, successful learning requires both taking into account the effects as well as the

action parametrization for learning.

10.4.4 Simultaneous Optimization Outperforms Pre-Train and Fine-Tune

To understand whether it is required to tightly couple the objectives Lc
action and Lc

effect or whether

it is sufficient to optimize them one after another, we study the influence of the learning cur-

riculum (Section 10.2.3) on the performance of CAPEL. The averaged results for both scenarios,

and the individual results for each scenario, respectively, are shown in the middle columns of

Figures 10.5 and 10.8.

We see that in general CAPEL (simul.) outperforms the pre-train-and-fine-tune strategies

CAPEL (act.→eff.) and CAPEL (eff.→act.) with respect to planning performance. Given these

results, CAPEL (act.→eff.) can be interpreted as an improved version of effect only: it performs

better than effect only because the action-similarity based pre-training provides a good initializa-

tion of CAPEL (act.→eff.). Using this initialization is less effective than simultaneous learning,

though.

In contrast, CAPEL (eff.→act.) performs similarly to action only. The reason is that ac-

tion only unlearns the clustering from the effect-based pre-training. This results from the fact

that clustering in the low-dimensional action parameter space is more stable than in effect space.

Hence, it is less sensitive to the initialization of the clustering which results in similar results for

CAPEL (eff.→act.) and action only.

We conclude that tight coupling of action- and effect-based optimization yields better results

than optimizing separately.

10.4.5 Optimizing for Few and Predictive Effects Is Required

Finally, we study which aspect of the Leffect loss contributes to the overall performance of

CAPEL (simul.) in which way. The results are shown in the right columns of Figures 10.5 and 10.8.

Figure 10.5 (top right) shows that CAPEL (simul.) outperforms the lesioned variants for

all K except K = 11. CAPEL (no FEW) oscillates around a planning accuracy of 0.6, usually

irrespective of K. The reason for the poor performance of CAPEL (no FEW) is that it is un-

able to identify the sharp effect boundaries in the latch scenario and learns ineffective actions

parameters, similar to action only.

In contrast, CAPEL (FEW only) almost reaches the average performance of CAPEL (simul.) for

K ≥ 9. However, CAPEL (FEW only) performs worse than CAPEL (simul.) in the box-&-handle

scenario (Figure 10.8, second row). The reason is that the rules learned by CAPEL (FEW only)

are more stochastic and thus it often fails to learn that removing the box is a precondition for

unlocking the handle – due to the fact that it lacks the log-likehood term in the loss Lc
effect to

ensure certain predictions.
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This shows that all terms in Lc
effect are required for successful learning.

10.4.6 Common Failure Modes of CAPEL

Given that we have shown the superiority of CAPEL in comparison to all other strategies, we

now study common failure cases of CAPEL and reason about possible improvements. All failure

cases can be categorized into one of the three terms of the bias-variance analysis (Section 2.1.1):

Irreducible Noise One part of CAPEL’s failures results from the noise that we apply to the

action parameters during simulation (Section 10.3). In particular for operating the latches this

requires the robot to reattempt the same action multiple times. But the noise can also induce

more severe side effects. For example, in the box-&-handle scenario the robot might accidentally

lock the handle while opening the door. If this case does not occur in the training data set

CAPEL (simul.) does not know how to deal with this situation. Another source of noise is the

stochasticity in the initialization of CAPEL: a bad initialization causes CAPEL to converge to

non-global optima, preventing the robot from learning task-relevant actions. (For every dataset

and at least one initialization, though, CAPEL (simul.) with K ≥ 6 learns optimal actions and

forward models; with K = 5 no strategy is able to actuate all mechanisms.)

Underfitting Next, we see that CAPEL underfits for low values of K because too few actions

are available for fully operating all mechanisms. We also see that CAPEL usually requires more

than the theoretically sufficient six actions to operate all mechanisms reliably. The reason is that

the K-Means-style loss term Lc
action biases CAPEL towards spherical clusters.

Overfitting Finally, we observe that CAPEL (simul.) is prone to overfitting for large values of

K, mainly in the box-&-handle scenario. The reason is that if there are more clusters available

than required, CAPEL (simul.) splits the experiences in such a way to obtain less stochastic

rule sets. To illustrate this point, we look at the most frequent failure case in the box-&-handle

scenario. In this case, CAPEL (simul.) learns two actions with the same effect, both dedicated to

unlocking the handle: one action model correctly includes the precondition that the box needs

to be removed before the robot can unlock the handle, the other one does not. Even though the

second action is wrong, it results in a simpler plan and is thus selected more frequently by the

planner. However, it is unsuccessful because it does not involve removing the box before trying

to open the handle.

We will further discuss the failure cases and possible ways to address them in Chapter 11.
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10.5 Application of CAPEL in a Real-World Experiment

(a) Door with revolute joint. (b) Drawer with prismatic joint.

Figure 7.3: The robot’s camera view during the interaction. (Left) Door with revolute joint
detected by our joint tracker in red. (Right) Drawer with detected prismatic joint in green.
(repeated from page 90).

10.5 Application of CAPEL in a Real-World Experiment

The simulation experiments have shown that CAPEL enables robust learning of action param-

eters and forward models. In the following section, we will demonstrate how to implement

CAPEL on a real robot. Similar to the simulation experiments, the robot needs to find the best

actions and forward models to open two articulated objects (Figure 7.3). We will show how to

integrate CAPEL with the perception and manipulation skills presented in Chapter 7 and allow

the robot to learn to operate the objects.

We begin by presenting the articulated objects, the learning task and the relational repre-

sentation of states and actions. We will then introduce the robot system and the perception and

manipulation skills used in the experiments and present experimental results.

10.5.1 Real Furniture

The goal of this experiment is to learn actions for opening two mechanisms, a drawer and a door

illustrated in Figure 7.3. The mechanisms are embedded in the compartments of a cabinet, the

door is always located in the left and the drawer in the right compartment. To enable the robot

interact with them, we have attached elongated horizontal handles of the same size to each of

the mechanisms.

The robot’s task is to learn where to grasp the handle and in which direction to pull it in

order to open both mechanisms reliably – without knowing the joint type beforehand. Due to

the experimental design, the robot will be able to open the drawer irrespective of where on the

handle it grasps; the door handle, however, has to be grasped at a sufficient distance from the

hinge joint in order to apply enough leverage and not exceed the robot’s force limits. Therefore,

the robot should learn two actions for opening the door or the drawer and predict from the

location of the mechanism in the compartments which action to apply.

Note that the task considered here is significantly simpler than the simulation tasks presented

in Section 10.3.1. Therefore, the baselines presented in Section 10.3.4 would be able to find
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similar results as CAPEL. However, the purpose of the real world experiment is to demonstrate

the real-world perceptual and motion capabilities and how they integrate with CAPEL. That the

baselines fail for more complex tasks has been shown in great detail in Section 10.4. Therefore,

taken together, the results in this and the previous section demonstrate how CAPEL allows the

robot to learn forward models and action parameters in the real world.

10.5.2 Relational and Continuous World Representation

We now introduce the relational and continuous state and action representations and explain

how these representations are linked to the robot’s’ perceptual and motor systems in the next

section.

States The state representation closely resembles the one used in the simulation experiments

(Section 10.3.2). We indicate the joint state by jointClosed and jointOpen, assuming that

joints are closed in the beginning and open if they moved for at least 15cm (if prismatic joint

is detected) or 45 degrees (if revolute joint is detected). We ignore joints that do not move

for more than 7.5 cm (prismatic) or 10 degrees (revolute). Furthermore, we assume that the

handle is rigidly attached to the mechanism, and thus represent the door and handle by a single

symbol handle. To indicate whether the handle is located on the left or the right from the robot’s

point of view we use the symbols left and right. Finally, we indicate if the robot successfully

grasped a handle with the grasped symbol.

Example 6. After successfully opening the door, the world state is represented as follows:

handle(o1), left(o1), grasped(o1), jointOpen(o1), handle(o2), right(o2), jointClosed(o2).

Actions Since we want to learn both pulling directions and grasping locations, we extend the

three-dimensional state representation used in the simulation experiments to six dimensions:

every action
¯
a ∈

¯
A is a combination of a direction and a position vector, expressed in object

frame,
¯
a = (

¯
adir,

¯
apos),

¯
adir ∈ R

3, ||̄a|| = 1,
¯
apos ∈ [−0.5, 0.5]3. We choose this range for

¯
apos

to be able to apply it to objects (handles) of different size: we treat
¯
apos = 0 as the center of

the object and scale
¯
apos to the object’s size before applying it. For example, in our experiments

¯
apos = (0, 0.5, 0) denotes the right most point of the handle.

To use this action representation with CAPEL, we define the action similarity function as the

mean of the similarities in direction and position:

simaction(
¯
ai,¯
ai) =

1

2



simdir(¯
adir
i ,

¯
adir
j ) + simpos(

¯
apos
i ,

¯
apos
j )



(10.7)

with simdir defined as in Section 10.3.2 and simpos given by a radial basis function with variance

σ2pos estimated from the data: simpos(
¯
apos
i ,

¯
apos
j ) = exp(− ||

¯
a

pos
i −

¯
a

pos
j ||2

2σpos

2

).
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10.5.3 Robot System

Physical Setup Our robot system (Figure 10.10) consists of a 7-DOF Barrett WAM arm equipped

with a RBO Soft Hand 2+ (Deimel and Brock, 2016), an underactuated pneumatic robotic hand.

This hand’s fingers have twice as thick silicon walls as the original version; this property in-

creases its stiffness and provides sufficient strength for actuating the furniture. Additionally, we

use two sensors, a six-axis ATI Gamma force-torque sensor on the wrist of the arm and a Prime-

Sense Carmine short-range RGB-D camera on top of the robot’s base. For controlling the robot,

we use SimLab RoboticsLab (SimLab Co., Ltd., 2013) and rely on ROS (Quigley et al., 2009) to

connect it to the perceptual and learning systems.

Figure 10.10: System setup of the
RBO robot.

Motion Generation The motion is divided into three

phases: an approach, a manipulation and a retraction

phase. During the first phase, the robot uses a task

space controller to approach a grasping point on the

handle, and closes the hand as soon as it gets in con-

tact with the cabinet door. We detect a contact event

by monitoring if the robot measures a force of greater

than 10 N normal to the hand’s palm. In the manip-

ulation phase, the robot tries to open the mechanism

by pulling it into the direction chosen by the learner.

Since the robot does not know beforehand whether it

operates the drawer or the door, we apply a velocity-

impedance controller (Section 7.2.2). The controller

maintains a desired velocity of the end-effector (1 cm/s) in the desired pulling direction while

being compliant in the other directions. In the final retraction phase the robot opens the hand

and executes a safe motion to retract to a pre-defined home position.

The entire motion plan is represented by a hybrid automaton (Section 7.2.1). It features

additional sensor events related to safety by monitoring the maximum velocities and forces of

the arm.

Perception For operating articulated furniture, we need to address different perceptual tasks.

One important task is the (i) estimation of the object’s kinematic structure and its kinematic

state. For this task we will use our integrated approach to perception of articulated objects

presented in Section 7.1. We further adapt this method to the manipulation task by providing

explicit knowledge about the location of the robot arm in the image (Martín-Martín and Brock,

2017). This allows to crop the arm out of the image and avoids considering it to be part of the

object.
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CONTEXT: grasped(X)

ACTION: action0(X) (10.8)

OUTCOME: jointOpen(X), ¬jointClosed(X)

CONTEXT: ¬grasped(X)

ACTION: action0(X) (10.9)

OUTCOME: ∅

CONTEXT: ¬left(X)

ACTION: action1(X) (10.10)

OUTCOME: jointOpen(X), ¬jointClosed(X)

CONTEXT: left(X)

ACTION: action1(X) (10.11)

OUTCOME: ∅

Figure 10.11: Forward models learned in the real-world CAPEL experiment.

Additionally, the robot must detect (ii) where to interact and (iii) whether an interaction

was successful. We address these two problems by engineering solutions tailored to our task.

To address (ii), we find handles by detecting and crop the vertical cabinet plane from the point

cloud, and then apply an off-the-shelf handle detector (ten Pas and Platt, 2014) to the cropped

point cloud. In order to assess (iii) the outcome of an interaction, we monitor the force signal

and the sequence of control modes activated during the execution of the hybrid automaton that

defines the interaction. To allow the relational learner to correctly model the success and failure

of an action, we distinguish two failure modes: in a grasping failure the robot looses contact

with the handle before or during the interaction2 whereas a pulling failure results from the

robot exceeding the maximum force (20 N) during the interaction.

10.5.4 Experimental Procedure

For each of the two mechanisms we execute ten episodes. In every episode, we either select

the left handle (door) or right handle (drawer) for interaction, and the robot then repeatedly

samples action parameters, tries to grasp the handle and open the mechanism. Therefore, every

episode contains between one and several interactions, and ends when the mechanism has been

opened. To keep the number of experiments tractable, we do not sample the entire space of

action parameters, but confine ourselves to sampling from -45 to 45 degrees in vertical pulling

direction and only sample the horizontal component of the handle grasp location.

In our experiments, this procedure amounts to 29 interactions in total. After generating the

relational experiences as described above we apply CAPEL five times to the data set with five

different random initializations.

10.5.5 Experimental Results

We will now report the results of our experiment. The goal of our analysis is to show that (i) the

perception and manipulation components function robustly and (ii) that CAPEL integrates with

2To detect a grasping failure, we assume that after moving 10 cm away from the grasping point the force exerted
by the robot on the environment during the rest of the interaction (maximum time: 60 seconds) must have been
higher than a given threshold (2 N); otherwise, we assume the robot failed at grasping the object and was instead
moving in free space.
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10.5 Application of CAPEL in a Real-World Experiment

these components and learns useful actions and forward models.

Robot Perceives and Operates Objects Robustly Amongst the 29 interactions, 19 resulted in

successfully opening the door or drawer. This rate is surprisingly high given the large variation of

the sampled grasping point and pulling direction parameters. It turns out that the success of an

interaction only depends on the location of the grasping point and not on the pulling direction.

The reason is that the force controller adapts compliantly to wrong initial orientations.

The perceptual components work robustly in all interactions. The handle detector always

finds the two handles reliably, except in one interaction, when only the door handle is detected.

Since only the door is manipulated during this interaction, anyway, the failure does not affect

the final result. The robot always notices when it loses a grasp, which happened in three cases,

always for the door. Importantly, the joint detection gives nearly perfect results, too. Examples

for joints detected are shown in Figure 7.3. The joint detector always infers the correct joint

type and configuration every time the robot successfully opens a mechanism. Only in a few

cases the tracker detects joints that do not exist, but we immediately remove them due to the

small relative motion observed. As visible in Figure 7.3 the reconstructed shapes fully capture

the entire visible part of the drawer and door.
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CAPEL: Real-World

Figure 10.12: Real-world scenario,
clustering results in action parameter
space for K = 2. We project the
six-dimensional action representation
on the only two varied dimensions,
the vertical orientation and horizon-
tal position. Circles indicate success-
ful, crosses unsuccessful interactions.

CAPEL Learns Relevant Actions and Forward Models

Figures 10.11 and 10.12 show the rules and the cluster-

ing in visual space when applying CAPEL with K = 2

to the collected data (similar results were for all five

random restarts of CAPEL). We see that the rules are

very simple, resulting from the data being very clean

and effectively not containing any noise. We see that

c0 opens both mechanisms as long as the robot is able

to grasp the handle. c1 only works for the right mecha-

nism; thus CAPEL has understood that it needs to use a

different action for the door. Inspecting the distribution

of the clusters in Figure 10.12 confirms this result and

shows that CAPEL correctly inferred that the pulling di-

rection does not play any role at all for the success of

an action. However, there is no one-to-one mapping be-

tween clusters and joint types; many of the successful

drawer actions are contained in cluster c0, not c1.

To conclude, our experiments show that the robot is able acquire task-relevant actions and

compact forward models for solving a real-world manipulation task, relying solely on its percep-

tual, action and learning capabilities.
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10.6 Related Work

We conclude this chapter with a discussion of the related work. We have already covered rele-

vant work regarding perception and manipulation skills for articulated objects (Chapter 7), re-

lational reinforcement learning (Chapter 8), and learning of background knowledge and func-

tional dependencies (Chapter 9). Therefore, we will focus here on the connection between

continuous and relational reinforcement learning, including an extended treatment of symbol

learning approaches.

Continuous Relational Reinforcement Learning

While a large part of work in relational reinforcement learning focuses on discrete predicates

with binary truth values, applying it to robotics requires dealing with continuous sensor and

motor values in highly uncertain worlds. Previous work that addresses this problem can be cat-

egorized into four different approaches: (i) Translating logical programs into continuous models,

such as neural networks (Towell et al., 1990; Hu et al., 2016), allows to harness logical back-

ground knowledge in continuous models, but requires retraining whenever the model changes,

and does not allow to perform logical inference. (ii) Statistical relational learning “lifts” prob-

abilistic reasoning to first-order logic, by treating symbols as random variables (Getoor and

Taskar, 2007; Raedt et al., 2016). The benefit of this approach is that it effectively enhances the

expressiveness of logic with the capability of probability theory to reason under uncertainty. The

approach can be extended to deal with continuous symbols (Kersting and Raedt, 2001; Antanas

et al., 2012; Nitti et al., 2016), making it particularly interesting for robotics. But, as mentioned

before, these methods come at the cost of high computational complexity. (iii) Another approach

is to interleave continuous with discrete relational reasoning. Many approaches in integrated task

and motion planning (TAMP, Cambon et al., 2009; Kaelbling and Lozano-Perez, 2013) apply this

approach: they represent state and actions in symbolic form, compute symbolic task-level plans,

and resort to (sampling-based) motion planning to ground the task-level plan. However, these

approaches usually do not involve any kind of learning, but rely on appropriately defined state

symbols and action templates. (iv) Finally, there is the option to perform planning solely on a

discrete symbolic level but to learn the symbols from data. As this approach is the one we employ

in Chapter 10, we will discuss the related work more extensively in that chapter.

Symbol Learning

Learning symbols allows to leverage the computational efficiency of (discrete) symbolic planning

in continuous-valued domains while still enabling the robot to deal with continuous problems.

Most of the current approaches focus on state symbol learning. In these approaches, symbols are

either treated as binary classifiers mapping continuous variables (for example, features of single
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objects or object pairs) to true or false, or as multi-class predictors that refer to ”landmarks” of a

continuous variable, which constitute distinct (ranges of) numerical values that are particularly

relevant for the task (Goldmeier, 1972; Kuipers, 1994).

A large body of work presents supervised learning approaches to symbol acquisition (Palmer

et al., 2012; Burbridge and Dearden, 2012), including active learning (Kulick et al., 2013). The

more versatile but challenging problem, which we address in Chapter 10, is to learn symbols in

an unsupervised way, or in the context of reinforcement learning. An important insight for unsu-

pervised symbol learning is that symbols must be task-relevant (Toussaint et al., 2013), rather

than a discretization of a probabilistic “modal world”, as suggested by Feldman (2012). The

main question then is how to define task-relevance. König and Krüger (2006) argue that symbols

can be learned by exploiting decorrelation, sparseness and predictability, but do not apply their

approach in any interactive reinforcement learning setting. Mugan and Kuipers (2012) present

an approach that uses predictability to learn discrete symbols (landmarks) together with forward

models operating on these symbols, but their approach is not relational in the sense that it does

not generalize to first-order problems, and it is only evaluated in a simulated box manipulation

scenario. Steels (2003) defines task-relevance with respect to communication and suggests that

task-relevant symbols allow an agent to successfully communicate a concept to another agent.

This idea has been applied to a variety of tasks, spatial reasoning (Spranger et al., 2010) being

one of the most relevant ones for robotics.

Jetchev et al. (2013) presents the first approach that addresses symbol learning in a rela-

tional reinforcement learning setting. They propose a learning objective that requires symbols

to be predictive for the next state and the reward, and evaluate their approach in different sim-

ulated learning settings. Konidaris et al. (2014) present a similar approach and evaluate it in

a computer game domain. In contrast to Jetchev et al. (2013), they learn propositional rather

than relational symbols, but these symbols are probabilistic and thus allow to reason under

uncertainty.

Our approach, presented in Chapter 10, addresses the problem of action symbol learning.

Closest to ours is the work by Orthey et al. (2013). They optimize an action such that the as-

sociated relational forward model becomes more predictive. In contrast to ours, their approach

cannot learn multiple action capabilities, but only optimizes a single action primitive with the

goal of making its outcome more predictable. Optimizing multiple actions and detecting which

action is applicable to which task is significantly more difficult than optimizing a single action.

In this regard, our approach solves a more difficult problem which is related to hierarchical and

multi-task reinforcement learning (Sutton et al., 1999; Daniel et al., 2012; Stulp et al., 2014;

Raffin et al., 2016).

Action symbol learning is closely related to TAMP (Cambon et al., 2009). Although most

TAMP approaches rely on pre-defined models (with the exception of Xu and Laird, 2011 and very
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recently Kaelbling and Lozano-Perez, 2017) and action templates such as for grasping, moving

or pushing, these templates are instantiated in concrete situations by using a geometric motion

planner. In contrast, action symbol learning is concerned with learning primitives, avoiding the

necessity of re-planning in every new situation. This comes at the price of being less flexible if

the learned symbols are not suited for the task. Moreover, TAMP approaches have already been

successfully applied to a variety of challenging robotic and manipulation problems, involving

complex multi-step reasoning, both in simulation and in the real world.

10.7 Summary

In this section, we presented CAPEL, a method for action parameter and forward model learning

for manipulation. Our method solves the two learning problems in a coupled fashion by clus-

tering experiences in continuous and relational representation simultaneously. Our simulation

experiments show that CAPEL allows the robot to learn task-relevant action parameters and for-

ward models, and that all components of CAPEL are relevant to achieve this result. Additionally,

we demonstrated how CAPEL enables the robot to learn skills in a self-supervised manner for a

real world robotic manipulation scenario.
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11
Summary of Learning to

Manipulate Articulated Objects

In the last chapters we presented approaches to apply relational reinforcement learning to the

problem of learning to manipulate articulated objects. We will now discuss the strengths and

weaknesses of our methods. We will then conclude by giving an outlook and discuss future

research directions for relational learning in robotics.

We begin with a technical discussion of the relational learning methods used and developed

in this thesis: relational model learning in general, task-sensitive model learning, and coupled

relational and continuous learning.

11.1 Limitations of Relational Model Learning

This section is concerned with the limitations of current relational model learners, focusing on

the one proposed by Pasula et al. (2007). We will begin with identifying technical limitations

of the learner and then turn to a discussion of representational issues in relational learning for

manipulation.

11.1.1 Time and Complexity

Learning time increases significantly with (i) the number of state symbols, (ii) the number of

literals and objects in a state, (iii) the number of experiences and (iv) low regularization. To

illustrate this, we conduct a learning experiment measuring the time required to learn a rule

149



Chapter 11 • Summary of Learning to Manipulate Articulated Objects

set using the approach1 suggested by Pasula et al. (2007) for different sets of experiences on

an average desktop PC (Intel Xeon W3565 Quad-core 3.20GHz, 6 GB RAM, SSD) with standard

hyperparameters α = 10−5, pmin = 10−5. First, we use data from the kinematic chain experi-

ment presented in Section 9.3.1, selecting 44 experiences consisting of 20 symbols, each state

containing 44.8 (SD 3.48) literals and 4 unique objects on average. The average runtime of Pa-

sula’s learner is approximately 20 seconds (averaged over three independent runs). Second, we

use data from the furniture experiment containing 316 unique experiences consisting of 26 state

symbols, with each state containing 62.5 (SD 18.32) literals and 8.73 (SD 2.0) unique objects

on average. In this case, learning time increases to 55 minutes. This runtime is acceptable in

the domains that we consider here, but it poses problems for scaling to more complex scenar-

ios. Similarly, it makes it difficult to use the rules for incremental exploration which requires

frequent relearning of the rule set.

11.1.2 Incremental Rule Learning

One way to make learning more effective is incremental rule learning: modifying an existing

model to cope with new experiences. In Chapter 10, we implemented a simple version of incre-

mental learning in order to decide when to transfer experiences between rule sets that explain

different actions. It proved sufficient in most cases for deciding whether the rule set’s score

would increase or decrease, but it will not be effective for learning over a long period of time.

The main reason is that purely incremental learner cannot escape local minima as this requires

re-learning at least parts of the model from scratch. Future work needs to address the difficult

problem of balancing refinement of rules vs. re-learning.

11.1.3 Wrong Causality

Another issue with current model learners is that they ignore the temporal structure of the train-

ing data. This can lead to causally wrong explanations. Consider an example from Section 10.3:

the robot has to open a door that is locked by a handle, but additionally, the handle is blocked

by a box. In some cases, the learner incorrectly infers that the box does not move because the

door is locked. This obviously contradicts the actual locking dependency but results in a valid

rule set according to the loss function we use. By taking the temporal order of the experiences

in account the learner would be able to understand the causality correctly.

11.1.4 Non-Hierarchical Outcomes

One practical issue that arises from the current formulation of NID rules is their outcome struc-

ture. In Section 8.2.3, we stated that a NID rule is associated with a set of probabilistic outcomes.

1The results are generated using an optimized version of the implementation by Lang and Toussaint (2010). We
have made this code available at https://github.com/shoefer/mbrrl2.
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However, the outcomes are considered atomic, even if they are not disjunct. This results in an

undesired behavior during planning. Consider a rule with the following outcomes:

OUTCOMES :







0.59 jointOpen(Y ),¬jointOpen(X)

0.41 jointOpen(Y )
(11.1)

The probability that jointOpen(Y ) becomes true when applying this rule is 1.0 for this rule,

but using the current formulation the planner will regard the probability of this outcome as 0.41.

Although this formulation is beneficial if we want to want to ensure that the selected actions do

not cause any side effects, such behavior is not required in all cases. To allow both, we suggest

to extend NID rules by hierarchical outcome probabilities, such as,

OUTCOMES :



















1.0 jointOpen(Y ),






0.59 ¬jointOpen(X)

0.41 ∅

(11.2)

and extend the relational planner and the outcome learning procedure of the Pasula’s learner

accordingly.

11.1.5 Missing Notion of Uncertainty and Confidence

Another limitation of the NID rule representation is that it lacks any notion of uncertainty about

the literals. Nitti et al. (2016) suggest a way to overcome this problem by resorting to probabilis-

tic relational regression trees, but their approach comes at the price of high learning complexity.

An orthogonal issue is that the NID rules do not reflect any confidence values about the rules.

For example, a rule does not reflect how many experiences in the training set support it, and

current planners such as PRADA ignore this information. However, a rule with an outcome

probability of 0.7 that is backed up by 100 experiences is usually more relevant than a rule with

probability 1 supported by only one experience. One way to cope with this problem would be

to estimate and use confidence intervals during planning rather than relying solely on outcome

probabilities (Kaelbling, 1993; Strehl and Littman, 2004).

11.1.6 Predicate Invention

Current approaches to relational model learning struggle with the problem of detecting con-

cepts that are composed of multiple symbols – a problem known as predicate invention, or

concept learning. This problem is known to be very difficult and has been left “largely unex-

plored” (Muggleton et al., 2015). In our scenario, we only require the ability to detect simple

conjunctive concepts (such as green AND big) and resort to a workaround by automatically creat-

ing conjunctive features (Section 9.2). This does not solve the general problem, though. Recent
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(a) Lift (b) Grasp (c) Pool stroke

Figure 11.1: Different tasks require different coordinate frame types. (a) Lifting an object re-
quires a force parallel to gravity in global world frame. (b) Grasping requires knowledge of the
object frame for aligning the gripper. (c) A pool stroke requires orienting the cue stick with
respect to a relative frame between ball and cue ball (Pastor et al., 2011).

approaches treat predicate invention as a higher-order logical reasoning task (Muggleton et al.,

2015). They might be well-suited and computationally effective; however, they have not been

applied to learning stochastic models yet. As we will argue in Section 11.4, we believe that a

key enabler for solving the predicate invention problem in robotics is the introduction of task-

general, yet robotics-specific prior knowledge.

11.1.7 Spatial Relationships and Coordinate Frames

In relational approaches, we conceptualize the world as being composed of a set of objects with

relationships between them. Of great importance in manipulation scenarios are spatial rela-

tions. This raises the question which relations to represent in a relational state and in which

coordinate frame to represent objects and actions. It has been argued that it is impossible to

find a generic symbolic spatial representation for every task (Forbus et al., 1991). Also, human

languages either commit to a specific type of frame assignment or leave the frame specifica-

tion underspecified and require the listener to infer it from the context (Spranger et al., 2010).

We draw similar conclusions from our experiments and suggest to exploit task-specific coordi-

nate frames (Figure 11.1), and to resort to rotation-invariant state and action representations

(pushTowards, pullAway, and so on), if possible. We see great potential in symbol learning

approaches that explicitly optimize for task-specific spatial relational and coordinate frames.

11.2 Limitations of Task-Sensitive Model Learning

Next, we discuss the limitations of task-sensitive forward model learning.

11.2.1 No Delayed Rewards

In the current formulation of task-sensitive learning, only the rewards are taken into account

for biasing model learning. Thus, we cannot expect large improvements for delayed reward

problems. For these types of problems, we would have to use the value function estimates

152



11.3 Limitations of CAPEL

instead of the rewards to compute the models. In practice, this results in a circular dependency:

we need the value function to learn a model, but the model is required to compute value function

estimates. One could imagine an iterative algorithm, alternating between model and value

function estimation until convergence. Such an algorithm has been applied by Sivamurugan and

Ravindran (2014) for sampling-based motion planning: it alternates between building a rapidly-

exploring random tree (RRT) and a task-specific value function used to bias this tree. Future

work needs to investigate whether such an idea can be exploited for task-sensitive relational

model learning, too.

11.2.2 No Free Lunch for Task-Sensitivity

For certain types of problems, task-sensitivity prevents the learner from learning the best rule set

for the task. Task-sensitivity makes the fundamental assumption that the reward signal is a dis-

criminatory feature for learning the transition function. If, however, the real transition function

is entirely decoupled from the reward function, task-sensitivity will generate too specific rules.

To illustrate this problem, consider a 2D maze where the state is given by the agent’s coordinate

in the maze. The agent has different actions to move to different cells in the maze and the tran-

sition dynamics are fully deterministic and equal for all cells. Assume now that there exists a

dedicated goal cell in the maze, and entering this cell gives a reward. The task-sensitive penalty

will encourage to model entering this cell by a dedicated – yet unnecessary – rule. Although

task-sensitive learning does not fail in this example, as the learned set of rules still allows for

successful planning, the rule set is more complex than required, and can be considered as over-

fitting to the task. Note that the value-based extension hypothesized in the previous paragraph

would aggravate this problem even further.

One way to address the problem in this example would be to allow rules with high reward-

variance if the outcomes are equivalent, or if one is a special case of the other, but this requires

some reasoning about the outcomes.

11.3 Limitations of CAPEL

We continue with our discussion by turning to limitations of CAPEL related to overfitting, un-

derfitting and scalability.

11.3.1 Overfitting

As explained in Section 10.4, overfitting is the most common failure mode of CAPEL. There

are two scenarios in which CAPEL is prone to overfitting: for too large values of K and in the

presence of task-irrelevant distractors. In both cases, the reason is that the log-likelihood term

of CAPEL’s effect-based objective Lc
effect avoids stochastic outcomes and moves contradicting
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experiences to free clusters. Lc
action counteracts this process to some extent, but only if K is not

too high.

Note, however, that CAPEL shares its sensitivity to overfitting and, in particular, to task-

irrelevant distractors with state-of-the-art approaches to state symbol learning (Jetchev et al.,

2013; Konidaris et al., 2014). Whereas CAPEL relies upon task-relevant state symbols, these

approaches require the robot to be equipped with task-relevant, properly grounded action sym-

bols. It is unclear to which extent these methods would cope with unimportant and unreliable

actions, that is, actions that do not achieve any task-relevant effect or do not cause any effect at

all. Therefore, the question of how to learn both state and action symbols at the same time from

the robot’s own experience still lies beyond the capabilities of current methods.

We envision different ways to address the problem of overfitting for CAPEL.

Penalizing Redundant Models One approach is to penalize cluster assignments that contain

trivial and redundant forward models. However, this requires some notion of similarity be-

tween models – which is difficult, as there are usually different ways to express the same log-

ical concept. Moreover, redundant forward models are sometimes valid if they are caused by

multi-modal actions (different actions causing the same effect, such as removing the box in the

box-&-handle scenario).

State Symbol Semantics A principled way for reducing overfitting is by adding prior knowl-

edge, for example semantic knowledge about the symbols. Consider a failure case occurring for

CAPEL (simul.) with high K (Section 10.4.6): CAPEL might consider opening and closing a door

as two possible effects of a single action, even though this does not make sense neither from a

functional (mutually exclusive, opposite effect) nor an action parameter perspective (vectors

point almost in opposing directions), but it might result in a highly predictable rule set. A naive

way to cope with this problem is to penalize a model if it predicts mutually exclusive outcomes

such as jointOpen and ¬jointOpen (unless these outcomes apply to different mechanisms, for

example open a door but close a handle).

11.3.2 Underfitting

The next type of problems concern underfitting: properties of CAPEL that bias it too strongly.

As we have already discussed the limitations of the relational model formalism in Section 11.1,

we will concentrate on the bias introduced by the action parameter representation and the

assumptions about cluster properties.

Better Detection of Irregularly Shaped Clusters CAPEL inherits a variety of problems, from

the K-Means style optimization of the loss term Laction, such as the preference for spherically
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shaped clusters (Section 2.2.2). Although the second loss Leffect counteracts these preferences

to some extent, we could further improve performance by replacing Laction with a probabilistic

mixture model loss, for example, using a Gaussian or a directional distribution (Kent, 1982).

Integrating CAPEL with Planning CAPEL’s representation of actions as cluster centroids is

beneficial for reducing overfitting, as every action will be computed from a large set of experi-

ences. However, it is in some cases more effective to consider the entire distribution of action

parameters, as suggested in Section 10.3.5. We could exploit this distribution for computing

outcome-specific action parameters. We see great potential in adapting CAPEL in such a way,

but it requires tighter integration with planning because the planner needs to track which out-

comes were used to roll-out the planned sequence of actions (Cambon et al., 2009).

11.3.3 Scalability

Our last discussion point considers the scalability of CAPEL.

The performance of CAPEL critically depends on the availability of training data that covers

the task-relevant parts of the action parameter and relational effect space. Increasing the dimen-

sionality of these spaces, for example by resorting to higher-dimensional action representations,

requires a suitable manner to acquire these data. An ideal approach to address this problem is

to explore these spaces in an iterative, exploratory manner. But combining exploration in both

spaces is a difficult task, resulting from the characteristics of these spaces: the most effective

methods for exploration in relational domains are global and model-based, whereas exploration

in continuous action spaces is usually local and model-free. To date, we do not know of any prin-

cipled way to address the two exploration problems jointly. An initial approach, before trying to

solve the joint problem, would be to alternate between relational and continuous exploration;

for example, using E3 for relational exploration (Lang et al., 2012) and relative entropy policy

search for continuous parameter exploration (Peters et al., 2010).

11.4 Conclusion

In this part of the thesis, we have applied relational reinforcement learning to the problem of

learning to manipulate articulated objects. We have shown that relational formalisms naturally

capture the structure of many human-made environments that are composed of (articulated)

objects. This provides a partial answer to Kober’s challenge #3 (Chapter 1) regarding the role

of prior knowledge: it shows that in robotic scenarios relational representations provide an

effective way to deal with an unbounded number of objects, by introducing prior knowledge

about the structure of the environment (Kaelbling et al., 2001).
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Our work also touched upon the question of how to choose representations (Kober’s chal-

lenge #1). We demonstrated the effectiveness of integrating representation learning at the

sensorimotor level with the abstract relational level, but also identified challenges that such

integrated approaches faces. It has commonly been argued that the challenges to link the sen-

sorimotor and the symbolic level result from the symbol grounding problem, which states that

pure symbol manipulation cannot result in meaningful reasoning because of the difficulty to

ground the symbols in the external world (Harnad, 1990). As remarked by Steels (2008), this

argument neglects that many effective robot systems with well-grounded symbols have been

designed and built, and we regard the approach presented here as another instance of such an

effectively grounded robotic system. We therefore argue that the main question is not whether

the symbolic and the subsymbolic level can be linked – instead, we should study how to adapt

symbols to the low-level representations and vice versa. We advocate tight coupling of reasoning

and learning at both levels as an effective way to address this question, for example using inte-

grated task and motion planning (Cambon et al., 2009; Kaelbling and Lozano-Perez, 2013) and

coupled symbol and model learning (Jetchev et al., 2013; Konidaris et al., 2014; Chapter 10).

Adapting the higher level to the lower level also means to incorporate additional prior knowl-

edge about robotics into relational learning. The reason is that robotics is a fairly constrained

problem, at least compared to all possibly conceivable problems: robots are governed by physics,

and we should find prior assumptions that capture the core properties of the physical world, and

incorporate them into high-level learning and reasoning (Jonschkowski and Brock, 2015). For

example, we have identified the temporal order of experiences (Section 11.1.3, Wiskott and Se-

jnowski, 2002) as one assumption that can readily be exploited in model learning. We strongly

believe that exploiting prior knowledge about robotic problems in relational learning will signif-

icantly reduce learning complexity and make relational learning an even more effective tool for

robotics, and thus provide another way to approach Kober’s challenge #3.

156



3PART

Spectrum of Decomposability
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12
The Spectrum of Decomposability in

the Sciences of Intelligence

In the introduction of this thesis, we have raised the question how a robot can use reinforcement

learning to solve intelligent decision making problems. We have presented two case studies,

each addressing a different specific subproblem in decision making. We suggested solutions to

these problems that were based on a combination of reinforcement learning and prior knowl-

edge about the problems. We also wondered what would in principle constitute a good solution

for each given problem, and what type of framework would enable us to characterize the effec-

tiveness of a solution.

Part I considered the distinction between heuristic and optimization-based approaches as a

candidate for such a framework. But it turned out that the heuristic controller can be as well

regarded as the optimal solution for the task, given generic assumptions – disqualifying the

heuristics-vs.-optimization distinction as a criterion for characterizing solutions.

Part II explored how symbolic, relational representations can enable the robot to learn ma-

nipulation knowledge. The presented manipulation experiments demonstrated the effectiveness

of relational learning for robotics – given that it is combined with suitable non-symbolic per-

ceptual and motor skills. Thus, any either/or question about the superiority of symbolic or

non-symbolic solutions seems misguided. This raises the question whether there exists a better

explanatory framework to assess the adequacy of a solution for a given problem.

The goal of this chapter is to advocate that decomposability provides such an explanatory

framework. A problem is decomposable if it can be divided into several subproblems, which can
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then be solved individually and are easier to solve than the full problem. We will argue that

finding a good solution for a problem critically hinges on being able to answer the following

question:

What is the best way to decompose the problem, and how do we find it?

To approach this question we will introduce the spectrum of decomposability (Wimsatt, 1974;

Schierwagen, 2012). This view proposes to regard decomposability as a varying property on a

spectrum, and we will discuss how to search for solutions on this spectrum and where to look for

them preferably. The discussion will be based both on the insights from the previous case studies

and on a large body of literature in artificial intelligence, cognitive science, and neuroscience.

From this discussion we will conclude that a “bad” solution to an intelligent decision making

problems suffers from one of two issues: either it is a premature and inadequate decomposition

of the underlying problem; or it attempts to decompose a problem that is not decomposable. We

will then make concrete suggestions on how to avoid these issues by exploring the full spectrum

of decomposability in an effective manner.

Obviously, no single piece of work and no single explanatory framework can adequately

account for a problem as complex and ill-defined as intelligence. We still hope that our line of

reasoning will encourage the reader to consider the spectrum of decomposability as a means

for gaining insight about intelligent systems and thus, intelligence itself. Inevitably though, we

are only able to cover a vanishingly small part of the space of relevant problems and solutions

in artificial intelligence. Therefore, we highly encourage the reader to critically review and

challenge the views expressed in this work.

We will proceed as follows. The next section will introduce the spectrum of decomposability

in more detail and phrase the fundamental problem of understanding and building intelligent

systems in the light of this spectrum. We will then cover the different parts of this spectrum in

great detail, providing support from previous work in artificial intelligence, cognitive science,

and neuroscience. We will conclude by presenting our stance on how to explore and exploit the

spectrum of decomposability to find solutions for intelligent decision making problems.

12.1 Spectrum of Decomposability

In the following, we will outline the spectrum of decomposability, which is schematically il-

lustrated in Figure 12.1. We will distinguish between the decomposability of a problem and a

solution.

At one end of the spectrum lie full- and near-decomposability. Intuitively, we say that a

problem is (near-)decomposable if we can break it into several subproblems, solve each of them

individually and then combine the subsolutions to obtain the overall solution. Such a solu-

tion is called aggregate. It usually consists of complex yet weakly connected components as
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aggregate integrated monolithic

fully decomposable non-decomposable

Solution:

Problem: interactionally

complexnear-decomposable

Figure 12.1: Decomposability as a continuously varying problem and system property. The
focus of this thesis are interactionally complex problems and integrated solutions. Adapted
from Schierwagen (2012).

illustrated in Figure 12.2a. The solution to the full problem is computed by a simple combi-

nation of the results of the individual components which is called aggregating. This concept

of near-decomposability has been established by Simon (1969) and is considered as one of the

fundamental assumptions of the sciences of intelligence (Schierwagen, 2012). It offers a way

to make complex problems tractable. A prototypical example for this approach is divide and

conquer, as discussed further below.

At the other end of the spectrum lies non-decomposability. Problems in this category are not

(near-)decomposable in the sense defined above, and we will call solutions tending towards the

non-decomposable end of the spectrum monolithic. These solutions consist of very simple yet

strongly connected components as shown in Figure 12.2c. We will later argue that deep neural

networks in their most generic form are an example of such monolithic solutions.

Finally, we turn to the middle part of the spectrum, which we regard as the most interesting

one. It comprises interactionally complex problems that have to be addressed by integrated

solutions. As shown in Figure 12.2b, these solutions balance the complexity of the components

and the intercommunication between components. We will argue that the coupled learning

approach to learning forward models and action parameters, presented in Chapter 10, is an

example for an integrated solution.

12.1.1 Decomposability of Problems vs. Solutions

So far, we carefully distinguished between the decomposability of problems and solutions. In the

remainder of this chapter, we will often overlook this distinction and talk about the decompos-

ability of problems and solutions in the same way. The main reason for this is that insights about

the decomposability of a solution allows us to draw conclusions about the decomposability of

the problem:

Solution S is x-decomposable and solves Problem P

⇒ Problem P is x-decomposable.

where x stands for “fully”, “near”, “weakly” or “non”. This implication is particularly useful for

the problem considered in this thesis: building solutions to intelligent decision making prob-

lems, or more generally, the problem of intelligence itself. Since we lack a clear definition for
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(a) Aggregate (b) Integrated (c) Monolithic

Figure 12.2: Illustration of different types of solutions along the spectrum of decomposability.
The circles denote components and the arrows connectivity of the component. The complexity
of a component is indicated by its size and the amount of intercommunication between the
components by the arrow width.

what intelligence is, we must resort to studying solutions to this problem, such as the artificial

intelligence solutions we build ourselves or the only natural intelligence we know, the brain.

Using the implication stated above, we can draw conclusions from these solutions about the

problem. Therefore, any insight about the brain will allow us to draw a similar type of conclu-

sion as before:

Brain is x-decomposable (and solves the problem of intelligence)

⇒ The problem of intelligence is x-decomposable.

Note that the two implications are, from a logical point of view, strictly independent: knowledge

about the x-decomposability of the brain does not have any influence on the x-decomposability

of an artificial intelligence solution and vice versa – an artificial and the human intelligence

might solve problems in very different ways (Bickle, 2016). Still, we commonly use results from

neuroscience to inspire research in artificial intelligence, and we would thus put more focus

on x-decomposable solutions in artificial intelligence if there was evidence that the brain was

indeed x-decomposable.

To conclude, we will in the following overlook the distinction between the problem to intel-

ligence and (successful) solutions for it.

12.1.2 Decomposability in Machine Learning

Furthermore, we need to take special care when analyzing the decomposability of machine

learning approaches, a central topic of this chapter. The reason is that any machine learning

approach constitutes a “meta-solution”: a solution for finding a solution to an optimization

problem. When discussing the decomposability of a machine learning approach we focus on the

aspects that affect the bias of the learner (Section 2.1.1). In concrete applications, we will also

take into account the part of the solution that is engineered around the learner, for example

hand-coded features or representations.
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12.1.3 Why Explore the Spectrum

Given an intuitive understanding of the spectrum of decomposability, we can now motivate and

restate the goal of this chapter in a clear way: we advocate the spectrum of decomposability as a

suitable way of looking at the problem of intelligence because it enables us to understand when

a solution to intelligent decision making fails.

The incapability of understanding or building an intelligent system can result from

(i) a premature decomposition1 of a problem or solution,

(ii) approaching a non- or weakly-decomposable problem using a near- or fully-

decomposable solution.

We suggest to address these challenges by

ad (i) employing an agile approach to intelligence, which systematically frisks

the spectrum of decomposability to detect the compositional structure of a

problem and

ad (ii) exploring weakly, interactionally complex decompositions lying in the

intermediate space of solutions on the spectrum of decomposability.

Note that we regard issues resulting from approaching a decomposable problem using an

inadequate monolithic solution as a special case of (i). We regard it as “prematurely not decom-

posing” the problem.

In the remainder of this chapter, we will dedicate ourselves to substantiating this goal with

evidence from the work presented in this theses and in the literature. To that end, we will

discuss the role of the spectrum in the scientific fields studying or adjacent to the problem

of intelligence (which we will call science of intelligence in the following): on the one hand

analytic sciences, namely cognitive science and neuroscience. On the other hand, synthetic

sciences, namely computer science, software engineering, and artificial intelligence. As artificial

intelligence is a broad field, we will focus on robotics, machine and reinforcement learning.

12.2 Full- and Near-Decomposability

We start by taking a closer look at the concept of (near)-decomposability and how it influences

the science of intelligence.

1It is intentional that the term “premature decomposition” resembles Knuth’s premature optimization which he
considers the “root of all evil” (Knuth, 1974) in computer science. We will argue in the following that the same
statement applies to premature decomposition for solving the problem of intelligence. (In software engineering
premature decomposition can actually be viewed as a special case of premature optimization).
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In his seminal book “The Sciences of the Artificial”, Herbert Simon formulates two conditions

for a system to be near-decomposable:

“1) in a nearly decomposable system the short-run behavior of each of the component

subsystems is approximately independent of the short-run behavior of the other compo-

nents; (2) in the long run the behavior of any one of the components depends in only

an aggregate way on the behavior of the other components.” (Simon, 1969, p. 198)

He argues that near-decomposability is not only a desired feature of a complex system, but

also a highly probably feature of systems that result from evolutionary processes: due to the

uncertainty during the assembly process of a component, it is more likely to make a mistake and

produce an unstable component when assembling it from scratch than when assembling it from

stable subcomponents. Thus, he concludes, stable subcomponents form first and then aggregate

to complex systems.

Near-decomposability is considered a fundamental property of complex intelligent systems

and underlies the majority of scientific approaches (Schierwagen, 2012).

In the Cognitive and Brain Sciences Cognitive science is interested in isolating and under-

standing the capabilities of intelligent systems, often focusing on humans. The prevalent para-

digm for isolating these capabilities is functional decomposition:

“Functional decomposition is the analysis of the activity of a system as the product

of a set of subordinate functions performed by independent subsystems, each with its

own characteristic domain of application. It assumes that there are a variety of func-

tionally independent units, with intrinsically determined functions, that are minimally

interactive.” (MIT Encyclopedia of the Cognitive Sciences, Wilson and Keil, 2001)

In addition to functional decomposition on a conceptual level, as exercised by cognitive science,

neuroscience is also interested in the localization of the functional components in the brain. An

important branch of neuroscience studies the anatomical structure of the brain and assumes that

the structure reflects boundaries between cognitive capacities in the brain (Jonas and Kording,

2017).

In Computer Science and Software Engineering Clearly, decomposability lies at the heart

of computer science and engineering, too. The idea of breaking down a difficult problem into

simpler ones that are easier to solve is ubiquitous in these fields. An important instance of

this idea is the divide and conquer paradigm for solving algorithmic problems: in this approach,

we repeatedly divide a problem into smaller subproblems that can be trivially solved, and then

appropriately combine the subsolutions to get the overall solution. Importantly, divide and con-

quer is only applicable if the step of combining the subsolutions is simple (in an aggregate way)
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and the number of subproblems does not grow excessively. A variant of the divide and conquer

approach particularly relevant for this thesis is dynamic programming. It can be applied if sub-

problems have overlapping substructure. As we have seen in Section 2.3, various approaches in

model-based reinforcement learning utilize dynamic programming to compute a policy. Here,

the subproblems consist in computing of the entries of the value function for different states,

and these solutions overlap because any two policies that pass the same state share a part of

their solution.

Decomposability is equally important for building complex (software) systems where it is

called modularity: modules solve small, dedicated tasks, have fixed interfaces, and can thus be

easily maintained, tested in isolation, replaced by different modules and recombined to solve

novel problems. Modularity lies at the core of object-oriented programming, today’s prevalent

approach in software development.

In Robotics For building complex artificially intelligent and robotics systems, modularity is

the prevalent approach, too (Eppner et al., 2016). It is one of the core concepts of all available

open-source libraries in robotics, such as the robot operating system (ROS, Quigley et al., 2009).

This modularity reflects the fact that robotics employs decomposability at a more abstract level,

too: robotic solutions are traditionally decomposed along the lines of established subfields of

artificial intelligence, such as computer vision, planning and control (Katz and Brock, 2011).

This decomposition is tightly connected to the sense-plan-act paradigm, which still forms the

prevalent approach in robot system building.

In Machine Learning Machine learning employs at least two types of decompositions. First,

machine learning problems are decomposed in standardized ways, for example, the large ma-

jority of supervised learning algorithms relies solely on input data and labels (Chapter 2). Al-

though this excludes the usage of additional sources of information (such as side information,

Vapnik and Izmailov, 2015; Jonschkowski et al., 2015), it allows to build very large training

data sets (Deng et al., 2009), organize machine learning challenges and design metrics to objec-

tively assess the state of the art. Second, feature and representation engineering decomposes the

practical application of machine learning into two stages: we translate the input into the repre-

sentation and then apply the learner on this representation. The first step is fixed and cannot be

influenced by the learner. Using task-relevant representations is an effective way to reduce the

amount of training data required for successful learning.

In Reinforcement Learning Since reinforcement learning is a branch of machine learning it

inherits all types of decomposability from it. Due to many complications arising in this learning

setting, such as the curse of dimensionality, a suitable decomposition is even more important,

for example by employing appropriate representations. Two particularly relevant types of repre-
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sentations in robot reinforcement learning are relational state representations, which have been

covered in great detail in Part II of this thesis, and policy representations based on dynamic

movement primitives (DMP, Ijspeert et al., 2003). A DMP decomposes a policy as a coupled pair

of first- and second order dynamic systems and it has been shown to be very effective for learn-

ing manipulation skills (Stulp and Sigaud, 2013), even when relying solely on generic black-box

optimization such as CMA-ES (Section 2.3.1).

Similarly, considering representations as part of the problem decomposition explains the

results of the ball catching experiments presented in Part I. The representation not only dictates

the following parts of the solution, such as a stationary or non-stationary controller, but it also

affects the generalization capabilities of the overall solution.

Finally, the different categories of solutions outlined in Section 2.3 induce additional de-

compositions of reinforcement learning: model- and value-based learning methods rely on the

Markov property to apply dynamic programming for computing a policy, and model-based meth-

ods in general decompose the problem into model and policy learning – with the advantage that

the policy can be easily recomputed if some aspect of the model changes.

12.3 Premature Decomposition and Non-Decomposability

As stated in Section 12.1.3, the prevalent paradigm of near-decomposability is challenged by two

problems: (i) a premature decomposition can render the problem too difficult to solve; and (ii) a

given problem, particularly the problem of intelligence, might turn out to be non-decomposable.

We will now discuss how these problems are reflected in the science of intelligence.

In the Cognitive and Brain Sciences When devising experiments to understand a natural

complex system like the brain, we usually make (implicit or explicit) assumptions about how

the brain is decomposed. However, there is still no conclusive agreement on how to decompose

the brain, and currently prevalent brain decompositions are mostly based on its anatomical

rather than functional properties (Jonas and Kording, 2017). This decomposition bears the

danger of being premature and invalid for the goal of a functional decomposition. Unfortunately,

experiments based on an invalid decomposition will produce interpretable patterns, too, but

these will be irrelevant pseudo-patterns that “fall short of producing meaningful understanding

of neural systems, regardless of the amount of data” (Jonas and Kording, 2017).

What if the brain turns out to be weak- or even non-decomposable? Levins (1970) presents

the following objection to Simon’s probability-based argument in favor of near-decomposability:

even if, in the course of its evolution, the brain initially consisted of near-decomposed subsys-

tems these continuously co-evolve and, due to natural selection, adapt to their surrounding

subsystems to become more efficient (Levins, 1970). Wimsatt (1974) draws an analogy to

semiconductor circuit minimization methods: these increase efficiency by “letting several less
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complicated parts jointly perform a function that had required a single more complicated part,

and simultaneously letting these simpler parts perform more than one function [...] where pos-

sible. This has the effect of making different functional subsystems more interdependent than

they had been before.” (Wimsatt, 1974, pp. 76–77). In conclusion, natural selection turns the

decomposed structure into an integrated one.

If these arguments against near-decomposability of the brain hold, what do they imply for

artificial intelligence? As discussed in Section 12.1.1 they might not imply anything at all: we

might still be able to engineer near-decomposable solutions to the same problems the brain

solves. But it might at least give a weak indication about the decomposability of the problem of

intelligence and thus sketch how to create an artificial intelligence.

In Computer Science and Software Engineering In computer science and software engi-

neering, monolithic systems are usually discarded due to their many practical disadvantages:

they are difficult to understand, maintain, test and extend. Monolithic systems do have some

advantages, though, such as low overhead with respect to communication between compo-

nents, in particular in comparison to software that is distributed over the network (Stephens,

2015). Moreover, a monolithic system can be better suited when many engineers are work-

ing on it; in contrast, when systems that are modularized early on and assigned to different

engineers, interfaces can be misinterpreted and diverge, impeding the integration of the com-

plete system (Hawes et al., 2010) – which forms another example for the problem of premature

decomposition.

In Robotics Due to the heterogeneous capabilities required to solve robotic problems, robots

are rarely fully monolithic but consist of components: they consist of modular hardware in the

form of sensors, actuators and computing machinery, as well as of modular software. As noted

previously, robotics software is commonly tailored to the sense-plan-act paradigm. Therefore,

most components are dedicated to exactly one task, such as visual processing, planning or con-

trol.

Several arguments criticize this type of decomposition in robotics as premature. Brooks

(1991) attacks the sense-plan-plan act paradigm by arguing that it is prone to misrepresent the

environment and to generate inadequate plans from these wrong representations. He suggests

a subsumption architecture that avoids explicit representations by connecting all components

directly to the robot’s sensors and actuators. The components then compete for execution time.

Such architectures have the drawback that it is difficult to scale them to highly complex tasks,

and several of the drawbacks of monolithic software apply to them, too. Following a similar line

of reasoning as Brooks, Katz and Brock (2011) deem the separation into the subfields of vision,

planning, and so on as inadequate for addressing complex problems in robotics. Instead, they

propose a factorization approach that finds solutions by cross-cutting the established subfields.
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In Machine Learning A recent game changer in machine learning has been the success of

deep neural networks (Krizhevsky et al., 2012; Hinton et al., 2012). One of the main reasons

for their success is their capability to learn task-relevant representations from data. This removes

the danger of prematurely decomposing a problem using an inadequate hand-engineered rep-

resentation. We therefore regard them as a prototypical example for a monolithic approach in

machine learning. This view is further supported by the fact that they consist of stacked and

interconnected layers of generic units, such as fully connected or convolutional neurons.

It is important to see that the statement that deep networks are monolithic holds irrespective

of what they eventually learn: as argued in Section 12.1.2, the learner’s ability to learn a mono-

lithic or decomposed function is only constrained by its inductive bias. The low bias of neural

nets seems to enable to learn both types of solutions, resulting in highly distributed representa-

tions (Zeiler and Fergus, 2014) or hierarchical representations (Zahavy et al., 2016). Of course,

the low bias comes at the price of requiring large amounts of training data (Section 2.1.1; Ge-

man et al., 1992).

In Reinforcement Learning Clearly, the recent popularity of deep neural networks had sig-

nificant impact on reinforcement learning, too. Deep model-free reinforcement learning has

shown impressive results by reaching human-level in video games (Mnih et al., 2015), operat-

ing directly on visual data. This shows that deep learning can avoid premature decompositions

induced by inadequate state representations in reinforcement learning. It has been argued that

these results can be transferred to robotics, too (Levine et al., 2015, 2016). The main chal-

lenge lies in collecting the large amounts of training data required by deep learning. Therefore,

current applications of deep learning still rely on a significant amount of prior knowledge, for

example, by pre-training the network using visual prediction tasks or pre-programming parts of

the control strategy (when to close the gripper, constraining the controlled degrees of freedom).

12.4 Exploring the Spectrum of Decomposability

The previous sections have elucidated the problems faced at the two extreme ends of the spec-

trum of decomposability: the full- and near-decomposable approach is successful if the problem

is well-understood and exhibits the decompositional structure we assume. Otherwise, the solu-

tion bears the danger of being a premature decomposition. The monolithic approach, as best

exemplified by deep learning, avoids premature decompositions but comes at the expense of

requiring large amounts of training data.

We will now discuss ways of avoiding these issues faced at the two ends of the spectrum.

First, we will present a principled approach for exploring the spectrum of decomposability to

find more effective decompositions of artificial intelligence problems. This approach addresses

the problem of premature decomposition, and we will refer to it as agile artificial intelligence. We
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will introduce it below when talking about agile software engineering (Schwaber, 2004), which

is where the suggested approach borrows both its name and its key concepts from.

Still, agile artificial intelligence cannot solve problems that are neither fully decomposable

nor near-decomposable. As an alternative to monolithic approaches, we therefore suggest to

explore the middle of the spectrum by searching for tightly integrated, interactionally complex

decompositions.

In the Cognitive and Brain Sciences Intelligent systems acting in the real world are com-

monly decomposed into perception and action components. A priori, it is not clear where the

boundary between these should lie. A recent proponent of tight integration of perception and

action is the theory of sensorimotor contingencies (O’Regan and Noë, 2001). Motivated by the

seminal work of Gibson (1979), which shows that interaction improves performance in percep-

tual tasks, they argue that the process of perception is an interactive one. They give the example

of visually detecting a circle: although we almost never see the circle from an orthogonal point

of view, we are able to visually detect them. They argue that we detect such a circle by the

consistent pattern with which the circle transforms on our retina while we move with respect to

it. This consistent pattern of how a perceptual quality changes is what O’Regan and Noë (2001)

call a sensorimotor contingency.

Sensorimotor contingencies turn an isolated passive perception system into one that is tightly

integrated with action. Yet, we would not consider it monolithic as it still requires dedicated

components for perceptual processing (such as detecting contours of circles) and motor control

(moving the head or camera). These two components communicate at a high rate and tightly

integrate to solve the perceptual task.

In Computer Science and Software Engineering Computer science is continuously search-

ing for approaches to avoid premature decompositions while still building efficient and mod-

ular code. A promising set of techniques subsumed under the term agile software develop-

ment (Schwaber, 2004) acknowledge that modular software is desirable as it is easier to test

and maintain, but they highlight the fact that, at the beginning of a project, not all informa-

tion for finding the right modularization is available. Therefore, agile development comprises

a set of techniques to explore the spectrum of decomposability by moving from the monolithic

to the decomposable end of the spectrum. These techniques include rapid prototyping (build a

fully functional, testable system from the beginning, even if the components are highly simpli-

fied), continuous integration (develop and test components within the full system, not only in

isolation) and redesign and refactoring (constantly revise the modularization of the code).

Agile development is currently becoming an industry standard and replacing previous ap-

proaches to building complex software systems. But the underlying principles are beneficial

for designing artificially intelligent systems, too: the key principles generalize across the im-
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Figure 7.2: A schematic illustration of our integrated approach for integrated pose tracking,
kinematic structure estimation, shape reconstruction and shape tracking (Martín-Martín and
Brock, 2014; Martín-Martín et al., 2016) (repeated from page 89).

plementational and the conceptual level. We therefore advocate to employ these principles for

conceptualizing and building artificial intelligence solutions, and refer to this approach as agile

artificial intelligence.

In Robotics Robotic system building can greatly benefit from an agile approach. An example

is our recent work on building a system for a robotic challenge that addresses the problem of

detecting and picking a wide variety of objects from a warehouse shelf (Eppner et al., 2016;

Correll et al., 2016). In our work, we realized that any robotic system design faces the problem

of modularity vs. integration, and we addressed this problem during the system building process

by embracing agile methods and tight integration at various levels. This not only resulted in a

system that deviated from the competing systems in many regards (for example, no use of

motion planning) but also proved crucial for winning the competition (Eppner et al., 2016).

When analyzing the different aspects of our system, we also identified other trade-offs, such as

embodiment vs. computation, feedback vs. planning and generality vs. assumptions, which can

be viewed as additional spectra to be considered.

Besides the integration at the level of system building, we see a trend towards the tight

integration of perception and action. A particularly relevant approach for this thesis is interactive

perception (Katz and Brock, 2007). The key insight behind this concept is that interaction can

reveal sensory signals that are not present otherwise (Bohg et al., 2016). These sensory signals

can then be analyzed to detect regularities that would not be detectable by passive perception

alone. Our approach for integrated perception of articulated objects, presented in Section 7.2,

is a prototypical instance both for interactive perception and for tightly integrated approaches.

It tracks and reconstructs the kinematic structure, pose and shape of objects that are being

manipulated by the robot or an external agent. To solve this task, the method tightly integrates

several perceptual components into an interactionally complex approach (see Figure 7.2).

There are more examples of integrated solutions in robotics: integrated task and motion plan-

ning (Section 10.6, Cambon et al., 2009; Kaelbling and Lozano-Perez, 2013) interconnects the

commonly separated problems of task and motion planning, morphological computation (Pfeifer

and Gómez, 2009) shifts the boundary of which aspect of manipulation is solved by embodimen-
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t/hardware or computation/software (Eppner et al., 2016), and co-design (Censi, 2016) provides

a mathematical approach to improve the design of a robot system by resolving recursive, tightly

coupled constraints. In all examples, the general idea is to either reuse decompositions but

tightly interconnect their components or to reject previous and find new decompositions.

Action

Parameter

Learning

Forward

Model

Learning

Figure 12.4: CAPEL viewed as a
coupling of continuous and rela-
tional learning tasks.

In Machine Learning We have discussed in the previ-

ous section that deep neural networks are in many ar-

eas outperforming other learning methods despite or be-

cause of their monolithic nature. Yet, their data ineffi-

ciency is widely acknowledged and prevents them for scal-

ing to more complex learning problems. A recent trend

to address this issue is by introducing prior knowledge

into the network topology. For example, the neural tur-

ing machine (Graves et al., 2016) contains dedicated net-

work components that represent a controller and a random

access memory and learns a program from examples. To

train it, all components of the network are made differen-

tiable, which allows propagating the training error through

the network. In general, this idea of differentiable programming (Dalrymple, 2016) in order

to induce algorithmic priors (Jonschkowski and Brock, 2016) into neural networks is gaining

significant attention recently.

Injecting algorithmic priors into machine learning and training in an end-to-end fashion is

a prototypical example of interactionally complex learning: the learner, for example the neural

network, is decomposed into different subcomponents, but these are strongly coupled and in-

teract during the learning process. This allows the parameters in the different subcomponents

to co-evolve, and end-to-end learning ensures that the parameters of each component optimize

overall performance of the entire system.

In Reinforcement Learning The idea of introducing prior knowledge into adapting the topol-

ogy can be equally applied in deep reinforcement learning. For example, Jonschkowski and

Brock (2016) present a fully differentiable histogram filter (Thrun et al., 2005) and Tamar et al.

(2016) show how how to embed value iteration into a neural network in order to learn to plan

and generalize better to unseen domains.

But integrated learning approaches is by no means restricted to neural networks. An example

is the tightly integrated approach to learning relational forward models and action parameters

CAPEL, presented in Chapter 10. Notably, this coupling happens not only across tasks (Fig-

ure 12.4) but also across representational domains: the continuous action parameter and the

symbolic, relational model domain.
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The observation that coupling learning in different representational domains provides an

interesting perspective at the symbol grounding problem (Harnad, 1990). In his seminal paper,

Harnad criticizes that pure symbolic manipulation cannot result in meaningful reasoning be-

cause of the difficulty to ground the symbols in the external world. In our view, this does not

present an argument against symbolic approaches per se. Instead, we would argue that, com-

monly, symbolic abstractions are manually designed and thus face the danger of prematurely

decomposing the problem. Tight coupling of learning on the symbolic and sensorimotor level,

as exemplified by CAPEL and recent approaches to state symbol learning, will help avoiding

premature decompositions and allow to exploit the various benefits of symbolic reasoning (see

discussion in Chapter 10.6) .

12.5 Conclusion

In this chapter, we have advocated that the spectrum of decomposability offers an explanatory

framework for assessing the adequacy of a solution for a problem. We have argued that the view

allows us to classify failures in solving problems as resulting from a premature decomposition

of a problem or from neglecting the existence of non-decomposable problems. To address the

first issue, we have suggested to take inspiration from agile software development and pursue

an agile approach to artificial intelligence. This approach allows us to systematically search the

space of solutions in the spectrum of dimensionality. To address the second issue, we have sug-

gested to explore weakly-decomposed, tightly integrated solutions. Such solutions exploit the

advantage of fully decomposed and monolithic approaches: they incorporate prior knowledge

by the imposed decomposition, while at the same allowing all components to co-adapt by tightly

interconnecting them.

Of course, exploring the spectrum of decomposability in the suggested way has disadvan-

tages, too. First, it is unclear whether it is able to address the problem of non-decomposability

at all. Second, it is much more difficult to analyze and synthesize an interactionally complex

system; due to the prevalence of fully and nearly decomposed approaches, we lack theory about

such systems.

Without doubt, the spectrum of decomposability is only one of several perspectives we can

adopt to look at the problem of intelligence. Over the last decades, many inspiring views on

understanding and building intelligent systems have been presented, and we hope that the

perspective presented here adds another contribution to our understanding about these complex

problems.
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Conclusion

In this thesis, we have studied two problems in robot decision making and reinforcement learn-

ing and proposed an explanatory framework for characterizing the challenges robot reinforce-

ment learning faces. We now briefly summarize our main insights and then revisit the open

challenges in robot reinforcement learning, presented in Section 1.2.

Part I studied the ball catching problem and the associated heuristics-vs.-optimality debate.

We showed that the main difference between optimization-based and heuristic solutions to this

problem is the representation used for controlling the agent. It determines how the problem can

be solved most effectively, using a model-free or model-based, a stationary or non-stationary

control policy, and how well the solution generalizes to different problem instances. We further

showed that both types of solutions can be regarded as optimal under assumptions and thus

rejected the hypothesis that heuristics and optimality are opposed concepts.

In Part II, we studied the problem of learning to manipulate articulated objects. Motivated

by the insight that relational representations effectively capture the structure of articulated ob-

jects, we applied relational learning to this problem. We developed methods for task-sensitive

relational forward model learning and for coupled action parameter and forward model learn-

ing. In combination with suitable perception and motor skills our approaches enabled the robot

to learn background knowledge and actions for exploring and operating articulated objects.

Finally, Part III presented a high-level perspective for studying the problem of intelligent

decision making in a broader context. We introduced the spectrum of decomposability and

advocated it as a way to analyze deficient solutions to intelligent decision making problems.

We argue that a solution fails if it constitutes an inadequate, premature decomposition of the
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problem, or if it tries to fully decompose a non-decomposable problem. We have suggested

to counter these problems by employing an agile approach to designing artificially intelligent

solutions and by exploring tightly integrated, interactionally complex solutions.

13.1 Open Challenges in Robot Reinforcement Learning Revisited

We now discuss how our insights help us to address a selection of Kober’s challenges to robot

reinforcement learning (Section 1.2, Kober et al., 2013).

How to Choose Representations Automatically? (1)

The ball catching problem has clearly illustrated the importance of choosing the right represen-

tation for a problem: it completely changes the specifics of the solution (for example, model-free

vs. model-based) and strongly affects its generalization behavior. These findings clearly under-

line the urgent need for learning task-relevant representations automatically.

We have argued that the key to learning task-relevant representations is to tightly intercon-

nect representation learning with the task. The recent success of deep learning supports this

view as it blurs the distinction between representation and task learning in a radical manner, by

learning everything from scratch. But its data-inefficiency raises practical issues for robot learn-

ing. We therefore argued that we need to reintroduce weak decompositions but tightly integrate

the components during learning. Our approach for coupled learning of action parameters and

forward models was an example of such an approach that interconnected learning on a high-

level, relational and a low-level, continuous representation. Recent trends in deep learning go

in similar directions by incorporating additional structure into the neural network topology.

Summary: Representation learning for robotics is best approached by tightly coupling it with

the task, and by embracing simultaneous learning on multiple levels of abstraction.

How Much Can Prior Knowledge Help and How Much is Needed? (3)

The answer to this question greatly depends on the concrete problem. Therefore, we do not try

to come up with a general answer, but can only point to the successful usage of prior knowledge

in the problems studied in this thesis. For example, Part II exploited knowledge about the

structure of articulated objects as being composed of rigid parts connected by joints and utilized

the relational learning framework to implement it.

However, we strongly believe that we will eventually find a more general answer to that

question, at least for a restricted problem domain such as robotics. We believe that the path

towards such an answer leads over concrete problems of increasingly difficulty, and it relies on
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the fact that we make the prior knowledge that is used to solve these problems explicit (Eppner

et al., 2016).

Machine learning plays an important role for solving robotics problems, and it offers various

ways to incorporate prior knowledge: in the hypothesis space (by defining representations or the

function class), in the generation of training data (by augmenting training data), in the learning

procedure (by using curriculum learning or decaying the learning or exploration rate), and in the

learning objective (by including regularization and loss terms). Throughout this thesis, we made

our prior knowledge explicit and highlighted how it affected the learning result. We believe that

it is indispensable to understand which prior knowledge is most helpful in the context of robot

learning (Jonschkowski and Brock, 2015).

Finally, we argued that prior knowledge is reflected in the decomposition of a problem.

Hence, it is important to be aware of the chosen decomposition and understand in which context

every component is relevant. This context is provided by the behavior an artificial intelligence

system generates (Cohen, 1995). Therefore, we must study the behavior that results from a

component embedded in its context, rather than solely focusing on the performance of the

components in isolation.

Summary: We should make the prior knowledge used to approach problems explicit and study

concrete problems in their relevant context.

How to Integrate More Tightly with Perception? (4)

When discussing the different parts of the spectrum of decomposability, we pointed to a wide

variety of recent approaches that challenge the traditional decomposition of behavior into per-

ception and action. One of these approaches is interactive perception, and we presented an

instance of this approach for perceiving articulated objects. However, our and most current

approaches to interactive perception are engineered, and it would be interesting to adopt ideas

from interaction perception as prior knowledge for learning, as outlined in our answer to Kober’s

challenge #1.

Tightly connecting perception and action also played a significant role in the ball catching

problem. The angular representation connects perception and action much more tightly than the

Cartesian representation as it reduces the amount of intermediate computation required to infer

the motor command from an image. This was confirmed by the fact that we were able to learn

an angular controller directly operating on the camera image using model-free reinforcement

learning. We showed that using this representation had clear benefits for generalization to

systematic perturbations of the ball trajectory. But it had disadvantages, too, such as the fact

that it assumes full observability of the ball.

How tightly to connect perception and action clearly depends on the problem. We suggest
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that employing the agile artificial intelligence approach is best-suited for finding the best middle

ground: by starting off with a monolithic, tightly interconnected approach and introducing

complexity in a step-by-step manner – exploring decompositions that cross-cut the established

boundaries between perception and action (Katz and Brock, 2011)

Summary: To adjust how tightly to interconnect perception and action for a given problem,

we should explore the spectrum of decomposability in an agile manner. Interactive perception

is a powerful approach that should be combined with learning.

How to Deal with Model Errors and Under-Modeling? (6)

Part I involved an extensive discussion about the strengths and weaknesses of model-based vs.

model-free approaches. Our results confirmed the well-known problem that imprecise models

can lead to catastrophic failure.

We regard tight coupling of representation and model learning as the most effective way

to address this problem. The reason is that the state representation is an abstraction of the

problem. This abstraction is only useful if it can be robustly detected in the input but at the

same time captures the relevant aspects of the task that allow planning towards a goal state.

Therefore, the two problems are intrinsically coupled. Recently, Watter et al. (2015) presented

an approach for jointly learning the state representation and the model and demonstrated its

effectiveness in different control tasks. We see great potential in combining relational model

and state representation learning in a similar way (Jetchev et al., 2013).

Finally, we advocate exploring the spectrum in between model-based and model-free learn-

ing. Task-sensitive learning is one instance of this idea which couples state transition and re-

ward models more tightly. Many alternative ideas are currently being explored, for example

using models to accelerate model-free learning (Levine and Koltun, 2014; Schaul et al., 2015;

Gu et al., 2016).

Summary: Modeling errors can be addressed most effectively by coupling representation and

model learning. Moreover, the spectrum between model-free and model-based learning should

be explored.

The field of robot reinforcement learning is making fast progress towards resolving its great-

est challenge: acquiring robust and generalizable knowledge and skills from low amount of

training. We deeply believe that the technical and conceptual contributions presented in this

thesis will be key to enabling effective learning and fast generalization: exploitation of prior

knowledge in the form of abstract representations, tight integration of perception and action,

and coupled learning of representations at different levels of abstraction.
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A.1 Bias-Variance Decomposition

We now give a formal explanation of the bias-variance decomposition (Geman et al., 1992). We

begin by formalizing supervised learning in the framework of probability theory (Bishop, 2007)

which allows us to compute the expected performance of a learned function on unseen data. By

decomposing this expectation we obtain the bias-variance decomposition.

The probabilistic view of supervised learning assumes that the training data is drawn from a

joint distribution over input and outputs P (x, y). Importantly, we assume that both the training

and the unseen data follow this distribution. All following theoretical results only apply if the

distribution of the training data is sufficiently representative of the unseen data. To simplify

notation we assume the labels y to be scalar, but all results generalize to multivariate labels.

We now formalize the expected performance of a learned function f on unseen data. To

facilitate this, we introduce the following notation: we indicate that f is learned from a data set

D by writing f(x;D). We denote by P (y|x) the conditional probability of observing label y for

input x, and by E[y|x] =

y P (y|x) dy the expectation over this quantity.

Next, we define the mean-squared error loss, which is a common loss for supervised learning,

mainly used for regression problems:

L(f,D) =
1

2|D|

|D|


i=0

(f(x(i))− y(i))2. (A.1)

We can then formalize the expectation over the mean-squared error loss in Eq. (A.1) over all

data sets D:

ED[L] =


(f(x;D)− E[y|x])2 P (x, y) dx dy. (A.2)

To analyze this expectation in a more intuitive way, Geman et al. (1992) suggest to decompose

it differently. Modest algebraic manipulation of Eq. (A.2) brings it into the following form:

ED[L] =


(ED[f(x;D)]− E[y|x])2 P (x) dx (bias)2

+



ED[(f(x;D)− ED[f(x;D)])2] P (x) dx variance

+



(E[y|x]− y)2 P (x, y) dx dy noise

or in abstract terms

expected loss = (bias)2 + variance + noise. (A.3)

An intuitive interpretation of these three terms has been given in Section 2.1.1.
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A.2 No Free Lunch Theorem

We now state the no free lunch in a formal way, following Duda et al. (2000).

We begin with some definitions. We denote by H the learner’s hypothesis space, that is the

set of all possible functions f that a learning algorithm can represent. Next, we introduce the

training error which is defined as the result of evaluating the loss on the training data. Similarly,

we define the off-training set error as the error for all data points that do not belong to the

training set D.

To simplify notation, we assume that the set of all possible target functions, as well as the

input and output data sets X and Y as discrete, but all results can be extended to the continuous

case. To simplify even further, we consider a two-category problem with binary labels y = ±1,

and defined the zero-one loss:

L(f,D) =
1

N

N

i=0

(1− 1{f(x(i)) = y(i)}), (A.4)

where 1{·} is the indicator function returning 1 if the expression in parentheses is true and 0

otherwise.

Next, we state that a learning algorithm can be regarded as being equivalent to a preference

for certain functions in the hypothesis space given training data, expressed by the conditional

probability P (f |D). Thus, any training algorithm (at least implicitly) defines a prior probability

P (f) over hypotheses. We can relate this concept to the bias-variance trade-off: for a learner

with low bias, P (f) will exhibit significant non-zero probability for a larger set of hypotheses f

than a strongly biased one.

We can now judge the generalization quality of an algorithm pk(f |D), given a fixed target

function F , by the expected off-training set error:

Ek = E[L|F, h,D] =


x/∈D

P (x)(1− 1{f(x) = F (x)})P (f(x)|D). (A.5)

The no free lunch theorem can now be stated as follows (Wolpert, 1996; Duda et al., 2000):

Theorem A.2.1 (No Free Lunch). For any two learning algorithms p1(f |D) and p2(f |D), the

following are true, independent of the sampling distribution P (x) and the size of the training set

|D|:

(i) Uniformly averaged over all target functions F , for all training sets of size |D|, E1 − E2 = 0.

(ii) For any fixed training set D, uniformly averaged over F , E1 − E2 = 0

(iii) Uniformly averaged over all priors P (F ), for all training sets of size |D|, E1 − E2 = 0.
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(iv) For any fixed training set D, uniformly averaged over P (F ), E1 − E2 = 0.

Intuitively, the four parts can be interpreted as follows: (i) states that no matter how much

more “clever” the algorithm p1 is than p2, if all target functions are equally likely, p1 will not

outperform p2. (ii) states that this result even holds true if we know the training set. (iii) and

(iv) state similar results for non-uniformly distributed target function distributions.

Taken together, the theorem shows that any learning algorithm must make appropriate as-

sumptions that hold for the problem it is trying to solve.

A.3 Background on Linear-Quadratic Gaussian Control

A.3.1 Linear-Quadratic Regulator (LQR)

We now show how to derive optimal control outputs u for the system in Eq. (2.9) with respect

to the cost function L from Equation 2.12. For LQR problems the optimal control output can be

expressed as

u(t) = Ftx(t) + ft, (A.6)

where

Ft = −BTPtB+R−1BTPtA (A.7)

ft = −BTPtB+R−1BT (pt +Pte). (A.8)

The terms {(Pt,pt)}t∈{0,...,N−1} can be calculated analytically using dynamic programming, by

applying the discrete-time finite horizon Riccati equation iteratively backwards in time:

Pt−1 = ATPtA+Q+ (BTPtA)TPt (A.9)

pt−1 = AT (pt +Pte) + (BTPtA)Tpt (A.10)

from initial condition PN = QT and pN = 0. For a time interval of length T seconds and time

constant ∆t this procedure results in a set of N = ⌊ T
∆t⌋ control gain parameters (Ft, ft).

A.3.2 Iterative LQR (iLQR)

LQR is only applicable to problems that exhibit linear system dynamics and a quadratic cost

function. To overcome this problem, Li and Todorov (2004) proposed the iterative LQR (iLQR)

method which is applicable to nonlinear system dynamics (and nonlinear cost, too; see Todorov

and Li, 2005), under the assumption that dynamics (and cost) are differentiable.
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The method starts with a nominal control sequence U0 = {u0, . . . ,uT−1} (usually uk = 0

for k = 0, . . . T − 1) and computes an open-loop forward pass using the (non-linear) system

dynamics to obtain the nominal trajectory X0 = {x0, . . . ,uT }. It then computes an improved

control sequence U1 by linearizing the nonlinear dynamics around X0, U0, yielding the (time-

varying) linearized dynamics At, Bt and et and using them to solve a standard LQR problem.

This process is repeated until the control sequence U does not change anymore.

A.3.3 Kalman Filter

The LQR controller assumes that the agent can directly observe the current state x. However, the

agent only has access to an observation z. If we assume the relationship between x and z to be

given by the measurement model (Eq. 2.11) and we have access to the process model (Eq. 2.9),

we can apply Bayesian filtering (or recursive estimation) to infer the state from observations.

A Bayes filter maintains a probability distribution over the state and updates it in every time

step given the new observation, the previous state distribution and the last control signal. If

process and measurement model are linear, we can apply a Kalman filter which models the state

distribution by a Gaussian with mean µ and covariance Σ.

The Kalman filter, as every Bayes filter, consists of two steps: first it makes a prediction of

the current state distribution, given the previous one:

µ̃t = Aµt−1 +Bu(t− 1) + e (A.11)

Σ̃t = AΣ̃t−1A
T +V, (A.12)

where V denotes the process noise and W the measurement noise.

Second, the Kalman filter updates the prediction (µ̃t, Σ̃t) given the current measurement zt

to compute the state distribution (µt,Σt):

Kt = Σ̃tC
T (CΣ̃tC

T +V)−1 (Kalman gain) (A.13)

µt = µ̃t +Kt(zt −Cµ̃t) (A.14)

Σt = (I−KtC)Σ̃t, (A.15)

where I denotes the identity matrix.

We can then use the maximum likelihood state hypothesis µt as the estimate of the current

state x(t) when applying LQR.

A.3.4 Extended Kalman Filter

The Kalman filter can only be applied if the measurement and process models are linear. In

the case the models are nonlinear but differentiable, we can resort to a nonlinear variant of the
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Kalman filter (Section A.3.3), the extended Kalman filter (EKF) (Thrun et al., 2005). Similar to

iLQR, an EKF computes local linearizations of models based on the current state. To deal with a

nonlinear process model f(x,u), we modify the prediction step (Eq. A.11) as follows:

µ̃t = T (µt−1,ut−1) (A.16)

Σ̃t = JT (µ,ut−1)Σ̃t−1JT (µ,ut−1)
T +V, (A.17)

where JT =

∂Ti(x̂,û)

∂xj



i,j∈{1,...,N}
is the Jacobian matrix of the nonlinear dynamics T at state x̂

and action û, with N being the state dimensionality. In case f is linear, JT = At.

To deal with non-linear observation models c(x), we adapt the update step (Eq. A.13) as

follows:

Kt = Σ̃tJc(µ̃t)
T (Jc(µ̃t)Σ̃tJc(µ̃t)

T +V)−1 (Kalman gain) (A.18)

µt = µ̃t +Kt(zt − c(µ̃t)) (A.19)

Σt = (I−KtJc(µ̃t))Σ̃t, (A.20)

where Jc =

∂ci(x̂)
∂xj



i,j∈{1,...,N}
is the Jacobian matrix of c at state x̂.
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B.1 A Comparison of Cartesian and Angular Control for

Ball Catching

B.1.1 Proofs: Angular Representations Violate Markov Property

In this section, we will prove that angular representations are not Markov. To that end, we will

prove the following theorem:

Theorem B.1.1 (Angular representations are not Markov). Given x ∈ {θ, θ̇, θ̈} with dynamics

xA(t) governed by initial conditions A = {νA, φA} and agent trajectory a(t), there exist initial

conditions B = {νB, φB}, A 6= B, time steps tA, tB, and an agent trajectory a(t) such that two

following two conditions are fulfilled:

(i) xA(tA) = xB(tB),

(ii) ẋA(tA) 6= ẋB(tB).

Our ansatz to proof Theorem B.1.1 is by finding counterexamples showing that the angular

representations {θ, θ̇, θ̈} violate the Markov property.

We know a quantity x(t) fulfills the Markov property if for t > tn > . . . > t1:

P (x(t) |x(tn)) = P (x(t) |x(tn), . . . , x(t1)). (B.1)

Intuitively, this means that it is sufficient to rely solely on x(tn) for predicting any future state

x(t); adding more information about the past of x(t) does not make the prediction better. If x

is deterministic, Eq. (B.1) is equivalent to the statement that there exists exactly one x(t) for

which P (x(t) |x(tn)) = 1. In this case, it is sufficient to show that the latter condition does not

hold, for example by finding at least two cases where the same x(tn) has different derivatives

ẋ(tn).

Therefore, our ansatz is as follows. In the ball catching scenario, the dynamics of θ, θ̇ and θ̈

are governed by the initial conditions {ν, φ}, corresponding to the initial ball velocity and angle,

and by the agent’s motion a(t) (see Eq. 3.10). For the sake of the analysis, we assume deter-

ministic dynamics. Without loss of generality, we will further assume a trivial agent trajectory,

with fixed D and a static agent, a(t) = R +D = a0. It is sufficient to analyze this special case,

since for a representation to be Markov means that it must be Markov for all possible agent tra-

jectories. This facilitates our analysis as the dynamics of x ∈ {θ, θ̇, θ̈} then only depend on the

initial conditions. We make explicit that the dynamics of x are governed by initial conditions A

by writing xA(t). Theorem B.1.1 then stataes that we can find different sets of initial conditions

A and B, A 6= B, and time steps tA, tB, such that (i) the values of x at the different initial

conditions and time steps are identical, xA(tA) = xB(tB), but such that (ii) their first derivatives

differ ẋA(tA) 6= ẋB(tB).
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Note that we are only considering one-dimensional angular representations, not combina-

tions of derivatives of θ. The reason is that the heuristic control strategies presented in Sec-

tion 4.2.2 only rely on one-dimensional representations.

All proofs have been verified using the symbolic solver SymPy (Meurer et al., 2017), and the

code has been made publicly available as a jupyter notebook in the following git repository:

https://github.com/shoefer/ball_catching.

Non-Markov θ

We begin with the simplest case, θ, and prove the following lemma:

Lemma B.1.2 (θ is not Markov). For θA(t) governed by initial conditions A = {νA, φA} and agent

trajectory a(t), there exist initial conditions B = {νB, φB}, A 6= B, time steps tA, tB, and an agent

trajectory a(t) such that (i) θA(tA) = θB(tB) but (ii) θ̇A(tA) 6= θ̇B(tB).

Proof. We know that θ is linear if the agent is waiting at the landing point (D = 0), and that the

trajectory of θ has slope θ̇. Therefore, we consider this special case, and search for two different

sets of initial parameters A = {νA, φA}, B = {νB, φB} and time steps tA and tB such that (i)

θA(tA) = θB(tB) and (ii) θ̇A(tA) 6= θ̇B(tB).

We start by computing the values of θ and its derivatives for the special case D = 0:

θ =
gt

2ν cos (φ)
, (B.2)

θ̇ =
g

2ν cos (φ)
. (B.3)

The equations show that the slope θ̇ is constant and solely depends on the initial parameters

(and gravity) – as known from Section 4.2.1. Therefore, the only way to make them different,

and thus fulfill condition (ii), is to choose different initial parameters. Without loss of generality,

we assume νA 6= νB and φA = φB. We now need to find time steps tA and tB such that equation

(i) is fulfilled, θA(tA) = θB(tB). By solving this equation for tA, we obtain:

tA =
νAtB
νB

(B.4)

Therefore, (i) θA(tA) = θA(νAνB
−1tB) = θB(tB), but by construction (ii) θ̇A(tA) 6= θ̇B(tB). This

shows that θ is not Markov.

Non-Markov Derivative of θ

Next, we show that θ̇ is not Markov either:
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Lemma B.1.3 (θ̇ is not Markov). For θ̇A(t) governed by initial conditions A = {νA, φA} and agent

trajectory a(t), there exist initial conditions B = {νB, φB}, A 6= B, time steps tA, tB, and an agent

trajectory a(t) such that (i) θ̇A(tA) = θ̇B(tB) but (ii) θ̈A(tA) 6= θ̈B(tB).

Proof. This case is a bit more involved as we cannot assume that the agent waits at landing

point, that is we cannot assume a(t) = R, D = 0. The reason is that for this case θ̇ is constant

and thus θ̈ is zero, which makes the representation Markov in a trivial way.

Our ansatz is to create an explicit dependency between νA and νB as well as tA and tB, and

then solve for the parameters such that they fulfill (i) and (ii). Without loss of generality, we

will keep φA = φB, and define νB = νA + ε by some ε 6= 0, and define tB = tA + δ for some

δ 6= 0 and solve for δ.

Additionally, we need to ensure that D 6= 0 (and D 6= −R; it must not coincide with the ball

starting position because then θ is linear, too). Since we are only interested in a counterexample,

we can set D to any suitable value and thus use D = −R
2 . This means the agent is standing

exactly in the middle between the ball’s starting and landing point.

By applying all of the aforementioned constraints, we can compute θ(t) and its first and

second derivatives:

θ(t) =
gt


νA sin (φ)− 1

2gt


ν (ν sin (φ)− gt) cos (φ)
, (B.5)

θ̇(t) =
g


gt

ν sin (φ)− 1

2gt

+ (−ν sin (φ) + gt)2



ν (−ν sin (φ) + gt)2 cos (φ)
, (B.6)

θ̈(t) =
νg2 sin2 (φ)

(ν sin (φ)− gt)3 cos (φ)
. (B.7)

By solving θ̈A(tA) = θ̈B(tB) for δ, we obtain two conjugate solutions, from which we choose the

positive one. As δ results in s complex formula, we omit writing them it explicitly here. The

solution can be found in the online material referenced at the beginning of this section.

This shows that any two sets of initial conditions A and B will have identical values for θ̇ but

different values for θ̈ at tA and tB = tA+δ, respectively. Moreover, it is easy to find sets of initial

conditions for which δ 6= 0, and choose a value for ε 6= 0. This shows that θ̇ is not Markov.

Non-Markov Second Derivative of θ

Finally, we show that θ̈ is not Markov, either:

Lemma B.1.4 (θ̈ is not Markov). For θ̈A(t) governed by initial conditions A = {νA, φA} and agent

trajectory a(t), there exist initial conditions B = {νB, φB}, A 6= B, time steps tA, tB, and an agent

trajectory a(t) such that (i) θ̈A(tA) = θ̈B(tB) but (ii)
...
θA(tA) 6=

...
θB(tB).
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Proof. The proof is carried out equivalently as for θ̇. We begin by computing the third derivative

of θ:

...
θ(t) =

3νg3 sin2 (φ)

(ν sin (φ)− gt)4 cos (φ)
. (B.8)

We can then find an expression for δ by solving
...
θA(tA) =

...
θB(tB) for δ. Again, we omit writing

out δ explicitly and state that it is possible to find sets of initial conditions for which δ 6= 0 and

choose ε 6= 0. Thus θ̈ is not Markov.

Proof. Taken together, the three Lemmas B.1.2-B.1.4 prove Theorem B.1.1.

B.1.2 COV-IO and COV-OAC: Computation of Moving Average Filter

To increase the robustness of COV-IO and COV-OAC, we filter both the estimate θ̇ref as well as

the current reference velocity θ̇. To that end, we use a (moving) average with window sizes hθ̇ref
and hθ̇:

θ̇COV-IO
ref =

1

Hθ̇ref

H
θ̇ref

i=0

θ̇(i∆t), (B.9)

θ̇COV-IO(t) =
1

Hθ̇

H
θ̇

i=0

θ̇(t− i∆t). (B.10)

where Hθ̇ref
= hθ̇ref∆t

−1 and Hθ̇ = hθ̇∆t
−1 are the discrete time steps corresponding to the

window sizes given in seconds.

We apply the same type of filtering for COV-OAC, where we denote the window sizes by

hθ̇, hθ̇ref .

B.1.3 Parameters for (i)LQG

In our implementation we extend the Cartesian state representation to include the acceleration:

x = [bx, ḃx, b̈x, by, ḃy, b̈y, bz, ḃz, ax, äx, äx, az, äz, äz]
T . (B.11)

This allows us to directly incorporate gravity g into the model (see e).

189



Appendix B • Appendix for Learning to Catch a Baseball

Dynamics (Ideal Case)

Given a time step ∆t, the discrete system dynamics are given by:

A =







































1 ∆t 1
2∆t

2 0 0 0 0 0 0 0 0 0 0 0 0

0 1 ∆t 0 0 0 0 0 0 0 0 0 0 0 0

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

0 0 0 1 ∆t 1
2∆t

2 0 0 0 0 0 0 0 0 0

0 0 0 0 1 ∆t 0 0 0 0 0 0 0 0 0

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

0 0 0 0 0 0 1 ∆t 1
2∆t

2 0 0 0 0 0 0

0 0 0 0 0 0 0 1 ∆t 0 0 0 0 0 0

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

0 0 0 0 0 0 0 0 0 1 ∆t 0 0 0 0

0 0 0 0 0 0 0 0 0 0 1 0 0 0 0

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

0 0 0 0 0 0 0 0 0 0 0 0 1 ∆t 0

0 0 0 0 0 0 0 0 0 0 0 0 0 1 0

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0







































, (B.12)

B =



0 0 0 0 0 0 0 0 0 1
2∆t

2 ∆t 0 0 0 0

0 0 0 0 0 0 0 0 0 0 0 0 1
2∆t

2 ∆t 0

T

(B.13)

e =


0 0 0 0 0 −g 0 0 0 0 0 0 0 0 0
T

, (B.14)

where g = 9.81 denotes the average magnitude of gravity on earth.
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Dynamics (Drag Case)

When adding drag to the ball trajectory, the process model becomes nonlinear. We thus need to
compute the linearization of the state dynamics, the Jacobian JT :

JT (ḃ) =







































































1 ∆t 1
2
∆t2 0 0 0 0 0 0 0 0 0 0 0 0

0 1 ∆t 0 0 0 0 0 0 0 0 0 0 0 0

0 − 2ρcAcd
mb

ḃx 0 0 0 0 0 0 0 0 0 0 0 0 0

0 0 0 1 ∆t 1
2
∆t2 0 0 0 0 0 0 0 0 0

0 0 0 0 1 ∆t 0 0 0 0 0 0 0 0 0

0 0 0 0 − 2ρcAcd
mb

ḃy 0 0 0 0 0 0 0 0 0 0

0 0 0 0 0 0 1 ∆t 1
2
∆t2 0 0 0 0 0 0

0 0 0 0 0 0 0 1 ∆t 0 0 0 0 0 0

0 0 0 0 0 0 0 − 2ρcAcd
mb

ḃz 0 0 0 0 0 0 0

0 0 0 0 0 0 0 0 0 1 ∆t 0 0 0 0

0 0 0 0 0 0 0 0 0 0 1 0 0 0 0

0 0 0 0 0 0 0 0 0 0 0 1 0 0 0

0 0 0 0 0 0 0 0 0 0 0 0 1 ∆t 0

0 0 0 0 0 0 0 0 0 0 0 0 0 1 0

0 0 0 0 0 0 0 0 0 0 0 0 0 0 1







































































(B.15)

We assume air density ρ = 1.293 kg
m3 , frontal area A = πr2. For a baseball we assume the

following dynamic parameters (NASA, 2015a): ball radius r = 0.0366m, mass mb = 0.15 kg and

drag coefficient cw = 0.5. For a soccer ball, we assume: ball radius r = 0.11m, mass mb = 0.4 kg

and drag coefficient cw = 0.3 (NASA, 2015b).

Measurement Model

C =


















1 0 0 0 0 0 0 0 0 0 0 0 0 0 0

0 0 0 1 0 0 0 0 0 0 0 0 0 0 0

0 0 0 0 0 0 1 0 0 0 0 0 0 0 0

0 0 0 0 0 0 0 0 0 1 0 0 0 0 0

0 0 0 0 0 0 0 0 0 0 1 0 0 0 0

0 0 0 0 0 0 0 0 0 0 0 0 1 0 0

0 0 0 0 0 0 0 0 0 0 0 0 0 1 0


















. (B.16)

LQR and iLQR Cost Function

The terminal cost matrix is defined as followed:
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QT = 2







































wd 0 0 0 0 0 0 0 0 −wd 0 0 0 0 0

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

0 0 0 0 0 0 wd 0 0 0 0 0 −wd 0 0

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

−wd 0 0 0 0 0 0 0 0 wd 0 0 0 0 0

0 0 0 0 0 0 0 0 0 0 wd 0 0 0 0

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

0 0 0 0 0 0 −wd 0 0 0 0 0 wd 0 0

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0







































, (B.17)

where we use the abbreviation wd = wterminal distance.

The running state cost Qt is the N ×N zero matrix, and the running control cost is given by

Rt = wcontrol effortIM . (B.18)

with IM denoting the M ×M identity matrix.

Kalman Filter Parameters

The parameters for the Kalman filter were determined in preliminary experiments to be optimal

for the average case. We use the same parameters for the linear as well as the extended Kalman

filter.

We set the initial state covariance as:

Σ0 = diag(1, 600, 10−15, 1, 600, 10−15, 1, 600, 10−15, 0.1, 6, 10−15, 0.1, 6, 10−15), (B.19)

where diag denotes a diagonal matrix.

The process noise is given by:

V = diag(10−5, 6× 10−4, 10−5, 10−5, 6× 10−4, 10−5, 10−5, 6× 10−4, 10−5, (B.20)

10−5, 6× 10−4, 10−5, 10−5, 6× 10−4, 10−5). (B.21)
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The measurement noise is given by:

W = diag(10−5, 10−5, 10−5, 10−5, 6× 10−4, 10−5, 6× 10−4). (B.22)

B.1.4 Parameters for Model-Predictive Control in Belief Space

For the MPC control strategy (Belousov et al., 2016), we ran preliminary experiments to identify

the best set of parameters. We used the implementation provided by the authors:

https://github.com/b4be1/easy_catch.

To guarantee full observability, we always set the observation noise related to the location of

the ball in the agent’s field of view to σmin = σmax = 10−15, where σmin denotes the observation

noise when looking directly at the ball and σmax when the ball is at ≥ 90◦ from the gaze direction.

This effectively results in a full view. We varied the forward and backward running speeds F1, F2

and the scalar weight multiplied with the system covariance M . For all other parameters, we

used the same settings as used by the authors, including the internal model which is equivalent

to the one used by (i)LQG without drag.

We tested the following combinations of parameters:

Description F1 F2 M

Best 7.5 7.5 10−15

Uncertain 7.5 7.5 10−3

Default 7.5 2.5 10−3

Slower 5 5 10−15

Slower, uncertain 5 5 10−3

Table B.1: Parameter settings evaluated for the strategy proposed by Belousov et al. (2016).

For comparison: the setting used by Belousov et al. (2016) is F1 = 7.5, F2 = 2.5, M = 10−3,

σmin = 0.01, σmax = 1.
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B.1.5 Supplementary Results for 3D Experiments
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Figure B.1: Comparison of ball catching strategies in 3D: sensitivity to individual perturbations
and a combination of perturbations.

B.2 On the Optimality of Chapman’s Angular Control Strategy

B.2.1 Camera Model

In order to perform learning on raw sensor data, we simulate a one-dimensional camera sensor.

To mimic characteristics of real sensors, we assume that the camera has a limited angle of view

and may distort the image at the borders (common vision sensors exhibit an angle of view
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below 90◦). To provide the robot with a full 180◦ view (required to ensure full observability) we

arrange two pinhole camera models c1 and c2 each with an angle of view of 90◦, as shown in

Figure 5.1. At time step t, each camera ci ∈ {1, 2} outputs one image õci(t). By concatenating

the two camera images, we obtain the raw observation õ(t):

õ(t) = õc1(t)⊕ õc2(t), (B.23)

where ⊕ denotes the concatenation operator.

Camera Arrangement

The first camera c1 is tilted by ηc1 = π
4 , thus covering the range from γc1min = 0 to γc1max = π

2 , and

the second camera c2 is tilted by ηc1 = 3π
4 , covering the remaining area γc2min = π

2 to γc2max = π.

Note, however, that the pixels do not correspond to angles, but the image is distorted at the

borders of each camera due to the projection.

Resolution

We denote by ρ the resolution of both cameras ci. The number of pixels N ci of camera ci then

computes as (omitting ci to increase readability)

N =


tan(γmax − η)− tan(γmin − η)

ρ
+ 1



, (B.24)

where ρ denotes the resolution of the camera.

Image Projection

To compute the value of a pixel õi in the image, we project the ball on the image as follows. First

we compute α as given by Eq. (3.7) using the center of the ball as its coordinate. Additionally,

we need to take the ball’s radius r into account to compute the angles αleft and αright for left and

right border of the ball, respectively:

αleft = arctan
by − r cos(−α)

ax − bx − r sin(−α) , (B.25)

αright = arctan
by + r cos(−α)

ax − bx + r sin(−α) . (B.26)

where bx, by, ax, ay are the x- and y-coordinates of the ball and agent, respectively. Using these

angles we then compute a hit map h : {1, . . . , N} → {0, 1} indicating onto which pixels the ball
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bt1

bt2

bt3

a

õt1

õt2

õt3

Figure 5.1: Illustration of the camera model. The vertical black marker at the middle of each ob-
servation indicates that the full image is computed by concatenating the images of two cameras
with a 90◦ angle of view (repeated from page 66).

is projected:

h(k) =







1 if αleft ≤ η + arctan vk ≤ αright

0 else
(B.27)

with vk = tan(γmin − η) + kλ being the (tangent of) the angle that the k-th index of the image

corresponds to. Finally, we generate the raw camera image õci by smoothing the hit map. To do

this we propagate a hit to adjacent pixels by computing for every pixel how much it has been hit

and assigning this value to the final image pixel:

õci(k) = max



0,
1− |v − vk|

ρ



, (B.28)

with v = tan(α− η) being the tangent of angle corresponding to the ball’s center.

B.2.2 Baseline: COV-IO and COV-OAC

To implement the baselines, we apply supervised learning to learn a predictor Ω(o) = wT
Ωo map-

ping from observation õ to angle θ. We train Ω by collecting a training set of ball trajectories

without agent motion. We collect five trajectories each with a different agent starting position

D ∈ {−15,−7.5, 0, 7.5, 15}. This results in a large set of (õt, θt)-pairs, consisting of raw obser-

vations and known value of the true tangent. We then compute a ridge regression from õt to θt

with regularization α = 10−15 and without bias term, obtaining a weight vector wΩ. Note that

because Ω is linear it can also be used to compute the mapping from ˙̃o to θ̇.
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Baseline
CMA-ES

Augmentation
Similarity: Predictions Similarity: Weights

COV-IOo

o = ˙̃ot ⊕ ˙̃otinit 0.898
0.997 (dimensions:
{12, 13, 14, 15, 16, 17, 33, 34})

COV-OACo

o = ˙̃ot⊕ ˙̃ot−tdelay 0.77
0.916 (dimensions:
{12, 13, 14, 15, 16, 17, 29, 30, 31, 32, 33, 34})

Table B.2: Results for different metrics used to compare the baseline policies with the policies
learned by CMA-ES.

We can then define the following two strategies:

COV-IOo We use the augmented observation current and initial: π(ȯt) = π( ˙̃ot ⊕ ˙̃oinit) =

vΩ



wT
Ω
˙̃ot −wT

Ω
˙̃oinit



with vΩ = 1010 being a control gain factor. Intuitively, assuming wT
Ω
˙̃ot ∝

θ̇t, this strategy implements COV-IO, with vΩ driving the policy output to saturation and thus

effectively implementing bang-bang control.

COV-OACo We use the augmented observation current and delayed: π(ȯt) = π( ˙̃ot ⊕ ˙̃ot−tdelay
) =

vΩ



wT
Ω
˙̃ot −wT

Ω
˙̃ot−tdelay



. Applying a similar line of reasoning as before, we see that this strategy

approximates COV-OAC.

B.2.3 Comparison of Baseline and CMA-ES Policies

We compare the baseline and the CMA-ES strategies as follows. We only consider the pairs COV-

IOo vs. CMA-ES applied to o = ˙̃ot⊕ ˙̃otinit and COV-OACo vs. CMA-ES applied to o = ˙̃ot⊕ ˙̃ot−tdelay .

We then employ two types of comparisons. First, we compare the outputs of both policies

applied to the data COV-IOo and COV-OACo (or more precisely: Ω) were trained on. Since

the baseline policies implement bang-bang controllers we assume the CMA-ES policies do so

too. Hence, we discretize the output of both policies to {−1, 0, 1} and compute a zero-one loss

(defined in Appendix A.2, Eq. A.4). This results in the values in the third column of Table B.2.

Second, we compare the weights. Again, we assume a bang-bang and thus only look at the

pixel-wise weight vector, but flip the sign of the CMA-ES policy vector according to the sign

of vΩ. We then compute a histogram over the absolute value of all pixels of the (augmented)

observed images in the training data. We then compute the value of the most active pixel

dimension and disregard all image dimensions that lie below 10% of this value. This results in

the dimensions listed in the forth column of Table B.2. Note that the dimensions ≤ 17 pertain to
˙̃ot and the remaining ones to ˙̃otinit or ˙̃ot−tdelay . We then compute Pearson’s correlation coefficient

ρ̄ comparing the two weight vectors, restricted to the subset of dimensions. This results in the

values in the last column of Table B.2. Note that Pearson’s correlation implicitly performs a

linear regression between the two weight vectors which includes a bias term. The reason why

we need a bias term here is because the disregarded dimensions are not completely zero and
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would thus contribute to the overall result of each policy.
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C.1 Learning Task-Sensitive Background Knowledge

C.1.1 Proof of Eq. (9.8)

First, we apply the logarithm to Eq. (9.6) and obtain the following expression:

logP (r|s, a, τ) = log
1

στ
√
2π

− (r − ρτ )
2

2σ2τ

= − log στ −
log 2π

2
− (r − ρτ )

2

2σ2τ
, (C.1)

Denoting by rEτ all rewards in Eτ , we carry out the proof as follows:

log P (rEτ |s, a, τ) =


(s,a,s′,r)∈Eτ

logP (r|s, a, τ) (C.2)

Eq. (C.1)
=



(s,a,s′,r)∈Eτ



− log στ −
log 2π

2
− (r − ρτ )

2

2σ2τ



(C.3)

=− |Eτ |


log στ +
log 2π

2



−


(s,a,s′,r)∈Eτ

(r − ρτ )
2

2στ
(C.4)

Eq. (9.7)
= − |Eτ |



log στ +
log 2π

2



−


(s,a,s′,r)∈Eτ

(r − ρτ )
2

2
|Eτ |−1



(s,a,s′,r′)∈Eτ
(r′ − ρτ )2

(C.5)

=− |Eτ |


log στ +
log 2π

2



− |Eτ | − 1

2
(C.6)

=− |Eτ |


log στ +
log 2π + 1

2



+
1

2
(C.7)

This shows that

Lreward-lik(T̄, E) ∝


τ∈T̄

|Eτ | (log στ + c) , (9.8)

with c = log 2π+1
2 .
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C.2 Coupled Action Parameter and Relational Forward Model

Learning

C.2.1 CAPEL Simulation Results

Latch Scenario
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Figure C.1: Detailed results for the latch scenario.
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Box-&-Handle Scenario
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Figure C.2: Detailed results for the box-&-handle scenario.
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