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Abstract

This thesis contributes to several mathematical aspects and problems at the interface of
statistical learning theory and signal processing. Although based on a common theoret-
ical foundation, the main results of this thesis can be divided into two major topics of
independent interest.

The first one deals with the estimation capacity of the generalized Lasso, i.e., least
squares minimization combined with a (convex) structural constraint. These types of es-
timators were originally developed for noisy linear regression and related tasks; but be-
yond that traditional scope, this part of the thesis provides evidence that their outcome
is still robust against model misspecifications and large uncertainties, such as unknown
non-linear distortions of the output variable or strongly correlated input variables. At
the heart of the associated statistical analysis stands the Mismatch Principle, which is a
simple recipe to systematically derive performance guarantees for the generalized Lasso
with arbitrary sub-Gaussian data. A key goal in this context is to ensure that an esti-
mation procedure is not only accurate but also yields interpretable results. The common
strategy of statistical learning theory, however, does not always comply with this wish for
interpretability. This concern is of particular importance for semi-parametric observation
models where one is typically interested in a certain set of unknown parameters, rather
than predicting the value of the output variable. In that regard, the Mismatch Principle
provides a useful refinement, allowing us to analyze quantitatively whether the gener-
alized Lasso is capable of solving a specific parameter estimation problem or not. The
benefits of the proposed approach are demonstrated in a variety of popular model cases,
most notably, single-index models and variable selection. Furthermore, these examples
are also relevant to recent advances in quantized and distributed compressed sensing.

The second subject of this thesis is devoted to the problem of robust signal estimation
from undersampled noisy sub-Gaussian measurements under the assumption of an anal-
ysis prior. Based on generalized sparsity parameters, a non-uniform recovery guarantee
for the Analysis Basis Pursuit is established in this part, enabling for accurate predictions
of its sample complexity. The corresponding bounds on the number of required samples
do explicitly depend on the Gram matrix of the analysis operator and therefore partic-
ularly take account of its mutual coherence structure. These findings defy conventional
wisdom in previous compressed sensing research which suggests that the sparsity of the
analysis coefficients is the crucial performance indicator to be studied. In fact, this com-
mon conception is not valid in many situations of practical interest, for instance, when
using a redundant (multilevel) frame as sparsifying transform. By extensive numerical
experiments, it is demonstrated that, in contrast, the proposed theoretical sampling-rate
bounds can reliably predict the reconstruction capability of various types of analysis op-
erators, such as redundant Haar wavelets systems, total variation, or random frames.
Apart from that, the presented results do naturally extend to stable recovery, which al-
lows for handling signal vectors whose coefficient sequence is only compressible but not
exactly sparse.
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While these two topics rely on quite different model assumptions and therefore seem
rather unrelated at first sight, they actually have a common mathematical basis: Using
tools from geometric functional analysis and recent advances in empirical process theory,
a series of general estimation guarantees is established, which enables a unified treatment
of both above-mentioned problem situations. In the first place, these results serve as
technical preliminaries, but due to their generality, they may be of interest in their own
right as well. Indeed, the underlying proof techniques are very amenable to extensions
and refinements, giving rise to further applications that go beyond the scope of this thesis.
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Zusammenfassung

Die vorliegende Dissertation untersucht mehrere mathematische Aspekte und Problem-
stellungen an der Schnittstelle der Gebiete des statistischen Lernens und der Signalver-
arbeitung. Obwohl die Hauptergebnisse dieser Arbeit auf den gleichen theoretischen
Grundlagen beruhen, lassen sie sich in zwei größere Themenbereiche aufgliedern, die
von eigenständigem Interesse sind.

Der erste Teil beschäftigt sich mit der Schätzfähigkeit des verallgemeinerten Lasso,
d.h. mit der Methode der kleinsten Quadrate unter einer (konvexen) strukturgebenden
Nebenbedingung. Derartige Methoden wurden ursprünglich für lineare Regression und
verwandte Aufgaben entwickelt. Über diesen traditionellen Anwendungsbereich hinaus-
gehend wird in diesem Teil der Arbeit ein Nachweis dafür erbracht, dass ihre Schät-
zergebnisse auch äußerst robust gegenüber Modellfehlspezifikationen und großen Un-
sicherheiten sind, beispielsweise bei unbekannten nichtlinearen Verzerrungen der Aus-
gabevariable oder stark korrelierten Eingabegrößen. Im Fokus der damit verbundenen
statistischen Analyse steht die Entwicklung des Mismatch-Prinzips, welches eine syste-
matische Herleitung von Fehlerschranken für das verallgemeinerte Lasso mit beliebigen
sub-Gaußschen Daten erlaubt. Ein wesentliches Ziel in diesem Zusammenhang ist es,
sicherzustellen, dass ein Schätzverfahren nicht nur akkurate, sondern auch interpretier-
bare Ergebnisse liefert. Es wird sich jedoch zeigen, dass die übliche Vorgehensweise im
Bereich des statistischen Lernens nicht immer diesem Wunsch nach Interpretierbarkeit
nachkommt. Dieser Aspekt ist vor allen Dingen für die Untersuchung von semiparame-
trischen Beobachtungsmodellen relevant, bei der die Schätzung von bestimmten unbe-
kannten Parametern häufig den Vorrang vor einer genauen Prognose für die Ausgabeva-
riable besitzt. In dieser Hinsicht stellt das Mismatch-Prinzip eine nützliche Verfeinerung
dar, welche quantitative Aussagen darüber ermöglicht, ob das verallgemeinerte Lasso
ein bestimmtes Parameterschätzproblem lösen kann oder nicht. Der Nutzen dieser Vor-
gehensweise wird anhand einer Reihe von populären Beispielmodellen verdeutlicht, ins-
besondere für den Fall von Single-Index-Modellen und das Variable-Selection-Problem.
Darüber hinaus sind diese Resultate auch in Hinblick auf jüngste Fortschritte im Bereich
des quantisierten und verteilten Compressed Sensing von Bedeutung.

Der zweite Teil der Arbeit widmet sich der Aufgabe von Signalschätzungen aus stark
unterabgetasteten sub-Gaußschen Messungen mit additivem Rauschen unter der Annah-
me eines Analysis-Modells. Mit Hilfe von verallgemeinerten Sparsity-Parametern wird in
diesem Teil eine nicht-uniforme Rekonstruktionsgarantie für den Analysis-Basis-Pursuit
Algorithmus hergeleitet, die eine zuverlässige Vorhersage von dessen Stichprobenkom-
plexität ermöglicht. Die daraus resultierenden Schranken für die Anzahl der benötig-
ten Messungen hängen explizit von der Gramschen Matrix des Analysis-Operators ab
und ziehen damit insbesondere dessen Kohärenzstruktur in Betracht. Die vorgestellten
Resultate widersprechen der bislang üblichen Auffassung in der Compressed-Sensing-
Forschung, wonach die Sparsity der Analysis-Koeffizienten die entscheidende Kenngrö-
ße eines Rekonstruktionsproblems darstellt. Diese einfache Grundregel verliert in vielen
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praktischen Szenarien jedoch ihre Gültigkeit, wie zum Beispiel bei der Verwendung von
redundanten (mehrskaligen) Frames. Im Gegensatz dazu wird mit einer Reihe von nu-
merischen Experimenten nachgewiesen, dass die gezeigten theoretischen Schranken hin-
sichtlich der Stichprobengröße die Rekonstruktionsfähigkeit vieler Arten von Analysis-
Operatoren angemessen widerspiegeln, z.B. für redundante Haar-Wavelet-Systeme, To-
talvariation oder zufällige Frames. Abgesehen davon lassen sich diese Ergebnisse auch
auf den Fall stabiler Rekonstruierbarkeit übertragen, wodurch Signalvektoren betrach-
tet werden dürfen, deren Analysis-Koeffizienten zwar komprimierbar, aber nicht exakt
sparse sind.

Während die beiden Hauptteile dieser Dissertation auf unterschiedlichen Modellan-
nahmen beruhen und auf den ersten Blick kein Zusammenhang zu bestehen scheint,
so haben sie jedoch den gleichen mathematischen Ursprung: Unter Verwendung von
Techniken aus der geometrischen Funktionalanalysis sowie jüngsten Ergebnissen aus
der Theorie empirischer Prozesse werden mehrere allgemeine Fehlerschranken für die
untersuchten Schätzer gezeigt, welche eine einheitliche Behandlung der beiden oben ge-
nannten Problemstellungen ermöglichen. In erster Linie bilden diese Resultate eine tech-
nische Grundlage, aber aufgrund ihrer Allgemeingültigkeit kommt ihnen ebenfalls eine
eigenständige Bedeutung zu. Von den zugrunde liegenden Beweistechniken darf erwar-
tet werden, dass sie den Ausgangspunkt für Erweiterungen und Verfeinerungen bilden
können und somit den Weg für weitere Anwendungen eröffnen, die über den Rahmen
dieser Arbeit hinausgehen.
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1

Introduction

The subject of this thesis lies at the interface of statistical learning and signal processing.
As central pillars in the age of data science, these areas are currently in a constant state
of flux and have undergone several paradigm changes during the last two decades. A
prominent example is the advent of compressed sensing around 2006 [CRT06a; CRT06b;
Don06], which can be regarded as the breakthrough of sparsity-promoting methods and
has changed our view on solving inverse problems since then. More recently, deep learn-
ing has emerged as the new gold standard in numerous application areas, reaching far
beyond classical tasks in computer science, e.g., see [LBH15; GBC16]. In fact, this excit-
ing development is about to change our lives drastically and makes us rethinking well-
established basic rules from machine learning, such as the bias-variance trade-off. A re-
markable fact about these achievements is that the “engines of success” are surprisingly
simple algorithmic approaches: compressed sensing makes use of the Basis Pursuit and
its variations, whereas the key ingredient of deep learning is stochastic gradient descent
combined with backpropagation.

However, despite such success stories, a lot of important theoretical issues in these
fields are still widely unexplored and form a subject of ongoing research. This desire for
a sound theoretical foundation also brings us to the central motif of this thesis:

Why do so many simple methods from statistics and signal processing work so well
in practice, even in situations for which they were not originally designed? What
principles allow us to explain their (estimation) capacity and their robustness against
model misspecifications?

We will address this fundamental challenge within the scope of two major topics:

1. The first one deals with statistical inference under large model uncertainties. At the heart
of our theoretical analysis is a generalized version of the Lasso, which covers a large
class of constrained least squares estimators. In this context, the main focus is on the
following question: Is the Lasso capable of (consistent) parameter estimation without explicit
knowledge of the underlying data model, especially in situations where the output variable is
affected by an unknown non-parametric (and non-linear) transformation?

2. The second one is devoted to the analysis formulation of compressed sensing. Compared to
the first part, we are interested in a more concrete problem here, namely to reconstruct
a parameter vector from (noisy) linear measurements, assuming that it can be effec-
tively “sparsified” by a certain analysis operator. This gives rise to our central problem
statement: What criteria of an analysis operator are crucial to the performance of the Analysis
Basis Pursuit, in particular, its sample complexity?

1



2 Chapter 1 Introduction

While these topics rely on very different model setups and therefore seem rather un-
related at first sight, they actually have a common theoretical ground: Based on tools
from geometric functional analysis and recent advances in empirical process theory, we
will develop a general mathematical framework for parameter estimation, allowing us
to treat both problems in a unified and systematic way. The following two sections give
a more detailed (but still non-technical) introduction to the above topics and outline the
main achievements of this thesis. Before doing so, let us make an important preliminary
note:

Remark 1.1 (A word of caution on terminology) Despite many overlaps, the notational
conventions used in statistical learning and compressed sensing are quite different. For
example, it is very common to write x for the input data in learning theory, whereas x
typically denotes a signal vector in compressed sensing. These types of inconsistencies
indeed require a balance act between the terminology of both areas. To this end, we
have tried to agree on a notation that is as common as possible in the context of each
individual chapter, but at the same time (technically) consistent with all remaining parts.
Nevertheless, some caution is still needed to avoid confusion, since the interpretation of
certain terms may change from chapter to chapter. For the sake of convenience, the most
important terminology with regard to statistical learning is summarized in Table 3.1 at
the beginning of Chapter 3, whereas Table 5.1 in Chapter 5 helps to familiarize oneself
with the compressed-sensing-related part. ♦

1.1 Statistical Learning Under Large Model Uncertainties

One of the key objectives in statistical learning theory and related fields is to study sam-
pling processes that arise from a random pair (x, y) in Rp × R whose joint probability
distribution is unknown. In this context, the random vector x = (x1, . . . , xp) is typically
regarded as a collection of input variables or features, whereas y corresponds to a scalar
output variable that one would like to predict from x. More precisely, the main goal is to
select a function h∗ : Rp → R from a certain hypothesis class1 H ⊂ L2 such that the expected
risk is minimized:

min
h∈H

E[(y− h(x))2]. (1.1)

A solution h∗ ∈ H to (1.1) is then called an expected risk minimizer and yields the optimal
estimator (approximation) of y inH, with respect to the mean squared error.

However, it is not possible to directly solve (1.1) in practice because the underlying
probability distribution of (x, y) is unknown. Instead, one is merely given a finite amount
of observed data

(x1, y1), . . . , (xn, yn) ∈ Rp ×R

where each of these pairs is an independent random sample of (x, y). This limitation
suggests considering the empirical analog of (1.1), which is well-known as empirical risk
minimization (ERM):

min
h∈H

1
n

n

∑
i=1

(yi − h(xi))
2. (1.2)

1Here, L2 denotes the Lebesgue space with respect to the pushforward measure associated with x, i.e., it
contains all measurable functions h : Rp → R satisfying E[|h(x)|2] < ∞.
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Such types of optimization problems have been extensively studied in statistical learn-
ing theory during the last decades, e.g., see [Vap98; CZ07; SB14] for comprehensive
overviews. One of the primary concerns in this field of research is to establish (non-
asymptotic) bounds on the estimation error

Ex[(ĥ(x)− h∗(x))2] (1.3)

with ĥ ∈ H being a minimizer of (1.2).2 In many situations of interest, one can show
that empirical risk minimization leads to a consistent (or asymptotically unbiased) estimator
of h∗, in the sense that Ex[(ĥ(x)− h∗(x))2] → 0 in probability as n → ∞. Provided that
the sample size n is sufficiently large, one can therefore expect in such case that ĥ acquires
the predictive capacity of the expected risk minimizer h∗.

Another common way to assess the outcome of (1.2) is to consider the prediction error

E(x,y)[(y− ĥ(x))2]−E(x,y)[(y− h∗(x))2]. (1.4)

This expression can be often controlled under weaker assumptions than those required
for the estimation error (1.3); in particular, a small value in (1.4) does not necessarily
imply that ĥ must be close to h∗. However, it will turn in the following subsections that
studying the estimation error is much more natural in those problem scenarios we are
interested in.

1.1.1 Linear Hypothesis Functions and Semi-Parametric Models

In this thesis, we will only focus on hypothesis classes that contain linear functions, i.e.,

H = {〈·, β〉 | β ∈ K}

for a fixed convex subset K ⊂ Rp, which is referred to as the hypothesis set or constraint set.
While this choice ofH is actually one of the simplest examples to think of, the associated
empirical risk minimization problem has prevailed as a standard approach in modern
statistics and signal processing. Indeed, (1.2) simply turns into a constrained least squares
estimator in the linear case:

min
β∈Rp

1
n

n

∑
i=1

(yi − 〈xi, β〉)2 subject to β ∈ K, (LSK)

and the expected risk minimization problem (1.1) takes the form

min
β∈Rp

E[(y− 〈x, β〉)2] subject to β ∈ K. (1.5)

The purpose of the parameter vector β ∈ K is now to “explain” the observed data by
a linear model. At the same time, the hypothesis set K imposes additional structural
constraints that restrict the set of all admissible models. In this way—if K is appropri-
ately chosen—accurate estimation may even become possible in high-dimensional scenar-

2Note that ĥ is actually a random element ofH, since it depends on the sample set {(xi, yi)}n
i=1. The subscript

x in (1.3) indicates that the expectation is computed only with respect to x and we condition on {(xi, yi)}n
i=1.

In particular, ĥ is not random in this situation.
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ios where n � p. Perhaps the most popular example is the Lasso (for ‘Least absolute
shrinkage and selection operator’), which was promoted by Tibshirani [Tib96] in the con-
text of sparse linear regression, employing a scaled `1-ball as hypothesis set in (LSK). As
a tribute to this contribution, we will speak from now on of the generalized Lasso when
referring to (LSK); this naming particularly facilitates the distinction between (LSK) and
the more general problem of empirical risk minimization stated in (1.2).

An appealing aspect of many results in statistical learning is that almost no specific
assumptions on the output variable y are made, except for some mild regularity. While
these theoretical findings in principle cover a wide class of estimation problems, the ac-
tual error bounds are often rather implicit and technical. On the other hand, there is usu-
ally some prior knowledge available about the sampling process in concrete model set-
tings, which may enable more practicable guarantees. This thesis is an attempt to bridge
the gap between these two conceptions: our main results still take the abstract view of
statistical learning, but allow us at the same time to derive explicit error bounds for (LSK)
in specific problem situations. Before outlining the key ideas of our approach in the next
subsection, let us point out two important aspects of the sample pair (x, y) ∈ Rp×R that
will emerge over and over again in our investigations:

1. Correlated inputs. In case x represents real-world data, the input variables are typically
strongly correlated and affected by noise. In this context, it is useful to assume that x
can be at least linearly factorized as follows:

x = Ma (1.6)

where a = (a1, . . . , ad) is a centered isotropic random vector3 in Rd and M ∈ Rp×d is
a deterministic matrix, called the mixing matrix; in fact, such an isotropic decomposition
does always exist as long as x is centered with a well-defined covariance matrix of
rank d (see Proposition 3.3). Noteworthy, the statistical “fluctuations” of x are now
completely determined by a, so that one may phrase the probabilistic dependence of
y on x also in terms of a; and indeed, this is precisely what we will do henceforth.

The linear factor model of (1.6) leads to the following important simplification of the
estimation error in (1.3): Let β̂ ∈ Rp be a solution to (LSK) and let β∗ ∈ Rp be an
expected risk minimizer of (1.5), i.e., h∗(·) := 〈·, β∗〉 solves (1.1). Setting ĥ(·) := 〈·, β̂〉
and using the isotropy of a, we observe that

Ex[(ĥ(x)− h∗(x))2] = Ex[〈x, β̂− β∗〉2] = Ea[〈Ma, β̂− β∗〉2]
= Ea[〈a, MTβ̂−MTβ∗〉2] = ‖MTβ̂−MTβ∗‖2

2 . (1.7)

This identity reflects a well-known issue of least squares estimators: both β̂ and β∗

can be highly non-unique due to (perfectly) correlated input variables. But the error
measure of (1.7) resolves this “ambiguity,” in the sense that one can still compare two
parameter vectors by weighting them with MT. However, it is worth emphasizing
that (1.6) and (1.7) are primarily of theoretical interest because the mixing matrix M is
often unknown in practice. In that situation, a is not directly accessible, which explains
why its components a1, . . . , ad are sometimes also referred to as latent variables or latent
factors.

3A random vector a in Rd is centered if E[a] = 0 and it is isotropic if E[〈a, z〉2] = ‖z‖2
2 for all z ∈ Rd.
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2. Semi-parametric models. It is quite obvious that linear hypothesis functions as used in
(LSK) are not capable of learning complicated non-linear output rules. More specifi-
cally, we cannot expect that ĥ(x) = 〈x, β̂〉 or h∗(x) = 〈x, β∗〉 provide a reliable approx-
imation of y. On the other hand, there exist many relevant scenarios where the output
variable y (approximately) follows a semi-parametric model and one is interested in
estimating some unknown parameters, rather than predicting the value of y. In such
case, there is still hope that the outcome of (LSK)—despite a large model uncertainty—
allows us to deduce the parametric dependence between y and x = Ma, where we
assume that (1.6) holds. This rationale will prove particularly useful for the following
two popular observation models, which will serve as running examples in this thesis:

a) Single-index models. Let z0 ∈ Rd and assume that

y = f (〈a, z0〉) (1.8)

for a scalar function f : R → R which can be non-linear, unknown, and random.
The goal is to construct an estimator of the unknown index vector z0 (or at least of its
direction z0/‖z0‖2) using the generalized Lasso (LSK).

b) Variable selection. Let {j1, . . . , jS} ⊂ {1, . . . , d} and assume that

y = F(aj1 , . . . , ajS) (1.9)

for a function F : RS → R which can be again non-linear, unknown, and random.
In this case, one would like to use the generalized Lasso (LSK) to extract the set of
active variables S := {j1, . . . , jS}.

The above discussion gives rise to several general issues that we would like to address
in this thesis:

(SL1) Estimation. Can one establish a non-asymptotic upper bound on the estimation
error in (1.7) that is controlled by the sample size n? When does ẑ := MTβ̂ ∈ Rd

provide a consistent estimator of z∗ := MTβ∗ ∈ Rd?

(SL2) Interpretability. Does it always make sense to aim for an estimate of z∗ when one is
interested in specific parameters of an observation model? In other words, does z∗

carry the desired information? For example, one could ask whether z∗ is con-
tained in span({z0}) when assuming a single-index model (1.8), or whether z∗ is
supported on S when y obeys (1.9).

(SL3) Complexity. What role is played by the hypothesis set K, especially in high-dimen-
sional problems? How to exploit low-complexity features of the underlying ob-
servation model, for instance, if S� d in variable selection (1.9)?

1.1.2 A First Glimpse of the Mismatch Principle

This subsection intends to give a brief overview of our approach to the problems raised
by (SL1)–(SL3). In order to highlight the key ideas and to avoid unnecessary techni-
calities, let us now assume that the factor model (1.6) holds true with M = Id, where
Id ∈ Rd×d denotes the identity matrix in Rd. This simplification implies that x = a is an
isotropic random vector in Rd, and adopting the notation of the previous paragraphs, we
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particularly have β̂ = ẑ, β∗ = z∗, and xi = ai for i = 1, . . . , n. For the sake of consistency
(with later parts of the thesis), we agree on writing a, ai, ẑ, z∗ instead of x, xi, β̂, β∗,
respectively. The estimator (LSK) then reads as follows:

min
z∈Rd

1
n

n

∑
i=1

(yi − 〈ai, z〉)2 subject to z ∈ K. (LSiso
K )

A key quantity of our theoretical framework is the so-called mismatch covariance which
is defined by

ρ(z\) :=
∥∥E[(y− 〈a, z\〉)a]

∥∥
2 , z\ ∈ Rd.

The name ‘mismatch covariance’ is due to the fact that ρ(z\) basically measures the co-
variance between the input variables of a ∈ Rd and the mismatch y− 〈a, z\〉 that arises
from approximating the (possibly non-linear) output y by a linear model h\(a) := 〈a, z\〉.
To better understand the meaning of this statistical parameter, it is very helpful to take a
closer look at the following equivalence:

ρ(z\) = 0 ⇔ ∀z ∈ Rd : E[(y− 〈a, z\〉)〈a, z〉] = 0. (1.10)

The right-hand side of (1.10) in fact corresponds to the fundamental orthogonality principle
in linear estimation theory. According to its classical formulation, the orthogonality prin-
ciple states that the prediction error of the optimal estimator is orthogonal (uncorrelated)
to every possible linear predictor h(a) = 〈a, z〉 with z ∈ Rd (cf. [Kay93, Sec. 12.4]). This
rationale becomes more plausible when computing the gradient of the expected risk at
z\ ∈ Rd,

∇z=z\ E[(y− 〈a, z〉)2] = −2E[(y− 〈a, z\〉)a],

which implies that (1.10) is equivalent to z\ being a critical point of the objective function
in (1.5). Consequently, if the mismatch covariance vanishes at a point z\ ∈ K, then z\ is
an expected risk minimizer, in the sense that z\ = z∗.

However, it is important to note that (1.10) is only a sufficient condition for z\ = z∗,
since the search space of (1.5) is restricted to a certain hypothesis set K ⊂ Rd. There
indeed exist several relevant situations discussed further below in which the traditional
orthogonality principle fails to work. In this light, the mismatch covariance can be con-
sidered as a refined concept that quantifies how far one is from fulfilling the optimality
criterion in (1.10). To make this concern more precise, let us now state an informal version
of one of our main results:

Theorem 1.2 (Informal version of Theorem 4.3) Let y be a sub-Gaussian random variable
and let a be a centered isotropic sub-Gaussian random vector in Rd (see Section 2.1(5)).
Assume that K ⊂ Rd is a bounded, convex subset and fix a vector z\ ∈ K. If n ≥ C ·w2(K),
then every minimizer ẑ of (LSiso

K ) satisfies with high probability

‖ẑ− z\‖2 ≤ C′ ·
[(w2(K)

n

)1/4
+ ρ(z\)

]
, (1.11)

where w(K) denotes the (global) Gaussian mean width of the hypothesis set K (see Defini-
tion 2.1), and C, C′ > 0 are model-dependent constants detailed in Theorem 4.3.
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At first sight, this result appears somewhat odd, as it states an error bound for every
choice of the target vector z\ ∈ K. But the actual significance of (1.11) clearly depends on
the size of the mismatch covariance ρ(z\). In particular, if ρ(z\) > 0, we do not even
obtain a consistent estimate of z\, meaning that the right-hand side of (1.11) does not
tend to 0 as n → ∞. Following the above reasoning, it is therefore quite natural to select
z\ = z∗, which yields the best possible outcome of Theorem 1.2 and reflects the common
strategy of statistical learning.

While this viewpoint primarily addresses the sampling-related issues of (SL1) and
(SL3), the problem of interpretability (SL2) remains untouched. A precise answer to
(SL2) in fact strongly depends on the interplay between the (semi-parametric) structure
of the output variable y and the resulting expected risk minimizer z∗. For example, Plan
and Vershynin have recently verified in [PV16] that a single-index model (1.8) can be
consistently learned via (LSiso

K ), as long as the input data is Gaussian. Although not stated
explicitly, their finding is underpinned by the orthogonality principle in (1.10), in the
sense that one can always achieve ρ(µz0) = 0 for an appropriate scalar factor µ ∈ R.
Interestingly, the situation is very different for non-Gaussian single-index models, since z∗

might no longer belong to span({z0}) here. At this point, the scope of Theorem 1.2 proves
useful because it still permits us to select a vector z\ ∈ T := span({z0}). Thus, if there
exists z\ ∈ T∩K such that ρ(z\) becomes sufficiently small, (1.11) turns into a meaningful
recovery guarantee for single-index models. A similar strategy applies to the problem of
variable selection (1.9) by considering z\ ∈ T := {z ∈ Rd | supp(z) ⊂ S}. The technical
details related to these observations are presented in Chapter 4, more specifically, in the
Subsections 4.2.1, 4.2.2 & 4.2.4.

These prototypical examples indicate that semi-parametric models often come along
with a certain target set T ⊂ Rd containing all those vectors which allow us to extract
the parameters of interest. In other words, one would be satisfied as soon as an estima-
tion procedure approximates any vector z\ ∈ T. Transferring this notion to the general
setup of Theorem 1.2, we may simply assume that there exists such a target set T ⊂ Rd,
which encodes the desired (parametric) information about the data pair (a, y). The pre-
cise meaning of ‘information’ is of course highly application-dependent in this context;
for instance, it would be also reasonable to ask for the support of a (sparse) index vector z0
in (1.8), instead of its direction. Therefore, we will leave T unspecified in the following
and treat it as an abstract component of the underlying observation model. Note that,
compared to the hypothesis set K, the target set T is unknown in practice, and to some
extent, it plays the role of the ground truth parameters that one would like to estimate.

By combining the concept of target sets with Theorem 1.2, we can now formulate an
informal version of the Mismatch Principle:

Specify a target vector z\ ∈ T ∩ K such that the mismatch covariance ρ(z\) is min-
imized. Then invoke Theorem 1.2 to obtain an upper bound on the estimation error
‖ẑ− z\‖2 where ẑ is a minimizer of (LSiso

K ).

This simple recipe reflects the key concerns of (SL1)–(SL3): By enforcing z\ ∈ T ∩ K,
we ensure that the target vector is consistent with our (parametric) assumptions on the
output variable y and at the same time satisfies the model hypothesis imposed by K; see
Figure 1.1 for an illustration. The error bound of (1.11) then quantifies the compatibility
of these desiderata by means of the mismatch covariance ρ(z\) and the Gaussian mean
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K

z∗

T

z\

K ∩ T

Figure 1.1: Illustration of the Mismatch Principle. The mismatch covariance ρ(·) is minimized
over the intersection K ∩ T (red line). In general, the resulting minimizer z\ is not equal to
the expected risk minimizer z∗ ∈ K, and the latter one might not even belong to T.

width w(K). In this way, we do not only obtain a theoretical guarantee for the generalized
Lasso (LSiso

K ) but we can also evaluate its capability to solve (or not) estimation problems
under large model uncertainties.

Let us finally stress again that the classical learning theory would simply suggest con-
sidering T = Rd and z\ = z∗. By contrast, we allow for a restriction of T to a certain
family of interpretable models according to the demand of (SL2). It is particularly worth
noting that an application of the Mismatch Principle does not rely on knowledge of z∗.
Hence, the above approach is conceptually very different from the “naive” idea of first
explicitly computing z∗ and then finding the closest point in a given target set T.

1.1.3 Goals and Achievements

One of the key objectives of this thesis is to shed more light on the capability of general-
ized Lasso estimators to deal with non-linear observation models. A deeper understand-
ing of these types of estimators is of considerable practical relevance because they estab-
lished themselves as a benchmark method in many different application areas, such as
machine learning, signal- and image processing, econometrics, or bioinformatics. Their
popularity is especially due to the fact that—compared to most sophisticated non-convex
methods—the associated least squares problem (LSK) does not require any prior knowl-
edge about the inputs and it can be efficiently solved for various choices of K via convex
programming.

But although conceptually quite simple, the performance of (LSK) is not fully under-
stood to this day. A particular shortcoming of many theoretical approaches in the lit-
erature is that they either focus on very restrictive model settings, e.g., noisy linear re-
gression, or do not make any structural assumptions on y. As already pointed out in
the previous subsections, our primary goal is develop a framework that connects these
two opposite viewpoints and allows us to treat a large class of estimation problems in a
systematic way. The following list highlights the main achievements of this thesis in that
respect:
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1. Generic error bounds. In Chapter 3, we will elaborate the technical details behind the
approach of Subsection 1.1.2. The resulting error bounds for (LSK) have the same flavor
as Theorem 1.2, extending it into several directions; see Section 3.2. In this context, a
special emphasis is put on the Gaussian mean width—as a complexity measure for
the hypothesis set K—and how it affects the non-asymptotic sampling rate. Moreover,
we will also establish similar error bounds for the generalized Basis Pursuit, which is
closely related to the minimization problem of (LSK); see Section 3.3.

2. The Mismatch Principle. A major consequence of our estimation guarantees from Chap-
ter 3 is the Mismatch Principle, which is formalized in Section 4.1 (see Recipe 4.1). Its
versatility is then demonstrated in Section 4.2, where it is applied to various types of
semi-parametric observation models. While this leads to a rediscovery of some pre-
vious results from the literature, we will derive several new guarantees as well, e.g.,
for non-Gaussian single-index models and variable selection. It is worth noting that
these findings are also relevant to recent advances in non-linear compressed sensing, in
particular, on 1-bit quantization; see Subsection 4.2.2.

3. Correlated inputs and noisy data. The importance of correlated input variables was al-
ready mentioned in the course of the factor model (1.6). We will return to these issues
in Section 4.3 and show that estimation via (LSK) may be still practicable if the mix-
ing matrix M is just approximately known; see Subsection 4.3.1. Another scenario of
interest is input data contaminated by noise, so that (1.6) holds with p < d; see Sub-
section 4.3.2. The Mismatch Principle again proves useful in this case, as the mismatch
covariance naturally incorporates the signal-to-noise ratio of the underlying sampling
process.

4. General convex loss functions. In Section 3.4, we investigate a larger class of estimators
based on convex loss functions different from the squared loss used in (LSK). It turns
out that the above-mentioned error bounds for (LSK) remain essentially valid if the
considered loss function satisfies a mild local strong convexity condition. This result
includes various examples from literature, such as the logistic loss, the Huber loss, or
even the linear loss.

Let us conclude this section with a brief clarification of the scope of our achievements:

Remark 1.3 (What to expect from this part?) First, we wish to emphasize that the above
points are primarily of conceptual nature. In this regard, the Mismatch Principle should
be understood as a simple recipe to establish off-the-shelf guarantees for the general-
ized Lasso (LSK). But despite this clear theoretical focus, our approach may have some
interesting practical implications as well: While carefully tailored methods certainly per-
form better in specific model situations, our results provide evidence of why the “naive”
strategy of (LSK) is still quite competitive. This particularly justifies why Lasso-type es-
timators do often yield a good initial guess of the true parameters, which can serve as
initialization for more sophisticated algorithms.

Although the formal setup of our approach fits well into the framework of statisti-
cal learning, it is helpful to bear in mind the following conceptual difference: Our goal
is to explore what empirical risk minimization with linear hypothesis functions (this is,
the generalized Lasso (LSK)) can learn about more complicated, possibly non-linear ob-
servation models. This type of misspecification precisely translates into the parameter
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estimation problem outlined in Subsection 1.1.2. The primary concern of traditional sta-
tistical learning, on the other hand, is to accurately predict the value of an output variable.
In the case of non-linear models, it would be therefore more natural to select a hypothesis
class consisting of appropriate non-linear functions and then to investigate the predictive
capacity of the resulting empirical risk minimization problem. This also explains the im-
portant role of the prediction error (1.4), which in turn is only of minor interest to our
purposes. ♦

1.2 Compressed Sensing and `1-Analysis Minimization

This section gives an introduction to the analysis formulation of compressed sensing, which
forms the second main subject area of this thesis. While the key findings of this part
are essentially self-contained and may be of independent interest, it will turn out that its
technical foundations are conspicuously related to the previous part on statistical learn-
ing. Indeed, the observation model studied in the following is an important special case
of the sampling process described in Section 1.1: Let z0 ∈ Rd be an unknown parameter
vector and let a be a centered isotropic random vector in Rd. We now assume that the
output variable obeys4

y = 〈a, z0〉+ ε (1.12)

where ε models random noise which is independent of a. Each of the sample pairs in
{(ai, yi)}n

i=1 is then drawn from (a, y) as an independent copy; this leads to a collection
of noisy linear observations

yi = 〈ai, z0〉+ ε i, i = 1, . . . , n, (1.13)

from which one would like to recover the parameter vector z0.
A separate study of such a specific model situation might seem unnecessary at first

sight, as one could simply use the general methodology of Subsection 1.1.2 at this point.
Although this is technically correct, the linear structure of (1.12) gives rise to several
important issues that go beyond the concern of the Mismatch Principle. In fact, analyzing
the mismatch covariance is trivial in the linear case, since the obvious choice of target set
T = {z0} immediately yields

ρ(z\) = ρ(z0) =
∥∥E[ε · a]

∥∥
2 = 0.

This simplification draws much more attention to the impact of the hypothesis set K on
the estimation error (cf. (SL3) at the end of Subsection 1.1.1). More generally, our main
focus is now on the following questions:

How many samples from (1.13) are required to obtain a reliable estimate of z0? How
to exploit structural knowledge about z0 in order to improve the estimation perfor-
mance?

4In the course of Section 1.1, the input vector is denoted by x and is assumed to follow the linear factor
model of (1.6), i.e., x = Ma. This section is completely consistent with this notation if one bears in mind
that, in what follows, (1.6) holds true with M = Id. Similar to Subsection 1.1.2, the input vector x = a then
turns into a centered isotropic random vector in Rd, and adopting the common notation from compressed
sensing (cf. Remark 1.1), we agree on writing a instead of x.
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1.2.1 Compressed Sensing Comes Into Play

The noisy linear model considered in (1.12) is one of the simplest output rules that one
could think of. But precisely this simplicity is a major reason why linear models are
still so popular in many fields of research, e.g., in regression analysis, inverse problems,
and signal processing. The above issue on the required sample size is a key concern of
compressed sensing, which is a subdomain of signal processing that has made remarkable
progress in that direction during the last decade.

Initiated by the pioneering works of Candès, Donoho, Romberg, and Tao [CRT06a;
CRT06b; Don06], compressed sensing has emerged as a novel acquisition technique that
allows for the efficient reconstruction of signals that are sparse (or compressible) with re-
spect to a certain domain. In a nutshell, the basic idea behind this methodology is to
compress a signal of interest, say z0 ∈ Rd, by very few non-adaptive linear measure-
ments5 whose number is typically much smaller than the number of unknowns d. If
this acquisition scheme is appropriately designed, one can show that—despite signifi-
cant undersampling—a reliable estimation of z0 from these few samples is still possible,
by explicitly taking into account the sparsity prior. Formally, the underlying measure-
ment process can be described by means of (1.13), where ai ∈ Rd is now regarded as a
known sensing vector that generates the i-th sample of z0. In the context of compressed
sensing, it is more common to phrase (1.13) as a (highly underdetermined) linear system
of equations:

y = Az0 + ε (1.14)

where A := [a1 . . . an]T ∈ Rn×d, y := (y1, . . . , yn) ∈ Rn, and ε := (ε1, . . . , εn) ∈ Rn. Here,
A is typically referred to as the measurement matrix and y is the resulting measurement
vector; the noise vector ε captures potential distortions during the sampling process, which
can be deterministic or random.6

In general, the task of reconstructing z0 from (1.14) is an ill-posed inverse problem as
long as n < d. The success of compressed sensing therefore relies on the fundamental
insight that this task becomes feasible (even for n � d) if an appropriate measurement
matrix is used and one exploits prior knowledge about the ground truth signal z0. In
particular, there exist numerous convex and greedy recovery methods that enjoy both
efficient implementations and a rich theoretical foundation. Among them, probably the
most popular approach is the Basis Pursuit [CDS98]:

min
z∈Rd
‖z‖1 subject to 1√

n‖Az− y‖2 ≤ η, (BPη)

where η ≥ 0 is a fixed noise level such that ‖ε‖2/
√

n ≤ η.7 The crucial ingredient of
(BPη) is the `1-objective functional which promotes sparse solutions of the minimization
problem. The following standard result from compressed sensing theory shows that the
Basis Pursuit indeed allows for sparse recovery.

5The term ‘measurement’ is commonly used in compressed sensing theory; we will occasionally use it as a
synonym for ‘sample’ or ‘observation.’

6In the deterministic case one also speaks of adversarial noise. This type of distortion cannot be modeled by
means of (1.13), since ε1, . . . , εn are assumed to be independent copies of ε there. But this slight inconsistency
shall not bother us at the moment and we refer to Section 3.1 for a detailed treatment of both noise types.

7If η > 0, the problem of (BPη) is sometimes also called Basis Pursuit Denoising in the literature.
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Theorem 1.4 (cf. [FR13, Thm. 9.13]) Assume that the rows of A = [a1 . . . an]T ∈ Rn×d

are independent copies of a standard Gaussian random vector in Rd. Then there exist numer-
ical constants C, C′ > 0 such that for every u > 0, the following holds true with probability
at least 1− 2 exp(−u) uniformly for every S-sparse8 vector z0 ∈ Rd: If y is given by (1.14)
with ‖ε‖2/

√
n ≤ η and the number of observed samples obeys

n ≥ C · (S log( e·d
S ) + u), (1.15)

then every minimizer ẑ of (BPη) satisfies

‖ẑ− z0‖2 ≤ C′ · η .

A key feature of Theorem 1.4 is that the required sample size in (1.15) scales almost lin-
early with the sparsity S and the potentially large dimension d only appears in a log-
arithmic factor. Supposed that S � d, the resulting sampling rate is therefore signifi-
cantly lower than those promoted by linear algebra and classical sampling theory (e.g.,
the Shannon sampling theorem). In that sense, compressed sensing techniques are able
to overcome the fundamental limitations of previous sampling strategies. We note that
the random design of the measurement matrix A is a crucial aspect of this achievement,
as it is one possible way to construct very “incoherent” sensing systems; yet another re-
markable fact is that the bound on n in (1.15) essentially cannot be improved (see [FR13,
Chap. 11]). For a detailed introduction to compressed sensing including bibliographic
notes, the reader is referred to the textbooks [EK12; FR13].

Let us finally point out that the algorithmic idea behind the Basis Pursuit (BPη) strongly
resembles that of (LSiso

K ) in Subsection 1.1.2: while the (generalized) Lasso aims at min-
imizing the mean squared error under a “rigid” structural constraint z ∈ K, the Basis
Pursuit swaps the roles of the objective function and constraint. In fact, under some addi-
tional assumptions, there even exists a one-to-one correspondence between the solutions
of (BPη) and (LSiso

λBd
1
), with Bd

1 being the `1-unit ball and λ ≥ 0. The relationship between
both approaches is further investigated in Section 3.3, where we show that very similar
error bounds can be achieved in either case. In this context, it will become also clear why
using the Basis Pursuit may be more convenient in compressed sensing problems.

1.2.2 The Analysis Formulation: Need for a New Approach?

Although theoretical guarantees such as Theorem 1.4 are elegant and practically ap-
pealing, the traditional assumption of sparsity is usually not directly satisfied in most
real-world applications. Fortunately, many signals of interest do at least exhibit a low-
complexity representation with respect to a certain transformation, for instance, the wavelet
or Fourier transform. In the second part of this thesis, we study the so-called analysis spar-
sity model (also known as cosparse model), which has gained increasing attention within the
past years [CENR11; NDEG13; KR15]. The key idea of this approach is to test (“analyze”)
the signal z0 ∈ Rd with a collection of analysis vectors ψ1, . . . , ψD ∈ Rd, i.e., one computes

Ψz0 = (〈ψ1, z0〉, . . . , 〈ψD, z0〉) ∈ RD, (1.16)
8This means that at most S entries of z0 are non-zero, or more formally, ‖z0‖0 := |supp(z0)| ≤ S; see
Section 2.1(3).
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where the matrix Ψ := [ψ1 . . . ψD]
T ∈ RD×d is called the analysis operator. If Ψ is able to

reflect the underlying structure of z0, one might expect that these analysis coefficients are
dominated by only a few large entries. This hypothesis of transform sparsity motivates
the following generalization of (BPη) which is typically referred to as the Analysis Basis
Pursuit (or `1-analysis minimization):

min
z∈Rd
‖Ψz‖1 subject to 1√

n‖Az− y‖2 ≤ η. (BPη
Ψ)

The adapted strategy of (BPη
Ψ) has turned out to work surprisingly well for numerous

problem settings, such as in total variation minimization [ROF92; Cha04] or for multi-
scale transforms in classical signal and image processing tasks [LDSP08; COS10; PM11;
DPSS14]. Apart from that, it has become also relevant to regularizing physics-driven
inverse problems [NG12; KABG16] and operator learning approaches based on train-
ing data sets [RB11; HKD13; RB13]. But despite this empirical success, many theoretical
properties of the Analysis Basis Pursuit remain unexplored and “its rigorous understand-
ing is still in its infancy” [KR15, p. 174].

As already foreshadowed by (1.16), a central objective of the analysis formulation is to
come up with an operator Ψ ∈ RD×d that provides a coefficient vector Ψz0 of low com-
plexity, in a sense yet to be made precise. The traditional theory of compressed sensing—
where Ψ is just the identity—would suggest that the sparsity of Ψz0 is the key concept to
look at. Indeed, a large part of the related literature precisely builds upon this intuition.
Although many of those approaches rely on different proof strategies, e.g., the D-RIP
[CENR11] or conic geometry [KR15], they eventually promote results of a very similar
type: Recovery of z0 ∈ Rd from (1.14) via (BPη

Ψ) succeeds if the number of measurements
obeys

n ≥ C · S · PolyLog( 2D
S ), (1.17)

where S := ‖Ψz0‖0 is the (analysis) sparsity,9 PolyLog(·) denotes a certain polylogarith-
mic function, and C > 0 is a constant that may depend on Ψ. Such a bound on the
sampling rate clearly resembles the condition (1.15) in Theorem 1.4 for the Basis Pursuit
(BPη) and therefore forms a quite natural extension towards analysis sparsity.

Another important branch of research takes a somewhat contrary perspective, and
identifies the cosparsity L := D − S as a crucial quantity for the success of the analysis
model. A remarkable observation of [NDEG13] was that the location of the vanishing
coefficients in Ψz0 is the driving force behind the analysis viewpoint, rather than the
number of non-zero coefficients. This conception naturally leads to the so-called cosparse
signal model, which is typically described by a union of subspaces [BD09]. Following this
terminology, it has turned out that successful recovery via combinatorial searching can
be guaranteed if the number of observations is of the order of the signal’s manifold di-
mension [NDEG13, Sec. 3]. However, such a simple relationship does not seem to carry
over to tractable methods like (BPη

Ψ); see [GPV15]. Indeed, many sampling-rate bounds
relying on cosparsity can be easily translated into sparsity-based statements, meaning
that S is replaced by D− L in (1.17), e.g., see [GNEGD14].

Even though the above-mentioned approaches are quite appealing due to their sim-
plicity and interpretability, it still remains unclear whether they are sufficient for a sound

9In order to indicate that S is associated with the space of analysis coefficients RD, we have decided to use a
capital letter, whereas small letters are more common in the literature when referring to sparsity.
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(a) (b)

(c) (d)

Figure 1.2: The phase transition of (BPη=0
Ψ ) for wavelets in 1D with noiseless Gaussian mea-

surements, i.e., (1.14) holds with ε = 0 and A has independent standard Gaussian rows. For
a detailed description of this experiment, see Subsection 5.3.1.2. (a) Signal vector z0 ∈ R256.
(b) Success rate for exact recovery via (BPη=0

Ψrdwt
) and (BPη=0

Ψirdwt
), respectively. In either case,

the ‘prediction’ is due to our main result Theorem 5.6. (c) Success rate for exact recovery via
(BPη=0

Ψdwt
). (d) Sorted and `1-normalized magnitudes of the analysis coefficients Ψrdwtz0 and

Ψirdwtz0. The decay behavior is very similar in both cases.

foundation of (BPη
Ψ) in its general form. A particular problem with analysis (co-)sparsity

is that these notions are completely determined by the support of Ψz0, which in turn does
not take account of the coherence structure of the individual analysis vectors ψ1, . . . , ψD;
in other words, the geometric “arrangement” of the row vectors in Ψ is ignored.

To get a first glimpse of this concern, let us consider a simple example: Figure 1.2 shows
the results of a numerical simulation that reconstructs a block signal (see Figure 1.2(a))
using three different analysis operators. The plot of Figure 1.2(b) exhibits the phase tran-
sition behavior of (BPη=0

Ψ ) for a redundant, discrete Haar wavelet transform Ψrdwt and the
analysis operator Ψirdwt associated with the inverse wavelet transform, i.e., a specific
dual frame of Ψrdwt. Although the sparsity and cosparsity (S = 906 and L = 886) are
exactly the same for both choices, their reconstruction capability differs dramatically. In
conclusion, just investigating the parameters S and L does by far not explain why the
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transition for Ψirdwt happens much earlier (n ≈ 85) than the one for Ψrdwt (n ≈ 240).
Even more striking, a prediction by (1.17) would deviate from the truth by orders of mag-
nitudes.

The plot of Figure 1.2(c) allows for another interesting insight: while (1.17) is reliable
for an orthonormal Haar wavelet transform Ψdwt ∈ Rd×d, a comparison with the recov-
ery performance of (BPη=0

Ψirdwt
) indicates that redundancy can be beneficial in the analysis

model. Finally, it is also worth mentioning that a compressibility argument does not “save
the day” here: Figure 1.2(d) demonstrates that the phase transitions of (BPη=0

Ψrdwt
) and

(BPη=0
Ψirdwt

) both take place far before the remaining coefficients would be negligibly small.
Let us emphasize that the above example is not too specific or artificial, but rather

illustrates a scenario that typically occurs in applications: Due to linear dependencies
within Ψ, the analysis sparsity oftentimes cannot become arbitrarily small. For instance,
if Ψ corresponds to a highly redundant dictionary, one may have S � d, whereas the
true sample complexity is relatively small, lying below the space dimension d. This phe-
nomenon gives rise to the following important question:

If (co-)sparsity does not fully explain what is happening, which general principles
allow us to infer the success or failure of the Analysis Basis Pursuit (BPη

Ψ)?

To be more specific about this concern, let us formulate three central issues that we wish
to address in this thesis:

(CS1) Sampling rate. How many measurements are needed for an accurate estimate of z0
via (BPη

Ψ)? Which parameters and quantities are crucial in this respect?

(CS2) Compressibility. What if z0 is only compressible, i.e., its analysis coefficients Ψz0
are not exactly sparse but only close to a sparse vector? Is (BPη

Ψ) stable under such
model inaccuracies?

(CS3) Interpretability. What practical guidelines can we derive from our recovery results?
Which characteristics of Ψ deserve special attention in applications?

1.2.3 Goals and Achievements

Motivated by the challenges of (CS1)–(CS3), our main goal is to shed more light on the
problem of `1-analysis minimization and to provide a deeper understanding of its basic
mechanisms. As pointed out above, the key performance indicator in this context is the
required sample size n, specifying how well a signal vector z0 ∈ Rd can be compressed
under the hypothesis of an analysis sparsity prior. More precisely, we intend to establish
a reliable bound on the number of required measurements similar to that of (1.15) in
Theorem 1.4. In doing so, the following desiderata are of particular importance:

(D1) Accurate. The bound should be close to the optimal sampling rate.

(D2) Computable. The bound should be explicit with respect to the considered analysis
operator Ψ and numerically evaluable.

(D3) Interpretable. All involved parameters should have a clear meaning and resemble
well-known principles.

(D4) Generic. The bound should not be tailored to a specific operator Ψ (e.g., wavelets
or total variation), but apply in a general setting.
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Our main results in that regard are contained in Chapter 5. The following list gives a
brief overview of the most important achievements there:

1. Generalized (co-)sparsity. The key ingredient of our approach are three parameters that
generalize the conventional notions of sparsity and cosparsity; see Definition 5.4 in
Section 5.1. While the support of the analysis coefficients Ψz0 still plays a major role in
this context, these novel characteristics do also take account of the mutual coherence
structure of Ψ, by incorporating the off-diagonal entries of its Gram matrix. Compared
to the well-studied case of orthonormal bases, this refinement is of great relevance to
highly redundant analysis operators, for which the recovery performance of the Analy-
sis Basis Pursuit is only poorly understood to this day.

2. Exact recovery. A special emphasis of our investigation is on the situation of noiseless
Gaussian measurements, which is a widely-used theoretical benchmark for many types
of signal estimation problems; technically, this simply means that (1.14) holds with
ε = 0 and the rows of A are independent standard Gaussian random vectors. Our first
main result shows that exact recovery of z0 via (BPη=0

Ψ ) is possible with high proba-
bility in this case, if the sample size n exceeds a certain threshold, which is a function
of the previously mentioned generalized sparsity parameters; see Theorem 5.6 in Sec-
tion 5.2.

Remarkably, this finding relies on the same non-asymptotic error analysis (from Chap-
ter 3) that forms the basis of the Mismatch Principle. However, the technicalities aris-
ing in both applications are quite different: the true difficulty behind Theorem 5.6 is
to prove an upper bound on the conic Gaussian mean width (of a certain descent cone)
that takes the above list of desiderata into account. In this key step, we loosely follow
the framework of Amelunxen et al. [ALMT14, Recipe 4.1], accompanied by a sophis-
ticated adaption of the underlying duality argument. Unlike Theorem 1.4, this leads
to a non-uniform recovery guarantee, whose sample-size bound does explicitly depend
on the signal z0 (see also Remark 1.5 below).

3. Stable recovery. Our second main result (Theorem 5.9 in Section 5.2) tackles the problem
of stability (CS2) within the setting of noisy sub-Gaussian measurements. It is based
on the simple geometric idea of approximating z0 by a nearby signal vector z̄0 ∈ Rd

of lower complexity, in the sense that its corresponding conic Gaussian mean width is
significantly smaller. In this way, the requirements for the sample size can be relaxed,
with the price of a less accurate error estimate that scales in the order of the approxi-
mation error ‖z0 − z̄0‖2. Let us emphasize that this strategy goes beyond the “naive”
reasoning for compressible vectors which would ask for determining a best S-term
approximation of the analysis coefficient vector Ψz0.

4. Applications and phase transitions. The above theoretical considerations are comple-
mented by a series of numerical simulations in Section 5.3. Our primary focus there
is on the characteristic phase transition behavior of the (noiseless) Analysis Basis Pur-
suit (BPη=0

Ψ ). Of particular relevance is the little studied case of redundant wavelet
frames, but the predictive quality of our guarantees is assessed for other important
choices of Ψ as well, such as the total variation operator and random frames. As a
first example, one may again take a look at the plots of Figure 1.2(b) and Figure 1.2(c),
showing our predictions of the phase transition computed according to Theorem 5.6.
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Apart from that, we will also outline some practical implications of our approach (see
(CS3)), for instance, when one is interested in designing or learning an analysis oper-
ator for a specific task; see Section 5.5.

Similarly to the Section 1.1, we conclude our discussion with a brief clarification of the
scope of our findings:

Remark 1.5 (What to expect from this part?) One should bear in mind that this thesis
does not claim to present an overall picture of compressed sensing research, but merely
contributes to a particular, yet important aspect. Indeed, the problem setting and tech-
niques examined in Chapter 5 are quite specific compared to the multifaceted founda-
tions of compressing sensing theory. Many basic principles of compressed sensing, such
as the null space property or restricted isometry property, do in fact not (explicitly) appear in
our results and are not needed to understand their meaning. For this reason, we refrain
from a formal definition of these notions and refer to [FR13] for a comprehensive intro-
duction. Accordingly, the overview of the literature in Section 5.4 just focuses on works
closely related to the analysis formulation.

The approach taken in this thesis fits well into a recent branch of research in signal es-
timation theory that builds upon ideas from geometric functional analysis and statistical
learning, e.g., see [MPT07; RV08; Sto09; CRPW12; PV13b; ALMT14; Tro15; Ver15; OH16].
While this methodology even allows us to analyze problem situations beyond traditional
compressed sensing (like in Section 3.3), it comes along with two notable shortcomings:
Firstly, all recovery guarantees are non-uniform, meaning that for a given measurement
matrix A, the error bound does only hold for a specific signal z0 and not for all possible
(sparse) signals in Rd (which is the case in Theorem 1.4 for example); and secondly, our
model setup is restricted to measurement matrices with i.i.d. sub-Gaussian row vectors
and thereby excludes more structured sensing systems, such as random Fourier samples
or partial random circulant matrices (see [FR13, Chap. 12]). These points certainly limit
the practical applicability of our results, but as mentioned above, the (sub-)Gaussian case
is still of considerable interest in theoretical studies. ♦

1.3 Organization of This Thesis

In addition to the content-related introduction of the previous two sections (containing
numerous references to later chapters), let us now briefly discuss the high-level organi-
zation of this thesis. Figure 1.3 illustrates a convenient reading order of the remaining
chapters. According to this overview, the foundations of Chapter 2 and the estimation
framework of Chapter 3 form the technical basis of Chapter 4 and Chapter 5. Even though
the latter two parts are not completely self-contained, their content is of independent in-
terest and may be studied in a different order. In particular, the main results of Chapter 5
are already accessible after reading Section 1.2 and Section 2.1, as indicated by the dashed
line in Figure 1.3.

An overview of the specific content of the individual chapters can be found at the
beginning of each one. Moreover, it is useful to keep in mind that the Chapters 3–5 do
loosely follow the following high-level structure:

Overview & setup→Main results & applications→ Related approaches
→ Summary & extensions→More technical and involved proofs
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CHAPTER 1
Introduction

CHAPTER 2
Notation and Foundations

CHAPTER 3
General Estimation Guarantees

Lasso Basis Pursuit

CHAPTER 4
The Mismatch Principle

CHAPTER 5
`1-Analysis Minimization and

Generalized (Co-)Sparsity

CHAPTER 6
Conclusion and Outlook

Figure 1.3: An overview of the high-level organization of this thesis. The solid arrows visu-
alize which chapters build upon each other.

1.4 Previous Publications of Results in This Thesis

Most results of this thesis have been published previously by the author and his collabo-
rators. The following list contains all publications and preprints concerning the content
of this thesis:

[GK18] M. Genzel and G. Kutyniok. “The Mismatch Principle: Statistical Learning
Under Large Model Uncertainties”. Preprint [arXiv:1808.06329]. 2018

This work is incorporated in Chapter 3 and Chapter 4. In particular, it develops
the Mismatch Principle.

[GKM17] M. Genzel, G. Kutyniok, and M. März. “`1-Analysis Minimization and Gen-
eralized (Co-)Sparsity: When Does Recovery Succeed?” Preprint [arXiv:
1710.04952]. 2017

This work is incorporated in Chapter 5 on the analysis formulation of com-
pressed sensing. Some of its technical foundations are also contained in Sec-
tion 3.3.

[Gen17] M. Genzel. “High-Dimensional Estimation of Structured Signals From Non-
Linear Observations With General Convex Loss Functions”. IEEE Trans. Inf.
Theory 63.3 (2017), 1601–1619

Most parts of this work are incorporated in Section 3.4 on general convex loss
functions.
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[GJ17b] M. Genzel and P. Jung. “Recovering Structured Data From Superimposed
Non-Linear Measurements”. Preprint [arXiv:1708.07451]. 2017

The basic ideas and several results of this work are incorporated in Subsec-
tion 4.2.5 on superimposed single-index observation models.

[GK16] M. Genzel and G. Kutyniok. “A Mathematical Framework for Feature Selec-
tion from Real-World Data with Non-Linear Observations”. Preprint [arXiv:
1608.08852]. 2016

This work develops the linear factor model for the input data, which is intro-
duced in Section 3.1. The main achievements of this work are closely related to
Section 4.3 on correlated input variables.

[GS18] M. Genzel and A. Stollenwerk. “Robust 1-Bit Compressed Sensing via Hinge
Loss Minimization”. Preprint [arXiv:1804.04846]. 2018

This work deals with hinge loss minimization in the context of 1-bit com-
pressed sensing. Its main results are not presented in this thesis, but its basic
ideas are closely related to Section 2.2, Section 2.3, Section 3.4 (including the
proof in Subsection 3.7.3), as well as Subsection 4.2.2 and Subsection 4.2.6.

The author is a main contributor to all above-mentioned works. In particular, he is re-
sponsible for their presentation and he was involved in the development of all mathe-
matical results, including their proofs.
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Notation and Foundations

This chapter collects a variety of notations, definitions, and preliminary results that are
required later in this thesis. Section 2.1 compiles a list of general and frequently used
notational conventions. Since most of them are standard and well-known from the liter-
ature, the purpose of this part is to fix a common notation, rather than to provide strictly
formal definitions. Section 2.2 is then devoted to the concept of Gaussian mean width.
Apart from some basic properties of this fundamental complexity parameter, we will also
briefly discuss its geometrical meaning. Finally, Section 2.3 presents uniform lower and
upper bounds for several empirical stochastic processes that play a key role in our later
analysis.

2.1 General Notations and Conventions

(1) Constants. The letter C is reserved for a (generic) constant, whose value could change
from time to time. We refer to C > 0 as a numerical constant if its value does not depend
on any other involved parameter. If an inequality holds up to a numerical constant C, we
often write A . B instead of A ≤ C · B, and if C1 · A ≤ B ≤ C2 · A for numerical constants
C1, C2 > 0, we may use the abbreviation A � B.

(2) Vectors and matrices. Let d ∈ N. We denote vectors and matrices by lower- and
uppercase boldface symbols, respectively. Their entries are indicated by lowercase letters
with subscripted indices, e.g., v = (v1, . . . , vd) ∈ Rd for a vector and B = [bj,j′ ] ∈ Rd×d′

for a matrix. The (horizontal) concatenation of two matrices B ∈ Rd×d′ and B̃ ∈ Rd×d′′ is
denoted by [B, B̃] ∈ Rd×(d′+d′′). The identity matrix in Rd is denoted by Id ∈ Rd×d and
ej ∈ Rd corresponds to the j-th unit vector.

We set [d] := {1, . . . , d}. For S ⊂ [d], the vector vS ∈ R|S| is the restriction of v ∈ Rd

to the components of S . Similarly, BS ∈ R|S|×d′ restricts a matrix B ∈ Rd×d′ to the
rows corresponding to S . Finally, the set complement of S ⊂ [d] in [d] is denoted by
S c := [d] \ S .

(3) Norms and sparsity. Let v ∈ Rd. For 1 ≤ q ≤ ∞, the `q-norm of v is given by

‖v‖q :=

(∑d
j=1|vj|q)1/q, q < ∞ ,

max
j=1,...,d

|vj|, q = ∞ .

The associated unit ball is Bd
q := {v′ ∈ Rd | ‖v′‖q ≤ 1} and the Euclidean unit sphere is

Sd−1 := {v′ ∈ Rd | ‖v′‖2 = 1}. For matrices B, B′ ∈ Rd×d′ , we denote the Hilbert-Schmidt
inner product by 〈B, B′〉 and the operator norm of B by ‖B‖op.

21
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The support of v is defined as the set of its non-zero entries, supp(v) := {j ∈ [d] | vj 6= 0},
and the sparsity of v is ‖v‖0 := |supp(v)|. In particular, v is called S-sparse if ‖v‖0 ≤ S.
We denote the set of all S-sparse vectors in Rd by Σd

S := {v′ ∈ Rd | ‖v′‖0 ≤ S}. The best
S-term approximation error (with respect to the `q-norm) of v is then defined by

σS(v)q := min
v′∈Σd

S

‖v− v′‖q .

(4) Subsets and subspaces. Let L, L̃ ⊂ Rd and v ∈ Rd. We define the following sets:

Linear hull: span(L) :=
{

∑M
l=1 λlvl | M ∈ N, vl ∈ L, λl ∈ R

}
,

Conic hull: cone(L) :=
{

∑M
l=1 λlvl | M ∈ N, vl ∈ L, λl ≥ 0

}
,

Convex hull: conv(L) :=
{

∑M
l=1 λlvl | M ∈ N, vl ∈ L, λl ≥ 0, ∑M

l=1 λl = 1
}

.

The Minkowski difference between L and L̃ is defined by L− L̃ := {v′− ṽ′ | v′ ∈ L, ṽ′ ∈ L̃}
and we simply write L− v instead of L− {v}. Similarly, we set λBK := {λBv′ | v′ ∈ K}
for λ ∈ R and B ∈ Rd′×d. Moreover, rad(L) := supv′∈L ‖v′‖2 denotes the radius of L
(around 0).

If L is convex, symmetric (i.e., −L = L), and 0 is an interior point, we can define the
Minkowski functional of L at v by

‖v‖L := inf{λ > 0 | v ∈ λL}.

The functional ‖ · ‖L is also called the gauge of L. It defines a seminorm on Rd, whose unit
ball is the closure of L; and if L is bounded, ‖ · ‖L is even a norm on Rd.

Let U ⊂ Rd be a linear subspace. The associated orthogonal projection onto U is de-
noted by PU ∈ Rd×d, and we write P⊥U := Id − PU for the projection onto the orthog-
onal complement U⊥ ⊂ Rd. Moreover, if U = span({v}), we use the short notations
Pv := PU = 1

‖v‖2
2
· vvT and P⊥v := P⊥U .

Finally, we denote the indicator function (or step function) of L by

χL(v′) :=

{
1, v′ ∈ L,
0, otherwise,

v′ ∈ Rd.

(5) Random variables and vectors. Let (Ω,A, µ) be a probability space, a : Ω → R a
real-valued random variable, and a : Ω → Rd a random vector in Rd. The expected value
of a and a is denoted by E[a] and E[a], respectively. Moreover, we sometimes use a
subscript to indicate that the expectation (integral) is only computed with respect to a
certain random variable; see (1.3) for example. If ã is another random variable defined
on (Ω,A, µ), we denote the conditional expectation of a given ã by E[a | ã]. The probability
of an event A ∈ A is denoted by P[A].1

1From now on, the underlying probability space (Ω,A, µ) is not explicitly mentioned anymore. In fact, our
analysis does not require any treatment of measure theoretic issues and we simply assume that (Ω,A, µ) is
rich enough to model all random quantities and processes that we are interested in.
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The random variable a is sub-Gaussian if

‖a‖ψ2 := sup
q≥1

q−1/2(E[|a|q])1/q < ∞ , (2.1)

and ‖ · ‖ψ2 is called the sub-Gaussian norm. The sub-Gaussian norm of the random vector a
is then given by

‖a‖ψ2 := sup
v∈Sd−1

‖〈a, v〉‖ψ2

and a is called sub-Gaussian if ‖a‖ψ2 < ∞. Moreover, a is centered if E[a] = 0 and it is
called isotropic if E[aaT] = Id, or equivalently, if

E[〈a, v〉〈a, v′〉] = 〈v, v′〉 for all v, v′ ∈ Rd. (2.2)

For a more detailed introduction to sub-Gaussian random variables and equivalent defi-
nitions, see [Ver12]. We write a ∼ N (0, Σ) if a is a (centered) Gaussian random vector with
covariance matrix Σ ∈ Rd×d; note that a is then also sub-Gaussian.

With a slight abuse of notation, we sometimes call a function f : R → R random. In all
cases of interest to us, f then can be formally defined as follows: Let f̃ : R ×Rd′ → R,
let τ be a random vector in Rd′ and set f (v) := fτ(v) := f̃ (v, τ) for v ∈ R. This means
that f is actually a family of functions from R to R that is parameterized by the values
of τ. Note that all stochastic properties of f (e.g., independence) refer to τ.

Finally, we say that {ãi}n
i=1 are independent copies of a (not necessarily real-valued) random

variable ã if ã, ã1, . . . , ãn are independent and all have the same distribution.

(6) Frames. Let Ψ ∈ RD×d be a matrix with row vectors ψ1, . . . , ψD ∈ Rd. The Gram
matrix of Ψ is defined by

G = [gk,k′ ] := ΨΨT = [〈ψk, ψk′〉] ∈ RD×D.

We say that the collection F := {ψk}k∈[D] ⊂ Rd is a frame for Rd with frame bounds
0 < a ≤ b < ∞ if

a · ‖v‖2
2 ≤ ‖Ψv‖2

2 ≤ b · ‖v‖2
2 for all v ∈ Rd.

If a = b, then F is called a tight frame. If there is no danger of confusion, we will identify
F with the matrix Ψ itself. Using this convention, we call Ψ̃ ∈ RD×d a dual frame of Ψ if
Ψ̃TΨ = Id. See [CK13] for a detailed introduction to finite-dimensional frame theory.

(7) Special functions. For v ∈ R and s ≥ 0, we define the following functions:

Sign function: sign(v) :=


+1, v > 0,
0, v = 0,
−1, v < 0,

Clip function: clip(v; s) := sign(v) ·min{|v|, s},

Positive part: [v]+ := max{v, 0},

Error function: erf(v) := 2√
π

∫ v

0
e−x2

dx.
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2.2 The Gaussian Mean Width

As pointed out in the introduction of Section 1.1, a key aspect of our statistical analysis
is the impact of the hypothesis set K on the estimation capacity of the generalized Lasso
(LSK). Indeed, by restricting the search space of (LSK) to a subset that is compatible with a
“structured” target vector z\, we may expect that z\ can be accurately estimated from few
samples. The informal statement of Theorem 1.2 foreshadows that the Gaussian mean
width is an appropriate complexity parameter to make this idea precise. This section
provides all necessary details on the Gaussian mean width and its localized variants.2

Before proceeding with a formal definition, let us emphasize that the concept of mean
width dates back to classical results in geometric functional analysis and asymptotic con-
vex geometry, e.g., see [Mil85; Gor88; GM04]; but it also appears in equivalent forms as
Talagrand’s γ2-functional in stochastic processes [Tal14] or as Gaussian complexity in learn-
ing theory [BM02]. Its benefits to the study of signal estimation problems then emerged
more recently, e.g., see [MPT07; RV08; Sto09; CRPW12; PV13b; ALMT14; Tro15; Ver15;
OH16].

2.2.1 The Global Mean Width

Our first definition introduces the global mean width. Note that the prefix ‘global’ is ac-
tually not very common in the literature, but we sometimes use it to distinguish between
the local mean width defined in the next subsection.

Definition 2.1 (Global mean width) Let L ⊂ Rd be bounded and let g ∼ N (0, Id) be
a standard Gaussian random vector. The global mean width (or simply the mean width)
of L is defined by

w(L) := E
[

sup
v∈L
〈g, v〉

]
. (2.3)

Figure 2.1 illustrates the geometrical meaning behind the expression in (2.3) and explains
why one speaks of the ‘mean width.’ The following proposition collects several basic
properties of the mean width that are frequently used in this thesis:

Proposition 2.2 Let L, L′ ⊂ Rd be bounded subsets. Then the following holds true:

(i) If L ⊂ L′, we have w(L) ≤ w(L′).

(ii) w(L) = 1
2 w(L− L).

(iii) w(λBL + v) = |λ| · w(L) for every v ∈ Rd, λ ∈ R, and B ∈ Rd×d orthogonal.

(iv) w(BL) ≤ ‖B‖op · w(L) for every B ∈ Rd′×d.

(v) w(L) = w(conv(L)).

(vi) w2(L) ≤ rad(L)2 · dim(span(L)).

(vii) If L is finite, we have w2(L) . rad(L)2 · log(|L|).

2For the sake of brevity, we will often omit the term ‘Gaussian’ when speaking of the ‘Gaussian mean width.’
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0

L

1
‖g‖2

sup
v∈L
〈g, v〉

g

Figure 2.1: Illustration of the global mean width. If g is fixed, supv∈L〈g, v〉 measures the
(unnormalized) spatial extent of L in the direction of g. In that sense, the expectation in (2.3)
indeed computes the mean width of L.

Proof. The claims of (i), (ii), (iii), and (v) easily follow from the definition of the mean
width; (iv) is a basic application of Slepian’s inequality [FR13, Lem. 8.25, Rmk. 8.28], and
(vi) is a consequence of [PV13b, Lem. 2.1(4)] in conjunction with the rotation invariance
property (iii). For (vii), one can use [FR13, Prop. 7.29] to bound the maximum of finitely
many (sub-)Gaussian random variables. �

According to Theorem 1.2, it is natural to set L = K and then to consider w(K) as
complexity measure for the hypothesis set K ⊂ Rd; note that the value of w(K) does
not depend on the target vector z\ ∈ K here, which is yet another reason to speak of
the global mean width. While disregarding the location of z\ within K may lead to a
suboptimal result as we will see later on in Subsection 3.2.3, such a simplification can be
still very useful to derive interpretable and convenient error bounds. To this end, let us
now investigate some popular examples of hypothesis sets, for which the global mean
width can be computed or at least a meaningful upper bound is available. In general,
however, evaluating the mean width for a given set is usually a challenging task.

Example 2.3 (1) Subspaces. Let K ⊂ Rd be a d′-dimensional subspace. Then one can
show that (see [Ver15, Ex. 3.6 & 3.7])

w2(K ∩ Bd
2) = w2(K ∩ Sd−1) � d′,

which implies that the mean width simply reproduces the algebraic dimension of the
subspace; note that K is restricted to the Euclidean unit ball in order to obtain a bounded
set. This example explains why the square of the mean width is sometimes referred to as
the effective dimension in the literature (cf. [PV13b]).

(2) Convex polytopes. Let z1, . . . , zM ⊂ Rd. Then K := conv({z1, . . . , zM}) is a convex
polytope and by Proposition 2.2(v) and (vii), we have that

w2(K) = w2({z1, . . . , zM}) .
(

max
1≤l≤M

‖zl‖2
2
)
· log(M). (2.4)

It is remarkable that the bound of (2.4) does only logarithmically depend on the number
of vertices, although K might have full algebraic dimension. Therefore, convex polytopes
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with few vertices are of relatively low complexity, making them good candidates for a
hypothesis set.

(3) Sparsity and `1-balls. As pointed out in our introductory notes on compressed sens-
ing in Section 1.2, a prototypical example of low-dimensional structure is sparsity. Even
though the set of all S-sparse vectors Σd

S in Rd is the union of (d
S)-many S-dimensional

subspaces, its mean width just scales linearly with S up to a logarithmic factor (cf. [PV13b,
Eq. (II.2)]):

w2(Σd
S ∩ Bd

2) � S log( 2d
S ). (2.5)

On the other hand, Σd
S is obviously non-convex, which implies that it is not admissible

as (convex) hypothesis set for the generalized Lasso (LSK). In order to come up with a
convex relaxation, let us apply the Cauchy-Schwarz inequality for z ∈ Σd

S ∩ Bd
2 :

‖z‖1 ≤
√
‖z‖0 · ‖z‖2 ≤

√
S. (2.6)

Hence, both K :=
√

SBd
1 and K̃ :=

√
SBd

1 ∩ Bd
2 form appropriate supersets of Σd

S ∩ Bd
2 .

Observing that Bd
1 = conv({±e1, . . . ,±ed}) and conv(Σd

S ∩ Bd
2) ⊂ K̃ ⊂ 2 conv(Σd

S ∩ Bd
2)

(see [PV13b, Eq. (III.1)]), it turns out that the mean width of these sets behaves similarly
to (2.5):

w2(K) = S · w2(conv({±e1, . . . ,±ed})) . S log(2d),

w2(K̃) � w2(Σd
S ∩ Bd

2) � S log( 2d
S ). (2.7)

Noteworthy, K̃ also contains compressible vectors that are only approximately S-sparse, so
that one can speak of effectively S-sparse vectors [PV13a, Rmk. 1.2].

Regarding the statement of Theorem 1.2, the bounds of (2.7) would lead to very mild
conditions on the required sample size n. This important observation underpins why the
hypothesis of sparsity is so beneficial to many estimation problems, such as they occur
in signal processing and statistical learning. Forming also a central pillar of this thesis,
we will return to various aspects of sparsity and its generalizations at later points, in
particular, see Subsection 4.2.6 and Chapter 5.

(4) Representations in a dictionary. In many practically relevant situations, the hypothesis
of (approximate) sparsity is only correct with respect to a certain sparsifying transfor-
mation. A typical assumption is that a vector z ∈ Rd possesses a sparse representation
in a dictionary D ∈ Rd×D, i.e., there exists a sparse coefficient vector c ∈ RD such that
z = Dc. This conception is usually referred to as synthesis sparsity in the literature, com-
peting with the notion of analysis sparsity, which is extensively studied in Chapter 5; see
also Subsection 5.4.1 for a brief comparison.

More generally, we may consider a hypothesis set of the form K = DK′ where K′ ⊂ RD

is an appropriate (convex) set of coefficients, e.g., a scaled `1-ball as in Example 2.3(3).
Then Proposition 2.2(iv) yields the following upper bound on the mean width:

w(K) = w(DK′) ≤ ‖D‖op · w(K′). (2.8)

This implies that the impact of D can be controlled by the size of its operator norm.
But note that estimate of (2.8) might become poor, for instance, if ‖D‖op is large, which
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L

L ∩ tSd−1
0

(a) Local mean width

cone(L)

L

cone(L) ∩ Sd−1
0

(b) Conic mean width

Figure 2.2: Illustration of the sets involved in the definition of the local and conic mean width.
Compared to the spherical intersection L ∩ tSd−1 in (a), the conic intersection cone(L) ∩ Sd−1

in (b) does not “detect” certain local features of L like its curvilinear shape on the right-hand
side. The geometric intuition behind forming the conic hull (at least when L is convex) is to
infinitely “magnify” L at 0, implying that an infinitesimal neighborhood of 0 is considered.

is usually the case for overcomplete dictionaries. Fortunately, there are often sharper
bounds available for specific choices of K′. For example, if K′ = conv({c1, . . . , cM}) ⊂ RD

is a convex polytope, so is K = DK′, and therefore Proposition 2.2(v) and (vii) yield

w2(K) = w2({Dc1, . . . , DcM}) .
(

max
1≤l≤M

‖Dcl‖2
2
)
· log(M).

♦

2.2.2 The Local and Conic Mean Width

Let us now introduce two important refinements of the global mean width:

Definition 2.4 (Local and conic mean width) Let L ⊂ Rd. The local mean width of L
at scale t > 0 is defined by

wt(L) := w( 1
t L ∩ Sd−1) = 1

t w(L ∩ tSd−1),

and the conic mean width of L is given by

w0(L) := w(cone(L) ∩ Sd−1). (2.9)

Compared to the global mean width w(L), the local mean width wt(L) does only measure
the size of L in a “small” neighborhood of 0, whose size is determined by the scale t
(see Figure 2.2(a)). Thus, intuitively speaking, wt(L) detects geometric features of L at
different resolution levels as t varies. The following proposition relates the local mean
width to its conic counterpart, showing that the latter essentially corresponds to the limit
case t = 0. In that sense, w0(L) analyzes L in an infinitesimal neighborhood of 0 (see
Figure 2.2(b)).
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Proposition 2.5 Let L ⊂ Rd be convex and 0 ∈ L. Then the following holds true:

(i) wt(L) ≤ w0(L) and wt(L) ≤ 1
t w(L) for all t > 0.

(ii) The mapping t 7→ wt(L) is non-increasing and limt→0 wt(L) = w0(L).

(iii) wt(cone(L)) = w0(L) for all t > 0.

Proof. These claims follow from the corresponding definitions, combined with the basic
properties of Proposition 2.2 and the inclusion 1

t L ⊂ cone(L) for all t > 0. The second
part of (ii) on the limit value is a consequence of Lebesgue’s dominated convergence
theorem; but since it will not be used at any later point, we omit a detailed proof here. �

Previewing our general estimation guarantees in Chapter 3, it is natural to consider
L = K− z\ for a given hypothesis set K ⊂ Rd and target vector z\ ∈ K.3 This implies that
the resulting local and conic mean width, wt(K − z\) and w0(K − z\), analyze K locally
around z\, which is in fact very different from the approach based on the global mean
width that we have discussed in the previous subsection. In this context, an important
conclusion from Proposition 2.5 is that the local complexity of K may be significantly
smaller if the examined neighborhood of z\ is small but not infinitesimal. Indeed, this re-
laxation will prove very useful to refine our error analysis of the generalized Lasso (LSK)
in Section 3.2; more specifically, it turns out that by tolerating an estimation accuracy of
order t, the required sample size is determined by the value of wt(K − z\), rather than
w0(K− z\).

While the two-dimensional illustration of Figure 2.2 leads to the somewhat deceptive
impression that the difference between the local and conic mean width is minor, it can
be substantive especially in high-dimensional scenarios. To see this, let us recall Exam-
ple 2.3(3) and consider an S-sparse vector z\ ∈ Rd and K = λBd

1 for some λ > 0. For the
“perfect” choice λ = ‖z\‖1, i.e., z\ lies on the boundary of K, one can show that

w2
0(K− z\) = w2

0(‖z\‖1Bd
1 − z\) . S log( 2d

S ), (2.10)

which is exactly that type of bound one is aiming for (see [CRPW12, Prop. 3.10]). How-
ever, if λ > ‖z\‖1 or if z\ is just approximately S-sparse with ‖z\‖0 = d, the square of the
conic mean width immediately grows up to the ambient dimension:

w2
0(K− z\) � d, (2.11)

see Figure 2.3 for an illustration of these two undesirable situations. This “discontinuous”
behavior is obviously due to the fact that cone(K − z\) is the entire space Rd or a half-
space in either case.

In contrast, the local mean width does not suffer from this drawback, since it avoids
taking the conic hull of K − z\. If the scale t > 0 is sufficiently large, the spherical inter-
section (K− z\)∩ tSd−1 may also take account of important local geometric features of K,
such as the nearby apex point z̄\ in Figure 2.3. In the latter situation, one would therefore
expect that the shapes of (K − z\) ∩ tSd−1 and (K − z̄\) ∩ tSd−1 look very similar, so that

3Here, we assume for simplicity that M = Id, similarly to Subsection 1.1.2. In the general setup of Chapter 3,
the situation is slightly more complicated, but the basic idea remains the same.
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K

z\

z̄\

(a) z\ lies in the interior of K

K

z\

z̄\

(b) z\ lies in a facet of K

Figure 2.3: Illustration of situations where the conic mean width is badly behaved, in
the sense that w2

0(K − z\) � d. The dashed lines visualize the spherical intersection
(cone(K− z\)∩ Sd−1) + z\, corresponding to the full sphere in (a) and to a hemisphere in (b),
respectively. In either case, it is not taken into account that there exists a nearby point z̄\

which lies in a lower dimensional face of K.

wt(K − z\) ≈ wt(K − z̄\). On the other hand, if t gets too small, one would end up with
the same problem as in (2.11). The following proposition makes this heuristic “transi-
tion” argument precise, showing that the local mean width can be controlled in terms of
the conic mean width with respect to a nearby point:

Proposition 2.6 Let z\ ∈ Rd and let K ⊂ Rd be convex. For every t > 0 and z̄\ ∈ K, we
have

wt(K− z\) ≤ t+‖z̄\−z\‖2
t · (w0(K− z̄\) + 1).

In particular,
wλ‖z̄\−z\‖2

(K− z\) ≤ λ+1
λ · (w0(K− z̄\) + 1)

for every λ > 0.

Before proceeding with the proof, let us point out that this result will become very use-
ful in the context of stable estimation: To analyze the complexity of K at a given point z\,
Proposition 2.6 suggests considering a “surrogate” point z̄\ in a (local) neighborhood
of z\, for which the respective conic mean width is easier to compute or control; once
again, a prototypical example is a compressible vector z\ ∈ Rd that is close to some
sparse vector z̄\, residing in a low-dimensional face of an appropriately scaled `1-ball
(see Figure 2.3(b)). On the other hand, the price to pay for this simplification is an addi-
tional approximation error that scales in the order of ‖z̄\ − z\‖2. We will return to this
important trade-off in Subsection 4.2.6, concerning the generalized Lasso, as well as in
Subsection 3.3.3 and Subsection 5.2.2, where the stability of the Basis Pursuit problem is
investigated.

Proof of Proposition 2.6. We set t′ := ‖z̄\ − z\‖2. For every z ∈ K ∩ (z\ + tSd−1), we have

‖z− z̄\‖2 ≤ ‖z− z\‖2 + ‖z\ − z̄\‖2 = t + t′,

which particularly implies z ∈ Kz̄\,t+t′ := K ∩ (z̄\ + (t + t′)Bd
2). Using the definition of
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the mean width and the properties of Proposition 2.2, we then obtain

wt(K− z\) = w( 1
t (K− z\) ∩ Sd−1)

= 1
t w(K ∩ (z\ + tSd−1))

≤ 1
t w(Kz̄\,t+t′)

= t+t′
t ·

1
t+t′ · w(Kz̄\,t+t′ − z̄\)

= t+t′
t · w( 1

t+t′ (K− z̄\) ∩ Bd
2)

z̄\∈K
≤ t+t′

t · w(cone(K− z̄\)︸ ︷︷ ︸
=:C

∩ Bd
2)

= t+t′
t ·Eg∼N (0,Id)

[
sup

v∈C∩Bd
2

〈g, v〉
]

CSI
≤ t+t′

t ·
(

Eg∼N (0,Id)

[(
sup

v∈C∩Bd
2

〈g, v〉
)2
])1/2

(∗)
≤ t+t′

t · (w
2
0(K− z̄\) + 1)1/2

≤ t+t′
t · (w0(K− z̄\) + 1),

where (∗) follows from (2.12) and (2.13) in Remark 2.7 below. �

Remark 2.7 (Statistical dimension) Initiated by the work of Amelunxen et al. [ALMT14],
there exists a closely related notion of complexity in the compressed sensing literature,
namely the statistical dimension. Following the mean-squared-width formulation from
[ALMT14, Prop. 3.1(5)], the statistical dimension of a subset L ⊂ Rd is given by

δ(L) := E
[(

sup
v∈cone(L)∩Bd

2

〈g, v〉
)2]

, (2.12)

where g ∼ N (0, Id) is a standard Gaussian random vector. This definition strongly
resembles that of the conic mean width in (2.9) and one can show that (see [ALMT14,
Prop. 10.2])

w2
0(L) ≤ δ(L) ≤ w2

0(L) + 1, (2.13)

which implies that the statistical dimension is essentially equivalent to the square of the
conic mean width. With this in mind, Example 2.3(1) shows that the statistical dimension
is indeed an extension of the algebraic dimension of subspaces, since we have δ(L) � d′

for every subspace L ⊂ Rd with dim(L) = d′.
Finally, we note that the statistical dimension was originally introduced in [ALMT14]

to characterize the phase transition behavior of certain convex optimization problems
with respect to the number of (random) constraints. This issue will become particularly
relevant in the context of Chapter 5, where we analyze the sample complexity of the
Analysis Basis Pursuit (BPη

Ψ). But although the statistical dimension comes along with
some computational advantages over the conic mean width (see Subsection 5.7.2), we
still prefer to use the latter one to ensure a consistent presentation of our results. ♦
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2.3 Tools From Empirical Process Theory

This section provides lower and upper bounds for several empirical stochastic processes
that will arise later on in our analysis of the generalized Lasso and Basis Pursuit in Chap-
ter 3. Let us emphasize that these bounds are deep results from stochastic process theory,
requiring advanced proof techniques such as the generic chaining [Tal14]; see also [Ver18]
for a more basic introduction to related topics. Note that we will only state the actual
results below and refer to the literature for detailed proofs.

The principal idea behind all these findings is to uniformly control an empirical stochastic
process of the form

v 7→ 1
n

n

∑
i=1
Fi(〈ai, v〉) (2.14)

where v belongs to a subset L ⊂ Rd; here, ai is an independent copy of a random vec-
tor a in Rd and Fi : R → R is a possibly random function. It is worth pointing out that
although the resulting bounds are structurally different, they have in common that the
“size” of the subset L is measured by the mean width w(L), introduced in the previous
section.

2.3.1 Multiplier Processes

This subsection deals with so-called multiplier empirical processes, which means that the
random functions in (2.14) involve a multiplier variable:

Fi(〈ai, v〉) = ξi〈ai, v〉 for i = 1, . . . , n,

where ξi is not necessarily independent of ai. The following theorem, which is due to
Mendelson [Men16], states a powerful concentration inequality for those types of pro-
cesses. It actually holds true under much more general model assumptions, but we only
state a version that is convenient for our purposes.

Theorem 2.8 (Concentration of multiplier processes) Let L ⊂ tSd−1 for some t > 0.
Moreover, let a be a centered isotropic sub-Gaussian random vector in Rd and let ξ be a
sub-Gaussian random variable which is not necessarily independent of a. We assume that
{(ai, ξi)}n

i=1 are independent copies of the random pair (a, ξ). Then there exist numerical
constants C, C′ > 0 such that for every u > 0, the following holds true with probability at
least 1− 2 exp(−C · u2)− 2 exp(−C · n):

sup
v∈L

∣∣∣( 1
n

n

∑
i=1

ξi〈ai, v〉
)
−E[ξ〈a, v〉]

∣∣∣ ≤ C′ · ‖a‖ψ2 · ‖ξ‖ψ2 ·
w(L) + t · u√

n
. (2.15)

Proof. This is a special case of [Men16, Thm. 4.4] for the function class

H := {〈·, v〉 | v ∈ L}, (2.16)

which is sub-Gaussian in the sense of [Men16, Def. 1.5]. Thus, the Λ̃-functional from
[Men16, Def. 1.7] can be controlled analogously to [Men16, Cor. 1.8], which yields the
claim of Theorem 2.8. �
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Theorem 2.8 shows that multiplier empirical processes concentrate around their expected
value in a very similar way as the standard process with ξ = 1 does (cf. [Men16, Cor. 1.8]).
Although quite intuitive, this result is by far not obvious: A major concern of Mendel-
son’s approach is that a standard chaining argument “is rather useless when it comes to
dealing with multiplier processes” [Men16, p. 3659]. Indeed, in order to obtain a uniform
bound of the form (2.15), it is not meaningful to simply analyze the “multiplier” function
class

Hξ := {ξ〈·, v〉 | v ∈ L},

containing random functions that may not even be sub-Gaussian. Instead, Mendelson
makes use of a modified chaining argument in [Men16] to bound the supremum of a
(centered) multiplier process by an expression that only depends on geometric properties
of the classH from (2.16), rather than Hξ ; and in the specific setting we are interested in,
these geometric properties are precisely captured by the mean width w(L).

Finally, let us point out that, alternatively to Theorem 2.8, one could try to isolate the
multiplier variables by the Cauchy-Schwarz inequality:∣∣∣ 1

n

n

∑
i=1

ξi〈ai, v〉
∣∣∣ ≤ ( 1

n

n

∑
i=1
|ξi|2

)1/2
·
(

1
n

n

∑
i=1
|〈ai, v〉|2

)1/2
. (2.17)

In that way, each factor can be treated separately and Theorem 2.9 (see next subsection)
would allow us to control the quadratic empirical processes on the right-hand side of
(2.17). While this strategy certainly leads to a coarser bound than (2.15), it can be still
very helpful when the multipliers ξ1, . . . , ξn are not independent anymore, such as later
in (3.41) where we intend to handle adversarial (deterministic) noise.

2.3.2 Quadratic Processes and Minimum Conic Singular Values

Our next result is adopted from [LMPV17] and provides a concentration inequality for
quadratic empirical processes, for which we have Fi(〈ai, v〉) = |〈ai, v〉|2 in (2.14).

Theorem 2.9 (Concentration of quadratic processes) Let L ⊂ tSd−1 for some t > 0.
Let a be a centered isotropic sub-Gaussian random vector in Rd and assume that {ai}n

i=1 are
independent copies of a. Then there exists a numerical constant CQ > 0 such that for every
u > 0, the following holds true with probability at least 1− exp(−u2/2):

sup
v∈L

∣∣∣( 1
n

n

∑
i=1
|〈ai, v〉|2

)1/2
− t
∣∣∣ ≤ CQ · ‖a‖2

ψ2
· w(L) + t · u√

n
. (2.18)

Proof. This immediately follows from [LMPV17, Cor. 1]. �

Let us note that Theorem 2.9 actually states a bound for the square root of quadratic
processes; for a closely related “squared version” of Theorem 2.9 see [Dir15, Thm. 5.5].
For our purposes in Chapter 3, it is enough to ensure that the quadratic process does not
get too small, so that only one side of the concentration inequality (2.18) is needed. This
leads us to the following corollary, which also allows for an important extension in the
Gaussian case.
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ker ASd−1

cone(L)

L

0

Figure 2.4: The geometric intuition behind Corollary 2.10 and (2.20). If the right-hand side of
(2.20) is strictly positive, then with high probability, the random subspace ker A will miss the
spherical subset L (red arc).

Corollary 2.10 (Lower bound for quadratic processes) Under the same assumptions as
in Theorem 2.9, the following holds true with probability at least 1− exp(−u2/2):

inf
v∈L

( n

∑
i=1
|〈ai, v〉|2

)1/2
≥ t ·

√
n− 1− CQ · ‖a‖2

ψ2
·
(
w(L) + t · u

)
. (2.19)

If a ∼ N (0, Id), the assertion of (2.19) holds with CQ · ‖a‖2
ψ2

= 1.

Proof. The refinement in the Gaussian case is not a consequence of Theorem 2.9, but it is
due to a classical result of Gordon [Gor88, Cor. 1.2]; see [Tro15, Prop. 3.3] for a convenient
proof. �

A convenient interpretation of Corollary 2.10 originates from random matrix theory
(cf. [Tro15]): For t = 1, (2.19) yields a lower bound on the minimum conic singular value of
the random matrix A := [a1 . . . an]T ∈ Rn×d with respect to L ⊂ Sd−1:

λmin(A, L) := inf
v∈L
‖Av‖2 ≥

√
n− 1− CQ · ‖a‖2

ψ2
·
(
w(L) + u

)
. (2.20)

As long as the right-hand side of (2.20) is positive, this implies that the random subspace
ker A does not intersect with L, or equivalently, ker A∩ cone(L) = {0}; see Figure 2.4 for
an illustration. Remarkably, the occurrence of this event (with high probability) is solely
characterized by the mean width of L in the Gaussian special case, where CQ · ‖a‖2

ψ2
= 1.

This fundamental observation dates back to Gordon’s works [Gor85; Gor88]—typically
referred to as Gordon’s Escape Through a Mesh—while the sharpness was shown more re-
cently by Amelunxen et al. [ALMT14].4 We will return to these important aspects later on
in Section 3.3 and Chapter 5 when analyzing the sample complexity of the (generalized)
Basis Pursuit problem.

4More precisely, ‘sharpness’ in the sense of [ALMT14] means that λmin(A, L) = 0 with high probability if
cone(L) ∩ Sd−1 = L ∩ Sd−1 and n ≤ w2(L)− C · w(L) for a numerical constant C > 0. Consequently, we
can only expect λmin(A, L) > 0 if n slightly exceeds w2(L); see also [Tro15, Rmk. 3.4].
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2.3.3 Non-Negative Processes and Mendelson’s Small Ball Method

The last result of this section concerns non-negative empirical processes, which means that
Fi(〈ai, v〉) ≥ 0 in (2.14). In this context, Mendelson’s Small Ball Method proves very useful,
allowing us to establish lower bounds for these types of processes under fairly mild con-
ditions. We state an adaption of Tropp’s version from [Tro15, Prop. 5.1], but it should be
emphasized that the original idea is due to Mendelson, e.g., see [Men15, Thm. 5.4].

Theorem 2.11 (Mendelson’s Small Ball Method) Let L ⊂ tSd−1 for some t > 0. Let a be
a centered isotropic sub-Gaussian random vector in Rd and letF : R → [0, ∞) be a (random)
contraction that fixes the origin.5 We assume that the pairs {(ai,Fi)}n

i=1 are independent
copies of (a,F ). Then there exists a numerical constant C′′ > 0 such that for every ζ > 0
and u > 0, the following holds true with probability at least 1− exp(−u2/2):

inf
v∈L

1
n

n

∑
i=1
Fi(〈ai, v〉) ≥ ζ ·Q2ζ(L)−

C′′ · ‖a‖ψ2 · w(L) + ζ · u
√

n
(2.21)

where
Q2ζ(L) := inf

v∈L
P[F (〈a, v〉) ≥ 2ζ]

denotes the small ball function associated with F and L.

Proof. This result follows from a straightforward adaption of Tropp’s proof in [Tro15,
Prop. 5.1]. Actually, he only investigates the case of F (·) = |·|, but all proof steps do
literally hold true in the more general situation of F being a contraction that fixes the
origin. Due to the sub-Gaussianity of a, the empirical mean width parameter involved in
[Tro15, Prop. 5.1] can be upper bounded by ‖a‖ψ2 ·w(L) up to a numerical constant, using
Talagrand’s Majorizing Measure Theorem [Tal14, Thm. 2.4.1]; see [Tro15, Subsec. 2.6.6]
for a convenient proof of this step. �

It is worth pointing out that Theorem 2.11 could be used to derive a lower bound for
quadratic processes, similar to that of Corollary 2.10. On the other hand, both results
originate from quite different conceptions: While Corollary 2.10 is a consequence of the
(two-sided) concentration inequality from Theorem 2.9, the (one-sided) lower bound of
Theorem 2.11 does not rely on concentration. This observation particularly reflects one of
the main concerns of Mendelson’s work [Men15]: the estimation error of empirical risk
minimization (see (1.2) and (1.3)) can be often bounded without any concentration-based
argument, even for heavy-tailed input data, which does not have rapidly decaying (sub-
Gaussian) tails. Indeed, although not needed for our purposes, Theorem 2.11 extends
to a much wider class of distributions than sub-Gaussians—the above statement then
remains literally valid if the mean-width term is replaced by an empirical variant (see
[Tro15, Prop. 5.1]). Hence, the only crucial requirement to obtain a meaningful outcome
of (2.21) is a small ball condition

Q2ζ(L) > 0. (2.22)

5That means F is 1-Lipschitz and F (0) = 0. Moreover, see Section 2.1(5) for our notion of random
functions and let us also note that F is not necessarily independent of a here.
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Intuitively, this condition simply means that F (〈a, v〉) does not assign too much weight
close to 0 for all v ∈ L, which can be already achieved under very weak moment assump-
tion on a. Note that a certain type of small ball condition will also appear later in Sec-
tion 3.4, where we employ Mendelson’s Small Ball Method (according to Theorem 2.11)
to study general convex loss functions.





3

General Estimation Guarantees

As pointed out in the introduction of Chapter 1, a key objective of this thesis is to in-
vestigate the estimation performance of the generalized Lasso (LSK) and the Analysis
Basis Pursuit (BPη

Ψ) under various model assumptions. The purpose of this chapter is
to provide a unified theoretical framework for the statistical analysis of these estimators.
In fact, the error bounds established below form the common ground of the remaining
chapters, but they may be also of independent interest. Although we will already hint at
several specific examples and applications, the following presentation is rather abstract
and focuses on general aspects of our approach.

In Section 3.1, we formalize the random sampling process considered in Section 1.1
and define the related mismatch parameters. Section 3.2 and Section 3.3 are then devoted
to a detailed analysis the generalized Lasso and Basis Pursuit, respectively. Apart from
the main results of Theorem 3.6 and Theorem 3.10, we will particularly derive several
corollaries that are more convenient to use and highlight the key aspects of our frame-
work. Moreover, it is demonstrated in Section 3.4 that our findings for the generalized
Lasso do naturally extend to a large class of convex loss functions, satisfying a mild lo-
cal strong convexity condition. Finally, Section 3.5 discusses our approach within the
broader context of statistical learning theory, followed by a summary and possible exten-
sions in Section 3.6.

The more technical content of this chapter is contained in Section 3.7, namely the proofs
of Theorem 3.6, Theorem 3.10, and Theorem 3.19. While this section gives further insights
into the underlying principles from geometric functional analysis and empirical process
theory, it is not required for the remaining parts and can be therefore skipped without
interrupting the flow of discussion.

3.1 Model Setup and the Mismatch Parameters

Let us begin with a rigorous definition of the random sampling process considered in
the introductory notes of Section 1.1. For the sake of convenience, the key terms of this
chapter are also summarized in Table 3.1.

Assumption 3.1 (Sampling process) Let (a, y) be a joint random pair in Rd × R

where y is a sub-Gaussian random variable and a is a centered isotropic sub-Gaussian
random vector in Rd with ‖a‖ψ2 ≤ κ for some κ > 0. Moreover, let M ∈ Rp×d be a
(deterministic) matrix and define the input random vector in Rp by x := Ma.

The observed sample pairs {(xi, yi)}n
i=1 are assumed to fulfill the following condi-

tions: Let each pair in {(ai, ỹi)}n
i=1 be an independent copy of (a, y) and set xi := Mai

37
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TERM NOTATION SAMPLING NOTATION

Latent variables (hidden
variables, factors)

a ∈ Rd a1, . . . , an

Mixing matrix (pattern matrix,
factor loadings)

M ∈ Rp×d

Input variables (independent
variables, explanatory variables,
input data, features, covariates)

x = Ma ∈ Rp x1 = Ma1, . . . , xn = Man

Output variable (dependent
variable, response variable, label)

y ∈ R
ỹ1, . . . , ỹn (i.i.d. samples)
y1, . . . , yn (true samples)

Adversarial noise level η∗ ≥ 0 ( 1
n ∑n

i=1|yi − ỹi|2)1/2 ≤ η∗

Observation (data, sample) (x, y) = (Ma, y) ∈ Rp×R (x1, y1), . . . , (xn, yn)

Hypothesis set (constraint set,
hypothesis class, models)

K ⊂ Rp convex

(Latent) Parameter vectors β ∈ K, z ∈ MTK ⊂ Rd

Table 3.1: A summary of frequently used notations. The terms in parentheses are widely-used
synonyms. Note that the naming is mainly based on the terminology of statistical learning
theory.

for i = 1, . . . , n. We assume that the true outputs y1, . . . , yn ∈ R satisfy1

(
1
n

n

∑
i=1
|yi − ỹi|2

)1/2
≤ η∗, (3.1)

for a fixed adversarial noise level η∗ ≥ 0. In particular, if η∗ = 0, we have yi = ỹi for
i = 1, . . . , n, and {(xi, yi)}n

i=1 are just independent copies of the random pair (x, y).

As usual in statistical learning theory, Assumption 3.1 leaves the (random) output vari-
able y largely unspecified and only makes a regularity assumption, namely that its tail is
sub-Gaussian. But it is still useful to bear in mind that y typically depends on the latent
factors a through a certain (semi-)parametric model, such as in the situation of a single-
index model (1.8) or variable selection (1.9) as considered in Subsection 1.1.1. Note that
the former example includes the important special case of linear observations for which
our results simply significantly (see Subsection 3.3.2 and Subsection 3.3.3); these simpli-
fications are particularly relevant to the setup of Chapter 5, dealing with the analysis
formulation of compressed sensing (see Assumption 5.1 in Section 5.1).

Remark 3.2 (Adversarial noise) The `2-noise bound for the true outputs y1, . . . , yn in
(3.1) can be regarded as adversarial noise, since the deviation from the random samples
ỹ1, . . . , ỹn may be deterministic and could possibly lead to worst-case scenarios. This
stands in contrast to (i.i.d.) random noise, which can be modeled by the random sampling
process itself in Assumption 3.1; a typical example are noisy linear observations of the

1The deterministic assumption of (3.1) is slightly inaccurate, since ỹ1, . . . , ỹn are still random variables
here. Hence, (3.1) only becomes meaningful if we condition on the samples {(ai, ỹi)}n

i=1; but this is
precisely what we will do in all estimation guarantees of this chapter.
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form y = 〈a, z0〉 + ε, where ε is a centered sub-Gaussian random variable that is inde-
pendent of a. In this case, one could choose η∗ = 0 in (3.1), while the sampled outputs
yi = ỹi = 〈ai, z0〉+ ε i are still affected by noise. In other words, η∗ = 0 does not necessar-
ily imply that the sampling process is “noiseless.” Nevertheless, it will turn out later in
Section 3.2 and Section 3.3 that the assumption of random noise may lead to significantly
better estimation results. ♦

Regarding the input variables, Assumption 3.1 builds upon the simple linear factor
model of (1.6), i.e., x = Ma with a being a centered isotropic random vector. The follow-
ing proposition shows that this is in principle not a severe restriction.

Proposition 3.3 Let x be a centered random vector in Rp whose covariance matrix is of
rank d. Then there exists a (non-unique) deterministic matrix M ∈ Rp×d and a centered
isotropic random vector a in Rd such that x = Ma almost surely.

Proof. Since the covariance matrix of x is positive semidefinite and of rank d, there exists
U ∈ Rp×d with orthonormal columns and a diagonal matrix D ∈ Rd×d with positive
entries such that E[xxT] = UDDUT. We set a := D−1UTx and M := UD ∈ Rp×d.

It is not hard to see that a is a centered isotropic random vector in Rd. Indeed, we have
E[a] = D−1UTE[x] = 0 and

E[aaT] = D−1UTE[xxT]UD−1 = D−1UTUDDUTUD−1 = Id .

Let us now compute the covariance matrix of x−Ma:

E[(x−Ma)(x−Ma)T] = E[xxT] + E[MaaTMT]−E[xaTMT]−E[MaxT]

= UDDUT + UDDUT −E[xxT]UD−1DUT −UDD−1UTE[xxT]

= 2UDDUT −UDDUTUD−1DUT −UDD−1UTUDDUT

= 2UDDUT − 2UDDUT = 0.

Hence, we can conclude that x = Ma almost surely. �

The existence claim of Proposition 3.3 is however only of limited practical relevance be-
cause the resulting latent factors are not necessarily linked to y in a “semantic” way.
Indeed, while the above isotropic decomposition of x is highly non-unique, the output
variable may exhibit a very specific structure, such as in (1.8) or (1.9). It is therefore
preferable to take the view that the factorization x = Ma is prespecified, say by a certain
data acquisition process or a physical law. In particular, our purpose is not to learn the
entries of M, but to consider them as possibly unknown model parameters; see also Sec-
tion 4.3. Finally, let us point out that the situation of p < d can be of interest as well, e.g.,
when modeling noisy data as in Subsection 4.3.2.

Next, we introduce another key ingredient of our general error bounds, namely the
mismatch parameters. Their purpose is to quantify the model mismatch that occurs when
approximating the true output variable y by a linear hypothesis function of the form
h(a) := 〈a, z\〉.
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Definition 3.4 (Mismatch parameters) Let Assumption 3.1 be satisfied and fix a vec-
tor z\ ∈ Rd. Then we define the following two parameters (as a function of z\):

Mismatch covariance: ρ(z\) := ρa,y(z\) :=
∥∥E[(y− 〈a, z\〉)a]

∥∥
2 ,

Mismatch deviation: σ(z\) := σa,y(z\) := ‖y− 〈a, z\〉‖ψ2 .

The meaning of the mismatch covariance was already discussed in the course of Subsec-
tion 1.1.2: it is useful to regard ρ(z\) as a measure of how close z\ is to satisfying the
optimality criterion in (1.10), which corresponds to the classical orthogonality principle.
By contrast, the mismatch deviation of z\ captures the sub-Gaussian tail behavior of the
actual model mismatch y− 〈a, z\〉, and thus, it measures how strongly y deviates from
the linear output model 〈a, z\〉. The meaning of this parameter can be also illustrated in
the situation of noisy linear observations, i.e., y = 〈a, z\〉+ ε with ε being sub-Gaussian
and independent of a; in this case, σ(z\) = ‖ε‖ψ2 simply quantifies the power of noise.
Note that Definition 3.4 relies on the latent factors a, but not on the mixing matrix M.
The role of M will become clearer in the next section when investigating the impact of
the hypothesis set K ⊂ Rp, in particular, see Subsection 3.2.4.

3.2 Error Bounds for the Generalized Lasso

This section builds upon the key ideas of Subsection 1.1.2 and presents a generic error
bound for the generalized Lasso estimator (LSK) under Assumption 3.1. For the sake of
convenience, let us restate the associated optimization problem which is in the focus of
our study now:

min
β∈Rp

1
n

n

∑
i=1

(yi − 〈xi, β〉)2 subject to β ∈ K. (LSK)

Remark 3.5 (Algorithmic issues) If the hypothesis set K ⊂ Rp is convex (as assumed
below), the estimator (LSK) turns into a convex program and efficient solvers are often
available, e.g., see [EHJT04; ZH05; TT11]. While these algorithmic and computational
aspects are certainly of great practical relevance, they do only play a minor role in our
theoretical performance analysis.2 On the other hand, it is worth emphasizing that a
minimizer of (LSK) could be non-unique, but our results in fact hold for every parameter
vector in the solution set of (LSK). ♦

3.2.1 Estimation Based on the Local Mean Width

Our first error bound is based on the notion of local mean width (see Definition 2.4).
Its proof requires a lot of technical effort and is therefore postponed to Subsection 3.7.1.
Apart from this, we wish to point out that, compared to the informal Theorem 1.2 in
Subsection 1.1.2, we now also allow for an arbitrary mixing matrix M ∈ Rp×d.

2It is sometimes also important to distinguish between a method and an algorithm. For example, we prefer to
speak of a ‘method’ when referring to the minimization problem of (LSK), whereas an ‘algorithm’ associated
with (LSK) would rather state a specific set of implementation steps to find (or approximate) a minimizer.
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Theorem 3.6 (Estimation via (LSK) – Local version) Let Assumption 3.1 be satisfied. Let
K ⊂ Rp be a convex subset and fix a vector z\ ∈ MTK ⊂ Rd. Then there exists a numerical
constant C > 0 such that for every u > 0 and t ≥ 0, the following holds true with probability
at least 1− 3 exp(−C · u2)− 2 exp(−C · n): If the number of observed samples obeys

n & κ4 · (wt(MTK− z\) + u)2, (3.2)

and

t & κ · σ(z\) · wt(MTK− z\) + u√
n

+ ρ(z\) + η∗, (3.3)

then every minimizer3 β̂ of (LSK) satisfies ‖MTβ̂− z\‖2 ≤ t.

The error bound established by Theorem 3.6 is quite implicit, as both sides of the con-
dition (3.3) depend on the parameter t. A convenient way to read the above statement
is as follows: First, fix an estimation accuracy t that can be tolerated. Then adjust the
sample size n and z\ ∈ MTK such that (3.2) and (3.3) are both fulfilled (if possible at all).
In particular, if n is chosen such that (3.3) just holds with equality (up to a constant), we
obtain an error bound of the form

‖MTβ̂− z\‖2 . κ · σ(z\) · wt(MTK− z\) + u√
n

+ ρ(z\) + η∗,

but note that the local mean width on the right-hand side still depends on t. Let us also
point out that the requirements of (3.2) and (3.3) can be relaxed by allowing for a larger
value of t, which is due to the monotonicity property in Proposition 2.5(ii). Consequently,
the assertion of Theorem 3.6 indicates a fundamental trade-off between the achievable
accuracy t and the budget of available samples n, controlled by the size of the local mean
width at scale t. Remarkably, this can even lead to a minimax optimal error rate in special
cases, e.g., see [PVY16, Sec. 4] for a detailed study in the setup of Gaussian single-index
models.

A crucial feature of Theorem 3.6 is the freedom of selecting an arbitrary target vector
z\ ∈ MTK. While such a relaxation seems somewhat odd at first sight, it turns out to be
a very useful extension of the common strategy in statistical learning theory, according
to which z\ is chosen as the expected risk minimizer. In fact, this important concern is
precisely addressed by the Mismatch Principle developed in Chapter 4 (see Recipe 4.1),
including an extensive discourse on how to properly choose z\. In the current chapter,
one should simply consider z\ as an abstract parameter of the underlying observation
model. Let us conclude our discussion with a more detailed description of the parameters
involved in Theorem 3.6:

1. The local mean width wt(MTK − z\). The purpose of this parameter is to measure the
local complexity of the (transformed) hypothesis set MTK around the target vector z\.
The local mean width clearly affects the first error term in (3.3), which is of asymptotic
order O(n−1/2). Therefore, the size of wt(MTK− z\) does not impair the (asymptotic)
consistency of the estimator (LSK). But it is still highly relevant to the non-asymptotic
setting we are interested in, as it determines the required sample size in (3.2); see also
(SL3) at the end of Subsection 1.1.1.

3If there exists no minimizer, this is of course a vacuous statement. In general, some additional assump-
tions may be necessary to ensure the existence of a minimizer of (LSK), e.g., that K is compact.
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2. The mismatch parameters ρ(z\) and σ(z\). As discussed after Definition 3.4, these param-
eters are key characteristics of the interplay between the output variable y, the latent
factors a, and the target vector z\; and it is also worth noting that they do neither (ex-
plicitly) depend on the samples {(xi, yi)}n

i=1 nor on the hypothesis set K. Interpreting
Theorem 3.6 statistically, the mismatch deviation σ(z\) is associated with the variance
of the estimator (LSK), controlling the size of the first term in (3.3). The mismatch
covariance ρ(z\), in contrast, plays the role of an (asymptotic) bias that particularly
specifies whether (LSK) is consistent or not (at least when η∗ = 0).4

3. The noise level η∗. Since the deviation assumption of (3.1) includes worst-case scenarios,
it is not very surprising that η∗ appears as an additional bias term in (3.3). While this
behavior is typical for deterministic noise, consistent estimation is still possible in the
presence of random noise with η∗ = 0 (see Remark 3.2).

4. The mixing matrix M. In contrast to the isotropic case assumed in Theorem 1.2, a non-
trivial mixing matrix M entails a linear transformation of the hypothesis set K by MT;
more specifically, this affects the set of admissible vectors z\ ∈ MTK and the local mean
width wt(MTK − z\). A separate discussion on the mixing matrix in Subsection 3.2.4
will show that the presence of the set MTK is quite natural in the setup of Theorem 3.6.

3.2.2 Estimation Based on the Conic Mean Width

A downside of Theorem 3.6 is that the condition (3.3) is difficult to verify in general,
since the local mean width wt(MTK − z\) depends on the error accuracy t itself. This
implicitness can be resolved by observing that wt(MTK − z\) ≤ w0(MTK − z\) due to
Proposition 2.5(i), which leads to the following error bound based on the conic mean
width:

Corollary 3.7 (Estimation via (LSK) – Conic version) Let Assumption 3.1 be satisfied. Let
K ⊂ Rp be a convex subset and fix a vector z\ ∈ MTK ⊂ Rd. Then there exists a numerical
constant C > 0 such that for every u > 0, the following holds true with probability at least
1− 3 exp(−C · u2)− 2 exp(−C · n): If the number of observed samples obeys

n & κ4 · (w0(MTK− z\) + u)2, (3.4)

then every minimizer β̂ of (LSK) satisfies

‖MTβ̂− z\‖2 . κ · σ(z\) · w0(MTK− z\) + u√
n

+ ρ(z\) + η∗. (3.5)

Proof. We simply apply Theorem 3.6 for

t := C̃ ·
(

κ · σ(z\) · w0(MTK− z\) + u√
n

+ ρ(z\) + η∗
)

with an appropriate numerical constant C̃ > 0.

4To turn (LSK) into a consistent estimator in a strict sense (if ρ(z\) = η∗ = 0), the parameter u needs to
depend on n in Theorem 3.6, so that the probability of success tends to 1 as n→ ∞. For example, one could
set u = δ ·

√
n where δ > 0 adjusts the resulting error size.
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Due to Proposition 2.5(i), we have w0(MTK− z\) ≥ wt(MTK− z\), implying

t & κ · σ(z\) · wt(MTK− z\) + u√
n

+ ρ(z\) + η∗

and

n
(3.4)
& κ4 · (w0(MTK− z\) + u)2 ≥ κ4 · (wt(MTK− z\) + u)2.

By adjusting C̃ and the hidden numerical constant in (3.4), we conclude that the condi-
tions (3.2) and (3.3) are both satisfied, so that Theorem 3.6 yields the claim. �

Compared to Theorem 3.6, the error bound (3.5) of Corollary 3.7 is explicit, while it still
achieves the optimal decay rate of O(n−1/2) in the first term. The price to pay for this
simplification is that the conic mean width may capture the local complexity of the hy-
pothesis set in a suboptimal way. Indeed, the statement of Theorem 3.6 suggests consid-
ering w0(MTK − z\) only when aiming at exact recovery (i.e., t = 0), whereas the local
mean width wt(MTK − z\) could be significantly smaller in any other case. In general,
an application of Corollary 3.7 may come along with the following difficulties:

1. Stability. The value of w0(MTK − z\) is highly sensitive to the position of z\ within
MTK. For example, if the set MTK is full-dimensional and z\ does not lie exactly on
its boundary, one would simply end up with w2

0(MTK− z\) � d; see also Figure 2.3(a)
and (2.11). This results in an overly pessimistic error bound in (3.5), which does not
reflect any low-complexity features of the hypothesis set.

2. Computability. The definition of the conic mean width in (2.9) is quite implicit and it
is exactly computable only in special cases. This issue is further complicated by the
presence of the mixing matrix M: while our primary goal is to exploit low-complexity
features of a vector z\ in Rd, the hypothesis set K is a subset of Rp and merely restricts
the search space of (LSK). Hence, in order to evaluate w0(MTK− z\), the impact of the
transformation by MT needs to be precisely understood.

Interestingly, the generalized Basis Pursuit (gBPη
R) considered in Section 3.3 does not

suffer from the “tuning” problem of the first point. This advantage is due to the fact
that (gBPη

R) implicitly selects a hypothesis set that is compatible with z\ (see (3.13) in
Theorem 3.10).

3.2.3 Estimation Based on the Global Mean Width

A different, yet not so obvious corollary of Theorem 3.6 employs the global mean width
as complexity measure for the hypothesis set:

Corollary 3.8 (Estimation via (LSK) – Global version) Let Assumption 3.1 be satisfied.
Let K ⊂ Rp be a bounded, convex subset and fix a vector z\ ∈ MTK ⊂ Rd. Then there
exists a numerical constant C > 0 such that for every u > 0, the following holds true with
probability at least 1− 3 exp(−C · u2)− 2 exp(−C · n): If the number of observed samples
obeys

n & κ4 · (w(MTK) + u)2, (3.6)
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then every minimizer β̂ of (LSK) satisfies

‖MTβ̂− z\‖2 . κ ·max{1, σ(z\)} ·
[(w2(MTK)

n

)1/4
+

u√
n

]
+ ρ(z\) + η∗. (3.7)

Before proceeding with the proof, let us briefly discuss the outcome of Corollary 3.8. A
crucial difference to Theorem 3.6 and Corollary 3.7 is that the complexity of K is now mea-
sured in terms of the global mean width, which implies two important simplifications:
firstly, the size of w(MTK) does not depend on the choice of target vector z\ ∈ MTK
anymore, and secondly, one can apply Proposition 2.2(iv) to isolate the mixing matrix:

w(MTK) ≤ ‖M‖op · w(K).

In this way, Corollary 3.8 can address the two above-mentioned shortcomings of Corol-
lary 3.7, and it is very convenient to use in many situations of interest; in particular, we
may directly apply the bounds from Example 2.3. Unfortunately, these achievements
are not for free: the decay rate O(n−1/4) in the first term of (3.7) is clearly suboptimal
and the dependence on σ(z\) is not linear as before. Consequently, Corollary 3.8 is only
practicable as long as one can ensure that n� w2(MTK).

Proof of Corollary 3.8. We apply Theorem 3.6 for

t := C̃ ·
(

κ · D ·
[(w2(MTK)

n

)1/4
+

u√
n

]
+ ρ(z\) + η∗

)
(3.8)

with D := max{1, σ(z\)} ≥ 1 and a numerical constant C̃ ≥ 1 that is adjusted later on.
With this specific choice of t, we obtain

wt(MTK− z\) ≤ 1
t w(MTK− z\) = 1

t w(MTK)
(3.8)
≤ 1

D · κ ·
( n

w2(MTK)

)1/4
· w(MTK)

=
1

D · κ · n
1/4 ·

√
w(MTK) . (3.9)

Next, we bound the right-hand side of (3.3) as follows:

κ · σ(z\)︸ ︷︷ ︸
≤D≤D2

·wt(MTK− z\) + u√
n

+ ρ(z\) + η∗

≤ κ · D2 · wt(MTK− z\)√
n

+ κ · D · u√
n
+ ρ(z\) + η∗

(3.9)
≤ κ · D2 · 1

D · κ ·
n1/4 ·

√
w(MTK)√
n

+ κ · D · u√
n
+ ρ(z\) + η∗

= D ·
(w2(MTK)

n

)1/4
+ κ · D · u√

n
+ ρ(z\) + η∗

≤
√

2 ·
(

κ · D ·
[(w2(MTK)

n

)1/4
+

u√
n

]
+ ρ(z\) + η∗

)
=
√

2 · C̃−1 · t , (3.10)
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where the last line is due to

κ ≥ ‖a‖ψ2 = sup
v∈Sd−1

‖〈a, v〉‖ψ2

(2.1)
≥ sup

v∈Sd−1

2−1/2 E[|〈a, v〉|2]1/2︸ ︷︷ ︸
(2.2)
= 1

= 2−1/2.

Consequently, choosing C̃ ≥ 1 large enough, we can conclude that (3.10) implies the
condition (3.3) of Theorem 3.6. Finally, combining (3.9) and (3.6), we obtain

wt(MTK− z\) + u ≤ 1
D · κ︸ ︷︷ ︸
≤1/κ

· n1/4 ·
√

w(MTK) + u
(3.6)
.

1
κ
· n1/4 · n1/4

κ
+

√
n

κ2 =
2
√

n
κ2 ,

which implies (3.2) if the hidden numerical constant in (3.6) is appropriately adjusted.
The claim now follows from Theorem 3.6. �

3.2.4 The Impact of the Mixing Matrix

We conclude this section with a brief discussion of the role of the mixing matrix M in
our above results (Theorem 3.6, Corollary 3.7, and Corollary 3.8). For this purpose, let us
first make the following simple, yet important observation about the solution set of the
generalized Lasso (LSK):

MT ·
(

argmin
β∈K

1
n

n

∑
i=1

(yi − 〈xi, β〉)2
)

= MT ·
(

argmin
β∈K

1
n

n

∑
i=1

(yi − 〈ai, MTβ〉)2
)

= argmin
z∈MTK

1
n

n

∑
i=1

(yi − 〈ai, z〉)2. (3.11)

As pointed out in Remark 3.5, (LSK) may have a highly non-unique solution, but using the
linear transformation according to (3.11), it gets related to a more “benign” optimization
problem that just takes isotropic inputs a1, . . . , an ∈ Rd. This particularly underpins why
Theorem 3.6 states an error bound for the estimator ẑ := MTβ̂ ∈ Rd, and not for β̂ itself.
Moreover, (3.11) indicates that, instead of (LSK), one could in principle also investigate
the estimation capacity of the following convex program:

min
z∈Rd

1
n

n

∑
i=1

(yi − 〈ai, z〉)2 subject to z ∈ MTK. (3.12)

Not very surprisingly, this would lead to exactly the same statistical analysis as in the
proofs of Section 3.7. Taking the perspective of (3.12) also explains why the hypothesis
set K appears in our main results always in conjunction with a transformation by MT.

However, the original estimator (LSK) is still of great practical interest because it neither
requires knowledge of M nor of a1, . . . , an. Even if M would be exactly known, an extrac-
tion of the latent factors could be highly unstable, so that potential errors would propa-
gate to the inputs of (3.12). Instead, (3.11) suggests solving the “unspoiled” optimization
problem (LSK) first and then to reweight the outcome by MT, as a post-processing step.
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{β | R(β)≤R(β̂)}

{β | 1
n ∑ n

i=1 (yi−〈xi ,β〉)2 ≤ η 2}
β̂

(a) Generalized Basis Pursuit (gBPη
R)

K

{β | 1
n ∑ n

i=1 (yi−〈xi ,β〉)2 ≤ 1
n ∑ n

i=1 (yi−〈xi ,β̂〉)2}β̂

(b) Generalized Lasso (LSK)

Figure 3.1: A geometrical illustration of (gBPη
R) and (LSK). The basic procedure of both meth-

ods is the same: β̂ is a solution if it belongs to the feasible set (the gray region) but every
parameter vector leading to a strictly smaller objective value (contained in the blue region)
would not belong to this feasible set anymore. In this light, the key difference between (gBPη

R)
and (LSK) is that the role of both regions is interchanged.

Our discussion on the mixing matrix is continued in Section 4.3. In this context, we
present several applications of our theoretical guarantees and demonstrate that estima-
tion via (LSK) is still feasible when M is only approximately known. In the latter case, it
is even possible to obtain an error bound for the untransformed minimizer β̂ by carefully
adapting the hypothesis set (see Corollary 4.22).

3.3 Error Bounds for the Generalized Basis Pursuit

In this section, we present a theoretical analysis of the generalized Basis Pursuit, which is
associated with the following convex optimization problem:

min
β∈Rp

R(β) subject to
(

1
n

n

∑
i=1

(yi − 〈xi, β〉)2
)1/2

≤ η, (gBPη
R)

where R : Rp → R is a seminorm on Rp and η ≥ 0 is a fixed noise level. As indicated in
the course of Section 1.2, this algorithmic approach plays a major role in the theory of
compressed sensing, where R typically corresponds to the `1-norm or a variant thereof
(see (BPη) in Subsection 1.2.1). In fact, it would be sufficient for our purposes in Chapter 5
to investigate the `1-analysis functional R(·) = ‖Ψ(·)‖1 with Ψ ∈ RD×p (see (BPη

Ψ) in
Subsection 1.2.2); but the estimation guarantees established below hold true in greater
generality, which may of interest in its own right.

Intuitively speaking, the convex program of (gBPη
R) searches for the most “structured”

vector β ∈ Rp that still satisfies the data fidelity constraint 1
n ∑n

i=1(yi − 〈xi, β〉)2 ≤ η2.
This strategy is conceptually very similar to that of the generalized Lasso (LSK), which
intends to optimize the mean squared fidelity term while enforcing a structural constraint
by β ∈ K. Thus, the actual difference between (gBPη

R) and (LSK) is the interchanged role
of the objective function and the constraint set; see Figure 3.1 for an illustration. The
following remark shows that both approaches are equivalent is a certain sense.
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Remark 3.9 Let us assume that the hypothesis set K ⊂ Rp in (LSK) is symmetric, convex,
and 0 is an interior point. According to Section 2.1(4), the associated gauge ‖ · ‖K then
defines a seminorm on Rp and we can useR(·) = ‖ · ‖K as objective function for (gBPη

R).5

Conversely, if R is a seminorm used in (gBPη
R), then KR = {β ∈ Rp | R(β) ≤ R} with

R ≥ 0 is a valid hypothesis set for (LSK).
By convex optimization theory, one can now show under additional assumptions (on

K, R, and {(xi, yi)}n
i=1), that for a minimizer β̂ of (LSK), there exists η ≥ 0 such that β̂

also solves (gBPη
‖·‖K

); and vice versa, if β̂ solves (gBPη
R), there is a choice of R ≥ 0 such

that β̂ is a minimizer of (LSKR ); for example, see [FR13, Prop. 3.2, Thm. B.28, Rmk. B.29]
for formal statements. However, we emphasize that this relationship between (gBPη

R)
and (LSK) is quite implicit and mostly of theoretical interest, since the respective choices
of η and R do also depend on the minimizer β̂ itself (cf. [FR13, Rmk. B.29(b)]). From a
practical perspective, one should therefore still consider both optimization problems as
separate approaches, each one coming along with its up- and downsides, as we will see
in the next subsection. ♦

3.3.1 Estimation Based on the Local Mean Width

The strong resemblance of (gBPη
R) and (LSK) indicates that an error bound similar to that

of Theorem 3.6 holds for (gBPη
R). Our next main result shows that this is indeed the case.

Its proof is again postponed to Subsection 3.7.1.

Theorem 3.10 (Estimation via (gBPη
R) – Local version) Let Assumption 3.1 be satisfied.

Let z\ ∈ ran MT ⊂ Rd and set

β\ := argmin
β∈Rp

{R(β) | z\ = MTβ},

K := {β ∈ Rp | R(β) ≤ R(β\)},

ηβ\ :=
(

1
n

n

∑
i=1

(yi − 〈xi, β\〉)2
)1/2

. (3.13)

Then there exists a numerical constant C > 0 such that for every η ≥ ηβ\ , u > 0, and
t ≥ 0, the following holds true with probability at least 1− 3 exp(−C · u2)− 2 exp(−C · n):
Assume that

θt :=
√

n− 1√
n
− CQ · κ2 · wt(MTK− z\) + u√

n
> 0 (3.14)

with the same numerical constant CQ > 0 as in Corollary 2.10, and also assume that

t & 1
θ2

t
·
(

κ · σ(z\) · wt(MTK− z\) + u√
n

+ ρ(z\)
)
+ 1

θt
·
(√

η2 − η2
β\ + η∗

)
. (3.15)

Then every minimizer β̂ of (gBPη
R) satisfies ‖MTβ̂− z\‖2 ≤ t.

5It is a well-known fact from geometric functional analysis that every seminorm on Rp can be represented
by a gauge, by setting K as the unit ball.
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The rationale behind the implicit error bound (3.15) is basically the same as in Theo-
rem 3.6 and we refer to the discussion there for more details on the involved param-
eters. However, there exist some considerable differences between Theorem 3.10 and
Theorem 3.6. A first point is the presence of the additional parameter θt, which can be
regarded as the oversampling ratio. Indeed, θt gets closer to 1 as n grows, so that the con-
dition on t in (3.15) becomes less restrictive. Assuming that θt is positive in (3.14), on the
other hand, is equivalent to a requirement for the minimal sample size, namely

n > C2
Q · κ4 · (wt(MTK− z\) + u)2 + 1.

Similarly to (the proof of) Theorem 3.6, one could easily achieve that θt ≥ 1/2 by en-
larging the numerical constant CQ, but treating θt as a free parameter proves particularly
useful in the situation of exact recovery, as studied in Corollary 3.14 below.

A second important feature of Theorem 3.10 is the assumption on the target vector
(z\ ∈ ran MT) and the related definitions in (3.13). The key idea behind the choice of
β\ ∈ Rp and K ⊂ Rp is the following:6 Select that parameter vector β in the preimage
of z\ under MT which is the most structured, meaning that R(β) is as small as possible.
Since β\ is feasible for (gBPη

R) due to the assumption η ≥ ηβ\ , every minimizer of (gBPη
R)

must belong to the convex subset K. In that sense, the generalized Basis Pursuit implicitly
selects a “structured” hypothesis set K, containing all candidate solutions. Most notably,
the definition of K in (3.13) is specifically tailored to the target vector z\ = MTβ\ because
it always lies on the boundary of the transformed set MTK. This is not necessarily the case
in the setting of Theorem 3.6, where the hypothesis set of (LSK) is fixed in advance and z\

may lie in the interior of MTK; the latter scenario is especially problematic for small
values of t (including t = 0), since one would then end up with wt(MTK − z\) �

√
d;

see also Figure 2.3(a). Taking into account the natural correspondence pointed out by
Remark 3.9, we can therefore conclude that the generalized Basis Pursuit exploits the
structural hypothesis (on z\) in a more efficient way than the generalized Lasso.

However, this desirable “tuning” property of (gBPη
R) does not come for free: The condi-

tion of (3.15) shows that the achievable accuracy t strongly relies on the size of the differ-
ence term η2 − η2

β\ . Thus, if the noise level η of (gBPη
R) overestimates the “base level” ηβ\

too much, Theorem 3.10 indicates very poor estimation results. The ideal situation of
η = ηβ\ is unfortunately hard to achieve in practice, as ηβ\ is typically unknown.7 This is-
sue becomes particularly difficult when the output variable y involves a non-parametric
component, such as in the case of single-index models (1.8), where the non-linearity f
could be even unknown. In those situations, it is largely unclear how to find a good es-
timate of ηβ\ . Theorem 3.6 confirms that the generalized Lasso does not suffer from this
drawback, which is due to the fact that, by definition, (LSK) yields a solution vector β̂
such that the resulting mean squared error η2

β̂
is not larger than η2

β\ for every β\ ∈ K. Let

us summarize our comparison of (gBPη
R) and (LSK) by the following rule of thumb:

Remark 3.11 (Basis Pursuit versus Lasso) The generalized Basis Pursuit (gBPη
R) is prefer-

able in situations where the base noise level ηβ\ in (3.13) is approximately known. In turn,
it does not require any tuning with regard to the structure-exploiting functionalR.

6Note that β\ could be non-unique, but the statement of Theorem 3.10 holds for every choice of β\.
7In fact, ηβ\ is a random parameter that explicitly depends on the samples {(xi, yi)}n

i=1.
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On the other hand, if there is high uncertainty about ηβ\ , using the generalized Lasso
(LSK) seems more natural because it implicitly selects the right noise level. But compared
to (gBPη

R), the hypothesis set K needs to be carefully selected “by hand” in order to cap-
ture structural assumptions on the target vector. ♦

3.3.2 Estimation With Noisy Linear Observations

The conclusion of the previous subsection is consistent with the popularity of the Basis
Pursuit approach in compressed sensing, where the observation process is typically lin-
ear and reliable upper bounds on the noise level are often available. As preparation for
Chapter 5, let us now examine the statement of Theorem 3.10 in this particular model
setup. For this purpose, we first specify Assumption 3.1 in the situation of (noisy) linear
output variables:

Assumption 3.12 (Noisy linear observations) Let Assumption 3.1 be satisfied with
M = Id ∈ Rd×d (p = d) and assume that there exists a vector z0 ∈ Rd such that

y = 〈a, z0〉.

Note that the observed outputs y1, . . . , yn could be still noisy due to (3.1), and we can
write

yi = 〈ai, z0〉+ ε i , i = 1, . . . , n,

with ε i := yi − ỹi and ( 1
n ∑n

i=1|ε i|2)1/2 ≤ η∗.

The assumption of a trivial mixing matrix, i.e., M = Id, leads to several simplifications
because x = a turns into an isotropic random vector in Rd. For the sake of consistency
with the notation of Chapter 5, we therefore agree on writing a, ai, z instead of x, xi, β,
respectively. The generalized Basis Pursuit (gBPη

R) then reads as follows:

min
z∈Rd
R(z) subject to

(
1
n

n

∑
i=1

(yi − 〈ai, z〉)2
)1/2

≤ η. (gBPη,iso
R )

Regarding Theorem 3.10, it is now natural to set z\ = z0, as the vector z0 is obviously
the information that one would like to estimate from the sample set. This immediately
implies that the mismatch parameters do vanish, i.e., ρ(z0) = σ(z0) = 0, and due to
β\ = z0, we have ηβ\ ≤ η∗ =: η. The resulting set K − z\ considered for the local mean
width then contains all descent directions of R at z0, which explains why it is usually
referred to as the descent set in the literature:

Definition 3.13 (Descent set and descent cone) LetR : Rd → R and z0 ∈ Rd. We call

D(R, z0) := {v ∈ Rd | R(z0 + v) ≤ R(z0)}

the descent set ofR at z0 and D0(R, z0) := cone(D(R, z0)) denotes the corresponding
descent cone of R at z0. Furthermore, we call w0(D(R, z0)) the conic mean width of R
at z0.
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Note that, sinceR is assumed to be a seminorm, both D(R, z0) and D0(R, z0) are convex
sets. Inspired by the geometric idea of the generalized Basis Pursuit (cf. Figure 3.1(a)),
there is a very convenient interpretation of our estimation task: Every minimizer of
(gBPη,iso

R ) is close to z0 if the intersection between z0 + D(R, z0) and the feasible set
{z ∈ Rd | 1

n ∑n
i=1(yi − 〈ai, z〉)2 ≤ η2} has a small diameter. It was therefore a remarkable

conclusion by Chandrasekaran et al. [CRPW12] that, based on Gordon’s Escape Through
a Mesh (see Subsection 2.3.2), the occurrence of this event can be controlled by a single pa-
rameter in the Gaussian case, namely the conic mean width of R at z0. This observation
underpins once again that the (conic) mean width serves as an appropriate complexity
measure for a large class of estimation problems. The following corollary of Theorem 3.10
reproduces this well-known achievement from the literature, e.g., see [CRPW12, Cor. 3.3]
or [Tro15, Cor. 3.5].

Corollary 3.14 (Estimation via (gBPη,iso
R ) with linear observations) Let Assumption 3.12

be satisfied and set η := η∗. Then there exists a numerical constant C > 0 such that for every
u > 0, the following holds true with probability at least 1− 3 exp(−C · u2)− 2 exp(−C · n):
Assuming that

θ0 :=
√

n− 1√
n
− CQ · κ2 · w0(D(R, z0)) + u√

n
> 0 (3.16)

with the same numerical constant CQ > 0 as in Corollary 2.10, every minimizer ẑ of
(gBPη,iso

R ) satisfies

‖ẑ− z0‖2 .
η∗

θ0
. (3.17)

In particular, if η∗ = 0 and

n > C2
Q · κ4 · (w0(D(R, z0)) + u)2 + 1, (3.18)

we have exact recovery, i.e., ẑ = z0. Moreover, one can choose CQ · κ2 = 1 in the case of
Gaussian data a ∼ N (0, Id).

Proof. This result is a direct consequence of Theorem 3.10 when applied with z\ = z0 and
η = η∗: the condition (3.15) can be satisfied for t := C̃ · η∗/θ0 with an appropriate numer-
ical constant C̃ > 0, since ρ(z0) = σ(z0) = 0, ηβ\ ≤ η∗, and θ0 ≤ θt; here, we have also
used that K− z\ = D(R, z0) and w0(D(R, z0)) ≥ wt(D(R, z0)) due to Proposition 2.5(i).
For the case of exact recovery, observe that (3.16) and (3.18) are equivalent conditions. �

The error bound of (3.17) in Corollary 3.14 exhibits a well-known structure, according to
which the approximation accuracy scales linearly with the adversarial noise level η∗ as
long as the sample size n exceeds a certain threshold, specified by (3.16). Of particular
interest is the noiseless case η∗ = 0 in which z0 can be exactly recovered; for Gaussian
data, i.e., a ∼ N (0, Id), it is worth noting that the condition (3.18) on the number of
required samples is essentially also necessary to achieve exact recovery (cf. [ALMT14]).
This is one of the reasons why the situation of Gaussian inputs—despite its practical
limitations—is still a very popular benchmark in the theoretical study of the Basis Pursuit
and related methods. We will return to these important aspects in the course of Chapter 5,
where Corollary 3.14 is used to analyze the Analysis Basis Pursuit (BPη

Ψ).
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3.3.3 Stable Estimation

In this subsection, we focus again on the linear model setup of Assumption 3.12. While
Corollary 3.14 already states a robust recovery guarantee,8 it does not address the wish
for stability. As pointed out subsequently to Proposition 2.5, a major difficulty is that
the mapping z0 7→ w0(D(R, z0)) is typically discontinuous, since it involves the conic
hull of the descent set D(R, z0). In particular if w0(D(R, z0)) �

√
d, the claim of Corol-

lary 3.14 is loosing its significance, even when there exists a vector z̄0 ∈ Rd close to z0
whose respective conic mean width w0(D(R, z̄0)) is much smaller. Such a situation oc-
curs, for example, if the coefficients of z0 do just form a compressible sequence which
is not exactly sparse; see also (2.11) and Figure 2.3(b). We emphasize that this concern
does not contradict the “tuning” property of the generalized Basis Pursuit mentioned in
Remark 3.11 because z0 still lies on the boundary of D(R, z0) + z0.

The following corollary of Theorem 3.10 can overcome this drawback by taking advan-
tage of the local mean width. It is based on Proposition 2.6, which allows us to analyze
the conic mean width ofR at a nearby surrogate vector z̄0 ∈ Rd; in turn, one has to sacrifice
estimation accuracy in the order of the approximation error ‖z0 − z̄0‖2.

Corollary 3.15 (Stable estimation via (gBPη,iso
R )) Let Assumption 3.12 be satisfied and

set η := η∗. Moreover, fix a vector z̄0 ∈ Rd with R(z̄0) = R(z0). Then there exists a
numerical constant C > 0 such that for every λ > 0 and u > 0, the following holds true
with probability at least 1− 3 exp(−C · u2)− 2 exp(−C · n): Assuming that

θ̄0 :=
√

n− 1√
n
− CQ · κ2 ·

λ+1
λ · (w0(D(R, z̄0)) + 1) + u

√
n

> 0 (3.19)

with the same numerical constant CQ > 0 as in Corollary 2.10, every minimizer ẑ of
(gBPη,iso

R ) satisfies

‖ẑ− z0‖2 .
η∗

θ̄0
+ λ‖z0 − z̄0‖2 . (3.20)

In particular, if η∗ = 0 and

n > C2
Q · κ4 ·

(
λ+1

λ · (w0(D(R, z̄0)) + 1) + u
)2

+ 1,

we have
‖ẑ− z0‖2 . λ‖z0 − z̄0‖2 .

Proof. This proof works analogously to the proof of Corollary 3.14, except that we now
consider

t := C̃ · η∗

θ̄0
+ λ‖z0 − z̄0‖2

with an appropriate numerical constant C̃ > 0. It suffices to show that θ̄0 ≤ θt, since this
would imply that the conditions (3.14) and (3.15) are both fulfilled, and the claim follows
again from Theorem 3.10 (with z\ = z0 and η = η∗).

8By ‘robust’ we mean that the outcome of (gBPη,iso
R ) is not sensitive to noise in the observation process.
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To verify that θ̄0 ≤ θt, we apply Proposition 2.6:

wt(D(R, z0)) = wt(D(R, z0) + z0 − z0) ≤ wλ‖z0−z̄0‖2
((D(R, z0) + z0)− z0)

≤ λ+1
λ ·

(
w0((D(R, z0) + z0)− z̄0) + 1

) (∗)
= λ+1

λ · (w0(D(R, z̄0)) + 1),

where we have used t ≥ λ‖z0 − z̄0‖2 and Proposition 2.5(ii) in the first inequality, while
(∗) follows from

D(R, z0) + z0 − z̄0 = {v ∈ Rd | R(z0 + v) ≤ R(z0)︸ ︷︷ ︸
=R(z̄0)

}+ z0 − z̄0

v′ :=v+z0−z̄0= {v′ ∈ Rd | R(z̄0 + v′) ≤ R(z̄0)} = D(R, z̄0).

The definitions of θ̄0 and θt now yield the claim. �

In a nutshell, Corollary 3.15 certifies a good performance of (gBPη,iso
R ) if z̄0 approxi-

mates z0 sufficiently well and w0(D(R, z̄0)) is small at the same time. For a more detailed
discussion of this surrogate principle, we refer to Chapter 5 and especially to Subsec-
tion 5.2.2. While that part is devoted to the special case of the `1-analysis functional, i.e.,
R(·) = ‖Ψ(·)‖1, we note that most observations there do also apply to the more general
setup of Corollary 3.15.

Let us conclude this section by stating a more explicit upper bound on the approxima-
tion error ‖z0− z̄0‖2 involved in (3.20). The result below is inspired by a specific selection
procedure for z̄0: if there exists a subspace U ⊂ Rd which consists of low-complexity
vectors (with respect to the conic mean width of R), one may obtain z̄0 ∈ U by first pro-
jecting z0 onto U, and then rescaling such thatR(z̄0) = R(z0); see again Subsection 5.2.2
for more details. For example, if z0 is a compressible vector, U could correspond to a co-
ordinate subspace that contains a “sparsified” version of z0. More generally, this strategy
leads to the following bound on the approximation error:

Proposition 3.16 Let R be a seminorm on Rd. Let z0 ∈ Rd and let U ⊂ Rd be a linear
subspace such that R(PUz0) 6= 0. Setting z̄0 := R(z0)

R(PU z0)
· PUz0, we have R(z̄0) = R(z0)

and
‖z0 − z̄0‖2 ≤ ‖PU z0‖2

R(PU z0)
· R(P⊥U z0) + ‖P⊥U z0‖2 .

Proof. Since z0 = PUz0 + P⊥U z0, we have

‖z0 − z̄0‖2
2 =

∥∥∥(1− R(z0)
R(PU z0)

)
PUz0 + P⊥U z0

∥∥∥2

2

=
∣∣∣1− R(z0)

R(PU z0)

∣∣∣2 · ‖PUz0‖2
2 + ‖P⊥U z0‖2

2

=
∣∣∣R(PU z0)−R(PU z0+P⊥U z0)

R(PU z0)

∣∣∣2 · ‖PUz0‖2
2 + ‖P⊥U z0‖2

2

≤
∣∣∣R(P⊥U z0)

R(PU z0)

∣∣∣2 · ‖PUz0‖2
2 + ‖P⊥U z0‖2

2

≤
(R(P⊥U z0)

R(PU z0)
· ‖PUz0‖2 + ‖P⊥U z0‖2

)2
. �
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3.4 Estimation With General Convex Loss Functions

While the squared loss used for the generalized Lasso (LSK) is one of the most popular
choices of a loss function, there exist many situations of practical interest where different
loss functions are preferred. In a classification problem with binary output variables, for
example, it would be more natural to apply an estimator that is based on the logistic loss
rather than a least-squares-based method (see also Example 3.21(2) below).

In this section, we show that the results from Section 3.2 can be extended to a large class
of locally strongly convex loss functions. To make our approach precise, let L : R×R → R

be a convex function, which is henceforth called a loss function (or shorter, a loss), and
consider the minimization problem

min
β∈K

1
n

n

∑
i=1
L(〈xi, β〉, yi) subject to β ∈ K. (LK)

Not very surprisingly, this convex program precisely coincides with the generalized Lasso
(LSK) if the squared loss is used, i.e.,

L(v1, v2) := LLS(v1, v2) := (v1 − v2)
2, v1, v2 ∈ R.

Inspired by our estimation guarantees for (LSK), one may therefore ask for the following:

Does a result similar to Theorem 3.6 hold true for the generalized estimator (LK)?
What analytical properties does the loss L need to satisfy for this?

A convenient and relatively mild assumption on L that allows us to achieve this goal is
based on local strong convexity within a small neighborhood of the origin:

Assumption 3.17 (Local strong convexity) Let L : R × R → R be twice differen-
tiable in the first variable, and denote its derivatives by L′(v1, v2) := ∂

∂v1
L(v1, v2) and

L′′(v1, v2) := ∂2

∂v2
1
L(v1, v2) for v1, v2 ∈ R. We assume that there exist RL ≥ 0 and

0 < Λ1, Λ2 ≤ ∞ such that

L′′(v1, v2) ≥ RL · χ(−Λ1,Λ1)×(−Λ2,Λ2)(v1, v2) for all v1, v2 ∈ R. (3.21)

In this case, we say that L is locally strongly convex (with parameters RL, Λ1, Λ2). Note
that (3.21) particularly implies that L is convex in the first variable.

In a nutshell, Assumption 3.17 requires that the curvature of the loss function does not
become to small within a rectangular neighborhood of the origin. For a (slightly more
technical) discussion about the geometrical meaning of Assumption 3.17 and possible
relaxations, we refer to Remark 3.25(2) at the end of Subsection 3.7.3. Furthermore, we
note that this property is obviously satisfied for the squared loss LLS with RLLS = 2 and
Λ1 = Λ2 = ∞, since (LLS)′′(v1, v2) = 2 for all v1, v2 ∈ R; in other words, LLS is even
(globally) strongly convex.

In order to formulate the main result of this section (Theorem 3.19), the mismatch pa-
rameters from Definition 3.4 need to be accordingly adapted as well.
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Definition 3.18 (Generalized mismatch parameters) Let Assumption 3.1 and As-
sumption 3.17 be satisfied, and fix a vector z\ ∈ Rd. For t > 0 and K ⊂ Rp, we
define the generalized mismatch parameters:

Mismatch covariance: ρt,L(z\) := sup
v∈(z\−MTK)∩tSd−1

1
2 E[L′(〈a, z\〉, y)〈a, v

t 〉],

Mismatch deviation: σL(z\) := 1
2‖L

′(〈a, z\〉, y)‖ψ2 .

These definitions are consistent with the original mismatch parameters (introduced for
the squared loss LLS in Definition 3.4), in sense that

ρt,LLS(z\) ≤ ρ(z\) and σLLS(z\) = σ(z\).

Moreover, one can easily control the size of ρt,L(z\) by a simplified expression that reflects
our original definition of the mismatch covariance:

ρt,L(z\) ≤ sup
v∈Sd−1

1
2 E[L′(〈a, z\〉, y)〈a, v〉] = 1

2

∥∥E[L′(〈a, z\〉, y)a]
∥∥

2 .

Let us also emphasize that the generalized mismatch covariance ρt,L(z\) depends on the
hypothesis set K. In particular, it is not necessarily non-negative; see Example 3.21(4) for
an interesting consequence of this relaxation.

We are now ready to state our estimation guarantee for (LK). Its proof is deferred to
Subsection 3.7.3.

Theorem 3.19 (Estimation via (LK)) Let Assumption 3.1 and Assumption 3.17 be satisfied
with η∗ = 0. Let K ⊂ Rp be a convex subset and fix a vector z\ ∈ MTK ⊂ Rd. Then there
exists a numerical constant C > 0 such that for every u > 0, t > 0, and α > 0, the following
holds true with probability at least 1− 3 exp(−C · u2)− 2 exp(−C · n): Assume that the
small ball condition

0 < Qt,L,α := inf
v∈Sd−1

P[Λ1
4t > |〈a, v〉| ≥ 4α]−P[|〈a, z\〉| ≥ Λ1

2 ]−P[|y| ≥ Λ2] (3.22)

is fulfilled and that the number of observed samples obeys

n & Q−2
t,L,α · (α

−1 · κ · wt(MTK− z\) + u)2. (3.23)

If

α2 ·Q2
t,L,α · RL · t & κ · σL(z\) ·

wt(MTK− z\) + u√
n

+ ρt,L(z\), (3.24)

then every minimizer β̂ of (LK) satisfies ‖MTβ̂− z\‖2 < t.

The statement of Theorem 3.19 confirms our initial claim that the estimation capacity of
the generalized Lasso (LSK) is retained for a large class of locally strongly convex loss
functions. Essentially, the only notable difference to Theorem 3.6 is the small ball condi-
tion in (3.22). This additional assumption is due to Mendelson’s Small Ball Method (Theo-
rem 2.11), which is used to control the quadratic component of the excess risk in the proof
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of Theorem 3.19 in Subsection 3.7.3 (see Step 3 there). To demonstrate that (3.22) is a rela-
tively mild condition, we may apply Markov’s and Chebyshev’s inequality to obtain the
following lower bound on the parameter Qt,L,α:

Qt,L,α ≥ inf
v∈Sd−1

(
P[|〈a, v〉| ≥ 4α]−P[Λ1

4t ≤ |〈a, v〉|]
)
− 4‖z\‖2

2

Λ2
1
− E[|y|]

Λ2

≥ inf
v∈Sd−1

P[|〈a, v〉| ≥ 4α]− 16t2

Λ2
1
− 4‖z\‖2

2

Λ2
1
− E[|y|]

Λ2

(∗)
≥
[

inf
v∈Sd−1

E[|〈a, v〉|]− 4α
]2

+
− 16t2

Λ2
1
− 4‖z\‖2

2

Λ2
1
− E[|y|]

Λ2
(3.25)

where (∗) follows from the Paley-Zygmund inequality, as used in [Tro15, Subsec. 2.6.5].
This yields a sufficient criterion for (3.22) in terms of the parameters Λ1, Λ2, and α: In-
deed, (3.25) implies that Qt,L,α & α2 > 0 can be achieved if α . infv∈Sd−1 E[|〈a, v〉|] and
Λ1 & α−1 ·max{t, ‖z\‖2}, Λ2 & α−2 ·E[|y|] for appropriate (hidden) numerical constants.
While the latter two requirements for Λ1 and Λ2 are rather conditions on the loss func-
tion, the former states a nondegeneracy condition on a (cf. [Tro15, Subsec. 2.6.1]), which
can be always satisfied if α is chosen small enough, e.g., α = κ−3/10 would work for
us.9 We emphasize that the calculation of (3.25) is also in accordance with the basic con-
cern of Mendelson’s Small Ball Method, since it only makes use of the isotropy of a,
and therefore (3.25) would even remain valid for heavy-tailed input variables; cf. (2.22) in
Subsection 2.3.3.

The following remark points out some technical, yet interesting differences between
Theorem 3.6 and Theorem 3.19, resulting from a careful comparison of their proofs in
Section 3.7:

Remark 3.20 In the proof of Theorem 3.6 (more specifically, Step 3 in Subsection 3.7.2),
we control the quadratic component of the excess risk by means of Corollary 2.10. Alter-
natively, one could employ Mendelson’s Small Ball Method (according to Theorem 2.11)
already at that point. This would basically lead to the same statement as in Theorem 3.6,
while the arising small ball condition simply corresponds to the above-mentioned non-
degeneracy assumption on a. On the other hand, the dependence on the sub-Gaussian
parameter κ would change in (3.2) and (3.3) when following this path.

Apart from that, Theorem 3.19 could be extended to the situation of adversarial noise,
as it is handled by Theorem 3.6. Such an adaption, however, would require some techni-
cal effort as well as additional assumptions on the loss function; see [Gen17] for a detailed
elaboration. ♦

We close this section with several examples of popular loss functions that are compat-
ible with Theorem 3.19:

Example 3.21 (1) The squared loss. This prototypical example of a loss function was
already extensively discussed above, turning (LLS

K ) into the well-known Lasso estima-
tor (LSK). Since LLS is even globally strongly convex, Assumption 3.17 is fulfilled with
RLLS = 2 and Λ1 = Λ2 = ∞, which in turn leads to a significant simplification of the small

9To see this, we apply the isotropy of a, the Cauchy-Schwarz inequality, and the definition of ‖ · ‖ψ2 in (2.1)
to observe that 1 = E[〈a, v〉2]2 ≤ E[|〈a, v〉|] ·E[|〈a, v〉|3] ≤ E[|〈a, v〉|] · 33/2 · κ3 for all v ∈ Sd−1.
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ball condition (3.22). Thus, Theorem 3.19 essentially reproduces the claim of Theorem 3.6
in this special case, except from the minor differences pointed out in Remark 3.20.

(2) Strictly convex loss functions. A large subclass of locally strongly convex loss func-
tions included by Assumption 3.17 are those being strictly convex. More precisely, let
us assume that L′′ is continuous in both variables and satisfies L′′(v1, v2) > 0 for all
v1, v2 ∈ R. For arbitrary Λ1, Λ2 > 0, we then obtain

RL := inf
v1∈(−Λ1,Λ1)
v2∈(−Λ2,Λ2)

L′′(v1, v2) > 0.

Consequently, Theorem 3.19 becomes applicable with parameters RL, Λ1, Λ2, as long as
that the small ball condition (3.22) is fulfilled. Fortunately, this can be always achieved
for sufficiently large Λ1 and Λ2, for instance, by means of (3.25); but the price to pay for
this “universal” applicability is that we only have implicit control of the size of RL.

A widely-used example of a strictly convex loss function is the logistic loss:

Llog : R×R → R, (v1, v2) 7→ −v1 · v2 + log(1 + ev1).

The resulting estimator (Llog
K ) corresponds to minimizing the negative log-likelihood of a

logistic regression model, combined with a structural constraint. This perspective is quite
popular in statistics and fits will into the conception of generalized linear models [NW72;
MN89], which promotes loss functions of the form

L(v1, v2) = −v1 · v2 + Φ(v1)

with a model-dependent link function Φ : R → R; see [Bun08; Gee08; Bac10; NRWY12]
for more details and further reading.

(3) The Huber loss. Another prominent example that falls within our scope is the so-
called Huber loss [Hub64]:

LHub : R×R → R, (v1, v2) 7→
{
(v1 − v2)2, |v1 − v2| ≤ δ,
2δ · |v1 − v2| − δ2, otherwise,

where δ > 0 is a free parameter. The associated estimator (LHub
K ) certainly resembles the

generalized Lasso (LSK), but it comes along with an important difference: if the deviation
between an output sample yi and 〈xi, β〉 is large, i.e., |yi − 〈xi, β〉| > δ, the Huber loss pe-
nalizes this deviation only linearly (and not quadratically). This feature proves especially
useful in situations where the sample set contains gross “outliers”; see [HTF09, Sec. 10.6]
and [Men18, Sec. 2]. On the other hand, due to its quadratic behavior for smaller devi-
ations, it is not hard to see that LHub still satisfies Assumption 3.17 with RLHub = 2 and
Λ1, Λ2 > 0 depending on δ. Hence, Theorem 3.19 yields an estimation guarantee for
(LHub

K ), supposed that δ is adjusted to the underlying observation model in such a way
that (3.22) holds true.

(4) The linear loss. Plan and Vershynin [PV13b] have recently shown in the context of
1-bit compressed sensing (cf. Subsection 4.2.2) that signal estimation is already possible
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by using the linear loss:

Llin : R×R → R, (v1, v2) 7→ −v1 · v2 .

This function is obviously convex, but since (Llin)′′ vanishes everywhere, the local strong
convexity property of (3.21) is not fulfilled for any choice of Λ1 and Λ2, unless RLlin = 0
(which is in fact not excluded by Assumption 3.17).

At this point, our generalization of the mismatch covariance from Definition 3.18 be-
comes helpful: While the left-hand side of (3.24) vanishes for the linear loss, this con-
dition can be still met if ρt,Llin(z\) is negative. Indeed, this is precisely the case in the
setup of [PV13b], where the hypothesis set K is contained in the Euclidean unit ball and
z\ ∈ Sd−1 corresponds to the signal vector of the underlying 1-bit observation process;
under mild model assumptions, one can then easily verify that ρt,Llin(z\) � −t. In conse-
quence, Theorem 3.19 yields a performance guarantee for (Llin

K ) which is very similar to
that of [PV13b].

These findings are quite surprising because they indicate that local strong convexity is not
required at all to obtain a reliable estimator. However, it is worth pointing out that a cer-
tain type of local strong convexity is still a very desirable property: the linear loss is typ-
ically outperformed by more advanced (convex) loss functions, e.g., see [KV17, Sec. VI].
Furthermore, the estimation capacity of (Llin

K ) crucially relies on the above-mentioned
unit-ball assumption, which may restrict its practical applicability as well. ♦

3.5 Related Approaches in Learning Theory

As the setting and terminology of this chapter is mainly based on statistical learning
theory, we now would like to discuss to what extent our results fit into the context of
this research field. Note that the intention of this section is not to present a broad survey
of the (extensive) literature in learning theory; for a comprehensive overview, one could
consult the textbooks [Vap98; CZ07; HTF09; Tsy09; BG11; Kol11; SB14] as starting point.

Let us first recall our initial motivation from the beginning of Section 1.1: A key ob-
jective in statistical learning is to study empirical risk minimization (1.2) as a means to
approximate the inaccessible problem of expected risk minimization (1.1). Despite many
different variants, there are basically two common ways to assess the quality of a solution
ĥ ∈ H to (1.2):

Estimation error: Ex[(ĥ(x)− h∗(x))2], (3.26)

Prediction error: E(x,y)[(y− ĥ(x))2]−E(x,y)[(y− h∗(x))2], (3.27)

where h∗ ∈ H is a minimizer of (1.1). The estimation error (3.26) measures directly how
well the empirical risk minimizer ĥ approximates the expected risk minimizer h∗, while
not explicitly depending on the output variable y. In contrast, the basic idea behind (3.27)
is to compare the predictive capacity of the function ĥ with the best possible inH, which
is h∗ by definition; noteworthy, a small prediction error does not necessarily imply a small
estimation error.

Among a huge amount of works on estimation and prediction problems, we wish to
highlight those by Mendelson [Men15; Men18], providing a fairly general learning frame-
work for empirical risk minimization. His results are based on a few complexity param-
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eters that relate the noise level and geometric properties of the hypothesis class to the
estimation error and sample size. While such types of results are common in the litera-
ture, the key novelty of Mendelson’s approach is that it does not rely on concentration in-
equalities but rather on a mild small ball condition. In that way, the guarantees of [Men15;
Men18] do even apply when the input and output variables are heavy-tailed. As pointed
out in Subsection 2.3.3, the associated Small Ball Method proves very useful for controlling
general non-negative empirical processes and found therefore many applications beyond
classical learning theory.

While the basic strategy of [Men15; Men18] is conceptually very similar to ours, there
are several crucial differences. Firstly, we focus on much more restrictive model assump-
tions in this thesis, most notably, sub-Gaussian data and linear hypothesis functions. This
limits the scope of our guarantees, but at the same time, they are more specific and ac-
cessible to concrete observation models. The second important difference comes along
with the first one: Instead of simply approximating the expected risk minimizer as in
(3.26), we refine the ordinary estimation problem by the notion of target vectors (and
target sets). This allows us to systematically encode (parametric) information about the
underlying output rule, which gives rise to the Mismatch Principle later in Chapter 4.
Apart from that, it is worth mentioning that the prediction error (3.27) is only of minor
interest to our purposes. Indeed, since the generalized Lasso (LSK) is restricted to linear
hypothesis functions in H, one cannot expect that h(x) := 〈x, β〉 with β ∈ Rp yields a
reliable predictor of y, unless y linearly depends on x (cf. Remark 1.3).

For a more technical comparison of our approach to [Men15; Men18], the reader is
referred to Remark 3.24 at the end of Subsection 3.7.2. Finally, let us emphasize that
the results of this chapter are also related to recent findings in (non-linear) compressed
sensing and signal processing. But a discussion of this connection fits better into the
contexts of Chapter 4 and Chapter 5, in particular, see Subsection 4.2.7 and Section 5.4
there.

3.6 Summary and Extensions

The main achievement of this chapter are the error bounds for the generalized Lasso (LSK)
and Basis Pursuit (gBPη

R) established by Theorem 3.6 and Theorem 3.10, respectively, as
well as their corollaries; the generality of these results will prove particularly useful in
the next chapters, where we elaborate various applications of our framework. Let us now
summarize the most important conclusions of our discussion from the previous sections:

1. The target vector z\ ∈ Rd is a flexible parameter that does not necessarily correspond
to an expected risk minimizer. This relaxation is a major difference to the usual ap-
proach of statistical learning theory and is of particular interest in the situation of
semi-parametric observation models as considered in Chapter 4.

2. The mismatch parameters ρ(z\) and σ(z\) are the key characteristics to quantify the mis-
match caused by fitting the linearized model 〈a, z\〉 to a possibly non-linear output
variable y. More specifically, their size determines the capability of (LSK) and (gBPη

R)
to estimate the target vector z\.

3. The local mean width is a well suited measure for the complexity of hypothesis sets. This
parameter refines the well-known concept of conic mean width and thereby allows
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for stable estimation guarantees, e.g., see Corollary 3.15. Moreover, by selecting an
appropriate scale t, it can be used to derive more convenient error bounds based on
the global mean width (see Corollary 3.8).

4. The generalized Lasso (LSK) and Basis Pursuit (gBPη
R) exhibit a very similar estimation

behavior, but their applicability crucially relies on the available prior knowledge about
the model specification (see Remark 3.11).

5. The estimation capacity of the generalized Lasso (LSK) is retained for a large class of
convex loss functions, satisfying a mild local strong convexity condition (see Assump-
tion 3.17 and Theorem 3.19). This includes popular examples of loss functions, such as
the logistic loss or the Huber loss.

We finally point out some possible extensions and generalizations of our main results:

1. Hypothesis classes and heavy-tailed data. As long as the hypothesis class H ⊂ L2 in (1.2)
is a convex set, the geometric proof ideas of Section 3.7 do essentially remain valid.
Furthermore, the underlying concentration inequalities from Section 2.3 hold true in a
much more general setting. For example, the sub-Gaussianity of y could be replaced
by a finite moment assumption when using [Men16, Cor. 1.10] instead of Theorem 2.8
in our proofs. For these reasons, the basic approach of this chapter is not just limited
to linear hypothesis functions and sub-Gaussian outputs. According to the framework
of Mendelson [Men15; Men18], one can expect that our results are even extendable to
heavy-tailed input vectors, at least in certain special cases. However, such an adaption
is not straightforward and would require a lot of technical effort.

2. Loss functions. In Section 3.4, we have demonstrated that our performance guarantees
for (LSK) can be generalized to a larger class of (locally strongly convex) loss functions.
On the other hand, there are various types of loss functions that do not fall within this
scope, such as the hinge loss

Lhng : R×R → R, (v1, v2) 7→ [1− v1 · v2]+ , (3.28)

which has gained increasing attention with the advent of support vector machines, e.g.,
see [SC08]. In the light of Section 3.4, this example is problematic for two reasons:
Lhng is not (strongly) differentiable and its “curvature energy” is concentrated in a
single point, rather than an open neighborhood (such as required by (3.21)). It is there-
fore somewhat astonishing that hinge loss minimization (Lhng

K ) is still capable of sig-
nal estimation, at least in the specific situation of Gaussian 1-bit compressed sensing
[GS18]. The key idea behind these results is to show that the hinge loss satisfies a
version of restricted strong convexity, which is a relaxation of Assumption 3.17; see also
Remark 3.25(1). This achievement, however, comes along with many technical diffi-
culties, involving a careful adaption of Mendelson’s Small Ball Method (see Subsec-
tion 2.3.3) and a non-standard complexity measure for the hypothesis set K. Hence,
one cannot expect that the setup of Theorem 3.19 would apply to the hinge-loss-based
estimator (Lhng

K ) in full generality. But the proof techniques of [GS18] may nevertheless
serve as a template to further relax our assumptions on the used loss function.

3. Adversarial noise. A natural extension of Assumption 3.1 is to consider a different mea-
sure for the adversarial noise in (3.1), e.g., one could use an `q-norm, 1 ≤ q ≤ ∞,
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instead of the `2-norm. The latter scenario would particularly entail a replacement of
the squared loss by the `q-loss in (LSK) and (gBPη

R), which is a step closely related to
our previous point on general loss functions. In this context, it is worth mentioning
a recent study by Dirksen et al. [DLR18] on `q-noise constraints in compressed sens-
ing. Their approach is based on an analysis of the `q-robust null space property, which
even allows for uniform recovery guarantees. Although this result has a slightly differ-
ent flavor than ours, it also relies on an application of Mendelson’s Small Ball Method,
similarly to the proof of Theorem 3.19 (see Step 3 in Subsection 3.7.3).

4. Regularized estimators. From an optimization perspective, it is often beneficial to solve
the regularized analog of (LSK) and (gBPη

R), that is

min
β∈Rp

1
n

n

∑
i=1

(yi − 〈xi, β〉)2 + λ‖β‖K (3.29)

where λ ≥ 0 is a (tunable) regularization parameter and ‖ · ‖K is the gauge of K (see
Remark 3.9). Even though (3.29) is conceptually strongly related to (LSK), it is not
obvious how one can adapt our approach to work with these types of estimators. The
interested reader is referred to [LM16; LM17] for recent advances in that direction.

3.7 Proofs

We begin with the proofs of Theorem 3.6 and Theorem 3.10 in Subsection 3.7.1. In this
context, it will turn out that both claims are consequences of a more general result, The-
orem 3.23, which states a uniform lower bound for the so-called excess risk. The proof of
Theorem 3.23 is then presented in Subsection 3.7.2; this is the most involved part of our
statistical analysis, where we also make use of the concentration inequalities for empiri-
cal processes from Section 2.3. Finally, we verify Theorem 3.19 in Subsection 3.7.3, which
requires a careful adaption of the arguments from Subsection 3.7.2 in order to work with
general convex loss functions.

3.7.1 Proofs of Theorem 3.6 and Theorem 3.10

Throughout this subsection, we assume that Assumption 3.1 is satisfied and we recall
the notations from Table 3.1. Moreover, according to the hypotheses of Theorem 3.6 and
Theorem 3.10, let z\ ∈ MTK be a fixed target vector and let t ≥ 0 be the desired level
of accuracy. Let us first introduce some additional notations to improve readability. The
following two definitions are common in statistical learning theory:

Definition 3.22 The objective function of (LSK) is called the empirical risk, denoted
by

L̄LS(β) := 1
n

n

∑
i=1

(yi − 〈xi, β〉)2, β ∈ Rp,

and the associated excess risk is defined by

E(β, β′) := L̄LS(β)− L̄LS(β′), β, β′ ∈ Rp.
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Moreover, we define the following subsets of the hypothesis set K ⊂ Rp:

Kz\,t := {β ∈ K | ‖MTβ− z\‖2 = t},
Kz\,>t := {β ∈ K | ‖MTβ− z\‖2 > t},
Kz\,<t := {β ∈ K | ‖MTβ− z\‖2 < t}. (3.30)

Finally, due to the assumption z\ ∈ MTK, there exists a parameter vector β\ ∈ K such
that z\ = MTβ\. Note that this vector could be highly non-unique, but if not further
specified, all arguments below apply to every choice of β\ with z\ = MTβ\.

The common ground of the proofs of Theorem 3.6 and Theorem 3.10 is the following
lower bound for the excess risk that holds uniformly in the neighborhood set Kz\,t. In
fact, this result forms the technical key ingredient of our statistical analysis and relies on
the tools from empirical process theory provided in Section 2.3; its proof is given below
in Subsection 3.7.2.

Theorem 3.23 (Lower bound for the excess risk) Let Assumption 3.1 be satisfied. Let
K ⊂ Rp be a convex subset and fix a vector z\ ∈ MTK ⊂ Rd. For u > 0 and t > 0, we set

t0 := κ · σ(z\) · wt(MTK− z\) + u√
n

+ ρ(z\)

and

θt :=
√

n− 1√
n
− CQ · κ2 · wt(MTK− z\) + u√

n
(3.31)

where CQ > 0 is the same numerical constant as in Corollary 2.10. Moreover, we assume
that θt · t ≥ 2η∗. Then there exist numerical constants C, C̃ > 0 such that the following
holds true with probability at least 1− 3 exp(−C · u2)− 2 exp(−C · n): For all β ∈ Kz\,t
and β\ ∈ K with z\ = MTβ\, we have that

E(β, β\) ≥ t · (θ2
t · t− 2θt · η∗ − C̃ · t0). (3.32)

The parameters t0 and θt have already appeared in the statements of Theorem 3.6 and
Theorem 3.10, so that we refer to the related discussion there for more details on their
specific meaning. Let us also mention that the assumption θt · t ≥ 2η∗ in Theorem 3.23
is quite natural because it requires that the considered “resolution level” t does not fall
below the adversarial noise level η∗.

Our basic strategy for the respective proofs of Theorem 3.6 and Theorem 3.10 is now
to show that the lower bound in (3.32) is sufficiently large. This particularly explains
the purpose of the implicit conditions (3.3) and (3.15), as they ensure in either case that t
exceeds both η∗ and t0 (up to a constant). Let us begin with the proof of Theorem 3.6:

Proof of Theorem 3.6. At first, let us consider the case t > 0 and apply Theorem 3.23 to
show that E(β, β\) > 0 holds uniformly for all β ∈ Kz\,t. To this end, we observe that
the hidden numerical constant in the assumption (3.2) can be adjusted such that the over-
sampling ratio θt in (3.31) becomes positive, say θt ≥ 1

2 ; similarly, if the hidden constant
in (3.3) is chosen sufficiently large, one can ensure that t

2 ≥ 4η∗; in combination, this
implies θt · t ≥ θt

2 · t ≥ 2η∗.
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MTK

MTK ∩ (tSd−1 + z\) = MTKz\,tz\

Figure 3.2: Illustration of the localization argument in the proof of Theorem 3.6. The key
step is to show that E(β, β\) > 0 for all β ∈ Kz\ ,t (see red arc). Thus, if β̂ is a minimizer of
(LSK), the convexity of K and E(·, β\) implies that MTβ̂ ∈ Rd must belong to the dark gray
intersection MTKz\ ,<t, which simply means that ‖MTβ̂− z\‖2 < t.

Theorem 3.23 then states that the following bound holds true with probability at least
1− 3 exp(−C · u2)− 2 exp(−C · n) for all β ∈ Kz\,t:

E(β, β\) ≥ t · (θ2
t · t− 2θt · η∗ − C̃ · t0)

≥ t ·
( θ2

t
2 · t︸︷︷︸
≥t/8

+ (
θ2

t
2 · t− 2θt · η∗)︸ ︷︷ ︸

≥0

−C̃ · t0
)

≥ t · ( t
8 − C̃ · t0)︸ ︷︷ ︸

>0

> 0, (3.33)

where the strict positivity in the last step follows from t > 0 and (3.3) with an appropriate
(hidden) numerical constant.

The remaining step is based on a simple localization argument; see Figure 3.2 for an
illustration. Our goal is to show that β̂ ∈ Kz\,<t for every minimizer β̂ of (LSK). From
(3.33), we can already conclude that Kz\,t cannot contain a minimizer β̂ of (LSK), since
E(β̂, β\) ≤ 0 by definition. Next, on the same event, let us assume that there is a min-
imizer β̂ of (LSK) with β̂ ∈ Kz\,>t. By the convexity of K, it is not hard to see that
the line segment λ 7→ Seg(λ) := λβ\ + (1− λ)β̂ intersects Kz\,t at a certain point, say
β′ := λ′β\ + (1− λ′)β̂ with λ′ ∈ [0, 1]. Thus,

E(Seg(0), β\) = E(β̂, β\) ≤ 0,

E(Seg(λ′), β\) = E(β′, β\)
(3.33)
> 0,

E(Seg(1), β\) = E(β\, β\) = 0,

which contradicts the convexity of the mapping λ 7→ E(Seg(λ), β\). In turn, every mini-
mizer β̂ of (LSK) must belong to Kz\,<t, which implies the claim ‖MTβ̂− z\‖2 < t.

Finally, let us consider the situation of t = 0, that is, exact recovery. In this case,
w0(MTK− z\) corresponds to the conic mean width and the assumption of (3.3) is equiv-
alent to η∗ = σ(z\) = ρ(z\) = 0. In particular, due to 0 = σ(z\) = ‖y − 〈a, z\〉‖ψ2 ,
the output variable y must be noiseless and linear in a, i.e., y = 〈a, z\〉 = 〈x, β\〉 almost
surely.
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In the following, we do not apply Theorem 3.23 directly, but a slightly modified argu-
ment. In fact, the linearity of the observation model simplifies the reasoning significantly,
since the excess risk now takes the form

E(β, β\) = L̄LS(β)− L̄LS(β\)︸ ︷︷ ︸
=0

= 1
n

n

∑
i=1

∣∣〈xi, β− β\〉
∣∣2 = 1

n

n

∑
i=1

∣∣〈ai, MTβ− z\〉
∣∣2.

Adapting Step 3 from Subsection 3.7.2, we may invoke Corollary 2.10 with t = 1 and
L = cone(MTK − z\) ∩ Sd−1. Hence, with probability at least 1− exp(−C · u2), it holds
that (

1
n

n

∑
i=1

∣∣〈ai, v〉
∣∣2)1/2

≥
√

n− 1√
n
− CQ · κ2 · w0(MTK− z\) + u√

n

(3.2)
> 0 (3.34)

for all v ∈ L. On this event, let β′ ∈ Kz\,>0 = {β ∈ K | MTβ 6= z\}. Then, we have
MTβ′−z\

‖MTβ′−z\‖2
∈ cone(MTK− z\) ∩ Sd−1 = L, so that (3.34) yields

E(β′, β\) = ‖MTβ′ − z\‖2
2 · 1

n

n

∑
i=1

∣∣〈ai,
MTβ′−z\

‖MTβ′−z\‖2
〉
∣∣2 > 0. (3.35)

Consequently, β′ cannot be a minimizer of (LSK), implying that every minimizer β̂ be-
longs to Kz\,0, i.e., MTβ̂ = z\. �

The proof of Theorem 3.10 is very similar to that of Theorem 3.6 and just requires a
slight modification of the arguments:

Proof of Theorem 3.10. We first consider the case t > 0 and apply Theorem 3.23 to establish
an appropriate lower bound for the excess risk E(·, β\) in the neighborhood set Kz\,t,
where β\ ∈ Rp and K ⊂ Rp are defined according to (3.13). By adjusting the (hidden)
numerical constant in (3.15), we may assume that

θt · t ≥ θt
2 · t ≥ 2η∗, θ2

t
4 · t ≥ C̃ · t0, and θ2

t
4 · t

2 > η2 − η2
β\ = η2 − L̄LS(β\),

where C̃ > 0 is the numerical constant from Theorem 3.23.
Theorem 3.23 now states that the following bound holds true with probability at least

1− 3 exp(−C · u2)− 2 exp(−C · n) for all β ∈ Kz\,t:

E(β, β\) ≥ t · (θ2
t · t− 2θt · η∗ − C̃ · t0)

≥ t · (θ2
t · t−

θ2
t

2 · t−
θ2

t
4 · t)

=
θ2

t
4 · t

2 > η2 − L̄LS(β\). (3.36)

Next, we note that β\ ∈ K is a feasible point for (gBPη
R), since L̄LS(β\) = η2

β\ ≤ η2 by
assumption. In particular, we have that

E(β\, β\) = 0 ≤ η2 − L̄LS(β\).
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This implies that every minimizer β̂ of (gBPη
R) belongs to K and satisfies

E(β̂, β\) = L̄LS(β̂)︸ ︷︷ ︸
≤η2

−L̄LS(β\) ≤ η2 − L̄LS(β\).

Using the lower bound (3.36), we can now proceed analogously to the localization argu-
ment in the proof of Theorem 3.6, which yields the claim.

In the case of exact recovery, i.e., t = 0, we can again reuse the above proof strategy
for Theorem 3.6: Indeed, it is not hard to see that (3.15) with t = 0 is equivalent to
η = L̄LS(β\) = η∗ = σ(z\) = ρ(z\) = 0, so that E(β, β\) = 0 for every feasible point β
for (gBPη

R). On the other hand, by literally repeating the arguments that led to (3.35), we
conclude that every point β′ ∈ Kz\,>0 ⊂ K satisfies E(β′, β\) > 0 and therefore cannot
be feasible. Since every minimizer β̂ of (gBPη

R) belongs to K, it holds that β̂ ∈ Kz\,0, i.e.,
MTβ̂ = z\. �

3.7.2 Proof of Theorem 3.23

The proof is divided into several substeps:

Step 1: Decomposing the Excess Risk

Let us first decompose the excess risk into its linear and quadratic part, corresponding to
a second-order Taylor expansion of L̄LS at β\ ∈ Rp:

E(β, β\) = L̄LS(β)− L̄LS(β\)

= 1
n

n

∑
i=1

(yi − 〈xi, β〉)2 − 1
n

n

∑
i=1

(yi − 〈xi, β\〉)2

= 2
n

n

∑
i=1

(〈xi, β\〉 − yi)〈xi, β− β\〉+ 1
n

n

∑
i=1
|〈xi, β− β\〉|2. (3.37)

Due to xi = Mai and z\ = MTβ\, we can now rephrase the summands of (3.37):

1
n

n

∑
i=1
|〈xi, β− β\〉|2 = 1

n

n

∑
i=1
|〈Mai, β− β\〉|2 = 1

n

n

∑
i=1
|〈ai, MTβ− z\〉|2 =: Q(MTβ, z\)

and

2
n

n

∑
i=1

(〈xi, β\〉 − yi︸︷︷︸
=ỹi+(yi−ỹi)

)〈xi, β− β\〉

= 2
n

n

∑
i=1

(〈Mai, β\〉 − ỹi)︸ ︷︷ ︸
=〈ai ,z\〉−ỹi=:ξi(z\)

〈Mai, β− β\〉+ 2
n

n

∑
i=1

(ỹi − yi)〈Mai, β− β\〉

= 2
n

n

∑
i=1

ξi(z\)〈ai, MTβ− z\〉︸ ︷︷ ︸
=:M(MTβ,z\)

+ 2
n

n

∑
i=1

(ỹi − yi)〈ai, MTβ− z\〉︸ ︷︷ ︸
=:M′(MTβ,z\)

.
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The factors ξi(z\) = 〈ai, z\〉 − ỹi can be regarded as multipliers depending on ai but
not on β. For that reason, M(MTβ, z\) is referred to as the multiplier term, whereas
Q(MTβ, z\) is called the quadratic term. Technically, M′(MTβ, z\) has the same struc-
ture as M(MTβ, z\), but its summands do also depend on the possibly non-random
(adversarial) outputs y1, . . . , yn. For that reason, this adversarial term needs to be treated
differently; note thatM′(MTβ, z\) = 0 if Assumption 3.1 holds with η∗ = 0. With these
notations, the decomposition of (3.37) takes the form

E(β, β\) = Q(MTβ, z\) +M(MTβ, z\) +M′(MTβ, z\). (3.38)

Let us finally emphasize that all terms in (3.38) depend on β and β\ only through MTβ
and z\ = MTβ\. This particularly implies that E(β̃, β̃\) = E(β, β\) for all β̃, β̃\ ∈ Rp with
MTβ̃ = MTβ and MTβ̃\ = MTβ\.

The goal of the following two steps is to establish uniform lower bounds for both em-
pirical processes, β 7→ M(MTβ, z\) and β 7→ Q(MTβ, z\), in the neighborhood set Kz\,t.
Using the definition of the parameters θt and t0, this eventually leads to the desired lower
bound for the excess risk in Step 4.

Step 2: Bounding the Multiplier Term

The definition ofM(·, z\) suggests that we can apply Theorem 2.8 from Subsection 2.3.1
with L = MTKz\,t − z\ = (MTK − z\) ∩ tSd−1 and ξ = 〈a, z\〉 − y. Accordingly, with
probability at least 1− 2 exp(−C · u2)− 2 exp(−C · n), we have that the following bound
holds true for every β ∈ Kz\,t (⇒ MTβ− z\ ∈ L):

1
2 ·M(MTβ, z\) = 1

n

n

∑
i=1

ξi(z\)〈ai, MTβ− z\〉

≥ E[ξ〈a, MTβ− z\〉]− C′ · κ · ‖ξ‖ψ2 ·
w(L) + t · u√

n

= −t ·
(

E
[
ξ〈a, z\−MTβ

t 〉
]

︸ ︷︷ ︸
(∗)
≤ρ(z\)

+ C′ · κ · ‖ξ‖ψ2︸ ︷︷ ︸
=σ(z\)

·
1
t w(MTKz\,t − z\) + u

√
n

)

≥ −t ·
(

ρ(z\) + C′ · κ · σ(z\) · wt(MTK− z\) + u√
n

)
≥ −t ·max{1, C′}︸ ︷︷ ︸

=:C̃/2

·
(

ρ(z\) + κ · σ(z\) · wt(MTK− z\) + u√
n

)
︸ ︷︷ ︸

=t0

,

where (∗) follows from the Cauchy-Schwarz inequality and the definition of the mis-
match covariance (see Definition 3.4):

E
[
ξ〈a, z\−MTβ

t 〉
]
= E

[
(〈a, z\〉 − y)〈a, z\−MTβ

t 〉
]
=
〈

E[(〈a, z\〉 − y)a], z\−MTβ
t

〉
≤
∥∥E[(〈a, z\〉 − y)a]

∥∥
2 ·
∥∥∥ z\−MTβ

t

∥∥∥
2︸ ︷︷ ︸

=1

= ρ(z\).
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Hence, we end up with the lower bound

M(MTβ, z\) ≥ −C̃ · t · t0 for all β ∈ Kz\,t . (3.39)

Step 3: Bounding the Quadratic Term

The quadratic term Q(·, z\) can be controlled by means of Corollary 2.10 from Subsec-
tion 2.3.2, applied with L = MTKz\,t − z\ ⊂ tSd−1. Hence, with probability at least
1− exp(−u2/2), the following bound holds true for every β ∈ Kz\,t:√

Q(MTβ, z\) =
(

1
n

n

∑
i=1

∣∣〈ai, MTβ− z\〉
∣∣2)1/2

≥ t ·
√

n− 1√
n
− CQ · κ2 · w(L) + t · u√

n

= t ·
(√n− 1√

n
− CQ · κ2 ·

1
t w(MTKz\,t − z\) + u

√
n

)
= t ·

(√n− 1√
n
− CQ · κ2 · wt(MTK− z\) + u√

n

)
︸ ︷︷ ︸

=θt

= θt · t. (3.40)

Step 4: Bounding the Excess Risk

It remains to analyze the adversarial term M′(MTβ, z\). For this purpose, we apply
the Cauchy-Schwarz inequality to isolate the adversarial multipliers (similarly to (2.17)),
which leads to a lower bound in terms of Q(MTβ, z\):

M′(MTβ, z\) = 2
n

n

∑
i=1

(ỹi − yi)〈ai, MTβ− z\〉

≥ −2 ·
(

1
n

n

∑
i=1
|ỹi − yi|2

)1/2

︸ ︷︷ ︸
≤η∗

·
(

1
n

n

∑
i=1
|〈ai, MTβ− z\〉|2

)1/2

︸ ︷︷ ︸
=
√
Q(MTβ,z\)

≥ −2η∗ ·
√
Q(MTβ, z\). (3.41)

Together with (3.38), this yields the following estimate for the excess risk:

E(β, β\) = Q(MTβ, z\) +M′(MTβ, z\) +M(MTβ, z\)

≥ Q(MTβ, z\)− 2η∗ ·
√
Q(MTβ, z\) +M(MTβ, z\)

=
√
Q(MTβ, z\) ·

(√
Q(MTβ, z\)− 2η∗

)
+M(MTβ, z\).

Let us now assume that the events of Step 2 and Step 3 have jointly occurred with proba-
bility at least 1− 3 exp(−C · u2)− 2 exp(−C · n), where C > 0 might be slightly adjusted.
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Using (3.40) and the assumption θt · t ≥ 2η∗, we then obtain√
Q(MTβ, z\) ≥ θt · t ≥ 2η∗ ≥ 0,

and together with (3.39), this implies

E(β, β\) ≥ θt · t · (θt · t− 2η∗)− C̃ · t · t0

= t · (θ2
t · t− 2θt · η∗ − C̃ · t0)

for all β ∈ Kz\,t, which is precisely the claim of Theorem 3.23. �

Remark 3.24 (Related approaches) The above proof strategy is consistent with the learn-
ing framework of Mendelson from [Men15; Men18]. Based on a similar decomposition
of the excess risk as in (3.38), the key idea of Mendelson’s approach is to show that the
quadratic term dominates the multiplier term except for a small neighborhood of the
expected risk minimizer. Thus, according to a convexity argument as in the proof of
Theorem 3.6, one can conclude that the empirical risk minimizer belongs to this small
neighborhood, which in turn yields an error bound.

While the above argument for the quadratic term relies on random matrix concentra-
tion results (Theorem 2.9 and Corollary 2.10) due to the sub-Gaussianity of a, a major
concern of Mendelson’s works is that one can already establish such lower bounds under
a much weaker small ball condition; see also (2.22) in Subsection 2.3.3.

On the other hand, as pointed out in Section 3.5, a key difference to [Men15; Men18]
is that we do not restrict our analysis to the expected risk minimizer as target vector
but permit any choice z\ ∈ MTK. This particularly explains why the multiplier term
M(·, z\) needs to be treated somewhat differently in our setup. Apart from that, it is
worth mentioning that the above reasoning also improves related proof techniques from
[PV16; Gen17]. These works on Gaussian single-index models handle the multiplier term
by a simpler argument based on Markov’s inequality, which eventually leads to a much
more pessimistic probability of success. ♦

3.7.3 Proof of Theorem 3.19

The basic proof strategy for Theorem 3.19 is very similar to that for Theorem 3.6 and
Theorem 3.10. In particular, we will revisit the four key steps from Subsection 3.7.2.
While most adaptions are relatively straightforward, an important difference is how the
quadratic term is handled for a general convex loss function: instead of Corollary 2.10,
we have to come up with a more sophisticated lower bound at this point, which is based
on Mendelson’s Small Ball Method, more specifically, Theorem 2.11 from Subsection 2.3.3.

Throughout this subsection, we assume that the hypotheses of Theorem 3.19 hold true,
especially Assumption 3.1 and Assumption 3.17. Moreover, let us recall the definitions
of the subsets Kz\,t, Kz\,>t, Kz\,<t ⊂ K from (3.30), and assume again that β\ ∈ K denotes
any (non-unique) parameter vector with z\ = MTβ\. The definition of the empirical risk
and excess risk, on the other hand, needs to be accordingly adapted:

L̄(β) := 1
n

n

∑
i=1
L(〈xi, β〉, yi), β ∈ Rp,
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and
E(β, β′) := L̄(β)− L̄(β′), β, β′ ∈ Rp.

Note that for the squared loss L = LLS, these expressions do exactly coincide with Defini-
tion 3.22. We now proceed analogously to the proof of Theorem 3.23 in Subsection 3.7.2:

Step 1: Decomposing the Excess Risk

Since L̄ is not necessarily a quadratic function as in (3.37), we apply Taylor’s theorem
at β\ to obtain a second-order decomposition of the excess risk: For every β ∈ Rp, there
exists λ(β) ∈ [0, 1] such that

E(β, β\) = L̄(β)− L̄(β\)

= 〈∇L̄(β\), β− β\〉︸ ︷︷ ︸
=:ML(MTβ,z\)

+ 1
2 (β− β\)T · ∇2L̄(β\ + λ(β)(β− β\)) · (β− β\)︸ ︷︷ ︸

=:QL(MTβ,z\)

.

(3.42)

Since xi = Mai and z\ = MTβ\, we can simplify both terms as follows:

ML(MTβ, z\) = 2
n

n

∑
i=1

( 1
2L
′(〈xi, β\〉, yi)

)︸ ︷︷ ︸
=

1
2L
′(〈ai ,z\〉,yi)=:ξL,i(z\)

〈xi, β− β\〉

= 2
n

n

∑
i=1

ξL,i(z\)〈ai, MTβ− z\〉

and

QL(MTβ, z\) = 1
2n

n

∑
i=1
L′′(〈xi, β\〉+ λ(β)〈xi, β− β\〉, yi) · |〈xi, β− β\〉|2

= 1
2n

n

∑
i=1
L′′(〈ai, z\〉+ λ(β)〈ai, MTβ− z\〉, yi) · |〈ai, MTβ− z\〉|2.

Note that the purpose of the factor 1/2 in the definition of ξL,i(z\) is to ensure consistency
with the corresponding definitions for the squared loss in Step 1 of Subsection 3.7.2. In-
deed, since (LLS)′(v1, v2) = 2(v1 − v2) and (LLS)′′(v1, v2) = 2 for all v1, v2 ∈ R, we
observe that

ξLLS,i(z
\) = ξi(z\),

MLLS(MTβ, z\) =M(MTβ, z\),

QLLS(MTβ, z\) = Q(MTβ, z\).

Step 2: Bounding the Multiplier Term

In order to control the multiplier termML(·, z\), we literally repeat the arguments from
Step 2 in Subsection 3.7.2 and apply Theorem 2.8 with ξ = 1

2L′(〈a, z\〉, y) and L =

MTKz\,t − z\ = (MTK − z\) ∩ tSd−1. Thus, the following holds true with probability
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at least 1− 2 exp(−C · u2)− 2 exp(−C · n) for every β ∈ Kz\,t (⇒ MTβ− z\ ∈ L):

1
2 ·ML(MTβ, z\) = 1

n

n

∑
i=1

ξL,i(z\)〈ai, MTβ− z\〉

≥ E[ξ〈a, MTβ− z\〉]− C′ · κ · ‖ξ‖ψ2 ·
w(L) + t · u√

n

= −t ·
(

E
[
ξ〈a, z\−MTβ

t 〉
]

︸ ︷︷ ︸
≤ρt,L(z\)

+ C′ · κ · ‖ξ‖ψ2︸ ︷︷ ︸
=σL(z\)

·
1
t w(MTKz\,t − z\) + u

√
n

)

≥ −t ·
(

ρt,L(z\) + C′ · κ · σL(z\) ·
wt(MTK− z\) + u√

n

)
≥ −t ·max{1, C′}︸ ︷︷ ︸

=:C̃/2

·
(

ρt,L(z\) + κ · σL(z\) ·
wt(MTK− z\) + u√

n

)
︸ ︷︷ ︸

=:t0

,

where we have also used the definition of the generalized mismatch parameters (see
Definition 3.18). Therefore, we have

ML(MTβ, z\) ≥ −C̃ · t · t0 for all β ∈ Kz\,t . (3.43)

Step 3: Bounding the Quadratic Term

As pointed out above, this step requires several modifications compared to Step 3 in
Subsection 3.7.2. Let us first make use of Assumption 3.17 to come up with a simplified
lower bound for the quadratic term QL(MTβ, z\). To this end, we set χΛ := χ(−Λ,Λ) for
Λ > 0 and introduce the hat indicator function

χ̂Λ(v) :=

{
(Λ− |v|)/Λ, |v| ≤ Λ,
0, otherwise,

v ∈ R.

Now, using (3.21) and that ‖w‖2 ≥ ‖w‖1/
√

n for all w ∈ Rn, we obtain the following:√
QL(MTβ, z\) =

(
1

2n

n

∑
i=1
L′′(〈ai, z\〉+ λ(β)〈ai, MTβ− z\︸ ︷︷ ︸

=:vβ

〉, yi) · |〈ai, MTβ− z\〉|2
)1/2

≥ 1√
2n

n

∑
i=1

√
L′′(〈ai, z\〉+ λ(β)〈ai, vβ〉, yi)︸ ︷︷ ︸

≥
√

RL·χ(−Λ1,Λ1)×(−Λ2,Λ2)
(〈ai ,z\〉+λ(β)〈ai ,vβ〉,yi)

· |〈ai, vβ〉|

≥
√

RL√
2n

n

∑
i=1

χΛ1(〈ai, z\〉+ λ(β)〈ai, vβ〉)︸ ︷︷ ︸
(∗)
≥χ Λ1

2
(〈ai ,z\〉)·χ̂ Λ1

2
(〈ai ,vβ〉)

·χΛ2(yi) · |〈ai, vβ〉|



70 Chapter 3 General Estimation Guarantees

≥
√

RL√
2n

n

∑
i=1

χ Λ1
2
(〈ai, z\〉) · χΛ2(yi) · χ̂ Λ1

2
(〈ai, vβ〉) · |〈ai, vβ〉|︸ ︷︷ ︸

=:Fi(〈ai ,vβ〉)

=
√

RL√
2
· 1

n

n

∑
i=1
Fi(〈ai, MTβ− z\〉), (3.44)

where (∗) follows from the estimate

|〈ai, z\〉+ λ(β)︸ ︷︷ ︸
∈[0,1]

〈ai, vβ〉| ≤ |〈ai, z\〉|+ |〈ai, vβ〉|

and χ Λ1
2
(〈ai, vβ〉) ≥ χ̂ Λ1

2
(〈ai, vβ〉).

The resulting lower bound of (3.44) suggests applying Theorem 2.11 with the random
function

F : R → [0, ∞), v 7→ χ Λ1
2
(〈a, z\〉) · χΛ2(y) · χ̂ Λ1

2
(v) · |v|,

and L = MTKz\,t − z\ ⊂ tSd−1. Indeed, one easily verifies that F fulfills the assumptions
in Theorem 2.11 and that the Fi from (3.44) are independent copies of F .10 For ζ = α · t,
the following holds true with probability at least 1− exp(−u2/2) for every β ∈ Kz\,t:√

QL(MTβ, z\) ≥
√

RL√
2
· 1

n

n

∑
i=1
Fi(〈ai, MTβ− z\〉)

≥
√

RL√
2
·
(

α · t ·Q2αt(L)− C′′ · κ · w(L) + α · t · u√
n

)
≥ t·

√
RL√
2
·
(

α ·Q2αt(L)− C′′ · κ · wt(MTK− z\) + α · u√
n

)
. (3.45)

We now show that the small ball function Q2αt(L) is bounded from below by the param-
eter Qt,L,α introduced in (3.22). For this purpose, let v ∈ Sd−1 be arbitrary and observe
that χ̂ Λ1

2
(〈a, tv〉) ≥ 1

2 χ Λ1
4
(〈a, tv〉). Then,

P[F (〈a, tv〉) ≥ 2αt] = P[χ Λ1
2
(〈a, z\〉) · χΛ2(y) · χ̂ Λ1

2
(〈a, tv〉) · |〈a, tv〉| ≥ 2αt]

≥ P[χ Λ1
2
(〈a, z\〉) · χΛ2(y) · 1

2 χ Λ1
4
(〈a, tv〉) · |〈a, tv〉| ≥ 2αt]

= P[|〈a, z\〉| < Λ1
2 , |y| < Λ2, 4α ≤ |〈a, v〉| < Λ1

4t ]

≥ 1−P[|〈a, v〉| 6∈ [4α, Λ1
4t )]−P[|〈a, z\〉| ≥ Λ1

2 ]−P[|y| ≥ Λ2]

= P[4α ≤ |〈a, v〉| < Λ1
4t ]−P[|〈a, z\〉| ≥ Λ1

2 ]−P[|y| ≥ Λ2]

≥ inf
v′∈Sd−1

P[4α ≤ |〈a, v′〉| < Λ1
4t ]−P[|〈a, z\〉| ≥ Λ1

2 ]−P[|y| ≥ Λ2]

= Qt,L,α ,

and by taking the infimum over all v ∈ Sd−1, we obtain Q2αt(L) ≥ Q2αt(tSd−1) ≥ Qt,L,α.

10Note that the hat indicator function in the definition of F is important to ensure the contraction property.
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Since Qt,L,α > 0 due to (3.22), one may adjust the hidden numerical constant in (3.23)
such that

α ·Qt,L,α −
C′′ · κ · wt(MTK− z\) + α · u√

n
≥ α

2
·Qt,L,α ,

and together with (3.45) we finally obtain

QL(MTβ, z\) ≥
(

t·
√

RL√
2
· α

2 ·Qt,L,α

)2
=

α2

8
·Q2

t,L,α · t2 · RL for all β ∈ Kz\,t . (3.46)

Step 4: Bounding the Excess Risk and Conclusion

Let us now assume that the events of Step 2 and Step 3 have jointly occurred with proba-
bility at least 1− 3 exp(−C · u2)− 2 exp(−C · n), where C > 0 might be slightly adjusted.
Using (3.42), (3.43), and (3.46), the following holds for all β ∈ Kz\,t:

E(β, β\) = QL(MTβ, z\) +ML(MTβ, z\)

≥ α2

8 ·Q
2
t,L,α · t2 · RL − C̃ · t · t0

= t · ( α2

8 ·Q
2
t,L,α · t · RL − C̃ · t0) > 0, (3.47)

where the strict positivity in the last step is due to the condition (3.24) with an appro-
priate (hidden) numerical constant. Finally, we can apply exactly the same localization
argument that was already used for the proof of Theorem 3.6: The lower bound for the
excess risk in (3.47) implies that a minimizer β̂ of (LK) cannot belong to Kz\,t. Combin-
ing this observation with the convexity of L̄ and K, we can conclude that β̂ is also not
contained in Kz\,>t. Therefore, we have that β̂ ∈ Kz\,<t, which yields ‖MTβ̂− z\‖2 < t. �

Remark 3.25 (1) Restricted strong convexity. The lower bound for the quadratic term es-
tablished in (3.46) implies that the empirical risk function L̄ satisfies a variant of restricted
strong convexity (RSC) with respect to the subset Kz\,t (cf. [Gen17, Def. 2.2]). This property
is of general interest in the literature, e.g., see [NYWR09; NRWY12], and in principle, the
statement of Theorem 3.19 would remain valid if the condition (3.21) in Assumption 3.17
is replaced by (3.46). While involving some additional technicalities, such a step would
in fact allow us to further relax the requirements on the loss function, which proves use-
ful, for instance, when considering weakly differentiable functions, such as the hinge loss
(see (3.28) in Section 3.6).11

(2) The importance of local strong convexity. Let us briefly discuss why a curvature prop-
erty like (3.21) is crucial to achieve reliable estimation results from (LK). Without such
a condition, it might be still possible to show that the excess risk E(β̂, β\) converges (in
probability) to 0 as n → ∞, where β̂ denotes a minimizer of (LK). A statement of that
type may allow for interesting conclusions on the prediction error (3.27), but it does not
necessarily imply that β̂ is close to β\, in the sense that ‖MTβ̂−MTβ\‖2 is small. With
this in mind, Assumption 3.17 provides a sufficient criterion for such an implication to be
true. Indeed, we have precisely used this assumption to show in Step 3 above that the
empirical risk function L̄ is locally strongly convex in a certain neighborhood of β\, see

11In this case, one would define the “quadratic term” by QL(MTβ, z\) := E(β, β\)−ML(MTβ, z\).
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also part (1) of this remark.12 In that way, we were finally able in Step 4 to relate the size
of the excess risk to the estimation error, which is controlled by the parameter t. ♦

12As pointed out there, estimation via (LK) may even succeed under weaker assumptions than (3.21), im-
plying that it is not a necessary criterion.



4

The Mismatch Principle

This chapter is devoted to the Mismatch Principle and its applications. Based on the
rigorous estimation guarantees established in Chapter 3, we are now able to formalize
the key ideas sketched in the introductory notes of Section 1.1. For this purpose, we
adopt the notational conventions of Section 3.1 and Section 3.2, and in particular, one
should bear in mind the setup of Assumption 3.1 and Table 3.1.

Section 4.1 provides a formal version of the Mismatch Principle, followed by some gen-
eral remarks on its individual steps. In Section 4.2, we focus on the case of isotropic input
data (i.e., M = Id in Assumption 3.1) and apply the Mismatch Principle to various types
of semi-parametric output models. Among them are also our two prototypical exam-
ples from Subsection 1.1.1, namely single-index models (1.8) and variable selection (1.9);
see Subsection 4.2.1 and Subsection 4.2.4, respectively. Section 4.3 then turns towards
issues and challenges related to correlated input variables, which appear when M 6= Id
in Assumption 3.1. Finally, a short summary as well as several possible extensions of our
framework are presented in Section 4.4.

Before proceeding, let us emphasize that, due to the technical preparations of Chap-
ter 3, the content of this chapter is more of conceptual nature and most proofs below
are relatively straightforward. But this precisely reflects a key objective of the Mismatch
Principle, that is, the systematic derivation of theoretical guarantees for the generalized
Lasso (LSK).

4.1 Formulation and General Aspects

Let us first recall a key feature of our error bounds for the generalized Lasso (LSK) from
Section 3.2: All results there (Theorem 3.6, Corollary 3.7, and Corollary 3.8) permit us to
freely select a target vector z\ ∈ MTK. This is quite different from the usual strategy in
statistical learning theory, which simply recommends setting z\ := z∗ := MTβ∗, where
β∗ ∈ K is an expected risk minimizer of (1.5). But as pointed out in (SL2) at the end
of Subsection 1.1.1, a certain interpretability of the target vector is also of considerable
importance in many estimation tasks, most notably, when learning semi-parametric ob-
servation models.

This concern motivated us to introduce the abstract notion of a target set T ⊂ Rd in
Subsection 1.1.2, which is supposed to contain all those vectors that a user would con-
sider as desirable outcome of an estimation procedure.1 For example, in the situation of
a single-index model (1.8) with y = f (〈a, z0〉), one is interested in approximating any

1Note that T is always assumed to be a subset of the “latent space” Rd, which is due to the fact that we phrase
semi-parametric output models for y as a function of the latent factors a ∈ Rd and not of the (correlated)
input vector x = Ma ∈ Rp.

73
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vector in T := span({z0}). The variable selection problem (1.9) with y = F(aj1 , . . . , ajS),
on the other hand, requires from us to identify the set of active variables S := {j1, . . . , jS},
which could be extracted from any vector in T := {z ∈ Rd | supp(z) ⊂ S} (at least if
supp(z) = S). In general, we ask for the following: In how far is the generalized Lasso
(LSK) capable of estimating any vector in a given target set T, rather than z∗ = MTβ∗?
The Mismatch Principle provides a formalized procedure to address this important chal-
lenge:

Recipe 4.1 (The Mismatch Principle) Let Assumption 3.1 be satisfied.

(MP1) Target set. Select a subset T ⊂ Rd containing all admissible target vectors
associated with the (latent) observation model (a, y).

(MP2) Hypothesis set. Select a subset K ⊂ Rp imposing structural constraints on the
search space of (LSK).

(MP3) Target vector. Minimize the mismatch covariance over T ∩MTK, i.e., specify
a minimizer z\ of

min
z∈T∩MTK

ρ(z). (4.1)

(MP4) Estimation performance. Invoke Theorem 3.6, Corollary 3.7, or Corollary 3.8
to obtain an upper bound on the estimation error ‖MTβ̂− z\‖2 where β̂ is a
minimizer of (LSK).

While (MP1) and (MP2) are related to assumptions on the underlying observation model,
the actual key step of Recipe 4.1 takes place in (MP3): By restricting the objective set to
T ∩MTK in (4.1), we ensure that the resulting target vector z\ carries the desired (para-
metric) information and is still compatible with the transformed hypothesis set MTK (cf.
Subsection 3.2.4). Under these constraints, every minimizer of the mismatch covariance
reduces the (asymptotic) bias of the estimator (LSK). For illustration, let us restate the
error bound (3.7) from Corollary 3.8:

‖MTβ̂− z\‖2 . κ ·max{1, σ(z\)} ·
[(w2(MTK)

n

)1/4
+

u√
n

]
+ ρ(z\) + η∗. (4.2)

Indeed, the bias term in (4.2) is controlled by the size of ρ(z\) and η∗, whereas the
(sampling-related) variance term is only slightly affected by the choice of z\, as it de-
pends on the mismatch deviation σ(z\). In other words, the Mismatch Principle intends
to select an admissible target vector in a such way that Corollary 3.8 yields the best out-
come. Studying the significance of the resulting error bound (4.2) may then allow for
conclusions on the ability of (LSK) to solve the examined estimation problem.

The following remark points out some simplifications and difficulties that may arise
when applying the Mismatch Principle:

Remark 4.2 (1) Decoupling T and K. Invoking (MP3) in Recipe 4.1 is a challenging step
in general because the intersection set T ∩MTK in (4.1) can be very complicated. On the
other hand, the hypothesis set K can be often freely chosen in practice. Thus, as long
as T ⊂ cone(MTK), it is possible to replace (MP3) in the Mismatch Principle by the
following simplified procedure:
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First minimize the mismatch covariance over the target set T, i.e., select a target vector
z\ ∈ argminz∈T ρ(z). Then specify a scaling factor λ > 0 for the hypothesis set K
such that z\ ∈ MT(λK).

Consequently, if λK is used instead of K in (MP2), this strategy leads to a target vec-
tor z\ that also solves (4.1). In (4.2) for example, we then obtain an error bound for the
rescaled estimator (LSλK), while the global mean width gets enlarged by a factor of λ,
since w(MT(λK)) = λ · w(MTK). To some extent, the above simplification allows us
to decouple the tasks of minimizing the mismatch covariance (over T) and selecting an
appropriate hypothesis set. This particularly justifies our approach later in Section 4.2,
where we apply the Mismatch Principle to various types of output models but leave K
unspecified.

(2) Difficulties related to the local mean width. In principle, the reasoning of part (1) does
also apply to the error bounds (3.3) and (3.5) of Theorem 3.6 and Corollary 3.7, respec-
tively. However, the interplay between the bias and variance term is more complicated
in either case, since the size of the local and conic mean width strongly depends on
the location of z\ in MTK. A simple rescaling argument as in part (1) could therefore
lead to poor estimation results, unless z\ is close to the boundary of MT(λK) or one has
n � w2

t (MT(λK)− z\) for some t ≥ 0. This observation is closely related to the tuning
problem of the generalized Lasso discussed in Subsection 3.2.2 and Remark 3.11. More-
over, it indicates once again that the choice of the hypothesis set K plays an important role
in practice, especially when it comes to high-dimensional problems (see Subsection 4.2.6).

(3) Difficulties related to correlated inputs. The strategy of part (1) is not applicable when
T 6⊂ cone(MTK). For example, this situation occurs in the context of Subsection 4.3.2
where non-injective mixing matrices M ∈ Rp×d with p < d are considered. Some more
care is required in such case and we will see that a slight relaxation of the minimization
problem (4.1) simplifies the computation significantly.

(4) The Mismatch Principle for (gBPη
R). While this chapter focuses on the generalized

Lasso (LSK), the key ideas of the Mismatch Principle can be also used to derive error
bounds for the generalized Basis Pursuit (gBPη

R) studied in Section 3.3. An important
difference to Recipe 4.1 is that (MP2) would then ask for selecting an appropriate ob-
jective function R, which has a beneficial impact on (MP3): according to Theorem 3.10,
one simply needs to minimize the mismatch covariance ρ(·) over T ∩ ran MT. Hence,
the only remaining step is to verify that the resulting target vector z\ is compatible with
the choice of R. But let us emphasize that using (gBPη

R) in conjunction with non-linear
observations is still problematic in general, as this requires a reliable estimate of the base
noise level ηβ\ (cf. Remark 3.11). ♦

4.2 Application: Semi-Parametric Estimation Problems

This section investigates several popular examples of semi-parametric observation mod-
els. Although relying on quite different structural assumptions, all these examples have
in common that there is a certain set of unknown parameters to be estimated by the gen-
eralized Lasso. In this context, we demonstrate the benefits of the Mismatch Principle
(Recipe 4.1), as it allows us to deal with each of these cases in a very systematic way.
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In order to keep the presentation simple and clear, we will only consider the situation
of isotropic input vectors in the following, i.e., Assumption 3.1 is fulfilled with M = Id.
Consequently, it holds that x = a, xi = ai for i = 1, . . . , n, and β̂ = ẑ. Adopting the
notation from Subsection 1.1.2, we agree on writing a, ai, z, ẑ instead of x, xi, β, β̂, re-
spectively, so that the generalized Lasso (LSK) takes the form

min
z∈Rd

1
n

n

∑
i=1

(yi − 〈ai, z〉)2 subject to z ∈ K. (LSiso
K )

For the sake of convenience, let us also restate Corollary 3.8 in this specific setup; note
that this is a formal version of Theorem 1.2 presented in Subsection 1.1.2:

Theorem 4.3 (Estimation via (LSiso
K ) with isotropic data) Let Assumption 3.1 be satisfied

with M = Id. Let K ⊂ Rd be a bounded, convex subset and fix a vector z\ ∈ K. Then there
exists a numerical constant C > 0 such that for every u > 0, the following holds true with
probability at least 1− 3 exp(−C · u2)− 2 exp(−C · n): If the number of observed samples
obeys

n & κ4 · (w(K) + u)2, (4.3)

then every minimizer ẑ of (LSiso
K ) satisfies

‖ẑ− z\‖2 . κ ·max{1, σ(z\)} ·
[(w2(K)

n

)1/4
+

u√
n

]
+ ρ(z\) + η∗. (4.4)

Since Theorem 4.3 employs the global mean width as complexity measure, the simplifi-
cation of Remark 4.2(1) is applicable: accordingly, it is basically enough to analyze the
mismatch covariance only on a given target set, while the hypothesis set can be left un-
specified. This particularly explains why our analysis of observation models in the next
subsections primarily concerns the steps (MP1) and (MP3) of Recipe 4.1. In Subsec-
tion 4.2.6, however, we will briefly discuss the benefit of sparsity-promoting hypothesis
sets in high-dimensional estimation problems. Let us finally mention that in what follows,
one could also take Theorem 3.6 or Corollary 3.7 as a basis, but this would entail the
technical difficulties pointed out in Remark 4.2(2).

4.2.1 Single-Index Models

This part deals with single-index models, which were informally introduced in (1.8) and
serve as a prototypical example of a semi-parametric observation model in this thesis.
Let us begin with a formal definition based on Assumption 3.1:

Assumption 4.4 (Single-index models) Let Assumption 3.1 be satisfied with M = Id
and

y = f (〈a, z0〉) (4.5)

where z0 ∈ Rd \ {0} is an (unknown) index vector and f : R → R is a measurable
scalar output function which can be random.2

2Due to Assumption 3.1, we implicitly require that f is such that y = f (〈a, z0〉) is sub-Gaussian.
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Remark 4.5 (Explicit sampling) Although not explicitly required by Assumption 4.4, it is
of course reasonable to imagine that the random outputs take the form

ỹi = fi(〈ai, z0〉), i = 1, . . . , n,

with {(ai, fi)}n
i=1 being independent copies of (a, f ). The same idea also applies to all

other specific observation models considered in this chapter. ♦

Since Assumption 4.4 is not very restrictive with regard to the output function f , the rule
of (4.5) includes many model situations of practical interest, e.g., noisy linear regression
( f = Id + e with noise e), 1-bit compressed sensing ( f = sign), linear classification, or
phase retrieval ( f (·) = |·|); see Example 4.7 below and Subsection 4.2.2 for more details
on these applications. It is worth mentioning that the name ‘single-index model’ origi-
nates from the field of econometrics, e.g., see [Ich93; Hor09]; but the scope of single-index
models is much wider by now, forming a very active research branch in machine learning
and signal processing, with an increasing amount of works in the last years. We refer to
[PVY16, Sec. 6] and [YBL17a, Subsec. 1.2] for a broader overview of the extensive liter-
ature on single-index models, also including some historical references; a more specific
discussion of approaches closely related to ours can be found in Subsection 4.2.7.

In the context of this thesis, the output function f plays the role of a (non-parametric)
model uncertainty that is unknown to the estimator (LSiso

K ). If f is non-linear, we par-
ticularly cannot expect that the mean squared error in (LSiso

K ) is small, no matter what
parameter vector z ∈ K is selected. Fortunately, this issue does not bother us to much
because our primary goal is to learn the index vector z0, and not to predict the true re-
sponse variable y. With this in mind, it appears quite natural to choose T = span({z0})
as target set. We emphasize that just using a singleton, e.g., T = {z0}, is not necessar-
ily meaningful, since the magnitude of z0 might be “absorbed” by f , like in the case of
f = sign. Hence, without any further assumptions on f , the best we can expect is to
recover a scalar multiple (or the direction) of z0. Invoking the step (MP3) of Recipe 4.1
now leads to the following outcome:

Proposition 4.6 Let Assumption 4.4 be satisfied and we set T := span({z0}). Then
z\ := µz0 ∈ T with

µ := 1
‖z0‖2

2
E[ f (〈a, z0〉)〈a, z0〉]

minimizes the mismatch covariance over T and we have

ρ(z\) =
∥∥E[ f (〈a, z0〉)P⊥z0

a]
∥∥

2 .

In particular, if a ∼ N (0, Id) and f is independent of a,3 we have ρ(z\) = 0.

Proof. Let us make the ansatz z\ = µz0 ∈ T where µ ∈ R is specified later on. Using the
orthogonal decomposition

a = Pz0 a + P⊥z0
a = 〈a, z0

‖z0‖2
〉 z0
‖z0‖2

+ P⊥z0
a,

3Due to the contraction property of conditional independence, it would be actually enough to require
that f and a are conditionally independent given 〈a, z0〉 (cf. [PVY16, Lem. 8.1(4)]).
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the mismatch covariance at z\ simplifies as follows:

ρ(z\)2 =
∥∥E[(y− 〈a, µz0〉)a]

∥∥2
2

=
∥∥E
[
( f (〈a, z0〉)− 〈a, µz0〉)

(
〈a, z0

‖z0‖2
〉 z0
‖z0‖2

+ P⊥z0
a
)]∥∥2

2

=
∥∥ 1
‖z0‖2

2
E[ f (〈a, z0〉)〈a, z0〉]z0 − µ

‖z0‖2
2
E[〈a, z0〉2]z0

∥∥2
2

+
∥∥E
[
( f (〈a, z0〉)− 〈a, µz0〉)P⊥z0

a
]∥∥2

2

=
(

1
‖z0‖2

2
E[ f (〈a, z0〉)〈a, z0〉]− µ

)2
· ‖z0‖2

2 +
∥∥E
[

f (〈a, z0〉)P⊥z0
a
]∥∥2

2 , (4.6)

where we have used that E[〈a, z0〉2] = ‖z0‖2
2 and E[〈a, µz0〉P⊥z0

a] = 0, both due to the
isotropy of a. Since the second summand in the last line of (4.6) does not depend on µ,
the minimum of µ 7→ ρ(µz0) is indeed attained at µ = E[ f (〈a, z0〉)〈a, z0〉]/‖z0‖2

2.
Finally, if a ∼ N (0, Id), the random vector P⊥z0

a is independent (not just uncorrelated)
of 〈a, z0〉; see [PVY16, Lem. 8.1]. Together with the assumption that f is independent
of a, we can therefore conclude that

E[ f (〈a, z0〉)P⊥z0
a] = E[ f (〈a, z0〉)] ·E[P⊥z0

a] = 0.

�

The above proof may serve as a template for applying (MP3) in the Mismatch Principle:
First, make a parametric ansatz according to the definition of the target set and simplify
the mismatch covariance as much as possible. Then select the free parameters such that
the simplified expression is minimized (or at least gets small). We will see later that this
strategy works out for other examples as well.

The Gaussian case a ∼ N (0, Id) leads to a very desirable situation in Proposition 4.6,
as it states that the (direction of the) index vector can be consistently learned via the gener-
alized Lasso (LSiso

K ). This conclusion precisely corresponds to a recent result of Plan and
Vershynin [PV16], which relies on a calculation similar to (4.6). But beyond that, Proposi-
tion 4.6 even extends the guarantees of [PV16] to sub-Gaussian input variables, where the
situation is more complicated: In general, the mismatch covariance does not necessarily
vanish at z\ = µz0, implying that (LSiso

K ) does not yield a consistent estimator of any tar-
get vector in T = span({z0}). Consequently, according to Theorem 4.3, the approxima-
tion accuracy is limited to the size of ρ(z\) = ‖E[ f (〈a, z0〉)P⊥z0

a]‖2. Intuitively speaking,
this expression measures the compatibility between the non-linear output model and the
isotropic input vector. We will return to this issue in the course of variable selection in
Subsection 4.2.4 (see Example 4.17), showing that the above limitations can be avoided if
one is only interested in the support of z0.

Let us conclude our discussion with some interesting model setups for which the out-
come of Proposition 4.6 is well interpretable:

Example 4.7 (1) Rotationally invariant distributions. This class of probability distribu-
tions is a natural generalization of Gaussian random vectors, according to which a takes
the form ru, where the radius r is a sub-Gaussian random variable on (0, ∞) and u is
uniformly distributed over Sd−1. In the context of single-index models, this scenario was
recently studied by Goldstein et al. [GMW18], constructing a consistent estimator that is
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equivalent to (LSiso
K ). The following calculation confirms their result by using Proposi-

tion 4.6: If f is independent of a, it holds for every z ∈ Rd that

E[ f (〈a, z0〉)〈P⊥z0
a, z〉] = E

[
E[ f (〈a, z0〉)〈a, P⊥z0

z〉 | 〈a, z0〉, f ]
]

= E
[

f (〈a, z0〉) ·E[〈a, P⊥z0
z〉 | 〈a, z0〉]︸ ︷︷ ︸

=
1
‖z0‖2

2
〈P⊥z0

z,z0〉〈a,z0〉=0

]
= 0,

where we have used the law of total expectation in the first step and [GMW18, Cor. 1] in
the last. Hence, we conclude that ρ(z\) = ‖E[ f (〈a, z0〉)P⊥z0

a]‖2 = 0.

(2) Linear regression. A very simple class of single-index models are noisy linear observa-
tions of the form y = 〈a, z0〉+ ε with ε being independent centered sub-Gaussian noise,
so that we have f = Id + ε in Assumption 4.4. In this case, it is not hard to see that Propo-
sition 4.6 yields µ = 1, z\ = z0, and ρ(z0) = 0. Note that, compared to non-linear output
functions, µ does not depend on ‖z0‖2 here. Due to σ(z0) = ‖ε‖ψ2 , the error bound (4.4)
of Theorem 4.3 then scales linearly with the noise power, measured by its sub-Gaussian
norm. In particular, one can achieve exact recovery in the noiseless case ε = 0.

(3) Worst-case error bounds. While the latter two examples lead to desirable situations,
there exist model configurations where learning the index vector fails. For instance, if the
entries of a are i.i.d. Rademacher distributed, recovery of certain extremely sparse signals
from noiseless 1-bit measurements is impossible ( f = sign), regardless of the considered
estimator (cf. [PV13a, Rmk. 1.5]). As an example, let us consider the two index vectors
z0 = (1, 0, 0, . . . , 0) ∈ Rd and z′0 = (1, 1

2 , 0, . . . , 0) ∈ Rd. Then it is not hard to see that
y = sign(〈a, z0〉) = sign(〈a, z′0〉), implying that z0 and z′0 are indistinguishable on the
basis of the observation model, although we have ‖z0 − z′0‖2 = 1/2. Proposition 4.6
shows even more: since ρ(z0) = 0 and ρ(z′0) = 1/2, we can conclude that (LSiso

K ) would
form a consistent estimator of z0 but not of z′0.

Interestingly, it has turned out in a subsequent work [ALPV14] that these types of ad-
versarial examples can be excluded by worst-case error bounds. Although the setup of
[ALPV14] focuses on a simpler linear estimator, we believe that the techniques applied
there could be also used to derive an appropriate upper bound on ρ(z\). The assertion
of Proposition 4.6 would then allow us to specify those index vectors which can(not) be
accurately recovered by (LSiso

K ). An alternative approach for 1-bit measurements is pre-
sented in the next subsection, demonstrating that these limitations can be removed by
dithered quantization.

(4) Even output functions. If f is an even function and a ∼ N (0, Id), one simply ends up
with µ = 0 in Proposition 4.6. Thus, Theorem 4.3 states that (LSiso

K ) approximates the zero
vector, which is clearly not what we are aiming for. This negative result at least reflects
the obvious fact that empirical risk minimization with linear hypothesis functions is not
helpful for problems like phase retrieval, i.e., f (·) = |·|. Based on a lifting argument, recent
works by Yang et al. [YBL17b; YBWL17] show that learning single-index models is still
feasible via convex optimization for even output functions (or more generally, second-
order output functions); but their method comes along with the price of a suboptimal
sampling rate in the case of sparse recovery. Moreover, a related approach in [Yan+17]
indicates that similar issues do also arise when using a non-convex estimator instead. ♦
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4.2.2 1-Bit Observation Models and Dithering

As pointed out in the previous subsection, the generalized Lasso (LSiso
K ) does not always

yield a consistent estimator for the index vector of a single-index model. This subsection
demonstrates that such an undesirable behavior can be avoided by a dithering step, which
allows us to control the bias term ρ(z\) by the sample size n. While dithering is actually
a well-known technique in quantized signal processing, e.g., see [GS93; GN98; DK06],
its benefit recently also emerged in the field of compressed sensing [KSW16; BFNPW17;
DM18a; DM18b; TR18; XJ18]. In the following, we will focus on the extreme situation of
1-bit observations, where y = f (〈a, z0〉) with f : R → {−1,+1}, i.e., each output carries
only one single bit of information about the linear observation process a 7→ 〈a, z0〉. Tech-
nically, this is just a special case of a single-index model (see Assumption 4.4), but these
models do in fact form an independent research subject referred to as 1-bit compressed
sensing [BB08].

The simplest example of a quantization function is f = sign, which already appeared
in Example 4.7(3) and leads to perfect 1-bit measurements.4 Geometrically, the associated
response variable y = sign(〈a, z0〉) then simply specifies on which side of the hyperplane
{z0}⊥ the input vector a lies. A slightly more advanced scenario is the presence of random
bit-flips after quantization, i.e., y = ε · sign(〈a, z0〉) where ε is an independent ±1-valued
random variable with q := P[ε = 1] ∈ [ 1

2 , 1]. In the Gaussian case a ∼ N (0, Id), Proposi-
tion 4.6 states that ρ(µz0) = 0 with

µ = 1
‖z0‖2

2
·E[ε · |〈a, z0〉|] = 1

‖z0‖2
2
·E[ε] ·E[|〈a, z0〉|] = 1

‖z0‖2
· (2q− 1) ·

√
2
π .

Thus, (4.4) in Theorem 4.3 provides an upper bound on

‖ẑ− µz0‖2 =
∥∥∥ẑ− (2q− 1) ·

√
2
π ·

z0
‖z0‖2

∥∥∥
2

. (4.7)

This reflects the fact that recovery becomes impossible if q = 1/2, and more importantly,
we can only expect an estimate of the direction of z0 but not of its magnitude. Apart
from that, it is also worth mentioning that (4.4) allows us to capture the impact of ad-
versarial bit-flips: if the true responses y1, . . . , yn ∈ {−1,+1} deviate from the random
samples ỹ1, . . . , ỹn ∈ {−1,+1}, the `2-noise bound (3.1) in Assumption 3.1 states that the
adversarial noise level η∗ controls the fraction of wrong bits:(

1
n

n

∑
i=1
|yi − ỹi|2

)1/2
= 2 ·

( |{i ∈ [n] | yi 6= ỹi|}
n

)1/2
≤ η∗.

Similar to these example situations, most theoretical approaches in the 1-bit compressed
sensing literature focus on the Gaussian case, e.g., see [JLBB13; PV13a; PV13b], and also
[DJR17] for an interesting extension to subsampled Gaussian circulant matrices. This re-
striction is particularly due to the difficulties with non-Gaussian input vectors described
in Example 4.7(3). For that reason, it was a somewhat astonishing finding by Dirksen
and Mendelson [DM18a] that a slight modification of the (perfect) 1-bit measurement
process suffices to construct a consistent estimator of z0 even in the sub-Gaussian case.

4With a slight abuse of the definition of the sign-function in Section 2.1(7), we assume sign(0) = 1 in this
part.
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The key technique behind their achievement is dithering which, in its most basic form,
corresponds to a random shift of the quantization threshold. The following adaption of
Assumption 4.4 makes this more precise:

Assumption 4.8 (Dithered 1-bit observations) Let Assumption 3.1 be satisfied with
M = Id. For ∆ > 0, we assume that

y = ∆ · sign(〈a, z0〉+ τ∆) (4.8)

where z0 ∈ Rd \ {0} and τ∆ is uniformly distributed over the interval [−∆, ∆], inde-
pendently of a.

Compared to bit-flips after quantization as considered above, a crucial feature of the out-
put rule (4.8) is that the random fluctuations of τ∆ affect the quantization process itself:
sampling from (4.8) generates a set of measurements

ỹi = ∆ · sign(〈ai, z0〉+ τ∆
i ), i = 1, . . . , n,

with randomly chosen quantization thresholds τ∆
1 , . . . , τ∆

n . We emphasize that the dither-
ing parameter ∆ is often known and controllable in practice, whereas the realizations of the
thresholds are typically unknown; the scaling factor ∆ in (4.8) is therefore just a matter of
convenience that simplifies the statement of Proposition 4.9 below. More general back-
ground information about dithering is contained in [TR18] and the references therein.
Moreover, one may consult [DM18a] for a nice geometrical interpretation of dithered
1-bit quantization, related to random hyperplane tessellations.

At first sight, the idea of using random thresholds might appear somewhat odd, as they
form an extra source of noise compared to perfect quantization with f = sign. Hence, it
is remarkable that by carefully selecting ∆ in Assumption 4.8 (as a function of n), one can
gain control of the size of the mismatch covariance. This strategy is formalized by the
following result, which is a consequence of [DM18a, Lem. 4.1].

Proposition 4.9 Let Assumption 4.8 be satisfied and assume that λ ≥ ‖z0‖2. There exists
a numerical constant C > 0 such that if ∆ ≥ C · κ · λ ·

√
log(2n), we have

ρ(z0) .
∆√

n
and σ(z0) . ∆.

Proof. Using that ‖ · ‖2 = supv∈Sd−1〈·, v〉, the mismatch covariance at z0 takes the equiv-
alent form

ρ(z0) = sup
v∈Sd−1

E[(∆ · sign(〈a, z0〉+ τ∆)− 〈a, z0〉)〈a, v〉].

An application of [DM18a, Lem. 4.1] to this expression now yields the following upper
bound:

ρ(z0) . E[〈a, v〉2]1/2 ·max{∆, ‖〈a, z0〉‖ψ2} · e
−C′·∆2/‖〈a,z0〉‖2

ψ2 , v ∈ Sd−1,

where C′ > 0 is a numerical constant. Due to ‖〈a, z0〉‖ψ2 ≤ κ · ‖z0‖2 ≤ κ · λ and the
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assumption ∆ ≥ C · κ · λ ·
√

log(2n) with C := 1/
√

2C′, it follows that

ρ(z0) . max{∆, κ · λ︸︷︷︸
.∆

} · e−C′·∆2/(κ·λ)2

. ∆ · e− log(2n)/2

.
∆√

n
.

To bound the mismatch deviation, we observe that

σ(z0) = ‖∆ · sign(〈a, z0〉+ τ∆)− 〈a, z0〉‖ψ2 . ∆ + ‖〈a, z0〉‖ψ2︸ ︷︷ ︸
≤κ·λ.∆

. ∆.

�

The statistical intuition of Proposition 4.9 is the following: If ∆ grows logarithmically
with n, the bias term ρ(z0) gets reduced, with the price of a slightly increased deviation
term σ(z0), controllable by ∆. As the latter is associated with the variance of the Lasso
estimator (LSiso

K ), we can therefore conclude that the bias-variance trade-off is well-behaved
for dithered 1-bit observations.

Let us now evaluate Theorem 4.3 with z\ = z0 and Assumption 4.8: For the sake of
simplicity, we assume that 1 ≤ ∆ = C′ · κ · λ ·

√
log(2n) for some C′ ≥ C and that

there is no adversarial noise, i.e., η∗ = 0 in (3.1). Combining the error bound (4.4) with
Proposition 4.9 then leads to

‖ẑ− z0‖2 . κ · ∆ ·
[(w2(K)

n

)1/4
+

u√
n
+

κ−1
√

n

]
. κ2 · λ ·

√
log(2n) ·

[(w2(K)
n

)1/4
+

u + κ−1
√

n

]
. (4.9)

Since the right-hand side of (4.9) tends to 0 as n → ∞, this error estimate indeed verifies
our initial claim: By appropriately choosing the dithering parameter ∆, the generalized
Lasso (LSiso

K ) yields a consistent estimator of z0. Moreover, there is a remarkable differ-
ence to (4.7), namely that (4.9) even allows us to retrieve the norm of z0, supposed that a
(rough) upper bound λ ≥ ‖z0‖2 is available.

Remark 4.10 (Relationship to the Mismatch Principle) The error bound of (4.9) essen-
tially reproduces one of the main results of Thrampoulidis and Rawat in [TR18]; see The-
orem IV.1 therein. But let us point out once again that our general estimation framework
enabled us to obtain this result in a very systematic way; most notably, the only technical
ingredient of our approach is Proposition 4.9.

Although not mentioned explicitly, the above derivation corresponds to an application
of the Mismatch Principle with T = {z0} as target set, which turns (MP3) of Recipe 4.1
into a trivial step. In fact, an argumentation such as in Proposition 4.6 is not useful in the
context of Assumption 4.8, since one is interested in recovery of z0 and not just a scalar
multiple of it. ♦
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4.2.3 Generalized Linear Models

Generalized linear models form a natural extension of linear regression problems (cf.
Example 3.21(2)) and are conceptually very similar to single-index models. Let us begin
with a formal definition:5

Assumption 4.11 (Generalized linear models) Let Assumption 3.1 be satisfied with
M = Id and assume that the output variable y obeys

E[y | a] = f (〈a, z0〉) (4.10)

where z0 ∈ Rd \ {0} is an (unknown) parameter vector and f : R → R is a measurable
scalar function (the inverse of f is typically referred to as the link function).

In contrast to the single-index model in (4.5), the condition (4.10) does not specify the
output variable y directly, but rather assumes a parametric structure for its conditional
expectation given the input vector a. In that way, one may incorporate different types of
noise than with Assumption 4.4. In particular, we wish to point out that—despite their
resemblance—both models are not completely equivalent; see [PVY16, Sec. 6] for a more
detailed discussion. However, the following result shows that the assertion of Proposi-
tion 4.6 remains literally true for generalized linear models, implying that Theorem 4.3
provides a similar recovery guarantee for the parameter vector z0:

Proposition 4.12 Let Assumption 4.11 be satisfied and we set T := span({z0}). Then
z\ := µz0 ∈ T with

µ := 1
‖z0‖2

2
E[ f (〈a, z0〉)〈a, z0〉]

minimizes the mismatch covariance over T and we have

ρ(z\) =
∥∥E[ f (〈a, z0〉)P⊥z0

a]
∥∥

2 .

Proof. Using the law of total expectation and the condition of (4.10), the mismatch covari-
ance can be simplified as follows:

ρ(µz0) =
∥∥E[(y− 〈a, µz0〉)a]

∥∥
2

=
∥∥E[E[(y− 〈a, µz0〉)a | a]]

∥∥
2

=
∥∥E[E[y | a]︸ ︷︷ ︸

= f (〈a,z0〉)

· a]−E[〈a, µz0〉a]
∥∥

2

=
∥∥E[( f (〈a, z0〉)− 〈a, µz0〉)a]

∥∥
2 .

Now, we can proceed exactly as in the proof of Proposition 4.6 to obtain

ρ(µz0) =
∥∥E[ f (〈a, z0〉)P⊥z0

a]
∥∥

2 .

�

5This is not exactly how generalized linear models are usually introduced in the literature. We adopt the
definition from [PVY16, Subsec. 3.4], disregarding that y also belongs to an exponential family.
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4.2.4 Multiple-Index Models and Variable Selection

A natural extension of single-index models, which covers a much wider class of out-
put rules, are multiple-index models [IL91; Hor09]. They are formally defined as fol-
lows:

Assumption 4.13 (Multiple-index models) Let Assumption 3.1 be satisfied with
M = Id and

y = F(〈a, z1〉, . . . , 〈a, zS〉) (4.11)

where z1, . . . , zS ∈ Rd \ {0} are (unknown) index vectors and F : RS → R is a measur-
able output function which can be random (independently of a).

The case of S = 1 obviously coincides with the single-index model from Assumption 4.4.
In general, the ultimate goal is to recover all index vectors z1, . . . , zS, or at least the
spanned subspace span({z1, . . . , zS}). The feasibility of this task, however, strongly de-
pends on the output function F. If F is linear for example, recovery of all index vectors
is impossible, since (4.11) would simply degenerate into an ordinary linear regression
model. But even in the non-linear case one might have to deal with ambiguities, such as
permutation invariance of the indices.

With this in mind, applying the generalized Lasso (LSiso
K ) to multiple-index observa-

tions might appear useless, as a linear predictor a 7→ 〈a, z〉 certainly cannot capture the
impact of all index components in (4.11) at the same time. Indeed, we cannot expect re-
covery of all index vectors, but it still makes sense to ask whether (LSiso

K ) does at least
approximate any vector in span({z1, . . . , zS}). Regarding the Mismatch Principle, this
suggests selecting T = span({z1, . . . , zS}) as target set in step (MP1) in Recipe 4.1, which
leads to the following outcome of (MP3):

Proposition 4.14 Let Assumption 4.13 be satisfied. Moreover, assume that the index vec-
tors z1, . . . , zS ∈ Rd form an orthonormal system and set T := span({z1, . . . , zS}). Then
z\ := ∑S

l=1 µlzl ∈ T with

µl := E[F(〈a, z1〉, . . . , 〈a, zS〉)〈a, zl〉], l = 1, . . . , S,

minimizes the mismatch covariance over T and we have

ρ(z\) =
∥∥E[F(〈a, z1〉, . . . , 〈a, zS〉)P⊥T a]

∥∥
2 .

In particular, if a ∼ N (0, Id), we have ρ(z\) = 0.

Proof. We proceed analogously to the proof of Proposition 4.6. First, let us make the para-
metric ansatz z\ = ∑S

l=1 µlzl ∈ T with unspecified scalars µ1, . . . , µS ∈ R, and consider
the orthogonal decomposition

a = PTa + P⊥T a =
S

∑
l=1
〈a, zl〉zl + P⊥T a,

where we have used that the vectors z1, . . . , zS form an orthonormal system. Using the
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isotropy of a, we then obtain

ρ(z\)2 =
∥∥∥E
[(

F(〈a, z1〉, . . . , 〈a, zS〉)−
S

∑
l′=1

µl′〈a, zl′〉
)( S

∑
l=1
〈a, zl〉zl + P⊥T a

)]∥∥∥2

2

=
S

∑
l=1

∥∥∥E
[(

F(〈a, z1〉, . . . , 〈a, zS〉)−
S

∑
l′=1

µl′〈a, zl′〉
)
〈a, zl〉zl

]∥∥∥2

2

+
∥∥∥E[F(〈a, z1〉, . . . , 〈a, zS〉)P⊥T a]−E

[( S

∑
l′=1

µl′〈a, zl′〉
)

P⊥T a
]

︸ ︷︷ ︸
=0

∥∥∥2

2

=
S

∑
l=1

(
E[F(〈a, z1〉, . . . , 〈a, zS〉)〈a, zl〉]− µl E[〈a, zl〉2]︸ ︷︷ ︸

=‖zl‖2
2=1

)2
· ‖zl‖2

2︸ ︷︷ ︸
=1

+
∥∥E[F(〈a, z1〉, . . . , 〈a, zS〉)P⊥T a]

∥∥2
2

=
S

∑
l=1

(
E[F(〈a, z1〉, . . . , 〈a, zS〉)〈a, zl〉]− µl

)2

+
∥∥E[F(〈a, z1〉, . . . , 〈a, zS〉)P⊥T a]

∥∥2
2 .

Thus, the mismatch covariance is minimized over T if

µl = E[F(〈a, z1〉, . . . , 〈a, zS〉)〈a, zl〉]

for all l = 1, . . . , S. The claim in the Gaussian case again follows from the fact that
〈a, z1〉, . . . , 〈a, zS〉, P⊥T a, and F are independent if a ∼ N (0, Id). �

We note that the orthogonality assumption on the index vectors is not overly restrictive
because one may incorporate an orthogonalizing transformation by redefining F. The
result of Proposition 4.14 allows for a similar conclusion as in the situation of single-index
models in Subsection 4.2.1: (LSiso

K ) approximates a certain target vector z\ = ∑S
l=1 µlzl

in the span of the index vectors, supposed that the “compatibility parameter” ρ(z\) is
sufficiently small. In fact, we cannot expect a stronger statement at this point, since the
scalar factors µ1, . . . , µS do strongly depend on the (still) unknown index vectors and the
possibly unknown output function F. Consequently, a recovery strategy for the entire
subspace T = span({z1, . . . , zS}) asks for a more sophisticated method, e.g., a lifting
approach as recently proposed by Yang et al. [YBL17b; YBWL17]; for further reading
on multiple-index models in high-dimensional estimation, see also [CZC10; TWZLC18].
Finally, we wish to point out a relationship between multiple-index models and (shallow)
neural networks:

Remark 4.15 (Shallow neural networks) If F(v1, . . . , vS) := ∑S
l=1 αl f (vl) for some (non-

linear) scalar function f : R → R and coefficients α1, . . . , αS ∈ R, the output rule of (4.11)
corresponds to a shallow neural network:

y =
S

∑
l=1

αl f (〈a, zl〉).
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Due to the rise of deep learning [LBH15; GBC16], there is a tremendous interest in theses
types of models in the past few years, but note that the learning setting of this thesis
fits only to a limited extent into the theory of neural networks: The key objective in
neural network research is to accurately predict the output variable y, which is clearly
not achieved by the least-squares-based estimator (LSiso

K ). Instead, we are rather asking
for an estimate of the underlying parameter vectors, which is (if at all) only of secondary
relevance for prediction problems. An interesting theoretical study related to this issue
can be found in a recent work by Mondelli and Montanari [MM18]. ♦

Despite the above-mentioned limitations, Proposition 4.14 still allows us to treat an
important special case of multiple-index models, namely variable selection: If the index
vectors are unit vectors, say z1 = ej1 , . . . , zS = ejS for a certain set of active variables
S := {j1, . . . , jS} ⊂ [d], then (4.11) simplifies as follows:

y = F(〈a, ej1〉, . . . , 〈a, ejS〉) = F(aj1 , . . . , ajS), (4.12)

which precisely corresponds to the variable selection model introduced in (1.9). Restating
Proposition 4.14 in this specific situation shows that the resulting target vector is indeed
supported on S :

Corollary 4.16 (Variable selection) Let S := {j1, . . . , jS} ⊂ [d] be a set of active variables,
let Assumption 4.13 be satisfied with zl = ejl for l = 1, . . . , S (cf. (4.12)), and set

T := span({ej1 , . . . , ejS}) = {z ∈ Rd | supp(z) ⊂ S}.

Then z\ := ∑S
l=1 µlejl ∈ T with

µl := E[F(aj1 , . . . , ajS)ajl ], l = 1, . . . , S,

minimizes the mismatch covariance over T and we have

ρ(z\) =
∥∥E[F(aj1 , . . . , ajS)P

⊥
T a]

∥∥
2 .

If the entries of a = (a1, . . . , ad) are independent, we particularly have ρ(z\) = 0.

Proof. This result is an immediate consequence of Proposition 4.14 and (4.12). The ‘in-
particular’ part is due to the fact that P⊥T a only depends on the non-active variables in
S c = [d] \ S , which are independent of aj1 , . . . , ajS , and F. �

Combining this result with Theorem 4.3 shows that variable selection via the generalized
Lasso (LSiso

K ) becomes feasible, as long as the coefficients µ1, . . . , µS of z\ = ∑S
l=1 µlejl are

not too small in magnitude and the sample size n is sufficiently large; more specifically,
if ẑ is a minimizer of (LSiso

K ) with ẑ ≈ z\, one may extract the set of active variables S
from ẑ by only keeping its S largest entries, so that the resulting vector is supported
on supp(z\) = S . A remarkable conclusion of Corollary 4.16 is that—in stark contrast
to single-index models—we even obtain a consistent estimator of z\ in the sub-Gaussian
case, supposed that the input variables are independent and η∗ = 0 in Assumption 3.1.
This observation has some interesting implications for sparse recovery tasks:
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Example 4.17 (Sparse recovery and dimension reduction) The complexity of the variable
selection problem does particularly rely on the number of active variables S. In prac-
tice, one often has to face high-dimensional scenarios where S is significantly smaller
than d, implying that the target vector z\ in Corollary 4.16 is sparse. As we will see later
in Subsection 4.2.6, such a sparsity prior can be easily exploited by means of an `1-based
hypothesis set, which enables accurate estimation results even when n� d.

Moreover, it is worth emphasizing that a single-index model (4.5) with ‖z0‖0 ≤ S is
a special case of (4.12). A comparison of Proposition 4.6 and Corollary 4.16 shows that
recovery of supp(z0) is possible under relatively mild assumptions, whereas recovery
of z0 itself may fail for non-Gaussian inputs. Hence, if only supp(z0) is available, one can
proceed as follows: after discarding all non-active variables supp(z0)c = [d] \ supp(z0),
one could eventually perform a more sophisticated method (operating in a much lower
dimensional space) to estimate the weights of z0; such a strategy is well known as dimen-
sion reduction and is successfully applied in many real-world learning tasks. With this in
mind, Corollary 4.16 provides more evidence of why Lasso-type estimators can serve as
a reliable variable selector (or feature selector). Let us finally point out that the literature on
the general problem of variable selection is extensive, going far beyond the specific setup
considered above. For further reading, the interested reader is referred to the theoretical
studies of [BL08; LW08; CD12] and the references therein. ♦

4.2.5 Superimposed Observation Models

Another interesting generalization of Assumption 4.4 are superpositions of single-index
models, defined in the following way; note that we will also relate this model to Assump-
tion 3.1 later in this subsection.

Assumption 4.18 (Superimposed single-index models) Let a1, . . . , aM be indepen-
dent, centered, and isotropic sub-Gaussian random vectors in Rd with ‖al‖ψ2 ≤ κ for
some κ > 0 and l = 1, . . . , M. We define the output variable by

y := 1√
M

M

∑
l=1

fl(〈al , z0〉) (4.13)

where z0 ∈ Rd \ {0} is an unknown index vector and fl : R → R is a measurable
scalar output function which can be random (independently of a1, . . . , aM). Moreover,
we assume that y is sub-Gaussian.

The actual observations {(a1
i , . . . , aM

i , yi)}n
i=1 arise from the following sampling

process: Each pair (al
i , fl,i) is an independent copy of (al , fl) for i = 1, . . . , n and

l = 1, . . . , M. The outputs are then independent copies of y, given by

yi := 1√
M

M

∑
l=1

fl,i(〈al
i , z0〉), i = 1, . . . , n. (4.14)

We point out that (4.13) is conceptually quite different from a multiple-index model in
(4.11). While the former involves just one index vector z0 and multiple input vectors
a1, . . . , aM, the latter depends on multiple index vectors z1, . . . , zS but only a single input
vector a; however, both definitions collapse to a single-index model for M = S = 1.
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...

z0 = source

f1(〈a1, z0〉)

fM(〈aM, z0〉)

〈a1, z0〉

〈a2, z0〉

〈a3, z0〉 〈aM, z0〉

∑

Figure 4.1: Schematic illustration of a wireless sensor network. Each sensor node l = 1, . . . , M
acquires a linear sample of the source vector z0 ∈ Rd using a different “viewpoint” al ∈ Rd.
These measurements are simultaneously transmitted to a central receiver for recovery. Dur-
ing this process, the sensor readings {〈al , z0〉}M

l=1 are contaminated by unknown non-linear
distortions fl : R → R, e.g., caused by hardware imperfections and the wireless channel.
Due to collisions at the fusion center, an additive superposition of these autonomous mea-
surements is received.

Assumption 4.18 can be motivated by an application in distributed wireless sensing: The
basic idea behind the observation model (4.13) is that M autonomous sensor nodes ac-
quire individual measurements of a (structured) source vector z0 ∈ Rd. For example,
one could think of measurements of a temperature field at different locations where the
global spatial fluctuation is parametrized by z0. All nodes then transmit simultaneously
to a central receiver, leading to additive collisions. Since this process is typically affected
by non-linear distortions, modeled by the unknown output functions fl , the receiver even-
tually measures a superposition of corrupted signals as described in (4.13); see Figure 4.1
for an illustration. For more background information on wireless sensor networks and
related distributed sensing tasks, the interested reader is referred to [GJ17a; GJ17b] and
the references therein.

Sampling according to Assumption 4.18 yields an i.i.d. collection of sensing vectors
and outputs {(a1

i , . . . , aM
i , yi)}n

i=1, from which one intends to estimate the unknown index
vector z0. Based on these samples, we now investigate two strategies to construct a set
of vectors {ai}n

i=1 that serves as appropriate input for the generalized Lasso (LSiso
K ). The

Mismatch Principle reveals in either case that recovery of z0 becomes possible for a large
class of output functions f1, . . . , fM.

Our first approach is based on the fact that (4.14) degenerates into a noiseless linear
sampling process in the absence of non-linear distortions (i.e., f1 = · · · = fM = Id):

yi =
〈 1√

M

M

∑
l=1

al
i , z0

〉
, i = 1, . . . , n.



4.2 Application: Semi-Parametric Estimation Problems 89

This motivates us to select ai := ∑M
l=1 al

i/
√

M as input vectors for (LSiso
K ), leading to the

following convex program, called the direct method (cf. [GJ17b, Alg. 1.1]):

min
z∈Rd

1
n

n

∑
i=1

(
yi −

〈 1√
M

M

∑
l=1

al
i , z
〉)2

subject to z ∈ K. (4.15)

The simple idea of “linearzing” the output variable was already successfully applied
in the previous subsections, which indicates that (4.15) could be used as estimator for
any vector in the target set T = span({z0}). This hope is confirmed by the following
generalization of Proposition 4.6 to superimposed single-index models; note that both
statements coincide for M = 1. For the sake of simplicity, we focus on the Gaussian case
here but emphasize that an extension to sub-Gaussian inputs is straightforward, although
more technical (see [GJ17b, Prop. 6.8]).

Proposition 4.19 (Direct method) Let Assumption 4.18 be satisfied with ‖z0‖2 = 1 and
al ∼ N (0, Id) for l = 1, . . . , M. We define the superimposed vectors ai := ∑M

l=1 al
i/
√

M
for i = 1, . . . , n, and a := ∑M

l=1 al/
√

M. Then {(ai, yi)}n
i=1 contains independent copies of

(a, y) and Assumption 3.1 is fulfilled with M = Id and η∗ = 0. Moreover, the mismatch
covariance vanishes on the target set T := span({z0}): For z\ := µ̄z0 ∈ T with

µ̄ := 1
M

M

∑
l=1

E[ fl(〈al , z0〉)〈al , z0〉], (4.16)

we have ρ(z\) = 0.

Proof. Due to a = ∑M
l=1 al/

√
M ∼ N (0, Id), it is not hard to see that the conditions of

Assumption 3.1 are indeed satisfied. Using the independence of a1, . . . , aM, the second
claim (ρ(z\) = 0) is verified analogously to the proof of Proposition 4.6 (cf. [GJ17b,
Prop. 6.5(1)]). �

Invoking Theorem 4.3 under the hypotheses of Proposition 4.19, we can conclude that the
direct method (4.15) yields a consistent estimator of the rescaled index vector µ̄z0. More
specifically, (4.4) states the following error bound:

‖ẑ− µ̄z0‖2 . max{1, σ(µ̄z0)} ·
[(w2(K)

n

)1/4
+

u√
n

]
. (4.17)

Hence, as long as µ̄ 6= 0, the minimizer ẑ of (4.15) only needs to be rescaled by a factor
of 1/µ̄ to obtain an approximation of the normalized vector z0. The significance of the
resulting error bound is however lost if µ̄ ≈ 0, since dividing (4.17) by |µ̄| would then
blow up the right-hand side. In the above-mentioned application to wireless sensing, for
example, this undesirable situation occurs when the wireless channel of a sensor network
changes rapidly, implying that the non-linearities f j involve unknown sign-flips of the
form 〈al , z0〉 7→ −〈al , z0〉. In such a non-coherent communication setting, the summands of
(4.16) may cancel out each other, so that µ̄ ≈ 0. The intuitive reason for the failure of the
direct method (4.15) is that, by simply using ai = ∑M

l=1 al
i/
√

M as inputs, one completely
ignores potential sign-flips.
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Our second recovery strategy avoids this shortcoming by a standard lifting approach:
Instead of computing the superposition of all sensing vectors a1

i , . . . , aM
i , we use them

to fit each summand of (4.14) individually. This idea is realized by the following convex
program, called the lifting method (cf. [GJ17b, Alg. 1.2]):

min
[z1...zM ]
∈Rd×M

1
n

n

∑
i=1

(
yi −

M

∑
l=1
〈al

i , zl〉
)2

subject to [z1 . . . zM] ∈ K, (4.18)

where K ⊂ Rd×M corresponds to a convex matrix constraint set. Our hope is now that
each column of a minimizer ẑ := [ẑ1 . . . ẑM] ∈ Rd×M of (4.18) approximates a multiple
of z0, say ẑl ≈ µ̄lz0 for certain scalars µ̄1, . . . , µ̄M ∈ R. In other words, we expect that ẑ is
an estimator of the rank-one matrix z0µ̄T ∈ Rd×M with µ̄ := (µ̄1, . . . , µ̄M) ∈ RM.

In order to come up with a formal argument, let us first set z := [z1 . . . zM] ∈ Rd×M

and ai := [a1
i . . . aM

i ] ∈ Rd×M for i = 1, . . . , n. Then we have

M

∑
l=1
〈al

i , zl〉 = 〈ai, z〉, i = 1, . . . , n,

and (4.18) takes the form

min
z∈Rd×M

1
n

n

∑
i=1

(yi − 〈ai, z〉)2 subject to z ∈ K.

This optimization problem exactly coincides with (LSiso
K ), except that the former operates

in the (“lifted”) matrix space Rd×M. Thus, by literally replacing the ambient space Rd

with Rd×M in Recipe 4.1, the Mismatch Principle becomes applicable to matrix-valued
inputs as well. With this adaption, we can now make the above idea precise and select
T = {z0µT | µ ∈ RM} ⊂ Rd×M as target set in (MP1). This leads to the following
outcome of (MP3):

Proposition 4.20 (Lifting method) Let Assumption 4.18 be satisfied with ‖z0‖2 = 1 and
al ∼ N (0, Id) for l = 1, . . . , M. We define the random matrices ai := [a1

i . . . aM
i ] for

i = 1, . . . , n, and a := [a1 . . . aM]. Then {(ai, yi)}n
i=1 contains independent copies of (a, y)

and Assumption 3.1 is fulfilled with M = Id·M and η∗ = 0.6 Moreover, the mismatch
covariance vanishes on the target set T := {z0µT | µ ∈ RM} ⊂ Rd×M: For z\ := z0µ̄T ∈ T
with µ̄ := (µ̄1, . . . , µ̄M) ∈ RM and

µ̄l := 1√
M

E[ fl(〈al , z0〉)〈al , z0〉], l = 1, . . . , M,

we have ρ(z\) = 0.

Proof. Since al is a standard Gaussian random matrix in Rd×M, all conditions of Assump-
tion 3.1 are easily verified. The second part again works analogously to the proof of
Proposition 4.6 (cf. [GJ17b, Prop. 6.5(2)]). �

6As mentioned above, this requires a literal replacement of the ambient space Rd with Rd×M in As-
sumption 3.1 (and Recipe 4.1).
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Similar to (4.17), a combination of Proposition 4.20 and Theorem 4.3 yields an error esti-
mate for a solution ẑ = [ẑ1 . . . ẑM] to (4.18):

‖ẑ− z0µ̄T‖2 . max{1, σ(z0µ̄T)} ·
[(w2(K)

n

)1/4
+

u√
n

]
.

This recovery statement indicates that the lifting method (4.18) is indeed capable of han-
dling more complicated problem situations than the direct method (4.15); by computing
the dominating left and right singular vectors of ẑ = [ẑ1 . . . ẑM], we do not only obtain an
estimate of the index vector z0 but also of the scaling parameters µ̄ = (µ̄1, . . . , µ̄M) ∈ RM.
In that way, we can even draw conclusions about the scaling behavior of the unknown
output functions f1, . . . , fM. Note that there is no scaling ambiguity at this point, due to
the unit-norm assumption on z0 in Proposition 4.20.

The superiority of the lifting method, however, does not come for free: The algorithmic
approach of (4.18) is only limited to convex matrix constraints, which can result in sub-
optimal sampling rates. For example, if z0 is S-sparse, the target matrix z0µ̄T in Propo-
sition 4.20 is sparse and of rank one at the same time. Using a standard `1,2-group con-
straint unfortunately leads to a necessary sample size that scales multiplicatively with M,
i.e., n & s ·M up to logarithmic factors (see [GJ17b, Thm. 2.6]). If M is large, this is clearly
worse than the best possible rate n & s + M, reflecting the number of unknowns in z0µ̄T.
In fact, there exists a lot of evidence that simultaneous sparse and low-rank structures
cannot be optimally exploited by a tractable convex relaxation [ROV14; OJFEH15]. Since
these issues are not directly related to the Mismatch Principle, we refrain from a more
extensive discussion at this point and refer to [GJ17b] for more details. Finally, let us
mention that [GJ17b] also presents a hybrid method that unifies the above methodology
and is particularly useful for incorporating prior knowledge about the output functions
in Assumption 4.18.

4.2.6 High-Dimensional Problems and `1-Constraints

So far we have only marginally discussed the impact of the hypothesis set K in our pre-
vious applications of the Mismatch Principle. While the target set is merely a theoretical
concept, the presence of a constraint set K in (LSiso

K ) may lead to a fundamentally different
estimation behavior than one would observe for ordinary (unconstrained) least squares
minimization, that is (LSiso

Rd ). In view of the initial concerns raised by (SL3) at the end of
Subsection 1.1.1, the major purpose of the hypothesis set is to exploit additional structural
knowledge about the observation model. For illustration, let us imagine a sparse single-
index model according to Assumption 4.4, where the index vector z0 ∈ Rd has a small,
yet unknown support, say ‖z0‖0 ≤ S. Following the reasoning of Proposition 4.6, the
uncertainty about z0 would be just captured by the target set T = span({z0}), thereby
disregarding the sparsity prior. If Recipe 4.1 is then applied with K = Rd in (MP2)
and Theorem 3.6 in (MP4), one would simply end up with w2

t (K − z\) � d in (3.2) and
(3.3) for all t ≥ 0. Especially in high-dimensional scenarios with S � d, this leads to
a highly suboptimal sampling rate and underpins a key challenge of many sparse esti-
mation tasks: identifying a hypothesis set that incorporates prior information about the
model of interest.

The following considerations are motivated by Example 2.3(3), where we have demon-
strated that an `1-based constraint set can serve as a useful sparsity-promoting convex
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relaxation. More specifically, we now investigate how the sampling rates of our estima-
tion guarantees do improve if the target vector z\ is known to be S-sparse, i.e., ‖z\‖0 ≤ S,
and K = λBd

1 is used as hypothesis set with an appropriate scaling factor λ > 0. In or-
der to evaluate Theorem 4.3 in this setup, let us recall the upper bound of (2.6) on the
`1-norm:

‖z\‖1 ≤
√
‖z\‖0 · ‖z\‖2 ≤

√
S · ‖z\‖2 .

This suggests selecting K =
√

S · ‖z\‖2 · Bd
1 as hypothesis set, and according to (2.7), the

global mean width then obeys w(K) . ‖z\‖2 ·
√

S log(2d). Therefore, the condition (4.3)
is satisfied for

n & κ4 ·
(
‖z\‖2 ·

√
S log(2d) + u

)2
. (4.19)

A similar argument can be applied to Corollary 3.7 (with M = Id) instead of Theorem 4.3:
Choosing K = ‖z\‖1 · Bd

1 as hypothesis set, (2.10) provides a bound on the conic mean
width, w0(K− z\) .

√
S log(2d/S), so that (3.4) holds if

n & κ4 ·
(√

S log( 2d
S ) + u

)2
. (4.20)

The latter achievement, however, strongly relies on precise knowledge of ‖z\‖1 and
that z\ is exactly S-sparse, which are both unrealistic assumptions in practice. In this
context, the notion of local mean width allows for a helpful relaxation. To see this, let us
first consider the following consequence of Proposition 2.6 and (2.10):

Proposition 4.21 Let z\ ∈ K :=
√

SBd
1 and set K̄ := {z ∈ K | ‖z‖0 ≤ S, ‖z‖1 =

√
S}.

Moreover, let z̄\ ∈ Rd be a best S-term approximation of z\ in K̄, i.e., z̄\ is a minimizer of

min
z∈K̄
‖z\ − z‖2 .

Then for every t ≥ ‖z\ − z̄\‖2, we have that

wt(K− z\) ≤ w‖z\−z̄\‖2
(K− z\) . w0(K− z̄\) + 1 .

√
S log( 2d

S ).

The geometric idea behind Proposition 4.21 is as follows: For a (not necessarily sparse)
target vector z\ ∈ K =

√
SBd

1 , we select the closest S-sparse approximation z̄\ on the
boundary of K. The local mean width wt(K− z\) at any scale t ≥ ‖z\− z̄\‖2 is then upper
bounded by its conic counterpart at z̄\, which is in turn well-behaved. Consequently,
assuming that M = Id, K =

√
SBd

1 , and t ≥ ‖z\ − z̄\‖2 in Theorem 3.6, the condition (3.2)
is satisfied if the sample size obeys

n & κ4 ·
(√

S log( 2d
S ) + u

)2
. (4.21)

For the best possible precision t = ‖z\− z̄\‖2, Theorem 3.6 particularly states a stable esti-
mation guarantee for approximately S-sparse target vectors. In that context, the approx-
imation error ‖z\ − z̄\‖2 reflects the compressibility of z\, while the required sampling
rate in (4.21) behaves as if z\ would be exactly S-sparse and K is perfectly tuned such
that z\ lies on its boundary.
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The bounds of (4.19), (4.20), and (4.21) are consistent with the outcome of traditional
results from compressed sensing and sparse signal processing: the number of required
observations scales almost linearly with the level of sparsity S, and the ambient dimen-
sion d only appears in logarithmic factors (cf. Theorem 1.4 in Subsection 1.2.1). At this
point, it is also worth mentioning that the above findings are not limited to the general-
ized Lasso (LSiso

K ), but can be easily adapted to the generalized Basis Pursuit (gBPη,iso
R ),

e.g., see Corollary 3.15 for a result on stable estimation. Apart from that, there exist many
extensions of sparsity that might be incorporated by an appropriate choice of hypothesis
set as well, e.g., group sparsity [HZ10], weighted sparsity [KXAH09], or sparsifying transfor-
mations [EMR07]. The latter generalization in fact plays a central role in this thesis: while
we have already sketched an `1-based relaxation of synthesis sparse vectors in the course
of Example 2.3(4), the competing concept of analysis sparsity will form the main subject of
Chapter 5.

Finally, we refer to the textbooks [BG11; EK12; FR13; HTW15; Ver18] for a broader
overview of high-dimensional estimation problems and the benefits of sparsity; more-
over, a concise summary of more recent advances in high-dimensional statistics can be
found in [NRWY12, Sec. 1].

4.2.7 Related Approaches in Signal Processing

A considerable amount of the recent literature on (high-dimensional) signal processing
and compressed sensing deals with non-linear distortions of linear sampling schemes,
such as quantized, especially 1-bit compressed sensing [BB08; ZBC10]. In this context,
single-index models and generalized linear models prove very useful, as they can de-
scribe many different types of perturbations by means of their output function (see Sub-
sections 4.2.1–4.2.3). A remarkable line of research by Plan, Vershynin, and collaborators
[PV13a; PV13b; ALPV14; PV14; PV16; PVY16] as well as related works [TAH15; KSW16;
Gen17; GMW18; TR18] has made significant progress in the statistical analysis of these
model situations. Somewhat surprisingly, it has turned out that recovery of the parame-
ter vector is already achievable by convex programming, even when the output function
is unknown. Of particular relevance to our approach is [PV16], where the generalized
Lasso (LSK) was studied for the first time with Gaussian single-index models. Although
not mentioned explicitly, a key argument of [PV16] is based on an application of the or-
thogonality principle in (1.10), leading to the same conclusions as in Subsection 4.2.1. In
that light, the results of this section show that the original ideas of [PV16] apply to a much
wider class of semi-parametric observation models.

On the other hand, our discussion subsequent to Proposition 4.6 also reveals several
shortcomings of learning single-index models via a standard Lasso-type estimator, most
importantly, the inconsistency of (LSK) in the non-Gaussian case. A recent series of pa-
pers by Yang et al. [YWLEZ15; YBL17a; YBL17b; YBWL17] tackles this issue by investi-
gating carefully adapted estimators. While these approaches are able to deal with even
more complicated estimation problems, such as phase retrieval (cf. Example 4.7(4)) and
multiple-index models (cf. Subsection 4.2.4), the proposed algorithms do either assume
knowledge of the output function or of the probability density function of the input vec-
tor. Such additional prerequisites are somewhat different from the basic tenor of this
thesis, but nevertheless, these findings may form a promising direction of future research
(see also Section 4.4).



94 Chapter 4 The Mismatch Principle

In the situation of sparse index vectors, we have demonstrated in Subsection 4.2.6
that our results do also reproduce classical achievements from compressed sensing. But
despite obvious similarities, let us emphasize that the theoretical foundations of com-
pressed sensing rely on quite different concepts, most notably the null space property
and restricted isometry property. On the basis of these notions, it is indeed possible to
treat many practical sensing schemes that are not covered by Assumption 3.1, e.g., struc-
tured measurement matrices (cf. Remark 1.5).

4.3 Application: Correlated Input Variables

This section investigates several instances of Assumption 3.1 where the mixing matrix
M ∈ Rp×d is not the identity, so that some input variables may be correlated. The first
part (Subsection 4.3.1) deals with the case of p ≥ d, i.e., that there are more observed than
latent variables. In this context, we show a variant of Corollary 3.8 that examines the es-
timation performance of (LSK) under approximate knowledge of M.7 Subsection 4.3.2 is
then devoted to the case of p < d, which is especially useful to model noisy data. An ap-
plication of the Mismatch Principle in this situation shows that the mismatch covariance
naturally incorporates the signal-to-noise ratio of the underlying observation process. Let
us emphasize that, compared to the previous section, we now take a rather different view
and do not further specify the output variable y; but since the mismatch covariance does
not depend on M, the results of both sections are very amenable to combinations.

4.3.1 The Underdetermined Case (p ≥ d)

We first note that the term ‘underdetermined’ refers to the condition z\ ∈ MTK in Corol-
lary 3.8. Indeed, if p ≥ d, the linear equation system z\ = MTβ\ typically has many
solutions in K, implying that the associated parameter vector β\ ∈ K is not uniquely de-
fined; this ambiguity is also the main reason why all theoretical guarantees in Section 3.2
state an error bound for a target vector of the form z\ = MTβ\ but not for β\ itself (cf.
Subsection 3.2.4). The purpose of this subsection is to show that, based on approximate
knowledge of M, one can adapt the hypothesis set K in a such way that β\ becomes
well-defined and the mean width in (3.6) does not depend on M anymore.

To simplify the argumentation, let us assume that the mixing matrix M ∈ Rp×d has full
rank d. Hence, M is injective and its pseudo-inverse M† ∈ Rd×p satisfies M† M = Id. In
principle, as long as M is known, the issue of correlated input variables can be resolved
by first computing

M†xi = M† Mai = ai, i = 1, . . . , n, (4.22)

and then proceeding with isotropic data as in Section 4.2. Unfortunately, such a pre-
processing step is often unstable in practice and M is usually not exactly known. The
following version of Corollary 3.8 takes a different approach that involves a transforma-
tion of the hypothesis set in (LSK) but not of the actual input data. Moreover, it merely
assumes that an estimated mixing matrix M̃ ∈ Rp×d is available.

7Similarly to Section 4.2, we use Corollary 3.8 as a basis in this section, but analogous conclusions could be
also drawn from Theorem 3.6 or Corollary 3.7.
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Corollary 4.22 (Estimation via (LSK) with approximately known M) Let Assump-
tion 3.1 be satisfied with p ≥ d and assume that M ∈ Rp×d has full rank. Furthermore,
assume that M̃ ∈ Rp×d is a full rank matrix such that Q := M̃† M ∈ Rd×d is invertible.
Let K̃ ⊂ Rd be a bounded, convex subset and fix a vector z\ ∈ QTK̃. Then there exists a nu-
merical constant C > 0 such that for every u > 0, the following holds true with probability
at least 1− 3 exp(−C · u2)− 2 exp(−C · n): If the number of observed samples obeys

n & κ4 · (‖Q‖op · w(K̃) + u)2, (4.23)

then every minimizer β̂ of (LSK) with K := (M̃†)TK̃ satisfies

‖M̃Tβ̂− z\‖2 . ‖Q−1‖op · (t0 + η∗) + ‖(Id −Q−T)z\‖2 (4.24)

where

t0 := κ ·max{1, σ(z\)} ·
[(‖Q‖2

op · w2(K̃)
n

)1/4
+

u√
n

]
+ ρ(z\).

Moreover, setting β\ := (M̃†)TQ−Tz\ ∈ K, we have

‖β̂− β\‖2 . ‖Q−1M̃†‖op · (t0 + η∗). (4.25)

Proof. We apply Corollary 3.8 with K = (M̃†)TK̃. To this end, let us first observe that

z\ ∈ QTK̃ = MT(M̃†)TK̃ = MTK.

Furthermore, Proposition 2.2(iv) yields

w(MTK) = w(QTK̃) ≤ ‖Q‖op · w(K̃), (4.26)

so that the assumption (4.23) implies (3.6). On the event of Corollary 3.8, we therefore
obtain

‖M̃Tβ̂− z\‖2 ≤ ‖M̃Tβ̂−Q−Tz\‖2 + ‖(Id −Q−T)z\‖2

≤ ‖Q−T‖op · ‖QTM̃Tβ̂− z\‖2 + ‖(Id −Q−T)z\‖2

= ‖Q−1‖op · ‖MT(M̃†)TM̃Tβ̂− z\‖2 + ‖(Id −Q−T)z\‖2

= ‖Q−1‖op · ‖MTβ̂− z\‖2 + ‖(Id −Q−T)z\‖2 ,

where the last step is due to β̂ ∈ ran((M̃†)T) and the identity (M̃†)TM̃T(M̃†)T = (M̃†)T.
The error bound (4.24) is now a consequence of (3.7) and (4.26).

In order to establish (4.25), we observe that

(M̃†)T = (M̃†)TQ−TQT = (M̃†)TQ−TMT(M̃†)T,

and since β̂ ∈ ran((M̃†)T), this implies β̂ = (M̃†)TQ−TMTβ̂. Using the definition of β\,
we therefore end up with

‖β̂− β\‖2 = ‖(M̃†)TQ−T(MTβ̂− z\)‖2 ≤ ‖Q−1M̃†‖op · ‖MTβ̂− z\‖2 ,

and (4.25) now follows from (3.7) and (4.26) again. �
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If M̃ = M (and therefore Q = Id), the error bound of (4.24) basically coincides with
(3.7), whereas (4.25) provides an approximation guarantee for the untransformed solution
vector β̂ of (LSK). This achievement of Corollary 4.22 is due to the specific choice of
hypothesis set: K = (M̃†)TK̃ is the image of a lower dimensional subset K̃ ⊂ Rd that takes
the effect of the mixing matrix M into account and thereby resolves the above-mentioned
ambiguity. The only price to pay is the presence of an additional factor ‖M†‖op in (4.25).
It is also worth noting that the required sample size in (4.23) is now controlled by the
mean width of the hypothesis set K̃ ⊂ Rd, allowing us to exploit structural assumptions
on z\ directly.

An appealing feature of Corollary 4.22 is that it even remains valid when the estima-
tors β̂ and ẑ := M̃Tβ̂ are computed on the basis of an approximately known mixing
matrix M̃. The quality of this approximation is essentially determined by the transfor-
mation matrix Q = M̃† M, in the sense that Q ≈ Id if M̃ ≈ M. This particularly affects
the sample size in (4.23) as well as the error bound in (4.24), where the latter is indeed
only significant if M̃ is sufficiently close to M. Remarkably, the output vector β̂ may
still yield a consistent estimator of β\ (if ρ(z\) = η∗ = 0), since Q just appears in terms
of a multiplicative parameter in (4.25). However, we point out that (4.25) is a weaker
statement than (4.24), as the former does not necessarily address our initial concern of
learning semi-parametric observation models (see Section 4.2).

Let us conclude with some potential applications of Corollary 4.22 and Corollary 3.8:

Example 4.23 (1) Clustered variables. A situation of practical interest are clustered fea-
tures, meaning the components of x are divided into (disjoint) groups of strongly corre-
lated variables. In this case, the associated hypothesis set K = (M̃†)TK̃ would basically
turn into a group constraint, which leads to a block-like support of the parameter vector
β\ ∈ K. A formal study of such a problem scenario is expected to be straightforward but
might require a certain technical effort.

(2) Unknown mixing matrix. The above strategy clearly relies on (partial) knowledge of
the mixing matrix M. The same problem persists in the general setup of Corollary 3.8,
as M is needed there to construct the estimator ẑ := MTβ̂. Thus, if M is unknown,
the error bound (3.7) is only of theoretical interest, merely indicating that, in principle,
estimation via (LSK) is feasible. Nevertheless, one may still draw heuristic conclusions
from Corollary 3.8. For instance, if M generates clustered features as in part (1), the
support pattern of the (possibly non-unique) parameter vector β\ could at least indicate
what clusters are active. This observation was discussed in a previous work [GK16],
inspired by the example of mass spectrometry data (see also Remark 4.26).

(3) The case of p = d. In this situation, the mixing matrix M is invertible and one may
simply select M̃ = Id in Corollary 4.22 (implying that Q = M and K = K̃). For exam-
ple, this setup proves very useful when considering a single-index model with unknown
covariance structure: Let Assumption 3.1 be satisfied with y = f (〈x, β0〉) for some index
vector β0 ∈ K ⊂ Rd and output function f : R → R. Thus, compared to Assump-
tion 4.4, the input vector x = Ma is not necessarily isotropic and its covariance matrix
Σ := MMT ∈ Rd×d is unknown. An application of Corollary 4.22 with z\ = MTβ0 then
shows that, according to (4.25), the minimizer β̂ is an estimator of the unknown index
vector β0 = β\. Noteworthy, the generalized Lasso (LSK) does not require any knowl-
edge of Σ in this case. ♦
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4.3.2 The Overdetermined Case (p < d) and Noisy Data

In most real-world applications, the input data is corrupted by noise. With regard to our
statistical model setup, this basically means that the input vector x = Ma is generated
from two types of latent factors, namely those affecting the output variable y and those
not doing so. The following model assumption makes this idea more precise:

Assumption 4.24 (Noisy data) Let Assumption 3.1 be satisfied and assume that the
latent factors split into two parts, a = (as, an), where as = (as,1, . . . , as,d1) ∈ Rd1

is referred to as the signal variables and an = (an,1, . . . , an,d2) ∈ Rd2 to as the noise
variables (in particular, d = d1 + d2).8 The output variable does only depend on the
signal variables, i.e.,

y = F(as) = F(as,1, . . . , as,d1) (4.27)

for a measurable output function F : Rd1 → R which can be random (independently
of as), and we also assume that y and an are independent. According to this parti-
tion, the mixing matrix takes the form M = [Ms, Mn] ∈ Rp×d where Ms ∈ Rp×d1 is
associated with as and Mn ∈ Rp×d2 with an. Consequently, the input vector can be
decomposed as x = Ma = Msas + Mnan.

The key concern of Assumption 4.24 is that the factors of an do not contribute to the out-
put variable y and are therefore regarded as noise. In this context, it could easily happen
that d > p, so that M is not injective anymore. Retrieving the latent factors a from x then
becomes impossible, even if M is exactly known (cf. (4.22)). A typical model case would
be component-wise “background” noise within the input vector x, i.e., Mn ∈ Rp×p is a
diagonal matrix and we have d = d1 + d2 = d1 + p > p. Moreover, we emphasize that
Assumption 4.24 should not be confused with the variable selection problem stated in
(4.12). The latter comes along with the task of detecting an unknown subset of active
variables, whereas the above partition into signal and noise variables is known to a cer-
tain extent.9 For that reason, the order of the variables in a = (as, an) is rather a matter
of convenience and does not restrict the generality.

Let us now apply the Mismatch Principle (Recipe 4.1) to examine the learning capacity
of (LSK) under the noise model of Assumption 4.24. The output rule (4.27) suggests se-
lecting a target set of the form T = Ts ×Rd2 ⊂ Rd1+d2 . Indeed, given any target vector
z\ = (z\s , z\n) ∈ T, we are only interested in the signal component z\s ∈ Ts, which encodes
the desired (parametric) information about (4.27); the noise component z\n ∈ Rd2 , on the
other hand, is not relevant for our purposes. This important observation is particularly
consistent with the following decomposition of the mismatch covariance:

Proposition 4.25 Let Assumption 4.24 be satisfied. For every z\ = (z\s , z\n) ∈ Rd1+d2 , we
have that

ρa,y(z\)2 =
∥∥E[(y− 〈as, z\s〉)as]

∥∥2
2 + ‖z

\
n‖2

2 = ρas,y(z
\
s)

2 + ‖z\n‖2
2 . (4.28)

8The sans-serif letter n stands for ‘noise’ and should not be confused with the sample size n.
9This does not necessarily mean that as and an are directly accessible, but rather that there exists (structural)
knowledge of the mixing matrix M = [Ms, Mn] and the associated noise pattern.
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Proof. Using the isotropy of a = (as, an) and the independence of y and an, we obtain

ρa,y(z\)2 =
∥∥E[(y− 〈a, z\〉)a]

∥∥2
2

=
∥∥E[(y− 〈as, z\s〉 − 〈an, z\n〉)as]

∥∥2
2 +

∥∥E[(y− 〈as, z\s〉 − 〈an, z\n〉)an]
∥∥2

2

=
∥∥E[(y− 〈as, z\s〉)as]

∥∥2
2 +

∥∥E[〈an, z\n〉an]
∥∥2

2

=
∥∥E[(y− 〈as, z\s〉)as]

∥∥2
2 + ‖z

\
n‖2

2 . �

The identity (4.28) asks us to select a target vector z\ = (z\s , z\n) ∈ T = Ts × Rd2 such
that the signal-related mismatch covariance ρas,y(z

\
s) gets sufficiently small, and at the

same time, the magnitude of noise component z\n does not get too large. This task is
unfortunately not straightforward because the transformed hypothesis set MTK ⊂ Rd is
not full-dimensional if d > p (cf. Remark 4.2(3)). For example, just enforcing z\n = 0 could
eventually lead to a large value of ρas,y(z

\
s), as the condition z\ ∈ MTK entails solving an

overdetermined equation system with z\s = MT
s β\ and z\n = MT

n β\. The general difficulty
is that the minimization problem (4.1) in Recipe 4.1(MP3) is not separable in the signal
and noise component.

For that reason, we do not exactly apply Recipe 4.1(MP3) in the following, but rather
construct an admissible target vector z\ = (z\s , z\n) ∈ T ∩MTK that approximately solves
(4.1). Motivated by the decomposition of (4.28), the basic idea is to first minimize ρas,y(·)
on Ts ∩ MT

s K and then to choose among all admissible vectors in MT
n K the one of min-

imal magnitude. Such an approach in fact seems quite natural, since our intention is to
estimate the signal component z\s by MT

s β̂, with β̂ being a solution to (LSK). Hence, let
z\s ∈ Rd1 be a minimizer of

min
zs∈Ts∩MT

s K
ρas,y(zs),

and denote the preimage of z\s by Ks := {β ∈ K | MT
s β = z\s} ⊂ Rp. This allows us to

consider any vector z\n ∈ MT
n Ks ⊂ Rd2 and we select the one of minimal `2-norm:

z\n := argmin
zn∈MT

n Ks

‖zn‖2 = argmin
β∈Ks

‖MT
n β‖2 .

Moreover, we set ρn(z
\
s) := ‖z\n‖2, in order to indicate the dependence on z\s .

Applying Recipe 4.1(MP4) with Corollary 3.8 now yields the following bound:

‖MT
s β̂− z\s‖2 ≤ ‖MTβ̂− z\‖2

(3.7)
. κ ·max{1, σ(z\)} ·

[(w2(MTK)
n

)1/4
+

u√
n

]
+
(

ρas,y(z
\
s)

2 + ρn(z\s)
2
)1/2

+ η∗. (4.29)

The significance of this error estimate clearly depends on the size of the two bias terms
ρas,y(z

\
s) and ρn(z

\
s). The former parameter corresponds to the mismatch covariance of the

“noiseless” data model (as, y) and can be treated as in the isotropic case of Section 4.2.
By contrast, ρn(z

\
s) captures the impact of the noise variables an on the input data x. As

pointed out above, the presence of such a noise term is inevitable to some extent, since
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the “ideal” target vector z̃\ := (z\s , 0) ∈ Rd1+d2 is not necessarily contained in MTK. From
a more practical perspective, ρn(z

\
s) serves as a measure for the noise power within the

underlying observation model (x, y) and its reciprocal, 1/ρn(z
\
s), can be interpreted as

the signal-to-noise ratio.

Remark 4.26 (1) Previous approaches. The above reasoning is closely related to [GK16],
where the noisy data model of Assumption 4.24 was analyzed in conjunction with Gaus-
sian single-index models. The key idea of that work is to specify a parameter vector
β\ ∈ Rp such that the linear predictor 〈x, β\〉 imitates the output variable y as well as
possible, coining the notion of optimal representations. Interestingly, the Mismatch Princi-
ple essentially leads us to the same results as in [GK16], but in a much more systematic
and less technical way. Furthermore, the error bound of (4.29) is not exclusively restricted
to single-index models.

(2) Real-world data. A natural way to think of Assumption 4.24 is that the columns of Ms

form building blocks (atoms) of the input vector and the signal variables in (as)i deter-
mine their individual contributions to each sample xi for i = 1, . . . , n. The same interpre-
tation applies to the noise variables in (an)i, but they do not affect the output yi.

A prototypical example of real-world data that was extensively studied in [GK16] is so-
called mass spectrometry data. In this case, the columns of Ms form (discretized) Gaussian-
shaped peaks, each one representing a certain type of molecule (or a compound). The sig-
nal variables are in turn proportional to the molecular concentration of these molecules.
The output variable yi only takes values in {−1,+1}, indicating the health status of a
human individual, i.e., either healthy or suffering from a specific disease. The key task is
then to use empirical risk minimization to identify those molecules (features) that are rel-
evant to the health status, eventually enabling for early diagnostics and a deeper under-
standing of pathological mechanisms. In the context of statistical learning, this challenge
is closely related to the variable selection model considered in (4.12). For more details
about this specific problem setup, the interested reader is referred to [Gen15; GK16] for
a theoretical analysis, as well as to [Con+17] for practical aspects and numerical experi-
ments. ♦

4.3.3 Related Approaches and Discussion

In the previous two subsections, we have highlighted the importance of correlated vari-
ables in applications. However, most traditional approaches in signal estimation theory
and variable selection rely on assumptions that preclude stronger correlations between
features, such as restricted isometry, restricted eigenvalue conditions, or irrepresentabil-
ity, e.g., see [GB09]. For that reason, various strategies have been proposed in the liter-
ature to deal with these delicate situations, for instance, hierarchical clustering [BRGZ13]
or OSCAR/OWL [BR08; FN14; FN16]. The recent work of Li et al. [LMRW18] provides a
general methodology to incorporate correlations between covariates by graph-based reg-
ularization; see also Section 2 therein for a discussion of related literature in that direc-
tion. Although the aforementioned results are limited to more specific model settings
like noisy linear regression, they bear a resemblance to the basic idea of Corollary 4.22,
namely using the (estimated) mixing matrix M̃ to adapt the constraint set of (LSK).

If the correlation structure of x = Ma is unknown, one rather aims at recovering the
mixing matrix M based on the available sample set {xi}n

i=1. This task is usually referred



100 Chapter 4 The Mismatch Principle

to as factor analysis, or more generally, matrix factorization, e.g., see [HTF09, Chap. 14].
Unfortunately, such a factor analysis is often unstable, especially when the problem is
high-dimensional (n � p, d) and noise is present. It was already succinctly emphasized
by Vapnik in [Vap98, p. 12] that a direct approach is preferable in these situations:

“If you possess a restricted amount of information for solving some problem, try to
solve the problem directly and never solve the more general problem as an intermediate
step. It is possible that the available information is sufficient for a direct solution but
is insufficient for solving a more general intermediate problem.”

The procedure of the generalized Lasso (LSK) precisely reflects this perspective, as it only
takes the “unspoiled” data {(xi, yi)}n

i=1 as input. If β̂ is a minimizer of (LSK), our theoret-
ical findings show that computing the actual estimator ẑ = MTβ̂ still requires M, but this
merely concerns a simple post-processing step. In that way, one may hope that the entire
estimation process is less sensitive to noise and a small sample size. Moreover, as men-
tioned in Example 4.23(2), it is often possible to extract the information of interest directly
from β̂ by means of domain knowledge, rather than to explicitly compute ẑ = MTβ̂.

4.4 Summary and Extensions

At the heart of this chapter certainly stands the Mismatch Principle in Recipe 4.1. As
demonstrated in Section 4.2 and Section 4.3, this simple recipe allows for the system-
atic derivation of theoretical guarantees for the generalized Lasso (LSK) in a variety of
model situations, particularly in the presence of non-linear distortions and correlated
input variables. In each of these applications, a crucial step is to select an appropriate
target set, containing all those parameter vectors that could be used to solve the estima-
tion problem under investigation. In this way, we were able to meet our initial concern
(SL2) at the end of Subsection 1.1.1, namely that an estimation result should not only be
accurate but also interpretable in a suitable manner.

From the application side, it has turned out that the estimator (LSK) is surprisingly ro-
bust against different types of model uncertainties, such as an unknown output function
or a misspecified mixing matrix. Our findings indicate that the estimated parameter vec-
tor often carries the desired information (if correctly interpreted), without performing
any complicated pre-processing steps. A general practical conclusion is therefore that,
despite its simplicity, constrained least squares minimization often yields a reliable guess
of the true parameters. Hence, the outcome of (LSK) could at least serve as a good ini-
tialization for a more sophisticated method that is specifically tailored to the problem of
interest.

Let us close this chapter with possible extensions of our results as well as some promis-
ing future research directions:

1. Non-convex hypothesis classes. It is well known that the use of non-convex hypothesis
classes can substantially increase the learning capacity of empirical risk minimiza-
tion, e.g., in deep learning [LBH15; GBC16]. On the other hand, this gain often comes
along with very challenging non-convex optimization problems. An interesting ap-
proach related to single-index models (see Assumption 4.4) is taken by Yang et al. in
[YWLEZ15], where H basically corresponds to a subset of { f (〈·, β〉) | β ∈ K}. In that
way, they obtain a consistent estimator of the index vector even in the sub-Gaussian
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case, but only under very restrictive assumption on the output function f : R → R.
This drawback is mainly due to the fact that the landscape of the empirical risk in (1.2)
may become very complicated for non-linear output functions (see also [MBM18]).
However, the results of [YWLEZ15] provide more evidence that the Mismatch Princi-
ple could be extended to non-linear hypothesis functions.

2. Consistent estimators. The analysis of Section 4.2 reveals that (LSK) is typically inconsis-
tent if the input data is non-Gaussian. In principle, one can resolve this issue by apply-
ing carefully adapted estimators, such as in [YWLEZ15; YBL17a; YBL17b; YBWL17].
But the ultimate goal is to come up with a universal strategy that does not leverage ex-
plicit knowledge of the probability distribution of x. The observation of Example 4.17
might be useful in that regard, as it indicates that (LSK) successfully detects the active
variables (or the support of an index vector) under a weaker sub-Gaussian assump-
tion.

3. Structured input data. As pointed out at the end of Subsection 4.2.7, many problems
in signal processing involve structured data, arising from non-i.i.d. samples and heavy-
tailed input variables. While heavy-tailed inputs may be addressed by Mendelson’s
Small Ball Method (see Subsection 2.3.3), the assumption of independent sampling is
still crucial to many results in empirical process theory. It is especially not obvious how
to appropriately extend the statistical tools from Section 2.3, which form the technical
basis of our general error bounds in Chapter 3. Nevertheless, some promising progress
has been recently made with the works of [DJR17; DM18a; DM18b] in the area of 1-bit
compressed sensing, showing theoretical guarantees for subsampled (sub-)Gaussian
circulant matrices and heavy-tailed measurements.

4. Loss functions. Using our results from Section 3.4 on convex loss functions, one can eas-
ily adapt the steps of Recipe 4.1 to work with the generalized estimator (LK). However,
the role played by the generalized mismatch covariance ρt,L(·) introduced in Defini-
tion 3.18 may change significantly from case to case. For example, when considering
the linear loss function in conjunction with perfect 1-bit measurements (see Exam-
ple 3.21(4)), ρt,L(·) can take negative values and the (adapted) minimization problem
in Recipe 4.1(MP3) is not always solvable. The situation gets even more complicated
for the hinge loss (3.28) due to a stronger dependence on the geometry of the hypoth-
esis set; see [GS18] for a detailed analysis in the context of 1-bit compressed sensing.





5

`1-Analysis Minimization and Generalized
(Co-)Sparsity

This chapter is devoted to the second major topic of this thesis, which is the analysis
formulation of compressed sensing. According to the introductory notes of Section 1.2,
our key objective in this part is to study the recovery performance of the Analysis Basis
Pursuit:

min
z∈Rd
‖Ψz‖1 subject to 1√

n‖Az− y‖2 ≤ η, (BPη
Ψ)

where the measurement vector y = Az0 + ε ∈ Rn encodes the unknown signal vec-
tor z0 ∈ Rd (cf. (1.14)). In Section 5.1, we begin with a formal definition of this linear
measurement process, building upon the random sampling model considered in Chap-
ter 3. In this context, we do also introduce the generalized sparsity parameters which form
a crucial technical ingredient of our approach. Section 5.2 then presents the main results
of this chapter: our first guarantee (Theorem 5.6) addresses the problem of exact recovery
from noiseless Gaussian measurements, while the second one (Theorem 5.9) holds true in
the more general sub-Gaussian setup, focusing on stable and robust estimation. Section 5.3
complements our theoretical findings by a series of applications and numerical exper-
iments. At that point, we will particularly return to our initial example of redundant
wavelet frames shown in Figure 1.2 in Subsection 1.2.2. Finally, a comparison to related
approaches from the literature is contained in Section 5.4, followed by a concluding dis-
cussion on potential applications and practical guidelines in Section 5.5.

It is worth mentioning that the main ideas of this chapter are accessible only after
reading Section 1.2 and Section 2.1. The definitions and results of Chapter 2 and Chapter 3
are nevertheless of great importance to the proofs contained in Section 5.6; this part in
fact strongly relies on our statistical analysis of the generalized Basis Pursuit (gBPη

R) in
Section 3.3. More specifically, we will make use of Corollary 3.14 and Corollary 3.15,
which are already formulated in the common linear model setup of compressed sensing
theory. But note that in principle, our results could be extended to more complicated,
non-linear observation models by using Theorem 3.10 instead.

5.1 Model Setup and Generalized (Co-)Sparsity

In this section, we introduce the standing model assumptions of this chapter as well as
our generalized notions of (co-)sparsity. Let us begin with a rigorous version of the linear
measurement scheme considered in (1.14); see also Table 5.1 for a summary of frequently
used terms and notations in this chapter.
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TERM NOTATION

Signal vector (source, ground truth) z0 ∈ Rd

Sensing vectors a1, . . . , an ∈ Rd indep. copies of a ∈ Rd

Measurement matrix (sensing matrix) A = [ai,j] = [a1 . . . an]T ∈ Rn×d

Noise (corruption, distortion) ε = (ε1, . . . , εn) ∈ Rn

Measurements (observations, samples) y = Az0 + ε ∈ Rn (⇒ yi = 〈ai, z0〉+ ε i)
Noise level (adversarial noise level) η ≥ 0 such that ‖ε‖2/

√
n ≤ η

Analysis vectors ψ1, . . . , ψD ∈ Rd

Analysis operator (analysis matrix) Ψ = [ψk,j] = [ψ1 . . . ψD]
T ∈ RD×d

Gram matrix G = ΨΨT ∈ RD×D (⇒ gk,k′ = 〈ψk, ψk′〉)
Analysis coefficients (of z ∈ Rd) Ψz = (〈ψ1, z〉, . . . , 〈ψD, z〉) ∈ RD

Analysis support and sparsity Sz = supp(Ψz) ⊂ [D] and S = |Sz|
Analysis cosupport and cosparsity S c

z = supp(Ψz)c ⊂ [D] and L = |S c
z| = D− S

Analysis sign vector σz = (σ1
z , . . . , σD

z ) = sign(Ψz) ∈ {−1, 0,+1}D

Table 5.1: A summary of frequently used notations in this chapter. The terms in parentheses
are widely-used synonyms.

Assumption 5.1 (Noisy linear measurements) Let z0 ∈ Rd be a fixed vector, which is
referred to as the signal vector (or source). The sensing vectors a1, . . . , an are assumed to
be independent copies of a centered isotropic sub-Gaussian random vector a in Rd

with ‖a‖ψ2 ≤ κ for some κ > 0. These vectors form the rows of the measurement
matrix A := [a1 . . . an]T ∈ Rn×d. The measurements of z0 are then defined by

y := Az0 + ε ∈ Rn

where ε = (ε1, . . . , εn) ∈ Rn is (possibly deterministic) noise such that ‖ε‖2/
√

n ≤ η
for a fixed noise level η ≥ 0.

We note that by setting y := 〈a, z0〉 and η∗ := η, these definitions precisely coin-
cide with Assumption 3.12. In particular, (a, y) and {(ai, yi)}n

i=1 are satisfying the
hypotheses of Assumption 3.1 with M = Id.1

Remark 5.2 (1) Terminology. Let us emphasize that, in contrast to the learning-based
setting of Chapter 4, we now take the view of compressed sensing. But the mathemat-
ical content and notation of both parts is still completely consistent, building upon the
abstract framework of Chapter 3. At this point, it is also worth recalling Table 3.1, which
allows for a comparison and translation between the different terminologies.

(2) Adversarial noise. Assumption 5.1 is restricted to adversarial noise, whereas the gen-
eral setup of Assumption 3.1 also permits random noise (cf. Remark 3.2). Such an exten-
sion is certainly possible in this chapter but would lead to additional technicalities that
distract from the main ideas. Moreover, the deterministic noise model of Assumption 5.1

1As in Subsection 3.3.2, we agree on writing a, ai, z instead of x, xi, β, respectively.
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is actually more common in compressed sensing theory. If Assumption 5.1 is considered
as a special case of Assumption 3.1, one should bear in mind that we assume η∗ = η
throughout this chapter and we agree on writing η instead of η∗. ♦

Next, we fix our notation for the analysis operator and coefficients. Noteworthy, the
dimension of the analysis domain RD does not necessarily have to be larger than the
dimension of the signal domain Rd.

Definition 5.3 (Analysis operator) (1) The matrix Ψ = [ψk,j] ∈ RD×d is called an
analysis operator if none of its rows equals the zero vector. The rows of Ψ, denoted
by ψ1, . . . , ψD ∈ Rd, are called the analysis vectors. Moreover, we recall from Sec-
tion 2.1(6) that the Gram matrix of Ψ is given by G = [gk,k′ ] = ΨΨT ∈ RD×D, and in
particular, gk,k′ = 〈ψk, ψk′〉 for all k, k′ = 1, . . . , D.

(2) The analysis coefficients of a vector z ∈ Rd (with respect to Ψ) are given by

Ψz = (〈ψ1, z〉, . . . , 〈ψD, z〉) ∈ RD.

The analysis support of z is denoted by Sz := supp(Ψz) ⊂ [D], and if S = |Sz|, we say
that z is S-analysis-sparse.2 Analogously, we call S c

z := supp(Ψz)c ⊂ [D] the analysis
cosupport of z and speak of an L-analysis-cosparse vector if L = |S c

z| = D− S.

Let us now introduce the three generalized sparsity parameters, which will form the
heart of our sampling-rate bounds in Section 5.2 below.

Definition 5.4 (Generalized (co-)sparsity) Let Ψ ∈ RD×d be an analysis operator and
let z ∈ Rd. We define the generalized sparsity of z (with respect to Ψ) by

Sz := ∑
k,k′∈Sz

σk
z · σk′

z · gk,k′

where
σk

z := sign(〈ψk, z〉) ∈ {−1, 0,+1}, k = 1, . . . , D,

and σz := (σ1
z , . . . , σD

z ) ∈ {−1, 0,+1}D is called the analysis sign vector of z. Moreover,
we introduce the following two generalized cosparsity parameters of z:

Lz := ∑
k,k′∈S c

z

g2
k,k′√gk,k · gk′,k′

and Lrrr
z := ∑

k∈S c
z

√
gk,k . (5.1)

For the sake of readability, we have omitted the dependence of Sz, Lz, and Lrrr
z on the

analysis operator Ψ, and the label ‘rrr’ indicates that Lrrr
z only operates on the diagonal

entries of G. Considering the canonical case of an orthonormal basis, it becomes clearer
why we speak of generalized sparsity: Since G = ΨΨT = Id in this situation, one obtains
Sz = S = ‖Ψz‖0 and Lz = Lrrr

z = L = d− S. Thus, the parameters from Definition 5.4
precisely coincide with their traditional counterparts, respectively.

2If there is no danger of confusion, we mostly omit the term ‘analysis’ and just speak of coefficients,
support, sparsity, etc.
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Sz

Lz

Lrrr
z

∗

∗

G = ΨΨT =

S c
zSz

Figure 5.1: This illustration shows which entries of the Gram matrix G are used to compute
the generalized sparsity parameters according to Definition 5.4. The parameters Sz and Lz are
obtained from a (weighted) summation of the red and blue block, respectively, while Lrrr

z sums
up the square roots of all entries on the diagonal line. Note that the “blockwise” structure of
the analysis (co-)support just serves as a visual simplification and does not occur in general.

However, this correspondence is more complicated in general. The definition of the
generalized sparsity Sz still operates on the analysis support Sz, but it also involves a
weighted sum over all Gram matrix entries associated with Sz; see Figure 5.1 for an illus-
tration. The same holds true for the generalized cosparsity Lz with respect to the analysis
cosupport S c

z. In fact, such a dependence on the off-diagonal entries of G is desirable be-
cause, to a certain extent, it takes the mutual coherence structure of the analysis vectors
ψ1, . . . , ψD into account.

Let us close this section with two basic, yet important observations, characterizing
when the generalized sparsity parameters do not vanish:

Sz = ‖ΨTσz‖2
2 > 0 if and only if z 6∈ ker Ψ, (5.2)

and
Lz, Lrrr

z > 0 if and only if S c
z 6= ∅. (5.3)

The claim of (5.3) is obvious and for a proof of (5.2) see Lemma 5.23.

5.2 Theoretical Bounds on the Sampling Rate

This section presents the main results of this chapter. As pointed out in (CS1) at the
end of Subsection 1.2.2, a key performance indicator for the Analysis Basis Pursuit (BPη

Ψ)
is the (minimal) sample size required to estimate the signal vector z0. To this end, we
will introduce a sampling-rate function in Subsection 5.2.1, which only depends on the
generalized sparsity parameters from Definition 5.4. Based on this notion, our first main
result (Theorem 5.6) establishes an exact recovery guarantee for z0 under the assumption
of noiseless Gaussian measurements. Our second result in Subsection 5.2.2 (Theorem 5.9)
then shows that (BPη

Ψ) is also robust against noise and stable under model inaccuracies, in
the sense that the analysis coefficient vector is allowed to be compressible (cf. (CS2)).

These two theoretical achievements are consequences of Corollary 3.14 and Corol-
lary 3.15, respectively. The actual difficulty of our approach is therefore to verify that
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the conic mean width of ‖Ψ(·)‖1 at z0 can be controlled by means of the aforementioned
sampling-rate function. This claim is in fact far from obvious and requires a significant
technical effort. For that reason, all proofs are postponed to Section 5.6.

5.2.1 The Sampling-Rate Function and Exact Recovery

In this part, we restrict the scope of our analysis to the simplified model case of noiseless
Gaussian observations, i.e., η = 0 and a ∼ N (0, Id) in Assumption 5.1. The Analysis
Basis Pursuit then takes the form

min
z∈Rd
‖Ψz‖1 subject to Az = y, (BPη=0

Ψ )

implying that it even makes sense to ask for an exact reconstruction of z0 ∈ Rd. Indeed,
according to the important insights of Amelunxen et al. [ALMT14], a convex program of
this type typically undergoes a sharp phase transition as the sample size n varies: Recov-
ery of z0 fails with overwhelmingly high probability if n is below a certain threshold; but
once n exceeds a small transition region, recovery succeeds with overwhelmingly high
probability; see Figure 1.2(b) for an example. This minimal number of required mea-
surements (also depending on the desired probability of success) is often referred to as
the sample complexity (or optimal sampling rate) of an estimation problem. Unfortunately,
computing such a quantity explicitly is a very challenging task in general.

Our goal is therefore rather to come up with an upper bound on the sample complexity
of (BPη=0

Ψ ) that is sufficiently tight in many situations of interest. For this purpose, let
us introduce the following functional, which essentially determines the sampling rate
proposed by Theorem 5.6 below.

Definition 5.5 (Sampling-rate function) Let Ψ ∈ RD×d be an analysis operator and
let z0 ∈ Rd with z0 6∈ ker Ψ. Then we define the sampling-rate function of Ψ and z0 by

SR(Ψ, z0) :=


d−

(Lrrr
z0
)2

Lz0

·Φ
(

Sz0

Lz0

)
, if S c

z0
6= ∅,

d, otherwise,
(5.4)

where
Φ(ρ) := erf

(
h−1(ρ)√

2

)
, ρ > 0, (5.5)

with
h : (0, ∞)→ (0, ∞), τ 7→

√
2
π

e−τ2/2

τ + erf( τ√
2
)− 1. (5.6)

It is not hard to verify that the univariate functions h, h−1, and Φ—each one mapping
from (0, ∞) to (0, ∞)—are well-defined; see Subsection 5.6.4 for more details. Together
with (5.2), this also implies the well-definedness of SR(Ψ, z0). Figure 5.2 shows the
graph of Φ, visualizing how the ratio Sz0 /Lz0 affects the sampling-rate function.



108 Chapter 5 `1-Analysis Minimization and Generalized (Co-)Sparsity

Figure 5.2: The graph of Φ. This function is strictly monotonically decreasing; in par-
ticular, limρ↘0 Φ′(ρ) = −∞, and at its boundary points, we have limρ↘0 Φ(ρ) = 1 and
limρ→∞ Φ(ρ) = 0.

Theorem 5.6 (Exact recovery via (BPη=0
Ψ )) Let Assumption 5.1 be satisfied with η = 0

and a ∼ N (0, Id), i.e., y = Az0 and A ∈ Rn×d has independent standard Gaussian entries.
Let Ψ ∈ RD×d be an analysis operator such that z0 6∈ ker Ψ. Then there exists a numerical
constant C > 0 such that for every u > 0, the following holds true with probability at least
1− 3 exp(−C · u2)− 2 exp(−C · n): If the number of measurements obeys

n >
(√
SR(Ψ, z0) + u

)2
+ 1, (5.7)

then (BPη=0
Ψ ) recovers z0 exactly.

Theorem 5.6 makes a first statement about the sampling rate of the Analysis Basis Pursuit
(cf. (CS1) at the end of Subsection 1.2.2): in a nutshell, reconstruction via (BPη=0

Ψ ) suc-
ceeds with overwhelmingly high probability as soon as n slightly exceeds the sampling-
rate function SR(Ψ, z0). Since SR(Ψ, z0) is completely determined by our generalized
sparsity parameters from Definition 5.4, we can also conclude that the bound (5.7) is con-
sistent with the desiderata of (D2), (D3), and (D4) stated in Subsection 1.2.3.

Unlike many results from the literature (such as (1.17) or Theorem 1.4), the claim of
Theorem 5.6 is highly signal-dependent and non-uniform. Indeed, the condition of (5.7)
does not just involve the analysis sparsity S = ‖Ψz0‖0, but explicitly depends on the
support Sz0 as well as on the sign pattern σz0 = sign(Ψz0). We will return to this point
in the course of our experiments in Section 5.3, demonstrating that the performance of
(BPη=0

Ψ ) is oftentimes not fully explainable by means of S, even if Ψ is fixed.
On the other hand, our wish for an almost tight bound on the sample complexity has

not been clarified yet (see (D1) in Subsection 1.2.3). This issue unfortunately turns out to
be very challenging, and in full generality, a quantitative error estimate for our theoretical
predictions seems to be out of reach so far. However, we will provide at least numerical
evidence in Section 5.3 and discuss some aspects of optimality in Subsection 5.6.2 (see
Remark 5.27).
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Let us close our discussion of Theorem 5.6 with several technical remarks:

Remark 5.7 (1) The assumption of z0 6∈ ker Ψ in Theorem 5.6 is not very restrictive
and rather of technical nature. If z0 ∈ ker Ψ, the Analysis Basis Pursuit (BPη=0

Ψ ) uniquely
recovers z0 if and only if

ker Ψ ∩ (z0 + ker A) = {z0}.

In the setting of Gaussian measurements, where ker A can be identified with a random
subspace of dimension d− n, the latter condition is fulfilled almost surely if and only if
n ≥ dim(ker Ψ). Thus, the dimension of ker Ψ precisely captures the sample complexity
of (BPη=0

Ψ ) in this case.

(2) An important feature of Theorem 5.6 is scaling invariance: Replacing Ψ by a scaled
version λΨ with λ 6= 0 does not affect the sampling-rate function, i.e., SR(λΨ, z0) =
SR(Ψ, z0). This is due to the fact that the parameters Sz0 , Lz0 , and Lrrr

z0
do only appear in

terms of appropriate fractions in the definition of SR(Ψ, z0).

(3) Due to SR(Ψ, z0) ≤ d, the condition of (5.7) does not lead to situations where n
needs to be much larger than d in order to achieve successful recovery. Such a require-
ment would be overly restrictive because the equation system y = Az0 is almost surely
uniquely solvable if n ≥ d, no matter what operator Ψ is used. In contrast, this simple
observation is not always reflected by a standard bound of the form (1.17), at least when
the domain of analysis coefficients RD is much higher dimensional, i.e., D � d. ♦

The function Φ from Definition 5.5 is quite easy to understand from an analytical per-
spective, but it is non-elementary. For that reason, we conclude this subsection with a
simplification of the bound (5.7) in Theorem 5.6. This obviously comes along with a cer-
tain loss of accuracy but sheds more light on the asymptotic behavior of the sampling-rate
function SR(Ψ, z0).

Proposition 5.8 (Simplified sampling rate) Let Ψ ∈ RD×d be an analysis operator and
let z0 ∈ Rd with z0 6∈ ker Ψ and S c

z0
6= ∅. Setting S := Sz0 , L := Lz0 , and L̄ := Lrrr

z0
, we

have
SR(Ψ, z0) ≤ min

{
d− L̄2

L + ( L̄
L )

2 ·
(
2S log( S+L

S ) + S
)
, d− 2

π ·
L̄2

S+L

}
. (5.8)

In particular, if Ψ ∈ Rd×d forms an orthonormal basis, we have S = ‖Ψz0‖0 and L = L̄ =
d− S, so that

SR(Ψ, z0) ≤ 2S log( d
S ) + 2S . S log( 2d

S ). (5.9)

A proof of Proposition 5.8 is contained in Subsection 5.6.5. The expression on the right-
hand side of (5.8) is indeed much more explicit than the definition of SR(Ψ, z0). Its
left branch particularly reminds us of a well-known structural property of traditional
bounds, according to which the sampling rate grows only linearly with the sparsity, up
to a logarithmic factor. This intuition is also confirmed by (5.9), showing that our ap-
proach is consistent with the standard setup of compressed sensing (cf. Theorem 1.4). By
contrast, the right branch of (5.8) intends to mimic the asymptotics of SR(Ψ, z0) if the
value of Sz0 is large compared to Lz0 , i.e., Sz0 /Lz0 � 1.
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(a) (b)

Figure 5.3: (a) Visualization of the ‘cameraman’ z0 ∈ R256×256. (b) Sorted `1-normalized
magnitudes of the analysis coefficients Ψz0 (in logarithmic scale), where Ψ corresponds to a
compactly supported shearlet frame with four scales, provided by Shearlab [KLR16].

5.2.2 Stable and Robust Recovery

In this subsection, we turn to our wish for stability as stated in (CS2) at the end of Subsec-
tion 1.2.2. For illustration, let us first recall the situation of exact recovery from the previ-
ous subsection and inspect the sampling-rate function SR(Ψ, z0) more closely: While the
definition of this mapping actually implies a strong dependence on z0, a brief look at our
generalized sparsity parameters reveals that it is already determined by the sign vector
σz0 ∈ {−1, 0,+1}D. This quantity particularly does not take account of the magnitudes
of the analysis coefficients. The size of SR(Ψ, z0) may therefore change drastically (in a
discontinuous manner) if z0 is slightly varied in such a way that the zero entries of Ψz0
become negligibly small but not exactly zero; for a fully populated coefficient vector Ψz0
with ‖Ψz0‖0 = D, we would even have SR(Ψ, z0) = d, which is a situation that typically
occurs in real-world examples like Figure 5.3. In such case, the “binary” statement pro-
posed by Theorem 5.6 is too pessimistic, meaning that one cannot expect exact recovery
for n � d. Instead of undergoing a sharp phase transition, the reconstruction error of
(BPη=0

Ψ ) then rather decays smoothly as n grows.
Our approach to this problem relies on a simple geometric idea: approximate z0 ∈ Rd

by a nearby vector z̄0 ∈ Rd whose analysis coefficients Ψz̄0 are much sparser than those
of z0. Such a “surrogate” of z0 is supposed to be of lower complexity in the sense that
SR(Ψ, z̄0) is small, and if z̄0 and z0 are not too distant, we speak of analysis compressibility.
In this case, one may hope that the performance of (BPη

Ψ) is almost the same as if z̄0 would
be the ground truth signal, i.e., y = Az̄0. This desirable property of a recovery method is
usually referred to as stability.

A very natural strategy to come up with a good low-complexity approximation of z0
is to solve

min
z̄∈Rd
‖z0 − z̄‖2 subject to |Sz̄| = ‖Ψz̄‖0 ≤ S (5.10)

for some appropriately chosen sparsity threshold S. Every minimizer of (5.10) is then
called a best S-analysis-sparse approximation of z0 (with respect to Ψ). Since the constraint
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set of (5.10) is a union of linear subspaces, it is also convenient to consider the following
equivalent reformulation:

min
S⊂[D]
|S|≤S

‖z0 − PUS z0‖2 (5.11)

where US := ker ΨS c ⊂ Rd. Noteworthy, the same optimization problem was recently
studied in [GNEGD14] under the name of optimal projections, forming a crucial step in
greedy-like algorithms for combinatorial cosparse modeling. Although (5.11) is tractable
in some simple cases, it has turned out to be NP-hard in general [TGP14], due to its
combinatorial nature. However, such algorithmic issues are only of minor importance to
us, since we rather aim for a theoretical justification of stability in `1-analysis recovery.

For these reasons, our second main result allows for Euclidean projections onto an
arbitrary subspace U ⊂ Rd and thereby leaves space for applying less challenging (near-
optimal) approximation methods. Note that compared to Theorem 5.6, we now involve
sub-Gaussian measurements and (adversarial) noise.

Theorem 5.9 (Stable and robust recovery via (BPη
Ψ)) Let Assumption 5.1 be satisfied and

let Ψ ∈ RD×d be an analysis operator with z0 6∈ ker Ψ. Moreover, let U ⊂ Rd be a linear
subspace and assume that PUz0 6∈ ker Ψ. Then

z̄0 :=
‖Ψz0‖1

‖ΨPUz0‖1
· PUz0 ∈ Rd (5.12)

is well-defined and there exist numerical constants C, C′ > 0 such that for every λ > 0 and
u > 0, the following holds true with probability at least 1− 3 exp(−C · u2)− 2 exp(−C · n):
If the number of measurements obeys3

n > n0 := C′ · κ4 ·
(

λ+1
λ ·

[√
SR(Ψ, z̄0) + 1

]
+ u

)2
+ 1, (5.13)

then every minimizer ẑ of (BPη
Ψ) satisfies

‖ẑ− z0‖2 .
( √

n√
n−1−

√
n0−1

)
· η + λ‖z0 − z̄0‖2 . (5.14)

In the Gaussian case a ∼ N (0, Id), we particularly have C′ · κ4 = 1.

The statement of Theorem 5.9 makes the above geometric principle precise: Instead
of evaluating the sampling-rate function SR(Ψ, ·) at the ground truth z0, we consider
SR(Ψ, z̄0) in (5.13), which could be significantly smaller. The price to pay is an addi-
tional error term in (5.14), controlled by the Euclidean distance between z0 and z̄0. Thus,
we can formulate the following rule of thumb:

Recovery accuracy can be exchanged with signal complexity (i.e., taking fewer mea-
surements), and vice versa.

The benignity of this trade-off clearly depends on the ansatz space U ⊂ Rd. As pointed
out above, selecting U is indeed a very delicate task in general, which is also specific
to the choice of analysis operator Ψ. Moreover, even if one could identify an optimal

3Here, λ = ∞ is also a valid choice, with the convention that λ+1
λ := 1 and λ · 0 := 0.
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support set S according to (5.11), it is still not clear whether setting U := US = ker ΨS c

leads to the smallest sampling rate SR(Ψ, z̄0) among all S-analysis-sparse approxima-
tions of z0. Instead, as proof of concept, we present a simple greedy method in Subsec-
tion 5.7.1, producing satisfactory results for redundant wavelets frames in our simulation
in Subsection 5.3.1.4.

Compared to the Gaussian setup of the previous subsection, the sub-Gaussianity of A
comes along with an extra factor of C′ · κ4 for the sampling rate in (5.13). The noise
level η, on the other hand, affects the recovery error (5.14) by an additive term, in con-
junction with the oversampling ratio

√
n/(
√

n− 1−
√

n0 − 1). We note that this well-
known estimation behavior was already observed in the context of Corollary 3.14 and
Corollary 3.15. The latter result particularly concerns the stability of the generalized Ba-
sis Pursuit (gBPη,iso

R ), and in fact, it is used to prove Theorem 5.9 in Subsection 5.6.1.
Finally, we would like to highlight that our approach is based on approximations in

the signal domain Rd. Working in the space of analysis coefficients RD instead is actu-
ally more common in the literature (see Subsection 5.4.2); but this strategy suffers from
disregarding the coherence structure of Ψ, which is in turn problematic in highly redun-
dant cases. However, there is a connection between both conceptions: Applying Proposi-
tion 3.16 with R(·) = ‖Ψ(·)‖1 yields the following bound on the approximation-related
error term in (5.14):

‖z0 − z̄0‖2 ≤ ‖PU z0‖2
‖ΨPU z0‖1

· ‖ΨP⊥U z0‖1 + ‖P⊥U z0‖2 . (5.15)

For example, if Ψ is an orthonormal basis and U corresponds to the coordinate subspace
of the S largest entries of Ψz0 in magnitude, the expression in (5.15) bears a certain re-
semblance to traditional bounds from compressibility theory, e.g., see [FR13, Thm. 9.13].

Remark 5.10 (1) The scaling factor in (5.12) ensures that ‖Ψz0‖1 = ‖Ψz̄0‖1. Hence, z̄0 is
not precisely equal to the optimal approximation of z0 in U, unless ‖Ψz0‖1 = ‖ΨPUz0‖1.
This technicality is required for the proof of Theorem 5.9 (or more specifically, the proof
of Corollary 3.15), but we believe that it is not necessary in general.

(2) The parameter λ in Theorem 5.9 allows us to fine-tune the above-described trade-off:
Enlarging λ causes a decrease in accuracy in (5.14) but improves the required sampling
rate in (5.13) at the same time. In this sense, the fraction (λ + 1)/λ can be also regarded
as an oversampling factor. ♦

5.3 Applications and Numerical Experiments

The purpose of this section is to thoroughly evaluate the predictive quality of the theo-
rems presented in Section 5.2. A series of experiments based on redundant Haar wavelet
frames (Subsection 5.3.1), total variation minimization (Subsection 5.3.2), and tight ran-
dom frames in general position (Subsection 5.3.3) is conducted, which covers a wide
range of analysis operators in one and two spatial dimensions (for experiments with
2D signals, see Subsection 5.3.4). By creating phase transition plots, we visualize the
sampling-rate bound of Theorem 5.6 and investigate to what extent our wish for accuracy
is fulfilled (see (D1) in Subsection 1.2.3). Combined with a simple greedy approximation
strategy for compressible signals, this also allows us to provide numerical evidence of
our stability result in Theorem 5.9.
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While our theoretical framework includes a more general class of sub-Gaussian sensing
vectors, we do only consider the benchmark case of noiseless Gaussian measurements, as
it is often done in the compressed sensing literature. Let us point out again that the state-
ment of Theorem 5.6 is non-asymptotic, so that it can be directly compared with the true
sample complexity of (BPη=0

Ψ ). In contrast, a visualization of asymptotic-order results,
such as stated in [CENR11; NW13], is not compatible with this setup due to unspeci-
fied numerical constants.4 The only other practically reasonable bound that the author is
aware of was established by Kabanava, Rauhut, and Zhang in [KRZ15], and will there-
fore often serve as an object of comparison. See also Subsection 5.4.4 for a more formal
presentation of the arguments developed in [KRZ15].

The notation of this part again follows Section 5.1, in particular, Assumption 5.1 and
Table 5.1. As common in the literature (e.g., see [ALMT14]), we only report the sampling-
rate function SR(Ψ, z0) when analyzing the quality of Theorem 5.6, while neglecting
the probability parameter u in (5.7). Unless stated otherwise, we are solving the convex
program (BPη=0

Ψ ) using the Matlab software package cvx [GB08; GB14] with the default
settings in place and the precision set to best. An estimate ẑ ∈ Rd is considered to be an
“exact” reconstruction of z0 ∈ Rd if ‖ẑ− z0‖2 < 10−5. Indeed, this threshold has proven
to produce very stable solutions and seems to reflect the numerical accuracy of cvx.

5.3.1 (Highly) Redundant Wavelet Frames

A major difficulty in analysis modeling is to select an appropriate operator Ψ ∈ RD×d

that enables good reconstructions for a whole class of signals. One of the most popu-
lar classes is formed by piecewise constant functions (e.g., the blocks signal of [DJ94]),
oftentimes studied as a benchmark example in the literature. In this context, translation-
invariant Haar wavelet frames have turned out to be very useful for various signal- and
image-processing tasks, most prominently for denoising [DJ94; CD95]. Depending on
the number of scaling levels, such wavelet transforms are typically highly redundant,
i.e., the total number of wavelet coefficients D may be orders of magnitudes larger than
the dimension d of the signal. However, despite their success and popularity, there exists
to the best of our knowledge no sound numerical or theoretical analysis of this important
use case in respect of `1-analysis recovery.

Let us emphasize that the situation of high redundancy is not just a feature of this
specific setup, but is ubiquitous in applied harmonic analysis. For instance, when apply-
ing Gabor frames in time-frequency analysis [FS98], or (directional) representation systems
like curvelets [CD04] or shearlets [KL12; KLR16] in imaging, one often has to face problems
with D/d ≥ 50. Similar observations were recently also made for approaches to analysis
operator learning from training data; for example, [HKD13] reports that a redundancy
factor of D/d = 128 yields the best results for many classical imaging tasks. Apart from
being considerably redundant, these systems usually share the following properties:

1. Linear dependence. There are (necessarily) linear dependencies among the analysis vec-
tors of the frame.

4These results are still non-asymptotic in the sense that they consider the case of finite n, but the sample
complexity is only described by an asymptotic (upper) bound.
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2. Translation invariance. The analysis vectors are obtained by translating a family of gen-
erators.

3. Intrinsic localization. The frame is well-localized in the sense of [Grö04; FG05]. Roughly
speaking, this means that the off-diagonal decay of the Gram matrix G = ΨΨT is fast.

5.3.1.1 Setup and Notation of Wavelet Frames

Inspired by these observations, the simulations of this subsection build on a combination
of piecewise constant signals and Haar wavelet systems, serving as prototypical example
of (highly) redundant frames. Our specific implementation of wavelet transforms relies
on the Matlab software package spot [BF13], which is in turn adapted from the Rice
Wavelet Toolbox [BCN+17]. The redundant wavelet transform rdwt : Rd → RD of this
package is based on the so-called algorithme à trous. Here, the downsampling steps of
the discrete wavelet transform are omitted, and instead, the filter responses are upsam-
pled by padding with zeros, which reminds us of creating holes (‘trous’ in French) in the
non-zero coefficients. In the following, let Ψrdwt ∈ RD×d denote the (matricized) anal-
ysis operator associated with this frame. The redundant forward transform of [BF13] is
accompanied by an inverse wavelet transform irdwt : RD → Rd satisfying

irdwt ◦ rdwt = IdRd . (5.16)

From the viewpoint of frame theory, the application of irdwt corresponds to the synthe-
sis operation with a dual frame of Ψrdwt. More precisely, if Ψirdwt ∈ RD×d denotes the
analysis operator of this dual frame, the rule (5.16) translates into

ΨT
irdwt ·Ψrdwt = Id .

It is worth mentioning that Ψrdwt and Ψirdwt are not only academic concepts that are
inaccessible in practice. Indeed, the analysis and synthesis operations of both frames are
computable via the algorithm à trous with a complexity of O(d log(d)).

Finally, if d is a power of 2, the non-redundant discrete wavelet transform dwt : Rd → Rd

is orthogonal. Its associated analysis operator is denoted by Ψdwt ∈ Rd×d, forming an or-
thonormal basis for Rd. Unless stated otherwise, we will always choose a Haar wavelet
filter and 6 decomposition levels for Ψrdwt, Ψirdwt, and Ψdwt. For a more detailed intro-
duction to (redundant) wavelet transforms, the interested reader is referred to [Fow05;
Mal09].

5.3.1.2 Recovery of blocks Signal

Our first experiment revisits the simulation of Figure 1.2 in Subsection 1.2.2, where the re-
construction of the classical blocks signal [DJ94] was investigated for different choices
of Haar wavelet frames. Technically, we fix the ambient dimension d = 256, initialize
the signal vector z0 ∈ Rd as blocks (see Figure 1.2(a)), and run Experiment 5.11 be-
low for Ψ ∈ {Ψrdwt, Ψirdwt, Ψdwt} and N = {1, . . . , d}. The plots of Figure 1.2(b) and
Figure 1.2(c) show the empirical success rates5 for Ψ ∈ {Ψrdwt, Ψirdwt} and Ψ = Ψdwt,
respectively.

5As pointed out above, “success” means that z0 is recovered up to an accuracy of ‖ẑ− z0‖2 < 10−5.
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Experiment 5.11 (Recovery of a fixed signal)

Input: Fixed dimension d, signal z0 ∈ Rd, analysis operator Ψ ∈ RD×d,
range of measurements N ⊂ {1, 2, . . . , d}.

Compute: Repeat the following procedure 50 times for every n ∈ N :

I Draw a standard i.i.d. Gaussian random matrix A ∈ Rn×d and determine the
measurement vector y = Az0. (→ Assumption 5.1 with a ∼ N (0, Id) and η = 0)

I Solve the Analysis Basis Pursuit (BPη=0
Ψ ) to obtain an estimator ẑ ∈ Rd.

I Compute and store the recovery error ‖ẑ− z0‖2.

Figure 1.2(b) reveals that the perfect reconstruction of z0 with Ψrdwt requires almost n ≈ d
measurements. This observation is remarkable because using Ψrdwt for denoising via
soft thresholding has proven to be very effective [CD95], whereas it seems to be quite
inappropriate for the `1-analysis formulation. In contrast, the choice of Ψirdwt performs
significantly better, succeeding from n ≈ 105 onward. Interestingly, the same superiority
remains true for Analysis Basis Pursuit Denoising (i.e., (BPη

Ψ) applied with A = Id), which
indicates that the analysis approach is fundamentally different from classical denoising
via soft thresholding.

The subsampled orthonormal basis Ψdwt behaves slightly worse than Ψirdwt and al-
lows for reconstruction from n ≈ 125 onward (see Figure 1.2(c)). This gives further evi-
dence that the redundancy of a sparsifying transform can help to improve the recovery
performance of analysis-based priors.

A closer look at the structure of Ψrdwt and Ψirdwt shows that they actually correspond
to the same frame up to a reweighting of their analysis vectors. In fact, we have

ψrdwt,k =
ψirdwt,k

‖ψirdwt,k‖2
∈ Rd for all k = 1, . . . , D, (5.17)

which particularly implies that the analysis supports supp(Ψrdwtz0) and supp(Ψirdwtz0)
coincide. Following traditional approaches based on analysis sparsity [CENR11; KR15]
or cosparse modeling [NDEG13], one would therefore conclude that the number of sam-
ples required for exact recovery should be equal as well.

Since this is far from being true, one might be tempted to take the perspective of anal-
ysis compressibility, instead of insisting upon perfect sparsity. However, the sharp phase
transition in Figure 1.2(b) as well as the decay of the analysis coefficients in Figure 1.2(d)
show that this principle does not provide a valid explanation. Indeed, even the most ac-
curate and explicit bound known from the literature [KR15, Thm. 2, Eq. (8)] predicts an
error rate of6

‖ẑ− z0‖2 ≤
2σS(Ψz0)1√

a · S
, (5.18)

supposed that, roughly speaking, n ≥ 10 · (b/a) · S log(e · D/S). Here, a and b are lower
and upper frame bounds of Ψ, respectively, and σS(Ψz0)1 denotes the best S-term approx-

6We note that the bound stated here is a bit inaccurate: The recovery error proposed by [KR15, Thm. 2] is
actually slightly worse than (5.18), as it involves an additional factor of (1 + ρ)2/(1− ρ) > 1 for 0 < ρ < 1.
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Figure 5.4: Error decay predicted by (5.18) according to [KR15, Thm. 2]. Note that the ground
truth signal z0 ∈ Rd has unit norm.

Ψ Scales a b b/a D S L Sz0 Lz0 Lrrrz0
SR(Ψ, z0) δ(Ψ, z0)

Ψdwt 6 1 1 1 256 41 215 41 215 215 114 114
Ψrdwt 6 2 64 32 1792 906 886 28462 5180 886 241 240
Ψirdwt 6 1/64 1/2 32 1792 906 886 33 197 212 100 84
Ψirdwt 3 1/8 1/2 4 1024 306 718 39 194 209 109 95

Table 5.2: Characteristic quantities of the simulation in Figure 1.2. Here, a and b denote the
lower and upper frame bound of Ψ, respectively. The (co-)sparsity of the analysis coeffi-
cients Ψz0 is S = |Sz0 | and L = |S c

z0
| = D − S, while Sz0 , Lz0 , and Lrrr

z0
correspond to the

generalized sparsity parameters from Definition 5.4. The sampling-rate function SR(Ψ, z0)
is computed according to Definition 5.5. The true sample complexity is denoted by δ(Ψ, z0);
see also Subsection 5.7.2. Note that all values are rounded.

imation error of Ψz0 (see Section 2.1(3)). The visualization of (5.18) in Figure 5.4 indicates
that a reliable reconstruction can be only expected if the sparsity S exceeds the ambient
dimension d by a factor of 3, which in turn requires a sampling rate n � d. Moreover,
these plots do even suggest a superiority of Ψrdwt over Ψirdwt, whereas Figure 1.2(b)
shows that the opposite is true. We finally would like to point out that an argumenta-
tion based on the matrix condition is also misleading in this setup because both matrices
Ψrdwt and Ψirdwt have the same condition number (which equals the square root of the
frame bound ratio b/a); see also Table 5.2.

Turning towards the predictive quality of Theorem 5.6, we observe in Figure 1.2(b) that
our bound on the sampling rate very precisely captures the location of the phase transi-
tions for both Ψrdwt and Ψirdwt. While SR(Ψrdwt, z0) almost perfectly hits the center
of the transition curve (50% success rate), SR(Ψirdwt, z0) is slightly more pessimistic,
located at a rate of 75% success. There seems to be a common pattern in all of our exam-
ples: the higher the sample complexity δ(Ψ, z0),7 the more accurately it is approximated
by SR(Ψ, z0). On the other hand, the prediction for Ψdwt in Figure 1.2(c) is perfect, which
is due to the fact that our bound is provably tight in the orthonormal case, as indicated by

7The true sample complexity is denoted by δ(Ψ, z0) and is numerically computed by means of the statistical
dimension [ALMT14]; see Subsection 5.7.2 for more details.
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(a) (b)

Figure 5.5: Subplot (a) visualizes how the predicted sampling-rate bounds scale if the ambi-
ent dimension d is increased, where z0 ∈ Rd is the blocks signal. Subplot (b) reports the
relative mismatch produced by SR(Ψirdwt, z0) with respect to d. Note that subplot (a) uses
a logarithmic scale on the horizontal axis.

Proposition 5.8. Table 5.2 lists the key characteristics of all previously discussed choices
of Ψ. For the sake of completeness, in the last line, we have also reported the same pa-
rameters for a version of Ψirdwt with 3 scales instead of 6. In a nutshell, our discussion
can be concluded as follows:

The capacity of the Analysis Basis Pursuit using highly redundant (wavelet) frames
is not solely captured by analysis (co-)sparsity. In contrast, the sampling-rate bound
proposed by Theorem 5.6 is able to predict when recovery is possible and when not.

5.3.1.3 Asymptotic Dependence of the Sampling Rate on d

In the setup of the previous subsection, we have fixed both the ambient dimension d and
the ground truth z0 ∈ Rd. Compared to that, changing d does also require an adapta-
tion of the analysis operator Ψ ∈ RD×d, so that the sampling-rate function SR(Ψ, z0)
is affected in a highly non-trivial way. To this end, we now investigate the accuracy of
SR(Ψ, z0) if d is varied, while z0 and Ψ are just adapted to different resolution levels.
Since the theoretical guarantee of [KRZ15, Thm. 3.3] is of a similar type to ours, it is also
reported in the numerical results of Figure 5.5.

To create the plots of Figure 5.5, we again consider a combination of z0 ∈ Rd as the
blocks signal and Ψirdwt ∈ RD×d as analysis operator, where the dimension is varied
with d ∈ {64, 128, 256, 512, 1024, 2048, 4096, 8192}. Although this range is restricted to
powers of 2 for computational reasons, Figure 5.5(a) indicates that both SR(Ψirdwt, z0)
and SR(Ψdwt, z0) = δ(Ψdwt, z0) scale almost logarithmically with d. In comparison, the
prediction of [KRZ15, Thm. 3.3] for Ψirdwt rather exhibits a linear growth. To assess
the mismatch of our bound with the true sample complexity, Figure 5.5(b) visualizes the
relative error

SR(Ψirdwt, z0)− δ(Ψirdwt, z0)

d
,

showing that the error curve drops to ~4% for increasingly higher dimensions.



118 Chapter 5 `1-Analysis Minimization and Generalized (Co-)Sparsity

We emphasize that the setup of Figure 5.5 is associated with an asymptotic model: While
the “resolution” of Ψ gets increasingly finer as d → ∞, the signal z0 ∈ Rd is always
generated by discretizing a piecewise constant function, consisting of exactly 11 discon-
tinuities. Hence, one would expect that the complexity of z0 is only slightly affected, and
indeed, the growth of δ(Ψirdwt, z0) and δ(Ψdwt, z0) is much slower than that of d. But
in a certain sense, this experiment pushes our theoretical approach to its limits because
it is rather designed for a non-asymptotic setting, where d remains fixed. Let us briefly
summarize our findings:

The proposed sampling rate of Theorem 5.6 scales almost logarithmically with the
ambient dimension d, resembling the asymptotics of traditional bounds from com-
pressed sensing theory. The relative deviation from the true sample complexity seems
to remain constant for larger values of d.

5.3.1.4 Stable Recovery of Compressible Signals

As discussed in the course of Subsection 5.2.2, the significance of Theorem 5.6 relies on
the assumption that sufficiently many analysis coefficients are zero. However, perfect
sparsity is rarely satisfied in practice, since real-world signals are usually only compress-
ible, e.g., see Figure 5.3. Although one cannot expect exact recovery in these cases, it still
makes sense to ask for an approximate reconstruction of z0 ∈ Rd if n is reasonably large.
In this part, we intend to verify this heuristic observation numerically and demonstrate
how the stability result of Theorem 5.9 can be applied to such situations.

For that purpose, we continue to use Ψirdwt ∈ RD×d as analysis operator, while the
blocks signal clearly needs to be modified in order to achieve a compressible coeffi-
cient vector with respect to Ψirdwt. Our adapted choice of the source signal, denoted by
zc

0 ∈ Rd, is displayed in Figure 5.6(a) for d = 256. More precisely, it is constructed by re-
placing one of the piecewise constant segments of blocks by a smooth curve, such that
the number of non-zero coefficients increases from 906 to 1140, i.e., ‖Ψirdwtzc

0‖0 = 1140.
Figure 5.6(b) shows that this modification particularly results in a larger region of slowly
decaying analysis coefficients (between 800 and 1140). For a more appropriate compar-
ison, we do not consider the original blocks signal as “sparse” counterpart, but define
a simplified version zsp

0 ∈ Rd which does not have any discontinuities within the curvy
segment of zc

0; see Figure 5.6(a) for zsp
0 and Figure 1.2(a) for blocks.

The recovery performance of the Analysis Basis Pursuit (BPη=0
Ψirdwt

) is visualized in Fig-
ure 5.6(c): Here, we have applied the instructions of Experiment 5.11 to both zc

0 and zsp
0

with N = {80, 81, . . . , 160} and reported the averaged reconstruction errors. Similarly
to Figure 1.2(b), the estimation accuracy for zsp

0 drops to zero at n ≈ 95. In contrast, zc
0 is

not exactly recovered before n ≈ 150, but starting from n ≈ 100, the error curve at least
smoothly tends to zero. This underpins our initial claim that one cannot expect a perfect,
but still an accurate outcome for compressible signals. For illustration, we have also plot-
ted two exemplary reconstructions of zc

0 via (BPη=0
Ψirdwt

) in Figure 5.6(e) and Figure 5.6(f)
for n = 100 and n = 125, respectively.

To invoke our theoretical framework from Subsection 5.2.2, we first need to come up
with a meaningful approximation strategy for zc

0. More specifically, our task is to identify
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(a) (b)

(c) (d)

(e) (f)

Figure 5.6: (a) Compressible signal zc
0 and its piecewise constant counterpart zsp

0 . The pro-
jection PUS zc

0 yields a low-complexity approximation of zc
0. (b) Sorted `1-normalized mag-

nitudes of the analysis coefficients Ψirdwtzc
0 and Ψirdwtzsp

0 . (c) Averaged recovery error
via (BPη=0

Ψirdwt
). (d) Relative recovery error predicted by Theorem 5.9; see Experiment 5.12.

(e) + (f) Minimizers ẑ of (BPη=0
Ψirdwt

) with input y = Azc
0 ∈ Rn.
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a subspace US ⊂ Rd for S ∈ [D], such that the rescaled projection (cf. (5.12))

z̄c
0 :=

‖Ψirdwtzc
0‖1

‖ΨirdwtPUS zc
0‖1
· PUS zc

0 ∈ Rd

is both of lower complexity and the resulting approximation error ‖zc
0 − z̄c

0‖2 is small.
If US is appropriately chosen, then Theorem 5.9 certifies accurate recovery via (BPη=0

Ψirdwt
),

and the sampling-rate function SR(Ψirdwt, z̄c
0) is of moderate size. As already pointed

out in the course of (5.11), finding a best S-analysis-sparse approximation of zc
0 with

respect to Ψirdwt is not straightforward and may lead to a hard combinatorial prob-
lem. For that reason, we follow a greedy method instead, which is detailed in Subsec-
tion 5.7.1: Roughly speaking, Algorithm 5.30 provides a subspace US ⊂ Rd for a given
S ∈ [D] that tries to meet the two above criteria in a heuristic way. Figure 5.6(a) visualizes
the “evolution” of our approach by plotting an intermediate approximation PUS zc

0 with
S = ‖ΨirdwtPUS zc

0‖0 = 900. The algorithm first targets the area of highest curvature,
approximating zc

0 by piecewise constant segments, so that the analysis coefficients of z̄c
0

become sparser. However, it is suspected that an optimal projection would rather replace
the smooth segment in a more “zig-zag” like fashion.

To evaluate the statement of Theorem 5.9, we apply the steps of Experiment 5.12 below.
Note that this template permits any subspace US with ‖ΨirdwtPUS zc

0‖0 ≤ S.

Experiment 5.12 (Approximation of a compressible signal)

Input: Signal zc
0 ∈ R256, analysis operator Ψirdwt ∈ R1792×256,

approximation subspace US ⊂ Rd with ‖ΨirdwtPUS zc
0‖0 ≤ S for all S ∈ [D].

Compute: Repeat the following procedure 50 times for every n ∈ {80, 81, . . . , 160}:

I Starting with S = 1140, decrease S until SR(Ψirdwt, PUS zc
0) ≤ n is satisfied.

I Determine z̄c
0 := ‖Ψirdwtzc

0‖1
‖ΨirdwtPUS zc

0‖1
· PUS zc

0 according to (5.12).

I Compute and store the approximation error ‖zc
0 − z̄c

0‖2.

The results of this simulation are presented in Figure 5.6(d), plotting the error curve over
the selected range for n. To illustrate the benefit of our greedy method, based on Algo-
rithm 5.30, we have repeated the instructions of Experiment 5.12 using a standard ap-
proximation strategy, according to which one sets US := ker[(Ψirdwt)S c ] with S simply
corresponding to the S largest coefficients of Ψirdwtzc

0 in magnitude. Note that the plots
of Figure 5.6(d) are only suited for a relative comparison between both approaches: Since
we have disregarded the impact of the tuning parameter λ and the numerical constants
in Theorem 5.9, the respective curves do merely describe the qualitative behavior of the
error bound in (5.14); this particularly explains why the labels on the vertical axis are
omitted in Figure 5.6(d).

For n ≥ 100 measurements, the predicted curve based on the greedy choice of US
strongly resembles the true recovery error reported in Figure 5.6(c). This stands in con-
trast to the naive approach (‘largest coeff.’), which is apparently not able to reflect the
compressibility of zc

0. The undesirable “jump” at n ≈ 138 is due to the ignorance of linear
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(a) (b)

Figure 5.7: Two signal vectors z0 ∈ Rd generated by the first step of Experiment 5.13 with
different choices of TV-sparsity.

dependencies within Ψirdwt; for example, when enforcing that

〈PUS zc
0, ψk〉 = 0

for a high-scale wavelet frame vector ψk ∈ Rd of Ψirdwt, the same orthogonality relation
does automatically hold for many more coefficients at lower scales. Such a clustering of
coefficients eventually leads to poor `2-approximations of zc

0. Our greedy selection proce-
dure avoids this drawback by implicitly respecting the multilevel structure of wavelets;
see also [DV03]. Let us again draw a brief conclusion:

The recovery error of analysis compressible signals typically tends smoothly to zero
as n grows. The stability result of Theorem 5.9, combined with an appropriate greedy
approximation scheme (Algorithm 5.30), adequately reflects this decay behavior.

5.3.1.5 Phase Transition for Piecewise Constant Signals

Up to now, we have only analyzed a specific signal (blocks) with respect to certain Haar
wavelet frames. Although the resolution of z0 ∈ Rd was adapted to different dimen-
sions d in Subsection 5.3.1.3, its actual geometric features remained unaffected, namely
the number of piecewise constant segments. On the other hand, it is also of interest
to assess how well the result of Theorem 5.6 predicts the phase transition of (BPη=0

Ψ ) if
the “complexity” of z0 is changed. In the classical situation of an orthonormal analysis
operator (e.g., Ψdwt), the success of recovery is completely determined by the sparsity
S = ‖Ψz0‖0, implying that it is quite natural to create phase transition plots over S, as
done in [ALMT14]. But such a simple characteristic for complexity does often not exist
for (highly) redundant systems, which is in fact one of the key insights of this thesis.

However, recalling that wavelets were specifically developed for the detection of sin-
gularities, one may argue that the number of jumps characterizes a signal much better
when working with Ψirdwt, for example. The number of jumps is well known as the total
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variation sparsity (TV-sparsity)8 of a signal and the following experiment shows that this
notion is indeed an appropriate surrogate of (analysis) sparsity in the context of piece-
wise constant functions.

Our first simulation is generated according to the template of Experiment 5.13 below
with d = 128, Ψ = Ψirdwt, and S = {0, 1, . . . , 127}:

Experiment 5.13 (Phase transition for piecewise constant signals)

Input: Fixed dimension d, analysis operator Ψ ∈ RD×d,
range of TV-sparsity S ⊂ {0, 1, . . . , d− 1}.

Compute: Repeat the following procedure 50 times for every STV ∈ S :

I Select a random set STV ⊂ [d− 1] with |STV| = STV and determine an orthonor-
mal basis B of ker[(ΨTV-1)S c

TV
]. Then set z0 := Bc with c containing independent

standard Gaussian random coefficients.

I Repeat the following steps 10 times for each n ∈ {1, 2, . . . , d}:
B Draw a standard i.i.d. Gaussian random matrix A ∈ Rn×d and determine

the measurement vector y = Az0. (→ Assumption 5.1 with a ∼ N (0, Id)
and η = 0)

B Solve the Analysis Basis Pursuit (BPη=0
Ψ ) to obtain an estimator ẑ ∈ Rd.

B Declare success if ‖ẑ− z0‖2 < 10−5.

Two examples of the signal-generation step in Experiment 5.13 are shown in Figure 5.7.
The phase transition plot of Figure 5.8(a) is then created by computing the empirical
mean of the success rates from Experiment 5.13. The annotated curves visualize the
sampling-rate bounds proposed by Theorem 5.6 and [KRZ15, Thm. 3.3], respectively. For
the second run in Figure 5.8(b), we have invoked Experiment 5.13 with higher dimen-
sion d = 512 and Ψ = Ψirdwt, but using a slightly coarser grid S = {1, 5, 9, . . . , 509} to
reduce the computational burden.

Interestingly, the numerical results of Figure 5.8 do strongly resemble ordinary phase
transitions, such as reported in [ALMT14] for Ψ = Id. This observation is somewhat
surprising because the (averaged) coefficient sparsity S = ‖Ψirdwtz0‖0, displayed on
the top of the plots in Figure 5.8, appears detached in our setting. Regarding accuracy,
we can conclude that SR(Ψirdwt, z0) captures the location of the phase transition fairly
well, whereas [KRZ15, Thm. 3.3] provides a much worse prediction. In a nutshell, the
key findings of this subsection are the following:

The number of discontinuities governs the complexity of piecewise constant signals,
enabling us to create appropriate phase transition plots for redundant Haar wavelet
frames. The resulting transition curves are very accurately described by the sampling-
rate bound promoted in Theorem 5.6.

Remark 5.14 At this point, it is also worth revisiting Subsection 5.3.1.3: The simulation
of Figure 5.5 investigates the behavior of the sample complexity when the TV-sparsity

8The TV-sparsity (or gradient sparsity) of z0 ∈ Rd is given by STV := ‖ΨTV-1z0‖0, where ΨTV-1 ∈ R(d−1)×d

is the standard total variation operator in 1D. For a precise definition, see Subsection 5.3.2.
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(a) (b)

Figure 5.8: Phase transition of (BPη=0
Ψirdwt

) using piecewise constant signals. The number of
discontinuities of z0 ∈ Rd is denoted by STV. The blue curve is obtained by computing
the empirical mean of the sampling-rate function SR(Ψirdwt, z0) within each iteration step
STV ∈ S of Experiment 5.13. The same procedure was performed for the orange curve
corresponding to [KRZ15, Thm. 3.3].

of z0 ∈ Rd remains constant while d grows. Conceptually, this corresponds to invoking
Experiment 5.13 for very large values of d and studying the left end of the resulting phase
transition plot. The relative error in Figure 5.5(b) therefore particularly reflects the small
deviation of our prediction from the true transition in Figure 5.8 when STV is very small.
In practice, however, the choice of Ψ is usually adapted to the resolution level of the
signal, implying that one is rather interested in those vertical cross sections of transition
plots for which the ratio STV/d is of moderate size. ♦

5.3.2 Total Variation

This subsection studies a substantially different example of an analysis operator, namely
total variation in 1D (TV-1). It originates from the seminal work of [ROF92], investigating
the problem of signal denoising. Although conceptually quite simple, total variation
has proven to be a highly effective prior in regularizing inverse problems and therefore
became one of the most popular analysis operators used in practice, e.g., see [CCCNP10].

Perhaps, the most striking structural difference to the wavelet-based approach of the
previous subsection is that the total variation operator

ΨTV-1 :=


−1 1 0 . . . 0
0 −1 1 0 0
...

. . . . . .
...

0 . . . 0 −1 1

 ∈ R(d−1)×d

is not associated with a frame for Rd. Note that there exist numerous variants of total
variation imposing different boundary conditions. The above choice uses forward differ-
ences with von Neumann boundary conditions and is common in the field of compressed
sensing.
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(a) (b)

Figure 5.9: Phase transition of (BPη=0
ΨTV-1

) using piecewise constant signals generated by ran-
dom jumps in subplot (a) and generated by “dense” jumps in subplot (b). The blue curve is
obtained by computing the empirical mean of SR(ΨTV-1, z0) for every iteration step STV ∈ S
of Experiment 5.13, and the orange curve corresponds to [KRZ15, Thm. 3.1].

To assess the quality of Theorem 5.6, it makes sense to follow the same strategy as in
Subsection 5.3.1.5. Indeed, the TV-based Basis Pursuit (BPη=0

ΨTV-1
) promotes piecewise con-

stant solutions, which indicates that TV-sparsity is again the right quantity to consider.
Our first phase transition plot in Figure 5.9(a) is generated according to Experiment 5.13
with d = 300, Ψ = ΨTV-1, and S = {1, 4, . . . , 298}. The second simulation in Figure 5.9(b)
repeats the same procedure, but the first step of Experiment 5.13 is now replaced by

I Generate z0 = (z0,1, . . . , z0,d) ∈ Rd by setting z0,j = (−1)j−1 for j = 1, 2, . . . , STV and
setting z0,j = 0 otherwise.

Even though the respective TV-sparsity coincides in both signal-generation steps, the two
transition curves of Figure 5.9 look slightly different. This observation has a remarkable
implication: while TV-sparsity is commonly used as a heuristic complexity measure for
piecewise constant functions, it does not fully characterize the reconstruction capacity
of (BPη=0

ΨTV-1
). Similarly to the example of wavelets from Subsection 5.3.1, we therefore

expect that a precise analysis of the total variation operator must be signal-dependent
to a certain extent, relying on the specific structure of z0. The sampling-rate function
SR(ΨTV-1, z0) seems to meet this desire for signal-dependence, since the shape of the blue
curves in Figure 5.9 adapts to each of the cases. But we have to clearly confess that our
predictions are only reliable in the regimes of mid- and high-level sparsity. In contrast,
the bound of [KRZ15, Thm. 3.1] is less significant and particularly remains unchanged
for both signal-generation steps. Let us conclude our discussion as follows:

Total variation minimization exhibits a signal-dependent recovery behavior, which is
also captured by the sampling-rate bound of Theorem 5.6. However, if the TV-sparsity
is very small, our prediction is much less accurate than for redundant wavelet frames.

Remark 5.15 (Related literature) Compared to redundant wavelet frames, the `1-analysis
formulation of total variation is much better theoretically understood. For example, the



5.3 Applications and Numerical Experiments 125

Figure 5.10: Phase transition of (BPη=0
Ψrand

) for tight random frames Ψrand ∈ RD×d. The blue
curve is obtained by computing the empirical mean of SR(Ψrand, z0) for every iteration step
(S, L) ∈ S of Experiment 5.16. The labels of the horizontal axis do only display the first
component of S .

work of Cai and Xu [CX15] proves that the optimal sampling rate of (BPη=0
ΨTV-1

) is given by
n �
√

STV · d for Gaussian measurements, ignoring additional logarithmic factors. Simi-
lar to our approach, their proofs are also based on estimating the Gaussian mean width,
although they use very different techniques that are specifically tailored to the total varia-
tion operator ΨTV-1. The guarantees of [CX15] underpin once again the fundamental role
of TV-sparsity, but as pointed out above, a refined non-asymptotic analysis is expected
to rely on additional geometric properties of the ground truth signal. For a more exten-
sive discussion of total variation in compressed sensing, see [KKS17] and the references
therein. ♦

5.3.3 Tight Random Frames

As indicated by Proposition 5.8, the sampling-rate bound of Theorem 5.6 is sharp if Ψ is
an orthonormal basis, implying that SR(Ψ, z0) precisely describes the phase transition
curve of (BPη=0

Ψ ) in this case (cf. [ALMT14, Prop. 4.5]). But the situation becomes already
more complicated for a closely related class of analysis operators, namely those generated
from standard Gaussian random matrices. These constructions almost surely yield (tight)
frames in general position9 and have been widely studied in the literature as a benchmark
example of the analysis formulation, e.g., see [NDEG13; KR15].

In this subsection, we roughly follow a construction of tight random frames from
[NDEG13]: First, draw a D× d Gaussian random matrix and compute its singular value
decomposition UDVT. If D ≥ d, we replace D by the matrix [Id, 0]T ∈ RD×d, which
yields a tight frame

Ψrand := U[Id, 0]TVT ∈ RD×d.

If D < d, we replace D by [ID, 0] ∈ RD×d and set Ψrand := U[ID, 0]VT ∈ RD×d; but note
that this operator does not form a frame, and in particular, ΨT

randΨrand 6= Id.

9A matrix Ψ ∈ RD×d with D ≥ d is in general position if every subset of d rows is linearly independent.
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Our first phase transition plot in Figure 5.10 is created according to Experiment 5.16
below with d = 300, D = 350, and

S = {(51, D− 51), (54, D− 54), (57, D− 57), . . . , (297, D− 297)}.

This set of tuples is chosen such that for every (S, L) ∈ S , it holds that S + L = D = 350.
Moreover, we do only consider S > 50, since otherwise ker[(Ψrand)S c ] = {0} due to the
general position property of Ψrand. The numerical result in Figure 5.10 shows that the
sampling-rate bound of Theorem 5.6 almost perfectly hits the transition curve.

Experiment 5.16 (Phase transition for random analysis operators)

Input: Fixed dimension d, range of sparsity-cosparsity tuples S ⊂ N0 ×N0.

Compute: Repeat the following procedure 5 times for each pair (S, L) ∈ S :

I Set D := S + L and construct a random operator Ψrand ∈ RD×d as described
above. Select a random set S ⊂ [D] with |S| = S and determine an orthonor-
mal basis B of ker[(Ψrand)S c ]. Then set z0 := Bc with c containing independent
standard Gaussian random coefficients.

I Repeat the following steps 10 times for each n ∈ {1, 2, . . . , d}:
B Draw a standard i.i.d. Gaussian random matrix A ∈ Rn×d and determine

the measurement vector y = Az0. (→ Assumption 5.1 with a ∼ N (0, Id)
and η = 0)

B Solve the Analysis Basis Pursuit (BPη=0
Ψrand

) to obtain an estimator ẑ ∈ Rd.

B Declare success if ‖ẑ− z0‖2 < 10−5.

In Figure 5.10, the pairs (S, L) were selected such that both d and D remain fixed.
The purpose of the second and third run of Experiment 5.16 is to highlight the non-trivial
impact of both parameters by varying either one of them (and adjusting D). Figure 5.11(a)
is obtained by fixing L = 250 and applying Experiment 5.16 with d = 300 and

S = {(1, L), (4, L), (7, L), . . . , (100, L)}.

In Figure 5.11(b), we have fixed S = 50 and applied Experiment 5.16 with d = 300 and

S = {(S, 200), (S, 203), (S, 206), . . . , (S, 299)}.

The transition curves of Figure 5.11(a) and Figure 5.11(b) are obviously not constant
in S and L, respectively, which confirms once again that neither sparsity nor cosparsity on
their own can thoroughly quantify the recovery performance of `1-analysis minimization.
We note that the plots of Figure 5.11 consist of two regions for which the shapes of the
curves are slightly different. This is due to the case distinction between D ≥ d and D < d,
i.e., whether Ψrand ∈ RD×d forms a frame or not. Furthermore, Figure 5.11(b) reveals
another shortcoming of the sampling-rate bound stated in (1.17): If S remains fixed, the
analysis dimension D = S + L increases with L, so that one would expect a logarithmic
growth of the number of required measurements. But Figure 5.11(b) shows that the true
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(a) (b)

Figure 5.11: Phase transition of (BPη=0
Ψrand

) for random frames Ψrand ∈ RD×d with either L or S
fixed. (a) L = 250 is fixed and the labels of the horizontal axis do only display the sparsity
component of S . (b) S = 50 is fixed and the labels of the horizontal axis do only display the
cosparsity component of S .

sample complexity even decreases for larger values of L. Regarding Theorem 5.6, we
can conclude that the sampling-rate function SR(Ψrand, z0) captures the phase transition
almost perfectly in both scenarios. The prediction of [KRZ15, Thm. 3.3] also reflects the
shapes of the transition curves but is still worse than ours.10

5.3.4 Analysis Operators for 2D Signals

We have only considered one-dimensional signals up to now, with a special emphasis
on the class of piecewise constant functions in Subsection 5.3.1 and Subsection 5.3.2. On
the other hand, signals in higher dimensions typically exhibit a richer geometric struc-
ture, such as anisotropic features. For example, it has been observed in the literature
that the sample complexity of total variation minimization in 2D scales very differently
compared to its counterpart in 1D [NW13; CX15; KKS17]. Let us therefore also conduct
a simple experiment in 2D, using total variation and a redundant Haar wavelet frame
as analysis operators. In order to reduce the immense computational burden of creating
a phase transition plot, we confine ourselves to examining a specific image signal here.
Figure 5.12(a) visualizes our choice of z0, which is a realistic brain phantom for magnetic
resonance imaging [GLPU12] at a resolution of 100× 100.

As in 1D, there exist multiple variants of total variation minimization in 2D, depending
on different boundary conditions and on how the `1-norm of the discrete gradient is
calculated. To keep the presentation as clear as possible, we focus on the case where an
anisotropic total variation operator is used (based on periodic forward differences) and z0
corresponds to a d̃× d̃ grayscale image. Thus, up to modifications of the boundary values,
the entries of the discrete (forward) gradient in 2D are defined by

(∇z0)j,j′ :=
[
(∇1z0)j,j′

(∇2z0)j,j′

]
:=
[

z0,(j+1,j′) − z0,(j,j′)
z0,(j,j′+1) − z0,(j,j′)

]
.

10Note that, although [KRZ15, Thm. 3.3] is only stated for frames, it literally holds true for any choice of
Ψ ∈ RD×d where the upper frame bound just needs to be replaced by ‖Ψ‖2

op.
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(a)

(b) (c)

Figure 5.12: (a) Visualization of the ground truth image signal z0 ∈ R1002 ∼= R100×100 (‘brain
phantom’ [GLPU12]). (b) + (c) Average recovery error achieved by (BPη=0

ΨTV-2
) and (BPη=0

Ψirdwt-2
),

respectively.

For the sake of convenience, we will now identify the signal domain Rd̃×d̃ with its canon-
ical columnwise vectorization R(d̃)2

, i.e., the ambient space is of dimension d := (d̃)2 and
z0 ∈ Rd. The associated 2D total variation operator then takes the following form:

ΨTV-2 := [ΨTV-1 ⊗ Id̃, Id̃ ⊗ΨTV-1]
T ∈ R2(d̃−1)d̃×d,

where ‘⊗’ denotes the Kronecker product. To define a redundant Haar wavelet frame
in 2D, we rely on the two-dimensional inverse wavelet transform with 2 scales provided
again by the software package spot [BF13], and denote it by Ψirdwt-2 ∈ R7d×d. We
assess the reconstruction capability of the Analysis Basis Pursuit very similarly to Fig-
ure 5.6(c): Experiment 5.11 is invoked for both Ψ = ΨTV-2 and Ψ = Ψirdwt-2, where
d = (d̃)2 = 10000 and N = {1, 26, 51, . . . , 9976}; note that only 12 repetitions were per-
formed here instead of 50. The plots of Figure 5.12(b) and Figure 5.12(c) visualize the
averaged error curves for (BPη=0

ΨTV-2
) and (BPη=0

Ψirdwt-2
), respectively. Unfortunately, solving

these minimization problems via cvx with d = 10000 is not practicable anymore, so that
we have used an implementation based on the alternating direction method of multipliers
(ADMM) instead; see [BPCPE11] and the references therein.

Similarly to the 1D case considered in Subsection 5.3.1, it can be observed that the coef-
ficient sparsity ‖Ψirdwt-2z0‖0 = 25897 is substantially larger than the ambient dimension
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d = 10000, even though the operator Ψirdwt-2 is rather mildly redundant. Nevertheless,
a sharp phase transition appears in Figure 5.12(c) at n ≈ 5000 measurements. The predic-
tion n ≈ 5500 proposed by Theorem 5.6 is quite accurate in this situation, corresponding
to a relative error of about 5%. Moreover, our bound is also reliable for 2D total variation
in Figure 5.12(b) but slightly more pessimistic, with a relative error of about 10%. This
is not the case for [KRZ15], whose predictions deviate significantly from the true sam-
ple complexity. Finally, it is worth mentioning that the above experimental setup may
not be suited for a comparison between total variation and Haar wavelets in respect of
analysis modeling. We suspect that redefining Ψirdwt-2 with more scales and a more
sophisticated weighting would considerably improve the recovery results of (BPη=0

Ψirdwt-2
).

5.4 Related Approaches

This section surveys existing theoretical approaches to the analysis formulation and puts
them into context with the findings of this chapter. Our discussion starts in Subsec-
tion 5.4.1 with a comparison to the synthesis formulation, which is also widely used in
compressed sensing and promotes a somewhat different viewpoint on sparse represen-
tations. In Subsection 5.4.2, we return to our initial concern from Subsection 1.2.2 and
present several results relying on analysis sparsity. Subsection 5.4.3 then points out the
importance of cosparse modeling. Finally, more details on the recent work of Kabanava,
Rauhut, and Zhang [KRZ15] are provided in Subsection 5.4.4.

5.4.1 Analysis Versus Synthesis

One of the cornerstones in the literature on sparsity priors is the work of Elad et al.
[EMR07], which was the first to systematically study the relationship between the pre-
dominant synthesis formulation and the analysis formulation. Instead of solving (BPη

Ψ),
the synthesis formulation rather suggests solving the convex program

D ·
(

argmin
c∈RD

‖c‖1 subject to 1√
n‖ADc− y‖2 ≤ η

)
, (BPSη

D)

where D ∈ Rd×D is a (possibly redundant) dictionary in Rd. The rationale behind this
approach is that the signal vector z0 ∈ Rd possesses a sparse representation by D, i.e.,
z0 = Dc for a coefficient vector c ∈ RD with ‖c‖0 � d.

By investigating the respective polytopal geometry of (BPη
Ψ) and (BPSη

D), the authors
of [EMR07] develop a theoretical model that describes the differences between both meth-
ods. In particular, they point out the following fundamental issue: while the synthesis
approach (BPSη

D) seems to benefit from a higher redundancy of the dictionary D, it is
not clear how (BPη

Ψ) is influenced by the redundancy degree of Ψ. Theorem 5.6 could
give rise to further progress in this matter, showing that redundancy is indeed an impor-
tant structural property. However, its precise impact on the sample complexity is highly
non-trivial.

The numerical simulations of [EMR07] certify a considerable gap between both strate-
gies and the observed recovery performances indicate that the analysis formulation out-
performs its synthesis-based counterpart in many situations of interest. Although never
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stated as a general conclusion, the superiority of analysis-based priors is often confirmed
in the literature, e.g., see [SF09]. Moreover, depending on the redundancy of Ψ and D, one
may also argue that solving (BPη

Ψ) is computationally more appealing, since the actual
optimization takes place in Rd. In contrast, (BPSη

D) operates on the possibly much higher
dimensional coefficient space of RD. The interested reader is referred to [RSV08] for
more information on synthesis recovery. Finally, it is also worth recalling Example 2.3(4),
where we have investigated the global mean width for synthesis-based hypothesis sets.

5.4.2 Approaches Based on Analysis Sparsity

The first compressed-sensing-based approach to the analysis formulation was under-
taken by the seminal work of Candès et al. [CENR11]. While previous results for redun-
dant dictionaries did rather study coefficient recovery in the synthesis formulation, e.g.,
based on incoherent frame atoms [RSV08], a major breakthrough of [CENR11] was that
such assumptions can be avoided by switching over to the analysis perspective. The the-
oretical analysis of [CENR11] relies on the so-called D-RIP, which is an adaptation of the
classical restricted isometry property (RIP) to sparse representations in dictionaries:

Definition 5.17 (D-RIP, [CENR11]) Let D ∈ Rd×D be a tight frame11 for Rd and let
A ∈ Rn×d. Then A satisfies the D-RIP with parameters δ > 0 and S ∈ [D] if

(1− δ)‖Dc‖2
2 ≤ ‖ 1√

n ADc‖2
2 ≤ (1 + δ)‖Dc‖2

2

holds for all S-sparse vectors c ∈ RD.

Supposed that A fulfills the D-RIP with constant δ < 0.08, it was shown in [CENR11]
that with Ψ := DT, every minimizer ẑ ∈ Rd of (BPη

Ψ) obeys

‖ẑ− z0‖2 ≤ C0 · η + C1 ·
σS(Ψz0)1√

S
, (5.19)

where C0, C1 > 0 are numerical constants and σS(Ψz0)1 denotes the best S-term approxi-
mation error of the coefficient vector Ψz0 (see Section 2.1(3)). This result was the starting
point of several generalizations and refinements: For instance, [Fou14] has extended the
above setup to arbitrary frames and Weibull matrices, incorporating an adapted robust
null space property. The work [LML12] modifies the concept of D-RIP in such a way that
(BPη

Ψ) can be applied to arbitrary dual operators of frames. Several achievements to-
wards practical applicability were also made by [KNW15], allowing for structured mea-
surements if a certain incoherence condition on the dictionary D and the subsampled
measurement matrix is satisfied. Remarkably, guarantees of a similar flavor were even
proven in an infinite-dimensional setting by [Poo17], using different proof techniques.

Regarding the measurement model considered in this chapter (Assumption 5.1), it has
turned out that a standard Gaussian matrix A ∈ Rn×d fulfills the D-RIP with high proba-
bility provided that the number of observations obeys n & S log(2D/S). In this case, we

11In contrast to our convention in Section 2.1(6), the columns of D form a frame for Rd here, meaning
that D is the associated synthesis operator of this frame.
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again obtain an error bound of the form (5.19). A similar sampling rate for Gaussian mea-
surements was also achieved by Kabanava and Rauhut in [KR15]. Their proof is based on
yet another statistical tool, namely a modified version of Gordon’s Escape Through a Mesh
(cf. Corollary 2.10). In a nutshell, the first (non-uniform) guarantee of [KR15] reads as
follows: Given z0 ∈ Rd with ‖Ψz0‖0 ≤ S, a Gaussian measurement matrix A ∈ Rn×d

satisfying
n2

n + 1
≥ 2b

a
· S ·

(√
log
( e·D

S

)
+

√
a·log(ε−1)

b·S

)2

(5.20)

enables exact recovery of z0 via (BPη=0
Ψ ) with probability at least 1− ε, where a and b are

lower and upper frame bounds of Ψ, respectively. It is worth mentioning that, compared
to (5.19), this bound does not involve any unspecified numerical constants. Moreover,
by introducing a generalized null space property, the statement of (5.20) can be even
extended to uniform recovery [KR15, Thm. 2, Thm. 9].

A condition of the form n & S log(2D/S) is quite attractive and intuitive from an aes-
thetic viewpoint, as it mimics traditional results in compressed sensing (cf. (1.17)). This
resemblance is not very astonishing, since most proofs in the literature do actually “op-
erate” on the space of analysis coefficients RD and then just pull back the corresponding
estimates to the signal domain Rd. For various examples of less redundant analysis op-
erators, e.g., tight random frames (see Subsection 5.3.3), such a strategy indeed seems to
allow for accurate predictions of the number of required measurements.

But as repeatedly pointed out in the previous sections, the situation becomes much
more complicated for highly redundant and coherent systems, in which the above ap-
proaches do by far not explain the estimation capacity of (BPη

Ψ). The theoretical frame-
work of Section 5.2 and the accompanying experiments in Section 5.3 show that the mu-
tual coherence structure of an operator Ψ deserves special attention as well. Apart from
that, our results do not assume that Ψ forms a spanning system for Rd, which in turn was
an important hypothesis in [CENR11; KR15]. This observation particularly indicates that
the (explicit) presence of conditioning-related quantities, such as the ratio b/a in (5.20), is
not a necessary criterion to obtain a meaningful sampling-rate bound.

Let us finally turn to the issue of stability: The error estimate of (5.19) relies on the best
S-term approximation error. Since this parameter is completely determined by the analy-
sis coefficient sequence Ψz0, the linear dependencies within Ψ are again disregarded. The
experiment on compressibility in Figure 5.6 shows that this methodology can be prob-
lematic for redundant systems. By contrast, our approach in Subsection 5.2.2 is based
on approximations in the signal domain Rd, and when combined with an appropriate
greedy scheme (e.g., Algorithm 5.30), it yields more reliable outcomes.

5.4.3 Approaches Based on Cosparse Modeling

A very influential contribution to analysis-based priors in inverse problem theory is the
work of Nam et al. [NDEG13], which has coined the term cosparse analysis model. Perhaps,
this recent branch of research has grown out of the same observation as we have made
above:

“The fact that this representation may contain many non-zeroes [sic] (and especially
so when D � d) should be of no consequence to the efficiency of the analysis model.”
[NDEG13, p. 35]
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A key insight of this paper was that the viewpoints of analysis and synthesis sparsity
are based on completely different signal models and therefore draw their strength from
different features. While the synthesis approach puts its emphasis on the number of
non-zero coefficients, [NDEG13] argues that the analysis model is rather specified by the
number and location of the vanishing coefficients, that is, the cosparsity and the cosupport.
Indeed, the class of L-cosparse signals can be simply written as a union of subspaces⋃

Λ⊂[D],
|Λ|=L

WΛ , (5.21)

where WΛ := ker ΨΛ. A careful comparison of both setups reveals that one should not—
as suggested by the approaches presented in Subsection 5.4.2—view the analysis formu-
lation from a synthesis perspective, thereby treating “the analysis operator as a poor man’s
sparse synthesis representation” [NDEG13, p. 35]. For example, the subspace collection of
(5.21) may become extremely complicated if Ψ corresponds to a redundant frame with
strong linear dependencies, and it is quite evident that its geometric arrangement is then
not just reflected by the value of S or L = D− S.

Towards a theoretical analysis, [NDEG13, Thm. 7] establishes the following equiva-
lence for uniform recovery: Every z0 ∈ Rd with cosupport S c

z0
= Λ ⊂ [D] is a unique

minimizer of (BPη=0
Ψ ) if and only if

sup
z∈Rd

ΨΛz=0

|〈ΨΛc z′, sign(ΨΛc z)〉| < ‖ΨΛz′‖1 for all z′ ∈ ker(A) \ {0}. (5.22)

We note that similar conditions were also studied for stable reconstruction in [VPDF13].
Moreover, it is worth mentioning that the vector sign(ΨΛc z) ∈ {−1, 0,+1}D−|Λ| plays
a central role in (5.22), which reminds us of our generalized sparsity parameter Sz from
Definition 5.4. In contrast, such an expression is missing in the concept of D-RIP.

Regarding sample complexity, it has turned out that the parameter

κΨ(L) := max
|Λ|≥L

dim(WΛ)

essentially determines the (optimal) number of measurements required for noiseless re-
covery by a combinatorial search over all L-cosparse signals [NDEG13, Sec. 3]. This find-
ing is consistent with the basic tenor of compressed sensing, according to which estima-
tion succeeds as long as the sample size slightly exceeds the signal’s manifold dimension.
Somewhat surprisingly, the work of Giryes et al. [GPV15] has shown that the situation is
unfortunately not that simple in `1-analysis minimization: When asking for robustness
or a tractable algorithm instead of combinatorial searching, the sample complexity is not
appropriately captured by κΨ(L) anymore. With this in mind, the theoretical investiga-
tions of this chapter shed more light on this issue, featuring the complex relationship
between sparsity and cosparsity in the study of the Analysis Basis Pursuit (BPη

Ψ).

5.4.4 Non-Asymptotic Sampling-Rate Bounds

To the best of our knowledge, the only approach that allows for a direct comparison
to our results is by Kabanava, Rauhut, and Zhang [KRZ15], hence often serving as a
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“competitor” in Section 5.3. This work is motivated by a similar observation as we have
made in this chapter: bounds on the number of required measurements for frame-based
analysis operators [KR15] and total variation [CX15] may render vacuous statements if
the sparsity level is too high.

Focusing on the case of Gaussian measurements, [KRZ15, Thm. 3.3] yields a non-
asymptotic sampling-rate bound when Ψ ∈ RD×d is a frame for Rd: Every minimizer
ẑ ∈ Rd of (BPη

Ψ) satisfies

‖ẑ− z0‖2 ≤
2η

θ

with probability at least 1− ε, provided that

n2

n + 1
≥
(√

d−
2(∑i∈Sc

z0
‖ψi‖2)

2

π·b·D +
√

2 log(ε−1) + θ ·
√

n
)2

, (5.23)

where b is an upper frame bound of Ψ and θ > 0 is fixed. An analogous statement holds
when Ψ is the total variation operator in 1D [KRZ15, Thm. 3.1], where (5.23) is replaced
by

n2

n + 1
≥
(√

d ·
(

1− 1
π

(
1− S

d

)2
)
+
√

2 log(ε−1) + θ ·
√

n
)2

.

Ignoring terms of lower order, both bounds include the dimension d of the ambient space
as an additive term. This resemblance to the sampling-rate function SR(Ψ, z0) from
Definition 5.5 is actually not very surprising, since the proofs of [KRZ15] build upon the
same basic principle that is elaborated in Section 5.6, namely estimating the conic mean
width of ‖Ψ(·)‖1 at z0.

However, there are several substantial differences between the approach of [KRZ15]
and ours:

1. The results of [KRZ15] are not consistent with the classical compressed sensing theory:
If Ψ ∈ Rd×d is an orthonormal basis, then (5.23) basically degenerates into

n ≥
(

1− 2
π

)
· d +

4S
π
− 2S2

π · d ,

which is clearly suboptimal for small values of S.

2. The guarantees of [KRZ15] are specific to Gaussian measurements and do not allow
for stable recovery of compressible signals.

3. In all cases examined in Section 5.3, the bound of Theorem 5.6 is superior in terms
of predicting the phase transition behavior of (BPη=0

Ψ ); see Figure 5.8, Figure 5.9, and
Figure 5.11.

Comparing the proposed sampling rate of (5.7) in Theorem 5.6 with (5.23), we observe
that the latter does neither incorporate the cross-correlations between the individual anal-
ysis vectors nor the sign vector σz0 = sign(Ψz0), which are both crucial features of our
result. A careful study of the corresponding proofs reveals a more technical reason for the
superiority of Theorem 5.6: While Step 1 in the proof (of Theorem 5.20) in Subsection 5.6.2
is rather standard (following [ALMT14]), our argumentation in Step 2 is quite different.
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Indeed, the dual vector w′ in [KRZ15] is chosen such that it just maximizes the term T1
in (5.34). Our choice of w′ in (5.33) is more refined and particularly takes the variable τ
into account. This appears to be a minor issue at first sight but it affects the remainder
of the proofs dramatically. For example, we had to come up with a highly non-trivial
estimate for T2 in Lemma 5.24, eventually leading to the generalized cosparsity parame-
ter Lz0 (see Definition 5.5). Furthermore, the optimization over τ is very challenging in
our case, whereas it is just a simple quadratic problem in [KRZ15].

But let us finally point out that, despite the above-mentioned drawbacks, the findings
of [KRZ15] are still practically reasonable and address several important shortcomings of
previous approaches to `1-analysis minimization.

5.5 Summary, Discussion, and Extensions

One of the key insights of this chapter is that the widely-used concept of analysis sparsity
is oftentimes not capable of explaining the success (or failure) of `1-analysis minimiza-
tion. This observation defies conventional wisdom that would justify the superiority of
an operator Ψ ∈ RD×d only by means of sparsity, i.e., smaller values of S = ‖Ψz0‖0
lead to better outcomes. In contrast, our three generalized sparsity parameters from
Definition 5.4 are more carefully designed and particularly involve the Gram matrix
G = ΨΨT ∈ RD×D. In that way, the mutual coherence structure of Ψ is also taken into
account, which is in turn a missing feature of many traditional approaches to analysis
modeling. This important refinement enabled us to prove much more reliable bounds on
the sample complexity of the Analysis Basis Pursuit (BPη

Ψ), even when the coefficient se-
quence Ψz0 ∈ RD is just compressible (see Subsection 5.2.2). Hence, we can conclude that
our main achievements, Theorem 5.6 and Theorem 5.9, provide fairly general answers to
the initial challenges of (CS1) and (CS2) stated at the end of Subsection 1.2.2.

A more technical yet crucial role in these statements is played by the sampling-rate
function SR(Ψ, z0) introduced in Definition 5.5, which essentially determines the mini-
mal number of measurements required to invoke our recovery guarantees. The numerical
simulations in Section 5.3 have confirmed empirically that this quantity very accurately
localizes the phase transition of (BPη=0

Ψ ) for many different types of analysis operators,
such as redundant Haar wavelet systems, total variation, or random frames. This espe-
cially certifies that the proposed bounds meet our desiderata (D1)–(D4) from Subsec-
tion 1.2.3, at least in many situations of interest. Thus, let us make the following conclud-
ing remark:

The sampling-rate function SR(Ψ, z0) can be regarded as a complexity parameter
that quantifies how well an analysis operator Ψ captures the low-dimensional struc-
ture of a signal z0. In contrast to the number of non-zero analysis coefficients, the
value of SR(Ψ, z0) has proven to be a reliable performance indicator for the success
or failure of `1-analysis minimization (BPη

Ψ).

5.5.1 Practical Scope and Guidelines

The previous sections have mostly focused on the predictive power of our theoretical re-
sults, whereas its practical implications were only marginally addressed so far. For that
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reason, we now wish to briefly discuss the issues raised by (CS3) at the end of Subsec-
tion 1.2.2. Taking the perspective of a practitioner, these problem statements are typically
associated with the following tasks:

How to come up with a good analysis operator Ψ for my specific application? What
properties and design rules are of particular relevance?

Unfortunately, a general answer to these questions is still out of reach, but the theoretical
approach of this chapter could at least give rise to several novel solution strategies. Our
reasoning suggests using SR(Ψ, z0) as a quality measure that allows for an assessment
and comparison of different choices of Ψ. Let us a recall a simple example from Sub-
section 5.3.1.2: in the course of the relation (5.17), it has turned out that, although Ψrdwt

and Ψirdwt correspond to the same frame except from a scale-wise reweighting of their
analysis vectors, the predicted sampling rates differ drastically, as illustrated in Fig-
ure 1.2(b). This observation indicates that the recovery performance might be greatly
improved by weighting, which is a technique closely related to weighted sparsity in com-
pressed sensing theory, e.g., see [KXAH09; FMSY12; OKH12]. The numerical results of
Section 5.3 show that such a rule of thumb could be applied to various other structural
properties of analysis operators, for instance:

1. Intrinsic localization of the Gram matrix. The off-diagonal decay of G = ΨΨT may
strongly affect the reconstruction capability of (BPη

Ψ); see Remark 5.27 for a related
discussion.

2. Conditioning. The impact of the linear dependency structure and frame bounds of Ψ is
expected to be highly non-trivial.

3. Redundancy. Highly redundant frames are sometimes superior to orthonormal bases
(see Figure 1.2).

While analyzing SR(Ψ, z0) with respect to certain characteristics of Ψ is a first approach
to (CS3), a systematic methodology for designing good operators is still missing. A
promising alternative to tackle this challenge is based on statistical learning theory, as
sketched in the following subsection.

5.5.2 An Excursion to Analysis Operator Learning

According to Theorem 5.6, the size of SR(Ψ, z0) determines the number of measure-
ments required to ensure recovery. The number of measurements, in turn, can be inter-
preted as the “costs” of successfully applying (BPη=0

Ψ ). In this light, the mapping

SR : RD×d ×Rd → R, (Ψ, z0) 7→ SR(Ψ, z0)

essentially plays the role of a loss function (or cost function). This perspective enables us to
formalize the procedure of Subsection 5.5.1 by means of a learning problem:12

12The perspective of statistical learning taken here is certainly related to the one of Section 1.1 and Chap-
ter 4, but they are not exactly the same. Most importantly, there does not exist an output variable in this
subsection. Instead, risk minimization simply corresponds to finding the “best” analysis operator out of a
given hypothesis set, where the input data is drawn from some class of signal vectors.
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Problem 5.18 (Operator learning – Expected risk minimization) Let Z ⊂ Rd be a
collection of admissible signal vectors and let µ be a probability measure on Z . Then
solve the minimization problem

min
Ψ∈H

∫
Z
SR(Ψ, z0) dµ(z0) (5.24)

where H ⊂ RD×d is the hypothesis set, containing all potential choices of analysis
operators.

Intuitively, the purpose of (5.24) is to select an operator Ψ ∈ H that minimizes the average
costs of reconstructing signals from Z . We would like to emphasize that the significance
of this approach clearly depends on both the considered signal class Z and the hypoth-
esis set H. For instance, if Z is just a singleton, i.e., Z = {z0}, solving (5.24) can lead to
useless minimizers, being strongly adapted to z0. Of more interest are larger classes Z
whose elements share certain (geometric) characteristics. In fact, we have already stud-
ied a prototypical example in Section 5.3, namely discrete piecewise constant functions;
more specifically, Z might consist of all those vectors z0 ∈ Rd with a fixed number of
discontinuities, that is, ‖ΨTV-1z0‖0 ≤ STV for some STV > 0.

The choice of H is typically driven by the belief in what properties of Ψ are appropri-
ate to capture the structural features of Z . Once again, Subsection 5.3.1.2 provides an
interesting example: In the scenario of Haar wavelet systems, H could contain all those
operators Ψ ∈ RD×d arising from a scale-wise weighting of Ψirdwt. Then, a minimizer of
(5.24) would yield an optimally weighted version of Ψirdwt, with respect to the class of
piecewise constant signals. It is also worth mentioning that the dimension of the param-
eter space RD×d gets considerably reduced in this way, since the degree of freedom of H
would just equal the number of scales.

The optimization task of (5.24) is however unfeasible in practice because the under-
lying probability measure µ is usually unknown, e.g., when the signals correspond to
natural images. Instead, one has only access to a collection of independent random sam-
ples drawn according to µ. This leads to the empirical version of Problem 5.18:

Problem 5.19 (Operator learning – Empirical risk minimization) Let Z ⊂ Rd be a
set of admissible signals. Assume that z1, . . . , zM ∈ Z are sampled independently
according to a probability measure µ on Z . Then solve the minimization problem

min
Ψ∈H

1
M

M

∑
l=1
SR(Ψ, zl) (5.25)

whereH ⊂ RD×d is again the hypothesis set.

The basic idea behind (5.25) is the same as in Section 1.1: By computing the empirical
mean instead of an integral, one may end up with a tractable problem, whose solutions
are still very close to expected risk minimizers of (5.24). The field of statistical learning
offers a rich toolbox to solve and analyze methods of such type. Consequently, we may
hope that this approach, combined with our refined sampling-rate bounds, could be a
starting point of novel design rules and guidelines in analysis-based modeling. Never-
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theless, due to the non-convexity and discontinuity of SR(Ψ, ·), the specific problem of
(5.25) is expected to be (algorithmically) challenging. A detailed study would therefore
go beyond the scope of this thesis and could be part of future research. Let us finally point
out that similar learning strategies were recently proposed in the literature as well, but
using very different kinds of loss functions, e.g., see [YNGD12; HKD13; RB13; SWGK16].

5.5.3 Extensions and Open Problems

Besides the emerging challenges pointed out in the previous two subsections, let us out-
line some further topics and potential extensions that could be investigated in future
research:

1. Sharper bounds and optimality. Our numerical analysis of the total variation operator in
Subsection 5.3.2 has demonstrated that the sampling-rate bound of Theorem 5.6 could
be inaccurate in situations of low (TV-)sparsity. While there are indeed several non-
sharp estimates in the proof of Theorem 5.20 (e.g., Proposition 5.21 and Lemma 5.24),
the most heuristic step is actually our choice of the dual vector w′ in (5.33); see also
Remark 5.27 for some technical notes. This leaves certain space for refinements, but
it is worth noting that, no matter how w′ is chosen, one eventually has to face a non-
trivial minimization problem over τ in (5.31). Apart from that, one could try to specify
conditions on Ψ and z0 under which our bounds are already optimal, at least in an
asymptotic sense.

2. Greedy algorithms. The Analysis Basis Pursuit is just a very popular example of algo-
rithms that try to exploit an analysis prior in signal estimation. In fact, there exist nu-
merous alternatives to solving (BPη

Ψ), for instance, the greedy analysis pursuit [NDEG13]
or those of [GNEGD14]. It is conceivable that our proof techniques can be adapted to
many of these methods, ultimately leading to similar recovery guarantees.

3. Structured measurements and uniformity. A closely related issue was already pointed
out in the course of Chapter 4, at the end of Section 4.4. Since the results of the current
chapter rely on the same estimation framework (from Chapter 3), the independence
and sub-Gaussianity of the sensing vectors a1, . . . , an within A ∈ Rn×d turns out to
be a crucial assumption. These conditions are unfortunately not satisfied for many
popular structured measurement ensembles, such as random Fourier samples, partial
random circulant matrices, or lossless expanders [FR13, Chap. 12 & 13]. To deal with
these examples, one probably has to come up with a new and more advanced proof
strategy.

In this context, it might be also interesting to explore in how far the underlying statis-
tical tools used in this thesis (in particular, empirical process theory and the Gaussian
mean width) can be combined with common concepts from compressed sensing, for
instance, the null space property and restricted isometry (cf. Remark 1.5). Apart from
structured measurement matrices, one of the ultimate goals would be to show a uni-
form error bound, in the sense that for a fixed measurement matrix A, the Analysis
Basis Pursuit (BPη

Ψ) successfully recovers all signals of comparable complexity (e.g.,
measured by the sampling-rate function SR(Ψ, ·)), and not just a single vector z0.

4. Analysis versus synthesis. We have discussed the crucial difference between analysis-
and synthesis-based priors in Subsection 5.4.1, but a fundamental question remains
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widely open: Which of the two formulations is more appropriate for a given signal
class and measurement ensemble? One possibility would be to establish a sampling-
rate bound for the Synthesis Basis Pursuit (BPSη

D) similar to that of Theorem 5.6, and
then to compare both results for specific signals, e.g., piecewise constant functions.

5.6 Proofs

This part presents the proofs of our main results from Section 5.2. In Subsection 5.6.1,
we first verify the claims of Theorem 5.6 and Theorem 5.9, based on our general recovery
guarantees from Section 3.3 for the generalized Basis Pursuit. The actual difficulty here
is to show that the square of the conic mean width of ‖Ψ(·)‖1 at z0 is upper bounded
by the sampling-rate function SR(Ψ, z0). This key step is part of Theorem 5.20, whose
proof is contained in Subsection 5.6.2, complemented by the proofs of two auxiliary re-
sults in Subsection 5.6.3 and Subsection 5.6.4. Finally, we derive the statement of Propo-
sition 5.8 in Subsection 5.6.5. Let us emphasize at this point that—apart from various
technicalities—a major challenge in our reasoning below is to find the right balance be-
tween accurate and explicit bounds for the conic mean width.

5.6.1 Proofs of Theorem 5.6 and Theorem 5.9

Let us first recall the model setup and results of Subsection 3.3.2 and Subsection 3.3.3,
where we have analyzed the “isotropic” generalized Basis Pursuit (gBPη,iso

R ) in conjunc-
tion with linear observations (see Assumption 3.12). Selecting the `1-analysis (semi)norm
as objective function, i.e.,R(·) = ‖Ψ(·)‖1, it is not hard to see that the Analysis Basis Pur-
suit (BPη

Ψ) coincides with (gBPη,iso
R ). According to Corollary 3.14 and Corollary 3.15, our

main task is now to evaluate the conic mean width w0(D(‖Ψ(·)‖1, z0)). In order to meet
the desiderata (D1)–(D4) from Subsection 1.2.3, we therefore need to come up with an
explicit expression or at least a meaningful upper bound for w0(D(‖Ψ(·)‖1, z0)). This is
precisely the concern of the following theorem, which forms the technical key ingredient
of our approach. Its proof is deferred to Subsection 5.6.2.

Theorem 5.20 (Bounding the conic mean width) Let Ψ ∈ RD×d be an analysis operator
and let z0 ∈ Rd with z0 6∈ ker Ψ. Then we have

w2
0(D(‖Ψ(·)‖1, z0)) ≤ SR(Ψ, z0).

The claims of Theorem 5.6 and Theorem 5.9 now immediately follow from a combination
of Theorem 5.20 with Corollary 3.14 and Corollary 3.15, respectively. Recall that with
y := 〈a, z0〉 and η∗ := η, the hypotheses of Assumption 3.12 and Assumption 5.1 do
coincide.

Proof of Theorem 5.6. Let us apply the Gaussian ‘in-particular’ part of Corollary 3.14 with
R(·) = ‖Ψ(·)‖1. To this end, we need to verify the condition (3.18). But this is a direct
consequence of Theorem 5.20 and the assumption of (5.7):

n >
(√
SR(Ψ, z0) + u

)2
+ 1 ≥

(
w0(D(‖Ψ(·)‖1, z0)) + u

)2
+ 1.
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The claim of Theorem 5.6 is now implied by Corollary 3.14. �

Proof of Theorem 5.9. By the definition of z̄0 ∈ Rd in (5.12), we have z̄0 6∈ ker Ψ and there-
fore Theorem 5.20 yields

w2
0(D(‖Ψ(·)‖1, z̄0)) ≤ SR(Ψ, z̄0). (5.26)

Moreover, it holds that ‖Ψz0‖1 = ‖Ψz̄0‖1.
Next, let us apply Corollary 3.15 with R(·) = ‖Ψ(·)‖1. To verify the condition (3.19),

we simply observe that

0
(5.13)
<

√
n− 1−

√
n0 − 1√

n

(5.26)
≤ θ̄0 , (5.27)

where C′ (in Theorem 5.9) is set to C2
Q from Corollary 3.15. The claim of Theorem 5.9 now

follows from (5.27) and the error bound of (3.20). �

5.6.2 Proof of Theorem 5.20 (Bounding the Conic Mean Width)

To complete the proofs of our main results, it remains to verify Theorem 5.20. For this
purpose, we loosely follow [ALMT14, Recipe 4.1], emphasizing once again that we do
not attempt to exactly compute w0(D(‖Ψ(·)‖1, z0)) here, but rather to establish a sophis-
ticated upper bound.

Step 1: A Polar Bound on the Conic Mean Width

Our first proof step is based on a well-known polarity argument, providing an upper
bound on the conic mean width of a descent cone. This result even holds true in the
general setup Section 3.3.

Proposition 5.21 ([ALMT14, Prop. 4.1]) Let R : Rd → R be convex and let z0 ∈ Rd.
Then the subdifferential ofR at z0, given by

∂R(z0) := {v ∈ Rd | R(z) ≥ R(z0) + 〈v, z− z0〉 for all z ∈ Rd},

is well-defined. If ∂R(z0) is non-empty, compact, and does not contain the origin, we have13

w2
0(D(R, z0)) ≤ inf

τ>0
E
[

inf
v∈∂R(z0)

‖g − τ · v‖2
2

]
(5.28)

where g ∼ N (0, Id).

Remark 5.22 For several special cases, such as norms [ALMT14, Thm. 4.3] or total varia-
tion [ZXCL16], it is known that (5.28) provides a very accurate bound. For a more detailed
discussion of the sharpness of Proposition 5.21, we refer to [ALMT14, Sec. 4.2]. ♦

13Henceforth, the expectation is always taken with respect to the Gaussian random vector g ∼ N (0, Id).
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In order to apply Proposition 5.21, we need to specify the subdifferential of ‖Ψ(·)‖1 at z0.
For the sake of readability, we now also agree on writing

σ := σz0 = sign(Ψz0),
S := Sz0 = supp(Ψz0),
S c := S c

z0
= supp(Ψz0)

c.

Lemma 5.23 We have

∂‖Ψ(·)‖1(z0) = ΨTσ +
{

ΨTw | w ∈ RD, supp(w) ⊂ S c, ‖w‖∞ ≤ 1
}

.

In particular, ∅ 6= ∂‖Ψ(·)‖1(z0) ⊂ ΨT[−1, 1]D and the following equivalences hold true:

0 6∈ ∂‖Ψ(·)‖1(z0) ⇔ z0 6∈ ker Ψ ⇔ Sz0 = ‖ΨTσ‖2
2 > 0. (5.29)

Proof. First, we apply the chain rule for subdifferentials (see [Roc70, Thm. 23.9])

∂‖Ψ(·)‖1(z0) = ΨT (∂‖ · ‖1(Ψz0)) ,

and together with

∂‖ · ‖1(Ψz0) =
{

v ∈ RD | vS = sign(Ψz0)S︸ ︷︷ ︸
=σS

, ‖vS c‖∞ ≤ 1
}

,

we obtain that

∂‖Ψ(·)‖1(z0) = ΨTσ +
{

ΨTw | w ∈ RD, supp(w) ⊂ S c, ‖w‖∞ ≤ 1
}

.

To verify the ‘in-particular’ part, suppose that 0 ∈ ∂‖Ψ(·)‖1(z0). Then there exists
w ∈ RD with supp(w) ⊂ S c and ‖w‖∞ ≤ 1 such that 0 = ΨTσ + ΨTw. Hence,

0 = 〈z0, ΨTσ + ΨTw〉 = 〈Ψz0, σ〉︸ ︷︷ ︸
=‖Ψz0‖1

+ 〈Ψz0, w〉︸ ︷︷ ︸
=0

= ‖Ψz0‖1 , (5.30)

which implies z0 ∈ ker Ψ. On the other hand, if z0 ∈ ker Ψ, we have σ = sign(Ψz0) = 0
and therefore ΨTσ = 0. Selecting w := 0 shows that 0 ∈ ∂‖Ψ(·)‖1(z0). This proves the
first equivalence.

By the definition of Sz0 (see Definition 5.4), it holds that

Sz0 = 〈σ, Gσ〉 = 〈σ, ΨΨTσ〉 = 〈ΨTσ, ΨTσ〉 = ‖ΨTσ‖2
2 .

Thus, the second equivalence of (5.29) follows from

Sz0 = ‖ΨTσ‖2
2 = 0 ⇔ ΨTσ = 0 ⇔ σ = sign(Ψz0) = 0 ⇔ Ψz0 = 0,

where we have again made use of (5.30) with w = 0. �
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In conclusion, if z0 6∈ ker Ψ, Proposition 5.21 and Lemma 5.23 imply that

w2
0(D(‖Ψ(·)‖1, z0)) ≤ inf

τ>0
E
[

inf
w∈RD ,

wS=0,‖wSc‖∞≤1

‖g − τΨTσ − τΨTw‖2
2

]
. (5.31)

Step 2: Selecting the `1-Dual Vector w

Evaluating the right-hand side of (5.31) particularly asks for studying the optimization
problem inside of the expected value. It can be reformulated as a least squares problem
with box constraint:

min
w∈RD

‖g − τΨTσ − τΨTw‖2
2 subject to wk = 0 for k ∈ S

and |wk| ≤ 1 for k ∈ S c. (5.32)

Unfortunately, (5.32) does not seem to have a closed-form minimizer in general. Hence,
instead of seeking for an exact solution to (5.32), we rather consider an ansatz vector
w′ = (w′1, . . . , w′D) ∈ RD of the form

w′k :=

{
0, k ∈ S,
clip(τ−1αk〈ψk, g〉; 1), k ∈ S c,

(5.33)

where αk > 0 are free tuning parameters that will be specified later on and the clip-
function is defined in Section 2.1(7). Note that w′ ∈ [−1, 1]D depends on both g and τ.
In Remark 5.27 below, we will also state the KKT-conditions of (5.32), showing that the
choice of (5.33) is at least plausible (although not always optimal) if the Gram matrix of Ψ

is well-localized.
Since w′k is a symmetric transformation of 〈ψk, g〉 ∼ N (0, ‖ψk‖2

2) for every k ∈ S c,
we observe that E[w′] = 0. Now we can proceed with the right-hand side of (5.31) as
follows:

E
[

inf
w∈RD ,

wS=0,‖wSc‖∞≤1

‖g − τΨTσ − τΨTw‖2
2

]
≤ E

[
‖g − τΨTσ − τΨTw′‖2

2

]
= E

[
‖g − τΨTw′‖2

2

]
+ E

[
‖τΨTσ‖2

2

]
−E[2〈g, τΨTσ〉] + E[2〈τΨTw′, τΨTσ〉]

= E
[
‖g − τΨTw′‖2

2

]
+ τ2 ‖ΨTσ‖2

2︸ ︷︷ ︸
(5.29)
= Sz0

−2〈E[g]︸︷︷︸
=0

, τΨTσ〉+ 2〈τΨT E[w′]︸ ︷︷ ︸
=0

, τΨTσ〉

= E
[
‖g‖2

2

]
− 2τE[〈g, ΨTw′〉] + τ2E

[
‖ΨTw′‖2

2

]
+ τ2 · Sz0

= d− 2τE[〈Ψg, w′〉]︸ ︷︷ ︸
=:T1

+ τ2E[〈w′, Gw′〉]︸ ︷︷ ︸
=:T2

+τ2 · Sz0

= d− T1 + T2 + τ2 · Sz0 . (5.34)

Hence, it remains to evaluate the expected values in T1 and T2.
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Step 3: A General Bound on the Mean Width

Let us begin with the term T1: Using the definition of w′, we obtain

T1 = 2τE[〈Ψg, w′〉]
= 2τ ∑

k∈S c

E[〈ψk, g〉 · w′k]

= 2τ ∑
k∈S c

E
[
〈ψk, g〉 · sign(〈ψk, g〉) ·min{τ−1αk|〈ψk, g〉|, 1}

]
= 2 ∑

k∈S c

E
[
|〈ψk, g〉| ·min{αk|〈ψk, g〉|, τ}

]
,

and since 〈ψk, g〉 ∼ N (0, gk,k),14 an elementary calculation shows that

T1 = 2 ∑
k∈S c

αk · gk,k · erf
(

τ

αk
√

2gk,k

)
. (5.35)

Handling the term T2 turns out to be more complicated: Since
√gk,k = ‖ψk‖2, we first

rewrite T2 such that the clipped variables become standard Gaussians:

T2 = τ2 ∑
k,k′∈S c

gk,k′ ·E[w′k · w′k′ ]

= ∑
k,k′∈S c

gk,k′ ·E
[

clip(αk〈ψk, g〉; τ) · clip(αk′〈ψk′ , g〉; τ)
]

= ∑
k,k′∈S c

gk,k′ · αk · αk′ ·
√

gk,k · gk′,k′

×E
[

clip
(
〈 ψk
‖ψk‖2

, g〉; τ
αk
√gk,k

)
· clip

(
〈 ψk′
‖ψk′‖2

, g〉; τ
αk′
√gk′ ,k′

)]
. (5.36)

In general, there does not exist a closed-form expression for the covariance between
clipped Gaussian variables. However, one may use the following bound, which is based
on Price’s Theorem and proven in Subsection 5.6.3.

Lemma 5.24 Let v1, v2 ∈ Sd−1 and let g ∼ N (0, Id). Fix numbers γ1, γ2 ≥ 0 and set
γmin := min{γ1, γ2}, γmax := max{γ1, γ2}. Then we have∣∣∣E[ clip(〈v1, g〉; γ1) · clip(〈v2, g〉; γ2)

]∣∣∣
≤ |〈v1, v2〉| ·

(
erf
(γmin
√

2

)
+
(

1− erf
(γmax
√

2

)
−
√

2
π

e−(γ
max)2/2

γmax

)
· γmin · γmax

)
= |〈v1, v2〉| ·

(
erf
(γmin
√

2

)
− h(γmax) · γmin · γmax

)
, (5.37)

where h(τ) =
√

2
π

e−τ2/2

τ + erf( τ√
2
)− 1 for τ > 0 (cf. (5.6)). If v1 = v2, then (5.37) holds

with equality.

14According to Definition 5.3, gk,k′ denotes the (k, k′)-th entry of the Gram matrix G = ΨΨT ∈ RD×D. This
should not be mixed up with the entries of the Gaussian random vector g ∼ N (0, Id).
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Let us apply Lemma 5.24 to equation (5.36) by setting

v1 := ψk
‖ψk‖2

, v2 := ψk′
‖ψk′‖2

, and γ1 := τ
αk
√gk,k

, γ2 := τ
αk′
√gk′ ,k′

.

Observing that
gk,k′√gk,k ·gk′ ,k′

= 〈v1, v2〉, we end up with

T2 ≤ ∑
k,k′∈S c

g2
k,k′ · αk · αk′ ·

(
erf
( τγmin

k,k′√
2

)
− h(τγmax

k,k′ ) · τ2 · γmin
k,k′ · γmax

k,k′

)
(5.38)

where

γmin
k,k′ := min

{
1

αk
√gk,k

, 1
αk′
√gk′ ,k′

}
and γmax

k,k′ := max
{

1
αk
√gk,k

, 1
αk′
√gk′ ,k′

}
. (5.39)

A combination of (5.35) and (5.38) with the estimates of (5.31) and (5.34) yields the
following interim result:

Proposition 5.25 Let Ψ ∈ RD×d be an analysis operator and let z0 ∈ Rd with z0 6∈ ker Ψ.
For fixed numbers αk > 0, k ∈ S c, we have

w2
0(D(‖Ψ(·)‖1, z0)) ≤ inf

τ>0

{
d+ τ2 · Sz0 − 2 ∑

k∈S c

αk · gk,k · erf
(

τ

αk
√

2gk,k

)
+ H(τ)

}
(5.40)

where

H(τ) := ∑
k,k′∈S c

g2
k,k′ · αk · αk′ ·

(
erf
( τγmin

k,k′√
2

)
− h(τγmax

k,k′ ) · τ2 · γmin
k,k′ · γmax

k,k′

)
and γmin

k,k′ , γmax
k,k′ > 0 are defined according to (5.39).

The bound of Proposition 5.25 is quite general and leaves much space for selecting the
parameters αk. On the other hand, we still need to determine the optimal value of τ,
which seems to be a very challenging task in general. Our final step is therefore to make
a specific choice of αk, eventually leading to the explicit bound of Theorem 5.20.

Step 4: Selecting the Tuning Parameters αk

In order to simplify the optimization problem on the right-hand side of (5.40), we would
like to factor out all terms depending on τ. Such a separation is easily obtained with
αk := λ/

√gk,k for k ∈ S c and any (unspecified) parameter λ > 0. With this choice of αk,
(5.40) reads as follows:

w2
0(D(‖Ψ(·)‖1, z0)) ≤ inf

τ>0
λ>0

{
d + τ2 · Sz0 − 2λ ·

(
∑

k∈S c

√
gk,k︸ ︷︷ ︸

(5.1)
= Lrrr

z0

)
· erf

(
τ

λ
√

2

)

+ λ2 ·
(

∑
k,k′∈S c

g2
k,k′√gk,k ·gk′ ,k′︸ ︷︷ ︸

(5.1)
= Lz0

)
·
(

erf
(

τ
λ
√

2

)
− h( τ

λ ) · (
τ
λ )

2
)}

,
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where we also optimize over λ > 0 now. Substituting τ by λ · τ then leads to

w2
0(D(‖Ψ(·)‖1, z0))

≤ inf
τ>0
λ>0

{
d +

(
Sz0 − Lz0 · h(τ)

)
· τ2 · λ2 +

(
λ2 · Lz0 − 2λ · Lrrr

z0

)
· erf

(
τ√
2

)︸ ︷︷ ︸
=:F(τ,λ)

}
. (5.41)

It is not hard to see that (τ, λ) 7→ F(τ, λ) defines a smooth function that can be contin-
uously extended to [0, ∞) × [0, ∞). The next lemma shows that F has a unique global
minimum. Due to its technical nature, the proof is deferred to Subsection 5.6.4.

Lemma 5.26 Assuming that Sz0 , Lz0 , Lrrr
z0

> 0, the function F : [0, ∞) × [0, ∞) → R,
defined in (5.41), attains its unique global minimum at

(τ′, λ′) :=
(

h−1( Sz0
Lz0

)
,

Lrrr
z0

Lz0

)
.

Now, we can easily derive the statement of Theorem 5.20:

Proof of Theorem 5.20. Let us first assume that S c 6= ∅. This implies that Lz0 , Lrrr
z0

> 0, and
due to z0 6∈ ker Ψ, we also have Sz0 > 0 by Lemma 5.23. Lemma 5.26 and (5.41) then
yield

w2
0(D(‖Ψ(·)‖1, z0)) ≤ F(τ′, λ′)

= d +
(
Sz0 − Lz0 · h(τ′)

)︸ ︷︷ ︸
=0

·(τ′)2 · (λ′)2 +
(
(λ′)2 · Lz0 − 2λ′ · Lrrr

z0

)︸ ︷︷ ︸
=−(Lrrr

z0 )
2/Lz0

· erf
(

τ′√
2

)

= d− (Lrrr
z0
)2

Lz0
· erf

(
1√
2
· h−1( Sz0

Lz0

)) (5.5)
= d− (Lrrr

z0
)2

Lz0
·Φ
(

Sz0
Lz0

)
(5.4)
= SR(Ψ, z0). (5.42)

On the other hand, if S c = ∅, we simply observe that

w2
0(D(‖Ψ(·)‖1, z0)) ≤ lim

τ,λ↘0
F(τ, λ) = F(0, 0) = d = SR(Ψ, z0). �

Remark 5.27 (KKT-conditions and optimality) A key step in the above proof was to select
the dual vector w′ according to (5.33), which enabled us to derive a closed-form bound on
the conic mean width w0(D(‖Ψ(·)‖1, z0)). Such a choice is unfortunately not always
optimal. Indeed, every minimizer w ∈ RD of the minimization problem (5.32) fulfills the
following KKT-conditions (cf. [MR10]):(

τ2ΨS c(ΨS c)T + diag(µS c)
)

wS c = τΨS c g − τ2ΨS c ΨTσ,
µk ≥ 0, k ∈ [D],

µk (1− wk) = 0, k ∈ S c,

w2
k ≤ 1, k ∈ S c,

wk = 0, k ∈ S,

for some µ = (µ1, . . . , µD) ∈ RD. Supposed that G = ΨΨT = diag(α−1
1 , . . . , α−1

D ) is a
diagonal matrix for certain numbers αk > 0, it is not hard to see that w := w′ precisely
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satisfies these conditions. This observation particularly explains why our sampling-rate
bound is sharp in the case of orthonormal bases, where G = Id (cf. Proposition 5.8).

On the other hand, if the operator Ψ is redundant, i.e., D > d, the Gram matrix cannot
be diagonal anymore and a solution to (5.32) may take a different form. But as long
as G is well-localized, in the sense that G = ΨΨT ≈ diag(α−1

1 , . . . , α−1
D ), one can expect

that (5.33) is at least relatively close to the true minimizer. While this heuristic actually
suggests setting αk := 1/gk,k for k ∈ S c, it is not clear how to proceed with (5.40) in this
situation. Therefore, we have made a slightly different choice of αk in Step 4 above. But
the numerical simulations of Section 5.3 indicate that this strategy still works surprisingly
well for many different classes of analysis operators. ♦

5.6.3 Proof of Lemma 5.24

The main idea behind the proof of Lemma 5.24 is to regard the clipped covariance

E[clip(〈v1, g〉; γ1) · clip(〈v2, g〉; γ2)]

as a function of the correlation between the standard Gaussian variables 〈v1, g〉 and
〈v2, g〉, which is given by E[〈v1, g〉 · 〈v2, g〉] = 〈v1, v2〉. We will see below that this func-
tion is monotone and that (5.37) holds with equality if |〈v1, v2〉| = 1. To make our argu-
ment precise, we need the following lemma:

Lemma 5.28 Let γ1, γ2 ≥ 0 and define the function

Θ : [−1, 1]→ R, ρ 7→ E
(g1,g2)∼N

(
0,
[

1 ρ
ρ 1

])[ clip(g1; γ1) · clip(g2; γ2)
]
.

Then Θ is continuous, Θ(0) = 0, and Θ is convex on [0, 1]. In particular, Θ(ρ) ≤ ρ ·Θ(1)
for all 0 ≤ ρ ≤ 1.

The proof of Lemma 5.28 is a consequence of Price’s Theorem [Pri58; McM64], which is
a powerful tool to calculate the derivative of non-linearly distorted, correlated Gaussian
random variables. The following version of Price’s Theorem was established by Voigt-
laender [Voi17] and even applies to tempered distributions:15

Theorem 5.29 (Price, [Voi17, Cor. 2]) For ρ ∈ (−1, 1), let

φρ : R2 → (0, ∞), (v1, v2) 7→ 1
2π
√

1−ρ2
· exp

(
− v2

1+v2
2−2ρ·v1·v2

2(1−ρ2)

)
be the density function of a random vector g ∼ N

(
0,
[

1 ρ
ρ 1

] )
. If f ∈ S ′(R2) is a tempered

distribution, then the function

F : (−1, 1)→ C, ρ 7→ 〈 f , φρ〉S ′,S

15For a detailed introduction to Schwartz functions and tempered distributions, see [Fol99, Chap. 8 & 9] for
example.
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is infinitely often differentiable with

F (k)(ρ) =
〈

∂2k

∂vk
1∂vk

2
f , φρ

〉
S ′,S

for all ρ ∈ (−1, 1) and k ≥ 0.

In particular, if f ∈ L1,loc(R2), we have F (ρ) = E[ f (g)] for g ∼ N
(

0,
[

1 ρ
ρ 1

] )
.

Proof of Lemma 5.28. We consider the function

fγ1,γ2 : R2 → R, (v1, v2) 7→ clip(v1; γ1) · clip(v2; γ2).

It is not hard to see that fγ1,γ2 is 1-Lipschitz and therefore fγ1,γ2 ∈ S ′(R2). The derivative
of fγ1,γ2 is given by the set indicator function of the box (−γ1, γ1)× (−γ2, γ2) ⊂ R2:

∂2

∂v1∂v2
fγ1,γ2 = χ(−γ1,γ1)×(−γ2,γ2) .

For every φ ∈ S (R2), Fubini’s theorem and the fundamental theorem of calculus now
yield 〈

∂4

∂v2
1∂v2

2
fγ1,γ2 , φ

〉
S ′,S

=
〈

χ(−γ1,γ1)×(−γ2,γ2),
∂2

∂v1∂v2
φ
〉

S ′,S

=
∫ γ2

−γ2

∫ γ1

−γ1

∂2

∂v1∂v2
φ(v1, v2) dv1dv2

= φ(γ1, γ2)− φ(γ1,−γ2)− φ(−γ1, γ2) + φ(−γ1,−γ2).

Hence, by Theorem 5.29, the map Θ is smooth on (−1, 1) and

Θ′′(ρ) = φρ(γ1, γ2)− φρ(γ1,−γ2)− φρ(−γ1, γ2) + φρ(−γ1,−γ2)

= 2(φρ(γ1, γ2)− φρ(γ1,−γ2)) (5.43)

for ρ ∈ (−1, 1), where we have also used the symmetry of φρ. Now, let us show the
continuity of Θ on the interval [−1, 1]. For this purpose, let g := (g, g′) ∼ N (0, I2) and

define gρ := ρ · g +
√

1− ρ · g′ for ρ ∈ [−1, 1]. Then (g, gρ) ∼ N
(

0,
[

1 ρ
ρ 1

] )
, so that

|Θ(ρ)−Θ(ρ′)| ≤ Eg [| fγ1,γ2(g, gρ)− fγ1,γ2(g, gρ′)|]
≤ Eg [|gρ − gρ′ |]

≤ |ρ− ρ′| ·E[|g|] + |
√

1− ρ−
√

1− ρ′| ·E[|g′|] ρ′→ρ−−→ 0,

where we have used that fγ1,γ2 is 1-Lipschitz in the second line. Moreover, we observe
that

Θ(0) = Eg [ fγ1,γ2(g, g′)]
= E[clip(g; γ1)]︸ ︷︷ ︸

=0

·E[clip(g′; γ1)]︸ ︷︷ ︸
=0

= 0.

Finally, let us verify the convexity of Θ on [0, 1]. It is sufficient to show that Θ′′(ρ) ≥ 0
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for all ρ ∈ (0, 1). Indeed, by (5.43), we have

Θ′′(ρ) = 2(φρ(γ1, γ2)− φρ(γ1,−γ2)) ≥ 0

⇔ exp
(
− γ2

1+γ2
2−2ρ·γ1·γ2

2(1−ρ2)

)
≥ exp

(
− γ2

1+γ2
2+2ρ·γ1·γ2

2(1−ρ2)

)
⇔ γ2

1 + γ2
2 − 2ρ · γ1 · γ2 ≤ γ2

1 + γ2
2 + 2ρ · γ1 · γ2 ⇔ 0 ≤ 4ρ · γ1 · γ2 ,

where the last inequality is obviously fulfilled for every ρ ∈ (0, 1). �

By using Lemma 5.28, we can now easily derive the statement of Lemma 5.24:

Proof of Lemma 5.24. First, we observe that

(〈v1, g〉, 〈v2, g〉) ∼ N
(

0,
[

1 〈v1,v2〉
〈v1,v2〉 1

] )
.

If 〈v1, v2〉 ≥ 0, Lemma 5.28 implies

E[clip(〈v1, g〉; γ1) · clip(〈v2, g〉; γ2)] = Θ(〈v1, v2〉) ≤ 〈v1, v2〉 ·Θ(1),

and an elementary calculation shows that

Θ(1) = E[clip( g︸︷︷︸
∼N (0,1)

; γ1) · clip(g; γ2)]

=
(

1− erf
(γmax
√

2

)
−
√

2
π

e−(γ
max)2/2

γmax

)
· γmin · γmax + erf

(γmin
√

2

)
.

Analogously, if 〈v1, v2〉 ≤ 0, we have

E[clip(〈v1, g〉; γ1) · clip(〈v2, g〉; γ2)] = −E[clip(〈−v1, g〉; γ1) · clip(〈v2, g〉; γ2)]

= −Θ(〈−v1, v2〉)
≥ −〈−v1, v2〉 ·Θ(1)
= 〈v1, v2〉 ·Θ(1),

and by taking the absolute value, the claim follows. �

5.6.4 Proof of Lemma 5.26

Before proving the actual statement of Lemma 5.26, we recall the definition of the func-
tion h from (5.6):

h : (0, ∞)→ (0, ∞), τ 7→
√

2
π

e−τ2/2

τ + erf( τ√
2
)− 1.

The well-definedness of h, i.e., h(τ) > 0 for all τ > 0, is a consequence of standard bounds
on the error function, e.g., see [FR13, Prop. 7.5]. Since limτ↘0 h(τ) = ∞, limτ→∞ h(τ) = 0,
and

h′(τ) = −
√

2
π

e−τ2/2

τ2 < 0

for all τ > 0, we conclude that h−1 : (0, ∞)→ (0, ∞) is also well-defined.
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Proof of Lemma 5.26. For the sake of readability, let us set S := Sz0 , L := Lz0 , L̄ := Lrrr
z0

, and
let us also recall the definition of F:

F(τ, λ) = d +
(
S− L · h(τ)

)
· τ2 · λ2 +

(
λ2 · L− 2λ · L̄

)
· erf

(
τ√
2

)
, τ, λ ≥ 0.

First, we calculate the partial derivatives of F for τ, λ > 0:

∂F
∂τ (τ, λ) = 2λ2 · τ ·

(
S− L · h(τ)

)
+ 2λ ·

√
2
π e−τ2/2 · (λ · L− L̄),

∂F
∂λ (τ, λ) = 2λ · τ2 ·

(
S− L · h(τ)

)
+ 2 erf( τ√

2
) · (λ · L− L̄).

Hence, the gradient of F takes the following form:

∇F(τ, λ) =

[
2λ2 · τ 2λ ·

√
2
π e−τ2/2

2λ · τ2 2 erf( τ√
2
)

]
︸ ︷︷ ︸

=:B

·
[

S− L · h(τ)
λ · L− L̄

]
.

Since S, L, L̄ > 0 and

det(B) = 4λ2 · τ ·
(

erf( τ√
2
)− τ ·

√
2
π e−τ2/2

)
> 0

for all τ, λ > 0, the only critical point of F on (0, ∞)× (0, ∞) is attained if

0 = S− L · h(τ) = λ · L− L̄ ⇔ (τ, λ) = (τ′, λ′) =
(

h−1( S
L

)
, L̄

L

)
.

Computing the value of F at this point, we observe that (cf. (5.42))

F(τ′, λ′) = d− (L̄)2

L · erf
(

1√
2
· h−1( S

L

))
< d = F(τ, 0) = F(0, λ)

for all λ, τ ≥ 0, implying that F does not attain a global minimum on the boundary of
[0, ∞)× [0, ∞). Consequently, it suffices to seek for a global minimum on (0, ∞)× (0, ∞).
For this purpose, let us first consider the quadratic function λ 7→ Fτ(λ) := F(τ, λ) for
λ > 0 and a fixed τ > 0. It is not hard to see that Fτ has its unique minimum at

λ0(τ) :=
L̄ · erf( τ√

2
)

L · erf( τ√
2
) + τ2 · (S− L · h(τ)) .

Note that λ0(τ) > 0, due to L · (erf(τ/
√

2) − τ2 · h(τ)) > 0 for all τ > 0. Next, we
minimize the following parameterized mapping on (0, ∞):

τ 7→ F̃(τ) := F(τ, λ0(τ)) = d−
L̄2 · erf( τ√

2
)2

L · erf( τ√
2
) + τ2 · (S− L · h(τ)) .



5.6 Proofs 149

An elementary calculation shows that

0 = F̃′(τ) ⇔ 0 = (S− L · h(τ)) ·
(

τ ·
√

2
π e−τ2/2 − erf( τ√

2
)
)

︸ ︷︷ ︸
<0

⇔ τ = τ′ = h−1( S
L

)
,

and moreover, F̃′′(τ′) > 0. Thus, F̃ attains its unique minimum at τ′.
Finally, let (τ, λ) ∈ (0, ∞)× (0, ∞) be arbitrary. By the above observations, we conclude

that
F(τ, λ) ≥ F(τ, λ0(τ)) ≥ F(τ′, λ0(τ

′)︸ ︷︷ ︸
=λ′

) = F(τ′, λ′),

where equality holds if and only if τ = τ′ and λ = λ0(τ′) = λ′. Therefore, F has indeed
its unique global minimum at (τ′, λ′). �

5.6.5 Proof of Proposition 5.8 (Simplified Sampling Rate)

We prove that SR(Ψ, z0) is upper bounded by each of the two expressions on the right-
hand side of (5.8). Recall that the left branch of the minimum is supposed to mimic
the (asymptotic) behavior of SR(Ψ, z0) if the ratio Sz0 /Lz0 gets small, whereas the right
branch is dominating if Sz0 /Lz0 gets large.

Proof of Proposition 5.8. By Lemma 5.23 and z0 6∈ ker Ψ, we know that S = Sz0 > 0, while
the assumption S c

z0
6= ∅ implies that L = Lz0 > 0 and L̄ = Lrrr

z0
> 0. By Lemma 5.26 and

(5.42), we therefore have

SR(Ψ, z0) = F(τ′, λ′) ≤ F(τ, λ′) for all τ > 0.

Since h(τ) ≥ 0 and erf(τ/
√

2) ≥ 1− e−τ2/2 for all τ > 0 (see [FR13, Prop. 7.5]), one can
bound F(τ, λ′) as follows:

F(τ, λ′) = d +
(
S− L · h(τ)

)
· τ2 · ( L̄

L )
2 − L̄2

L · erf
(

τ√
2

)
≤ d + S · ( L̄

L )
2 · τ2 − L̄2

L · (1− e−τ2/2)

= d− L̄2

L + ( L̄
L )

2 · (S · τ2 + L · e−τ2/2).

Finally, setting τ = τ′′ :=
√

2 log( S+L
S ) > 0, we obtain

SR(Ψ, z0) ≤ F(τ′′, λ′) = d− L̄2

L + ( L̄
L )

2 ·
(

2S log( S+L
S ) + L·S

S+L︸︷︷︸
≤S

)
≤ d− L̄2

L + ( L̄
L )

2 ·
(

2S log( S+L
S ) + S

)
.
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It remains to verify that SR(Ψ, z0) ≤ d− 2
π ·

L̄2

S+L holds true as well. By the definition
of SR(Ψ, z0) in (5.4), this claim is equivalent to

Φ
(

S
L

)
(5.5)
= erf

(
1√
2
· h−1( S

L )
)
≥ 2

π
· L

S + L
=

2
π
· 1

S
L + 1

ξ:=h−1(S/L)⇔ erf( ξ√
2
) ≥ 2

π
· 1

h(ξ) + 1

⇔ G(ξ) := erf( ξ√
2
) · (h(ξ) + 1) ≥ 2

π
.

Next, we observe that

lim
ξ↘0

G(ξ) = lim
ξ↘0

(
erf( ξ√

2
) ·
√

2
π

e−ξ2/2

ξ

)
=

2
π

.

The claim now follows from the fact that G is monotonically increasing, which is in turn
a consequence of G′(ξ) > 0 for all ξ > 0: indeed, we have

0 < G′(ξ) =
√

2
π · e

−ξ2/2 ·
(
(ξ2 − 1) · erf( ξ√

2
) + ξ ·

√
2
π · e

−ξ2/2
)

⇔ 0 < G̃(ξ) := (ξ2 − 1) · erf( ξ√
2
) + ξ ·

√
2
π · e

−ξ2/2,

and the latter inequality is true due to G̃(0) = 0 and

G̃′(ξ) = 2ξ · erf( ξ√
2
) > 0 for all ξ > 0.

This concludes the proof. �

5.7 Details on the Implementation

This short section contains supplementary material on several algorithmic aspects and
the implementation of our numerical experiments in Section 5.3. Subsection 5.7.1 presents
a greedy subspace selection method that can be used in conjunction with our stable re-
covery guarantee Theorem 5.9. Subsection 5.7.2 then provides further details on how to
numerically evaluate the true sample complexity of the (noiseless) Analysis Basis Pursuit.

5.7.1 A Greedy Approach to Constructing Sparse Representations

In this subsection, we present a greedy strategy to specify a good approximation sub-
space U ⊂ Rd according to the observations after Theorem 5.9 in Subsection 5.2.2. Recall
that our basic geometric idea there was to select U ⊂ Rd in such a way that the orthog-
onal projection PUz0 is still close to z0, but at the same time, the sampling-rate func-
tion SR(Ψ, PUz0) gets smaller. This important trade-off is precisely addressed by Algo-
rithm 5.30 below, where we fix a target level of analysis sparsity S in advance and then
identify a subspace U such that ‖ΨPUz0‖0 ≤ S and the approximation error ‖z0−PUz0‖2
is potentially small.
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Algorithm 5.30 (Greedy subspace selection)

Input: Analysis operator Ψ ∈ RD×d, signal z0 ∈ Rd,
target level of analysis sparsity S ∈ [D], (machine) precision parameter ε ≥ 0.

Output: Linear approximation subspace U ⊂ Rd.

Initialize: S0 := D, S0 := [D], U := {0}.

I While S0 > S:

(1) Select k ∈ S0 such that ‖PUk z0‖2 becomes minimal, where Uk := span({ψk}).
(2) Determine all k′ ∈ S0 with |〈ψk′ , PU⊥k

z0〉| ≤ ε and exclude them from S0.

(3) Set U := span({ψk | k ∈ S c
0})
⊥.

(4) Update S0 := ‖ΨPUz0‖0.

I Return U.

Due to ‖PUk z0‖2 = ‖z0 − PU⊥k
z0‖2, the goal of Step (1) in Algorithm 5.30 is to iden-

tify an atom ψk ∈ Rd of Ψ that yields the best approximation of z0 while enforcing
〈ψk, PU⊥k

z0〉 = 0. The coherence structure of Ψ is then incorporated by Step (2), where
all (almost) vanishing analysis coefficients of PU⊥k

z0 are excluded from the index set S0.
Note that this procedure could be suboptimal with regard to best S-analysis-sparse ap-
proximations (see (5.11)); but it can still provide satisfactory outcomes in combination
with Theorem 5.9, as demonstrated in Subsection 5.3.1.4. Finally, let us mention that The-
orem 5.9 also involves a rescaling of PUz0 in (5.12), which is not the case in Algorithm 5.30;
see Remark 5.10(1) for more details on this additional step.

5.7.2 Numerical Evaluation of the Sample Complexity

To validate the quality of our predictions of the sampling rate via SR(Ψ, z0), we have
also reported the true sample complexity δ(Ψ, z0) of the (noiseless) Analysis Basis Pursuit
(BPη=0

Ψ ) in Subsection 5.3.1 for several choices of Ψ ∈ RD×d and z0 ∈ Rd. Technically, this
relies on a computation of the so-called statistical dimension, which is known to capture
the sample complexity of many convex programs [ALMT14]; see also Remark 2.7.

In this subsection, we sketch how this quantity can be numerically evaluated. Recalling
that D(‖Ψ(·)‖1, z0) denotes the descent set of the `1-analysis functional ‖Ψ(·)‖1 at z0 (see
Definition 3.13), the associated statistical dimension is given by (cf. (2.12))

δ(Ψ, z0) := δ(D(‖Ψ(·)‖1, z0)) = E
[(

sup
v∈D0(‖Ψ(·)‖1,z0)∩Bd

2

〈g, v〉
)2]

,

where g ∼ N (0, Id) and D0(‖Ψ(·)‖1, z0) = cone(D(‖Ψ(·)‖1, z0)) is the descent cone of
‖Ψ(·)‖1 at z0. Since D(‖Ψ(·)‖1, z0) is a convex polytope containing the origin, it is not
hard to see that there exists t0 > 0 such that

t−1D(‖Ψ(·)‖1, z0) ∩ Bd
2 = D0(‖Ψ(·)‖1, z0) ∩ Bd

2
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for all 0 < t ≤ t0, and in particular,

δ(Ψ, z0) = E
[(

sup
v∈t−1D(‖Ψ(·)‖1,z0)∩Bd

2

〈g, v〉
)2]

. (5.44)

The expression within the expected value can be rewritten as a simple convex program:

sup
v∈Rd
〈g, v〉 subject to ‖Ψ(z0 + tv)‖1 ≤ ‖Ψz0‖1 and ‖v‖2 ≤ 1, (5.45)

where we have used that v ∈ t−1D(‖Ψ(·)‖1, z0) is equivalent to ‖Ψ(z0 + tv)‖1 ≤ ‖Ψz0‖1.
Thus, to approximate the expected value in (5.44), we first select a sufficiently small value
of t (typically t = 0.01 works well) and then solve the problem (5.45) for independent
samples g1, . . . , gM ∼ N (0, Id), using the Matlab software package cvx [GB08; GB14].
Due to the concentration behavior of Gaussian empirical processes, the arithmetic mean
of M = 200 samples already yields a good estimate of δ(Ψ, z0).

The notion of statistical dimension is essentially equivalent to the conic mean width.
More precisely, we have that (cf. (2.13))

w2
0(D(‖Ψ(·)‖1, z0)) ≤ δ(Ψ, z0) ≤ w2

0(D(‖Ψ(·)‖1, z0)) + 1.

While the conic mean width plays a central role in the proofs of Section 5.6, the statistical
dimension seems to be more appealing when it comes to numerical evaluations, due to
the convexity of (5.45).



6

Conclusion and Outlook

Let us recall our original ambition from the very beginning of Chapter 1: The primary
focus of this thesis is on the theoretical analysis of several popular methods in statistics
and signal processing; but our actual motivation is still a practical one, namely to better
understand why these approaches perform fairly well in many different problem situa-
tions. In this final chapter, we would like to take the opportunity to briefly review our
main results of the previous chapters in the light of this initial promise:

1. The Mismatch Principle from Chapter 4 promotes a simple recipe to assess the esti-
mation capacity of the generalized Lasso (LSK) for a large class of observation models.
Based on the key notions of mismatch covariance and target sets, we were able to in-
vestigate various types of semi-parametric estimation problems in a systematic way.
In particular, we came up with a theoretical justification for the remarkable robustness
of Lasso-type methods against large model uncertainties and non-linear distortions.

2. Regarding our study of the Analysis Basis Pursuit (BPη
Ψ) in Chapter 5, an impor-

tant conclusion is that analysis sparsity, in its own right, does often not explain the
success or failure of signal recovery. Instead, our approach is based on generalized
(co-)sparsity parameters that take the off-diagonal structure of the Gram matrix of Ψ

explicitly into consideration. In this way, more accurate predictions of the sample
complexity become possible, especially for highly redundant analysis operators.

3. An outcome of independent interest is the abstract framework developed in Chapter 3.
In the first place, these results served as technical preliminaries of the previously men-
tioned achievements, but due to their generality, they may be also applicable to other
tasks in learning and signal estimation theory. Apart from that, there is much space
for extensions and improvements of these findings; see Section 3.6 for more details.

Turning to a more general discussion, let us point out that a particularly appealing fea-
ture of classical convex methods, such as the Lasso or Basis Pursuit, is their simplicity—
typically accompanied by efficient implementations and a rich theoretical foundation.
On the other hand, they may still perform poorly or fail completely in many relevant
scenarios, for instance, in multiple-index modeling (see Subsection 4.2.4) or sparse and
low-rank recovery (see last paragraph of Subsection 4.2.5). Besides using more sophis-
ticated (non-convex) methods to overcome these shortcomings, a very recent branch of
research suggests leveraging the advances of machine learning: It has turned out that the
performance of traditional algorithms can increase significantly when paired with a data-
driven component that was learned from training samples. The idea of analysis operator
learning sketched in Subsection 5.5.2 is just one of numerous applications; for example,
the gains of such a hybrid strategy were demonstrated in generative modeling [BJPD17],
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learning iterative update rules [AÖ17; Ham+18], plug-and-play algorithms [MMHC17;
ZZGZ17], and post-processing of solutions to inverse problems [JMFU17; Bub+18]. But
these impressive results are just “the tip of the iceberg,” promoting a very promising
direction of future research.

However, a general problem with data-driven approaches (even when only serving
as a subcomponent) is that they often play the role of a “black box” because their op-
erating principles are only poorly understood. Indeed, while the empirical research in
machine learning, most notably in deep learning, is making great progress, a theoretical
foundation of these achievements is still lacking; see [Ela17] for a review of this matter.
The gap between practice and theory is becoming increasingly problematic nowadays,
since machine learning techniques are about to enter critical applications, like medical
diagnostics, self-driving cars, or the prediction of human behavior. These concerns cer-
tainly go beyond the scope of this thesis, but nevertheless, they are broadly connected
to several open issues that we have identified in the course of our investigation (see Sec-
tion 3.6 and Section 4.4). We wish to conclude our discussion by highlighting some of
these challenges, as they form interesting aspects of current and possibly future research:

1. Non-convexity. Approaches based on non-convex optimization are often able to over-
come the typical limitations of convex methods, e.g., in sparse phase retrieval or low-
rank tensor completion [OJFEH15]. Unfortunately, the analysis of non-convex meth-
ods is usually much harder, due to the possible presence of spurious local optima or
saddle points. In fact, despite an increasing amount of works in the literature, many
important theoretical and practical issues in this field remain widely open.

2. Advanced hypothesis classes. While a central objective of this thesis is to validate the
benefits of using linear hypothesis functions, their applicability is of course limited to
a certain extent, for instance, when it comes to real-world prediction tasks like the clas-
sification of images. In current machine learning research, the most debated class of
non-linear hypothesis functions is undeniably the one of (deep) neural networks, but
this is just one example among many; see [CZ07; SB14] for overview textbooks. On
the other hand, studying the complexity of these classes as well as their approxima-
tion and generalization properties is significantly more complicated than in the case of
linear functions.

3. Advanced input data models. The prior distribution of the input data considered in
this thesis relies on the simple linear factor model from Assumption 3.1, according
to which we have x = Ma with M ∈ Rp×d and a being a centered isotropic random
vector in Rd. In principle, such an assumption does not restrict the generality too
much because the mixing matrix M is arbitrary.1 The actual limitation of this model
is therefore manifested in its relationship to the posterior distribution of y conditional
on x. We were able to bypass this fundamental issue by assuming that y can be “se-
mantically” expressed in terms of the latent factors a, but there is no reason to believe
that this is possible in general. Consequently, a profound analysis of complex learn-
ing problems may particularly require the development of more sophisticated (proba-
bilistic) representations for the input data, which are compatible with the underlying
output model. Noteworthy, this concern is also related to a recent work of Mondelli

1In this context, it may be useful to think of a (random) dictionary representation: The columns of M form
the building blocks of x while the random variables of a determine the individual scalar factors.
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and Montanari [MM18], investigating the compatibility of the popular Gaussian input
model with two-layer neural networks (in connection with a tensor decomposition
problem).

Let us finally emphasize that it is not necessarily fruitful to treat the above points as
independent problems. The real difficulty is to study them within a common framework,
and in that way, to understand their mutual interplay.
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