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Abstract

This work investigates a Distributed Video Coding (DVC) method for single
view video sources. DVC is different from hybrid block-based video coding
as there is no temporal prediction included in the encoding process. This
makes video codecs with low encoder workload possible.
DVC in this thesis is an extension of source coding with side information, a
subset of Slepian-Wolf coding. The theoretical bounds are given for source
coding with systematic side information (SCSSI), a special case using sys-
tematic channel codes to perform data compression. Practical SCSSI coding
using systematic turbo codes is compared to the theoretical bounds.
The Berlin Distributed Video Coder (BDVC) is implemented using turbo
coder based SCSSI. Potential limiting factors that bound the BDVC per-
formance away from hybrid coders are summarised. Experimental analyses
show the influence of turbo coder variation on compression performance. A
review of the error resilience properties of the BDVC is given.
Based on the analyses, modifications to the BDVC are proposed to improve
the compression performance.
Finally, a doubly hybrid video coder (DHVC) combining H.264 and BDVC is
proposed. The DHVC allows to allocate workload between coder and decoder
depending on the desired operating conditions.
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Chapter 1

Introduction

Compression of multimedia signals has seen very large improvements during
the last twenty years. The concepts of predictive coding, transform coding
and combinations thereof were continually improved. Both research as well
as engineering efforts have pushed source coding schemes ever closer to per-
fection. In part, this was achieved by designing more and more specialised
coding algorithms for distinctly different signal classes such as images, music,
speech or video.

Aided by the exploitation of psychophysical phenomena, multimedia signal
compression has seen a major breakthrough. Compression in general and
the celebrated audio compression ”MP3” and its variants in particular have
received great attention by the general public. Although less present in the
media, the late 1990s saw an equally rapid increase in popular use of video
compression algorithms. As in the case of MP3, sharing of multimedia con-
tent was a major driving force for user interest.
From an industry viewpoint, filesharing was not in the focus of application
scenarios for source coding. Industry interest in digital compression algo-
rithms has been driven by the migration from analogue product distribution
and transmission to fully digital methods. The transition from video tape to
digital versatile disc (DVD) as standard film storage medium has only oc-
curred around the year 2000. Moreover, the introduction of digital television
broadcast, be it over the air or by cable, is only being finalised in these days
in some European countries.

With the introduction of the most powerful and flexible video decoding stan-
dard to date ”H.264”, finalised in 2004, the achievements of the source coding
researchers have reached yet another high point. The H.264 algorithm is very
suitable for use over packet networks such as the internet or mobile telephony
networks. Relatively swift adoption by users of these networks is expected.

At the same time as H.264 was finalised in the early years of the 21st century,
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2 CHAPTER 1. INTRODUCTION

the first practical distributed source coding (DSC) algorithms were proposed.
DSC builds on the information theoretic discoveries of Slepian and Wolf in
1973 and Wyner and Ziv in 1976. The Slepian-Wolf and Wyner-Ziv theorems
prove that correlation between sources can be exploited without having direct
access to realisations of the correlated source. Translating this into practice,
this is equivalent to exploiting correlation without resorting to transform or
predictive coding. This makes DSC a new source coding discipline that is
fundamentally different from the popular compression algorithms of today
which all heavily rely on predictive coding.

Distributed video coding (DVC) is a subset of DSC. Practical DVC imple-
mentations make use of channel coding techniques for compression. The fact
that DVC uses channel codes instead of prediction, enables the development
of new compression algorithms for applications and requirements that might
not be fulfilled as easily by existing architectures. Current research efforts are
targeted towards the development of DVC algorithms for multi-view camera
arrays and other camera networks, in which compression occurs without the
different cameras knowing the observations of their neighbours.
The employment of channel coding tools for compression encourages re-
search into joint source-channel coding and error-resilient compression of
single source video data based on DVC concepts.
Finally, the absence of prediction, i.e. motion estimation in DVC makes low-
complexity video compression a research topic.

This thesis treats a subset of single source video compression using DVC. The
focus lies on the rate-distortion performance improvement of source coding
with systematic side information (SCSSI). Since SCSSI implicitly implements
a joint source-channel coder, the error resilience aspects of the architecture
are examined. Finally, a doubly hybrid video coder is developed, that allows
flexible workload allocation between coder and decoder.
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Summary of main contributions

The main contributions of this work are summarised below:

• The theoretical limits of source coding with systematic side information
(SCSSI) for binary sources are formulated using the Slepian-Wolf and
the channel coding theorem. The compression performance in such a
setting is analysed and compared to the theoretical optimum.

• The channel coding concept of multilevel codes is used to generalise
the results for the binary source for higher-valued sources and develop
equivalent limits on compression performance.

• A turbo coder based distributed video coder is implemented, giving the
opportunity to examine

- the impact of turbo coder memory on compression performance,

- the impact of unbalanced constituent codes on compression per-
formance,

- workload of distributed video decoding with comparison to hybrid
encoding,

- the use of DVC as joint source channel coding scheme.

• The fundamental limiting factors that prevent SCSSI based DVC archi-
tectures from reaching the coding performance of hybrid video coding
are summarised.

• Based on the empirical findings and the theoretical considerations,
improvements of previously published SCSSI video coders are imple-
mented and evaluated.

• H.264 and SCSSI are combined to form a doubly hybrid video coder
(DHVC) that allows flexible workload allocation between video com-
pression and decompression.

Organisation of the thesis

Chapter 2 briefly revisits the information theoretic fundamentals of source
coding and distributed source coding.

Chapter 3 explains how the theorems of the previous chapter can be imple-
mented in practice. Lossless distributed source coding is first recast as a
channel coding problem and the source coding with systematic side informa-
tion (SCSSI) concept is defined. An analysis of SCSSI rate bounds for binary
sources is given. Extensions to non-binary sources are derived and analysed.
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The theoretical bounds are compared to the performance of a turbo coder
based SCSSI coder.

Chapter 4 reviews punctured turbo channel codes. Implementation details
of the turbo coder based SCSSI architecture are then given.

The current state of the art in hybrid video coding is presented in chapter 5
alongside important distributed video coding (DVC) architectures that have
previously been developed. An overview of recent improvements in DVC
is also given. Section 5.4 summarises the architectural shortcomings of the
most widely used DVC architecture (which is based on SCSSI), that neces-
sarily prevent it from achieving the performance of hybrid coding schemes.

Complementing the description of the SCSSI implementation in chapter 4,
section 6.1 details the implementation of the Berlin distributed video codec
(BDVC).
The remainder of chapter 6 presents several studies showing the impact of
turbo coder memory and unbalanced constituent codes on compression per-
formance.
In section 6.4 the workload generated by BDVC decoding is calculated and
compared to hybrid compression.
Finally, chapter 7 discusses the use of SCSSI as a joint source-channel code
and shows experimental results on the BDVC performance under noisy chan-
nel conditions.

Based on the analyses of previous chapters, chapter 8 introduces improve-
ment approaches for distributed video coding. These are complemented with
detailed descriptions and experimental results.

Chapter 9 presents a doubly hybrid video codec that combines H.264 with
DVC coding. This codec allows to flexibly allocate the computational load
associated with video compression to the coder or the decoder.

The findings of this thesis are summarised in the concluding chapter 10.



Chapter 2

Information theoretical
background

2.1 Information sources, random variables and

video signals

Information theory builds on the treatment of random variables [CT91]. This
also covers ordered collections of random variables that form stochastic pro-
cesses. Stochastic processes allow to mathematically express the relationships
between the random variables forming it. A good introduction to random
variables and stochastic processes can be found in [Pap65] or, alternatively,
in [Nel95].
The development of source coding schemes relies on regarding the signal or
waveform as observable output of a stochastic process. This includes video
signals [JN84].

As a result, the term ”information source” is used in the literature to describe
stochastic processes, random variables and classes of signals. A source X is
said to emit symbols, taken from a source alphabet X . Observing a source
symbol is synonymous to observing the realisation of a random variable.

Associated with every source (or random variable) is its entropy H. H gives
the average information content of the source in (information) bits per sym-
bol. Entropy H(X), joint entropy H(X;Y ), conditional entropy H(X|Y )
and mutual information I(X;Y ) are defined here for completeness:

H(X) =
∑

x∈X

p(X = x)log2
1

p(X = x)
(2.1)

H(X;Y ) =
∑

X

∑

Y

p(x, y)log2
1

p(x, y)
(2.2)

5



6 CHAPTER 2. INFORMATION THEORETICAL BACKGROUND

H(X|Y ) =
∑

X

∑

Y

p(x, y)log2
1

p(x|y)
(2.3)

I(X;Y ) = H(X) + H(Y ) − H(X;Y ) (2.4)

In the information theoretical parts of this thesis, X will denote a stochastic
process, possibly two- or three-dimensional. Where appropriate, this will be
written with indices Xi,j,k,... or X(i, j, k, . . .) to indicate the dimensionality
of the process. Without indices, X can also describe a single random variable.

When not stated otherwise, this thesis regards a video signal as a sequence
of 8-bit gray-scale images. These images are matrices of luminance intensity
values. A single image is also called a frame. Random variables forming a
stochastic process used to represent a video signal will take values from the
discrete alphabet X = {0, 1, . . . , 255}.

2.2 The source coding theorem and rate-dis-

tortion theory

From Shannon theory, there are two main results regarding the compres-
sion of sources. The source coding theorem considers lossless compression of
a source X, stating that X can only be reconstructed without loss from a
description with rate RX greater than its entropy H(X). For lossless com-
pression, we have the condition:

RX ≥ H(X). (2.5)

It is known that lossless compression is only possible for discrete sources.
Continuous-valued sources can never be reproduced without loss. Lossy com-
pression is treated by rate-distortion theory.

Let X̂ be a reconstruction of X. Define the distortion D as

D = d(X; X̂), (2.6)

where d is a distortion measure. The most common distortion measure is the
mean squared error (MSE) defined by

d(X; X̂) = E[(X − X̂)2]. (2.7)

Other distortion measures include the sum of absolute error (SAE) and the
hamming distance [JN84].
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If a distortion D is acceptable, then there is a lower bound on RX associated
with it. This lower bound is given by the rate-distortion function RX(D).
RX(D) is a convex function and gives the minimal bitrate for X to be re-
constructed with a distortion of at most D. Equivalently, a distortion-rate
function D(R) can be given. The rate-distortion function can only be com-
puted in closed form for sources with Gaussian probability density function.
Good references for these basic theorems are [Mac03], [CT91], [JN84].

For practical signals, i.e. observations of stochastic processes, the entropy
often cannot be calculated because assumptions on ergodicity or stationarity
do not hold. Similarly, complicated or non-Gaussian distributions can make
the computation of R(D) impossible.
Independent from this however, the spectral flatness measure γ2

x gives a good
indicator for the compressibility of a source [JN84]. It is directly involved in
the calculation of the R-D function for Gaussian sources.

2.3 The channel coding theorem and the in-

formation transmission theorem

Channel coding terminology A channel code C transforms a binary in-
put ~i to a coded representation ~c. The code rate RC = k

n
≤ 1 specifies

that an input of length k produces an output of length n. If the input is
transformed in blocks of length k, C is an (n, k)-code. Useful codes allow
to infer the original input ~i even if the coded representation ~c is corrupted
to a certain extent. Further details are given among others in [Bos98],[Pro83].

The counterpart to the source coding theorem is the channel coding theorem.
With source X as input to a discrete memoryless channel and Y being the
observed output, the channel capacity C can be defined as

C = max
p(x)

I(X;Y ) (2.8)

where I is the mutual information.
The channel coding theorem states [Bos98]: For every real number ǫ > 0 and
any code rate RC < C, there exists a code C, such that the probability of
error after decoding is smaller than ǫ.

The channel capacity, given in bits per use, measures how much information
can be transmitted over a channel with almost zero error probability. An
extension of the channel coding and the source coding theorem is the source-
channel theorem [CT91]. There exists a source-channel codec that allows to
send a source with entropy H(X) reliably through a channel with capacity
C if and only if:

H(X) < C. (2.9)
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Again, [Mac03] and [CT91] cover these theories very well. In [JN84], the
lossy transmission is addressed, by introducing the Information transmission
theorem:

R(D) ≤ C (2.10)

If a distortion D is acceptable, the above relation must hold.

2.4 Source coding with side information: the-

oretical background

2.4.1 Distributed Source Coding: Slepian-Wolf theo-

rem

In 1973, Slepian and Wolf formulate an extension to Shannon’s source coding
theorem [SW73], given above in equation 2.5. Two correlated sources X and
Y with joint entropy H(X,Y ) can be treated jointly and regarded as a new
source Z with entropy H(Z). For joint coding, the condition R(Z) ≥ H(Z)
holds for lossless reconstruction.

Coder

Coder

Joint
Decoder

X X

Y Y

R(X)

R(Y )

Figure 2.1: Separate coding, joint decoding.

The Slepian-Wolf theorem applies to the separate treatment of these corre-
lated sources X and Y . This is depicted in figure 2.1, where these sources
are coded separately, but decoded jointly. According to the theorem, these
sources can be coded at rates R(X) < H(X) and R(Y ) < H(Y ) and still
be perfectly reconstructed after joint decoding. Remarkably, this seems to
contradict the source coding theorem. There are however some conditions to
be satisfied:

R(X) ≥ H(X|Y ) (2.11)

R(Y ) ≥ H(Y |X) (2.12)

R(X) + R(Y ) ≥ H(X,Y ) (2.13)
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Lossless coding achievable

Source Coding
With Side information

RX

RY

H(X)

H(X|Y )

H(Y )H(Y |X)

Figure 2.2: Achievable rate region for lossless reconstruction of X and
Y . The darker area marks the special case of source coding with side
information, where Y is the side information.

Note that for correlated sources H(X) + H(Y ) > H(X,Y ). With the total
rate R(X) + R(Y ) exceeding the joint entropy, the source coding theorem
still holds. The most useful aspect of the Slepian-Wolf theorem is that these
relations hold for separate encoding.
In effect Slepian-Wolf coding (SWC) distributes the joint information of X
and Y between the coded messages, thus introducing the term ”distributed
source coding”. Video coding methods that are based on the Slepian-Wolf
Theorem and its extensions (e.g. Wyner-Ziv theorem, section 2.4.2) are there-
fore called Distributed Video Coding (DVC).

Source coding with side information From the theorem and its equa-
tions above, the achievable rate region for perfect reconstruction is given in
figure 2.2. This region is called the Slepian-Wolf region. An interesting part
in this region is to the right of the marked circle. It states that X can be
compressed at a rate R(X) = H(X|Y ), if R(Y ) ≥ H(Y ). In such a constella-
tion, Y can be reconstructed without joint decoding. With a view on X only,
given a correlated Y at the decoder, joint decoding allows R(X) ≥ H(X|Y ).

A constellation where only X is to be recovered is called source coding with
side information and is a subset of distributed source coding. The coding
setup is depicted in figure 2.3 with the switch open. It is important to
remark that the bound on compression rate R(X) > H(X|Y ) is independent
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DecEncX

Y

RX

Figure 2.3: Source coding with side information.

of Y being available at the coder. Y only has to be available at the decoder
for joint decoding.

2.4.2 Wyner-Ziv Theorem

The source coding theorem is a special case of rate-distortion theory, treating
the achievable rates for D = 0. The Slepian-Wolf theorem stands in a simi-
lar relation to the Wyner-Ziv theorem. Three years after Slepian and Wolf
proved the achievability of lossless data compression of correlated sources,
Wyner and Ziv formulated the rate-distortion function for coding of sources
with side information in 1976 [WZ76]. Note that lossless coding of sources
with side information is a subset of Slepian-Wolf coding.

Consider the coding setup given in figure 2.3. Depending on the position of
the switch, the coder has access to the side information Y at the encoder or
not. With the switch closed, the coder is a fully informed coder. With an
open switch, separate coding but joint decoding is performed. This setup is
also called a Wyner-Ziv codec.

RX(D) is the rate-distortion function for separate coding and decoding of
the source X. Associated with the fully informed coder (switch closed in
figure 2.3) and a source pair X,Y is a rate-distortion function RX|Y (D). The
rate-distortion function for the Wyner-Ziv codec is RWZ(D). Wyner and Ziv
prove the following relations:

RX|Y (D) ≤ RWZ(D) (2.14)

RWZ(D) ≤ RX(D) (2.15)

It is interesting to see that there are settings for which there is no performance
loss between open and closed switch, i.e. RX|Y (D) = RWZ(D). This means
that separate coding can achieve the same rate as fully informed coding.
Wyner and Ziv prove this to hold for a source X with Gaussian probability
density function and side information

Y = X + NC ,
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where NC is Gaussian and independent of X. Later, Pradhan et al. show
in [PCR03] that it is sufficient for NC alone to be Gaussian for equality in
equation (2.14). The term NC is sometimes called correlation noise.

When the conditions for equality are not fulfilled, there is a rate difference
∆R = RWZ(D) − RX|Y (D). In such a setting, separate coding will always
perform worse than fully informed coding. This difference ∆R is the rate
loss in Wyner-Ziv coding. In 1996, Zamir [Zam96] shows that there is an
upper bound for this rate loss and ∆R < RX(D) − RX|Y (D).
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Chapter 3

Source coding with systematic
side information

This chapter describes one way to put the information theoretic results of
the previous chapter into practice. The subsequent sections will show step
by step how practical Wyner-Ziv coding schemes can be built based on the
theorem of section 2.4.2. Moreover, theoretical rate bounds will be defined
and used to evaluate actual implementations for general sources. The chapter
is summarised below:

• Section 3.1: Wyner-Ziv coding is recast as a channel coding problem.
This approach is then defined as Source Coding with Systematic Side
Information (SCSSI).

• Section 3.2: The Slepian-Wolf theorem (relating rate and entropy) is
rewritten in terms of the channel coding theorem (relating rate and
capacity). This is relevant because SCSSI is a channel coding problem.
While both bounds can be achieved in theory, it is shown why practical
SCSSI must be suboptimal compared to pure source coding.

• SCSSI rate bounds for binary sources and channels are derived and
compared to a practical implementation in section 3.3. Observations
from this section will be used in later chapters to improve distributed
video coding architectures.

• SCSSI for general discrete sources can be recast as a superposition
of binary sources and channels. This is derived in section 3.4, where
the results from the previous binary section are generalised for model
sources.

• All items above apply to a general setting, disregarding how the side
information is obtained. In the last section of the chapter, the chal-
lenges for exploiting the autocorrelation of sources and video sources
in particular are reviewed.

13
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Generate
FEC bits Correction

Error

Code
Prediction
Error−

Model

Prediction
Error

Decode

Virtual

Informed DecoderBlind Coder

Informed Coder Informed Decoder

X

XX

X

Y

Y
Y

Nc

Nc

D̂D

Figure 3.1: Interpretation of prediction Y as a noisy version of X. Top:
Predictive coding corrects the noise by transmitting the difference signal.
Bottom: The prediction error is corrected using channel coding techniques
(SCSSI).

3.1 From Wyner-Ziv to channel coding

In this section, the theoretical setup for Wyner-Ziv coding is expressed in
terms of predictive coding and forward error correction. Predictive coding is
a practical implementation of a fully informed codec. First, the link between
coding a difference signal and correcting a prediction error is shown. Lossless
Wyner-Ziv coding is then interpreted as a practical channel coding problem.
This leads to the definition of source coding with systematic side information
(SCSSI).

Switch closed: Predictive Coding Consider the setup of figure 2.3 with
the switch closed: a fully informed codec is given. From section 2.4.2, we can
write Y = X + NC . This fully informed codec can be interpreted as a closed
loop predictive coder as given at the top of figure 3.1. In this setting Y is a
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Correction
ErrorGenerate

FEC bits

Virtual

Informed Decoder

ReconstructQ

Q

Blind Coder

X

X

Y

Y Y Y

Y

Nc

X̂

a b

QXQX

QY

Figure 3.2: Top: Wyner-Ziv coding (lossy) incorporating SCSSI. Bot-
tom: Illustration of reconstruction in a Wyner-Ziv coder setting.

prediction for X with the prediction error given by

D = X − Y = −NC . (3.1)

Predictive coding generates a difference signal D from the original X and the
prediction Y . This difference signal is then further processed and transmit-
ted to the decoder, where it is reconstructed, possibly without distortion. A
closed loop predictive codec has exactly the same prediction Y given at both
coder and decoder. With a reconstructed difference signal D̂ at the decoder,
X can be recovered by adding it to the prediction: X = Y + D̂. In effect,
this last addition is a prediction error correction.
If D is not reconstructed perfectly, such that D̂ 6= D, then the reconstruction
is only a partial error correction.

Switch opened: Wyner-Ziv coding Consider now a Wyner-Ziv codec
(figure 2.3) with the switch opened. With Y only available at the decoder,
and using Y = X +NC , the Wyner-Ziv codec can be redrawn as given at the
bottom of figure 3.1. The lower path in figure 3.1 resembles an additive noise
transmission channel. This path is therefore called virtual channel, with NC

called virtual channel noise or correlation noise.
From equation 3.1, we can use the terms correlation noise and prediction
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error synonymously. Similar to the predictive coder, the Wyner-Ziv coder
corrects the prediction error D. Unlike the predictive codec, where the pre-
diction error was given at both sides, the Wyner-Ziv coder has to generate
information to correct D without explicit knowledge of it.
Generating such correction information can be achieved by using forward
error correction (FEC) codes, i.e. channel codes. However, FEC codes only
know exact reconstructions, not partial error corrections.

Definition: SCSSI Given a source X at an encoder and a source Y at the
decoder, with Y = X + N , a source coding with systematic side information
process is implemented by an encoder-decoder pair such that:

• Parity information P is generated from a source X using FEC codes.

• The coded message consists of P only.

• X is recovered without error from P and side information Y using FEC
decoding.

This definition describes a practical implementation of a subset of Slepian-
Wolf-coding. Unlike Slepian-Wolf coding, SCSSI treats one source only. Since
SCSSI is a channel coding setup, there can be decoding failures when X can-
not be recovered without errors. Decoding failures are possible even if the
coded message P is received without any loss. This differentiates it from
source coding methods, where decoding failures occur only due to damage or
delay of the coded message.

While SCSSI is a lossless source coding scheme, Wyner-Ziv coding can pro-
duce lossy reconstructions of a source. In this thesis, Wyner-Ziv coding is
implemented by a cascade of quantiser and SCSSI. This is depicted in figure
3.2. X is quantised to QX before coding. The side information Y is quan-
tised to QY and used as systematic side information for decoding. Lossless
recovery of QX is therefore possible. Wyner-Ziv decoding uses QX and the
side information Y to reconstruct a signal X̂. This reconstruction X̂ is not
identical to QX , hence Wyner-Ziv coding is more than lossless reconstruction
of a quantised signal.

The reconstruction process is illustrated in figure 3.2. Let X,Y be integer
numbers and the interval QX = [ab] specifies a quantiser bin. X̂ is then
reconstructed according to the following rules:

X̂ =











a Y < a
Y a ≤ Y ≤ b
b Y > b

(3.2)
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Channel B

Channel A

Coder DecoderX

Z

X̂

Figure 3.3: Channel (B) with uncoded side information (Channel A).

The reconstruction error |X − X̂| is therefore guaranteed to be smaller than
a quantiser interval:

|X − X̂| ≤ |a − b| (3.3)

In figure 3.1, the prediction Y is modelled as a noisy version of X. Section 3.5
discusses how the prediction Y can be generated from sources with memory
in an SCSSI setting.

3.2 Information theoretic limits of SCSSI

In the section above, Wyner-Ziv coding was recast as a channel coding prob-
lem. This means that source compression can be achieved using channel
codes.
In 1995, Shamai and Verdú derive capacity limits for a channel coding setup
that is equivalent to SCSSI [SV95]. Below, it is clarified how the channel cod-
ing limits and the source coding limits are linked for these special cases. As
can be expected, the theoretical limits are identical, whether channel codes
or source codes are used. However, based on the interpretations given below,
it can be illustrated how channel codes in practice perform worse than source
codes for compression.

Consider the single source transmission setup shown in figure 3.3, as pre-
sented in [SV95]. X is a source to be transmitted over channels A and B. X
is fed to channel A directly without coding, but is coded prior to transmis-
sion over B. Clearly, the setup treated by Shamai corresponds to the SCSSI
architecture of figure 3.1, where channel A represents the virtual channel
(correlation channel) with associated virtual noise (correlation noise). Re-
calling the definition of SCSSI above, channel B carries the coded message.
Below, some results on capacity for single channel transmission are reviewed.
Subsequently, these are applied to the two-channel setup representing SCSSI.
This allows to rewrite the Slepian-Wolf compression rate bound as a capacity
bound.
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Redundancy due to channel coding: single channel To transmit
data reliably over a noisy channel, redundancy is added to a coded message,
increasing it in size. This minimal additional rate depends on the channel
capacity and is quantified below. Unlike in normal channel coding literature,
an emphasis will not only be put on the capacity of the channel but also on
the number of uses per time unit.
Let the time unit be one second for sake of simplicity. Consider a source
X with entropy H(X). Let this source emit one symbol per second. The
entropy rate RS is therefore

RS = H(X) bits/second. (3.4)

The source is to be transmitted over channel C with capacity CC bits per
channel use. Let the channel operate at one use per second.
To make the argument below simpler and without loss of generality, let X
be a binary source and all channels be binary channels. Symbols and bits
are therefore equivalent in the following.

Assume that RS > CC . By the channel coding theorem, this source is not
transmissible.
A source with RS > CC can however be coded and transmitted if a buffer
and delay is allowed. For arbitrarily reliable transmission, the source needs
to be coded, such that the average information content per channel symbol
does not exceed the channel capacity. Therefore, the condition for arbitrarily
reliable transmission is

RS · RC ≤ CC , (3.5)

where RC = k
n

< 1 is the rate of the channel code. The condition can be
rewritten to yield

RS ≤
CC

RC

(3.6)

RS ≤ CC · ρc (3.7)

RS ≤ CC + CC ·
n − k

k
, (3.8)

where ρc = R−1
C is the so-called bandwidth expansion factor.

There are different interpretations for this result, all of which are equivalent,
since they are based on the same equation.

1. For every k source symbols, n channel coded symbols must be transmit-
ted, the message size increases by n− k symbols. This is the overhead
or redundancy introduced by channel coding. When a systematic code
is used, C carries k uncoded symbols and n−k coded symbols for every
block of n transmitted symbols.
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2. Channel coding increases the capacity of the channel from CC bits per
use to ρcCC bits per use, hence the term ”bandwidth expansion factor”
is coined.

3. Channel coding makes the channel operate at ρc uses per time unit.

It must be noted that for a real channel, channel coding does not change the
capacity nor can it increase the number of channel uses per time unit. For
the discussion of virtual channels in a source coding context however, these
interpretations are useful for the subsequent inferences.
In other channel coding discussions, the bandwidth expanding interpretation
has also proven useful.

Systematic case: two channels The results above are now transferred to
the setup of figure 3.3. Channel B has capacity CB, channel A has capacity
CA, both measured in bits per use. Concerning transmissibility, Shamai and
Verdú give two conditions:

H(X) ≤ CA + CB (3.9)

H(X|Z) ≤ CB (3.10)

This transmission setup can be interpreted as SCSSI: channel B is a perfect
channel, while A is a channel that adds noise to X, yielding a correlated
version Z (hence, A is the virtual channel). However, for a perfect channel B,
the above conditions are meaningless, since any transmission will be reliable.
For a source coding context, these conditions are reinterpreted as follows.
Let CA = CC and rewrite equation 3.8:

H(X) ≤ CA +
n − k

k
CA (3.11)

= CA +
nB − k

k
CB (3.12)

= CA + CD (3.13)

Using interpretation 1 from above, this means that transmission over a per-
fect channel (B) requires an overhead of nB−k

k
instead of n−k

k
for the noisy

channel A. Using the other interpretations from above, channel B is used
only nB−k

k
times per time unit. From equation 3.13, this is equivalent to a

channel D with capacity n−k
k

bits per use, operating at one use per time unit.
The second condition (eq. 3.10) now reads

H(X|Z) ≤ CD = RX · CB (3.14)

With CB = 1, the perfect binary channel, this second condition is just the
Slepian-Wolf bound: RX ≥ H(X|Z).
Using channel codes for compression and recasting SCSSI as a channel cod-
ing problem therefore induces no theoretical penalty. With the overhead of
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a channel code given by n−k
k

, the minimal compression rate for SCSSI is
nB−k

k
= Rmin

P .

Connecting the Slepian-Wolf rate bound to the capacity is useful because it
allows to translate channel coding performance to compression performance.
From the above relations it is clear that achieving the rate bound means
achieving capacity. Only channel codes that come close to achieving capac-
ity can be used for good SCSSI compression. However, there are currently
no practical channel codes that can achieve capacity.

Recall that channel coding methods are employed for compression because
the correlated source Z is not available at the coder (separate coding, joint
decoding). Since there are no channel codes that achieve capacity, the lower
bound on compression rate can not be achieved. There are however source
coding methods (informed coding) that can be proven to achieve the lower
bounds. As long as there are no capacity achieving systematic channel codes,
predictive coding will always be more effective than SCSSI in practice, al-
though in theory, there is no difference.

3.3 Analysis of SCSSI for binary sources and

channels

In this section, the rate limits in an SCSSI setup for binary sources and
binary channels are given and analysed. They are then compared to a turbo
coder based SCSSI implementation (introduced below in section 4.1).
Both theoretical and practical observations are used to extend the binary
case to general discrete sources in the following section.

Rate bounds for binary sources and channels With the interpretation
of SCSSI as systematic channel coding problem, the rate limit is given by
Rmin

P . The limit depends on both the source and the correlation channel:

H(X) ≤ CA + RX (3.15)

H(X|Z) = Rmin
P ≤ RX (3.16)

For a binary channel A, its capacity CA depends on the error probability pe:

CA = 1 − h(pe) (3.17)

where h(p) is the binary entropy function.
Consider in the following a binary source X with symbol alphabet X : {0, 1}.
Let p(X) = px denote the probability of the source emitting 0. Figure 3.4
shows how the lower bound Rmin

P = H(X|Z) varies with increasing error
probability. Three binary sources with entropies H(X) ∈ {0.5, 0.25, 0.1}
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Figure 3.4: Three binary sources: SCSSI rate limits H(X|Z) as a func-
tion of virtual channel error probability pe. The source entropies H(X)
are plotted as dotted lines.

were selected to visualise the rate limit variation. Note the dashed lines
representing the source entropy H(X).

Considering the rightmost part of the curves, where pe = 0.5, the lower bound
on rate H(X|Z) is equal to the source entropy H(X). This implies that Z
carries no information about X, the two variables are not correlated.
Observe that for decreasing pe, the lower rate bound decreases with different
gradients depending on the source entropy. All sources tend to zero required
rate at pe = 0.
It can be concluded that source statistics have small influence on the achiev-
able coding performance when the side information is good, i.e. when the
error probability pe of the virtual channel is small.

Compression performance of turbo codes The limits given in figure
3.4 can be used to measure the compression performance of different channel
codes against the rate limits. Turbo codes are very good codes that approach
capacity very closely [Hag95]. For this thesis, an SCSSI coder based on turbo
codes was implemented. The technical details of the turbo coder based ar-
chitecture are given in chapter 4.
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Figure 3.5: Parity bitrates (bits per input bit) as function of pe for
three different binary sources. The lower bounds Rmin

P = H(X|Z) are
also shown (dotted). The marked points on the curve indicate where the
bitrate exceeds the entropy H(X) > H(X|Z).

Experimental results of its compression performance are given here for di-
rect comparison to the bounds derived above. Multiple codings of the three
binary sources with entropies H(X) ∈ {0.5, 0.25, 0.1} were simulated. The
side information was generated using a simulated binary symmetric channel
with variable error probability pe. For this experiment, the SCSSI coder was
perfectly matched to the simulated source entropies H(X) and also to the
correlation statistics between source X and side information Z. For a chan-
nel coding setting one would say that the decoder had perfect source and
channel knowledge.
Figure 3.5 shows the simulation results. The coding performance of the SC-
SSI implementation largely follows the shape of the rate bounds given by
theory, but there is a performance gap. With increasing virtual channel er-
ror probability pe, the gap increases.
At pe = 0.5, the largest simulated error probability, the lower rate bound is
equal to the entropy Rmin

P = H(X|Z) = H(X). The bitrate spent in practice
is 1.65Rmin

P for the equiprobable source with H(X) = 1. For the other two
sources, the overhead is 1.3Rmin

P respectively 1.2Rmin
P .

Note also the marked points where the bitrate exceeds the source entropy
H(X). At pe = 0.25, the bitrate spent for the equiprobable source exceeds
1 bit/symbol. Recall that pe is the error probability of the virtual chan-
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nel (channel A) and the coded bits sent over channel B are always received
without loss. Hence, for an equiprobable source, uncoded transmission over
B is more efficient than SCSSI, when the side information channel exceeds
pe = 0.25. For H(X) = 0.5 and H(X) = 0.25, the limiting correlation
channel conditions are even milder at pe = 0.23 and pe = 0.18 respectively.
If the correlation noise between X and Z exceeds these error probabilities,
separate coding and decoding with disregard for the side information would
yield better performance than SCSSI.

Source mismatch: performance penalties The experimental results
given in figure 3.5 are computed for perfect channel and source knowledge.
This knowledge is used at the decoder by computing the conditional proba-
bility p(X|Z) for every observed side information bit using Bayes’ rule:

p(X|Z) =
p(Z|X)p(X)

p(Z)
. (3.18)

To show the impact of unknown source statistics on the compression perfor-
mance, the experiment above was repeated. However, the decoder assumed
p(X) = 0.5, H(X) = 1 in all cases. Perfect knowledge of the noise pe was
retained. The impact of unknown source statistics is given in figure 3.6.
The differences to figure 3.5 are striking. With the decoder assuming H(X) =
1, the compression performance for all three sources is that for H(X) = 1.
This performance drop due to poor source knowledge can be likened to mis-
match in entropy coding. Non-adaptive entropy coders that are designed for
a particular source distribution can produce descriptions that are too long if
they are applied to a source that does not match the design criteria.

Repeating the experiment with assumed p(X) = 0.042, H(X) = 0.25 at
the decoder yields a similar result, shown in figure 3.7. Here, the source
with H(X) = 1 suffers the largest performance degradation. The required
rate exceeds H(X) at very low noise levels already. This demonstrates the
inefficiency of SCSSI methods when the source statistics are not known, mis-
matched or poorly estimated.
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Figure 3.6: Parity bitrates (bits per input bit) as function of pe for
different binary sources. The decoder assumes an equiprobable source in
all cases. Lower bounds are also shown (dotted).
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Figure 3.7: Parity bitrates (bits per input bit) as function of pe for
different binary sources. The decoder assumes p(X) = 0.042 in all cases.
Lower bounds are also shown (dotted).
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Figure 3.8: Required bitrate by underestimating pe by −0.1. Perfor-
mance for accurate estimates are shown in dashed lines, the theoretical
bounds are shown in dotted lines.

Channel mismatch: performance penalties Just like mismatching
source statistics, the decoder information about the channel can be incom-
plete or inaccurate. Naturally, this will lead to suboptimal performance in
the channel decoding process. The experiments above were repeated with
perfectly matched sources but assuming wrong error probabilities pe.

Figures 3.8 and 3.9 show the penalties for underestimating and overestimat-
ing pe by 0.1. Similarly figures 3.10 and 3.11 show the results for a deviation
of 0.05.
For comparison, the plots also show the theoretical bounds and the perfor-
mance with perfect channel and source estimate.

The results clearly show that there is a performance penalty for misestimating
the error probability. By comparing the gap between the dotted, the dashed
and the solid curves however, this penalty seems small relative to the gap
between practical performance under ideal conditions and the theoretical
limit.
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Figure 3.9: Required bitrate by overestimating pe by 0.1. Performance
for accurate estimates are shown in dashed lines, the theoretical bounds
are shown in dotted lines.
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Figure 3.10: Required bitrate by underestimating pe by −0.05. Perfor-
mance for accurate estimates are shown in dashed lines, the theoretical
bounds are shown in dotted lines.
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Figure 3.11: Required bitrate by overestimating pe by 0.05. Performance
for accurate estimates are shown in dashed lines, the theoretical bounds
are shown in dotted lines.

3.4 Compression of non-binary sources using

SCSSI

Most channel codes operate on binary inputs. Consequently, compression
using channel codes will rely on transforming the input to a binary form.
The results and interpretations on rate limits and capacities of section 3.2
above are valid for all discrete sources, however. In this section, the chain
rule of entropy and mutual information is used to show how the rate limits
can be broken down and applied to a superposition of binary sources and
binary correlation channels.
The concept of multilevel codes [WFH99] will also be drawn upon to show
how all the capacity analyses from above for binary channels extend to a
non-binary case.

Consider a source X with alphabet X : {x0, x1, . . . , x7}. Natural binary
labelling of the source alphabet leads to a representation in binary form X :
{000, 001, 010, . . . , 111} using three bits per source symbol. This mapping is
depicted in figure 3.12.

Referring to the figure, the mapping can be interpreted as an 8-ASK (am-
plitude shift keying) modulation scheme: Each source symbol X is mapped
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000 001 010 011 100 101 110 111

x0 x1 x2 x3 x4 x5 x6 x7

Figure 3.12: Binary labelling of a source with eight possible output
symbols. Note the similarity to an ASK modulation scheme.

to a point in the signal space that can be addressed by three bits X0X1X2.
Let X be transmitted uncoded over a discrete channel A. The receiver sees
a noisy version Z, with the same alphabet as X: Z ∈ X .

The mutual information between X and Z is I(Z;X). Using the chain rule
of information, this can be related to the individual address bits:

I(Z;X) = I(Z;X0, X1, X2)
= I(Z;X0) + I(Z;X1|X0) + I(Z;X2|X0, X1)

(3.19)

This breakdown can be interpreted as parallel transmission of each bit X i

over an equivalent binary channel, which is illustrated in figure 3.13. The
capacity of these individual channels change if the previous X0, . . . , X i−1 are
given. In [WFH99], these capacities are defined as

Ci = I(Z;X i|X0 . . . X i−1), (3.20)

and the individual channel capacities sum to give the capacity of the discrete
channel A:

CA =
l−1
∑

i=0

Ci (3.21)

The idea of having multiple parallel channels can be translated to the SCSSI
approach for 2m-ary sources X with binary representation X0X1 . . . Xm−1.
At the decoder, there is a noisy version Z. For joint decoding, a multistage
decoder is employed for every bit level X i (see also figure 3.14). At every
stage i, the decoder uses Z and X0, . . . , X i−1 for decoding.
SCSSI for non-binary sources can therefore be implemented as cascaded SC-
SSI decoding of binary sources X i, all sharing the same side information Z.
Multilevel coding is also addressed in [WFH99]. The most important re-
sult for applying this idea to SCSSI is the proof that multi-stage decoding
performs as good as overall maximum likelihood decoding [WFH99]. This
means that interpreting the single discrete channel as superposition of binary
equivalent channel introduces no penalty.
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equivalent channels

Transmission Channel

X

X

Z

Z

Nc

X0

X1

X i

Figure 3.13: Representation of a non-binary discrete transmission chan-
nel as a superposition of binary equivalent channels. The arrows indicate
the interdependencies of the equivalent channels according to equations
3.19 and 3.20.
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Figure 3.14: Multistage decoding for bit levels. Every bit level decoder
takes into account previously decoded bit levels in addition to the side
information Z. This corresponds to the decomposition of equations 3.19
and 3.20. Channel decoding is performed using parity information pi with
a bitrate of at least Rmin

P .

For SCSSI, the rate limit given by Slepian and Wolf still applies:

RX ≥ Rmin
P = H(X|Z) (3.22)

The chain rule of entropy can be applied as above for mutual information:

H(X|Z) =
∑

i

H(X i|Z,X0, . . . , X i−1) (3.23)

where the individual terms can easily be computed using

H(X i|Z,X0, . . . , X i−1) = H(X0, . . . , X i|Z) − H(X0, . . . , X i−1|Z). (3.24)

For every individual bit level, there is now a lower rate bound

Rmin
P = H(X i|Z,X0, . . . , X i−1). (3.25)

Rate bounds: uniform source, Laplacian noise In this paragraph,
the rate bounds for a specific example are computed. Let X be a uniformly
distributed source that can be represented by an 8-bit signal (e.g. a sequence
of luminance pixel values with values ranging from 0 to 255). Each realisa-
tion X can be represented as an 8-bit vector X0X1X2 . . . X7. Z is the noisy
version of X corrupted by white Laplace distributed noise N .
In chapters below, treating distributed video coding architectures, video sig-
nals will be modelled as uniform 8-bit sources while the correlation noise in
some architectures can be modelled by Laplacian noise.
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Figure 3.15: Rate bounds for multistage decoded distributed source
coding of a uniform 8-bit source with Laplacian correlation noise.

The rate bounds for a multilevel coding setting should look similar to the
ones given in figure 3.4. However, the effective bit error rate pe for every
equivalent binary channel will vary, depending on the source distribution,
and the (non-binary) channel A.

Figure 3.15 shows the rate bounds (conditional entropies of equation 3.25)
for the different bit-levels as a function of noise level. Since X is a uniformly
distributed signal, each bit level X i has an entropy H(X i) = 1. The curves
in the figure represent the conditional entropies, with X0 being the most
significant bit (MSB) and X7 being the least significant bit (LSB). For less
significant bits, Rmin

P gets closer and closer to H(X i) = 1. Hence, the rate
reducing impact of side information Z is much lower for less significant bits
of X than for the more significant bits.
Figure 3.16 shows the bounds of figure 3.15 compared to the actual perfor-
mance for the turbo coder. A performance gap between lower rate bounds
and the practical SCSSI can be observed. This gap increases with increasing
channel noise and also with increasing Rmin

P . These results for the multilevel
SCSSI correspond largely to the experimental results for the binary setup
given in figure 3.5 above.
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Figure 3.16: Rate performance curves (solid) for multistage decoded dis-
tributed source coding of a uniform 8-bit source with Laplacian correlation
noise. Lower bounds (dotted) are also shown.

3.5 Side information generation for sources

with memory

The sections above have detailed how SCSSI performs source coding for dis-
crete sources X using channel codes. Explanations relied on the concept of
a virtual channel supplying the SCSSI decoder with a noisy version of X.
This noisy version, which will be called side information or prediction Y ,
has to be generated in practice in one way or another. In this section, sev-
eral methods for obtaining Y from a single source with memory are discussed.

Let X(i) be the symbols emitted by a source with memory X. In conventional
predictive coding, Y (i) is generated as a function of previously observed
symbols.

Y (i) = f(X(i − 1), X(i − 2), . . . , X(i − N)). (3.26)

Alternatively, it can be generated at the decoder using

Y (i) = f(X̂(i − 1), X̂(i − 2), . . . , X(i − N)), (3.27)

where X̂ is the decoder reconstruction of X.

If X is of non-stationary nature however, a single prediction function as given
above can be suboptimal. This is the case for video signals, where the tem-
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poral correlation is exploited adaptively by search operations. For such a
search, the prediction is computed using the original as a reference. Conse-
quently, search algorithms do not work at the decoder side, where no original
is available.

As an alternative to forming a prediction chain is to artificially create two
sources U, V by splitting a single source X. The correlation between these
new sources will resemble the autocorrelation of X. V is coded using stan-
dard source coding methods with a rate RV ≥ H(V ). SCSSI is applied to
U , with side information generated from f(V ). Hence, RU ≥ H(U |V ) and
RX = RU + RV .
A straightforward way of splitting the signal would be to regard all observed
symbols X(i) as outputs of U for even i, and all others as outputs of V . V
and U look like subsampled versions of X.

For three-dimensional sources like video signals (time, height and width), this
subsampling split could be done along the temporal direction or one of the
spatial dimensions. Most DVC architectures in the literature split the signal
in the temporal dimension (see [GARRM05] and references therein). This is
sensible because the prediction gain is highest in the temporal direction.
In section 8.2, a DVC codec is proposed that splits the signal in temporal
and spatial dimensions.
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3.6 Chapter Summary

In this chapter, Wyner-Ziv coding was recast as a channel coding problem.
A particular setup to perform lossless source coding using channel codes was
described and introduced as source coding with systematic side information
(SCSSI). Practical Wyner-Ziv coding was then defined as a cascade of quan-
tiser, SCSSI and Wyner-Ziv reconstruction.

The rate limit for source coding with side information RX ≥ H(X|Z) was
transformed to a capacity limit CB ≥ H(X|Z). Since there are no practical
channel codes that achieve capacity, SCSSI can not match predictive coding
in practice although in theory the two are equivalent.

SCSSI performance for binary sources was compared to the theoretical limits.
Using the concept of multilevel codes, it was shown that SCSSI for general
discrete sources can be implemented using superposition of binary equivalent
sources and channels.

Some aspects of side information generation were discussed in the final section
of the chapter. For SCSSI coding of single sources, signal splitting can be
useful if there is no good model for the source correlation. This is the case for
video signals, where motion search is used instead of a universal prediction
model.



Chapter 4

Turbo coder based SCSSI

SCSSI as introduced in the previous chapter can use any forward error correc-
tion code to generate the coded message. For this thesis, following previous
approaches in video coding literature [GARRM05], turbo codes were selected
to implement SCSSI.
This chapter explains the implementation of the turbo coder based SCSSI
architecture used for all experimental work in this thesis.
Preceding the SCSSI details is a brief introduction to punctured turbo coding
and decoding.

4.1 Punctured Turbo Codes

Turbo codes are a class of forward error correction (FEC) codes. A turbo
code is constructed by combining two systematic binary convolutional codes
[Mac03]. A joint iterative decoding algorithm makes turbo codes more pow-
erful than the two constituent codes on their own. Binary convolutional
codes consist of a shift register of finite length (constraint length or memory
K), and a series of XOR operations on the contents of this register. An
alternative view of a convolutional coder is a finite state machine with 2K

states [Bos98],[Pro83], where the input bits trigger state transitions. The
state machine behaviour can be represented by generator polynomials.
Both constituent coders share the same input, however one coder is preceded
by an interleaver that reorders the input in a pseudorandom fashion. The
coding process is illustrated in figure 4.1.
The two convolutional coders produce n1 − k respectively n2 − k parity bits

for an input of length k. The two parity bit strings are concatenated with the
original input word to form the channel code output. The turbo coder rate is
then RC = k

n1+n2−k
. Apart from the code rate RC , the memory K1,K2 of the

convolutional codes and their generator polynomials are the most important
parameters of a turbo code.
Unlike block codes, convolutional codes and turbo codes do not have a de-
terministic error correction capacity [Mac03, Bos98]. There is no guaranteed
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Figure 4.1: Block diagram of a rate k
n1+n2−k

turbo coder. The same
input is fed to two different coders. Coder 2 is preceded by an interleaver.

number of errors per codeword that the turbo coder will correct. Experiments
show turbo codes to approach capacity closely, yet specific combinations of
generator polynomials can only be compared by running experiments [tB01].
The search for good turbo codes is more of a trial and error process than a
directed analytical effort. Steps towards such analyses have been made by
ten Brink [tB01] with the introduction of so-called EXIT-Charts (extrinsic
information transfer). These allow to predict the convergence behaviour of
combinations of generator polynomials without extensive simulation of com-
bined codes. According to ten Brink, knowledge of the convolutional coder
properties that make up the turbo code are sufficient to predict the behaviour
when combined in a turbo code.

Turbo Decoding Turbo decoding is performed iteratively as indicated in
diagram 4.2. One constituent decoder computes the likelihoods of the noisy
observations given the noisy input and the parity data. These likelihood
values (a posteriori probabilities, APP) are passed through the interleaver
and presented to the second decoder. In combination with the input and its
own parity data, the second decoder uses these APP values to generate yet
another set of likelihoods. These are served to the first decoder and a new
decoding iteration commences.

The decoding stops when a maximum number of iterations has been reached
or when the turbo decoder converges. Convergence means that the APP do
not change from one iteration to the next. This is a sign that both con-
stituent decoders have reached the same result.
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Figure 4.2: Block diagram of an iterative turbo decoder. Each con-
stituent decoder computes a likelihood for the original sequence. The
results is passed as input to the other constituent decoder. This iterative
loop stops as soon as the likelihoods do not change anymore.

In such a construction, obviously, there is a lot of room for optimisation.
In particular, the APP values passed from one decoder to the next can be
modified according to underlying assumptions on the source, channel or other
parameters in the hope to improve decoding performance.

Puncturing Puncturing is the deletion of parity bits of a channel code Cm

(mother code) with rate RCm
= k

nm
, generating a new channel code Cp with

rate RCp
> RCm

. The puncturing rule needs to be known to the channel
decoder, since it inserts dummy values for the deleted bits prior to decoding.
Puncturing can be implemented by dividing the parity bitstream into words
of length Pp. Pp is the puncturing period. Then, for every Pp parity bits, a
known number of bits at known positions is deleted. This simple puncturing
is illustrated in figure 4.3.
Such a periodic puncturing scheme can be used to generate several different
channel codes Cpi

from a single mother code Cm. If the set of puncturing
rules is chosen such that every channel code Cpi

with rate RCpi
is a mother

code of another code Cpj
, i.e. RCpj

< RCpi
, then we have rate compatible

punctured codes. This concept was first introduced by Hagenauer [Hag88].
Rate compatible punctured turbo (RCPT) codes are particularly useful in
the SCSSI architecture detailed below. RCPT codes have also been used for
source coding in [HDBS04] by Duetsch, Hagenauer et al., where the concept
of incremental and decremental redundancy was presented.
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Figure 4.3: Illustration of periodic puncturing. Here, the puncturing
period Pp = 5. Code C1 results from puncturing positions 1, 4. Code C2

results from puncturing positions 1, 4, 5. C1 is a mother code of C2.
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Figure 4.4: Turbo Coder based SCSSI. The coded message consists of
punctured parity bits only. Side information Y is a noisy version of X.
The optional feedback channel is used to request more parity bits in case
of decoding failure.

4.2 Turbo coder based SCSSI

All distributed source coding architectures developed for this thesis are based
on the SCSSI scheme that is described below. The setup is depicted in figure
4.4. This SCSSI setup has previously been introduced in a similar form as
part of a DVC scheme in [AZG02], where it was labelled Slepian-Wolf coder,
but not discussed in detail. From the definition of SCSSI in section 3.1, it
should be clear that the label ”Slepian-Wolf coder” might be misleading.

This SCSSI takes a binary source X as its input and feeds it to a turbo
coder. The turbo coder is constrained to use (2, 1) recursive systematic con-
volutional codes. Moreover, different from the description above, the turbo
coder is modified to only emit parity data. Hence, after turbo coding, an
input of length k has generated 2k parity bits.
The parity data is punctured prior to transmission. The puncturing rule
is chosen such that a set of rate compatible turbo codes is generated. In
effect, the puncturer allows to have a number of different codes Cpi

, from
which a code of suitable strength can be selected. This code selection sets
the message size. The minimal message size (message bits per input bit) for
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successful decoding is given by the limits derived in section 3.2 above.
The message header informs the decoder of the puncturing rule, i.e. which
code Cpi

is in use. At the decoder, the side information Y is used as system-
atic information and forms the input to a turbo decoder together with the
punctured parity bits. Output of the decoder is a reconstruction X̂, identical
to X unless a decoding failure has occurred.

As previously discussed in section 3.1, decoding failures can occur in an
SCSSI coder because it employs channel coding methods. If the channel
code Cpi

is not strong enough, the noise NC = X −Y cannot be corrected by
the turbo coder. A decoding failure can be detected at the decoder, when it
does not converge after a maximum number of iterations. In this case, there
are two options, depending if the SCSSI has a feedback channel or not:

• No feedback: the decoded output cannot be trusted and the side infor-
mation is the best available reconstruction: X̂ = Y .

• Feedback: More parity bits are requested and decoding is repeated
until the decoder converges. This results in X̂ = X.

Using the above explanations, the SCSSI coding process can be summarised
as follows:

• Generate 2k parity bits from k source symbols produced by a source
X.

• Apply an appropriate puncturing rule to generate a coded message (a
subset of the 2k parity bits).

• Use the turbo decoding algorithm to reconstruct X̂ from the parity bits
and the side information Y .

• If decoding is successful, X̂ = X.

• For unsuccessful decoding, if feedback is available, request additional
parity bits and repeat.

• For unsuccessful decoding without feedback, X̂ = Y .

Notes on feedback: Making use of a feedback channel is similar to the
decremental redundancy data compression architecture presented by Hage-
nauer et al. in [HDBS04], where the coder has access to a local decoder.
A puncturing scheme is used to delete more and more parity bits until the
decoding attempts are unsuccessful, thus determining the minimal message
size.
SCSSI compression with feedback prevents decoding failures. Also, this
scheme is guaranteed to deliver the minimal message size that can be achieved
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with SCSSI in a particular setup.
In practice however, there are decoder complexity overheads associated with
it, since the decoding operation is repeated often. Also, a large decoding de-
lay is caused by the repeated decoding attempts. Using a feedback channel is
therefore particularly useful when demonstrating how good the compression
performance of SCSSI can be and complexity or delay considerations are not
addressed.
In a DVC context, feedback channels are used in all architectures based on
[AZG02] (more thorough overview given in chapter 5). The implications of
using a feedback channel in practical DVC has been examined in [BAP06b].
In chapter 9, a method to eliminate the feedback channel for a practical DVC
scheme is presented and evaluated.

Default settings: For the performance experiments described in chapter
3, an SCSSI implementation with feedback was used. The two constituent
coders were identical recursive convolutional coders with generator polyno-
mials (0318, 0338), given in Proakis’ octal notation [Pro83]. These generator
polynomials result in a coder memory of K = 4. The puncturing period was
set to Pp = 32, with a pseudorandom generator incrementally deleting bits
to form the set of RCPT codes Cpi

.
If not stated otherwise, these settings are the default settings for SCSSI im-
plementations in this thesis.



Chapter 5

Conventional vs. distributed
video coding

While the previous chapters present a general treatment, the following chap-
ters will focus on video signals only. Here, the state of the art in conventional
(i.e. hybrid) video coding is briefly presented in section 5.1, followed by an
overview of important research efforts on distributed video coding (DVC) in
section 5.2.
Section 5.3 gives a summary of the advantages of DVC compared to hybrid
video coding. Section 5.4 explains why SCSSI based DVC will compress
video as good as hybrid coding.

5.1 Hybrid video coding

Video signals as defined above are three-dimensional: a discrete-time se-
quence of images which in turn are a matrix of luminance intensity values.
See also section 2.1 for the definition of a video signal source.
Hybrid video coding schemes decompose this signal and treat the correla-
tion characteristics in the different directions appropriately. Coders that use
transform coding as well as predictive coding techniques are called hybrid.
These well-known source coding concepts are derived from first principles in
[JN84] along with an extensive treatment of performance, optimisation and
implementation issues.

Temporal redundancy in the video signal is reduced by predictive coding. A
source frame is divided into square blocks. The temporal prediction (motion
estimation) is then performed block-wise, independently for each block. The
prediction consists of finding the most similar block in temporally adjacent
frames. Motion estimation in hybrid video coding is thus a search algorithm.
Model based predictors as introduced in [JN84], for example, can not match
the highly adaptive motion search. This is an indicator for the very irregular
and non-stationary nature of motion.

41
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Figure 5.1: Hybrid video coding combining predictive and transform
coding.

Using the output of the motion search, a difference signal is generated by
subtracting the predicted image from the current frame. However, this dif-
ference signal still contains redundancy in the spatial dimensions. To treat
the spatial correlations of the signal, the blocks of the difference signal are
transformed using a suitable, decorrelating transform. While the adaptive
Karhunen-Loeve-Transform is always optimal, the non-adaptive discrete co-
sine transform (DCT) exhibits near-optimal decorrelation performance for
many image signals [JN84], [Che92].
The resulting transform coefficients are quantised. In addition to prediction
and transform, entropy coding techniques are used to further compress the
signal.

The block diagram in figure 5.1 shows the processing chain of a hybrid coder.
The prediction loop is present both at the coder and the decoder. This hy-
brid coder is therefore a fully informed coder in the Wyner-Ziv sense, i.e. the
switch in figure 2.3 is closed. The side information Y is the prediction, given
both at encoder and decoder, while X is the current frame.
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The best current video codecs are based on the H.264 video coding stan-
dard. A good introduction to this algorithm is given in Richardson’s book
on MPEG and H.264 [Ric03]. A collection of articles describing relevant
portions of the method in even greater detail can be found in [Mis03].

The H.264 codec achieves very good compression because it does not use
one single model for video data. Instead, the search operation in the motion
estimation is equivalent to defining the optimal prediction filter for each and
every block. Moreover, predictive coding is also applied to coding parameters
such as motion vectors and other overhead. Finally, flexible adaptive entropy
coding models increase the performance far above previously developed video
codecs.

The doubly hybrid video coder presented below in chapter 9.3 incorporates
an H.264 codec for conventional coding of the video signal. When frames are
coded without presence of a prediction, these frames are coded independently
and are called I-Frames. Predictively coded frames are called P -Frames, if
similar blocks have been searched in one temporal direction only, or B-Frames
otherwise.

5.2 Important DVC architectures

After practical implementation of Wyner-Ziv coding was shown achievable
in [PR03a], the past five years have seen many different implementations of
Wyner-Ziv video coders. Two architectures have been proposed in a very
early stage: The Stanford codec presented below in section 5.2.1 and PRISM
(section 5.2.2).

The Stanford codec has been presented in rich level of detail in academia
and has fuelled numerous derivative works that improve on the original per-
formance. This is also due to the intuitive approach that maps easily to the
setup of figure 3.3, that was defined in this thesis as an SCSSI coder. The
PRISM codec developed at Berkeley has received great attention because it
is a direct derivate of the more basic work on distributed source coding us-
ing syndromes (DISCUS [PR03a]) by the same authors. Direct performance
comparisons between the two architectures have not been presented in lit-
erature so far. Partly, this might be due to the more complex portions of
PRISM that are not straightforward to construct and are not described in
detail in the relevant publications [PR03b, MPIR05].

The recent efforts leading up to the current state of the art DVC architectures
are summarised in an overview paper by the Stanford group [GARRM05].
More recently, a readable introduction to the topic was given in [PMIR06]
by Puri et al.
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In the sections 5.2.1 and 5.2.2 below, these two major architectures are de-
scribed in detail. There is an emphasis on the Stanford architecture, since
more derivative works are based on this. Also, the proposed improvements
in subsequent chapters and the doubly hybrid video coder are based on this
method.
Some other architectures are briefly described in section 5.2.3 with references
for further reading.

5.2.1 Stanford

This Wyner-Ziv codec for single source video uses a temporal signal split
to generate side information (see also section 3.5). Let X(t,m, n) denote
the discrete three-dimensional video signal, with t being the temporal index
and m,n the spatial indices. X(t) denotes the frame at time t. The frame
sequence X(t) is subsampled in the temporal direction, to generate a signal
U(t) = X(2i), i = 1, 2, . . .. The remaining frames are V (t) = X(2i + 1).
Effectively every second frame of X is regarded as part of U , the remaining
frames form V .

The signal U is treated as a sequence of independent images, each coded and
transmitted independently using a conventional intraframe coder. At the
decoder, a reconstructed version Û is produced. These independently coded
frames U are called ”keyframes” in [AZG02]. The signal portion V is coded
using a Wyner-Ziv coder. Signal split and process flow are illustrated in the
block diagram of figure 5.2. Below, only the Wyner-Ziv (WZ) coding part of
the setup is described closely.

In [AZG02], the WZ part is described as a cascade of quantiser and Slepian-
Wolf coder. Using the definitions from chapter 3, it can be defined more
precisely a cascade of quantiser and multilevel SCSSI codec. Note that the
simplifying concept of multi-level SCSSI has not been defined in [AZG02] or
elsewhere in literature. Given the previous chapters, it is easier to describe
the Stanford codec in the terminology of this thesis.
The m · n pixels of a frame V (t,m, n) are reordered to form an input vector
V (l) of length m · n. This input vector is then quantised, yielding a discrete
nonbinary signal Qv(l). Qv(l) is used as the input to a multilevel SCSSI
codec.
The coded message at the SCSSI output consists of punctured parity in-
formation. This coded message cannot be decoded independently but only
processed usefully by a joint decoder. The decoder uses the reconstructed
frames Û(t), Û(t+1) to generate side information, since these are the frames
preceding and following V (t). An interpolation of Û(t) and Û(t + 1) results
in a prediction Ṽ (t). Ideally, Ṽ (t) ≃ V (t).
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Ṽ

Qv

Q̃v

Figure 5.2: Block diagram of the Stanford Wyner-Ziv video codec. This
diagram includes the SCSSI terminology introduced in this thesis in pre-
vious chapters.

Reordering and quantising produces the systematic side information Qṽ(l)
used for the multilevel SCSSI decoding. Output of the SCSSI decoder is a
perfect reconstruction of Qv(l). The reordered signals Qv(l) and Ṽ (t) are
used to produce a reconstruction V̂ (t), similar to the generic method ex-
plained above in section 3.1 and illustrated in figure 3.2.
This Wyner-Ziv coder makes use of a feedback channel. In case of decod-
ing failures, more parity bits are requested, successful decoding is therefore
highly probable.

Comparing this Wyner-Ziv architecture to a hybrid coder, effectively all pre-
dictively coded frames in a hybrid setting are replaced by Wyner-Ziv coded
frames. In a hybrid coder, the prediction stage is the main source of work-
load, so a Wyner-Ziv coder can be seen as a means to move workload from
the coder to the decoder. As will be shown further below, the Wyner-Ziv
decoding process is much more complex than motion estimation in hybrid
coding. Replacing hybrid coding with this architecture is therefore not sim-
ply a transfer of workload from coder to decoder but also a net increase of
workload.
From a workload point of view the feedback channel is an additional disad-
vantage of this setup. With every decoding failure and subsequent request
for additional parity information, a new decoding process is started. This
further linearly scales the complexity with the number of additional requests.
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Improvements and Extensions

Based on this basic architecture, several extensions and improvements have
been presented in conferences and journals. These are summarised below.
Major research efforts have gone into:

• Exploiting spatial correlation,

• Improvement of side information quality, i.e. prediction error reduction
at the decoder,

• Improvement of turbo decoding performance in the SCSSI decoder.

Exploiting spatial correlation Instead of treating a frame V (t) as a
long vector of pixels, Aaron et al. propose to use a block-wise discrete cosine
transform (DCT) prior to Wyner-Ziv coding [ARSG04]. The transform coef-
ficients are quantised using different quantisers with decreasing precision for
high frequencies. The quantised values of each frequency are concatenated to
form vectors. For each frequency vector, a separate multilevel SCSSI coder-
decoder pair is used.
Further compression performance improvements of [ARSG04] were later pre-
sented by Brites et al. in [BAP06a].

Side information generation Aaron has also presented a modified codec,
where additional side information helps the decoder perform motion estima-
tion [ARG04]. This additional side information consists of the quantised
low-frequency transform coefficients of each block in the Wyner-Ziv coded
frame V .
Natario et al. [NBAP05] propose the use of motion search on decoded frames
temporally preceding V (t) and employ an extrapolation method to generate
the prediction Ṽ (t) for V (t).
In 2006, Adikari et al. [AFAW06] publish a sequential motion estimation that
generates partial reconstructions V̂i for each decoded level of the multilevel
SCSSI decoder. These partial reconstructions are then used to improve an
initial motion estimation and hence produces improved predictions Ṽi after
each decoded SCSSI level.
Large gains in side information quality have been achieved using a smoothed
motion field approach prior to motion compensated interpolation [ABP05a].
The same authors also show how motion compensated refinement of side in-
formation, similar in spirit to [AFAW06], yields performance improvements
for this DVC architecture [ABP05b]. Artigas and Torres also propose an
iterative side information generation in [AT05].
In early 2006, a novel method for frame interpolation is proposed [CKA06]
that uses a special motion estimation technique.
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More recently, Li et al. [LLD06] show how to apply universal prediction to
generate side information for a Wyner-Ziv video codec.
Most of these publications compare their experimental results to the origi-
nal architecture proposed in [AZG02]. However, there has not been a study
comparing the individual contributions summarised above.

SCSSI performance The performance of the SCSSI can be improved by
modifying the turbo decoding process. A possible approach is a more accu-
rate modelling of the virtual channel state. This is shown in the publications
by Dalai et al. [DLP06] and Brites et al. [BAP06b]. In both approaches, the
correlation channel is viewed as time varying. More accurate estimates of
the channel state lead to modified a priori probabilities used in the SCSSI
turbo decoding process with substantial bitrate reductions as shown in the
results of [DLP06] and [BAP06b].
In this thesis, the impact of several modifications in the turbo codec part
of the SCSSI architecture are examined. Chapter 6 gives an account of the
impact of coder memory and unbalanced constituent codes.

SCSSI requires the use of a turbo code. To implement an incremental par-
ity scheme using a feedback channel however, rate compatible punctured
codes are required. Varodayan presented a modified low density parity check
(LDPC) code that allows puncturing in [VAG06]. The application of this
punctured LDPC code to SCSSI and Wyner-Ziv video coding was also illus-
trated in [VAG06].

Other derivative developments and improvements Other improve-
ments reported include the introduction of independent coding modes for
parts of the signal. Coding some blocks as intra-blocks is proposed in [TTT+05].
The benefit of using skip blocks is demonstrated in [BS06]. These two modes
(skip and intra) require some classification mechanism for the input signal
V . Such a classification is an integral part of the PRISM architecture (see
below).
A further improvement of the Stanford architecture combining signal clas-
sification and virtual channel estimation is introduced in section 8.1 along
with detailed experimental results.

Recently, the Wyner-Ziv coding of undisplaced difference images was pro-
posed in [AVG06]. Here, instead of coding V directly, a difference image
V (t) − U(t) is compressed using the Wyner-Ziv coder. With a modified
quantiser, compression performance is similar to the improvement shown in
[ARSG04].
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Figure 5.3: Block diagram illustrating the operation of the PRISM coder.
A coarse quantisation of low frequency transform coefficients is syndrome-
coded. The number of low frequency coefficients is determined by a clas-
sification method.

5.2.2 PRISM

The second notable architecture for distributed video coding is called PRISM
[PR03b]. It is an extension of the more general distributed source coding
method using syndromes previously developed by the same authors [PR03a].

While this approach is based on the same information theoretic concepts
as the Stanford codec, to those familiar with video compression, there are
several important differences, listed below:

• Key frames are not used. The signal X is not split in two parts U, V .

• No feedback channel is used.

• More than one side information signal is generated.

• Individual blocks are treated, not the whole frame.

• The coding scheme requires transform coding.

• Only a small subset of the information is coded using Wyner-Ziv cod-
ing.

One could view the Stanford codec as very direct extension of the SCSSI
principle (figure 3.1) to video data, while PRISM implements an intraframe
video coder with a special SCSSI coding mode for some transform coefficients
only.

Figure 5.3 shows the block diagram illustrating the compression process in
PRISM. A frame X(t) is divided into blocks and each is transformed using
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Figure 5.4: Block diagram of the PRISM decoding process.

the DCT, yielding blocks Bi of transform coefficients. Based on the differ-
ence signal X(t)−X(t−1), each block Bi is attributed to a correlation class.
These classes indicate the expected prediction quality at the decoder for a
given block. Depending on the classification, the coder can decide to skip or
to intra-code the block.
The transformed block is divided into a set of low-frequency (LF) coefficients
Li and high-frequency coefficients Hi. The block class determines how this
division is made, so Li and Hi have varying number of elements depending
on the class of Bi. Only the LF coefficients Li are coded using syndromes,
the coefficients in Hi are coded using conventional entropy coding methods.

Li is quantised twice, using a coarse and a fine quantisation. The coarse
quantiser settings depend on the correlation class of Bi. For increasing noise,
fewer quantisation levels are used in the coarse quantisation. The fine quan-
tisation depends on the desired reconstruction quality that is set using a
quantiser parameter (QP), as used in standard hybrid coding.
Only the coarsely quantised values are used for syndrome coding. The dif-
ference between the coarse and the finely quantised signal is compressed
using standard source coding. Hence, in this algorithm only a coarsely quan-
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tised subset of the transformed video signal is actually compressed using
distributed methods.

PRISM employs syndrome coding to compress the coarse LF coefficients.
Although syndrome coding uses a different code construction [PR03a] than
SCSSI (section 3), it is based on channel codes and in principle similar to
transmission of only the parity portion of a systematic channel code.
In addition to the syndromes, a cyclic redundancy check (CRC) is computed
for each block. The coded message of a PRISM coder therefore consists of
CRC bits, the syndromes and bits generated by pure source coding.

Figure 5.4 depicts the PRISM decoding process. At the decoder, for every
block Bi, n possible side information blocks from the previous decoded frame
X̂(t − 1) are generated. These n blocks correspond to the candidate blocks
of the search space in standard motion estimation of hybrid coding.
The decoder uses the side information blocks and the received syndrome bits
to produce n decoded blocks B̂j

i , j = 1, . . . , n. The CRC bits for Bi are then
used to determine which of these decodings B̂j

i is valid.
After adding refinement information, a reconstructed frame X̂(t) is generated
from the decoded blocks B̂i.

The efficiency of this architecture requires a good model for the classification.
Accurate classification will ensure that the selection of syndrome code and
the number of dependently coded coefficients is chosen appropriately.
If the syndrome code is poorly chosen, there might be decoding failures.
Since there is a prediction chain built on distributed source decoded frames,
decoding failures can introduce severe error propagation.
In all publications by the PRISM creators, perfect knowledge of the corre-
lation statistics is assumed, i.e. the correct and minimal bitrate syndromes
are selected for each block. In [MPIR05], the validity of assuming perfect
correlation knowledge is questioned but not explored in detail.

An improvement of PRISM method has been proposed in [MPIR05], where
multilevel coset codes are used. In that work, however, perfect correlation
knowledge is given because motion estimation is performed at the coder.
The emphasis lies less on coding efficiency and more on the possible gains in
robustness when using distributed coding instead of predictive methods.

5.2.3 Other approaches

Independent from the above, Sehgal et al. have developed a Wyner-Ziv video
coder using low density parity check (LDPC) codes [SJA04]. Their approach
puts emphasis on robust compression and aim to complement hybrid coding
instead of proposing an alternative. In [SA03], the authors show their method
to work with turbo codes as well.
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Another approach that complements hybrid coding is the layered Wyner-
Ziv coder by Xu et al. [XX06], where the authors propose to compress an
enhancement layer using distributed source coding while using a base layer
from a hybrid coder as side information.

5.3 Advantages and disadvantages of DVC over

hybrid coding

Besides the excitement of finding practical implementations for long proven
theorems (Slepian-Wolf and Wyner-Ziv), research into Distributed Video
Coding is mainly fuelled by two functionalities that hybrid coding does not
offer:

• Flexible complexity allocation between coder and decoder,

• Error resilience of Wyner-Ziv coded bitstreams.

These advantages come at the price of major drawbacks:

• The rate-distortion performance of DVC schemes is worse than predic-
tive coding,

• DVC schemes cannot reliably operate at a given rate and/or quality,

• The total workload (at coder and decoder) increases when using DVC.

These items are discussed below in some more detail and refer to relevant
sections of this thesis where applicable.

Complexity Hybrid video compression makes use of temporal predictors.
These adaptive predictors incorporate search operations that cause most of
the computational complexity incurred during the coding of a video sequence.
In comparison to the workload at the coder, the decoder in a hybrid coding
scheme is very lightweight.
There are scenarios and devices where constraints on the coder make a
lightweight coder desirable. Examples include mobile phones or low-power
sensor arrays.

Since motion estimation is the operation that incurs the most coder workload,
a scheme that achieves similar compression without prediction is desirable.
The Wyner-Ziv theorem shows this to be possible, thus motivating the de-
velopment of Wyner-Ziv video coders. Unfortunately, while current DVC
methods do allow to relieve the coder from some of its processing burden
when comparing it to the hybrid scheme, there is a penalty incurred: the
total workload increases. This workload increase is due to employment of
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channel codes, the decoding of which generates extra complexity. A closer
look at this fact is taken in section 6.4, chapter 6

Combination of hybrid and DVC methods promise to create coder-decoder
pairs that allow to share overall coding workload. Ideally, this workload al-
location would be performed with arbitrarily small stepsize and would incur
no loss in rate-distortion performance. In section 9.3, a doubly hybrid video
coder (DHVC) is introduced. Drawing on hybrid coding and DVC princi-
ples, this doubly hybrid coder allows flexible complexity distribution between
coder and decoder.

Error resilience In practical DVC schemes, channel coding methods are
used to exploit the signal correlation at the decoder. Because channel coding
methods (forward error correction, or FEC) protect against unknown error
events during transmission, their statistical properties are useful for implicit
exploitation of the signal correlation. As stated in sections 3.2, the DVC
decoders view the difference between predictions generated at the decoder
and the actual signal as channel errors. The coded message helps to correct
these errors. Since the coded message is part of a channel code, however, it
has inbuilt error resilience. This is very different from entropy coded outputs
of hybrid coders, where single bit errors render the complete message useless.
Not only do DVC schemes offer error-resilience, in fact, the coded messages
are the output of a true joint source-channel coder, i.e. an operation that
performs source compression and channel coding in one stage. Specifically
for a turbo-coder based DVC implementation, this is examined in section 7.3.

Uncertain operating points The positive error-resilience properties stem
from the statistical mindset of channel coding methods. However, it is ex-
actly this statistical property that inherently incurs the drawback of a lack
of guaranteed performance in terms of rate-distortion. In classical channel
coding, the coder protects against an expected average channel behaviour.
If the system is well designed, the FEC will succeed in most cases and will
not overprotect, i.e. waste bitrate.

For DVC, the virtual error channel must be matched by the amount of FEC
redundancy generated. To achieve this, the coder must make an uninformed
estimate of the side information quality available at the encoder (i.e. esti-
mate the noise level of the virtual channel). This is generally a non-trivial
task due to the non-stationarity of temporal correlation (i.e. motion) and
the difficulty to model it with sufficient accuracy. If motion could be easily
modelled, there would not be a need for motion estimation in hybrid video
coding. In section 9.2, a method for rate estimation in DVC is presented.
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Compression performance From the theorems presented in section 2.4
follows that DVC methods can match the compression performance of hybrid
coding. As long as the coding performance of state-of-the-art DVC algo-
rithms do not match the best known hybrid coders, it is certain that there is
still room for improvement. In the current practical implementations of the
Wyner-Ziv theorems, several limiting factors can be identified that necessi-
tate a performance lag between DVC and predictive coding. Among these
is the need for channel state estimation mentioned in the paragraph above.
Additionally, even in theory, a zero rate-penalty when using DVC methods
is possible only under very constrained conditions. For the Stanford ar-
chitecture in particular, these limiting factors are presented and discussed
extensively in section 5.4 below.

5.4 Performance limitations of the Stanford

architecture

The theoretical results for the rate distortion functions RWZ(D) and RX|Y (D)
of the Wyner-Ziv theorem (section 2.4.2) indicate that the compression per-
formance of hybrid video coders can be matched, in principle, using dis-
tributed video coding (DVC). This is not the case, however. In this chapter,
for the Stanford architecture in particular, a summary of the inherent limit-
ing factors of DVC is given.

A fully informed codec will give better rate-distortion performance because:

• The correlation noise N = Y −X between source X and side informa-
tion Y will always be better for the informed codec.

• The correlation noise distribution is not Gaussian.

• Entropy coding techniques cannot be applied to parity information.

The above reasons are common to all DVC architectures. Moreover, the
following practical issues specific to the Stanford architecture impede a com-
petitive solution:

• Spatial correlation in the signal X is not exploited.

• The correlation noise statistics are not perfectly known, difficult to
model or estimate.

• Long word lengths for the channel code make use of localised block-wise
treatment difficult.

The following paragraphs will address each of the points above. The section
concludes with a summary of possible modifications to remove these limits.
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Side information quality Under the assumption that a fully informed
coder and a distributed source coder have access to the same side information
Y , the Wyner-Ziv theorem states that

RX|Y (D) ≤ RWZ(D),

i.e. the rate-distortion function of an informed coder is the lower bound for
a Wyner-Ziv coder. If however, the fully informed coder has access to better
side information Y ′, such that

RX|Y ′(D) < RX|Y (D),

the informed coder will always outperform the Wyner-Ziv coder using Y .

Specifically for a DVC method that exploits temporal correlation, a fully
informed coder will always generate a better prediction than a distributed
decoder. This is clear from intuition, by realising that the prediction stage in
a hybrid coder, i.e. motion estimation and compensation, does not implement
a prediction filter in the DPCM sense (as defined in [JN84]), but constitutes
of optimisation by search. This search uses the original signal as a ground
truth but is not available at the decoder. Thus, a prediction without ground
truth to minimise against is necessarily inferior. This argument is expanded
below.

Let the current frame be X(t), the previous and next frames X(t−1), X(t+1)
be used for prediction. Let P̃t be the set of predictors for X(t) that can be
computed using functions g(X(t − 1), X(t + 1)),

P̃t = {g(X(t − 1), X(t + 1))},

where g may be any combination of filtering, interpolation and image pro-
cessing routines.

Let P̂t be the set of predictors for X(t) that can be computed using functions
h(X(t − 1), X(t), X(t + 1)):

P̂t = {h(X(t − 1), X(t), X(t + 1))},

Clearly, P̃t is a subset of P̂t.

The fully informed codec can select a prediction Y ′ ∈ P̂t, such that it min-
imises the prediction error variance σ̂2

D, where D̂ = X(t) − Y ′. Hence Y ′ is
always the best predictor.
An uninformed decoder will produce a prediction Y ∈ P̃t with associated
prediction error variance σ̃2

D, D̃ = X(t) − Y . At best, Y = Y ′ and the pre-
diction at the coder and the decoder will be equivalent. However, there is
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no guarantee that Y = Y ′. Because there is no ground truth X(t) available,
there is not even a guarantee that Y is the best predictor of the set P̃t.

Hence, in general, the prediction error variance at the coder will be smaller
than at the decoder, i.e.

σ̂2
D < σ̃2

D.

Consequently, because of prediction quality alone, it can be expected that a
distributed coder will almost never match a hybrid scheme.

In [LLD07], Li et al. attempt to quantify the rate penalty due to an inferior
side information. The approach assumes the video signal to be a Gaussian
source. The rate-distortion functions for predictive and Wyner-Ziv coding
are compared using an analysis of motion vector differences.
This is similar to the analyses given in [TT06], where the impact of differ-
ent side-information generation methods on the rate-distortion function is
analysed.

Non-Gaussian correlation noise distribution In the case where the
correlation noise N = Y −X is Gaussian, equality in RX|Y (D) ≤ RWZ(D) can
be achieved [PCR03]. Empirical studies however indicate [BS06], [ABP05b],
[DLP06], [BAP06b] that N obeys a Laplace distribution for video signals.
Hence, it is definitive that the theoretical performance limit cannot be achieved.

In 1996, Zamir shows that the rate loss is not necessarily large [Zam96].
Zamir develops an upper bound for the rate loss RWZ(D) − RX|Y (D) that
depends on the source alphabet and the distortion measure, but not on the
side information. For a Gaussian source, and mean square error (MSE) dis-
tortion, Zamir shows the rate loss at a given distortion to be upper bounded
by 0.5 bits per sample.

Entropy coding techniques cannot be applied Hybrid video coders
apply entropy coding to the outputs of the different processing stages: mo-
tion vectors, quantised transformed coefficients and control data. In the so-
phisticated H.264 algorithm, different adaptive probability models for each
output type are available to make entropy coding as effective as possible.
The Stanford DVC however, does not produce output that can be further
compressed. The sequence of punctured parity bits cannot be compressed
using entropy coding methods (e.g. arithmetic coding) or universal algo-
rithms (e.g. Lempel-Ziv) because the output looks like generated by a binary
equiprobable memoryless source.
This Wyner-Ziv codec applies a one-stage compression using a channel code
and has therefore to rely on a single model. Clearly, this is not advantageous,
since state-of-the art hybrid coders break the signal down and apply appro-
priate probability models.
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Lack of exploiting spatial correlation It is well known that after motion
estimation and compensation, the residual images still contain spatial redun-
dancy. In fact, for residual images, using the same discrete cosine transform
(DCT) as for unpredicted images still yields near-optimal results as shown
by Chen [Che92] in the early 1990s.
This proven method of decorrelating image signals cannot be applied in a
DVC architecture after SCSSI coding because the signal structure has sig-
nificantly changed. Aaron et al. [ARSG04] and later Brites et al. [BAP06a]
apply Wyner-Ziv coding to quantised transform coefficients. While their re-
sults indicate that this is beneficial for the compression performance of the
system, it is not equivalent to the hybrid coding case because the prediction
induces spatial correlation into the residual image.
Residual images tend to exhibit an amplitude density distribution with zero
mean and generalised Gaussian shape. Because of this, the low-frequency
components of a block-transformed residual image are more correlated be-
tween blocks. This fact is exploited by context models in the entropy coding
stage of a hybrid coder.
This is less applicable for the transform coefficients in adjacent blocks of the
original image. Wyner-Ziv compression can never exploit this increased spa-
tial correlation because it is induced by an encoder-side prediction, which is
not available in a DVC setting.

Unknown correlation noise statistics Many performance results in the
DVC literature rely on perfect knowledge of the correlation noise statistics.
Regarding Wyner-Ziv coding as a channel coding problem, knowledge of the
noise distribution and variance helps the encoder to select an appropriate
code and the decoder to use more accurate likelihood values.

Since the Stanford architecture makes use of a temporal signal split, mod-
elling the correlation noise is related to modelling motion. Analyses of the
prediction error [ABP05a], [AZG02] suggest that modelling the virtual noise
as a Laplace distribution is appropriate. However, even for a simple model,
estimating the noise variance without access to the original is a difficult task.
The probability of operating without good knowledge of the correlation noise
statistics is therefore very high.

For the binary source and channel, the analyses of section 3.3 show that
mismatch between estimated and actual channel noise incurs a compression
rate penalty. As it stands, the architecture of [AZG02] has no method to
take into account spatial variations of the temporal correlation channel due
to varying motion activity.
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Ways around these issues The problem of suboptimal side information
cannot arise in an architecture like PRISM, since it mimics the exact be-
haviour of motion estimation at the coder. The lack of a ground truth to be
compared with is replaced by multiple decoding attempts and a CRC that
signals success or failure. With this method, it is certain that the best possi-
ble estimation candidate is used in the DVC decoding, since a DVC decoding
is performed for every candidate. Rate efficiency however still requires perfect
knowledge of the noise statistics, or a good estimation algorithm. Moreover,
multiple decoding attempts for each prediction candidate generates a consid-
erable workload overhead.

To address the exploitation of spatial correlation, moving the problem to the
transform domain is possible. This means transform of input signal and side
information prior to quantisation and SCSSI coding. Gains have been re-
ported over pixel-domain DVC ([BAP06a],[ARSG04]). PRISM also operates
in the transform domain.
Implicit exploitation of these spatial correlation can be used by implement-
ing joint source-channel decoding, such as suggested for binary sources in
[GFV01]. The approach presented in [VAG06] indicates that this can be ex-
tended to images as well.
In section 8.2 below, an alternative spatially layered compression that ex-
ploits correlation is presented.

There have been suggestions to improve the correlation statistics modelling
to take into account different regions. Dalai et al. [DLP06] use the motion
vectors in the interpolation process at the decoder to derive a reliability value
for each pel. A block-wise treatment is proposed in [TTT+05] and [BS06]
where major gains can be observed. Although motivated by different theoret-
ical observations, the classification method, introduced in section 8.1, below
essentially expands on this idea.
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5.5 Chapter summary

This chapter has provided a description of the algorithms currently used for
conventional and distributed video coding. An emphasis was put on two fre-
quently cited architectures, PRISM and the Stanford DVC.
A selection of derivative works presented in literature was also given.

Section 5.3 listed the gains and the cost of using DVC instead of hybrid cod-
ing. Flexible workload allocation between coder and decoder come at the
price of increased workload. Moreover, error resilience is bought by intro-
ducing uncertainty of decoding success and possible rate overhead.

The compression performance limitations of the Stanford architecture were
addressed in detail in section 5.4. Although some of these limitations can
be addressed by modifications and extensions, it was shown that the lack of
ground truth in a decoder driven prediction makes DVC necessarily inferior
to hybrid coding.



Chapter 6

Implementation and
performance evaluation

The starting point for investigations into distributed video coding is the
Stanford DVC architecture presented in section 5.2.1 above. Specifically, the
architectures given in [AZG02] and [ABP05a] were used as implementation
blueprints.
To differentiate the actual implementation from the architectures it is based
on, the present implementation will be called the Berlin Distributed Video
Codec (BDVC) in the remainder of this document. While the general ar-
chitectural aspects of the BDVC are covered by the descriptions of previous
chapters, the implementation details of the BDVC are explained in-depth in
section 6.1, since literature does not shed light on every aspect of the imple-
mentation details.

After describing the inner workings of the BDVC, extensive analyses are
presented: In section 6.2, the pixel-domain compression performance of the
BDVC is examined and compared to an H.264 codec. Also, the BDVC per-
formance is compared to results reported in [ABP05a] and [PR03b].
To date, the influence of turbo coder memory on a BDVC-like architecture
has not been published. In section 6.3, compression performance of different
codes with varying memory lengths are examined.

Given that DVC has been advertised as a low-complexity video coding solu-
tion, section 6.4 shows how much workload is incurred by a BDVC decoder
compared to a hybrid encoder. With respect to the low-complexity coding,
these analyses offer interesting insights.

Finally, section 6.5 shows a new angle on memory variation by examining the
compression performance of turbo coder with different constituent codes.
Section 6.6 summarises the main insights from these analyses.

59
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6.1 The Berlin Distributed Video Codec

As introduced above, the Berlin Distributed Video Codec BDVC is a com-
bination of the Stanford architecture [AZG02] and the side information gen-
eration of [ABP05a]. The Stanford architecture is depicted in figure 5.2 and
described in section 5.2.1. The principles of the turbo coder based SCSSI
codec that is incorporated in the BDVC are given in chapter 4.
In the following subsections, further implementation details for the BDVC
are given.

6.1.1 Coder

The input image X(m,n) containing m · n pixels is vectorised in raster-scan
order, i.e. the lines are concatenated resulting in a vector ~x containing m · n
8-bit samples. The quantisation operation consists of omitting less signifi-
cant bits for each sample, ~x is quantised to ~q containing l-bit samples, where
l = 1, 2, . . . , 8. This form of quantisation only allows 8 levels of precision.

For multilevel SCSSI coding as introduced in chapter 3, the quantised signal
q, is split into its bitplanes and yields binary vectors qi, i ∈ 1, . . . , l. Each of
these binary vectors qi is turbo coded separately, generating two parity bit
vectors pi

a,p
i
b, each of the same length as qi.

The puncturing procedure (explained in chapter 4) produces binary vectors
oi that are the output of a low-parity channel code C. SCSSI multilevel cod-
ing in the BDVC produces a coded message that consists of the concatenated
vectors oi, i ∈ 1, . . . , l.

The BDVC makes use of a feedback channel. When the SCSSI decoder
requests additional bits to be sent for a bit level i, the puncturer produces
another binary vector oi

1, such that a combination of oi and oi
1 is the output

of a channel code C1, where C1 is a mother code of C. For the j-th request,
the puncturer produces an additional vector oi

j, to generate parity output of
a code Cj, a mother code of Cj−1.
Default settings of the BDVC are:

• Puncturing period Pp = 32,

• Identical generator polynomials 0318, 0338,

• Key frame period 2 (every second frame is Wyner-Ziv coded).
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6.1.2 Motion Compensated Interpolation

In [ABP05a] Ascenso presents a new method for motion compensated inter-
polation. It is an extension of the frame-rate upsampling method of [CLK00].
The BDVC implementation generates side information using this method,
hence it is briefly described here.
Output of this interpolation is a prediction X̃(t) for the frame X(t), assum-
ing that the temporally adjacent frames X(t − 1) and X(t + 1) are given.
Ascenso’s method uses the following steps:

• Low-pass-filter the key frames.

• Perform unidirectional blockwise motion estimation for X(t + 1) with
X(t − 1) as reference frame.

• Divide the resulting motion vectors by two such that they point to a
spatial point in frame X̃(t).

• Associate with each block in X̃(t) the vector pointing to a position
closest to its centre, these now point to a location in X(t − 1).

• Invert these vectors to produce a second set of vectors pointing to a
location in X(t + 1). Every block in X(t) now has a forward and
backward motion vector.

• The vector matrices are filtered with a weighted median filter specified
in [ABP05a].

• Each block of X̃(t) is the bilinear interpolation of the blocks pointed
to by its forward and backward motion vectors.

6.1.3 Turbo Decoding

The side information X̃(t) is vectorised and quantised like X in the coding
procedure described above. This results in a pixel vector q̃ and bit vectors
q̃i. These bit vectors contain errors with respect to qi.

Computing pixel likelihoods Prior to decoding, for each bit level i, a
probability of error is calculated based on the assumption that the noise on
q̃ consists of quantised Laplacian noise with zero mean. The probability
density function (PDF) of a Laplace distribution is given by

P (x) =
λ

2
exp(−λ|x − µ|), (6.1)

with a variance σ2
L = 2λ−2.
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Since only the relative values are of interest, for a discretised version, P (x) is
simply evaluated at the discrete values and normalised afterwards. The pixel
likelihoods are computed for each element k of the pixel vector x according
to

p(x(k) = α|x̃(k)) =
λ

2
exp(−λ|i − x̃(k)), (6.2)

with α ∈ 0, . . . , 255 and x̃ being the side information.

The bitwise likelihoods then depend on the significance of the bits in question.
For the most significant bit (MSB), a 0 occurs for α ∈ 0, . . . , 127. Similarly, a
0 in the next most significant bit (nMSB) occurs for α ∈ 0, . . . , 63, 128, . . . , 191.
If the a particular MSB is known to be 1, then the range above for nMSB=0
reduces to α ∈ 128, . . . , 191. Hence, for the MSB vector q1, we obtain

p(q1(k) = 0) =
127
∑

α=0

p(x(k) = α|x̃(k)) (6.3)

p(q1(k) = 1) =
255
∑

α=128

p(x(k) = α|x̃(k)) (6.4)

Decoding is performed sequentially in decreasing order of bit significance.
Therefore, for qi, i > 1:

p(qi(k) = 0) =
αmax

0
∑

α=αmin
0

p(x(k) = α|x̃(k)) (6.5)

p(qi(k) = 1) =
αmax

1
∑

α=αmin
1

p(x(k) = α|x̃(k)) (6.6)

with the summation ranges depending on the decoding result of qi−1.

Multilevel decoding The decoding process starts for the most significant
bit level i = 1. Using q̃i as systematic input and the corresponding received
parity information oi, the turbo decoder attempts to recover qi. If it is un-
successful, additional parity information is requested.
A decoded result qi is used to compute the initial likelihoods for qi+1 as
described in the paragraph above.

It is noted here that the sequential decoding procedure as well as the com-
putation of likelihoods for qi+1 both exploit the chain rule of mutual infor-
mation that was introduced in section 3.4, equation (3.19). As developed
in that section above, this breakdown allows application of binary channel
codes for compression of non-binary discrete signals.
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Reconstruction After successful decoding of all qi, we obtain q, that is
the l-bit quantised representation of X. However, the side information is
available in an 8-bit precision. This is exploited to produce a reconstruction
X̂ as illustrated in figure 3.2 in chapter 3: For each sample, if the prediction
X̃(k) produces a quantised value q̃(k) that is identical to the quantised value
q(k) of x(k), then the reconstructed value X̂(k) is just X̃(k). Otherwise,
X̂(k) is set to the value closest to X̃(k), such that quantisation of X̂(k) still
results in q(k).
Let ak and bk be the quantiser interval limits associated with q(k). Then,
the reconstruction X̂ is computed as follows:

x̂(k) =











x̃(k) if q(k) = q̃(k)
ak if q(k) > q̃(k)
bk if q(k) < q̃(k)

(6.7)

6.2 Compression performance of the basic DVC

In this section, experimental results for the basic BDVC are shown to demon-
strate the initial rate-distortion performance. These results are also com-
pared to the rate-distortion performance reported in literature ([ABP05a]
and [PR03b]) and to the compression performance of a hybrid codec.
The parameter variations shown in later sections of this chapter and the im-
provements presented in later chapters can be compared against the initial
performance results shown in this section.

Comparison to literature The BDVC was run using the default set-
tings (see above). Input sequences were the Foreman sequence and the
Mother/Daughter sequence, because [ABP05a] shows performance plots for
Foreman, while PRISM ([PR03b]) uses Mother/Daughter to demonstrate
compression results. For the Foreman sequence, the experimental condi-
tions of [ABP05a] were mimicked: 100 frames were compressed using the
BDVC using four rate points. Lossless reconstruction of the key frames at
the decoder was assumed. As a hybrid coder, the JM9.6 reference software
implementation of the H.264 codec was chosen.

Figure 6.1 shows the experimental results for the QCIF Foreman sequence.
Although the BDVC is only a variant of the IST codec of [ABP05a], it out-
performs the architecture significantly. Possibly this is connected to the use
of different turbo coder settings. It should be noted that the results are
copied manually from the digital copies of the literature and thus can not be
perfectly accurate.
More interesting however is the performance gap between basic BDVC and
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Figure 6.1: Compression performance of the BDVC codec. The bitrate
per Wyner-Ziv coded frame is shown here and compared to results from
literature and hybrid coding results.

hybrid coding. For all rate points, the reconstruction quality of hybrid cod-
ing exceeds the BDVC performance by more than 3dB.
These results suggest that there might be enough room for further improve-
ment.

Figure 6.2 shows the results for the Mother/Daughter sequence in CIF size.
Again, the BDVC does not match the interframe compression performance
of the H.264 codec. Both PRISM and BDVC have a better compression
than pure intraframe coding, however. As was the case for the comparison of
figure 6.1, the PRISM data depicted here was copied manually from digital
copies and might not be perfectly accurate.

Further rate-distortion results Six test sequences were selected for fur-
ther experiments: ”Coastguard”, ”Foreman”, ”Mobile”, ”Mother/Daughter”,
”Silent Voice” and ”Table Tennis”. By performing tests for these sequences,
a wide range of video content type is covered.
In the Coastguard sequence, the camera pans sideways, following the motion
of the foreground object, a boat. The motion in the Coastguard sequence is
very regular.
The Foreman sequence is recorded using a handheld camera and exhibits
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Figure 6.2: Compression performance of the BDVC codec for the
”Mother/Daughter” sequence (CIF size). Also shown are the performance
curves for the PRISM codec and the H.264 codec.

irregular overall motion. Moreover, a highly active talking person, the fore-
man, is part of the foreground.
In the Mobile sequence, a number of different objects with detailed texture,
such as a calendar, a toy locomotive and a ball are filmed with a static cam-
era. Some of these objects move autonomously in different directions.
In contrast to this, the Mother/Daughter sequence has almost no motion,
being a classical ”talking head” sequence, with a static plain background.
Filmed with a static camera, the moving lips are the only significant changes
between frames of this sequence.
The Silent Voice sequence shows a person using sign language in front of a
static but colourful background. There is more motion in this sequence than
in a ”talking head” sequence, since the arms and hands of the person are
moving, but the camera is static.
Finally, the Table Tennis sequence includes high-speed motion of a table-
tennis ball, a zoom and rotation showing a sports sequence of two people
playing table tennis. While there is significant motion in the sequence, the
background is relatively uniform with little texture.

The first 101 frames of each of these sequences were compressed using the
BDVC with the default settings given above. Figures 6.3 to 6.8 show the
experimental performance results, along with H.264 performance for inter-



66 CHAPTER 6. PERFORMANCE EVALUATION

frame and intraframe coding.
For all sequences, the BDVC performance ranges between the H.264 intra-
coding and the H.264 inter-coding performance. However, depending on the
content of the sequence, the gap between H.264 intra-coding and BDVC per-
formance varies.
With the exception of the Silent Voice sequence and the Table Tennis se-
quence, the basic BDVC performs closer to H.264 inter-coding than to intra-
coding. For the Table Tennis sequence however, the BDVC is almost as bad
as H.264 intra-compression.
The compression performance for binary SCSSI, has been analysed in chap-
ter 3 and the findings apply to the BDVC as well, since it employs multilevel
SCSSI. Virtual channel noise, i.e. side information quality has been identified
as an important parameter governing the required bitrate for SCSSI-based
distributed source coding. For the BDVC, the motion compensated interpo-
lation of [ABP05a] (section 6.1 above) generates the side information from
the key frames. Variations in compression performance for the different se-
quences can therefore be attributed to the different content types. The rela-
tively fast motion of the ball in the Table Tennis sequence or the relatively
swift gestures in the Silent Voice sequence cause the side information gener-
ation to perform worse than for the other sequences. It is possible that there
are other side information generation methods that would be more adequate
for this type of content.
This illustrates a drawback of the BDVC that was disscussed in chapter 5
above. The use of a single model for side information generation necessarily
degrades rate-distortion performance when compared to exhaustive search
algorithms.
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Figure 6.3: Basic BDVC: rate distortion results for the Coastguard se-
quence. For comparison, hybrid coding performance is also shown.
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Figure 6.4: Basic BDVC: rate distortion results for the Foreman se-
quence. For comparison, hybrid coding performance is also shown.



6.2. COMPRESSION PERFORMANCE OF THE BASIC DVC 69

0 50 100 150
20

25

30

35

40

45

50

kbit/frame

av
er

ag
e 

P
N

S
R

 [d
B

]

Mobile sequence, QCIF, 50 even frames

 

 

basic BDVC
H.264 JM9.6 Inter
H.264 JM9.6 Intra

original reconstructed 
 rate 2

reconstructed 
 rate 3

reconstructed 
 rate 4

Figure 6.5: Basic BDVC: rate distortion results for the Mobile sequence.
For comparison, hybrid coding performance is also shown.



70 CHAPTER 6. PERFORMANCE EVALUATION

0 10 20 30 40 50 60 70
28

30

32

34

36

38

40

42

44

46

48

kbit/frame

av
er

ag
e 

P
N

S
R

 [d
B

]

Mother sequence, QCIF, 50 even frames

 

 

basic BDVC
H.264 JM9.6 Inter
H.264 JM9.6 Intra

original reconstructed 
 rate 2

reconstructed 
 rate 3

reconstructed 
 rate 4

Figure 6.6: Basic BDVC: rate distortion results for the Mother/Daughter
sequence. For comparison, hybrid coding performance is also shown.
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Figure 6.7: Basic BDVC: rate distortion results for the Silent Voice
sequence. For comparison, hybrid coding performance is also shown.
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Figure 6.8: Basic BDVC: rate distortion results for the Table Tennis
sequence. For comparison, hybrid coding performance is also shown.
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6.3 Turbo coder memory

The SCSSI performance of the BDVC depends on the channel codes used
in it. As discussed in chapter 3, the compression performance of an SCSSI
scheme depends on how close the channel code can get to the capacity bound,
i.e. the theoretical limit.

In this section, the influence of the turbo coder memory on the compression
performance of the BDVC is examined. Instead of the standard settings, dif-
ferent memory convolutional coders were used to construct the turbo coder.
The convolutional codes were taken from [tB00], where different convolu-
tional codes are used to form turbo codes and examine their performance.
Their generator polynomials and associated memory are given in table 6.1.
The same six sequences as above were used to examine performance varia-
tions.

memory 2 3 4 6
generator polynomials (octal) 78, 58 138, 158 238, 338 1478, 1178

Table 6.1: Generator polynomials of the constituent codes used in the
turbo coder.

Figure 6.9 shows the rate-distortion performance for the Foreman sequence.
Using a code with memory 6, a better compression can be achieved than
using a memory 4 code. Of the tested codes, the memory 2 code performs
worst.
Figures 6.10-6.14 show the results for the other sequences, giving similar re-
sults. The curves suggest that increasing the code memory can achieve a
decrease in bitrate. The highest relative benefit from increasing the turbo
coder memory is a 60% rate decrease for stepping from a memory 2 code
to a memory 3 code for the Mother/Daughter sequence. The lowest benefit
is for the Coastguard sequence, where only a 5% rate saving is achieved by
replacing a memory 4 code with a memory 6 code.

In light of the theories on the capacity limit given in chapter 3, the longer
memory codes can be interpreted as being closer to achieving capacity, hence
also give a better compression performance. However, with increasing mem-
ory, the relative rate savings decrease. This means that there additional
benefit of using every longer coder memories diminishes at long memory
lenghts.
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Figure 6.9: Variation of turbo coder memory. Rate distortion results for
the Foreman sequence.

The simple conclusion of these observations should be to use the codes with
highest memory to build a good SCSSI based DVC scheme.
However, it is not purely beneficial to use long memory codes. The next sec-
tion sheds some light on the downside of increasing coder memory: increased
decoder complexity.
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Figure 6.10: Variation of turbo coder memory. Rate distortion results
for the Coastguard sequence.
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Figure 6.11: Variation of turbo coder memory. Rate distortion results
for the Mobile sequence.
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Figure 6.12: Variation of turbo coder memory. Rate distortion results
for the Mother/Daughter sequence.
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Figure 6.13: Variation of turbo coder memory. Rate distortion results
for the Silent Voice sequence.
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Figure 6.14: Variation of turbo coder memory. Rate distortion results
for the Table sequence.

6.4 BDVC decoder workload

Above, in section 5.3, the workload reduction at the encoder was given as a
reason to replace hybrid coding with DVC. In [BS06] however, it was shown
that the workload reduction by skipping motion estimation at the coder is
paid for by much higher decoder workload in a DVC setting.
Specifically for turbo coding, this section summarised the workload estima-
tion given in [BS06].

The BDVC decoder has two computationally intensive blocks:

1. Motion estimation for motion compensated interpolation.

2. Turbo decoding as part of SCSSI decoding.

Motion estimation The motion estimation complexity at the decoder side
is equal to that of the encoder. Since turbo decoding is performed in addition
to the motion search, replacing hybrid coding by this BDVC scheme always
causes a net workload increase.
To give an account of the complexity, we follow [BS06] by not differentiating
between the cost of additions, multiplications or comparison operations.
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With this simplified view, unidirectional full search motion estimation re-
quires

p · (2npel + nblocks)

operations per frame, where p is the number of search positions per block,
npel is the number of pixels per frame and nblocks the number of blocks per
frame.
For a QCIF sized frame (177x146 pel) with a block size of 4 and a search
range of 16, quarter-pel precision motion search causes 0.2 · 109 operations.
In contrast, using a block-size of 16 with full-pel motion estimation requires
0.01 · 109 operations.

Turbo decoding Again, not differentiating between additions and multi-
plications, the maximum-a-posteriori decoding algorithm for convolutional
codes requires [Bos98]

omap = nt(8 · 22K + 20 · 2K + 1)

operations. nt is the input block length, K is the memory of the code.
Turbo decoding requires multiple MAP decodings of the constituent coders
(see section 4.1 above). Every decoder iteration sees two MAP decodings,
hence SCSSI decoding requires ni2omap operations, where ni is the number
of iterations.
Multilevel SCSSI (explained in section 3.4) consists of cascaded turbo de-
coders. Assuming all levels to require the same number of iterations, a mul-
tilevel SCSSI decoder will need

nlni2omap

operations.

The workload incurred by multilevel SCSSI is thus

• linearly related to the number of bit levels,

• linearly related to the number of iterations,

• exponentially related to the coder memory.

For a QCIF sized frame (177x146), assuming multilevel coding of four bit-
planes, an average number of 8 iterations and coder memory 4, multilevel
SCSSI will see 3.8 · 109 operations. For a memory 6 code, 55.2 · 109 compu-
tations are required, while a memory 3 code will incur 1 · 109.

Clearly, the main source of workload in a BDVC decoder is the turbo decod-
ing. Connecting this result to the findings on turbo coder memory variation
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in the section above, it becomes clear that increasing the compression perfor-
mance of the BDVC by using longer memory codes is expensive in terms of
decoder workload, since memory increase incurs an exponential complexity
increase at the decoder.

A second conclusion can be drawn from the workload count above. Hybrid
coding workload is mostly due to motion estimation. By using a BDVC
instead of a hybrid coder, there will be at least a tenfold increase in net
workload but this can increase to an order of magnitude depending on the
choice of code.
Using BDVC therefore does not only mean workload transfer from coder to
decoder but also workload increase.

6.5 Unbalanced constituent codes

The two sections 6.3 and 6.4 above showed results on the influence of turbo
coder memory on compression performance and decoder complexity. For re-
search on turbo code design, ten Brink has proposed the method of EXIT
(EXtrinsic Information Transfer) chart construction [tB00]. Ten Brinks re-
sults offer two insights:

• By examining only the constituent codes, EXIT charts can predict
turbo coder convergence behaviour.

• There exist constellations where a certain combination of constituent
codes hinders convergence, even if the constituent codes themselves are
more powerful.

In the above design of the BDVC and the SCSSI codec therein, the con-
stituent codes always had the same generator polynomials, and thus iden-
tical memory characteristics. Could a combination of codes with different
memory provide the benefits of a high memory turbo code as seen in sec-
tion 6.3 without having a great impact on decoder complexity? Inspired by
ten Brinks findings that there are good combinations of convolutional coders
with differing polynomials, the influence of combining codes with different
memory for an SCSSI coder was examined. The setup and results of the
simulations are given in this section: Table 6.2 lists the four turbo codes and
the generator polynomials for which the experiment was conducted.

Consider the results of figure 6.15, for the Foreman sequence. Turbo code 2
(see table 6.2), marked with the asterisks, performs worse than the remaining
three codes.
Looking at the curves for the other test sequences in figures 6.16 through
6.20, this is the case everywhere.
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Constituent Code 1 Constituent Code2
Turbo 1 (07, 05) (0147, 0117)
Turbo 2 (07, 05) (067, 045)
Turbo 3 (023, 033) (023, 033)
Turbo 4 (013, 015) (067, 045)

Table 6.2: Generator Polynomials.

Across the different test sequences, the remaining three codes show very sim-
ilar compression performance. For the Foreman sequence, code 3 performs
slightly worse than codes 1 and 4. This is also the case for the Coastguard
sequence and the Silent Voice sequence. The results for the Table Tennis
sequence (figure 6.20) however see code 4 ahead of codes 1 and 3 that show
almost identical performance.
In summary, there is no consistent performance difference observable between
codes 1, 3 and 4.

Turbo code 2, made up of a memory 2 convolutional code and a memory
5 convolutional code has a total memory of 7. The competing turbo code
constructions all have convolutional codes that add up to a total memory of
8.
These results suggest, that while in channel coding research unbalanced con-
stituent coders have benefits [tB00], in the BDVC setting it is simply the
total memory length that is decisive for the compression performance.
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Figure 6.15: Variation of turbo codes with unbalanced generator poly-
nomials. Rate distortion results for the Foreman sequence.
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Figure 6.16: Variation of turbo codes with unbalanced generator poly-
nomials. Rate distortion results for the Coastguard sequence.
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Figure 6.17: Variation of turbo codes with unbalanced generator poly-
nomials. Rate distortion results for the Mobile sequence.
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Figure 6.18: Variation of turbo codes with unbalanced generator poly-
nomials. Rate distortion results for the Mother/Daughter sequence.
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Figure 6.19: Variation of turbo codes with unbalanced generator poly-
nomials. Rate distortion results for the Silent Voice sequence.
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Figure 6.20: Variation of turbo codes with unbalanced generator poly-
nomials. Rate distortion results for the Table Tennis sequence.
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6.6 Chapter summary and conclusions

This chapter gave the implementation details of the Berlin Distributed Video
Codec (BDVC) that is built on the principles of the Stanford DVC and
derivative works thereof.
Following this blueprint description, the basic compression performance was
examined. Furthermore, the impact of turbo coder parameter variation on
performance and complexity was examined and discussed.
The performance evaluations (section 6.2) of the basic BDVC show that there
is a significant performance gap between the state of the art hybrid coder,
H.264 and distributed video coding. However, with very low compression
workload and clearly outperforming intra-coding, distributed video coding
may prove useful in certain application scenarios.

The analyses of compression performance (section 6.3) for turbo codes with
increased memory length show that there is potential for improvement of the
basic BDVC. With increasing memory, the required bitrate drops. However,
the additional gains by having longer memory decreases with each step.
The results of section 6.5 show that compression performance is governed by
the combined memory of the convolutional coders that make up the turbo
code. The distribution of the total memory between the convolutional coders
has only little impact.

Section 6.4 presented an analysis of the workload associated with BDVC
decoding. Because of the turbo decoding stage, the decoding complexity
of BDVC was shown to exceed that of hybrid coding by up to an order
of magnitude. Also, the better compression performance of long memory
codes was shown to be paid for with an exponentially increasing number of
decoding operations.



Chapter 7

Error resilience using DVC

The previous chapters focused on an analysis of the compression performance
of SCSSI and DVC. In this chapter, the use of distributed video coding as a
means of generating robust bitstreams is discussed.
As previously mentioned, SCSSI can be viewed as a joint source-channel
coding scheme. Consequently, the compressed bitstream should be inher-
ently robust to transmission errors, when compared to source coding output.

The analysis of the error resilience properties in distributed source coding
begins by examining the SCSSI setting for the binary source and channel.
This examination, given in section 7.2, reviews the information theoretical
limits developed in chapter 3 for the case of an erroneous transmission chan-
nel.
Experimental results are given for binary SCSSI. These experiments are then
extended to multi-level SCSSI by transmitting BDVC coded video over er-
roneous channels in section 7.3.

7.1 Joint source-channel coding

Recall the information transmission theorem of equation 2.10 that defines the
limits on transmissibility of a source X over a given channel with capacity
C:

R(D) ≤ C

The information theory does not give clues on how to meet these limits in
practice. For the design of practical compression and transmission schemes,
source coding and channel coding are usually treated as separate problems.
This is advantageous, since compression algorithms can be optimised for the
source only, while channel coding will vary according to channel properties.
A source code will therefore attempt to compress X to a rate R(X) close
to its entropy H(X) or to its rate distortion limits given by R(D). This

85
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compressed message will then be protected by a channel code C with rate
RC < 1 adapted to the channel in question. This channel code will treat
every bit of the compressed message as equally likely.
This separate treatment and optimisation of source and channel coding is
possible because of the separation theorem, stating that no performance loss
is incurred compared to a joint coding scheme [CT91].

It is possible however, to construct cases where the separation theorem does
not hold [VVS95]. These theoretical constructions are used to prove the
point and are far from problems encountered in practice. Nevertheless, it is
a simple fact that source coded messages might have a quasi-uniform prob-
ability density function (PDF), but not all bits are equally important for
reconstruction or reconstructed quality. A channel code that treats all bits
as equally likely will therefore be suboptimal.
One example from hybrid video compression is the impact of damaged motion
vectors on reconstruction quality. Compared to damaged transform coeffi-
cients, small errors in motion information can cause severe quality reductions.

These reasons have fuelled research into topics broadly described as joint
source-channel coding. This encompasses unequal error protection (UEP), a
method where channel codes of different strengths are used to protect com-
pressed messages according to their relative importance for reconstruction.
The opportunity to analyse and model the error sensitivity of different mes-
sage parts with respect to final reconstruction quality and subsequently de-
sign optimised schemes has motivated numerous publications in this direction
(e.g. [HBT99], [MRL00], [HL04], [DF02] and many more).
Another flavour of joint source-channel coding is source constrained channel
decoding, where nature and correlation in the coded message is used as a cue
for decoding algorithms [Hag95].

Practical implementation of integrated joint source-channel encoding, i.e. gen-
eration of robustly compressed messages in one stage, has not received ex-
tensive research efforts.
From chapter 3, it has become clear that Distributed Video Coding methods
based on the source coding with systematic side information (SCSSI) ap-
proach (see figure 7.1) automatically implement a joint source-channel codec.
The existence of a virtual noisy channel is assumed and so the source coding
task is recast to a channel coding problem - source and channel coding be-
come one.

Below in section 7.2, theoretical bounds for the binary SCSSI setting are
given for the case of noisy channels. Similar to the method of chapter 3,
experimental results are presented to show the deviation from theory.
In the subsequent section 7.3, the compression performance of BDVC coded
video for noisy transmission is explored.
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Figure 7.1: Channel (B) with uncoded side information (Channel A).

7.2 Binary capacity and rate bounds

Consider figure 7.1, that depicts the SCSSI coding setup. This figure was
already introduced in chapter 3. Channel A is the virtual channel while
channel B is the channel carrying the compressed message.
From equation 3.14 the minimal bitrate Rmin

P for compression is given by

H(X|Z) = Rmin
P CB =

nB − k

k
CB (7.1)

All the analyses in previous chapters were made under the assumption that
B is a perfect channel, and CB therefore unit capacity. If channel B is not
error-free, then its capacity will be lower, i.e. CB < 1.
From the above equation, the minimal rate for a noisy channel will be

H(X|Z)

CB

= Rmin
P . (7.2)

The lower bound for compression given a noisy transmission channel will in-
crease inversely proportional to the channel capacity.

For perfect channel conditions, the rate bounds as a function of virtual chan-
nel noise (error probability on channel A, pe(A)) are given in figure 7.2.
Rmin

P increases as a function of decreasing CB. This is plotted in figure 7.3
for pe(A) = 0.05 and figure 7.4 for pe(A) = 0.25.
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pe
1

CB

10−4 1.005
5 · 10−4 1.0062
10−3 1.01

5 · 10−3 1.05
10−2 1.09

5 · 10−2 1.4
10−1 1.88

Table 7.1: BSC: Bit error rates and corresponding rate penalties as a
function of channel capacity.

Experimental results Recall from section 3.3 that the practical SCSSI
schemes did not achieve the lower rate bounds. There was a gap between
theoretical bound and experimental results.
To compare practice to theory in the bit error context, SCSSI coding was
done for random binary sources and noisy binary channels A, B. Two values
for pe(A) were chosen: pe(A) ∈ {0.05, 0.25}. For channel B, the error proba-
bility pe(B) was taken from a wider range, given in table 7.1 along with the
corresponding capacities.

Figures 7.5 and 7.6 show the results. The dotted lines marked with diamonds
are the SCSSI results, while the starred curves show the corresponding the-
oretical bounds.
At pe(B) = 0, a gap between bound and experiment can be observed, exactly
what was shown in chapter 3. The gap remains relatively constant even for
varying pe(B).
These results suggest that the additional bitrate for transmission over noisy
channels for an SCSSI codec can simply be computed by multiplying by 1

CB
.
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Figure 7.5: Rate variation as a function of channel bit error probability.
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7.3 BDVC transmission over bit error chan-

nels

Since the BDVC is a concatenation of several binary SCSSI stages, it can be
expected that it will reflect the error resilience results observed for the binary
experiments above. If the required bitrate increases inversely proportional
to the noisy channel capacity CB, the BDVC performs a good integrated
joint source-channel compression. To test this one-stage joint source-channel
video coder that is given by the BDVC, the transmission settings from table
7.1 were taken.
The ”Mobile” and the ”Foreman” test sequences were chosen for these simu-
lations. For each channel setting, ten transmission and subsequent decoding
attempts were made. The BDVC used a feedback channel.

Figures 7.7 and 7.8 show the rate distortion plots for different channel error
rates (pe(B)). Compared to the basic experiments of chapter 6, more bits
are required to achieve the same decoding results. With increased channel
error rates, the number of transmitted bits increases.
An alternative projection of the performance results is given in 7.9 and 7.10.
These two figures resemble the observations for the binary case (figures 7.5
and 7.6).
Hence, these plots show the general tendency of increase as a function of 1

CB

to hold for compressed video sequences as well.

It can be concluded that SCSSI based distributed video coding implements a
one-stage joint source-channel coding scheme that allows to react to changing
channel conditions by simply varying the puncturing rate. Alternatively, at
a bitrate that is higher than the minimal required rate, the BDVC output
stream has an inbuilt error resilience.
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Figure 7.7: Foreman sequence: Rate-Distortion performance for trans-
mission over noisy channel.
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Figure 7.9: Foreman sequence: rate increase as function of bit error
probability.
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7.3.1 Comparison to separate source/channel coding

To evaluate the benefits of the BDVC joint source-channel compression against
the conventional cascade of source and channel coder, a further experiment
was conducted. The question whether integrated, one-stage joint source-
channel compression outperforms a classical cascaded approach of source
coder and channel coder is answered with this test.

Under the (idealist) assumption that average BDVC bitrate under error-free
conditions matches that of a hybrid video coder, a random message of the
same length was generated to simulate the output of such a coder.
Let Rmin

WZ be the average minimal required bitrate for BDVC compression
with pe(B) = 0. A random message m of length Rmin

WZ was generated. This
message needs to be reconstructed bit-identical, otherwise a complete decod-
ing failure occurs.
If the total number of bits transmitted by the source-coder channel-coder cas-
cade exceeds the BDVC bitrate, then joint-source channel coding has shown
its benefits.

The random message m was coded using different channel codes and trans-
mitted over the bit error channels whose parameters were again taken from
table 7.1. For a fair comparison, the channel codes of choice were the punc-
tured channel codes that form the SCSSI codec.
The minimal number of required parity bits for successful decoding was
recorded. For some values of pe(B), these bitrates are plotted in figures
7.11 and 7.12, where the corresponding results for the joint source-channel
coding are also shown.
The curves are very similar for the separate and the joint coding case. It is
immediately obvious that there is little benefit in replacing a separate ap-
proach with a joint source-channel coder, since there is no performance gain
to be seen.
On the contrary, given that a hybrid coder generally outperforms the BDVC
in compression efficiency, it can be derived that a cascaded coding approach
will also be more efficient than joint source-channel coding.
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Figure 7.11: Mobile sequence: Transmission rate vs. reconstruction
quality for noisy channels. Joint and separate coding results are shown.
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7.4. CONCLUSIONS 97

7.4 Conclusions

SCSSI coded bitstreams can be made robust against channel noise by in-
creasing the bitrate. Compared to the lossless case, the rate needs to increase
inversely proportional to the channel capacity.

Experiments on transmission of BDVC coded video streams over noisy chan-
nels confirm this to be true for DVC compressed video sequences as well.
Since simple increase of bitrate allows transmission over noisy channels, the
distributed video coder implements an integrated, single stage joint source-
channel video coder.
Concerning the required rate overhead to cater for increasing noise levels on
the channel, the rate increases like the theoretical bounds suggest. The rate
increases as a function of 1

CB
, where CB is the capacity of the noisy binary

channel.

A comparison with cascaded systems of source and subsequent channel coder
shows that there is almost no gain achieved by a joint source-channel ap-
proach. This result is obtained under the assumption of equal compression
efficiency for conventional source coding and SCSSI based compression.
Since, however, conventional source coding outperforms SCSSI, the cascaded
system should be favoured over a joint source-channel approach.
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Chapter 8

Improved Distributed Video
Coding

The previous chapters have presented a detailed analysis of the Berlin Dis-
tributed Video Codec (BDVC) performance regarding compression, workload
and error resilience.
Examination of the turbo coder impact on BDVC compression performance
have shown that simple increase of turbo coder memory can result in im-
proved compression performance.

In this chapter, two modifications to the BDVC are presented, both of which
attempt to improve the initial compression results of section 6.2 by address-
ing parts of the deficiencies listed in 5.4.
To overcome modelling inaccuracies and make better use of the differing cor-
relation noise levels in different parts of the video frames, a subdivision of
the input is proposed in section 8.1. Experimental performance results are
also given.

An attempt to exploit the spatial correlation of the input signal without re-
sorting to transform coding is presented in section 8.2. For this modification,
experiments were also conducted.

8.1 Block classification

In this section, a modification to the BDVC is proposed that splits input
images into different classes and treats them separately. This modification is
motivated by the observations on source coding with systematic side informa-
tion (SCSSI) performance in chapter 3, where the performance gap between
theoretical minimum and actual compression results was shown to depend
on the virtual channel noise.
A proof that this modification is always beneficial in a binary SCSSI case is
given here. Following that, the application to the BDVC setup is described

99
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Figure 8.1: SCSSI setting with virtual channel made up of two distinct
binary subchannels.

in detail. Large performance gains can be achieved using this method as
shown in the final part of this section, where experimental results are shown.

8.1.1 Capacity of combined virtual channels

The basic SCSSI experiments on binary sources and channels in chapter 3,
show that the compression performance of an SCSSI system depends strongly
on the virtual channel error probability, or, equivalently on the virtual chan-
nel capacity. With increasing error probability, the actual SCSSI performance
deviates stronger from the theoretical limits (see figure 3.5). If the virtual
channel can be shown to consist of distinct subchannels of different charac-
teristics, this knowledge can be used to improve compression performance.

Consider a binary SCSSI setting, where the virtual noise channel A is made
up of two distinct binary channels with different error probabilities (see figure
8.1). Assume that the channels have error probabilities p1 and p2. Channel
1 is used with probability 0.5 as is channel 2. The error probability of the
virtual channel pv is therefore

pv =
p1 + p2

2
(8.1)

And the capacity of the channel is

CA = 1 − H2(pv), (8.2)

where H2 is the binary entropy function.

Assume the channel state to be known for every transmitted bit. The setup
of figure 8.1 can now be treated as two separate SCSSI codecs as shown
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Figure 8.2: Using one input to feed two separate SCSSI.

in figure 8.2. The noise channels are now channels 1 and 2. Two SCSSI
coders can now achieve a lower bitrate for compression because the sum of
the capacities exceeds that of the combined channel:

H2(pv) ≥ 0.5(H2(p1) + H2(p2))
1 − H2(pv) ≤ 1 − 0.5(H2(p1) + H2(p2))

CA ≤ 0.5(1 − H2(p1) + 1 − H2(p2))
(8.3)

This holds for any number of distinct subchannels forming a combined chan-
nel. To show this, we use Jensen’s inequality that holds for all concave
functions f(x):

∑

f(xi)

n
≤ f(

∑

(xi)

n
). (8.4)

It is known that H2(p) is a concave function. Hence,

pe =
∑M

i
pei

M

H2(pe) = H2(
∑M

i
(pei

)

M
)

≥
∑M

i
H2(pei

)

M

(8.5)

Let channel A now be treated as the parallel use of M separate channels
Ai. Then, we can construct M separate SCSSI codecs, each generating a
separate message and transmitting it over the associated parity channel Bi.
For every Ai, there is a minimum bitrate Rmin

Pi
that is dictated by the mutual

information H(Xi|Zi), where Xi is the portion of the message X that is
transmitted over Ai and Bi.
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From above,

H(X|Zi) = H(X) − I(X;Zi) (8.6)

= 1 − H2(pei
) (8.7)

1

M

∑

(H(X|Zi)) =
1

M

∑

(1 − H2(pei
)) (8.8)

≤ 1 − H2(pe) (8.9)

It can therefore be said that blockwise treatment of the source X in the
presence of a varying channel cannot incur a loss but can incur performance
improvement, since the bound H(X|Zi) has been lowered. Obviously, this
will be useful only if the setup can be modified such that different pei

are
in effect. A practical prerequisite for this is the knowledge of the channel
states.
The idea of splitting the signal according to the channel state is applied to
DVC as explained below.

8.1.2 Block classification and varying channels

For the temporal prediction in a video sequence, the prediction quality can
vary between regions of a frame. In the simplest case, the prediction for a
static background will be near-perfect while a more active foreground might
be more difficult to predict.
In a DVC context, the decoder prediction is regarded as the output of a
correlation channel. Instead of viewing the frame as transmitted via a single
channel, it is proposed here to split the image into regions and code these
separately to make use of the different error probabilities in the different
image regions.

The modified BDVC is illustrated as a block diagram in figure 8.3. The cur-
rent frame to be coded is V (t). The side information Ṽ (t) is computed using
the reconstructed key frames Û(t) and Û(t + 1). The frame V (t) is made up
of blocks bi(t), i = 1, . . . , N .
Instead of SCSSI coding the whole frame, the blocks are attributed to differ-
ent classes that are treated separately: Prior to SCSSI coding of the frame,
the sum of absolute difference (SAD) between the blocks bi(t) and the co-
located blocks in the temporally adjacent frames U(t) and U(t+1) are taken,
yielding N SAD values:

si =
∑

pixels in block
|bi(t) − bi(t + 1)| + |bi(t) − bi(t − 1)|, (8.10)

where bi(t − 1) ∈ U(t) and bi(t + 1) ∈ U(t + 1).
These SAD values si can be taken as a very rough indicator of motion ac-
tivity. Here, under the assumption that high motion activity incurs a bad
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Û

Figure 8.3: Modified BDVC: The blocks of the input frame are as-
signed to one of k different classes and reordered accordingly. Each class
is Wyner-Ziv coded separately.

prediction at the decoder, the si values are used to classify the blocks. The
blocks bi are reordered according to their si values and divided into k dif-
ferent classes of equal size. Each set of blocks is now treated as a separate
input to the SCSSI codec.

The coding order of the blocks now has to be transmitted to the decoder
before SCSSI decoding can begin. At the decoder, the side information X̃
is generated as before in the BDVC. Using the classification information re-
ceived from the coder, X̃ is divided into blocks and reordered to generate k
different side information signals, that effectively are noisy versions of the k
input subimages.

In this implementation, the k subimages (i.e. the k sets of blocks), were
SCSSI-coded sequentially. It is equally feasible to implement k parallel SC-
SSI coders.
Instead of using a single correlation channel as underlying model for the SC-
SSI codec, we use k different correlation channels. The experimental results
below suggest that this approach increases rate-distortion performance of the
BDVC codec.

8.1.3 Experimental setup and results

Tests were conducted for several sequences in QCIF format. The first 101
frames were coded for the sequences ”Silent Voice”, ”Foreman”, ”Coast-
guard”, ”Mother and Daughter”, ”Mobile” and ”Table Tennis”. The even
frames were Wyner-Ziv coded, i.e. U = X(t), t ∈ {2, 4 . . . , 100} and the
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odd frames were intra-coded and used to generate side information i.e. V =
X(t), t ∈ {1, 3, . . . , 101}. The odd frames were reconstructed without loss.
Before Wyner-Ziv coding, the frames U were divided into k classes, with
k ∈ {1, 2, 3, 4, 6}
For comparison, the sequences were also coded using the H.264 codec in
I − B − I − B mode. The reference codec JM9.6 was used with the search
range constrained to previous and next frames X(t−1), X(t+1) for the even
frames X(t).

The graphs in figures 8.4 (Silent Voice sequence) and 8.5 (Table Tennis
sequence), very visibly demonstrate the positive effect of splitting the in-
put signal prior to treatment. The positive effect is also shown in figures
8.6,8.7,8.8,8.9. The bitrate savings range from 34% to 60% for Silent Voice
and 19% to 36% for Table Tennis. Tables 8.1 and 8.2 summarise the bitrate
reduction by using classification for each rate point and test sequence.

Relative to the basic BDVC performance (using one class), this classification
modification allows a better rate-distortion performance for the BDVC codec.
However, this positive effect varies strongly for the different sequences, as ta-
bles 8.1 and 8.2 show. Such a variation in effectiveness can be explained by
the assumptions that are made for this block classification. It is assumed
that virtual channel can be treated as distinct subchannels. Moreover, it is
assumed that the block SAD values of equation 8.10 are a suitable measure
for identifying which virtual subchannel the signal will go through.
For some input signals, the correlation noise might not vary much across the
image, resulting in low gains for this modification. Similarly, for some input
signals, equation 8.10 might not be the most suitable measure for a signal
split. Hence, depending on the match between assumption and actual sig-
nal nature, different gains for this classification modification can be observed.

For this particular setup, k = 4 seems to be a good tradeoff between classi-
fication effort and performance improvement. Relating the optimal number
of classes and the minimal class size to frame size in pixels and other param-
eters remains a topic for further research.
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Sequence
Rate Point No. of classes Silent Voice Table Tennis Foreman

1

2 46.14 22.97 26.31
3 53.16 28.20 27.56
4 56.34 31.51 28.3
6 60.67 33.08 28.75

2

2 39.19 22.77 25.98
3 46.14 29.02 28.48
4 50.18 33.61 29.53
6 53.74 36.26 29.98

3

2 38.6 21.97 22.03
3 46.7 27.36 24.68
4 50.43 31.56 25.45
6 54.45 34.12 26.3

4

2 34.94 19.70 17.57
3 43.37 24.46 19.5
4 46.96 28.12 20.45
6 50.67 30.16 21.1

Table 8.1: Bitrate reduction in % relative to using only one class.

Sequence
Rate Point No. of classes Mobile Mother and Daughter Coastguard

1

2 8.52 20.89 26.47
3 12.25 25.09 28.95
4 13.43 23.61 31.07
6 16.81 29.43 33.2

2

2 5.6 16.48 22.35
3 9.99 20.22 24.92
4 10.79 19.88 26.79
6 13.68 24.34 28.46

3

2 5.32 13.45 14.52
3 8.23 17.65 16.56
4 9.37 18.11 18.33
6 11.5 21.95 19.71

4

2 5.26 13.61 9.97
3 7.23 17.04 11.84
4 8.11 18.15 12.88
6 9.38 20.98 13.94

Table 8.2: Bitrate reduction in % relative to using only one class.
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Figure 8.4: Silent Voice sequence, RD-performance of 50 WZ frames.
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Figure 8.5: Table Tennis sequence, RD-performance of 50 WZ frames.
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Figure 8.6: Mother/Daughter sequence, RD-performance of 50 WZ
frames.
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Figure 8.7: Mobile sequence, RD-performance of 50 WZ frames.
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Figure 8.8: Foreman sequence, RD-performance of 50 WZ frames.
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Figure 8.9: Coastguard sequence, RD-performance of 50 WZ frames.
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8.2 Spatially layered DVC

In this section a modification to the BDVC is proposed to exploit the spatial
redundancy in the video signal without resorting to transform coding. This
is achieved by using a spatial difference signal as input to the SCSSI part of
the BDVC. Before giving implementation details, the modification is related
to observations made on the SCSSI compression. The section closes with an
experimental evaluation.

Observations on SCSSI From the results in [SV95] that were introduced
in section 3.2, we know that the conditional entropy H(X|Z) determines the
lower bound on the bitrate for source coding with systematic side informa-
tion (SCSSI). Given a noisy channel with input X and output Z, H(X|Z)
depends only on H(X). A reduction of H(X) should therefore allow a lower
bitrate, since with decreasing H(X), H(X|Z) must also be decreasing.

For discrete memoryless sources, the entropy depends on the input distribu-
tion. The experiments in section 3.3 confirm this, where nonuniform sources
could be better compressed than the source with uniform distribution.
Basic SCSSI models the input samples xi as the output of a memoryless
source X with entropy Hfalse(X), the lower limit on this rate is given by
Hfalse(X|Z). If the source has memory, however, SCSSI operates at too high
a bitrate, since the actual limit should be Htrue(X|Z).
This limit could be achieved by modifying the input signal before SCSSI
coding it. Assume that a perfect decorrelation operation on xi can produce
a memoryless sequence of samples di from the same alphabet. The di are
effectively the output of an alternative memoryless model source D with a
less uniform distribution than X.
The entropy of this source would be H(D) and correspond to the actual
entropy of the input Htrue(X|Z). Knowing that the entropy is smaller:

H(D) < Hfalse(X) (8.11)

and assuming the noisy virtual channel remains the same, the lower bound
on compression is

H(D|Z) < Hfalse(X|Z). (8.12)

Note that an alternative approach for exploiting the memory without mod-
ifying the input is given by Garcia-Frias et al. They implement a joint
source-channel decoder that takes source memory into account [GFV01].
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Application to video The basic BDVC architecture, being functionally
identical to [AZG02], regards the individual pixels as samples of a memo-
ryless source. It is known that neighbouring pixel values are highly corre-
lated [Che92], hence the above assumption is faulty. This fact has already
been mentioned in sections 5.4 above, and section 5.2.1 gives references to
transform-domain DVC architectures.
Transforming the signal before coding it is essentially the combination of
decorrelating operation and SCSSI coding as described in the paragraph
above. However, instead of obtaining one source, every frequency bin of
the transform is regarded as a separate source with separate virtual noise
channels and corresponding characteristics.

Assuming that an n×n block transform is used at the input, a signal with n2

frequency bins is produced. Further assuming that each of these are quan-
tised to an m-bit precision, a transform domain extension to the BDVC sees
mn2 different SCSSI coders.
For each of these, the virtual noise channel parameters need to be estimated,
a difficult task. Also, with such a high number of SCSSI coding procedures,
a feedback-channel based coding is not feasible, which makes a good rate
estimation necessary.
Moreover, as laid out in [AVG06], it is necessary to have quantisers of dif-
ferent precision for the diferent frequency bins in order for the transform
domain DVC to operate efficiently. Quantiser assignment and rate alloca-
tion between the bins is non-trivial, according to [AVG06].

In an attempt to circumvent these difficulties, a partial decorrelation purely
in the pixel domain is proposed here. It is aimed to generate a signal D
from the pixel sequence X, such that D has lower entropy than X when
regarded as the output of a memoryless source. In this proposed method, a
spatial prediction is used to exploit the correlation. A subsampled version of
the image is used to create a spatial interpolation. This interpolated image
serves as prediction. The prediction error D is the input to the SCSSI. A
block diagram (figure 8.10) illustrates this modification to the BDVC and is
described in more detail below.
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2

43

1

Figure 8.11: Downsampling for the spatially layered BDVC. The pixels
at positions 1 (gray) form the subsampled signal W . The remaining signal
R is taken from positions 2-4.

The general processing chain corresponds to the BDVC setup. Prior to SC-
SSI compression however, the input frame V is subsampled by a factor of 4
by retaining every second sample in horizontal and vertical directions (see
also figure 8.11). Let this subsampled frame be W .
W is now processed by the BDVC as before, generating a coded message by
quantising it to Qw, vectorising and SCSSI coding the input.
Recall that the decoder has access to a noisy version Ṽ of the input frame V .
Subsampling of Ṽ will produce a prediction for W , this prediction is denoted
W̃ . SCSSI decoding recovers the quantised signal Qw and the reconstruction
stage outputs Ŵ .
Hence, both coder and decoder see the same quantised subsampled signal
Qw. Using Qw, a prediction for V is produced by interpolation.

For the interpolation, a filter from the H.264 algorithm was used. It is a
separable six-tap filter with coefficients (−20, 5, 1, 1, 5,−20). Experiments
showed the result to be better than simple bilinear interpolation.
A subsampled, quantised input Qw for the filter returns an interpolated ver-
sion Vi of the original frame. Regarding Vi as a prediction, a prediction
error

D = V − Vi

is produced.
The elements of D at interpolated positions form the signal R. Like W be-
fore, R is quantised to QR, vectorised and SCSSI coded. However, unlike V
or W , R is a difference signal with twice the value range. Where 8 bits suffice
to describe V , R needs 9 bits. If the prediction of Vi was good, however, the
variance of R will be much smaller than the variance of V .
If quantised to the same precision (in bits), QR and QV can be viewed as
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sources emitting symbols from the same alphabet. With R having a smaller
variance, the discretised signal QR will have a more favourable probability
distribution. Knowing that basic SCSSI treats the sources as memoryless,
this means that QR looks like a source with smaller entropy than QV . This
is a step in the direction of equation 8.11 above.

At the decoder, the interpolated version Vi is reproduced. From this, the
decoder knows

D̃ = Ṽ − Vi

and thus a noisy version R̃ that is used as side information for SCSSI decod-
ing of R.
The decoder now has reconstructed versions of R and W : R̂ and Ŵ . These
are combined to form the reconstructed output V̂ .

Note that the correlation noise

V − Ṽ

is unchanged by this layered approach since

D − D̃ = V − Vi − Ṽ + Vi

= V − Ṽ

and R, R̃ are subsets of D, D̃. This is similar to quantisation noise not being
affected by closed loop DPCM.
Hence, the virtual noise channel is exactly the same, which was the require-
ment to derive equation 8.12 from 8.11 above.
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Sequence σ2
V σ2

N σ2
R

Foreman 2719 13.2 109
Silent Voice 2463 15.42 123

Mother&Daughter 1625 7.5 109
Coastguard 2302 28.5 266
Table Tennis 1421 50 279

Mobile 3595 33.3 612

Table 8.3: Variances of original signal, correlation noise and the spatial
difference signal.

Signal analysis The coder with above architecture was implemented with
DVC settings identical to the initial performance experiments of section 6.2.
For six different sequences, the variances of the signals R, V and N were
analysed for the first 50 frames. V is the original video input signal, the
corresponding correlation noise is N = V − Ṽ . These are compared to the
variances of the enhancement layer signal R ⊂ D = V −Vi, as defined above.
Numbers are summarised in table 8.3.

Comparing σ2
V and σ2

R, the variances of signals V and R respectively, a large
variance reduction can be observed. σ2

R is an order of magnitude smaller
than the variance of the signal. Moreover, from the figures 8.12, the differ-
ence signal exhibits a nonuniform histogram. The amplitude density function
corresponds more to a Laplace distributed signal.

From these observations, clearly, the signal R quantised to QR will have
a smaller entropy than QV when quantised to the same precision. Recall
that the signals are considered memoryless by the BDVC system. Since the
correlation noise will be unchanged, it can be expected to reap the benefits
of equation 8.12. The spatial layered scheme should achieve lower rates than
the BDVC.
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Figure 8.12: Histograms of difference signal and its correlation noise.
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Experiments and Results The six sequences analysed above were used
to run coding experiments. As before, the turbo coder parameters remained
unchanged to previous experiments in section 6.1, with generator polynomi-
als 023, 033, memory length 4. Because the input signal lengths changed in
the layered coding approach, the interleaver lengths were varied to reflect
this. For the base layer, the interleaver size was divided by four.
Three rate points for the layered codec were tested, using 2, 3 and 4 bitplanes
for decoding. The curves in figures 8.14, 8.15, 8.16, 8.17, 8.18, 8.19 show the
performance of this layered differential coding scheme.

In most cases, the spatial layered approach shows some performance improve-
ment over BDVC. For the Mobile sequence, however, this method does not
show any benefit.
Using the classification modification presented in the previous section, for
the Silent Voice sequence, bitrate savings between 34% and 60% could be
achieved. In contrast, for this layered scheme, the rate savings are more
modest, between 10% and 18% for the Silent Voice sequence. Table 8.4 lists
the rate reduction for several rate points.
While for the Foreman sequence the rate reduction is comparable to com-
pression using four classes, this improvement is not as consistent as the clas-
sification approach.

From the signal histograms of figures 8.12 and 8.13, improvements were to be
expected for all sequences. These could be observed as demonstrated by the
corresponding performance plots. The Mobile sequence (performance plot in
figure 8.17) is an exception, even though the signal histogram for the spatial
difference signal suggested otherwise.
Referring to table 8.3, it can be seen that the spatial difference signal variance
is much higher for the Mobile sequence than for the other signals. For the
Mobile sequence, the variance is σ2

R = 612, while the next highest value is less
than half that for the Table Tennis sequence (σ2

R = 279). Since the spatial
layered BDVC shows performance improvements for all the other sequences,
it seems that the variance reduction for the Mobile sequence is not high
enough.
Hence, unlike the improvement in the first part of this chapter, this spatial
layered BDVC method does not improve the coding performance in all cases.
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Sequence
Rate Point Silent Voice Table Tennis Foreman

1 10 - 31
2 18 25 22
3 11 10 21

Rate Point Mobile Mother/Daughter Coastguard
1 - 45 28
2 2 29 28
3 -0.3 15 20

Table 8.4: Spatial layered DVC: compression rate reduction (in %) for
selected coding points.
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Figure 8.14: Foreman sequence: spatial layered vs nonlayered SCSSI
coding.
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Figure 8.15: Coastguard sequence: spatial layered vs nonlayered SCSSI
coding.
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Figure 8.16: Silent Voice sequence: spatial layered vs nonlayered SCSSI
coding.
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Figure 8.17: Mobile sequence: spatial layered vs nonlayered SCSSI cod-
ing.
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Figure 8.18: Mother/Daughter sequence: spatial layered vs nonlayered
SCSSI coding.
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Figure 8.19: Table Tennis sequence: spatial layered vs nonlayered SCSSI
coding.



124 CHAPTER 8. BDVC IMPROVEMENTS

8.3 Chapter summary

It was shown in this chapter that rate reductions can be achieved in SCSSI
coding when the correlation channel is made up of distinct subchannels. To
exploit this, a signal split and separate SCSSI coding is necessary.
Based on this observation, a classification modification to the BDVC was
introduced. The signal was split in several subclasses and treated separately
under the assumption of differing correlation noise statistics in different im-
age regions. Splitting the signal is such a way allowed bitrate reductions of
up to 60%.

A second improvement, the spatial layered BDVC, exploits spatial correlation
by generating a difference signal prior to SCSSI coding a video frame. Due
to a signal cascade that resembles closed loop DPCM, it can be guaranteed
that the correlation noise remains unchanged. It was established that for
unchanged correlation noise, a signal with lower entropy will achieve lower
compression rates.
Although the entropy of the difference signal is lower than that of the origi-
nal signal, the layered SCSSI does not consistently achieve lower compression
rates at comparable reconstruction quality levels.



Chapter 9

Doubly Hybrid Video Coding

Research in DVC has been fuelled by the hope to be able to reverse the exist-
ing video codec workload split between a high-power encoder and a low-power
decoder in terms of processing power. In conventional video compression the
major workload is incurred by the motion search algorithm. Reduction of
motion search complexity is therefore the largest lever for encoder workload
reduction. Implementations of DVC architectures prove this to be possible.
However, the workload of a DVC decoder is much higher than that of a pre-
dictive encoder. The direction of workload imbalance has switched, but the
relative difference in complexities has also increased significantly when using
DVC instead of predictive coding. For the Stanford architecture, the number
of computing operations can be up to a 1000 times larger in a DVC decoder
compared to a predictive encoder (see also section 6.4).

Flexible workload allocation From the distributed source coding prin-
ciples it becomes clear that it can be possible to achieve a flexible complexity
coder, where encoder and decoder share the workload in a certain fashion.
Clearly, an application where the coding device does not have enough process-
ing power to perform conventional coding will call for a compression based
purely on intraframe coding or, alternatively, for DVC. It is easy to imagine
scenarios, however, where a flexible workload distribution can be useful.
Flexible complexity distribution could be used in multi-tasking devices for
example, that do have enough power to perform hybrid video coding. Like
any computing device, these will have an upper performance limit. At times
where there are many tasks to be performed simultaneously, a flexible com-
plexity scheme could help shifting some of the video compression workload
to the decoder. When the number of tasks is low, conventional coding could
be applied to save the decoder some work.
Another example could be a powerful video decoder that receives DVC coded
data from multiple low-complexity (e.g. mobile) sources. When the overall
workload increases above a certain threshold, it could request the encoders
to take over some of the workload to ensure continued operation.

125
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By design, the PRISM codec ([PR03b] discussed in section 5.2.2 above) can
use side information at the decoder irrespective of where it is generated.
This means that a PRISM codec could in principle use motion search at the
encoder and transmit motion vectors, or it could use the CRC to facilitate
motion estimation at the decoder. Since every block is treated separately
in PRISM, in principle, coding architecture is given that allows very flexible
workload allocation. However, a practical implementation of this has not yet
been reported.

In this chapter, a new video coding architecture is presented that combines
hybrid and distributed coding techniques and will therefore be called dou-
bly hybrid video codec (DHVC). This architecture is a combination of the
BDVC described in detail in section 6.1 and an implementation of the H.264
video codec. With this doubly hybrid codec, the coder can select at coding
time, how much processing power it will devote to motion estimation. In
the extreme cases, the doubly hybrid coder will operate either like a fully
predictive H.264 codec, or like a pure BDVC.
The workload is distributed between coder and decoder in two ways:

• Temporal multiplex between hybrid coding and distributed coding pro-
viding coarse steps in complexity distribution.

• Via a rate-complexity relation, coder workload can indirectly be traded
against decoder workload.

For a hybrid coder, the whole processing chain is deterministic and so is the
workload. From all the previous chapters introducing distributed video cod-
ing, it is clear that BDVC employs channel codes and is not deterministic.
Decoding failures are possible and the workload is not given by the codec
architecture but also influenced by the input itself.
Because the BDVC has a non-deterministic element to it, the decoder be-
haviour needs to be modelled in order to implement a doubly hybrid codec.
Also, the BDVC must not operate with a feedback channel. The feedback
channel (discussed in section 4.1) is useful to prevent decoding failures and
used in experiments and literature to determine DVC compression perfor-
mance under idealised conditions. As briefly shown in section 5.2.1, for every
feedback request, the BDVC will start a new decoding attempt. In addition
to the delays caused by such a feedback implementation, the BDVC workload
will be multiplied by the number of requests for additional bits.
Hence, the following quantities need to be estimated for the BDVC at the
encoder:

• Minimal compression rate required for successful decoding.

• Decoder complexity behaviour as a function of input and bitrate.
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Both the rate estimation and the decoder modelling are closely related or
could even be regarded as the same problem. It is proposed in this thesis to
estimate the rate and the decoder behaviour using operational curves as a
basis.
In applications related to source controlled channel coding and unequal er-
ror protection, operational curves have been used to model error correction
performance, see for example [BS04]. Since the BDVC incorporates channel
coding, this method should be applicable in this context as well.

Before the DHVC architecture is described in section 9.3, the generation of
operational curves for the BDVC is described in 9.1. Section 9.2 introduces a
simple method to model the virtual channel state at the encoder for the mul-
tilevel SCSSI with multiple equivalent virtual channels. Given the estimate
for the virtual channel, the operational curves allow to estimate the minimal
required rate for decoding and the decoder workload variation as a function
of bitrate.

9.1 Turbo decoder operational curves

In chapter 3 above, we established the minimal required parity bitrate for
successful SCSSI decoding to depend on the conditional entropy H(X|Z).
For multilevel SCSSI, the minimal rate for a binary level also depends on
previously decoded levels.

From section 6.4, two important properties for the SCSSI decoding workload
are known:

• The decoder workload is linearly related to the number of turbo decoder
iterations.

• Each iteration is exponentially related to the turbo coder memory.

There is a third property that needs to receive attention: SCSSI decoder
workload decreases with increasing bitrate. The following example shows
this decrease to be nonlinear.

Example: bitrate-workload relation Figure 9.2 shows the BDVC turbo
decoding workload as a function of bitrate for a specific input and side in-
formation pair (frame 2 of the Foreman sequence). The workload and the
minimal required rate depend on the turbo coder memory and the bitrate.
For a different input and bit error rate, the curve would be different. How-
ever, although these curves differ for each video sequence, the general shape
remains very similar with a sharp drop just after the minimal required punc-
turing rate Rmin

P and a flooring section with the minimal required decoding
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complexity. Note that the minimal required rate for successful decoding is
higher for small coder memory. On the other hand, the overall workload is
also lower for the short memory coder.
It is the aim to predict or estimate the SCSSI decoder behaviour using general
operational curves.

Obtaining general curves The rate-workload behaviour of a BDVC de-
coder depends on

• The input distribution,

• The virtual channel noise,

• The turbo coder memory,

• The turbo coder generator polynomials.

It can be difficult to find a single model that takes all these factors into ac-
count. For problems such as unequal error protection of video data, instead
of a model, a set of generic results are precomputed and stored to predict
codec behaviour (see e.g. [BS04]). Even for very basic evaluation of convo-
lutional channel code performance, operational curves are used [Mac03]. To
model the BDVC behaviour in this thesis, operational curves are generated.

For video data, it is reasonable to assume it to be uniformly distributed
[Che92], [JN84]. Experiments show the virtual noise to be adequately mod-
elled by a zero-mean Laplace distribution [AZG02], [BAP06b]. Generic op-
erational curves were obtained by simulating multilevel SCSSI coding of a
uniform random source with Laplacian virtual channel.
An example of such a curve is depicted in figure 9.1. The plot shows the
number of decoding operations as a function of bitrate, for a specific bit-
level at a specific bit error rate for the binary virtual channel.
Multilevel SCSSI simulations without feedback with the following settings
were run:

• Uniform random 8-bit input signal.

• Random noise signal with discretised Laplace distribution.

• Channel noise parameter λ varied from 0.2 to 0.8 in steps of 0.05. This
corresponds to a prediction quality of 31 to 43 dB PSNR.

• Puncturing period of 32.

• Bitrate varied from 2 bit/period to 29 bits/period.

• Multilevel SCSSI decoding for 5 bit levels.
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Figure 9.1: General operational curves for the (023,033)-Turbo code with
memory 4. These curves represent the average of 100 multilevel SCSSI
codings of random 8-bit images with Laplace-distributed virtual channel
noise of variance 8.

With these settings, 2100 different operating points were simulated with 100
runs for each of these points. It was recorded if decoding failures occurred
and the workload for successful decoding was measured. The averaged results
of these operational curves are stored at the coder and are used to model the
decoder behaviour.

For every bit, there are operational curves at several noise levels. These
curves, all shaped like figure 9.1, allow to determine the minimal required
bitrate for successful decoding. Also, the workload reduction for incremental
increases in bitrate can be determined.
Given these curves, the decoder behaviour modelling needs an estimated
correlation noise level as an input. Estimation of the correlation noise level
(and, equivalently, the bit error rate) is explained in section 9.2 below.
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9.2 Rate prediction

To implement a BDVC without feedback and to estimate the rate-complexity
tradeoff at the BDVC encoder, the operational curves introduced in the pre-
vious section will be used. As explained above, for a given estimated bit
error rate (BER), the coder has access to an operational curve.
The minimal required bitrate can then be determined and, if required, the
decoder complexity can be decreased by spending more bits.

Note that the BER, i.e. the correlation noise, is not known at the encoder.
Previous discussions on side information generation and general shortcomings
of DVC algorithms (section 5.4) established that correlation noise estimation
is not easily done.
Nevertheless, a simple estimation method is described below to obtain an es-
timate for the correlation noise power and the corresponding bit error rates.
A combination of operational curves and estimated BER will allow to do rate
and complexity estimation at the BDVC encoder.

Estimating the bit error rate for each bitplane at the encoder requires a
two-step process:

1. Estimate the correlation noise power.

2. Calculate the bit error rate depending on input signal density function
and correlation noise structure.

Noise modelling at the encoder Lacking a reliable general motion model,
it is proposed to use the blockwise direct frame difference between the cur-
rent frame and the key frames at the encoder to predict the side information
PSNR (and thus, the noise power). The algorithm is presented in bullet
points before giving more detailed descriptions:

• For every block bi in the current frame, calculate the mean square error
(MSE) di between the current and previous co-located block.

• Compute the mean of the block PSNRs, D̄, in dB.

• Estimate the side information PSNR D̂ by adding a term depending
on D̄, and several parameters derived from frame frequency and frame
size.
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Formally, for every block bi, compute two block differences dp
i , d

n
i with the co-

located blocks in previous and next frames. From this, compute the PSNRs
Dp

i , D
n
i in dB. Then, the side information PSNR estimate is given by

D̄ =
1

2M

M
∑

i=1

Dp
i + Dn

i (9.1)

ζ =
max(min(D̄, κl), κu) − (κu − κl)

(κu − κl)
(9.2)

D̂ = D̄ + δ(1 − ζ) (9.3)

The parameter ζ is a scaling factor between 0 and 1. The closer D̄ is to the
upper limiting parameter κu, the smaller the added term δ(1− ζ) will be. κu

and κl represent a lower and upper range for this scaling factor adjustment.
These values generally depend on the frame frequency and the quantisation
parameter of the key frames. The adding term δ, that is scaled by (1 − ζ),
depends largely on the quantisation parameter of the key frames. For QCIF
sized sequences at a frame rate of 30 frames per second (fps), experiments
showed these parameters to yield acceptable results:

• κu = 40

• κl = 20

• δ = 15

BER prediction from PSNR and input density function Given a
value for the side information PSNR at the decoder, the BER for each bit-
plane can be derived based on the amplitude density function of the input.
From above, the prediction error ep, i.e. the correlation noise, is assumed to
have a zero-mean Laplace distribution.

pX(x) =
λ

2
e( − λ|x|)

Under this assumption, the problem of correlation noise modelling is reduced
to determining the variance parameter λ. The noise power σ2

ep
is given by

the PSNR estimate. Simply, from the definition of the Laplace (double ex-
ponential) distribution: λ = 2/σep

.

From this, the bit error rate for each bitplane is derived. Let xi be the pixel
values of frame X(t) and

x′
i = xi + epi

the corresponding prediction. xi contains 8 bitplanes x0
i , .., x

7
i with x0

i being
the most significant bit.

x0
i =

{

0 for xi < 128
1 otherwise
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The probability of prediction error in bitplane 0 for a pixel value xi is thus

p(ep > d0(xi)) with d0(xi) = |xi − 127.5|.

Given a probability distribution pX(x) over the possible pixel values, the
bitplane error probability is thus

p0
e =

255
∑

i=0

p(x = i)
∫ ∞

d0(x)

α

2
e−λepdep.

For N pixels per image, p0
eN errors in bitplane 0 can be expected. The cal-

culation for the remaining bitplanes is similar.

Tying everything together Using operational curves (section 9.1),the
input signal distribution and the correlation noise estimator, the minimal
rate and the expected workload-rate behaviour can be obtained as follows:

1. Estimate the side information PSNR D̂.

2. For every bit level i, estimate the error probability pi
e using D̂ and the

input distribution.

3. Use pi
e and the pre-computed operational curves to determine the min-

imal rate and decoder behaviour.

Clearly, this rate estimator builds on a chain of estimates and assumptions.
Incorporated into the DHVC scheme, using these estimated values do incur
some performance losses, however, the experimental results below show these
to be moderate.

9.3 Doubly hybrid coding scheme

As stated above, the DHVC is a combination of H.264 and BDVC. The two
separate architectures are described in detail in chapters 5 and 6. We give
a description of how these two coders can be tied together to produce the
DHVC.

9.3.1 DHVC architecture

The concepts of the architecture are best explained with reference to the
block diagram in figure 9.3. Noting the similarities to the basic BDVC ar-
chitecture of figure 5.2, this doubly hybrid codec could also be viewed as an
extension of the BDVC alone.
However, while the lower path of the BDVC allowed intra-coding only, the
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Figure 9.3: Doubly hybrid video coder.

lower path in the DHVC is a full-fledged H.264 codec. Different from the
BDVC architecture, the lower part can now also code predictively using mo-
tion search.
Regarding the temporal aspect of the frame sequence, the upper path (Wyner-
Ziv coding) and the lower path (Hybrid coding) are independent. This is
because the BDVC does not use reference frames and the hybrid coder does
not use reconstructed Wyner-Ziv frames as reference, since these reconstruc-
tions are not available at the encoder.

A workload allocation between coder and decoder in the DHVC is achieved
by temporal switching between H.264 and BDVC and also by rate allocation
between BDVC and H.264. This rate allocation keeps the overall bitrate
unchanged but achieves a workload transfer.

Temporal switching Depending on the level of desired encoder complex-
ity, the path switch assigns a frame to be either coded by the hybrid coder
(high complexity) or by the Wyner-Ziv coder (low complexity). Under the
(naive) assumption that predictively coded frames and Wyner-Ziv coded
frames can be compressed with the same bitrate, the path switch varies the
coder complexity without regard for the decoder complexity.
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Rate complexity tradeoff Before explaining the details of this complex-
ity transfer, a simplified version of the reasoning is given:

1. The DHVC operates at rate R1. Increase the Wyner-Ziv bitrate.

2. The Decoding workload drops, the total rate increases to R2.

3. Allow partial predictive coding in the hybrid stage.

4. The total rate decreases to R1, the coder workload increases.

The implementation of this tradeoff is described below.

Associated with each Wyner-Ziv frame V is an operational curve that re-
lates decoding complexity to bitrate. This operational curve depends on the
quality of the side information at the decoder. The complexity control takes
as input the current frame V (t) and the key frames U(t), U(t − 1) that are
used for side information generation at the decoder. Using the estimator
described in section 9.2 a predicted operational curve for the current frame
is obtained.

This operational curve gives the coder the leverage to influence the decoder
complexity. In addition to temporal switching, which provides a coarse de-
crease in coder complexity, increasing the Wyner-Ziv bitrate will decrease the
decoder complexity (refer to figure 9.1). Again, under the assumption that
there is no rate penalty for replacing predictively coded frames by Wyner-Ziv
frames, a decoder complexity decrease will now incur an overall rate increase.

If, ideally, the BDVC and the H.264 compression achieve the same perfor-
mance, then complexity allocation does not incur a rate penalty. Hence,
when the Wyner-Ziv bitrate is increased to reduce the decoder complexity,
the hybrid coder should compress the remaining frames at a correspondingly
lower bitrate to account for the additional rate spent in the upper path.
This rate reduction in the hybrid coder can be achieved in two ways, either
by varying the quantisation parameter, or by allowing inter-frame coding.
Variation of quantisation parameters to lower the bitrate introduces addi-
tional coding artifacts, thereby reducing the reconstruction quality. In terms
of rate-distortion performance, this is as bad as simply increasing the Wyner-
Ziv rate and not compensating with a hybrid rate reduction.
Hence, only the second alternative is sensible. The hybrid coder can com-
press portions of the previously intra-coded stream using predictive methods.
Naturally, this incurs an encoder complexity increase.

Thus, via a rate tradeoff, lowering hybrid rate - increasing WZ rate, we have
a coder-decoder complexity tradeoff. The amounts of complexity increase at
the encoder can be done on a frame level or on a block level or in different
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other ways. For this thesis, the implementation uses the frame as its lower
level of granularity.

9.3.2 Implementation details

The DHVC treats the video signal in groups of pictures (GOPs). This term
is borrowed from hybrid video coding where the GOP size determines the
intra-frame rate. Associated with each GOP is a coding structure. De-
pending on this coding structure, the DHVC effectively chooses an operating
mode. These range from purely hybrid to purely distributed.

In this implementation, the GOP size was set to 8. Let I denote the indepen-
dent intra-coding of an input frame using the hybrid coder. Let B denote
a bi-directionally predictively coded frame using the hybrid coder. P is a
predictively coded frame. W is a Wyner-Ziv coded frame. In the hybrid
case, the GOP structure is (mode 1):

I − B − I − B − I − B − I − B.

This incurs bi-directional motion estimation at the coder for every second
frame and represents the most complex encoding function. For the other
extreme, we have (mode 4):

I − W − I − W − I − W − I − W.

There are two other modes. Mode 2:

I − B − P − W − I − W − P − B.

Mode 3 is:
I − W − P − W − P − W − P − W.

This mode construction and distribution is chosen for this implementation
specifically. However, the simple architecture described above provides the
designer with the flexibility to implement different GOP structures. Also, it
would be possible to implement similar schemes on a block-level, i.e. coding
some slices using Wyner-Ziv coding and replacing some blocks in an intra-
frame by predictively coded blocks is also thinkable. With an increasing
number of modes it can be expected to have decreasing stepsize in terms of
coder-decoder complexity variation.

Complexity Control The complexity control block depicted in figure 9.3
controls two settings. First, the mode setting controls when the frames are
switched. Secondly, the Wyner-Ziv bitrate needs to be adapted.
To ensure that the overall bitrate remains relatively stable, the bitrate re-
duction by allowing predictive coding in the hybrid path is determined:
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• For each GOP, the hybrid frames are coded first.

• The average intra-frame bitrate R(I) and the average inter-frame rate
R(P ) are computed.

• ∆R = R(I)−R(P ) gives the average bitrate reduction for every I frame
that is replaced by a P -Frame.

Each W -frame can now be coded to a higher bitrate:

R(W ) = Rmin
P (W ) + ∆R ∗ NI/NW , (9.4)

where NI is the number of I frames coded as P when compared to mode 1
and NW is the number of W -frames to be coded. Rmin

P (W ) is the minimal
rate required to successfully compress the W frame.

In this specific setup, modes 1 and 4 represent the coarse complexity trade-
off given by path switching. Every B-Frame in predictive coding is simply
replaced by a W -Frame. Mode 2 is a variation of this, where only 50% of
the B-Frames are replaced by W -Frames. In addition to this, for every W -
Frame introduced, an I-Frame is replaced by a P -Frame. The encoder now
has lowered its complexity by 25%. The rate that has freed up allows the
Wyner-Ziv frames to operate at a relatively high rate and lower the complex-
ity accordingly. Considering mode 3, this is more of a variation of mode 4.
With the exception of one, the I-Frames are replaced by P -Frames. Encoder
complexity is about 30% of mode 1, but decoder complexity is again greatly
reduced.

Below, two sets of experiments are documented. To show that DHVC is suit-
able to achieve complexity distribution, perfect rate prediction is assumed.
This means that the estimation method of section 9.2 above always delivers
the correct minimal rate and the correct complexity tradeoff.
Further below, the DHVC with estimated rate prediction is evaluated. Even
though the rate estimation is built on a chain of estimates and assumptions,
the performance loss compared to idealised conditions is moderate.

9.3.3 Experimental results - Perfect rate prediction

This experiment was conducted for the six video sequences introduced in
section 6. The sequences were coded using the DHVC architecture intro-
duced above. For computation of the Wyner-Ziv coding rate, perfect rate
prediction was assumed, i.e. the Wyner-Ziv coder with feedback channel as
presented in section 5.2 was used.
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What was tested for The goal of these coding runs was to verify if the
DHVC is suitable to allocate coder and decoder workload according to the
coding modes. A further desirable property of such a DHVC is to keep
a constant rate-distortion performance regardless of where the bulk of the
complexity is found.
As laid out in section 6.4, the decoder workload is an order of magnitude
higher than coder workload. For this reason, the complexity variations are
given relative to the maximum complexity that could be incurred at either
coder or decoder. For the BDVC, this maximum is attained when the SCSSI
codec reaches a maximum number of decoding iterations in every bitplane
without converging to a result.
For the hybrid coder, the maximum workload was set to full motion search
in every second frame as given by coding mode 1.

For each coding mode, the coder complexity due to motion estimation is
deterministic as explained above. During the coding experiments for the
DHVC not only the required bitrate and the reconstruction quality but also
the decoder workload was recorded.
Figures 9.4 to 9.11 show the experimental results for the Foreman sequence.
For a DHVC, not only the rate-distortion performance is of interest, but also
the workload variation. The three-dimensional plot in 9.4 shows the exper-
imental rate-distortion-complexity curves for the four DHVC coding modes.
For better visibility, figures 9.5, 9.6 and 9.7 show two-dimensional projections
of these curves.

Examining the results of figure 9.5 that shows the rate-distortion performance
of the different modes, we see that the DHVC compression performance varies
between the pure Wyner-Ziv and the pure hybrid compression performance.
The R-D plots for the remaining sequences are shown in appendix A and
confirm this observation. It can be expected that an even more stable R-D
performance can be achieved for all complexity modes if Wyner-Ziv compres-
sion can match the hybrid performance.

The relatively similar R-D performance for the four modes can be contrasted
to the very dramatic variations in decoder workload, that are demonstrated
in the rate-complexity plot of figure 9.6 and the distortion complexity plot of
figure 9.7. The aim of having a relatively stable rate distortion performance
while varying the workload is clearly achieved by switching between coding
modes.
An alternative graphical description of the complexity allocation is given by
the complexity transfer charts in figures 9.8 to 9.11. The coder and decoder
workload is given in relative amounts of the maximally possible workload.
Recall that, as previously pointed out, 100% decoder workload accounts for
10-1000 times more operations than 100% encoder workload.
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Note also, that the total decoder workload depends on the number of de-
coded bit-levels, and therefore on the rate point. This is because the number
of levels in the multilevel SCSSI codec varies with operating point selection.
For the coder workload this is not the case, since the quantisation has no
influence on the number of search operations.
Again, for the other test sequences, the result exhibit the same behaviour.
These plots can be found in appendix A.

The above results show that, for perfect rate prediction, the DHVC codec
achieves workload shift by switching between the coding modes. There is still
variation in the rate-distortion performance for the different coding modes.
This might be reduced when future DVC schemes achieve a better rate-
distortion performance and are then employed in improved DHVC schemes.
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Figure 9.6: Foreman sequence, rate-decoder workload performance
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Figure 9.10: Foreman sequence, rate point 3, relative coder and decoder
workload for the different modes. The actual decoder workload always
exceeds coder workload by a large amount.
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9.3.4 Experimental results - Non-ideal rate prediction

The experiments above, using ideal rate prediction, show that the DHVC
can achieve workload transfer and have a relatively stable rate-distortion
performance. Aside from the rate-distortion performance, operating without
feedback channel is a design requirement for the DHVC.
Since not having access to a feedback channel results in a non-ideal rate es-
timation for the BDVC portion of the DHVC, the impact of this needs to be
examined.

Again, six video sequences were coded using the DHVC in all four coding
modes. For this set of simulations, the rate prediction of section 9.2 was used
instead of assuming the optimal rate allocation.

Figure 9.12 shows the three-dimensional rate-distortion-complexity plot. As
before in the perfect rate prediction case shown in figure 9.4, the decoder
workload varies with the coding modes. The main functionality of the DHVC
is therefore retained.

However, since the rate prediction is now just an estimate, some changes in
the rate-distortion performance were to be expected.
Figure 9.13 depicts the rate distortion performance for coding modes 2 and
3. Also shown in the figure are the curves using the ideal rate prediction, for
an easy comparison. These curves almost overlap. As the plots in appendix
A show, this is the case for the remaining sequences too. Hence, for coding
modes 2 and 3, suboptimal rate estimation does not have a great impact.

For coding mode 4, pure Wyner-Ziv coding however, the results differ strongly
(figure 9.14). The rate prediction causes a drop in compression performance,
for the Foreman sequence, this is up to 2dB PSNR.
Given that the BDVC compression already lags behind the H.264 perfor-
mance, further reductions in efficiency are undesirable. The plots for the
remaining sequences are given in appendix A and show similar behaviour.
As an alternative solution, a modification to the BDVC is proposed below.
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mance
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Figure 9.13: Foreman sequence, R-D performance, modes 2 and 3. The
solid lines show the performance with nonideal rate estimation.
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Figure 9.14: Foreman sequence, R-D performance, mode 4. The solid
lines show the performance with nonideal rate estimation.
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Figure 9.15: Foreman sequence, R-D performance. Nonideal rate esti-
mation for a modified BDVC using four classes. The dotted line shows
the performance for ideal rate estimation.
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Use classification BDVC From the above experiment, there is a perfor-
mance drop in coding mode 4, suggesting that the rate prediction includes
a model error. In section 8.1, it was shown that breaking a single virtual
channel up into subchannels can help modelling the correlation noise more
accurately. Simulations showed this breakup to be beneficial for the com-
pression performance.

In an attempt to capitalise on this fact, a modified DHVC was implemented,
incorporating the classification modification of section 8.1.
The DHVC simulations with non-ideal prediction were rerun for mode 4.
Figure 9.15 shows the results for Foreman, compared to the ideal rate esti-
mation.
Comparing this to figure 9.14, the approach using the classification modifica-
tion gives a performance closer to that of the BDVC with feedback channel.
As before, the results for the remaining sequences are shown in the appendix.

Not using a feedback channel has resulted in some compression performance
penalties for the DHVC in coding mode 4. Non-ideal rate estimation in com-
bination with the classification modification of section 8.1 however, shows
that the performance with feedback can be attained.
It can be concluded that a flexible complexity video codec is feasible even
without perfect rate estimation at the encoder.

However, there remains room for future improvements by reducing decoder
complexity and rate-distortion performance of the DVC portion in this ar-
chitecture.
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9.4 Chapter Summary

In this chapter, a combination of hybrid and distributed video coder was
introduced and named doubly hybrid video coding (DHVC). The DHVC
implements a single codec with different coding modes. Depending on the
choice of coding mode, the compression workload is shared between coder
and decoder.

In order to make the DHVC independent of a feedback channel, a distortion
and rate estimation method was introduced. Also, to facilitate the complex-
ity tradeoff between coder and decoder, the use of operational curves was
proposed.

The simulation results with and without ideal rate estimation show that
the DHVC can achieve its main goal: Compression workload is shifted from
coder to decoder by switching between different coding modes. At the same
time, the variation in rate-distortion performance between the modes remains
moderate.



Chapter 10

Summary and Outlook

This thesis treated the examination and improvement of distributed source
coding and distributed video coding (DVC). In particular, an architecture
based on systematic source coding with side information (SCSSI) was im-
proved.
Being a special case of Slepian-Wolf coding, SCSSI was formally defined in
this thesis. SCSSI makes use of channel coding methods. In this thesis, it
was shown how the bounds on compression rate can be related to bounds on
channel capacity.
Several results from literature were drawn together to show how the bounds
for nonbinary sources can be extended from the binary case.

For binary SCSSI coding, the gap between theoretical bound and practical
performance increases with decreasing side information quality. This increase
is exhibited both in absolute terms (bits/symbol) as well as relative to the
rate bound (in percent of the rate bound).
Also for the binary case, the impact of mismatch for the source or the virtual
channel model at the SCSSI decoder was examined. Although the SCSSI
decoder implements a channel error correction, the compression performance
suffered strongly for a mismatched source model. Just like a source coder
that is not well adapted to the source statistics, an SCSSI decoder is limited
by its accurate modelling of the source probabilities.
The impact of virtual channel mismatch is noticeable in a compression per-
formance drop. However, a channel mismatch incurs a smaller penalty than
a mismatched source.

Starting point for the examinations and extensions of distributed video cod-
ing was the Berlin Distributed Video Codec (BDVC) that implements well-
known architectures from recent literature.
The compression performance of the BDVC for variation of parameters was
closely examined. It was shown that an increase in turbo coder memory
improves the compression performance of the BDVC. Also, experimental re-
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sults show that the total memory of the convolutional codes that make up the
turbo coder to be the most important indicator of compression performance.

With a comparison to hybrid coding in mind, the performance limitations of
turbo-coder based DVC architectures were summarised in this thesis. It was
shown that a lack of motion search at the encoder necessarily means that
DVC cannot match hybrid compression performance.
Further reasons for the performance lag can be attributed to the single-stage
compression that is achieved by channel coding. This makes the application
of entropy codes to the output of the SCSSI stage impossible.
A further drawback of the single-stage compression and decompression is the
difficulty of accurately modelling source and correlation noise statistics for a
single input word. Mismatch in the statistics estimation was shown to incur
performance penalties.

Aside from compression performance, the decoder workload for SCSSI decod-
ing was examined. Turbo decoding complexity was shown to be exponentially
related to coder memory, but only linearly to other parameters such as the
number of iterations or the input length. Comparing the overall workload of
the BDVC decoder to that of motion estimation in a hybrid encoder, exem-
plary calculations showed the BDVC to require between 10 and 1000 times
more operations than hybrid compression.
Specifically for punctured turbo codes, the relation between code rate and
decoding complexity had previously not received much attention. This thesis
gives an empirical analysis of this relation.
In an SCSSI setting, there is a minimal bitrate required for successful decod-
ing. This minimal rate is governed by the theoretical bounds from informa-
tion theory and the compression performance of the chosen turbo code.
With bitrates that surpass the minimal rate, a fast decay in decoder work-
load can be observed. At even higher bitrates, the workload floors at a very
low level.

The BDVC builds on SCSSI. It was proved that the capacity of two com-
pounded channels is lower than their average separate capacities. Since the
rate bound for binary SCSSI depends on the virtual channel capacity, com-
pression gains can be achieved by splitting the correlation channel into sep-
arate subchannels, provided that they can be modelled as subchannels.
Using these insights and results from the SCSSI and BDVC analyses, the
classification extension to the BDVC was formulated and implemented. Two
issues that were identified in the binary SCSSI studies are mitigated by split-
ting the input into different classes and assuming different correlation chan-
nels. The rate penalties that incur from channel misestimation are reduced
and some subchannels operate at lower correlation noise levels, where the
performance gap between theoretical bound and practical implementation is
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lower. Splitting the video signal into different classes and estimating a dif-
ferent virtual noise characteristic for each of these showed bitrate reductions
of up to 60%.

A further extension to the BDVC is presented in this thesis. Spatially lay-
ered DVC generates a spatial prediction for each input, allowing to use a
difference signal as input to the compression.
The quantised difference signal has a lower entropy than the original, hence
lower bounds on compression could be expected. This layered approach led
to a rate reduction overall. However, there were some test sequences, for
which there was no improvement to be observed.

Previous research in DVC had aimed to conceive low-complexity video coders.
This thesis extends this goal and combines hybrid video coding and dis-
tributed video coding to allow flexible workload allocation between encoder
and decoder. This doubly hybrid video codec (DHVC) builds on the complex-
ity analyses for turbo decoding in the basic BDVC. Via the rate-workload
relation that was observed, a step-wise complexity transfer between coder
and decoder was realised.
Experiments for the DHVC show that it achieves its goals. The DHVC ar-
chitecture offers a flexible workload allocation between coder and decoder.

Ideally, the rate distortion performance of the DHVC would remain inde-
pendent of the workload allocation. In practice, with increasing decoder
workload, the DHVC performance drops. Its compression performance is
lower bounded by that of a pure BDVC.
Hence, the most interesting extension for future research is to improve the
DVC portion of the DHVC architecture to compress as good as a hybrid
coder.

Connected to the compression performance of DVC (and, implicitly, SCSSI)
is the decoder complexity of the channel codes. A challenge for future work
would be to find high-performing channel codes that use fewer operations in
their decoding schemes than those portrayed in this work. This would allow
to make a step towards true complexity transfer in a DHVC architecture,
since as it is now, the total workload increases by a large amount for every
use of BDVC instead of hybrid compression.
Equally useful for improving DVC compression performance would be schemes
that allow treatment of very short inputs. This could be leveraged by having
more localised models for correlation noise and source statistics, both neces-
sarily lead to a better compression performance.
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Appendix A

Additional experimental results
for the DHVC

A.1 Perfect rate estimation

The plots in this section are shown to illustrate that the DHVC achieves
a complexity variation by using different modes, while the rate-distortion
performance remains comparatively unchanged.
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Figure A.1: Coastguard sequence, rate-distortion performance
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Figure A.2: Coastguard sequence, rate-decoder workload performance
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Figure A.3: Mobile sequence, rate-distortion performance
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Figure A.4: Mobile sequence, rate-decoder workload performance
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Figure A.5: Mother sequence, rate-distortion performance
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Figure A.6: Mother sequence, rate-decoder workload performance
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Figure A.7: Silent sequence, rate-distortion performance
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Figure A.8: Silent sequence, rate-decoder workload performance
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Figure A.9: Table sequence, rate-distortion performance
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Figure A.10: Table sequence, rate-decoder workload performance
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A.2 Non-ideal rate estimation

These experimental results underline that the rate-distortion performance of
the ideal rate prediction can be achieved when using the modified BDVC
with four classes.
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Figure A.11: Coastguard sequence, R-D performance. Nonideal rate
estimation for a modified BDVC using four classes. The dotted line shows
the performance for ideal rate estimation.
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Figure A.12: Mobile sequence, R-D performance. Nonideal rate estima-
tion for a modified BDVC using four classes. The dotted line shows the
performance for ideal rate estimation.

10 15 20 25 30 35 40
36

37

38

39

40

41

42

43

44

45

46

bitrate/frame [kbit]

av
er

ag
e 

P
S

N
R

 [d
B

]

Doubly hybrid coder: Mother sequence, 100 frames

 

 

mode 4, 4 classes
mode 4 (ideal)

Figure A.13: Mother sequence, R-D performance. Nonideal rate estima-
tion for a modified BDVC using four classes. The dotted line shows the
performance for ideal rate estimation.
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Figure A.14: Silent sequence, R-D performance. Nonideal rate estima-
tion for a modified BDVC using four classes. The dotted line shows the
performance for ideal rate estimation.
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Figure A.15: Table sequence, R-D performance. Nonideal rate estima-
tion for a modified BDVC using four classes. The dotted line shows the
performance for ideal rate estimation.



162 APPENDIX A. ADDITIONAL DHVC RESULTS



Appendix B

Zusammenfassung der Arbeit

Der Schwerpunkt dieser Arbeit liegt auf der Analyse von verteilter Quel-
lencodierung (distributed source coding) und der Analyse und Verbesserung
verteilter Videocodierung (distributed video coding, DVC). Die Verbesserun-
gen beziehen sich auf bereits aus der Literatur bekannte DVC-Systeme, die
auf dem Prinzip der systematischen Quellencodierung mit Seiteninformation
(systematic source coding with side information, SCSSI), beruhen.
SCSSI wird als erstmals in dieser Arbeit definiert und ist ein Sonderfall der
Slepian-Wolf-Codierung, bei der systematische Kanalcodes zur Anwendung
kommen. Da hier Quellencodierung mit Methoden aus der Kanalcodierung
betrieben wird, zeigt diese Dissertation auf, wie die theoretischen Schranken
aus der Quellencodierungstheorie mit den Schranken der Kanalcodierung
verknüpft werden können. Es wird ausserdem gezeigt, wie die Schranken
für mehrwertige Quellen und Kanäle auf die einfachen Schranken für binäre
Quellen und Kanäle zurückgeführt werden können.

Experimente zu dieser Thematik ergeben, dass bei binärer SCSSI-Codierung
der Abstand zwischen unterer Schranke und tatsächlich aufgewendeter Bi-
trate ansteigt, wenn die Qualität der Seiteninformation sinkt. Dieser Anstieg
ist sowohl in absoluten Zahlen (Bits/Symbol) als auch relativ zur Schranke
(in Prozent der minimalen Rate) zu beobachten.
Für den binären Fall wurde ausserdem der Einfluss von Fehlannahmen be-
züglich Quellstatistiken beziehungsweise Kanalmodellen auf den Kompres-
sionsgewinn eines SCSSI-Coders untersucht. Obwohl SCSSI mit Hilfe einer
Kanalcodierung Daten komprimiert, leidet die Kompressionsleistung stark
unter einer schlecht angepassten Quellstatistik. Genau wie ein Entropie-
codierverfahren mit falschen Quellsymbolwahrscheinlichkeiten keine guten
Ergebnisse liefert, wird die Effektivität des SCSSI-Decodierers durch die
Genauigkeit der Quellstatistik limitiert.
Der Einfluss von abweichenden Kanalmodellen zeigt sich auch durch ein Ab-
sinken der Kompressionsleistung. Die Einbussen durch ein fehlangepasste
Kanalstatistik sind jedoch kleiner als bei einer nicht angepassten Quelle.
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Für die Untersuchungen und Erweiterungen zu verteilter Videocodierung
wurde der Berlin Distributed Video Codec implementiert, der auf bekan-
nten Systemen aus der Literatur aufbaut.
Die Kompressionsleistung des BDVC unter Variierung verschiedener Parame-
ter wurde untersucht. Es konnte gezeigt werden, dass ein Anstieg der Turbo-
Coder-Gedächtnislänge die Kompressionsleistung des BDVC verbessert. Ex-
perimente ergeben weiterhin, dass dabei hauptsächlich die Gesamtgedächtnis-
länge des Turbo-Coders ankommt, nicht jedoch wie die Gedächtnistiefe sich
auf die einzelnen Teile des Turbocoders verteilt.

In dieser Arbeit wurde ausserdem zusammengefasst, warum Turbo-Coder-
basierte DVC-Verfahren (wie der BDVC) die Kompressionsleistung hybrider
Videocodierer nicht erreichen können. Unter anderem wurde formell gezeigt,
dass wegen fehlender Bewegungsschätzung am Codierer ein DVC prinzip-
iell niemals gleichwertige Seiteninformationen wie ein hybrider Coder erzeu-
gen kann und deshalb notwendigerweise schlechtere Kompressionsergebnisse
liefert. Weiter Gründe für einen Rückstand sind die einstufige Kompression
mittels Kanalcodes, die den Einsatz von Entropiecodes für SCSSI-codierte
Informationen unmöglich machen.
Darüber hinaus ist es schwierig, die Quell- und Korrelationsstatistiken ausre-
ichend genau zu schätzen, vor allem, wenn der Codereingang aus nur einem
Wort besteht. Es zeigt sich aber, dass falsche Schätzungen zu degradierten
Kompressionsleistungen führen.

Ausser der Kompressionsleistung wurde der Rechenaufwand für SCSSI-De-
codierung untersucht. Es konnte gezeigt werden, dass Turbo-Decodierungs-
komplexität exponentiell mit der Gedächtnislänge verknüpft ist, während an-
dere Parameter, wie die Anzahl von Iterationen oder die Eingangswortlänge,
nur einen linearen Einfluss haben.
Ein Vergleich von BDVC-Decodieraufwand mit dem Rechenaufwand für Be-
wegungsschätzung bei hybrider Codierung ergibt für typische Parameter,
dass BDVC den zehn- bis 1000-fachen Aufwand einer hybriden Kompres-
sion verursacht.
Besonders für punktierte Turbo Codes wurde der Zusammenhang zwischen
Coderate und Decoderaufwand bis dato wenig untersucht. In dieser Disser-
tation wurde eine empirische Analyse dieses Zusammenhangs durchgeführt.
Für eine erfolgreiche Turbo-Decodierung im Rahmen eines SCSSI-Systems
ist eine minimale Rate nötig. Diese minimale Grösse hängt von den informa-
tionstheoretischen Schranken sowie der tatsächlichen Kompressionsleistung
des gewählten Turbo Codes ab.
Wenn Raten wenig oberhalb dieses Minimums verwendet werden, kann ein
sehr schneller Rückgang der Decodierkomplexität beobachtet werden. Bei
noch höheren Raten geht die Komplexität auf ein unteres Plateau zurück.
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Für SCSSI-Codierung (und damit auch für den BDVC) wurde gezeigt, dass
die Kapazität eines aus mehreren Unterkanälen zusammengesetzten Kanals
geringer ist als der Mittelwert der einzelnen Kapazitäten. Weil die untere
Schranke für binäre SCSSI von der Kapazität des virtuellen Kanals abhängt,
kann ein Kompressionsgewinn erzielt werden, wenn der virtuelle Kanal sich
in solche Unterkanäle aufteilen lässt.
Aufgrund dieser Betrachtungen wurde die Klassifizierungserweiterung für den
BDVC formuliert und implementiert.
Zwei Problemstellungen, die für den binären SCSSI identifiziert wurden,
werden durch diese Kanalaufteilung behandelt: Die Ratenerhöhung wegen
fehlangepasstem Kanal wird verkleinert. Darüber hinaus haben manche
der Unterkanäle niedrigere Rauschleistungen, so dass sich die tatsächliche
Kompressionsleistung näher an die theoretische Schranke bewegt. Durch die
Aufteilung des Signals in Unterklassen und durch Annahme unterschiedlicher
virtueller Kanalstatistiken für jede dieser Klassen konnten Ratenreduktionen
von bis zu 60% erzielt werden.

Diese Arbeit stellt auch eine zweite Erweiterung des BDVC vor. Die räumlich
geschichtete verteilte Codierung (spatially layered DVC) erzeugt eine räum-
liche Prädiktion für jedes Eingangssignal, und macht so die Kompression
eines Differenzsignals möglich.
Das quantisierte Differenzsignal hat eine niedrigere Entropie als das Original,
wenn beide als Gedächtnisfrei betrachtet werden, daher konnten niedrigere
Kompressionsschranken erwartet werden. Das geschichtete System führte zu
einer Ratenreduktion im Allgemeinen, es konnte jedoch für eine bestimmte
Testsequenz keine Verbesserung verzeichnet werden.

Bisherige Arbeiten zu DVC hatten die Entwicklung von Videocodierern mit
niedriger Coderkomplexität zum Ziel. Schlussteil dieser Arbeit ist ein Sys-
tem, dass darüber hinausgeht und durch eine Kombination von hybrider und
verteilter Codierung auch eine flexible Aufteilung der Komplexität zwischen
Coder und Decoder ermöglicht.
Dieser so genannte doppelt hybride Videocodierer (DHVC) benutzt unter
anderem die Resultate der empirischen Komplexitätsanalysen für den SC-
SSI, um einen schrittweisen Transfer der Arbeitslast zwischen Codierer und
Decodierer zu implementieren.
Experimente zeigen, dass der DHVC geeignet ist, einen Komplexitätstransfer
vorzunehmen.

Im Idealfall wäre die Kompressionsleistung des DHVC unabängig von der
Lastenteilung zwischen Codierer und Decodierer. Die Praxis zeigt jedoch,
dass mit steigender Decoderlast im DHVC auch die Kompressionsleistung
sinkt. Die Kompressionsleistung eines reinen BDVC bildet dabei eine untere
Schranke für dieses Absinken.
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Daher ist eine der interessantesten Richtungen für zukünftige Verbesserun-
gen, die verteilte Codierung im DHVC zu verbessern.

Desweiteren steht die Kompressionsleistung des BDVC (und damit auch
die des SCSSI) im Zusammenhang mit der Decodierkomplexität der Kanal-
codes. Die Suche nach leistungsfähigen Kanalcodes mit geringerem Decodier-
aufwand als die hier verwendeten ist eine Möglichkeit für zukünftige Er-
weiterungen. Der Einsatz solcher Codes im DHVC würde einen weiteren
Schritt in Richtung echten Komplexitätstransfers bedeuten. Unter Einsatz
der jetzigen Implementierung erhöht sich der Gesamtrechenaufwand stark,
wenn BDVC statt hybrider Codierung zum Einsatz kommt.

Genauso wichtig für die Verbesserung von DVC wäre eine Möglichkeit, auch
kurze Eingangssignale zu verarbeiten. Dadurch wäre es möglich, bessere
Modelle für Korrelationsrauschen und Quellstatistiken zu erhalten. Beides
könnte dann zu einer verbesserten Kompression durch DVC führen.
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