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Abstract

To analyse a musical piece is - to some extent - a small research project on its own
right. Computer aided methods can be very helpful for gathering analytical information about
particular description levels of music like melody, harmony, counterpoint, rhythm / meter,
form, etc.

Whenever mathematical models are proposed for a family of music-theoretical structures
or processes, it is interesting, on the one hand, for the theorist to test these models in computer
aided experiments. On the other hand, the analyst compares the automatically generated
information by such models with her / his concrete observations about the piece in question.

The paradigmatic model proposed in this thesis for the identification of prominent melodic
segments aims at contributing to the discourse between the theory and the analysis from a
melodic point of view in a practical way.

In the so-called similarity neighbourhood model, melodic segments have been defined as
consisting of consecutive notes only. A translation invariant representation mechanism based
on the interval differences between the consecutive notes have been adapted. To account for
contour similarities only, rhythmic features of the melodic segments have been ignored.

The similarity neighbourhood model detects the repetition of the melodic segments
by following the similarity by proximity principle. The correlation coefficient has been
incorporated for calculating the proximity between equal length melodic segments only. The
correlation coefficient as a proximity measure accounts for the translations, inversions, small
interval changes of the melodies as well as the rhythmic variations without being able to
distinguish them, because the rhythmic features of the melodies are ignored.

Repetitions of the same melodic segment influences the melodic structure of the given
piece in a significant way. The similarity neighbourhood model evaluates the significance
of a melodic segment depending on the number of paradigmatic repetitions of the melodic
segment normalised by the length. This principle identifies longer melodic segments more
significant than the short ones.

Considering the consecutive notes only and calculating the proximity relations between
equal length melodies reduced the melodic domain to be searched, and enabled the melodic
analysis of a complete musical piece.

Furthermore, the proximity relations between equal length melodies have been used
within the model to reconstruct the similarities as well as the sub- and super-segment relations
between different length melodies. The collection of the sub-segments constitute the whole
content of a melodic segment. Similarly, a sub-segment is present in different super-segments.
These two perspectives to the sub- and super-segment relations indicate the contribution of
a melodic material into the melodic development of the given piece.

In the similarity neighbourhood model, the melodic structure of a given piece has been
considered to be the collection of the proximity relations between equal length melodies
supported by the sub- and super-segment relationships. These relationships have been com-
piled in a so-called prominence profile for the given piece, indicating the distribution of the
significant melodies in different lengths throughout the given piece.

This approach was tested mainly on the Two-Voice Inventions of J. S. Bach. However,
in order to evaluate the generalisibility of the model, a modern piece called Keren of Iannis
Xenakis was also analysed. The tests on the Two Part Inventions revealed the consistency
of the results obtained by this approach with the results of the traditional music theory. The
results of Keren indicate a legitimate segmentation of the piece in music-theoretical terms.

The aim of this research has not been to develop a topological model to explain the
melodic features of a given piece. However, the terminology used within the model is inspired
by topology. A theoretical investigation of the analysis results of the similarity neighbourhood
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model shows the music-theoretical references of the topological features of the model.
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Zusammenfassung

Das Analysieren eines Musikstücks ist ein kleines Forschungsprojekt für sich. Computer-
gestützte Methoden können beim Sammeln der Informationen für die Analyse sehr hilfreich
sein, bezüglich der Beschreibungsebenen wie Melodie, Harmonie, Rhythmus, Form, usw.

Für den Theoretiker ist es interessant die computer-gestützten Methoden zu testen, wenn
unkonventionelle sowie mathematische Modelle vorgeschlagen werden, um musik-theoretische
Strukturen und / oder Prozesse zu simulieren bzw. zu repräsentieren. Für den Analyst ist
es ebenfalls interessant die per Hand erzielten Analyseergebnisse mit denen von computer-
gestützten Methoden zu vergleichen.

Das in dieser Dissertation präsentierte paradigmatische Modell, welches die prominenten
Melodien in einem vorgegebenen Musikstück identifiziert, leistet einen praktischen Beitrag
zu dem Diskurs zwischen der Theorie und Analyse von einer melodischen Perspektive.

In dieser Studie werden Melodien als aufeinanderfolgende Töne definiert. Eine translation-
invariante Repräsentation wurde angepasst, die auf den Intervalähnlichkeiten beruht. Da die
rhythmischen Aspekte ignoriert werden, untersucht das Model nur die Kontourähnlich-
keiten der Melodien.

Das so-genannte “similarity neighbourhood” Modell befolgt das “Ähnlichkeit über Nach-
barschaft” Prinzip, um die Wiederholungen ähnlicher Melodien zu detektieren. Der Korrela-
tionskoeffizient wurde eingesetzt, um die Ähnlichkeit nur zwischen den gleichlangen Melo-
dien zu messen. Der Korrelationskoeffizient als ein Ähnlichkeitsmaß kann die Translationen,
die Umkehrung und kleine Intervaldifferenzen, sowie die rhythmischen Ähnlichkeiten messen,
ohne die rhythmischen Ähnlichkeiten von den Anderen unterscheiden zu können.

Die Wiederholungen einer Melodie prägen die melodische Struktur eines Musikstücks
auf eine signifikante Weise. Das “similarity neighbourhood” Modell wertet die Signifikanz
einer Melodie nach der Anzahl der paradigmatischen Wiederholungen der Melodie und nach
der Länge der Melodie aus, so dass längere Melodien signifikanter identifiziert werden als
kürzere Melodien.

Der zu untersuchende melodische Bereich des Modells ist kleiner, indem das Modell nur
die aufeinanderfolgenden Töne als Melodien betrachtet und ausschließlich die Ähnlichkeiten
zwischen den gleichlangen Melodien ausrechnet. Deswegen ist die melodische Analyse eines
vollständigen Musikstücks möglich.

Die Ähnlichkeitsrelationen zwischen gleichlangen Melodien wurden benutzt, um die
Enthaltensein-Relationen zwischen unterschiedlich langen Melodien zu rekonstruieren. Der
Kontent einer Melodie wird definiert als die Sammlung ihrer Sub-Melodien. Auf die gleiche
Weise ist eine Sub-Melodie in ihren Super-Melodien präsent. Diese beiden Perspektiven
auf die Enthaltensein-Relationen erklären den Beitrag eines melodischen Materials zu einem
augewählten Musikstück.

In dem “similarity neighbourhood” Modell ist die melodische Struktur eines Musikstücks
definiert als die komplette Sammlung der Ähnlichkeits-Relationen der gleichlangen Melodien
unterstützt von den Enthaltensein-Relationen zwischen den unterschiedlich langen Melodien.
Diese Relationen werden in einer so-genannten “prominence profile” kompiliert, um die
Verteilung der signifikanten Melodien über die Länge in einer zusammengefassten Form
darstellen zu können.

Dieser Ansatz wurde auf die zwei-stimmmigen Inventionen von Johann Sebastian Bach
angewandt. Um die Verallgemeinbarkeit der Methode zu testen, wurde das moderne Stück
Keren von Iannis Xenakis ebenfalls analysiert. Die Analyseergebnisse von den zwei-stimmigen
Inventionen weisen darauf hin, dass die automatisch erzielten Analyseergebnisse mit den
klassischen musiktheoretischen Analyseergebnissen übereinstimmen. Die Analyseergebnisse
von Keren weisen auf eine legitime Segmentierung bezüglich der Musiktheorie hin.
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Diese Studie beabsichtigt eine neue Analysemethode zu entwickeln, die auf Ähnlichkeiten
der Melodien beruht ohne topologische Strukturen einzusetzen. Die Terminologie, die in dem
Modell genutzt wurde, ist jedoch topologisch geprägt. Die topologischen Untersuchungen der
Analyseergebnisse des “similarity neighbourhood” Modells haben die musik-theoretischen
Zusammenhänge dieser Strukturen enthüllt.
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I. INTRODUCTION: COMPUTERS AND
MUSIC

In the recent decades, a tendency emerged to study music in a scientific way. From
a musicological point of view, there is a reorganisation in music research, where music
has been started to be considered as a process of composing, analysing, performing and
listening. Hence, in these research studies, music as an acoustical phenomenon play a
central role [33].

After ignoring the research studies considering the spectral properties of music,
computer aided music research can be divided into three main branches. These branches
can be named as “Music Composition”, “Music Cognition” and “Music Analysis”.

Music composition tries to model human behaviour, while human beings are com-
posing music. This can be considered as an interdisciplinary research area. On the one
hand, researchers try to find answers to questions concerning the act of composing. This
act can be investigated from different viewpoints. Musicology investigates musical eras,
compositional styles and their effects directly on music, on musicians and on listeners.
Psychologists and neurologists model the psychological and / or neurological behaviour
of the composers. On the other hand, this field is a research on aesthetic decision making
on how to choose the correct melodic, harmonic, and rhythmic passages to compose
music. Even-though there are several correct answers to a compositional problem, some
of them sound better than the others. How composers make these decisions would be
an interesting research question, considering all these disciplines mentioned in this
paragraph such as psychology, neurology, musicology, computer science etc. One final
and very technical viewpoint to music composition is the algorithmic composition,
where researchers try to extract compositional rules, and re-apply them to imitate the
compositional styles.

Music cognition, on the other hand, tries to model human behaviour, while human
beings are performing and / or listening to music. This research can be considered as an
interdisciplinary field as well. It is a well-known fact that written music and performed
music do not match perfectly. The articulation of music differs from artist to artist.
Depending on the articulation of the artist, but affected also by other factors, human
beings perceive the same performance differently. Music cognition deals with questions
like what these factors are, which affect the perception of music directly and / or
indirectly. However it is not only performance and perception of the performance, what
the music cognition deals with. The composition side of music is also a field of interest
of music cognition. Especially the auditory imagination of composers is a debated topic
in cognition and neurology. Recent findings showed that imagination takes place in the
brain, where the perception takes place as well [41]. Neurological and psycho-acoustics
research on musical memory also contributes to the cognitive research on composition.
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The third branch, which combines these two research fields is the analysis of music.
Analysis makes use of not only the progress made in the field of music composition,
but also in the field of music cognition to understand how music emerges, not only
acoustically but merely, systematically and phenomenologically. From the composi-
tional point of view, analysis of music reveals the technical and stylistic details of a
composition, which in turn can be used to compose new musical pieces. Considering the
fact that compositional styles or set of rules are nothing but just some common usages,
a comparative study about the composers of the same era can easily reveal valuable
facts about the stylistic commonalities of this era. These findings can in turn be used
for composing new musical pieces in the same style. In the composition departments of
music schools, this approach has been widely used to teach students how to compose.
The students learn how to analyse music in order to be able to compose music. From
the cognition point of view, analysis of a musical piece figures out how composers
composed music, which has been perceived as pleasant by the listeners. Artists make
use of both of these viewpoints to structure their interpretation. They analyse a musical
piece to understand its compositional details, which are supposed to lead them to the
cognitive details of the same piece, so that they can construct their interpretation to
convey these details to the listeners in the best way.

The aim of the present study is to understand a given musical piece from both of
these viewpoints, namely from the compositional and cognitive viewpoints, by analysing
it melodically. Melody is one of the basic elements of music. Even untrained listeners
can repeat a well-known melody without making mistakes. However they certainly have
problems in understanding the underlying harmony.

This study combines traditional analysis methods with computer aided and mathe-
matical methods. Traditional analysis methods, which are used for several centuries are
combined with the semiotical and mathematical methods developed in the twentieth and
twenty-first centuries by using computers.

In the following, some preliminary studies about the music composition and cognition
are summarised briefly. The section following these two sections is dedicated to the
analysis of music. In the analysis section, traditional and modern analysis methods are
mentioned.

I.1. COMPOSITION

Since the development of computers, various attempts have been made to analyse
and compose music algorithmically. Algorithmic music composition is one of the most
popular areas of computer aided music research. Various artificial intelligence methods
have been used to produce music algorithmically.

In his long years of experimentation with algorithmic composition, Cope [21] devel-
oped a rule-based expert system that uses methods of statistical inference to compose
two voice melodies in different styles. After recognising that music produced with this
method is quite uninteresting, he revised his ideas. In his new approach [22] [23],
he considered musical pieces as a set of instructions based on recombination. In an
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oversimplified explanation, he divided a particular musical piece into tiny parts, and
recombined them in a logical manner using the instructions obtained from the piece.

Todd [69] developed a machine learning system to produce one-voice melodies. This
work is among the various attempts making use of machine learning methods that
successfully produces music. It suffers, however, from repetition of the same group of
notes. Mozer [57] used a connectionist approach to compose one-voice melodies. He
started with the ideas of Todd and enhanced them to create a better system. He used
a novel method to represent pitch and duration. Both systems developed by Todd and
Mozer can produce one-voice melodies only. Hild [31] and Hörnel [34] designed a
connectionist system similar to the work of Todd to re-harmonise Bach chorales. In this
system, an artificial neural network was developed to determine the harmonic functions.
Some generic algorithms were used to compose the accompanying melodies depending
on the determined harmonic functions. Another work accomplished by Widmer [71]
introduced a system producing first species counterpoint [29] pieces. He used a database
approach in this work. Because stylistic concerns were not embedded into the system,
it did not produce expected melodies.

Adiloglu and Alpaslan [1] [2] concentrated on the representation of pitch and duration
using feed-forward neural networks as the knowledge representation method. From this
viewpoint, this study aims to enhance the work introduced by Mozer by making use of
an efficient representation of pitch and duration to produce polyphonic pieces.

I.2. COGNITION

Music cognition is an interdisciplinary research field to understand music as a mental
process, where perception, comprehension, memory, attention are several aspects, which
are considered separately and / or together to figure out how the mind senses music.
Topics in this field include perception of grouping structures like motives, melodies,
phrases, perception of rhythms and meter, musical similarity and expectation, musical
performance, etc.

In research fields related to perception, observing and collecting data is extremely
important, so it is in music cognition. Formalisation of the collected data, which has
been obtained by performing these empirical studies is as important as collecting the
data. The conclusions drawn from these formalisms tend to consider the music theory
as their central point and either derive alternative methods to the traditional music
theory or try to validate their results by using music theory. Theories making use of
the formalisation paradigm are generally computational models. These models are well
defined in a given scope, are testable, hence they can be validated by testing on several
different corpora. Even applying them on a corpus, which has not been aimed at during
the development of the model can yield interesting results or raise interesting questions.
The generative theory of tonal music by Lehrdahl and Jackendoff [45] is a well known
example of such models.

The development of empirical and computational models is the new trend in the
whole cognitive research field. In the music cognition sub-domain, researchers like
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Krumhansl [42] worked on perception of tonal centres. In her studies, Krumhansl found
out that in a tonal context, the most stable pitch is the tonic, followed by other pitches
of the tonic triad, followed by the remaining scale tones, followed by the non-scale
tones. This four-level response pattern is called by Krumhansl the ”tonal hierarchy“. In
case of consecutive pairs of different pitches, human beings are more likely to perceive
them as being closely related, if both pitches are rated highly in the tonal hierarchy.
On the other hand, the perceptual distance is closer between two consecutive pitches,
when the second pitch is more stable in the tonal hierarchy than the first one. Hence,
the distances between the consecutive pitches are asymmetric. Huron [35] discusses in
his review of the book of Krumhansl, whether these pitch transitions have been more
commonly used in typical melodies. In his experiments, he found out that there is no
significant difference between the pitch relatedness values of a given melody and its
retrograde.

While Krumhansl has worked on pitches and keys, Parncutt [63] has tried to explain
the western harmony using psycho-acoustical principles. From an historical viewpoint,
his attempt is a modern interpretation of Rameau’s theory of harmony derived from a
single tone. In this respect, Parncutt derives his model based on the perception of a single
tone. Departing from the fact that both tone and chord are vertical sounds, he defines
a perceptual relationship between tone and chord. In his model, Parncutt defines static
properties of sounds like tonalness, multiplicity and salience. Tonalness is the degree of
the sensation of a single tone, which a sound evokes. Multiplicity defines the number
of evident tones in a sound. Lastly, salience is the perceptual noticeability of a pitch in
a sound. The saliency values can be summed up for each chromatic category in a scale
to find the fundamental of a given chord in a psycho-acoustical way. Parcutt defines
also dynamic values to explain the successive chords or chord progressions based on
the pitch commonality. Finally, he can define the overall consonance of a given chord
progression. Building up the model in this way, he introduced a conceptual language
to explore musical harmony.

I.3. ANALYSIS

Listening to music is a complex phenomenon. Through the long evolution history,
animals have evolved to hear and communicate through sounds. However human beings
happen to be the only species in the world, who can perceive music, because the human
brain can process complex patterns of sounds [41]. Starting with the smallest pattern,
we can analyse pattern by pattern, until we reach a complete symphony. On the one
hand, consecutive tones constitute a part of a melody, which in turn constitute a melody.
Melodies come together to construct phrases, which the passages are comprised of. In
the vertical direction, on the other hand, two simultaneous tones produce intervals.
At least three simultaneous tones build chords, which in turn makes three simultaneous
intervals. Finally consecutive chords are considered as harmonic progressions. In a third
dimension, different length of tones and beats are perceived as different rhythms. Even
loudness has different meanings, which are important, in order to articulate a given
musical piece in a correct way. Hence, music is a complex phenomenon, which is a
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combination of all these dimensions, which are processed in human brain accordingly.
Each of these dimensions is a complex phenomenon on its own way.

Considering each of these phenomena, in order to produce and understand music,
several techniques have been developed throughout the history. In this thesis, I will
not consider the production of music, but concentrate myself mainly on analysis of
music. In fact, being able to analyse music contributes in turn to be able to produce
(compose) music. Therefore, the ability to analyse a given musical piece is one of the
basic specialities, which a human being should possess to be able to compose music.

Analysis of a musical piece is composed of several analysis steps, which cannot
be considered independent of each other. In order to perform a complete analysis of a
given piece, the given piece should be analysed from a melodic, harmonic and rhythmic
viewpoints. Considering the places, where melodies appear, the relative positions and
the order of them, the form of the piece should be determined as well.

Through the centuries, parallel to the technological and cultural development, music
has evolved as well. Not only different genres emerged, but certain musical genres
also changed. These changes appeared sometimes as improvements of the composition
techniques, but also sometimes as reaction to the previous era. As an example of the
latter phenomenon, the fourths were considered to be dissonant in the early music.
However, starting with the renaissance, the same interval was considered to be consonant
at once.

All these aspects should be considered during the analysis process. A certain analysis
procedure is, because of these facts, not applicable to all different types of music.
Therefore, analysis methods have also been improved throughout the history. Not only
being able to understand the development of the music, but also being able to improve
the process of analysis so that a given piece can be analysed in a more comfortable and
in turn fast manner.

In the following sections, I will introduce different analysis methods briefly, which
have influenced this thesis in a certain way.

1. Traditional Analysis Methods

Music theory is a well established discipline which provides several techniques to
analyse a piece of music completely. A piece of music is analysed - usually by hand
and using expert knowledge - by extracting and integrating information about melody,
harmony, rhythm, meter and form. The analysis of a given piece is generally viewed as
an inseparable process, which must link different elements and levels of description.

1) Melodic Analysis: In the literature of music, two terms motive and melody are used
interchangeably. A motive is generally defined as the smallest musical unit, which has
an individual expressive meaning [65] [25]. It is the germinal unit in a given music piece
with an individual character, which constructs the melodies of the given piece. However,
melodies can also appear without containing a germinal motive in the given piece.
A motive is considered in some definitions as a rhythmic unit without regarding the
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intervallic relations between the consecutive notes [64]. In order to avoid the conflicts,
I will use the term melody in the rest of the dissertation for two reasons: On the one
hand, this dissertation entails a research on melodies as combination of motives. On the
other hand, I ignore the rhythmic features of notes and in turn melodies.

Melodic sequences are localised musical structures, which on the one hand inherit
their significance from the organisation of the whole piece and which, on the other hand
contribute to the constitution of the piece by their repetitions and variations. Melodic
analysis interacts with other analytical aspects such as the manifestation of harmonic
progression in the voice leading.

From the amateur listeners point of view, melody is the very first recognisable and
easy to remember element. Neurological findings tell us that the auditory cortex on
the right hemisphere of our brain is responsible for the melodic sequences, when the
amateur listeners are concerned. However, for the more experienced listeners, the left
hemisphere takes over this responsibility [41]. An amateur listener recognises a melody
as a whole, without paying attention to the harmonic structure of it or considering the
smaller components of a melody. However a professional musician listens to music in
a different way. A professional musician makes a comparative analysis of a melody,
which he / she just listened to from different view points so that he / she extracts the
harmonic and rhythmic structure of the melody at once. But in any case, melodies are
tone sequences, where the consequent relations of individual tones play an important
role. The consequent tones are perceived separately in the brain, but combined together
in a certain melody. However, this does not happen always. The neuroscientists, psycho-
acousticians, musicologists, but especially the composers have dealt with the problem
for centuries, about what makes a tone sequence a melody.

In different parts of the world, music is based on different tone scales. In the western
music, after a long development period, the major and minor scales were established. A
major or a minor scale is comprised of eight tones according to a certain interval pattern,
where the eighth tone is the repetition of the first. In the equi-tempered intonation,
with the accidental tones, it makes twelve tones in total, which makes chromatic scale
complete. In other intonation systems like the well-tempered, middle tone or others,
a flattened note does not correspond to the sharpened note, one position below the
flattened note in the tone scale. However these differences have not frequently been
used in the compositions. Especially in the early periods of music, before micro-tonal
music emerged, a suitable intonation system has been chosen to tune the instruments,
where these differences cannot affect the performance of the piece badly. However, in
different cultures, different tone scales are used for making music. A popular example is
the Gamelan music, which is based on a pentatonic (five tones) tone scale [50]. Another
example is the Turkish music. The Turkish music is based on a large number of different
twelve tone scales, where the micro-tonal intervals are also important [61] [62]. The
number of these examples can increase easily.

Assigning individual tones to a single melody is not an inherited feature. People
rather get used to certain tone sequences, based on certain tone scales during their life.
Therefore, listening to music, which is based on a different tone scale sounds mostly
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disturbing. However, there is one common feature for all these different traditions,
when the melody is concerned, namely the contour of a melody. No matter, which tone
sequence a melody is based on, listeners recognise the contour of a melody at first place.
There is even no difference between a professional musician and an amateur listener in
recognising the contour of a melody [41].

Despite all this information, even the contour does not answer the question, what
makes a tone sequence a melody. Based on different research disciplines, there is a
common answer to this question, which does not depend on different music traditions:
The tones of a melody are mostly comprised of neighbouring tones of a tone scale.
Short jumps are used rarely. Long jumps should be used very carefully, because they
are generally perceived as the end of a melody. The rests also make difficult to follow
up a melodic contour. Therefore they are perceived as the end of a melody as well.
However, in order not to be monotone, too many repetitions of the same tone should be
avoided. The highest and the lowest tones of a melody should appear preferably only
once [41]. Rhythmic changes should mainly appear in upbeats.

In a western composition, some additional commonalities exist, which the traditional
harmonic and formal structures introduce. Especially the tone scale, the consonant and
dissonant intervals, harmonic resolutions and the form affect the melodic progress as
well as melodic progressions affect these in return. Therefore, analysis of a given
musical piece is an interchanging process, which should consider all these aspects of a
composition. Therefore, in the following two sections, I will introduce the formal and
harmonic analysis of a given music piece from a melodic point of view.

2) Harmonic Analysis: The harmony is generally considered as the vertical relation-
ship of the notes, which sound simultaneously [51] [52]. In the history of music, it
has been a continuous process in time in which the harmony and the harmonic rules
have emerged. In the very beginning of the polyphony, melodies were song parallel
to each other starting with an interval, generally of a third. As time passed, the art of
parallel singing was varied, and harmonic rules started to emerge, in order to rule how
to apply these variations into these parallel voices. However, these rules have never
been dictated by certain experts in a certain period, but they have always been common
usages in the compositions. Therefore there were exceptions to these common usages.
Comparing these common usages in different periods, it is easy to find contradicting
rules. Therefore, when a music piece is going to be analysed, the period in which the
piece was composed should be considered.

In the historical development of the polyphony, firstly, the horizontal relationships
of notes were considered to be important without ignoring the vertical relationships
of notes. This compositional style is called the counterpoint, which can be interpreted
as note-against-note composition [40]. In the counterpoint composition, the horizontal
development of music is important, where each horizontal line, each voice or part, is an
individual value for the composition, and all these single parts together constitute the
whole composition. The relationships of the notes within the same part and also between
the parts were categorised as consonant, pleasant intervals, and dissonant, displeasing
intervals. Hence, the counterpoint composition was about how to introduce dissonant
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intervals, and how to resolve them into consonant intervals. In general, dissonant in-
tervals bring local stress points into the composition, which should be resolved into
pleasant intervals, which in turn remove these stress points and create a kind of relief.
Several variation techniques were developed in this compositional style, in order to vary
melodies. Especially, the melodic variations, which will be explained in detail in the
following sections like inversion, augmentation, diminution and retrograde are widely
applied techniques in the counterpoint composition.

During the centuries, the vertical relationships between the notes became more and
more important compared to the horizontal relationships. The composers considered
the vertical progress of the composition as well as the horizontal development. So,
the chords and the chord progressions became important. After the establishment of
the tonal system, the modulations between the tonalities became the state of art for
composition. The composers found ways to move from one tonality to another, and how
to settle the new tonality, namely via cadences. However, the horizontal development
of the music was not left immediately. Especially J. S. Bach was one of the masters of
a composition technique called harmonic counterpoint, where both the horizontal and
vertical progression of the music was equally important. However, as the time passed,
vertical development of a musical piece became more important than the melodic lines
within a musical piece.

From a cognitive view point, vertical relationships within a musical piece are more
difficult to perceive or to understand than the melodic relationships [41]. Therefore,
it is quite difficult to follow the harmonies within a musical piece, although even the
beginners can follow melodies. But from a music theoretical viewpoint, melodies and
harmonies affect each other during the development of a musical piece, so that the
melodies and the harmonies are adapted to each other. In other words, one is changed
according to the other within the whole piece. Therefore, when performing a melodic
analysis, harmonic analysis is required, in order to be able to explain why a melody
has been varied from the original appearance during the piece.

3) Formal Analysis: Melodies and harmonies are local structures within a musical
piece. However, the form of a musical piece is a global structure, which brings a certain
order into the piece. On the one hand, the melodies and the harmonies find their places
in this global structure. On the other hand, these local structures gathered together define
the global form of a piece. Hence, as it has been the case between melody and harmony,
there is a mutual interaction between melody, harmony and form.

In general the form of a musical piece has three characteristics, the tone material,
the gestalt principles, and the ideas [51]. The tone material of the form is the physical
material, which a composer uses to generate his / her composition. The tone material is
mostly restricted by the planned composition. When a composer is composing a choral,
the highest and lowest notes, which human beings can sing restricts the composer. This
material restriction directly affects the melodic and harmonic progression of the musical
piece. On the other hand, the duration of the tones, the loudness and the tone colour
are parts of the tone material of a musical piece as well. However, these are secondarily
important in the harmonic analysis of a musical piece. Even-though duration of the notes
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is important in the melodic analysis, the other two can be considered to be secondarily
important for the melodic analysis as well. They rather affect the performance and in
turn the perception of the musical piece more directly.

The gestalt principles of a musical piece are mainly aesthetics-related, in order to
balance the contrasts with the repetitions within a musical piece. Partitioning of a
musical composition is of an importance for the perception of the piece [51]. The
human memory needs a skeleton of a musical piece, in order to understand the piece in
a better way. Hence, the form of a musical piece is an abstraction of the model of the
piece, which tries to explain the structural connections between the parts of a musical
piece. Even-though a form of a musical piece is an abstracted model, it is individual
for each single musical piece. Therefore a formal analysis of a given musical piece is
required to understand these connections in a better way.

Within the gestalt of a given piece, creative ideas make a musical piece individual.
Without violating the formal structure of a given piece, these ideas help to develop single
partitions of the form, and define the connections between them. From this viewpoint,
these ideas generate the melodies and harmonies, and in turn the content and the borders
of the formal elements of a composition. Hence, by forming the partitions and in turn
the whole piece through these creative ideas , the mutual relationship between melody,
harmony and form shows itself in a very clear way. Therefore, the analysis process of
a given musical piece is an inseparable process of the melodic, harmonic and formal
analysis.

2. Alternative Analysis Methods

1) Music Semiotics: An alternative approach to standard music theory was proposed
under the discipline “semiotics of music” [56]. In this approach, attempts were made to
reduce the subjective elements of music analysis and to disentangle the analysis process.

Semioticians distinguish between paradigmatic and syntagmatic aspects of a complex
sign, such as a text or a piece of music. Under the paradigmatic view, the elements of a
piece and the role they play are defined by considering their individual properties and by
relationships based on transformation and similarity (or dissimilarity). The syntagmatic
view then covers information extracted from the (spatial) context within which the
elements appear, and how they sequentially (or spatially) relate to each other. Under
the semiotic approach, the paradigmatic analysis of a piece ideally leads to the definition
of musical elements (or at least promising candidates) followed by a segmentation (or
a more general syntagmatic structure) of the piece on which the advanced syntagmatic
analysis can be based. These methods can be applied universally to all music styles,
where the formal or paradigmatic repetition of small and large units plays an important
role. However, this is not to say that these conditions are universal to any musical style.

The approaches of Nicolas Ruwet [67] and Jean-Jacques Nattiez [59] depart from
paradigmatic criteria, in order to obtain suitable segmentations of a given piece.

Ruwet [67] proposed an algorithmic strategy to identify paradigmatic units in a given
piece. In this approach, attempts were made to reduce the subjective elements of music
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analysis and to disentangle the analysis process. Nattiez [59] refined this semiotic
approach and characterised it as a type of analysis on the neutral level, aside from
poietic and aesthetic aspects. The present approach strongly resonates with Ruwet‘s
original proposal in the sense that our proposed paradigmatic methods are a prerequisite
to further work to be done on the syntagmatic domain.

Ruwet: A Machine to Discover Paradigms: The melodic structure of a given
musical piece is a hierarchical organisation in the sense that larger structures are divided
into smaller structures even in simple musical pieces. Therefore, as a result of a music
theoretic analysis [65], a musical piece is divided into parts on different levels. In
general, a musical piece can be divided into periods, which in turn into phrases, etc.

Ruwet [67] claims that it is uncertain, whether the concepts like period, phrase are
universal or specific for particular pieces, and change their meaning from piece to piece
slightly. More important than that, he claims that no one tries to answer the question,
which criteria are the crucial ones to perform this kind of a segmentation:

“What are the criteria which, in such and such a case, have presided over
the segmentation?”

His answer to the question above is repetition. In his model “a machine for discover-
ing paradigms”, Ruwet uses the repetition as his main principal of division. Repetition
indicates the significance of melodic segments, which appear at different places within
a given musical piece. Therefore, in his model, he analyses the repeated passages to
segment a given piece. While doing this, he mainly uses three basic rules:

• The longest passages that are repeated fully are identified.
• Passages that are not the same at first sight may be transformations of each other.
• If pitch and rhythm are separated, we may obtain similar contours with different

rhythms or similar rhythms with different contours.

He applies these rules as a quite flexible algorithm to the musical pieces to find the
significant segments of them. In his analyses, he considers only the pitch and duration
identity, the other attributes of musical notes are ignored. As also implied by the third
rule, he separates these two attributes to make a deeper analysis if necessary.

Nattiez: Extensions to Ruwet’s Model: Another semiotician, Nattiez [59] improved
the model introduced by Ruwet, and called the improved version “neutral level” [56].
The neutral level is the analysis of music without considering the poietic and aesthetic
matters. In other words, what the composer means and what the listener perceives are
unimportant on the neutral level, only what in the score is given is considered. Both of
these approaches are intuitive approaches. In other words, they are not implemented as
computer programs but performed by hand. Nattiez further claims that it is impossible
to implement the neutral level as a computer program.

2) Music Information Retrieval: Especially paradigmatic aspects have been investi-
gated by using some computer aided information retrieval methods. Different approaches
can be categorised in two main groups.

In the first group, researchers develop methods to identify similarities between musical
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objects like melodies, rhythm, etc. These approaches do not aim at investigating musical
pieces. In the second group, researches aim at analysing entire pieces form a certain
level of description like melody. Lemström and Ukkonen [46] defined a translation-
invariant edit distance, which can automatically recognise the translations of melodies
without using an interval based encoding. They embedded interval encoding into the
cost function of the distance measure. The cost function is also able to consider the
context containing the melodies, while the similarities are calculated. However, they did
not define a global framework to extract the melodic structure of a given piece from
a music-theoretical point of view, but rather, given a melody, searched places within a
huge melody-database, where the given melody appears.

The second group of approaches considers music pieces entirely, which contain
melodies as sub-segments of this ambient space. Lartillot [43] [44] defined a musical
pattern discovery system motivated by human listening strategies. Pitch intervals are
used together with duration ratios to recognise identical [44] or similar [43] note pairs,
which in turn are combined to construct similar patterns. The selection of patterns is
guided by paradigmatic aspects, and overlaps of segments are allowed. Cambouropou-
los [16], on the other hand, proposed methods to divide given musical pieces into
mostly non-overlapping segments. A prominence value is calculated for each melody
based on the number of exact occurrences of non-overlapping melodies. Prominence
values of melodies are used for determining the boundaries of the segments [17]. He
also developed methods to recognise variations [16] of filling and thinning (through
note insertion and deletion) into the original melody. Cambouropoulos and Widmer [18]
proposed methods to construct melodic clusters depending on the melodic and rhythmic
features of the given segments. Basically, similarities of these features up to a particular
threshold are used to determine the clusters. High computational costs of this method
make applications to long pieces difficult.

3) Mathematical Music Theory: Mazzola [48] [49] and Buteau [14] [15] proposed
a general theoretical framework for the paradigmatic analysis of the melodic structure,
which is driven by the idea that a paradigmatic approach, where relevant melodic
elements can be identified in terms of the richness of paradigmatic relations among
each other can be formulated in terms of topology. They consider not only consecutive
tone sequences, but allow any subset of the ambient melody to carry a melodic shape
(such as rigid shape, diastematic shape, etc.). Paradigmatic relations are composed of
two kinds, namely symmetry transformations, which map one shape to another and a
pseudo-metric, which measures the similarity of melodic shapes. The approaches of
Mazzola and Buteau are convincing from a mathematical point of view, but radical
from a music-theoretical one. The consideration of all tone sets as candidates for
melodically significant elements leads to high computational efforts and difficulties in
the interpretation of the complex results. The computational difficulties were handled
by limiting the candidate sets of tones to fall into a sliding window of a given size
with the risk to loose important melodic elements. In order to be able to interpret the
mathematical results, Mazzola and Buteau introduced advanced topological structures,
which accumulate the paradigmatic relations for varying similarity degrees in a tree. In
the light of the mathematical rigor of these two approaches, it is desirable to have many
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applications in music analysis, in order to eventually evaluate their music-theoretical
relevance.

The approach of Buteau is being integrated into the Open Music software of IRCAM
Centre Pompidou [39], which is a visual programming environment to compose and
analyse music.

Another valuable study in paradigmatic melodic analysis was done by Nestke [60],
who focuses entirely on symmetry-based paradigmatic relations, and excludes similarity
up to a particular threshold. In this restricted mathematical universe, he was able to
overcome the computational limitation of a sliding window. He also offered refined
combinatorial methods for a sub-sequent syntagmatic analysis in terms of simplicial
complexes and their homology. These structures serve to measure the complexity of the
implied syntagmatic structures. Also this approach needs to be evaluated with respect
to its music-theoretical relevance.

These ideas of Nestke were implemented in the in the program MeloPatch or as a
plugin to the software RUBATO [53].

Nestke also mentions the Hausdorff distance to measure the resemblance of two sets.
He suggests that this metric can be applied to calculate the function melodic weight,
which measures the importance of a tone in a melody with respect to a chosen paradigm.

All of these three research studies construct melodic structures based on melodic
patches. A melodic patch is a subset of a melody containing not only consecutive
notes. Therefore, the amount of the melodies and melodic relations these three models
are supposed to analyse grow exponentially. This in turn causes that these models yield
large amount of information to post-process. It is difficult to evaluate this amount of
information provided by their analyses. Furthermore, the results of these models contain
a lot of melodies consisting of non-consecutive notes, which is difficult to interpret
music-theoretically as well.

I.4. COMBINING MATHEMATICAL, SEMIOTICAL AND INFORMATION RE-
TRIEVAL APPROACHES

In this thesis, I address the melodic analysis of music pieces by combining ideas
from traditional- and mathematical music theory, music semiotics and music information
retrieval in a harmonious way. I introduce a mathematical model inspired by semiotical
ideas of Ruwet and Nattiez to extract the melodic structure of a given music piece.
Hence, I do not consider, how melodies are perceived by human beings, but concentrate
myself on the neutral level of the given piece. The model is mathematically sound, but
kept as simple as possible. To be precise, in this study, I considered only melodies
consisting of consecutive notes. Due to this decision, the method does not suffer under
the sliding-window limitation. Besides, the amount of the results are tractable. I admit
that this also implies a risk to loose important melodic elements. But since melodic
segments are much easier to interpret in music-theoretical terms than non-contiguous
sets of tones, this strategy potentially allows evaluating the results in comparison with
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standard music-theoretical analysis. Hence, the results are justifiable from the music
theoretical viewpoint as well. Therefore, in this thesis, the results obtained from the
model are presented in a traditional music-theoretical context indicating these similarities
and how these similarities contribute to the form of the given piece.

The model extracts the melodic structure of a given music piece in a paradigmatic way.
However, it does not suggest a certain segmentation for the given piece, but just indicates
especially the similarity relations between melodic segments including their locations
within the given music piece. In other words, I prefer grouping the similar melodies,
instead of segmenting, which is also reminiscent of Lartillot [43], [44]. In my approach,
segments can overlap or even contain each other. I search the similarities between
melodies, and construct a global melodic landscape, which stands for the paradigmatic
melodic structure of a given piece.

Even-though I combined these well-established research fields in this study, due to the
fact that it is a computational model, there are some inevitable assumptions I have made,
which caused that some parts of the results do not converge to the music theoretical
results. However, I do not present the so-called music theoretically “correct” results
as true-positives and the others as false-positives as it is usually done in the field of
music information retrieval. In this study, I do not present some percentages of the music
theoretically relevant results, which are supposed to indicate the success of the presented
model. Instead, I indicate these places, and explain the causes of them. In music, there is
not a ground truth always. Hence, compositions and their analyses are mostly opinions
supported by some other opinions. Therefore, I believe that explaining the reasons,
instead of giving dry numbers makes much more sense as far as music is concerned.
Furthermore, the places, where these divergences occur are worth investigating. The
explanations of the reasons why they occur throw new research questions.

The thesis is composed of four main parts. In the first part (Chapter II), following
this introduction, I present the model, which I call the similarity neighbourhood model
in detail. In this chapter, I define necessary musical and mathematical concepts, which
I used throughout the model. I discuss the pros and cons of alternative methods, and
explain the reasons of my decisions in those cases. I introduce my similarity concept, the
evaluation of the melodic material given within the given musical piece, hence melodies
and their sub-melodies, and finally how I fine-tuned the extracted melodic structure for
the given musical piece.

The second part (Chapter III) introduces an approximation to the similarity neigh-
bourhood model, which aims to accelerate the model without loosing the essential infor-
mation provided by the model. An evolutionary approach called the genetic algorithms
are presented in this part of the thesis.

The third part (Chapters IV, V and VI) introduces the analyses performed by the
model and the obtained results. The results are presented in a music-theoretical way, so
that the relevance of the results with the traditional methods becomes clear. I present
analysis results of some of the Two-Voice Inventions of J. S. Bach [12] as representatives
of the compositional styles in Baroque music. In order to observe the generalisibility
of the model, I present the analysis results of a modern musical piece, namely Keren
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of I. Xenakis [72].

The fourth part (Chapter VII) investigates the mathematical features of the similarity
neighbourhood model. It is a relatively theoretical part of the thesis. In this part, I revise
the results I have presented previously from a theoretical point of view depending on
the findings made in this part.

A concluding chapter finalises the thesis, where I comment on the whole model con-
sidering the theoretical as well as the practical findings gained. Furthermore, analogies
between a philosophical study and the similarity neighbourhood model are mentioned
as well.
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II. THE SIMILARITY NEIGHBOURHOOD
MODEL

II.1. INTRODUCTION

In the context of this study, I introduce an analytical model, which provides detailed
information about the melodic level of description of a given score without reference
to external expert knowledge.

The method, which I call the similarity neighbourhood model is based on a “rel-
ative pitch”-representation of a piece of music. In this method, similarity rather than
symmetry is used for determining the proximity. In other words, the proximity of two
melodies is measured by means of a similarity measure. By counting the number of close
neighbours of a given melody in the piece as a measure of significance, those melodies
are identified as prototypes, which appear more often than a given threshold value. The
melodies are clustered in connectivity classes according to a transitivity principle. For
every cluster, a representative melody is chosen out of the largest neighbourhood set.
All similarity classes including non-prototypical ones - have a topological refinement
in terms of the intersection sets (i.e. intersections of neighbourhoods) which defines a
topological base.

The sub-melodic relationships are investigated by using the proximity relations as
well as the positions of the melodies within a given piece. Hence, not only the interval
sequence based on the relative-pitch representation, but also the position information of
a melody is incorporated to perform the analysis.

The similarity relations and the sub-melodic relations together yield the melodic
profile of a given piece. The so-called prominence profile indicates the prominence of
the melodies in a summarised manner.

Consequently, the similarity neighbourhood model is a hierarchical model, built on ba-
sic similarity relationships of melodies. The similarity relationships of melodies depend
in turn on the representation and the similarity concept. Therefore, in the following,
I introduce the representation scheme I used for defining melodies followed by the
similarity concept.

II.2. DEFINITION OF MUSICAL CONCEPTS IN MATHEMATICAL TERMS

The equality relation between melodies is a useful but very narrow relation to extract
the melodic structure of a piece. A sizeable part of the information about the evolution of
a melody gets lost, because of the insensitivity of the equality against melodic variations.
Here, to solve this problem, I utilise a similarity measure.
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The model presented in this research makes use of similarities between melodies to
construct the melodic structure of a given piece. To this end, some musical concepts
related to melodies and the similarities between them need be defined in mathematical
terms.

1. Definition of a Melody

In order to make some basic concepts of music clear, I start with the definitions of
a note, pitch and an interval.

Each clear, sustained level of sound is a note [32]. The height or depth of a note
is called a pitch [32], and the distance in pitch between two notes is called a melodic
interval [32].

In this study, I prefer a representation based on individual notes appearing consecu-
tively within a particular voice, and ignore the vertical contrapuntal incidences between
voices. In general, ignoring the issues related to articulation of music, there are several
possibilities to represent a note, as shown in Figure 1.

Fig. 1. Representation possibilities of a note are shown. All articulation parameters such as loudness of a note,
crescendo, decrescendo etc. are ignored. Considering only the pitch and the duration of a note, two possibilities exist
depending on the pitch representation, namely the diatonic pitch and the chromatic pitch together with the duration
(represented as onset) of the given note. If these two tuples are further decomposed, I end up with the third feature,
namely the onset of a note.

In the similarity neighbourhood model, melodies are considered as tone sequences.
Hence, I ignore the durations and inter-onset intervals within neighbouring notes, i.e.
I ignore the parameters that constitute rhythm. Temperley [68] discusses that pauses
between repetitions of melodies help to identify similar melodies. Following this state-
ment, I exclude the rests from the melodies as well. In tone sequences, both pitch
heights and onset values of a note are considered to be important. Here however, I
consider the pitch height values only. All rhythmisations of the same pitch sequence
(incl. augmentation and diminution) will then have the same representation. The pitch
is represented as an integer number in my model, determining the middle C below the
G clef as 0. The pitches lower than the middle C are represented by negative integers,
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and higher pitches are represented by positive numbers. Pitch height values increase
and decrease chromatically.

Definition 2.1: A melody m of length n is defined as a sequence of consecutive
pitch heights ti:

m ∈ Zn, (1)
m = (t1, t2, · · · , tn). (2)

A monophonic piece M is considered to be a sequence of pitch height values M =
(τ1, ..., τN), i.e. I reduce the piece to its melodic aspects only. To simplify the situation in
a polyphonic piece, I disregard the vertical contrapuntal incidences. A polyphonic piece
is considered to be the list of voices (Mk)k=1,...,ν , where ν is the number of voices of
the piece. Hence, each voice of the given piece is considered separately, and the length
N of the given piece is formally calculated as the sum of the lengths Nk of the voices
Mk. In analogy to the monophonic case, I designate the Nk pitch co-ordinates of the
voice Mk by using the same symbols as follows: Mk = (τk,1, ..., τk,Nk

).

By Definition 2.1, any melody within the given piece is a sub-sequence taken from a
particular voice of the given piece. I need to distinguish between abstract sub-melodies
of a given piece M and concrete occurrences of such sub-melodies within M , which
shall be called sub-segments.

Definition 2.2: A sub-melody of M of length n is a sequence (t1, ..., tn) ⊂ Zn such
that there exists an index i ≤ Nk − n within the kth voice of the piece M with

(t1, t2, ..., tn) = (τk,i, τk,i+1, ...τk,i+n−1). (3)

The sub-segment

Mn
k,i = (i, k, (τk,i, ..., τk,i+n−1)) (4)

is the concrete occurrence of the sub-melody (τk,i, ..., τk,i+n−1) which starts at index i
within the voice k. Thus, it is modelled as a 3-tuple, which consists of the index i, the
voice index k and the sub-melody of length n, which starts at index i within the voice
k. To denote only the sub-melody of length n, we write Mn

(i) (putting subscript i in
parentheses), i.e. Mn

k,i = (i, k,Mn
k,(i)).

The same terms and notation are used for the identification of abstract sub-melodies
(s1, ..., sn′) relative to any given melody m = (t1, ..., tn) (j + n′ ≤ n) (e.g. m = Mn

k,i

being a sub-melody of M ) and concrete occurrences mn′
j = (j, (tj, ..., tj+n′−1)) of such

sub-melodies as sub-segments of m. Similarly, mn′

(j) denotes the sub-melody, whereas
mn′

j is the concrete occurrence of this sub-melody within the given melody m, s. t.
mn′

j = (j, mn′

(j)). Note that the voice index k is not necessary for a sub-melody of a
given melody m, since the voice index of the given melody is already set.

Melodies are considered as trivial segments of themselves, namely m = mn
1 .
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Using directly the pitch values of a melody has some disadvantages in detecting the
translations of the same melody, because in a translation of a melody, the pitch values
are shifted to another note by preserving the diatonic interval relationships. In order
to account for a mostly translation invariant representation, the shape of the melody is
calculated based on the chromatic distances between the consecutive pitch co-ordinates
of the melody.

Definition 2.3: For any melody m of length n, the sequence

µ : Zn → Zn−1,

µ(m) = (t2 − t1, t3 − t2, · · · , tn − tn−1) (5)

is called the shape of the melody m.

The shape of a melody reflects the interval structure of the given melody in a proper
way so that the translations can be detected by simply comparing the corresponding
interval distances of two melodies. However these intervals can be calculated in several
different ways. In one of those ways, a reference note can be selected for the whole
piece to be analysed. For each melody, the distance of every single note to the reference
note is calculated. However, the definition of shape (See Definition 2.3) excludes this
possibility, because in this definition the interval distances are calculated between the
consecutive notes.

There are still two common possibilities to calculate the distances, namely diatonic
distance and chromatic distance. The diatonic distance ignores the accidentals of a tone
scale. Hence, in the Western major / minor scale, the maximum distance within an
octave can be seven notes, the eighth note will be the same note one octave above or
below. In the chromatic scale, the accidentals are considered as well. So, the maximum
distance in a chromatic scale within an octave is eleven, the next note is again the
octave.

In the following, I will mostly use the interval-based representation of melodies in
order to construct the similarity measure. In a diatonic interval-based representation, the
minor seconds appearing between E-F and B-C cannot be distinguished from the other
major intervals of the tone scale. Therefore, a diatonic translation is completely shape
preserving. On the one hand, this fact makes it easy to detect the translations. On the
other hand, distinguishing one translation from another is not possible anymore, because
the differences between major and minor intervals cannot be detected in a diatonic
interval representation. By applying the chromatic interval representation, translations
as well as the differences between the translations can be detected, because the chromatic
interval-based representation can detect, when a major interval becomes a minor interval
after the translation. For this reason, in the similarity neighbourhood model, chromatic
intervals are used for representing melodies.

Translations of melodies are mostly shape preserving. As the rhythm is ignored,
augmentations, diminutions, and all other kinds of different rhythmisations of the same
interval sequence lead to the same shape. However, there are two important symmetry
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transformations, which do not have the same shape as the original melody: inversions
and retrogrades.

Definition 2.4: The inversion of a melody around a pitch t is defined as

invn
t (m) = (t− t1, t− t2, · · · , t− tn). (6)

The next variation is called the retrograde. It is the vertical mirroring of the original
melody.

Definition 2.5: The retrograde of a melody and of the shape of a melody is defined
as

retn(m) = (tn, tn−1, · · · , t2, t1), (7)
retn−1(µ(m)) = (tn − tn−1, tn−1 − tn−2, · · · , t3 − t2, t2 − t1) (8)

As a result, the shape of an inversion of a melody around a pitch t coincides with
the negative shape of the same melody, i.e.

µ(invn
t (m)) = −µ(m). (9)

The retrograde of a shape of a melody coincides with the negative shape of the
retrograde of the same melody,

retn−1(µ(m)) = −µ(retn(m)). (10)

Due to their different shapes, both symmetry transformations have to be considered
separately, when constructing the similarity measure.

II.3. SIMILARITY MEASURES FOR MELODIES

The mathematical definitions of the musical concepts, provided in Section II.2.1
enable me to apply any kind of mathematical distance function to measure the similarity
between two melodies.

Mazzola [49] and Buteau [14] study similarity by proximity and similarity by sym-
metry in combination. A simple case of proximity of two melodies is the alteration of a
single tone, while typical cases of similarity by symmetry are transpositions, inversions,
retrogrades, and their concatenations. Departing from symmetry classes of melodies,
one can recursively apply the concept of distance between abstract melodic shapes.
An example is the detection of diatonic transpositions for chromatically represented
melodies. In fact, diatonic transposition is a musically prominent case of similarity
by symmetry. However, this presupposes diatonic encoding (with accidentals) of the
melodies. Chromatic encoding can indirectly detect diatonic transpositions via proximity
of chromatic transposition classes.
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In order to detect similarity by inversion, retrograde, etc. in combination with prox-
imity, one can apply these symmetries to a given melody, and calculate the distances
between other melodies and the transformed ones. However, this means that for each pair
of melodies, the distance should be calculated at least three times, namely between the
melodies themselves, between the inversion of the first melody and the second melody,
and lastly between the retrograde of the first melody and the second melody. When
one would like to consider the retrograde of the inversion as well, a fourth distance
calculation should be done.

An alternative strategy is to introduce distances, which detect these combined simi-
larities directly on shapes.

The interval-based representation of melodies can be seen as a representation of
transposition classes as shapes. Several distance measures [58] allow to interpret small
distances as an indicator for similarity by proximity for transposition classes. The
Euclidean distance, the edit distance and the correlation coefficient are some examples
of these. In the following three sections, the advantages and disadvantages of these three
measures are discussed from a melodic point of view.

1. Euclidean Distance

The Euclidean distance is a very well-known distance measure, which has been used
in countless applications to measure the distance between two vectors.

Definition 2.6: The Euclidean distance is the square root of the sum of the squared
distances between the elements of two vectors of equal dimensions. The mathematical
formulation of the Euclidean distance is as follows:

d(x, y) =

√√√√ n∑
i=1

(xi − yi)2, (11)

where x and y are n-dimensional vectors.

The Euclidean distance yields zero for two completely equal vectors, otherwise a
positive value depending on the differences between the corresponding elements.

One of the most important features of the Euclidean distance is that it is a metric.
This means that the triangular inequality holds for the Euclidean distance as well as
non-negativity, identity and symmetry conditions. A metric space automatically defines
a topology (See Chapter VII).

Using an interval based representation, the Euclidean distance can detect the trans-
positions and small variations. However, inversion and retrograde cannot be detected
directly by using this distance measure.
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2. Edit Distance

Another distance measure, which can be applied, in order to detect melodic simi-
larities is the edit distance. Edit distance is mainly used for calculating the distance
between two strings by simply using several pre-defined transformation operators to
convert one string into another.

Definition 2.7: The edit distance [30] between two strings is the minimum number
of transformation operations -insertions, deletions and substitutions- needed to transform
the first string into the second.

In calculating the edit distance between two strings, each transformation operation
applied to the first string is penalised. In the standard case, these penalties are equal to
one, but one can change them arbitrarily to increase the effect of for instance substitution
over the other two operations.

In order to calculate the edit distance between two strings, a dynamic program-
ming [30] approach is used. In this approach, D(i, j) denotes the minimum number of
edit operations to convert the first i characters of the first string, of length n, where
n >= i, into the first j characters of the second string, of length m, where m >= j.
There are two base conditions to be able to calculate D(i, j), namely D(0, j) = j
and D(i, 0) = i. These base conditions indicate that to convert 0 number of characters
from the first string into j number of characters from the second string, j operations
are needed, namely j insertion operations. The same holds for converting 0 number of
characters from the second string into i number of characters from the first string.

Definition 2.8: Using the two base conditions, the recurrence relation for D(i, j),
where i, j > 0, can be defined as

D(i, j) = min[D(i− 1, j) + 1, D(i, j − 1) + 1, D(i− 1, j − 1) + t(i, j)], (12)

where t(i, j) is 1, if the ith character of the first string is not equal to the jth character
of the second string, 0 if they are equal.

The edit distance between two given strings is calculated by using the base conditions
and the recurrence relations in a tabular form. I will not go into the technicalities of
constructing this table and calculating the whole distance. Please refer to Gusfield [30]
for full details. One important property of the edit distance is that it allows to calculate
the distance between two -not necessarily equal length- strings.

The edit distance can detect transpositions and small variations easily. In music,
the same melody may appear several times in a given piece. Each of these can be
slightly different compared to the other appearances, by using some variation techniques
like transformations, inversion and retrograde or by using some ornamentation notes.
These ornaments make the length of each appearance different to the other. Hence
using a distance measure, which is capable of calculating the distances between these
kinds of melodies, is advantageous. However, it is not easy to detect the ornaments
or distinguish them from the other notes. Therefore each combination of different



48

lengths of two melodies should be compared, in order to detect the ornamented similar
melodies. Unfortunately, this increases the search space of the method exponentially.
Even for very short melodies, the domain of melodies to be compared to one another
becomes intractable. Consequently, even-though the ability to calculate the distance
between different length melodies seems a big advantage at first glance, it becomes a
disadvantage, considering the size of the search space.

Another disadvantage of the edit distance is that it is not possible to detect the
inversion and retrograde of a melody. For these reasons, seeking another distance
measure, which is capable of detecting at least one of these variation techniques makes
more sense not only from a computational, but also from a music-theoretical viewpoint.

3. Coefficient of Correlation

A useful measure of similarity, which can also recognise the inversion of a given
melody directly is Pearson’s correlation coefficient r [28].

Definition 2.9: The correlation coefficient between the sequences

x = (x1, x2, . . . , xn)

y = (y1, y2, . . . , yn)

is defined as

r : Rn × Rn → [−1, 1]

r =
Sxy√

Sxx ∗ Syy

(13)

where

Sxy =
n∑

i=1

(xiyi)−
1

n
(

n∑
i=1

(xi))(
n∑

i=1

(yi)), (14)

Sxx =
n∑

i=1

(x2
i )−

1

n
(

n∑
i=1

xi)
2, (15)

Syy =
n∑

i=1

(y2
i )−

1

n
(

n∑
i=1

yi)
2. (16)

The correlation coefficient measures the linear dependency of two vector variables.
An alternative definition of correlation coefficient says that the correlation coefficient
is the covariance between two vectors divided by the variances of them.
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The correlation coefficient takes values between +1.0 and −1.0. Considering x and
y as two melodies of equal length, +1.0 indicates translations and −1.0 indicates
inversion. Melodies of different shapes have correlation values r with absolute values
smaller than +1.0. In Section II.3.3.1, I show how robust the correlation coefficient
is against small shape changes. Especially, for melodies with slightly different shapes,
the correlation coefficient yields values sufficiently close to +1.0 or −1.0, so that a
grouping of melodies based on similarity can be performed.

The correlation coefficient as a similarity measure presupposes equal lengths of mel-
odies being compared. In practical music understanding, melodies even remain similar
if they are varied by inserting or deleting notes. Consequently, the length of the varied
melody differs from the original melody. Therefore, the correlation coefficient cannot
be calculated directly. Even-though the edit distance is capable of calculating distances
between different length melodies, the disadvantages of this facility are mentioned in
Section II.3.2. The distances between different length of melodies can be calculated
indirectly by making use of sub-segment relationships of equal length melodies [5]
(See Section II.7). Therefore, in this study, the correlation coefficient has been used for
calculating the distances between melodies.

1) Equality vs. Similarity in the Coefficient of Correlation: If two melodies have the
same shape, the correlation value 1.0 is obtained. If the second melody is the inversion
of the first melody, the correlation coefficient yields −1.0. However, any difference in
the shape of one of these melodies causes that the absolute value of the correlation
coefficient is not 1.0 anymore. The absolute value of the correlation value decreases
and converges to 0.0, as the correlation between the input variables decreases. In other
words, decreasing similarity between the shapes of two melodies causes a decrease in
the absolute value of the correlation coefficient.

In this section, the behaviour of the correlation coefficient in two common cases is
investigated. Both cases result in a change in the shape of a melody without changing
the length. The first case is the alteration of a note in a melody. The second case is the
diatonic transposition. Both of these cases cause a change in the shape of a melody. It
is obvious that the effect of a single alteration on the correlation value is expected to be
smaller for longer melodies. Therefore, the distance measure should be able to account
for a relatively small number of alterations compared to the length of the melody.
Besides, diatonic transposition is a common variation technique in music. Hence, the
distance measure should be able to recognise these kinds of variations without any
problems as well. Depending on the behaviour of the correlation coefficient, it will be
decided, how similar two melodies are.

The first case is the alteration of a note in a melody. In order to observe the behaviour
of the correlation coefficient against the altered melodies, an experiment has been made
with the soprano part of the Inventio No 01. In this experiment, the chromatic pitch
representation has been used for representing the melodies. Four different alterations
have been tried out. The first note of each melody has been altered a minor second, a
major second, a minor third, and lastly a major third upwards. The correlation coefficient
has then been calculated between the original melody and the altered melody. According
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to the graph shown in Figure 2, the correlation values increase as the length of the
melodies increases. In other words, the effect of the alteration decreases as expected,
and the correlation values converge to the value 1.0.

Fig. 2. The behaviour of the correlation coefficient is shown for the cases, when the similarity between a given
melody and a variation of the same melody is calculated, when only one note is altered in the variation. The
correlations are calculated for increasing length of melodies. The topmost curve shows the behaviour of the correlation
coefficient, when the first note of the melody is altered one minor second. The second curve indicates the case, when
the first note is altered a major second. The other two curves depict the behaviour of the correlation coefficient,
when the first note is altered a minor third and a major third respectively.

The second case is the diatonic transposition. In order to observe the behaviour of
the correlation coefficient under diatonic transposition, another experiment has been
performed. In this experiment, the melodies have been transformed one position up-
wards in the diatonic scale. The correlation values between the original melody and
the diatonically transposed melody for different lengths of melodies indicate that the
correlation values are close to 1.0, except for the first melody, which contains only 4
notes, in other words, only 3 intervals. The correlation of these two melodies is only
0.5. In an interval based representation scheme, by changing one note, two intervals
are changed [46]. In this case, shifting the melody one diatonic position upwards or
downwards causes a change in the shape in two positions. The shapes of the original
melody and the shifted version are as follows: (+2+2+1) and (+2+1+2). Obviously,
the same happens as well, if a note in the middle of a melody is altered. In a short
melody constituting of only three intervals, changing two of them makes a significant
difference. Hence, as the melody becomes longer, the effect of such a change decreases.
This behaviour indicates that the shortest melody, which can be handled correctly by the
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correlation coefficient should be at least five notes or four intervals long. The analysis
should be started with the minimum melody length of four intervals. In order to include
shorter melodies into the analysis, pitch values can be used for representing melodies
instead of intervals.

Another problematic case occurs, if the melodies consist of only one particular interval
consecutively. The melodies shown in Figure 3 have both the shape (+2 + 2 + 2).
Obviously, the variance of this sequence is equal to zero. The correlation coefficient is
not defined for such cases.

Fig. 3. Two melodies composed using the same interval three times are shown. In this figure, the major second is
repeated three times consecutively to compose these two melodies.

In order to observe the behaviour of the correlation coefficient for the diatonic
representation, the second experiment is repeated for the diatonic pitch representation. In
this case, the differences between the major, minor, augmented or diminished intervals
do not cause any change in the shape, because they are represented in the same way.
Therefore, the correlation values do not change, as expected, namely they are all 1.0.

These two experiments show that the correlation coefficient is sufficiently robust
against the alterations and diatonic transformations. The correlation values vary slightly,
but nevertheless stay close enough to 1.0, so that the similarity of the melodies can be
detected easily. The correlation values vary slightly depending on the representation
schemes used, but generally, similar melodies have high correlation values.

For the diatonic pitch representation, the similarity between the original and the
transformed melody can be detected, but the transformation as a variation cannot be
recognised, because their representation is the same. The varying correlation values
between original and transformed melody by the chromatic pitch representation are
more informative in that case, because they indicate the similarity as well as that these
two melodies are not exactly the same, but rather there is a variation between these
two melodies. The correlation values can be studied in detail to establish what kind of
melodic variation was applied by the composer, but this is not the main concern of this
thesis.

2) Shortcomings of the Coefficient of Correlation: Melodies can be varied by insert-
ing a note into the melody or deleting a note from it. In these cases, the length of the
varied melody differs from the original melody. Unfortunately, the correlation coefficient
can be applied to melodies of equal length only. Therefore, variations obtained by
insertion or deletion of a note or notes cannot be identified by using the correlation
coefficient.
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Considering equal length melodies, if two given melodies have a similar contour, the
correlation coefficient of those two melodies is quite high, which indicates the similarity
of these two melodies. However there exists some situations, where the correlation
coefficient is simply unable to recognise the similarity.

One of these situations occurs, if one of the melodies has a few large interval jumps,
but such a jump does not appear or the jump is much smaller in the corresponding
second melody, with the rest of the contours of these melodies being equal.

Fig. 4. A melody with two large interval jumps from the Inventio 09 in F Minor is shown. These interval jumps,
which are in the first and second measures of the shown phrase, are indicated by the circles.

Fig. 5. A Melody with a large interval jump from the Inventio 09 in F Minor is shown. This interval jump is
located in the first measure of the shown phrase. The dashed circle in the second measure indicates the place, where
an interval jump occurs in the first melody shown in Figure 4.

Two such example melodies are shown in the Figures 4 and 5. In the first melody,
the interval of the first jump indicated is a minor sixth. On the other hand, the indicated
interval is a tenth in the first jump within the second melody. After those jumps, both
melodies continue in a similar contour until the next large interval jump in the first
melody. At the end of the second measure, the first melody has a major sixth upwards
jump, whereas the second melody has a diminished third downwards jump at the same
location. These two jumps are the only differences between these two melodies, the rest
is exactly the same. The representations of these melodies are respectively:

(-2 -2 -1 1 -3 8 -1 -2 -1 1 -3 9 1 2 1 2 -3 -3 -3 -1)

(-2 -2 -1 1 -3 15 -1 -2 -1 1 -3 -3 1 2 1 2 -3 -3 -3 -1)

As these representations illustrate, these melodies are identical, except for those two
large interval jumps. These large jumps can be represented as two points in the two-
dimensional co-ordinate system as: (8, 15) and (9,−3). However, the coefficient of
correlation of these melodies is only 0.643, which is quite low. In order to see the
reason clearly, each corresponding interval in the representation above is considered as
a two-dimensional point in a two-dimensional co-ordinate system as shown in Figure 6.
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Fig. 6. Each corresponding interval in these two melodies, shown in Figures 4 and 5 is depicted as a point in
a two-dimensional co-ordinate system. The horizontal axis is the first melody and the vertical axis is the second
melody. Almost all of these points lie on a line, but two points, namely (8, 15) and (9,−3) do not lie on the same
line.

The points (8, 15) and (9,−3), in the plot, corresponding to these two large interval
jumps break the linearity of the plot drastically. Therefore the coefficient of correlation
becomes small, because in the calculation of the correlation coefficient, the amount of
the difference or deviation is as important as the number of differences. In this case,
although most of the intervals in these two melodies are equal to one another, the big
difference between these two places, where the large interval jumps occur, affect the
coefficient of correlation drastically. However, the correlation coefficient can detect the
similarities between the equal sub-parts in these two melodies perfectly. Consequently,
these sub-parts can be combined in a combinatorial approach to be the sub-parts of
these longer melodies, which are going to be considered being similar as well [5]. [44].

II.4. THE SIMILARITY NEIGHBOURHOOD OF MELODIC SEGMENTS

It is likely that melodies occurring sufficiently many times within a given piece play
an important role in the melodic progression of the piece. In this context, I use a
terminology, which is inspired by the field of topology [13], and indicate relevant links
to topological models in subsequent sections. Particularly, I make use of the concept
of neighbourhood to define a set of similar melodies. A similarity neighbourhood of a
melody in a given musical piece is formally defined as follows:

Definition 2.10: The similarity neighbourhood Un
R(m, M) of a given melodic seg-
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ment m = Mn
k,i of length n within a given piece M is defined as:

Un
R(m, M) = {Mn

l,j : |d(µ(m), µ(Mn
l,(j)))| > R}. (17)

(18)

The distance is calculated between the given melody and all other equal length melodies
within the given piece.

The similarity neighbourhood set of the melodic segment m thus contains equal length
melodic segments m′ = Mn

l,j similar to m. Two melodies belong to the same similarity
neighbourhood, if the absolute value of their correlation coefficient is larger than the
given threshold R. Several threshold mechanisms are discussed in Section II.4.2.

I consider separate topologies for each length n. A more interesting line of in-
vestigation with topological methods involves neighbourhoods containing melodies of
varying length (Buteau [14] [15], Adiloglu and Obermayer [5], Adiloglu, Noll and
Obermayer [8]).

The similarity neighbourhood sets for fixed length n form a sub-basis of a topology.
Together with their intersections, they generate a topology, whose properties depend on
the particular piece M . In Section II.5.4 I study the connectivity classes for each of
these topologies for equal length melodies. In Section II.7 the topologies for varying
length n are investigated.

1. The Inner-Correlations of a Neighbourhood

The similarity neighbourhood is a collection of variations of a particular melody. In
this neighbourhood, some melodies are more similar to this particular melody than the
others. By simply comparing the similarity values of these melodies to the particular
melody, the grade of similarity of each melody contained within the similarity neigh-
bourhood to the given melody can be figured out easily, because this information is
contained in the neighbourhood.

However the similarity neighbourhood does not contain the relations of the melodies
within the neighbourhood between one another. In order to visualise these relations,
the similarities of each melody pair in a particular similarity neighbourhood is also
measured. These measurements indicate, how similar the melodies to one another are
not just to the given melody. With this information, the development of the same melody
within the piece can be observed. In other words, it is possible to observe how the
composer varied a particular melody throughout the piece.

2. Thresholds of Similarity

As it has been shown in Section II.3.3.1, the correlation coefficient can detect the
chromatic transformations and the inversions automatically. It is sensitive to small varia-
tions and to diatonic transformations as well. However, a threshold should be defined, in
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order to distinguish these variations and transformations from other differences between
dissimilar melodies.

In this study, I defined two types of thresholds. The first type is called the normal
thresholds. These thresholds simply use the length of the given melody and the length
of the piece (, which is constant, of course). The threshold decreases as the length
of melodies increase, in order to be able to account for the variation possibilities of
longer melodies. The second type of the thresholds incorporate the calculated distance
values for a similarity neighbourhood to adapt the threshold to these distance values
heuristically. Therefore these distances are called the heuristic distances.

1) Normal Thresholds: The first thresholds make use of the ratio of the length of
the given melody to the length of the piece, where the given melody is in.

Definition 2.11: The similarity threshold of a given melody m of length n within
a given piece M of length N is defined as:

R = 1− c1
n

N
where c1 is a constant. (19)

Definition 2.12: The similarity threshold of a given melody m of length n within
a given piece M of length N is defined as:

R = 1− c1

√
n

N
where c1 is a constant. (20)

The next threshold of the similarity depends only on the length of the melody. The
reason, why only the length of the melody is taken into account is that the ratio between
the length of the melody and the length of the piece plays not an important role in the
variations of the melody. This ratio is only important to decide how long a melody can
be in a particular piece. How far a melody can be varied is mostly dependent only on
the length of the melody itself.

Definition 2.13: The similarity threshold depending only on the two given melodies
of length n is defined as:

R = 2
1

nc1 −1, where c1 is a constant. (21)

This threshold R depends on the length of the melody. As the melodies become larger,
the possibilities to vary the melody become larger as well. Considering this fact, the
threshold starts with the value 1.0 for the melody of length 0 and decreases exponentially
as the length of the melody increases. The threshold increases, when the constant c1
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Fig. 7. The behaviour of the similarity neighbourhood threshold depending on the constant c1 is shown. The
similarity threshold decreases as the constant c1 increases.

is decreased. The behaviour of the similarity threshold looks like in Figure 7. In this
figure, three curves are shown for three different values of the constant c1.

In the bottom-most curve, the constant c1 vanishes, and the length of the melody
affects the threshold alone. In this case, the thresholds decrease very quickly, so that
it is quite small even for relatively short melodies. As the melodies get longer, the
threshold converges to 0.5. As the constant c1 becomes smaller, the threshold values
decrease not so quickly. Especially for short melodies, the threshold values become quite
high. However, they still converge to 0.5 for the longer melodies, it takes more time
though. Therefore the short melodies can be detected more precisely, without loosing the
long melodies. Consequently, among the normal thresholds, this last threshold reflects
the music-theoretical behaviour the closest. Therefore, I used this threshold in my
experiments.

2) Heuristic Thresholds: The threshold mechanism that I introduced in the previous
section considers only the length of the melodies. The threshold decreases as the
length of the melody increases. The intuitive reason, why the threshold decreases is
that there are more possibilities to make variations on the melodies, if the melody
becomes longer. The results obtained by using such a threshold supports this intuition
(See Chapters IV, V and VI).

Another intuitive fact, which could affect the threshold mechanism in a positive way
is that similar melodies have high similarity values, and dissimilar melodies have low
similarity values. Departing from this idea, if the similarity values are sorted, a gap
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between the similarity values of the similar and dissimilar melodies (See Figure 8
could be expected. Hence, there is an intuitive threshold, where this gap is. Therefore,
heuristics helping to find this gap, and shifting the threshold there, where the gap is, is
expected to increase the performance of the system.

Fig. 8. The sorted correlation values in a descending order between a given melody and the other equal length
melodies within a given piece are shown.

There are two approaches that I tested to find this gap: The first approach is based
on detecting a jump between the sorted correlation values. In this approach, the biggest
jump between the highest calculated correlation value and the normal threshold is taken
as the new threshold value. This approach increases the threshold value given by the
normal threshold.

The second approach is based on the size of the area underneath the curve defined
by the correlation values. After sorting the correlation values, the size of the area under
the highest correlation value and the current correlation point is calculated for each
correlation value higher than the normal threshold separately. The correlation value
with the largest area is assigned as the new threshold (See Figure 9). This approach
shifts the threshold value defined by the normal threshold value upwards as well.

Both approaches work well as fine-tuning mechanisms for the normal threshold.
However, as a stand-alone threshold, they are too naive for such purposes, because
they tend to go far beyond the normal threshold, and let too many melodies into the
neighbourhood, which are music-theoretically not-similar to the concerned melody.
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Fig. 9. The sorted correlation values in a descending order between a given melody and the other equal length
melodies within a given piece are shown by the dots. The horizontal line depicts the normal threshold calculated
for the length of the given melody. The shaded trapezoid indicates the area defined by binding the highest similarity
value with another similarity value above the normal threshold.

3. Controlling the Iteration Window Depending on the Similarity Values

During the construction of the similarity neighbourhood model of a given melody,
similarities are calculated between the given melody and every equal length melody
within the piece. This exhaustive iteration scheme identifies all of the detectable similar
melodies to the given melody (, not the retrograde for instance,) within the given piece.
However, for relatively long pieces, this process can take relatively long time. Some
heuristics can be applied to accelerate the iteration procedure without loosing significant
information.

During the iteration through the piece, the next equal length melody is selected by just
advancing the iteration window one position forward. This movement removes the first
note of the previous melody and inserts the next note following the iteration window
into the new melody. Then, the similarity value is calculated between the given melody
and the melody in the current iteration window. If the similarity value exceeds the
threshold, the melody is labelled to be similar to the given melody, and inserted into
the similarity neighbourhood of the given melody. However, at that step, two melodies
within two consecutive iteration windows can have high similarities. Obviously, both
of them exceed the threshold mechanism, and are labelled as similar. However, from a
music-theoretical point of view, this behaviour is unlikely. Only one of those consecutive
melodies is really similar to the given melody, and the others are false-positives.
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In the same way, used for fine-tuning the normal threshold, a heuristic fine-tuning
mechanism is needed to eliminate these false-positives similarities.

Two ideas to eliminate such false-positive results are going to be discussed in the
following sections.

1) Advancing the Iteration Window to the End of the Current Melodic Segment:
Given a melody, if a similar melodic segment is found during the current iteration
through the piece, the melodic segments immediately following the found melodic
segment are supposed to be dissimilar to the given melody. In order to speed up the
iteration process, the iteration window can be advanced until the end of the found
melodic segment, and the iteration can continue with the first melodic segment beginning
after the last note of the found melodic segment (See Figure 10). If the melodic segment
within the current iteration window is not similar to the given melody, the iteration
window is going to be shifted only one position to the right.

Fig. 10. How the iteration window is shifted to the end of the detected similar melodic segment is shown. The thick
rectangle shows the given melodic segment. The thin rectangle on the left hand side shows the iteration window.
The melodic segment in this iteration window is labelled as similar. The thin rectangle on the right hand side shows
the place where the iteration rectangle is going to be shifted.

This heuristic increases the speed of the iteration through the given piece. However, it
has also disadvantages. If two consecutive iteration windows contain melodies with high
similarity values to the given melody, by applying this heuristic, the similarity value for
the second melody will not be calculated, even if it is higher than the similarity value
of the first melody. However, according to another heuristic, the higher the similarity
value, the more likely it is that two melodies are music-theoretically similar.

2) Comparing the Similarity Values of Consecutive Melodic Segments: The idea
proceeding to the end of the similar melody can still be improved with a slight mod-
ification. As I already mentioned, the higher the similarity value, the more likely it
is that two melodies are music-theoretically similar. This heuristic can be combined
with the previous heuristic, namely proceeding to the end of the detected similar
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melodic segment. Hence, as long as the consecutive similarity values are higher than the
threshold, the iteration window is advanced only one position. Otherwise, the iteration
window jumps until the end of the last similar value, as described in the previous section.
In other words, given a melody, if consecutive melodic segments have similarity values
above the threshold, the melodic segment with the highest similarity value is labelled
as similar, and the others are ignored (See Figure 11). Hence, the iteration window
does not jump to the end of the melodic segment, if the similarity value between this
melodic segment and the given melody is higher than the threshold. Instead of jumping,
the similarity value of the following melodic segment is calculated. As long as the
similarity values are higher than the threshold, the system keeps saving the similarity
values, and takes the following melodic segment to calculate the similarity unless the
end of the first melody is reached, for which the similarity value exceeds the threshold.
If the similarity value drops below the threshold or the end of the first detected similar
melodic segment is reached, the melodic segment with the highest similarity value is
identified to be similar, the other melodic segments and their similarity values are simply
ignored.

Fig. 11. Two consecutive melodic segments and their similarity values to the given melodic segment are shown.
The given melodic segment is shown within the thick rectangle. The consecutive melodic segments are shown within
the thin rectangles. The similarity values are higher than the threshold. The melodic segment with higher similarity
value is labelled as similar, and the other melodic segment is ignored.

Even-though this modification slows the iteration down, it increases the precision and
decreases the amount of false-positive results.

II.5. SIGNIFICANCE OF A MELODIC SEGMENT

Different approaches proposed different methods to analyse a piece of music. These
approaches are summarised in Chapter I. However, one common aspect of all those
different approaches is that they esteem the importance of melodies for a given musical
piece from different viewpoints like form, harmony, rhythm, etc. In my model, I followed
this common aspect of all these methods and explained the importance of a melody
based mainly on the repetition of the melody [67]. Ruwet proposed the repetition to
be the objective criterion for the segmentation of a given piece. For this reason, the
longest repeated passages should be identified. I pursued these two principles, namely
the repetition and the length to define the importance of a melody in the following
ways.
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1. Significance

The similarity neighbourhood set of a given melodic segment indicates the importance
of the melodic segment within the given piece considering the amount of repetitions
as the importance criterion. Cambouropoulos [17] defined a prominence value to each
melody based on the number of occurrences and on the length of the melody. However,
he excluded the overlapping melodies in his method. Pursuing the same idea, with one
vital difference, that overlapping melodies are allowed, I now define an importance
measure for a given melodic segment m depending on the number of occurrences of
the given melodic segment within the given piece:

Definition 2.14: The significance of a given melodic segment m = Mn
k,i of length

n within a given piece M is the normalised cardinality of the similarity neighbourhood
set of the given melodic segment m:

Significancen
R(m, M) =

card(Un
R(m, M)) · n

N
(22)

Normalising the number of occurrences with the length difference gives a better
practical range of significance values and enables me to compare the significance values
of different melodic segments of different length with each other. Note that if two
melodic segments appear equal number of times, the longer melodic segment is more
significant than the shorter one.

The present approach to melodic analysis follows the simple principle: The more
often a melody appears within a piece, the more significant it is for the piece. More
refined aspects, such as the investigation of the syntactical roles of those occurrences
of the same melody requires enrichment of the theoretical inventory.

2. The Prototypes

The similarity neighbourhood sets and the corresponding significance values are
calculated for all melodic segments of the given piece separately. In order to identify
those segments with relatively high significance values for analytical purposes, the
following concept is introduced:

Definition 2.15: A melodic segment m = Mn
k,i of length n having a significance

value higher than the threshold T is called a prototype. The set of all prototypes of
length n is denoted by Pn = P n

T :

P n
T = {m|Significancen

R(m, M) > T}. (23)

The basic idea behind defining the prototype melodies is to emphasise the melodies
occurring significantly many times within a given piece compared to the melodies,
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which do occur relatively less number of times. Long melodic segments influence the
form of the piece in a significant way, even-though they appear only a small number
of times within the given piece. Short melodic segments appearing almost the same
number of times as the long melodic segments do not influence the form of the piece
as significant as the long melodic segments. Therefore, short melodic segments are
expected to appear considerably more number of times within the given piece compared
to the long melodic segments, in order to be able to have a significant influence on the
given piece. Consequently, the threshold T used for deciding the prototype melodies
of the given piece should depend on the length of the melodies. The minimum number
of appearances required to be selected as a prototype should decrease as the melodies
become longer.

3. Thresholds of Significance

The threshold of significance of a given melodic segment depends certainly on the
number of appearances of the segment itself. However, in order to be able to compare
this value with the other threshold values and account for the length of the melodies,
a normalisation mechanism is required. The maximum number of possible appearances
of a melody of particular length n within a given piece of length N can be incorporated
into the threshold, in order to achieve this. This maximum number can be considered
from two different viewpoints.

Theoretically, the repetition of a melody can occur within the melody itself. Hence,
the maximum possible number of appearances can account for overlapping occurrences
of melodies. Therefore, the maximum possible number of appearances allowing over-
lapping occurrences is defined as follows:

Definition 2.16: The theoretical maximum possible number of appearances is de-
fined as

TheoreticalMaximum = N − n. (24)

On the other hand, it is very unlikely that a melody is repeated within itself. The
repetition or the variation of the same melody occurs generally after the appearance of
the original melody is finished. Therefore practically it is rarely possible to reach the
theoretic maximum possible number of appearances. Therefore it is also necessary to
define a more practical maximum possible number of appearances.

Definition 2.17: The practical maximum number of appearances is defined as

PracticalMaximum =
N

n
. (25)



63

If the whole piece is nothing but the repetition of the same melody, the practical
maximum number of appearances is reached. Therefore even-though it is possible to
reach this number, this is also very unlikely that a piece consists only of repetitions of
the same melody. As a normalisation term, both of these maximum values are applicable.
Hence the significance threshold can be defined by using the definitions of theoretical
and / or practical maximum number of appearances as well as by using combinations
of them.

In the first definition, I use the practical maximum number of appearances to define
the significance threshold.

Definition 2.18: The significance threshold T of a given melody m is defined as

T =
n

N
c2 where c2 is a constant. (26)

According to this definition, the threshold increases as the length of the melody
increases. Therefore it is more difficult for a long melody that its significance value
exceeds this threshold compared to a short melody. For the shorter melodies, on the
other hand, the threshold is small enough that a lot of short melodies are extracted.
This threshold is therefore appropriate for short melodies. The long melodies should be
repeated relatively many times so that they can be extracted as well, but this case is
not common in practice.

The next significance threshold I am going to discuss is based on the ratio of the
practical maximum number of appearences of a melody to the theoretical maximum
number of appearances of the same melody.

Definition 2.19: The significance threshold T of a given melody m is defined as

T =
N
n

N − n
c2 where c2 is a constant. (27)

This threshold is quite large for small melodies. They are extracted as prototypes if
they appear significantly many times within the given piece. The minimum number of
appearences required to be selected as a prototype decreases as the melodies become
longer.

For the long melodies, on the other hand, the threshold becomes small enough, so that
depending on the length of the piece, melodies, whose length exceeds a particular value
are identified as prototypes, if they appear relatively small number of times within the
whole piece. For instance, two or three appearances should be sufficient for a melody
to be identified as a prototype melody, if it is around 35 - 40 notes long within a 400
notes long piece, depending also on the constant c2.
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From the music-theoretical point of view, even a couple of occurrences of a relatively
long melody compared to the length of the piece is an important event to notice.
Generally, these kinds of repetitions mean a return. A new part of the piece begins with
such a repetition. Therefore these kinds of repetitions are important from the formal
analysis viewpoint of the given piece. For example, at the very beginning of a fugue,
the main theme appears in a voice. Another voice imitates this voice by repeating the
main theme immediately after it’s first appearance. The other voices follow in the same
way. This part of the piece is called the exposition. After the exposition finishes, the
development of the fugue begins. In the development, new melodies are introduced as
well as the main theme is processed further. Another exposition follows the development.
Hence, the main theme should be expected to appear again. Therefore this event should
be recognised. Such a threshold mechanism as defined in Definition 2.19 accounts for
detecting these kinds of events properly.

4. Clustering of Melodies

The members m′ of a similarity neighbourhood set of a melodic segment m are said
to be first order similar with respect to R. Likewise, two melodic segments m1 and m2

are said to be second order similar, if the intersection of their similarity neighbourhood
sets is non-empty, and contains neither m1 nor m2. A re-iteration of this principle
leads to an equivalence relation, whose equivalence class En

c (M) shall be called the
connectivity class with the index number c, which contains all equal length melodic
segments being first- or higher-order similar to each other.

These connectivity classes are constructed by the iterative unification process called
single-linkage clustering algorithm [27]. The single-linkage clustering algorithm is a
special case of the well-known nearest neighbour algorithm, which is terminated, when
the distance between nearest clusters exceeds an arbitrary threshold.

The connectivity class obtained by this process contains all melodic segments of
the same length, which are related to each other in the following sense: For any two
different melodic segments ma1 and maj

, of a connectivity class, there exists a chain
of first-order similarity connection between melodic segments ma1ma2ma3 · · ·maj

.

The unification of melodies into connectivity classes thus is a single linkage clustering
procedure, while the distance between melodies and the threshold can be defined e.g. by
the correlation coefficient r−1 and the similarity neighbourhood threshold R−1. Since
the distances are used in the calculation of the single linkage clustering, the inverse of
the correlation coefficient and the similarity threshold are considered. Each connectivity
class is then represented by a single melody, namely by the representative melody of
the corresponding connectivity class.

Definition 2.20: A connectivity class En
c (M) of melodies of length n is defined as

the fixed point set of the iterative procedure of unification. Every connectivity class is
indexed by an integer number c and by its corresponding representative melody m∗.
The representative melody m∗ of a connectivity class is defined to be the melody with
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the similarity neighbourhood set of largest cardinality. If there is more than one melody
having a similarity neighbourhood set of maximal cardinality, the melody appearing at
first is chosen to be the representative melody of the corresponding connectivity class.

As special sub-sets of the connectivity classes, I also consider the prototypical con-
nectivity classes, which have the property that second and higher order similarities are
only allowed for prototypes. In other words, prototypical connectivity classes contain
only prototypes as well as first order similar melodies to them, and the similarity
neighbourhoods of non-prototypical melodies are ignored. This does not only imply
the ignorance of non-prototypical melodies but also of non-prototypical connections.
The implemented algorithm produces the prototypical connectivity classes; depending
on the prototypicity threshold. If the significance threshold is set to zero, both concepts
coincide, i.e. the prototypical and the non-prototypical connectivity classes are the same.

Constructing the connectivity classes simplifies the control of the results, and indicates
the second, third and higher order similarities of melodies in a better way.

A connectivity class with it’s representative melody gives an easy access to the
otherwise large amount of results. Departing from each of these representatives, one
may navigate through the connectivity classes along first, second and higher order
similarities. Note that the connectivity classes are mutually disjoint:

Corollary 2.1: The intersection of any connectivity classes is the empty set.

II.6. THE PROMINENCE PROFILE

The prototypes identify the melodies that appear more than indicated by a particular
threshold value within the given piece. From this point of view, these melodies are
considered to be important for the given piece. In order to give useful clues about the
further analysis of the given piece, a new concept is defined, which accounts for these
important melodies separately for each length value. This new concept is called the
prominence profile of the given piece. In this profile, the total amount of prototypes as
well as the connectivity classes are presented for each length of melodies separately.
In the following, the total number of connectivity classes (i.e. the total number of
representative melodies) of melodies of length n is denoted by Rep(n).

The connectivity classes with the largest number of prototype melodies are likely
to contain the most important melodies for a given piece. Correspondingly, if there
are many connectivity classes with comparatively few elements, one can deduce that
the representative melodies of these connectivity classes are not as important as the
representative melodies of the others with many melodies. Departing from this idea, a
melodic profile of the given piece is obtained in terms of the connectivity classes. This
new concept is defined in the following:

Definition 2.21: The prominence profile of a given piece M is the average number
of prototype melodies within the connectivity classes for each length value, which is
defined as
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Profile(M) = (
card(P nmin

T )

Rep(nmin)
nmin,

card(P nmin+1
T )

Rep(nmin + 1)
(nmin + 1), . . .). (28)

nmin is the length of the shortest melodic segments, which are considered in the
analysis of the piece. Each co-ordinate of this vector, corresponding to a particular
length value indicates the distribution of the prototypes among the connectivity classes
for this particular length. These values are multiplied by the corresponding length values
of the melodies, in order to account for the importance of longer melodies. In other
words, the prominence of the melodies of a particular length within the given piece is
indicated by the co-ordinates of the prominence profile.

The similarity neighbourhood set of a prototype melody contains possibly melodies,
which are not prototypes themselves. Therefore the total number of prototypes is not
necessarily equal to the total number of melodies identified to be similar. In order
to account for the total number of melodies identified to be similar to each other, a
similar prominence profile is calculated for the connectivity classes. After generating
the connectivity classes, the prominence value of the classes are calculated individually
for each length value of the melodies. The second version of the prominence profile
accounts for the average number of melodies for each connectivity class.

Definition 2.22: The prominence profile of a given piece M is the average number
of melodies within connectivity classes for each length value, which is defined as

Profile(M) = (

∑Cnmin
c=1 (card(Enmin

c (M)))

Rep(nmin)
nmin, (29)∑Cnmin+1

c=1 (card(Enmin+1
c (M)))

Rep(nmin + 1)
(nmin + 1),

. . .).

The prominence profile indicates in a practical way, which length of the connectivity
classes should be investigated in detail, in order to identify the most important melodies
of a given piece from a paradigmatic point of view. However, these values do not
always single out music-theoretically important melodies. Due to the averaging, the
connectivity classes with the largest number of melodies cannot be identified easily by
using the prominence profile, depending on the deviation from the averaged number
of melodies. Therefore the standard deviation from this mean value is calculated for
each connectivity class as well. On the one hand, if the deviation is relatively low,
the distribution of the melodies among the connectivity classes is fairly equal. In other
words, the connectivity classes contain roughly equal number of melodies. This means
that none of the connectivity classes are more important than the others. On the other
hand, if the deviation is large, some of the connectivity classes contain comparatively
more melodies than the others. Hence, these connectivity classes deserve special interest.
For this reason, the number of melodies contained in the biggest connectivity classes
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of each particular length should also be considered. Therefore, weighted number of
melodies contained in the biggest connectivity class is defined as a second alternative
to the first definition of the prominence profile as follows:

Definition 2.23: The prominence profile of a given piece M is the weighted number
of melodies within the biggest connectivity class for each length value, which is defined
as

Profile(M) = (argmaxi(card(Enmin
c (M)))nmin, (30)

argmaxi(card(Enmin+1
d (M))(nmin + 1),

. . .).

These alternative definitions together with the first definition of the prominence profile
enable to identify the biggest connectivity classes, in turn the melodies with the most
number of similar melodies for each length.

II.7. SUB-SEGMENT RELATIONSHIPS OF MELODIES

The melodic structure of a given musical piece is a hierarchical organisation in the
sense that larger structures are divided into smaller structures even in simple musical
pieces. Therefore, as a result of a music-theoretical analysis [65], a musical piece is
segmented into smaller parts on different levels. In general, a musical piece can be
divided into periods, which are sub-divided into phrases, etc. Similarly, a relatively
long melody is divided into smaller melodies (See Definition 2.2), which appear on
different locations within the piece independent of their ambient melodies. A music-
theoretically complete melodic analysis of a given piece explains how the melodic
material is introduced, and used throughout the given piece. Therefore, in order to
be able to account for the introduction and usage of the melodic material, the sub-
segment relationships between melodies should be identified as well. The similarity
neighbourhood model, defined so far, takes only similarities between equal length
melodies into account. Therefore the model can identify how the melodic material
is introduced. However, how the melodic material is used throughout the given piece
cannot be explained by the model.

In order to investigate, how the melodic material is used as well, the inheritance of the
melodic features between melodies is defined. The inheritance of the similarity relations
between melodies accounts for the similarity of the sub-segments. The inheritance
property is used as a condition to introduce two additional neighbourhood sets, which
explain the sub-segment relationships between melodies.

1. Inheritance Property

Intuitively speaking, the practice of passing on some properties or features is called
inheritance. In the mathematical music theory domain, the inheritance property accounts
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for passing on similarities between musical objects to their sub-objects. The inheritance
property is originally defined by Mazzola [49] and Buteau [14] [15]. According to
their definition, the inheritance property tells that if two melodic segments (premotives
as Mazzola and Buteau use) are similar, they are also similar in their sub-segments
(subpremotives). By definition, it implies only on way of a similarity relationship, which
is from segments to their sub-segments. However in my study, I used the inheritance
property in both directions from segments to their sub-segments and from sub-segments
to their super segments.

Definition 2.24: Suppose we are given a melodic segment m = Mn
k,i of length n

and a sub-segment m = mn
j of length n (with j + n− 1 ≤ n).

1) Further suppose we are given a melodic segment m′ = Mn
l,i′ , s.t. m′ ∈ Un

R(m, M),
which is similar to m. In association with m′ we consider its sub-segment m′ =
m′n

j . We say that the similarity between the segments m and m′ is inherited by
their sub-segments m and m′ if these sub-segments are similar as well, i.e. if
m′ ∈ Un

R(m,M).
2) Further suppose we are given a melodic segment m′ = Mn

l,i′+j−1, s.t. m′ ∈
Un

R(m, M), which is similar to m. In association with m′ we consider the melodic
segment m′ = Mn

l,i′ within the ambient melody. If m′ exists, m′ contains m′ = mn
j

at the same relative location as m contains m. We say that that the similarity
between the sub-segments m and m′ is inherited by the segments m and m′ if
these segments are similar as well, i.e. if m′ ∈ Un

R(m, M).

The first part of this definition indicates the inheritance of the similarity between two
segments to their sub-segments. In other words, the similarity between two melodic
segments implies that their corresponding sub-segments are similar as well. The second
part indicates the other direction, namely from the sub-segments to segments, which is
not as intuitive as the first part of the definition. This part says that if there are two
similar melodies, their corresponding super-segments are similar too. However given
two similar melodies, their super-segments do not necessarily have to exist. Therefore
the second part of the definition is used as a condition and not as a property. This
bidirectional relationship is illustrated in Figure 12.

Fig. 12. The bidirectional inheritance property (from melodies to their sub-melodies, and from sub-melodies to
their super melodies) between melodies is shown. In the first part of the inheritance property, the melodic segments
indicated by the rectangles m and m′ pass on the feature of being similar to their sub-segments m and m′ respectively.
The second part of the inheritance property indicates the inheritance of the similarity between the sub-segments m
and m′ to their super-segments m and m′ respectively.
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2. The Presence Neighbourhood

Intuitively, the presence of a given melody within a given piece is the appearances
of the melody and of its similar melodies within the given piece. The given piece is
the ambient space containing the given melody. A melody defined as a segment of the
given piece fulfils this condition (See Definition 2.2). The similarity neighbourhood
sets define the presence of a given melodic segment within the given piece. In the same
way, a melodic segment is the ambient space for each of its sub-segments. Hence, at
the same time, the presence of a given melody is it’s appearances within other ambient
melodies and within similar melodies to those ambient melodies.

Buteau [14] and Nestke [60] consider also the relations of melodies of different
lengths. Especially Buteau [14] and Mazzola [49] define two functions called presence
and content for this purpose. The presence function basically counts the number of
appearences of a melody in ambient melodies. Counting the sub-segments of a given
melody can be a valuable statistics. However, from a music-theoretical viewpoint, in a
melodic analysis process, the ambient melodies and their sub-segments are investigated
thoroughly, in order to identify these relationships properly. Therefore, instead of only
counting the appearances, the similarity neighbourhood model incorporates the idea of
identifying the ambient melodies containing a given melody.

1) Presence Neighbourhood for Prototypes: The presence neighbourhood sets are
investigated on the prototypes level firstly, in order to identify the sub-segment relation-
ships between the prototype melodies of a given piece.

Definition 2.25: The sets of all segments of length n′ being similar to the prototypes
m′ = Mn′

k,j−i+1 containing the given melodic segment m = Mn
k,j , such that m = m′n

i

and 0 < i ≤ n′ − n + 1, is called the weak presence n’-neighbourhood of m. The
weak presence neighbourhood of a given melodic segment m is the union of all of
the weak presence n’-neighbourhood sets for:

n′ ∈]length(m), length(M)].

These two sets are defined as follows:

P̃ resn′
R (m, M) =

⋃
m=m′n

i

m′∈Ptn
′

UR(m′, M), (31)

P̃ res(m, M) =
⋃

P̃ resn
R(m, M). (32)

The presence neighbourhood sets include all super-segments containing the given
melodic segment m up to similarity. The constraint 0 < i ≤ n′ − n + 1 for the internal
index i makes sure that a super-segment m′ contains the given melodic segment m
completely.
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The presence neighbourhood sets for each different length of melodies are constructed
individually in the first step. Afterwards, these sets are united to obtain the complete
presence neighbourhood set of the given melodic segment. The weak n′-neighbourhood
set of a given melodic segment m indicates an ambient melodic segment of length n′,
which contains the given melodic segment at a position i. However the other members
of the weak n′-neighbourhood set do not necessarily contain a similar melody at the
same position i. Hence, in general, the inheritance property does not hold for the weak
presence neighbourhood.

In order to account for the inheritance property (See Figure 12), the strong presence
neighbourhood is defined as follows:

Definition 2.26: The strong presence n’-neighbourhood of a given melodic seg-
ment m = Mn

k,j contains only those segments m′′ = Mn′

l,r of length n′ from the
weak presence n’-neighbourhood being similar to an ambient segment m′ = Mn′

k,j−i+1

containing m, such that m = m′n
i and 0 < i ≤ n′ − n + 1, have the property

that the analogous sub-segment in m′′ is also similar to m. The strong presence
neighbourhood of a given melodic segment m is the union of all of the strong presence
n’-neighbourhood sets for:

n′ ∈]length(m), length(M)].

These two sets are defined as follows:

Presn′
(m, M) =

⋃
m=m′n

i

{m′′ ∈ Un′

R (m′, M)|m′′n
i ∈ Un

R(m, M)}, (33)

Pres(m, M) =
⋃
{Presn(m,M)}. (34)

The strong presence neighbourhood obeys the inheritance property. Each ambient
melodic segment within the presence n’-neighbourhood set of the given melodic segment
m contains a melodic segment similar to m. In other words, two similar ambient
melodies contain similar sub-melodies at the same relative position i. However, this
situation is considered from the sub-melodies point of view. Hence, these ambient
melodic segments are inserted into the presence neighbourhood set, if and only if their
sub-segments are similar as well. This way, the inheritance property is enforced in the
construction of the strong presence neighbourhood sets. Consequently, the sub-segment
relationships can be identified under the consideration of the inheritance condition in a
music-theoretically plausible basis.

The weak- and strong-presence neighbourhood sets of a given melodic segment
contain only the similarity neighbourhood sets of the ambient melodic segments that
contain the given melodic segment at a certain position i. During the construction of
the presence neighbourhood sets for the prototypes, a strict containment relation as
well as the first order similarity relations between the ambient melodies are taken into
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account. These relations certainly yield useful information about the presence of the
given melodic segment m = Mn

k,j , considering the location, where it appears.

However, the similarity neighbourhood model is built to be a hierarchical model. I
have defined the similarity neighbourhood sets to account for the first order similar-
ities. In the following step, in order to account for the higher order similarities, the
connectivity classes have been defined. In this respect, the presence neighbourhood
sets for the prototypes do not identify the containment relationships of the melodies,
which are higher order similar to each other. Furthermore, melodic segments that are
positioned at different places of the given piece, but still containing a variation of the
given melodic segment are not included as long as they are not similar to the ambient
melodic segment containing the given melodic segment at the correct position. This
relation could be defined as a second order containment relation. In order to elaborate
on the higher order containment relationships, I consider the following example:

Fig. 13. Two melodies of length four notes from Inventio 01 in C Major are indicated by the rectangles. These
melodies have the same interval sequence. However the melody in the bass part is one octave lower than the melody
in the soprano part.

Figure 13 depicts two similar melodic segments. The latter melodic segment is only an
octave lower than the former one. Five notes after the depicted melodic segment a quarter
appears followed by an eighth rest. Since rests are not included in melodies, the presence
of this melodic segment can only be tracked for at most nine notes long melodies. On the
other hand, there is not a rest in the first two measures of the soprano part. Therefore, the
presence neighbourhood set of the melodic segment in the soprano part is expected to
contain melodies of different lengths, which are possibly not contained in the presence
neighbourhood set of the melodic segment in the bass part. A part of the presence
neighbourhood set of the first melodic segment is shown in Table I.



72

L = 4 L = 5 L = 6 L = 12 · · · L = 42 L = 43 L = 44 L = 45
0-2 0-2 0-2 0-53 · · · 0-53 0-53 0-53 0-53
0-12 0-12 0-12 1-1 · · · 1-1 1-1 1-1 1-1
0-20 0-20 0-34 1-25
0-24 0-30 0-53 1-202
0-30 0-53 0-65
0-34 0-65 0-77
0-43 0-89 0-89
0-53 0-101 0-101
0-65 0-117 0-109
0-89 0-125 0-117
0-117 0-137 0-125
0-125 0-159 0-137
0-137 0-191 0-159
0-159 0-211 0-167
0-191 1-1 0-175
0-195 1-13 0-183
0-211 1-25 0-203
0-215 1-33 1-1
1-1 1-49 1-13
1-13 1-87 1-25
1-25 1-117 1-33
1-49 1-125 1-41
1-87 1-135 1-49
1-117 1-149 1-61
1-125 1-166 1-87
1-129 1-178 1-97
1-135 1-202 1-107
1-139 1-210 1-117
1-149 1-218 1-139
1-166 1-231 1-149
1-170 1-170
1-202 1-178
1-217 1-186
1-194
1-202
1-210
1-218
1-231

TABLE I

THE PRESENCE NEIGHBOURHOOD OF THE MELODY IN THE SOPRANO PART IN FIGURE 13 IS SHOWN. EACH

COLUMN REPRESENTS A PARTICULAR LENGTH OF MELODIES THAT CONTAIN THE GIVEN MELODY. L = 4 MEANS

THE MELODIES LISTED IN THIS COLUMN ARE 4 INTERVALS OR 5 NOTES LONG.

In Table I, the columns between the length 15 and 42 are left out because of the
spatial limitations. However, this table still depicts clearly, how many ambient melodic
segments are included in the presence neighbourhood set. The presence neighbourhood
set of the latter melodic segment is shown in Table II.

The former presence neighbourhood set contains melodies of length 15 to 42 that the
latter presence neighbourhood set does not contain. Since only the ambient melodies
containing the given melody are taken into account, the latter presence neighbourhood
set contains melodies of length maximum 7 notes. In other words, since the higher
order containment relationships are not considered, the latter presence neighbourhood
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L = 4 L = 5 L = 6
0-2 0-2 0-2
0-12 0-12 0-12
0-20 0-20 0-34
0-24 0-30 0-53
0-30 0-53 0-65
0-34 0-65 0-77
0-43 0-89 0-89
0-53 0-101 0-101
0-65 0-117 0-109
0-89 0-125 0-117
0-117 0-137 0-125
0-125 0-159 0-137
0-137 0-191 0-159
0-159 0-211 0-167
0-191 1-1 0-175
0-195 1-13 0-183
0-211 1-25 0-203
0-215 1-33 1-1
1-1 1-49 1-13
1-13 1-87 1-25
1-25 1-117 1-33
1-49 1-125 1-41
1-87 1-135 1-49
1-117 1-149 1-61
1-125 1-166 1-87
1-129 1-178 1-97
1-135 1-202 1-107
1-139 1-210 1-117
1-149 1-218 1-139
1-166 1-231 1-149
1-170 1-170
1-202 1-178
1-217 1-186
1-194
1-202

TABLE II

THE PRESENCE NEIGHBOURHOOD OF THE MELODY IN THE BASS PART IN FIGURE 13 IS SHOWN. EACH COLUMN

REPRESENTS A PARTICULAR LENGTH OF MELODIES THAT CONTAIN THE GIVEN MELODY. L = 4 MEANS THAT

THE MELODIES IN THIS COLUMN ARE 4 INTERVALS LONG.

set does not include ambient melodies, which contain a similar melody of the given
melody. From the segmentation point of view, the information that these two sets yields
is sufficient, because the transparency of these melodies is shown clearly. In other words,
the segment relations for a particular part of a given piece can easily be shown by using
the presence neighbourhood sets, because the further decomposition of the melodies are
indicated clearly in these sets. Hence, these two sets indicate clearly, where the melodic
material (the segments and their sub-segments) is introduced. The similarity neighbour-
hood sets indicate, where the melodic material is introduced as well. The further step
that the presence neighbourhood sets achieve is that they explain, where the ambient
melodies appear. However, these ambient melodies are detected by considering only the
given prototype melody and it’s similarity neighbourhood set. Obviously, the melodies
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within this similarity neighbourhood set have their own similarity neighbourhood sets.
Therefore these melodies have their own ambient spaces. Because of the similarity
relation between these melodies and the given melody, and by pursuing the inheritance
property, these ambient spaces can be merged. The merged presence neighbourhood set
would contain ambient melodies of the second order containment relations. Pursuing this
idea in a single-linkage clustering manner (See Section II.5.4), higher order containment
relationships can be explained by the presence neighbourhood sets.

From a music-theoretical viewpoint, it is also important to see, how the melodic
material is used throughout the piece. Since variations of a given melody stem from
the same material, the ambient melodies containing these melodies happen to use the
same melodic material. Consequently, presence neighbourhood sets considering also
the higher order containment relationships are able to explain completely, how the
melodic material is used. The similarity neighbourhood model defines the higher order
similarity relations in terms of connectivity classes. In order to account for the higher
order containment relations, the presence neighbourhood sets for the connectivity classes
(See Section II.5.4) should be defined as well.

2) Presence Neighbourhood for the Connectivity Classes: The presence neighbour-
hood sets defined for the prototypes consider in the generation of the presence neigh-
bourhood sets. In this section, I will introduce the presence neighbourhood sets taking
the higher order similarities between sub- and super-segments into account as well.

Definition 2.27: The presence n’-neighbourhood for the connectivity class En
c (M)

(consisting of melodies of length n) is defined to be the union of those connectivity
classes En′

d (M) (each consisting of melodies of length n′) containing a melodic segment
m′, such that a melodic segment m in the connectivity class En

c (M) is a sub-segment
of m′. The presence neighbourhood for the connectivity class En

c (M) is the union
of all presence n’-neighbourhood sets where n′ ∈]length(m), length(M)]:

PEq
n′

(En
c (M)) =

⋃
m′∈En′

d (M)
m∈En

c (M)

En′

d (M)|m = m′n
i ,

PEq(E
n
c (M)) =

⋃
PEq

n′
(En

c (M)).

In comparison to the presence neighbourhood sets for the prototypes, the presence
neighbourhood sets for the connectivity classes consider every single melody within the
connectivity class and the ambient melodies containing them. Hence, the connectivity
classes of the ambient melodies containing a melody from the given connectivity class
are united. Therefore the higher order similarities among the contained melodies as
well as among the ambient melodies are taken into account, which in turn accounts for
higher order containment relationships as well.

Since a connectivity class already contains first- and higher-order similarities between
equal length melodies, I do not define weak and strong presence neighbourhood sets.
Furthermore, connectivity classes are defined to unite similar melodies. Defining weak
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and / or strong neighbourhoods would break this principle. In this respect, through the
connectivity classes, this principle of unification is extended to the sub- and super-
segment relationships as well.

The presence n’-neighbourhood sets for a particular connectivity class eventually
consist of several connectivity classes, due to the fact that two melodies containing the
same melody can possibly belong to separate connectivity classes. In this case, both of
these connectivity classes are included into the presence n’-neighbourhood set of the
given connectivity class. However, the following result helps to make inferences about
the construction of the presence neighbourhood sets of the connectivity classes.

Corollary 2.2: Suppose that there are two melodic segments m = Mn
k1,i+j and m =

Mn
k2,i′+j ∈ En

c (M) such that they are contained by the sub-segments Mn′

k1,i and Mn′

k2,i′ of
length n′ at analogous positions i+ j and i′ + j respectively. These two super-segments
Mn′

k1,i and Mn′

k2,i′ belong to the same connectivity class En′

d (M), if the second part of
the inheritance property holds.

The similarity relation between two melodic segments does not necessarily imply a
similarity between their super-segments. The inheritance property is necessary in order
this statement to be true. Hence, Corollary 2.2 mathematically formulates the necessity
of the inheritance property to imply a similarity relation between the super-segments of
two similar melodic segments.

3. The Content Neighbourhood

Naively speaking, the content of a given melody is the set of all segments of the
melody. These segments naturally appear within the given melody, where-ever the given
melody literally appears. However, some of the segments of the given melody also
appear independently, and some similar occurrences of a melody do not necessarily
contain similar sub-segments. The content neighbourhood aims to identify particularly
the segments of a given melody up to similarity.

Buteau [14] and Mazzola [49] also defined a content function. Similar to the case in
the presence function, the content function simply counts the number of sub-segments
of a given melody. The quantity that this function yields gives clues about how often
the melodic material(sub-segments of the given melody) of a given melody is used
throughout the piece. In other words, this value can be considered to be a prominence
value of the given melody. However, the locations of, where these sub-segments appear
is not delivered by this function. Music-theoretically speaking, form a form analysis
point of view, the places, where the sub-segments appear are important, in order to be
able to determine the form of the piece. For this reason, I re-defined the content function
as a neighbourhood set called the content neighbourhood not only counting the number
of appearances of the sub-segments (The cardinality of the set gives this information.),
but also indicates, where these sub-segments appear within the given piece.

1) Content Neighbourhood for the Prototypes: As in the presence neighbourhood
sets, I consider the content neighbourhood sets on the prototypes level at first. The
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content neighbourhood sets on the connectivity classes level will be defined afterwards.

Definition 2.28: The set of all segments of length n′ similar to a prominent sub-
segment m′ = Mn′

k,j+i−1 of a given melodic segment m = Mn
k,j , such that m′ = mn′

i

and 0 < i ≤ n − n′ + 1, is called the weak content n’-neighbourhood of the given
melody. The weak content neighbourhood of a given melody m is the union of all of
the content n′-neighbourhood sets for:

n ∈ [minimum melody length, length(m)[.

These two sets are defined as follows:

C̃onn′(m,M) =
⋃

m′=mn′
i

UR(m′, M), (35)

C̃on(m, M) =
⋃
{C̃onn(m,M)}. (36)

The content neighbourhood includes the complete set of sub-segments of the given
melody and their similar melodies within the given piece. The index i of the sub-
segments is controlled to be in the interval (0, n−n′ + 1], so that the sub-segments are
contained by the given melody m completely.

The complete content of a given melodic segment is generated by unifying the weak
content n′-neighbourhood sets. This unification collects the sub-segments of the given
melodic segment and their similar melodic segments together.

A weak content neighbourhood set contains only the sub-segments of a given melodic
segment and similar melodies to those sub-segments. However, it is not considered
whether the melodic segments containing those sub-segments are similar to the given
melodic segment m or not. In other words, the inheritance property is not forced for
the weak content neighbourhood set. In order to account for the inheritance property,
the strong content neighbourhood set of a given melodic segment is defined as follows:

Definition 2.29: The strong content n’-neighbourhood of a given melodic segment
m = Mn

k,j contains only those similar sub-segments m′ from the weak content n’-
neighbour-hood, such that m′ = mn′

i and 0 < i ≤ n − n′ + 1, so that the melodies
analogously containing these segments are also similar to the given melodic segment.
The strong content neighbourhood of the given melodic segment m is the union of
all of the strong content n′-neighbourhood sets for:

n ∈ [minimum melody length, length(m)[.

These two sets are defined as follows:
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Conn′
(m, M) =

⋃
m′=mn′

i

{m′′n′

i ∈ Un′

R (m′, M)|m′′ ∈ Un
R(m,M)}, (37)

Con(m, M) =
⋃
{Conn

R(m, M)}. (38)

The strong content neighbourhood contains the complete set of sub-segments of the
given melodic segment m and their similar melodic segments within the given piece.
This neighbourhood set obeys the inheritance property, because only the sub-segments
are taken into the strong neighbourhood set, whose super-segments are similar to m.

The content neighbourhood sets for the prototypes consider the similarity neigh-
bourhood sets only. This way, a given melodic segment can be decomposed into sub-
segments properly, depending on the similarities defined by the similarity neighbourhood
set and on the sub-segments. The sub-segment relationships between the first-order
similar melodies can be identified that way. In order to account for the sub-segment
relationships between the higher order similar melodies, the content neighbourhood sets
for the connectivity classes are defined.

2) Content Neighbourhood for the Connectivity Classes: The content neighbourhood
sets for the connectivity classes consider the higher order similarities as well as the first
order similarities in explaining how the melodic content of a complete connectivity
class is used throughout the piece. In other words, not only the higher order similarities
between the sub-segments are taken into account, but also the melodic material (content)
is also constructed by using the higher order similarities.

Definition 2.30: The content n’-neighbourhood for the connectivity class En
c (M) of

melodies of length n is defined to be the connectivity classes En′

d (M) of melodies of
length n′ ( with n′ < n), each of which containing at least one melodic segment m′,
such that m′ is a sub-segment of a melodic segment m in the connectivity class En

c (M).
The content neighbourhood for the connectivity class En

c (M) is the union of the content
n’-neighbourhood sets for n ∈ [minimum melody length, length(m∗)[:

CEq
n(En

c (M)) =
⋃

m′∈En′
d (M)

m∈En
c (M)

En′

d (M)|m′ = mn′

i ,

CEq(E
n
c (M)) =

⋃
CEq

n(En
c (M)).

The content neighbourhood sets for the connectivity classes are not defined as weak-
and strong neighbourhood sets. Similar to the presence neighbourhood sets for the
connectivity classes, the higher order similar melodies are collected in a connectivity
class. Separating the connectivity classes as weak- and strong sets would harm this
connectivity. Therefore, I defined the content neighbourhood sets as well as the presence
neighbourhood sets for a connectivity class without the distinction of weak and strong.

The content n′-neighbourhood sets of a given connectivity class can contain more than
one connectivity classes depending on the first- and higher-order similarities between



78

the sub- and super-segments. The following corollary explains the role of the inheritance
property in the construction of these sets.

Corollary 2.3: Suppose that there are two melodic segments Mn
k1,i and Mn

k2,i′ of
length n which belong to the same connectivity class En

c (M), such that they contain
the sub-segments Mn′

k1,i+j and Mn′

k2,i′+j of length n′ at analogous positions i + j and
i′ + j respectively. These two sub-segments Mn′

k1,i+j and Mn′

k2,i′+j belong to the same
connectivity class En′

d (M), if the first part of the inheritance property holds.

During the construction of the connectivity classes, all of the first- and higher-order
similar melodies are collected in the same connectivity class. However, the inheritance
property does not have an influence on constructing the connectivity classes. It does not
have an influence on the relationships between the connectivity classes either. Hence, it
is not possible to enforce the inheritance property in this case. However, the condition is
true that if the second part of the inheritance property holds, for two similar melodies,
their super-melodies should be contained in the same connectivity class.

4. Theoretical Findings about the Sub-Segment Relationships

The sub-segment relations defined in Sections II.7.2 and II.7.3 imply some impor-
tant results. These results will be used in Chapter VII for investigating the similarity
neighbourhood model from a topological viewpoint.

The first result indicates the relation between the presence and the content neighbour-
hood sets for the corresponding melodic segments, which contain each other. Logically,
the containing melody appears within the presence neighbourhood set of the contained
melody. In the same way, the contained melody is included in the content neighbourhood
set of the containing melody. This relationship is defined formally as follows:

Lemma 2.1: Given two melodic segments m ∈ P n and m′ ∈ P n′ , such that m =
m′n

i , then the following is true:

m ∈ C̃onn(m′, M) and m ∈ Conn(m′, M), (39)

m′ ∈ P̃ resn′(m, M) and m′ ∈ Presn′
(m, M). (40)

This result implies also that the presence and content neighbourhood sets for two
melodic segments having a sub-segment relation with each other are two different
viewpoints for this relationship. For the longer melodic segment, the shorter melodic
segment is the content of the longer melodic segment. For the shorter melodic segment,
the longer melodic segment is the presence of the shorter melodic segment within the
longer melodic segment. But from both viewpoints, it is the same sub-segment relation
interpreted differently.

The second result implies the inheritance property from a different viewpoint. It
states in which conditions the melodic segments belong to the corresponding presence
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or content neighbourhood sets. This statement also implies in which conditions the
inheritance property holds.

Lemma 2.2: Given two melodic segments m ∈ P n and m′ ∈ P n′ , such that m =
m′n

i , if for any two melodies m and m′, the following holds

m = m′n
i (41)

m ∈ UR(m,M) and m′ ∈ URn′ (m′, M), (42)

then the following is true

m ∈ Conn(m′, M), (43)
m′ ∈ Presn′

(m,M). (44)

As a result of the statement above the following can be deduced:

Corollary 2.4: The Lemma 2.2 implies that the inheritance property holds for
Conn(m′, M) and Presn′

(m,M) sets.

The Corollary 2.4 implies that the concerned presence and content neighbourhood sets
are both strong. Furthermore, if the sub-segment Condition 41 within the Lemma 2.2 is
not true, for the melodic segments m and m′, the presence and content neighbourhood
sets are weak.

If the cardinalities of the presence- and content neighbourhood sets are considered,
the following can be observed:

Lemma 2.3: For a given melodic segment m ∈ P n of length n, the cardinality of
the weak presence n’-neighbourhood is equal to the sum of the cardinalities of the
similarity neighbourhood sets of the ambient melodic segments m′ ∈ P n′ containing
the given melodic segment:

card(P̃ resn′(m,M)) =
n′−n+1∑

i=1

card(U(m′, M)), where m = m′n
i . (45)

The weak presence n’-neighbourhood set of a given melodic segment is by definition
the similarity neighbourhood set of an ambient melodic segment. Therefore, the cardi-
nality of the weak presence n′-neighbourhood set of the given melodic segment m is
simply the sum of the cardinalities of the similarity neighbourhood sets of the melodic
segments containing the given melodic segment. However, the same cannot be claimed
for the strong presence n’-neighbourhood sets. Since the inheritance property must hold
for the strong presence n′-neighbourhood sets, some of the melodies are possibly left
out from the weak presence n′-neighbourhood sets. Therefore they are smaller than the
sum of the cardinalities of the similarity neighbourhood sets of the containing melodic
segments:

Lemma 2.4: For a given melodic segment m ∈ P n of length n, the cardinality of the
strong presence n’-neighbourhood is less than or equal to the sum of the cardinalities of
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the similarity neighbourhood sets of the ambient melodic segments m′ ∈ P n′ containing
the given melodic segment:

card(P̃ resn′(m, M)) ≤
n′−n+1∑

i=1

card(U(m′, M)), where m = m′n
i . (46)

As the Lemma 2.1 also implies, the statements of Lemmas 2.3 and 2.4 are also true
for the content n′-neighbourhood sets.

II.8. THE PROMINENCE MATRIX

Using the prominence profile in co-operation with the neighbourhood sets defined in
the section II.4 the prominence matrix of the piece is obtained. The prominence matrix
is indicated by S.

Before defining the prominence matrix, the combination of the prominence profile
and neighbourhood sets should be clarified. Hence, the elements of the prominence
matrix are defined as follows:

pn
n =

∑
m∈M card(Un

R(m,M)) where length(m) = n,

pn+1
n =

∑
m∈M card(U

n+1

R (m, M)) where length(m) = n,
pn−1

n
=

∑
m∈M card(Un−1

R (m, M)) where length(m) = n.
(47)

The diagonal elements of the prominence matrix, namely the function pn
n contains the

sum of the cardinalities of the similarity neighbourhood of the prototypical melodies of
length n. The other two functions, namely pn+1

n and pn−1
n

are the number of elements of
the presence and content neighbourhoods of the melodies of length n correspondingly.
Under the light of these definitions, the prominence matrix is defined as follows:

S =


p1

1 p2
1 . . . . . . . . .

...
...

...
...

...
. . . pn−1

n
pn

n pn+1
n . . .

...
...

...
... . . .

 (48)

The diagonal of the matrix is constituted by the total number of melodies contained
in the similarity neighbourhoods. The upper triangular matrix contains the total number
of melodies from the presence neighbourhood of melodies on the diagonal and the
lower triangular matrix the total number of melodies from the content neighbourhood
of the same melodies. In this respect, the prominence matrix can be considered as
the interpretation of the presence and content functions (See Sections II.7.2 and II.7.3)
defined by Buteau [14] and Mazzola [49], in order to explain the sub- and super-segment
relationships between the melodies within a given piece.
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II.9. REDUCTION METHODS FOR THE REDUNDANT MELODIES

Ruwet [67] presents a method for paradigmatic partitioning starting with the identi-
fication of the longest repeated segments within a given piece. In the following steps,
Ruwet identifies shorter segments as well as sub-segments of the previously identified
longer segments, which partition the given piece any further. That is to say, the shorter
segments or the sub-segments of the longer segments help to decrease the amount of
the unpartitioned parts of the given piece by defining new partitions in those areas. The
following strategy employs these ideas of Ruwet in a more general situation, where the
segments are not strictly partitioning.

From the similarity point of view, within every repetition of a melody, its sub-
melodies are repeated as well. However, these repetitions neither contribute to the
partitioning of the given piece nor explain the usage of the melodic material introduced.
Pursuing Ruwet’s ideas, longest repeated segments are identified, which contribute to
the partitioning of the given piece. The repetitions of their sub-segments within these
segments are detected, and identified as redundant for the melodic development of the
piece [6]. In the similarity neighbourhood model, a melodic segment being in such a
redundant situation is defined as follows:

Definition 2.31: A melodic segment is called redundant, if there is a longer melodic
segment containing the given melodic segment, up to similarity, wherever the given
melodic segment appears.

Due to the exhaustive nature, the similarity neighbourhood model identifies the re-
dundant melodic segments as well. However, these melodic segments can be removed
from the set of the results. The identification and elimination of redundant melodies is
based on the inheritance principle (See Section II.7.1).

1. Weak Reduction

The weak reduction is applied to the entire collection of neighbourhoods, in order to
yield an analogous family of neighbourhoods. It is defined as follows:

Definition 2.32: Given two melodic segments m = Mn
k,i and m = Mn′

k,j of length n

and n′ respectively, where m′ = mn′
j (with j + n′− 1 ≤ n). The melody m′ is removed

from the results, if
card(Un′

R (m′, M)) ≤ card(Un
R(m, M))

.

According to the Definition 2.32, a melodic segment is removed, if the number of it’s
occurrences is less than or equal to the number of occurrences of the melodic segment
containing it. Intuitively, the number of appearances of redundant melody is equal to
or less than the number of appearances of one of its ambient melodies, because these
appearances are expected to be within this particular ambient melody. However this does
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not have to be true for all the cases, because the first part of the inheritance property
is not checked for the weak reduction. This can be intuitively proven as follows:

Proof: Assume that there exists a melodic segment m′′, such that

m′′ ∈ Un′
R (m′, M) and m′′ = m′′′n′

i .

If ||m′′′|| = ||m|| and m′′′ /∈ Un
R(m, M), then the inheritance property does not hold.

The Proof of Definition 2.32 shows that the reduced melodic segment does not
have to appear only within a particular ambient melodic segment, but can appear
independently as well. Therefore, the inheritance property does not hold for these two
melodic segments considering the sub- and super-segment relationships. For this reason,
this reduction method is called the weak reduction.

From music-theoretical point of view, melodies appearing not only within their super-
segments but also independently within the given musical piece are important for this
particular musical piece. These kinds of melodies should not be removed. On the
contrary, they should be kept in the results, and investigated further.

2. Strong Reduction

Before reducing a melody, considering only the number of appearances, the first
part of the inheritance property should be checked as well. For this reason, another
reduction method is defined, which investigates every single appearance of the given
melody, in order to figure out whether the melody appears independently as well.
The melodies appearing independently (not only within their super-segments) are not
reduced. Therefore the resulting reduction method, which is called the strong reduction,
satisfies the inheritance property. The strong reduction is defined as follows:

Definition 2.33: Given two melodic segments m = Mn
k,i and m = Mn′

k,j of length n

and n′ respectively, where m′ = mn′
j (with j + n′− 1 ≤ n). The melody m′ is removed

from results, if
card(Un′

R (m′, M)) ≤ card(Un
R(m, M))

, and if for all melodic segments m′ ∈ Un′
R (m′, M), there exists a melodic segment

m ∈ Un
R(m, M) such that m′′ = mn′

j

.

The second reduction method satisfies the inheritance property. The employed con-
dition guarantees that just the melodic segments are removed from the analysis, which
appear only within a particular ambient melody at analogous positions. Conforming to
the terminology I used so far, because this reduction method satisfies the inheritance
property, it is called the strong reduction.
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These two reduction methods incorporate the sub-segment relationships of melodic
segments to identify the redundant ones. The following theorems combine these relation-
ships with the presence / content neighbourhoods of the concerned melodic segments:

Theorem 1: If a given melodic segment m′ ∈ P n′ is reduced by the weak reduction
method, for at least one particular length n > n′, the following is true:

card(Un′

R (m′, M)) <= card(P̃ resn(m′, M)).

By definition, the similarity neighbourhood sets of the ambient melodic segments are
united in the weak presence neighbourhood set of the given melodic segment. In the
extreme case, for a particular length n, the weak presence neighbourhood set of the given
melody contains only one similarity neighbourhood set. In other words, there is only
one ambient melody, which contains the given melody. According to the Lemma 2.3,
the comparison of the cardinalities of the similarity neighbourhood sets implies the
comparison of the cardinality of the similarity neighbourhood set of the melodic seg-
ment to be reduced with the cardinality of the weak presence n’-neighbourhood set.
Consequently, even in the extreme case, the cardinality of the similarity neighbourhood
set of the given melody is less than the cardinality of the similarity neighbourhood set
of the only ambient melody (, which is in turn the cardinality of the weak presence
neighbourhood set of the given melodic segment.).

A similar statement can be drawn for the strong reduction case.

Theorem 2: If a given melodic segment m′ ∈ P n′ is reduced by the strong reduction
method, for at least one particular length n > n′, the following is true:

card(Un′

R (m′, M)) <= card(Presn(m′, M)).

The strong presence neighbourhood of a given melodic segment contains only the
melodic segments, whose corresponding sub-segments are similar to the given melodic
segment. Considering the additional condition of the strong reduction definition, a
melodic segment is then reduced, if it only appears within another melodic segment
containing it. In other words, if a given melodic segment and its similar segments
appear only within a particular super-segment and its similar melodies, the given melodic
segment is reduced. Hence, a melodic segment is reduced strongly, if and only if all
appearances of it are contained by the melodies within a particular strong presence
n-neighbourhood set of the same melodic segment for a particular length.

Consequently, if a melodic segment is eliminated from the results, the number of
appearances of a melodic segment is less than the number of appearances of the melodic
segments, within which it is present. Even-though the obtained set of results are still
paradigmatic in nature, the reduction process still makes one step in the direction of
syntagmatic analysis of music. Therefore in the following pages, the reduced results
will be called syntagms.
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II.10. IMPLEMENTATION DETAILS

Connectivity classes and representatives are constructed separately for melodies of
different lengths. Depending on the experiments described in Section II.3.3.1, the short-
est pitch sequences are determined to be four intervals long (five consecutive pitches).
The longest sequences are as long as the longest passage without a rest within the given
piece. For every length n, I consider all consecutive pitch sequences of length n using
a sliding window, starting from the sequence defined by the first n notes of the first
voice until the last notes of the last voice are reached. For each of these melodies, all
equal length melodies within each voice are searched, and a similarity neighbourhood
is constructed. Similarity neighbourhoods are then processed to obtain the connectivity
classes, the representative melodies, and the prominence profile. The complete algorithm
is given as follows:

In the following algorithm, the variable names begin with capital letters. The constants
are written in capital letters.

1) Initialise parameters
a) Initialise MINIMUM_LENGTH
b) Initialise CORRELATION_CONSTANT
c) Initialise SIGNIFICANCE_CONSTANT

2) For Each Part of the Given Piece
a) For Each Length of the Melodies in the Current Part, Starting with MINIMUM_LENGTH

i) Calculate CorrelationThreshold
ii) Calculate SignifinanceThreshold

iii) For Each Melody
A) Calculate Similarity Neighbourhood Set
B) Calculate Significance
C) if Significance > SignificanceThreshold

Mark Melody as Prototype
iv) Calculate Connectivity Classes

3) Calculate Presence Neighbourhood Sets
4) Calculate Content Neighbourhood Sets
5) Calculate the Prominence Profiles of the Piece

In the given algorithm, parts (voices) are handled separately one after the other.
Hence, starting with the lowest part, every single melody in this part is analysed, before
moving to the next part. However for each melody, all of the parts of the given piece
are traversed.

The algorithm does not show the detailed steps of the reduction procedure. However,
after the presence and content neighbourhoods have been calculated for each melody
within the piece, the reduction process is applied. For the weak and strong reduction
the prominence profiles are calculated again.

In the implementation, I used the Humdrum Software System (See Appendix A) to
represent musical pieces and to extract information from them. In order to visualise and
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play the results Open Music Software was used (See Appendix B).

The similarity neighbourhood sets, ignoring the generation of the connectivity classes,
are generated inO(n3) time. For each length value, there are n melodies to be analysed.
Each melody is compared to each other melody. Therefore this analysis step takes O(n2)
time. Since there are n different length values, the complete similarity neighbourhood
analysis is performed in O(n3) time.
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III. AN EVOLUTIONARY
APPROXIMATION TO THE SIMILARITY

NEIGHBOURHOOD MODEL

III.1. INTRODUCTION

The similarity neighbourhood model is an exhaustive analysis model in nature. During
the analysis, it traverses a given musical piece for each melody repeatedly to construct
the similarity neighbourhood sets. This analysis step yields the melodic structure of a
given piece from the similarity point of view. As explained in the previous sections,
the model builds the connectivity classes, sub-segment relationships and the reduction
hierarchically on top of the similarity neighbourhood sets. Since only consecutive notes
excluding the rests are considered to be a melody, the model produces these results in
a reasonable time.

In general, optimisation techniques are applied to estimate the outputs of an unknown
function, which cannot be calculated analytically or to determine the unknown class
boundaries of a classification task. Furthermore, they can be incorporated to approximate
the results of an exhaustive model without loosing the relevant information. Such an
approximation provides a certain degree of acceleration in the calculations as well.
Even-though the original similarity neighbourhood model works efficiently, making use
of such an acceleration is of significant help, especially for very long musical pieces
such as those consisting of four or five voices.

Such a search problem can make use of parallelism, in which many different possible
solutions are explored simultaneously in an efficient manner. Besides computational
parallelism, which is needed to evaluate these possible solutions simultaneously, an
intelligent strategy is also required to select the next set of possible solutions to evaluate.
Instead of evaluating every possible candidate solution, an efficient selection strategy
incorporated to select better candidate solutions accelerates an exhaustive model a sig-
nificant amount. Genetic algorithms [55] [54] offer a probabilistic strategy to select and
evaluate possible solutions of a given problem by mimicking the biological evolution.

There are certainly other optimisation methods, which could be used for accelerating
the similarity neighbourhood model. However standard gradient based optimisation
methods make a search in the solution domain, in order to find a single optimal solution.
They mostly assume that there is a correlation between the solutions that are close
to each other in the search space. Genetic algorithms make use of the best quality
parent solutions in the search space, and combine them to produce a new generation of
candidate solutions. In the end, genetic algorithms generate a population of high quality
solutions, not a single optimal solution. Since the similarity neighbourhood model ex-
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tracts the melodic structure of a given piece, which consists of significant melodies, i.e.,
a population of significant melodies, genetic algorithms offer an appropriate method to
accelerate the similarity neighbourhood model. Therefore, the similarity neighbourhood
model has been accelerated by genetic algorithms [4].

A stochastically generated group of melodies are evaluated to find the significant ones.
By randomly selecting melodies from the current group, and applying some genetic
operators on them, new group of melodies are generated. By improving the quality
of these groups iteratively, the most significant melodies are extracted to construct the
prominence profile of a piece as defined in the similarity neighbourhood model.

Obviously, the genetic algorithms only approximate the original similarity neighbour-
hood model. However, the experiments have shown that this approximation yields good
results in a significantly less time compared to the exhaustive model.

III.2. GENETIC ALGORITHMS

The problem addressed by genetic algorithms is to search a space of possible solutions
to identify the best collection of solution. In each iteration, genetic algorithms evaluate
a set of possible solutions. Depending on the evaluation results, the algorithm generates
successor solutions by probabilistically selecting better solutions among the whole set of
solutions, and applying some so-called genetic operators on them. After each evaluation
step, a collection of possible solutions called the current population is replaced by a
new population.

A population contains possible solutions to a given problem, The possible solutions,
each called a chromosome, generally take the form of constant length bit strings.
Genetic algorithms proceed by evaluating each chromosome in the population, and
replacing a population afterwards with another, until the termination criteria is fulfilled.
A population of chromosomes is defined as follows:

Pi = {c1, c2, · · · cs} (49)

In this formulation, the population Pi contains s number of chromosomes each
indicated by cj , where j is the index of a chromosome c within the current population
i. The population index i indicates the current iteration of genetic algorithms. In the
following iteration, population Pi is going to be replaced by the new population Pi+1.

The chromosomes are evaluated by a so-called fitness function. This function assigns
a numeric value to each chromosome that indicates how well this chromosome solves
a given problem.

After each evaluation step of the population, a better population is expected to be
created, which contains chromosomes that are more fit than the chromosomes in the
previous population. For the generation of the new population, three genetic operators
are defined.
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The selection operator probabilistically selects chromosomes for reproduction. The
more fit the chromosome, the more likely it is to be selected. The probability of selecting
a chromosome ci is given by

Pr(ci) =
Fitness(ci)∑s

j=1 Fitness(cj)
(50)

The crossover operator selects two chromosomes and exchanges parts of the chro-
mosomes to create two new offspring. The parts to be exchanged are selected proba-
bilistically as well.

The last genetic operator is called mutation. This operator probabilistically selects a
chromosome, and randomly flips some of the bits in the selected chromosome.

Consequently, a new population is generated by probabilistically selecting the more
fit chromosomes from the previous population. Some of the selected chromosomes are
directly added to the new population. Crossover or mutation operators are applied onto
the others to generate new offspring. These new offspring are inserted into the new
population.

Genetic algorithms iteratively search the solution space by evaluating candidate so-
lutions contained in the current population, and improving the quality of this collection
after each iteration for a desired solution.

The similarity neighbourhood model has partly been adapted to genetic algorithms
so that they can be incorporated to evaluate the quality of the selected melodies. Hence
the definition of melodies are adapted in the way that they can be processed by genetic
algorithms. A population consists of melodies of different length as candidate solutions.
These melodies are evaluated by generating their similarity neighbourhood sets and
calculating the corresponding significance values. The adaptation of the similarity neigh-
bourhood model enables the application of the genetic operators, in order to generate
the next population among the melodies constituting the current population.

1. Representation of a Melody

In order to use melodies as candidate solutions, they must be represented by constant
length vectors, so that the genetic operators can be applied on them. The definition of
melodies as in the similarity neighbourhood model cannot be used, because in the sim-
ilarity neighbourhood model, melodies of different length are represented by sequences
of different length. Hence, the definition of a melody in the similarity neighbourhood
model is adapted to genetic algorithms as follows:

Definition 3.1: A melody mj = Mn
k,i of length n within the voice k of a given piece

M is a 3-tuple of integer variables as follows:
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mj ∈ Z× Z× Z
mj = {k, i, n} (51)

The first integer variable k indicates the voice that the melody belongs to, the second
variable i is the index of the first note of the melody within the voice k and the last
variable n is its length. The melody index j indicates the corresponding chromosome
in the current population.

An example melody and the corresponding representation is shown in the Figure 14.
The voice as well as the first note indices take values starting with 0.

Fig. 14. The first two measures of the Inventio 01 are shown. The melody indicated by the rectangle in the second
measure of the upper voice is represented by the 3−tuple m = {0, 12, 7}.

Each chromosome cj in the current population corresponds to a melody mj = Mn
k,i

in the given piece.

2. Fitness Function

The similarity neighbourhood model constructs for each melody in a given piece a
similarity neighbourhood set. A significance value is calculated for each neighbourhood
set. The significance value indicates the importance of the similarity neighbourhood set
within the given piece as well as the importance of the melody, for which the similarity
neighbourhood set has been constructed (See Section II.5).

The approximation of the similarity neighbourhood model using genetic algorithms
prevents the construction of the similarity neighbourhood set and the calculation of the
corresponding significance value for each melody. The similarity neighbourhood sets
are constructed only for the melodies in the population. The corresponding significance
values are calculated only for these neighbourhood sets. These significance values are
regarded as the fitness values of the melodies, for which the similarity neighbourhood
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set has been constructed. Hence the fitness value of a given melody m of length n
within a given piece M defined to be the significance of the melody is as follows:

Fitness(mj) = Significancen
R(mj, M), (52)

Significancen
R(mj, M) =

card(Un
R(mj, M)) · n

N
(53)

In this formulation, the fitness value of a given melody m depends on the normalised
cardinality of its similarity neighbourhood set. The variable R determines the similarity
threshold for the given melody m of length n. Recall that melodies, whose similarity
values to the given melody are higher than the threshold R are inserted into the similarity
neighbourhood set of the given melody.

3. Genetic Operators

The genetic operators are used for generating the next population by selecting, re-
combining and mutating the melodies from the current population.

1) Selection: In this application, the fitness proportionate selection [55] is utilised
to select the melodies. In this method, the probability that a melody will be selected
is given by the ratio of its fitness value to the sum of the other fitness values of the
complete population as shown in Equation 50. Since I consider the significance value as
the fitness of a given melody, the probability of the given melody for being selected is
calculated depending on it’s significance value normalised by the sum of the significance
values of the other melodies within the current population as follows:

Pr(mi) =
Significance(mi)∑s

j=1 Significance(mj)
(54)

Consequently, the more significant melodies have a better chance to be selected.

2) Crossover: Crossover operator is applied onto two probabilistically selected chro-
mosomes. The randomly selected parts are exchanged between these chromosomes to
generate two new chromosomes.

As already mentioned, each chromosome represents a melody. A melody is repre-
sented not in terms of bit streams, but as a 3−tuple as shown in Definition 3.1. The
elements of this 3−tuple correspond to the voice, to the beginning note and to the
length of the melody. The crossover operator is applied directly onto the length of two
melodies. In other words, the length values of two melodies are exchanged, and the
other two elements are preserved unchanged. Given the melodies ml = {kl, il, nl} and
mr = {kr, ir, nr}, the crossover operation is defined as follows:
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crossover(ml, mr) : ml → ml (55)
mr → mr (56)

where

ml = {kl, il, nr}, (57)
mr = {kr, ir, nl}. (58)

An example crossover operation is illustrated in Figure 15.

Fig. 15. The lengths of the melodies shown in the upper half of the figure are crossed over. After this operation,
the length of the melody on the left hand side becomes 7 notes, whereas the melody on the right hand side becomes
looses three notes, and becomes only 4 notes long.

3) Mutation: The mutation operation flips a particular bit of a probabilistically
selected chromosome. This particular bit is selected randomly.

In the similarity neighbourhood model application of genetic algorithms, either the
length or the beginning note properties of a melody is mutated, in order to generate an
offspring melody. The voice of the melody is not mutated.

Four mutation operators are defined. The first two mutation operators increase and
decrease the length of the melody by one note respectively. The last two operators shift
the melody to the left or to the right by one note. Given a melody mj = {kj, ij, nj},
the mutation operators are defined as follows:

incr(mj) : nj = nj + 1, (59)
decr(mj) : nj = nj − 1, (60)
lefts(mj) : ij = ij − 1, (61)

rights(mj) : ij = ij + 1. (62)
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The mutation operators are illustrated in Figure 16. Only one of these mutation
operators is applied onto the melody. The mutation operation to be applied onto the
given melody is selected randomly.

Fig. 16. The given melody mj , which one of the mutation operators is going to be applied onto is shown top-most
in the figure. On the left hand side, in the middle row of the figure, the result of the mutation operator lefts(mj) is
shown. On the right hand side, in the same row, the melody obtained by the mutation operator rights(mj) is shown.
In the bottom-most row, the results of the size increase and decrease operators are indicated. The melody on the left
hand size in the bottom-most row depicts the melody obtained after applying the mutation operator decr(mj) onto
the given melody mj . The melody on the right hand side, in the same row is the outcome of the mutation operator
incr(mj).

III.3. EXPERIMENTAL APPLICATION

Genetic algorithms offer optimisation methods for a given problem, which cannot be
solved analytically. The similarity neighbourhood model, on the other hand, produces
promising results by navigating through a given music piece repeatedly to analyse each
melody defined within the given piece. In order to accelerate this procedure, genetic
algorithms are utilised so that melodies to be analysed are selected based on the proba-
bilistically motivated selection strategy of the algorithm. Hence, genetic algorithms offer
an approximation of the results produced by the similarity neighbourhood model without
loosing significant information. This approximation method focuses on the similarity
neighbourhood sets of the selected melodies and their significance values . Therefore,
in the following description of the algorithm, the details about the relationships between
the super- and sub-melodies, as well as the details about the reduction strategies are
ignored.

1. Algorithm

In the following algorithm, the variable names begin with capital letters. The con-
stants are written in capital letters. Hence, POPULATION_RATE, CROSSOVER_RATE,
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MUTATION_RATE and MINIMUM_LENGTH are constants and the others are the vari-
ables.

1) Initialise parameters

PopulationSize = LengthOfPiece · POPULATION_RATE
SelectionSize = (1− CROSSOVER_RATE) · PopulationSize
CrossoverSize = CROSSOVER_RATE · PopulationSize÷ 2
MutationSize = MUTATION_RATE · PopulationSize
MinimumLength = MINIMUM_LENGTH
IntervalMaximum = LengthOfPiece
IntervalMinimum = LengthOfPiece÷ 2

2) Genetic Algorithm
a) Initialize GA parameters

PrevTotalSignificance = 0.0
TotalSignificance = 0.0
PrevHighestSignificance = 0.0
HighestSignificance = 0.0

b) Generate the population
c) Calculate the significance value for each melody in the population
d) Calculate HighestSignificance
e) Calculate TotalSignificance
f) if HighestSignificance > PrevHighestSignificance

i) Remove the melody with PrevHighestSignificance
ii) Save the melody with HighestSignificance

g) if TotalSignificance > PrevTotalSignificance

i) Save TotalSignificance and HighestSignificance
ii) Generate new population

h) else
i) Save the prototypes

ii) Quit genetic algorithm
3) Decrease the interval of length

IntervalMaximum = IntervalMaximum÷ 2
IntervalMinimum = IntervalMinimum÷ 2

4) If IntervalMaximum < MinimumLength

a) Terminate the algorithm
5) Calculate the prominence profile

In the given algorithm, the basic idea of how to combine the similarity neighbourhood
model with the genetic algorithms is emphasised. Therefore, some of the implementation
details are omitted. The details, how to generate a new population are omitted as well.
The details on the similarity neighbourhood model can be found in Chapter II and in
the Appendix.
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In this approximation of the similarity neighbourhood model, instead of considering
individual length of melodies separately, length intervals are defined. Genetic algorithms
are utilised for each individual length interval separately. After each genetic algorithms
step, the length interval is halved. Therefore, instead of a complexity of O(n), the
complexity of each genetic algorithms step is only in the order of O(log n).

In each length interval, s number of melodies in the population are analysed, which is
significantly smaller than the total number of melodies in this length interval. However
these s melodies are analysed completely to generate the similarity neighbourhood
sets of these melodies and to calculate their significance values. Consequently, the
complexity of a single genetic algorithms iteration is in the order of O(s · n).

Each genetic algorithms step is repeated as long as the total significance of the new
population is higher than the total significance obtained by the population in the previous
iteration. Hence, the total number of iterations for a genetic algorithm optimisation is
not certain. However, the experiments have shown that the number of iterations are
negligible compared to the complexity within a single iteration. Therefore the total
complexity of the approximation of the similarity neighbourhood model by the genetic
algorithms is in the order of O(s · n log n).

The presented algorithm generates an approximate prominence profile of a given
piece in a fast but proper way. The melodies constituting this prominence profile
are provided by the best populations obtained after each genetic algorithms step. The
presented algorithm generates the similarity neighbourhood sets for these melodies and
calculates their significance values. The connectivity classes, the presence and content
neighbourhood sets and the reductions are calculated on these approximate results.
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IV. ANALYSIS OF TWO-VOICE
INVENTIONS

Johann Sebastian Bach composed fifteen two-voice imitative pieces for the keyboard
with ascending keys, each of which was called Inventio (BWV 772-786) [12]. In the
preface of the booklet, he mentioned the two reasons why he composed these pieces
in a clear way. On the one hand, these pieces should serve to teach an amateur in
keyboard how to play. On the other hand, after some progress, he / she should be able
to understand the composition, and above all be able to develop the same satisfactorily,
so that he / she gets a foretaste of composition.

These pieces were originally composed for Bach’s eldest son Wilhelm Friedemann
Bach, and were contained in “Clavierbüchlein vor Wilhelm Friedemann Bach” [11]. In
this booklet, however, Bach called these pieces Praeambulum. In order to stress the
pedagogical value of these pieces, he changed the name into Inventio.

By calling each of these fifteen pieces an Invention, Bach did not introduce a new
musical genre or form, but rather emphasised the thematic idea underlying a musical
piece [26]. According to Bach, creative imagination precedes the whole composition.
Hence, Bach aimed at showing how to play, and what an important role the creativity
plays in composition. However, these inventions should only give a foretaste of com-
position, so that a learner should be able to enter the huge world of composition. His
younger son Carl Philip Emmanuel Bach reported that J.S. Bach considered the ability
to compose inventions is an important criterium to become a composer. Therefore, a
successful invention should not only be correct in a music-theoretical sense, but also
lead to the thoughts, which result in a complete musical work.

From a music-theoretical point of view, the Two-Voice Inventions reflect a mixture
of homophonic and polyphonic elements in harmony. J. S. Bach used different mix-
tures of these composition techniques to compose the Inventions, in order to show the
possibilities that these techniques bring in. Theoretically, in polyphonic pieces, each
voice has an equal importance in carrying the musical content of the piece. However, in
a homophonic piece, a leading voice is accompanied by other voices. The Two-Voice
Inventions reflect both of these compositional techniques, in that the inner voices of
a piece are combined together in a homophonic manner, whereas each inner voice in
itself is composed polyphonically [64].

The homophonic composition can be observed in the partitioning of a given musical
piece. Generally voices of the piece come to the cadence together, and play an equally
important role in the cadence. In a polyphonic composition style, this happens only at
the end of the piece. In the Two-Voice Inventions, the partitioning of the pieces are
achieved by means of the homophonic composition style [64].
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The polyphonic composition can be distinguished easily in its unchangeability of
the main theme and the contrapuntal variations of it like inversions, transpositions,
emphasis on the main theme through counter-melodies, and the exchange of the main
theme between the voices of the piece. Almost all of these compositional possibilities
can be observed in the Two-Voice Inventions [64]. Consequently, the partitioning of the
Two-Voice Inventions reflect the homophonic composition style, whereas each partition
itself has a polyphonic structure.

Because of their ideal nature for teaching composition and their imitative structure,
they are perfectly adequate for my model to test. Therefore the similarity neighbourhood
model was tested on the Two-Voice Inventions of J. S. Bach. The results of these
experiments will be presented in this chapter. It will be shown that the similarity neigh-
bourhood model can observe not only the homophonic features but also the polyphonic
features as well, in parallel to the music-theoretical analysis results of the piece. For
this reason, the following detailed analyses integrate the computational results into a
music-theoretical description of the pieces.

The sections IV.1 IV.2 IV.3 IV.4 IV.5 and IV.6 explore inventions 1, 2, 4, 9, 14
and 15 in more detail. Section IV.7 then gives a compilation of the main results.
Experimental results are presented in a music-theoretical context, in order to easily
observe the music-theoretical relevance of the results. Music-theoretical information
was taken from a particular chapter about Two-Voice Inventions from Ratz [64]. The
computational results were thoroughly discussed with experts of music theory. The
experts confirmed that the obtained connectivity classes represent music-theoretically
relevant paradigms.

IV.1. RESULTS FOR THE INVENTIO 01 IN C MAJOR

Prominence profile in Figure 17 shows the weighted prominence values, the weighted
connectivity classes and the connectivity classes with maximum number of prototypes
for the Inventio 01.

Figure 18 shows a comparison between the prominence profiles obtained before and
after the reduction. As one can see in this figure, the reduced profiles contain much
less melodies than the prominence profile before the reduction. Furthermore, the weak
and strong reductions differ for short melodic segments. However, as the length of
the melodic segments increases, the difference disappears. It can also be observed that
for short melodic segments, the number of melodic segments in the profiles before
and after the reduction is relatively close to each other. As the melodic segments get
longer, they are mostly reduced, because they only appear as sub-segments of longer
melodic segments. However, some melodic segments have not been reduced. On the
contrary, they have been emphasised by their new prominence values, which seemed
not so important within the prominence profile without the reduction.

Figure 19 shows the weighted prominence profile, weighted largest connectivity
classes and weighted mean of the connectivity classes of the piece after the strong
reduction. In the analysis of the results, all of these profiles shown in Figures 17, 18 and
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Fig. 17. The prominence profile of the Inventio 01 in C Major is shown: The weighted prominence profile,
weighted largest connectivity classes and weighted mean of the connectivity classes are depicted separately. Missing
prominence values indicate that no prototypes (hence no connectivity classes) exist for these particular length values.
Parameters were c1 = 0.075, c2 = 1.75.

Fig. 18. The comparison of the prominence profiles with and without reduction of the Inventio 01 in C Major is
shown: Both the weak and the strong reduction results are indicated separately. The weighted prominence profile
results are plotted for these three cases. Missing prominence values indicate that no prototypes (hence no connectivity
classes) exist for these particular lengths. Parameters were c1 = 0.075, c2 = 1.75.



100

19 will be taken into account in a comparative way to determine the music-theoretically
most relevant melodic segments.

Fig. 19. The prominence profile of the Inventio 01 in C Major after the strong reduction is shown: The weighted
prominence profile, weighted largest connectivity classes and weighted mean of the connectivity classes are depicted
separately. Missing prominence values indicate that no prototypes (hence no connectivity classes) exist for these
particular lengths. Parameters were c1 = 0.075, c2 = 1.75.

By analysing the prominence profiles in Figure 17, in comparison with the other two
prominence profiles shown in Figures 18 and 19, the following results can be deduced.
The highest prominence value is obtained for the melodies of seven, eight and nine
notes. Among these three length values, the maximum connectivity class is constituted
by the prototypes of length seven. The prominence profiles without the reduction depict
a sharp drop followed by an increase. They stabilise around the same values until
the length of the prototypes reaches 29. Beyond the length 29, the prominence values
increase linearly. This is a result of the fact that equal number of prototypes have been
detected for all of these lengths. A closer look reveals that the representative melodies
of these connectivity classes always start with the same note within the piece that
the shorter representative melodies are subsequences of the larger ones, and that these
melodies always appear at the same places within the piece. For this reason, the reduced
profiles do not include these melodies but only the longest ones. However, some of these
melodies remain in the results after the reduction. In particular, the length 44 deserve
further investigation.

In the following, I analyse the representative melodies in a music-theoretical context.
The Inventio 01 begins with a melody of seven notes in the upper voice, which is also
a representative melody of a connectivity class of length seven (see Figure 20). In the
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Fig. 20. First two bars of the Inventio 01 in C Major are shown. The rectangle highlights the representative melody
of length seven in the upper voice.

following, this melody will be called the main theme of the piece for several reasons.
This melody appears 37 number of times in total within the piece. It opens the piece
as well as each new part of the piece, as I will indicate during the analysis.

Fig. 21. Only the melodies within the first eight bars of the Inventio 01 in C Major, which belong to the similarity
neighbourhood set of the main theme are shown.

The answer to the main theme comes immediately in the lower voice, but this
appearance of the main theme is one octave lower than the first one. At the beginning
of the second bar, the main theme appears in the upper voice again, this time however
a fifth higher than in its first appearance. Figure 21 shows all the appearances of the
main theme within the first eight bars of the piece.
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At the beginning of the third bar, a descending sequence is observed, which consists
of repetitions of the inversion of the main theme shown in Figure 20. The main theme
is repeated four times in this sequence. Each repetition starts with another note, always
a third lower than in the previous repetition.

Fig. 22. The third and fourth bars of the Inventio 01 in C Major are shown. The rectangle indicates the 25 notes
long representative melody in the upper voice.

The first three repetitions of the full sequence is again a representative melody, which
appears three times (see Figure 22) within the piece. In the last repetition of the main
theme, in the second part of the fourth bar, the fourth note, namely the F, is altered
and becomes F#. With this last repetition of the sequence, the piece modulates to the
dominant key, which is supported by the passage of four notes A-D-C-D appearing at
the end of the sequence. This passage is followed by an inverted variant of the main
theme again in its altered form (F to F#). Note that the whole sequence, the following
four notes passage and the inverted and altered main theme correspond yet to another
representative melody in the prominence profile of the piece (see Figure 23). This
representative melody has 44 notes and appears twice within the piece.

Fig. 23. Bars 5 to 8 of the Inventio 01 in C Major are shown. The 44 notes long melody in the upper voice is
indicated by the rectangle.

The 44 notes long representative melody is followed by the first cadence of the piece,
which occurs in the sixth bar. This cadence approves the modulation from the C Major
key to the G Major key.

After the modulation and the G Major cadence in the sixth bar, the piece continues
in the G Major key. The same melodic sequence as in the first two measures of the
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piece is repeated, but with the roles of the voices exchanged. The main theme appears
in the lower voice at the beginning of the seventh bar, but starting with a G. Note that
the appearance of the main theme in the first measure used to start with a C. The upper
voice answers this appearance immediately one octave higher. Hence, the interchanging
appearances of the main theme in the first two bars of the piece are repeated in the
seventh and eighth bars.

The first difference in the course of the piece occurs in the ninth and tenth measures.
The seventh and eighth measures depict a similar behaviour to the first and second bars.
In the third and fourth bars, a sequence consisting of the repetitions of the main theme
has not been observed. However, in the ninth and tenth measures, a similar sequence
cannot be observed. Instead of such a sequence, the interchanging appearances of the
main theme in the first two measures of the piece is repeated. This repetition is followed
by the representative melody with the long sequence (see Figure 23). This leads the
piece to the second cadence in A minor, which occurs in the 14th measure.

Starting with the 15th measure, the main theme is quite prominent in the following
measures of the piece. In the 15th measure, the main theme appears in its inverted
form in the upper voice, which is imitated by the lower voice immediately after the
main theme ends in the upper voice. The same happens in the 16th measure, but this
time the main theme is not inverted. These two measures are repeated in the 17th and
18th measures, where the appearances of the main theme are translated to other notes.
Starting in the 19th measure, the sequence repeating the main theme three times appears
once again (See Figure 22). During the third repetition of the main theme within the
sequence (20th measure), the piece modulates back to its original tonality – C Major. In
the second part of the 20th measure, a broken cadence happens. After the main theme
is repeated two times, once in the lower voice and once in the upper voice, the piece
ends with a C major cadence.

According to where the cadences happen throughout the piece, it can be divided into
three main parts. These parts are respectively six, eight and seven measures long.

Fig. 24. First two bars of the Inventio 01 in C Major are shown. The four notes long melody in the lower voice
is shown by the rectangle.

For this piece, I also constructed a prominence profile and representative melodies
using a note (rather than an interval) based representation, where each note is represented
by its chromatic distance to the middle C. Figure 24 shows the representative melody,
which is a sub-segment of the main theme.

In the third and fourth measures in the upper voice, this melody is repeated in the
lower voice in its augmented form three times for contrapuntal reasons. The appearances
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of this melody within the first nine measures are shown in Figure 25.

Fig. 25. First nine bars of the Inventio 01 in C Major are shown. Only the melodies, which belong to the similarity
neighbourhood of a representative melody of length 4, are shown.
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IV.2. RESULTS FOR THE INVENTIO 02

The prominence profiles of the Inventio 02 are shown in Figures 26, 27 and 28. Gen-
eral behaviour of the three profiles without reduction indicates increasing prominence
values as the length of the melodies increases. In particular the weighted maximum
connectivity class graph shows this behaviour clearly. In the reduced profiles, melodies
have mostly been reduced. Therefore, the prominence values of most of the lengths are
equal to zero.

Fig. 26. The prominence profile of the Inventio 02 in C minor is shown: The weighted prominence profile, weighted
largest connectivity classes and weighted mean of the connectivity classes are depicted separately. Missing prominence
values indicate that no prototypes (hence no connectivity classes) exist for the particular length. Parameters were c1
= 0.075, c2 = 1.75.

The Inventio 02 was composed by using the canon technique. In the most common
form of a canon, two or more voices of a composition are resolved from a single
voice [47]. The analysis results of this piece obtained by the similarity neighbourhood
model indicate the canonic structure of Inventio 02 as well. Notably, the reduced
prominence profiles (Figures 27 and 28) indicate this fact in a clear way, where mostly
the melodies taking part within the canonic units remained after the reduction. The sub-
segments of those melodies, since the sub-segments appeared only within those melodies
only, have been reduced. Therefore, instead of looking for short melodic segments and
the repetitions of them, which has been the path I was following during the analysis of
the Inventio 01, I will present the results, so that the canonic structure of the piece can
be tracked easily. In the following, I will interpret the analysis results of the model in
this way, and present them in a music-theoretical context.

The Inventio 02 opens with the presentation of the first theme in the upper voice.
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Fig. 27. The comparison of the prominence profiles with and without reduction of the Inventio 02 in C minor is
shown: Both the weak and the strong reduction results are indicated separately. The weighted prominence profile
results are plotted for these three cases. Missing prominence values indicate that no prototypes (hence no connectivity
classes) exist for these particular lengths. Parameters were c1 = 0.075, c2 = 1.75.

Fig. 28. The prominence profile of the Inventio 02 in C minor after the strong reduction is shown: The weighted
prominence profile, weighted largest connectivity classes and weighted mean of the connectivity classes are depicted
separately. Missing prominence values indicate that no prototypes (hence no connectivity classes) exist for these
particular length values. Parameters were c1 = 0.075, c2 = 1.75.
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This theme initiates also the first canonic structure within the piece. During the analysis
of Inventio 02, this theme will be called the main theme of the piece due to the fact
that this appearance is solo without the accompaniment of the lower voice, like a fugue
entrance. This theme also initiates other canonic structures throughout the piece, which
will be shown in the following. The lower voice starts with the canonic imitation of
the same theme in the third measure one octave lower. In the similarity neighbourhood
model, a melody is defined to be consisting only of notes and not of the rests. Therefore,
the model does not show the whole canon without any interruption, but separated by
rests. The first rest appears in the third measure in the upper voice –and accordingly in
the fifth measure in the lower voice. The model identifies these two melodies until the
first rest in each voice as two appearances of the same representative melody. The first
two appearances of this representative melody are shown in Figure 29.

Fig. 29. First six measures of the Inventio 02 in c minor are shown. The leading and repeating canon melodies are
shown in rectangles. The leading melody starts in the first measure in the upper voice and ends in the third measure
of the same voice. The repeating melody starts in the third measure of the lower voice and ends in the fifth measure
of the same voice.

After the first rest, the upper voice depicts a small motive consisting of three eighth
notes, which is followed by another rest. This small motive is derived from the last three
notes of the main theme before the rest. After this small motive, the model shows the
continuation of the canon in the upper voice as another representative melody. After the
eighth rest in the same position as in the upper voice, the repeating melody of the canon
continues in the lower voice. The continuation of the canon is shown in Figure 30. This
canon continues until the eleventh measure. The upper voice has two free (not repeated
by the lower voice) measures until the lower voice comes to the end of the first canonic
part.

Following the very last note of the first canon, the lower voice starts the second
canonic part of the piece with the main theme, which is this time imitated by the upper
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Fig. 30. Measures 3 to 8 of the Inventio 02 in c minor are shown. The leading canon melody, which starts in the
fourth measure in the upper voice and ends at the end of the eighth measure, is shown in the rectangle.

voice. This melody has been recognised by the similarity neighbourhood model as a
variation of the main theme (Figure 29), where the only difference from the main theme
is the first two notes, which are altered depending on the flow of the harmony. Instead
of (g-f]), (e[-f) start the theme in the lower voice. This melody is shown in Figure 31.

Fig. 31. Measures 11 to 14 of the Inventio 02 in c minor are shown. The leading canon melody in the lower voice
is shown in the rectangle. The leading melody starts in the 11th measure in the lower voice and ends in the 13th

measure.

The second canonic structure continues until the 21st measure in the same manner as
the first canonic structure. Hence the second canon is identified by the model as separate
representative melodies as well. The second part of this second canonic structure after
the rest in the 14th measure is shown in Figure 32.
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Fig. 32. Measures 13 to 22 of the Inventio 02 in c minor are shown. The leading canon melody is indicated in
rectangles. The melody appears in the 14th measure in the lower voice and continues until the beginning of the 21st

measure.

However, there is one interesting point between the first canonic structure starting
with the upper voice and the second canonic structure starting with the lower voice.
The two free measures in the upper voice at the end of the first canon are repeated by
the lower voice at the end of the second canon. These two free measures in the upper
voice are shown in Figure 33. If the melody shown in this figure is compared to the
melody shown in Figure 32, the equality up to key differences can be seen easily.

After the end of the second canon at the beginning of the 21st measure, the upper
voice repeats the main theme of the canon beginning with the 23rd measure. The lower
voice starts a new imitation of this melody two measures later. However this imitation
is not completed. It is broken with the c minor cadence, where the piece ends.

Consequently, the model cannot trace the canon uninterruptedly, due to the definition
of a melody. However the canons in the Inventio 02 can be observed, not only the
leading melodies, but also the repeating melodies by just following the representative
melodies indicated by the model. The first and second canons continue ten measures
each. Hence, these two canonic structures can be considered as the first two parts of the
piece. The following seven measures constitute respectively the third part of the piece.
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Fig. 33. Measures 3 to 12 of the Inventio 02 in c minor are shown. The representative melody is shown in rectangles.
This representative melody starts in the fourth measure of the upper voice and continues until the second note of
the 11th measure.

IV.3. RESULTS FOR THE INVENTIO 04 IN D MINOR

The Inventio 04 depicts a quite melodic behaviour. Like in the Inventio 01, a single
melody dominates the piece from the beginning until the end. This melody is accom-
panied mostly by broken chords in the other voice, when the main theme appears. The
prominence profiles also support this behaviour of the piece. The prominence profile
before the reduction process is shown in Figure 34.

Figure 35 shows the prominence values for each length before and after weak and
strong reduction. This figure indicates to what extent the reduction process decreases
the number of prototypes obtained from the analysis. Shorter melodies are generally
not reduced. However longer melodies are reduced drastically, so that for some length
values no prototypes are left in the analysis results.
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Fig. 34. The prominence profile of the Inventio 04 in d minor before the reduction is shown: The weighted
prominence profile, weighted largest connectivity classes and weighted mean of the connectivity classes are depicted
separately. Missing prominence values indicate that no prototypes (hence no connectivity classes) exist for these
particular lengths. Parameters were c1 = 0.075, c2 = 1.75.

Fig. 35. The comparison of the prominence profiles of the Inventio 04 in d minor with and without reduction is
shown: Both the weak and the strong reduction results are indicated separately. The weighted prominence profile
results are plotted for these three cases. Missing prominence values indicate that no prototypes (hence no connectivity
classes) exist for these particular lengths. Parameters were c1 = 0.075, c2 = 1.75.
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Fig. 36. The prominence profile of the Inventio 04 in d minor after the strong reduction is shown: The weighted
prominence profile, weighted largest connectivity classes and weighted mean of the connectivity classes are depicted
separately. Missing prominence values indicate that no prototypes (hence no connectivity classes) exist for these
particular length values. Parameters were c1 = 0.075, c2 = 1.75.

Considering the prominence profiles before and after reduction, the Inventio 04
emphasises mainly melodies of length twelve, thirteen and fourteen notes long, mainly
appearing at the same position. If the very first two measures of the upper voice are
considered, it can be easily seen that the ascending and descending melodic units in
these measures constitute twelve notes. The thirteenth and fourteenth notes belong to
the broken chord appearing in the third measure. Therefore, I consider the twelve notes
melody as the main theme of the piece, although in the prominence profile, thirteen and
fourteen notes long melodies have higher prominence values.

The rest of this section presents the analysis results of this invention in a music-
theoretical context.

The twelve notes long main theme of the Inventio 04, shown in Figure 37 starts with
the tonic note of the d minor, the key of the piece. It appears 21 times in total within the
piece. This melody consists of two parts. The first part is an ascending melody consisting
of the first six notes of the melody. The second part of the main theme consists of the
diminished seventh jump downwards and upwards followed by the descending part of
the melody. The very first appearance of the melody in the upper voice does not have
an accompanying counter melody. The answer to this melody comes in the lower voice
as a canon, starting with the same note an octave lower than the first appearance. The
canon is interrupted after the fifth bar of the piece. In the fifth measure, the upper voice
keeps the appearance of the same melody in the lower voice company with two broken
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chords. The first broken chord in the fifth measure is a d minor chord, which is the tonic
triad of the piece. This chord sounds simultaneously with the first part of the melody.
The following chord in the sixth measure, which accompanies the second part of the
melody is a diminished fifth chord can be interpreted by the functional harmony as a
dominant seventh chord without the root tone.

Fig. 37. The first five bars of Inventio 04 are shown. The twelve notes long main theme is indicated by the rectangle.

The main theme is repeated in the upper voice three times one after the other between
the measures five and ten. These repetitions have a sequential character, where each
repetition begins one note lower than the initial note of the previous appearance. The
lower voice continues accompanying these sequential repetitions by using eighth notes
rhythmically. After these repetitions end in the upper voice, the lower voice takes over
the sequence and repeats the same melody again three times. These sequences lead to
the first modulation of the piece, where the piece modulates from d minor to F major,
the major parallel tonality of d minor. The cadence in the 17th measure approves this
modulation. Figure 38 shows, where the main theme appears in the first part within the
first 17 measures.

After the cadence, the same melody appears in the lower voice two times consecu-
tively. Note that the first note of this appearance of the main theme (f) is the last note
of the cadence. Instead of the broken chords like at the beginning of the piece, the
upper voice makes a trill, which is a remarkable change compared to the first part of
the piece.

The two appearances of the main theme in the lower voice are followed by the
inverted version of the main theme in the upper voice. These inversions are repeated
in the same voice. These repetitions of the main theme leads the piece to the second
modulation, where the piece modulates to a minor, which is the minor dominant of the
main tonality of the piece (d minor).

A similar melodic unit with the trills in the 19th measure appears again beginning
with the 29th measure. While the main theme is repeated in the upper voice, the lower
voice accompanies this melody with a trill. The cadence in the 37th measure following
this melodic unit approves the modulation into a minor.

The main theme appears immediately after the cadence in the lower voice once
more. As in the first cadence of the piece, the last note of the cadence is at the same
time the first note of the melody. However, this time this first note does not start a
diatonic ascending major second line. Instead of that, the very first note of the melody
appears one octave higher than expected, hence making a descending leap of an octave.
Therefore the model cannot detect this melody, because the interval structure of the
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Fig. 38. The first 17 measures of the Inventio 04 are shown. Only the places, where the twelve notes long melody
appears are indicated.

melody is violated due to this large interval difference. This undetected melody is
shown in Figure 39.

The upper voice answers the undetected melody in the lower voice with the main
theme. This answer can be detected by the model. These interchanging appearances
of the main theme in upper and lower voices continue this way until the piece moves
to another cadence in the 48th, which is composed as an interrupted cadence by the
composer. This cadence is followed by the last appearance of the main theme in its
inverted form. The very last two measures of the piece depict a perfect cadence in d
minor, which closes the piece. Considering the places, where the cadences appear, the
piece can be divided into three parts. The first part is 17 measures long, the second part
20 measure and the last part is 22 measures long.
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Fig. 39. Measures 36-40 are shown. The melody, which cannot be detected by the model is shown in the rectangle.

In Inventio 04, the model could not detect one of the appearances of the main theme
due to a leap appearing at the beginning of the melody. The representation preferred
in the similarity neighbourhood model does not account for such leaps. Changing the
threshold constants could make the system detect this melody as well. However, this
would cause some other music-theoretically irrelevant melodies to be detected too.
Octave proximity is an important concept in music. Consecutive or simultaneous notes
octaves apart from each other are considered to be closer to each other than other interval
distances inbetween. A representation based on pitch class theory, ignoring such octave
differences could account for these cases. However, for such mathematical and / or
computer aided models, it is difficult to distinguish this proximity from other cases,
where a leap does not necessarily mean a close relation between the notes constituting
the leap. Therefore, the similarity neighbourhood model dispenses with the octave or
leap proximity.

IV.4. RESULTS FOR THE INVENTIO 09 IN F MINOR

Prominence profile in Figure 40 shows the weighted prominence values, the weighted
connectivity classes and the connectivity classes with maximum number of prototypes
for the Inventio 09. These values are obtained before the reduction has been applied.

Figure 41 shows the prominence values for each length before and after weak and
strong reduction. This figure shows to what extent the reduction process decreases the
amount of prototypes obtained from the analysis. Shorter melodies are generally not
reduced. However longer melodies are mostly reduced, so that for some length values
no prototypes are left in the analysis results.

Considering the prominence profiles before and after reduction, the Inventio 09
stresses mainly a seven notes long melody and some phrases, which contain this melody
several times. Besides, the piece also depicts some ascending and descending diatonic
melodic lines. In the following, the analysis results of this invention will be explained
in a music-theoretical context.

The upper voice of the Inventio No. 9 starts with a 32 notes long melody, which is
repeated four times in the whole piece. This melody, which is shown in Figure 43, will
be called the main theme of the piece in the rest of this analysis. The first repetition
of this melody is in the lower voice, placed one octave lower. This repetition starts
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Fig. 40. The prominence profile of the Inventio 09 in f minor without the reduction is shown: The weighted
prominence profile, weighted largest connectivity classes and weighted mean of the connectivity classes are depicted
separately. Missing prominence values indicate that no prototypes (hence no connectivity classes) exist for these
particular lengths. Parameters were c1 = 0.075, c2 = 1.75.

Fig. 41. The comparison of the prominence profiles of the Inventio 09 in f minor with and without reduction is
shown: Both the weak and the strong reduction results are indicated separately. The weighted prominence profile
results are plotted for these three cases. Missing prominence values indicate that no prototypes (hence no connectivity
classes) exist for these particular lengths. Parameters were c1 = 0.075, c2 = 1.75.
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Fig. 42. The prominence profile of the Inventio 09 in f minor after the strong reduction is shown: The weighted
prominence profile, weighted largest connectivity classes and weighted mean of the connectivity classes are depicted
separately. Missing prominence values indicate that no prototypes (hence no connectivity classes) exist for the
particular length. Parameters were c1 = 0.075, c2 = 1.75.

Fig. 43. First six bars of the Inventio 9 in f minor are shown. The 32 notes long representative melody in the upper
voice is shown by the rectangle.
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immediately after the melody ends in the upper voice in the fifth bar. The significance
of this melody can be seen in the prominence profile.

In the analysis results, the main theme is decomposed into several representative sub-
melodies. The first sub-melody, which I would like to emphasise is the 21 notes long
sub-melody, which spans the first three measures of the upper voice. This representative
melody is shown in Figure 44. It is repeated six times within the piece, which is two
repetitions more than the main theme (Figure 43). These two appearances are both in the
upper voice one after the other beginning with the ninth measure. This measure starts
like the first measure of the piece. Together with the following two measures, namely
the tenth and eleventh measures, these three measures depict a similar behaviour to the
first three measures of the piece. However the fourth measure (12th measure from the
beginning) of the main theme does not appear. Instead of the fourth measure, these
three measures are repeated. After this repetition of the 21 notes long melody, the c
minor cadence occurs in the 16th measure. After the cadence, the main theme appears
for the third time (starting with the 17th measure), but this time in the lower voice.

Fig. 44. First three bars of the Inventio 9 in f minor are shown. The 21 notes long representative melody in the
upper voice is shown by the rectangle.

In the analysis results, the main theme is decomposed further. It is easy to realise that
one of the most important sub-melodies of the main theme has seven notes, which is
repeated two times in the very beginning of the main theme. Any repetition of the main
theme depicts these two appearances of the seven notes long melody as expected. This
melody is shown in Figure 45. The similarity neighbourhood of the melody contains 33
similar melodies, whereas the connectivity class of the same melody has 56 elements.
This indicates that there are some second order similarities concerning this melody. The
contour of this melody depicts a descending melodic line in the first six notes with only
one exception between the fourth and fifth notes, and a sixth ascending jump in the
end. A similar motive considering only the contour (the first six notes descending and
the last note makes an ascending jump) begins in the second part of the first measure
including the first two notes of the second measure in the lower voice. Some of these
similarities are shown in Figure 46. Considering only the contour of these melodies and
ignoring the rhythm, these motives can be identified as similar to the seven notes long
melody shown in Figure 45. However there is no evidence that these two melodies are
music-theoretically related to each other.

The contrapuntal melodic unit accompanying the main theme in the first three mea-
sures in the lower voice is another representative melody of the piece, which is shown
in the same figure as the 21 notes long melody (See Figure 44). This melody appears
four times within the whole piece, three times until the first cadence occurs. The first
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Fig. 45. First three bars of the Inventio 9 in f minor are shown. The seven notes long representative melody in the
upper voice is shown by the rectangle.

Fig. 46. First eight bars of the Inventio 9 in f minor are shown. Only the melodies, which belong to the similarity
neighbourhood of the representative melody of length seven are shown.

two appearances of the main theme are accompanied by this melody. Also the second
repetition of the 21 notes long melody beginning in the twelfth measure is accompanied
by the same melody. From a music-theoretical point of view, this contrapuntal melodic
unit continues until the end of the main theme. However, it is broken by an eighth
rest in the fourth measure. According to the definition of the melody in the similarity
neighbourhood model, rests are not parts of a melody. Hence, this contrapuntal melodic
unit could be tracked until this rest.

The last repetition of the main theme appears in the upper voice, which starts at the
beginning of the 29th measure. This repetition is followed by the final cadence of the
piece in f minor in the 33rd and 34th measures, and the piece ends with f’s in both voices.
The analysis results and the cadences of the piece indicate two parts. The first part of
the piece is 16 measures long, whereas the second part takes 18 measures counting the
very last measure of the piece as well. Hence, the piece constitutes almost equal length
two parts.
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IV.5. RESULTS FOR THE INVENTIO 14 IN B[ MAJOR

Figure 47 shows the weighted prominence profile, the biggest connectivity classes
and weighted connectivity classes of the Inventio 14. These values have been calculated
before the reduction. The prominence profile starts with a quite high prominence value
for very short melodies, which decreases afterwards. After making a peak at 9 and 10,
the prominence profile curve increases, and makes another peak around 19 and 20. After
another decrease and increase, the curve reaches a plateau between the length values
25 and 33. The maximum connectivity classes curve makes peaks at the length of 6
and 9, then increases, and starts oscillating when the length of the melodies increases.
Considering also the maximum connectivity classes curve, peaks occur around 6, 9-10,
and 19-20. Hence, melodies of these lengths are important for the melodic structure of
the piece. The maximum connectivity classes show sharp drop around the length of 54,
but the curve increases again. This increase refers to another important melody.

Fig. 47. The prominence profile of the Inventio 14 in B[ Major is shown: The weighted prominence profile,
weighted largest connectivity classes and weighted mean of the connectivity classes are depicted separately. Missing
prominence values indicate that no prototypes (hence no connectivity classes) exist for these particular length of
melodies. Parameters were c1 = 0.1, c2 = 1.75.

Figure 48 shows the prominence values for each length before and after weak and
strong reduction. This figure shows to what extent the reduction process decreases the
number of prototypes obtained from the analysis. Shorter melodies are generally not
reduced. However longer melodies are reduced drastically, so that for some length values
no prototypes are left in the analysis results.

The reduced profiles indicate the melodies of length 6, 9-10, and 19-20 as well. In
the following, I will discuss the role of the representative melodies of these lengths in
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Fig. 48. The comparison of the prominence profiles of the Inventio 14 in B[ Major with and without reduction
is shown: Both the weak and the strong reduction results are indicated separately. The weighted prominence profile
results are plotted for these three cases. Missing prominence values indicate that no prototypes (hence no connectivity
classes) exist for these particular length values. Parameters were c1 = 0.1, c2 = 1.75.

Fig. 49. The prominence profile of the Inventio 14 in B[ Major after the strong reduction is shown: The weighted
prominence profile, weighted largest connectivity classes and weighted mean of the connectivity classes are depicted
separately. Missing prominence values indicate that no prototypes (hence no connectivity classes) exist for these
particular length of melodies. Parameters were c1 = 0.1, c2 = 1.75.
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a music-theoretical concept, starting with the first measure of the piece and proceeding
through the piece.

Fig. 50. First four measures of the Inventio 14 in B[ Major are shown. The 20 notes long melody in the upper
voice in the first measure is indicated by the rectangle. The following two repetitions in the same voice in the second
and third measures respectively are indicated by the following rectangles as well.

In the upper voice, the first measure of the piece together with the first note of the
second bar yields the representative melody of length 20. This melody is repeated three
times consecutively. This melody and its two consecutive repetitions are marked by
rectangles in Figure 50. In the lower voice, each appearance of this melody is accom-
panied by broken chords of belonging harmonies on the tonic pedal B-[, respectively
the tonic, sub-dominant and dominant chords of the main tonality.

The 20 notes long melody shown in Figure 50 consists of two main parts: The first
part of this melody is repeated in the second part. Precisely speaking, the first nine
notes are inverted in the second part of the 20 notes long melody. There is a sixteenth
note between the nine notes long melody and its inversion. This note can be interpreted
as a binding note combining the nine notes long melody with its inversion. Another
so-called binding note appears after the inversion of the nine notes long melody, leading
this melody to its third repetition (See Figure 50) in the second measure. The nine notes
long melody is repeated six times within the first three bars of the piece. This melody
appears also in the other parts of the piece significantly many times, especially in the
measures following a cadence and starting a new part of the piece. Therefore, in the
rest of the analysis, the nine notes long melody, which is identified by the similarity
neighbourhood model as another representative melody as well will be called the main
theme of Inventio 14.

The main theme and its the appearances in the first seven measures of the piece are
shown in Figures 51 and 52 respectively.

In the following measures of the piece, beginning with the fourth measure, the first
six notes of the main theme appear in the lower voice, and then alternate between the
voices. The appearances of the six notes long melody in the upper voice are inverted,
whereas in the lower voice in the original form. These alternating melodies depict
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Fig. 51. First two bars of the Inventio 14 in B[ Major are shown. The 9 notes long representative melody in the
first measure of the upper voice is shown by the rectangle.

Fig. 52. First seven bars of the Inventio 14 in B[ Major are shown. Only the melodies, which belong to the
similarity neighbourhood of the representative melody of length nine are shown.

a sequential behaviour from two different viewpoints. Firstly, each repetition of the
melody in the same voice starts with a note one diatonic step lower than the starting
note of the previous appearance, namely (G F E-[) in the upper voice and (B-[ A G)
in the lower voice. Secondly, the alternating appearances are always a third apart from
each other. This melody is another representative melody of the piece detected by the
model. The six notes long melody and its appearance within the first nine bars of the
piece are shown in Figures 53 and 54 respectively.

In the second quarter of the fifth bar, the six notes long melody appears in the lower
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Fig. 53. First two bars of the Inventio 14 in B[ Major are shown. The six notes long representative melody in the
first bar of the upper voice is indicated by the rectangle.

Fig. 54. First nine bars of the Inventio 14 in B[ Major are shown. Only the melodies, which belong to the similarity
neighbourhood of the representative melody of length six are shown.
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voice in its original from and in the upper voice in its inverted form simultaneously. The
upper voice repeats the six notes long melody ones more, while a descending octave
jump is observed in the lower voice. This cadence-like bar ends with another broken
chord in the lower voice.

The sixth bar starts similar to the first bar, but not in the same key. Another difference
is that the 20 notes long melody of Figure 50 appears in the lower voice and the upper
voice answers with the aforementioned broken chords. In other words, the roles in the
first three measures are changed between the upper and lower voices in the measures six,
seven and eight. The 20 notes long melody is repeated three times again. The similarity
neighbourhood model identified these three repetitions together as another representative
melody of the piece as well. The first appearance of this melody in the first measure and
its first repetition beginning in the sixth measure are shown in Figure 55. Considering
the similarities between the first three measures and the measures six, seven and eight,
it is not wrong to say that the first five measures constitutes the first part of the piece.
Hence, the appearance of the three repetitions of the 20 notes long melody initiates the
second part of the piece.

After the repetition of the first three measures at the beginning of the second part of
the piece, the 20 notes long melody appears three times in an alternating manner between
the upper and the lower voices. This part is followed by a two measures long canon,
which starts in the lower voice, at the beginning of the twelfth measure. This canon,
which is shown in Figure 56, makes use of the six notes long melody (See Figure 53).
The canon is structured harmonically as a sequence on the circle of fifths, where the
harmonic function of each repetition of the six notes long melody is a fifth lower than
the harmonic function of the previous appearance of the same melody, namely (C F B-[
E-[). The canon is followed by a parallel motion of the six notes long melody almost
three measures long. This parallel motion begins in the 14th measure. Until the fourth
beat of the 16th measure, the six notes long melody appears within the parallel motion
in its original and inverted form interchangeably. The end of the parallel motion closes
the second part of the piece.

In the last four measures, the main theme is repeated significantly many times in an
overlapping manner. In the end of the 16th measure, the main theme appears first in
the lower voice. The upper voice imitates the lower voice. The appearance of the main
theme in the upper voice overlaps with the lower voice. This overlapping repetition can
be seen throughout the 17th bar and also in the first two beats of the eighteenth bar.
The piece ends with a B[ cadence in the 19th bar, which contains both the main theme
and the six notes long sub-segment of it. The last bar is an octave of B[.

The Inventio 14 is dominated by the main theme and its six notes long sub-segment
shown in Figure 53. These two melodies are music-theoretically important and are
characterised by their paradigmatic repetition. From a form analysis viewpoint, these
repetitions segment the piece into three parts. The first part of the piece is shaped by
the six repetitions of the main theme and the alternating sequence of its six notes long
sub-segment. The second part starts with those six repetitions of the main theme in
a different key, which is followed by a canon. The third and the last part starts with
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Fig. 55. First ten bars of the Inventio 14 in B[ Major are shown. The 60 notes long melody in the first three bars
of the upper voice is indicated by the rectangle in the upper part of the figure. The repetition of the 60 notes long
melody in the bars six to nine is depicted by the rectangle in the lower part of the figure.
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Fig. 56. The canon in the 12th and 13th measures are shown in rectangles. The lower voice initiates the canon in
the 12th measure. The upper voice starts imitating the lower voice in the same measure one quarter after the lower
voice. The canon ends before the 14th measure begins.

the parallel motion following the canon. Both the canon and the parallel motion are
shaped by the main theme. The last part mainly concludes the piece. After the parallel
motion, the main theme appears in an overlapping manner. In this partitioning of the
piece, the first part takes five measures, the second part eight, and the last part takes
seven measures, including the last measure of the piece, where only an octave appears
in B-[.

IV.6. RESULTS FOR THE INVENTIO 15 IN B MINOR

Prominence profile in Figure 57 shows the weighted prominence values, the weighted
connectivity classes and the connectivity classes with maximum number of prototypes
for the Inventio 15. These prominence values are calculated before the reduction has
been applied.

Figure 58 shows a comparison between the prominence profiles obtained before and
after the reduction. As one can see in this figure, the reduced profiles contain much
less melodies than the prominence profile before the reduction. Furthermore, the weak
and strong reductions differ for short melodic segments. However, as the length of the
melodic segments increases, the difference disappears. It can also be observed that short
melodic segments are mostly preserved in both reduction methods, whereas the long
melodic segments are reduced. However, some of the long melodic segments have not
been reduced. On the contrary, they are emphasised by their new prominence values,
which seem not so important within the prominence profile without the reduction.

In the reduced prominence profiles, the melodies of length twenty are emphasised,
compared to the prominence profile without reduction. This is interpreted as an indicator
for an important representative value, which appears only after the reduction. Even-
though the reduced prominence profiles degrade the melodies of lengths eight and ten,
the weighted connectivity classes in the prominence profile without reduction indicate
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Fig. 57. The prominence profile of the Inventio 15 in b minor is shown: The weighted prominence profile,
weighted largest connectivity classes and weighted mean of the connectivity classes are depicted separately. Missing
prominence values indicate that no prototypes (hence no connectivity classes) exist for these particular length values.
Parameters were c1 = 0.075, c2 = 1.75.

Fig. 58. The comparison of the prominence profiles with and without reduction of the Inventio 15 in b minor is
shown: Both the weak and the strong reduction results are indicated separately. The weighted prominence profile
results are plotted for these three cases. Missing prominence values indicate that no prototypes (hence no connectivity
classes) exist for these particular lengths. Parameters were c1 = 0.075, c2 = 1.75.
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these lengths as the most prominent. Hence, the melodies with these length values are
searched thoroughly in the following.

Figure 59 shows the prominence profile of the piece after the strong reduction. These
profiles give more reliable information about the piece, as the redundant melodies
are already reduced from the results. Therefore during analysis of the results, these
profiles should be considered in combination with the other prominence profiles. In
the following, the analysis results will be presented considering all three prominence
profiles shown in Figures 57, 58 and 59.

Fig. 59. The prominence profile of the Inventio 15 in b minor after the strong reduction is shown: The weighted
prominence profile, weighted largest connectivity classes and weighted mean of the connectivity classes are depicted
separately. Missing prominence values indicate that no prototypes (hence no connectivity classes) exist for these
particular length of melodies. Parameters were c1 = 0.075, c2 = 1.75.

The similarity neighbourhood model identifies a melody of length twenty notes in the
upper voice at the beginning of the Inventio No. 15, which is shown in Figure 60. This
melody appears seven times in total within the whole piece. It starts with two sixteenth
notes and continues quite rhythmically with eighth notes. The melody changes back to
sixteenth notes and ends with a rest. In the following parts of this analysis, the melody
shown in Figure 60 will be called the main theme of the piece. The analysis results
show that this melody appears after the cadences either in upper or in lower voice,
sometimes even in both of them. Before the piece goes to an end, it appears again. The
other representative melodies within the piece are also derived from this melody. So it
is not wrong to call this melody the main theme of Inventio No. 15.

This melody is repeated partly in the lower voice in its translated form a fifth above (a
fourth below) the first appearance, which starts with a b. The translated repetition starts
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Fig. 60. First three bars of the Inventio 15 in b minor are shown. The twenty notes long representative melody in
the upper voice is shown by the rectangle.

with a f] . This repetition directly follows the end of the upper voice in the beginning
of the third measure. The first fifteen notes are fully repeated in the lower voice, also
from the rhythmical point of view. However the last five notes are not repeated. The
missing part corresponds to the sixteenth notes at the end of the melody. Instead of
the sixteenth notes, the composer preferred three eighth notes. However, from a music-
theoretical point of view, these eighth notes in this repetition as well as the sixteenth
notes in the first appearance are composed by using the same melodic material. In the
upper voice, the composer used sixteenth note ornamentations, whereas in the repetition
in the lower voice, these ornamentations are missing. Therefore, the number of notes
constituting these two parts differ, which caused the model to miss this similarity.

The completely repeated part of the main theme in the lower voice is another repre-
sentative melody of the piece. This melody is shown in Figure 61.

Fig. 61. First three bars of the Inventio 15 in b minor are shown. The twelve notes long representative melody in
the upper voice is shown by the rectangle.

The eight notes long sub-melody of the main theme is yet another representative
melody, which appears 16 times in the piece. This melody is shown in Figure 62.
These eight notes depict an interesting behaviour, namely the second half is similar to
the first half, as far as only the contour of the melody is concerned. Hence, by ignoring
the rhythm completely, the following can be observed: The first half of the melody
contains a descending step, an ascending step and a descending jump. In the second
half, the melody has the same contour as in the first half. However, the ascending step
is a larger interval in the second half. Therefore the system identifies melodies starting
at the beginning of the second half of the melody similar to the melody itself.

After these two repetitions of the main theme, an f] minor cadence happens in the
fifth measure. Generally J.S. Bach modulates to the related major key in the minor
pieces within the Two-Voice Inventions corpus, but in Inventio No. 15, he modulates
to a different key, namely into the fifth scale step. The related major key of the main
tonality of this piece would be D Major. After this cadence, the main theme appears
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Fig. 62. First three bars of the Inventio 15 in b minor are shown. The eight notes long representative melody in
the upper voice is shown by the rectangle.

in the upper voice in f] again, but the lower voice does not repeat the melody this
time. The piece continues in the upper voice mainly as sixteenth note melodic units,
and in the lower voice as eighth note melodic units. These measures until the eleventh
measure depict a sequence. This part of the piece can be identified as a “Zwischenspiel”.
In the eleventh measure and in the beginning of the twelfth measure, another cadence
happens. This D Major cadence approves the modulation into the related major key
of the tonality of the piece –the D Major key. Considering the piece from a formal
viewpoint, this cadence closes the first part of the piece. Hence, the first part is eleven
measures long.

After the cadence, the piece continues with the main theme, which appears this time
in D major, in the lower voice. The upper voice repeats the same melody in A Major,
after the melody is finished in the lower voice.

In the following two measures, namely the 16th and 17th measures, the piece con-
tinues mainly with sixteenth notes melodic units in the upper voice. The lower voice
accompanies the upper voice mainly with eighth note melodic units. This part resembles
the measures in the first part of the piece, which was called the “Zwichenspiel”. In this
part, another sequence can be seen as well. Therefore this part can be identified as the
second “Zwischenspiel” of the piece. In the 18th measure, the piece immediately returns
back to the tonality of the piece, namely to b minor. The main theme appears once again
in the lower voice, where the upper voice answers this melodic unit before the melody
is finished in the lower voice. Immediately after the appearance of the main theme in
the upper voice, the piece prepares the final cadence, and it ends with an octave in b.

The second part of the piece, starting with the twelfth measure takes eleven measures
like the first part. Considering this fact, it can be said that the piece consists of two
equal length parts.

In this piece, the similarity neighbourhood model missed one important similarity
due to the difference between the melodic lengths. These kinds of similarities could
be identified by models accounting for gaps within the melodies and / or similarities
between different length melodies. However, melodies consisting of non-consecutive
notes as well as calculating similarities between melodies of different length increase
the search space exponentially. Furthermore, detected similarities between these kinds of
melodies cannot always be explained music-theoretically. In order detect only music-
theoretically relevant similarities between melodies of different length, more compli-
cated methods should be incorporated than a simple distance function. These methods
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cause the model complexity to increase, which makes a complete analysis of a given
music piece intractable.

IV.7. SUMMARY OF THE RESULTS OF THE WHOLE COLLECTION

Table III shows the representative melodies with the highest significance values of
the Two-Voice Inventions. It also shows the number of melodies in the similarity
neighbourhood, and in the connectivity class of each melody respectively.

Invention Melody Sim. Neigh. Linkage Cl.

Inventio 01 37 37

Inventio 02 11 11

Inventio 03 27 33

Inventio 04 10 10

Inventio 05 26 32

Inventio 06 61 126

Inventio 07 19 19

Inventio 08 17 17

Inventio 09 19 24

Inventio 10 17 111

Inventio 11 18 32

Inventio 12 46 274

Inventio 13 13 13

Inventio 14 25 25

Inventio 15 27 60

TABLE III

REPRESENTATIVE MELODIES WITH THE HIGHEST SIGNIFICANCE VALUES, NUMBER OF ELEMENTS IN THEIR

SIMILARITY NEIGHBOURHOOD SETS, AND NUMBER OF MELODIES IN THEIR CONNECTIVITY CLASSES FOR ALL

TWO-VOICE INVENTIONS ARE SHOWN.
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The representative melodies with highest significance values correspond very well to
the traditional music-theoretical analyses [64]; if a particular main theme exists, such
as Inventio 01, 04, 09, 14.

The Inventio 02 (See Section IV.2) is a canon. As I indicated in the corresponding
section, this piece repeats a melody in a time-delayed fashion, and does not possess a
short melodic segment, which can be identified as the main theme of the piece, as in
the Inventio 01. However, as I showed in the corresponding section as well, the canon
can be tracked by the model very well by just following the representative melodies
appearing consecutively.

In the Inventio 06, an exchange between the voices happens in the beginning of the
fifth measure. The first four measures in the upper voice are repeated in the lower voice
between the fifth and eighth measures, where in the same four measures, the upper
voice repeats the first four measures of the lower voice.

The first four measures of the Inventio 07 repeat the melody shown in Table III eight
times in total in alternating manner.

For the Inventio 10, Inventio 12 and Inventio 15, the unification process leads to large
connectivity classes. This behaviour is a very good example of higher order similarities.
The melodic segments, which connect the similarity neighbourhoods are interesting to
observe (See Section IV.6).

Especially the Inventio 10 is not a highly melodic piece. The piece is composed
mainly by using broken chords in both upper and lower voices. Therefore the similarity
neighbourhood model detected mainly phrases consisting of series of these broken
chords.

The Inventio 08 depicts a similar behaviour to the Inventio 10. However, the piece
consists also of canon parts. Especially in the first three measures, similar to the case
in the Inventio 06, the melodic progression moves between the two voices of the piece
alternatingly. This behaviour appears several times within the piece. Different from the
Inventio 06, in the Inventio 08, the first measure of the upper voice is repeated in the
second measure of the lower voice and in the third measure of the upper voice again.
Hence the same melody moves from the upper voice to the lower voice and back to the
upper voice again. At the same time, the second measure of the upper voice appears in
the third measure the lower voice. If these changes between the voices are considered
to be sub-segments of the same melody, the similarity neighbourhood model can not
detect these kinds of changes between the voices of the piece directly, since a melody
is defined to be within a particular voice. Nonetheless, these exchanges can still be
constructed after observing, where the representative melodies appear.

The results of the Inventions 01, 02, 04, 09, 14 and 15, and even these extremely
summarised results, show that the corpus 15 Two-Voice Inventions is in-homogeneous,
with respect to melodic connectivity. Different compositional techniques dominate dif-
ferent Inventions. Therefore, the analysis procedure of each Invention is a small research
project on its own. However, the similarity neighbourhood model can depict different
aspects of these small pieces in a proper way.
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V. ANALYSIS OF TWO-VOICE
INVENTIONS WITH THE GENETIC

ALGORITHMS

V.1. APPROXIMATION RESULTS OF THE TWO-VOICE INVENTIONS

In order to test the performance of the accelerated approximation of the similar-
ity neighbourhood model with genetic algorithms, the Two-Voice Inventions of J. S.
BACH [12] have been analysed again.

In these experiments, the following values have been chosen for the constants:

POPULATION_RATE = 0.1
CROSSOVER_RATE = 0.25
MUTATION_RATE = 0.1
MINIMUM_LENGTH = 4

The results of these experiments are presented not only in musical notation, but
also in two other formats. The first format is called Humdrum [37] [38]. Humdrum
is a general-purpose software system developed to assist music researchers (See the
Appendix). The second format is a list conforming to the LISP programming language.
The object oriented extension CLOS of the LISP programming language is used by the
software Open Music [39]. Open Music is developed by IRCAM Paris, which is an
institute supporting contemporary music research and production.

The analysis results of the similarity neighbourhood model has already been presented
in Chapter IV. Therefore they will not be repeated in this chapter. Instead of that,
the difference between the durations needed for the method with and without the
genetic algorithms to analyse a piece are given here. Table IV shows these durations in
a comparison. Obviously the method approximated with genetic algorithms is much
faster than the original method. The biggest difference between genetic algorithms
approximation and the original method occurs for the Inventio 07, namely genetic
algorithms are 17.70 times faster than the original method. The lowest difference occurs
for the Inventio 10, namely 3.77 times. This time difference does not give any clue about
how close the approximation to the original analysis is. The approximated analysis
results are a sub-set of the original analysis results of a given piece. The experiments
have shown that this sub-set generally contains the most important part of the original
analysis. However, because of the stochastic nature of genetic algorithms, in each
experimentation, the results obtained by the genetic algorithms slightly differ from the
others. Furthermore, the time it takes to perform the analysis differs as well. Nevertheless
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the ratio between the time needed to perform the original analysis and the approximation
does not change drastically, but rather remain in this order given in Table IV.

Invention With GA Without GA Ratio
Inventio 01 0.59 sec. 5.35 sec. 9.06
Inventio 02 1.12 sec. 14.07 sec. 12.56
Inventio 03 1.26 sec. 6.99 sec. 5.54
Inventio 04 1.17 sec. 5.70 sec. 4.87
Inventio 05 1.54 sec. 10.50 sec. 6.81
Inventio 06 0.99 sec. 4.59 sec. 4.63
Inventio 07 0.78 sec. 13.81 sec. 17.70
Inventio 08 2.25 sec. 30.15 sec. 13.40
Inventio 09 6.78 sec. 55.94 sec. 8.25
Inventio 10 1.77 sec. 6.68 sec. 3.77
Inventio 11 1.45 sec. 13.51 sec. 9.31
Inventio 12 2.45 sec. 12.63 sec. 5.15
Inventio 13 0.65 sec. 2.76 sec. 4.24
Inventio 14 3.45 sec. 19.33 sec. 5.60
Inventio 15 2.64 sec. 16.18 sec. 6.12

TABLE IV

THE TIME NEEDED TO ANALYSE A PIECE WITH AND WITHOUT THE GENETIC ALGORITHMS IS SHOWN FOR THE

WHOLE CORPUS OF TWO-VOICE INVENTIONS.

While the similarity neighbourhood model iterates through the piece, the approx-
imation of the model with genetic algorithms only randomly selects the candidate
melodies and evaluates them. Therefore this approximation does not yield exactly the
same analysis results. However, the experiments have shown that the important melodies
of a given piece are detected by genetic algorithms as well. In the following, the analysis
results of two pieces are investigated in a comparative manner with the original analysis
to show that in the analysis yielded by genetic algorithms, the most important parts
of the analysis are kept. These results are presented in a low-level way, instead of
concentrating on the music theoretical facts, which have already been mentioned in the
previous analysis chapters.

V.2. INVENTIO 01 IN C MAJOR

The prominence profile of the Inventio 1 is shown in Figure 63. Figure 64 shows a
comparison between the prominence profiles obtained before and after reduction.

Comparing these prominence profile graphs with the ones obtained from the original
model, it is obvious to see that they reflect similar behaviours. However, genetic al-
gorithms approximation has much less melodies. Therefore the prominence values are
generally less, than the prominence values in the original prominence profile. Never-
theless the same melodic lengths are emphasised in the profiles of the approximation.
Especially the melodies of length 7, 8, 25 and 44 are underlined both in the original
prominence profiles as well as in the profiles of the approximation. However, in the orig-
inal similarity neighbourhood model, the very first occurrence of a melody is detected.
Genetic algorithms approximation selects melodies randomly. Therefore it detects one
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Fig. 63. The prominence profile of the Inventio 01 in C Major is shown: Missing prominence values indicate that
no prototypes (hence no connectivity classes) exist for these particular lengths. Parameters were c1 = 0.075, c2 =
1.75.

Fig. 64. The comparison of the prominence profiles with and without reduction of the Inventio 01 in C Major
is shown: Missing prominence values indicate that no prototypes (hence no connectivity classes) exist for these
particular length values. Parameters were c1 = 0.075, c2 = 1.75.
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of the occurrences of a melody, but not necessarily the very first one. The similarity
neighbourhood set of the detected melody contains obviously other occurrences of the
same melody, hence generally the first occurrence as well.

In order to indicate the similarities between the analysis of the original model and
genetic algorithms approximation, a prototype melody of length seven is shown. The
prototype melody found is from the upper voice, begins with the 40th note, and appears
37 times in the piece. This melody is shown in Figure 65. Note that this melody is a
similar melody to the melody shown in Figure 20 from Chapter IV. When the similarity
neighbourhood sets of these two melodies are compared with each other, it can be seen
that they contain each other in their similarity neighbourhood sets. The other melodies
that these two sets contain are in common as well. In this respect, It is easy to say, that
genetic algorithms detected the same prominent melody as the original model.

Fig. 65. A seven notes long melody from the Inventio 01 in C Major is indicated by the rectangle.

The same melody in Figure 65 is shown in **kern notation as follows:

**kern

*staff1

*clefG2

*k[]

*C:

*M4/4

*MM59.3
16c
16d
16e
16f
16d
16e
16c
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*-

The **kern notation is the standard representation format of Humdrum system. The
**kern notation is a tabular notation system. In this notation, each part is represented
as a column. Each column has the typical properties of a musical part, like the clef,
the signature of the accidentals, the tempo and metrum, etc. In this example, the actual
melody starts in the eighth line, namely with the line 16c which indicates that the
corresponding note is a sixteenth middle c.

This melody is quite dominant in the whole piece, as indicated in Section IV.1. A
detailed analysis of the piece can be found in the corresponding section.

The following notation represents the similarity neighbourhood set of the same mel-
ody in LISP format, which is suitable for the Open Music program. Each line corre-
sponds to one voice of the given piece. The numbers in parentheses are the note numbers,
where the melody appears within the particular voice. The very first occurrences of the
melody in both voices of the piece are at the very beginning of the piece, namely
starting with the zeroth note until the sixth note.

(
((0 1 2 3 4 5 6 )(9 10 11 12 13 14 15 )(31 32 33 34 35 36 37)...)
((0 1 2 3 4 5 6 )(12 13 14 15 16 17 18)(24 25 26 27 28 29 30 )...)
)

The examples from the approximated analysis can be extended to show more common
melodies from both analyses. The prototype melodies detected by genetic algorithms are
the ones from the original analysis with high significance values. In order to demonstrate
this behaviour further, the analysis results of the Invenio 04 are shown in the following
section.

V.3. INVENTIO 04 IN D MINOR

The approximated prominence profile of the Inventio 4 is shown in Figure 66.
Figure 67 shows a comparison between the prominence profiles obtained before and
after reduction.

These prominence profiles shown in Figures 66 and 67 point out the same length
values as the original model. Especially the length of twelve notes is emphasised in
these prominence profiles. The comparison of the reduced profiles with the unreduced
one indicates that not so many melodies have been reduced from the results. This is an
effect of genetic algorithms that genetic algorithms extract the most prominent melodies
in a given piece.

A single sample melody cannot prove that the analysis results converge to the real
analysis of a given piece. However repeating a whole analysis does not make much
more sense either. Therefore, I present sample prototype melody, detected by genetic
algorithms, which has also been identified by the original analysis and by the music
theory as a prominent melody of the piece. The sample melody that I present here is
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Fig. 66. The prominence profile of the Inventio 04 in d minor is shown: Missing prominence values indicate that
no prototypes (hence no connectivity classes) exist for these particular length of melodies. Parameters were c1 =
0.075, c2 = 1.75.

Fig. 67. The comparison of the prominence profiles with and without reduction of the Inventio 04 in d minor
is shown: Missing prominence values indicate that no prototypes (hence no connectivity classes) exist for these
particular lengths. Parameters were c1 = 0.075, c2 = 1.75.
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of length twelve notes. It is from the lower voice, beginning with the very first note
of this party. This melody appears 15 times within the whole piece. Genetic algorithms
have found the very first appearance of the melody in the lower voice. In fact, this
melody appears in the upper voice at first. The first appearance in the lower voice is
the repetition of the appearance in the upper voice. The random selection strategy of
genetic algorithms detected the appearance of the melody in the lower voice. Obviously,
the similarity neighbourhood set of the detected melody contains the other appearances
as well.

The twelve notes long melody is shown in Figure 68. In this figure, the similarity
between the melody of the first twelve notes in the upper voice and the melody in the
rectangle is obvious to observe. The melody in the rectangle is one octave lower than
the melody in the upper voice. The **kern representation indicates this difference
clearly, where the very first note of the melody in the lower voice is a sixteenth D. A
note indicated by a capital letter is one octave lower than a note indicated by a small
letter. Hence a 16D is one octave lower than a 16d. Attaching another capital letter
to a note represented by a capital letter makes the note one octave lower. Respectively,
attaching another small letter makes the note one octave higher (For the details of the
**kern notation, see the Appendix).

Fig. 68. The twelve notes long main melody of the Inventio 04 is shown.

In the following, the same melody in Figure 68 is shown in **kern notation:

**kern

*staff1

*clefG2

*k[]

*C:

*M4/4

*MM59.3
16D
16E
16F
16G
16A
16B-
16C#
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16B-
16A
16G
16F
16E

*-

As mentioned in the analysis of the Inventio 04 in Section IV.3, this melody is one of
the most important ones within the piece. The approximation with genetic algorithms
detects this melody as well.

In general, genetic algorithms extract an important sub-set of the whole analysis
results of the similarity neighbourhood model. Even-though it is only an approximation
of the original model, most of the significant information from the result of the original
model are contained within the approximated results as well. Therefore, especially for
relatively long orchestral pieces, which generally consist of even more than four or
five voices, genetic algorithms approximation can be incorporated reliably. The yielded
results provide a satisfactory approximation of the original model.
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VI. ANALYSIS OF KEREN

The similarity neighbourhood model was also tested on a solo trombone piece called
Keren of Iannis Xenakis, which was composed in 1986. Although the similarity neigh-
bourhood model does not include stylistic presuppositions, the application to tonal pieces
was motivated by the typically high amount of paradigmatic repetition depending on
the contours of melodic segments. Keren does not contain similar melodic segments
in the sense of motivic paradigms in the baroque or classical period of western music.
While this approach has been successfully applied to pieces of the tonal period, it was
a particular challenge to test it for a non-tonal piece like Keren. With this respect,
the analysis of Keren had to take a slightly different route than analysing 15 two-part
inventions of J.S.Bach.

The results of these experiments are going to be presented in this chapter [10].
Experimental results are presented again in a music-theoretical context, in order to
easily observe the music-theoretical relevance of the results. The computational results
were thoroughly discussed with experts of music theory. The experts confirmed that the
obtained connectivity classes represent music-theoretically relevant paradigms.

VI.1. THE PROMINENCE PROFILE OF KEREN

The prominence profile in Figure 69 shows the prominence values for each length of
prototypes, the weighted connectivity classes and the connectivity classes with maximum
number of prototypes for Keren.

The longest prototype, which can be identified by the model is 49 notes long. As it
can easily be seen on the profile, the prominence values of the longer melodic segments
are remarkably less than the prominence values of the short melodic segments, which
was not the case in Two-Voice Inventions. This fact indicates that Keren is not a melodic
piece in the sense that melodies are repeated and subdivided into sub melodies, which
are also repeated within the piece a lot of times. Instead of this melodic decomposition,
Keren shows that the generally shorter segments play a more important role in the piece,
and especially where these melodic segments appear, and where they do not appear is
important to understand the structure of the piece.

Figure 70 shows a comparison between the prominence profiles obtained before and
after the reduction. In general, reduction process eliminates a noticeable amount of
prototypes identified by the model. The remaining prototypes are the melodic segments,
for which it is more likely that they play an important role within the piece. As one can
see in this figure, the reduced profiles contain only a little less number of prototypes than
before reduction. This is another indicator about Keren being not a melodic piece in the
classical sense. Furthermore, there are several lengths, for which the prominence value
does not decrease after the reduction. These melodic segments deserve more attention.
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Fig. 69. The prominence profile of Keren is shown: Missing prominence values indicate that no prototypes (hence
no connectivity classes) exist for these particular lengths. Parameters were c1 = 0.075, c2 = 1.0.

Fig. 70. The comparison of the prominence profiles with and without reduction of Keren is shown: Missing
prominence values indicate that no prototypes (hence no connectivity classes) exist for these particular lengths.
Parameters were c1 = 0.075, c2 = 1.0.
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1. The Form of Keren

From the form analytical point of view, the piece can be devided into five parts:
(A-B-C-B’-A’).

A: (m.1 - m.23)
The opening part, namely the introduction of the piece is quite heterogeneous.
There is a remarkable number of large intervals and prolonged notes. Some long
descending melodic units can be observed as well. Another characteristic of this
part is the usage of tritone intervals. Hence, it is not a melodic part in a classical
sense. However towards the end, one can see some melodic units of sixteenth
and thirty-second notes. The part A ends in the middle of measure 23 after the
prolonged half note.

B: (m.23 - m.28)
In this quite rhythmic new part B, thirty-second notes dominate until the end
of measure 28. Therefore, I consider this measure as the end of part B. Several
interchangeably repeating small intervals characterise this part. It is possible to
interpret these interchanging interval series as melodies.

C: (m.29 - m.36)
The second part is followed by a short changeover C, which ends in measure 36,
after the second sixteenth note.

B’: (m.36 - m.42)
Due to the remarkable similarity between the second part and the fourth part
considering the rhythm and the melody, the fourth part is called B’. The thirty-
second notes end at the end of measure 42. Therefore, I consider this measure as
the end of part B’.

A’: (m.43 - m.63)
It is interesting to compare measures 45-46 with measures 61-63, when the start
and end notes of the melodic units in these measures are considered. In measures
45-46, an ascending melodic unit starts with an E and ends with a B[. Measures
61, 62, 63 depict a descending melodic unit from a B[ to an E. Note that the
ascending melodic unit in measures 45-46 begins with pitch class E, which closes
the melodic unit in measures 61-63. Similarly, the pitch class (B[) opening the
melodic unit in measures 61-63 closes the melodic unit in measures 45-46. Hence,
instead of measure 43, measure 45 can be identified as the beginning of the fifth
part as well.
The usage of tritone intervals can be observed in part A’ like in part A. Additionally,
the ascending and descending melodic units are common. However, interval based
melodic units appearing in these two parts differ. Besides, an intensive usage of
micro-tonality observed in part A’ does not appear except for some occurrences in
part A.

This formal appearance of the piece, namely (A-B-C-B’-A’) follows a symmetrical
arrangement. Note that the last two parts (B’-A’) reflect the order of the first parts (A-B)
around the part C.
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Fig. 71. The piece is shown as a list plot, where the points indicate the notes and the bindings are the intervals
between consecutive notes.

Figure 71 shows the notes of Keren as a list plot. In this figure, the durations of the
notes are ignored, only the pitch height values are depicted. It is easy to distinguish the
parts A, B and C of the piece, even-though the durations are missing. Large intervals
and jumps at the beginning and at the end of the piece indicate the A parts of the piece.
The relatively shorter downward and upward intervals, which follow each other indicate
the B parts. The pitch height values of the notes in part B’ are higher than the ones in
part B. Between the second and the fourth parts, the relatively short third part can be
identified. This part bridges the second part of the piece to the fourth part via a deep
downward and following upward melodic units.

VI.2. DETAILS OF THE ANALYSIS

It is an interesting finding of the computational part of the analysis that the algorithm
yields rich information about similarities in parts B and B’, while it returns no interesting
data for the parts A, C and A’. This finding supports the segmentation of the piece as
described in Section VI.1.1.

The following detailed analysis integrates the computational results into a general
description of parts B and B’ and it provides a purely descriptive analysis for parts A,
C and A’.

1. The Usage of Tritone Intervals in Part A

Recall that part A has been characterised as heterogeneous. However, this part still has
a structure, which is based mainly on the tritone interval. Particularly the first melodic
unit, which continues until the first fermata has a tone material spanning a tritone. The
span of this melodic unit is shown in Figure 72. Furthermore, Xenakis used the tritone
interval also as a single interval between two consecutive notes. Some examples of the
usage of the tritone interval within this first part are shown in Figures 73, 74 and 75.

Fig. 72. The interval between the highest and the lowest note in the melodic unit within the first two measures of
the piece is a tritone.
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Fig. 73. Tritone interval between two consecutive notes in the second measure is shown.

Fig. 74. Tritone intervals in measure 8 are shown. The first note of this phrase, namely a B[ and the following
note, which is an E constitute the first tritone. The second tritone happens between the same E and the second note
following this E, which is again a B[, an octave higher than the first one. The third tritone is between the same B[
and the last note of the shown phrase, namely an E.

In measures 16 and 17, consecutive notes fall apart for a short period (See Figure 79).
This behaviour indicates a latent two-voiceness within the piece, because the distance
between consecutive notes makes it impossible to build one melodic line. However,
every other note generates a melody together and two separate melodic lines emerge.
This occurrence anticipates the second part of the piece.

1) The Representative Melodies in Parts B and B’: The similarity results of the model
are concentrated mainly on parts B and B’ , which surround part C. The prominence
profiles indicate melodies of length 15,16 and 17 as being prominent. Here, I focus on
a representative melody of length 16, which is located at the beginning of part B, in
measure 24. This melody is shown in Figure 76.

Part of the piece is mainly comprised of small, interchanging ascending and descend-
ing intervals. The melody in Figure 76 depicts this behaviour properly. This melody is
repeated 14 times –up to the tolerance value specified in the algorithm– mainly in the
second and fourth parts of the piece –1 time in part A, 8 times in part B, 5 times in

Fig. 75. Tritone interval between two consecutive notes in measure 20 is shown.

Fig. 76. The representative melody of length 16 in measure 24 is shown.
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part B’–, confirming the relation between the parts B and B’. Some repetitions even
overlap each other, which is due to these small intervals.

If the melody (Figure 76 ) is further decomposed into sub-segments, another repre-
sentative melody can be observed. This sub-segment is simply the first part of the longer
melody. In fact, the longer melody is composed of this sub-segment and its repetition,
up to the tolerance value. This sub-segment is shown in Figure 77.

Fig. 77. The representative melody of length eight in measure 24 is shown.

Another representative melody shown in Figure 78 is 22 notes long and appears 10
times –up to some tolerance value– in total, namely 2 times in part A, 5 times in part B
and 3 times in part B’. This melody deserves more attention, since it holds the note B 10
times with interchanging downwards jumps to F] and G. By means of this composition
style, the composer creates again a latent two-voiceness in one line of consecutive notes.
The first melody is a B pedal, and the second melody consists of the interchanging F-]’s
and G’s. These kind of composition techniques can be seen, when one actual voice is
a carrier of more implicit ones.

Fig. 78. The representative melody of length 22 in measure 40 is shown. The melody is presented in its original
metrical position and the eighth rest before corresponds to notes appearing before the representative melody begins.

A similar representative melody to the one shown in Figure 78 appears in part A in
measure 16, which is shown in Figure 79. It is easy to see in this figure as well, how
these two melodies are created by the same composition technique. However, in the
melody shown in Figure 79, a pedal note is not used. Instead of that, both upper and
lower melodies are composed of interchanging minor seconds. Another appearance –up
to the tolerance value– of the melody in Figure 78 is the very beginning of part B. The
similarity between the melodies shown in Figures 78 and 79 enables me to claim that
the same melodic material anticipates (Figure 79) and initiates (Figure 78) the part B.

Part B’ of the piece ends with a melody, in which the latent two-voiceness is used
once again. This melody is shown in Figure 80. Consequently, this latent two-voiceness
plays and important role during the composition of the second and fourth parts of the
piece, considering the preparation, development and also the closing of these two parts.
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Fig. 79. The representative melody of length 22 in measure 16 is shown. The melody is in its original metric
position. The quarter and eighth rests before melody correspond to notes appearing before the representative melody
begins.

Fig. 80. This figure shows the measures 40 and 41 of the piece, where yet another occurrence of the latent
two-voiceness can be observed. The first one is shown in Figure 79.

2. The Usage of Tritone Intervals in Part 5

The fifth part called A’, which is another heterogeneous part, closes the piece. It
emphasises the tritone interval like in part A. The tritone interval appears as a single
interval and also as the spanning interval of several sequences of notes. Several spanning
and single tritone intervals are observed in measures 45 and 46. These intervals are
shown in Figure 81.

Fig. 81. This figure shows measures 45 and 46 of the piece. The first tritone occurs between the first note of
measure 45, which is an E, and the B[, which is repeated at the end of measure 45 and the beginning of measure
47 three times. The last repetition of this B[ defines the next tritone with the following note, which happens to be
an E. Finally, the third tritone interval occurs between the same E and the B[ appearing at the end of measure 46.
Obviously the very first note of this phrase (E) and the last note (B[) define another tritone –up to octave.

In measures 47 and 48, the starting and ending notes of the ascending passage,
beginning with a B at the beginning of the measure 47 and ending with the F in the
middle of measure 48, the second beat, span a tritone (See Figure 82). Within the
whole ascending passage, there are other shorter spanning tritones, like the first four
notes B-F, the following four notes E-A], etc. There are also tritone intervals between
two consecutive notes in these two measures. A tritone interval occurring between two
consecutive notes is shown in Figure 83.

Another spanning tritone occurs in the last three measures (61-63) of the piece. In
these measures, a descending melodic unit appears, which includes some micro-tonal
intervals. This melodic unit spans a trirone of B[-E, which is shown in Figure 84.
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Fig. 82. The spanning tritone interval in measures 47 and 48 is shown without any metric specification.

Fig. 83. The tritone interval in measure 54 is shown.

As already indicated in Section VI.1.1, this spanning tritone and the one appearing in
measures 47 and 48 have the same starting and ending pitch classes in a retrograde
manner, since the pitch class initiating one of those spanning tritones closes the other,
and vice versa.

Fig. 84. The spanning tritone interval in measures 61, 62 and 63 is shown without any metriic specification.

Despite of many differences in the texture of the parts A and A’ (e.g. micro-tones),
there is a clear relation between the two in terms of tritone as the salient interval between
consecutive notes as well as spanning a phrase.

VI.3. THE SIMILARITY NEIGHBOURHOODS AND THE FORM

Let me return to the prominence profiles as given in Figure 70. The prominence
values do not decrease under the weak and strong reduction for two melodies of
lengths 42 (M42) and 49 (M49) respectively. M42 appears twice in the beginning of
part B of the piece. These occurrences are self-overlapping. Similarly, M49 appears
twice in part B’ and these occurrences are also self-overlapping. The melodies shown
in Figures 76 and 77 are a sub-segments of M42. These two melodies have not been
deleted in the reduction step of the model. However, the overlapping behaviour of them
supports the idea that they can be considered as parts of two actually longer melodies
respectively. This is to say, the computationally detected similarity and the syntagmatic
fact that the two occurrences overlap gives birth to new melodic super-segments in the
focus of the analysis. The first super-segment, which is the union of M42, marks the
beginning of part B. In the same way, the union of the two occurrences of M49 marks
the end of part B’. This is a reminiscence of the overall symmetry, B-C-B’.
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As mentioned, the similarity neighbourhood model has not been able to find melodic
similarities in the first, third, and the fifth parts of the piece. The detected similarities
in and between parts B and B’ help to divide the piece into five parts. Another charac-
teristic, which supports this division of the piece into five parts are the tritone intervals
appearing in parts A and A’. However, the segmentation can be done in a slightly
modified way. The interior part of the piece, namely (B-C-B’), can also be considered
as a single part. The small changeover (C) between two B parts can be regarded as a
short sub-part, and hence as a segment within the whole part B. In this way, the formal
segmentation of the piece can be defined as (A-B-A’). The measures corresponding to
these segments are 1-22, 23-42, 43-63 respectively, which is an almost equal distribution
of the measures. Each part is approximately 20 measures long. A distribution of the
measures as such supports the three-part-segmentation of the piece.

The result of the similarity neighbourhood model indicates the places, where similar
melodies appear. In this study, these places are interpreted as indicators to segment
the piece into separate parts. This strategy –in summary– is to distinguish parts with
a high presence of similarity from parts, where similarity is absent. Such a finding is
a characteristic information about the piece. As a consequence, although Keren is a
non-tonal piece, the model helps identifying the form of the piece, by interpreting the
results in a different way.
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VII. MELODIC TOPOLOGIES

VII.1. INTRODUCTION TO TOPOLOGIES

In a mathematical approach to melodic analysis, Mazzola [48] [49] explained the sim-
ilarities in melodies by using topology. Buteau [14] [15] defined also motivic topologies
to explain the similarities between motives. Both of them defined a topological space
by constructing a topological basis consisting of the open sets, which contain similar
motives.

Buteau defined a topological space within which the motives are the objects. In her
model, a motif is defined as a finite set of notes such that only one note is heard at a
given onset. The ε-neighbourhoods are defined for each motif based on the similarity
degree of these motives. For certain distance measures, the inheritance property, defined
by Buteau guarantees that the similarity of two motives is passed onto the sub-motives.
This ensures that the set of all ε-neighbourhoods form a base for a topology.

The similarity neighbourhood model has been designed to extract the melodic struc-
ture of a given musical piece. This model differs from the model defined by Buteau in
that only the consecutive notes, namely melodic segments are considered as melodies.
Based on these similarities, the neighbourhood sets are defined for each melodic seg-
ment. The similarity neighbourhood set of a given melodic segment contains melodic
segments similar to the given one. These neighbourhood sets only contain melodies of
equal length. However, going beyond these similarities, the model identifies the sub-
and super-segment relationships within the given piece as well.

In order to take the sub- and super-segment relationships of melodies into account,
I extended the concepts presence and content, originally defined by Mazzola [49] and
Buteau [15] as functions, and redefined them as presence and content neighbourhood
sets (See Section II.7). The presence neighbourhood set of a given melodic segment
contains melodic segments that either contain the given melody or melodies similar to
the melody containing the given one. The content neighbourhood set of a given melodic
segment contains melodic segments that are either sub-segments of the given melodic
segment or similar to a sub-segment of the given one. The relation of containing a
melody or being contained by a melody is to be understood considering where these
melodies appear within a given piece.

The inheritance property (See Section II.7.1) is utilised as a condition to define the
presence and content neighbourhood sets in two different ways. The weak neighbour-
hood sets do not satisfy the inheritance property, whereas the strong neighbourhood
sets do. A weak neighbourhood set does not guarantee that both the containing and
contained melodic segments are similar to each other respectively. However the strong
neighbourhood considers whether the melodic segments contained (or containing for
the content neighbourhood) are also similar.
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These segment relationships are then utilised to eliminate those, which are identified
to be redundant for this piece. The reduction step emphasises the remaining melodies
that are of key importance in a given piece.

The similarity neighbourhood model, explained in detail in Chapter II, is inspired by
topology. For this reason, topological terminology is used for some musical and music
theoretical relations. However it is not a topological model in the strict mathematical
sense. Therefore, analysing which properties of a topology, both the model and the
obtained results possess may hold important insights for interpreting the results. In this
chapter, the topological features of the similarity neighbourhood model are investigated
from a theoretical viewpoint, in order to figure out under which conditions the collection
of the results yielded by the model define a topology. These features are then examined
for the example of the two-voice inventions.

VII.2. MELODIC TOPOLOGIES

1. Basics of Topology

Topology is a branch of mathematics, which deals with the similarities of mathemat-
ical objects. It is a collection of open or closed sets, also containing the empty set and
the entire space and is closed under the operations union and finite intersection.

Neighbourhood is one of the central concepts in a topological space. Generally, a
neighbourhood N of a point x is a set, within which one can move, without leaving
the set.

Definition 7.1: A neighbourhood of a point x is any set that contains an open set
containing x.

The neighbourhood system at x consists of all neighbourhoods of x. A topology can
be determined by a set of axioms concerning all neighbourhood systems.

Definition 7.2: A topological space is a set X together with a collection T of subsets
of X satisfying the following axioms:

1) The empty set and X are in T .
2) The union of any collection of sets in T is also in T .
3) The intersection of any pair of sets in T is also in T .

In many cases, large neighbourhoods are not necessary for a topology. The so called
basic neighbourhoods are sufficient to define a topology. One can make use of these
neighbourhoods to obtain large neighbourhoods by uniting the basic neighbourhoods.
The collection of such basic neighbourhoods is called a topological base, which is
formally defined in the following [13]:

Definition 7.3: A base for the neighbourhoods at x ∈ X is a set B(x) of neigh-
bourhoods of x such that if N is a neighbourhood of x then N contains some B of
B(x).
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According to this definition, every neighbourhood of a topology should be able to be
defined as a union of an arbitrary number of neighbourhoods within the base.

2. Melodic Topologies on Prototypes

In order to identify the similarities between melodies, I basically investigated three
different distance measures, namely the Euclidean distance, the edit distance and the
correlation coefficient. The first two distance measures define a metric, however the
correlation coefficient does not. All metric spaces define automatically a topology [13].
So the first two distance measures that I used define already a topology.

However the correlation coefficient does not automatically define a topology, because
it is not a metric. For a distance measure to be a metric, three conditions [24] must be
satisfied:

1) ρ(x, y) is a finite real number for every pair (x, y).
2) ρ(x, y) = 0 if and only if x = y.
3) ρ(x, z) <= ρ(x, y) + ρ(y, z).

The Euclidean distance and the edit distance satisfy all three conditions. The proofs
can be found in a range sources. Therefore I do not repeat them here. However the
correlation coefficient does satisfy neither the identity (2) nor the triangular inequality
(3). The second condition is not satisfied simply because if x = y, then ρ(x, y) = 1.
However, it is possible to convert the formula so that this condition is satisfied, namely
d(x, y) = 1−ρ(x, y) or d(x, y) = 1−ρ2(x, y). Even in this form, however, the coefficient
of correlation does not satisfy the triangular inequality.

Consequently, the correlation coefficient, does not define a metric. Therefore the
similarity neighbourhood sets constructed by using the correlation coefficient do not
automatically define a topological base. In order to define a topological base, some
properties are needed so that the similarity neighbourhood model with the correlation
coefficient defines a topological base.

In the following sections, I investigate the correlation coefficient in detail, and show
under which conditions the presence and content neighbourhood sets for the connectivity
classes define topological bases. In these investigations, the significance threshold is
set to zero, so that not only the prototypical connectivity classes but also the non-
prototypical connectivity classes can be considered.

3. Topologies on Connectivity Classes

The connectivity classes are the sets, which unite all the similarity neighbourhoods
of the first, second- up to nth order similar melodies. In this section, the connectivity
classes are investigated, in order to assess, whether they define a topological base [7].
Recall that the basic neighbourhoods are united to define other neighbourhood sets
within a topology. So the intersections of the basic neighbourhoods will be basic
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neighbourhoods as well. Considering this fact, the following defines the topological
base for the connectivity classes:

Theorem 3: The collection {En
c (M)} of the connectivity classes for a given musical

piece M defines a base for a topology τ on the set {m|m ∈ M}.

Proof: Due to Corollary 2.1, the intersection of any number of connectivity classes
is empty. The empty set and the whole collection is automatically within the base. So
the proof is done.

However, the topology defined in Theorem 3 yields neither mathematically nor music
theoretically interesting results. The fact that the intersections are always empty does
not bring any new structure to the results. However, in the following sections other
topologies will be defined, where the intersections of the open sets will not be empty.
In those topologies I will investigate, under which conditions the intersections of the
presence as well as the content neighbourhood sets for the connectivity classes are
included within one another.

4. Topologies on Presence Neighbourhood Sets

The presence neighbourhood sets of the connectivity classes define a topological base
as well.

Theorem 4: The collection {PEq(E
n
c (M))} of presence neighbourhood sets for the

connectivity classes of a given musical piece M defines a base for a topology τ on the
set {m|m ∈ M}, if and only if the inheritance property is satisfied.

Proof: It is enough to show that given the connectivity classes En
c (M) and En′

d (M)
and a melodic segment m′ ∈ En′

d (M) such that m′ ∈ PEq(E
n
c (M)), the following is

true:
PEq(E

n′

d (M)) ⊂ PEq(E
n
c (M)).

If the inheritance property holds, there exists a melodic segment m′ such that m′ =
m′n

i and due to Corollary 2.3, m′ ∈ En
c (M).

Suppose that there exists a melodic segment m′′ ∈ En′′
u (M) such that m′′ ∈ PEq(E

n′

d (M)).
This means that there exists a melodic segment m′′ such that m′′ = m′′n′

j and due to
Corollary 2.3, m′′ ∈ En′

d (M).

In the same way, due to Corollary 2.3, there should exist another melodic segment
o = m′′n

i such that o ∈ En
c (M). So

PEq
n′′

(En
c (M)) ⊃ En′′

u (M) ⊂ PEq
n′′

(En′

d (M)).
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The inheritance property ensures that the melody o exists. If the inheritance property
does not hold, this cannot be assumed. Therefore if the inheritance property is not
satisfied, the proof is incomplete.

Based on Corollary 2.1 the intersection of the presence neighbourhood for the con-
nectivity classes are either empty sets or they contain one another. So the set of all
presence neighbourhood sets of the connectivity classes define a topological base.

5. Topologies on Content Neighbourhood Sets

A similar topological investigation for the content neighbourhood sets for the con-
nectivity classes yields similar results.

Theorem 5: The collection {CEq(E
n
c (M))} of content neighbourhood sets of the

connectivity classes for a given musical piece M defines a base for a topology τ on
the set {m|m ∈ M}, if and only if the inheritance property is satisfied.

Proof: The proof of this theorem is similar to Theorem 4.

6. Is the Inheritance Property Satisfied?

The presence and content neighbourhood sets for connectivity classes consist of
connectivity classes or unions of them. Corollary 2.1 indicates that the intersection
of connectivity classes is empty. Hence, intersections of any presence or content neigh-
bourhood sets for the connectivity classes are either empty or a connectivity class or the
union of connectivity classes. Considering the situation for the presence neighbourhood
sets for the connectivity classes, there are three cases:

Case 1:

P n
Eq(E

n
c (M)) = En

j (M),
P n

Eq(E
n
d (M)) = En

i (M),
P n

Eq(E
n
c (M)) ∩ P n

Eq(E
n
d (M)) = ∅.

In this case, the inheritance property is not violated. Two connectivity classes without
any shared similarities have an empty intersection of their presence neighbourhood sets.

Case 2:

P n
Eq(E

n
c ) = En

i (M) ∪ En
j (M),

P n
Eq(E

n
d ) = En

i (M),
P n

Eq(E
n
c ) ∩ P n

Eq(E
n
d ) = En

i (M).

This case violates the inheritance property. Two connectivity classes have the same
connectivity class in their presence neighbourhood sets. This means that two similar
melodies are contained in two dissimilar melodies. However, in this particular case,
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the intersection of the presence neighbourhood set is included in another presence
neighbourhood set.

Case 3:

P n
Eq(E

n
c ) = En

i (M) ∪ En
j (M),

P n
Eq(E

n
d ) = En

i (M) ∪ En
ii(M),

P n
Eq(E

n
c ) ∩ P n

Eq(E
n
d ) = En

i (M).

The third case violates the inheritance property as well. However, in this case, the
intersection of these two presence neighbourhood sets is not included in another presence
neighbourhood set. Therefore this last constellation does not define a topology. However
the other two constellations do not violate the axioms defining a topology, even-though
the second case violates the inheritance property. The second case is still a special case,
which should not be considered a general possibility that occurs frequently. Theorems 4
and 5 show that the collections of the presence as well as the content neighbourhood sets
for the connectivity classes form a base for a topology as long as the inheritance property
is satisfied. Hence the inheritance property is the mathematically proven property, which
is necessary to define a topological base. However, it should be clarified, under which
conditions the inheritance property is satisfied. The problem can be formulated in the
following way:

Question 7.1: Suppose there exist two melodies m1 and m2 such that

m1, m2 ∈ En
c (M) where ||m1|| = ||m2|| = n,

and further suppose these melodies have two sub-melodies m1 and m2 such that

m1 = m1
n
1 , m2 = m2

n
1 .

Does m1 ∈ En
d (M) imply m2 ∈ En

d (M)?

In general, if two melodies m and m′ are in the same connectivity class, there should
be a sequence of melodies

(m,m1, m2, . . . ,mp, m
′)

such that

d(m, m1) < R,

d(m1, m2) < R,

. . .

d(mp, m
′) < R,

where R is the similarity threshold. However, I dispense with higher-order similarities,
and answer Question 7.1 for the first-order similarities only.
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In this formulation, the question approaches the inheritance property from melodies
and their sub-melodies point of view. In order to figure out whether the inheritance
property holds for this particular case, the correlation coefficient can be interpreted in
the following way:

The correlation coefficient is actually the cosine between two centralised vectors (See
Section VII.4). In the similarity neighbourhood model case, the melodies should first
be centralised. Suppose that the melodies m1 and m2 of length n are centralised. In
this case, the cosine of these two melodies is expressed as follows:

cos ϑ = m1·m2

||m1||·||m2||

The cosine between the sub-melodies m1 and m2 of the melodies m1 and m2 is then
formulated as:

cos ϕ = m1·m2

||m1||·||m2||

Here, the melodies cannot be normalised to unit vectors as in Section VII.4, because
the similarity relationships of melodies will be compared considering their sub-melodies.
The absolute value of the function is

| cos ϑ| =
|m1 ·m2|

||m1|| · ||m2||
|m1 ·m2|

||m1|| · ||m2||
=

|
∑n m1,i ·m2,i|
||m1|| · ||m2||

=
|
∑n m1,i ·m2,i +

∑N
n+1 m1,i ·m2,i|

||m1|| · ||m2||
(63)

<=
|
∑n m1,i ·m2,i|+ |

∑N
n+1 m1,i ·m2,i|

||m1|| · ||m2||

=
|
∑n m1,i ·m2,i|
||m1|| · ||m2||

+
|
∑N

n+1 m1,i ·m2,i|
||m1|| · ||m2||

<
|
∑n m1,i ·m2,i|
||m1|| · ||m2||

+
|
∑N

n+1 m1,i ·m2,i|
||m1|| · ||m2||

| cos ϑ| < | cos ϕ|+
|
∑N

n+1 m1,i ·m2,i|
||m1|| · ||m2||

(64)

Equation 64 indicates the relationship between cos ϑ and cos ϕ, namely the relation-
ship between the similarity value of the melodies m1 and m2 and the similarity of
their sub-melodies m1 and m2, depending on the rest of the two melodies, which are
not included within the sub-melodies. Let me take Equation 63 and express it in the
following way:
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| cos ϑ| = |x + γ|, where (65)

|x| =
|
∑n m1,i ·m2,i|
||m1|| · ||m2||

and

|γ| =
|
∑N

n+1 m1,i ·m2,i|
||m1|| · ||m2||

.

It is obvious that

|x| < | cos ϕ|. (66)

Equation 65 can be considered in two cases: The first case handles γ > 0 and the
second case γ < 0.

• Case 1: γ > 0
Case 1 means that γ increases cos ϑ. So, it is not possible to say anything about
whether | cos ϑ| < | cos ϕ| holds.

• Case 2: γ < 0
Case 2 means that γ decreases cos ϑ. So, Equation 65 becomes | cos ϑ| < |x|.
Combining this with Equation 66, I obtain | cos ϑ| < | cos ϕ|.

Case 1 does not give any information about whether the inheritance property holds
or not. However, for Case 2, the similarity value between the sub-segments m1 and m2

is certainly higher than the similarity value between the super-segments m1 and m2.
Hence, if the case γ < 0 is elaborated on, two different situations for this case described
in Question 7.1 can be obtained:

Case A: r(m1, m2) > Rn and r(m1, m2) > Rn, where Rn and Rn are the similarity
thresholds for the melodies of length n and n respectively.

This case satisfies the inheritance property. Hence:

m1, m2 ∈ En
c (M), (67)

m1, m2 ∈ En
d (M). (68)

Cn
Eq(E

n
c (M)) = En

d (M), (69)

P n
Eq(E

n
d (M)) = En

c (M). (70)

Case B: r(m1, m2) > Rn and r(m1, m2) < Rn.

This case does not satisfy the inheritance property. However, it is still possible for
the melodies m1 and m2 that they are at higher order similar. If these two melodies are
higher-order similar, the inheritance property holds for this case as well. However, for
the worst case scenario, where the sub-segments are even not higher-order similar, the
following is true:
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m1, m2 ∈ En
c (M), (71)

m1 ∈ En
d (M), (72)

m2 ∈ En
f (M). (73)

Cn
Eq(E

n
c (M)) = En

d (M) ∪ En
f (M), (74)

P n
Eq(E

n
d (M)) = En

c (M), (75)

P n
Eq(E

n
f (M)) = En

c (M). (76)

Case A satisfies the inheritance property. Hence, it can easily be said that as long as
case A holds for the neighbourhoods, the collection of the presence neighbourhoods as
well as the content neighbourhood sets of the connectivity classes define a topological
base. Case B does not necessarily satisfy the inheritance property, where the melodies m1

and m2 are not at higher-order similar. However, considering the Cases 1 and 2, where
the similarities of these melodies are considered related to their cosine similarities,
the second case (γ < 0) indicates that the similarity value of the sub-melodies (m1

and m2) are higher than the similarity value of their super-melodies (m1 and m2).
Therefore by choosing the similarity threshold Rn for the sub-melodies equal to the
similarity threshold Rn of their super-melodies, the second case (r(m1, m2) < Rn)
becomes the first case. In other words, the second case (r(m1, m2) < Rn) becomes
(r(m1, m2) > Rn), and simply vanishes. Consequently, for the cases (γ < 0), it is
easily possible to define a similarity threshold, such that the inheritance property is
satisfied.

7. Melodic Topologies on Syntagms

The experiments have shown that the reduction process decreases the number of
prototypical melodies to a more tractable amount. It makes the obtained results more
clear by simply eliminating irrelevant repetitions. However, from the topological point
of view, the reduction process has the consequence that the results may violate the
inheritance property.

For both of the reduction methods, the similarity neighbourhood sets, which are left
after the reduction include at least one melodic segment, which is not contained by a
super-segment, whose similar segments contain the other melodies from the same sim-
ilarity neighbourhood set. Otherwise the similarity neighbourhood of the sub-segments
would be reduced. The following expresses this statement in a mathematical way:

There exists a melody m such that m ∈ Un
R(m, M). ∀Un′

R (m′, M), where n′ > n,
there is no m′ ∈ Un′

R (m′, M), for which the following is true: m = m′n
i such that i+n ≤

n′. Hence, the similarity neighbourhood set Un
R(m,M) will not be reduced. The fact

implies that the weak as well as the strong presence neighbourhood sets P̃ resn′
R (m, M)

and Presn′
R (m, M) respectively of the similarity neighbourhood set Un

R(m,M) will not
contain a melody m′, which is a super-segment of the melody m. Because of this
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fact, it cannot be guaranteed that the presence neighbourhood set P n′
Eq(E

n
c (M)) for the

connectivity class m ∈ En
c (M) contains a melody m′, which is a super-segment of the

given melody m. The prototypical melodic segment m, which makes the corresponding
similarity neighbourhood set part of the remaining similarity neighbourhood sets is
responsible for the violation of the inheritance property in relation to other similarity
neighbourhood sets. In the previous section, I considered the cases, where the inheritance
property does not hold. Therefore I won’t repeat them here. As a consequence, the
reduction process does not reform the results so that the inheritance property holds
after the reduction has been applied.

Therefore, it is not possible to prove theoretically that the inheritance property is in
general satisfied for the similarity neighbourhood sets as well as for the connectivity
classes of the reduced results. Hence, the theorems proven in the previous section are
also valid for the reduced results concerning the melodic topologies, but no stronger
statements are possible.

Even-though it is not possible to prove in general that the reduced results define a
topological base, experimentally the topological investigations can differ for the reduced
and non-reduced case. To illustrate this, in the following section, I investigate the Two-
Voice Inventions from a topological viewpoint.

VII.3. TOPOLOGICAL INVESTIGATION OF THE INVENTIONS

The Two-Voice Inventions of J.S. Bach are investigated from a topological point of
view, in order to ascertain whether Theorems 4 and 5 can in practice yield topologies.
The inventions have been tested both before and after the reduction process. For each
case, the collection of the connectivity classes defines a topological base. However, the
collections of the presence and content neighbourhood sets for the connectivity classes
of the prototypes do not define a topological base.

Table V summarises the topological investigation of the whole corpus. Each row
shows the results of a particular invention [9]. The left-most two columns of the table
show the topological results of the collection of the presence and content neighbourhoods
of the prototypes. The right-most two columns show the results the present and content
neighbourhood sets of the syntagms, which have been investigated after the reduction
process. The numbers in each column (such as 19−58) are the length values, for which
the topologies are defined. The larger one of these two numbers indicates that the longest
melodies within the connectivity classes, which are found during the analysis process
are 58 notes long. Longer melodies, if they exist, are singletons, which do not have any
similar melodies. The smaller number means that from this length on, the connectivity
classes would define a topology. Connectivity classes of even shorter melodies do not
define a topological base. Single numbers mean that the whole collection, namely,
from the minimum melody length, defined by the model, until the longest existing
melody within the given piece, defines a topology. These single numbers indicate the
connectivity classes with the longest melodies found by the model, which have at least
one similar melody.
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Invention Prototypes Syntagms
Presence Content Presence Content

Inventio 01 19 − 58 5 − 7 58 58
Inventio 02 42 − 108 5 − 7 108 108
Inventio 03 21 − 38 5 − 7 38 38
Inventio 04 36 − 61 5 − 7 61 61
Inventio 05 48 − 95 5 − 7 95 95
Inventio 06 19 − 45 5 − 7 45 45
Inventio 07 15 − 37 5 − 7 37 37
Inventio 08 12 − 97 5 − 7 97 97
Inventio 09 30 − 51 5 − 7 51 51
Inventio 10 25 − 40 5 − 7 40 40
Inventio 11 26 − 73 5 − 7 73 73
Inventio 12 32 − 57 5 − 7 57 57
Inventio 13 18 − 37 5 − 7 37 37
Inventio 14 51 − 73 5 − 7 73 73
Inventio 15 17 − 37 5 − 7 37 37

TABLE V

TOPOLOGICAL INVESTIGATION OF THE TWO-VOICE INVENTIONS ARE SHOWN. THE NUMBERS INDICATE

LENGTHS OF MELODIES. FOR THE CELLS, WHERE TWO NUMBERS ARE SEPARATED BY A DASH, THE

COLLECTIONS OF THE DETECTED MELODIES, WHOSE LENGTH VALUES ARE BETWEEN THESE TWO NUMBERS

DEFINE TOPOLOGICAL BASES. THE CELLS WITH SINGLE NUMBERS IN THEM INDICATE THAT THE COMPLETE

COLLECTIONS OF THE DETECTED MELODIES DEFINE TOPOLOGICAL BASES.

Table V shows that the connectivity classes constructed without performing the
reduction, which are shown in the “Prototypes” column, do not define topologies.
Therefore I entered the values into the table, from which length value on they would
define topologies. However, the connectivity classes constructed after the reduction
(“Syntagms” column) was performed, define topological bases not only for the presence
neighbourhood sets but also for the content neighbourhood sets.

The reduction process inspired by the ideas of Ruwet produces music-theoretically
relevant results (See Section II.9). The reduction process not only reduces the number of
the prototypes into a tractable amount, but also eases a music-theoretical interpretation of
the remaining results. The inheritance property plays an important role in the reduction.

Even-though it is not possible to prove mathematically that the reduced results define
a topology, these experiments show clearly that the results obtained after the reduction
process have a mathematically stable structure. This does not imply that the analysis of
every musical piece will produce a topological base for the reduced results. However
intuitively speaking, it can still be interpreted as a strong evidence that topology gives a
well-defined structure to the similarity neighbourhood model in terms of the intersection
and unions of the connectivity classes.

Consequently, the inheritance property combines the topological investigations on the
mathematical side with the music semiotical and music-theoretical investigations of the
similarity neighbourhood model on the musical side.
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VII.4. THE EUCLIDEAN DISTANCE AND THE COEFFICIENT OF CORRE-
LATION

It has been shown throughout this chapter that the coefficient of correlation does
not define a topological space theoretically. The distance measure has been assessed
thoroughly, in order to explore the cases, for which the obtained results create a topo-
logical space. Hence these investigations have shown that even-though the coefficient
of correlation does not define a topological space theoretically, the practical results
obtained by the similarity neighbourhood model can generate a topological base. On
the other hand, the Euclidean distance defines a metric space, which in turn defines
a topological space automatically. The coefficient of correlation, whose mathematical
definition has been given in Section II.3.3 can also be interpreted as the cosine of the
angle between two centralised vectors. In the following, I elaborate on the relation
between the coefficient of correlation and the Euclidean distance in terms of the cosine
distance.

For x, y ∈ Rn :

r(x, y) = cos(cen(x), cen(y)), where (77)

cos(x, y) =
x · y

‖x‖‖y‖
and (78)

cen(x) = x− µ(x), where

µ(x) =
1

n

n∑
i=1

xi.

The function cen(x) centralises the given input vector x. If one uses unit vectors, the
denominator of the cosine (See Equation 78) vanishes. Hence,

cos(x, y) = u(x) · u(y), where

u(x) =
x

‖x‖
, which means

r(x, y) = cos(u(cen(x)), u(cen(y))) (79)
= u(cen(x)) · u(cen(y)). (80)

On the other hand, the Euclidean distance is a metric, which can be written as

δ(x, y) = ‖x− y‖. (81)

So the Euclidean distance can be interpreted as the norm of the distance between
two vectors, which is nothing but the square root of the dot product. If one takes the
square of both sides of the equation, the following is obtained:



165

(‖x− y‖)2 = < x− y, x− y >

= < x, x− y > − < y, x− y >

= < x, x > − < x, y > − < y, x > + < y, y >

= < x, x > + < y, y > −2 < x, y >

= ‖x‖2 + ‖y‖2 − 2 < x, y > .

If x and y are unit vectors,

(‖u(x)− u(y)‖)2 = 2− 2 < u(x), u(y) >, (82)
= 2(1− < u(x), u(y) >), or (83)
= 2(1− (u(x) · u(y))). (84)

So, with Equation 84, the cosine of the unit vectors is obtained in the end. For the
centralised unit vectors, the same equation can be written as follows:

For x, y ∈ Rn :

Let a = u(cen(x)) and
b = u(cen(y)),

(‖a− b‖)2 = 2(1− (a · b), (85)
= 2(1− cos(a, b)). (86)

Equation 86 shows that the correlation coefficient can be written in terms of the
Euclidean distance. Hence, by formulating the correlation coefficient in terms of the
Euclidean distance, a metric can be defined as well. Since metric spaces automatically
define a topological space, departing from the correlation coefficient, a topology can be
defined.

The topological investigation and results presented throughout this chapter and the
investigation of the coefficient of correlation in terms of the Euclidean distance in this
section provide a stable structure both in the theoretical and practical sense. Nevertheless
the similarity neighbourhood model aims at music-theoretically relevant results in a
semiotical context obtained by making use of the topological and statistical methods
rather than defining directly a topological space by sacrificing the music-theoretical and
semiotical relevance.
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VIII. CONCLUSION

VIII.1. GENERAL CONCLUSIONS

The similarity neighbourhood model is a simple yet powerful model for performing
paradigmatic melodic analysis of musical pieces. The aim of the model is to help
identifying the melodic structure of a given piece. The similarity neighbourhoods of
the prominent melodies, the associated connectivity components and the sub-segment
relationships can be interpreted directly without using any complex post-processing
methods such as discussed in Chapters IV and VI. Furthermore, they can be used as input
to perform additional analysis from different viewpoints. A syntagmatic analysis can be
performed in a subsequent step by considering the interaction of the melodies identified
by the method with their environment. Harmonic analysis is another analysis method,
which can be used for studying the solidarity of melodic variation with harmonic
progression.

From theoreticians viewpoint, the theoretical basis of the similarity neighbourhood
model is comparable to other theoretical approaches. The theory underlying this study
is based on music-theoretical facts and on the representation of these facts by using
mathematical, semiotical and computational building blocks. Mathematics has been used
for the representation of musical concepts, and for identifying the similarities between
them. These similarities have been incorporated for identifying the prominent melodies
within a given piece, and for investigating the sub-segment relationships from a semiotic
viewpoint. In the realisation of the theory, computational methods and clever algorithms
have been used, which made the whole theory applicable for testing the performance.
Hence, the analyst makes use of the applicability of the method on pieces of different
musical styles. The obtained results are justifiable with respect to the music-theoretical
analysis of the same piece. Additionally, the results can be compared to the results
yielded by other analysis models.

Especially from the music-theoretical point of view, it is possible to legitimate the re-
sults of the model with the results of the music-theoretical analysis. However, this study
does not aim at performing a melodic analysis automatically, in a music-theoretical way.
The aim of this research is rather to bridge the traditional approaches with mathematical
and semiotic ideas in a computational framework. Therefore it is important to observe,
where these approaches show analogies, and where they diverge from each other.

A cause of the divergence between the traditional music theory and the paradigmatic
approach used in this study is that the paradigmatic approach does not take the relations
of the melodies with their environment into account within a given piece, where the
traditional music theory would bring issues of form, harmony and metric organisation
into play.

The encouraging results, I obtained from the tests (See Chapters IV and VI) gives



168

me the right to claim that the similarity neighbourhood model is a practical alternative
to the complicated approaches of Mazzola [49], Buteau [14] [15] and Nestke [60] due
to the practicality and the applicability of the model onto different styles of musical
pieces. However, instead of conceiving my approach only as an exclusive alternative
to these approaches, I propose that my methods can be suitably integrated with these
methods into a further research in a broadened field.

1. Building Blocks

The similarity neighbourhood model is developed to be a paradigmatic model incor-
porating mathematical and semiotical approaches in a computer aided framework. It is
a hierarchical model, where representation of melodies underlies the whole hierarchy.

Representation of Melodies: In the similarity neighbourhood model, a melody
is defined to be a tone sequence of consecutive notes from the same voice (melodic
segment) without any metrical information. The decision to restrict the model to melodic
segments not only decreased the time needed to process a piece, but also simplified the
interpretation of the results of the model from the music-theoretical point of view.
Furthermore, the model identifies the melodies as similar, as long as the tone sequence
is kept similar, without considering the rhythmic changes within the melody. In this way,
I labelled the rhythmic alterations, augmentations and diminutions as similar, without
identifying them. Finally, the model cannot recognise similarities between melodic
progressions moving from one voice to another within the given piece.

The model is able to grasp the similarity of melodies, which are associated with
music-theoretical relations such as alterations (proximity), diatonic and chromatic trans-
positions and inversion (symmetry). All these variation techniques occur in many mu-
sical styles. Tests performed for several different styles show that the model can extract
these variations in musical pieces composed in different styles as well. The similarity
by proximity is preferred for spotting similarities between tone sequences. Similarity by
symmetry can easily be built into the present software but in view of high computational
costs, I dispense with this possibility.

Distance Measure: In order to identify similarity by proximity the correlation
coefficient is used in the model. Due to the fact that correlation coefficient can only
be applied onto equal length melodies, the model cannot identify variations obtained
by inserting or deleting a note. Hence, given a melody within a given musical piece,
similar, equal length melodies are extracted and collected in a neighbourhood set, which
is called the similarity neighbourhood set of the given melody.

Connectivity of Similarity: Similarity is a symmetric relation. Therefore, two sim-
ilar melodies contain each other within their similarity neighbourhood sets. Intuitively
speaking, several other melodies are contained in these neighbourhood sets as well.
Hence, combining these sets in a larger set has two-fold advantages compared to the
similarity neighbourhood sets. On the one hand, collecting the similarity neighbourhood
sets containing same melodies reduces the number of similarity neighbourhood sets
and in turn the number of results. On the other hand, similarities of higher degree
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can be observed as well, by simply tracking the connections between the similarity
neighbourhood sets containing similar melodies. Hence, the connectivity of the similarity
can reveal the development of a particular melody throughout the given piece completely.

Sub-Segment Relationships: Since the distance measure can measure only the
similarities between equal length melodies, the similarity neighbourhood set of a given
melody contains only equal length melodies. The relationships between different length
melodies cannot be measured in the same way. Therefore, in the next level of the model
hierarchy, these relationships are defined in terms of sub-segment relationships between
melodies.

Intuitively speaking, the sub-melodies of two similar melodies are similar as well. In
other words, the similarity of two melodies is inherited by their sub-melodies. In the
similarity neighbourhood model, the inheritance property is defined as a bidirectional
property for explaining this relation not only from the melodies point of view, but also
from the sub-melodies viewpoint.

From the music-theoretical viewpoint, the relations between melodies of different
length are explained, in order to understand, how the melodic material is introduced and
used throughout a musical piece. The similarity neighbourhood sets and the bidirectional
inheritance property underlie the mechanism incorporated for explaining these relation-
ships. The presence- and content neighbourhood sets are defined to be the collections
of the similarity neighbourhood sets of the melodies, where one melody contains the
other. These sets reveal how the melodic material is used within a given piece from
both the sub-segments and super-segments perspective. The presented results indicate
the music theoretical relevance of these sets.

The bidirectional inheritance property is used as a condition to define the weak-
and strong neighbourhoods for both presence- and content neighbourhood sets. The
neighbourhood sets that do not satisfy the inheritance property are called weak sets,
whereas the neighbourhood sets that satisfy the inheritance property are called strong
sets. Especially two melodic segments whose sub-segments are not similar or two
melodic sub-segments, whose super-segments are not similar, are interesting to analyse
thoroughly. The differences between the weak and strong neighbourhoods indicate those
segments.

Reduction of Redundancy: The similarity neighbourhood model is by nature ex-
haustive. The model generates the similarity neighbourhood set for each tone sequence,
defined to be a melody. A sub-segment of a given melody appears exactly there, where
the given melody appears as well. Hence the given melody and the sub-segment have
exactly the same similarity neighbourhood structure, unless the sub-segment appears
individually at some other places within the piece as well. This situation causes a
redundancy within the results, because a sub-segment (and its similarity neighbourhood
set in turn) appearing only within its super-segments does not contribute to how the
melodic material is used music-theoretically throughout the piece. The similarity neigh-
bourhood model makes use of the presence- and content neighbourhood sets in the next
model hierarchy, in order to eliminate those kinds of sub-segments and their similarity
neighbourhood sets from the results. The so-called reduction procedure decreases the
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amount of results, so that only music-theoretically interesting melodies remain. As
in defining the sub-segment relationships, the inheritance property is incorporated in
detection and elimination of these redundant sub-segments. Depending on whether the
inheritance property is satisfied or not, the reduction mechanisms are called strong- and
weak reduction respectively.

One of the most important advantages of the reduction mechanism is that it reduces
the amount of the results, together with the connectivity mechanism, to a very tractable
amount. Obviously, reduction eliminates generally relatively short melodies rather than
long ones. Another important advantage of the reduction mechanism appears in the
differences between the weak- and strong reduction mechanisms. Intuitively speaking,
weak reduction reduces more than the strong reduction. This difference is significant for
short melodies. As melodies become longer, the differences between weak- and strong
reduction disappear. From a certain length value on, these two reduction methods reduce
the same melodic segments.

The differences between the weak and strong reductions are important, because
they indicate melodies, which are removed by the weak reduction and not by the
strong reduction. Since the strong reduction obeys the inheritance property, all of the
appearances of the melody to be reduced should be covered by a longer melody, whereas
the weak reduction only checks the number of appearances to reduce. Even-though the
strong reduction is music-theoretically motivated, the weak reduction depicts the general
view in a proper way as well. Therefore applying the weak reduction to see the general
melodic structure is an acceptable alternative (or a preliminary step) to applying directly
the strong reduction onto the results.

Topological Investigation of the Model: Defining a topology [13] gives a precise
and general structure to the studies of proximity, namely similarities of objects. Topo-
logical approach can be incorporated to study any kind of similarities.

The development of the similarity neighbourhood model does not aim at defining
a topology. However, I investigated the circumstances under which the neighbourhood
sets define topological bases. Due to the non-metric nature of the correlation coefficient,
the collection of the similarity neighbourhood sets does not define a topological base.
However, in Chapter VII, it is shown that the collection of the connectivity classes
defines a topological base. Besides, it is discussed under which conditions the presence
and content neighbourhood sets for connectivity classes define a topological base. The
role of the inheritance property to form a topological base is discussed thoroughly.

Buteau [14] [15] and Mazzola [49] make use of the inheritance property to construct
topological bases. Their models define a topological base as long as the inheritance
property is satisfied. Some of the distance measures tested on these models obey
the inheritance property, which can be proven mathematically without considering the
musical piece analysed. Hence, the generation of a topological base is granted for these
distance measures. On the one hand, for the similarity neighbourhood set, the collection
of the results define a topological base for the cases where the inheritance property holds.
However, it cannot be shown mathematically that the inheritance property is satisfied
for all cases. On the other hand, the presence- as well as the content neighbourhood sets
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for connectivity classes of the similarity neighbourhood model can define a topological
base depending on the given musical piece. The tests have shown that the collection
of the reduced results satisfy inheritance property for the whole corpus of Two-Voice
Inventions. From the music-theoretical viewpoint, the reduction process inspired by the
ideas of Ruwet [67] produces music-theoretically relevant results. From a mathematical
perspective, the results obtained after the reduction process have a mathematically stable
structure. Even-though it cannot be proven mathematically that the results define a
topological base, practical results are promising in the sense that reduction yields a
music-theoretically relevant results as well as brings a mathematical structure to the
results.

2. Approximation by Means of Genetic Algorithms

The similarity neighbourhood model extracts the prominence profile of a given piece
by traversing the piece for each melody. During this process, each melody is analysed
to find the prototypes. This operation could be very time consuming especially for
long pieces. In order to accelerate the analysis process of a given piece without losing
important information about the piece, the genetic algorithms are combined with the
similarity neighbourhood model.

The genetic algorithms randomly select a population of melodies to analyse. By
selecting more prominent melodies and mutating them to generate new populations,
the algorithm improves the quality of the population gradually without keeping the
unimportant melodies within the population. Even-though the algorithm runs iteratively,
it takes much less time than the original similarity neighbourhood model to end up with
an analysis of a given piece. The ratio between the genetic algorithms approximation
and the similarity neighbourhood model is between three and ten in favour of the
genetic algorithms. Furthermore the analysis results obtained by the genetic algorithms
contain mostly the most important parts of the original analysis. The reduction process
reduces much less melodies from the analysis results obtained by the genetic algorithms
compared to the reduction from the original analysis results. This points out that the
genetic algorithms end up with a refined analysis of a given piece. Yet these results are
not necessarily complete, because of the random nature of the algorithm.

The most prominent melodies are detected by this method in one of the locations,
where they appear with the given piece, whereas the original model detects the very
first location of the melody. This happens due to the random selection of the melodies
by genetic algorithms. However, the other appearances of the melody are detected as
well.

Nevertheless there is one disadvantage of detecting melodies in different locations.
The correlation coefficient is not a metric, since the triangle inequality is not satisfied by
the correlation coefficient. Therefore a third melody appearing in the similarity neigh-
bourhood set of a melody does not necessarily appear in the similarity neighbourhood
set of a similar melody. Thus it is not guaranteed that all of the similar melodies within
a connectivity class of a given melody can be detected by the genetic algorithms.
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Calculating the connectivity classes for the analysis results of the genetic algorithms
does not necessarily help, because some of the melodies from the original analysis
results are missing. In other words, the genetic algorithms cannot extract the whole
prominence profile of the given piece, because they do not traverse the whole piece.
In spite of this disadvantage, the tests show that genetic algorithms provide a good
approximation to the original analysis results. Therefore, they can be used as a pre-
analysis method to the original analysis. After performing this pre-analysis, a detailed
analysis can be applied to certain areas of the piece by concentrating on these areas
more deeply.

VIII.2. INTERPRETATION OF THE MODEL FROM THE MUSIC SEMIOTI-
CAL VIEWPOINT

The melodic structure of a given musical piece is a hierarchical organisation. In
this organisation, larger structures are divided into smaller structures even in simple
musical pieces. In the traditional music theory, these structures are called periods,
phrases, sentences, etc. Still there are no universal criteria, which define all these terms
in an objective way. The music semiotical approach to this organisation differs from
the music-theoretical approach, in the sense that music semioticians try to make these
terms universal. Ruwet chose the notion of repetition to define those segments. Nattiez
extended Ruwet’s definitions, and defined the neutral level by considering only the
written music excluding the perceptual aspects and the interpretation of the music by
the musicians as well as by the listeners.

However, like in the traditional music theory, the methods these two semioticians
are quite flexible, therefore not suitable to implement as a computer program. Nattiez
further claims that it is impossible to implement the neutral level as a computer program.

From this point of view, the similarity neighbourhood model tries to link the music-
theoretical approach with the music semiotic approach. The mathematical music theory
helps to clarify and redefine the -sometimes fuzzy- flexibility of semiotics, and makes
the model gain a stable high ground. As a conclusion, the similarity neighbourhood
model is a successful combination of these disciplines, well-defined and well-tested in
several reproducible test environments. These tests have proved that the mathematical
approaches in a computational, namely machine learning environment, successfully
make use of the advantages of the music theoretical and music semiotical approaches and
yield well-interpretable results, which proves in turn the extendibility of the similarity
neighbourhood model approach.

VIII.3. THE “AUFBAU” PROJECT AND THE QUASI-ANALYSIS OF MUSIC

Philosophy is a rather abstract discipline in the sense that problems of interest
are discussed on an abstract level. However, modern technology can be made use of
to validate these abstract concepts introduced in a philosophical framework. Rudolf
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Carnap [19] [66] is one of those philosophers who suggested the use of computational
approaches. He even provided such a computational model himself as well.

Carnap proposed a project in the 1920s, called “Der logische Aufbau der Welt”. In
his project, Carnap built a comprehensive system based on concepts of everyday life as
well as of science. In the hierarchical structure, he explained these concepts in terms
of more elementary basic” concepts and mutual relationships between them. In this
respect, a concept is more elementary compared to another concept, when one of the
concepts is needed to understand the other. Hence, this ordering results in a hierarchical
structure of classification of concepts depending on the mutual relationships between
them.

In Carnap’s “Aufbau” project, he defined the mutual relationships in terms of similari-
ties. Conforming to the notation of Carnap, the relation Er(x, y) indicates the similarity
between two elementary experiences x and y.

The similarity neighbourhood model [3] is based on similarities as well. Carnap
exemplified his project on colours. The similarity neighbourhood model measures the
similarities between melodies. Hence, the similarity neighbourhood model considers
melodies as elementary experiences. Given a melody within a given piece, the model
filters out similar melodies and generates a neighbourhood set of the given melody by
collecting these similar melodies.

The similarity neighbourhood model has not been developed based on Carnap’s
“Aufbau” project. However there are astonishing analogies between these two models.
Departing from the fact that Carnap himself suggested the use of technology, the
similarity neighbourhood model can be considered as a computational experimentation
of the “Aufbau” project, based on melodic similarity.

1. Identity vs. Similarity

Identity is a useful relation in general. However, since identity is not sensitive to
variations, objects derived from the same parent object by applying some variation
techniques cannot be identified by the identity. Therefore, a significant amount of
information about the evolution of a given object within a given framework gets lost.
Similarity relation, on the other hand, can recognise these kinds of variations easily.

Carnap also realised this fact. In his previous definition of the relation Er, Carnap
defined similarity of two objects as sharing common components. In other words, two
objects are similar, if they share common components. Thus, similarity is an instance
of “partial identity”. However, he then extended his definition so that the new definition
covers not only partial identity but also “partial resemblance”. Partial resemblance means
that two objects contain similar components. Partial identity is a special case of partial
resemblance.

In the similarity neighbourhood model, I investigate a given music piece from a
melodic point of view. I make use of the similarities between melodies to extract the
melodic structure of the given piece. In order to recognise the similarities between
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melodies, the level of similarity should be measured. One plausible solution to this
problem is to set a threshold.

In the similarity neighbourhood model, an adaptable threshold is defined depending
on the length of the melody to be analysed. A similarity measure is applied to the
given melodies. Two melodies are labelled as similar, if the similarity value exceeds
the threshold. A neighbourhood set of a given melody contains only melodies, whose
similarity values to the given melody exceed the similarity threshold.

In the same way, Carnap defined a colour resemblance relation Rc to measure the
similarity of colours. Furthermore, he also defined a threshold ε, to decide whether two
colours resemble to each other or not. By means of the colour resemblance relation, he
constructs resemblance balls containing only resembling colours.

2. Proper vs. Quasi Analysis

The “Aufbau” project of Carnap defines concepts based on their similarity rela-
tionships. These concepts are defined by some formal procedures like definition by
abstraction, by quasi analysis of the first and the second kind, and by proper analysis.

Definition by abstraction makes use of the equality relations to define new concepts.
The similarity neighbourhood model can detect the interval equality between melodic
sequences as well. However, in Chapter II as well as in the previous section, the
shortcomings of the equality has been discussed in detail.

This analogy between the “Aufbau” project and the similarity neighbourhood model
appears in the following analysis steps as well. In this respect, the construction of the
neighbourhood sets of the similarity neighbourhood model can be related to the quasi-
and proper analysis methods of the “Aufbau” project.

In music, using the same melodic material, similar melodies are composed by ap-
plying some variation techniques onto this material. During the construction of the
similarity neighbourhood set, the type of the variation techniques are not identified.
Only the similarities are examined, and similar melodies are collected into the similarity
neighbourhood set. In Carnap’s terminology, a similarity neighbourhood set makes use
of the logical constructs corresponding to the common components within the melodies,
without identifying these common components. In his “Aufbau” project, Carnap calls
this kind of an analysis the quasi analysis.

A similarity neighbourhood set constitutes only similar melodies of equal length,
without any indication of the common components that these melodies contain. How-
ever, a component of a given melody, which is defined as a segment of the given
melody within the similarity neighbourhood model, can appear independently within
a given piece. Identifying the similarities are important, but not sufficient for a music
theoretical analysis of a given piece. In order to investigate these segments, the similarity
neighbourhood model defines two more neighbourhood sets.

The first neighbourhood set, the so-called presence neighbourhood of a given melody
is the set of melodies, which contain the given melody as a segment within them.
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Conforming to the terminology of Carnap, the given melody is a common component
of the melodies contained in the presence neighbourhood set of the given melody. The
second neighbourhood set, namely the content neighbourhood set contains the segments
of the given melody that appear not only within the given melody but also independently
within the given piece. Hence, these two sets explain the same relation from the super-
melodies and sub-melodies points of view respectively.

According to the Carnap terminology, the content neighbourhood contains the com-
ponents of a given melody. Two similar melodies, containing each other within their
own similarity neighbourhood sets, have obviously some of the components in common.
Hence these components are contained within the content neighbourhood sets of both
melodies. In this case, these components are called the common components of these
similar melodies.

According to the definition of Carnap, the proper analysis yields the common com-
ponents of similar objects. In that sense, analysis results obtained from the present- and
content neighbourhood sets of the similarity neighbourhood model correspond exactly
to the results the proper analysis yields.

3. The Similarity Neighbourhood Model as a Computational Experimentation of the
“Aufbau” Project

The number of operations to generate the similarity circle increases exponentially as
the number of objects increases linearly. Hence, it is unmanageable to perform these
operations manually for a large analysis domain. A computational aid is unavoidable.

Carnap himself provided a computational model for his “Aufbau” project. He used
four different languages to define his model in a formal way. Among others, he used
a “language of the fictive construction”, which can be considered as a programming
language [66]. The definitions made in this language is then a computer program.

The similarity neighbourhood model is a mathematical model making use of the
advantages of computation to examine the melodic similarities of a given musical piece.
Hence, computers provide fast solutions to the exhaustive model (See Section II.10)
as well as clever computer algorithms offer strategies (See Chapter III) to efficiently
approximate the solutions of the exhaustive model in a much faster way.

Carnap introduced his “Aufbau” project in 1920s, without a technological possibility
of any kind of automatisation for his model. However, he foresaw such a development
in the technology. Even in his biography [20], he suggested a kind of automatisation for
his model, after the emergence of the very first computers. Considering the similarity
neighbourhood model as an ongoing research project being developed as a computer
application and the aforementioned interesting analogies between these two models
enable me to conclude that the similarity neighbourhood model can be considered as a
computational experimentation of the “Aufbau” project of Carnap.
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VIII.4. FUTURE DIRECTIONS

The similarity neighbourhood model is a successful attempt to perform melodic
analysis of a given piece by combining mathematical music theory, music semiotics and
machine learning. The obtained results have been verified based on the traditional music
theory considering also the conflicts between the music semiotics and the traditional
music theory. Analysing the results diverging from the results of the traditional music
theory exposed interesting musical structures, and also gave rise to interesting questions.

As mentioned several times, the similarity neighbourhood model cannot recognise
variations made by inserting new notes into a melody, which changes the length of
the melody. In order to be able to identify these kinds of variations as well, the edit
distance can be applied by also applying some restrictions to the domain. Due to the
reasons explained in Section II.3.2, without any restrictions, the search domain becomes
intractable. Edit distance can compare melodies of different length. Restricting the length
differences can prevent the search domain from increasing too much. Nonetheless a
clever heuristic should be defined, in order not to miss some of these variations, as well
as in order not to go through a too big search space.

From a music theoretical viewpoint, this combinatorial approach can be pursued to
extend the model so that it is able to consider the rhythm as well. This would prevent
the model from identifying similar interval sequences with different rhythmical structure
as similar. On the other hand, including the rhythm into the analysis process can even
extend the model in a way that it can perform rhythmical analysis of a given musical
piece. However, this would affect the practicality of the model in a negative way, because
analysing a given piece not only melodically but also rhythmically would take much
more time to end up with the results than it takes with the present model. Furthermore,
rhythmical analysis is another topic, on which another PhD thesis can be written (Anja
Volk [70] applied a mathematical approach to analyse a given piece rhythmically.).
Without extending model that further, but considering only the rhythmical aspects in a
melodic content would be a proper extension possibility of the model.

During the development of the model, several distance measures had been tested
to find an optimal solution to the melodic distance problem. It turned out that the
correlation coefficient is a good compromise to this problem, because it can detect
the inversion, whereas the other tested distance measures fail for this task. But this
does not mean that the correlation coefficient is the best distance measure concerning
the melodic structures. For this purpose, other distance measures can be tested and
compared with the ones evaluated in this study. However, I personally believe that
there is no optimal distance measure solving the melodic similarity problem completely.
There will always be compromises, which should be taken by the scientists researching
melodic similarities. The ornaments are a problem, especially because identifying a
note as ornament depends strongly on the context. Furthermore, detecting retrograde is
another problem, especially for sequential models.

Proposing a fast converging method, it is still not an alternative to the methods
proposed by Mazzola, Buteau and Nestke, which include very complicated mathematical
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theories on their own, without even claiming to be very practical. However the similarity
neighbourhood model can be used in combination with these models. A combination
possibility would be to use the analysis results of the similarity neighbourhood model as
a starting point for those models to analyse a certain region of given piece any further.

The implementation of the similarity neighbourhood model lacks a graphical user
interface, which in turn means that a visualisation of the results is missing. A visuali-
sation method can be added to the implementation of the model, without changing any
theoretical detail of the model, which can increase the readability of the results.
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APPENDIX

1. Humdrum Software System

Humdrum [37] is a general-purpose software system developed to assist music re-
searchers. It is designed by David Huron [37] [38] in Ohio State University in the
Department of Musicology. It aims to make it easier for the music researchers to analyse
music by representing it in a way that is easy to handle by some other computer programs
and then by processing these data with those programs to extract information. Humdrum
is comprised of two parts. The first part is called The Humdrum Syntax and the second
part The Humdrum Toolkit.

The Humdrum syntax is a grammar to represent information, but it doesn’t specify
the type of information represented alone. It rather provides a framework to represent
any kind of information. So theoretically any kind of sequential information can be
represented by The Humdrum Syntax.

A number of representations are defined in Humdrum, but the user can also define
his/her own representations. The only assumption is that this representation should
conform to the Humdrum syntax.

Humdrum data are organised as spreadsheet like tables and saved in text files. Columns
are labelled to contain a particular data and rows are successive moments of time.

The Humdrum Toolkit on the other hand is a collection of small utility programs that
process Humdrum files. Any kind of data that conform to the Humdrum Syntax can be
manipulated by the Humdrum tools.

1) Notation: One of those representations developed for representing core informa-
tion of Western music is called the **kern [36] notation. Conform to the Humdrum
syntax, in the **kern notation each musical part is represented in a separate column.
However in **kern terminology these columns are called spines, because in this
notation a column can split and join again, disappear or be created in the middle of the
piece.

**kern spines are labelled in order to indicate the type of information they represent.
Therefore each spine start with a number of so-called interpretations, which are indicated
by ** or *. The name of the musical part represented in a particular spine (soprano,
bass, etc.), the clef used (G clef, F clef, etc.), the key signature and the meter are
indicated by these interpretations.

Pitch information is encoded by means of a scheme of upper- and lower case letters.
Middle C (C4)is represented by using a single lower-case letter c. Successive octaves
are represented by repeating the lower-case letter. For instance, the C5 is represented
by cc. Pitches below the middle C are represented by upper-case letters. Similarly,
lower octaves are represented by repeating the corresponding letter. The pitch below
the middle C (c) is represented as B. The B one octave lower than B is represented as
BB. Accidentals are encoded by using the octothorpe (]) sign for sharps, by using the
minus sign (−) for flats. The lower-case letter n represents the naturals. Accidentals are
encoded after the diatonic pitch information.
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The durations of the corresponding notes are represented by reciprocal numbers: 1
for the whole note, 2 for the half note, 4 for the quarter note, etc.

Fig. 85. A six notes long melody from the Inventio 01 is shown.

Ornaments, slurs, ties, phrases, measures and many other musical concepts can be
encoded by using the **kern notation. However, in this thesis, I disregarded them.
The melody shown in Figure 85 is encoded in **kern as follows:

**kern

*staff1

*clefG2

*k[]

*M4/4
16c
16d
16e
16f
16d
16e
16c

*-

2. Open Music

Open Music is a visual programming environment to support computer aided com-
position under Macintosh. It is developed by IRCAM Centre Pompidou [39].

It is based on the programming language LISP or more precisely on the object
oriented extension of LISP, which is called CLOS (Common LISP Object System).
Open Music implements plenty of objects that can basically be dragged and dropped to
the programming environment and connected together to create a program. These small
programs can then be saved into patches and patches can then be connected to create
bigger programs.


