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Chapter 1

Introduction

In 1968 the University of Hawaii began research on wireless computer-to-computer commu-
nication, which ultimately resulted in the ALOHA network [7]. That research was probably
the first to focus on computers communicating with each other through radio. At about
the same time, the first articles [73, 88] appeared describing what would become first the
ARPANET and then the Internet.

Within only 40 years, these complementary developments together provide today’s every-
where, anytime wireless Internet access. Radio has become a primary means of connecting
to the Internet. Indeed many devices use a radio interface as their primary means for con-
nectivity to the Internet.

While the ingenious layered stack model of the Internet has allowed the Internet and ra-
dio technology to operate seamlessly together, it has at the same time kept the engineering
philosophies of the two communities strictly apart: The Internet is a network mostly of ca-
bles and fibres. However it utilizes wireless technology as a necessary means of connecting
to the users, and Internet engineers assume radio networks to behave just like a cable.1 On
the other hand, from wireless system designs, the Internet is just another service, for which
end-system to gateway connectivity is provided, probably on a best effort basis.

With the arrival of the 802.11 standard (WiFi), and the general availability of cheap data
radios at the beginning of the millennium, networking research began to explore the possi-
bilities of “real” wireless networks. It seemed only logical to design networks of wireless
devices autonomously establishing communication far beyond the reach of the individual
device. This vision is to deploy large scale networks by just randomly mounting (or even
dropping) a large number of very cheap devices, which then form a network on their own.
Examples include metropolitan area ubiquitous Internet [87], affordable networks for de-
veloping countries [45], instant tactical networks [24], autonomous sensors for agriculture
use [67], nuclear disaster recovery [36], networked zebras for wildlife studies [55], and cars
communicating traffic conditions with each other [100], to name a few.

The groundbreaking work on the MIT Roofnet [8, 21] started 2001, and was the first to
demonstrate the feasibility of using such networks of cheap devices for Internet traffic back-
haul in a scientific environment. Today, there exist more than 800 articles citing these two

1Many may have a slow and broken cable in mind.
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Chapter 1 Introduction

articles alone. In the wake of this research, many cities explored the option of installing a
city-wide mesh network, usually with significant press coverage and the promise of cheap
and fast ubiquitous Internet access for everybody. The Google/Earthlink mesh project in
the City of San Francisco [87] is only one prominent example. Startup companies sprouted,
focusing on mesh technology, such as Meraki [2], founded by the actual Roofnet staff, and
many major vendors added mesh enabled devices to their portfolio.

Many of these municipal area mesh network projects, however, did not deploy even a single
node before being dissolved [107]. The pioneering Meraki now markets their fully mesh
enabled routers as mere access points, mentioning this functionality exactly once in their
current architecture white paper: “4.7: [. . . ] Mesh routes are also constantly updated to
ensure maximum client throughput” [106]. The IEEE, with several years delay, recently
finalized the 802.11s standard [6], which retrofits mesh network functionality to the 802.11
series of standards. Notably, its scalability to more than a few dozens of nodes is already
disputed [79]. Although there are applications, such as sensor networks, for which these
“true” wireless networks are commonly used, for Internet traffic this remains a rare excep-
tion.

The core motivation of this work is: Why? Are large scale self-organizing wireless networks
a poor fit for the Internet? Can we find a way to make use of the plethora of available
research results to utilize them for practical multihop wireless Internet access networks?

From our review of the scientific and practical work on the topic in Chapter 2, we find
that the complexity of the wireless medium leads to situations where results from different
research groups are hard to compare or reproduce, as they heavily depend on a specific
experiment setup. However, we do not need a wide, generic methodology covering all
kinds of wireless networks to answer our motivating question, which has much more limited
scope: We are interested in the usability of wireless mesh networks for Internet access (see
Section 2.1 for a precise definition). To answer this question of practical usability, we focus
first on tools, that enable the reevaluation of these research results. Our central design
goals are (a) to match the envisioned usage scenario as closely as possible and (b) to allow
direct comparison of the results of such reevaluations. The result is the BOWL testbed
architecture, which we describe in Chapter 3. BOWL is the first testbed architecture that
unites the necessary flexibility to evaluate a large variety of research proposals with the
realistic environment of a practical network with real Internet users.

Significant performance problems in wireless meshes actually stem from the fact that the
core protocols of the Internet, such as TCP, reach design limitations in such novel envi-
ronments. We again find a plethora of proposals that address these specific problems, yet
especially for the approaches that promise the best performance, there is no clear path, to
retrofit them to the existing Internet architecture. This fact becomes especially apparent
when trying to fit such protocols into the “realistic” environment of the BOWL testbed. We
rather find that such proposals typically fall into a “clean slate” category, where Internet
compatibility is not a primary concern. Our solution, which we introduce in Chapter 4, is to
“translate” between the Internet protocols and novel, “clean-slate” protocols on the trans-
port layer, which we call the transport layer bridge. This approach opens up a whole new
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design space for Internet access network specific protocols and algorithms. The experiences
from the design and the implementation of this translator show, that the high-level “proto-
col semantics” of TCP can be maintained end-to-end without maintaining the packet level
“syntax” of the packet level protocol specification. We carefully analyze these semantics,
typically defined by TCP’s “reliable byte-stream” property, and we find some important de-
viations from common expectations in TCP’s practical usage. Our implementation, tailored
to the needs of an experimental network, yields an important tool for the evaluation of pre-
existing network protocols. More importantly, transport layer bridges allow for clean slate
edge networks to transparently interface with the Internet. Our TCPSpeaker implementation
demonstrates an operational example of such an interface without global changes to the rest
of the Internet. We argue that the implications of such designs reach far beyond wireless
mesh networks.

So far, we have provided tools that allow us to evaluate existing algorithms (Chapter 3)
under realistic conditions, and that allow us to fit novel approaches into such a realistic
scenario (Chapter 4). The experiences from the work enables us to propose a practical
protocol for efficient data transport in multihop wireless networks. By utilizing our insights
and intuitions from a practical network we are able to identify the critical components of
existing research proposals. We re-combine those under the conditions imposed by the
protocol semantics of TCP, to yield an efficient TCP-equivalent clean slate mesh networking
protocol stack, designed to be bridged with the Internet through our transport layer bridge.
This protocol stack, called IMP, is the focus of Chapter 5.

While the IMP protocol turns out surprisingly simple, the multitude of its interactions ex-
ceed the capabilities of all analysis tools that we can employ on a real world testbed, such
as our BOWL network. The availability of proper tools for debugging the implementation,
for analysing the behaviour of the algorithms, and for the final measurement of the per-
formance and singling out the contributing factors is not only a problem for IMP, it is a
necessity for all practical experiments in our testbeds. This leads our final presented work,
the ZOOM architecture for unified, fine grained measurements, presented in Chapter 6. We
present ZOOM as the final building block of BOWL as a testbed for efficient comparison of
protocol behaviour.

Contributions The core contribution of this work is a practical case study of how novel
clean slate access networks can cooperate with the Internet. We provide a consistent archi-
tecture with a complete view on all the individual components, ranging from the physical
deployment up to the transport layer. On the example of multihop wireless networks, we
demonstrate how the breakup of TCP connections at Internet access network gateways is
a feasible alternative to end-to-end TCP, and with a practical protocol design example we
demonstrate the benefits of our approach.

Our design of the BOWL testbed show that flexible research and the stability requirements
of a production network can be brought together. Our experiences from its deployment
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confirm many technical difficulties of production grade wireless multihop network deploy-
ments, and add to the understanding of the use-cases for such networks.

Our concept of transport layer bridges proposes a practical alternative to the traditional
stateless design of the Internet. Our TCPSpeaker implementation shows that such a design
is feasible and scalable for Internet access networks, that it can be deployed transparently
without cooperation from other networks, and that it can provide immediate benefits to the
access network without global adoption.

IMP demonstrates how the design freedom provided by transport layer bridges can be used
to turn research concepts into practical protocols to realize their benefits for legacy Internet
access.

Publications Covering this Work The BOWL project (Chapter 3) is the follow up project
to Magnets [59], which initially stated the need for a realistic testbed with real users [58].
The BOWL network design is based on our work on Magnets [94] and first considerations
on the network management [95] finally lead to the BOWL tools. Also previous related
work in the scope of Magnets lead to the BOWL hardware design [86]. Several publica-
tions cover our final architecture for the BOWL network [77, 97]. The BOWL testbed was
also demonstrated publicly [9, 10]. The experiences with the extended operation and the
evolution of BOWL [41] follows up on this work.

Our TCPSpeaker (Chapter 4) concepts were published [96]. Its implementation was refined
and evaluated as part of a Master’s Thesis [68] in the scope of the BOWL project, of which
the results were also publicly presented [69, 70]

Another Master’s Thesis [93] in the scope of BOWL contributed significantly to the de-
sign of IMP (Chapter 5), which was not published before. Also the ZOOM measurement
framework (Chapter 6) is not published before.
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Chapter 2

Current State of Wireless Research

Wireless communication is a very wide area and different approaches tackle different prob-
lems. This work is about using Multihop Wireless Networks (MWN) for Internet access.
First we need a clear definition of such networks and the corresponding terminology that we
provide in Section 2.1. Research on MWNs uses a wide range of different approaches from
very practical experimentation to theoretical analysis. Section 2.2 gives an overview over
the different methods and their advantages and disadvantages. Research has proposed algo-
rithms tackling problems at all layers of the network stack. Section 2.3 gives an overview of
these results for each of these layers. Finally our implementations make extensive use of the
Click Modular Router framework that we introduce in Section 2.4. Section 2.5 summarizes
this chapter and gives an outlook of how we tackle the identified problems in the remainder
of this work.

2.1 Wireless Network Terminology

In the literature several terms are used to describe different sub-types of wireless networks.
Unfortunately terminology varies slightly, so we define our terminology of the common
terms here for use throughout the remainder of this document. We also provide our defini-
tion of the distinguishing features which we use to differentiate the different network types.
This provides us with a clear scope of the kind of networks under consideration. Figure 2.1
shows an overview of various kinds of multihop wireless networks:

A Multihop Wireless Network (MWN): We use this term as a generic term for all the
various subtypes. A MWN is a network of multiple network nodes which are equipped
with at least one radio transceiver each. The network may cover a physical area larger than
the transmission range of any individual node, and some nodes are used as intermediates to
relay data.

13



Chapter 2 Current State of Wireless Research

(a) Wireless mesh Network

(b) (Mobile-) Adhoc Network (c) Delay Tolerant Network (d) Sensor Network

Figure 2.1: Different types of Multihop Wireless Network

Mesh Networks: A wireless mesh network (a mesh for short) consists of multiple wireless
nodes which are deployed stationary in a certain area. Some of these nodes are connected
to the Internet and act as gateways for other nodes. There are two different modes of user
access: Either the end user’s device runs a special software that turns the device itself into
a mesh node (blue user) or the users access the network through secondary communication
channels (gray) and hence are themselves not considered part of the mesh. The purpose
of the network is usually to provide Internet access. We consider the nodes (not the end
user devices) of such networks to be connected to an “undepletable” power source. in a
sense that they can operate their radio perpetually. This work focuses on such meshes, and
we provide a detailed analysis of the features of such networks later in this section. While
mesh networks typically assume a stable deployment the volatility of the wireless medium
introduces significant instability in the network.

Ad-hoc Networks: Ad-hoc networks differ from meshes by not mandating the stationary,
stable deployment of meshes. Instead they are formed by mobile nodes. Vehicular networks
are a prominent example of these networks. Not all ad-hoc networks use multihop relaying,
e.g., the 802.11 ad-hoc mode is originally designed for the single hop variant, where multi-
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2.1 Wireless Network Terminology

ple devices spontaneously form a network in e.g. a meeting room. In some scenarios some
participants may have external network access and share that with the other participants,
whereas the predominant use case can also be sharing of local information such as desktop
sharing or traffic messages. Ad-hoc networks are typically envisioned to be short lived,
highly volatile, and much smaller in scale than meshes. Technically they often share many
properties with mesh networks. While technically often similar, ad-hoc networks and static
meshes can be considered the extreme cases in the tussle of volatility versus scalability.
E.g. our experience shows that reactive routing protocols do not work well for larger stable
networks (our BOWL testbed), but they are used for smaller high-dynamic networks, e.g.
by the 802.11s “mesh” standard.

Delay Tolerant Networks (DTN): DTNs are networks that are only sparsely connected
at any given point in time. However it is assumed that global connectivity is ensured by
physical movement, and meetings, of the participants over time. Information exchange
is not provided by an Internet-like interactive channel, but opportunistic propagation of
messages which are literally carried by the participants to the next hop. Example uses
include long term wild-live monitoring, where the devices are attached to nomadic animals,
or messaging via overland buses in underdeveloped areas.

Sensor Networks: These use autonomous, very low cost nodes deployed over a large
area to collect measurement data. The nodes typically aggregate this data and send it to a
dedicated server, which in turn provides some means of accessing the data (e.g. through the
Internet). Nodes are expected to operate over prolonged periods of time on their internal bat-
tery, so the predominant design goal is energy efficiency. Examples include environmental
monitoring, emergency detection (e.g., seismic monitoring or fire detection). Typical data
rates are very low. However, there may be peaks, and delay constraints vary depending on
the application.

This work focuses on wireless mesh networks. Several usage scenarios have been envi-
sioned for these networks:

Urban area: Cheap network nodes are deployed on rooftops traffic lights or sign posts
to provide ubiquitous network coverage. The use case is usually to complement cellular
networks at lower cost or higher speed. Networks for underprivileged neighborhoods also
fall into this category as well as several community projects.

Rural area: Rural networks differ from urban networks in that they usually are deployed
much more sparsely. They often contain carefully a high fraction of carefully adjusted
directional links which are able to connect over much longer distances.
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Commercial Areas: Mesh networks can also be used to provide network access in a com-
mercial scenario where retro-fitting network infrastructure is not cost efficient. Scenarios
range from Internet access to boats in marinas or internal networks in industrial scenarios
(e.g., surveillance cameras, sensing and monitoring)

Tactical and Emergency response: These scenarios are generally a border case with
ad-hoc networks and it depends on the individual scenario whether the dominant design
consideration is high mobility and volatility (e.g., combat drones) or high speed Internet
access (e.g., mesh nodes on fire response vehicles)

In this work we propose a network architecture for specifically targeted at mesh networks.
We give in the following the core properties of such meshes which we utilize to optimize
our design. We also use these properties better distinguish our definition of a “mesh” from
other network types.

Traffic Type One important designation of mesh networks is that those are typically envi-
sioned to transport Internet traffic and that they can be used as a “drop-in replacement” for
other Internet access technologies. In contrast DTNs as well as sensor networks use their
own network protocols tailored to their own use cases and typically only special applica-
tions use these networks, potentially with application layer proxies or gateways (e.g., for
e-mail in DTNs). For ad-hoc networks both scenarios are possible.

Connectivity A mesh is assumed to be single connected network almost all the time. By
saying “most of the time” we mean that the network is planned dense enough so that any
expected failure will not cause the network to split in multiple isolated pieces. Yet we
must anticipate that individual nodes or small subgraphs become disconnected. In this case
we anticipate major service degradation for these nodes but a mesh must be designed in a
way that the remaining nodes are largely unaffected. Should a network become temporarily
fragmented the service of all nodes should be restored quickly after the physical connectivity
is restored. That is a major distinction from delay tolerant networks (DTN) where the basic
assumption is that the network is fragmented most of the time. The fragmentation changes
over time so that most of the nodes are connected when taking the combination of all links
over time.

Network Congestion In a mesh we assume that there are usually multiple backlogged
nodes. That means there is more demand for capacity than what the network can provide.
That leads to the most important optimization goal: Available network capacity should be
used to the best possible extend. One major implication is that there are usually multiple
concurrent transmissions which can potentially interfere with each other.

Sensor networks on the other hand typically only use a small fraction of the available band-
width. Most of the times there is no data to send for any of the nodes.
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2.2 Wireless Research and Development Approaches

Stable Topology We assume that a mesh consists mainly of stationary nodes. Nodes
join or leave the network at relatively low rate. In many mesh scenarios the nodes serve
as network components only that is the communication endpoints are not part of the mesh
itself. In most mesh scenarios the endpoints can actually be highly mobile. In this case
they associate with different mesh nodes while they move around. Networks where the
majority of the nodes are mobile are often referred to mobile ad-hoc networks. Typically,
in these networks nodes serve as relay and communication endpoints. Vehicular networks
are a prominent example of such networks where each car is a node of the network.

Yet, even with only stationary nodes the topology of the network changes due to changes in
the wireless medium conditions over time. To quantify stability we assume that significant
topology change in the timescale of a single packet transmission is a rare exception. Some
(even most) routing protocols for meshes assume stability of the topology in at least the
timescale of propagating (routing-) information throughout the entire network.

Unconstrained Power We assume that network nodes of a mesh have an unlimited power
source usually by being connected to the power grid, sufficiently large battery backed solar
panels or similar. In particular this implies that for scheduling transmissions only inter-
ference with other nodes in the network must be taken into account or possibly respecting
regulatory requirements of the frequency range used. Power consumption of the network
device is usually not considered for the design of the network protocol in contrast to sensor
network algorithms. Yet power considerations are taken into account when selecting the
hardware for mesh nodes, so generally only limited computing resources are available.

This is in stark contrast to sensor networks where tiny nodes are supposed to work multiple
years on battery only, and power conservation is the most dominant optimization goal. In
these scenarios minimizing the total transmissions and even or even temporarily suspending
operation altogether is more important than raw performance numbers.

2.2 Wireless Research and Development Approaches

Multihop wireless networks have sparked interest in very different communities and have
been approached from different perspectives, from purely theoretical research to profit ori-
ented commercial installations. In this Section we give an overview with some selected
examples for each of these different approaches.

We give a list ordered by the “realism” of the approach: We begin with commercial de-
ployments in 2.2.1 and non-commercial production-grade networks in Section 2.2.2. These
networks aim at transporting “useful” data, not only synthetic test loads. The second cate-
gory are synthetic testbeds, described in Section 2.2.3. Such testbeds are built by deploying
real hardware devices in an artificial environment. This can be for cost reasons or to provide
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better control over the environment. Some use also artificial emulation of environmental ef-
fects, e.g. stretching distances with antenna attenuators or even emulating the channel alto-
gether. The third category is based on mathematical models as introduced in Section 2.2.4.
Usually event driven network simulators paired with numerical simulation or pure mathe-
matical methods are used to predict the system behaviour. We summarize the advantages
and disadvantages of either approach in Section 2.2.5

2.2.1 Commercial WiFi Access Networks

Several projects in recent years aim at providing large area coverage through WiFi access
points and many of those envisioned to provision the Internet connectivity through some
kind of wireless backhaul. Most of these projects were in collaboration and often with addi-
tional subsidies from the local community government. Unfortunately, very little technical
documentation of these projects exist and it is often unclear how much of the originally
advertised vision is actually deployed in practice.

Taipei (m-city [109]) and Singapore (Wireless@SG [51]) both built a municipal WiFi ac-
cess network, consisting of several thousand nodes each, and use some kind of wireless
backhaul. In both cities commercial Internet access is available via these networks but
little technical information is available. Similar networks exist for example from AT&T in
Riverside/CA [3] or from Google in Mountainview/CA [1]. Many others such projects were
announced but abandoned at an early stage (e.g., [107]).

On the manufacturer side a pioneering position belongs to Meraki Networks [2] founded by
the very people that built the MIT Roofnet (see below). The company specializes in selling
and managing mesh enabled access points. Yet, while in the early days of the company the
mesh component was a major selling point, these days it is relegated to a small bullet in the
technical specs of the company’s products [106].

Several other larger vendors also have a few proprietary mesh products in their portfolio.
Interestingly the 802.11s standard for WiFi meshes, originally scheduled for 2008, was
only finalized recently. The XO device from the One Laptop Per Child organization was
originally planned with 802.11s but ultimately shipped with a proprietary solution.

2.2.2 Non-Commercial Production-Level MWN Projects

Several research networks and other non-commercial multihop wireless networks have been
built by research institutions and communities. In this section, we provide a few examples of
such networks. They all share the property that it is in fact possible to utilize these networks
for a practical purpose, e.g., Internet access. This is in contrast to the pure research testbeds
discussed in Section 2.2.3.
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Roofnet MIT Roofnet [21] is certainly the most prominent of these examples as it was the
first multihop wireless network used to connect actual users to the Internet. The network was
deployed in the area of the MIT campus in Boston/MA, and operational from roughly 2001-
2005. Roofnet proposed the SrcRR routing protocol, whose “general design is inspired by
DSR. [. . . ] The primary way in which SrcRR differs from DSR is that SrcRR uses the ETX
metric to help it choose good routes.1” Furthermore Roofnet contributed solid evidence
that mesh links are generally asymmetric, highly time varying in all timescales, have packet
delivery ratios evenly distributed across 0–100% and that the signal-to-noise ratio is only a
weak indicator of the actual channel quality.

TFA In 2004 the Technology For All (TFA) testbed [89, 19] has been established by RICE
University in Houston/TX. The goal is to “develop fundamental information technology ad-
vances that address the unique needs of underserved communities and developing regions
[..] The network serves over 4,000 community residents via fully programmable network
nodes.2” Besides the social studies associated with the particular deployment of this
network the key technical focus lies in the practical application of physical layer technolo-
gies. The project is tightly connected with the Wireless Open-Access Research Platform
(WARP), a software defined radio platform of the same research group.

QuRiNet Also in 2004 the Quail Ridge Wireless Mesh Network (QuRiNet) [112, 113]
has been established in the Quail Ridge Reserve in Napa County, California by UC Davis.
Its “vision is a large-scale research platform that fuses environmental and engineering re-
search and engineering.3” The network covers an inaccessible nature reserve and serves
as Internet access for researchers in the area, environmental sensor network as well for high
bandwidth services such as multiple live video streams from cameras installed at key points
in the area. QuRiNet currently utilizes OLSR over 802.11bg links but plans exist to open
the network to external research to get more diverse routing protocols, as well as to extend
it with software defined radios enabling diversity at the lower layer protocols.

Community Networks Several communities around the world have utilized the cheap
802.11 technology to build large area mesh networks to provide Internet access to the mem-
bers of the community on a free-to-participate basis. Community projects also actively de-
velop mesh technologies typically following the open-source software model. The mostly
European mesh network community around Freifunk4 in Berlin, Leipzig, and other German
cities, the Athens Wireless Network5 and the Austrian Funkfeuer6 initiatives are a driving
force behind the olsrd7 implementation of the OLSR [33] protocol. olsrd is successfully
used by these communities in metropolitan area mesh networks with several hundred nodes.

1from Roofnet wiki
2from TFA homepage
3from QuRiNet homepage
4http://www.freifunk.net

5http://www.awmn.net/
6http://www.funkfeuer.at
7http://www.olsr.org
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The BATMAN [53] routing protocol and its implementation also originates in these com-
munities. The OpenWRT Linux distribution for embedded networking devices also receives
a lot of contribution from these communities.

Data from Access Point Infrastructure A lot of knowledge about the behaviour of mo-
bile users stems from the analysis of various wireless networks, not necessarily multihop
networks. The CRAWDAD [115] trace database of Dartmouth College has become the
primary resource for this kind of data.

Sensor Testbeds The sensor network community operates a large variety of research
testbeds [104]. In this area the boundary between “realistic” and “synthetic” is more blurry,
as a office deployment is close to what might be a possible usage scenario of such networks.
Aside from that several interdisciplinary projects exist where the actual payload data is the
primary objective of the project, e.g., [74]. Quality publications (e.g., [40]) routinely give
results from multiple sensor testbeds, and do evaluate the impact of the different conditions
of the different testbeds. This kind of comparison across different scenarios is rarely found
in any other fields of wireless research.

2.2.3 Synthetic Testbeds

While a “real” testbed provides the ultimate realism, its results are also limited: First of
all it is highly questionable how results from one of these testbeds can be transfered to
another testbed or even totally different network layouts. To make predictions about the
behaviour of mesh networks and mesh network protocols generalized models are needed.
Building testbeds in controlled environments allows to identify and study the individual
factors. This one road towards such general models. Experiments in such scenarios are
typically conducted with synthetic test loads or replays of trace data.

ORBIT The most prominent such network is the ORBIT testbed [80] at Rutgers Univer-
sity. ORBIT consists of several hundred wireless devices, set up in a regular grid topology
in a large hall. ORBIT focuses on easy experiment setup and provides a large set of tools
for this purpose: Experiments can be scripted in their own description language and a set of
nodes that match the constraints can be automatically selected for the experiment. Further-
more all results are gathered semi-automatically and provided in an easy to access database
to the researcher by the ORBIT Measurement Library (OML) [101] which we discuss fur-
ther in Chapter 6. Fine grained control about sender- and receiver attenuation as well as
remote controlled mobile nodes at the test site complement the network. Further examples
are the generic Emulab testbed, which contains a synthetic wireless testbed [110] and many
more exist at various work groups.
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Emulation Another approach is the emulation of the medium. The radio frequency output
of the wireless radio is fed into either a high performance signal processors (e.g. [57]) or
FPGAs (e.g. [56]). The signal processors then do the attenuation, mixing or adding noise to
emulate real wireless signal propagation. The resulting signal is then fed back to the radios.
This approach allows to precisely specify the wireless channel through the programming of
the signal processor and allows for repeatable experiments. Yet, these systems scale only to
very few nodes (typically less then 10), and the realism of the results depend on the channel
model.

2.2.4 Theoretical Approaches on Wireless Multihop Networks

The ultimate goal of experimental research must be to understand the problem well enough
to build comprehensive models that finally allow the description and prediction of the sys-
tem behaviour without the need for experiments. The digital part of the wireless system
such as the MAC layer or upper layers can be captured well through analytical or statical
means or using event driven simulators. This is not the case for the analog parts, espe-
cially radio wave propagation and interference. While the theory behind radio waves is well
understood, using the exact wave propagation (e.g., [62]) for network simulation or even
analytically is generally not possible: First, the complexity of such a simulation exceeds
all practical levels for anything but the most basic scenarios. Second, the physical environ-
ment plays a major role in such calculations. To precisely model a realistic environment
physically one would need to capture it to a wavelength’s resolution (12.5 cm for a 2.4GHz
signal), including all material properties.

Abstractions are certainly needed for a scalable analysis of complex networks. One very
widely used abstraction is the SINR model [46]: The environment is left out, and nodes
are assumed to be located in free space. All nodes are assumed to be perfect isotropic
transmitters and receivers. No external interference or background noise exists. With these
assumptions, it is easy to calculate for each transmission a received signal strength at each
other node, as this only depends on the distance of the two nodes. All incoming signals
are summed up at each node, and if the payload signal level exceeds the sum of interfering
signals by a predefined margin, the signal assumed to be received successfully. The original
paper (see above) uses this model to provide an asymptotic upper bound to the total capacity
of a wireless network.

From this very basic model, several others, more advanced propagation models have been
developed. Qi and Shen [84] provide an overview and comparison of the propagation mod-
els available for the very widely used Ns-2 platform. Recent results [11] related to the work
in this document also contributes to these models.

Obviously such models are useful to estimate some aspects of a wireless system. Yet, we
do not know of a universal method to apply the results from such models to a real, much
more complex system. This has to be done very carefully on a case-to-case basis.
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2.2.5 Summary of Different MWN Research Approaches

Looking at this list of different research approaches, we find from the production grade net-
works to the simulators a decrease in “realism”, in a sense that more and more assumptions
and abstractions are made. On the other hand, in the same order, the approaches become
more scalable and much easier to handle.

Transfer from the higher abstraction models to reality seems particularly difficult, as we
lack a reliable qualification of the impact that such abstractions have on the system. A
good example is that all discussed abstract wireless models ultimately calculate a received
signal-to-noise ratio, and packet reception depends on this value. MIT Roofnet is only one
practical testbed that proves this assumption insufficient in practice. The κ-Factor [103] is
another example for a property of wireless links that is very poorly captured by abstract
models, yet the authors clearly demonstrate its large influence on protocol behaviour in
various physical testbeds.

This lack of models is not only a problem of theoretical research: For practical testbeds it
is usually unclear whether results can be compared between different testbeds and whether
such results apply in general or only on the specific testbed. This implies that we cannot ap-
proach our original question of the practical usability of mesh networks and their protocols
by extrapolating from synthetic testbed results or even theory. We rather need to evaluate
any proposal under conditions matching the envisioned usage scenario as closely as possi-
ble to keep the deviations as low as possible. As we cannot reliably predict the impact of
the environment we need to make sure that we can evaluate competing proposals under very
similar conditions so that we can discriminate the impact of protocol from the impact of the
environment.

2.3 Review of the Individual Layers of the Internet Stack

We consider for this model the Internet stack using five layers: physical, link, network,
transport, and application layer. In this model the application layer summarizes the layers
five to seven (session, presentation and application) of the OSI reference model. Research
for multihop wireless networks has been conducted on each of these layers, and this section
provides and overview of the parts relevant to our work, from the physical layer to the
transport layer. Our work is focused on providing data connectivity to applications, and not
the actual applications. As such, a detailed discussion on this layer is omitted here, and
application layer properties are only introduced briefly later in the text.

2.3.1 PHY Layer

The ever ongoing struggle for higher gross data-rates on the physical layer does not directly
impact this work: From a network perspective this is a pure scaling effect, such as faster
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CPUs or more memory. Yet, some proposals fundamentally change the physical properties
of the wireless channel and hence do impact the way it must used by the upper layers.

Multi Channel Meshes The most obvious change to a MWN is, to allow multiple chan-
nels [102]. This can mitigate the problem of cross flow interference. Yet switching channels
is a costly operation and synchronisation is difficult among the nodes [78]. Furthermore
multiple channels may severely impact protocols that rely on the broadcast nature of wire-
less transmissions. Practical studies of these protocols are often conducted in small scale
single hop networks [30]. The few studies of larger scale networks [20] show no significant
improvement.

Multiple Input Multiple Output (MIMO) MIMO is a technique which utilizes multiple
radios at the senders and the receivers in a coordinated fashion using the same frequency
at the same time. By precisely determining the exact channel variables for all channels
between these radios, it is possible for the receiver to reconstruct the individual signals from
each of the sending radios. MIMO achieves significant performance gains at the expense of
significant signal processing and the need to precisely measure the channel conditions. This
necessary knowledge turns a MIMO system into a link based technology where broadcasts
may not work as in radio system.

2.3.2 Link Layer

The link layer of the traditional network model is often considered to consist of two dis-
joint sublayers: The Medium Access Control (MAC) and the Logical Link Control (LLC).
The LLC standardizes multiplexing of different protocols on top of the same link and ad-
ditionally may provide flow control or some error handling (ARQ). The MAC controls and
schedules access to the medium, which is of particular importance when using a shared
medium as it is the case for wireless networks.

In this work, we focus on the IEEE 802.11 [4] (WiFi) link layer. This is mostly for practical
reasons: As our work is based on practical implementation of higher-layer protocols, we
use the cheapest and easiest available technology which at this time is WiFi. For the same
reason WiFi is also frequently envisioned as the technology of choice for several of the
practical application scenarios (Section 2.1) of our work, so the choice of WiFi is not an
undue simplification.

In the scope of this document, we just briefly summarize the most important features of
WiFi:

LLC The LLC of WiFi is very basic, it only consists of a header field to denominate the
transported payload for multiplexing. ARQ and flow control are deferred to the MAC.
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CSMA The WiFi MAC uses the Carrier Sense Multiple Access algorithm: each radio listens
to whether the channel is busy (carrier sense) before it attempts to transmit data.
This has the advantage over other medium sharing strategies (e.g. TDMA, CDMA,
FDMA) that the algorithm is fully distributed, and does not mandate any additional
explicit negotiations or control instances.

ARQ A radio transmitter cannot determine whether a packet was successfully delivered. To
address this, the receiver sends a very high priority ACK packet immediatelly after a
packet was successfully received. If the sender does not receive such an ACK within
a very short time, the packet is immediatelly retransmitted. This is done several times
up to a preconfigured limit (typically seven) before giving up and considering the
packet lost.

CSMA/CA WiFi uses an additional Collision Avoidance algorithm: Whenever a packet
transmission fails, the MAC increases an internal back-off timer and waits longer in
carrier sense before attempting the next (re-)transmission. This decreases the proba-
bility of collision during high load of the medium.

It is well known that CSMA/CA performs sub-optimally in MWN networks [42], especially
under TCP workloads. Aziz et.al. show [14] that under load the queues of CDMA MWNs
are inherently unstable which significantly contributes to performance degradation. They
propose an overhearing based protocol that can estimate the neighbor’s queue and adapt the
sender rate. This approach significantly inspired our work presented in Chapter 5.

MAC algorithms based on TDMA schedulers can be much more efficient [108]. However
such proposals typically do not propose a distributed algorithm for their medium scheduler.
Recent analysis [44] of the 802.16 [5] (WiMax) standard concludes that “An efficient and
fair scheduling algorithm [. . . ] needs to be developed.”. We do consider such protocols out
of the scope of this work and we focus on higher layers.

2.3.3 Network Layer

In this subsection we give an overview of the MWN routing and forwarding techniques in
the literature. In the literature the term “routing” is often used for both the control plane
and data plane processes involved. We strictly call “routing” the process of acquiring and
disseminating topology information. “Forwarding” describes the process of forwarding
payload packets according to this routing information. This leads to inconsistencies with
some author’s original terminology.

Single Path Routing

Single path routing is what is done traditionally in the Internet: For each given source-
destination pair, a path is determined along the links of the network. In MWNs a link
is defined as a pair of nodes, which have a non-zero probability of successful single-hop
packet delivery.
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Proactive In the traditional Internet only proactive routing protocols are used: Each node
constantly maintains a routing table for all possible destinations. If a packet arrives it can
be immediately forwarded according to this information. On the downside constant effort
is necessary to proactively maintain these routing tables. In MWNs the most well known
proactive protocols are DSDV [82] (a distance vector protocol) and OLSR [33] (a link state
protocol). A alleged disadvantage of proactive protocols is that they constantly consume
bandwidth to maintain for potential unused routes. Our own measurements in the Berlin
Freifunk network which consists of roughly 400–600 nodes show that the typical routing
traffic is in the magnitude of 50–80 kbit/s. This is less than 10% of the capacity of any
practically useful 802.11 link. Other approaches [75] use e.g., ant colony optimization
algorithms [98] or their own propagation scheme [54]. Most optimizations tackle either
reaction time to topology change or reducing dissemination overhead.

Reactive It is argued that the volatility of wireless networks mandate high constant update
rates to proactively maintain routing tables. This may put undue load on the comparably
capacity low links. As a remedy reactive, on-demand routing protocols were developed.
Reactive algorithms discover routes only once a packet for a given destination has arrived.
This obviously increases forwarding delay, and delay jitter, as forwarding must be deferred
until information is gathered. The advantage is that potentially a lot of overhead can be
saved, which is wasted to collect information for unused routes in proactive protocols. The
most prominent reactive protocol are AODV [81] and DSR [52]. More or less implicitly,
these algorithms target ad-hoc networks, rather then mesh networks, as the convergence
time across large networks makes it impractical to start discovery when payload data is
already queued. HWMP, the routing protocol of the proposed IEEE 802.11s [6] “mesh”
standard, is a reactive protocol similar and similar to AODV. As we argued above, we con-
sider the term ad-hoc networks for the highly dynamic small scenarios that also 802.11s
targets. There are no reports indicating the successful operation of a large scale mesh using
reactive routing protocols. This matches our own experience: DSR was unable to provide
connectivity in our BOWL network (Section 3) in scenarios where OLSR had no problem
quickly establishing global connectivity between all nodes.

MAC Layer routing, Layer 2.5

End-host mobility can put significant stress on the routing infrastructure of wireless meshes.
Thus meshes are often designed in a two-tier fashion: stationary mesh nodes are considered
disjoint from the mobile clients. This can exploited to separate client mobility and MWN
routing. MWN routing establishes routes between the mesh nodes, and a different mech-
anism is used to distribute the client location. This is implemented by using two different
address spaces, one for mesh nodes, and one for clients. Packets (addressed to clients) en-
tering the mesh network are encapsulated in a mesh packet, transfered through the mesh,
and decapsulated when leaving the mesh.
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One approach is adding an additional layer of encapsulation (IP in IP, MPLS [114], complex
multilevel encapsulation [37] or various custom formats [25] have been proposed) which is
sometimes dubbed “Layer 2.5”. The other approach is using routing on the MAC address
space which is anyways present in 802.11 packets [43].

Routing Metrics

In the process of determining routes one must be able to judge which of two possible path
is better. Routing metrics map path “cost” to numerical values. A lower number means
a better path. The most basic metric is hop count: The length of the path is equal to the
number of hops it traverses. For instance DSR uses hop count as its routing metric.

Yet wireless networks have vastly different link qualities. It may be desirable to prefer path
with more high quality hops over a path with few hops that have a very low throughput,
or require a lot of retransmissions. The ETX [38] metric remedies this problem, as it de-
scribes the actual work needed to transport a packet over the path. ETX, or its incremental
refinements (e.g. [21, 65]), are the most widely used metrics today.

Opportunistic Forwarding

All previously mentioned approaches focus on the control plane. On the other hand oppor-
tunistic forwarding [22] is an improvement on the data plane. As a forwarding algorithm
it addresses the issue of how individual data packets are treated rather than tackling the
topology information gather process.

The key observation behind opportunistic forwarding is the following: At the time a packet
is transmitted in the vicinity of multiple possible receiving nodes it is impossible to predict
which of the potential receivers will actually be able to successfully receive the packet. In
particular, with traditional unicast forwarding, this implies that the packet may be retrans-
mitted from the source even if multiple “better” nodes might have received the packet. The
key idea of opportunistic routing is to defer the routing decision until after the transmission,
when it is known which nodes actually received the packet. The “best” of these node will
then forward the packet.

Obviously the challenge is how a node can learn whether it is the best node to forward
any given packet, and whether the packet was already forwarded by some other node.
We provide a detailed discussion of several opportunistic forwarding approaches in Sec-
tion 5.1.1.
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Figure 2.2: TCP Throughput in Challenging Environments

Network Coding

Another example of advanced forwarding techniques is network coding. A well known
technique from lower layers is the use of error correcting codes to compensate for stochastic
partial loss of data. When taking a network centric approach, one can exploit the fact that
nodes acquire some knowledge “for free” by forwarding or overhearing, and that differential
updates may suffice to complete the knowledge of a node [60, 29].

2.3.4 Transport Layer: TCP

When looking at the transport layer of Internet access networks this means primarily TCP8

traffic, as this is by far the most widely used protocol[72].

Unfortunately, it is well known that TCP performs very poorly in wireless multihop net-
works [42, 49, 61]. We reproduce the central figure from [49] in Figure 2.2(a)9 which
shows the almost exponential decline of TCP with the number of hops until it stabilizes at
a small fraction of the available bandwidth after around 6 hops, even in very low loss sce-
narios. In the presence of short loss bursts typical for ISM band networks the performance
declines even further.

One major problem in wireless networks is the design of TCP’s congestion control. TCP’s
congestion control is charged with the task to estimate the internal status of the network
from the outside. All major TCP congestion control algorithms observe losses and treat
increased packet loss as a sign of congestion. They react by aggressively throttling their
sender rate, which severely harms performance if the loss is not caused by congestion. One
current example of such a congestion control is is the CUBIC algorithm [47], which is

8See also Section 4.2.2
9Figure approximated from very low quality print of

the original paper
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currently Linux’s default algorithm. This paper also provides a comprehensive comparison
of older congestion control algorithms.

One very relevant property of TCP is its behavior under packet loss and reordering con-
ditions, where it is known to perform very poorly. Even the TCP Westwood [28] variant,
which is specifically designed for lossy (single-hop) wireless environments, experiences a
90% performance degradation at only a 1% link error rate. Figure 2.2(b) is taken from that
paper, and highlights this degradation of TCP Westwood and the basic TCP Reno algorithm
on lossy links.

Several methods have been proposed to address the issue of TCP in multihop networks.
Balakrishnan et.al. [17] give an early survey over the proposed solutions of that time. They
“classify the many schemes into three basis groups, based on their fundamental philoso-
phy: end-to-end proposals, split-connection proposals and link-layer proposals” Lochert
et. al. [71] give a contemporary overview of the current issues of TCP in MWNs and a com-
prehensive description of all the various fixes proposed to make TCP more MWN friendly.
While they reference a variety of incremental improvements, they find only four alterna-
tives to TCP, all of which stipulate end-to-end congestion control. RFC3234 [27] provides
a classification of all kinds of Internet middleboxes, including transport layer proxies, into
high-level categories, without going into any specific details, or providing specific exam-
ples.

I-TCP [15] is an early approach to avoid the inconveniences of TCP in MWNs altogether.
It proposes to use a dedicated protocol on wireless end systems, which communicates with
the so called Mobile Support Router through the wireless channel. The MSR is connected
to the wired Internet and does the TCP communication on behalf of the mobile device.
I-TCP predates multihop scenarios, and I-TCP was only evaluated [16] under single-hop
pre-802.11 conditions, where it yields a minor improvement over end-to-end TCP. Split-
TCP [66] proposes to split TCP connections into multiple smaller segments, to confine
effects on low-RTT loops, which alone brings a noticeable improvement over plain end-to-
end TCP. Yet, this does not really address TCP, it just shortens the TCP segments to very
few hops, so that useful throughput can be achieved. Snoop TCP [18] proposes to locally
store and acknowledge TCP packets at intermediate nodes while they are forwarded, usually
wireless gateways. These intermediates then become responsible for intercepting duplicate
acknowledgements, and retransmit the packet from the middle of the path. This effectively
disables the sender congestion control for the “snooped” path segment.

Most notably, all this work either tries new methods on the end-to-end transport, or it splits
transport control loops to benefit from the tighter control loops at the shorter wireless con-
nection. Our TCPSpeaker approach (see Chapter 4) is technically very similar to Split-TCP
or I-TCP, but conceptually has a different goal: We see it as a tool that allows much better
designs to be built on top of it, rather than a beneficial system on its own right.
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Figure 2.3: Click example configuration

2.4 The Click Modular Router

We decided to use the Click Modular Router [64] as the foundation for BOWL’s packet
forwarding framework. Click is a packet processing framework predominantly written to
provide a faster and more flexible replacement for the Linux Kernel’s fixed-function IPv4
forwarding engine.

To give a quick overview over Click we use an example configuration for a simplified IP
router, whose graphical representation is given in Figure 2.310. The core building block of
a Click are so called Elements which do the actual packet processing. Elements are linked
together by the configuration, by connecting their Ports. In our example, the FromDevice
Element on the left is the packet source of the configuration. Click hooks this FromDevice
Element up to the physical network interface and FromDevice will emit a Packet object for
each packet received on the physical interface. The output port of FromDevice will then
call the Push method of the Classifier to pass the Packet. The Classifier is configured (not
shown) to pass IP packets along the blue path to the Strip Element where the Ethernet header
is removed, further on to checksum verification and to the IPRouteTable. The IPRouteTable
(a) chooses on which output port the packet is be emitted and (b) stores the route’s next hop
IP address in the Packet’s next_hop annotation field. Packet annotations are pieces of data
that are stored in the Packet object but are not part of the packet’s payload. They are used to
communicate additional information between Elements. In this example, the ARPQuerier
uses this data to find out the next hop’s MAC address and to encapsulate the IP packet in
an Ethernet header. This may involve sending an ARP request and waiting for a response
through the red path. In the meantime it stores the payload Packet. Finally the packet is
queued for transmission. Note that up to this point all Ports are drawn as solid boxes, which

10Simplified example, e.g., all error handling corre-
sponding ICMP Elements are omitted
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indicates a push Port. This means, every packet processing up to this point was driven
by recursive function calls, originated by the FromDevice. The Queue Element has a pull
output which means actually the ToDevice calls the Queue’s output Port’s pull method to
retrieve a packet. This mechanism allows the propagation of rate limiting or flow control:
ToDevice will only pull if there is capacity available on the physical interface.

Note than one full IP path exists for each physical Interface. The process of creating such
configurations is simplified by the ability to define Compound Element Classes in the con-
figuration file: IPInterface is such a class which would be defined only once in the configu-
ration, and then instantiated for each physical interface as indicated by the light blue parts
of the configuration. Yet, the configuration is static and the configuration graph cannot be
updated without reloading the entire configuration. Access to some configuration options of
the individual elements, as well as the possibility to read out some state from these element
is provided through so called Handlers. These handlers are accessible through a plain text
IPC interface.

Click itself can be compiled either as a module for the Linux kernel or as a standalone
userspace binary. The (almost) identical configuration file can be used to configure either the
linuxmodule or userlevel variant of Click. Also the same code base is used for the Elements
for both userlevel and linuxmodule. Exceptions are only Elements dealing directly with the
underlying API, e.g., the From-/ToDevice Elements or Elements dealing with functionality
not available on either side, e.g., the ToDump element with needs access to file operations
not available from within the Linux Kernel.

BOWL’s forwarding architecture, presented in Chapter 3, is implemented in this declarative
scripting language by using only Elements from the stock Click distribution. The BOWL
tools are interfacing with it through the handler interface. On the other hand TCPSpeaker
(Chapter 4) and ImP (Chapter 5) are implemented as new Click Elements using Click’s C++
API.

2.5 Conclusions

In the first part of this chapter (Section 2.2) we pointed our that field or wireless research
split into three distinct areas: Theoretical research, systems research and research in opera-
tional networks. This is no surprise and is expected from any healthy research community.
What we find surprising, is how little interaction takes place between the different areas.
We believe that is due to different models used in the different groups:

Theory strives for models that allow analytical analysis and that describe the problem
in its most general form. We believe that over time models that were originally used for
a specific case became the accepted standard for the general problem. What happens to
this results if some of the assumptions of the underlying models are relaxed is largely un-
known.
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Systems research typically uses one local testbed as the underlying model. Those are
typically designed by physical constraints, such as how to squeeze many nodes into a given
office floor. Only very few testbeds actually follow the same design goals that guide a real
world deployment. Yet, only rudimentary work exists to capture and describe the properties
of the underlying testbeds in a way that would allow such a transfer. No accepted key
metrics exists that could be measured and then would describe the properties of a network.
The description of a systems testbed is typically limited to a floorplan with the superimposed
network printed as a figure in the paper, and a paragraph listing the type of radios used.

Practical networks sometimes are also used for research purposes, such as many com-
munity networks. Those typically have very limited instrumentation and deployment of
disruptive technology changes is extremely hard and tedious. In addition the lack of a cen-
tral management instance usually means that only selective vantage points can be used. We
can also observe a great difference of language and means of communication between the
different groups, greatly hampering the transfer of results between the groups.

Our BOWL testbed presented in Chapter 3 is motivated by bridging one of these gaps: It
enables the reconfigurability of the system research testbeds in a practical network with real
users. Reconfigurability is one core requirement for any research testbed. BOWL enables it
in a live, production grade environment by providing the ability for online reconfiguration of
the network with minimal interruptions of the payload traffic, and by aiming for the graceful
recovery from any kinds of disruptions or outages of experimental protocols and implemen-
tations. Doing so enables systematic and comparable experiments in a realistic environment
and to directly compare the outcome of these results. Such comparisons contribute to the
better understanding of the significant factors and ultimately to the enhancement of more
general models of wireless systems.

Analysing existing work on the various levels of the network stack we find an amazing
amount of work on the network layer, particularly concerning routing in wireless multihop
networks. In contrast productive networks, and lately the 802.11s standard, utilize very
“old” algorithms, such as OLSR or AODV. We find that e.g., OLSR even in very large
networks reliably detects routes at a fairly low communication overhead. On the other hand,
a significant tussle exists between the TCP protocol and the commonly used CSMA/CA
MAC Layer which renders paths more than 3 or 4 hops in length practically useless for
Internet traffic. Research on the MAC layer did not yet yield a practical solution. Research
proposals for the transport layer are either not designed to be backwards compatible with the
Internet protocols, require global changes to the Internet protocols to be effective, or yield
only small, incremental improvements. We propose in Chapters 4 and 5 a network centric
cross layer design that addresses this tussle and is compatible with the existing Internet.
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Chapter 3

Architecture of the Berlin Open Wireless Lab
(BOWL)

We reject: kings, presidents and voting.
We believe in: rough consensus and running code. [32]

If the IETF motto captures the spirit behind the successful technologies in the Internet, then
our discussions in Chapter 2 do not bode too well for mesh networks: Largely disjoint
models, no methods to unite them, evaluations performed under synthetic conditions only,
and only very old protocols actually implemented in code that is in real world use.

BOWL, the Berlin Open Wireless Lab, is our approach on this issue. Its core component
is a testbed featuring a close-to-real-world deplyoment in daily use by real users. It is
specifically designed to foster real-world implementations of existing research proposals
and to provide an environment to allow the evaluation of those under mutually comparable
conditions.

We first discuss the requirements for such a testbed in Section 3.1 as well as the particular
strengths and limitations of our commitment to a fully realistic environment (Section 3.5).
We then discuss the architecture of the individual testbeds of BOWL (Section 3.2) and our
software framework (Section 3.3) of which the custom networking framework (Section 3.4)
is a very important part. Our research contributions that we present in subsequent chapters
are all designed as components for the BOWL platform, such as TCPSpeaker in Chapter 4
and IMP (Chapter 5), as well as the ZOOM measurement framework (Chapter 6).

Acknowledgments BOWL is a team project, so a special thanks goes to the members
of this team: Roger Karrer, Doris Schiöberg, Thomas Hühn, Mustafa Al-Bado, Thorsten
Fischer, Ruben Merz, Cigdem Sengul, Julius Schulz-Zander, Robin Kuck and Benjamin
Vahl (in chronological order)
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3.1 Requirements for a Realistic Wireless Internet Access
Testbed

BOWL is a tool designed for the evaluation of research proposals under realistic conditions
and to enable the transfer of such research results to real productive scenarios.

Before we can actually discuss the requirements for a realistic testbed we need to define
“realism”. The scope of this work (see Section 2.1) are stationary wireless mesh network
used to provide Internet access. As such, realism for us means to be as close to a production
network as possible.

We define the following requirements to describe a realistic testbed:

Real Users What Clark expressed with “running code”, was that ultimate confidence in
the feasibility of any approach can only be obtained from trying it out in the real
world. Real Internet users are a critical part of this real world scenario: Analysis
based on synthetic payload can only determine the behaviour under expected condi-
tions. Traces on the other hand are non-interactive by nature and cannot show the
interactions with the system.

Coverage BOWL needs to be, where the users are, and where it is beneficial to the users to
actually use the network. Finding efficient means of doing so is part of the research
on BOWL.

Transparency Access to the testbed must be possible in a simple way for the users. As
users may use a large variety of clients, it is not feasible for a research project to
maintain client-specific software and to distribute it to the users. As such, only stan-
dard protocols should be used by the clients to authenticate and to access the network.

Reliability Users will only use the network if it provides reliable service. If the network
ever acquires a bad reputation users will stop using it. Hence the network must pro-
vide Internet access to the users under all conditions, even if some research experi-
ment causes catastrophic failure.

BOWL, on the other hand, is also a research network. Its mission statement of fostering
the transfer of research results into productive scenarios brings along a competing set of
requirements. While this work focuses on the mesh networking aspect, an investment like
BOWL can only be justified if it usable for a wide range of experiments. This ranges from
testing multihop protocols at all layers of the network stack, location aware services, or
just evaluating various Internet applications with a large mobile user base. Those must be
considered in the BOWL design.

Programmability To allowing for a wide range of different experiments, every component
of the network must be freely configurable, programmable, and exchangeable.
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(a) BOWL area overview (b) BOWL outdoor
node

Figure 3.1: The BOWL outdoor network

Comparability and Modularity The goal of comparability calls for a modular framework:
Only when the environment for the evaluation of two approaches is equal then the
results are comparable. Modularity allows to use a large part of the software envi-
ronement accross different experiments. As a beneficial side-effect this obviously
also increases code reuse and can ease implementation.

Development process Developing software for a large system with many components re-
quires a development process that allows to test and to integrate software. This is
especially important if the software is supposed to be reused by later experiments.

Deployment infrastructure There must be a reasonably easy way of deploying experi-
ments to the live network.

Sharing of the network There must be a way of sharing the network among the different
experiments that are envisioned to run on the network.

Instrumentation The researcher must be able to gather and process all necessary measure-
ments.

3.2 The BOWL Testbeds

Figure 3.1 shows the BOWL outdoor network: 3.1(a) shows the approximate coverage area
on the TUB Campus and 3.1(b) shows one of the outdoor nodes. While the outdoor testbed
is the most visible part of BOWL, it is only one part of the physical deployment. This
section covers our experiences with the design and deployment of the physical infrastructure
of BOWL.
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(a) Node prototype

AVILA ASUS

(b) Node schematics

Figure 3.2: Design of the BOWL nodes

3.2.1 Mesh Nodes

The core components of a mesh network are obviously the actual mesh nodes. The require-
ments for our nodes can be summarized as follows:

• Support for multiple radios and multiple radio technologies.
• Enough CPU power to saturate at least one 802.11a/g link with some headroom for

experiments and measurements.
• Powerable through an Ethernet wire (PoE); coolable in a small pole-mounted outdoor

enclosure.
• Fully programmable with as few closed source driver components needed as possible.
• Possibility for independent passive measurementsr; possibly with an independent

CPU.
• Interface for a mass-storage device

We would have preferred a x86 based platform to avoid software porting issues, but at the
time there was none available that would deliver enough performance in the tight power
budget. Several embedded i386, ARM and MIPS based designs were evaluated [86], and
at that time only designs based on Intels IXP4xx series of processors were able to meet
our 100Mbit requirement. We chose the Gateworks Avila series of embedded processor
boards.

At that time, only (mini-)PCI based radios were able to deliver line rate traffic, the only other
option being USB 2.0. We opted for many PCI slots to meet our multiple radio requirement
and to be able to retro-fit other technologies than WiFi later.

State of the art was the Atheros 5k series of WiFi radios. Most radios required some kind
of binary-only, immutable driver component and the Atheros card was no exception. Yet,
the rest of the driver was well understood and offered a lot of flexibility. This led to many
lower-layer specific experiments in the related work using this particular type of radio and
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driver. That large research community support was the ultimate reason we also opted to use
it. Later, the a fully open source driver for this hardware became available, but this was too
late to be considered in this work.

At the time, we believed that the 64MB of main memory offered as the default option by
the manufacturer might not be enough for the future. We hence ordered a custom batch of
main boards, fitted with 256MB of memory. As we found out only later, an issue with the
Atheros driver and the particular architecture1 prevented stable operation with this amount
of memory. And 64MB prove ample for all our applications to date, so nobody took on the
task to fix the driver issue, and the nodes still run with only 64MB enabled. Yet that custom
configuration, while not significantly increasing cost, caused heavy delay in the delivery
and deployment of the nodes.

A severe limitation of the Avila platform is the mass storage interface: We opted for the
variant with 4 MiniPCI slots which does not have a USB interface but a compact flash (CF)
slot. Later it became clear that the CF slot is connected very poorly to the CPU, causing
very high CPU load and very low data rates (∼300kBit/s at 100% CPU load) when reading
or writing. In retrospect, the variant with 3 MiniPCI slots and a USB interface would
have been the better and more versatile alternative, as more than three MiniPCI radios will
anyway interference with each other, no matter the channel asignement.

For passive measurements, we chose to add the cheapest hardware that can carry an Atheros
radio to a selected set of nodes. It turned out that the Asus-500gP router fitted that descrip-
tion best. This device additionally carries and internal Ethernet switch, making it even easier
to connect both devices using the same Ethernet link, and the Asus router has an on-board
USB and RS-232 interface. Roughly half of the deployed outdoor nodes carry an Asus
board as a secondary main board, with the rest consisting of an Avila board only. Internally,
the two boards are connected through a RS-232 serial connection, and through a Ethernet
cabling, as shown in Figure 3.2(b). Additionally both boards have the ability to trigger a
hardware reset of the other node. This allows us to access, diagnose and fix the nodes, even
if the network is unresponsive.

3.2.2 Physical Wiring and Ethernet Layout

Figure 3.3 gives an overview of the network layout of the BOWL networks. The parts of
BOWL are colored, preexisting infrastructure is grayed out. The outdoor testbeds consists
of multiple nodes that sit on the roofs of the university buildings (A,B). The outdoor Ether-
net VLAN (dashed blue) is switched throughout the university’s core network (light gray),
and available at all buildings. It is also available at BOWL’s core router cheetah. In the
simplest case this machine just routes between this outdoor VLAN and the external VLAN
(dashed red) which is used to transport traffic towards the Internet. Additionally, BOWL op-
erates in our own building (TEL) BOWL’s master application server panther with a couple

1The PCI bus’ DMA controller can only access the
lower 64MB of main memory directly
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TEL
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Cheetah

Figure 3.3: Networks of BOWL

of stage testing networks attached to it. Panther is also part of the working groups (INET)
infrastructure, and serves as the remote login host through its interface into the INET net-
work. Finally passive PoE injectors (yellow power symbols) are used at each building to
supply power to the rooftop nodes.

While this appears as a straight forward design several experiences were made during the
deployment and lead to several deviations from the original plans.

The probably most important insight was gained from the attempt to mount only parts of the
nodes with connectivity to the wired Ethernet infrastructure. The original design foresaw
that only a fraction of the nodes would have Ethernet connectivity. Instead they would use
the radio of the attached ASUS node for backup remote control whenever the node’s own
wireless connectivity would fail. Yet the cost premium for Ethernet wiring prove negligi-
ble compared to the overall cost of each site. This is true, despite that we went for very
cheap self-assembled mounts and generally more the “duct-tape style” than the “enterprise
grade” installation. The fact that at least a power wire is needed means that costly rooftop
electrical installation is needed one way or the other. This finding is insofar remarkable, as
it questions one of the major envisioned deployment scenarios of wireless mesh networks:
Metropolitan networks as a cheap alternative to cellular networks, as we discuss in more
detail in Section 7.

Ending up with Ethernet wiring to each node prove extremely fortuitous for the flexibility
of the testbed, especially for purposes other than meshes. It also enabled the very reliable
fallback mechanisms that we discuss in Section 3.3.
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Another interesting problem we encountered was related to our Power-over-Ethernet (PoE)
scheme. At the time of the network installation two main methods existed: the IEEE 802.3af
standard compliant PoE and the plain injections of arbitrary voltages into the two unused
pairs of a 100BASE-TX Ethernet cable. The second is often referred to as “passive” PoE.
802.3af is rated up to 13W total power which would have been a serious constraint of our
total power budget. Additionally, none of the devices we considered supported the 802.3af
standard which would have mandated adding an extra power converter device to each node.
The major drawback of passive PoE is that it may damage standard Ethernet devices when
those are connected to a passive PoE enabled plug. We believe an acceptable risk for rooftop
plugs. We went for 48V/1A passive PoE sources. We experienced that some of the rooftop
nodes did not boot up reliably after power losses, but would constantly trigger the over-
current protection of our 48V/1A power sources. This would not happen when the nodes are
plugged in at the roof during installation, but only when the power source was powered up
after the node was plugged in. This seemed strange at first, as our initial measurements had
indicated a worst-case power consumption of only roughly 20W for the assembled nodes.
Yet, further measurements revealed, that several of the commercially installed rooftop plug’s
wiring did not meet the Cat-5 specification of 12.5Ω, but had single-wire resistances of up to
18Ω. This is expected, given that AWG-24 wire was used at sometimes significant lengths
of cable. This still seems no issue, as solving the simple equations P= I ∗UN , UL =R∗ I and
UN =V0−UL for the node’s power P, the current I, the loop’s resistance RL and voltage loss
UL as well as the source’s voltage U0 yields a solution at 0.57A, well below the 1A rating of
the power source. As it turns out, the cause is the immediate power up of the passive PoE:
As the nodes have an internal switching voltage converter, those would draw a constant
power as soon as the required 5V boot voltage is reached at the input. This means, with
the voltage rising at the loop when power is applied to the PoE injector, the nodes would
approach the operation point from the high-current side of the equation, and try to settle at
the other solution of the quadratic equation: 2.16A. Not so good with a 1A power supply.
This was solved by adding a power converter to the dual AVILA-ASUS nodes, that would
power the ASUS, and which is rated at a minimum input voltage of 24V. When the cutoff
voltage is at least half of the input voltage, then the system cannot come in the attractor
region of this secondary high-current point of operation.

By now the IEEE 802.3at standard is available offering 25.5W, with vendor additions of
51W, which would have lifted the power constraint. Its handshake protocol applies power
only after the source has stabilized its output voltage. Yet, this standard requires at most
12.5Ω wire resistance. Finally, in retrospect, given the surprisingly large effort that putting
cables up a roof in a waterproof, fire regulation and anti-lightning-strike certified way
caused, we should have just added a 230V AC mains cable to the specs.

3.2.3 Radios and Antennas

All nodes are equipped with three radios: Atheros 5xxx series 802.11a/b/g radios with
19dBm TX power. We opted against 802.11n, first it was not finalized and very expensive
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at the time of the BOWL planning (Summer 2007) and driver support for the available
hardware was questionable. Secondly, no accepted proposals for outdoor MIMO systems
existed at the time, and extensive research on the antenna layout would have been necessary
before deploying a larger set of nodes. Finally, the increased radio bandwidth would have
meant that the system bandwidth of the CPU might not be enough to saturate the wireless
medium, calling for faster CPUs, which we would not be able to fit into the power budget.

While portable devices with multi-band radios are usually also equipped with multi-band
antennas, these antennas provide suboptimal performance. Hence we chose single-band
antennas, limiting the useful spectrum of each radio either the 2.4GHz or 5GHz band. One
radio is attached to a 2.4GHz sectorial antenna, which points to street level. These antennas
are used for user access to the network, and cover most of the campus with good signal
strength. Despite the high contention in the 2.4GHz spectrum it was chosen since the WiFi
chip of many mobile phones and many laptop computers can only operate in that band. This
was particularly true in 2007, when the components where purchased, nowadays at least
most laptop computers are equipped with 5GHz capable radios. For mesh experiments,
two radios are connected to a 5GHz band omnidirectional antenna each, mounted coaxially
on top of each other for minimal interference. In nodes with a ASUS board present its
single radio is connected to a 2.4GHz and a 5GHz omnidirectional antenna utilizing the
two connectors of the radio card. It is possible to select the antenna through the software
accessible diversity chip of the card.

3.2.4 Physical Installation

A critical design choice is the density of the node deployment. As BOWL’s design is to
make things as reconfigurable as possible we opted for the densest possible deployment.
Experiments can switch off subsets of nodes to simulate a less dense environment or recon-
figure subnets to have (moderately) different topologies.

Mounting of the mesh nodes was planned as a two-stage process. In the first stage we
mounted the 5 nodes closest to our office. This was done to estimate the real cost and time
needed to mount the large batch. In a second stage, we deployed the remaining nodes.
Unfortunately, in the beginning of the second stage, the local administration required major
changes in the node design with respect to lightning and surge protection, as well as wind
load tolerance of the node assembly and constructive stability of the roofs at the planned
sites. That meant that our time and cost estimates based on the first five nodes were mostly
moot.

As an anecdote, in 2010 the plans for a Berlin city mesh were finally shelved. The original
plan was, to use traffic lights to mount and power the nodes as cheap and omnipresent sites.
After a three years evaluation period, this was abandoned for “technical difficulties” [12].

Again, it looks like our network resembles reality closer than we actually liked. Admin-
istrative hurdles are something technical researchers tend to overlook, but we believe they
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are part of the game if one wants to evaluate the feasibility of wireless meshes in a realistic
scenario.

3.2.5 A Three Tier Testbed

While BOWL is all about the realistic outdoor testbed, this approach has some serious
limitations: Partitioning such a network is a huge challenge. Hence we expect for the fore-
seeable future only one experiment at a time to run in the outdoor network. Secondly, as
we will see below (3.3.1), while our system can shield the user almost completely from any
software failures, this system does cause quite some disruption on the researcher when soft-
ware fails. These properties make it impractical to use the outdoor network for development
or porting of code.

BOWL thus has two auxiliary testbeds: A development setup with a bunch of nodes set
up on a shelf that we call smoketest. This is for developing and debugging code. The
smoketest nodes do have radio interfaces but since they all sit only mere centimeters apart
from each other, in a room with heavy interference, only mere functional testing is possible.
For additional control, all smoketest nodes have their RS-232 serial interface connected to
a network terminal server, and their power supply is switchable through the network.

The second stage is the indoor network. This is a 9 node deployment of nodes in our office,
which is intended for stage testing. Its foremost feature is that one can test the network
with a real client directly at the office desk, or by moving around a bit in the office with a
laptop.

The core feature of the auxiliary testbeds is that they use exactly the same hardware and soft-
ware configuration as the outdoor testbed, so once software has passed the internal stages,
it can be run directly on the outdoor network.

3.3 BOWLtools

As we argue above BOWL needs real users and external researchers. These have starkly
contrasting demands, namely: The users want undisrupted Internet access and care little
about ongoing experiments. The researchers on the other hand want to quickly deploy
various experiments and will generally overestimate the stability and functionality of their
code. The main challenge for the software environment of the BOWL network is hence to
accommodate both sets of requirements. The BOWLtools deal with three different aspects
of BOWL: End-user support, network managements and experiment reconfiguration, which
are looked at in detail in the following three sections.
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3.3.1 Reliable End-User Support

The end-user requirements as formulated in Section 3.1 are coverage, transparency and
reliability. Coverage is dealt with in the testbed layout as described in Section 3.2, and
transparency is an issue of the network configuration in Section 3.4. This section deals with
reliability.

Reliability is a fuzzy term and the necessary reliability is dependent on the user expectation.
We argued that it should be good enough for students to use the Internet in outside areas.
In such areas users do expect some interruptions, like the occasional long page load times
or brief dropouts in voice communication, but not disconnects from the network or termi-
nated phone calls. That should hold under all expected modes of operation, which includes
research experiments on the network.

We identified the following common critical situations, in a sense that we expect them to
occur during experiments from time to time.

Reconfiguration of the node, which can consist of mere changes in the configuration, up-
dates of software daemons or even updating the kernel.

Faults of any software components. As networking code commonly is implemented in the
kernel this can include complete failure of the kernel. As triggering conditions may
be synchronized we must expect any number of nodes in the network failing at the
same time.

Inconsistencies of the state of the nodes in the networks. Especially configuration changes
can fail to apply on parts of the nodes, or nodes may be in different crash recovery
states.

Erroneous behaviour of the experiment. Even if no infrastructure software component
fails, the experimental architecture can fail to deliver sufficient service or just no
service at all.

This list deliberately does not include “normal” sources of errors, such as hardware failures,
or backend network outages. We expect the network to be almost as reliable as a comparable
pure production network, not more than that. Hence we treat infrastructure outages as
unavoidable. We furthermore assume that all researchers behave well, that is, they try not
to circumvent any policies. This is obviously not true for the end-users.

Especially the potential kernel crashes or updates mean that either service is interrupted
at least until a new kernel is loaded, or that a full virtualization layer is required that can
seamlessly take over. Yet, the constrained hardware, and the necessity for very low latency
direct hardware access e.g. in the case of MAC-layer experiments, rules out virtualization.
As “perfect” service cannot be guaranteed we have to live with occasional node crashes, but
we need to handle them within the boundaries of “acceptable service”.

We defined “acceptable service” as: Under all experiment-induced conditions should user
sessions persist. That is, even if service degrades, it should resume within a short amount
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of time. Especially TCP connections should persist over outages. This gives us a little
more than one minute to restore IP service to the client, but the WiFi association should be
interrupted shorter than that. On the other hand a one minute blackout is quite annoying, so
faster recovery is preferable whenever possible.

While this list of requirements sounds very harsh, the solution is surprisingly simple. The
core concept is that of using multiple self-contained operating system images. One is called
the “rescue image” while the others are called the “guest images”.2 The rescue image is
a well tested image that essentially operates the node as a pure access point. This image
is always booted when the node powers up or when the node resets. Each experiment
can install its own guest image on the node. Guest images are launched by loading their
kernel with the kexec system call which essentially boots the kernel from a running system
instead of a boot loader. Each of these boot cycles takes significantly less than the targeted
one minute, so from that perspective this approach is feasible.

Now the problem remains of reliably resetting the system, whenever any component fails,
as this will quickly bring up the rescue mode. We use the hardware watchdog that most
embedded systems facilitate, as do our AVILA boards. This is a simple circuit that, once
armed, will reset the board if no special trigger command is issued in regular intervals. By
default, this trigger is issued by the Linux kernel, and hence the watchdog will monitor
the liveliness of the kernel. Yet, we need not only to monitor the kernel but the whole
network for sufficient service. While we discussed several complex monitoring solution,
it turns out that the ping command is all that we want: Each node regularly executes the
ping command, to probe for the node’s Internet gateway and resets the hardware watchdog
on success. This tests some minimal network service, and the ablily to execute the ping
command also implicitly monitors the kernel and general system liveliness. A very simple
boot time script that launches this regular ping command prove sufficient for all monitoring
purpose. As the rescue image arms the watchdog, the guest must also become alive and
establish network functionality before the watchdog fires. This protects the system against
guests failing to boot in the first place.

Our node-controller/node-manager framework, as described in Section 3.3.3, incorporates
this basic ping as a core tool into its more sophisticated general system monitoring facil-
ity.

3.3.2 Node Configuration

Node configuration is insofar a very critical task as on the node experimental configuration
and critical basic configurations are mixed. For instance the Ethernet interface’s IP address
should never change, but the wireless IP addresses might be highly experiment specific.
Yet, the underlying OpenWRT system will expect them in the same configuration file.

2As no virtualization is used, do not confuse “guest
image” with virtualization guests.
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Figure 3.4: Workflow within the BOWL testbeds

Furthermore the system should ensure that only operational configurations are applied to
outdoor nodes to keep disruptions to a minimum. As we stated in the requirements, we do
expect researchers to be benevolent and to apply due care when testing their experiments.
The system should be designed to assist the researcher instead of restricting his freedom
through policy enforcement. Furthermore the researcher should be able to use his favorite
means of working with the nodes “on the bare metal”, with quick turnaround times.

Figure 3.4 shows the envisioned workflow for the BOWL networks. The actors are the
outdoor nodes O (blue), BOWLdb, the central database application; the smoketest/indoor
nodes S (yellow) and a researcher. Furthermore, the colored rectangles represent configura-
tion, with the colors symbolizing modifications of some parts of the configuration.

In the beginning BOWLdb stores a basic configuration (A) which is universal for all nodes
and the same configurations with customizations (B) for each node. Actually only the node
specific changes are stored (B’), together with a reference to parent (A). When applying B to
the node S, A and B’ are automatically merged to from B and this is then applied to the node.
Now the researcher can work on the node (2), and change and test its configuration. When
the researcher is satisfied with the resulting configuration (C),3 he issues the command to
BOWLdb to fetch (3) the configuration from the node. BOWLdb will internally compare
(4) the original configuration to the new one, and only store the differences C’, together

3and certainly has done thorough testing
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with a reference to the parent configuration. When the configuration is finally applied (5) to
the outdoor nodes O, it is merged with the outdoor specific configuration parts and pushed
on the nodes.

This scheme has the following properties:

Ease of use The researcher only needs very few extra commands in addition to his normal
tool-chain on the nodes.

Consistency Enforcing that configurations a managed through a central database ensures
that this database is in-sync with the experiment. Especially the scheme does not rely
on any data persistently stored on the nodes, which can lead to very hard to debug
errors, as all experiments have access to all parts of the node. Furthermore node
hardware may fail anytime, mandating a simple recovery mechanism.

Adaptability If the testbed changes due to hardware additions, IP renumbering, or other
infrastructural changes the administrator only needs to update the base configurations
(A) and (B) to reflect that. All experiments can then instantaneously be redeployed to
the changed testbed.

Shielding No direct interaction of the researcher with the node is necessary for deploying
configurations. This hopefully lowers the temptation to directly debug experiments on
the live outdoor nodes, but instead go back to the indoor testbeds as soon as possible.
As argued before: Technical prevention of doing so is not desired.

A limitation of this scheme is that the subsequent configurations may change when the base
configuration is modified,. This is desired to quickly adopt experiments to changed hard-
ware layouts, but it leads to serious problems with respect to reproducibility of experiments.
With our scheme, only policy rules that a new base-configuration must be created whenever
changes happen which may impact the outcome of experiments.

Specifying experiments in a higher level database description is common for many flexi-
ble testbeds. Those often focus on slicing the testbed, fine granular time sharing, or even
remapping experiments to “equivalent” nodes [85, 110]. Such sophisticated schemes are
out of scope for the BOWL testbed at the moment, where the focus is on reliable service.
The configuration database is hence kept as simple as possible to be incorporated into the
node managing framework.

The initial implementation of this scheme is a perl library that would provide the “fetch” and
“apply” commands (along with a few auxiliary command for direct database manipulation)
through dedicated executables. Yet, the complexity of the database handling with perl was
one of the reasons to switch to ruby with it’s Active Record library for the node-manager.

3.3.3 Node-Controller and Node-Manager

During the design of the BOWL network it became clear that several disjoint services exist
that need to access the same or very similar data. Additionally, some services need a tight
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Figure 3.5: Architecture of the node controller

global synchronisation during startup, one example is the network’s “transitional” state as
explained in Section 3.4. Finally, the configuration of all these services needs to be dis-
tributed and synchronized on all nodes.

Our initial design was guided by the UNIX philosophy of many small individual com-
ponents glued together to provide all these services. Yet, with the increasing number of
services, and especially with the increasing number of startup interdependencies between
them, the system grew more and more unstable. A single failed service on any node could
potentially affect the whole system. Additionally, the requirement for fast failovers man-
dated very little state on the node, so that no critical data is lost in case of a spontanious
reboot of a node. Doing so with many independent daemons proved quite error-prone: For
instance the DHCP service was just relaying DHCP requests to a central server. While we
have dedicated Ethernet wiring available, DHCP prove very fragile in this configuration, as
a campus-wide Ethernet VLAN is not 100% packet loss free.

Our solution is the node-manager and node-controller system, depicted in Figure 3.5. The
node-manager runs on our central server panther (see Figure 3.3). The node-manager im-
plements all the functionality of controlling the system in a central location. The node-
manager is connected through the control Ethernet with a node-controller instance on each
node, using the dRuby RPC framework. The node-controller is a mere adaptor, which trans-
lates the communication with the local components into the dRuby interface. All state is
kept persistent on the server, in the BOWLdb database, using ruby’s Active Record object-
relational mapper. The node-manager exposes a set of control methods, which can be called
through the control socket using a command shell. The node-manager furthermore im-
plements an asynchronous event marshalling framework which can be used to efficiently
distribute events to all nodes.

The node controller provides an interface to the adaptors that allows to query information
about each node’s state (e.g., service status), each client’s state (e.g. ip address, current
attachment point), to create or trigger events, or to register callbacks to node-local or global
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events. All the services that are controlled by the node-controller have explicit dependencies
and every change in a service’s state triggers a corresponding event. Through this it is
possible to enforce global ordering of service startup, and global graceful degradation in
case of component failure. An example is given in the network section (3.4), where we show
how convergence of the wireless routing daemon leads to automatic incremental handoff of
network traffic from the Ethernet wires into the wireless system.

3.4 Modular network layer

The networking part is one of the most heavily customized structures in a research network
which is typically programmed to specifically match the needs of each individual experi-
ment. Yet, BOWL has the demand for end-user support and hence some structure is needed
across experiments to guarantee network connectivity.

The network layer of BOWL has to cater for the “transparency” requirement: That is, users
should not notice that they are connected to an experimental network, but it should feel like
an ordinary wireless infrastructure network. We considered other options but none of which
seemed feasible, as they would imply at least special instructions for the users, if not special
software, which then would have to be maintained for a large set of different clients.

In total, this brings the following requirements to the networking framework of BOWL.

Transparency As mentioned above, the network should behave like an infrastructure net-
work.

Recovery Seamless resumption of the operation after a node failure.

Inconsistency The network must tolerate that the nodes are in different modes, e.g. after
partial failure.

Modularity As all other components, also the networking framework should be a modular
one.

The design of the BOWL network stack is based on our previous work [94].

3.4.1 Data Plane

Figure 3.6(a) shows the concept of BOWL’s data plane. The Internet gateway G is connected
through the switched Ethernet backend (gray lines) to all network nodes (1,2,3,4), and two
user clients (C1,C2) access the Internet through G. Three nodes (1,2 and 4) are in live mode,
with a mesh experiment running. Node 3 has failed, and has reverted to rescue mode, as
described in Section 3.3.

Node 3, in its rescue configuration, does not take part in the experiment, and it is just
bridging between the Ethernet cable and the wireless access interface. Node 1 is configured
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as the experiment’s Internet gateway, and hence routes towards G. Node 4 is not a gateway,
but should route traffic via the wireless mesh. We decided to encapsulate traffic at node 4
using IP in IP tunnelling, and then route the according to the outer headers towards 1, where
the traffic is decapsulated. This dynamic encapsulation is rather common, similar schemes
are sometimes called Layer 2.5 routing [25].

The purpose of this scheme is to isolate client mobility handling from mesh routing, which
become two orthogonal modules. One example are our first demonstrations, where we just
used the information provided by the node-controller as an “oracle” for the client locations,
while exchanging the routing protocol and forwarding algorithm on the fly.

Another approach using a very similar concept is that of LISP, the locator identifier separa-
tion protocol. LISP, intended for use in the core of the Internet, is more rigidly formalized
that what we want for a flexible research network. We believe that for the experiments that
BOWL is designed for, flexibility is more important than adherence to any Internet standard
packet layout. Yet, LISP could be used for the same purpose, and LISP’s control plane
algorithms, e.g., for locator lookups, can be directly used and analyzed in BOWL.

Finally, there remains the issue of the bootstrap phase of an experiment. In a real world
implementation, there is nothing wrong with a newly started network node taking a while
before joining the network. Indeed, routing protocols may take several minutes before they
converge throughout the network. And since the network is an experimental one, they may
actually never converge. The simple solution of leaving the node in rescue state until the
network has stabilized does not work, since some algorithms may change their behaviour
based on the traffic demand. A good example are reactive routing protocols, which will
only attempt to find a route when there is actually traffic to be forwarded.

Our solution is what we call the transitional mode. Figure 3.6(b) shows the concept: A
transitional node will duplicate traffic, and send it through the Ethernet as well as the ex-
perimental stack. Only if there is confirmed connectivity through the experiment the rescue
mode bridge is turned off and traffic duplication stops. Again, if service degrades in the
experimental network, the node switches back to the transitional state. Through this, most
errors in the experimental logic which do not lead to total node failure, can be handled by a
mere switch to transitional mode, which takes only milliseconds.

Currently there is no means of de-duplicating traffic at the gateway. This means that during
the short time window after establishing a wireless route to the gateway, but before the mesh
node goes into live mode, packets are actually delivered twice. We did not find any case
where this caused problems or significant additional performance degradation.

3.4.2 Routing

For the initial test and demonstration of the BOWL’s network layer, we use two different
routing protocols: OLSR based on IPv4 prefix forwarding, and DSR based on its own source
routed forwarding engine. We used the userspace olsrd and the DSR elements of the Click
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Modular Router, respectively. olsrd is designed to insert routes into the Linux kernel FIB
using special sys-calls. We patched olsrd to rather communicate with Click, using Click’s
handler framework, to insert the routes into the FIB of our Click configuration. The patch
is very lightweight, as route calculation is unchanged. Only the unidirectional writeout of
the results needed a small patch. The DSR elements could be seamlessly swapped in for
the IP FIB. The only problem was that Click’s DSR code would not run until we were
provided with a patch for a glitch in the timestamp handling: the highest order bit of this
UNIX-timestamp is now ’1’, and DSR treated the timestamp as signed integer.

3.4.3 Location Tracking

Client location tracking is done in a centralized fashion in BOWL: WiFi associate events
as well as DHCP handshakes are reported to a central server using the wired infrastructure.
The server can then derive the location (association) of all clients. The server disseminates
this information to the nodes, which update their LIB tables accordingly. This location
tracking service is integrated with the BOWLtools framework, thus it can make use of the
client information directly, as well as the communication backend.

This yields almost instantaneous reactions to client mobility, in the order of control network
round trip times. We believe that this scheme is a worthwhile baseline for later distributed
approaches: Any scheme that can do client-node association lookups can be used.

3.4.4 Client services

As our clients run IPv4 they need a DHCP service to operate correctly. We made a first at-
tempt relaying DHCP requests through the infrastructure network to a central DHCP server,
as this mimics the operation of the switched rescue network best.

Yet, this prove too unreliable and the many different DHCP requests types that had to be
taken into account considerably added to the node routing configuration. In the second step,
a DHCP server was integrated into the BOWLtools suite on each node. This DHCP server
uses the BOWLtools communication backend to contact a central lease database, and at the
same time supplies the necessary client information to the BOWLtools suite.

Additional services can be provided by the central server. Yet, all nodes also have an anycast
IPv4 address, which can be used to provide services directly to the client, possibly in a
location aware fashion.

3.4.5 Realization

BOWL’s experimental forwarding architecture is based on the Click Modular Router (see
Section 2.4). Click is currently only used in its userlevel variant, as no Click patches for the
OpenWRT kernel were available, and the patchless variant did not exist when the BOWL
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network architecture was designed. Revisiting Figure 3.6 the following components are
needed for each of the operational modes of a node.

Rescue system After initial boot the node boots the rescue image. Network wise this
image only uses the stock Linux bridging functionality to relay data between the Ethernet
and the access network. DHCP leases are dealt out by the central server via Ethernet. This
system furthermore provides the ability configure and to kexec a guest system.

Rescue mode in guest system After booting the guest system immediately enters a
rescue mode, which behaves exactly like the rescue mode of the rescue system. Furthermore
a click process is started with the experimental configuration.

Transitional mode Once all components of the experiment are successfully started up,
the node enters transitional mode. While the Linux bridge is still operational, additionally
the traffic is now also handled by the click router which usually means: injected into the
experimental network. Additionally a ping through the experimental network is started to
check whether Internet connectivity can be provided by the experiment. This is disjoint
from the watchdog probe described in Section 3.3. In Figure 3.6(b), the watchdog probe
uses the address space of the clients, uses client address forwarding (thin blue lines), and
tries to reach G. The transition probe uses the outer experimental addressing and forwarding
(thick purple line), and tries to reach the experiment’s gateway (1). If it is important to the
experiment, it should flag transitional traffic (e.g. using a TOS bit), and have the gateway
drop flagged traffic. Otherwise traffic may be delivered twice for brief periods of time.

Live mode Once the transitional probe reports success the node enters live mode. It dis-
ables the Linux bridge and only relies on the experiment to deliver traffic. Monitoring con-
tinues in the background, so that nodes switch back to transition if anything goes wrong.

One missing piece is: how to notify G that traffic to C1 must now be sent to 1 instead of
4? We considered using a simple routing protocol such as RIP on the Ethernet to achieve
that, but that would have (a) violated our complete transparency design goal, and more
importantly (b) would have meant an additional source of possible errors and complexity.
We opted using faked ARP, that is have the gateway 1 respond to ARP requests in lieu of
the client.

All clients connected to a live node have their location information set the global database.
Once a node emits the “live” event, the gateway node enters all its attached clients into it’s
ARPResponder table. In turn, once a client is again connected to a bridging node (rescue
or transitional), the client can again answer in its own right, automatically redirecting the
traffic towards itself. As a future optimization, the “live” and “transitional” events could
trigger ARP announcements to speed the process, which currently relies on the 30 second
ARP timeout.
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The node-controller has the functionality to maintain all client locations as destination/next
hop pairs in a Click routing table element. This can be used for the dynamic IP-in-IP
tunneling, or the experiment can provide it’s own daemon to maintain this information.

3.5 Limitations and Strengths of the BOWL Approach

In wireless research, there cannot be a universal realistic testbed: all experiments are influ-
enced by the testbed layout. There exists no general method to transfer such results directly
to another scenario be it another testbed or a commercial installation. The best we can do
is to provide one example of a realistic installation and to provide comparable results of
experiments run on this platform. This is not only true for a realistic scenario, but for all
kinds of evaluation of wireless network protocols: Results must be considered as examples,
and their applicability must be reevaluated for every usage scenario. In this light we argue
that such an example from a close-to-reality evaluation are indeed an important step in the
transfer of research to its practical application.

The other major limitation of a testbed with real users over other wireless testbeds is its
complexity. This begins with the physical deployment which needs to cover a signifi-
cant area without gaps. The BOWL architecture furthermore requires a reliable manage-
ment network, to which all nodes are connected . This increases cost and effort per node.
Hence BOWL with its final 46 outdoor nodes is significantly smaller than other less realistic
testbeds such as ORBIT, which contains 400 nodes in its central grid alone. The software
architecture of BOWL while designed for modularity and ease of use still deals with a fully
operational network where all components must fit seamlessly and reliably. This means
that significant knowledge and oversight over this architecture is necessary to successfully
design research components for it. This renders the BOWL platform rather unsuitable for
the initial development of completely novel algorithms, or for the research of smaller scale
effects where less complex and better controllable testbeds or simulators are superior. On
the other hand, designing for an operational network from ground up leads to totally differ-
ent approaches than tackling a synthetic problem. The design of IMP presented in Chapter 5
is one such example, where designing for real world TCP traffic yields a totally different
protocol than the previous approaches utilizing the same algorithms for constant bit rate
traffic. We consider that a strength of the “realistic” approach.

Possible Extensions and Future Experiments The BOWL architecture was until now
only used for simple, single gateway mesh experiments with legacy protocols such as OLSR
or DSR. Performing mesh experiments with multiple gateways is straight forward: instead
of having one node answer ARP requests for all attached clients, some assignment of these
clients to multiple gateway nodes is done. This can be done centrally by a node-manager
module, as all necessary information is present there, or, for enhanced realism, in a dis-
tributed approach.
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Figure 3.8: BOWL up and running

However multiple mesh gateways are only part of the story as a realistic mesh may use mul-
tiple disjoint Internet uplink channels with different IP address spaces. The multi-gateway
situation quickly expands into a mobile-IP problem. As a future enhancement to BOWL the
Internet uplink router “Cheetah” is to be virtualized, so that each experiment can acquire its
own instances of this router. More complex uplink scenarios are also possible, through an
Ethernet connection of the backhaul VLAN with our group’s Routerlab, which physically
resides in cabinets adjacent to the BOWL hardware.

Another major planned extension to BOWL is service delivery, that is the addition of e.g.,
IP-TV streams, a VOIP gateway, or such. The centralized client database is designed with
such services in mind, for instance for the easy creation of location aware service proto-
types.

3.6 Summary and Outlook

Figure 3.8 shows the BOWL network as of 27. October 2009. On this screenshot of
the BOWL MAP (which itself is out of the scope of this work) one can see the nodes
(live=green, transitional=yellow, rescue=red, powered down=crossed out) and the attached
clients (red dots), as well as the traffic flows between the nodes. Additionally, the left
“Controls” menu-bar is a ruby-on-rails interface into the node-manager, allowing graphical
manipulation of a few parameters for demonstration.

We found that providing a reasonable level of stability is comparably easy. It allows us to
run the network in the envisioned open to students mode. The same is true for providing
reasonably simple means of distributing experimental configurations. In fact, by far most
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of the complexity of the BOWLtools stems from the demand for easy usability for exter-
nal researchers and from the open, modular architecture which can be amortized if many
different experiments are conducted in the testbed.

“Eating our own Dogfood” [34] is a term, that was allegedly coined within Microsoft, when
they struggled to remove all non-Microsoft products from their own corporate network. It
hase become one core catchphrase of platform developments as it clearly highlights one of
its greatest challenges: It is very slow and cumbersome to be an early adopter of a new
platform and even for the platform’s developers it is initially often faster to bypass it. In re-
search, where success if often measured in papers, and code can be buried after publication,
the incentives to build and use complex platforms are particularly low. A modular platform
like BOWL can offer great future rewards in terms of reusability of components, compa-
rability and reproducibility of results, and quick implementation through a richly furnished
toolbox. The greatest challenge for BOWL, with its mission to bring research results to a
productive environment, is to overcome the initial early adoption phase.

The scope of this chapter on the Berlin Open Wireless Lab ends with the successful demon-
stration of the functionality of the BOWL platform with real users, real mesh protocols,
online reconfigurations and failovers. In 2011, Fischer et.al. [41] describe their experiences
with the continued operation of the BOWL system.
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Chapter 4

Edge Networks and the
End-to-End TCP Mantra

Regarding the practical usability of MWNs for Internet access, we have argued that TCP
performance is bad, that many incremental approaches were made to improve this, that
none of these improved the situation significantly, and finally that it is unlikely that any in-
cremental improvement of TCP is able to solve this issue. On the other hand we find several
disruptive approaches that actually provide good performance in MWNs. The question is:
Can we use those for Internet traffic?

In this chapter, we analyze what is needed to actually adopt such wireless mesh protocols
for the use with Internet traffic. This chapter does not deal with the mesh specific aspects,
but revisits the concept of transport protocol translation for the specific purpose of enabling
clean slate protocols to interact with the legacy Internet. The result is a fundamentally
different design philosophy for Internet edge networks, which is applicable beyond wireless
meshes. The following Chapter 5 then utilizes this methodology to actually propose our own
mesh specific clean slate transport protocol.

First of all, we revisit the design principles of the Internet in Section 4.1 and Internet pro-
tocol stack in Section 4.2 with a special focus on the practical usage of these protocols and
the cases where this diverges from the original standards. In particular, Section 4.2.2 de-
fines the stream socket semantics, a definition that guides the architecture of the “transport
layer bridge”, which we present in Section 4.3. The implications of our deviation from the
usual best practice of “end-to-end TCP” are twofold: There is the question of correctness,
in the sense that our approach does not violate assumptions of the upper layers, which we
discuss in Section 4.4, and the question of the scalability that we discuss in Section 4.5.
Finally, Section 4.6 provides an overview of our implementation, dubbed the TCPSpeaker.
We summarize our experiences in Section 4.7.

Acknowledgements Special thanks goes to Dan Levin, who turned the very early TCPSpeaker
prototype into working code for his Master Thesis [68], and performed an extensive perfor-
mance analysis of the code. He presented this work to a larger audience, and we especially
congratulate him for reaching Mobicom’s ACM Student Research Competition Finals with
it [70].
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4.1 Design Principles and Architecture of the Internet

In the Internet, as a federated system, there is no final authoritative design guide but only
loosely defined “best practices”. Even many protocol specifications leave a great deal of
freedom to their actual implementation and internal algorithms. As such, giving an overview
of the Internet’s design philosophy can be subjective and incomplete at best, so in this
section we do not strive for completeness but rather pick the most relevant pieces to our work
and present what D. Clarke describes as the “rough consensus” in the Internet community.

Many core protocols in the Internet are built around “Postel’s Law”:

TCP implementations should follow a general principle of robustness: be con-
servative in what you do, be liberal in what you accept from others. [83]

which is often generalized as a general robustness principles in software design. Yet, if
deviations from the standard are generally accepted by the core protocols, then over time
other components will start relying on these deviations. One example: The same RFC 761
states about the reset flag:

If the receiver was in any other state, it aborts the connection and advises the
user and goes to the CLOSED state

Notably, delivery of any buffered data in the receiving socket to the application is not guar-
anteed. However several Internet applications routinely terminate their connections using
a reset packet [13]. Thus they rely on the fact that the previously acknowledged data will
make it to the application and hence can “optimize out” the 4-way teardown process. A ma-
jor technical challenge of systems such as our TCPSpeaker is to cater for such deviations.

Another core design principle is the so called end-to-end design principle of the Internet, of
which we provide one interpretation here:

The function in question [reliable communication] can completely and correctly
be implemented only with the knowledge and help of the application standing
at the endpoints of the communication system. Therefore, providing that ques-
tioned function as a feature of the communication system itself is not possible.
(Sometimes an incomplete version of the function provided by the communica-
tion system may be useful as a performance enhancement) [92]

This principle leads to a highly scalable and robust and simple system: The design of dumb
network – smart end-hosts keeps the complexity away from the highly loaded mission crit-
ical devices in the core of the network. This allows for very efficient designs of these core
nodes, often enabling direct custom hardware implementation of the most critical function-
ality. Furthermore, keeping all state handling away from the core systems allows for seam-
less fail-over in the network, taking the potentially long Internet paths out of the reliability
equation.

Transparent encapsulation is the final core design pattern that we discuss here: Whenever
a new functionality can not be provided by the means of the existing protocols, a typical
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pattern is to encapsulate the packet in a new protocol layer. The whole concept of IP is based
upon stitching together heterogeneous local networks by providing a standardized global IP
header, which can be encapsulated and transported over all these different link layers. MPLS
or PPP are just two other examples or this kind of design. A critical design concept here
can be put as: “Do not to mess with some packet, that you have not encapsulated yourself”.
Even widely deployed methodologies such as network address translation that violate this
guideline are frowned upon by many, and argued against with several good reasons: First,
encapsulation means isolation: Protocols on different levels of encapsulation can evolve
independently. The second argument is again scalability. Each component only needs to
deal with its local components and can treat both, over- and underlay as an opaque system:
Whenever an IP packet is encapsulated, be it a link layer or a tunnel such as MPLS, the
encapsulating layer is not concerned with the global nature of IP anymore, but only needs
to care about its local duties.

In the light of these design philosophies of the Internet, the current use of TCP a pure “end-
to-end” protocol is not surprising. The vast majority of all data transported in the Internet
are TCP/IP packets, which are framed by the end-systems1 and then transported mostly
unmodified through the various encapsulation layers of the Internet. This is not a necessary
design, as the original design documents of TCP point out:

As a practical matter, many computer systems will be connected to networks via
front-end computers which house the TCP and internet protocol layers, as well
as network specific software. The TCP specification describes an interface to
the higher level protocols which appears to be implementable even for the front-
end case, as long as a suitable host-to-front end protocol is implemented. [83]

TCP certainly is an end-to-end protocol in the sense that it does not involve the intermediate
routers in its operation. In today’s network design, TCP’s end-points almost always match
the end-system running the application. But one should keep in mind that this is not the
only possible configuration, as already hinted by TCP’s original designers.

The most notable exception in the Internet environment from the scheme of vertical layering
and encapsulation is that of the link layer bridge. A bridge decapsulates link layer frames,
and re-encapsulates them in a different format. With the convergence of wired networks
towards Ethernet the most widely used heterogeneous bridges are WiFi access points: They
decapsulate Ethernet frames and re-encapsulate the contents in 802.11 frames, which have
a completely different header structure. This works because these link-layer technologies
expose the same semantics: Host addressing works the same way, unicast, broadcast, and
multicast are handled the same way and so on. Internal details, such as e.g. retransmissions,
are hidden from the protocol interface.

1Application layer proxies are end-systems from
TCP’s perspective
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Figure 4.1: TCP/IP Stack with some Components

4.2 Revisiting the Internet Protocol Stack

After we discussed the design principles of the Internet in the previous section this section
deals with their implementation: The TCP/IP stack of the Internet. We again focus on only
the details relevant to our designs that follow later in this chapter and we assume that the
reader is familiar with the TCP/IP protocol stack in general.

Figure 4.1 is a canonical figure to illustrate the TCP/IP stack. We assume this five-layer
architecture throughout this work even though the application layer is sometimes subdivided
further. Our example contains three kinds of common Internet devices: End-hosts, routers,
and bridges together with the flow of data. One notable feature that we discussed already
above is encapsulation and the resulting vertical stacking of components: Data is passed
between the individual protocols only in a vertical fashion, the only example being the link-
layers of the bridge which hand over data horizontally. In contrast, in the case of the router,
the unified IP Protocol sits on top of both link layers.

The design principle is that the lower layer exposes standardized interface semantics, which
are then used by the design of the higher layer protocol. We define here the term inter-
face semantics as the implementation independent exposed behaviour of a protocol, and we
contrast this with the interface syntax, which describes exact system dependant interface
definition (e.g., names of functions, calling conventions, . . . ). To illustrate this we continue
with a brief recap of the interface semantics by example.

4.2.1 The five layers of the TCP/IP Stack

The physical layer specifies a medium and how binary data is transmitted over this medium.
Things like voltages or frequencies are completely hidden from the interface which in the
802.3 (Ethernet) case just accepts packets no more than 1500 bytes long and sends those
over the wire. In our example, the physical layer may signal collisions back to the MAC
layer, one part of the link layer. This means that the physical layer interface cannot be uni-
fied, as different types of networks may signal very different states and also need different
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instructions along with the packet data. This implies that the link layer implementation must
be specific to the physical layer.

All the various hardware specific link layers provide a uniform packet switched network
abstraction as their interface semantic. Additionally they often provide some addressing
and multiplexing scheme that can be used to send packets directly attached to the same
network domain. Bridges are link-layer devices that transparently connect different network
segments, by exploiting the common packet switching semantic exposed by the different
link layers. As we indicated above, this horizontal interfacing on the same layer is a notable
exception to the otherwise stack based Internet architecture. Bridges terminate the link layer
domain, e.g. collisions or link-layer retransmission are handled independently by either link
layer component. On the other hand, they are considered completely transparent, that is, no
change in behaviour is experienced by hosts connected to the same segment versus hosts
connected to different bridged segments. This convention of transparency is only valid for
some definition of “important” behaviour, as “unimportant” behaviour may change: E.g.,
Unicast traffic is delivered to all hosts on the same Ethernet segment (where it is filtered) but
not to non-destination hosts on different segments. This is usually even a desired feature, but
it certainly violates transparency. Note that our depiction of a bridge horizontally interfacing
two different link layers holds for the general, heterogeneous case and can be optimized in
the single-link-layer technology case, e.g., Ethernet switches.

The Internet is by definition the set of all connected hosts with a global Internet Protocol
(IP) address (again: we are talking about rough consensus here). As such, there is no
heterogeneity on the third layer of the stack which we depicted as “IP” in the figure, and
which is sometimes also called the Network Layer. The IP protocol’s interface semantics
again are those of packet switching but using standardized, globally valid addresses, and IP
allows for global delivery of packets. The canonical network layer component is the router.
As opposed to bridges, routers do not decapsulate packets but rather process them in their
single IP instance, and pass them down for link layer re-encapsulation.

On the fourth layer, the transport layer, TCP is the dominant protocol in today’s Internet.
Transport layer instances virtually only exist on the end-system, signifying to the end-to-
end paradigm which is discussed in the previous Section 4.1. As the interface exposed by
TCP plays a crucial role in our design, it is discussed in detail in the next Section 4.2.2.

4.2.2 TCP Semantics: Reliable Streams and the Socket API

This chapter introduces the concept of transparent transport layer bridges. As with link layer
bridges, introduced in the previous Section 4.2.1, transport layer bridges are defined by the
protocol layer semantics; in our case: TCP. A precise analysis of the TCP semantics hence
is mandatory. These semantics are implemented in BSD-like systems through the Socket
API, and we will use the Socket API as an example for the discussion. Again, we refer to a
textbook (e.g. [111]) for the implementation specific details, and highlight selected aspects
in this document.
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Figure 4.2: Lifecycle of a TCP Socket
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Figure 4.2 depicts a typical (simplified) life cycle of a TCP Socket pair, from top to bottom.
After the Sockets are created on both sides the server starts listening for the clients, which
then connect to the server. After the three-way handshake is complete (pure ACK messages
are not depicted in the figure), both sides enter the ESTABLISHED state. From this point on,
the connection is perfectly symmetrical, and there is no further distinction between server
and client. The core methods read and write expose the symmetric, bi-directional bit-pipe of
TCP to the application. The write function can block if the network or the receiver is not fast
enough to consume the data at the given rate, which exposes TCP’s flow- and congestion
control to the application. At any time, either side can call the close method, and go into
a HALF-CLOSED state, at which it can still read but no longer write data. The connection
is CLOSED, as soon as also the other side closes the connection. As with all (distributed)
algorithms errors can occur at any stage and the Socket API exposes those by specifying
that any function can return an error condition to the application. The application must
handle those accordingly.

There are two distinct synchronized processes: The first is the synchronization of the con-
nection state: The two endpoints, client and server, advance in a synchronized fashion
through the socket live cycle, from the freshly generated socket to the established con-
nection and teardown phase. On a protocol level, this control plane state is signalled via the
SYN and FIN flags of TCP. The other is the dataplane state: read and write reliably maintain
the bitpipe abstraction. On a protocol level, this is expressed through acknowledgements
and the receiver window.

Concluding, the TCP Sockets provide the following abstractions of the network to the ap-
plication, which we will call stream socket semantics for the remainder of this document.

Bidirectional, reliable bit stream describes that the two read/write pairs of the two sockets
form a mostly reliable bit stream that is, any data written on one side, will be read in
exactly the same order on the other side. The “mostly” reliable part is discussed in
great detail in the next Section 4.2.3.

Connection orientation We summarize under this term the synchronization of the con-
trol plane described above: (a) connections are always point-to-point, and (b) both
endpoints track the current state of the connection in a synchronized way.

Flow- and congestion control means for the socket that the fact that either the network
or the other host is temporarily unable to accept more data is signalled back to the
application. We summarize these two concepts because though they are disjoint from
an implementation perspective, they are equal from a socket semantic perspective:
the write call blocks.

4.2.3 Is TCP a Truly Reliable Protocol?

A critical point in the later discussion of TCPSpeaker, and even more ImP, is that of relia-
bility: What kind of reliability is expected by the applications, what guarantees are actually
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given by the Socket, and what kind of reliability is actually provided in standard scenar-
ios.

In an ideal world all errors of the network layer would be completely handled by TCP
(potentially at the loss of some performance). If recovery is impossible (e.g. due to loss of
connectivity) these errors would be communicated to both application at both ends of the
connection synchronously and the application had a perfect error handling for all of these
cases. Reality is not like that.

First of all: bit error handling of TCP. To detect transmission errors in packets TCP employs
a 16 bit checksum. TCP discards packets if the checksum does not match. The TCP check-
sum has a false positive rate of 0.0015%, and Stone et.al. show [105] that when real TCP
packets are reassembled from an ATM stream with lost cells up to 0.22% of the resulting
bad packets pass the TCP checksum test. This means, that there is significant probability
of undetected payload corruption and that the application must employ its own mechanism
to detect errors. Interestingly the Internet’s most widely used application layer protocol,
HTTP, has no built-in provisions to verify the correctness of transfered data. Applications
that transfer critical bulk data on top of HTTP, such as software upgrades typically employ
their own scheme such as shipping md5 checksums or even cryptographic signatures along
with all packages.

Secondly, the write or send system calls used to transmit data over a TCP connection im-
mediately return as soon as the data is queued in the local operating system kernel. Only
asynchronous signals such as SIGPIPE may notify the process if anything goes wrong with
the connection. Especially there is no way for the application to authoritatively know which
parts of the data committed for transmission via the write or send calls have been actually
delivered through the TCP connection, when a TCP connection fails. Usually application
protocols provide some mechanism to detect whether all data was transmitted, e.g. HTTP’s
content-length field, which the receiver can use to determine completeness of a transfer.
HTTP user agents (browsers) typically mark incomplete bulk transfers (downloads) as par-
tial, and offer an option to manually resume the download at a later time. Another method
is used by SMTP, which uses an specific end-of-message delimiter, and rolls back the entire
transfer, if the TCP connection terminates before this marker is encountered.

4.2.4 Is the Internet Truly Unreliable Packet Switching?

The IP protocol delivers data packets from one host to another, without any guarantees, as
a best effort service. At least that is what textbooks say. In reality, best-effort in the Internet
means quite a good service level almost all of the time.

In fact TCP heavily relies on this. TCP implements a congestion control algorithm that
reduces the sender rate whenever TCP’s observation of the network behaviour indicates an
overload in the IP network. As IP has no universally available provisions to explicitly notify

62



4.2 Revisiting the Internet Protocol Stack

the end systems about congestion2 and as TCP resides on the end-systems only TCP must
guess about the internal state of the network. TCP utilizes the implicit high reliability of the
Internet and interprets every lost packet on the path as an indicator of congestion. Indeed
this assumption has worked very well in wired networks. On the other hand, it is known
(see Section 2.3.4) that TCP’s performance will very badly suffer from even few random
packet losses.

Additionally many applications are implicitly optimized for low latency, bi-directional mes-
sage channels, which is by no means guaranteed by the Internet Protocol standard. One
example is the e-mail service. This service is all about very delay tolerant, uni-directional
delivery of messages. E-mail delivery in the Internet today is almost exclusively done using
SMTP. SMTP uses (at least) the following handshake protocol: First, a TCP connection is
established (3-way handshake), secondly the initiator sends a HELO , then the MAIL FROM,
RCTP TO and finally the DATA command, each of which is acknowledged on the application
level, before actual data is exchanged. This means: even if all TCP ACKs are piggy-backed
on application layer ACKs, five round-trip-times (RTTs) are needed before any data can be
exchanged. The network round-trip-time hence has a major impact on the latency of SMTP
message delivery. Reducing this dependency by combining all four SMTP handshake mes-
sages into a single TCP message and to acknowledge all four of them at the same time
would be perfectly feasible. A lot of resources of both communicating servers are allocated
during such a transfer. A lot of effort went into optimizing mail servers to handle large
quantities of e-mail. After all, keeping lots of TCP connections open longer than necessary
is a costly operation. We speculate that the engineers devising the SMTP protocol must
have considered five RTTs negligibly short for all practical purposes and not worth further
optimizations.

In conclusion, the IP standard makes no guarantees about the quality of packet delivery. Yet
many protocols and applications assume a very high quality of service to operate effectively.
Many do not gracefully reduce performance when network quality declines, but rather ex-
perience overly severe performance degradation. TCP is one example where performance
drops sharply when random, non-congestion induced packet loss exceeds a low one digit
percentage. In turn, today’s IP network underlays are generally engineered to provide this
high service qualities, which is often referred to as TCP friendly. One example for such an
underlay engineering solution are the extra link-layer retransmissions of the 802.11 WiFi
MAC, which we discuss in the following section.

4.2.5 Key Properties of the 802.11 MAC Layer

A key design goal of the Internet Protocol is that it should run on top of any packet switching
technology, or any other technology that can provide a packet switching abstraction (e.g. the
ATM Adaption Layer 5). This switching technology is usually a link technology specific
MAC layer.

2Aside from the optional ECN extension, which is
not generally available in the Internet
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Per se, the IP stack does not require the Link Layer to provide any service guarantees. Yet,
any packet loss, delay, delay jitter, etc. of the MAC of any IP path segment will directly
propagate through IP and will be ultimately handled by TCP. As we have discussed above,
TCP’s performance suffers badly even at very low error rates.

Wired links are TCP friendly per definition, given that TCP is designed for exactly such
systems: Most contemporary wired physical layers have a very low bit error rate (e.g.,
Ethernet typically specifies a BER of at most 1 : 1012), very stable propagation delays and
typically deliver packets in order. Packet loss is almost exclusively caused by queuing drops,
when the link is overloaded. Delay varies over time only as a function of the queue length.
Packet corruption almost never occurs.

The situation totally changes in the wireless world: In a 802.11 network, the packet loss rate
is in the magnitude of 1 : 10−1 : 1. This is due to rate control in this best-effort system: For
a given sender/receiver pair, the best net throughput is usually achieved when using a high
modulation rate and accepting a certain level of packet loss. Even though such a channel
has a good resulting net throughput, TCP is not able to utilize that directly at these high
error rates, as discussed in Chapter 2. For this reason, the 802.11 MAC layer is specifically
designed to be TCP friendly using two techniques: First, MAC-Layer acknowledgments and
retransmissions: Any successfully received 802.11 frame is immediately acknowledged by
the receiver. If the ACK is not received the frame is retransmitted until a certain (typically
seven) number of retransmissions is reached, at which point the packet is considered lost.
This ACK scheme with no window, but only a single packet in flight, works well for the
MAC layer as wireless retransmission is immediate and not impacted by long end-to-end
delays. The second method are fairly large MAC layer transmission queues. E.g. the
popular Linux Madwifi driver utilizes a default queue length of 50 packets. That allows
the MAC to smooth some variation in the path capacity locally, without involving TCP’s
end-to-end control mechanisms.

All of these MAC Layer feature apply only to point-to-point transmissions, multicast pack-
ets are sent without retransmissions, and without rate control at typically very low transmis-
sions rates. Furthermore, while the media access scheduling and retransmission schemes
provide good single hop performance in conjunction with TCP, it is known that TCP perfor-
mance suffers badly when those are used for multi hop scenarios. One critical scenario for
uncoordinated wireless MAC protocols is the hidden terminal problem: Two nodes, which
are not in transmission range with each other try to communicate with the same node in the
middle. Those two transmitters are unable to coordinate, as they cannot detect the respec-
tive other transmitter. Yet, this scenario is exactly what happens if an intermediate node
is used to forward a bidirectional data flow in a multihop network. And even in scenarios
with only unidirectional data, TCP always generates a bidirectional packet stream due to its
end-to-end acknowledgements.

The 802.11 link layer is originally designed for three different modes of operation and hence
three different addressing schemes. The most widely used is the single hop managed mode,
with one access point communicating with multiple clients. Furthermore a single hop ad-
hoc mode exists, where multiple equal peers communicate with each other, but only peers
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that are direct communication range can communicate as no forwarding takes place. Third,
there exists a so called wireless distribution system (WDS), which is used to relay data
between access points of managed cells. Typically a fixed, manually configured topology is
assumed and this scheme is mostly used by so called wireless range extenders. Only recently
the IEEE 802.11s standard was finalized, which standardizes dynamic mesh networking in
the 802.11 MAC layer.

4.2.6 Conclusion: TCP/IP vs. Multihop Wireless

We find the following situation when using a 802.11 based mesh network for Internet access:
The 802.11 MAC cannot effectively conceal the imperfections of the underlying physical
medium, despite a high overhead. TCP, on the other hand, does not react efficiently to the
resulting end-to-end path imperfections and exhibits very poor performance.

Many attempts have been made to fix either TCP or the MAC layer. However, no scalable
system with good performance has been demonstrated: A rule of thumb for contempo-
rary TCP on mesh systems is that for each of the first 5 hops throughput is decreased by
roughly one half and for many hops these systems converge on a low single-digit percent-
age of the one-hop throughput (see also Section 2.3.4). We conjecture that probably no well
behaving Internet compatible architecture based on a pure end-to-end transport layer can
exhibit good and scalable performance in an uncoordinated multihop wireless network. By
good behaviour, we not only mean performance but also fairness, robustness and conges-
tion avoidance. Internet compatible means: Can run on top of a pure IP network with only
standard compliant IP routers in between.

With all that in mind, instead of improving TCP further, we rather search for alternatives:
Is it possible to run different protocols in the edge networks and still be able to use them
for Internet access? In the spirit of our initial quote of John Postel, designer of the TCP
protocol, many computer systems will be connected to networks via front-end computers
which house the TCP and that is, what TCPSpeaker does.

4.3 Architecture of TCPSpeaker

TCPSpeaker is our implementation of a transport layer bridge for TCP. It is designed to
run on the edge nodes of an Internet access network, such as a wireless mesh. It bridge all
incoming TCP connection with another, yet to be defined transport protocol. This allows
the fully transparent insertion of novel transport protocols into existing TCP paths. Such
transports can be tailored to the exact properties of the access network, such as our IMP
protocol, that we introduce in Chapter 5, is tailored to wireless mesh networks.

TCPSpeaker is by far not the first attempt to abandon the end-to-end semantics in TCP net-
works: For example I-TCP [15] introduces the concept of Mobility Support Routers which
act as on-behalf TCP speaking entities, or Split TPC [66] proposes to segment paths of
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(a) BOWL’s Layer 3 tunnel (b) TCPSpeaker
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Figure 4.3: Comparison of layer 3 tunneling, and layer 4 proxying

ad-hoc networks into many small TCP connections. They both yield benefits from shorten-
ing the end-to-end loop of TCP but stick with the TCP protocol. We argue in the previous
Section 4.2.6 that TCP is just not designed for these environments, and hence we are not
splitting TCP as a goal on its own right. We rather aim for a mere tool that allows us to
freely design transport protocols in a research context such as the BOWL platform, pre-
sented in Chapter 3, and we see in Chapter 5 that indeed a significant design freedom exists
once we no longer need to provide a TCP friendly emulation of a wired network.

In Section 3.4 we introduce the emulation of a flat subnet through dynamic tunneling. See
Figure 4.3(a) for a quick recap: IP packets are encapsulated at the edge nodes into another
layer of IP headers using the destination address of the exit edge node of the flow. This
allows us to separate the location tracking from the mesh internal routing and even to plug
in any layer 3 scheme such as e.g., source routing or ant colony routing.

TCPSpeaker is the approach of transparently fitting different transport layers into this net-
work, as depicted in Figure 4.3(b). Instead of encapsulating IP packets at the edge nodes
we now terminate the TCP connections (black) at the edge nodes. This allows us to use a
different transport layer (gray) to transfer the data stream over our testbed. The edge nodes
now act as Transport Layer Bridge.

Looking at Figures 4.3(c) and 4.3(d) the fundamental change in network design becomes
more clear: Traditionally protocols are always layered on top of each other and the inter-
faces between protocols are always vertical. In our proposal the handoff between TCP and
the arbitrary L4 component is through a horizontal interface, they sit next to each other in-
stead of on top of each other. These figures also draft the difference in the control loops:
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in Figure 4.3(c) the TCP control loop spans the entire path and no vertical layering or tun-
nelling scheme at the intermediate network can do anything about it. In the bridged setup
each network segment operates on totally independent control loops.

This leaves us with a few new components of the network that need a precise definition:

Transport Layer Bridges are network devices, that transparently bridges two different but
semantically equal transport layer protocols in the middle of the network. It is special
case of such a bridge when both sides speak the same transport protocol, as e.g.,
proposed by the split-TCP approach.

TCPSpeaker is our implementation of the TCP side of a Transport Layer Bridge. We use
this term also general for the TCP side.

L4 is our generic term for the non-TCP speaking side of the Transport Layer Bridge. Chap-
ter 5 introduces IMP, which is a wireless mesh specific transport protocol and which
comes with a full L4 architecture.

Stream socket semantics as defined in Section 4.2.2 define the interface of a TCP com-
pliant transport layer protocol.

4.4 The Stream Socket Interface and the Transport Layer Bridge

We start the discussion of the potentially disruptive Transport Layer Bridge with its con-
ceptual feasibility. The first question is about correctness: Does such a middlebox break
the exposed semantics of TCP? In this respect not only the original TCP specification must
be taken into account, but we must be aware whether today’s application make additional
assumptions which may hold with end-to-end TCP connection, but may be violated by the
Transport Layer Bridge. The second question about scalability of the resulting system is
deferred to Section 4.5.

One concern [27] is that the TCP checksum in such systems does not cover the data end-to-
end, and hence data corruption may remain undetected. We argue that this is only a minor
issue: Data in not covered by checksums only at the interface between the two transport lay-
ers. This is equivalent to the socket interface of the end-host: Probability of data corruption
only depends on the correct implementation of this interface plus some local hardware er-
rors [99]. True end-to-end date integrity is thus not a feature of standard TCP and its socket
implementation. On the contrary, it is a case for the end-to-end principle and its postulate
that only the application can (and must) handle such errors. And in fact, applications that
need data integrity guarantees typically do implement their own checksumming scheme.

Another question about the correctness of the TCPSpeaker approach targets the ACK se-
mantics of TCP: An acknowledgement certainly expresses that a packet was successfully
received. When a transport layer bridge acknowledges a packet, it cannot give the ultimate
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guarantee that the packet will subsequently be delivered to the other end of the path. For in-
stance the bridge may fail with acknowledged but not relayed packets in its volatile memory,
or connectivity to the other end host may become unavailable.

From a conceptual point of view, this is actually correct behaviour. A TCP ACK means:
“A packet was successfully transported to the other end of the TCP connection”. It does
explicitly not mean “Data was delivered to the application at the other end”. The stream
socket semantics respect that by explicitly not notifying the application about the ACK
state of the connection (see Section 4.2.2). In fact, the ACK state of the connection is not at
all exposed to the application, as it has no application level meaning. Instead the socket only
notifies the application when a connection is aborted, but even in this case, the application
cannot know which part of the data was successfully transfered over the network.

We argue that we do not do not conceptually alter the behaviour of end-to-end TCP con-
nections. Yet, we may alter the likelihood of certain error conditions, such as reset con-
nections. The probability of such errors is dependant on many factors, which encompass
the entire network configuration. We argue, that these real world probabilities and their
resulting performance impact on the system can only be explored through realistic system
experiments.

In this Section, we saw that splitting TCP connections does not alter the exposed semantics
of stream sockets. Yet, correctness is only part of the problem: The designers of the Internet
had good reason not to introduce any state handling into the network, but to leave that to the
clients: Scalability, which is the topic of the next section.

4.5 Scalability – Introducing State into the Network

TCP/IP uses a completely stateless dataplane on its network entities. That means, an IP
router can process every data packet only by looking at this packet alone, plus some per-
sistent state from the control plane (e.g., routing tables). The amount of control plane state
kept on each device is (near) constant with the number of connections that are passing a
router and it is changes on timescales many magnitudes slower than packet arrival on the
data plane.

TCPSpeaker introduces per-connection state into intermediate network entities: The edge
routers have to terminate TCP connections. In the following we give an estimate of the
amount of state needed and we argue that this is well feasible for the envisioned application
at access networks. To terminate a TCP connection, we must on the one hand store the
control information of the TCP connection, and secondly buffer payload data on the receive
and send paths. The size of of the control information depends on the implementation, we
assume it a constant in the magnitude of a few hundred bytes per connection. (a connection
object is allocated and managed, sequence numbers are tracked, timestamps are stored, RTT
estimators are tracked...). We assume this to be certainly less than one MSS worth of data.
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Figure 4.4: Details of the Transport Layer Bridge

The amount of payload packets buffered is freely configurable. Larger buffers will enable
larger windows and hence increase the performance of the TCP connection, but TCP can run
correctly with very small buffers. The buffer size is given by the bandwidth delay product.
One example: lets assume that our MWN wants to provide up to 50 MBit/s to each TCP
connection. Let us further assume that RTTs in the Internet are in the magnitude of 50ms.
In this case, in the worst case we need to store 2.5 Mbit per direction worth of data, or a
total of 625 kB.

That means that a well equipped commodity PC router acting as Internet gateway serve
16,000 TCP connections when dedicating 10 GB of main memory (worst case). Anecdotal
evidence indicates that this is the peak number of connections one can expect from an
Internet uplink with 20,000 customers.

On the access point, the RTT is much lower (a single hop to the client). So with 5ms
RTT, the 50MBit/s TCP connection only takes up 62kB, e.g., using 16 MB of RAM of the
embedded device for TCP buffers allows us to serve more than 250 TCP connections in the
worst case. We assume this a very reasonable number of connections for an access point.
All these numbers are very high upper bounds, as they assume 50 MBit/s to be actually
utilized by each connection at the same time, dynamic memory allocation might drastically
reduce the required memory for connection state.

Adding state does not necessarily increase processing time, this is more or less linear in the
total bandwidth served by the router, even if e.g., cache performance suffers from larger
state. We assume CPU performance not to be a real issue for a productive implementation.
We still saw some need for optimizations of our prototypes, as on embedded hardware we
use for our nodes even the pure Linux Kernel IP forwarding alone causes significant CPU
load.

4.6 TCPSpeaker – an Implementation of a Transport Layer
Bridge

Figure 4.4 highlights the critical part of the transport layer bridge, as it was presented in Fig-
ure 4.3(d): The two implementations of the individual transport protocols and the interface
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between them. We have a bi-directional coupling of data through the read-write methods.
The connection state must be synchronized as discussed in Section 4.2.2.

All contemporary operating systems have their own often very sophisticated implementation
of TCP. A logical idea would be to reuse that implementation. Unfortunately direct reuse is
not possible as the interface syntax between a transport layer bridge and an client application
differ in many subtle ways. One example is addressing: OS TCP stacks always mandate
that TCP connections terminate on a local IP address, whereas a transport layer bridge
needs to terminate TCP connections on non-local addresses. Furthermore we implement
our transport layer bridge for use in the BOWL network which uses the Click router for
networking.

As the interfaces of the TCP implementation need to be adopted anyway we decided to take
one such TCP implementation and wrap it into a Click Modular Router Element. This al-
lows us to make the necessary syntactic adoptions of the interface (like calling conventions,
addressing, task scheduling, or binding of transport protocols instead of applications) but
reuse the semantics (the reliable, in-order. . . stuff from Section 4.2.2) of the provided stream
socket.

Click Router is the natural choice as our BOWL platform is already using it for its network-
ing stack and the new TCPSpeaker would fit nicely as already shown in Figure 4.3. For
the TCP implementation we chose the 4.4-BSDlite implementation. First of all, its license
is compatible with that of the Click Router, secondly it is well understood and excellent
code documentation exists [111]. The fact that newer and more advanced advanced perfor-
mance enhancing features are missing was of limited importance: Even without the latest
optimizations on the wired TCP, the mesh algorithms still have a long way before the wired
TCP part of the connection becomes the bottleneck.

But Click is missing one important feature for the implementation of the transport layer
bridge: Flow handling. Click is designed for stateless packet forwarding. Some Elements
do track some internal state but only very limited generic interfaces exist to expose such
state and to communicate it between Elements. Thus our implementation of TCPSpeaker
is twofold: First, we implement the generic MultiFlowDispatcher Element which adds flow
handling capabilities to Click. Secondly,we use this MultiFlowDispatcher and fit the BSD
TCP stack into it which yields the TCPSpeaker Element.

4.6.1 MultiFlowDispatcher

Click uses a static configuration of Elements which is configured before the router is started.
As TCP connections, or more generally “flows”, are dynamic we extended click with the
ability to dynamically spawn flow handling objects which are similar to Elements.

As we mentioned above Click has only limited support for flow handling, with the exception
of the aggregate annotation (See Section 2.4).
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We decided to implement dedicated support for multiple flows by creating the abstract base
class template MultiFlowDispatcher (MFD), which is a special Element. This class should
provide standardized functionality for Elements that handle multiple flows such as transport
protocols.

What we need is

Per-flow flow control Click’s pull ports can communicate flow control information be-
tween Elements but only for the entire stream of packets that are routed through a
port. We need flow control on a per-flow level.

Synchronized state When multiple MultiFlowHandlers are connected they should be able
to share flow state. In the case of stream socket compliant transport protocols this
would be the equivalent of the accept, connect or close calls to the socket. This
implements the state synchronization of the transport layer bridge.

Generic flow definition If should be up to the actual implementation to decide about the
exact notion of “flow”. For instance TCP uses 4-tuple flows (address/port pairs)
whereas our ImP protocol of Chapter 5 pushes state handling to the network layer
and uses 2-tuple source-/destination address pair flows.

Our resulting design is depicted in Figure 4.5(a). For each incoming packet (1) Multi-
FlowDispatcher does a hash table lookup, to see whether a MultiFlowHandler for this flow
exists. If not it spawns a new one. MultiFlowHandlers (MFH) are a lightweight abstract
base class which is used to implement the actual per-flow functionality. They also have
Ports and share the same port-signature as the MFD. When a pull output of the MFD is
pulled (2), the default is to schedule all pullable MFHs round-robin. For push-outputs (3)
or pull-inputs(4) no further logic is necessary as calls from MFHs can be directly mapped
to the MFD port. A special behaviour is triggered when two MFDs are connected directly.
In this case the calls are not routed through the MFD, but rather the MFH ports are directly
linked. This enables per MFH-pair flow control through push ports. In this case MFHs
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are spawned and destroyed in pairs: Creation of one MFH triggers instantaneous creation
of the corresponding MFH at the connected MFD. This maps the basic state functionality
(connect, close,. . . ) between the MFDs.

MultiFlowDispatcher’s flow hash function can be customized to allow for any definition
of “flow”. Standard functionality is provided for either utilizing the 4-tuple flow (src/dest
address/port) or Click’s aggregate annotation.

4.6.2 TCPSpeaker

TCPSpeaker is the final Element that implements the TCP-speaking side of a transport
layer bridge. It is based on the MFD/MFH implementation, as shown in Figure 4.5(b).
TCPSpeaker implements a MultiFlowDispatcher which uses the canonical 4-tuples (source
and destination addresses and ports) of the incoming TCP/IP packets to dispatch them to
TCPConnection objects. It uses 4 ports (two incoming and two outgoing) to reflect the
bidirectional nature of TCP connections. One pair of these ports form the stateful side of
the Element which exhibits standard TCP behaviour. The other port pair forms the stateless
side.

TCPSpeaker will emit all received data packets from the TCP connections in-order on the
stateless side. Duplicate packets are discarded and overlapping packets are truncated such
that the resulting packet stream contains exactly one in-order copy of the payload data.
This is in contrast to typical operating system implementations, where data is delivered as
a continuous stream but matches Click’s packet semantics better. It furthermore allows a
zero-copy implementation.

TCPSpeaker delivers all data packets sent to the stateless input through the TCP connection.
Packets on the stateless side are expected to have TCP/IP headers but purely for addressing
and for communicating connection state. In particular all payload is assumed to form an
in-order stream, sequence numbers in the TCP headers are ignored. This reflects the design
of TCPSpeaker as one-half of a transport layer bride, and the assumption about in-order
packet payload reflects the stream semantics of such a bridge interface.

The TCPConnection objects are largely based on the 4.4-BSDlite implementation of TCP.
The major difference is the reassembly of the stream: Usually TCP uses a socket to deliver
the data stream to the application. This is implemented through a continuous piece of mem-
ory, the socket buffer, into which the payload is copied. The application is notified as soon
data is available in this buffer. Click does not use streams but Elements always exchange
packets. To support this, the BSD code is modified to put the incoming packets into a linked
list. This has the additional advantage of avoiding to copy the packet’s payload. The trans-
mission path is modified in a similar way. Due to a restriction in Click’s packet semantics,
a zero copy implementation is not possible: We need to retain an instance of the packet for
possible retransmissions, but Click does not support shared packets without copying.
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Figure 4.6: Complete TCPSpeaker Configuration

Dan Levin provides a detailed performance analysis of our TCPSpeaker implementation in
his master thesis [68].

4.6.3 Future Work

To provide a true usable implementation for the BOWL outdoor testbed a few additions
to TCPSpeaker are necessary. The foremost issue is that of mobility support: Since TCP
connections are terminated at the access point, the TCP state must be moved whenever a
client changes access point association.

Figure 4.6 shows the complete scenario. Two clients C1 and C2 are accessing Internet
servers. At first both clients are attached to node N1. Two clients C1 and C2 are accessing
Internet servers. Both have a one-hop TCP connection (T 1a and T 2a) to the node. The
node utilizes a L4 connection to transfer the data over the network. For scalability reasons,
and especially to speed up mobility handoff (see below), it may be desirable to use a single
persistent L4 connection between N1 and GW to transfer all client’s data. In this case a
multiplexing shim is needed between TCPSpeaker and the L4 Element probably a MFD
that spawns 1-N scheduling MFHs. This shim can schedule round robin without being
unfair to the TCP connections, but needs to signal the flow control state to synchronize T xa
and T xb.

Furthermore in our example client C1 moves to node N2. In this case, the TCPConnection
handler state at N1 needs to be serialized and transfered to N2, probably using a connection
L4_3. The volume of this state is the TCP control block plus any acknowledged packets in
either direction. The TCP control block is less than one hundred bytes, hence the necessary
data transfer volume is dominated by the buffered payload packets. This can be kept low
by choosing small TCP sender and receiver windows. Note that these are only one-hop
connections, which means that even small windows do not impact performance. If L4_3
can achieve only a modest 1.5 Mbit net throughput, then transferring a packet takes 1ms.
Completing a 802.11 Layer 2 handoff is in the order of 100 ms. It seems reasonable to
assume that transferring the state can happen in about the same time than the 802.11 handoff,
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but it of course does introduce extra network load and there certainly is a limit to end-user
mobility with this scheme.

On the gateway side the binding of T 1b must be moved. And finally, data in-flight towards
C1 must be rerouted at N1. This re-binding, and data re-routing is very similar to the
dynamic tunnelling we already do in the BOWL testbed.

4.7 Conclusion

With the advent of novel technologies the Internet will see increasing diversity at the edge.
Thus we need design principles that allow to utilize these diversity in a practical and locally
deployable manner.

In this chapter we have revisited TCP middleboxes and proposed transport layer bridges as
a means of connecting novel network designs to the legacy Internet. Intercepting, mangling
and proxying of TCP is a known concept but is generally frowned upon by the Internet
community and has a hackish touch to it, despite the fact that such techniques become more
and more common in commercial networks.

We argue that by careful design, such middleboxes can actually become a design element
of future networks. They can bridge the gap between novel, clean slate networks and the
Internet.

With our TCPSpeaker implementation we provide a practical and working solution tailored
to the particular needs of the BOWL network. We do not see this narrow scope as a lim-
itation, but it rather highlights one of the strength of the overall design: Transport layer
bridges greatly increases the design possibilities for highly targeted and optimized network
specific architectures, a possibility that does not exist with the end-to-end philosophy of the
traditional TCP/IP network stack.
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Chapter 5

ImP – Data Transport for Wireless Meshes

The ultimate motivation behind this work is to devise methods to turn good proposals for
more efficient wireless multihop networks into practical systems. In Chapter 3 we have
presented the design for a practical testbed that allows us to analyze such proposals. We
found that one severe problem is the inability of TCP to interact efficiently with the wireless
medium. In Chapter 4 we describe a practical method to eliminate TCP from wireless mesh
networks and to run more efficient protocols in such a network.

At this point, all that we need is an efficient protocol for wireless mesh networks that sat-
isfies the stream semantics, which we have defined in Section 4.2.2. The result will be an
efficient protocol for using wireless mesh networks for Internet access. IMP is our proposal
for this protocol.

IMP is based on insights from contemporary clean slate protocol proposal which we dis-
cuss in in Section 5.1.1. We utilize the core components of these protocols to derive the
IMP protocol (see Section 5.1). We then discuss the composition of the individual algo-
rithms of IMP by giving examples of the individual problems to solve in Section 5.2. We
provide some early results of our prototype implementation in Section 5.3 which indicates
the feasibility of our approach. We give an outlook of how to embed IMP into our transport
layer bridge framework in Section 5.4 and conclude this chapter in Section 5.5.
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5.1 Combining the Best of Research in a Practical Protocol

IMP is based on several core insights combined from opportunistic forwarding algorithms,
pathless routing and works on flow control in CSMA networks. In this section we revisit
all these approaches (Section 5.1.1) followed by a discussion of their core components
(Section 5.1.2) which are used for the IMP protocol.

5.1.1 The Best of Research

Opportunistic forwarding is idea utilizing the fact that for each wireless transmission, there
exist a number of nodes with a non-zero receive probability. In traditional forwarding only
one of these nodes is designated as next hop and progress is made only if this node is actually
able to decode the transmission.

As discussed in Section 2, the core idea behind opportunistic forwarding scheme is that
actually all nodes try to decode the transmission, and the forwarding decision is deferred
until it is know which nodes actually received the individual packet: Typically of all the
nodes, that received the packet, the node closest to the final destination should forward the
packet. The critical part of these algorithms is how this per-packet decision is made. A
protocol that would involve extra per-packet negotiation messages would certainly not be
beneficial, so opportunistic protocols use approximation algorithms that work without any
further communication.

The initial ExOR [23] approach uses a modified link-layer acknowledgement scheme where
the sender determines a list of forwarding candidates sorted by priority and attaches this list
to the packet. The candidates send link-layer acknowledgements in a time-slotted fashion,
sorted by priority. Only those nodes that do not receive a higher-priority ACK forward
the packet. As ExOR requires a custom link layer we rather used the SOAR protocol for
practical experiments, which can operate without link layer modifications.

The SOAR protocol [91] makes one very important step further: In a multihop network,
the actual payload packet will be forwarded anyways, which can be overheard by the sur-
rounding nodes. Instead of priority based time-slotted acknowledgements, SOAR forwards
payload packets utilizing priority based time-slotted medium access, and lets them serve as
implicit acknowledgements. Nadi Sarrar reimplemented the SOAR protocol for the use in
BOWL the BOWL testbed for his master thesis [93].

Furthermore the authors of MORE explicitly analyse the fact that it is important to constrain
packet dissemination in a mesh for good performance. They propose to assign priorities to
potential forwarding candidates. We found only during our implementation of IMP that
this is unnecessary: Once we got rid of the path notion and used forwarding “downstream”
based on the local node distance, this naturally “funnels” packets towards the destination.
This lets us propose future distance metrics based on “cost vs. contribution”: If a node is on
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the edge of a good path, it will overhear many packets effectively bypassing the node. This
voids his chance to contribute, hence increases its virtual distance.

MORE [29] is a combination of opportunistic forwarding and network coding: A certain
random fraction is enough for a node to reconstruct the entire set of packets. This helps
significantly in opportunistic forwarding, where intermediate nodes typically only have a
subset of all packets. While we were able to port the MORE implementation to our plat-
form, the network coding algorithm prove to CPU intense to be practically used on our
embedded hardware. Our hardware does incorporate a micro-programmable network pro-
cessor that we envisioned to use for this purpose, but the manufacturer does not support
end-user programming of the device, and does not distribute the software tools. Further-
more, MORE uses packet batches, which can only be decoded after a significant number
of packets have been delivered, which leads to significant variance in end-to-end packet
delay.

The authors of SOAR already point out the importance of flow control for efficient opera-
tion. In a more theoretical approach, Aziz et.al. show [14] that sender queues of nodes in a
CSMA network with more than four nodes are inherently unstable. They propose a solution
for traditional single-path routing based on overhearing of transmissions: By overhearing
the outgoing transmission of the next hop, a node can infer the next hop’s queue size, and
hence throttle its own rate to not to overwhelm the next hop.

Ant based algorithms [26, 54] do away with explicit path calculation, but put implicit net-
work properties in its place, an approach that is described as “stigmergy”. As such, the
unreliable nature of the medium is not a hindrance to the reliable dissemination of topology
but considered a feature that is directly exploited to gather and propagate information about
the medium.

In Section 2, we already briefly discussed work on queue stability in CSMA networks [14].
The authors show that multihop CSMA networks need local flow control to avoid queue
instabilities and hence performance degradation. The authors of this work propose as a
solution that nodes should attempt to overhear the transmissions of their next hop node, and
make an estimate of this next-hop’s queue size. They demonstrate that throttling the sender
rate based on this estimates resolves the issue of queue instability and greatly increases
performance.

5.1.2 Insights

Several interesting insights result from the various protocol analysis of the work presented
in the previous Section 5.1.1.

First of all, none of the protocols above was designed as a reliable transport protocol but
rather as a network layer protocol for efficient forwarding. Yet opportunistic protocols
exhibit a significantly reduced path loss through their implicit, overhearing based acknowl-
edgement scheme. We argue that by focusing on the hop-by-hop reliability implications
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of this observation we can reduce the path loss even further. This allows us to build an
almost-reliable network layer that only needs handling of very rare cases of packet loss as
an exception on the transport layer. This allows us to void the end-to-end acknowledgment
scheme altogether. We propose the use end-to-end NACKs instead, which are only send if
such packet loss has occurred and hence do not have any impact during normal operation.

The analysis of the SOAR protocol highlights that a significant fraction of the gain stems
from the ACK-free operation of the protocol: The protocol even shows significant improve-
ments over pure IP over 802.11 if only one possible next hop candidate is available for each
node, which effectively restricts the protocol to single path forwarding. We argue that this
is especially true when designing a protocol around stream semantics: A single layer of
acknowledgements is enough, and we should use the overhearing of payload packets
whenever possible for this purpose.

Another finding of the analysis of SOAR that is shared with the insights of MORE is that
such opportunistic protocols are highly resilient to incorrect link quality estimates and sub-
sequently to sub-optimal best path selection. The authors of MORE even argue that for
their practical measurements static link qualities from previous off-line measurements are
sufficient. We argue that the notion of “path” is artificial altogether in the context of wire-
less multihop networks. Given the randomness of the forwarding process, a best path for an
individual packet can not be determined. We instead use the notion of distance, which is a
local metric, and only divide our view of the world into upstream and downstream without
selecting any best “next hop”. We show how we build these local distance knowledge by
observing the network behaviour in a stigmergic way.

Regarding flow control our experience is complementary to the design of DCCP [63]: There
it is shown, that congestion control for an unreliable protocol is surprisingly hard in practice.
We design for reliability and find that flow controls follows very naturally. All the required
information that otherwise needs sophisticated extrapolation [14] is inherently available
without any additional communication.

5.1.3 Summary

The insights from this discussion leads to a protocol that can be very roughly sketched as:

(1) Disseminate packets opportunistically through broadcasting. (2) Constrain packet dis-
semination by having packets flow only strictly downstream towards the destination. (3) En-
sure reliability transitively hop-by-hop by ensuring that each packet reaches at least one
downstream node. (4) Keep track of packet retransmissions and distance covered per trans-
mission to recursively construct an opportunistic distance metric. (5) Keep packet subse-
quences ordered all time through a distributed merge sort variant, to guarantee low delay
jitter in reordering buffers. (6) Apply flow control on ordered packet subsequences. (7) Pri-
oritize transmission of older packets to keep delays bounded. (8) Opportunistically use all
idle channel time for early retransmissions and faster packet dissemination.
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This list contains one new element which is not described in the related work: ordered
packet subsequences. Remember, IMP is designed to comply with TCP’s stream socket
semantics. We considered two solutions to provide the required in-order delivery using
opportunistic forwarding: Keeping order in the network in a distributed fashion or sorting
them at the last hop. As we see in the detailed discussion in the following section, the
distributed variant is not only very simple and efficient, but it also greatly simplifies many
other algorithms, such as flow control or prioritization by age.

5.2 A Walk-Through of the IMP Protocol

The previous section provided a high level overview of the considerations that lead to the
IMP protocol. In this section, we give a detailed walk-through of all the algorithms of the
IMP protocol. For the sake of simplicity we provide an example using only a single unidi-
rectional data flow. The implications of multiple flows, especially the scalability aspects of
the protocol, are deferred to Section 5.4.1.

A single flow implies, that well defined source node S and a destination D exist. IMP
furthermore assigns consecutive sequence numbers to packets.

3.7

A

58

5

Buffer-Head

Buffer

Distance

Node

Buffered Packet

Figure 5.1: An IMP Node

Figure 5.1 shows a single IMP node A. IMP
nodes maintain an ordered packet buffer of size
B (in our example 4). The slots of the buffer
are implicitly labeled using the packet sequence
numbers, by defining the sequence number of
the buffer head (in our example: 5, denoted in
the trapezoid field. Slots in the buffer can ei-
ther be occupied by the corresponding packet
(5 and 8), or empty. Packets can never be stored
in a alternative slot. Packets that fall outside
the buffer range cannot be buffered on the node

at all. Each IMP node maintains its current distance1 d to the destination, in the example it
is 3.7.

5.2.1 Packet Forwarding

In general packets are forwarded by local broadcasting all packets from the buffer in a
round-robin fashion until an acknowledgment for a packet arrives. This contrasts traditional
802.11 style immediate retransmission of the same packet.

1refer to Paragraph 5.2.6 for the exact definition of
“distance”, but assuming it correlates to the natural
definition is safe for now

79



Chapter 5 ImP – Data Transport for Wireless Meshes

S

N

D

(a) ImP downstream region

S

N

D

A

(b) ImP with auth. neighbors

Figure 5.2: IMP Regions

There are several drawbacks when relying on the overhearing of payload packets. Pay-
load packets are much larger than pure link-layer ACKs and are transmitted with a much
higher bitrate. Hence these have a significantly lower chance of being successfully decoded.
Furthermore such packets are send at standard priority, rather than in the guaranteed slot
provided by the 802.11 virtual NAV. This means, it may take several payload packet trans-
missions before an acknowledgment is received. Using a round-robin buffer with multiple
packets instead of immediate retransmission accounts for that by delaying the retransmis-
sion of the packet.

To describe the entire state of a node, it takes (a) the buffer head (16 bit integer), (b) the
distance (16 bit integer), and (c) the buffer occupancy bitmask (32 bit). This information is
part of the IMP packet header, so that each node, that receives an IMP packet automatically
obtains precise knowledge of the sending node’s state.

5.2.2 Reliable Regions

IMP avoids the “path” abstraction. Instead it uses a notion of regions, especially that of the
downstream region DN which we define as the set of nodes that have a smaller distance to
the destination than node N. We furthermore define that a packet has reached a region if at
least one node of the region has successfully received the packet.

Figure 5.2(a) illustrates that: With respect to Node N, all nodes in the gray area are con-
sidered downstream. Especially the flow’s destination D is always downstream of all other
nodes. It is sufficient for a fully reliable protocol to provide the following guarantee: If
a packet reaches Node N, it will also reach DN . Especially it is not necessary that (i) the
node N will deliver the packet itself, (ii) that a previously designated “link” exists between
the two nodes, or (iii) that node N makes guarantees about all packets in the flow, but only
the packets that have actually reached N. For the implementation the condition reached
is approximated by acknowledged. A packet p is acknowledged, if N receives any packet,
whose header contains (i) a lower distance than dN and (ii) has the packet’s sequence number
flagged in the received bitmask, or (iii) the queue head is larger than the packet’s sequence
number.
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Figure 5.3: IMP forwarding example

5.2.3 Authoritative Neighbors

So far all nodes should forward all packets that have not reached DN . Yet we still need a
means of flow- and congestion control, hence a node should only attempt to send packets
that the receiving node can actually process. As we assume that all nodes have a fairly good
idea about their neighbor’s queue state this would be exactly the packets that are missing
from the receiver’s queue. Unfortunately the actual receiver(s) of a packet are unknown at
the time of the transmission. For only this purpose, we revert to the traditional scheme of
a single pre-defined neighbor, which we call the authoritative neighbor AN of N. The only
strict requirement for AN is, that it is downstream of N: AN ∈DN . 2

Returning to the flow-control problem, we define: A node N should forward packets, whose
slots are contained but empty in the node’s authoritative neighbor’s AN buffer.

5.2.4 Forwarding Example

Figure 5.3(a) shows a network of 6 nodes, with source S, destination D, and 4 intermediate
nodes N,M,P,Q. All nodes know their distance, their authoritative neighbors, and have
some packets queued. Acknowledged packets are designated in lighter colors. Node N now
decides to send a packet. This can either be 3 or 6, as packet 4 is already acknowledged:
We assume packet 3 is selected. We assume that nodes S,M,P,Q can receive the packet.

A discussed above, the queue and distance information of N is attached to the packet. Nodes
M and Q will queue the packet. Node P will consider packets 3,4 and 6 acknowledged, as N
has lower distance than P. This is even true for packets 4 and 6, which were never received
by node P. Node S will consider packets 3,4 and 6 acknowledged. In addition, as the ACK
carries a distance no larger than its authoritative neighbor, it will advance its queue head to
5, evicting packets 3 and 4 from its memory.

2We’ll see later that sensible selection of AN has
a great performance impact. For correctness this
simple condition is sufficient.
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5.2.5 Allow for Dynamic Topologies

So far, the IMP protocol has a significant flaw: The assumption, that a node can safely ignore
any packet that has reached downstream for good only holds in a static network. Assume
the following example: Node A successfully sends a packet to Node B, and after receiving
the ACK, it advances its queue head, and hence will never accept that packet again. Yet,
before B is able to deliver the packet, A and B swap position, hence A is now downstream
of B. If no other nodes are available the packet cannot be delivered.

To counteract this problem we introduce a “safety margin”: We only consider a packet
truly acknowledged, if the ACK was sent by node with a significantly lower distance dN′ =
dN−δ.

Essentially this means that N and N′ must change their relative distance by δ before N′ is
able to deliver the packet to any neighbor. In dense networks with many neighbors, even
with small δ, the probability for this event is negligible.

If we choose AN to have a distance of at most dN − δ, then our scheme of advancing
the buffer head only on acknowledgments from the authoritative neighbor actually ensures
that.

Additionally we must ensure that packets, that are acknowledged by non-authoritative down-
stream nodes, will be eventually be retransmitted. For this, we store the distance of the
incoming ACKs. This is done by annotating each slot of the buffer with a distance, which
is equal to the lowest distance that was ever used to acknowledge a packet. Over time, we
slowly increase (age) these stored distances. Once this attenuated distance surpasses the
node’s own distance, the packet will be again be scheduled for transmission.

5.2.6 Maintaining Distance

So far, we considered distance to be some abstract metric. Most external routing proto-
cols could be used to derive this distance metric. Yet, we propose to use IMP’s internal
knowledge to derive the distance metric without any further communication.
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The only additional requirement is, that nodes keep per buffer slot retransmission counters.
The slot counter evaluated once the slot is retired due to buffer head advancement. It yields
to total effort e that the node contributed to the forwarding of the packet. The floating
average of the effort is maintained at each node, its meaning is “How many transmission
does it, on average, take to effectively move a packet”. In our current implementation
the node’s distance is calculated by adding the node’s average effort to the authoritative
neighbor’s distance. This yields a simple calculation, but causes significant jitter when the
authoritative neighbor is reelected.

We considered also several other distance metrics:

• Instead of using raw effort, also take the distance of the first ACK to a packet. This
yields the gain of the effort, and then use effort/gain.

• Don’t use only the authoritative neighbor’s distance, but rather an average of all direct
downstream neighbors. This average may be weighted by, e.g., time before ACK is
received, or total rate of successful packet overhearing.

5.2.7 IMP medium scheduling

The current scheduler for all packets in the transmissible set is very simple: Try to send them
all round-robin at maximum speed. This sounds suspicious like a total collision collapse on
the medium. Yet this is no worse than what standard IP forwarding does: It puts all packets
in the out-queue, and as long as this queue is non-empty, the MAC Layer will try to send
them.

It is actually not such a bad thing to do, as CSMA/CA is designed to handle exactly that
case, which is called “constantly backlogged” in the literature. We must be aware that
CSMA/CA traditionally uses the instant feedback of the link layer acknowledgements to
adopt its contention window. As IMP does not utilize link layer acknowledgments, this
scheme cannot work.

For initial real world testing, we propose utilizing a preconfigured large contention window.
This can be applied to the baseline methods as well, and can yield a sensible baseline for
the gain of IMP. We anticipate that utilizing the comprehensive state information available
at each IMP node will allow to come up with a more sensible scheme. One example: each
node can calculate the age of its own oldest packet (i.e. highest priority) and has the same
information about all other nodes in transmission range. That means: Nodes already have
enough information from the normal IMP operation to determine which node has highest
priority for the next packet.

5.3 Preliminary Evaluation of IMP
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For the validation of our implementation of IMP we use
a very simple controlled scenario. This allows us to di-
rectly see, whether IMP behaves as expected. Notably,
we deliberately chose not to use a wireless link model,
but rather evaluate IMP under freely configurable “link”
conditions. IMP is explicitly built without any assump-
tions about link propagation probabilities, correlation of
link distance to signal strength, interference model or the
like. IMP is rather designed to work well on all kinds of
lossy broadcast channels. In this Section we show the

good performance of IMP for generic links with 0%-99% packet loss.

We chose to use Click as a simple simulator as this allows us to verify our Click based
implementation without further dependencies. All nodes are represented by instances of the
IMP Element, and links between them are modelled by bandwidth and delay shapers and
random drop Elements. We use the topology of Figure 5.6.

A first qualitative result is that indeed all packets that were actually accepted by the source
were also delivered successfully to the destination, even with link loss rates as high as 99%.
This confirms that IMP is indeed a reliable protocol. Yet, in this scenario, we use a fixed
rate source without flow control. That means that in some scenarios not all packets are
actually delivered to the destination, but are lost at the source. This is by design of this
experiment.

The quantitative results are shown in Figure 5.5. The experiment is parametrized as follows:
All nodes can transmit one packet per time unit. Packets are inserted at relative rates R ∈
{0.1,0.5,1} packets per time unit, each is represented by one subplot in the figure. These
rates can be seen as a “load ratio”, as the drain rate is 1. Each of the five links has a
constant, uniformly distributed delivery probability P. Various simulations are conducted
with P ∈ [0.01,1], this is shown on the x-axis of the graphs. The DST line shows the
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Figure 5.5: Transmissions in diamond topology
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fraction of packets received by the destination, while the gray line shows R×P, which is
the theoretical link capacity. The dotted lines shows the number of packets transmitted by
the individual nodes, normalized by the number of inserted payload packets.

In the lightly loaded case IMP transmits an excessive number of packets. That is expected,
as no queues build up, hence only a single packet is in the queue and retransmitted very
quickly, potentially before the payload is actually forwarded. ACKs come too late in this
case. This is according to the IMP philosophy: If capacity is abundant, opportunistically
use it to improve user experience. IMP actually manages to behave “optimally”, meaning
that all offered packets are actually delivered, starting from 30% link delivery probability.
Excessive retransmissions do not matter, as plenty of capacity is available.

As it is expected, the TX rates of node 1 converge to 2 or 1 in the higher loaded cases. This
means that Node 1 still saturates the outgoing interface in the medium or highly loaded
cases. Yet, as queue pressure increases, the IMP acknowledgment scheme become more
and more efficient, as is well observable at the TX3 line, which shows the destination’s pure
ACK packets. IMP is configured in these experiments to send an explicit ACK message if
no message was sent while either eight different packets have been received, or the same
payload packet was received twice. The TX3 rate is actually around 1/8 for the high loss
domain, as packets are typically delivered only once, but significantly increases with less
lossy links, as the probability to receive a packet from both intermediate nodes sharply
increases. In the low load cases TX3 exceeds 1, meaning that packets are explicitly ACKed
multiple times.

IMP shows very good behaviour in this simple scenario: In “reasonable” lossy networks
with delivery probabilities greater than 50%, IMP performs very near to the theoretical op-
timum across all load factors. In very lossy cases, tested with up to 99% loss, IMP still
manages to reliably deliver all packets with performance only a small constant factor off
the optimum. In lightly loaded scenarios IMP does excessive number of retransmissions.
This is not harmful in the single-flow case, where no other flows are impacted. In the many-
flow case, where the excessive network load of few low-load flows may impact perfor-
mance, IMP envisions adding cross-flow acknowledgments to payload packets, alleviating
this problem.

5.4 Future work: End-to-End transport. . . still needed?

IMP is able to deliver packets from one edge node to another edge node of the MWN in a
reliable way. So the question is: Do we need a connection oriented transport layer, or is
IMP just enough? First of all, we hinted in Section 4.6.3 that maintaining a single persistent
connection between the edge nodes, and then multiplexing TCP connections into that single
connection may be beneficial for handoff performance and scalability. With IMP’s scheme
of keeping a fixed sized packet buffer for each connection, we certainly see that limiting the
total number of connections is necessary. Secondly, in Section 5.2.5, we saw that IMP can
only tolerate a certain amount of dynamics in the network topology. Remember: IMP’s δ
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Figure 5.7: Click Architecture with TMX

parameter determines IMP’s tolerance towards topology dynamics at the cost of forwarding
opportunities. We anticipate that instead of tuning IMP to pessimistically anticipate extreme
topology fluctuation, it may better to just retransmit from the edge in such rare cases.

5.4.1 Scalability through multiplexing

We propose a transport multiplexer (TMX) is inserted in the 1-1 coupling architecture of
TCPSpeaker. This TMX Element itself is a MultiFlowDispatcher, but rather than having
its MultiFlowHandlers coupled 1-1 to its neighbor, it allows for 1-N relationships between
its handlers. Figure 5.7 shows the proposed architecture of an edge node.The figure only
shows one ImPConnection, in reality there will be one for every communication partner.
The traffic flow into the mesh is depicted in red, whereas traffic coming out of the mesh is
shown in blue. A quick walk through:

Most ports of the configuration are in pull configuration. All ports between TCPConnection
and ImPConnection must be pull, to propagate flow control information and to avoid loosing
any packets, as these interfaces must guarantee reliability. It is sensible to make the external
outputs of the configuration pull, too: This means the interface can pull at line rate from
the Transport layers and clocks the sending process. On the other hand interface outputs
are push as packets can arrive at any rate from the interface. This is reflected by the push
inputs of the configuration, flow control in this case is up to protocol semantics, i.e. window
announcements.

TMXSched needs special “multi pull ports” on its left, 1-N side. These ports need to be
able to make a deliberate decision to communicate with an actively selected other Multi-
FlowHandler. This functionality is currently not provided by Click or the MultiFlowHan-
dlers and is one of the main remaining implementation challenges for the TMXSched han-
dler.
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The two paired TMXSched Elements at either side of an ImP connection need furthermore
a means of communicating some out-of band data: First of all the pairwise spawning and
teardown of TCPConnections, as described in Section 4.6.1, can no long be directly trig-
gered through function calls, but must be communicated over the network to synchronize
connection state. Second, flow control information for the individual TCP connections must
be explicitly relayed: While IMP is a flow controlled protocol, and avoids overwhelming of
any component inside the mesh, an additional layer of flow control is necessary to relay the
ultimate end-hosts flow control state to the data source.

5.4.2 Ultimate reliability

As discussed in Section 5.2.5 ImP can experience packet loss in the event of dramatic topol-
ogy changes or node failures. We envision that a relatively simple retransmission scheme
can be devised, and implemented as an ordinary MultiFlowHandler to be inserted between
TMXSched and ImPConnection in the configuration of Figure 5.7. We call this Element
L4, because it assumed the role of a very lightweight end-to-end transport layer on top of
the ImP network.

IMP can always reliably detect packet loss and the current implementation will stall the
destination forever, until the packet is finally delivered. One possible extension would be
that after some timeout at the receiver, the IMP stream is advanced, and a packet loss event
is signaled: First to the attached L4 Element, which then signals a “NACK” back to the
source L4.

Such a scheme is relatively slow and inefficient, when it comes to handling lost packets but
it does not need any additional packet transmission (especially no ACKs) during normal
operation. We assume “no packet loss” is sustained by IMP over prolonged periods of time
(e.g. multiple seconds, even minutes) and only every so often an IMP timeout, and a costly
L4 retransmission, occurs.

5.5 Conclusion and Outlook

With IMP we have demonstrated that it is feasible to come up with an efficient mesh network
specific protocol design that is indeed stream socket compliant. This greatly strengthens our
faith in the TCPSpeaker approach, and lets us argue that abandoning the end-to-end TCP
principle of network design enables fundamentally new designs for edge networks. Yet, the
ultimate proof of the performance gains of the IMP protocol stack remains as future work.
While our implementation of IMP has demonstrated its expected behaviour in our artificial
test setup, many apparently “trivial” or “simple” features are missing, which makes the pro-
tocol usable in a real network, such as the BOWL testbed. Those features are all concerned
with global distributed state handling and global timing sensitive tuning parameters.
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In the development of IMP, we have reached a state where analyzing the global behaviour
with the required timing granularity cannot be done by any available tool anymore. As fine
granular measurements are anyway an important building block of a platform like BOWL,
we postponed this final validation of IMP to focus on a generic, fast, configurable and
extremely fine granular measurement system for distributed systems: ZOOM, which is the
focus of the next chapter.
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Chapter 6

ZOOM – Distributed realtime measurements

During the development of the IMP protocol (see Chapter 5) it became apparent that a fine
grained distributed debugging and analysis tool is needed. Furthermore, a unified mea-
surement tool for the daily operation in the BOWL network is also sought after. For both
tasks, as we describe below, the available tools did not meet our requirements. The data
acquisition part is a crucial component for both use cases and hence we designed ZOOM: a
framework for data capturing that meets both requirements, that of network protocol level
debugging as well as routine measurements of a research testbed.

In Section 6.1 we describe several existing tools and use the insights from these systems to
define the use cases for our system in Section 6.2. In Section 6.3 we discuss our system by
example and in Section 6.4 we give a detailed reference of the design of our implementation
of ZOOM: libzoom. Finally, in Section 6.5, we provide some benchmark results from our
implementation, and Section 6.7 concludes this chapter.

6.1 Existing measurement frameworks

In this section we provide an overview of existing standard measurement tools which influ-
enced the desing of IMP. Like in previous chapters, we leave providing a comprehensive
discussion of all available methodologies and tools to dedicated works [35] and focus on
the tools that directly influence our design.

One extremely successful tool for distributed data collection is Netflow [31], which was
originally proposed by Cisco and is now a standard service implemented by all vendors.
It has a few key properties which we believe contributed to its success; in fact it is imple-
mented by most hardware vendors and used by a large fraction of network operators. The
first is the design for very lightweight probes: Almost no extra state is kept on the measuring
device, and measurements on the device are extremely simple. The choice of a simplistic
UDP transport and hard timeouts highlight this design philosophy. Furthermore, by ad-
justing the sample rate, the user can balance the measurement overhead vs. measurement
precision. The tradeoff of this design is that offline analysis is more complex (e.g. flows
need to be reassembled over multiple bins) and measurement data may be lost at several
points, which analysis must take into account.
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Another approach used for diagnosis of distributed systems is the Simple Network Man-
agement Protocol (SNMP) [48]. The relevant key feature of SNMP for diagnosis is that it
exposes a large amount of internal variables readily accessible for a central controller. Vari-
ables are accessed through a structured hierarchy, with some variables predefined by the
standard and accessible on most devices, and others defined by the vendor reflecting spe-
cific properties of the device. This structure allows standard tools to be used for many dif-
ferent devices, and the philosophy of exposing all possible internal state proactively makes
on-demand online diagnosis possible.

The Orbit Measurement Library (OML) [101] is a tool which is gaining support in the
context of online measurements in networked environments. Instead of specifically target-
ing network devices such as NetFlow or SNMP, OML generically targets binary programs,
which are turned into measurement sources by linking with OML. OML provides an API
which allows the application developer to hand over measured values to OML, where they
can be on-demand filtered to reduce the measurement impact and encapsulated for transport
over the network. OML provides additional tools to process incoming measurements from
these sources.

Among the core functionalities of software debuggers is the direct access to the value of
any variable in the memory of a program at any time during the runtime of the program.
Traditionally this requires single-stepping the program, which is not feasible in a distributed
environment where the behaviour of the program heavily depends on timely interaction with
the environment. Yet, most debuggers provide so called triggers which allow the output of
a predefined set of variable values whenever a certain triggering condition is met, thus
allowing the use of debuggers in distributed environments.

6.2 Design Goals of ZOOM

All above mentioned tools have one aspect in common: they either implicitly or explicitly
gather information from a distributed system. However, they are designed for different con-
texts and for different purposes ranging from monitoring over measurement to debugging.
The idea of ZOOM is to provide a generic toolset that enables such information gather-
ing explicitly and therefore supports all three usage scenarios: Monitoring, measurement,
debugging, as well as arbitrary combinations of them.

Monitoring Systems, such as SNMP or NetFlow, are designed to enable continuous mon-
itoring in production settings. The data probe part of these systems is a manufacturer pro-
vided feature of many network devices. A strict requirement for such a system to be shipped
with every device is very limited resource consumption, since theses resources must be pro-
visioned on every device, no matter whether the user of the device actually uses this func-
tionality. As the typically manufacturer installs the SNMP and NetFlow implementation on
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their devices, these systems are designed to provide all possible measurements by configu-
ration only, without requiring end-user changes of the device’s software. The very flexible
SNMP system provides variables that can be evaluated either by direct query, or which can
be sent to a collector at predefined events, which SNMP calls “traps”. ZOOM utilizes a
concepts of variables and events similar to SNMP. These variables and events are built into
the measurement source and can be activated at runtime. Neither SNMP or NetFlow aim
at very high granularity, the measurements taken by these systems are usually summaries.
SNMP traps are usually triggered by the low rate control-plane events and not by line rate
data-plane events. NetFlow exports aggregated traffic summaries only.

Measurement Tools, such as OML, are designed to take measurements from instrumented
and/or experimental systems. This implies that the measurement task is typically well
known and that the measurement points are explicitly build into the system. By taking
advantage of such measurement points these tools can support very fine grained measure-
ments both in terms of time as well as in terms of parameter coverage. Yet, they typically
require changes to the system whenever a new measurement is added or an existing mea-
surement point is changed. ZOOM’s implementation is inspired by OML, and allows to take
similarly fine grained measurements through directly linking into the program space, but
combines this with the runtime configurability of SNMP.

Debugging Debuggers offer on-demand access to the internal state of a device. Software
debuggers grant this access on a per-source code token basis. In some sense they provide the
finest measurement granularity of all approaches. Since compilers have built-in debugging
symbol support the setup easy and hardware support such as hardware breakpoints limits
the runtime overhead. However, the support is on the syntactic rather than the semantic
level. Thus the captured information is oblivious to the semantical meaning of the program.
Moreover, most debuggers are designed for single systems rather than distributed systems.
ZOOM complements software debuggers, as it aims to provide a global realtime view of an
operational protocol implementation.

ZOOM Terminology

ZOOM utilizes many concepts also present in other software frameworks. As these concepts
are sometimes named differently in various contexts, we provide here a list of these terms
as we use them.

Datapoint: A datapoint is some data item that we want to measure. For instance a packet
counter or the CPU temperature of a system may be datapoints. Usually a datapoint
is equal to some variable, but we use the term datapoint to clearly distinguish from
ZOOM’s variables.

Variable: Variables are datapoints instrumented by ZOOM for measurement.
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Event: ZOOM uses a generic event system to initiate the gathering of information. Typical
events are the arrival of a packet or change of some internal state. SNMP calls those
“traps”.

Source: A source is a program instrumented by ZOOM. Multiple sources may exist on the
same device. SNMP calls those “agent”.

Sink: A sink processes or stores the data from the source. In SNMP the sink is part of the
“manager”, yet the manager also acts as controller.

Controller: The controller steers the source and sink and provides the backend of the user
interface.

6.3 ZOOM by Example

In this Section we introduce the architecture of ZOOM by example: A Click router instance
contains a Queue Element named q1. We then perform the following measurement: When-
ever a packet arrives at the Queue q1, record the following data: The current length of the
queue, the exact time of the measurement and the first 40 bytes of the packet’s payload.

The measurement process consists of two distinct steps: Specifying and setting up the mea-
surement, and actually conducting it. Section 6.3.1 takes a close look at the control plane
of ZOOM from the perspective of the ZOOM Controller. Section 6.3.2 utilizes the same
example to provide the complementary view on the data plane: It discusses the interactions
within the ZOOM Source during the preparation and execution of the measurement. This
section is deliberately oversimplified for the sake of explanation, which is remedied by the
precise description of the implementation of the individual components in Section 6.4.

6.3.1 Architecture of the ZOOM Control Plane

Figure 6.1 shows the example ZOOM deployment. A ZOOM deployment consists of the
three main entities Source, Sink, and Controller. The Source is the actual measurement
target that is instrumented with the ZOOM functionality. In our example, it consists of the
augmented Click router, plus a lightweight ClickFrontend which merely translates between
XMLRPC and the Click Handler interfaces. The Sink receives the measurement data, and
stores or processes the data. In our example of ZoomPgSink, it just stores incoming data
in a PostgreSQL database. The controller coordinates the Source and Sink. In our case, it
consists of a small ruby script. A minimal working version is provided in Listing 6.1:

Line 5 and 6 Two XMLRPC sessions are initialed with the Source and the Sink 1 This
corresponds to the orange arrows in Figure 6.1. XMLRPC was chosen because client
libraries are ubiquitous available in all contemporary programming languages. We
anticipate that either the Controller will be specifically written for each measurement,

1Return value handling, exception handling and
proper parametrization is left out throughout this

section for brevity, but should be done in a real
controller
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Figure 6.1: Example ZOOM installation
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Listing 6.1: "ZOOM Controller Example"
1 # ! / u s r / b i n / env ruby
2
3 r e q u i r e " xmlrpc / c l i e n t "
4
5 s o u r c e = XMLRPC : : C l i e n t . new2 ( " h t t p : / / l o c a l h o s t :8086 " )
6 s i n k = XMLRPC : : C l i e n t . new2 ( " h t t p : / / l o c a l h o s t :8087 " )
7
8 a l l _ v a r i a b l e s = s o u r c e . c a l l ( " zoom . s o u r c e . l i s t _ v a r s " )
9

10 v a r i a b l e s = [ ]
11 v a r i a b l e s . push a l l _ v a r i a b l e s [ " sys tem . t ime " ]
12 v a r i a b l e s . push a l l _ v a r i a b l e s [ " c l i c k . e l e m e n t s . q1 . s i z e " ]
13 p k t _ v a r = a l l _ v a r i a b l e s [ " e v e n t s . c l i c k . q1 . i n p u t [ 0 ] . push " ]
14 p k t _ v a r [ " param " ] = [ " 0 " , " 40 " ]
15 v a r i a b l e s . push p k t _ v a r
16
17 s i n k _ u r i = s i n k . c a l l ( " zoom . s i n k . c r e a t e _ l i s t e n e r " , "m1" , v a r _ l i s t , " udp " )
18
19 s o u r c e . c a l l ( " zoom . s o u r c e . c r e a t e _ m e a s u r e m e n t " , "m1" , v a r _ l i s t , s i n k _ u r i )
20
21 s o u r c e . c a l l ( " zoom . s o u r c e . r u n _ a t _ e v e n t " , "m1" , " c l i c k . q1 . i n p u t [ 0 ] . push " ,

t rue )

or a generic controller will be part of a larger experiment control framework. As such,
it is important that controllers can be quickly implemented in any language and no
further dependencies to custom libraries exist.

Line 8 The zoom.source.list_vars function is called, which returns a list of all avail-
able variables, together with the types of these variables as well as possible param-
eters that may be used to parametrize capturing of these variables, and a dictionary
containing the variables indexed by their name.

Line 10ff creates an (ordered) array of variables, and Lines 11 and 12 add two variables to
this array. Note: these variables are of types "TIMESTAMP" and "INT32", this is of
no relevance to this specific controller, but the controller could verify this by looking
at all_variables[...]["type"]

Line 13 selects a variable of type "BLOB" from the list of all variables. BLOBs take two
integer measurement parameters: The offset from the start of the data, and the length
of the data. The BLOB returned by the push variable of a Click Port refers to the
packet data that was actually pushed into the port. So line 14 actually selects the first
40 bytes of packet data for measurement. Line 15 adds this parametrized variable to
the array.

Line 17 calls the create_listener method on the sink. This tells the Sink to actually
prepare for incoming data. The arguments are (1) a name for the measurement (m1),
(2) the list of variables with parameters that are part of the measurement (3) the type
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of measurement data transport (only UDP is currently supported) In the case of the
ZoomPgSink, this call triggers the following actions:

1. A table named m1 is created, if it does not exist. It’s signature is derived from
the variables names (column names) and types. If the tables exists, but does not
match the signature, an error is returned.

2. A listening socket corresponding to the transport type is opened, on an arbitrary
port.

3. A configured host name, the port number and the transport type are used to
construct the sink_uri return value.

Line 19 The source is instructed to create the measurement. The parametrized variables
list (“what to measure”) and the sink_uri (“where to send it”) are passed with the call.
For details see the next subsection.

Line 21 This finally starts the measurement. The event passed with this call specifies
“when” to actually run it, hence binds the measurement with an event. The boolean
parameter is a toggle, calling the same function later with “false” would disable the
measurement again.

The resulting configuration of the ZOOM system is depicted in Figure 6.1 with the measure-
ment data flow shown in blue. Since the control plane does not probe the path between the
source and the sink it is up to the user to ensure connectivity: In the Click case this does not
only mean network reachability between the machines, but also proper routing of the UDP
packets emitted by the ZoomSource Element within Click. This reflects a general design
principle of ZOOM: Prefer a lightweight, flexible, clear, and efficient API over playing safe.
It is up to the user to configure ZOOM correctly and very few safety measures prevent the
users from doing potentially devastating mistakes.

6.3.2 ZOOM Data Plane – The Inner Workings of the ZOOM Source

This Section deals with the inner workings of the ZOOM source in the same example sce-
nario as the previous Section 6.3.1.

Figure 6.2 shows the critical components inside the ZOOM source, which is in our example
the Click instance. For the rest of this example, we omit the fact that ZOOM XMLRPC
commands actually need translation by the ClickFrontend, but pretend that the whole ZOOM

source is contained in the Click implementation, for clarity of the explanation.

This Section covers the entire process of a measurement, starting with the instrumentation of
the program sources (in our example the Click Router), the initialization of libzoom during
program startup, and finally the lifecycle of the individual measurement during program
execution.

During the Click initialization process, each Element registers its available Events and Vari-
ables. The Variable example is given here:
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Figure 6.2: Example: ZOOM measuring a Click Queue Element
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1 i n t SimpleQueue : : i n i t i a l i z e ( E r r o r H a n d l e r ∗ e r r h ) {
2 # i f d e f WITH_ZOOM
3 zoom_add_var ( " s i z e " , new Zoom : : MethodVar iab le < i n t , S t o r a g e >(
4 t h i s , &S t o r a g e : : s i z e ) ) ;
5 zoom_add_var ( " d r o p s " , new Zoom : : MethodVar iab le < i n t , SimpleQueue >(
6 t h i s , &SimpleQueue : : d r o p s ) ) ;
7 # e n d i f
8 }

Actually the Element class has a new member, a VariableCollection, which is an inner
node of a variable tree. The above example generates two new Variables, and attaches
them to the collection. Once all Elements are initialized, the ZoomSource Elements present
in the configuration iterates over all Elements, and assembles all these subtrees together
with the library provided “system” branch. As seen in the example code above, actually
MethodVariable objects are created. These variables are evaluated by calling a method, but
other types of Variables exist, such as InternalVariable (reads out a specified memory
location directly) or AsciiVariable (parses a String). All Events are registered in a similar
fashion. When these Events are added to the source, the “events” branch of the tree is also
populated: Some Events also provide data, such as the push Events provide a packet. These
data is available through the “events” branch of the variable tree under the exact path of
the Event. These variables differ from the other variables, as they are only valid during the
execution of their respective event and cannot be used with other events. E.g. during some
random timer event there is usually no packet currently being processed by a given Port
object.

As we see in the code above, libzoom’s Variable tree is build during program initializa-
tion, which in the case of Click involves calling the initialize method of each Element.
After the Click router completes its startup and commences operation as normal until the
controller (see previous Subsection 6.3.1) is executed.

After setup of the XMLRPC connection, the list_vars method is executed, which returns
the contents of the source’s variable tree. After the controller has determined the vari-
able list, and negotiated with the sink, it will call the create_measurement method along
with (1) a name for the measurement (2) a list of variables with parameters (3) the URI of
the sink. The source now spawns the Measurement and DataSender objects. The mea-
surements contains a list of ParametrizedVariables, which is the call parameters plus a
pointer to the actual Variable object in the tree. The sender prepares a measurement data
buffer: A UDP packet, utilizing the destination address and port from the sink URI. Now
the configuration contains all the objects of Figure 6.2.

The next step is the call to run_at_event by the controller. This puts the m1 object into
the list of EventHandlers at the push event (red arrow).

The final phase is the actual execution of the measurement. This is triggered by the call of
q1’s input[0]’s push method with a packet. The sequence of executing a measurement is
depicted by the numbered orange arrows, which we explain individually here:
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(1) The trigger method of the event is called, a pointer to the packet is passed.

(2) The exec method of m1 is called.

(3) Exec calls the get_space method. Note that measurements know the maximum amount
of binary data they create, and this is passed to the get_space method. The get_space
method allocates a chunk of data in the packet payload. Should there not be enough
space in the packet to satisfy the request, the packet is flushed to the output and a new
packet is used.

(4) Finally, each of the variables eval methods is called, using the specified call parame-
ters, and the results are stored in the packet.

Note that the entire complex trees of ZOOM’s control plane are bypassed during measure-
ment. In fact, for each measured Variable, only it’s virtual eval method and typically a
function-pointer call is executed.

6.4 libzoom: The Gory Details of our ZOOM Implementation

In this section, we provide a detailed overview of our implementation of ZOOM: libzoom.
libzoom consists of two main components, a source and a sink component. The sink li-
brary is a very lightweight interface and briefly discussed in Section 6.4.3. When we talk
about libzoom here we mean the source component which is the actual measurement instru-
mentation library. It is designed to be linked against pre-existing C or C++ programs and to
provide highly efficient and flexible access to the internal state of these programs. The initial
design target for linking with libzoom is the Click modular router, in both “userlevel” and
“linuxmodule” mode. Additionally, libzoom facilitates stand-alone measurement probes,
mainly to interface with scripts or other sources of medium-rate (ASCII-encoded) data for
convergence of all data collection in a distributed system. The following sections provide a
brief walk-through of the core library classes, which are also depicted in Figure 6.3.

6.4.1 Variables

ZOOM variables describe what to measure, usually some volatile datapoint. libzoom’s im-
plementation of these variables is provided by the class hierarchy rooted in the abstract
interface BasicVariable in Figure 6.3. This interface mostly defines the eval method,
which is called each time the datapoint must be evaluated. This method takes a list or ar-
guments, which are used to parametrize the evaluation of the datapoint. The eval method
appends the measured data to a buffer, which is usually provided by the sender (see be-
low).

The abstract TypedVariable class template adds support for different data types of the un-
derlying datapoint. It mostly implements the hton method, which yields the binary transfer
representation of the respective type, and the binary_size method, which calculates the
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Figure 6.3: Class hierarchy of ZOOM
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expected size of this representation, based on the eval parameters (e.g. the BLOB type accepts
a capture length parameter, and the expected size of the resulting data obviously depends
on this parameter). The hton method formats the data according to the External Data Rep-
resentation (XDR) standard [39], which can be summarized as:

• all data is represented by its network byteorder binary representation
• data is padded to multiples of four bytes
• variable length data is prepended with a 4 byte length field
• meta-information (e.g. variable names or types) is not included with the data, but

must be agreed upon out of band.

The actual variable objects are then of a derived type of TypedVariable which actually
implements the eval method. E.g. the InternalVariable specifies a specific variable, and
the eval method just returns the value of this variable, formatted by the type’s hton method.
Similarly, the MethodVariable calls a method of a given object, and yields the return value
of this method, again formatted by the type’s hton method. The AsciiVariable provides
the additional parse method, which parses a given string as value based on type, and stores
it for later retrieval by the eval method. The intention of AsciiVariable is to call it’s
parse method with data supplied via a socket, pipe or similar to build sources that interfaces
easily with external scripts.

In Section 6.3.1 we introduced the tree structure in which variables are organized. The
VariableCollection is an inner node of this tree as the actual variables are always leafs.
But it is derived from BasicVariable, meaning it can be evaluated and it yields just a
record containing all variables in the subtree. It is noteworthy that the VariableCollection
stores the names of the sub-variables, as variables themselves do not contain a name. This
allows variables to be inserted anywhere in the tree, even multiple times. In the case of the
Click router, each Click Element contains a VariableCollection to structure it’s local
variables.

Finally, AsciiVariableCollection is a convenience class for zoom sources, that read
text data linewise. Each such line can contain multiple datapoints. Provided with a pattern,
AsciiVariableCollection generates all needed AsciiVariables, and its read_line
method calls the respective parse methods.

6.4.2 Events and Measurements

The Event is a simple class, providing just a trigger method, and a list of attached
Measurements which are executed whenever the Event fires. In Section 6.3.1 we in-
troduced a tree hierarchy similar to variables. This is insofar true, as the tree structure is
exposed through all external interfaces. Yet, our current implementation just stores events in
a flat directory structure for simplicity. The VariableEvent extends the trigger method
by allowing a datapoint value to be passed along with the event. This data is then available
through a special variable during the execution of the trigger method. Another example
for Events is the KprobeEvent, which is only available in Click linuxmodule mode. It is
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instantiated by passing the name of any exported Linux kernel function, and it is triggered
whenever this function is called. This Event makes use of the kernel kprobe framework.
Kprobe events with no registered measurements actually incur no runtime overhead at all,
as the underlying kprobe is only installed, when at least one measurement is registered to
the event.

Measurements are basically containers for an ordered list of ParametrizedVariables,
which in turn link to a variable plus they contain the necessary parameters for the eval
method. Additionally, measurements contain a pointer to a DataSender which can trans-
mit the data to a specific sink and which contains the buffer. There is always a separate
DataSender for each measurement, as each measurement uses its own UDP flow.

6.4.3 Sink

The sink part of the library (not depicted) exposes the ZOOM XMLRPC API. It further-
more provides an abstract class template VariableWriter, which is instantiated for each
variable of the measurement, and called for each incoming variable. As example real-
izations, we provide AsciiFileWriter and PostgresWriter, which store incoming data
in human-readable comma-separated ASCII, or a PostgreSQL database, respectively. The
AsciiFileWriter is mostly for debugging purposes, as it allows direct human inspection
of small test cases, but is not particularly fast.

6.4.4 Miscellaneous

There exists furthermore a frontend hierarchy, which exposes the libzoom API, and for
which implementations for XMLRPC or Click handlers exist. It utilizes Event- and Variable
registries. These root the object trees, and provide a clean internal API to the instrumented
program. Pure C wrappers exist for these front end classes, to allow instrumenting non-C++
programs, such as e.g. the Linux kernel.

6.5 Zoom performance results

To evaluate the performance impact of libzoom on click, we capture binary packet payload
as a variable. We use a two-Element Click base configuration, with a FromDevice element
connected directly to a ToHost Element. Additionally it contains the necessary ZoomSource
element, whose output is connected via a disjoint path to a dedicated network interface. For
our measurements, we use AMD Opteron 1210 based machines at 1.8GHz, with four Intel
Gigabit Ethernet network interfaces, running a 64bit Linux Kernel in version 2.6.24.7 with
the Click patches. Two network interfaces are soldered on the mainboard, and connected
via PCI Express, one of these is reserved for management of the machine in our testbed.
Two other interfaces are provided by a PCI dual-NIC interface card, which is limited by the
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Figure 6.4: Packet sniffing with libzoom

PCI bus performance to roughly 400 MBit/s peak throughput. Click is based on git revision
123c9b9b, with our own libzoom patches. We do not use Click’s dedicated polling driver
for the Intel network cards.

The ZoomSource Element utilizes a disjoint path to another network interface. We use
the FromDevice.output[0].push event and the FromDevice.output[0].push.packet
Variable only for the measurement. We send 10 payload packets/sec. to the device, either
64 bytes or 1400 bytes in length, and capture either the first 60 or 512 bytes of data. Fig-
ure 6.4(a) shows the average number of CPU cycles used per forwarded packet by each of
these Elements. We see that the ToHost element (green) is largely unaffected, as expected,
as the measurement is performed in the FromDevice element, whereas the number of CPU
cycles spent on the FromDevice element gradually increases as more data is captured, due
to the necessary copy of the payload. Note that framing the final UDP measurement packet
and flushing it from the ZoomSource to the device’s Queue element is also accounted in this
graph. This also explains the raise of the light-blue bar from the second to the third group:
It should not matter whether we capture up to 60 or up to 512 bytes from 64 byte packets,
but still the bar raises noticeably. This is due to the fact, that the get_space method will
flush the measurement packet when there is not enough space left in the packet to hold the
maximum size that the measurement might yield, which is 516 bytes in the sniffer-512
case.

Performing this measurement is not feasible at higher packet rates, as the overhead of the
used oprofile system profiler would heavily influence the results, so we have to stick to
CPU totals in this case. Figure 6.4(b) shows the CPU utilization of the Click process, when
1 GBit/s of full-sized payload packets is provided. In the 60 bytes capture length case, this
yields an increase from 5% to 12% CPU utilization versus the baseline run, and 42 Mbit/s
of measurement data2. At 512 bytes capture length, CPU utilization tops at 100% and only
377Mbit/s of measurement data are generated, indicating significant loss. It turned out that
the secondary network interface used for measurement data is limited by the PCI bus, and

260 bytes snap length theoretically yields a 40 Mbit/s
measurement data stream, plus headers and the 4
bytes length field
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that the kernel accounts the busy waiting for this interface to the Click module. The results
in the third column of Figure 6.4(b) are hence limited by hardware constraints, and not by
libzoom’s performance.

6.6 Limitations and Future Work

For libzoom to be of practical use, the most pressing task is the actual instrumentation
and deployment in a real scenario. This requires mostly identifying the interesting events
and variables of the software and putting the few lines of code in each of the necessary
locations.

In the case of the Click router a specialized AsciiVariable class that returns the output of
read handlers would greatly speed up this process, as a lot of interesting low rate variables
would become instantaneously available to libzoom.

One feature of OML that is not represented in ZOOM yet is that of aggregating data at the
source: OML for instance allows to calculate the mean of a variable directly at the source.
In ZOOM, variables representing numerical types could announce virtual sub-variables in
the variable tree, which evaluate to “derivate” of the main variable such as mean, median,
total sum, or others.

The KprobeVariable indicates another possible direction for libzoom: Runtime instru-
mentation. For instance, through functionality as it is provided by debugging libraries such
as libGDB, it is possible to generate Variables and Events without source code modifica-
tions. One can use debugging symbols to find datapoints and even utilize hardware break-
points as generic ZOOM Event triggers.

To evaluate the feasibility of ZOOM for generic purposes we instrumented a very different
system using libzoom: A custom OpenFlow [76] controller. The experience from doing
so highlighted one crucial limitation of ZOOM as a flexible high performance measurement
framework: The initial instrumentation of a software system requires some overhead by
identifying and locating the critical datapoints and sometimes the implementation of proper
accessor functions.

Doing so for a specific measurement, especially in low-rate environments, can often be
achieve by simpler, less generic means. An OpenFlow controller is a centralized, relatively
low rate system, and we had a clear set of very few variables and events in mind, which is a
typical scenario for the evaluation of a research system. Adoption of our generic, distributed
platform for this scenario caused significant overhead over a purpose-built one shot solution,
and was hence abandoned. libzoom is, like e.g., SNMP, designed to be included in the
platform, so that this effort is amortized over many different scenarios. Individual users
can then focus on only the controller part, or eventually add the occasional variable to the
existing instrumentation. Given that libzoom is anyway designed around the Click router,
firm integration with Click should be a logical next step.
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6.7 Summary and Outlook

ZOOM is a framework that allows the unified capturing of volatile program state in dis-
tributed systems. It is particularly designed to cope with the high rate of events of network
data planes. We have successfully demonstrated the instrumentation of the Click router
with libzoom and with the inclusion of the kprobe framework we show the feasibility of
even instrumenting the entire Linux kernel. A demo program accepting line-wise formatted
ASCII text and making the data available via ZOOM interface demonstrates the versatility
of the framework. The performance evaluation shows that even hundreds of bytes of mea-
surement data per processed packet do not cause an undue performance impact, as long as
the hardware is able to actually handle the resulting bulk of measurement data. Our variety
of different variable types highlights the extensibility of libzoom. We argue that such a
unified mechanism for the collection of program state is indeed a core building block for
distributed high performance measurement, monitoring, and debugging applications.
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Chapter 7

Conclusion

We have set out to explore the reasons underlying the lack of practical wireless mesh net-
works for Internet access, and to devise solutions for the technical problems that prevent
such networks from being used in practice.

We have devised the BOWL network to tackle these problems. BOWL is the first testbed
specifically designed to systematically analyze existing research results in a real world, In-
ternet usage scenario. With the BOWL architecture we have brought together the conflicting
requirements of real Internet users demanding reliable Internet access, and researchers, de-
manding to quickly test potentially disruptive protocols. Our modular design of BOWL
enables comparable experiments and promises good reuse of implementation effort. Our
design of BOWL is complemented by ZOOM, a tool to enable very fine granular measure-
ment for the detailed analysis of network protocol behaviour.
Our experience from this work highlights the deficiencies of today’s Internet protocols and
Internet engineering methods to cope with modern algorithms. Especially, TCP poses a
great challenge, as it (a) makes up for the vast majority of the Internet traffic and hence, an
Internet access network must provide good TCP performance (b) changes to TCP often re-
quire global adoption to be effective, (c) TCP must generically cover all kinds of networks,
(d) it’s pure end-to-end design has inherent problems with the highly volatile conditions
of wireless networks. With TCPSpeaker we have revisited TCP middleboxes, not for the
optimization of TCP, but rather to eliminate it entirely from specific edge networks. This
allows for disruptive designs tailored to the specific properties of the individual network.
We furthermore devise very specific design guidelines for protocols to be used with our
approach, which allow us to maintain the same level of end-to-end reliability as TCP, even
with very different protocols.
With IMP we have proposed such a disruptive, clean-slate design tailored to the properties
of a wireless mesh network which follows the design guidelines proposed by TCPSpeaker.
IMP is the first protocol to use the concepts of contemporary research on wireless meshes
such as e.g., opportunistic routing in a TCP-friendly way, targeted to the transport of real
Internet traffic.

Can we conclude that the vision of the urban wireless mesh network, providing ubiquitous
Internet access at very low cost is within grasp?
Probably not. Our practical work on the BOWL network highlights one important fact:
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Even if all networking problems are solved and the ideal network protocol is found, several
aspects not directly related to networking lets the scenario of urban mesh networks remain
questionable. The main advantage of self-organizing wireless networks is that the deploy-
ment does not require previous planning, but the network will adapt to the conditions. This
advantage is void in permanent commercial installations, which require structured deploy-
ments and maintenance from the administrative side. Effort, and hence cost, of building and
running any production wireless network depends heavily on the number of sites, which is
always higher for mesh networks than for cellular networks of comparable technological
level. Furthermore, spectrum is growing more and more scarce, and using unstructured
wireless for backhaul necessarily consumes more spectrum than optimally engineered di-
rectional wireless links or even wired links. Finally, with the continued maintenance and
upgrade of base station locations, the fraction of sites that become equipped with a wired
uplink can only increase.

If there is no demand for wireless meshes, was all our work in vain?
Probably not. First of all the fact that higher frequencies do not penetrate obstacles well
renders them useless for ubiquitous large scale connectivity. This property makes them
even more interesting for smaller scale networks, such as e.g., residential networks in the
60GHz ISM band, as this low penetration can help to limit interference. Currently stan-
dards are developed, and first products for this band are available for that band, promising
Gigabit/s speeds within a single room. We argue that if one wants to utilize this technol-
ogy for residential networks across entire apartments then revisiting multihop architectures
may be the only viable option. As opposed to permanent commercial deployments, self-
organizing mesh architectures are a good match for unstructured residential “plug and play”
networks.

Finally, perhaps the most important contribution of our work a case study for future In-
ternet architectures. With TCPSpeaker, we have shown that decoupling of edge networks
from the legacy Internet protocols is feasible, and IMP provides an example for the ben-
efits that purpose-built edge network protocols can yield. This kind of decoupling is not
only of academic interest, recent studies indicate [50] that a significant number of Internet
paths contain some kind of TCP middleboxes, especially in wireless access networks. With
stateful network middleboxes already becoming a reality, one major argument against such
architectures is significantly weakend, namely that state must be kept at the end-host only
for scalability reasons. At this point, it is not unlikely that edge network operators have
good incentives to abandon end-to-end TCP/IP for high quality data transport. Another cur-
rent trend, network virtualization, will even help them to do so for select services where the
operators deem a special treatment desirable and economically justified.
In the extreme case we can very well conceive a network were edge networks only use
TCP/IP to exchange data over a standardized network core, while custom protocols are
used inside each of these networks to transport data to the end users. If end-to-end TCP is
still present in such edge networks, it is then relegated to the best effort class of traffic it was
originally designed for. Our work gives good reason, and a practically working example,
that the evolution of the Internet into such a network is feasible with only incremental lo-
cal modifications in the administrative domains of each edge network operator, which show
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immediate benefit to the individual domain. We believe, this is good argument for academic
networking research to very seriously consider these kind of architectures in the future.
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