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Zusammenfassung

Das Thema dieser Arbeit ist der Entwurf und Evaluierung eines Protokoll-Stacks,
der die erfolgreiche Koordination von Aktoren in einer Gebäudeautomatisierung
ermöglicht. Mit der Einführung einer solchen kann Energie gespart werden, ohne
dass es zu Einbussen im Komfort kommt. Für Gebäude im Bestand eignen sich
drahtlose Sensornetze: hier müssen keine Kabel verlegt werden. Drahtlose Sen-
sornetze bestehen aus einzelnen Sensorknoten, die jeweils über Sensoren, einen
Mikroprozessor, ein preiswertes Radio-Modem und häufig eine autonome En-
ergieversorgung, wie z.B. eine Batterie, verfügen. Damit können die Sensoren un-
tereinander Daten austauschen und an Aktoren, wie z.B. Lampen oder Heizkörper
weiterleiten. Die Aktoren müssen zusammenarbeiten, um ein bestimmtes Ziel zu
erreichen. Dieses Koordinations-Problem ist in verteilten Systemen als Konsens-
Problem bekannt. Es kann in Sensornetzen nicht immer gelöst werden, und in
dieser Arbeit wird der Frage nachgegangen, wie die Kommunikations-Protokolle
gestaltet werden sollten, damit die Aktoren möglichst häufig einen Konsens erzie-
len. Die besondere Herausforderung ist hier, dass drei Ziele – Latenz, Zuverl̈assigkeit
und Energiebedarf – zusammen betrachtet werden müssen. Die Aktoren haben nur
wenig Zeit, ihre Aktionen zu koordinieren, sonst kann es zu Komfort-Einbussen
kommen. Die von den Sensoren und Aktoren übertragenen Nachrichten müssen
zudem mit einer hohen Wahrscheinlichkeit ankommen. Sonst verl̈angert sich der
Koordinationsprozess und es kommt zu einem erhöhten Energiebedarf der Sensor-
knoten. Deren autonome Energieversorgung muss häufig für mehrere Jahre Betrieb
reichen: Für einige Sensoren sind acht bis zehn Jahre in den einschl̈agigen Normen
und Vorschriften vorgesehen.

In dieser Arbeit wird ein Protokoll-Stack entworfen und evaluiert, der diese
Anforderungen erfüllt. Er besteht zum einen aus einem neuartigen Medienzugriff-
sprotokoll RedMac und zum anderen aus einem Routing Protokoll Net. Bei Red-
Mac haben die Sensorknoten das Radio-Modem meistens ausgeschaltet: das spart
Energie. Die Knoten koordinieren ihre Schlafzyklen nicht, die Zyklen müssen noch
nicht einmal dieselbe Länge haben. Zudem wird das Routing Protokoll Net un-
terstützt. Bei Net stellt der Empfänger fest, ob er sich in einer geeigneten Position
befindet um die Nachricht zum Ziel weiterzuleiten. Die dazu notwendige Infor-
mation wird dabei in einer pro-aktiven Routing-Phase berechnet. Anschliessend
reagiert das Protokoll nur noch, wenn die Verbindungen abreissen. Dadurch hat
Net einen sehr niedrigen Koordinationsbedarf. In Net schickt ein Knoten eine
Nachricht an alle Knoten, die näher am Ziel sind. Dadurch werden verschiedene,
parallele Verbindungen für die Übertragung genutzt, was zu einer niedrigen Latenz
und einer hohen Zuverl̈assigkeit führt. Durch das Zusammenspiel der beiden Pro-
tokolle Net und RedMac konnten 99,95% der Koordinationsversuche erfolgreich
innerhalb einer bestimmten Zeit abgeschlossen werden. Das ist umso bemerkens-
werter, als das die Versuche mit einfachen, qualitativ eher unterdurchschnittlichen
Radio-Modems gemacht wurden und das Netz bei den Experimenten gerade noch
verbunden war. In einigen Fällen wurden alle Koordinationsversuche erfolgreich
abgeschlossen, in anderen Fällen weniger: Das ist speziell dann der Fall, wenn einige
der Grundanforderungen verletzt sind.

Die Herausarbeitung der notwendigen Vorraussetzungen ist ein weiterer Beitrag
dieser Arbeit. Eine dieser Vorraussetzungen ist, dass mindestens 98% der Nachricht-
en von einem Knoten am Ziel ankommen sollten. Das Design der Protokolle basiert
zudem auf wenigen Regeln, die in dieser Arbeit abgeleitet und erprobt werden.
Sie helfen, die drei Ziele schon im Protokoll-Design zu berücksichtigen und ver-
schiedene mögliche Mechanismen a-priori in ihren Auswirkungen einzuschätzen.
Damit leistet diese Arbeit einen Beitrag, der über die hier vorgeschlagenen Pro-
tokolle hinausgeht und eine Anpassung an andere Anwendungsgebiete ermöglicht.
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Summary

In this thesis, a communication protocol stack is designed and evaluated that en-
ables successful coordination of actuators in a building automation. Using one can
lead to substantial energy savings without sacrificing comfort. For already exist-
ing buildings, wireless sensor networks are suitable solution: There is no need to
pull cables. Wireless sensor networks consists of single sensor nodes, each equipped
with sensors, a microprocessor and a low cost radio modem. They are often pow-
ered by an autonomous power supply, for instance a battery. This allows sensors to
exchange data and send it to actuators, for instance lamps and heaters. These actu-
ators have to work together to reach a common goal. This coordination problem is
known as consensus problem in distributed systems. It cannot be solved in sensor
networks. However, with the right support from the protocol stack, actuators can
achieve a consensus most of the time. The major challenge is that three goals – la-
tency, reliability and energy expenditure – have to be considered all at once. The
actuators have to coordinate their actions fast, otherwise comfort may suffer. The
messages transmitted by sensors and actuators have to reach their destination with a
high probability. Otherwise, the coordination process takes longer and the energy
expenditure of the sensor nodes rises. Their autonomous power supply often has
to last for several years of operation: For some sensors, the applicable standards and
regulations require eight to ten years of continuous operation.

In this thesis, a protocol stack is designed and evaluated that fulfills these require-
ments. It consists of a novel media access protocol RedMac and a routing protocol
Net. Using RedMac, the sensor nodes have their radio modem usually switched
off: This saves energy. The nodes do not coordinate their sleep cycles. In fact, these
cycles are not even required to have the same length. In addition, RedMac supports
the routing protocol Net. In Net, the receiver decides, whether it is in a suitable po-
sition to forward a message towards the destination. The necessary information is
computed in a pro-active routing phase. Afterwards, it just reacts when connec-
tions break. For this reason, Net has a very low coordination overhead. In Net, each
node sends its message to all nodes closer to the destination. Hence, several, parallel
connections are used to deliver the message which leads to a low latency and a high
reliability. When using Net and RedMac, 99.95% of all coordination attempts are
successful within a given time bound. This is even more remarkable, as simple ra-
dio modems with lower than average quality have been used for the experiments to
form a barely connected network. In some cases, all coordination attempts were fin-
ished successfully, in some cases less. This happens, when certain basic requirements
are violated.

This thesis identifies these basic requirements. For instance, one requirement is
that at least 98% of all messages have to arrive at the destination. In addition, the
design of the protocols relies on a few rules that are derived and evaluated in this
thesis. They help to incorporate the three goals already in the design process and
allow an a priori estimation of the influence of certain protocol mechanisms. This
is a contribution of the thesis that goes beyond the proposed protocols: It allows an
adaptation to other application areas.
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Introduction

A building is a complex environment with many systems that reduce its operating
costs, maximize the comfort of its inhabitants and safeguards its users and contents.
Examples of such systems include fire alarms, burglar alarms, lighting, and heating
and air conditioning. A set of personal preferences can be set up for the office space,
such that when an employee enters the building, the burglar alarm is automatically
switched off and the heaters and lamps are turned on. At home, smart energy meters
can give tenants timely and exact feedback on how their actions influence their
energy bill.

More importantly, automation can reduce the energy expenditure of the build-
ing by restricting it to when and where it is really needed. Some studies report that
automation can result in energy savings between 10% and 50% [38]. This saves
money and reduces the carbon footprint. In Germany, around 40% of the energy
produced is used to heat or cool buildings [38]. Thus, reducing buildings’ energy
expenditures through automation is key to achieving long-term climate objectives,
as well as short-term bottlenecks resulting from the transition out of nuclear power.
Not coincidentally, automated elements like smart meters are being incorporated
into EU and domestic legislation and building codes, see e.g. the EU directive
2009/72/EC.

1.1 Wireless sensor networks in building automation

In order to understand automation, take one of the examples mentioned above,
heating. Larger rooms have several heaters as well as several sensors that measure the
temperature to ensure an even heat distribution. Automated systems in buildings
include both sensors (e.g. meters, light switches, temperature sensors, illumination
sensors) as well as actuators (lamps, blinds, heater valves, etc.).

These sensors and actuators have to communicate with each other to achieve
their goal. It is often impractical to connect all sensors and actuators with wires, par-
ticularly in existing buildings where wires would incur substantial renovation costs.
Instead, wireless communication is more flexible and cost efficient. Consequently,
this is an ideal application for a Wireless Sensor Network (WSN).

Giving a concise definition of sensor networks is not an easy task, since the term
is used to describe a multitude of distributed systems. There are, however, com-
mon and distinguishing features that set WSNs apart from other systems. WSNs
are designed to sense and influence the physical environment and consist of sensor
and actuator nodes. These nodes usually have a microprocessor and also a radio mo-
dem. The radio modem is the main means for communication in sensor networks.
The communication between nodes is not restricted to immediate neighbors. In-
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stead, the communication range of the network is much larger than the transmission
range of an individual node. Moreover, at least a fraction of the nodes do not have a
permanent power supply, since this would require laying wires.

1.2 Challenges

As discussed above, automating buildings yields many benefits and WSNs are an
efficient way to do it. However, many of the features that recommend WSNs for
building automation pose challenges in the implementation.

The first and most important challenge is consensus. Actuators have to agree
on an action prior to performing it. For example, heaters in the same room should
strive to reach the same temperature, instead of working at cross purposes. However,
reaching consensus is harder than it seems. In fact, it is impossible to achieve every
time in a WSN. Consequentially, this thesis focuses on systems that can tolerate
an occasional failure. A building automation is one such system. A failed consensus
may cause an inconvenience like a lamp that stays off although it should be on, or a
heater that stays off in one room although it should be on.

Consensus can fail due to several reasons; sometimes it suffices that one message
does not arrive. In wireless communications, this happens more often than in other
communication media. One reason is that it is shared by more users. Some of them,
like micro wave ovens, are not intended to transmit messages but can still disturb an
ongoing radio communication. Another reason is the distance between the nodes.
The sensor nodes are placed according to the needs of the application. This may
not be an ideal position for communication. This results in a low Signal to Noise
Ratio (SNR) which in turn results in a high probability of message losses.

It is therefore crucial that the underlying protocol stack ensures that messages
arrive with high probability. Many protocol stacks concentrate on solving the reli-
ability problem. One approach, for example, is to send a message repeatedly. This
increases the likelihood that it arrives but results in a lengthy delay. The system
tends to react slowly to new sensor values. However, the actuators have to reach a
consensus fast. Ideally, this usually goes unnoticed.

Another shortcoming of such an approach is the increased energy expenditure
of the nodes. Each transmission requires energy and some nodes have a limited
supply. The heater actuators, for instance, have to run for several years on two AA
sized batteries. It is therefore important that the energy consumption of the nodes
is minimized.

In summary, the convenient features of WSN are also the source of the main
challenges when using them in a building automation. Wireless communication is
often not as reliable as wired communication and this has to be taken into account
in the system design. In addition, the energy supply of a sensor node can be limited,
and must be balanced with reliability and message delay concerns.

1.3 Contributions

The design, implementation and evaluation of a protocol stack that enables quick
consensus in an energy efficient manner is the major contribution of this thesis. At
the heart of the solution is a novel Medium Access Control (MAC) and routing
protocol. Typically, the sender decides to which receiver it transmits the message.
In Net, the routing protocol presented in this thesis, the sender transmits the mes-
sage to any node closer to the destination. Since the potential forwarders may be
asleep, the message is send repeatedly by Redundant packet MAC (RedMac) the
novel MAC protocol developed in this thesis. Once a potential forwarder wakes
up, receives the packet and – with the help of the routing table – decides that it is
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closer to the destination, it transmits an Acknowledgement (ACK). On reception of
the ACK, the sender stops repeating the message. In contrast to other opportunistic
approaches, the potential forwarders are independent and their actions are not co-
ordinated. The one that wakes up first has to relay the message. This thesis shows
that the probability that two or more receive and forward the message is small, even
in adverse conditions.

Net also has an advantage over comparable geographic routing protocols: in
buildings, the distance between two nodes is only a weak indicator that these two
nodes might be able to communicate. To overcome this disadvantage of other op-
portunistic approaches, Net uses a routing protocol to discover possible routes ahead
of time. Such a proactive approach is used by protocols for sensor networks, but Net
does not rely on it to keep the routes up to date at all times. Instead, Net uses a re-
active approach to repair the routes once it discovers a broken route. This allows
Net to lower the overhead to the permissible minimum. This thesis shows that the
parallel links are stable and route repairs rarely occur.

To lower the overhead further, Net is kept free of routing loops at all times. This
is achieved by combining the opportunistic forwarding with an appropriate rout-
ing metric. Net uses the hop count. It ensures that the message takes the shortest
route through the network, relying on parallel links to several potential forwarders
to achieve a high reliability. By connecting hop count as the routing metric and
opportunistic forwarding, Net remains free of routing loops at all times.

The goals (high reliability, low delay and low energy expenditure) are achieved
by a combination of individual protocol features. RedMac contributes to a low en-
ergy consumption by allowing the nodes to sleep. By transmitting the message to the
first potential forwarder that wakes up, Net takes this one step further. The ACK
terminates the repetition of the packets and chances are that neighboring nodes
never overhear the transmission, which conserves their energy resources. Other fea-
tures of Net that support a low energy consumption are the low routing overhead,
the absence of routing loops and the short transmission paths.

In order to achieve consensus in a timely fashion, messages have to arrive with
high probability and low delay. The high reliability is achieved by exploiting parallel
transmission paths in Net. If the first potential forwarder does not receive the mes-
sage, chances are that the second or third one will receive it. RedMac supports this
with automatic retransmissions, when no ACK is received in time. Net also achieves
a low message delay. The first potential forwarder relays the message, which results
in a low per hop delay. This is further supported by the short transmission paths.

The whole protocol stack including a Two Phase Commit (2PC) as consensus
protocol has been designed, implemented and evaluated by me in many experi-
ments. This thesis shows that the goals are achieved under adverse conditions, using
real, imperfect sensor nodes. For instance, at the Lange Nacht der Wissenschaften
(LNDW), Net proved to be very stable, even if important nodes are deliberately
switched off. This indicates that the results presented in this thesis are not limited
to a specific test environment. In addition to the protocol stack, this thesis makes
several related contributions, which are described in the following section.

1.4 Chapter outline

This thesis shows the design, implementation and evaluation of a protocol stack that
supports consensus in WSN. This is done in a systematic fashion, starting in the
first part with the theoretical foundation of the consensus problem. It also contains
the specific challenges for its realization in WSN and the derivation of the design
principles and goals.

Before these are applied to solve the problem, the second part introduces the
experiment support. It allows the systematic and fast evaluation of the individual
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mechanisms and protocols, as well as the overall system performance. This part also
introduces the execution environment. This allows an extrapolation of the results
to other environments.

The third part contains the major contribution of this thesis, the MAC proto-
col and the routing protocol. It starts with an analysis of the application layer for
selected sensors and how this influences the protocol stack design. Then, each layer
is designed and evaluated individually and compared to the state of the art.

The fourth part evaluates the performance of 2PC using the protocol stack. It
compares several implementation variants and gives an outlook for future research
and possible improvements.

In the first part, motivation and background, Chapter 2 formalizes the concept
of consensus and proves that it is impossible in WSN: there is no guarantee that
it can be achieved every time. However, many systems can tolerate an occasional
failure.

Chapter 3 analyzes consensus protocols under several aspects. It shows that none
of them solve the consensus problem in its pure form. Instead, at least one defining
property is relaxed. Another aspect is the traffic pattern of each protocol, since this
does have an influence on the protocol stack design. This chapter also evaluates sev-
eral ways how the traffic pattern can be influenced to make it more WSN friendly.
As a major contribution, Chapter 3 establishes the reliability goal for message trans-
mission: the protocol stack has to ensure that more than 98% of the messages arrive.

However, maximizing the reliability also maximizes the energy consumption.
Chapter 4 therefore analyzes how reliability has to be balanced with energy con-
sumption. The basic result is that the link layer should repeat a message only if the
gain in information outweighs the relative costs of its transmission. The generaliza-
tion of this result is fundamental for the design of the protocol stack. It motivates
the minimization of the routing overhead in Net, since every overhead message has
to result in an adequate increase in reliability. Some messages are necessary and can
not be avoided, one example is the ACK in RedMac. Here, the per packet infor-
mation is maximized. The ACK fulfills two purposes: it serves as an indication that
the message was received and stops the packet repetitions. In a similar fashion, each
message was analyzed. As a result, many mechanisms that improve the performance
in exotic circumstances were dropped during the design of the protocol stack.

The design is based on assumptions on the stack performance. Of course, they
have to be evaluated and the second part introduces the necessary experiment sup-
port. Chapter 5 describes the design and implementation of TKN WIreless Sen-
sor network Testbed (TWIST) – the testbed used for the performance evaluation.
TWIST is one of the largest sensor network testbeds in the world. It is easy to use
and many parameters can be measured. It can be used to compute packet collisions,
which is a major achievement and puts it on an even footing with simulations.

Chapter 6 introduces the sensor nodes used for the performance evaluation and
analyzes the physical layer of these nodes. This enables an extrapolation of the results
to other sensor nodes and testbeds.

Since the energy consumption is an important parameter for performance eval-
uation, Chapter 7 introduces the energy measurement circuit. This circuit can be
used to measure the energy consumption in experiments that closely mimic a real
world setting. In addition, it is used as a reference for proxy measures like the radio
state.

The third part starts with an evaluation of the application layer in Chapter 8.
Based on the result of Chapter 4, several mechanisms are evaluated to increase the
information contained in each message. The results indicate that resulting traffic
occurs in bursts and is not evenly distributed between the sensor nodes.

This result is taken into account in the design of RedMac, presented in Chap-
ter 9. RedMac is able to cope with this type of traffic, while ensuring a low energy
consumption given a per hop delay. It is a general MAC protocol that supports dif-
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ferent routing protocols. RedMac supports the special forwarding mechanism of
Net.

The routing protocol Net exploits parallel links to potential forwarders to achieve
a high reliability, a low message delay and a low energy consumption. Chapter 10
presents the design and implementation and shows that it has a superior perfor-
mance compared to other routing protocols. In contrast to many routing protocols
in sensor networks, Net allows any two nodes in the network to communicate di-
rectly. Together with RedMac, Net is the major contribution of this thesis.

In Chapter 11 the performance of a consensus protocol that uses the protocol
stack presented in the third part is evaluated. The main result is that the design
principles and performance goals derived in the first part are sound and the resulting
protocol stack can support consensus in WSN. Based on the results, this chapter also
contains an outlook for future research.

1.5 Research method

In this thesis, a fixed research method is used. It consists of several steps:

Problem outline The first step is to identify the research question. This is usually
done in the introductory sections, which also give an overview of the solution
on an intuitive level.

System description Any solution relies on system assumptions. The system de-
scription lists assumptions that are made on the surrounding system. When a
concrete system like TWIST is used, its possibilities and constraints are de-
scribed. The main purpose is to enable other researchers to rebuild it or to
assess the difference to their system assumptions. At a high level, the building
automation outlined in this chapter serves as a default system. The simula-
tion environment models important aspects, whereas TWIST is a close, real
environment.

Requirement analysis Usually, the problem statement is on a higher level and a
solution cannot be directly derived from it. The requirement analysis bridges
this gap given the problem statement and a specific system. The analysis is
often done using case studies and examples, as well as related work. Part of
this analysis is the derivation of the metrics that allow a comparison. A good
understanding of the requirements helps to judge, whether the concrete so-
lutions described in this thesis can be applied in a different environment.

Solution In the next step, the solution is described in detail. It usually consists
of a design step and an implementation step. The implementation is used to
describe the solution such that it can be repeated by other researchers. In some
cases, design and implementation are not strictly distinguished. This is based
on an observation of Bjarne Stroustrup: A design must be implementable and
hence cannot be completely independent from the intended development and
run time environment.

Performance measures Given the problem, the system and the requirements,
measures can be defined that help to assess whether the solution is “good”. In
some cases, it is possible to formulate expectations with respect to the perfor-
mance. The discussion, whether a measure is valid (is related to the studied
phenomenon), good (shows a high degree of correlation) and objective (dif-
ferent persons come to the same conclusion) is often abbreviated: Usually,
widely accepted measures are used.

Parameter fix In some cases, the system description is not detailed enough to fix
all parameters of the solution. This is especially true, when the evaluation is
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done in TWIST: as a testbed for experiments, not all influences are known.
Sometimes they are known, but quantifying their influence is difficult. There-
fore, the next step fixes a number of parameters using experiments when nec-
essary. On a superficial level, it looks very similar to a performance evaluation,
however, it serves different purposes. It serves as a pilot study that allows a first
impression on the solution and can lead to refinements in the solution. The
second purpose is to find “optimal” settings for a number of parameters. This
reduction is necessary to keep the time needed for the performance evalua-
tion at a reasonable amount. In some cases, statistical standards are relaxed in
this phase. Another goal of this phase is to document “system creep”: Param-
eter tuning is done for a specific system, but may not be optimal in different
environments. Here, the dependencies between the tuning results and the
environment are documented. This allows to assess the “portability” of the
performance evaluation results to different environments. An alternative to
this approach is to repeat the performance evaluation in a different environ-
ment, e.g. a different testbed.

Performance evaluation In this step, the performance of the solution is evalu-
ated and its sensitivity with respect to some interesting parameters is exam-
ined. This phase is as independent as possible from the previous step, and
does not “re-cycle” results obtained there. The distinction between param-
eter fix and performance evaluation is based on social sciences and statistics:
it is not always a good idea to confuse a pilot study with the study. Bayesian
statistics does the opposite: Use the data from the pilot study (a priori) and
refine the results using the main study (a posteriori). The danger is that if the
a priori results are wrong, there is no independent study that could contra-
dict them, hence the steps are separated in this thesis. Many of the statistical
methods used for the parameter fix and performance evaluation can be found
in Jain [51]. Whenever possible, this section also compares the results with
related work. The conclusion then summarizes the results.

While the basic method is always the same, there are variations. On the thesis level,
the first chapter describes the problem that shall be solved given a specific environ-
ment. Chapter 2, 3 and 8 belong to the requirement analysis. Chapter 3, 4, 5, 6
are part of the system description. The performance evaluation is done in Chap-
ters 9, 10 and 11. However, this just gives the main idea behind the chapters. Chap-
ter 8, 9 and 10 repeat the method on a smaller scale for the concrete protocols devel-
oped in this thesis. Within each chapter, for instance when designing and evaluating
the MAC protocol, the same method is repeated. In some chapters, the method is
repeated several times, for instance when examining interesting variations (Chap-
ter 10).
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The impossibility of consensus

Consensus is a fundamental problem in all distributed system that has many appli-
cations. Examples include the reliable transmission of messages between two com-
puters, distributed simulations and coordination in distributed computer games. In
sensor networks, consensus has to be reached when the software in the nodes is
updated, encryption keys are exchanged or whenever an action requires more than
one actuator.

When a value is controlled by more than one actuator, the actuators have to
act consistently in order to reach the control goal. Such a control goal can be the
room temperature. To reach a higher temperature, all heaters in the room should
be switched on. This ensures human comfort during heating.

More formally, a consensus problem is defined by three properties, compare for
instance [15]:

Validity If a node decides for v, then v was proposed by some node.

Termination Every correct node eventually decides.

Agreement No two nodes (correct or faulty) decide differently.

The Validity property rules out trivial solutions, for example a system in which
all nodes always agree to the same value that never changes. Instead, the property
implies that some node has to propose a value to which the other nodes should
agree. The ability to propose a value implies that the nodes are able to exchange
that value. In a spatially distributed system like a WSN this means that a node must
be able to communicate with the other nodes in the network, either directly or by
using intermediate nodes.

Consequentially, this thesis places an emphasis on the protocol stack that en-
ables communication between nodes, given the special constraints in a building
automation WSN. These constraints are timely consensus, which is required by
the application. Since the communication capabilities of the sensor nodes are en-
ergy constrained, solving the consensus problem requires a protocol stack that can
manage the communication requirements without spending too much energy. An
algorithm that solves the consensus problem should – on the other hand – send as
few messages as possible.

The Termination condition ensures the liveness of the protocol. Liveness means
that the protocol has to make progress, it cannot postpone the decision indefinitely.
At some point in time, every correct node has to decide. This decision is final and
cannot be revised. This seems to be a harsh condition. However, one should keep
in mind that once a decision is reached, a new run can be started. In this run, the
nodes can reach a different decision. For example, the heaters decides to open the
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valve to 50% according to the proposal. When new data arrives at one heater that
justifies a different setting it cannot deviate from the decision. Instead, it has to start
a new consensus round.

The termination condition requires that a decision has to be reached eventually.
However, in many applications, this time is constrained to something much smaller
than “some finite amount of time just shy of eternity”. In some cases, heaters may
be required to react within two minutes, for example when a window is opened.
An algorithm that ensures the general termination condition may not be a suitable
solution for distributed control in WSN: The time required to solve consensus is
important.

The Agreement condition stated above is the strictest agreement condition for
consensus, which is known as uniform consensus [13]. If only correct nodes have to
agree the problem is known as general consensus. In this thesis, the relaxed condi-
tion for general consensus is used. Ensuring that even the faulty nodes comply by
either not deciding or deciding as the correct nodes is very difficult to implement.
This thesis only considers systems that can tolerate an occasional failure. One such
failure can also be a faulty node that does not comply with the decision reached by
the consensus algorithm.

2.1 Formalization

The consensus problem cannot be solved in all systems, and it is important to un-
derstand the assumptions under which the consensus problem may or may not be
solved. Consequently, academic research in consensus is not so much about the
algorithms themselves, but more on the system assumptions that must be met to
solve the consensus problem. This chapter introduces the main research results, the
underlying concepts and assumptions.

2.1.1 Distributed systems

Intuitively, a sensor network is a distributed system: it consists of a set of nodes that
communicate with each other by exchanging messages. This, according to the def-
inition of Coulouris et al. [15], is a distributed system “ . . . in which components
located at networked computers communicate and coordinate their actions only by
passing messages.”

However, it is not a good definition: It clings closely to an example system,
abstracting programs, processes and algorithms into “components”. It contains a
notion of space: the computers are networked and pass messages, implying a certain
distance. The question what the minimum distance should be arises. A good defini-
tion of a distributed system allows a definite answer, whether or not a given system
is distributed. The definition of Coulouris et al. [15] leaves room for ambiguities.

Leslie Lamport uses a different definition: “A distributed system is one in which
the failure of a computer you didn’t even know existed can render your own com-
puter unusable.” It emphasizes that the user of a distributed system is often not
aware of it – only when it fails. This justifies a closer look at the definition of [15] in
order to pick out the key properties of a distributed system. A better understanding
of these key properties allows a definite answer to the question whether or not a
sensor network is a distributed system.

The main property is that components have to coordinate their actions. This
implies that the task of the distributed system cannot be fulfilled by a single compo-
nent. The next key property is the exchange of messages, instead of function calls or
shared memory. These two properties distinguish a distributed system from other
systems. Why a task was split into several components or how the messages are ex-
changed is not important at an abstract level. The components can be located on
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the same computer, or on different computers. Messages can be exchanged using
a bus inside a computer, a broadcast medium that connects all the computers, or a
network. The definition does not entail a space requirement, a restriction on how
far the computers have to be placed. In a similar fashion, the definition contains no
notion of time. However, in a real system both have an influence on the design of an
algorithm. In a sensor network, the nodes are placed according to the requirements
of the application. This often implies a physical distance. The actuator nodes may
be heaters or lamps. These, in turn, use sensor nodes that are installed at places that
yield the best measurement results.

2.1.2 Time

In a sensor network, the separation of nodes in space is given by the application, but
the behavior in time is not as fixed and can be influenced. On an abstract level, the
execution of an algorithm is not related to a notion of time. Instead, often the num-
ber of steps that an algorithm takes is used as an abstraction. In a distributed system,
this is not a useful abstraction. The nodes must coordinate their actions. As a result,
it is not sufficient that each node can measure the passing of time independently of
all other nodes.

In a sensor network application, the tasks involves the measuring and manipula-
tion of the physical environment. Therefore, time is not defined within the WSN.
Instead, it is outside the system and sensor nodes can measure its passing: The nodes
have a sensor for time, just as for e.g. temperature. Section 9.4 analyzes the limits of
the measurement process. Lamport [66] shows that an approximation sufficient for
distributed systems to work correctly can be achieved with even less precise ways to
measure it.

Being able to measure time is not sufficient to judge the performance of a dis-
tributed system. It has to be related to the application and the execution of algo-
rithm. In relation to the algorithm, one can divide distributed systems into syn-
chronous and asynchronous systems. In asynchronous systems, processing and communi-
cation delays are unbounded. This model is very general, as it makes no assumptions
on how the nodes communicate, or how much additional load the processor has to
handle. In contrast, in a synchronous system the communication delay and the pro-
cessing delay has a known upper bound. In Section 2.2 and 2.3 this distinction is
used to analyze systems in which consensus can always be achieved.

Many applications put a limit on these upper bounds. In a production line, sen-
sors have to be read every 100µs, within a machine controlled by a programmable
logic every 7 ms, blinds should react within 40 ms, a floor heater system should re-
act within 30 minutes and a sensor network observing a glacier should deliver the
data within 30 days. This restriction of the upper bounds is typical for real time
systems. In these systems, the correctness of the operation depends on the point
in time when the result is available. However, the examples highlight that the pre-
cise definition depends on the application. Even in a single application like building
automation several such deadlines exist. Lamps, for instance, should react quickly
when the user pushes the light switch, whereas heaters can react more slowly. The
precise deadlines are defined by human comfort and perception, Chapter 8 analyzes
this in greater detail. Each sensor node may support more than one application, each
of them having a different deadline requirement.

Time plays an important role in a distributed system. This section clarified the
assumptions used in this thesis. Time is not part of the system, but nodes can mea-
sure its passing. Many applications for WSN fulfill the definition of a real time sys-
tem. However, this definition is not used in this thesis, since it concentrates on
systems where an occasional failure can be tolerated and a late decision may still be
of value. Instead of using an arbitrary definition of “late”, this thesis uses the time
that an algorithm needs to reach consensus as a performance measure.
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2.1.3 Fault model

As already indicated by Lamport’s definition a distributed system does not work
correctly all the time. However, some faults cause the system to fail, whereas others
are tolerated. The fault types that a system can tolerate are an important part of its
definition. In the research literature, they are also used to judge whether a certain
algorithm is better than another. An algorithm that tolerates more faults is better,
provided that the faults can occur in the system. This section gives a brief overview
of possible faults. It focuses on the system level, rather than implementation errors
in the software.

In the literature, it appears that the art of finding an algorithm that solves the
consensus problem does not lie so much in finding the algorithm itself, but more
in the art of finding the proper system in which the algorithm will work, including
the permissible faults and failures.

Component level Message level
time domain task delayed delayed

reordered
value domain task not started not transmitted

error in computation not received
system crash corrupted
fail-stop injected
fail-over

Table 2.1: Failure overview

Table 2.1 gives an incomplete overview over possible failures, following the fail-
ure hierarchy of [8] as used in [108]. Presenting it as a table makes it easier to relate
it to real systems.

On the component level, the execution of a task can be delayed. This is true
for all systems that cannot execute tasks in zero time. The next paragraph explains
this for the operating system used in this thesis, but comparable explanations can be
found for any operating system. In this thesis, TinyOS 2 [102] is used as the oper-
ating system for the implementation. Here, all tasks have to run to completion and
are executed in First In First Out (FIFO) order, but can be interrupted by Interrupt
Service Routines (ISRs). Thus, the execution of a task can be delayed and no up-
per bounds can be guaranteed. The sensor nodes are not only limited in processing
speed, but also in memory. Consequentially, additional faults can occur.

In TinyOS 1, the tasks were stored in a queue of limited size. When the queue
was full, new tasks were dropped and never started. Guarding against this case made
programming for TinyOS 1 very difficult. In TinyOS 2, the queue is still limited,
but each task is allowed to occur only once in this queue. This can lead to compu-
tation errors: A new sensor value is ready, before the task that has to process the old
one is executed. Other sources for computation errors are the software and exter-
nal influences that alter memory. In some cases, software errors can lead to a crash,
without a clearly defined behavior. In some cases, the crash can be caught and a
fail-stop behavior can be forced: The node stops operating and does not influence
other nodes. In other cases, one can use the Watchdog timer to force a node reset,
causing a fail-over behavior. Of course, there must be a way to detect whether all
parts of the software still work as expected. A node can also stop to operate simply
because its battery is empty.

In a networked system, messages may not arrive as expected. The possible faults
occur often and any protocol stack has to deal with them efficiently. In the sim-
plest case, messages can be delayed. This can be caused by delayed tasks or a busy
medium. Giving an upper bound on the message delay is difficult. In a network, it



2.2. Fischer-Lynch-Paterson impossibility 13

can happen that messages are reordered and arrive in the wrong sequence – sim-
ply because one message is forced to take another route. Messages can also be lost
for various reasons. When the medium is busy for a long time, the MAC protocol
drops them and does not transmit them. Even if they are transmitted, they may not
be received: The receiver may simply run out of memory to handle the message.
Messages can be corrupted for instance by bit errors. Using a Cyclical Redundancy
Check (CRC) this error is often detected and forced to a “not received” fault. The
opposite can also happen: Messages can be duplicated, as shown in Section 10.7.

Using the faults listed in Table 2.1, one can now try to groups to faults into
classes and define consensus algorithms for each class. A consensus algorithm that
can tolerate more faults can be assumed to be better. This approach is taken for
instance byWerner [108]. However, in this thesis the system is given and can not
be forced to exhibit only a predefined set of faults. The next sections show under
which conditions the consensus problem can be solved. These are then related to
the conditions that are found in a WSN.

2.2 Fischer-Lynch-Paterson impossibility

According to Table 2.1, the sensor network considered in this thesis is a rather dif-
ficult distributed system: messages can be delayed with no clear upper bound, the
same applies to tasks. In addition, a node may stop operating. These faults suffice
to show that general consensus cannot be solved, the result is known as Fischer
Lynch Paterson (FLP) impossibility [33]. The intuition of the proof is summarized
by Fischer et al. [34]:

The intuition behind the impossibility proof is pretty simple: Ini-
tially, either decision, 0 or 1, is possible. Assume a correct algorithm. At
some point in time the system as a whole must commit to one value or
the other. That commitment must result from some action of a single
process. Suppose that process fails. Then there is no way for the other
processes to know the commitment value; hence, they will sometimes
make the wrong decision. Contradiction!

The proof is based on the assumption that the system is asynchronous, that the
processes may need an arbitrary time to compute the result, and that the messages
can be delayed for an arbitrary amount of time. This makes it impossible to distin-
guish between a process that has stopped or is just computing slowly. In addition,
they assume that the processes do not have access to synchronized clocks, making
algorithms based on timeouts impossible.

The proof formalizes the intuition by constructing a sequence of events that
leads to a decision, as required by the termination condition. During this sequence
of events, the process on which the decision actually depends makes no progress
and its input is not considered in the decision. However, since its input would have
dominated the decision if it would have been included in the computation, the
decision is wrong.

Given the fact that consensus is fundamental in distributed systems and appears
as a subproblem in many other distributed algorithms, the question arises how con-
sensus can be achieved nonetheless. One way is to relax the requirements, another
is to check exactly under which circumstances it can be solved and whether these
solutions can be implemented in a WSN. The latter will be analyzed first.

2.3 Prerequisites for solving consensus

This section shows that a WSN is a system where consensus is impossible. However,
it may be possible to use additional information available in the sensor network
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to solve it nonetheless. This section, therefore, also analyzes the prerequisites for
consensus in greater detail and how these can be implemented in a WSN to enable
consensus.

2.3.1 Minimal synchronism

Based on the FLP impossibility result, Dolev et al. [23] examined the precise cir-
cumstances under which the consensus problem can be solved. They emphasize that
the proof relies on three types of asynchrony:

Processor asynchrony: Any node may make no progress for any finite amount of
time.

Communication asynchrony: Messages can be delayed any finite amount of time.

Message order asynchrony: Messages can be delivered in any order.

On closer inspection of the proof, they claim that even a smaller set of asynchrony
assumptions may be sufficient to make consensus impossible. After all, the proof
only relies on a sequence of events that lead to a decision, during which the process
that would dominate the decision sleeps. They find four cases where the consensus
problem can be solved:

Synchronous processors and synchronous communication: An upper bound
on the computation time exists and is known. A similar bound exists for the
message delay.

Synchronous processors and synchronous message order: An upper bound on
the computation time exists and is known. Messages can be delayed but not
reordered. The order in which they are transmitted is the same as the order in
which they are delivered to each process.

Broadcast transmission and synchronous message order: Nodes are allowed
to compute very long but once they are ready they can transmit the result to
all others in a single step. The messages are delivered in the same order as they
were transmitted.

Synchronous communication, broadcast transmit, atomic receive & send:
Nodes are allowed to compute for a very long time. However, the nodes re-
ceive a message and send it to all others in the same atomic step. The messages
are received in the same order as they were transmitted.

In a WSN none of these cases appears to be implementable. Nodes may not be
direct neighbors; hence a sender cannot reach all participants in a single step, ruling
out the possibility of using broadcast transmissions.

The necessity of routing also makes implementation of a synchronous message
order difficult, especially when the topology changes and a single node has to use dif-
ferent neighbors to deliver the message to the final destination. Many sensor nodes
have a clock that could be used to time stamp the messages and deliver them in or-
der. This is a reasonable assumption in a WSN as shown in Section 9.4. However,
none of these cases allows messages to be lost, a likely event in a sensor network.

Keeping all nodes synchronized such that each node performs a defined set of
operations within a single step could be feasible. This restricts the whole system
to a fixed rate of operation and must be implemented into the computation and
communication algorithms. This may be very difficult to implement in an energy
efficient manner. It also limits the number of possible applications that run in this
system: The reaction time of the application is locked to the duration of several sin-
gle atomic steps. Even if an implementation would be feasible, the question remains
as to how the system knows the upper bound on the computation and communi-
cation delay.
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2.3.2 Partial synchrony

Knowing the upper bounds of the communication and processing delay is difficult
in practical systems, but it seems reasonable to assume that such bounds may exist.
Dwork et al. [26] distinguish two cases of partially synchronous systems. In the
first case, upper bounds exist but are not known a priori. In the second case, the
bounds are known, but hold only after some time T , which is initially unknown.
The challenge is here to design algorithms such that they work correctly regardless
of when T occurs. This second setting allows for scenarios with an initial transient,
which may occur due to the setup of the system. They show that in this model, it
is possible to design a consensus protocol that can accept a certain number of faulty
processors.

The algorithm used for the proof relies on a notion of distributed clocks and
an unreliable broadcast. A node accepts a message only if it knows that it has been
received by a sufficient number of other nodes. In addition, accepted messages are
repeated, allowing slow processors to catch up with the current state as well as the
complete consensus history. This algorithm is expensive in terms of messages and
memory and hence not attractive or even impossible to implement in a WSN. Al-
though this particular algorithm may not be feasible, the idea that there is additional
information that can be used to solve consensus, such as the time T , is attractive.

2.3.3 Failure oracles

If one can reliably distinguish failed nodes from slow nodes, then consensus can also
be achieved. This information is provided as additional information to the consensus
algorithm and is called an oracle. This term emphasizes that this information is simply
available, but how it became available is not known. Then the question arises of
how reliable that oracle should be. Chandra et al. [12] show that it is sufficient if
the oracle, or failure detector, satisfies two properties:

1. There is a time T after which a crashed node is suspected to have crashed by
some correct node.

2. There is a time T after which some correct process is never suspected to have
crashed by any correct process.

This oracle makes mistakes – hence the consensus algorithm is allowed to run
only during the time when both conditions hold. This makes the approach some-
what unattractive since it is not clear how the consensus algorithm could know that
it is past T .

In a WSN there is no magic way to obtain the information, and an imple-
mentable version of the algorithm must be found. In current research literature,
e.g. Aguilera et al. [3] or Guerraoui et al. [42], two main variants can be distin-
guished. The first variant uses heartbeat messages. These are broadcast through the
whole network, gossiping the news about failed nodes. If a node can be reached at
least sometimes, gossiping ensures that it receives the news, and the two conditions
can be satisfied. The disadvantage is that it may take very long and requires many
messages.

Instead of gossiping the suspected state proactively through the network, one
can also use an on-demand implementation. Here, a message is repeated after a
timeout until an answer arrives. A practical implementation limits the number of
repetitions to reduce the network load. This approach is used in Section 3.3.1 and
Chapter 11. If the number of repetitions is limited, the two conditions cannot be
satisfied.

Until now, the evaluation of the protocols concentrated on failing processes and
message losses. But even in wireless systems, this is not the most common outcome
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and an optimization only for failure scenarios may lead to algorithms that perform
poorly in the more common occurrence when messages arrive safely and no node
crashes. The next chapter analyzes a few algorithms that are used to solve the con-
sensus problem and shows how each of them gives up at least one defining property
of the general consensus problem.
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The mutual dependency between agreement
algorithms and the protocol stack in WSN

3.1 Introduction

Solving the general consensus problem is impossible in a WSN. Nonetheless, it is
a fundamental problem that has many applications in any distributed system. Many
examples can be found at the application layer. In a WSN, actuators have to agree
on an action to achieve the goal. In distributed databases, computers have to en-
sure that a transaction is executed everywhere. In networked computer games, each
player should see the same world, or at least parts that add up to a consistent world.
The problem is not restricted to the application layer, it also has appears within the
protocol stack. For reliable transmission, sender and receiver agree that the messages
has been received. In a routing protocol, all routers agree on the state of their mutual
connections. The routing tables that each router computes have be consistent with
that agreement. In each of these applications, the involved trade-offs are unique and
can not easily be generalized. This results in a plethora of individual solutions, each
adapted to the specific application and execution environment.

In a building automation, it is crucial that the actuators act in unison and agree
on the action beforehand. However, the agreement does not have to be perfect.
An occasional failure is inconvenient but not life threatening. Here, an approximate
solution is acceptable. Section 3.2 analyzes several aspects of algorithms that are
commonly used to provide an adequate approximate solution. Each solution gives
up at least one defining property of the general consensus problem, this is one as-
pect examined in Section 3.2. Another aspect is the number of transmitted packets,
which influences the energy consumption of nodes in a WSN. The third aspect is
the traffic pattern, which is important for the design of the protocol stack.

Based on this analysis, Section 3.3 evaluates one particular algorithm. More pre-
cisely, several variations are examined that reduce the number of transmitted pack-
ets by aggregating several packets into a single message. Section 3.3 shows that the
performance does not only depend on the aggregation method. Regardless which
method is used, the reliability of the transmission has a tremendous influence. The
influence is not linear: Message losses are tolerated up to a certain point. This is an
important aspect, since it allows to trade-off energy requirements versus reliability
requirements, an aspect that is further examined in Chapter 4. The result of Sec-
tion 3.3 is also used to derive the benchmark for the protocol stack developed in
this thesis. Based on the results of Section 3.3, the stack does not try to maximize
the reliability. Instead, it tries to achieve a sufficient reliability within a certain time
while minimizing the energy consumption.
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3.2 Discussion of commonly used algorithms

While many algorithms have been proposed in the literature, few are in active use.
The main reason is that many algorithms rely on specific features of the overall
system, as discussed in Section 2.3. Another reason is complexity. No matter how
much complexity is added to an algorithm, there is a chance that it fails. This ob-
servation lead to the FLP proof. It is often better to implement one of the basic
approaches and tune it to the specific application. In a building automation, an oc-
casional failure can be tolerated, but the number of transmitted messages must be
minimized, as shown in Chapter 4. For the discussion, four basic approaches have
been selected. They can be implemented such that a minimal amount of messages
is transmitted, can be implemented in a WSN and highlight important aspects of an
implementation.

3.2.1 Two phase commit

The 2PC protocol is used for instance in databases and can be implemented in mes-
sage efficient manner in a WSN. It can be used to achieve agreement among the
actuators. It highlights a fundamental approach, the same approach is at the heart of
many other agreement protocols.

It proceeds in two rounds. In the first round, one node (which becomes the
coordinator) asks all the other participating nodes to check whether they can execute
some action. If so, the nodes vote for Commit, if not they vote for Abort. After
having received the votes form all nodes, the coordinator decides either to execute
the action when all nodes voted with Commit, or to abort the proposed action.
It then transmits this decision to the participating nodes. Once they receive the
decision, they behave accordingly. Figure 3.1 shows a successful run.

Coordinator        Participant A          Participant B

Propose

Propose

Vote Commit

Vote Commit

Commit!

Commit!

Commit!

Figure 3.1: Message sequence chart 2PC

The basic traffic pattern is centralized: the coordinator sends a multicast to all
participants and expects an answer from each of them, resulting in a corresponding
convergecast. The corresponding protocol stack has to support both phases. When
all nodes are within transmission range, a broadcast can be used. However, nodes
have to switch of their radio modem to conserve energy and this cannot easily be
reconciled with a broadcast. This becomes even more difficult in a multihop envi-
ronment, where the participants are not within radio range. In this protocol, every
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node has to transmit at least its vote, which makes it a very message efficient proto-
col. The precise number of transmitted messages depends on the network topology
and how well it can be used by the coordinator.

While this protocol ensures that all correct nodes decide on the same action, it
does not solve the consensus problem in a WSN. First of all, it may not terminate,
violating one defining property of the general consensus problem. This can happen
whenever the vote message of a node does not arrive or when the coordinator de-
cides but then fails before or during the transmission of the decision. Although pos-
sible, failing nodes are not a common event in a WSN. Messages, on the other hand,
are lost relatively often due to the unreliable nature of the radio channel. The basic
protocol can therefore be improved by using an Automatic Repeat reQuest (ARQ)
protocol. Here, a message is repeated when an answer did not arrive within a certain
time bound. This method combines the 2PC protocol with an on-demand failure
detector, as described in Section 2.3.3. If votes from a node never come through,
the protocol still fails to terminate. By limiting the number of retransmissions, this
can be forced to a different failure. The protocol terminates but violates the agree-
ment condition. The vote of the node that was not able to transmit the message can
not be included in the decision.

The protocol contains an additional assumption that poses a challenge in a WSN.
It is assumed that the coordinator knows which nodes participate. In a sensor net-
work, this set may not be constant for instance due to the inclusion of new nodes
or node failures. In fact, determining the set of participating nodes is a consensus
problem in itself: The node that wants to participate and the coordinator have to
agree on “participation”. In a building automation setting, a failed node requires
a maintenance action and an operator has to keep track of the node status. In this
setting, the assumption that the coordinator knows the participants is justified.

3.2.2 Tree commit

Despite its problems, 2PC is a commonly used agreement protocol. It works best
when the medium supports multicasts. In this case the coordinator has to send the
proposals and the decisions only once, as opposed to once for each participant.
However, efficient multicasts are not necessarily available in WSNs. It may hap-
pen that two nodes cannot communicate directly with each other, despite the fact
that both are in the same room.

In this case, the number of transmitted messages can be improved by taking the
structure of the network into account, as proposed by Segall and Wolfson [91].
The starting point for Segall andWolfson’s protocol is the proof of Dwork and
Skeen [27] that any transaction commitment protocol requires at least 2(n−1) mes-
sages, where n denotes the number of nodes that take part in this transaction. The
proof is essentially based on the observation that each station has to transmit two
pieces of information, a vote and a commit message. In the tree commit protocol,
the votes travel from the root of the tree towards the leaves. The Commitmessages
travel from the leaves to the root.

The tree commit is a remarkable protocol as it uses only the absolute minimum
of messages. There is no further overhead involved, not even in an indirect way.
Examples for an indirect overhead are routing protocols or protocols that main-
tain a multicast structure. It relies on its knowledge of the network structure and
is therefore not a commonly used protocol. In many networks, for instance the In-
ternet, the network structure is hidden and not readily accessible at the application
layer. In a WSN, however, this information is available. The protocol is an attractive
candidate for an implementation when all nodes have to agree on an action.

The basic traffic pattern is a multicast and a convergecast. In contrast to 2PC
each parent in the tree is responsible to gather the answers from its children.
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The failures are comparable to 2PC. If a vote or a commit does not arrive or a
node fails, the protocol does not terminate. If an ARQ protocol is used to guard
against message losses or failed nodes, the protocol can violate the agreement con-
dition. The assumption that each parent in the trees knows its adjacent children
is justified in a wired network. In a wireless network, this relationship can change
rather quickly, due to the unreliable nature of the radio channel.

3.2.3 Paxos

The two previous algorithms rely on a central coordinator. It allows the algorithms
to operate with a minimal amount of coordination and messages when all nodes in
a network take part in the consensus protocol. However, in a WSN, it may not be
necessary that all nodes participate in the consensus. This is apparent in situations
where a group of sensors provides the input to a distributed control algorithm run-
ning on several actuators. The sensors are not necessarily mounted on the actuators
and it suffices that the actuators agree on a decision. In this case, the Paxos algorithm
of Lamport [67] can be a better solution. It is used for instance by Google [11]. The
Paxos algorithm relaxes the requirements of the consensus problem. Its properties
are defined as follows [67]:

• “Only a value that has been proposed may be chosen,

• Only a single value is chosen,

• A process never learns that a value has been chosen unless it actually has been.”

These properties are similar to the properties of the consensus problem (valid-
ity and agreement), but termination is not required, as this would make a solution
impossible. Instead, it includes a safety condition: only chosen values can be learned.

The 2PC algorithm distinguishes only two roles, coordinator and participant,
but Paxos uses three: proposers, acceptors and learners. Proposers suggest an action or
observe values that are of interest. Acceptors agree to a proposed value. Ideally, they
are equipped with stable storage and can thus keep track of the proposals even if they
fail and restart. In addition, the algorithm requires that each proposal is accepted
by a majority of the acceptors, removing a single point of failure. Learners are made
aware of the chosen value by the acceptors. The message sequence chart of the Paxos
algorithm for an error free run is shown in Figure 3.2.

Proposer      Acceptor         Acceptor    Learner   Message

Prepare(N)

Promise(N, a)

Accepted(N,v)

Accept(N, v)?

Accepted(N,v)

Promise(N,b)
Ph. 1

Ph. 2

Figure 3.2: Message sequence chart Paxos
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In phase 1, the proposer chooses a proposal number N and sends a “prepare”
message to a majority of acceptors. The majority allows nodes to fail without halt-
ing the protocol and ensures that only a single value is chosen. On reception, an
acceptor checks whether it has already responded to a prepare request with a higher
proposal number. If not, it responds with a promise not to accept any proposal with
a smaller proposal number than N . In addition, it includes the highest numbered
proposal that it has accepted.

After the proposer receives promises for its proposal number N from a majority
of the acceptors, it sends an acceptance request to the acceptors for proposal number
N with value v in phase 2. On reception, an acceptor agrees to the value v for
proposal number N unless it received a proposal numbered N1, where N1 > N .

Figure 3.2 also shows that the accepted value is transmitted to the learners.
However, the algorithm does not rely on this mechanism and different implemen-
tations can be chosen to allow learners to learn the accepted value.

It may happen that the algorithm makes no progress. This failure appears when
two or more proposers suggest values independently and in an alternating fashion.
In this case, the lower numbered proposals are abandoned. To circumvent this prob-
lem, one proposer must be chosen as a leader. This is a mutual exclusion problem
that can be solved in a distributed system. However, whether or not a leader is cho-
sen successfully has no influence on the safety of the algorithm.

Choosing a leader can be worthwhile in its own right. As long as there is a leader
(or distinguished proposer) it suffices that the algorithm executes only phase 2, al-
lowing the algorithm to operate at minimal communication costs. In a WSN this
implementation may not be possible, especially when the sensors act as proposers.

One should note that the basic operation is very similar to the Commit phase of
the 2PC algorithm, but the numbering of the proposals allows a proposer to catch
up with the current state: when receiving the answers to a prepare message, the
proposer learns not only the highest proposal number but also the accepted value
associated with this proposal, if any. The numbering of the proposals can also be
used to implement a sequentially ordered history of proposed and accepted values.
In distributed online games, this is used for Trailing State Synchronization (TSS)
[18, 70], a technique to correct the state of the machine of a player such that it
appears consistent with the other players.

Paxos ensures that the agreement condition is never violated. This comes at the
price that it may never learn about new values or reach some decision within a fixed
time bound. In a WSN the history of all proposals and the associated values is of
limited value. Historic values have little to do with the current state.

As a decentralized algorithm, there is no single point of failure. It does not rely
on a single coordinator and can accept the failure of a minority of acceptors. For
any transmitted message, an answer is expected. This makes it easy to implement an
ARQ protocol that increases the probability that a message arrives.

The protocol is very flexible. Depending on the application, it is possible to im-
plement the roles on different nodes. In a WSN, sensors can be proposers: they
sense new values that may require an action from the actuators. In a similar fashion,
actuators can be proposers. In this case, they propose a certain action. In any case,
actuators have to be learners, otherwise they may not be aware of the changes. Any
node in the network can be an acceptor and this can be used to optimized the op-
eration of the algorithm. For instance, this role can be assigned to mains powered
nodes, reducing the energy consumption of other nodes in the network.

The description of the algorithm is very general and does not rely on a certain
traffic pattern. In phase 1, the multicast-convergecast pair is used, but the algorithm
can be implemented without it. Phase 2 can be implemented using several multicasts
or in a fashion similar to the commit phase of 2PC. As in the other algorithms, some
nodes have to receive more messages than others. In Paxos, proposers and acceptors
share the burden.
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3.2.4 Average consensus

In the WSN literature, the English word “consensus” is also used to describe a
completely different task. This setting is best described as sensor fusion problem. This
section explains how it differs from the general consensus problem.

In sensor fusion, sensors compute an aggregate value, such as a mean value, from
all values. Consider for example a set of N temperature sensors in a room that are
used to control the heaters. Each temperature sensor i measures a different value Ti,
which depends on several parameters, such as location l, time t, precision p, and can
be affected by noise ε.

The question arises, how each of these parameters relates to the control goal and
how their influence can be controlled. In this discussion, precision is considered
first. Its influence can be eliminated by calibration or – if it has a mean of zero –
by adding it to the noise component. The influence of time can be eliminated by
synchronizing the readout of each sensor. The noise component is often assumed
to have a mean of zero, having no influence on the average value. This leaves the
location as an influential parameter. However, its influence is very difficult to assess
and in the next step, it is assumed that it is just a special noise component with a
mean of zero and unit variance.

One way to solve the average consensus problem is to collect all sensor read-
ings at one node, compute the average and redistribute the result. However, this
is not very efficient in terms of transmitted messages. The next step is to use ag-
gregation: instead of transmitting each value separately for each sensor, one could
add each sensor value and keep track of the number of sensor values added in the
transmitted messaged. To reduce the length of the messages even further, one can
eliminate the number of sensor values from the message. This is based on the obser-
vation that each sensor value contributes to the average value. Here, each sensor i
contributes WiTi to the average temperature. By gossiping with its neighbors, each
node computes a weight Wi that is used to maintain a local estimate of T . A dis-
tributed algorithm to solve this problem can for instance be found in [113]. In a
WSN, the time synchronization (see Section 9.4) is such an sensor fusion problem:
the estimate of global or “wall clock” time at each sensor node should not deviate
too much.

Sensor fusion should not be confused with the general consensus problem, al-
though a loose relationship exists. In sensor fusion, the agreement condition is re-
laxed. Agreement is achieved when the estimate of each sensor is within a certain
interval around the real value. The termination condition is also relaxed: the value
is maintained at all times. This results in a large number of messages that circulate
through the network, especially when gossiping is used for transmission. Using an
approach comparable to Tree-Commit can result in a significant reduction of mes-
sages. The number of messages can be reduced further, when the estimate is not
maintained at all times. It may suffice to run the algorithm only if the value changes
sufficiently, as suggested in Chapter 8.

In a building automation, not all nodes have maintain an estimate of T . It suf-
fices that they send their values Ti to at least one actuator, which is responsible to
compute a suitable control action and reach a consensus with its peer actuators.
Only this actuator has to compute an estimate of T . This centralization reduces the
number of exchanged messages.

3.2.5 Conclusion

The commonly used agreement protocols can be implemented in several ways to
suit the specific execution environment. In some cases, it is possible to choose the
defining property of the general consensus problem that is not maintained by a spe-
cific implementation. There is also a choice whether a centralized solution should
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be used (Tree Commit, 2PC) or a distributed solution (Paxos, sensor fusion) is bet-
ter. This makes it difficult to find a single traffic pattern that applies to all algorithms.
However, some observations can be made. In general, centralized solutions require
fewer messages and can, therefore, be expected to terminate earlier. In many algo-
rithms, the sender of a message expects an answer. This can be used for an efficient
implementation of an ARQ protocol that increases the probability that the message
does arrive. The next section discusses possible improvements over a basic ARQ
scheme and analyzes the impact of the protocol stack on the performance of a 2PC
algorithm.

3.3 High reliability with minimal overhead

The commonly used agreement algorithms are agnostic to the execution environ-
ment and allow an adapted implementation. In a WSN for building automation,
the general consensus problem cannot be solved. Instead, an occasional failure can
be tolerated in this environment: It causes only an inconvenience but not a life
threatening situation. An implementation should keep such failures below a certain
threshold, while reacting in a timely and energy efficient manner. Consequently,
this section studies several methods to adapt the 2PC algorithm to the specific sit-
uation in a WSN. It also studies the effect of the unreliable radio channel on the
performance. The main purpose of this section is to give an insight into the cir-
cumstances under which a consensus protocol works reliable and in a timely fash-
ion. This is then used as an input to design the necessary supporting protocol stack,
which is presented in Chapters 9 and 10.

3.3.1 Baseline 2PC implementation

In general, a protocol that requires less messages to achieve the same effect is better,
especially in a WSN as shown in Chapter 4. Section 3.2 showed that centralized
implementations need fewer messages than decentralized versions. An example is
Paxos: it is a decentralized protocol but there is a message optimal implementation
that runs only Phase 2. This optimal implementation uses a single, central “distin-
guished proposer”.

Therefore, this section uses a centralized 2PC as a starting point for the imple-
mentation. It needs fewer messages compared to a decentralized solution. Its disad-
vantage is that it cannot easily recover from node failures. A decision for a specific
approach, therefore, has to choose between two goals: low overhead or robustness
against node failures. WSNs in building automation operate in a supervised envi-
ronment: each node has to fulfill a task. When it fails, it is repaired or replaced.
Given the longevity of buildings, the nodes have to reach a long lifetime of at least
several years and up to thirty years. Compared with this lifespan, a 2PC run is short,
even if it takes several minutes. The probability that a node fails during a 2PC run
is low and a centralized solution is justified.

In a centralized approach, no routing protocol is necessary. Instead, the nodes
learn the routing tree during the proposal phase, just as in many ad-hoc routing
protocols (see Section 10.3.1). This ensures a fresh routing tree during each run of
the algorithm at minimal communication costs. Whether this fresh routing tree is
necessary depends on the lifetime of connections between nodes compared to the
duration of a 2PC run. This question is addressed in Section 10.7.10. The result is
that radio connections in a building exist for several hours to several days. A con-
nection failure is unlikely during a 2PC run. The same routing information could
even be used across several 2PC runs. However, re-building the routing tree comes
at no additional costs.

This 2PC implementation reduces the number of messages to a minimum when
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all nodes in a WSN take part. It uses a centralized 2PC with piggybacked routing.
Given the duration of a 2PC run, the lifetime of a node and the lifetime of a link,
this implementation optimizes the common case when no failures occur.

3.3.2 Aggregating messages

Starting from a reasonable baseline implementation, two contributions are made to
adapt it to the specific situation in WSN. The first is message aggregation, discussed
in this section.

It is based on the observation that the main challenge is the convergecast phase:
After receiving a message from the coordinator, all nodes send their answers back.
They share the same medium but may not be able to detect an ongoing transmission.
Here, messages can collide and are lost. Again, reducing the number of messages is
important. One way to reduce the number of messages is aggregation, which can be
implemented in different ways. For instance, several messages can be concatenated
to a single, large one. When the messages are concatenated, the coordinator knows
which nodes did not take part. This can be used as an input for a reactive, on-
demand failure detector as discussed in Section 2.3.3. This allows the coordinator to
proceed if the nodes or their network connection presumably failed. This flexibility
comes at the price of long messages. The message contains the unique identifier of
each node along with its vote. The precise length depends on the number of nodes
that participate in a 2PC run but the messages can become very large.

Unfortunately, longer messages are lost with higher probability compared to
short messages. To keep messages short, another aggregation called “single value
aggregation” can be used. In this version, the message contains only the dominat-
ing value. In the case of 2PC Commit when all nodes voted Commit and Abort,
when a single node voted Abort. This results in very short messages that arrive
with high probability. In contrast to concatenation, the coordinator does not know,
which votes are missing from the aggregated value. Consequently, a reactive fail-
ure detector cannot be used. A pro-active failure detector, as described for instance
in [2, 43, 106], could be better. However, this type detects node failures but not
lost messages. Compared to node failures, messages are lost often and a pro-active
approach solves the less important problem.

Another solution is connected with the second contribution of this section.
During the multicast phase, nodes learn their parents in the routing tree. This is
sufficient for a successful single value aggregation. Starting from the leaf nodes, each
node transmits its vote to its parent node, which is responsible for the aggregation.
Unfortunately, there is no reliable way for a node to detect whether it is a aggregat-
ing node or a leaf node. Some heuristic has to be found that allows the aggregation to
start at the leaf nodes. This can be based on the distance to the coordinator. Nodes
with a high distance are probably leaf nodes, whereas nodes that are close to the
coordinator are probably aggregating nodes. Alternatively, children can announce
their presence to the parent. When a node does not receive such announcements,
it is a leaf node. This announcement allows the parent nodes to request retransmis-
sions when a message is missing. Given the additional overhead, it is not clear which
way to build an aggregation tree is better. The “silent” version, where children do
not announce their presence to parent nodes, has a lower overhead but requires
large safety margins to ensure that the aggregation starts at the leaf nodes. The “an-
nounce” version allows aggregation to start earlier, as each node knows whether it
is a leaf node or not.

Another aspect is the reliability. For a single value aggregation, it is important
that values from each node in a sub-tree are considered at the aggregation points.
Lost messages and failed nodes lead to wrong decisions in the protocol. Again, an
imperfect reactive failure detector can be used. This can be implemented in the link
layer as an ARQ protocol. Whenever a node misses an ACK from the parent node, it
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repeats the message. Another approach can be implemented when the tree structure
is stable and the neighboring nodes are known. In this case, the aggregating nodes
know the neighboring children and can ensure that their votes are included. This
is done for instance in the Tree-Commit protocol [91]. However, in a WSN the
links between neighbors are not as stable and determining which nodes are children
of a parent can easily become a consensus problem in itself. Therefore, the Tree-
Commit algorithm was not included in the evaluation.

3.3.3 Simulation model

The previous section explained the adaptation at a high level. It explained the choice
of the base line implementation, as well as aggregation and aggregation tree building
as two contributions that make an implementation for a WSN successful. This sec-
tion explains the concrete implementation and the simulation model used for the
evaluation in greater detail.

Consensus

Session

Routing

PHY

Two Phase Commit

Tree

Link

      BSC

ID−centric

Aggregation

with or without ARQ

Figure 3.3: Protocol stack with aggregation

The basic structure of the protocol stack implemented in each node is shown
in Figure 3.3. The main point is that aggregation is implemented as a service at the
session layer for the consensus protocol. This makes it independent of the consen-
sus protocol. In fact, it could be used by any other protocol for which aggregation
is advantageous. Each consensus run defines a session: It has a defined start and a
defined end. During a session, several messages are exchanged between the partic-
ipating nodes and each node has to track any ongoing aggregation sessions. This
requires an appropriate handling of state information, which is available as a service
at this layer. In addition to basic session handling, like start, stop and resume, ag-
gregation has to inspect each packet in order to decide which aggregation function
has to be performed. In a general implementation, the inspection and aggregation
function should be configurable, or even dynamic using e.g. an interpreted pro-
gramming language.

In the implementation used for performance evaluation, one of three aggrega-
tion variants can be used. The first variant is single value aggregation, it simply com-
putes the minimum if Abort ≡ 0 and Commit ≡ 1. This precludes retransmission
requests because the coordinator does not know whether an answer from a certain
node was included or not. If the aggregation part also ensures that the answers of all
children are included in the message, then the Tree-commit protocol [91] is essen-
tially implemented. The aggregation into a single value without enhanced reliability
is very energy-efficient: the packet size remains constant irrespective of the depth
of the node in the convergecast tree. The second variant – called concatenation –
enhances the reliability of the 2PC by including the ID and the vote of all children
into a single message. It allows retransmission requests, simply by checking which
IDs are missing. Here, the messages are longer and hence more energy is spend for
their transmission. The third variant does not use any aggregation, and is included
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as a baseline for comparison.
In order to collect the messages from all children the aggregation part has to

know about the children. This information is available from the tree part. But how
long should it wait for the answers from the children? A message loss could block
the aggregation part and the messages preventing that already arrived from being
processed. Therefore, the aggregation block also maintains a timer. If some chil-
dren fail to answer, it proceeds and sends the aggregated values on. Retransmission
requests are left to the coordinator. If the aggregation module receives a retrans-
mission request, it tries to answer it using the information in its cached, aggregated
message.

For aggregation to make sense, nodes have to wait for messages from most of
their children. The waiting time is particularly important for the leafs in the tree
as they have to start the actual convergecast back to the coordinator. The children
have three options: They can simply do nothing, they can explicitly inform a parent
node that it has a new child, or they can inform all nodes in radio vicinity about the
newly formed parent-child relationship. The first and second case are called “silent”
and “announce” in the results section.

Depending on whether the tree is built in a silent or announced fashion, a node
can use resulting information to decide whether it is a leaf. In any case, a node can
make this decision only after waiting for a certain time in which it expects messages
from its children. If children are silent, this information has to be deduced from data
messages. In the initial phase, some estimate of this value is required. The waiting
time wi of node i is computed as

wi = (D− d)t

with

D maximum hop count or network diameter

d hops to coordinator

t time per hop

This estimate can be adapted after the first phase, in a similar fashion to the “an-
nounce” case. When the children explicitly announce their presence to their par-
ents, the waiting time can be shortened to t as only messages from the local neigh-
borhood have to be waited for. The evident consequences of these options are dif-
ferences in the time to terminate for the procedure, depending on how and when
the convergecast is started by the children.

In order to obtain some understanding of the quantitative trade-offs involved in
these protocol variants, a simulation was programmed that reflects the most crucial
aspects of these algorithms. It is based on the OMNeT++ simulation toolkit [107]
and AKAROA [31] as a statistical evaluation tool.

The choices for timeouts and the number of retransmissions imply a specific
choice in the trade-off between spent energy, time needed to reach a decision and
protocol failure probability. A higher number of allowable retransmission requests
leads to a higher energy consumption and a longer time to terminate, but lowers the
failure probability. Shorter timeouts can result in unnecessary energy expenditure
for superfluous retransmission requests. Moreover, nodes are erroneously suspected
to have failed, which increases the protocol failure probability.

A number of parameters and protocol behaviors have to be fixed for a simulation
run. These are:

Retransmission requests from coordinator: If three such requests remain unan-
swered, the coordinator assumes that the node is not operational anymore and
proceeds.
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Timeout values: The timeout value is the same for all 2PC implementations, and
it is set to 40 s, allowing a message to travel at most 30 hops, with a per hop
ARQ timeout of 0.5 s. To this value a 10 s margin is added, to take some
computational overhead into account.

Routing overhead: The routing protocol is based on the data messages and re-
quires no overhead.

Coordinator rotation: The coordinator role is not assigned to a single node, but
rotated across all nodes. This allows a performance evaluation across all pos-
sible choices. The second reason is that, whenever possible, the coordinator
should be rotated lest the energy resources of a single node are exhausted.

Probability to propose Abort: This probability is chosen as 10−3.

Performance is evaluated with different network sizes, ranging from 100 to 400
nodes, with each node participating in the 2PC. The network topology is a unit
disc graph on a toroid. The nodes are distributed randomly in a plane using a two-
dimensional uniform distribution. The transmission range was adapted to keep the
average number of neighbors fixed at 14, making the network connected with high
probability according to Xue and Kumar [114] and eliminating influences due to
a varying number of neighbors. To keep the number of neighbors independent
of the network size, one has to correct the edge effect. This effect is introduced
when the Euclidean distance is used to check whether two nodes can reach each
other: The nodes at the edge of the plane have fewer neighbors than those in the
middle of the plane. As a result, the average number of neighbors in topologies
with few nodes is smaller than in topologies with a large number of nodes. For a
100 node topology the average number of neighbors is around twelve, while for a
400 node topology the average number of neighbors is around 14. To eliminate this
effect and its influences, the toroidal distance between nodes is used as proposed
by Bettstetter [6]. With this distance nodes at opposite edges of the plane can
communicate. This leads to a constant average number of neighbors, independent
of the total number of nodes.

All forwarding takes place between neighboring nodes. The links are modeled as
point to point links for unicast messages. For messages that have multiple recipients
the broadcast nature of the radio medium was taken into account: a single send
reaches all nodes in the neighborhood.

To transport the messages over the wireless medium, they are assembled into
packets. The per packet overhead necessary for the physical and MAC layer is small
(88 bits), slightly smaller than the overhead of the MAC protocol defined in the
IEEE 802.15.4 standard [47].

Possible options for the link layer include an unreliable one and a link layer that
uses an ARQ protocol with up to two retransmissions for unicast packets. In this
case, only the convergecast is made more reliable, messages can still get lost during
the multicast phase. Therefore, retransmission requests from the coordinator remain
necessary. Otherwise, the link layer is perfect: no messages are lost due to nodes
competing for the channel.

The physical channel over which packets are transmitted is modeled with a
Binary Symmetric Channel (BSC). This channel introduces independent bit errors
in the packet. Although this model is often used in simulations and analytical eval-
uations, measurements [5, 40, 64] show that it is only one possible channel model.

3.3.4 Results

The results presented in this section are averaged for 20 random topologies. The
simulations were run until a relative precision of 0.01 had been reached (i.e., the
actual value is with 95% confidence between 1

1.01x ≤ µ ≤ 1.01x).



28 Chapter 3. Mutual dependency

The main result can be seen in nearly any plot that is discussed in this sec-
tion: The performance deteriorates if too many messages are lost. The knee point
is around a Bit Error Rate (BER) of 1e−4 which corresponds to a Packet Error
Rate (PER) of about 2% . This point is consistent over all evaluated metrics, algo-
rithms and topologies. This unexpectedly clear result influences the protocol stack
design, as it puts the PER into perspective: The ultimate goal of a protocol stack is
not to minimize the PER. Instead, it is important to find a suitable balance between
PER, energy expenditure and message delay. This balance is explored further in the
next chapters, the remainder of this section discusses the results in detail.
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Figure 3.4: Sent bits per node, 400 nodes, without ARQ
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Figure 3.5: Sent bits per node, 400 nodes, with ARQ

The first metric to look at is the number of sent bits. Figure 3.4 show the average
number of bits sent by each node per consensus attempt. Figure 3.5 shows the same
value when link layer ARQ is used. The graphs are plotted as a function of the BER
for a sensor network consisting of 400 nodes, all taking part in the 2PC protocol.
The graphs show all the six possible combinations: two ways of building a tree and
three forms of value aggregation. The way how a tree is built is denoted by different
points in the graphs: If no messages are sent to build the tree, a “silent” tree is used,
which is plotted with crosses. When the tree is built using announcements, “I am
your child”, to inform the parent node about the presence, the graphs have circles.

From these figures it becomes clear that how the tree is built has only a minor
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influence, whereas aggregation has an important influence. The single value variant
sends the smallest number of bits and this number even drops with a rising BER.
This is due to the fact that with a higher BER, more and more messages are lost and
not forwarded – resulting in a dropping number of sent bits in downstream nodes.
The concatenating variant sends more bits and this can even exceed the number
of bits sent by the non-aggregating version. The explanation is that the concate-
nated values require larger packets, which are more susceptible to loss. Each value
adds 24 bits to the packet. Also, the retransmission requests are made for each miss-
ing value separately, resulting in a high number of packets sent for retransmission
requests. This remains true although the aggregation seeks to answer retransmis-
sion requests as early as possible, answering a retransmission request on behalf of the
destination node.

Because the longer packets of the concatenating variant are more susceptible to
losses, it may make sense to protect them with an ARQ scheme and put more effort
into them. Interestingly, for small BERs the additional cost is low for the aggre-
gating variants, while it results in a high penalty for the non-aggregating variant.
However, for high BERs the concatenating variant is still on the losing end. This
suggests that adaptive protection should be used. One possibility is to avoid bad links
altogether, or to add more error protection. However, information on the link qual-
ity may be hard to obtain, whereas it is fairly easy to have a notion of an important
packet: A packet that carries the aggregated information from many nodes should
be protected in a more sophisticated way. Such an “aggregation-aware link layer” is
suggested by Karl et al. [56] and Köpke et al. [61]. This approach provides inter-
esting insights in how to find a balance between energy expenditure and reliability.
This relationship is explored in Chapter 4.

Using ARQ has another benefit if one looks at Figures 3.6 and 3.7, showing the
sent bits over varying network size. ARQ lowers the influence of the network size.
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Figure 3.6: Sent bits per node, BER 1e−5, without ARQ



30 Chapter 3. Mutual dependency

 0
 500

 1000
 1500
 2000
 2500
 3000
 3500
 4000
 4500
 5000

 0  50  100 150 200 250 300 350 400 450
Number of nodes

Silent
Announce

No aggr.
Concat.

Single V.

Figure 3.7: Sent bits per node, BER 1e−5, with ARQ
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Figure 3.8: Time to terminate (s), 400 nodes, without ARQ
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Figure 3.9: Time to terminate (s), 400 nodes, ARQ
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Figure 3.10: Time to terminate (s), BER 1e−5, without ARQ
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Figure 3.11: Time to terminate (s), BER 1e−5, with ARQ
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Figure 3.12: Percentage of decided nodes, 400 nodes, without ARQ
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Figure 3.13: Percentage of decided nodes, 400 nodes, with ARQ

Another question is whether the use of aggregation has an influence on the time
it takes for the algorithm to terminate. Figures 3.8 to 3.11 show that the use of
aggregation does not necessarily increase the time until the protocol terminates. In
fact, this is more related to the way timers are chosen for the leaves to start the
convergecast, especially for small BER. The problem here is that the possible depth
of the tree is vastly overestimated with the maximum number of hops at 30; Usually
the average number of hops is smaller than 5. This error in the estimated tree depth
leads to timeout values (for aggregation and retransmission requests) that are too
large. A more sophisticated scheme should be adopted. Still, the variant that does
not use aggregation often needs more time – even with the small MAC overhead
the large number messages need time until they are transmitted.

The next question is how aggregation influences the quality of the consensus.
The quality of a consensus protocol can be measured in how likely it violates the
agreement property. The problem here is that a message might not reach a given
node. If a node does not receive the decision message, it does not decide. This
can happen despite retransmission requests. After three retransmission requests the
coordinator terminates the protocol, but some nodes may remain undecided. The
fraction of nodes that actually decide gives an impression of the quality of the pro-
tocol.

Figures 3.12 and 3.13 show that the fraction of decided nodes is different for
each variant. The single-value aggregation has the smallest number of decided nodes
because it does not care whether nodes answered or not. The other variants that
do care about individual nodes have a very similar performance. The difference
between these two variants is not significant up to a BER of 1e−3; after which it
becomes apparent. The difference is caused by the way how the tree is built. If the
children in the tree do not announce their presence, they will be included in the
tree on the first convergecast received from them – this can also be an answer to
a retransmission request. If the children have to announce their presence within a
certain time limit, no new children will be included in the tree after that. When the
multicast message or their announcement is lost, they are not included in the tree –
and the next multicast, which is restricted to the tree, is not forwarded to them. In
effect this lowers the number of messages they can potentially receive, lowering the
success probability. If the tree is built using ARQ the difference diminishes.
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3.3.5 Conclusion and implications for protocol stack design

The main purpose of this chapter is to examine the communication pattern of a
protocols often used to reach an approximate consensus. Starting with a discus-
sion of several algorithms, it becomes apparent that centralized implementations
use a lower number of messages compared with their respective distributed vari-
ants. Since a low number of messages coincides with a low energy expenditure, the
centralized variants are better suited. This is also supported by the fact that sensor
nodes are unlikely to fail, given their long lifetime of several years in a building au-
tomation application. In contrast, wireless links are less reliable, and protocols that
finish fast with few messages have a higher probability of success.

The basic communication pattern of the centralized protocols is a multicast fol-
lowed by a convergecast. The convergecast is an important part, but requires many
messages. In order to reduce the number of messages, several aggregation variants
are introduced and evaluated. However, this is not the sole purpose of the simula-
tions. It is also important to see which other parameters, like network size, message
loss probability and delay have an influence on the performance. As expected, the
network size is important but aggregation and a reliable link layer reduce this in-
fluence by reducing the number of messages that are transmitted. The way how
the routing protocol works usually has a very small influence, however, one should
keep in mind that the routing protocols are designed to use the smallest number of
messages possible. Their influence can be seen in the time it takes for a consensus
run to terminate. The reliability of the links as expressed in the BER has an im-
portant influence. In fact, this influence is astonishingly consistent across all metrics
and algorithms: The performance deteriorates sharply for BER higher than 1e−4.

Comparing the variants with each other, the concatenating variant has a supe-
rior performance for most BER. Single-value aggregation suffers considerably from
the absence of information as to which node’s proposal is missing, making retrans-
missions difficult. The higher packet delivery probability due to the shorter packets
cannot compensate for this. Non-aggregating protocols, on the other hand, have
too high a message overhead to be competitive.

This conclusion changes for high BERs of around 1e−3: Here, it is better to
cease using aggregation. This is mostly due to some problems of concatenating pro-
tocols, where important messages that carry many aggregated messages from many
nodes can get lost, resulting in a high overhead to repair this loss – overall more than
the non-aggregating variant requires. Moreover, the long packets of the concatenat-
ing protocols are ill suited for high BER.

The results of this chapter influence the design of the protocol stack. Some mes-
sage losses are acceptable. In the simulations, this corresponds to a per hop PER of
about 2%. For this reason, the protocol stack should be designed such that the PER
remains below 2%, while balancing it with the other goals such as message delay and
energy expenditure. This challenge is addressed in three chapters. In Chapter 6 the
physical layer is optimized to ensure a high packet delivery ratio to the neighbors of a
node. The link layer proposed in Chapter 9 uses an ARQ protocol, and the routing
protocol (Chapter 10) ensures that the message is received by more than one node,
using parallel links to increase the end to end delivery ratio. A low message delay is
also helpful to ensure a timely reaction, and Chapter 9 examines the relationship be-
tween energy expenditure and delay in more detail. The next chapter examines the
relationship between energy expenditure and reliable message delivery in greater
detail.
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4

Reliability versus energy

The main result of Chapter 3 is that some lost messages can be tolerated. Given such
an acceptable failure probability and the need to conserve the energy resources of
a node, the question arises how these two goals can be balanced. The major result
presented in this chapter is a rule that allows each node to decide locally how to
protect a message such that an globally optimal balance between energy expendi-
ture and reliability is achieved. The result of this chapter is also used as the guiding
principle for the design of the link- and network layer protocol presented later in
this thesis.

The precise definition of an acceptable failure rate depends on the field of ap-
plication. In building automation and in many other fields WSN applications have
to be designed such that an occasional failure can be accepted. The main reason was
presented in Chapter 2: It showed that a consensus cannot be guaranteed in a sen-
sor network. However, instead of maximizing the reliability of the protocol stack,
Section 3.3 showed that highly aggregated messages deserve a higher protection,
opening an opportunity to research the relationship between energy expenditure
and reliability.
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Figure 4.1: Convergecast tree with number of aggregated sensor readings commu-
nicated over each link

The idea that highly aggregated messages merit a higher protection can be gen-
eralized, by assigning each message a value. It can be derived from its relation to a
successful run of a consensus algorithm, the number of messages aggregated into
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it as shown in figure 4.1 or its entropy as discussed in Chapter 8: Faster or larger
changes are often more surprising and deliver a higher informational value. Once
a value has been assigned to a message, it seems obvious that messages that carry a
higher informational value justify a higher effort to transmit them in a reliable fash-
ion. Using the informational value of a message, the link layer of a node chooses
a sufficiently reliable way to transmit the message. Two possible solutions are an
ARQ protocol or Forward Error Correction (FEC). An ARQ protocol has at least
the overhead of the ACKs plus any necessary retransmissions. The higher the num-
ber of possible retransmissions the higher the probability that a message arrives at
the parent node, but also the higher the energy spent to send the message.

In the trade-off between energy expenditure and reliability the overall system
efficiency should be maximized. System efficiency can be defined as the informa-
tional value arriving at the sink node vr put into relation with the energy spend to
get it there ηr:

L =
vr
ηr

In economical terms, vr represents utility whereas ηr represents a cost function.
Hence, maximizing system efficiency is equal to maximize utility per cost unit. To
achieve this, each node has to decide how reliably a message should be transmitted1.
Ideally, each node can make a reasonable decision locally without any additional
communication. Otherwise the communication overhead may easily exceed the
energy savings of a link layer that adjusts the reliability of the transmission. The ma-
jor contribution of this chapter is to show that such a local rule does indeed exist and
the performance difference to the central, globally optimal solution is negligible, or
not present at all.

Before presenting this rule, the optimization problem is formalized. The math-
ematical formulation allows the computation of the system efficiency for a specific
way of choosing the protection given the message value. However, the formulation
does not easily lead to a rule that can be used by each node to make a decision on
the protection it should use. A major result of this work is a rule that every node
can evaluate locally that approximates the optimal system efficiency very closely.

The focus of this approach is the reliable transmission of data from the source
to the sink, where each node on the route contributes, taking the energy constraint
into account. A similar goal is investigated by Stathopoulos and Estrin [97]. In
their approach, the sink node decides which source node should be asked to re-
transmit its message. This question is closely related to the approach presented in
this work, however, the central question is how each node on the route can contribute
to the reliability, instead of leaving this decision to the sink node. The other direc-
tion from the sink to the sensors is examined by Park et al. [79].

If the correlation between the sensor readings is used, a different notion of re-
liability is more appropriate: the event to sink reliability, introduced by Sankara-
subramaniam et al. [89]. Sensor readings are by nature correlated and the authors
assume that it is sufficient for at least one message to arrive at the sink. From an
energy point of view, it might be better not to send the redundant messages at all,
but to compress them into a single, high-value message.

4.1 Protection mechanisms

These measures enable an operational definition of the informational value of a
message. Using this informational value, a link layer has to decide which protection

1A centralized solution shifts this decision to some central entity. In a fixed configuration, the deci-
sion is shifted into the design time. Here, each node still has to decide, albeit in a rather dumb fashion.
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mechanism it should use. Some conceivable mechanisms include FEC, transmission
power control, data rate adaptation, packet length adaptation, and ARQ protocols.

FEC: Forward Error Correction adds redundancy to a packet so that the packet
can be correctly received even if it encounters a (limited) number of bit er-
rors during transmission. Different forward error control codes exist so that
proper choices for packet size, channel condition, and intended protection are
feasible. The trade-off is between reduced packet error rate and longer packet
length.

ARQ: ARQ protocols enable retransmission of failed packets by sending acknowl-
edgements and detecting missing acknowledgements. The trade-off here is
the required overhead for acknowledgements in the correct case against the
(compared to FEC) shorter packet length.

Transmission power adaptation:
Higher transmission power reduces the packet error rate by improving the
signal to noise ratio but increases energy consumption. This mechanism has
to be supported by the radio modem.

Data rate adaptation:
Closely related to the FEC approach, controlling the data rate reduces the
time necessary to transmit a given packet for the price of an increased bit
error rate. This requires support from a radio modem.

Routing:
Preferring a more reliable link to an unreliable one constitutes another pro-
tection scheme. It also implies costs: More reliable paths through the network
are often longer in terms of hops. Also, some overhead is required to deter-
mine which links are reliable.

The goal for an adaptive link layer is to choose a mechanism or a combination of
several protection schemes such that the system efficiency is maximized.

4.2 Trading energy for value

In order to arrive at maximum system efficiency, it is important to know how the
protection mechanism influences the probability that a packet arrives as well as its
influence on energy consumption. This enables the computation of the system ef-
ficiency. It is defined as

L =
vr
ηr

(4.1)

with

vr the total informational value arriving at the sink node

ηr the total energy spent for its transmission

This relation should be maximized. The two variables, vr and ηr, depend on each
other: the value arriving at the root depends on the way how the protection is cho-
sen. A higher protection increases the probability that a message is transmitted cor-
rectly. The chosen protection mechanism in turn influences the consumed energy.

There are many possible choices to define v, the value that a node’s message
contributes to the overall system goal, as indicated at the beginning of this chapter.
For consensus, Abort messages are more important than Commit messages, and
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the utility function should reflect this. In addition, the value of a consensus may
not be equal among subsystems. Consensus in the burglar alarm subsystem may be
more important than consensus of heaters in a room. This can be incorporated in
the utility function of a building automation, and used to define v. The value v of a
node’s message can be found for any system where a monotone, multidimensional
utility function exists.

The cost η is also related to the application. It can be defined in energy, transmit-
ted bits, or transmitted packets. It could also take a different distribution of energy
resources of each node into account. In many cases, the cost function is a monotone
function of the protection: more protection comes at a higher cost.

To gain an understanding of the problem, a specific system is evaluated in this
chapter. First of all, a measure for informational value is chosen. Here, the count
based measure is used. Each sensor reading adds 1 to the informational value. This
choice is not essential for the problem formulation; in fact any expression for the
informational value could be used. However, for convenience it is assumed that a
message that is worth sending has at least an informational value of 1 and that every
measure is scaled in such a way that it keeps this property.

Secondly, a relation between the informational value and the chosen protection
is defined: v → p(v), where p(v) denotes the protection chosen, given a certain
informational value v. To keep the result general, no assumptions are made about
p, and a table is used to describe it. The table is defined in pairs v → p. When a
message with an informational value of v arrives, the link layer looks into the table,
and protects the message against e.g. p bit errors per block for a given FEC. The
entries in this table must be chosen such that the maximum system efficiency is
achieved.

4.2.1 Computing the value arriving at the sink

t=0t=1t=2t=3

v   = 1

0

0

2v  = Pv   + 1

v   = Pv   + 1

v   = 1

3 2 1v   = 2Pv   + 10

1

Figure 4.2: Aggregation tree example

Using the definition of the value and the definition of how the protection is
chosen, it is possible to compute system efficiency. The system in Figure 4.2 is used
to derive the computation of the value arriving at the sink node vr. The computa-
tion is done recursively; vt denotes the value of a message that arrives at tree depth
t.

In WSNs, messages arrive only with a certain probability P . Messages are lost
due to independent bit errors that appear with a certain probability b. The probabil-
ity P is not constant but depends on the protection p(v) of the message transmitted.
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Thus, the expected informational value of a message that a certain node at tree
depth t+ 1 has to forward is:

vt+1 =

{
a+

∑c
j=1 P (vt,j)vt,j if c > 0

a if c = 0
(4.2)

with

a: value contributed by this node

P : probability that a message from child j arrives at this node

c: number of nodes for which this node is a parent in the tree

t: depth of a sub-tree rooted in this node

Here, c ∈ N0 denotes the number of children of the node, and a denotes the value
that the node at tree depth t + 1 adds. For the evaluation in this section, a count
based measure is used, which means that a = 1. This is equivalent to the single
value aggregation case as discussed in Section 3.3. The forwarded value depends on
the probability that a message with a certain value arrives from a sub-tree that is
rooted in child j. With this value, it is possible to compute the energy spent for the
transmission of the message:

ηt+1 = f [p(vt+1)] (4.3)

with

ηt+1: the energy necessary to forward a message with

p: the protection chosen to transmit it, given

vt+1: its value and

f : a function that maps protection to energy

The function f is specific for each protection mechanism and the examples used for
the evaluation are discussed in the next sections.

4.2.2 Forward Error Correction

In this work, three ways to protect a packet against bit errors are evaluated. The first
type are Bose-Chaudhuri-Hocquenghem (BCH) codes with fixed block length.
This means that the l information bits are spread across multiple blocks. Each of
these blocks of length n can contain i information bits and the n − i = k control
bits necessary to correct e bit errors in a block.

For the computation of system efficiency, a BCH code with a block length n of
63 bit is used. The protection p(v) = e is the number of bit errors in a block that
can be corrected. This requires an overhead, namely the number of control bits in a
block. The number of control bits k necessary to be able to correct e bit errors were
taken from [98, 109] and are shown in Table 4.1.

e 1 2 3 4 5 6 7 10 11 13 15 17 20
i 57 51 45 39 36 30 24 18 16 10 7 3 2
k 6 12 18 24 27 33 39 45 47 53 56 60 61

Table 4.1: Overhead for a 63 bit BCH code

If the maximum protection is used, only two information bits per block can be
transmitted. For a message that would have fitted into a single 63 bit block when no
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protection is used, 33 blocks or 2079 bit have to be transmitted when the maximum
protection is used.

Fixed block length codes, especially those with small block sizes like n = 15 bits,
have the advantage that they can be kept in a table. This simplifies encoding and de-
coding to table lookups but they are not the most efficient way to protect a message.
It is more efficient to make the block so large that it contains all information bits and
the control bits in a single block. The number of control bits k necessary to correct
e bit errors in an n bit long block can be approximated using the Hamming distance
d = 2e+ 1 and the Varshamov-Gilbert bound

k(d) ≥ log2

 d∑
j=0

(
n

j

) (4.4)

The transmitted packet is n = i + k bits long. For this protection mechanism the
protection p is the number of bit errors e that can be corrected in this packet. The
energy spent to transmit the message is related to the resulting length of the packet
and therefore expressed in bits. The protection does not only result in an increased
energy consumption, it also influences the probability that a packet arrives. A block
is successfully transmitted when all errors in it can be corrected. The probability of
this event is given by the Bernoulli distribution:

P (X ≤ e) =

e∑
j=0

(
n

j

)
bx(1− b)n−j (4.5)

The probability that a packet with l information bits is successfully transmitted using
blocks of length n is

P (S) = P (X ≤ e)dl/ne, (4.6)

since each block in the packet must be transmitted correctly.

4.2.3 ARQ

A completely different approach to add error protection is the use of an ARQ proto-
col. Basically, the ARQ protocol sends an ACK for every correctly received packet.
The computation of energy consumption and success probability is more complex,
as several cases have to be discerned.

The first case considered here is a successful transmission; the packet and the
ACK are received correctly. The probability that a packet consisting of l bits is re-
ceived without errors is

P (A) = (1− b)l (4.7)

The probability that an ACK of length la is received successfully is

P (B) = (1− b)la . (4.8)

For a successful transmission, it is necessary that at least one of the transmission
attempts is successful. If r denotes the maximum number of retransmissions, the
probability of a successful transmission P (S) is given by

P (S) = P (A)

r∑
i=0

[1− P (A)]i. (4.9)
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The expected energy used for one transmission attempt consists of the energy
spent for the packet and the energy spent for the ACK. However, the ACK is only
sent if the packet was received correctly. Hence, the expected energy per transmis-
sion attempt E(E) is

E(E) = P (A)(l + la) + [1− P (A)]l. (4.10)

The ARQ retries to send a packet when either the packet or the ARQ is lost. This
has implications for the expected number of transmissions E(T ):

E(T ) = 1 +

t∑
i=1

[1− P (A)P (B)]i. (4.11)

These formulas allow the computation of the expected value that arrives at the root
node and the energy that is on average spend to achieve this:

ηt+1 = E(T )E(E) (4.12)

With this definition of the informational value and the energy spent, it is possible
to compute system efficiency:

L =
vr
ν
· (ν − 1)l

ηr
≈ vrl

ηr
(4.13)

where vr is the value arriving at the sink (the root of the spanning tree) and ν is the
total value. For the count based measure considered in the evaluation, it is equal to
the number of nodes in the tree. Hence vr/ν is the value arriving at the root com-
pared with the maximum possible value. The second term (ν − 1)l/ηr represents
the energy consumption, measured in sent bits (ηr) compared with the minimal
number of bits that must be sent: (ν − 1)l. The minimal energy that has to be spent
is equal to the number of edges in the tree ν − 1 times the number of information
bits l that must be transmitted.

4.3 Choosing the right protection

The formulas presented in the preceding sections are difficult to evaluate symboli-
cally. Thus, they were evaluated numerically using a network with 400 nodes in a
unit disc graph, where each node had 14 neighbors on average. The spanning tree
was built using Dijsktra’s shortest path algorithm. To compute the overall system
efficiency, the system efficiencies obtained for each of the 400 possible sink nodes
were averaged. With this setup, maximum system efficiency is determined for a
number of BERs using different ways to map the informational value to protec-
tion level (v → p(v)). Several ways of finding such a mapping are presented in the
following sections.

4.3.1 Optimal protection table

One approach is to compute a protection table. Before transmitting a message, a
link layer can look up the protection to use in a table using the informational value
of the message. Consider the case of a BCH Code with a block length of 63 bits.
This code can correct up to 20 bit errors. Thus, one can choose 20 informational
values at which the protection is increased. For instance, one can choose to protect
all messages against at least a single bit error (1 → 1), all messages with a value of
three or higher against 2 bit errors (3 → 2) and all messages with a value of 200
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and above against 20 bit errors (200 → 20). To compute the possible number of
permutations, a simplifying assumption is made: For each additional bit that can be
corrected a different informational value has to be chosen. In a 400 node network
this means (

399

20

)
≈ 2.6 · 1033

ways to choose 20 from the 399 informational values to mark a point where the pro-
tection is increased. This is a conservative assumption. It is also possible to choose
the same informational value twice, hence protecting it against two more bit errors.
This increases the number of choices beyond a simple permutation. This complex-
ity rules out a brute force approach to finding the mapping that maximizes system
efficiency. The situation is further aggravated by the fact that the number of possi-
ble protections to choose from has no upper bound for ARQ approaches or for the
approach based on the Varshamov-Gilbert bound.

Fortunately, full enumerations for smaller systems provide strong evidence for
the assumption that the entries in the mapping table are independent. If there is
only one entry, it is sufficient to find the optimal solution for this entry. In the next
step, this entry is kept fixed (say 1→ 1) and the next entry is tried. If the optimum
is found (say 3→ 2), this entry is also kept and the next entry is tried. This way, the
optimal mapping can be found in an iterative fashion. In the example, this involves
less than 20 · 399 = 7980 steps. This approach was used to find the global optimum.

4.3.2 Heuristic local rule

In a large, deployed sensor network, it is not possible to find the optimal mapping of
informational value to protection in such an iterative way. It imposes a prohibitively
large communication overhead. Many mappings have to be tried and each mapping
has to be kept for a certain time to gain an understanding of its performance. In
order to adapt the reliability of the link layer, given the informational value of a
message, it is necessary that each node on the route can choose the protection with
locally available information. As the major invention of this section, the following
rule is proposed: increase the protection as long as the increase in value outweighs
the relative increase in energy. Figure 4.3 shows the rule in pseudo-code.

This rule allows a very close approximation of the maximum system efficiency
and has several important features. First of all, it is completely independent of the
protection mechanism used (BCH, ARQ, transmission power adaptation, data rate
adaptation, routing protocol, etc.) as long as each mechanism can be expressed in
increased energy expenditure. Secondly, it is completely oblivious to the underlying
network topology. This suggests that it is useful under a wide range of conditions
and thus provides a valuable starting point for anyone searching the right trade-off
between energy and the value that arrives at the root node.
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current protection = no protection;

oldPs = P(S) using current protection;

newPs = P(S) using increased protection;

oldEnergy = energy consumption using current

protection;

newEnergy = energy consumption using increased

protection;

while((newPs-oldPs)*value >=

(newEnergy - oldEnergy)/newEnergy)

{

current protection = increased protection;

oldPs = newPs;

oldEnergy = newEnergy;

increase protection;

compute values for newPs and newEnergy

for this new, increased protection;

}

transmit using current protection;

Figure 4.3: Pseudo code of local rule

4.4 Results

The results are shown in Table 4.2. The column Algo denotes the protection algo-
rithm used, VG stands for an FEC with optimal block lengths using the Varshamov-
Gilbert Bound, BCH for a BCH code with a block length of 63 bits. For ARQ an
ACK of 80 bits was used. The column “size” denotes the packet size in bits. The
next column contains the BER at which the optimal values are computed.

The next column G. Map contains the mapping of values to the number of bit
errors that the BCH codes should be able to correct, or the number of retransmissions
for an ARQ protocol. This mapping was obtained in the iterative fashion described
in Section 4.3.1.

Column L. Map is the mapping obtained with the local rule presented in the
previous section. A comparison with the global optimum shows that the mappings
differ only marginally – this can also be seen by comparing the values of L for these
mappings, presented in columns G. Opt and L. Opt. The maximum possible value
is 400/399 ≈ 1. The last column shows the value of L if the link layer with the best
fixed protection is used. That is also contained in the table. If the mapping contains
an entry 1 → p, this is the best fixed protection. If it does not contain such an
entry, the best fixed protection scheme is to employ no protection at all. The table
contains only the best possible fixed protection. This assumes that the designer of
a link layer chooses the protection according to the application requirements. As
choosing the best fixed protection scheme as a benchmark is somewhat arbitrary,
another approach would be to use values from a standard like IEEE 802.15.4.

Table 4.2: Value to protection mappings

Algo. Size BER G. Map. L. Map. G. Opt. L. Opt. F. Opt

VG 300 0.0005 1 → 1
4 → 2
47 → 3

1 → 1
4 → 2
44 → 3

0.91 0.91 0.90

continued on next page
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Table 4.2: Value to protection mappings

Algo. Size BER G. Map. L. Map. G. Opt. L. Opt. F. Opt

VG 300 0.001 1 → 1
2 → 2
7 → 3
86 → 4

1 → 1
2 → 2
7 → 3
81 → 4

0.89 0.89 0.83

VG 300 0.005 1 → 4
2 → 5
4 → 6
12 → 7
41 → 8

1 → 4
2 → 5
4 → 6
11 → 7
38 → 8
145 → 9

0.80 0.80 0.76

BCH 300 0.0005 2 → 2 2 → 2 0.81 0.81 0.63

BCH 300 0.001 1 → 2 1 → 2 0.80 0.80 0.80

BCH 300 0.005 1 → 2
8 → 3
85 → 4

1 → 2
7 → 3
66 → 4

0.76 0.76 0.74

ARQ 300 0.0005 2 → 2
3 → 4
4 → 5
5 → 7
6 → 8

2 → 3
3 → 5
4 → 6
5 → 7
6 → 8

0.70 0.70 0.55

ARQ 300 0.001 2 → 2
3 → 4
4 → 6
5 → 7

2 → 3
3 → 5
4 → 7
5 → 8

0.61 0.61 0.39

ARQ 300 0.005 3 → 11
4 → 15
5 → 18
6 → 21

3 → 15
4 → 19
5 → 22
6 → 24

0.17 0.17 0.06

The table shows that the optimal mapping and the mapping computed with the
local rule yield practically the same performance. In some cases, an adaptive link
layer can be nearly twice as good as one with a fixed protection. It also shows, that
it is beneficial to select the fixed protection according to the local rule.

The reason for the often negligible difference between a fixed protection scheme
and a adaptive ones is the granularity how the protection mechanism can be ad-
justed. The optimal block length FEC allows the most granular increase. Protecting
the packet against one more bit error increases the overall packet length slightly. But
even this small increase is often too large, and a considerable increase in the value
(e.g. from 4 to 47) is needed to justify it. The effect becomes even more pronounced
when a less granular scheme like the BCH code with 63 bit block size is used. Here,
choosing a fixed basic protection with a block code is the optimal strategy for many
BERs.

Although the ARQ protocol usually performs worse than the other schemes,
one should keep in mind that bit errors do not only appear independently, but of-
ten in bursts [5, 40, 64]. Under such circumstances, a BCH code is sub-optimal
and a Reed-Solomon code might provide a superior performance. However, the
results of Berger and Mandelbrot [5] and Köpke et al. [64] suggest that no bit
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Figure 4.4: Comparison for ARQ, 300 bit packet

errors occur over extended periods of time and FEC is just a waste of energy. Under
these circumstances, an ARQ scheme does not only protect against collisions in a
Carrier Sense Multiple Access (CSMA) type MAC but also serves as an on-demand
protection against bit errors.

4.5 Conclusions

The approach used in this chapter can be generalized in several directions. First of
all, the definition of value can be generalized. In Section 4, several possible defi-
nitions were outlined. Given a fixed application, a more general definition can be
found by using a utility function that allows to assign values to messages from each
sub-system and make this value comparable across several sub-systems. In addition,
costs can be generalized. Instead of using the message lengths, it is also possible to
include the routing protocol overhead, costs for end to end retransmissions and so
forth into a single cost function. This would allow a consistent comparison of pro-
tocols stacks, given an application and its utility function.

The main challenge is to determine success probabilities as a function of link
properties and the protection mechanism under consideration. In a wireless system,
link properties are difficult to measure, especially in the interesting region where
the BER is between 1e−5 and 1e−4. In addition, they are not stable over time and
the measurements must be repeated frequently.

Due to these difficulties, another approach to use the result in the design of the
protocol stack has been chosen. Instead of finding a precise and consistent system
definition, the result is generalized to a set of design rules:

• A message should serve more than one purpose.

• Optimize the common case. Prefer reactive methods to deal with exotic cases.

• If some desired result can be approximated without transmitting packets, pre-
fer this solution over a more exact solution that requires packet transmissions.

• Use links that exceed a certain minimal reliability.

The first rule leads to messages with a high informational value. The next two rules
lead to a reduction in the number of messages. The last rule is a generalization of
the fixed protection scheme.

This thesis introduces a protocol stack that is based on the simulation results
presented in Chapters 3 and 4. Since the stack is evaluated experimentally, the next
part introduces the necessary experiment support.
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5

TKN wireless sensor network testbed (TWIST)

5.1 Introduction

There are three basic methods to evaluate the performance of a protocol stack,
mathematical models, simulations and experiments. The main evaluations for this
thesis rely on experiments and this chapter describes the testbed built to enable
them.

Evaluating the performance using simulations or mathematical models is a valu-
able tool, but the validity of the results is limited by the system model. A model
contains only some aspects of the real environment, but neglects others. Some as-
pects are neglected simply because researches do not know them, a typical example
is series stray as discussed in Chapter 6. In addition, modeling wireless links is a chal-
lenge. Some researchers compared well known routing protocols like AODV and
DSR with different simulators. They find, that the simulator has a greater influence
on the performance results than the protocols. This motivated the development of
MiXiM [63]. It is a simulation that framework allows protocol performance evalu-
ations using wireless link models with different degrees of sophistication.

Experiments, on the other hand, do not rely on a system model – they operate
in the real environment. This excludes errors in the experiments due to insufficient
models. However, experiments can be run only in one environment and drawing
conclusions for different environments can be difficult. In simulations, it suffices
to exchange the model of the environment. Another advantage of simulations is
that they are easier to repeat and to debug. The testbed was built to overcome these
disadvantages: a WSN experiment using TWIST is nearly as easy to debug, evaluate
and repeat as a simulation.

Compared with other testbeds developed at around the same time, TWIST in-
corporates several novel ideas. It enables the simulation of node failures by cut-
ting the power supply. It can also be used as a hierarchical testbed, incorporating
nodes with different computational powers. Being a WSN testbed, it supports the
measurement of the current consumption for each node. Furthermore, the testbed
allows for fine-grained performance evaluation. It is, for instance, possible to com-
pute whether packets probably collided on the wireless channel. The testbed is a
means to perform experiments, not a scientific end. Therefore, this chapter de-
scribes the main building blocks of the testbed, the current implementation and the
experiences gained when performing experiments with it. Based on these experi-
ences, possible future extensions and improvements are suggested.

This chapter starts with an analysis of the installation environment and the tasks
that it has to fulfill. Based on this analysis, the basic architecture in hard- and soft-
ware is fixed. In the next step, the basic building blocks of software implementation
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are introduced. The last section summarizes the experiences with the current im-
plementation.

5.2 Installation site

The testbed is installed in the FT building of the Technische Universität Berlin in
Germany. It is an office building erected in the 1960’s using an outside pillar archi-
tecture. This allows to partition the floors in a very flexible manner. Until today,
the floors are divided into two rows of rooms that are around 3 × 5 m large using
gas concrete in the separating walls. Until the beginning of 2010, on one side of the
corridor, the walls were lined with metal shelves, which are about 2.2 m high. As
a result of this architecture, radio waves can easily travel from room to room when
both are on the same side of the corridor. The metal shelf dampens the radio signal
stronger than the floor.

Figure 5.1: TWIST

In each room four nodes are installed: two nodes of two different platform types.
They are placed about 3 cm below the ceiling, roughly 1.5 m from each wall and
about 3 m between the two nodes in the room. As a result, the nodes are placed in
a three dimensional grid with at least 3 m distance between each node, as shown
in Figure 5.1. Due to this highly regular structure, TWIST has no natural bottle
neck – each node can reach more than one other node. The regular structure also
enables experiments with other structures by excluding some nodes. Such a flexible
use must be supported by the testbed hard- and software, which is described in the
next section.

5.3 Use cases and tasks

While placing the 204 nodes of two different platforms is considerable work, it
is not sufficient to form a working testbed. Researchers should be able to use the
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Figure 5.2: Local test installation

testbed in a very flexible way. Ideally, the testbed exposes the same possibilities as a
local test installation as shown in Figure 5.2. There are, of course, some differences.
The Light Emitting Diodes (LEDs) on a sensor node can be used to provide a feed-
back. This only works for nodes mounted in a researchers office, not for nodes in a
testbed on another continent, or even in the neighboring room. Also, the interac-
tion with the nodes is somewhat slower and the testbed introduces additional failure
possibilities.

Figure 5.3: Automated experiments

Once a program that shall be evaluated on the sensor nodes is written, run-
ning experiments is fairly predictable. First, the program is written and compiled.
The compiled program is modified to configure some static information, such as a
node identity (ID). In the next step, each node is configured with dynamic data, for
instance parameters of the communication protocol under investigation. In the fol-
lowing step, the results are collected. The experiment is then repeated, starting with
a new program, a new parameter set or for statistical reasons. Ideally, the testbed can
be used to support this without any interaction from the user as shown in Fig-
ure 5.3. The user provides the testbed server with a description of the experiment
and collects the results in the end. This approach differs from the local approach,
with an explicit split between the interpretation of the results and the unsupervised
execution of the experiment. The results are still interpreted by the researcher, but
the experiment is executed on a remote server.

TWIST is designed such that it supports both cases: remote, unsupervised ex-
ecution by a server and locally supervised execution. The unsupervised execution
requires a concise experiment description, for which specialized programming lan-
guages exist. An example is the ini-language used by OMNet++. It describes in
which experiment run which parameter should have which value in a compact way,
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as well as the number of times that one particular run should be repeated. The
challenge is to built an interpreter for such a language. Some experiment parame-
ters are variables on the sensor node. Changing these requires Remote Procedure
Calls (RPCs) from server to sensor node, most of them simple set(name=value)

calls. In some cases, values must be changed based on feedback from the sensor
network. This is especially useful, when researchers do not implement a complete
protocol stack. Instead, some supporting protocols can be simulated by using this
back channel. This pushes the limits of specialized experiment control languages
and can require a general purpose programming language. However, this introduces
security risks and may cause side effects on the experiments of other users. While
high flexibility and unsupervised experiments are the ultimate goals for a research
testbed, one has to start implementing it.

5.4 Node side support

The tasks of a testbed can be split in two main sections, the node side and the user
side. Not every sensor node can be used in a testbed, it has to have some support.
On the other side, a researcher should be able to use to testbed. These requirements
are discussed as user side support in Section 5.5.

The hard- and software of the testbed should allow the following node side tasks:

• supply node with power:

– switchable power-supply,

– energy consumption monitoring,

• identify node,

• receive data from node,

• send data to node,

• reprogram, erase and reset node

• debug node in-circuit.

These tasks are derived from the abilities of a local testbed installation on the desk
of a researcher. The power supply options for a testbed are limited, batteries are
simply not practical. Instead, failing nodes are simulated with a switchable power
supply, and the energy consumption monitoring replaces the amount of energy that
a battery supplies. A circuit that measures the energy consumption is described in
Chapter 7. The node’s identity is crucial during the evaluation of the measurements
and also for some protocols. The secondary communication interface allows one to
modify parameters between experiment runs, but can also be used to simulate pro-
tocols that transport additional information, as described in the previous paragraph.
Reliable and fast node reprogramming allows experiments with different protocols,
whereas in-circuit debugging allows the researcher to find and fix bugs in the node’s
program. It is well supported and useful on a desktop, but its usefulness is limited
in a testbed: here, bugs often depend on a series of events on a node in connec-
tion with events on other nodes. This requires a distributed debugger, which can
be implemented either using in-circuit debuggers or the secondary communication
interface. Once a testbed can realize these tasks, it can support complex experiments
by a single user. These tasks need hard- and software support, on the node as well
as off the node.
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5.4.1 Hardware

The choice of hardware influences how well a testbed can support the tasks. The ba-
sic node hardware consists of a microprocessor and a radio modem. These enables
the primary function of a sensor node: the wireless transmission of data. Additional
hardware like sensors are already part of the application. A secondary communi-
cation interface can be part of the application, but in many cases it belongs to the
testbed. When choosing this interface, cost and availability aspects have to be taken
into account. The only wide-spread interface that can support all primary tasks is
Universal Serial Bus (USB), which was therefore chosen for TWIST. An alternative
is an Power over Ethernet (PoE) enabled Ethernet controller. However, these inter-
faces are more expensive per node than USB interfaces, due to their higher number
of components. In addition, PoE was still immaturely implemented in Ethernet
switches at the time when the nodes were designed.

Figure 5.4: Tmote Sky node on ceiling

Figure 5.4 shows how a node is attached to the testbed. Supporting all node side
tasks cannot be done without connections to the microprocessor of the sensor node.
On the eyesIFX node, the FT2232C from FTDI is used to connect the Universal
Asynchronous Receiver Transmitter (UART) of the node’s micro controller to the
USB interface. In fact, it connects two UARTs: one for the data connection and
one for reprogramming.

The tasks that are not readily supported with this hardware are in-circuit de-
bugging and node energy consumption monitoring. The latter is solved by an ad-
ditional circuit, described in Chapter 7. In-circuit debugging can be supported in
several ways. One way is to start a special program on the sensor node and use this
to inspect the current state. On the eyesIFX platform, this is supported by the Boot
Strap Loader (BSL). Its main task is to support re-programming, but it can also be
used to inspect the memory on the node. This mode is limited and does not al-
low a step-by-step execution of the node firmware. A more flexible alternative is
the Joint Test Action Group (JTAG) interface, which is used by most recent mi-
cro controllers for in-circuit debugging. Some USB to serial chips, like the FTDI
FT2232H, can be used to export this interface to a PC. This would eliminate the
need to have a few nodes on a researcher’s desktop for debugging and testing pur-
poses. However, this level of interaction requires communication connections with
very small delays.

The major disadvantage of USB is the cable length limit. Originally designed as
a competitor for FireWire, a fast serial bus aiming at multimedia applications, it im-
poses strict delay limits for messages. On any USB cable, the maximum permissible
message delay limits the cable length to 5 m. An extension is only possible via USB
hubs, allowing extra delays for intra-hub message processing.

The USB 2.0 standard allows to switch the power supply of an USB hub port,
enabling the simulation of node failures. It can also be used to reset the USB state
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of the connected host PC. While all USB 2.0 hub chip sets support this feature,
it is practically never implemented in a USB 2.0 hub. In fact, it seems that there
is only a single design that has full support for port power switching: the original
USB 2.0 hub reference design from NEC. This design is used, for instance, by the
Linksys USB2HUB4. All other USB hubs do not implement it, probably due to
cost reasons. The power switches have to be able to transport 500 mA. This makes
them expensive, at least when compared to the price of a USB hub that costs ap-
proximately 5e to 10e.

Figure 5.5: USB hub and NSLU2

The small cable length of 5 m is a challenge, especially compared to the radio
communication distance of a sensor node of 30-60 m. As a solution, the testbed has
to be attached somehow to the Ethernet used to provide an Internet connection
for the office computers. The first testbed implementation connected the nodes via
USB hubs to the normal office computers. However, it turned out that the USB
driver implementation was not sufficiently stable. The office computers had to be
restarted from time to time, interrupting the day-to-day work of colleagues. It was
therefore necessary use separate computers and three alternatives were evaluated.
The first experiments were computers based on the PC104 standard. This is an
industry standard for embedded computers. They are smaller then a normal office
computer but offer the same flexibility. However, they cost about the same. An al-
ternative are Micro-ATX based computers. They are slightly larger than the PC104
based computers but can still be installed inside the cable channel available in each
office. However, the small housings require active cooling, which makes them very
loud and not suitable. Another alternative is the Linksys NSUL2, also referred to as
a “super node” in this thesis. This device serves as a simple Network Attached Stor-
age (NAS): two USB hard disks can be connected, and the NSLU2 exports them
using its Ethernet interface via different protocols. Its firmware can be replaced with
a special Linux edition, allowing flexible programming. These devices have 8 MB
flash memory for firmware and 32 MB RAM. While the flash memory is sufficient
for a small, specialized Linux kernel, it allows only a minimum of external tools.

5.4.2 Software

The node side tasks require hardware and software support on the super node and
on the sensor node. The last section described the necessary hardware support,
whereas this section concentrates on the software support.
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Nearly all node side tasks require software support on the sensor node. The
BSL is a special program on the node and is responsible for reprogramming. On
the eyesIFX nodes it is already stored in the microprocessor but it is also possible
to download one. For most other microprocessors it has to be part of the user pro-
gram. This requires some care when reprogramming such nodes: the BSL must not
be overwritten; otherwise someone has to climb a ladder and program the nodes
via its programming interface, e.g. JTAG. Given the program memory constraint
on a node, the BSL has to be small. Therefore, it usually understands only a few
commands. In addition, the programming routine is very simple and the data that
has to be stored on the node has to be converted to a simple format. This requires
support on the super node side. While developing TWIST, different implementa-
tions were evaluated. The first implementation used the BSL script that comes with
the GNU C compiler for the MSP430. It is also integrated into TinyOS and greatly
simplifies node programming. This script is in turn written in Python, a general
purpose, interpreted programming language. It works reliably on a computer with
sufficient resources. But on the super nodes, problems surface. Each python inter-
preter instance requires 4 MB of RAM on the super nodes. The available memory
is only 8 MB and in some cases, the super nodes had to use virtual memory. How-
ever, the virtual memory mounted via Network File System (NFS) did not work
reliably and the super nodes crashed. In the next step, this script was integrated into
the control scripts. This approach required less memory and worked reliably. It also
required considerable computing resources. With this approach, the super node was
capable of programming one sensor node at a time. Reprogramming the whole sen-
sor network takes about five times longer than for a local desktop testbed. This is
acceptable in most cases, but the demand on computing resources has side effects.
TWIST supports several experiments in parallel. A high resource consumption dur-
ing reprogramming influences how data is received from the nodes attached to the
same super node. This side effect should be minimized and two solutions come to
mind. The first solution is to use a real time operating system, ensuring that each
task is granted a guaranteed part of the resources. However, a real time kernel such
as RTLinux [88] itself requires computational resources. Therefore, it cannot be
used to improve the situation on an already overloaded system.

The alternative is to switch from an interpreted language to a compiled lan-
guage, in this case C++. Figure 5.6 shows the slightly simplified control flow when
a node is successfully programmed. The program runs in one control thread, called
SlugControl. This thread accepts connections from a user program on a Trans-
mission Control Protocol (TCP) port. The control thread accepts the connection
and delegates all further actions to the BslThread. This thread uses the parameters
to decide which BSL implementation to use in order to program the sensor nodes;
The eyesIFX and the tmote sky nodes use different control sequences to start the
BSL on the node. The BSL code reads the program from the TCP port and con-
verts it for the node. Each segment of the program is then transmitted to the node.
Writing the whole segment at once resulted in a major load reduction, compared
to the byte wise transmission of previous implementations. Linux as the Operating
System (OS) is not shown in Figure 5.6. It is responsible for the connection between
the BSL and the node BSL. It provides the abstraction of the FTDI chip to a serial
connection. This part is the least stable part of the tool chain. It breaks sometimes
and this seems to happen more often when the BSL is started. On both nodes, the
initialization sequence relies on the control pins of an RS232 connection. This, in
turn, results in a high load on the USB subsystem of the kernel, which may cause
problems. To increase stability, at most two nodes are programmed at the same time.
This constraint is ensured in the user side control scripts. The control thread runs
permanently on the super nodes. It takes less than 2 MB of RAM and not more
than 10% of the CPU. The C++ based implementation allows a reliable and fast
reprogramming of all nodes in the testbed, nearly as fast and reliable as a desktop
based testbed.
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Figure 5.6: BSL interaction flow

After programming, the next task is to send data to a node and to receive data
from it. Ideally, a testbed makes no assumptions on the data exchange between the
tools of a researcher and the application under test on the node. However, the su-
per node has to communicate with the sensor node using a serial connection and
this requires a communication protocol. Since the application is implemented in
TinyOS, the communication protocol is based on the serial forwarder. The packet
format on the node side is simple. The start and the end of a packet is marked with a
Start Frame Delimiter (SFD) and the packet is encoded such that the SFD does not
occur in the payload. In addition, the packet type and a CRC is transmitted. The
packet type can be used to tunnel different protocols over the serial forwarder and
TWIST supports packets, acknowledged packets and ACKs. Otherwise, the pro-
tocol is limited. The sensor node assumes that a packet always arrives at the super
node, whereas the super node usually demands an ACK for flow control reasons.
An analysis of the communication between the node and the super node showed
that a more complex protocol would increase performance. The round trip time on
the USB can be quite long and variable. It is usually below 20 ms but can be up to
60 ms, whereas the plain transmission of a single packet takes only 5 ms. An optimal
link layer protocol for the USB connection should use a window based flow control
with ACKs. In addition, the basic packet format should include an SFD, a length
byte and a CRC. This removes the need to encode the packet to ensure that the
SFD does not occur in the packet. In addition, this would make it suitable for Direct
Memory Access (DMA) on the sensor node side. DMA allows the UART to trans-
fer the packet directly to the node’s memory, which lowers the impact of debugging
and performance monitoring on the other tasks of the sensor node. However, such
a complex reimplementation was out of the question; too many legacy programs
rely on the current behavior.

The serial forwarder reads packets from a TCP port and transmits them to the
sensor node. It also reads packets from the sensor node and transmits them via TCP
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to a client program. Since this relies on TCP the implementation is simpler. Basi-
cally, each packet starts with a length byte and the rest is not interpreted by the serial
forwarder. In TWIST, different implementations were tested. The python imple-
mentation was quickly abandoned, because it used all computational resources on
the super node supporting a single sensor node. The next step used the C based im-
plementation of TinyOS. However, this implementation required a separate pro-
cess for each sensor node. Each process required 2 MB out of 8 MB RAM on the
super node, and supporting more than four sensor nodes was not possible. There-
fore, the serial forwarder has been reimplemented in C++. The main task of the
serial forwarder is straight forward, but the implementation has to cope with several
limitations.

First of all, the program on the node and the user program assume that no pack-
ets are lost in any direction. At least experience shows that many users do make
this assumption, since it greatly simplifies the software support. The implementa-
tion has to comply with this assumption without the help of a more sophisticated
communication protocol. In addition, the implementation has to take the execu-
tion environment into account. The USB subsystem and the Linux driver for the
FTDI chip are not very reliable and sometimes the connection breaks. This should
be detected and communicated as early as possible. Another reason for a breaking
connection is temperature. The MSP430 uses an internal Voltage Controlled Oscil-
lator (VCO) to generate the clock from which the baud rate is derived. This VCO is
sensitive to temperature and the real baud rate of the UART drifts and bit errors re-
sult. This cannot be solved on the super node but it has to report the errors. On the
eyesIFX platform, the UART baud rate is derived from the high frequency crystal
of the radio whenever possible. Its communication connection is hence more reli-
able. Another aspect are the computational resources on the super nodes. Each super
node has to support up to eight sensor nodes, each communicating at 115.2 kBit/s in
both directions. The total traffic is nearly 2 MBit/s which is quite remarkable given
that a super node runs at a CPU clock of 133 MHz. The high peak data rate requires
an efficient implementation. The basic structure of the implementation is shown in

Figure 5.7: Serial forwarder action flow

Figure 5.7. It consists of several threads, each taking care of a specific task. The
main process is Control. It provides the basic user interface on a TCP port or on
a command line. Using this process, the user can start a serial forwarder. Based on
this request, three threads are created. The TcpServer accepts connection requests
from a user process. The SerialRead thread receives data from the node and the
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SerialWrite sends data to the node. When the user connects to the TcpServer,
two new threads are created, one for receiving data from the user and one for send-
ing the data to the user. In the first step, the user process sends data to the node, for
instance setting a parameter. This data packet is received by TcpRead and stored in a
packet buffer. When data becomes available, the SerialWrite thread wakes up and
sends it to the node. These two threads implement the classical producer-consumer
design pattern. A similar pair exists for the opposite direction. When the experiment
is over, the user process closes the connection. However, the threads persist until the
serial forwarder for this device is explicitly stopped. Figure 5.7 shows another reason
why the serial forwarder is stopped: It encounters an error in the serial line. In this
case, the garbage collector thread is informed, which deletes the serial forwarder
for this device and stops the corresponding threads. The threaded implementation
seems to be rather complex, compared to the standard TinyOS implementation that
uses the select system call. However, the threaded implementation allows a user to
start several serial forwarders, one for each device connected to a super node. They
all run in the same process context with negligible memory overhead. Another fea-
ture is the support for multiple clients, which is not shown in figure 5.7. This is an
important feature in many applications. One client uses the information from the
testbed for visualization and another client logs the data into a file.

While the threaded implementation is efficient in terms of memory, it is not
necessarily so in terms of computational resources. In fact, the first implementation
was rather slow and supported only two sensor nodes per super node. One reason
was that the SerialRead thread received each byte separately. This was optimized
by introducing a timeout. When new data becomes available, SerialRead does not
read it immediately. Instead, it sets a timeout that allows 20 more bytes to arrive. Af-
ter the timeout, the bytes are read, stored in a buffer and then processed to decode
complete packets. A corresponding optimization is implemented for SerialWrite:
Instead of processing and sending a packet byte by byte to the node, it is first pro-
cessed and sent as a whole stream. This relies on the OS to make all other necessary
conversions. In addition, the CRC implementation was changed. These optimiza-
tions increased performance drastically. Each super node can now support eight
sensor nodes with a CPU load below 40%; most of the time is spend inside the
Linux kernel. This highly efficient implementation has a remarkable side effect on
the message ordering: TWIST usually maintains the happend-before order. Re-
searchers can thus debug protocols in nearly the same way as with a simulator.

These two programs, the serial forwarder and the BSL, solve the majority of the
node side tasks. Dynamic power supply is solved by Linux on the super nodes in
connection with the USB hubs. This leaves in-circuit debugging and node identi-
fication as open tasks. In-circuit debugging could be supported via the BSL. How-
ever, the Telecommunication Networks Group (TKN) concentrates on commu-
nication protocols, which involve at least two sensor nodes. In-circuit debugging
works only on a single node and is not implemented in TWIST due to low de-
mand.

Identifying a single node is solved by Linux and the FTDI chip. In TWIST the
FTDI chip is programmed such that it has a unique number. Recent variants have
a unique number as a factory default. With these numbers, a node can be identified
without support from the sensor node. In addition, unique identifiers for parts on a
sensor node are increasingly common. The reason is a demand from the automotive
industry: All parts have to be identified in a unique fashion. These numbers can also
be used to identify nodes in the testbed.

With these basic node side tasks, researchers can program complex experiments
with any general purpose programming language. However, most experiments fol-
low a fairly predictable pattern and can be run remotely.
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5.5 User side support

Running an experiment in a remote fashion as explained in Section 5.3 requires
additional support from the testbed. Essentially, the node side tasks must be accessi-
ble from the Internet. This introduces certain risks. In addition, it may happen that
the testbed is used by many researchers at the same time. This requires coordination
of the experiments such that they do not interfere. The testbed should fulfill the
following tasks:

• user authentication,

• user authorization,

• storage for measured data,

• time stamping of experiment data,

• scheduling and

• batch execution of experiments.

In addition, it should provide management support, such as supervising node status,
super node status and server status.

5.5.1 Hardware

Figure 5.8: Hardware in TWIST

Figure 5.8 shows how the super nodes are attached to the Internet. The nodes
(not shown) are attached to the USB hubs. Usually, only one USB hub is connected
to a super node. In large rooms, two USB hubs are connected to a super node for
cost reasons. The super nodes are connected with two 1 GBit switches to the testbed
server. Recently, these switches were replaced with PoE switches. The web server is
behind a dedicated firewall in a De-Militarized Zone (DMZ), whereas the testbed
server cannot be directly accessed from the Internet. The switches and the servers
were selected to allow a permanent operation even with higher ambient tempera-
ture. The web server and the testbed server have a Redunant Array of Inexpensive
Disks (RAID) 5 hard disk array consisting of four 200 GB hard disks, one of them
a spare. This provides the much needed storage space even for long running exper-
iments. The web server and the testbed server are very similar. Should one server
fail, its function can be transferred to the running server.

Overall, the hardware is sufficiently reliable. The servers had some problems
with the RAID controllers from LSI these were solved by switching to 3ware con-
trollers. As it turned out, the only hardware that fails on a regular basis are the
power supplies of the super nodes and the USB hubs. These power supplies last for
2-3 years constant use. This is an acceptable lifetime, given the costs of 5-10e per
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piece. Sometimes, the super nodes crash for no apparent reason. Their power supply
was therefore changed to PoE. This reduced the number of crashes and improved
the maintenance: It is possible to reboot a super node remotely. Before, this had to
be done manually, disrupting the daily work of the colleagues. Together with the
software improvements, these measures reduced the number of failing super nodes
to about one per week out of all 46 used. This enables long running experiments
in TWIST. By comparison, very few problems occurred with the sensor nodes. In
five years of operation, only one Telos B node had to be exchanged and about 20
eyesIFX nodes. These exchanges were motivated by failing radio modems.

5.5.2 Security considerations

The testbed is accessible from the Internet; hence it must be sufficiently secure. A
requirement which, in turn, influences the software design. In this case, security
implies that experiments should not be disturbed by attacks or intrusions. Also,
measured data should not be exposed, since it may allow conclusions about personal
habits of the persons working in an office, like smoker/non-smoker distinction or
work hour preferences.

Before the advent of the World Wide Web (WWW), servers were mainly used
by large organizations and the main threat were hacking attempts in order to gain
access to data stored on the servers or to use the servers themselves for other pur-
poses like file sharing. Often, protocols like NFS were used to provide additional
storage for computers in the organization, assuming that it could be accessed only
from within the organization. With the proliferation of the WWW servers config-
ured for intra-organizational – and hence highly trusted – uses, were connected to
the Internet. Their open configuration allowed complete strangers to access prac-
tically any information on the server. Therefore, firewalls (specialized computers)
were invented that block access to these servers from the Internet, limiting access
for strangers to the WWW server of the organization, exposing only a single server
to the threat of being hacked. A faulty implementation of the TCP/IP stack can be
used to execute code on the server and ultimately compromise it. As a result of these
attacks, TCP/IP implementations were improved and a layout recommended that is
also used by TWIST: a firewall separates two zones in the network, one – the DMZ
– is used to allow public access to, say, the WWW server of the organization. In this
zone, only unclassified information is stored. The other part is the Intranet. Here,
classified information is stored and at most outgoing connections are allowed. Note
that this configuration only helps when faults in the TCP/IP protocol stack are used
to hack the server. However, vulnerabilities remain due to a faulty implementation
of e.g. an application layer protocol like Hyper-Text-Transport Protocol (http). The
firewalls had an interesting side effect. Their restrictions prohibited many proto-
cols, for instance Sun-RPC. To circumvent the restrictions, similar functionalities
were reproduced using protocols on top of http, e.g. Simple Object Access Proto-
col (SOAP). This approach makes port blocking firewalls practically superfluous;
they cannot ensure that all pre- and post conditions of the functions called by a
SOAP based RPC are met.

Due to improvements in the protocol implementations of operating systems,
current hacking attacks concentrate on WWW servers, or software used by WWW
servers, for instance Structured Query Language (SQL) data bases that are used
to store information. Other attacks involves user software like web browsers. For
example, libraries used for rendering pictures can contain bugs, allowing an attacker
to execute code on the client machine. Again, such an attack cannot be prevented
by a port filtering firewall because it uses a user-initiated Internet connection. In
addition, browsers allow the execution of programs; examples of such programming
languages are Java, JavaScript or ActiveX. Their interpreters are complex, resulting
in a high probability of bugs that can be exploited.
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Before an attacker tries to hack into a system, there has to be an incentive.
The hacker can gain an advantage by accessing sensitive data stored on the TWIST
servers, here mostly sensor data. The sensor data could be used to plan a burglary
either into the building or into a flat of an employee. In many offices, the only valu-
able is a computer, or scientific equipment hardly sellable on a used goods market.
That may be different for the individual flats of the employees, but it is often sim-
pler for a burglar to make the work hour preference observations himself. Besides,
capturing the sensor data requires programming access to the nodes. This is hardly
unobtrusive since it interrupts running experiments.

Of course, the situation is quite different for a bank, a social network service like
Facebook, or an online store like iTunes. Here, stealing the identity of a user can be
used to buy goods from anywhere in the world. But for TWIST, the information
stored on the servers does not provide a significant incentive.

Another incentive is the servers and their wide band access to the Internet. By
gaining access to such a server, the hacker can use it as a file server, for other “ser-
vices”, to transmit spam Emails, to hide attacks on other systems, or for Distributed
Denial of Service (DDoS) attacks. Illegal file services were the main reason for hack-
ing into the servers of the institute in the last millenium, but this declined with the
advent of Peer to Peer (P2P) systems like Torrent. Recently hacked systems have
mainly been used to distribute spam Emails. Given the good Internet connection,
such uses are interesting but would not interfere with the purpose of the testbed.
Summarizing the findings, the risk of TWIST to be hacked is moderate, with the
Internet connection of the servers as the most significant incentive.

5.5.3 Design and implementation

TWIST is a distributed system, and as such can be programmed using different basic
principles. The main distinction is whether the interaction with the testbed should
be stateful or stateless. Starting from the automated use case, it becomes apparent
that a “purely” stateless implementation is not going to work: some information is
persistent and therefore valid even if the parts of the testbed are exchanged, whereas
other information is volatile and subject to change without notice. Examples of
persistent information are:

• User authentication data

• User authorization data

• Node USB identity to node id mapping

Volatile information includes:

• Which nodes are connected to which super nodes

• Data connection status between user application and node

For management purposes, the information which nodes are connected to which
super nodes should be maintained in a persistent fashion: Changing nodes and su-
per nodes is labor intensive and there is a risk of destroying a node. As a result, the
node–super node connection is stable. On the other hand, the super node tracks
the current state. Whenever the persistent state and the current state differ, a fault
has occurred and must be repaired.

Another factor that limits the complexity of the control flow is the user side. An
experiment can be described in a specialized control language as for OMNet++ [107]
or a general purpose programming language like python. This requires an inter-
preter running on the computer of the researcher, which may or may not run on it.
A web server based approach is preferable. It requires no provisions on the user side
and can be used to execute complex experiment scripts.
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Figure 5.9 shows a graphical comparison of the different life times of data. When
a user is authenticated, several jobs can be scheduled. This schedule is visible to all
other researchers, along with an Email address. This way, conflicts can be solved
in a cooperative fashion. The scheduling is done by node type, start time and ex-
periment duration. Currently, no automated experiments are supported and a user
has to start the experiment manually. After authentication and reservation of the
testbed, a user is allowed to use it for experiments. During one authorized use, sev-
eral actions can be initiated, for instance changing parameters or even starting a new
experiment. To make things even more complicated, the status of the data connec-
tions can change in a completely unrelated way. The user can start and terminate a
data connection at any time – in principle completely independent of any authen-
tication and authorization. On the other hand, the software and hardware used in
the testbed may experience failures, cutting one or several data connections to the
sensor nodes. To complicate things further, some cuts can only be detected at the
application layer: the software running on the user’s computer and the program
running on the sensor node.

Given the stateless front-end and the unpredictability of the data connection to
the nodes, TWIST is programmed in a stateless fashion. Persistent data is used for
authentication, authorization and fault tracking.

The basic software components and their distribution across the servers are
shown in Figure 5.10. The web server provides an interface that shields the user
from the layout but also from testbed software changes. The interface is imple-
mented in python using the twisted library. In order to achieve high security at
the application layer, all passed parameters are checked for integrity. These checks
use as much information on how the passed parameter should look like as possible.

The management interface, which is not shown in Figure 5.10, is hosted on the
testbed server. The reason is that the testbed server provides persistent data storage.
The web server refers to the testbed server to check whether a user is authenticated
and authorized to use the testbed. The testbed server also stores all information on
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the testbed itself, providing a baseline for fault tracking. This information is also
used to simplify node programming, since the testbed server also works as an RPC
server. The RPC calls expose the node side tasks to the user. Its implementation
does not rely on Sun-RPC, instead the functionality has been reimplemented using
shell and python scripts, as well as ssh connections, due to the over-engineered
security architecture of TWIST. It does not permit RPC calls from the web server
to the testbed server. Instead, the necessary holes are punched using ssh connec-
tions. Whether this is more secure than Sun-RPC is an open question: the neces-
sary credentials cannot be protected. Once the web server is hacked, the rest of the
systems is open.

Depending on the user’s request, the testbed server executes RPC calls on the
super nodes. Again, these RPC calls are implemented using ssh tunnels and python

scripts. In this case, they also use the fact that all super nodes mount parts of their
file systems via NFS from the testbed server. As already discussed in Section 5.4.2,
the super node also exposes the data connection to each node.

Figure 5.11 shows the interaction flow between the components for a successful
start of an experiment. This interaction has been used for nearly all experiments
in this thesis. In the first step, the user logs into the web server. The web server
checks the credentials against the data stored on the testbed server. If the authen-
tication is successful, a cookie is stored on the user’s computer. In the next step,
the authorization is checked. Access is authorized if a corresponding job has been
scheduled. In the next step, the necessary data for the job is transmitted. It consists
of the IDs of the sensor nodes that shall be programmed, the program and whether
a data connection to the sensor node shall be established. After a preliminary check,
the web server provides this information to the testbed server. The testbed server
checks whether the data is plausible. If so, it modifies the program and prepares
an image for each sensor node. In TWIST the sensor nodes have no unique ID;
it has to be provided in the program. The testbed server takes care of the neces-
sary adjustments. The RPC calls and the prepared programs are stored in the NFS.
Then, the server uses an ssh connection to execute a script on each super node.
This script is executed in parallel on all super nodes. On the super node the script
retrieves the node images from the NFS for all nodes attached to it. It then executes
the RPC files. These files contain the basic function calls like stop serial forwarder,
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erase node, program node and start serial forwarder. The script converts these calls
to the appropriate data transfers for the BSL and serial forwarder process that always
runs on each super node. Should one of them not run, it is automatically started
by the script. If one of the calls fails, the script tries again. If the retry should fail,
the script cuts the power to the sensor node. After a while, it powers the nodes on
again. This essentially restarts the USB system on the super node. When the sen-
sor node works, the script tries to execute the command again. If this still does not
work, it gives up. Success or failure messages are gathered as plain text by the testbed
server and transmitted to the web server, which in turn renders it as a Hyper-Text
Markup Language (HTML) page. Experience shows that only the calls involving
the BSL tend to fail and the automatic retries deal successfully with such failures.
Also, the RPC calls are executed for at most two nodes at the same time, which in-
creases the success probability. When the sensor node is successfully programmed,
the serial forwarder is started. The testbed server can connect to it directly. Again,
the security architecture prevents data from being delivered to the user. A simple
port forwarding is sufficient and the firewall is the best place to do it. However,
this goes against the philosophy of a DMZ that no direct connections between the
testbed and the Internet are allowed. Instead, the necessary holes are punched using
a custom program. Whether this is more secure than a port forward in a firewall
is debatable. An alternative to a custom program is an ssh tunnel. However, the
super nodes do not have sufficient computing resources for this and resources of the
testbed server are used for logging data. This is not shown in Figure 5.11 but it is one
way to store experiment data for later analysis. This is especially useful for remote
researchers whose Internet connection may not be able to support the data stream
from the nodes. The example shows an a user implemented data logging. To do so,
the user has to establish an ssh tunnel to the web server, one for each sensor node.
This connection can then be used like a local connection, and data can be logged or
visualized.
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5.6 Conclusion and outlook

The testbed software fulfills the major tasks, allowing a user-friendly use of the
testbed: experiments can easily be scheduled, changed and resulting data can be
retrieved, either online or offline using the server. During the years of usage since
its introduction in 2007, the back-end implementation proved to be sufficient: The
testbed is easy to use for new users that never had physical access to the testbed and
have little to no knowledge about the way it internally works. The web front end
shields the user from the internal complexity, and the built-in automatic repair and
retry mechanisms make the testbed reliable.

Building the testbed has proven to be a valuable experience. While the sensor
nodes work without problems, the other hardware in the testbed does not. This
required a careful analysis of the causes. In particular, software components on the
super nodes had to be re-implemented. The few remaining problems are caused by
high temperatures: The super nodes tend to fail when the temperature rises above
35◦C: Additional housing for the super nodes and USB hubs should be selected
with care. Overall, the failure rate is very low given the rather cheap hardware.
On average, only one of the 46 slugs fails in a week, which allows long running
experiments. For example, some of the experiments used in this thesis took more
than two weeks.

Another performance measure is the turn around time, i.e. the time it takes to
set up a new experiment. TWIST matches a desktop based installation very closely.
The time needed to program all 204 sensor nodes in the testbed is only twice as
long as for a single node on a desktop.

Debugging a communication protocol with TWIST is nearly as easy as in a
simulation: TWIST usually maintains the message order, even if the sensor nodes
are not attached to the same super node. This is mainly due to the efficient software
implementation on the super nodes but also due to the hardware selection. Given
the maximum traffic and the super node limit of 100 MBit, the 1 GBit Ethernet
switches look like an overkill. However, they do help in maintaining the message
order.

There are of course ways to improve TWIST, particularly the security archi-
tecture. Due to recent bug fixes in the TCP/IP protocol stack of popular OSs like
Linux, the firewall and the web server are superfluous. Their tasks can be migrated
to the testbed server without lowering the security level. In addition, the RPC im-
plementation can be improved. Here, Sun-RPC is a promising candidate: it has a
low computational complexity. Also on the user side the automatic, remote exe-
cution of experiments can be improved. Instead of scripting the access to the web
server with a tool like curl, XML-RPC can be used. However, these improve-
ments are not pressing – the testbed fulfills the tasks required of it.
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6

Physical layer of the eyesIFX nodes

For this thesis, eyesIFX nodes are used for the performance evaluation, and this
chapter characterizes the TDA5250 radio from Infineon [49]. The eyesIFX nodes
were chosen because they use a very common modulation, namely Frequency Shift
Keying (FSK). This allows a comparison of the results with other nodes. This mod-
ulation is used by many low budget radio modems and the TDA5250 is a typical
example. A detailed understanding helps when configuring other radio modems:
cheap modems exhibit an astonishing plethora of parameters that can be configured.
The eyesIFX nodes operate at 868.3 MHz frequency band. This allows a higher
transmission range at the same energy consumption compared to a transmission at
the 2.4 GHz band. In addition, the 868.3 MHz does not suffer from interference by
other devices as the 2.4 GHz band, which makes the experiments repeatable.

Section 3.3 showed that a high delivery ratio per hop is important for successful
and efficient consensus. However, it can come at a disproportionally high cost in
terms of energy. It is, therefore, important to optimize the parameters of the physical
layers such that the per hop delivery ratio is maximized.

This chapter analyzes the radio modem and how the divers parameter settings
influence the performance. It starts with the higher level services that allow the
physical layer to detect and frame packets in Section 6.1, continuing with the reli-
able detection of bits in Section 6.2 and the tuning of various parameters for opti-
mal performance in Section 6.3. The last Section 6.4 addresses a research question
in connection with wireless link models, namely link asymmetry, its causes and
its relation to the sensor node. This chapter describes, how the performance was
achieved, mainly for two reasons. First of all, it allows other researchers to reproduce
and cross-check the results. Secondly, it contains a discussion of many parameters
that are typically neglected in simulation models. It can, therefore, serve as input to
improve these models.

6.1 Framing

The data connection of the TDA5250 radio is a simple pin, and the level of this
pin is modulated onto the transmitted radio signal. No restriction is placed on the
transmitted bit stream. However, transmitting a packet bit-by-bit puts a high com-
putational burden on the microprocessor. The receiver would have to sample this
pin at a high frequency to use a majority vote on the received bit. This approach is
error prone. Therefore, the radio modem on the eyesIFX node is connected to the
microprocessor using the UART of the microprocessor. This lowers the computa-
tional impact on the microprocessor and provides byte-level synchronization.
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To achieve byte-level synchronization, the UART transmits first a low start bit,
then the byte starting with the least significant bit and a high stop bit. The high-low
transition enforced by the start and the stop bit allows the UART to synchronize
to each byte. However, this works only if all transmitted bits are received. Other-
wise, the UART may choose the wrong high-low transition as the byte border. It
is therefore necessary to precede each packet with a header that allows the radio to
tune to the transmission and helps the UART to find the right byte boundary.

The TDA5250 tunes very quickly to the incoming bit stream. According to the
data sheet, it loses at most the first three bits while tuning to the transmission. To
account for this and to provide a foundation to decode bits, each packet starts with
two 0x55 bytes. As a result, the UART transmits a sequence of high-low transitions.
After this, a 0xFF byte is transmitted. For the receiving UART, this looks like an
idle line condition, resetting the state of the receiving UART. After this, three 0x83
bytes are transmitted. This byte serves as the SFD, and the receiver assumes that it
has successfully detected the start of a packet if it receives at least two SFD bytes.
This redundancy is necessary because the radio modem always delivers “bits” to
the microprocessor – most of them are caused by noise. The dual check lowers the
probability that the microprocessor is busy decoding a noise packet and missing a
real packet. During the evaluation, this six byte physical header proved to deliver the
best performance: real packets are detected with high probability and false packets
are ignored very often. In the next step, the physical layer has to ensure that the
remainder of the packet is also received.

6.2 Channel coding

6.2.1 Decider architecture

The more important task of a channel code is to ensure enough high-low transitions
to enable the correct decoding of the signal. Take for example Amplitude Shift
Keying (ASK). In ASK the information is encoded by transmitting a strong signal
(say 3 V) for a high level and a weak signal (say 1 V) for a low level. A simple decoder
could use a fixed threshold of 2 V to differentiate between the two levels: everything
above 2 V is a high level and everything below is a low level. However, long distances
lower the signals at the receiver: a high signal can drop below 2 V – resulting in
wrong decisions.

A similar argument applies for the baseband of the TDA5250, which does not
use a fixed threshold to distinguish between high and low levels. Instead, it supports
two alternatives. The first decider is called a “slicer” which combines a low pass filter
and a comparator. The signal is low pass filtered to derive an average. Any signal
above this average is a high level and every signal below is a low level. Of course,
this approach works only if the transmitted bit stream contains enough high-low-
transitions such that the average level is not skewed.

The second decider is based on peak detectors. The peak detectors keep the
highest and the lowest signal encountered so far as a reference. Any new signal is
compared with these thresholds. If it is closer to the lower threshold, it is decoded to
a low level, and if it is closer to the upper threshold it is decoded to a high level. This
approach enables fast decoding: one high and one low signal is enough to tune the
decoder. However, the reference thresholds must be refreshed, and the transmitted
bit stream must contain a sufficient number of high-low-transitions. Therefore, the
physical layer has to ensure that the received signal is “balanced”.

6.2.2 Balanced codes

One way to ensure enough high-low transitions are scramblers. They basically xor
the data bits with a pseudo random bit sequence that is known at the sender and the
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receiver. The advantage is that they do not increase the length of a packet and ensure
enough transitions on average. The disadvantage is that there is no upper bound for
the number of transmitted bits with the same level.

Channel codes increase the packet size, which is a disadvantage. However, they
guarantee high-low transitions independently of the packet contents. In addition,
the redundancy added by the channel code can also be used to make frame synchro-
nization easier or to detect broken packets. Therefore, binary balanced codes (Knuth
[59]) were chosen for the implementation of the physical layer.

 0.8

 1

 1.2

 1.4

 1.6

 1.8

 2

 2.2

 2  3  4  5  6  7  8  9  10  11

P
ar

ity
 B

its

Information Bits

log(n)/log(2)/2+0.326

Figure 6.1: Balanced code overhead

Binary balanced codes ensure that in a given word of length m are exactly m/2
high levels and m/2 low levels. The number of parity bits p can be approximated
with p > 1/2 log2 n+0.326 [59]. This is a lower bound and does not imply that one
is able to construct such a code. The bound is shown in Figure 6.1. The necessary
number of parity bits does not increase linearly with the number of information bits.
Rather the relative overhead of a balanced code decreases with an increasing number
of information bits, and long words have an advantage here. A similar observation
for FEC has been discussed in Chapter 4.

Although balanced codes guarantee that there are as many high as low levels,
they may group all high levels and all low levels together. For example, the word
“0011” is balanced. Sometimes the next information bits are encoded as “1100”,
leading to a “00111100” signal. Here, four bits have the same level. Such a case
should not lead to decoding failure. As a safeguard, the data sheet of the TDA5250
recommends a Manchester encoding using a gross bit rate of 2 kBit/s. The Manch-
ester code is widely used and easy to encode and decode using a table lookup. The
Manchester code encodes every bit in two bits: the information bit and its inverse.
In addition, a 4b6b channel code was implemented. The 4b6b code maps every
half-byte (nibble) to six bits. Of these six bits, three have a low level and the other
three have a high level. The encoding and decoding is done using a lookup table,
keeping the computational costs low.

The Manchester code and the 4b6b code are used as channel codes because the
computational costs and the memory requirement for the lookup table is small.
The 4b6b lookup table consists of only 26 = 64 bytes, whereas the Manchester
lookup table consists of 24 = 16 bytes. Both channel codes are, therefore, reason-
able candidates for a channel code, given the limited computational resources on
a sensor node. The next section evaluates which channel code achieves a higher
performance.
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6.2.3 Code and decider evaluation

The channel code and the decider depend on each other as well as the radio modem.
This section describes the experiment and the results of the performance analysis.
In this experiment, each eyesIFX node in TWIST[45] sends a 28 byte long packet.
The start time is randomly distributed over a one minute interval such that each
node sends a packet every 30 s on average using a CSMA protocol. The receivers
of the message send a status packet on the USB connection. This status message
contains the sender, the sequence number of the packet and the Received Signal
Strength Indicator (RSSI) in dB. These reports are analyzed off-line to compute
the comparison metrics. The experiment is repeated ten times for each channel
code/decider combination.

Parameter Values
Channel code 4b6b, Manchester
Decider Slicer, Peak detector
Clock source Radio crystal
Modulation FSK
IQ Bandwidth 150 kHz
Baseband Filter 39 kBit/s
Transmit power Low = −22 dBm
Data rate 23 kBit/s
Repetitions 10
Significance Level 0.1

Table 6.1: Experiment parameters, channel code and decider
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Figure 6.2: Delivery ratio for each channel code/decider combination

The different channel code/decider combinations are compared using the deliv-
ery ratio. The delivery ratio is computed for each link: the number of packets that
a node received from a certain node is divided by the number of packets sent by
this node. The non-zero delivery ratios for all links are added and divided by their
total number to compute the average delivery ratio for this experiment. The full
parameter set is given in Table 6.1, and the result of the experiment is shown in
Figure 6.2. This figure also shows the confidence interval, here for a t-Distribution
and α = 0.9. In contrast to the recommendation of the data sheet, the 4b6b code is
better than the Manchester code. Even more interesting is the interaction between
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the channel code and the decider. The Manchester code is best decoded using the
peak detectors, whereas the 4b6b code is best decoded with the slicer. Apparently,
the peak detectors need to be refreshed often to deliver good performance. Based
on this result, 4b6b is chosen as the channel code for the eyesIFX nodes, instead of
the Manchester code recommended by the data sheet of the radio modem.

6.3 Radio parameter tuning

Finding the best combination of channel code and decider for this radio modem
is a first step to achieve the highest possible delivery ratio using the eyesIFX radio.
Given the fact that another combination is better than the recommendation of the
data sheet, it seems prudent to have a closer look on the other parameters as well.

6.3.1 Data rate

The data rate is not fixed by the radio modem. Instead, it can be influenced by the
UART. The MSP430 allows a wide range of data rates, starting from 1 kBit/s up to
115 kBit per second gross bit rate. According to the data sheet [49], the radio works
from 1 kBit/s up to 60 kBit/s, but the data rates above 16 kBit/s are evaluated only for
a frequency shift of ±100kHz for the FSK modulation, which results in a frequency
spectrum outside of regulation requirements. Therefore, measurements have to be
made to determine a good bit rate.

Parameter Values
Channel code 4b6b
Decider Slicer
Clock source Radio crystal
Modulation FSK
IQ Bandwidth 150 kHz
Baseband Filter 39 kBit/s
Transmit power Low = −22 dBm
Data rate 10, 16, 23, 32, 41 kBit/s
Repetitions 10
Significance Level 0.1

Table 6.2: Data rate evaluation, parameters

Again, the delivery ratio is evaluated as discussed in Section 6.2.3 for the param-
eter set given in Table 6.2.

One would expect the delivery ratio to decrease with increasing data rate. In-
stead, the delivery ratio increases as shown in Figure 6.3 and peaks at 23 kBit/s, after
this point it decreases as expected. While the data seems to show this trend, one
should keep in mind that the result is not significant as indicated by the overlapping
confidence intervals. The result is not in line with the expectations. One explana-
tion could be the filter settings. They are rather wide. For low bit-rates this implies
that more noise is included than absolutely necessary when decoding the signal.
The next sections, therefore, analyzes the influence of filter settings.
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Figure 6.3: Influence of data rate

6.3.2 Base band filter

The TDA5250 does not deliver the output of the decider directly to the micro
processor. Before it delivers the data, it applies a low pass filter that prevents fast
fluctuations on the pin. The filter bandwidth should be adapted to the data rate, and
the data sheet recommends that this base band filter bandwidth should be around
1.5× bitrate. The parameters shown in Table 6.3 are used for this experiment.

Parameter Values
Channel code 4b6b
Decider Slicer
Clock source Radio crystal
Modulation FSK
IQ Bandwidth 150 kHz
Baseband Filter 23, 28, 32, 39 kBit/s
Transmit power High = +9 dBm
Data rate 23 kBit/s
Repetitions 10
Significance Level 0.1

Table 6.3: Base band filter

The influence of the base band filter is shown in Figure 6.4. Here, a setting that
is very close to the data rate is advantageous, in contrast to the recommendation of
the data sheet. For 23 kBit/s the data sheet recommends 32 kBit/s for the base band
filter as the optimal value, whereas the results show already a slight performance
degradation for this setting. Interestingly, the result is not significant, implying that
the overall influence of this parameter is small or not present at all.
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Figure 6.4: Influence of base band filter

6.3.3 IQ filter bandwidth

The TDA5250 allows to influence the IQ filter bandwidth. The IQ filter selects the
narrow frequency band where to data is encoded. This is visualized in Figure 6.5.
The blue line shows the spectrum of a transmitted packet, with the frequency being
the x-Axis and the output power in dBm as the y-Axis. The IQ filter selects the
hatched part of the spectrum for demodulation (here using a IQ filter bandwidth of
100 kHz).

Figure 6.5: FSK spectrum of TDA5250 radio

Using the parameters as shown in Table 6.4, it seems that a narrow setting for
the filter is advantageous (about twice the bit rate) see Figure 6.6. However, its
influence on the delivery ratio is not significant.
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Parameter Values
Channel code 4b6b
Decider Slicer
Clock source Radio crystal
Modulation FSK
IQ Bandwidth 50, 100, 150, 200 kHz
Baseband Filter 28 kBit/s
Transmit power High = +9 dBm
Data rate 23 kBit/s
Repetitions 10
Significance Level 0.1

Table 6.4: Filter evaluation parameters
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6.3.4 Delivery ratio versus SNR

The optimization of the radio parameters, the channel code and the framing enable
a data transmission that is as reliable as the modem permits. To achieve a high end
to end delivery ratio in a routing protocol it is desirable to use only “good” links
– links that have a high packet delivery probability. To this end, one could try to
measure the delivery ratio for each link, but this requires the transmission of a large
number of packets before a reliable estimator can be computed.

The question arises, whether there are other indicators that are well correlated
with the delivery ratio, but faster to measure. One such measure is the SNR. While
the relationship of the SNR and the delivery ratio is theoretically well established,
the practical measurement of the SNR is difficult. The TDA5250 radio modem
provides an analog RSSI level on one of its pins that is connected to the Analog
to Digital Converter (ADC) of the microprocessor. This enables the measurement
both signal and noise. When no packet is received, the RSSI is measured to estimate
the average amount of noise. The SNR is then computed using this noise measure.
This computation is imperfect, since the noise is not constant but fluctuates over
time.

The experiment uses the settings in Table 6.5. For each link the delivery ratio
and the average SNR are computed. Hence, each point in Figure 6.7 represents a
link during one of the ten repetitions. This figure compares the two settings, the
basic setting called “data sheet” because the parameters where set largely using the
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Parameter Data sheet Improved
Channel code 4b6b 4b6b
Decider Peak detector Slicer
Clock source Radio crystal Radio crystal
Modulation FSK FSK
IQ Bandwidth 150 kHz 50 kHz
Baseband Filter 39 kBit/s 23 kBit/s
Transmit power Low = −22 dBm Low = −22 dBm
Data rate 23 kBit/s 23 kBit/s
Repetitions 10 10

Table 6.5: Comparison

Figure 6.7: PER vs. SNR
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recommendations from the data sheet or the default values of the radio, and the
improved settings which incorporate the measurement results.

As expected, the delivery ratio improves with increasing SNR. The improved
parameters do not shift the curve: weak packets are still not received. Instead, it
seems to reduce other influences and the delivery ratio of “strong” packets im-
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proves. This can be seen by comparing the function fits shown in Figure 6.8. In this
figure the sigmoid function

f(x) =
1

(1 + e−ax−b)
(6.1)

is least-square fitted to the measured data. The slope of the function is steeper for
the improved data set, the delivery ratio is close to 1 for links that have an average
signal strength greater than 20 dB.

The delivery ratio as a function of the SNR is an important result. It helps to
find good thresholds for protocol mechanisms like carrier sense or path selection
in a routing protocol. It also enables a generalization of protocols to other radio
modems, as done for instance in Section 10.7.1.

6.4 Link symmetry

Many mechanisms e. g. in a MAC protocols rely on link symmetry: the packet and the
corresponding ACK should arrive with roughly the same probability. It is therefore
important to know whether the link is symmetric in this sense. Also, fraction of
asymmetric links of a node is interesting especially in comparison with other radio
modems. Section 6.4.2 shows how those asymmetric links can be explained.

One of the first measurements that documented asymmetric links and tried to
derive a model was done by Ganesan et al. [39]. The measurements were done
using the Rene motes, using the TR1000 radio. This radio operates in a compara-
ble frequency spectrum as the TDA5250 on the eyesIFX nodes. They notice that
the probability to have an asymmetric link increases with increasing distance, but
do not elaborate on possible reasons. They state that 5-15% of all their links are
asymmetric.

Possible reasons are presented by Liu et al. [72]. They attribute asymmetric links
to differences of the nodes. For the mica2 node that uses the CC1000 radio (which
is comparable to the TDA5250) they show that each node transmits at a different
frequency and has a different output power. They use only five nodes for the mea-
surement and cannot compute the fraction of asymmetric links.
Srinivasan et al. [95] uses a different radio, the CC2420. This radio modem

operates in the 2.4 GHz frequency range, whereas the nodes used in the other mea-
surements operate at 868 MHz or 916 MHz. This radio modem uses Direct Se-
quency Spread Spectrum (DSSS): it uses eight times more spectrum for the trans-
mission than absolutely necessary to transmit the signal. During their measure-
ments, they find that link asymmetries are temporal. However, they identify one
node to be a bad receiver. They conclude their findings:

While RF theory (and the laws of physics) state that the two directions
of RF propagation have identical attenuation, in practice this is not the
case.

This statement is an oxymoron. Either the RF theory is wrong or the examined
setting is not understood. The question arises whether it is possible to find an ex-
planation that does not contradict RF theory: it is rather unlikely that a fundamental
flaw in RF theory has not been discovered.

6.4.1 Comparison of directions in RF links

This section tries to find an explanation for asymmetric links that does not con-
tradict RF theory. The idea is that the transmit path and the receive path of a ra-
dio modem are not identical: the transmit path uses a power amplifier to amplify
the modulated signal such that it can be received, whereas the receive path uses
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a low noise amplifier to amplify the weak received signal. These are examples for
completely different components in the transmit and receive path, each subject to
independent series strays.

Parameter Values
Channel code 4b6b
Decider Slicer
Clock source Radio crystal
Modulation FSK
IQ Bandwidth 50 kHz
Baseband Filter 23 kBit/s
Transmit power Low = −22 dBm
Data rate 23 kBit/s
Repetitions 10
Significance Level 0.1

Table 6.6: Link symmetry experiment

For this evaluation, an experiment is set up where each node sends a packet at
random, on average every 500 ms. The parameters used for the physical layer are
shown in Table 6.6.
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If the links are fully symmetric, the forward and the reverse delivery ratio should
be equal – this should result in a diagonal contour in Figure 6.10. This figure is gen-
erated by computing the average delivery ratio for each link in forward and reverse
direction. When only one direction works (node A receives node B but node B does
not receive node A) this is considered to be the forward direction. Figure 6.9 shows
each pair as a single point. The points in the plot tend to cluster on the edges with
some intermediate points. However, it does not give a good overview how often a
certain delivery ratio in forward and reverse direction appears. This can be visual-
ized with a histogram. However, it requires a fixed bin width and thus reduces the
resolution. Instead, a two dimensional kernel estimator can be used to estimate the
density function of the distribution. This density function is shown in Figure 6.11
and its contour plot is shown in Figure 6.10. These figures show that the density
is clustered in groups. Most links are symmetric which results in the peak at high
forward and reverse delivery ratios. Some links work reliable in one direction but
not in the reverse direction. A few links work unreliable in one direction. Overall,
these measurements confirm that asymmetric links exist.
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The comparison of the forward and reverse SNR values of a link reveal an in-
teresting behavior. In Figure 6.12 the diagonal becomes apparent: the forward and
reverse SNR are in general comparable. The density shown in Figure 6.13 and 6.14
reveals that in most asymmetric links the packets are received with a small SNR
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around 10 dB. This value belongs to the transition region in Figure 6.8 and small
deviations in the nodes are likely to have a large influence on the delivery ratio.

Figure 6.14 also reveals that very few nodes are connected with links that exceed
an SNR of 20 dB, suggesting that the network will be disconnected if an SNR of
at least 20 dB is demanded as the minimum quality before the link is included on a
path.

On average 15% to 17% of the links are asymmetric for the eyesIFX nodes in
TWIST. This is more than reported for the Rene nodes in [39]. This indicates a
lower quality of the RF part on the eyesIFX nodes. For comparison, the experi-
ment was also performed with the Tmote Sky nodes. For this platform, only 4% of
the links are asymmetric. Hence, the eyesIFX nodes, especially at the low transmit
power setting, are a rather challenging environment. The network is barely con-
nected with very little headroom in the link quality before they break. If a protocol
works on these nodes, it can be expected to have a superior performance on other
nodes.

The tmote sky nodes share the same testbed as the eyesIFX nodes. This indi-
cates that the explanation for asymmetric links is a node property rather than a link
property. This explanation is also in line with RF theory and analyzed further in the
next section.

6.4.2 Node or link property?

The link asymmetry is often intuitively ascribed to the link, and the conclusions
in [95] are not free of this intuition. In contrast, [72] ascribe asymmetric links to the



80 Chapter 6. Physical layer of the eyesIFX nodes

nodes. There is no theoretical reason that a radio link can be asymmetric – if the
radio wave can travel in one direction, it can as easily travel in the other direction.
Air does not have a “preferred direction”.

More formally, a link between nodeA andB can be described in the following way:

S Received signal strength [dB]

T Transmit power series stray [dB]

R Receiver loss series stray [dB]

L Path loss [dB]

The measured received signal is then:

SA = TA − LAB −RB (6.2)

SB = TB − LAB −RA (6.3)

The path loss is unknown, but constant in both directions:

SB − SA = TA − TB −RB +RA

Regrouping gives:

SB − SA = TA +RA − (TB +RB)

It is not possible to separate the T and R, C describes them as a “node imperfec-
tion”:

SB − SA = CA − CB (6.4)

The communication link is ascribed to the connection between node A and B, and
Equation (6.4) shows that node imperfections explain the link asymmetry. Assum-
ing that the series stray C is normally distributed with mean of zero, a conclusion
on CA can be drawn by taking the links to the N neighbors into account and com-
puting the mean:

1

N

N∑
i=1

Si − SA = CA −
1

N

N∑
i=1

Ci

Assuming a zero mean for the series stray C:

0 = − 1

N

N∑
i=1

Ci

CA becomes:

CA =
1

N

N∑
i=1

Si − SA (6.5)

If the node is responsible for the link’s asymmetry all the links of this node are
affected. Practical measurements face additional challenges. The measured signal
strength is not constant, but has a random error. To reduce this influence, a mean
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Figure 6.15: Link symmetry – Difference between forward and reverse direction

value over all packets in the trace is used. The other issue concerns the assumption
that the series stray is normally distributed with zero mean. This assumption may
not hold for a particular batch of neighbors. One way to eliminate this error is to
exchange neighbors but this is impractical. A close approximation is to compute the
series stray C not only for one node but for all nodes separately. Each node has a
different set of neighbors. Here, the assumption of a normal distribution with zero
mean holds on average.

The result is shown in Figure 6.15. The average difference in the SNR – repre-
senting the series stray of a node – is plotted on the x-Axis and the average difference
in the delivery ratio is plotted on the y-Axis. To be able to identify bad nodes, the
node number is plotted. The error bars denote the 90% confidence interval.

For some nodes all links are asymmetric, for instance 18, 164, 167, 172 and 270.
Here, clearly node properties are responsible for the link asymmetries. Interestingly,
the asymmetry seems to have different reasons: node 18 seems to have difficulties
to deliver the packets to the microprocessor, while the other nodes seem to have
difficulties with their receive amplifiers. The series stray C is a compound value, it
consists of the transmitter error and the receiver error of a node. Intuitively, a node
with a negative series stray either has an above average transmit path or a below
average receive path: other nodes receive it with a strong signal, but encounter “deaf
ears” in return.

For comparison, Figure 6.15 also shows the difference between the forward and
reverse packet reception rates. Interestingly, there is a clear correlation between the
SNR values and the delivery ratios. This relationship exists only in the transitional
region for SNR values between 10 and 20 dB, see Figure 6.8: Most neighbors can
be found at long distances, where the connections are weak. In addition, the close
correlation shows that the SNR estimation is sufficiently reliable, and the influence
of the random error is strongly reduced by the averaging approach taken here.

6.5 Conclusion

The experiments in this section showed that the performance of the radio modem
can be improved by deviating from the recommendations in the data sheet. An
important result is also that a lower bit rate did not result in a higher packet delivery
ratio, instead there seems to be an optimal bit rate. Unless otherwise stated, 32 kBit/s
data rate are used in further experiments, it is slightly higher than the optimum, but



82 Chapter 6. Physical layer of the eyesIFX nodes

allows an easier implementation of a per byte timeout using the 32 kHz quartz of
the eyesIFX platform.

Using the low transmit power of -22 dBm is challenging for both, the link layer
and the routing protocol, as the TDA5250 shows a relatively large series deviation in
output power or receiver sensitivity, resulting in many asymmetric links due to the
lack of links with a high SNR. This implies that ACK packets are not received with
the same probability as data packets, and the routing protocol cannot safely assume
that a link over which packets are received can be used to transmit them. On the
other hand, comparing the symmetry results with a more modern radio modem, a
specific optimization for this case seems questionable, especially given the fact that
the proposed routing protocol uses parallel links for higher delivery ratio.

The eyesIFX nodes provide a challenging environment for a consensus protocol.
The network is barely connected with little headroom for link degradation. A pro-
tocol stack that enables consensus in this environment can be expected to perform
even better on better radio modems. Nonetheless, most performance evaluations
in this thesis are done with the eyesIFX nodes. In this environment, failures can
be expected to occur more frequently than in other environments, allowing valid
conclusions with fewer experiments. For other environments, special techniques
for rare events would have to be used.
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Measuring node energy consumption

The first generation testbeds lacked the ability to measure energy consumption. In-
stead, it usually was computed from the states of different node components, e.g.,
the radio modem. In fact, as most of the testbeds provide the power supply from
the testbed infrastructure rather than from batteries, energy consumption estimates
could not be verified. But even if the nodes are battery-driven, estimating the resid-
ual energy in a battery is imprecise.

This chapter describes the energy monitoring circuit used in TWIST. The cir-
cuit is a low cost, precise tool for online monitoring of the energy consumption
of individual nodes. The circuit provides the nodes with the information. This in-
formation can for instance be used to tune the protocol operation according to the
current consumption. This can be used to emulate a battery driven node in the
testbed.

The existing testbeds differ in the way how control infrastructure and power
provisioning is solved. Most of the testbeds depend on power and control supply via
a wired infrastructure, either Ethernet or USB. The TWIST testbed [45] described
in Chapter 5 demonstrates how USB based power control can be used efficiently for
precise topology configuration. Therefore, the following considerations are focused
on USB-based testbeds.

7.1 Requirements and design decisions

The USB-based testbed defines the starting point for the design: The measurement
circuit should not interfere with the functionality of the testbed to run and to con-
trol experiments. Moreover, it should not require any modifications either on the
side of the testbed or on the side of the sensor nodes. The measurement circuit is,
therefore, designed to mimic a short USB extension cable, plugged between the
node and its connection to the testbed.

The results of the energy consumption measurements should be available at the
node being studied in the experiment. It can then be used as an input for opera-
tion optimization in numerous protocols and settings. Most sensor nodes have an
extension header that allows additional hardware to be attached. The measurement
circuit should simply be another sensor attached to this header.

Once the measurement circuit is attached to the testbed and the node, it should
– ideally – not influence the operation of the node and deliver a result that is precise
and easy to process. More formally, it must meet the following requirements.

Form of result: The measurement results should be delivered to the node during
the experiment and the first result should be available at most one hour after the



84 Chapter 7. Measuring node energy consumption

measurement was started. This time is a somewhat arbitrary choice, it determines
the minimal duration of an experiment.

Precision: The deviation of the measured energy consumption should not differ
by more than five percent from the real energy consumption. The circuit does not
have to measure the energy consumption of a sleeping node. This constant basic
consumption is typical for each sensor node platform and can be measured inde-
pendently. This decision simplifies the design by limiting the measurement range.

Perturbation: The measurement influences the node in two ways: The sensing
part of the measurement circuit may lead to small variations in the voltage that is
supplied to the node. In addition, the node uses some computational resources to
process the result.

The microprocessors and radio modems accept small variations in the voltage
because they can run from batteries where it drops over time. The voltage drop
caused by the measurement circuit should be at most 0.1 V, which is acceptable for
all chips on the node.

The additional load on the microprocessor should be as small as possible; it
should use less than one percent of the processing resources. The measurement
circuit may wake up a sleeping node to process the result. This additional energy
consumption should not exceed one percent of the energy consumption in the sleep
state.

7.2 Circuit

The basic idea how to measure the energy consumption of a node is as follows:
A voltage source (V) supplies the node with energy. The shunt (R) converts the
flowing current into a voltage that is used as an input for the circuit. The node
controls the operation of the circuit and receives the result from it.

R
Control

VUSB

Conditioning &

Measure−Circuit

Conversion

V

USB

Header
Pin−Result

VBAT

Node

Figure 7.1: Sketch of circuit

The idea of the circuit is shown in Figure 7.1. The sketch shows the supply
lines for better readability. The node is connected the measurement circuit which
in turn is connected to the testbed. With this layout, a shunt could be inserted into
the power supply line of the USB connection. But there is a problem with this
approach: To measure energy consumption, the nodes should run under conditions
that reflect their intended deployment. This implies that they cannot rely on their
USB interface for energy provision or data exchange. In addition, the USB circuitry
on the node (the voltage regulator that converts the 5 V USB supply voltage to
3 V, the serial-to-USB converter chip, etc.) consumes a considerable amount of
energy: it is in the same order of magnitude as the maximum consumption of the
microprocessor of the node. This makes precise measurement difficult. Instead of
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relying on the USB connection to power the node, a more realistic approach is
chosen: in measurement mode, the node is powered via its battery connector. This
connector is attached to a voltage regulator on the measurement circuit which is
in turn powered by the testbed. As a result, the measurement circuit behaves like a
battery for the node. This allows a precise measurement: the current flows from the
circuit via the shunt to the node. The USB circuitry on the node is not powered; it
cannot influence the measurement results.

The node controls the operation of the circuit, and the circuit signals the re-
sult to the node. For this, the measurement circuit is connected to the node’s pin
header. How the node controls the measurement circuit is described in more detail
in Section 7.2.2. The next section describes how the circuit arrives at a result that it
can signal to the node.

7.2.1 Signal conditioning and conversion

The difference between the sleep current and the active current of sensor node
platforms implies a large input range of the measurement circuit. For the eyesIFX
platform, the energy consumption varies between 12µA during sleep and around
30 mA when all components (processor, radio, flash memory. . . ) are on. The tmote
sky consumes between 8µA during sleep and slightly more than 50 mA when all its
components are on. This implies a dynamic range of the circuit of more than four
decades. Several solutions for sensing and signal conditioning were simulated, for
example resistor and amplifier, diode and amplifier, logarithmic amplifier, current
feedback amplifier, split approaches using two amplifiers, integrators. . . . However,
the results were not convincing. Also, the discrete circuits were complex. They
demanded a high number of precise components and careful noise shielding. Noise
shielding seems to be essential, given the noisy environment like radio modems on
the nodes and fluorescent lights in the offices.

As a result, the requirement to track the sleep current was revised. The node’s
microprocessor needs about 2 mA when active (cmp. Figure 7.3); to measure it, an
input range from 1 mA and 50 mA would be sufficient. Thus, the requirement to
measure the sleep energy consumption was dropped: It is a constant consumption
that can be measured with a good multimeter. If necessary, it can be added to the
total energy consumption when the experiment is over. This enabled a much sim-
pler approach to measure the power consumption of the node: An input range of
two decades is sufficient to detect all changes from sleep to active mode, and the
sensing part is reduced to a shunt of 1 Ω. The next step is to relate the measurement
to energy consumption.

The current drawn by a node is proportional to its power consumption. How-
ever, the energy consumption of a node is more interesting, since it can be used
to influence the node behavior. This is the task of the conversion stage: it inte-
grates the voltage drop over the shunt, and triggers an interrupt on the node once a
certain amount of energy was consumed. This voltage-to-frequency conversion is
very handy for sensor nodes: the node can do whatever it needs to do and is only
disturbed once a in a while to process the result. The circuit uses the LTC4150 [99]
for the signal conditioning and conversion. This Integraded Circuit (IC) amplifies
and integrates the voltage drop over the 1 Ω shunt. Once the integrator reaches a
certain threshold voltage, an interrupt is triggered and the integration is reset. This
IC makes the solution affordable and compact. The drawback is that it cannot mea-
sure voltages below 100µV. Since the node consumes more than 100µA in any
active mode, this disadvantage is not important.
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7.2.2 Control interface and final circuit

The LTC4150 provides the signal conditioning and conversion part of this circuit,
but the node still needs an interface to control the operation of the circuit. The
design of the control interface is crucial because it must ensure that the testbed can
reprogram the node even if the program on the node is malfunctioning, e.g. by
switching to measure mode by accident.

Choosing the mode As a basic protection, the control part of the circuit is re-
quired to switch to USB mode by default. An accidental switch into measure mode
has to be prevented. When the components of the control part are properly wired,
the circuit will be in USB mode by default. It will return to this mode whenever
the USB power supply switched off and on, regardless what software is running on
the node.

In principle, a single pin of the microprocessor is enough to switch into measure
mode and back. But the pins of the microprocessor are versatile and one cannot rely
on a certain state. Also, the node software will change the pin status during boot
up and an unaware programmer might switch to measure mode by accident. To
prevent such accidents, the microprocessor should send a command to switch the
modes.

Several possible switches have been evaluated and a simple binary counter proved
to be the best solution. The node repeatedly toggles a pin which is connected to the
input of a binary counter. The output pins of the counter change accordingly: They
represent the number of state changes on the input pin as binary high and low states.
Once the node has counted up to a certain number, the circuit is switched into
measure mode. This greatly reduces the probability of an accidental switch and the
default state of the counter ensures that the circuit is in USB mode after power up.

Brown-out safety In measure mode, the default voltage regulator on the sensor
node is switched off. The default voltage regulator converts the 5 V from USB to 3 V
for the sensor node. Switching the default voltage regulator off cuts off the power
supply to the USB circuitry on the node. This way, the node’s USB interface does
not interfere with the measurement.

When the node switches from measure mode to USB mode, the node’s voltage
regulator needs some time to stabilize. During this time the node may experience
a brown out: The supply via the nodes battery connector is cut while the power
provided by the USB circuitry on the node is not yet stable. The brown out essen-
tially resets the node and the measurement result would be lost. This is prevented
with support from the binary counter. It is connected such that it ensures a make-
before-break switch from one power supply to the other. By counting up, the USB
circuitry on the node is enabled. Once the power supply from it is stable, the node
continues to count. This will cut the power supply via the battery connector, and
the node is now in USB mode without noticing the switch over in its supply volt-
age.

Figure 7.2 shows the final circuit with its elements. The USB part acts like a
short USB cable and provides the measurement circuit with energy. The control
part enables the node to switch from USB into measure mode and back. It uses two
pins on the interface: One is the count input and the other one is used to reset the
counter (and the measurement circuit) to its default state. During the measurement
two pins of the measurement circuit supply the node with energy. These pins are
connected to the battery connector of the node. The result of the measurement
is exported on two pins of the measurement circuit – the circuit can deliver the
result not only to one, but to two nodes. This allows the testbed to measure the en-
ergy consumption for nodes that do not implement the necessary software support.
Here, a second node can process the result.
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Figure 7.2: Final circuit

7.3 Performance Evaluation

7.3.1 Constant current draw

Sensor nodes consume energy in bursts; after performing some action, they go to
sleep. As described in the previous sections, there is a limit in the measurement res-
olution of the circuit. This section examines the lower border and how it influences
the precision of the measured energy consumption.

The circuit can deliver the result to two nodes and this feature is used for perfor-
mance evaluation. One node is connected to one of the two result pins. It measures
the time that passes between two interrupts and delivers it via USB to the computer.
This time corresponds to the energy consumption. To increase the precision, at least
ten such times are averaged. As it turns out, the time between two interrupts is very
stable. The standard deviation is so small that even a single measurement provides an
accurate result. To simplify the comparison between the results, the average current
consumption in [mA] is used for the presentation.

The consumer under examination is connected to the power supply pins of the
circuit. For the constant current draw evaluation a resistor is used. The performance
evaluation was done at 3 V. The high quality digital multimeter Fluke 182 is used as
a reference. Table 7.1 shows the result.

Resistor Circuit Fluke 182 Rel. Err.
[Ω] [mA] [mA] [%]
100 29.53 29.49 0.14
1k 3.016 2.999 0.6
10k 0.298 0.300 1
24.3k 0.115 0.121 5
47.5k 0.048 0.065 26

Table 7.1: Constant current draw

In the important region down to 0.3 mA the deviation between the value mea-
sured by the multimeter and the value measured by the coulomb counter is very
small and well in the acceptable range.
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7.3.2 Consumption in bursts

The sensor nodes consume energy in bursts and the performance evaluation of the
measurement circuit has to take this into account. However, this is not as straight-
forward as for constant currents. Here, an oscilloscope has to be used as a reference.
An oscilloscope can track the energy consumption over time, but it has some limita-
tions. The digital oscilloscope used has an 8 bit resolution and 10 MHz (or 20 MS/s)
bandwidth. While the bandwidth is sufficient, the resolution introduces a quantiza-
tion error.

Another aspect is the test load. This requires the definition of a short program
that the circuit should be able to capture. The smallest possible program wakes up
on a timer, reschedules it, and puts the eyesIFX node back to sleep. Its power profile
is shown in Figure 7.3.

This provides one measurement point but allows only a limited conclusion as to
the behavior of the circuit under dynamic conditions. A second program is shown
in Figure 7.4. In this program, the four LEDs of the node are switched on, the timer
is rescheduled, and then the LED are switched off.

In the third case, the node runs a MAC protocol: The node switches on the
radio, listens to the channel for a while, and turns it off again. The power profile
is shown in Figure 7.5. The highest peaks in the energy consumption occur when
the microprocessor and the radio are both on. When the radio is on and a byte is
detected, the microprocessor is woken up and processes the byte causing a peak in
the energy consumption. For this performance evaluation there is no sender and all
“bytes” are just noise. This introduces a small random component into the evalua-
tion.

Figure 7.3: Periodic program

The evaluation is done using these three programs. For each several duty cycles
are studied. Each program has a timer that restarts it. The time between two restarts
is varied; it is shown in the “cycle” column in the table.

Using the measurements of the oscilloscope, the energy consumption of one
burst (Ea) can be computed by integrating the area under the curve. The total en-
ergy consumption of the node can be computed by counting the number (N ) of
these bursts in time t and adding the sleep energy consumption (Es = t0.012 mA).
The total consumed energyE can be computed asE = NEa+Es. The energy con-
sumption of the periodic program without LEDs is 0.157±0.014µAs per run. With
LEDs it is 0.366±0.011µAs per run, and for the MAC protocol it is 132.4±4.7µAs
per wake up. The quantization error is different for each program because each of
them is measured using a different input range of the oscilloscope.
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Figure 7.4: Periodic program with LEDs

Figure 7.5: MAC protocol energy consumption

Cycle Circuit Osc. Rel. Err.
[ms] [mA] [mA] [%]
0.122 1.33 1.29±0.12 3
0.144 0.674 0.651±0.06 3.4
0.288 0.338 0.331±0.003 1.9
0.977 0.17 0.172±0.002 1
1.953 0.084 0.092±0.001 9
3.901 0.034 0.052±0.001 52

Table 7.2: Periodic program without LEDs

Usually the consumption measured with the circuit is within or very close to
the bounds measured by the oscilloscope. For the periodic programs the results are
imprecise once the consumption drops below 0.1 mAs. An explanation may be the
leakage current of the integrator. One impulse generated by the internal integrator
represents 30µAs—hence 180 runs are needed before the internal counter of the
LTC4150 is incremented. If the runs are spaced too far in time, the charge of the
integrator has a chance to leak away. The observation with the MAC protocol seems
to support this hypothesis. Here, only 1 of 4.4 integrations is not yet stored in the
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Cycle Circuit Osc. Rel. Err.
[ms] [mA] [mA] [%]
0.144 1.56 1.51±0.09 3.6
0.288 0.782 0.76±0.05 3.2
0.977 0.394 0.39±0.02 2.7
1.953 0.199 0.199±0.01 2
3.901 0.104 0.106±0.006 0.1
7.81 0.046 0.059±0.003 28

Table 7.3: Periodic program with LEDs

Cycle Circuit Osc. Rel. Err.
[ms] [mA] [mA] [%]

50 2.8 2.61±0.09 5
100 1.41 1.31±0.05 5.2
250 0.54 0.52±0.02 0.3
500 0.272 0.261±0.01 1.8
1000 0.148 0.131±0.005 2.4
2000 0.074 0.065±0.002 5.6

Table 7.4: MAC protocol

internal counter and has a chance to leak away. In this case, the measured energy
consumption stays close to the required precision.

7.3.3 Software support on sensor node

It is a simple software that must be installed on the node to control a measurement.
The node must be able to toggle a pin repeatedly to switch the circuit into measure
mode. It must handle the signaled interrupt, for instance to increment a counter.
This counter represents the energy consumed by the node during an experiment
with a fixed duration. The interrupt can be handled in less than 20 instructions
or at most 11µs on an eyesIFX node. In other words, it uses a negligible amount
of processing resources. The interrupts appear at most once every 0.6 s, and the
circuit’s impact on the processing resources of the node is about 20 ppm. The max-
imum time between two interrupts is indeed less than one hour. In summary, the
circuit fully meets the specification on the processing overhead requirements.

7.4 Related work

At the time this work was carried out, no solutions were available. By now, this
situation has improved. This section gives a brief overview of these solutions.

A promising solution is the software based approach of Dunkels et al.[25].
Whenever a component is turned on or off, it informs the energy estimator, which
keeps track of the consumed energy. This approach needs some support from the
operating system, but it can be implemented with reasonable overhead. The de-
signers used a 4kHz clock to track how long a component is switched on. This time
resolution is a critical parameter: It must be high enough such that all interesting
changes can be monitored and it should be low enough to limit the impact on the
operation of the sensor node. This software based approach should thus be verified
with the hardware based approach described in this chapter.

In contrast to this software based solution, SPOT [52] is a hardware based ap-
proach. The circuit (and the publication) is based on a Voltage to Frequency Con-
version (VFC) chip from Analog Devices. This chip achieves a 16 bit ADC resolu-
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tion and uses a crystal to time the conversion. The integration is computed in the
digital domain. While differing in the details, SPOT uses the same measurement
principle as the circuit presented in this chapter. SPOT is designed to measure the
energy consumption very precisely and achieves a very high resolution down to
1µA for constant currents and seems to capture bursts in energy consumption, but
the paper does not attempt to quantify how precise the results are. The high res-
olution of the circuit comes at a price in complexity and costs: It consists of two
boards, the measurement board and the adaptor board that makes SPOT somewhat
independent of the node platform. A plausible estimate is that SPOT costs around
35e, compared to the 15e of the approach presented here.
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8

Consensus run reduction

Many studies involving WSNs are limited by the fact that a given sensor is only
periodically monitored and reported. This design limitation is due to the need for
off-line analysis, which is greatly simplified if the samples are from equidistant points
in time. However, once the properties of the sensors are known, some processing
can be done on the sensor nodes. This results in high-value messages and subsequent
energy savings as discussed in Chapter 4. Furthermore, this processing changes the
traffic pattern. This pattern is closely related to the number of consensus runs.

This chapter introduces a novel approach to improving the range of processes
that can be accurately monitored given transport and energy constraints through an
“event-based” approach to monitoring. Before this new approach is introduced, the
justification and limits of the traditional approach are discussed.

In the traditional approach, a sensor is sampled periodically and the measured
value is transmitted immediately. Then, the values are analyzed offline. Here, the
measurement period is dominated by the transmission period which in turn de-
pends on the length of the experiment. The longer the experiment should last from
batteries, the fewer transmissions can be made. The main problem with this ap-
proach is the sampling interval – it may be the wrong sampling interval for the
observed process. The effect of choosing the wrong sampling rate is shown in Fig-
ures 8.1 and 8.2. While the original process, shown in Figure 8.1 is simply oscil-
lating, Figure 8.2 shows how a wrong sampling interval can lead to the conclusion
that the observed value falls continuously. The correct maximum sampling interval
is in fact given by Nyquist’s sampling theorem [94].
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Figure 8.1: Original process
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Figure 8.2: Aliasing effect

However, for the building automation application considered in this thesis the
basic parameters for light and temperature requires a maximum Nyquist interval of
0.6 s and 30 s. In a 100 node sensor network, this results in at least 170 messages
per second – each message can take at most 5 ms on the channel. This requirement
cannot be met by many WSNs even when no power saving is used.

Nonetheless, the number of transmitted messages can be drastically reduced of
only messages are send that report important changes in the observed variable, re-
ducing the number of consensus runs. A promising approach to reduce the number
of messages is the definition of events, like “It is too dark in this room” or “It is too
cold here,” which are detected by the sensor node by processing the raw samples
locally.

8.1 Nyquist interval

The maximum sampling interval that allows the exact reconstruction of a noise-free
signal is given by Nyquist’s sampling theorem. It says that the sampling frequency
must be more than twice as high as the highest frequency in the signal. More pre-
cisely, it has to be fs > 2fb, where fb is the bandwidth of the sampled signal. It is,
however, difficult to built an ADC that meets the preconditions for this formula-
tion.

To get an impression how fast changes occur in an home automation setting, an
experiment in TWIST has been set up. In this experiment, two sensors widely used
in home automation – temperature and light – have been examined. The measure-
ment lasted for over a month, starting from December 14th, 2007 and ended on
January 18th, 2008. The measurement included 102 eyesIFX nodes in the testbed.

Light sensors During the measurement, the light sensors where sampled every
100 ms. For each sample 20 measurements every 2 ms where made and averaged
to filter out the lamp flicker. The three fastest light changes that were sampled are
shown in Figure 8.3, each observed by a different sensor node.

The minimum time difference between the samples is determined by the cho-
sen sampling interval. From these plots it seems reasonable to increase the sam-
pling interval. With the current sampling interval of 100 ms each node generates 10
messages per second. Judging from Figure 8.3 the duration of a period would be
1200 ms. According to Nyquist’s theorem, the sampling interval can be increased
to 600 ms. The network load is then lowered by a factor of six. It can be reduced
further by using the spatial redundancy of the sensor nodes. In TWIST, each room
has two sensor nodes. With proper synchronization, one could increase the sam-
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Figure 8.3: Fast illumination changes

pling interval of each node to 1.2 s. Even then, this would result in 3000 messages
per node and hour for a send-on-sample approach, which is still too much for the
eyesIFX nodes.
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Figure 8.4: Fast temperature changes

Temperature sensors In general, temperature changes slowly over time. There-
fore, the temperature sensors are sampled every 1 s. For each sample, 20 measure-
ments every 2 ms were made and averaged to filter out sensor noise. Figure 8.4
shows the three fastest temperature changes that occurred during the measurement.

Figure 8.4 shows that sometimes the temperature can drop significantly within
5 s. But this happens only when the window is opened on a cold day, so it seems
reasonable to extend the sampling interval to 30 s or even a minute with an accept-
able loss in precision. A similar study has been made with a server on the roof of
the TKN building, the result is shown in Figure 8.5. It shows that the temperature
changes slowly by at most 0.5 K in about 30 min. Plönnigs et al. [84] find a similar
change rate for real weather data.
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Figure 8.5: Roof server temperature

8.2 Human perception

In a home automation setting, the control goal is to increase human comfort. Hence,
the human perception can be used to derive a suitable definition of an event:

Definition 1 An event occurs, when the reading of a sensor changes and a human can just
notice this change.

In a home automation setting it is important to keep all variables at a certain level;
a human should not notice the deviations from this level. The just noticeable dif-
ference is a good starting point to define an event for the observed variables. The
just noticeable difference depends e.g. on the observed variable, and is discussed for
temperature and illumination. Other dependencies like personal preferences should
be modelled in the target function of the control algorithm.

Illumination Changes in illumination are perceived in a relative manner (seeZim-
bardo [120]). The Weber Law expresses this observation:

∆I

I
= k

where k is some constant, I is the old value of the observed parameter, and ∆I the
change between the old value and the current value. The constant k depends on the
observed parameter, it is different for illumination than, for say, acoustic noise.

A

B

Figure 8.6: Illustration of the Weber Law

Figure 8.6 illustrates the Weber law. It shows the length of two lines in compar-
ison to each other. It may be useful to cover B and compare the lengths of the two
lines for case A. Then, consider the length of the two lines in B. For A, most people
would say that the right line is longer than the left line, while for B one cannot be
sure. For A, the right line is longer than the just noticeable difference of k = 0.1
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(3 cm vs. 3.4 cm) while in B it is shorter than this threshold (3 cm vs. 3.2 cm). In
this printout, the lines may have a different absolute length, but the conclusion will
still hold. For illumination changes a similar k = 0.1 is found [120]. A light event
can therefore be defined as follows:

Definition 2 A light event occurs when the illumination change is larger or equal than the
just noticeable difference as expressed in the Weber law, using k = 0.1.

While this definition is certainly operational, it is not always valid. For one, the
Weber law is not valid over the whole range measured by the sensors. Secondly, the
human eye can adapt to changes in the illumination: If the change is slow enough
it will not be perceived. Here also, the direction of the change is important: The
eye adapts faster for changes from dark to light (usually within seconds), than the
other way around (several minutes). In addition, very fast changes are also not per-
ceived. There exist models that take this into account, but here the simple model is
sufficient for the evaluation.

Temperature Human perception of temperature does not quite fit the Weber law.
Humans perceive temperature changes on an absolute scale: if it is 30◦C and the
temperature drops by 5 K to 25 ◦C, this change will be equally perceived as the
drop from 5 ◦C to 0 ◦C. Moreover, there exists a time dependence: fast changes are
perceived, while slow changes by the same absolute amount are not. In the range
between 0 ◦C and 30 ◦C the just noticeable difference is about 0.5 K [90], it is larger
outside this region. The following definition for a temperature event neglects the
time dependency, as is appropriate for a building automation:

Definition 3 A temperature event occurs when the temperature change is larger or equal than
the just noticeable difference of 0.5 K.

8.3 Statistical significance

Examining the human perception is intriguing and it shows that humans do not
perceive every change, but what changes can be measured by sensors? The typical
sensor node has cheap sensors and a sub-optimal layout due to space constraints.
The samples are, therefore, not reliable but noisy. The following definition takes
this into account:

Definition 4 An event occurs when the reading of a sensor changes such that it is statistically
significant at a significance level α.

There are many noise sources on a sensor node, each with its own characteristics.
This starts with the power supply of a sensor node. This is the main difference
between the eyesIFXv2.0 and the eyesIFXv2.1 nodes, other changes involve the
layout. The noise affects the quality of the Analog to Digital (AD) conversion. The
microprocessor also adds noise to the power supply lines due to the varying power
consumption of a computation. In addition, the sensors themselves do not deliver a
noise-free signal. The sensor noise is caused by thermal noise in the sensor, another
part is picked up from the sensor board.

Finding a suitable noise distribution from this list is a bit difficult, but the ther-
mal noise sources are best modelled with a normal distribution. Using the distri-
bution, one can compute the ∆ for a given significance level. A sample x1 differs
significantly from a sample x0, if |x0 − x1| > ∆. To compute the ∆ one has to find
the parameters of the noise distribution, and a significance level has to be selected.
Choosing the significance level involves a trade-off: a large level like α = 10%
means that on average every tenth message actually reports noise instead of a change,
whereas a very small level like α = 0.001% is likely to suppress a great deal of real
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changes. The α should be chosen such that the number of noise messages and the
number of suppressed events are equal, but it is very difficult to set up an experiment
that allows to measure erroneously suppressed events. In a home automation setting,
the observed variables have a trend. Illumination increases with the sunrise, often
accompanied by a rise in temperature. This implies that the difference between the
sample and the last reported sample continues to increase and the ∆ will be eventu-
ally exceeded. Small values for α can therefore be preferred to minimize the number
of noise messages.

In order to derive suitable ∆ values, the parameters of the noise distribution have
to be determined. The measurement uses all 102 eyesIFX nodes in TWIST. The
eyesIFXv2 [48] platform that is used in the testbed features the LM61 temperature
sensor and the photo resistor NSL19-M51 to measure the illumination. The sensors
were sampled every millisecond for 30 ms. This was repeated every 500 ms for the
light sensor and every 2 s for the temperature sensor. From these measurements,
the mean and the empirical standard deviation where computed and transmitted to
a PC for further evaluation. The next sections discuss the results.

8.4 Light sensor
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Figure 8.7: Light sensor noise

The result for the light sensor is shown in Figure 8.7. The sensor readings are
given in their raw ADC values that could be converted to Lux. However, such a
conversion would decrease the readability of the plot.

This figure shows an interesting property of the light sensor noise. It depends
on the illumination level: the darker the noisier. In addition, there is an increase of
the sensor noise around 3500. This is due to the lamps in the offices: these old fluo-
rescent lights flicker with a frequency of 50 Hz. This flicker should not be reported
as an event and is hence declared as noise.

Interval ∆
0-499 165
500-999 99
1000-1499 66
1500-4096 33

Table 8.1: Light, significant change
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Based on this measurement, suitable values for ∆ are computed by using the
normal distribution and the measured standard deviation at each illumination level.
Table 8.1 shows the result for a significance level of α = 0.1%, leading to the fol-
lowing definition:

Definition 5 A light event occurs when the illumination change is larger than the change
given in Table 8.1.

The table contains only four entries, and the sensor node can evaluate this definition
with negligible computational resources.
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Figure 8.8: Comparison of Definitions

The Definitions 2 and 5 are rather abstract. Figure 8.8 compares the implied ∆s
expressed in ADC units. This plot exposes a problem with the photo resistor used
on the eyesIFX node: its logarithmic scaling makes it hard to find simple thresholds.
When it is very dark or very bright, humans perceive more changes than the sensor.
Interestingly, the upper crossing coincides with the point where the lights in the
offices are switched on: sometimes humans can perceive the lamp flicker.

8.5 Temperature sensor

The results for the temperature sensors is shown in Figure 8.9. This plot shows that
the sensor noise does not seem to depend on the temperature, at least not in the
observed range. According to the data sheet, the sensor noise increases slightly for
higher temperatures. Temperatures above 24◦C are outliers, observed by only a few
sensors. Therefore, the data above 24◦C is less reliable compared to the rest of the
region. The difference between the v2 and v2.1 platforms are most likely due to the
board layout.

Using these results, one can define a significant change at α = 0.1% to be
0.33 K. However, the sensors on some nodes have a higher standard deviation. This
is supported by Figure 8.9. To account for this, a different event definition is pre-
ferred:

Definition 6 A temperature event occurs, when the temperature change is larger than 0.5 K.

Note that a node needs only three instructions to compute an event from this defi-
nition: a comparison, a subtraction and another comparison.
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Figure 8.9: Temperature sensor noise

8.6 Influence on controller

All the definitions discussed so far concentrate on the samples, the input side of the
task. But in a home automation setting, the WSN collects the samples for actuators
that control the variables. The actuators can, for instance, switch on the lights if
the illumination level falls below a certain threshold. In such a case, it is sufficient
for the sensor to transmit just a “too dark” message. More general, if the sensor
nodes execute the control algorithm, they can predict whether the new sample will
influence the outcome of the control algorithm. To reach the control goal, it suffices
that the sensors send their samples only if they are likely to have an influence on the
outcome of the control algorithm.

Whether this leads to a further reduction in the number of transmitted messages
depends on the actuators. If they can control the variable only in a very coarse way,
like “Light on” or “Light off”, a notable reduction can be achieved. If the variable
can be controlled in a very granular or even continuous fashion like heaters, the
number of messages cannot be reduced.

8.7 Results

8.7.1 Events

Examining the change properties of the observed process forms is the basis for any
WSN application. The Nyquist interval derived in the Section 8.1 would lead to
too many messages if each sample is sent. Reporting only events can help, and this
section examines many messages would have been sent using the event definitions
discussed in the previous sections. Unfortunately, the definitions based on human
perception cannot be used due to sensor noise. For temperature there is no differ-
ence between the two definitions, so any differentiation would be artificial anyway.

The light sensor on the eyesIFX node has a spectral sensitivity that is well matched
with the human spectral sensitivity. But this advantage comes at the cost of a loga-
rithmic measurement scale that does not fit well with human perception. The event
definition based on statistical significance is coarser and leads to a higher reduction
in the number of messages.

To assert how many messages would still be generated by the nodes, a long mea-
surement was carried out. It started on December 14, 2007 at 20:16 CET and lasted
till January 18, 2008 at 16:37. The measurement included all 102 eyesIFX nodes
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in TWIST. Because some of the computers responsible for the transmission of the
measured values to the controlling host crashed, values from 17 nodes arrived only
for a part of the measurement duration. These partial traces were excluded from the
analysis, together with the two nodes from which the sensors were removed due to
privacy concerns. Although the data of some nodes was lost, all other messages were
transferred correctly: the results were sent via the testbed, not via the radio modem
of the nodes.

Each time a node senses an illumination change, it generates a message. The
number of messages during one hour is counted, and this sum is divided by the
number of nodes. The result is the average number of messages per node and hour
as shown in Figure 8.10. The maximum is slightly above 120 messages per node and
hour: a reduction by a factor of 25 compared with the minimum of 3000 messages
necessary for the send-on-sample approach.
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Figure 8.10: Number of illumination change messages
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Figure 8.11: Number of Temperature change messages

The result for temperature changes is shown in Figure 8.11: At most two mes-
sage are sent per node and hour, a reduction by a factor 30 compared to the 60
samples. However, this conclusion is a bit limited, as each room is equipped with a
controlled heater that keeps the temperature in the room nearly constant. A com-
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parison with the uncontrolled environment on the roof, see Figure 8.5, shows that
the conclusion also holds for this environment.

8.7.2 Effect on controller

The prediction of the effect of a message requires that each node can put its mea-
sured samples into a global perspective. What the user feels is important, not what
a possibly broken sensor thinks. For this evaluation, it is therefore necessary to cali-
brate the sensors.

The calibration of the light sensors depends on the environment. The nodes are
mounted on the ceiling with the light sensor facing towards the floor of the room.
Depending on the specific office layout, they may either look upon a white desk or
on the grubby gray floor. These surfaces reflect a different amount of light, and thus
the light sensors need to be calibrated every time something changes in the office.
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Figure 8.12: Illumination and corresponding decisions
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Figure 8.13: Number of “too dark” or “too bright” messages

To get an impression on the potential of this approach, it is evaluated based on
the measurements used in Section 8.7.1. In a first step, the light sensors were “cal-
ibrated”, using the effect of the lamps on the illumination. Since the measurement



8.8. Traffic model 105

took place during the winter, the daylight influenced the measurements only be-
tween 8 am and 4 pm. If one enters each room before 8 o’clock, switches on the
lights, wait a while and switches them off again, one gets a good impression on how
the sensor readings change just because of the lamps. The cleaning staff helped here:
they entered the room before 8 o’clock, switched on the lights, cleaned and left the
room. This provides a set of samples of how much the lamps influence the light
sensors. These samples were collected for each sensor node, converted to Lux and
averaged. This way, a single calibration point Lc is obtained for each sensor accord-
ing to its current environment. Based on this point, a hysteresis was defined for each
sensor. When the illumination level as seen by this sensor falls below the calibration
point Lc, it sends a “too dark” message. When the illumination rises above 2.4Lc it
sends a “too bright” message. The actuators in the room would have to communi-
cate to reach a consistent result because the individual sensors may contradict each
other. Figure 8.12 shows the measured illumination and the resulting decisions for
two sensors. The sensor readings are plotted on the left y-Axis and the decisions
are plotted on the right y-Axis. This plot shows that the decisions are “sane”: They
do not oscillate too often. It also shows that in a real setting one would like to fine
tune the values further. As an indication, take the sharp increase shortly before the
ninth hour in this trace, when the lamps are switched on. This happens later then
the sensors suggest as a result of personal preferences. The illumination measure-
ment should be completed by a presence sensor, which ensures that the lights are
switched off when no one is in the room.

The simple hysteresis allows a first glance of the necessary number of messages.
Figure 8.13 shows that this approach can further reduce the number of light mes-
sages: each node sends less than two messages per hour, the maximum number of
illumination change induced messages is even lower than the number of tempera-
ture change messages. Of course, a finer control of the lamps will in general increase
the number of messages.

8.8 Traffic model

The measurements done for this chapter can be used to derive a traffic model, which
can subsequently be used in simulations or for the performance evaluation without
resorting to actual sensor measurements which would make repeatable experiments
quite difficult. One such attempt is made by Plönnigs et al. [84]. Here, light and
temperature are extrapolated from real weather data, because the sensor values are
directly connected to weather changes. Using a visual comparison of the distribu-
tion densities they conclude that most data sources can be modelled using a Poisson
distribution. However, this comparison is rather crude and Neugebauer [77] de-
mands an extension: the arrival rate should be made time dependent. During the
night it is dark and hence there is no illumination data to report, while in the morn-
ing the sun rises and the rate is high.

Figure 8.15 shows the comparison of the interarrival times for significant illu-
mination events of a single node with a suitably fitted Weibull distribution, which
has the following distribution function:

F (x) = 1− e−(λx)
k

(8.1)

in Figures 8.14 and 8.15:

k = 0.607138957

λ = 98.797165706
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Figure 8.14: Interarrival times of significant illumination events compared with
Weibull distribution, histogram
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Figure 8.15: Interarrival times of significant illumination events compared with
Weibull distribution, Q-Q plot

The Weibull distribution can be used to model a heavy tailed distribution. It is
sometimes used in connection with chaos theory. In addition, the Internet traffic
has been described as “self-similar” for instance by Crovella and Bestavros [19].
Self-similarity plays an important role in chaos theory. Hence, using a distribution
that can be used to model self-similar, bursty traffic is an appropriate starting point.

Heavy tailed means that there is a non-negligible probability that very long in-
terarrival times occur. For values above 800 s, the Q-Q plot deviates from the diago-
nal that indicates a perfect match: long interarrival times occur in reality more often
than predicted by the Weibull distribution, in fact some outliers were removed from
the data to keep the plot readable. Interarrival times between 300 s and 500 s occur
less often than predicted. Although the visual match in the Q-Q plot seems to be
good, this observation is not confirmed by statistical tests such as the Kolmogorow-
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Smirnow (KS) test. This test is rather weak: it tends to confirm the hypothesis that
two data sets belong to the same distribution. If using this test one has to reject the
hypothesis that the data belongs to the Weibull distribution, then there is indeed a
mismatch.
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Figure 8.16: ACF of interarrival times for a single node

This mismatch is also confirmed by the Auto Correlation Function (ACF),
shown in Figure 8.16. Consecutive interarrival times are not independent. If they
were, the value of the ACF would be between the two dashed blue lines: well be-
low a value of 0.1. This dependency does make sense: in the morning, when the
sun rises chances are that interarrival times are similar. During the night, nearly no
changes occur and chances are that a long interarrival time is followed by a long,
event free time. The ACF indicates that stronger compression schemes can be ex-
ploited. One example would be a linear (or higher order) prediction. In this case,
the sensor nodes send a value and a prediction. Updates are send only, when the
predicted value deviates from the measured value such that an event according to
one of the previous definitions has to be generated.

The fact that sensor induced traffic occurs in bursts also holds, when a com-
parison with the tmote sky nodes is made. These nodes use a photo diode, which
has a linear characteristic, whereas the photo resistor on the eyesIFX nodes has a
logarithmic characteristic. Here, the interarrival times are even more bursty: short
interarrival times appear more often. A Pareto distribution function could be used
to model it. This distribution would appear as a line in the Complementary Distri-
bution Function (CDF) plot shown in Figure 8.17. Unfortunately, neither of these
distributions is easy to use in a performance evaluation: long tails tend to skew the
results and make more and longer repetitions necessary: A significant amount of
nodes is silent for hours, which in turn requires that a single experiment runs for
days before a conclusion can be drawn. Therefore, a Poisson distribution is used to
model interarrival times of events in this thesis. This is motivated by the fact that
the Weibull distribution with k = 1 is the Poisson distribution. In addition, the
Poisson distribution is often used in performance evaluations and makes the results
comparable.

In summary, the sensor induced traffic occurs in bursts – and protocols like a
Time Division Multiple Access (TDMA) based MAC are likely to have a too high
overhead during those periods when nothing happens.
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Figure 8.17: Comparison of interarrival times eyesIFX versus tmote sky

8.9 Message reduction

Reducing the number of messages in a WSN is crucial, especially when they lead
to potentially message-intensive consensus runs as considered here. Measuring the
observed parameter often enough to reconstruct it correctly requires a very high
number of samples – often more than the WSN can handle even if no energy re-
strictions would apply.

For many sensors, sampling costs considerably less energy than sending, allowing
a correct sampling of the process. The samples can be evaluated with respect to their
impact on human perception, and if a sample is important enough to be reported, it
is transmitted. This reduces the number of transmitted messages considerably.

However, this approach is limited by statistical properties of the sensors and sen-
sor nodes. The sensors are influenced by thermal noise and noise introduced by the
microprocessor, limiting the precision of the measurement. This must be taken into
account and can be used to reduce the number of transmitted messages. Inciden-
tally, the statistical properties of the measurement process can be used to derive an
entropy based informational value of a message, as suggested in Section 4. This ap-
proach reduces the number of transmitted samples by a factor of 30 compared to a
send-on-sample approach.

The number of transmitted messages can be reduced further by taking the con-
trol purpose into account. Some controllers do not allow a fine-grained control and
it suffices that messages are transmitted only if they have an influence on the control
algorithm. The control algorithm has to incorporate knowledge of its “annoyance”
factor: An algorithm that tracks changes fast can quickly annoy humans, adding a
hysteresis can be beneficial. In essence, this complements the approach based on
human perception by the time dimension. This can lead to a very low traffic load in
the sensor network: Often, no more than four consensus runs per hour are sufficient
to accomplish the control goal.

This chapter concludes the system analysis of this thesis by examining the appli-
cation layer. The application uses the presented protocol stack and has an influence
on its design, especially in combination with the traffic pattern that has been an-
alyzed in Chapter 3. On the other side, the protocol stack uses a physical layer,
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which was analyzed in Chapter 6. The physical layer has a direct influence on the
stack design, especially by its parameters like bit rate. In addition, the programming
interface of the radio modem has an influence. The careful analysis of the physical
layer allows an extrapolation of the results presented in this thesis to other radio
modems and environments. But before results can be presented, the next chapters
describe the protocol stack.
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Link layer protocol RedMac

9.1 Introduction

The link layer is one of the most critical layers in a sensor network, because it con-
trols an important consumer of energy: the radio modem. Besides the impact on the
energy consumption, the link layer also influences delay and reliability of the mes-
sage transmission. This layer provides the performance foundation of the protocol
stack, and this chapter introduces a novel link layer protocol to achieve these goals.

Within the operating system, the MAC protocol is the “device driver” for the
specific radio modem. This driver should expose a small and consistent program-
ming interface that allows different upper layer implementations – shielding them
from the peculiarities of the underlying hardware. The MAC protocols proposed in
the literature showed that none of them fitted the requirements. The basic guide-
line for protocol stack design from Chapter 4 is to minimize the protocol overhead
– ideally, only application data messages are send on the shortest possible path. Un-
like in observation applications, the nodes do neither exchange messages in an eas-
ily predictable fashion (see Chapter 8), nor to a fixed destination – in a building
automation, local control loops are more efficient, and a single central station to
unreliable as it may be a single point of failure. This observation practically ruled
out all energy efficient MAC protocols based on a TDMA approach. In addition,
the MAC protocols should support opportunistic forwarding. At the same time, it
should work with other routing protocols.

An interesting starting point are protocols like Transmitter Initiated CyclEd Re-
ceiver (TICER) [116] and Geographic Random Forwarding (GeRaF) [121], since
they use a minimum of overhead messages. Both are CSMA type protocols, where
the potential forwarders wake up randomly or periodic in an uncoordinated fashion.
Based on geographic information in the header, the “best” forwarder is selected.
Unfortunately, both protocols rely on a radio modem that can send and receive on
two different channels at the same time: The wake up signaling is done on a con-
trol channel, whereas the data exchange takes place on the data channel. In addi-
tion, both rely on geographic information. However, the location of a node inside
a building has nothing to do with the suitability as a forwarder. Nonetheless, the
basic idea is appealing: with very little information, the routing protocol can choose
between different forwarders, increasing the probability that a packet arrives at the
destination.

Based on this ideas, the RedMac protocol was designed. It uses only one channel
and does not rely on geographic information. In addition, the dependency between
the routing protocol and the MAC protocol is not as tight as in these proposals: the
Net routing protocol uses the benefits of RedMac, but also other, more “classical”
routing protocols are supported by the MAC protocol.
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The protocol does not employ a synchronized sleep schedule. Instead, all nodes
wake up periodically and listen for ongoing transmissions. To initiate the rendezvous
with such a sleeping receiver, the sender sends the packet periodically – and not a
special wakeup packet as in other low power MAC protocols. As a side effect, this
increases reliability: if a node receives a broken packet, it stays awake to receive the
next repetition. To increase reliability further, RedMac uses an ARQ protocol that
repeats the whole process if necessary. To achieve a lower delay, RedMac supports
anycasting: The packet can be send to any node closer to the destination. A node de-
termines whether it is closer by asking the routing protocol. Usually, there is more
than one node that can act as a possible forwarder, which will in general lead to a
lower delay.

9.2 Related work

By now many MAC protocols have been implemented and a complete overview
is not possible. The main reason is that the MAC protocol constitutes the “device
driver” of an OS for the radio modem. Even if the same idea is implemented for the
same radio modem but a different OS, the result is often described as a separate and
unique MAC protocol. In addition, the same idea cannot be implemented the same
way for different radio modems and often different mechanisms and tunings have to
be used.

In order to cope with the multitude of proposals, this section concentrates on
protocols that introduced an idea for the first time, are wide spread or influenced the
design of RedMac. An astonishingly wide spread approach is Aloha [1]. It is used
in many commercial sensor networks. Some standards implicitly assume that such
a protocol is used, for instance in the EN 54-25 norm for fire safety equipment. In
Aloha, any station can transmit a packet at any time. Due to its simplicity it is still
a widespread approach, a recent example in sensor networks is EnOcean [30] . The
reason here is two fold: one is a cost reason: Implementing the protocol is fast and
it works for radios that can transmit only. The second reason is energy: EnOcean is
based on harvesting energy from the environment. However, the small amounts of
energy that can be harvested by various means allow at most the transmission of a
packet. The node cannot check whether someone else is transmitting, this costs too
much energy.

Since any station can transmit at any time, chances are that some of the pack-
ets collide: two or more stations transmit at the same time and neither packet is
received. This limits Aloha to scenarios, where only a few packets are transmitted.
To improve the situation, two things can be done. If the transmitted packets are of
similar length, it makes sense to synchronize the transmissions and allow them only
on slot borders (slotted Aloha). This reduces the number of collisions.

Continuing along this line of thought, one can count the number of stations that
transmit packets. If the number is small and each station sends roughly in periodic
intervals, it makes sense to assign each station a slot were it is allowed to transmit –
this is the basic idea of TDMA.

If, on the other hand, the number of stations is large and each station has to
send at random points in time, CSMA [58] is better suited. If all stations can hear
all other stations, CSMA can reach a high channel utilization.

However, in a multihop scenario where nodes cannot directly communicate,
the performance of CSMA deteriorates down to Aloha [103]. This can be solved
for the general wireless network, using for instance a handshake as in MACA [57]
or a busy tone on a different channel. In WSN such mechanisms can be used to
ensure that all nodes not concerned with the ongoing transmission switch off their
radio. However, handshake packets last longer and hence costs more energy than
listening periodically on the channel and going back to sleep. Ideally, only nodes
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that have to take part in the transmission actually ever notice it – while all other
nodes remain asleep. A handshake mechanism that wakes up all nodes to inform
them of an ongoing transmission wastes energy.

Given the fact that CSMA type protocols perform best when every node can
hear every other node, it seems reasonable to organize the protocol into two parts:
a CSMA type protocol within one such cluster and an outer TDMA protocol be-
tween clusters – this is the basic idea of S-MAC [115]. The TDMA part ensures that
whenever nodes want to communicate within a cluster, the nodes in the neighbor-
ing clusters are asleep. This approach allows spatial re-use and can be quite efficient.
On the other hand, the periods where nodes have to listen for incoming packets
have to be long for two reasons: first, it should be long enough to account for clock
drift – otherwise the nodes would have to spend much energy transmitting and re-
ceiving beacon packets. The second reason is the amount of generated traffic: during
one listen period of a cluster there should be enough time to get all the communi-
cation done. In S-MAC this is quite difficult, since a node that has received a data
packet goes to sleep for the rest of this period – other nodes that also had data for
this node have to wait for the next period. This is changed by T-MAC [104]. Here,
a node that has received a packet waits for more packets. These protocols perform
well when the majority of the communication takes place within one cluster and
the number of packets generated by each node differs.

A different approach is to use TDMA as the basic scheme. Here, the listen and
transmit times are synchronized. The schemes mainly differ in the way how the
synchronization is achieved. One example is the IEEE 802.15.4 MAC protocol [47].
As in other IEEE standards for wireless communication, the basic assumption is that
all nodes are within one radio range and can communicate directly. However, the
protocol distinguishes two types: a coordinator and a node. In energy conserving
mode, the coordinator transmits beacons at regular intervals. All nodes that belong
to this specific cell or Personal Area Network (PAN) have to be awake in order to
receive the beacon. The beacon contains the information, for which nodes messages
have been deposited at the coordinator. These nodes stay awake and can pull these
messages either during a CSMA phase or during a TDMA phase. In addition, nodes
can wake up to deposit messages for other nodes at the coordinator – these are
distributed in the next round. However, the standard relies on tight synchronization
– and a high number of beacons. Unfortunately, the standard requires a peculiar
timing that cannot be implemented on low power sensor nodes that use a watch
crystal as reference. Instead, a crystal with 125 kHz has to be used, which uses more
energy [60]. In addition, the protocol is rather complex and nearly exhausts the
program space on a tmote sky node.

Having a single coordinator in a multihop environment is not feasible. How-
ever, in this scenario the question arises how to maintain time synchronization.
The EMACS protocol [105] distributes this role to active nodes in the network.
These active nodes periodically listen to the channel and can receive Request To
Send (RTS) messages from inactive nodes and forward them if necessary. In the
next step, an active node transmits the traffic control section. This section is used to
transmit messages to other nodes, acknowledge packets from inactive nodes, main-
tain time synchronization as well as listen slot assignment for active nodes within a
two hop neighborhood. The actual data is transmitted (or received) in the data sec-
tion. This sample of TDMA based MAC protocols shows the general problems and
design choices for such protocols. It is interesting to see that all these protocols have
a phase where the channel access is done using CSMA – at least for configuration
reasons.

In general, CSMA based approaches can be simpler: they do not require time
synchronization, new nodes can enter the network easily and directional packet
flows do not require special attention. Since the main traffic flow for consensus is
directional, a CSMA based approach is more appropriate.
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However, there is still the question on how to save energy using such a proto-
col. The simplest approach is an extension of the basic CSMA scheme. Each node
switches off the radio modem for some defined amount of time and the listens for
some time to ongoing transmissions. Unlike in TDMA schemes the listening pe-
riods are not coordinated. To ensure that a node can receive a message, the sender
precedes the data with a long preamble. When a node wakes up and receives the
preamble, it stays on to receive the packet. B-MAC [85] is a widely known im-
plementation of this Preamble Sampling CSMA [28], it adjusts the carrier sense
implementation to the radio modem. This scheme is energy efficient and simple to
implement, especially when the radio modem switches fast from receive to transmit.
This scheme has a major drawback. When a preamble is transmitted, all neighbors
of the node stay awake for the remainder of the preamble and the packet. Most of
them wake up in vain, as they are not the intended receiver. This problem is known
as “over hearing”.

To avoid it, WiseMAC [29] starts a transmission shortly before the intended re-
ceiver wakes up. Here, collisions could occur when more than one sender chooses
this particular receiver. To prevent them, the sender does not send a fixed size
preamble. Its length has a random component to mark the medium as busy. In
addition to this component, the length is adjusted to take the clock drift into ac-
count. The sender does not presume to have perfect knowledge when the receiver
will wake up. The necessity for such a random delay is interesting: it reminds of
the LMAC protocol [32], where inactive nodes may choose to send to the same ac-
tive node resulting in packet losses or delays. However, WiseMAC does not try to
synchronize or align wake up times.

Another approach to solve the overhearing problem is to put more structure
into the preamble. One MAC that uses this solution is SpeckMAC [111]. It has
two variants. One can either use a short wake up packet that announces the in-
tended receiver to all overhearing nodes (SpeckMAC-W) or send the data packet
itself (SpeckMAC-D). In this thesis the latter variant is used as a benchmark for the
MAC protocol. It should perform slightly better than the wide spread B-MAC and
hence allows an indirect comparison with the literature.

Not all radio modems can transmit preambles or packet trains for any time du-
ration. Packet oriented radios usually have a packet buffer of limited size. This is the
reason why the preamble sampling implementation for the CC2420 radio does not
send a long preamble, but a repetition of packets. The idea to use a stream of pack-
ets to wake up the receiver appears for instance in the data sheet [49] of the radio
modem used for the eyesIFX nodes. The RedMac protocol developed in this thesis
also uses this idea. Instead of sending the data packet, repeating an RTS packet is
also possible. Once it is acknowledged by the receiver, the data packet is transmitted
– this idea is at the heart of the X-MAC protocol [9]. This can save a little energy in
receiver and overhearing nodes. The precise amount depends on the relative length
of RTS and packet.

Despite all these interesting protocols, the RedMac protocol has been devel-
oped. Simplicity in terms of states is important: each state of the MAC-Finite State
Machine (FSM) costs about 1-2 kByte of flash memory on the microprocessor.
The traffic pattern should not be restricted, which ruled out all cluster and TDMA
based approaches. Furthermore, any node should be allowed to generate an arbitrary
amount of traffic, up to a certain point. A short preamble as generated by WiseMAC
would be good, but it relies on timing information that may not be readily at hand.
A different approach is taken in TICER or GeRaF – here the receiver of a message
chooses whether it is in a suitable position to relay a message. If more than one is
suitable, fewer wake up packets have to be transmitted. However, both approaches
rely on geographic information which is not very useful inside a building.

The design goals for RedMac were simplicity, energy efficiency, no restrictions
on traffic pattern, and anycast support. This combination is unique and not present
in the related work, justifying the development of RedMac.
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9.3 RedMac

9.3.1 Overview
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Figure 9.1: RedMac Timing Overview

RedMac is a CSMA type protocol, where the radio modem is usually switched
off. Figure 9.1 shows the basic idea. The states of the radio modem are shown for
each node. The line denotes the sleep mode. If the MAC state requires the radio
modem to be in receive mode the MAC state is denoted above line. If the MAC
state requires a radio modem in transmit state, the MAC state is denoted below the
line.

In the first step, the node S wakes up and Listens (L) to the channel. It cannot
detect any activity, so it goes back to sleep. Then a packet is handed to the MAC layer
for transmission. The MAC adds a little jitter before trying to transmit the packet.
Then the MAC protocol performs a Carrier Sense (CS), detects an idle channel,
switches to transmit mode and transmits the data. Then it returns to receive mode
and waits (W) for an acknowledgment (A). After a timeout, the sender repeats the
send process until the receiver R wakes up and detects the data on the channel. The
receiver stays awake to receive the complete packet, switches over to transmit mode
and transmits the acknowledgment (TA). Node C overhears the packet and goes
back to sleep.

9.3.2 Architecture

To understand RedMac, it is necessary to have a look at its architecture and execu-
tion environment, shown in Figure 9.2. The layered architecture is slightly simpli-
fied and concentrates on the main components and interfaces. The RedMac pro-
tocol works entirely in the so called “asynchronous” domain. In Tiny Operating
System (TinyOS) this means that nearly all of its functions are executed within
interrupt routines. This is the only way how MAC protocols with stringent tim-
ing requirements can be implemented in TinyOS. However, an interrupt routine
should be short. Longer follow up routines should be executed as a task or in the
“synchronous” domain. The LinkLayer component is at the border of these two
domains and shields the synchronous domain from the asynchronous domain us-
ing a double buffer approach. It allows the MAC protocol to receive packets while
packets are processed in the synchronous domain.

The PacketSerializer converts MAC packets into a byte stream and vice
versa, it also computes the CRC. In addition, it helps the MAC protocol to time
stamp the packets, which allows a precise time synchronization. The ChannelCoder
is responsible to receive and transmit the framing information (preamble, synchro-
nization, SFD) and to convert the raw byte stream of the packet into a channel coded
byte stream. When receiving, the ChannelCoder relies on a steady stream of bytes.
It can detect broken byte streams with a per byte timeout. In this case, it signals
an unsuccessful reception. The ChannelCoder knows whether the medium is busy
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Figure 9.2: RedMac Environment

or idle. The MAC protocol can use this information for carrier sensing. However,
noise on the channel is often misinterpreted as a byte stream, which makes this
method unreliable. Finally, the UART converts the byte stream into a bit stream
and sends it using the data interface of the radio.

9.3.3 Helper Components

ChannelMonitor

LocalTime

DuplicateDetector State Machine

ARQ

TimeLine

WakeUp

Figure 9.3: RedMac Components

The MAC protocol shown in the execution environment can be broken into
several components, as shown in Figure 9.3. RedMac consists of several FSMs and
uses a set of helper components. These are depicted on the left side and described
in the next sections.

The LocalTime component provides the basis for packet time stamping. When-
ever the MAC protocol sends a certain byte of the packet, the delay between the
creation of the packet and the current time is computed and transmitted. This al-
lows a precise measurement of the packet delay, which in turn enables a precise
time synchronization. This component is used to measure the delay of a message.
The ChannelMonitor component is used to detect whether there is an ongoing
transmission on the channel.

Retransmitting a packet to increase reliability leads to duplicated packets, when-
ever the ACK of the ARQ protocol is not received. The DuplicateDetector pre-
vents that duplicates are signaled to the upper layers. This section describes the latter
two components in greater detail, starting with the ChannelMonitor.
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A CSMA type MAC must be able to detect an ongoing transmission on the
channel reliably, but the TDA5250 of the eyesIFX node does not provide this as a
built-in feature. Instead, it provides an RSSI on one of the pins that is connected
to the ADC of the micro controller. Although the RSSI is low-pass filtered by
the radio, it is not constant even if there is no signal on the channel, as shown in
Figure 9.5. A similar observation holds for all radio modems: the basic RSSI reading
has some offset and it fluctuates. The offset is due to manufacturing differences
of the radio modems and in this case also due to differences in the ADCs of the
microprocessor. The fluctuation is due to noise which depends on the radio modem
and temperature.

In order to use the RSSI signal to detect on ongoing transmission a thresh-
old must be determined. If the RSSI exceeds this threshold, the channel is busy,
otherwise it is idle. The threshold is a compromise between two goals: when the
threshold is small, the node will detect many ongoing transmissions even if it can-
not receive the data. On the other side, the threshold should be large to prevent
false alarms. False alarms are costly in a sensor network: the node leaves the radio
modem on to receive the non-existent packet, burning too much energy. When
sending, false alarms will increase the delay.

In the measurements, a threshold of 5.2 dB above the noise floor proofed to be a
good compromise. The threshold is below the 10 dB SNR where the radio modem
starts to receive, so in general more packets can be detected than actually received.
The noise floor is the RSSI value of a node when the channel is idle. It is different
for each node as shown in Figure 9.5. Furthermore, for some nodes it is not stable as
shown in Figure 9.4. In addition, it depends on the supply voltage and the amplifier
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setting of the radio. The relative definition makes the threshold independent of all
these influences. It requires a reliable estimation of the noise floor.

The ChannelMonitor estimates the current noise floor whenever it detects an
idle channel. To prevent that very small or very large outliers poison the noise floor
estimation, only the median of five values is used to update the noise floor using
an exponential smoother with an α = 1

6 . As a result, the estimator tracks the trend
sufficiently fast without suffering from singular outliers. This is shown in Figure 9.4.
The smoothing approach, the constants used in the smoothing and the threshold
definition are highly radio modem dependent. For the SX1211 [92] for example,
using the lowest RSSI value out of 16 that is not zero instead of the median is a more
reliable approach. The noise floor is computed using an α = 1

16 . However, using a
fixed threshold does not work on this radio modem. Instead, it is computed as three
times the standard deviation, which is also estimated in a comparable fashion. B-
MAC [85] uses the median of ten samples and α = 0.06 to estimate the noise floor.
In addition, B-MAC uses five samples to determine whether a channel is busy. Only
when all five samples indicate a busy channel, the channel is assumed to be busy.

Samples are included only when the channel is idle. This presents a problem.
What happens, if the channel is always busy either due to a node that continuously
transmits noise or because the estimator fell way below the real value? To prevent
such busy deadlocks, the ChannelMonitor includes samples from busy channels
into the estimation whenever it detects a busy channel ten times in a row and the
physical layer cannot decode a frame. This way, the estimator rises slowly, eventually
detecting that the channel is in reality idle.

Detecting a channel as busy or idle is crucial component for any CSMA type
MAC protocol, and especially for low power MAC protocols: Whenever a busy
channel is detected, the MAC protocol tries to receive the packet. Whenever this is
a false positive and there is no packet to receive, energy is wasted. The TDA5250
radio modem used on the eyesIFX nodes is particularly challenging and required
extensive measurements and tuning. The ChannelMonitor component solves this
challenge and separates it from the MAC implementation.

Another crucial component is duplicate detection. It is especially important for
RedMac, because the sender sends copies of the same packet repeatedly. If the re-
ceiver has a shorter wake up cycle than assumed by the sender, it wakes up twice dur-
ing the transmission of the same packet. The DuplicateDetector detects that the
packet was already delivered to the upper layers and prevents a duplicated delivery.
Another case that can lead to duplicated packets is the ARQ protocol. Whenever
the ACK is lost, the sender repeats the packets. Without the DuplicateDetector

the upper layers would get the same packet twice.
The DuplicateDetector stores the sender and the sequence numbers of the

last ten packets it received. This is more than in other standards like the IEEE
802.15.4 [47] or the IEEE 802.11 [101] where only the sender and sequence num-
ber of the last packet is stored. As a result, the DuplicateDetector suppresses more
duplicates. The reason for this implementation comes from an observation of the
routing protocol. Often, tree like structures are used for routing. If a node is a parent
in such a tree and two or more of its children starts to send packets, packets collide
and the children back off. Assume that one child was successful, but the ACK is lost.
Due to the random backoff, another child makes a successful transmission. Now, the
successful child retransmits the packet. In 802.11, this duplicate would be delivered
to the higher layers. In RedMac, the DuplicateDetector maintains a longer his-
tory and prevents this.

9.3.4 RedMac state machine

The FSM of RedMac can be divided into three tasks. The rendezvous part, the
ARQ part and the main state machine that ensures the time line behavior as shown
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in Figure 9.1. This section gives an overview and highlights important aspects. The
full state machine can be found in Appendix V.

9.3.4.1 Rendezvous scheme

Whenever a sensor node switches off its radio to save energy, it cannot receive any
packets. To ensure communication, the sender and the potential receiver must im-
plement a rendezvous scheme that allows the sender to deliver the packet. RedMac
uses a very simple rendezvous scheme: every node switches the radio into receive
mode and checks the activity on the radio channel. Every node does this periodi-
cally but independent of all the other nodes. In principle, each node can also choose
the period independently of the other nodes in the network, up to a maximum that
is valid throughout the network.

When a node wants to transmit a packet, it first checks whether the medium is
busy. If it is busy, it backs off as described in Section 9.3.4.2. If it is idle, it sends the
packet, switches back to receive mode and waits for an ACK. Usually at this point
it will not receive an ACK, because the receiver was not awake or did not receive
the whole packet. When the ACK did not start within a certain period of time, the
sender switches back to transmit mode and sends the packet again. This is repeated
until either an ACK arrives or transmission attempts last longer than the maximum
sleep interval.

RX

TX

RX setup time

RSSI Stable

PHY Header

Guard time

TX setup time
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Figure 9.6: Transmission gap

Unfortunately, the TDA5250 needs a long time to switch from transmit to re-
ceive mode and from sleep mode to receive mode. The gap between two packet
repetitions is therefore quite long as shown in Figure 9.6. Again, the transmit state
of the radio is shown below the time line, and the receive state is shown above the
time line. All in all, the time between two packet transmissions is about 8.53 ms.
However, this is not too stable: TinyOS is not a real time operating system and the
implementation cannot rely on low execution jitter. To detect an ACK it suffices to
receive its physical header of six bytes or 2 ms, instead of the whole packet which
would take about 6 ms. The guard time takes the timing jitter of the receiver into
account.

The transmission gap determines the minimum time that a receiver has to check
the channel for activities before it switches back to sleep mode. More specifically, the
receiver has to wait until the RSSI is stable and then starts to check the channel three
times. The first check happens 1 ms after the RSSI is stable, the second check in at
half the transmission gap time and the last time again after half the transmission gap
time. Together with the necessary guard times the receivers stays in receive mode
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for about 14 ms. This is radio modem dependent. Radio modems that switch very
fast from transmit to receive lead to a lower energy consumption. One radio modem
with very small switching times is assumed for TICER [93].

This rendezvous scheme has the advantage that the sender must transmit only
for half the sleep interval on average. In addition, on average only half the neighbor-
hood of the sender overhears the packet. But the main advantage of this rendezvous
scheme is its anycast capability. The destination address in the MAC header can be
any node that is closer to the destination, using the distance measure of the rout-
ing protocol. The closer node that wakes up first sends an ACK and the sender
stops transmitting. In general, this will lead to a lower delay, lower energy con-
sumption due to overhearing and an increased delivery probability. However, there
can be more than one node that wakes up and transmits an ACK. To decrease the
probability of an ACK collision, the receiver chooses one of two ACK slots: it ei-
ther transmits the ACK immediately or after checking whether the channel is busy.
More slots would decrease the collision probability further, but they increase the
time the nodes have to spend checking the channel for activity. This compromise is
one of the reasons why the ARQ is integrated into the MAC protocol.

9.3.4.2 ARQ and Backoff

The last section described the basic rendezvous scheme. It also supports anycasting
which can increase the delivery ratio as compared to a more traditional unicast. The
delivery ratio can be increased further using an ARQ scheme.

In WSN there are many reasons why an ACK does not arrive: The receiver
sleeps, the receiver did not detect the transmission, the packet got lost due to the
conditions of the wireless channel, the packet collided with an ongoing transmis-
sion, the receiver could not send the ACK in time, the ACK could not be send be-
cause the channel was busy, the ACK got lost due to the channel conditions or the
ACK collided with another transmission. Another reason are manufacturing differ-
ences of the radio modems, as discussed in Section 6.4. Often, a retransmission is
likely to be successful. Since some of the errors are due to collisions – indicating an
overload situation – a conservative approach is taken for RedMac.

When the ACK is missing for the first time, the node chooses a random time
from the interval [3 ms, backoff window] with a backoff window that is equal to
sleepinterval

4 . For each lost ACK the window is doubled. This is repeated until a
maximum number of longRetries has been reached.

If there are too many transmissions, not only ACKs are missing. Instead, the
senders are not able to access the medium in the first place because it is usually
taken. If a node detects a busy medium, it increases the shortRetries counter,
randomly chooses a time from the backoff window and tries to receive the packet.
Using the information from the packet, it computes how long it will take to trans-
mit the packet and adds this Network Allocation Vector (NAV) to the backoff time.
If the node wakes up, the timer is interrupted, and restarted once the MAC enters
the sleep state. If the backoff timer expires, the node checks the channel again. If the
shortRetries counter reaches a certain maximum, it is reset and the longRetries
counter and the backoff window are increased. If it tried for the maximum num-
ber of longRetries the packet is dropped and the upper layer is informed. This
approach prevents that the packets are delayed for infinite amounts of time.

9.4 Time synchronization support

Besides the basic MAC functionality, RedMac includes time synchronization sup-
port. Within the context of this thesis, time synchronization is not necessary, but it
can help in many applications – for instance in escape route management systems,
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where the speakers have to start transmitting the same message at roughly the same
time. In a scientific context, it is often valuable to periodically measure a variable,
and if the variable is observed by many sensors these sensors should ideally measure
it at the same point in time.

In this thesis, time synchronization support enables a reliable measurement of
end to end message transmission delays, an important parameter since we try to
optimize the trade off between energy expenditure, delay and delivery ratio.

The basic idea is the same as in the IEEE 1588 standard [100] and Flooding Time
Synchronization Protocol (FTSP) [75, 87]: there is a master node, either assigned
or selected for instance by using the node with the smallest unique ID. This master
generates a message that consists of a tuple [tg, tl] where tl is the local time on the
master, on the master node tl = tg, where tg denotes the global time. When the
radio starts to transmit the synchronization byte of the message, tl is replaced with
the delay d = tc − tl. Here, tc denotes the current local time on the master. On
reception of the frame synchronization byte, the receiver captures its current local
time tc. Using this time, the delay in the message and a small correction it can
now compute a tl the local time on its clock when the message was transmitted:
tl = tc − d + c. Now, the tuple [tg, tl] is available at the receiver, and can be used
to compute a correction that allows the receiver to translate any local time into the
global time. RedMac uses the transformation between tl and d for any transmitted
message, thus enabling an easy measurement of the message end to end delay.

9.4.1 Implementation

As a proof of concept, the delay measurement mechanism is extended into a com-
plete time synchronization protocol. Achieving a precise time synchronization with
this mechanism indicates that the measurement works reliable. The time synchro-
nization protocol is inspired by FTSP [75], optimizing it in several points.

First of all, it is not necessary that all nodes repeat the time synchronization mes-
sage in the network. This is different between the node platforms: on the tmote sky
nodes for which FTSP was implemented, there is a certain ambiguity on the sender
and the receiver when transmitting the delay or capturing the local time, leading to
invalid synchronization tuples. Most of these can be recognized and filtered out, but
the information is lost. Hence for this platform it is necessary that one node receives
multiple copies of the time synchronization message, hopefully being able to decode
at least one correct tuple. For the eyesIFX nodes, this ambiguity does not exist and
the number of messages can be reduced. Instead of plain flooding, Counter Based
Flooding (CBF) [110] is used. In TWIST, this algorithm cuts the number of trans-
mitted messages to about a third for the low transmit power setting and to about
1/10 for the high transmit power setting compared to FTSP.

In FTSP and as well as the protocol presented here, each node uses only the first
tuple of each synchronization round. Zeng et al. [119] show that an improvement
in precision can be achieved by using more than one tuple from a specific synchro-
nization round.

The second optimization tries to reduce the memory requirements. FTSP re-
lies on a table with the last eight tuples to compute a linear regression – assuming
that there is a linear relationship between tg and tl: tg = mtl + n. This is a good
assumption for most quartz crystals, the drift differs between two crystals mainly
because of series stray. It does ignore long term changes such as aging, temperature
dependencies and the influence of physical shocks. Whether these are important or
not depends on the application area.

An interesting implementation point in FTSP is how the offset is calculated.
Instead of using the offset at t = 0, it is computed at tl = tg, keeping the origin of
the coordinate system close to the last synchronization time. This is justified by the
observation that most conversions between tl and tg are done in the vicinity of this
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point – and shifting the origin of the coordinate system keeps the numerical errors
at a minimum.

Instead of using a table, only the sum and the number of values contained in
this sum are stored, reducing the memory overhead from 80 to 52 bytes. This does
not look like much of an improvement, but the implementation uses 64 bit val-
ues with fixed point integer arithmetic instead of a floating point computations.
This increases the precision and reduces the flash memory requirements by about
10 kByte – the floating point library is not pulled in. For clarity reasons, the fixed
point conversion and its accompanying rounding corrections are not shown here.

tlo : the local time in the previous tuple

tgo : the global time in the previous tuple

tln : the local time in the new tuple

tgn : the global time in the new tuple

tge : estimated global time at tln
sm : sum of slopes

sn : sum of offsets

k : number of values in sum

The new slope is then computed to:

mn =
tgn − tgo
tln − tlo

and the sum variables have to be updated:

ŝm = sm +mn

k̂ = k + 1

Average value for the slope is:

m =
ŝm

k̂

Origin shifted and averaged offset is:

ŝn = sn + k(tgn − tge) + km(tln − tlo) + tgn

n =
ŝn

k̂
+ ε

with

k(tgn − tge) : Correction for accumulated error

sn + km(tln − tlo) : Old offset at tln
ε = k/2 : round to nearest integer

The correction with ε is interesting: Remember that all computations are done in
positive integers. Adding ε prior to the division ensures that n is rounded to the
nearest integer value. Otherwise, n would contain the floor value. For m the code
does not contain this correction; the resulting error was negligible. Computing a
global time g for a local time l is now straightforward:

g = n+m(l − tln)

The correction l − tln is necessary, because n is the offset at tln.
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If the slope is constant, this computation results in a precise computation of slope
and offset. However, in practice the slope depends for instance on the temperature,
and the algorithm must allow slow variations of the slope differences between two
crystals. To limit the history considered in the computation and in order to avoid
overflow problems in the sum variables, the sum variables and k are divided by two,
when k̂ > 4.

Another limit for the precision is the resolution of the clock on which the syn-
chronization is based. The watch crystal runs at 32.768 kHz, while the micropro-
cessor runs at approximately 4 MHz – and the current clock value can be read at
any time during one tick which lasts 30.5µs, as shown in the following example.
Assuming no clock drift between two nodes, the slope is calculated as

m =
da
db
,with

da = global time difference at clock master node A

db = local time difference at node B

Assume that da is read out just before a new value appears in the clock register, such
that da ≈ d − 1 and at the receiver it is read out just after a new value appeared in
the clock register, such that db ≈ d+ 1. As a result, the slope is computed to

m =
d− 1

d+ 1

= 1− 2

d+ 1

Node B uses this value to estimate the global time g at when the real global time is
t, yielding:

g = mt

= t− 2
t

d+ 1

Even under otherwise ideal circumstances, the coarse resolution of the clock limits
the precision – in the example, the estimated global time at node B is approximately
two ticks off the time at node A when d ≈ t. The situation d ≈ t is relevant, it
describes synchronization points. This limit should be kept in mind for the next
section.

9.4.2 Results

Figure 9.7 shows the maximum synchronization error using a time synchronization
message every 24 min. This interval is three times longer than the interval used by
FTSP. Shorter intervals do not result in a better synchronization: The numerical
precision of slope and offset computation using integer arithmetic improves with
longer intervals. However, there is an upper limit where temperature effects start to
dominate. The synchronization error is |tgn−tge|, shown only for the node that has
the maximum error. The time synchronization protocol reduces the original error
of 40µs/s to below 0.1µs/s or 5 clock ticks in 24 min – an improvement of a factor
400 and very close to the numerical limit. The basis for this improvement is the end
to end delay measurement and the results show that its implementation is correct
and reliable.

A higher precision is possible, but not necessary for the evaluations – the sleep
times are in the range of 500-1000 ms, and usually a reliable measurement of the
message delays is sufficient. The first step to increase the precision is to take the
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Figure 9.7: Maximum time synchronization error and Temperature variation

temperature dependency of the crystal into account. The dependency is very stable
and hence a good compensation is possible. This should eliminate the outliers and
tie the precision to the numerical limit of 2-3 clock ticks. Further improvements
seem like an overkill, but are possible by measuring the time within the crystal
tick using the 4 MHz clock of the microprocessor. Measuring these small deltas is
sufficiently reliable, even with a relative unstable VCO that is used to generate the
4 MHz. For such a high precision implementation one should check that each node
is shielded from mechanical shocks, otherwise additional ticks can occur due to the
piezo-effect, skewing the clock. In addition, crystals with large load capacitors (e.g.
a 12.5 pF type) should be used, because oscillation stability of a crystal improves
with higher load capacity. All these methods increase the energy consumption of a
node, and should be carefully balanced against the requirements.

In principle, TDMA protocol can also be used for clock synchronization. The
time that a node has to be in receive mode before a coordinator transmits a beacon
depends on the synchronization precision. This influences the energy consumption:
higher synchronization precision implies lower energy consumption. The lower
limit for synchronization precision is influenced by the switching time of the ra-
dio modem. Another influence is due to clock frequency. For instance, Bluetooth
requires a precision of 10µs – impossible with a low power watch crystal with a
frequency of 32786 Hz, but crystals with higher frequency require more energy to
operate. To maintain the slot boundary precision as required by the standard, Blue-
tooth and IEEE 802.15.4 effectively require a beacon every 1 to 2 s – a much higher
traffic load than one message from every tenth node in the network every 24 min.

9.5 Performance Evaluation

9.5.1 Parameters

RedMac has a number of parameters that influence its performance. Since RedMac
is a Carrier Sense Multiple Access/Collision Avoidance (CSMA/CA) type protocol,
many parameters are related to the backoff behavior and the ARQ protocol. The
other parameters have been described earlier in this chapter.

Backoff Window The backoff window determines the average waiting time be-
fore a sender tries to send the packet again. To avoid excessive energy expenditure,
the sender should return to sleep as soon as possible, loosing track of the activities
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on the channel. This implies that the backoff cannot start at the end of the current
transmission. Instead, the sender has to start it once it returns to sleep mode and set
the duration such that the timer expires a random time after the packet transmission.

Network allocation vector However, setting the backoff timer is not as easy as in
e.g. 802.11. When a node has to backoff, it shuts the radio off, which saves energy.
Now the end of the transmission cannot be observed by the node anymore. An
ACK from the receiver will terminate the transmission as soon as possible – unno-
ticed by any node in backoff state. As in 802.11, a NAV is used to set the backoff
timer to the right value, ideally starting the small random backoff after the end of
the ACK. In RedMac, the NAV cannot be a precise value, derived directly from
the packet header, but has to be estimated. To do so, each packet contains the max-
imum number of hand shake repetitions that follow, it is decreased with each hand
shake repetition. This allows a sender that has to go into backoff to make a good
guess on the end of the transmission. It can either wait until the hand shake is over
for sure, or it can try to wake up earlier and hopefully finds a clear channel. There is
a certain chance that this happens, given the fact that a receiver that wakes up early
aborts the handshake by transmitting an ACK. The NAV estimation can takes this
into account. A comparable optimization is considered in [78].

Maxmimum short retries When the backoff timer expires, the sender tries to ac-
cess the medium. If it is busy again than this might indicate an overload situation
and it could be beneficial to increase the backoff window and retry much later. This
is done using the short retry counter: if the medium is busy longer than a certain
maximum number of times, the sender increases the backoff window. It also incre-
ments the number of long retries to prevent that a message can get stuck eternally
in the MAC.

Maximum long retries The long retry counter is not only incremented when the
sender cannot access the medium, but more importantly when an ACK is lost. On
this occasion, the backoffwindow is increased. If the ACK was caused by a collision,
the increased backoff window should stabilize the MAC by lowering the load on
the channel. If, on the other hand, the ACK was lost due to channel conditions, it is
unlikely that they change immediately. A longer waiting time could help to improve
things.

Backoff window increment Until now we assumed that incrementing the backoff
window is good for the performance. This assumption is based on the experience
with other MAC protocols and an assumption on the wireless channel. But the
underlying assumptions may not be true for the specific environment and it remains
to be seen whether it actually pays off to increment the backoff window.

9.5.2 Metrics

9.5.2.1 Energy consumption

The energy consumption is the major optimization goal in a sensor network. For
this experiment the energy consumption is computed using the trace of the radio
states and the associated energy consumption from the data sheet of the radio mo-
dem. Whenever a node switches the radio state it sends a message over the serial
connection into the trace file. From this file the energy consumption is computed
off line. This approach is sufficient for this performance evaluation, because the
major consumer in this experiment is the radio modem. The measurement circuit
described in Chapter 7 cannot be used, since it cuts the USB connection and makes
the computation of collisions impossible.
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The energy is computed over the whole duration of the experiment, and then
divided by the duration, making it independent of the duration of the experiment.
The result is the average power consumption per node. Using the power consump-
tion per node, an average power consumption is computed: the per node consump-
tions are added and divided by the number of nodes. The power consumption is
expressed in mA rather than the correct mW. The advantage is that this number
can be compared directly with the numbers from the data sheet and it does not in-
troduce an error: all nodes use the same supply voltage and the power consumption
in mW is just the power consumption in mA times 3 V.

9.5.2.2 Delivery ratio

The purpose of the ARQ mechanism and all the precautions in the backoff cal-
culation is to ensure that the messages arrive at the destination. The delivery ratio
is computed from the arrived messages. The sender stamps each message with is
node ID and a sequence number that is incremented whenever the sender tries to
send a packet. Each packet that arrives at the destination is recorded in the trace
file. When the trace file is analyzed, the sequence numbers are tracked separately
for each sender. A gap in the sequence numbers indicates lost packets, while the
sequence number indicates the total number of packets send by this sender.

The disadvantage of this approach is that it relies on arrived messages. It does
not detect batches of lost messages at the end of an experiment. This could be cir-
cumvented if the sender transmits a control message over the testbed that indicates
a transmission attempt. But even in this case the delivery ratio cannot be computed
reliably, especially at the beginning and the end of an experiment. At the beginning,
the receiver may not be able to record the received messages in the trace and at the
end it is uncertain whether message is lost or just delayed so that it could not arrive
before the end of the experiment. The number of packets possibly lost after the last
recorded packet was low during the experiments and do not significantly influence
the result. This was done by comparing highest sequence number in the traces and
the expected number of packets that a node should have send. The sequence num-
ber gap approach has the major advantage that it works even if the sender is not
attached to the testbed as in a field deployment.

9.5.2.3 Message delay

The eyesIFX node is equipped with a 32768 Hz clock quartz that can be used to
measure time differences. Together with the radio stack it is possible to precisely
measure the delay that a message experiences from the time it was generated at the
sender until it was processed at the destination.

When the sender generates a message the current time at the sender is attached
to the message. When the MAC protocol is about to send a certain byte of the
message, it computes the delay that the message experienced while trickling down
the protocol stack. This delay is transmitted together with the message. When the
receiver receives the same byte, it subtracts the delay from its current local time. The
result is the time at which the sender generated the time, expressed in the local time
at the receiver. This time is attached to the message. The time difference between
the current time at the receiver and the message generation time is the delay of the
message and written into the log file. The precision of this measurement is shown in
Section 9.4, where it is used to implement a full scale time synchronization protocol.

9.5.2.4 Fairness

The three measures energy consumption, delivery ratio and delay are important
metrics in a MAC protocol. In addition, it should ensure that all senders have a
roughly equal chance to access the medium. In WSN this is a minor goal: stations
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that have messages to send should get access to the medium. In addition, the appli-
cation layer must be designed such that the network is not congested, at least not
over extended periods of time. It is nonetheless interesting to see how the protocol
parameters influence the fairness.

Unfortunately, there exists no single, widely accepted measure for fairness. For
the evaluation, two measures are used: the Herfindahl index and an “auto correla-
tion” based measure.

Herfindahl index The Herfindahl index is a traditional measure in the economic
sciences to measure concentration. In our scenario we have N = 8 senders that sent
a total of

∑N
i=1 ai = 16 messages than one node i should have transmitted ai = 2

messages if all nodes have fair access to the channel. If a single node monopolized
the channel, the number of messages for this node is ai = 16. The Herfindahl index
H expresses the concentration in a single number:

H =

∑N
i=1 a

2
i(∑N

i=1 ai

)2 (9.1)

1

N
≤ H ≤ 1

A measure While the Herfindahl index expresses how the shares of the transmit-
ted messages are distributed, it tells nothing about the distribution in time. If each
node monopolizes the channel in turn, sending the same number of messages dur-
ing its turn, then H = 1

N – indicating fair access to the channel. Therefore, also the
A measure is defined:

A =

∑M−1
m=1 δij
M − 1

(9.2)

with

i = sender of message m

j = sender of message m+ 1

The A-measure measures the empirical probability that the next sender j will
be the same as the current sender i, given that the current sender is i: P (j = i|i). If
j and i are independent than the probability is P (j = i|i) = 1/N . One could intro-
duce a penalty in the MAC protocol, such that the sender i has to back off for some
time before he is allowed to send a packet again. In this case, a dependency exists
such that P (j = i|i) < 1/N . If a single node can grab the channel for some time
before releasing it again, then the measure will be larger than 1/N . If for instance
each node sends two messages in a row, then stops sending and releases the channel
for the next node, the Herfindahl-Index will be 1/N , whereas the A-measure will
be 0.5. This metric is therefore suitable to capture sequential fairness.

9.5.2.5 Collisions

The RedMac protocol tries to ensure that there are no collisions in a single hop
environment. But due to the fact that the switching times of the radio is relatively
high it may happen that two nodes sense an idle channel and decide to transmit at
about the same time. However, the fact that two nodes transmit at the same point
in time does not define a collision. If the two nodes send to different destinations,
the destinations may still be able to receive the packets correctly. The definition of
a collision has to take this into account:
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Definition 7 If a set of nodes transmit at the same time, a collision may occur. The number
of packets that were transmitted, but did not arrive at the intended destination are counted as
collided packets c.

To make this definition independent of the length of the experiment, the colli-
sion ratio C is used, defined as the number of collisions c compare to the transmitted
packets t:

C =
c

t

9.5.2.6 Transmission Attempts

Two of the parameters, the maximum longRetry and the maximum shortRetry

limit the number of unsuccessful transmission attempts. The number of transmis-
sion attempts is kept in the corresponding counter variables. Observing these counter
gives an insight on how often the limits are actually exceeded and allow a fine tuning
of their limits.

9.5.3 Parameter tuning

9.5.3.1 Experimental Setup
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Figure 9.8: Node placement for MAC evaluation

For this evaluation, the hidden terminal problem is excluded, all senders can
hear each other. The RedMac protocol is evaluated using the setup shown in Fig-
ure 9.8: eight senders (S) that try to send to a single destination node (D) trying to
send a packet randomly within a fixed interval. The resulting arrival process at the
destination nearly resembles a Poisson arrival process. The four listener nodes (L)
are used to check the energy consumption caused by overhearing.

9.5.3.2 Maximum transmission attempts

The maximum number of transmission attempts is limited by two counters, the
maximum short retries and the maximum long retries. The parameters used for
this evaluation are shown in Table 9.1. The evaluation is done for a highly loaded
medium. If the MAC protocol receives exactly one packet during each sleep inter-
val, it can handle at most 8 packets per second.

Figure 9.9 shows the delivery ratio averaged over all repetitions. It appears that
the delivery ratio depends more on the total number of transmission attempts rather
than a specific combination of the two different counters. If the MAC tries often
enough, it will eventually transmit the packet rather than dropping it because of the
busy medium.
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Parameter Value
Experiment duration 400 s
Repetitions 10
TX power Low = −22 dBm
TX current 5 mA
RX current 9 mA
Sleep cycle 125 ms
Packet duration 20.1 ms
Offered Load 7.1 Packets/s
NAV 1/2 remaining packet duration
Backoff window 1/4 sleep cycle
Increase Backoff yes
Max. short retries 2, 4, 6, 8
Max. long retries 1, 2, 3, 4, 5, 6, 7, 8

Table 9.1: Parameters
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Figure 9.9: Influence of transmission attempts on delivery ratio
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Figure 9.10: Influence of transmission attempts on delay

Since the backoff window increases in a binary exponential fashion, the delay
increases faster with an increasing number of long retries than for the number of
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short retries, as can be seen from Figure 9.10. It is interesting to see that it reaches a
maximum too.
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Figure 9.11: Influence of transmission attempts on energy
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Figure 9.12: Influence of transmission attempts on collisions

Figure 9.11 shows the energy consumption. For this highly loaded medium, it
seems wiser to increase the number of long retries and choose a smaller number of
short retries. This is due to the fact that an increase in the number of long retries
lowers the offered load via the backoffmechanism and thus increases the probability
that the medium is idle once the backoff timer of a sender expires.

The number of collisions shown in Figure 9.12 and it is interesting to observe
that the number of collisions drops once the long retry maximum is larger than 2.
If the maximum is 3, the maximum delivery ratio is reached, too. Therefore the
maximum number of short retries is set to 9, and the maximum number of long
retries to 3. This decision prefers a smaller delay over a lower energy consumption
when the medium is congested. The other metrics do not lead to any additional
insights and are not shown here.
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Parameter Value
Experiment duration 400 s
Repetitions 10
Sleep cycle 125 ms
Packet duration 20.1 ms
TX power Low = −22 dBm
TX current 5 mA
RX current 9 mA
Offered Load 1, 2, 2.5, 7, 32, 59 Packets/s
NAV 1/2, 1 remaining packet duration
Backoff window 1/4, 1 sleep cycle
Increase Backoff yes
Max. short retries 9
Max. long retries 3

Table 9.2: Parameters

9.5.3.3 Backoff window and NAV

The evaluation of the influence of the backoff window and the fraction of the re-
maining packet duration that is added to the backoff timer is done for different of-
fered loads. Whenever a station transmitted a packet, it waits for a random time that
is uniformly distributed over a certain window. Using this time, the sleep cycle and
the number of stations the generated number of packets is computed, and shown in
Table 9.2. However, since the receiver can process only eight messages per second,
the values above 7 packets/s are theoretical values and never reached. The maximum
theoretical value is 64 packets/s: in this case a station generates a packet immediately
after it has finished the transmission of a packet.
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Figure 9.13: Influence of backoff window and NAV on delivery ratio
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Figure 9.14: Influence of backoff window and NAV on delay
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Figure 9.17: Influence of backoff window and NAV on channel access attempts
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Figure 9.18: Influence of backoff window and NAV on transmission attempts
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Figure 9.20: Influence of backoff window and NAV on sequential fairness

The result of this experiment is that the different parameter sets do not have
a significant impact at significance level of α = 0.9. The influence of the backoff
window size is completely negligible, only the NAV has some impact especially at
high loads. At high loads, the smaller NAV leads to a lower delivery ratio and a lower
delay, as shown in Figures 9.13 and 9.14. For very high loads, Figure 9.20 shows that
the senders tend to grab the channel for a while and then release it. This happens
more often for the large NAV value, the smaller NAV makes the medium access
slightly fairer. Given the fact that the parameters do not have a significant impact, the
small NAV value of 0.5 of the remaining packet time is used. The backoff window
is set to a quarter of the sleep time and the next section examines whether its size
has an influence.

9.5.3.4 Binary exponential backoff

The question whether and when the backoff window should be increased is a much
discussed issue in the sensor network community: Every MAC protocol uses a dif-
ferent setting. This section evaluates the influence using an experiment. The pa-
rameters for this experiment are shown in Table 9.3.

Parameter Value
Experiment duration 400 s
Repetitions 10
Sleep cycle 125 ms
Packet duration 20.1 ms
TX power Low = −22 dBm
TX current 5 mA
RX current 9 mA
Offered Load 1, 2, 7, 32 Packets/s
NAV 1/2 remaining packet duration
Backoff window 1/4, 1 sleep cycle
Increase Backoff no, yes
Max. short retries 9
Max. long retries 3

Table 9.3: Parameters

Again, these parameter settings do not have a substantial influence on the met-
rics. The delivery ratio, shown in Figure 9.21 is slightly higher at very high loads,
which is consistent with the results from the previous experiments. The energy
consumption and the number of collisions are marginally smaller.
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Figure 9.21: Influence of BEB and backoff window on delivery ratio
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Figure 9.22: Influence of BEB and backoff window on delay
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Figure 9.23: Influence of BEB and Window on energy

Although it has little influence especially in this scenario, the Binary Exponen-
tial Backoff (BEB) is kept.

9.5.3.5 Extended listening

The last experiment of this chapter evaluates a small modification in the state ma-
chine. After sending an ACK the receiver can either go into sleep state, or it can go
into receive state and check the channel for incoming packets. This is the essential
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Figure 9.24: Influence of BEB and Window on collisions

Parameter Value
Experiment duration 400 s
Repetitions 10
Sleep cycle 125 ms
Packet duration 20.1 ms
TX power Low = −22 dBm
TX current 5 mA
RX current 9 mA
Offered Load 1, 2, 7, 32 Packets/s
NAV 1/2 remaining packet duration
Backoff window 1/4 sleep cycle
Increase Backoff yes
Max. short retries 9
Max. long retries 3

Table 9.4: Parameters
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Figure 9.25: Influence of extended listening on throughput

difference between T-MAC [104] and S-MAC [115].
Figure 9.25 shows that the throughput measured in packets that arrive at the

sink can be increased by about 5% if the node goes to RX state after sending an
ACK. The energy consumption increases only slightly, which is also because only
one of twelve nodes performs the extended listening. At first glance, this looks like
an option that should be kept. However, when the anycast capability of RedMac is
used, this can lead to extended collisions. If the sender keeps loosing the ACKs it
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Figure 9.26: Influence of extended listening on Energy

will wake up more and more neighbors that try to send ACKs as well, which collide
with the packet transmission. The severity of the problem needs to be analyzed in
greater detail, but for now the normal mode is used and the receiver returns to sleep
mode after sending an ACK.

9.5.4 Comparison with SpeckMacD

Parameter Value
Experiment duration 400 s
Repetitions 10
Sleep cycle 125 ms
Packet duration 20.1 ms
TX power Low = −22 dBm, High = +9 dBm
TX current 5, 12 mA
RX current 9 mA
Offered Load 0.5, 1, 2, 3.75, 7.1, 12.8, 32 Packets/s
NAV RedMac 1/2 remaining packet duration
NAV SpeckMac remaining packet duration
Backoff window 1/4 sleep cycle
Increase Backoff yes
Max. short retries 9
Max. long retries 3

Table 9.5: Parameters

9.5.4.1 Energy consumption

The main difference between the Specknets MAC Data (SpeckMacD) protocol and
RedMac is the behavior after a packet has been transmitted. The RedMac protocol
checks the channel for an incoming ACK, whereas the SpeckMacD protocol starts
to send the next packet immediately. The sender blocks the channel, and any node
that wakes up just has to make sure that it checks the channel carefully enough to
detect the ongoing transmission. One such channel check is shown in Figure 9.27.
If the channel is idle, the node goes back to sleep after at most 5 ms. The short check
leads to significant energy savings especially when there is no traffic on the channel,
as shown in Figure 9.28. The energy consumption was measured with the circuit
presented in [65]. The graph shows the average energy consumption and the 0.95
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Figure 9.27: Channel check in SpeckMacD

confidence interval – energy consumption differs from node to node. The function
combining the points has been fitted using the least squares method and gives an
estimate of the energy that a single check consumes.
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Figure 9.29: Average energy consumption for all nodes, high TX power

The energy consumption as a function of the offered load is shown in Fig-
ure 9.30. As expected, the energy consumption is lower for the SpeckMacD pro-
tocol especially for low loads. The explanation is the difference in the duty cycle.
RedMac protocol keeps the radio in receive mode for about 12% of the time, in
contrast to about 4% in SpeckMacD. The increased transmission energy does not
exceed these savings.
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Figure 9.30: Average energy consumption for all nodes, low TX power

9.5.4.2 Other performance parameters
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Figure 9.31: Delay

Figure 9.33 shows the average message delay for both protocols. At low loads,
there is practically no difference. The reason is partially based in the computation
of the delay: when the first data packet of the series is received, it is delivered to
the higher layers and the delay is reported. Therefore, the SpeckMacD achieves a
slightly lower delay than the RedMac at low loads. It also keeps the medium busy
and no one else can use it. Therefore, at high loads the packet delay is nearly twice as
high as for RedMac. The throughput in Figure 9.32 shows a similar pattern. At low
loads, the SpeckMacD receiver sees a busy channel nearly as often as the RedMac
receiver. But at high loads, the SpeckMacD receiver sees an idle channel every third
time it wakes up.
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Figure 9.32: Throughput
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Figure 9.33: Delivery Ratio
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Figure 9.34: Channel access attempts

Figure 9.33 shows the delivery ratios for both MAC protocols. At low loads,
both MAC protocols have the same delivery ratio of 100% as expected for this sce-
nario. At high loads, the delivery ratio drops due to the retry limits. However, the
delivery ratio of RedMac is significantly lower compared with SpeckMacD. The ex-
planation can be seen in the number of packet transmission attempts in Figure 9.35.
RedMac needs a higher number of transmission attempts due to missing ACKs.
Further investigation showed that RedMac is indeed loosing ACKs more often than
any other packet. Further investigations with larger timeouts and larger guard times
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Figure 9.35: Packet transmission attempts

did not improve the ACK delivery ratio. This is probably due to peculiarities of the
node hardware. Due to this handicap, RedMac reaches the transmission attempt
limit earlier than SpeckMacD and drops the packet.

9.6 Conclusion

This chapter presented and evaluated a MAC protocol that is superior in terms of
delay and throughput compared with SpeckMacD, which in turn is superior to the
Preamble Sampling CSMA, better known as B-MAC. Due to the large switching
times of the TDA5250, its energy consumption is nearly three times higher when no
packets are transmitted. At higher loads, the difference is smaller. Here, SpeckMacD
uses only about 20% less.

The major advantage of the RedMac protocol is the anycast capability, which
can only be evaluated in conjunction with an appropriate routing protocol.
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10

Routing protocol Net

10.1 Introduction

Routing packets through a sensor network is a challenging task, because sensor net-
works communicate via radio links. The radio links between nodes do not have a
constant quality, instead the delivery ratio over a wireless link can vary considerably
even in a scenario were all nodes have fixed locations as in a building automation.
In such a scenario, the routing protocol must not only ensure that the packets have
a high probability to reach the destination, but the sensor network must also be de-
signed such that the message can reach the destination within a certain delay bound.
These two conditions, delivery ratio and time bound, must be met with minimal
energy consumption.

The popular protocols in TinyOS, MintRoute [112] and the more recent deriva-
tive Collection Tree Protocol (CTP) [41] try to achieve a high delivery ratio, but
neglect the energy consumption as well as the message delay. To reconcile these re-
quirements, the Net protocol was developed. It minimizes the energy consumption,
while ensuring a high delivery ratio and a reasonable message delay.

H

D

B

C

F

I

A

E

G

Figure 10.1: Possible paths for a packet from I to A

Net protocol uses a special method to chose the forwarder. Traditionally, the
sender sends the packet to the neighbor that is “closer” to the destination node. In
Net, the sender addresses the packet to all nodes that are closer to the destination.
A receiver that finds itself in a suitable position answers with an ACK and similarly
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relays the packet, as shown in Figure 10.1. Since the first suitable node that wakes
up, receives the packet and acts as a relay node, Net achieves both: a small delay
and a high delivery ratio. In contrast to other opportunistic approaches, Net does
not use active mechanisms to suppress duplicates. In a network where the potential
forwarder nodes sleep, chances are that duplicates do not occur in the first place. If
they occur, they are detected and suppressed.

Before Section 10.4 describes the Net protocol in more detail, Section 10.2 starts
with an overview. The routing problem in ad hoc and sensor networks is structured
and explained in Section 10.3. This structure is used to describe the related work.
In Section 10.7 Net is compared with two standard protocols of TinyOS.

10.2 Overview

10.2.1 Building the routing table

Figure 10.2: Node legend

(a) Announce (b) Join (c) Announce

(d) Join? (e) Announce (f) Join

Figure 10.3: Routing in Net

Figure 10.3 shows an overview of how routing works in Net, a description of the
elements is shown in Figure 10.2. In the first step, the node to which messages shall
be transmitted does not know anything about the network. It transmits a message
(see 10.3a), which basically contains its routing table – naturally, it has a distance to
itself of zero hops. In this example, two nodes (B and C) wake up and determine
that they have a sufficiently good connection to act as forwarders of messages to
that node. They join the network and their routing table contains the information
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that they have a direct connection to A (see 10.3b). In the next step, B announces
its routing table (see 10.3c), which is received for instance by D, once D wakes up
(see 10.3d). Here, D does nothing and waits for more announcements. Then, C
announces its routing table (see 10.3e). Again, this is received for instance by D.
Now D knows that it can use two different nodes to forward messages to A. In our
example, this is a good enough connection and D joins the network (see 10.3f).
After this step, a route through the network is known from any node to A, and the
nodes can start transmitting and forwarding messages to A.

One advantage of this routing table is the compact format. Assuming that each
node has a two byte ID, a complete routing table entry occupies at most three bytes
– the ID and the distance. In many cases, a maximum distance of 16 hops is suffi-
cient. This allows to store some additional meta information about the route into
the other four bits. Such meta information is important in several cases. It can be
used to maintain a consistent routing state in the network, to store quality informa-
tion about the uplink connection and some kind of time stamp when this entry was
created.

Even during the routing process this algorithm uses only very little memory:
it is not necessary to store information about every neighbor. Storing information
about a subset of neighbors suffices to determine whether to become a forwarder on
the path to a certain destination.

10.2.2 Forwarding a message

After building the routing table, nodes can start to transmit messages, an example
how this is handled is shown in Figure 10.4. For simplicity, let us assume that all
nodes are asleep, according to the RedMac protocol.

The node G wants to send a message (see 10.4a) and just transmits it to any node
closer to the destination than itself. This information is encoded into the destination
address field of the RedMac protocol using a special MAC multi-cast address. Un-
fortunately, no node was awake. In the next step, for instance node E wakes up
(see 10.4b). It can now receive a message and this is what happens when node G
transmits the next repetition of the packet according to the rendezvous scheme of
the RedMac protocol (see 10.4c). Node E does not only receive the message, it also
computes that it is closer to the destination A and sends an ACK to G. Now, E is
responsible to transport the message towards the destination, and node G can go
back to sleep.

Now, let us consider a slightly more complex case. In the next step (see 10.4d)
two nodes wake up: B and F. Now, both nodes are able to receive the message and
do so, when node E transmits the message. However, while both nodes receive the
message, only node B acknowledges the reception; by decoding the special multi-
cast MAC destination address, it computed that it is closer to the destination and
hence a suitable forwarder. F, on the other hand, detected that it is as far away
from the destination as E, and therefore not a suitable forwarder. As soon as node
F computes this information, it just goes back to sleep. Now, node B is responsible
for the packet. It, too, transmits the message to any node closer to the destination
than itself, here A (see 10.4f). Node A is the destination and simply sends an ACK
to B. This forwarding mechanism has several advantages. As will be shown later,
Net is designed such that loops never occur – irrespective of the current state of the
routing algorithm, the age of the routing table and the validity of the information
in it.

The routing overhead of Net is small. In a normal building automation, the
connections between nodes are fairly stable and fluctuate just a little, depending
e.g. on the temperature or whether the doors are opened or closed. A few failing
connections do not influence the protocol too much – just the per hop message
delay increases a little. Once the temperature drops, the previously missing links can
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(a) G sends – all asleep (b) E wakes up

(c) G sends, E ack’s (d) B and F wake up

(e) E sends, B acks, F back to sleep (f) B sends, A ack’s

Figure 10.4: Forwarding in Net

be used again. This reduces the necessity to send route requests and subsequently
run the routing algorithm.

Besides imposing a low routing overhead, Net implicitly performs a load bal-
ancing between the different forwarders. Remember that each node periodically
wakes up, but this wake up time is not related to the neighbors or in any other way
coordinated. In the real world, this wake up time relies on a timer which uses an
oscillators, for instance a VCO or a quartz crystal. In our example, this leads to an
interesting situation: node E will typically use node B as a forwarder, since B usually
wakes up earlier than C, whenever E has to forward a message. However, due to
manufacturing differences and temperature differences, each oscillator has a slight
drift if compared to a reference e.g. an atomic clock. As a result, the relative wake
up order of B and C is not fixed – at some point in time, node C will wake up earlier
then B whenever E has to forward a message.

Since Net does not rely on wake up times, it is in principle possible to take the
power consumption of each node into account. When a node notes that it consumes
too much power, it can simply increase its sleep time. As long as it stays within the
bounds agreed upon in the RedMac protocol, it does not even have to notify other
nodes. This section gives only an overview of Net, leaving out many details and
mechanisms. Before Net is discussed in a systematic fashion in Section 10.4, the
next section structures and discusses related work in this field.
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10.3 Related work

The network layer enables the nodes of a network to communicate with each other.
It provides a flat abstraction of a network: the communicating nodes do not have
to know that the destination to which they send a packet is not a direct neighbor.
The network layer is responsible to choose a path involving intermediate nodes such
that the message reaches the destination. This can be achieved in a variety of ways,
and usually the task is split among two components: the routing component that
determines the optimal path of a message from the source to the destination, and
the forwarding component that ensures that a message travels along this path.

Algorithm Metric Cache Maintenance Topology Address
Dijkstra Hop count Use based Proactive Flat Identity
Bellman-Ford Reliability Blacklisting Reactive Cluster Content
Reverse Tree Energy Time Hybrid Hierarchy Structured
Learning Latency

Network lifetime
Geographic Distance Location

Table 10.1: Routing protocol taxonomy

Routing protocols can be dissected according to six main solution areas as shown
in Table 10.1. The basic function is defined by the algorithm. The optimization goal
is expressed in the metric. The cache strategy contains assumptions on the lifetime
of the routes and neighbor connections, whereas the maintenance strategy deals
with link failures. Topology can restrict how messages are exchanged between nodes
and the addressing scheme shows how to reach a destination. The next sections de-
scribe each of these categories in greater detail and present example implementa-
tions. Given the multitude of routing protocols, it is not possible to give a complete
overview of the existing work. Instead, the next section presents a selection of rout-
ing protocols that are wide spread, introduced a novel idea, or are comparable to
Net. There is also an emphasis on protocols that were evaluated using experiments
in wireless networks.

10.3.1 Routing algorithm

The routing algorithm solves the problem to find an optimal path from the source to
the destination, while “optimal” is defined by the routing metric. Many algorithms
are possible, any algorithm that can find an “optimal” path can be used. This in-
cludes algorithms that find an optimal tree starting from one node, algorithms that
solve the all pairs shortest path problem and shortest path algorithms. Since many al-
gorithms exist, this section concentrates on two classical routing algorithms, namely
the Dijkstra (a representative of the depth-first class) and the Bellman-Ford algo-
rithm (a representative of the breadth-first search class), the reverse tree algorithm
that is popular in ad hoc networks and touches briefly on geographic algorithms as
well as machine learning approaches.

Dijkstra algorithm The basic idea of the Dijkstra algorithm [22] can be stated
in a single sentence: “Extend the shortest currently known path”. Its operation is
demonstrated using the topology shown in Figure 10.5. The paths from node A to
all other nodes are computed, and the result for each iteration is kept in Table 10.2.
The unique identifiers of the nodes are letters, and in this example they are con-
nected with undirected edges. The edges are not equal, and this is expressed in their
numerical weight. This weight can be defined such that a suitable optimization goal
is met. It can for instance represent the expected packet losses on the link, or the
energy that a transmitter must use to bridge the distance, or just a constant. The
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Figure 10.5: Example network topology

Dijkstra algorithm works as long as the weights are non-negative. In the beginning,
the distances are not known, in fact the nodes in the graph may not be known to the
algorithm. In the first step, the algorithm discovers the nodes B and C, as well as the
link weights. From these two nodes, it decides to discover the neighbors of B first,
since AB is the shortest currently known path. In the second step, it discovers that
there is a node D that can be reached via B at a cost of 2. Since path ABD is now the
shortest currently known path, the algorithm decides to discover the neighbors of
D next. In the third step it learns that there is a node F and a node G. Now there are
two paths with weight 3: AC and ABDF. Depending on the implementation of the
search for the shortest currently known path, the algorithm decides to explore ei-
ther of these two, in our case it decides to discover the neighbors of C, learning the
presence of node E. In the next step, the paths from node F are explored, resulting
in an alternate path to node G (in brackets). In the last step, the shortest currently
known path is ABDG with cost 4. The algorithm now explores the neighbors of G
and discovers a shorter path to node E and terminates, as all neighbors of node E are
already known.

B C D E F G
0 ∞, – ∞, – ∞, – ∞, – ∞, – ∞, –
1 1, AB 3, AC ∞, – ∞, – ∞, – ∞, –
2 1, AB 3, AC 2, ABD ∞, – ∞, – ∞, –
3 1, AB 3, AC 2, ABD ∞, – 3, ABDF 4, ABDG
4 1, AB 3, AC 2, ABD 6, ACE 3, ABDF 4, ABDG
5 1, AB 3, AC 2, ABD 6, ACE 3, ABDF (4, ABDFG)
6 1, AB 3, AC 2, ABD 5, ABDGE 3, ABDF 4, ABDG

Table 10.2: Intermediate results of the Dijkstra algorithm

Although this algorithm has a low computational complexity, some problems
appear in a distributed system like a network. The first question that must be an-
swered is how the weights are assigned to the edges, and how the nodes know of
these weights. However, this problem exists in all routing protocols. The next ques-
tion is, how the information of the nodes, their neighbors and the edge weights are
communicated to the coordinator node A. If the links are symmetric, they can be
used to transport the information back to the coordinator. However, in this case
each node must not only make their neighbors known, but must also relay messages
for other nodes, increasing the message complexity of the algorithm. An alternative
is to use a sub-optimal routing to transmit all the information from each node to
the coordinator, let the coordinator compute the optimal solution and distribute
it again. In the sub-optimal, initial routing each node has at least to announce its
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presence, hence the lower bound for the number of transmitted messages is one per
node, plus the number of messages that are needed to compute the weight of the
links to the neighbors. This information is sufficient for the coordinator to compute
the routing tables for all nodes. In the distribution phase, each node has to transmit
again at least one message, hence the minimum number of messages transmitted is
in the order of o(2n), where n denotes the number of nodes. In a broadcast medium,
the number of messages transmitted in the distribution phase can be smaller. The al-
gorithm depends on the weights of the links to compute the next path that it wants
to explore, it therefore does not lend itself easily to a distributed implementation.

This algorithm is implemented in Open Shortest Path First (OSPF), see for
instance [16, 76]. Dijkstra’s algorithm was presented using a step wise discovery
of the network topology: The “next” shortest link was discovered whenever the
computation of the “current” shortest link is over. This would result in many mes-
sages, and most implementations use a different approach. In OSPF each router
sends local hello messages to discover topology changes. If it detects one, it floods
a message to all other routers. This packet contains the directly connected routers.
The receiving routers update their adjacency matrix and run the algorithm locally,
without sending any more messages. An implementation for Mobile Ad hoc Net-
works (MANETs) is Optimized Link State Routing (OLSR) [14]. The protocols
differ in the role assumptions. OSPF assumes that there are a few routers and many
nodes, whereas in OLSR each node can be a router. When many routers are present,
the control traffic increases. OLSR reduces it by restricting the number of nodes
that exchange the control traffic to Multi Point Relays (MPRs). This effectively
clusters the topology for control messages, whereas data messages are not restricted.
Being able to compute the best routes comes at the cost of keeping the matrix in
memory. Given the memory constraints of most sensor nodes, this does not seem
feasible. Consider a 100 node sensor network as an example. If all nodes are num-
bered consecutively, and only a single byte is used for each connection, the memory
requirements would be 10kBytes – only slightly less than the total available memory
on the nodes used for this thesis.

Bellman-Ford algorithm The Bellman-Ford algorithm solves the same problem,
but is easier to implement in a distributed system. The basic idea of the Bellman-
Ford algorithm is to proceed in rounds, and discover the network topology hop by
hop, using the newly obtained information to compute the shortest paths and dis-
tribute this information as an input for the next round. Using the topology in Fig-
ure 10.5, we will now describe the algorithm step by step and keep the intermediate
result of each step in Table 10.3.

B C D E F G
0 ∞, – ∞, – ∞, – ∞, – ∞, – ∞, –
1 1, AB 3, AC ∞, – ∞, – ∞, – ∞, –
2 1, AB 3, AC 2, ABD 6, ACE ∞, – ∞, –
3 1, AB 3, AC 2, ABD 6, ACE 4, ABDG 3, ABDF
4 1, AB 3, AC 2, ABD 5, ABDGE 4, ABDG 3, ABDF

Table 10.3: Intermediate results of the Bellman-Ford algorithm

In the beginning, the nodes in the network are unknown, denoted by a an infi-
nite distance in Table 10.3 and we start again with node A. In the first round, the
algorithm discovers the neighbors B and C, both have a direct connection. In the
second round, the algorithm discovers all nodes that are two hops away, namely:
D and E. In the next round, it discovers all nodes that are three hops away, G and
F. In the next round, it discovers that it can reach node E with four hops, but at
lower costs. In the next round, the nodes that are five hops away are examined, but
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no cheaper path is detected and the algorithm terminates. In a distributed imple-
mentation, it is important that all nodes start to announce their presence (that is the
beginning of the first round) in a sufficiently synchronous fashion and have a com-
mon notion when the round is over. This allows all nodes to execute the algorithm
and jointly solve the all pairs shortest path problem. If the implementation of the
algorithm forgoes synchronization the algorithm may not converge, known as the
“count to infinity” problem. Besides the synchronization problem, the Bellman-
Ford algorithm is easy to boot strap. Since each node has to send one message in
every round, the number of transmitted messages is in the order of O(dn), where d
is the diameter of the network and n is the number of nodes.

Routing Information Protocol (RIP) [73] is a well known implementation of
this algorithm, and Fisheye State Routing (FSR) [81] another. However, the main
similarity is the synchronous communication rounds, whereas the precise algorithm
to compute the best path differs. The main advantage of this algorithm is that the
information from all potential forwarders can be used in the routing decision. In
sensor networks, cases as in Figure 10.5 where a better path with more hops and
better costs is discovered later are unlikely. Even if a node hears only E’s announce-
ment after step 3 (see Table 10.3) and misses the update after step 4, this does not
lead to a dramatic error. Net is implemented such that messages are send to all nodes
closer to the destination – this holds even after step 4 for a node that wants to use
E as forwarder. This robustness and the possibility to count potential forwarders to
the destination make this algorithm an interesting basis for Net.

Reverse Tree algorithm The algorithms presented so far both have their unique
problems in a distributed environment. The Dijkstra algorithm needs some kind of
boot strap algorithm and works best with a single coordinator, whereas the Bellman-
Ford algorithm may need more messages and requires some kind of synchroniza-
tion to ensure the rounds. Therefore, some routing algorithms use a different algo-
rithm that is remotely connected with the Bellman-Ford algorithm. The main idea
is that a node that wants to communicate with another node floods the network
with Route Request (RREQ) messages, and each node appends itself to the mes-
sage or simply remembers its parent in the flood tree. Once the destination node
receives such a message, it sends a Route Reply (RREP) message to the originator.
Using the flood tree parent information either in the message or in the intermediate
nodes, the RREP message confirms the existence of a path to the originator. Due
to the uncoordinated flooding, it is not possible to demonstrate that algorithm in
a table. It may well happen that a flooded message travels ACEGD before D has a
chance to seize the medium. When the algorithm has to be executed the next time,
node D may be able to size the medium well before G needs it, resulting in different
intermediate steps.

The message complexity of this approach is in the order of O(rn) where r de-
notes the number of nodes that request a route and n denotes the number of nodes
in the network. This algorithm is easy to implement, does not need synchroniza-
tion and finds a suitable, but not necessarily optimal, way through the network. In
addition, it may well happen that it requires more messages than the Bellman-Ford
algorithm.

All of these algorithms assume that the links between the nodes are stable enough
to finish the algorithm, and effectively use the discovered routes to forward mes-
sages. However, in a sensor network the paths may not be sufficiently stable and an
implementation of these protocols has to take the effect of intermittently existing
links, asymmetric links and failing nodes into account.

The reverse tree algorithm is used in many MANET and WSN routing proto-
cols. Examples are CTP [41], MintRoute [112], Dynamic Source Routing (DSR)
[55], Ad hoc On-demand Distance Vector (AODV) [83], Dynamic MANET On-
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demand (DYMO) [10] and Better Approach To Mobile Adhoc Networking (Batman)
[71]. The main reason is the simple implementation – it does not require synchro-
nized rounds or computations on adjacency matrices. It can be bootstrapped with-
out prior knowledge and requires only a little memory in the nodes during exe-
cution. Despite its simplicity and the ambiguity on how paths are chosen, it often
yields surprisingly good results. In contrast to most link state protocols, the RREQ
message does not contain the information of the link state for all the neighbors
of a node. Instead, the receivers of a RREQ message learn only about the sender
and the forwarders of the message. Any assumptions on the stability of the path are
based on the perception of the receivers, which turns out to be the weak element.
Therefore, all these different routing protocols use additional means to improve the
performance. For this thesis, the different means can be structured as shown in Ta-
ble 10.1. Although unconventional, the structure allows a quick discussion of each
protocol, at the expense of complete overview on each protocol. Before these differ-
ent contributions are discussed in greater detail, the next sections explain two more
basic approaches to solve the routing problem.

Geographic algorithms If the geographic locations of the nodes are known, a
routing protocol seems superfluous: the intermediate nodes just have to forward
the messages along the shortest path from source to destination. However, if there
are no or an insufficient number of nodes along this shortest path, there must be
a fall back routing protocol, which may use the available geographic information.
The advantage of pure geographic protocols is that there is no need to exchange any
control messages, as long as there is a reliable route through the network that is in
the vicinity of the shortest path. If such a path does not exist, the efficiency of the
protocol is hard to predict and depends on the fall back protocol.

The geographic approach can be generalized. The generalization is based on the
observation that the nodes know their location in a coordinate system. It does not
have to be a euclidean coordinate system, it suffices that it allows the computation
of a distance. This generalization also includes the routing protocols discussed so
far: The number of hops necessary to reach a destination can be seen as the level in
a tree – a “coordinate” in this tree. Other coordinate systems also require a setup
phase, during which each node discovers its coordinates.

Another generalization are content based P2P networks. The focus in such net-
works is to store specific information at specific nodes for later retrieval. Here, the
coordinate is computed from the description of the data. In sensor networks, this
approach interesting in monitoring experiments, where the observation runs unsu-
pervised. In a building automation setting as considered in this thesis, historic data
is not very useful.

Examples for geographic routing protocols are Geographic and Energy Aware
Routing (GEARS) [117], GeRaF [121] and opportunistic approaches TICER [93].
Since the routing problem is more or less solved for any of these approaches, the
main contribution of these papers is how to select the best forwarder among the
many potentials – and how they deal with the absence of any suitable forwarders.
This can be tightly coupled with the MAC protocol as in GeRaF or TICER. The
opportunistic forwarding approach also inspired the design of Net.

Machine learning approaches Geographic algorithms try to replace the control
messages of the routing protocol by knowing the location of the nodes. A differ-
ent way is to infer the routing information from the data messages: if a data packet
arrives at the destination, it obviously found a route through the network. If the
destination finds that this route is “good” then it can reinforce the route by piggy-
backing feedback information on other data packets, or by sending explicit control
messages. The advantage of this approach is that it can be implemented in a com-
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pletely local fashion: each node learns, which neighbor is the best choice to transport
a certain kind of information. These approaches rely on a steady flow of information
from the sources to the sinks, and require some feedback to reinforce good routes
and prune bad routes. In addition, the links between the neighbors must be stable
over long periods of time, allowing the machine learning algorithm to converge.

An example is Directed Diffusion (DD) [50]. Here each neighbor that delivers
a message matching the content the sink is interested is good and the connection
is rewarded. DD tries to maximize the message delivery probability. Another ap-
proach is Feedback ROuting to Multiple Sinks (FROMS) [36]. In both approaches,
multiple sinks are interested in messages from multiple sources, and a multicast tree
has to be build. The optimal multicast tree is the Steiner tree, a problem known
to be NP hard [36]. In sensor networks, the problem is somewhat reduced, since
usually no new nodes are added after the deployment. Out of these existing nodes,
the right ones have to be chosen as junction points. Given the complexity of the
problem, it is reasonable to use a machine learning approach, which optimizes the
goal in a distributed fashion. Since the optimization may encounter local optima, a
random exploration strategy can be used as a basis.

In [44] I experimented with DD, mainly because of the addressing scheme.
However, the simulations took very long and the results hardly stabilized. This was
caused by routing loops that were discovered after the paper had been written. In
addition, the protocol overhead was very large compared with a simpler CBF based
approach. These experiences, combined with the results from Chapter 4, influenced
the design of Net to be a low overhead routing protocol.

10.3.2 Routing metric

All routing protocols try to find “optimal” routes that a message should travel from
its source to the destination. The precise meaning of optimal depends on the routing
metric used to decide, whether a certain link or a certain route should be preferred
over another. Although this is commonly called routing metric it does not have to be
a metric in a strict mathematical sense. In particular, the triangle inequality does not
have to be fulfilled: indirect paths can be “shorter” than the direct path.

A routing metric allows to sort paths according to their compliance with the
optimization goal. Besides this sorting relationship, an addition should be defined:
this allows to add individual links to a path and compute the routing metric of the
path. Some algorithms require that the routing metric is non-negative. Besides these
general requirements, the routing metric can represent a wide range of optimization
goals. Routes can be optimized for a specific goal, like high delivery ratio or low de-
lay. In sensor networks, energy consumption is another important goal. However,
for some applications specialized optimization goals may be preferred. The next
sections explain often used routing metrics, but given the vast possibilities it cannot
be exhaustive. To make things even more complicated, Johnson and Hancke [53]
point out that the chosen path influences the network. By choosing a path the rout-
ing protocol can miss the optimization goal – necessitating more research in routing
metrics.

Hop count In a sensor network, one could consider all links as equal. In our exam-
ple network in Figure 10.5 this means that all link weights are set to 1. The advan-
tage of this routing metric is that it can be computed easily, without requiring any
measurements or configuration steps. It ensures that a message travels with the min-
imum number of repetitions from the source to the destination. This routing metric
is used by many MANET routing protocols (AODV [83], DYMO [10], DSR [55],
FSR [81], Batman [71]), as well as in RIP [73]. The main reason is availability: It
does not require specialized hardware or access to hardware specific measures, like
signal strength or bandwidth. However, the assumption that the links of a node to
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all its neighbors are all equal does not hold. In sensor networks, some neighbors
are closer and messages transmitted to them arrive with high probability, whereas
others a far away and receive a packet only occasionally, as shown in Chapter 6.

Path reliability The second group of metrics focuses on increasing the probability
that a transmitted message reaches its destination. Since a path is a serial connection
of links, the path success probability is equal to the product of the success prob-
abilities of each link on it, making the success probability on the link a suitable
metric. One possible implementation is to measure the packet loss ratio for each
link, and use this probability as routing metric. This closely reflects the intended
optimization goal and does not require any support from the radio modem. The
disadvantage is the high number of packets that are necessary to acquire a reliable
estimate of the packet loss ratio, and this measurement must be repeated frequently
to track the changing link conditions. A typical example is Expected Transmission
Count (ETX) [17]. This metric estimates the packet loss rate on a link between two
nodes in forward and reverse direction. From this information the routing metric
along a path is derived. CTP [41] also uses this link metric, but computes it from
the transmission of data packets.

Basically, ETX is computed as an average, and different estimation methods ex-
ist. One method is to use a sliding time window and count the number of messages
that arrive within this time window. This assumes a fixed period for hello mes-
sage. Another way is to count the number of acknowledged and unacknowledged
data packets transmitted to a neighbor. Again, this requires a way of smoothing the
estimates. The higher the number of received and lost packets considered in the
computation is, the better the estimate – assuming that a mean exists and is stable
for a long time. This assumption is questioned in [64, 74]: The bit error rate over
a communication link does not necessarily exist, and computing the derived packet
error rate is a futile exercise. More precisely, there is a bit error limit for each link,
given by the SNR as shown in Section 6. In addition to packet losses caused by
this limit, there are packet losses caused by fading and interference. In a building
automation setting, most nodes are fixed. As a result, the time between two packet
losses on a link can be very long. However, when a packet is lost it can happen that
no packets can be transmitted for a long time. Any estimator for ETX therefore has
to distinguish between random packet losses and (temporarily) broken links. Most
ETX implementations prefer the ability to react quickly to broken links over the
accuracy of the estimate, and often around ten packets are used to compute it. This
is a lower limit in a statistical sense and the confidence interval with such as small
number is large. As a side effect, the ETX of a path can fluctuate, causing frequent
route changes or routing loops [62].

Consequently, OLSR [14] also uses a reliability related metric to check the link
state to its neighbors, based on the number of hello packets received. To filter out
random fluctuations, a hysteresis is defined. A link is considered as established only
if the link quality exceeds the high threshold and dropped if the link quality falls
below the low threshold. Only the established links are transmitted as link states,
and the hop count is used to compute the optimum routes. However, the hysteresis
seems to make the protocol inferior to ETX [53].

While the main metric of Batman [71] is hop count, it also uses an implicit
computation of the path reliability. In Batman each node periodically announces
its presence and these messages are more or less flooded throughout the network.
When a node wants to send a message, it finds the neighbor that delivered the high-
est amount of hello messages from the intended destination within a fixed time
window and uses this neighbor as a forwarder. As a result, the message is trans-
mitted along the path with the highest delivery ratio. This flooding based approach
gathers information along the whole path, as a side effect it tends to choose paths
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with low delay and low congestion [54]. Another example for a reliability based
routing metric is used in MintRoute [112]. Its computation includes data packets
and hello packets, but requires that the maximum number of expected packets is
known. It is tuned such that the estimator follows link changes quickly. This results
in an overhead of about one hello packet for each data packet. The high overhead is
typical for all protocols that require periodic hello packets to establish the quality of
a link.

To avoid the high number of messages to measure the packet loss ratio, one can
also use a proxy like the SNR or a Link Quality Indicator (LQI) provided by the
radio modem. This approach uses the fact that the packet loss ratio decreases with an
increasing SNR (see Figure 6.8). Unfortunately, it is not possible for a radio modem
to measure the SNR – it can only measure the sum of signal, noise, interfering
signals and amplifier offset, often called RSSI. The amplifier offset and the noise
are not necessarily stable over time, and may differ between different nodes. These
calibration issues limit the precision of the RSSI as a predictor of the loss rate on
a link, but its main advantage is that only a single message is required to obtain an
insight into the quality of the link.

Some radio modems provide an alternative proxy, called LQI. The precise defi-
nition depends on the radio modem, and depending on the used channel code and
modulation the LQI can be a high quality proxy. Such a proxy is used in Multiho-
pLQI. As it turns out, the LQI of most 802.15.4 compliant radios can be compared
to an RSSI with higher resolution for small SNR values, as shown in Figure 10.19.
Due to this higher resolution, it tends to be more volatile than RSSI values. This
results in a higher number of route changes and routing loops.

Section 6.4 showed that links are not necessarily symmetric. Being able to re-
ceive a packet with a high SNR does not imply that a node can transmit a packet
successfully in the reverse direction. This makes a conclusion on the link quality
solely based on the reception of a single packet somewhat questionable. The fact that
many protocols like OLSR and Batman explicitly distinguish between symmetric
and asymmetric links shows that this is a relevant issue that limits the usefulness of
the estimator. For this reason Fonseca et al. [35] use it only as an indicator that is
amended with additional information as soon as possible.

Path reliability is a difficult metric, its estimation should track real changes fast
without being fooled by the occasional random packet loss. Together with their
tendency to result in routing loops, they are not overly attractive as a basis for Net.
On the first hop to the destination, Net uses an SNR based threshold and makes
corrections when data packets arrive. The main metric of Net is hop count, and the
reliability problem is solved using parallel links. While other routing protocols use
the same separation of concerns, this combination is unique for Net.

Energy Choosing a path by simply counting the hops or increasing the success
probability does not take the specific problems of a sensor network into account.
A node that is often chosen as a forwarder may deplete its battery earlier than the
rest of the network, causing some repair action from the routing protocol, or even
a partition of the network. The energy based metrics take the available energy on
the sensor nodes into account. On a sunny day they may try to route the messages
along the nodes that are solar powered. Depending on the optimization goal, an
energy based routing metric can try to distribute the load evenly across possible
forwarders, try to prevent a network split as long as possible, or avoid nodes that
have little remaining energy. While there are many possible definitions, it is often
difficult to measure or estimate the input parameters for the metric. Their main
advantage is that they can be used whenever the nodes do not have a homogeneous
power supply. This metric is used for instance by GEARS [117], FROMS [36] and
Low Energy Adaptive Clustering Hierarchy (LEACH) [46]. The main effect of this
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routing metric is load balancing, it tends to spread the energy consumption more
evenly across the nodes, especially when they had the same amount to start with. In
Net, load balancing is done implicitly, using the clock drift of the crystal.

There are many possible metrics, and this list cannot be exhaustive. For real
time applications, it may be beneficial to use the delay as a metric, which is often
closely connected to hop count. For wired networks, an often used metric is con-
nected to the available bandwidth. When radio modems can transmit at more than
one bit rate, the metric should consider this. An example is Weighted Cumulative
Expected Transmission Time (WCETT) [24]. One could also try to minimize the
interference of other systems, or minimize the influence on such systems. This may
yield benefits in specific scenarios. An alternative approach is suggested by Diet-
rich and Dressler [21]. They start from an observation in the research literature:
Often, some definition of “network lifetime” is used for the performance evalua-
tion and comparison. Since a routing protocol can be used to optimize practically
any target metric, this paper is interesting within this context. Network lifetime can
be defined in many ways, for instance the time until the first node dies, the time
until some phenomenon cannot be observed anymore, or some quality of service
constraint is not met anymore. Dietrich and Dressler define a combined metric:
a network is alive, as long as all criteria relevant for the application are above some
lower bound. Short interruptions can be tolerated. Since network lifetime is de-
fined using a set of criteria, it cannot readily be used as a routing metric. However,
sets of criteria and the respective degree of fulfillment can be compared and ordered
for instance by using a weight function. Unfortunately, such weight functions can
be difficult to find and are often specific to the application.

10.3.3 Cache

When the routes are computed they represent a view on the network based on his-
torical, cached information. The validity of the cached information has a tremen-
dous influence on the performance of the routing protocol. When the information
is consistent with the current, but hidden, state of the network, a packet can be de-
livered. Otherwise, the packet is lost or enters a routing loop. Keeping the cached
information consistent with the real state of the network is at the heart of most
routing protocols, and in a more general sense also the topic of this thesis.

Routing protocols gather information in two steps. The first step is neighbor-
hood and the second is the routing table or adjacency matrix. Gathering the state
of the links to the neighbors is crucial for all link state algorithms. Wired networks
are usually very reliable and the gathering the information is rather simple: if a link
to a router is gone, it will probably be so for some time until someone can repair
the router or move it out of the sunshine. In wireless networks, links can be more
volatile, since the radio transmission tends to be influenced by a number of envi-
ronmental parameters, most of which cannot be measured in a meaningful fashion.
Among the influential parameters is interference, both in system and out of system.
An example for out of system interference in the 2.4 GHz band is a microwave oven
– it is not part of the system, cannot be measured in a reliable fashion but influences
the performance. On the other hand, ongoing transmissions in the network also
have an influence. If the interferer is close to the destination, it can lead to a lost
packet. Another influence is temperature, a rising temperature increases the noise
in the receiver, lowering the SNR and in turn the reception range.

As a result, a radio link between two nodes has periods of stability and periods
where it breaks down completely. As shown in [64], these periods can be very long,
especially when nodes are stationary. If nodes are mobile, the link quality changes
more rapidly. Most protocols therefore rely on periodic hello messages (or equiva-
lent) to assess the link quality to their neighbors (AODV [83], OLSR [14], FSR [81],
MintRoute [112]). OLSR estimates the link quality estimate on those hello pack-
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ets, and uses a hysteresis to judge whether the connection is stable enough to be
included for routing purposes. The hysteresis tends to prefer historic data over re-
cent data and is hence found inferior to ETX [53]. The implementation of ETX
used for CTP uses data packets and lost ACKs to estimate the link quality. This
makes the forwarding mechanism of the routing protocol responsible for retrans-
missions. Interestingly, the number of retransmissions used is rather high: It defaults
to thirty where usually the value is around three. The high number of retransmis-
sions ensures that when a link is lost and does not recover in time, its ETX value
rises dramatically, essentially removing the link from the set of neighbors. This im-
plementation favors recent information over historic information. MintRoute [112]
uses a moving average variant to estimate the same value. This paper also makes an
explicit comparison of cache strategies for the neighborhood table. The best method
is based on the frequency – how often a neighbor has been heard. Interestingly, their
definition is not based on an explicit time window. Instead, a counter is increased
whenever a hello packet is received form a neighbor that is already in the neighbor-
hood table. When a hello packet is received from a new neighbor, the counts in the
table are reduced by one. It behaves like an adaptive version of the hysteresis used
by OLSR. In contrast, Zamalloa et al. [118] use an explicit blacklisting of nodes,
again based on the link quality derived from the delivery ratio. Choosing the right
cache strategy and the right frequency of hello packets depends on the system under
consideration. Systems with mobile nodes need a high frequency of hello packets
and favor cache strategies that incorporate little historic information. Interestingly,
the latter seems to apply also for static networks. The main problem is the num-
ber of hello packets. They have to be broadcast to all neighbors, whether they are
sleeping or not. When nodes sleep in an uncoordinated fashion as in RedMac, this
blocks the channel for a considerable amounts of time. This requires a very effective
cache strategy for neighbors, one that does require very few messages and results in a
good prediction for a long time. Given the fact that most links are in the transitional
region and have little fading margin, it is not likely that such a strategy can be found
for TWIST. Therefore, Net does maintain very little information, more geared to
estimate the nodes imperfections – and accepts the resulting duplicates due to lost
ACKs as necessary costs.

Another level of cached information is the routing table itself. It represents the
view on the network within each node. While each node’s routing table differs,
they should be consistent with the real state of the network. Besides links that dis-
appeared between the computation of the routing table and its use, there are more
sources for inconsistencies. OLSR uses clustering to limit the amount of control
messages in the network. If one control message does not reach the destination, the
resulting routing table is not correct. This seems to be a severe problem. Batman
simply floods all hello packets network wide, and it outperforms OLSR. FSR [81]
makes an explicit assumption on the necessity to maintain consistent routing tables:
It assumes that these are more important closer to the destination. When forward-
ing a packet to the destination, it suffices to send it roughly into the right direc-
tion, whereas on the last hop this has to be exact. To achieve this, FSR does not
simply flood all hello packets throughout the network. Instead, the re-broadcasting
frequency depends on the hop count. The destination node sends hello packets say
once every second. The next hop neighbor re-broadcasts every second of these hello
packets and so on. This limits the amount of control traffic. Net implicitly uses in-
formation on the way to the destination in a comparable fashion, but without hello
packets. When a node forwards any data packets, it gathers information on the re-
liability of the up link. If it is not sufficient, it adjusts – possibly weakening the up
link of other nodes. Thus, the quality of the path is fresher at nodes closer to the
destination.

The MAC protocol also has an influence on the performance of the routing pro-
tocol, especially when the reverse tree algorithm is used. In a CSMA type protocol,
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nodes back off when they sense a busy channel. In some cases, this can result in
newer RREQ packets overtaking older ones, resulting in inconsistent routing ta-
bles. This is usually prevented with sequence numbers that allow a happened-before
ordering of the RREQs. The disadvantage is that special measures have to be taken
to ensure that the routing protocol works correctly, when a network is split and
later re-joined, or when a node is rebooted and looses the information about the
sequence numbers that it already used.

The sequence number allows nodes to remove old routes when a new RREQ
arrives. When memory is scarce, it makes sense to remove routes earlier than that,
based on time or on another mechanism. Another reason to remove a route is when
a routing loop is detected. CTP explicitly encodes meta information into each data
packet for this purpose, whereas MultihopLQI explicitly allows packets to circle a
routing loop and relies on the duplicate detection mechanism to remove the route
from the table. Due to its design, Net is loop free without these mechanisms.

The cache strategy of a routing algorithm is rarely discussed as an issue in its own
right, which does not do it justice. How routes and links break, how and on which
time scales an algorithm is tuned to deal with this kind of problem is heavily influ-
enced by the system or the system assumptions. Due to differences in the systems,
performance comparisons of routing protocols are not consistent across simulation
packages or real world deployments. This also applies for Net. It has been devel-
oped for the eyesIFX platform in TWIST, this dependency is documented in Sec-
tions 10.6.3 and 10.6.5. In order to achieve an optimal performance on a different
system, the variables discussed in these sections should be examined first.

10.3.4 Maintenance strategy

The previous sections explained how the basic algorithm works, what paths are
preferred and what happens when the information is not consistent. When a link
breaks and the routing tables become invalid, there must be a way to reestablish
them.

The basic maintenance scheme can be either proactive or reactive. In a proactive
protocol, the routes are maintained independently whether they are in use or not.
The advantage of proactive routing protocols is the fact that path exists, when a node
wants to send a message, and the message can be delivered immediately. The disad-
vantage of such a protocol is the maintenance overhead. In addition, the memory
constraint of the sensor nodes can be a problem, especially when the routes between
any pair of nodes are maintained. Most link state algorithms (e.g. OSPF, OLSR) are
proactive, as well as many sensor network protocols (CTP, MintRoute). In sensor
networks, often only the tree towards the sink is maintained in a proactive fashion.

On the other side, a reactive protocol builds a route only if it is needed. When a
node wants to send a message, but no path to the destination is known, the routing
protocol tries to establish a path. This approach saves the active maintenance over-
head, but uses a lot of resources while establishing the path. In addition, the first
message is delayed until a path is found. This strategy is used by many protocols that
employ the reverse tree algorithm (e.g. AODV, DYMO, DSR).

Net behaves more like a hybrid approach. Nodes that rely on information from
other nodes establish routes in a proactive fashion when the network is boot strapped.
Nodes that join the network later use overheard messages to detect these root nodes.
If a node detects a broken path, it requests a route repair which triggers the same ac-
tion as the initial boot strapping. This approach has the advantage that it uses very
little overhead, it relies on the fact that at least some messages have to send to the
root nodes. From a scientific point of view, it allows to assess how often routes need
to be reestablished in a building automation setting.

Another part of the maintenance strategy is the presence of a route repair mech-
anism. AODV defines one, whereas Batman does not. A repair mechanism allows
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a routing protocol to deliver messages to the destination, even if the original for-
warder can no longer be reached. This reduces the down times, the number of lost
packets and routing overhead.

When a link is down, the maintenance strategy has to decide what to do with
data packets that cannot be transmitted because of a broken route. DSR for instance
queues the data packets, whereas AODV drops them.

10.3.5 Topology

Another way to reduce the routing overhead or the routing table size is to restrict
the message exchange in the network. Many routing protocols (CTP, MintRoute,
AODV, DSR, FSR) operate on a flat topology. Here, all nodes are equal in the sense
that each can act as a forwarder. OLSR on the other hand operates on a flat topol-
ogy for data messages, and restricts the control messages to MPRs. The MPRs are
selected such that a message repeated by these nodes is received by all nodes in the
network. The art is to choose the minimum number of nodes to do so, finding the
Minimum Connected Dominating Set (MCDS). This problem cannot be solved
in polynomial time, but its approximations in some clustering algorithms such as
Passive Clustering (PC) as applied in [44] can be done very fast without loosing
much efficiency.

Finding the MCDS is not the only reason for clustering – it is not a sharp cut
concept. Basically, clustering only means that things – in networks usually nodes –
are assigned to groups. How the decision is made that a node belongs to this group
and not another can be based on any measure. In addition, the borders between
groups are arbitrary, making it difficult to classify clustering algorithms. LEACH [46]
for instance assumes that all nodes are within radio range of each other. It uses clus-
tering is used as a tool for data aggregation. A similar reason is used by Clique [36],
without requiring all nodes to be in a single radio range.

Another reason for clustering is the MAC protocol. Many wireless MAC pro-
tocols defined by the IEEE assume that all nodes are within radio range. Examples
include IEEE 802.11, IEEE 802.15.4 and Bluetooth. Delivering messages outside
the radio range is out of scope for a MAC protocol. In order to do this nonetheless,
these MAC clusters have to be collected into a network.

While the flat topology and even the clusters work well when the nodes in the
network are more or less equal, they are less attractive for sensor networks that con-
sist of different node types with different communication capabilities. In this case, it
can be beneficial to use the different node types to form a hierarchy where the more
capable nodes are responsible for message routing. Very large sensor networks are
a second scenario where hierarchical networks are useful. In a very large network,
the routing tables become very large. The nodes may not be able to store them in
their constrained memory and the slow, low power microprocessors on the nodes
may not be able to find an entry fast enough. In this case, a hierarchy can be im-
posed on the network topology to reduce the size of the routing tables. If a node
does not know how to route a certain packet, it hands it over to a node that is one
level higher in the hierarchy. This way, the storage and memory overhead for the
nodes are reduced at the expense of building a hierarchical structure and an increase
in the number of hops travelled by a messages. Examples for hierarchical networks
are WirelessHART [37] and ZigBee Pro [4].

10.3.6 Addressing

Often, the hierarchical topology also implies a special addressing scheme that allows
to find default routers efficiently. This section explains the different choices for ad-
dressing in more detail. The previous sections assumed that each node has a unique
identifier, and used it as an address for the routing algorithm. While common for
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many routing algorithms, this tends to confuse two separate matters: The name of
a node and its address. The name of a node identifies the node as such, whereas the
address helps to find a way to deliver a message to the node. The name of a node
is associated to the node, whereas the address is associated to the network in which
the node resides. In principle, the application layer has to know only the name of
the node, whereas the network layer provides the location transparency and delivers
the message using the node’s address.

One possible way to address a node is to assign it a globally unique identifier,
which might even be the same as the name of the node. The advantage of this
approach is that no two nodes have the same address, even if more nodes join the
network later. In some cases, these numbers do not have to be globally unique,
it suffices that they are unique within the network. Ethernet uses globally unique
identifiers. In contrast, 802.15.4 can use globally unique identifiers with 64 bit or
short addresses with 16 bit. The short addresses reduce the size of a packet and hence
reduces the energy consumption. In ZigBee Pro, each node can choose its short
address randomly – risking that more than one node has the same short address. The
risk increases with increasing network size and is known as the birthday paradox.
To solve this problem, addresses can be assigned to each node based on their unique
identifiers.

The distinction between name and address is also important for another rea-
son. At least some of the nodes can be reached via more than one communication
interface – especially, when the messages are transferred from one medium to an-
other. In this case, the same node can be reached via two addresses. In Internet
Protocol (IP) each interface has a unique address, and often each interface belongs
to distinct networks. The IP address is divided in two parts, the network part and
the interface part. The network part itself is again structured. Hierarchical addresses
are usually combined with hierarchical routing protocols. The interesting part is the
assignment process, since the routing protocol has to rely on assigned addresses to
compute the routes. Some routing protocols have an explicit mechanism for this
(OLSR), but usually it is solved with separate binding protocols that use the unique
identifier of an interface and maintain a table with assigned addresses.

A complete different addressing scheme is content based. In sensor networks,
the content of the packets, such as “Temperature in room 432” is often more in-
teresting, than the fact that node 2133 generated the message. This gives rise to a
different way to route messages from the source nodes to the sink nodes, or speaking
in terms of a newspaper: from the publishers to the subscribers. Such addresses can
be designed in many different ways, and as long as the routing protocol can com-
pute an equality they can be used in a network. However, the high flexibility and
the close connection to the application layer are cause problems for content based
addressing schemes. For some schemes the computation of the equality may require
a lot of resources. Or, if there is no order defined by the scheme (“Temperature in
room 432” is smaller than “Light in room 123”), the lookup in the routing table
can be computational expensive. The close connection to the application makes the
routing tables brittle, especially if the requirements of the applications change a lot.
For these reasons, such schemes are currently often used on top of an identity based
routing protocols as in P2P systems. In sensor networks, DD [50] uses this type of
addressing. DD tries to learn, which node currently generates interesting messages
and reinforces the data stream.

The geographic location is an interesting special case of a content based address-
ing scheme. The assumption is that the place where the sensor was sampled is of
primary interest. If the location of a sensor is known, then the sensed phenomenon
can be related to other information like construction plans of a building, informa-
tion that the sensor network cannot infer. Geographic addresses are essential for
geographic forwarding and routing algorithms and share their advantages and dis-
advantages.
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10.3.7 Forwarding

Figure 10.6: Forwarder taxonomy

While the routing component is responsible to determine which path a message
should take to reach the destination, the forwarding component is responsible to
ensure that a message takes the computed route. The forwarding component re-
ceives a message, determines the forwarder node and relays the message. But this is
just one way a forwarder component could operate, a taxonomy is shown in Fig-
ure 10.6.

Forwarder set size In most routing protocols, the message is transmitted to a sin-
gle forwarder. Often, the routing protocol keeps only a single forwarder for each
destination, but the basic algorithm does not have to be implemented in a greedy
fashion that stops once an optimal route is found. When a coarse metric like hop
count is used, it often happens that there is more than one optimal path to the des-
tination. OSPF [16] is a routing protocol that keeps more than one forwarder for
each destination. This allows a fast reaction to breaking links without the need to
repair a route.

Opportunistic protocols like [93, 121] send to a set of forwarders closer to the
destination. This set is determined by a geometric calculation, which ensures that
the messages travels fast towards the destination. At the same time, it tries to ensure
that there is a potential forwarder in the designated area. Net uses the same idea
with hop count as the definition for “closer to the destination”. In the first step,
ExOR [7] sends a message to all neighbors. This opportunistic protocol attaches a
special header that contains the list of potential forwarders. From these forwarders,
it tries to ensure that only the best repeats the message. In contrast to these oppor-
tunistic protocols, Net does not try to ensure that there is exactly one forwarder.
Instead, it assumes that the nodes are usually asleep and the first node that wakes up
has to forward the message. This saves coordination overhead at the expense of the
occasional duplicate.

Forwarder selector Usually, the sender selects the forwarder based on the result
of the routing algorithm. This is true for all protocols that use unicast addresses at
the MAC layer. In contrast, opportunistic protocols [7, 122] distribute the choice
between sender and receiver. The sender provides a candidate list and the receivers
decide which one should relay the message. In Net, TICER[93] and GeRaF [121],
the receiver is responsible to decide whether it is a good forwarder. If no suitable
forwarder is found, TICER and GeRaF use an alternative routing protocol.
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Another example where the receivers decide whether to relay a message are all
flooding protocols [110]. In plain flooding, each receiver repeats the message until
the hop counter expires. In CBF [110] a receiver relays the message only if it has not
received it more often than a certain threshold.

Forwarder selection In order to choose a forwarder, the sender and the receiver
must have the necessary information. The information can be provided by the rout-
ing protocol that computes the optimal path. But the routing protocol incurs a cer-
tain overhead. If geographic information is available, one can use this information
to forward the message along the geographically shortest path. The geographic ap-
proach is a special case of a content based forwarder selection. One could for in-
stance route all messages that concern elephants to some special node, and all re-
quests for elephant information is routed to this node. Even if no information on
the network is available, some degree of efficient message delivery can be achieved.
Here, some random subset of nodes forward the message.

Dimension The last difference is the “dimension” used to forward a message, and
how a messages is forwarded. In a communication system, three dimensions can
be used: time, frequency and space. In most systems, the dimension is already ab-
stracted away by the physical layer or the link layer, but in sensor networks the
question re-appears on the network level, as sometimes benefits can be reaped.

The first dimension here is time. The way how a message is handled marks an
important distinction in communication systems. One possibility is cut-through:
once a packet is sufficiently received, the routing decision is made and the packet is
relayed while it is being received.

Another possibility is store-and-forward. Here, each message is completely re-
ceived and stored before it is forwarded. This possibility is used in most sensor net-
works, since most radio modems are half-duplex: They can either receiver or send,
not both at the same time. Another aspect is the queuing policy. The queue that
holds the stored packets can be maintained by the network layer or by link layer. If
the network layer is responsible, it can transmit congestion warnings to prevent a
queue overflow, this mechanism is used by CTP [41]. Net, on the other hand, sim-
ply informs RedMac not to acknowledge a packet when the queue is full, hoping
that another potential forwarder takes over the responsibility for this packet.

If the radio modem allows multiple frequencies, this can be exploited as an addi-
tional dimension. It can be used to lower the amount of packets per frequency band,
thus lowering the probability of collisions. Or it can be used to exploit differences in
the fading: due to reflections, some frequency bands are more reliable than others.
An example is Multi Channel ExOr (MCExOr) [122].

The last dimension considered here is space. One can for instance decide, which
antenna to use to transmit a message. Due to reflections, sometimes it is better to
use a certain antenna to reach the destination. On the reception side, a similar effect
can be exploited, for instance by using the antenna for reception that is reached by
the strongest signal. An extreme case are Multiple Input, Multiple Output (MIMO)
systems. Here, the signal is transmitted using more than one antenna and received
using an multiple antennas. However, encoding and decoding requires special hard-
ware for computation and is generally done in the physical layer. In this thesis, a dif-
ferent way to use space to increase the reception probability is used. The message can
be transmitted to different receivers, and their main distinction is the location rela-
tive to the sender. Even if the transmission path to one receiver is blocked, chances
are that the alternate can still receive it.
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10.4 Net protocol

10.4.1 Introduction

Section 10.1 already gave a brief introduction of the Net routing protocol, and the
previous sections gave a systematic overview on the routing protocol approaches
used in related work. Based on this information, this section justifies the design of
Net in detail.

In a building automation, sensors deliver their data to the actuators and the actu-
ators have to coordinate their actions. The actuators may be in the same room such
as lamps and blinds, but can also be distributed in the building like heating and ven-
tilation. Here, the actuators such as furnaces are central for a building, while sensors
and heater valves are distributed within the rooms. This requires a routing protocol
that can solve the All Pairs Shortest Path (APSP) problem: the shortest path must
be computable for all nodes, not only for all nodes to a sink node as in the data
gathering tree protocols, or only in the opposite direction as the data dissemination
protocols.

However, in contrast to routing protocol such as the Bellman-Ford protocol,
not all paths must be computed. Shortest paths have to be computed between the
actuators that coordinate their actions, and at least for the direction from sensors
to at least one of those actuators. Whether it has to be computed in the opposite
direction can be disputed: an end-to-end ACK increases the reliability, but often
more than one sensor will observe the same event, this is exploited in [89].

The only routing protocol implemented in TinyOS when we started was Mul-
tihopLQI – a protocol designed for data gathering. Since it did not fulfill the basic
requirements, we started to design a new protocol to enable an experimental re-
search using TWIST.

The starting point for Net were protocols with geographic forwarding such
as [121] and [93]. These protocols seem to be well suited for the problem at hand:
they use more than one forwarder, which should result in a low delay and a higher
reliability, they can send messages to any node and they have no routing proto-
col overhead. However, geographic information is not readily available in sensor
networks, and sometimes of limited use: in the TKN building, some walls were
lined with metal shelves that damp the radio transmissions. The idea was therefore
to design a complementary routing protocol to replace the necessary geographic
information with a more readily available measure, and design an accompanying
forwarding mechanism as well as the necessary MAC protocol. An additional mo-
tivation is rooted in the fact that TWIST enabled true experiments. The question
is for instance how often the routing protocol has to run. In a simulation, breaking
links are simulated using a mobility pattern – which leads to a simple relationship
between the necessity to re-route and the chosen mobility pattern. Another ques-
tion is whether links fail independently or in a correlated fashion. In mathematical
analysis, breaking links are often assumed to occur in an independent fashion. Here,
TWIST allows some insight into whether this assumption is sufficiently valid.

10.4.2 Design decisions

10.4.2.1 Routing

In the sensor network that we examine, all nodes have equal communication capa-
bilities, therefore the routing can use all nodes to deliver messages to the destination.
Since all nodes are equal in terms of their communication capabilities, we use a flat
address space based on unique identifiers for the nodes.

Due to the assumption that a single communication link may break temporarily
or permanently due to changes in the environment, the routing protocol should be
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able to choose a different forwarder fast. This is easier in a flat topology, whereas a
breaking link in a clustered topology implies a costly re-clustering.

On the other hand, the nodes are static and breaking links may be rare. In addi-
tion, the association between sensors and actuators is fixed, hence a proactive main-
tenance strategy seems advantageous, and promises lower message delays. However,
the question arises how broken links are detected and how often the quality of a link
is checked. If the link quality is checked often, there is a high probability that the
link quality is still high, when a data message is transmitted on the link. On the other
hand, a high check rate implies a high overhead and a high energy consumption. It
is therefore crucial to find the minimal check rate that ensures a certain delivery
ratio. This optimization problem is pretty complex and may only be valid in a very
specific scenario. Therefore, a hybrid maintenance strategy seems to be more suit-
able. During a setup phase, the actuators trigger the routing protocol and establish a
suitable routing structure. The nodes start to transmit messages and when a message
does not arrive, the link is considered broken and repaired. This allows us to find
the optimal link check rate experimentally, by examining the mean time between
link failures and the corresponding repair actions.

Choosing the right link metric is crucial for the performance of the system, but
it is also a complex task. The routing metric must be easy to measure, a stable predic-
tor of the future link quality, energy optimal, or suitable for load balancing among
different forwarder nodes. Optimizing between all these different goals requires a
careful analysis of the benefits of each approach and how much it contributes to
the overall goal. Unfortunately, the capabilities of the nodes are limited, and neither
their geographic position, nor information on the energy consumption is available,
preventing the implementation of metrics based on these informations. Since we
want to maintain a high delivery ratio, a metric based on link reliability seems to
be the best choice. However, measuring the packet delivery ratio of a link requires
many messages, and the necessary low pass filtering lets this measure react slowly to
past changes, making it a questionable predictor for the future link quality. Proxies
like the LQI are still oriented in the past, but require fewer messages and can hence
follow changes faster. However, they suffer from calibration problems: an LQI of 10
on link A-B may correspond to a packet delivery probability of 0.9, whereas on link
A-C it may correspond only to a packet delivery probability of 0.7. We therefore
decided to use a simple hop count as the routing metric, and ensure a high delivery
ratio by redundant forwarders. This metric has the additional advantage that we can
implement a round based routing protocol.

Many routing algorithms for sensor networks are based on the reverse tree al-
gorithm, which is especially easy to implement and allows the investigation of dif-
ferent routing metrics and repair strategies. In addition, the memory requirements
are small, especially if the nodes only keep the destination, the distance to the des-
tination and the forwarder node. However, the disadvantage of this distance vector
based implementation are routing loops, and special care must be taken to avoid
them. In this thesis, we want to examine whether multiple alternative forwarders
pay off. We therefore choose a variant of the Bellman-Ford algorithm as basis, and
show that this ensures a loop free implementation.

10.4.2.2 Forwarding

The principal design decisions for the forwarding part are more limited. During
our analysis of wireless links [64] and the related work on packet delivery measure-
ments in sensor networks, links tend to be either good over extended periods of
time, or they are broken and no packets can be transported on this link. Therefore,
retransmission attempts do not seem promising, if the message is lost due to link
conditions. But broken links are not the only reason for lost messages, the may also
be lost due to the collisions, congestion and buffer overflows. For the design of the
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Net protocol, we assume that the predominant cause of lost packets are broken links
that were not detected in time by the low overhead link check. Furthermore, we
assume that links to different forwarders break independently. Therefore, the for-
warder component should be able to choose from multiple forwarders. The routing
protocol is responsible to compute suitable candidates.

The last question that remains to be answered is how a forwarder is selected.
Based on the assumption that single links fail and fail independently, the sender
must be able to choose a new forwarder quickly. We therefore decided that the
decision which node forwards a packet is split among the sender and the forwarder:
the sender sends to any node closer to the destination; and the node which wakes up
receives the message and finds itself in a suitable position becomes responsible for
the message. This mechanism can be easily connected with the rendezvous scheme
of the MAC protocol.

10.4.3 Algorithm

The Net routing algorithm is responsible to compute the distance of every node to
all actuators in the network. Based on this information, the forwarding component
can send the message to any node closer to the destination using a memory efficient
routing table, which contains only the actuators and the node’s distance to them.

Using the Net protocol, we want to determine the minimum message overhead
of a proactive routing protocol. Ideally, once the routing tables are build, no further
messages are necessary if the links are stable enough, but in that case broken links
can neither be detected, repaired and new nodes cannot join the network. Hence
the implementation has to take care of the initial routing, repair broken links, and
enable late nodes to join the network.

10.4.3.1 Initial setup

The initial setup is triggered by the actuators by sending an Route Announce Bea-
con (RAB), which essentially contains the identifier of the actuator and the distance
to this actuator. The nodes that receive this beacon, decide whether they could act
as a relay for messages destined to this node. Since they cannot rely on redundant
links to increase the success probability, they check whether they received the packet
with a sufficiently high SNR. If they join the network as forwarders, they increase
the distance in the RAB and resend it. The receivers of this RAB track the sending
neighbors. Once the round is over, the check whether they heard it from enough
neighbors. If they did, they join the network, increase the distance in the RAB and
resend it. If a node decides not to join the network, it can wait for two more rounds
and try to find more potential forwarders.

RAB Join? Join? Join?
Hop 1 Collect Guard Announce
Hop 2 Collect Guard Announce
Hop 3 Collect Guard

Table 10.4: Setup time line

So far, the algorithm is similar to the reverse tree algorithm. The timing, how-
ever, is different and is shown in Table 10.4. When the one hop neighbors of the
actuators receive the RAB they start a timer that covers a collection phase and a
guard time. During the collection phase, the nodes wait to receive more beacons
from nodes that are at the same distance from the actuator. In this case, there is only
one beacon and nothing else happens. The following guard time ensures that the
phases remain sufficiently synchronized. If time synchronization is not available, the
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guard time must be relatively large, because each node starts the timer when it re-
ceives an RAB, and this receive time varies from node to node and round to round
due to the MAC protocol and its collision avoidance scheme. However, time syn-
chronization is easy in sensor networks and can be used to reduce the guard time.
If a node joins the network, it resends the updated RAB during the announcement
phase. This announcement phase is the collection phase for all two hop neighbors.
The announcement phase must be large enough so that all nodes can send the RAB.
This time depends on the density and the time needed by the MAC protocol to
transmit the message.

10.4.3.2 Late join

After the initial setup, RABs are transmitted at very low rate or not at all, depend-
ing on the necessities of the environment. Nodes that were not able to join the
network, or lost their connection due to a reboot, can make a late join. When an
unconnected node receives a message to a certain actuator, it remembers this actu-
ator and transmits a Route Announce Request (RAR) message to all its neighbors,
and starts a normal timer for the collection phase. The neighboring nodes that re-
ceive the RAR, retransmit the last RAB. In contrast to the initial setup phase, all
neighbors answer. After sorting the neighbors according to their distance from the
actuator, the node joins the network at a distance that corresponds to the distance
of the neighbor that is the third closest to the destination plus one, if the forwarder
group size is three. This sorting step is necessary since all neighbors answer, not only
those at a certain distance.

10.4.3.3 Local repair

During the operation of the network, it may occur that a node cannot reach any of
its forwarders. In this case, the node can try to repair the route by increasing the
distance to the actuator. Neighbors that were at the same distance to the actuator,
can now act as potential forwarders. This type of local repairs is simple, and works
because each node has in general more than one potential forwarder – and a local
repair action of one of the potential forwarders just reduces the size of the set, but has
otherwise no influence. If, however, the node that made the local repair is the last
remaining potential forwarder, then this node is also forced to repair the path locally.
While unlikely, this could lead to a chain reaction and all nodes start to increase the
distance. This could easily lead to a count to infinity problem. To prevent this,
each node can only make a local repair once. If the path is already repaired and the
node is still unable to successfully transmit messages, it requests a initial setup at the
actuator, and tears down the route.

10.4.3.4 Tear down

When a node detects that it cannot successfully transmit messages, despite the local
repair, it tears down the route. The node floods the network with a RAR message.
Since the route does not exist anymore, this is the only way how the node can reach
the actuator and initiate a new setup. In addition, the flood informs all nodes in
the network that there is a problem with this route. After the reception of such a
message, the nodes not repair the route anymore, nor try to tear it down themselves.
This prevents that the network will be congested with RAR from multiple nodes
for the same route. Upon reception of the RAR message, the actuator starts a timer
and tries to collect all RAR message for this route, and then starts a new setup.
It transmits a RAB message with an increased version number for the tree and the
normal setup follows. If the node that initiated the tear down does not receive a new
RAB within a certain time, it floods the RAR message again. This prevents that the
network remains in a half-torn state, when the RAR does not reach the actuator. If
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the node that initiated the tear down receives a new RAB message, it uses a different
join criterion, it requires a higher number of potential forwarders before it joins the
network. The reason for this behavior are link asymmetries. The fact that node
A can hear node B does not imply that node B can hear A, due to differences in
the send and receive circuitry of the nodes. When a node knows of more potential
forwarders, the probability that none of these nodes can relay messages for this node
due to link asymmetries decreases.

10.4.4 Forwarder implementation

10.4.4.1 Generalized duplicate suppressor and forwarder

Figure 10.7: Forwarder component, RX event

Net consists of several components, routing is only one of them and a relatively
well separated one. The Forwarder component provides the main implementation
for forwarding not only for Net, but also for other algorithms, as shown in Fig-
ure 10.7.

The implementation is based on the assumption that all routing protocols in
sensor networks have to solve at least two problems: one is to maintain a queue,
not only for the packets generated locally at the node, but more importantly for
messages that pass through this node. The second problem is duplicate suppression.
Routes are instable and it can happen that a packet is travelling via multiple paths
to reach the destination – and has to be filtered out as a duplicate at the destination
node. Of course, this happens only if a route of some sort is known. When no route
is known, or when it is important that a message reaches all nodes in the network, a
flooding algorithm can be used. In fact, Net used a counter based flooding [110] to
send the RARs.

Maintaining a message queue and detecting duplicates are closely related prob-
lems – the duplicate detection algorithm can use the forwarding queue to figure
out, whether a message has already been received. In principle, this is a very gen-
eral approach and would work even if the packets have no unified way that allows
a duplicate detection. Every packet that differs at least somewhere in the network
header or the payload from those already received, is probably a new packet.

When the MAC protocol receives a packet that potentially has to be forwarded,
it hands it over to the forwarder component. The forwarder component uses the
packet type information to figure out, which forwarding algorithm to use, and it
checks the queue, whether this is a duplicate. The forwarding algorithm is notified
that a packet has been received and whether it was a duplicate or not. Depending
on the algorithm, the message is assigned one of the states in Figure 10.8. Initially,
the states of all queue entries is empty. When a message arrives and the forwarder
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Figure 10.8: Message state maching

component decides to forward it, it is assigned the state stored. When the timer
expires and the MAC queue is empty, the message is handed over to the MAC
protocol and gets the state sending assigned. In TinyOS, the MAC protocol does
not copy the message, hence from now on any changes to it are forbidden: the
state variable also acts as a mutex. After the transmission, the state is changed to
send done. Most forwarder algorithms send a message at most once, hence this is
implemented as the terminating state for a message. It nonetheless is kept in the
queue, serving as a reference for the duplicate detection. Any message in the queue
gets an age assigned, which is periodically updated. When new messages arrive,
they are stored and the oldest message is removed. This can happen for nearly all
message states, denoted with dotted lines in Figure 10.8. This implements a drop
head queue. In sensor networks information often “ages”: newer messages are more
interesting than older messages, since they usually represent a more recent state of
the observed environment – hence this choice seems justified. In addition, Net
implements a queue overflow protection, which is discussed in Section 10.4.4.2.

Using this basic forwarder component, adding different forwarding algorithms
becomes straightforward. Take for instance plain flooding as defined in [110]. Here,
each node sends a message once. As long as duplicates are received, the message
state stays stored. Once the message is send, no further action is needed and the
message state stays send done.

Another example is counter based flooding, a main contribution of [110]. The
problem with plain flooding is that all nodes have to repeat the message, leading to
short term peaks in the traffic, and in wireless networks to collisions, large delays
and message losses. On closer inspection, however, it turns out that the probability
that node A can reach nodes that have not yet received the message from some other
sender by repeating the message dwindles fast with every duplicate received by A.
After receiving a number of duplicates, the counter based flood algorithm decides
to change the state from stored to suppressed. If it does not receive enough du-
plicates, the state remains stored, eventually changing to sending when the timer
expires. Although the MAC is now trying to send the packet, it may well hap-
pen that a duplicate forces it to back off. If this was just the duplicate that would
have caused a transition from stored to suppressed, it can cancel the transmission
– a specific implementation feature for RedMac and SpeckMacD on the eyesIFX
nodes, and the first working implementation of this feature in TinyOS. This feature
makes the layer separation easier. To avoid self-interference and collisions the timer
that dispatches the next packet in the queue for transmission should be related to
the packet duration on the channel – which is not known on the forwarding level.
Of course, it could be obtained from the link layer. But given the dynamic duration
of the packet on the channel for RedMac, it is not clear how such a value should
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look like. Therefore, the default timer value is random and taken from a window
[0; 124] ms, a value suitable for plain CSMA on the eyesIFX platform. For all other
MAC protocols the cancel feature plays an important part for counter based flood-
ing.

The duplicate suppression feature is also used by Net, which also uses different
rules to define whether a packet should be suppressed. When it receives a message,
Net checks whether it is a suitable forwarder – that is, closer to the destination than
the sending node. If yes, the message is marked as stored, if not the message is
suppressed. There are two cases, when a suppressed message can be put into
stored state. The first case is the “circle hole” mechanism: when a node notices
that it can contact no forwarder, it can temporarily increase its distance to the desti-
nation for this packet. Of course, now those nodes that have previously suppressed
the message, because they were at the same distance from the destination, should
now be potential forwarders again. The other case happens, when the routing table
is changed. Assume that a node that suppressed a message is now “closer” to the
destination, because of a routing table update. Now, the MAC protocol – using the
new routing table – acknowledges a packet, but according to the queue state, it is
suppressed. In such a case, the packet is also marked as stored to remain consis-
tent with the MAC protocols answer to the sender.

Net also uses the cancel feature. When a node overhears a transmission destined
to some node closer to the destination than itself, it knows that it does not have to
transmit the message. Obviously, a duplicate e. g. due to an ACK collision occurred,
and another node has already taken care of the packet. In this case, Net changes the
message state from stored to suppressed.

10.4.4.2 Queue overflow protection

Figure 10.9: Forwarder with many children

The queue overflow protection is an additional mechanism used when forward-
ing packets. Imagine a situation as shown in Figure 10.9. Here, many nodes have
chosen node B as their forwarder. When all these nodes start to transmit their pack-
ets to node B, chances are that node B is not able to access the channel and for-
ward the messages. Starting from a certain load, this is a likely situation, due to
the receive-over-send priority setting in the MAC protocols: any node that senses
a busy channel has to stay awake to receive the packet, it cannot simply ignore the
packet on the channel and back off to send a queued packet later. Therefore, if a
queue starts to fill, it can happen that it overflows. To avoid such a situation, Net is
equipped with a mechanism to avoid queue overflows: once the forwarding queue
of Net is full, Net stops to send ACK packets and relies on other nodes in the for-
warder set to take care of this packet.



10.5. Expected performance 169

10.5 Expected performance

10.5.1 Correctness

Net is designed to try to repair links. The repair mechanism allows the protocol to
continue to forward message successfully, without rerunning the routing algorithm,
which is potentially expensive. However, this mechanism may lead to loops. These
loops cost additional energy due to unnecessary retransmissions, while at the same
time the message cannot reach the destination. Therefore, the routing protocol must
ensure that either routing loops never occur, or are at least short lived.

Time A B C
1 A←− B←− C

A: 0 A: 1 A: 2
2 A B←− C
3 A B ←−−→ C

A: 0 A: 3 A: 2

Table 10.5: Loop due to local repair

Table 10.5 shows how a routing loop can occur due to a local repair attempt. At
time 1, messages from node C are routed through node B to node A. At time 2, the
link from node B to node A breaks. At time 3, node B remembers that it knows
an alternate path to A through C, and creates a routing loop. This is the smallest
routing loop in Net, since the nodes remember only their distances. However, it is
not possible in Net that such loops occur due to local repairs. In order to create a
loop, a node has to increment its distance by two (for B from 1 to 3), which is not
possible in Net, due to the restriction to increase the distance at most by one.

The RAB create another possibility for a routing loop. A short loop may occur,
when B notices that its upstream path broke and receives an RAB from node C.
However, each RAB contains a tree version number, and B recognizes that the
RAB belongs to the same tree version, where its upstream path just broke.
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Figure 10.10: Reboot and reassociation

In case the tree version number is lost, routing loops can still not occur, as shown
in Figure 10.10. In a), messages are routed from A to E. In b) several things happen.
The link between node D and E breaks, node D reboots, and links to A and B come
into existence. We assume that this happens fast enough that node C does not notice
the change. Then in c) node D late joins the network. This would lead to a routing
loop B—C—D—B. However, Net forwards the message to the node closer to the
destination. As shown in d) node D now has a higher distance to the destination and
does not forward messages from C or B. A is the only node from which D accepts
messages, creating a path A—D—C. But C does not find a forwarder itself and
hence the loop never closes. Thus, the fact that the link to E does not exist anymore
slowly spreads in the network.
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As a result of its design, routes found and used by Net are always loop free.
The local repair mechanism does not introduce loops because it can add at most
one hop, and the distance to the destination encoded in a message ensures that a
message never passes the same node twice.

10.5.2 Duplicated messages

In Net, the sender does not try to ensure that there is only a single forwarder. In-
stead, the sender just cooperates in a minimal fashion with the potential forwarders:
It stops sending when it receives the first ACK. This is a major difference from
other protocols like GeRaF, where the sender first sends a RTS, waits for potential
forwarders to send a Clear To Send (CTS), enabling the sender to choose a suit-
able forwarder, to which it sends the packet and expects an ACK. In WSN the data
messages are usually short, especially when they report changes in the environment.
The overhead of an explicit handshake does not pay off for these short packets (see
Chapter 4) as the signal messages and the data messages have a comparable length.
In addition, the smaller number of messages makes the transaction more robust as
fewer messages are lost and the first message already contains all the information.
The disadvantage of the scheme is that there is a chance that packets are duplicated,
which has an influence on the performance.

In RedMac, each receiver wakes up in an uncoordinated fashion once during a
fixed time interval and checks for ongoing transmissions, whereas the sender sends
the packet repeatedly, and each repetition defines a “slot”, lasting from the start of
the packet transmission until just before the next repetition of the packet. In fact, it
is not important when exactly the receiver wakes up during this interval, it suffices
that it wakes up during one slot in order to receive the packet in the next slot, shown
in Table 10.6 as an X in the appropriate slot for each forwarder.

Node S1 S2 S3 S4 . . .
N1 X
N2 X
...

Table 10.6: Slotted model for RedMac

The probability of more than one forwarder in a slot can be computed using the
hypergeometric distribution. The total number of slots s is the number of repeti-
tions of a packet minus one: The first repetition is never completely received by any
forwarder.

P (X = k) =

(
M
k

)(
N−M
n−k

)(
N
n

)
with

k = number of forwarders per draw

M = number of potential forwarders

N = total number of elements

n = elements per draw

since

N = sM



10.5. Expected performance 171

and

n = M

the precise model is

P (X = k) =

(
M
k

)(
(s−1)M
M−k

)(
sM
M

) (10.1)

The reduction to two variables – number of potential forwarders and number of
packet repetitions that fit in a sleep cycle – does not allow a general prediction of
the number of duplicates per hop. In addition, each repetition influences the pa-
rameters. Assuming that no ACK was received in the second repetition, the total
number of elements sM is reduced to (s− 1)M for the third repetition. The num-
ber of forwarders stays the same, since none send an ACK.
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Figure 10.11: Probabilities, four potential forwarders, 21 repetitions

Figure 10.11 shows various probabilities for M = 4 and 21 repetitions (s = 20)
fitting into one sleep cycle. One is the probability that no forwarder was found in the
current slot, given the fact that none was found in the previous slots (NoFwd|NoFwd).
The probability that this happens is quite high. However, this impression is mis-
leading – it ignores the fact that in each slot a forwarder can be found, and these
probabilities are cumulative. Therefore, Figure 10.11 also shows the probability
that no forwarder has been found (NoFwd) when all slots until the current one
are treated as a single draw. This probability drops fast with an increasing number
of slots. The probability that a single forwarder is found in the second repetition
(1Fwd|NoFwd) is nearly 20%, whereas the probability that more than one for-
warder is found (Coll|NoFwd) is close to zero. This probability stays below 10%
until sM/M ≈ 0.2. Since this probability dominates the costs of the routing pro-
tocol, it should be optimized in some fashion. However, in Net the number of
potential forwarders is given, as is the number of repetitions. Even if this can be
influenced, choosing an optimal point is arbitrary and requires a benefit to balance
the costs. Such a balance could be the per hop delay: More potential forwarders im-
ply a smaller per hop delay. Still, these measures do not have the same unit, and an
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arbitrary weight factor has to be found. In Net, there is one parameter that has an
influence on the number of potential forwarders. The decision to join the network
depends on the number of potential forwarders that a node heard. This parameter is
tuned experimentally, see Section 10.6.5. The results indicate that the influence is
small and a value of 3 to 4 seems sufficient. Zubow [122] states that eight potential
forwarders are optimal, but does not elaborate on how he found this value.

10.5.3 Message delay
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Figure 10.12: Hop delay, comparison of theory with measurement

The expected per hop delay can be modeled in a similar fashion with the hyper-
geometric distribution. The delay is given by the number of slots necessary to find
at least one forwarder for the packet P (X > 0). Again, this cannot be expressed in
a closed form and the number of slots has an influence on the values. Figure 10.12
shows these probabilities for 21 repetitions and different numbers of potential for-
warders. In Figure 10.12 the hypergeometric distribution for each number of poten-
tial forwarders is characterized by three values: P (X > 0) > 0.25, P (X > 0) > 0.5
and P (X > 0) > 0.75. For comparison, the median (P > 0.5) of the geometric
distribution is also shown, it takes only the ratio sM/M as parameter. Like the hy-
pergeometric distribution, it is corrected for the fact that nothing happens during
the first repetition. As expected, the higher the number of forwarders, the lower the
per hop delay. The per hop delay is expressed as the number of repetitions that the
sender had to send divided by the total number of repetitions for the rendezvous
scheme. On the last hop, the message is delivered to the destination. Since it is also
in power save mode, messages experience a high delay on this link. The Inter Quar-
tile Range (IQR) shown in Figure indicates that the precise per hop delay has a
large variation, which is somewhat unfortunate for Round Trip Time (RTT) es-
timates: It introduces considerable jitter and makes the estimates less reliable. For
comparison, Figure 10.12 also shows the experimental values, which are consistent
with the model. In addition, the experimental values give an insight into the actual
number of forwarders found in the experiments with a low transmit power. Most
nodes can choose between two to four forwarders. The precise number is a random
value, indicating an instability in the individual links.
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10.6 Systematic parameter evaluation

The Net protocol can be configured using a number of parameters, most of them
were presented in the previous sections. In this section, their influence is evaluated
and the less promising parameters are not included in further evaluations.

The parameter evaluation is done in an experiment using TWIST, see Chap-
ter 5. In Section 10.6.1, we discuss the observed measures, their definition and
meaning, but also their limitations. After this, we describe the variables that we
varied in Section 10.6.3. Given the large number of observed measures and var-
ied variables, the experiment is done in a 2k factorial design, which is discussed in
Section 10.6.2. Section 10.6.4 gives the main results in a compressed fashion. In
Section 10.6.5 the influence of the forwarder group size is studied in more detail,
since it is an important design decision for this routing protocol.

10.6.1 Observed measures

The performance evaluation is based on a set of metrics, instead of a single one. For
a well defined application, a combined metric like network lifetime as proposed in
[21] could be used. However, using individual performance measures allows a later
combination using a suitable weight function.

Delivery Ratio The delivery ratio is the number of messages that arrive at the sink
divided by the number of transmitted messages. However, in an experiment it is
not so easy to turn this definition into something that can be evaluated. In this ex-
periment, the delivery ratio is computed using the sequence number of messages
that arrive at the destination. For instance node A sends messages 1, 2 and 3. At
the destination, only the messages 1 and 3 arrive. The delivery ratio is then com-
puted to 2

3 . This can be computed reliably if the destination can transmit these two
informations (origin node ID and sequence number of message) via its serial con-
nection, and is hence a good way to compute it even if the energy measurement
circuit described in Chapter 7 is used, or when the super nodes of TWIST fail.

While easy to measure, this way to compute the delivery ratio is not without
problems. Consider the case where a node never joins the network and hence no
messages arrive at the destination. Should this lower the delivery ratio? Or is this a
separate aspect? The application for the evaluation is written such that a node never
transmits a message when it does not have a route. Since in this case no message
is generated, an inclusion of nodes that never joined the network into the deliv-
ery ratio using their hypothetically generated messages seems questionable, espe-
cially when one considers that for each of those hypothetical messages a hypothetical
channel utilization has to be computed and taken into consideration. Due to these
difficulties, the delivery ratio is computed as stated and nodes that are not connected
to the network are tracked separately.

Relative throughput For completeness sake we tracked another measure that con-
veys a similar meaning as the delivery ratio; the relative throughput. It is the number
of unique messages that arrive at the destination per second divided by the number
of messages that should have arrived. It combines the number of nodes connected
to the network and the delivery ratio, since even nodes that should have gener-
ated messages are included here. We did not often use it in the evaluation since
its computation was not stable enough, but depended on additional variables like
experiment duration, traffic load and sleep cycle duration.

Nodes connected to network To complete the picture, we also tracked the nodes
that were connected to the network. Any node from which the root node received
at least one message is counted as “connected”.
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Fraction of duplicated messages The drawback of Net is the possibility of dupli-
cated messages. These clog the medium and result in a higher energy expenditure.
Here, we track how often a messages was transmitted without making progress to-
wards the destination. A duplicate does not occur, when a message is transmitted
and then repeated by a forwarder closer to the destination. A duplicate occurs, when
a message is transmitted by multiple forwarders at the same distance to the destina-
tion.

Per hop delay The per hop delay is an interesting measure since it varies with the
number of forwarders, but is also influenced via the backoffmechanism of the MAC
protocol and thus an indicator for the overall network state. A increase in the per
hop delay indicates a network overload. The MAC protocols for the eyesIFX nodes
allow to measure the end to end delay of a message and this end to end delay is
divided by the number of hops travelled by this message (tracked by the forwarder)
to compute the average per hop delay. While easy and exact to measure even if
only the destination node can report via USB, it is a little limited as it contains an
averaging. Any information on how much it was delayed at which distance from the
destination is lost.

Current consumption In this experiment we did not use the measurement circuit
of Chapter 7, instead, we relied on TWIST to report the current radio state of each
node via USB. Using the time stamps generated by the node’s quartz crystal that
allows a reliable off-line computation of the current consumed by the radio modem.
This method does not take the series variation of the radio modems into account
and neglects the current consumption of the micro controller. However, since the
evaluation relies heavily on communication but not so much on computation, it is
possible to estimate the node current consumption using a simple linear equation.
The current consumption is integrated over time for each node and divided by the
observed duration, resulting in an average current consumption during this time
period per node. In order to arrive at a single measure, the average consumption of
all nodes is computed.

Hop count The hop count is tracked by the forwarder entity. Each generated mes-
sage starts with a maximum number of hops that it is allowed to travel. Each time the
message is retransmitted by a forwarder, this counter is decreased. Since the max-
imum is fixed and known, the number of travelled hops can be computed easily.
Since Net allows any forwarder closer to the destination to forward the message,
this can be smaller than the distance computed by the routing algorithm for the
generating node.

End to End delay 0.9 quantile We require that most messages should arrive within
a certain delay bound. Given the fact that in CSMA based protocols cannot guaran-
tee a delay and the high variability of the maximum observed delay, it is reasonable
to use a quantile measure for the end to end delay. The 90% quantile means that
90% percent of the messages have an equal or lower end to end delay, while 10%
need more time to travel from end to end.

Send RAR Whenever a node decides that its up link is broken, it sends a RAR,
requesting the root node to rebuild the routing tree. This message is separately send
by each node and hence indicates how many nodes encounter problems with the
connection to the root node.

Route tree rebuilds When a RAR arrives at the root node, it does not immedi-
ately rebuild the tree. Instead, it waits for a certain amount of time, collecting the
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RARs from other nodes as well and then starts to rebuild the tree. This is an inter-
esting number as it contains how brittle the connections in the specific scenario is
and indicates how often a proactive route maintenance is necessary.

Local repairs Due to the link asymmetries, a freshly build tree does not necessarily
work. It is well possible that a node was able to receive enough RARs, but the
packets it transmits to the forwarder set are not received. As a repair step, the node
can increase its distance to the destination by one. This metric contains the number
of nodes that were forced to take this step.

Used short retries The short retries give a rough indication on the medium uti-
lization. This counter increases, whenever a node senses a busy channel and is forced
to back off. This counter is tracked for each node and for each packet, to compute
the statistic a per packet and hop average is computed.

Used long retries As discussed in Section 9.5.1, this counter is increased in two
cases: either the node sensed a busy medium too often, or it transmitted the packet
but did not receive an ACK, effectively mixing the busy medium and the lost ACK
statistic. It is computed as a per packet and hop average.

Collisions The capability of TWIST to maintain the order between events rela-
tively well allows us to compute collisions on the wireless medium. However, the
definition of a collision is not straightforward. Normally, a collision happens when
at least two nodes transmit at the same point in time. But in TWIST two nodes
that are placed sufficiently far enough can deliver their messages successfully to the
destinations. To complicate things even further, the RedMac protocol has no sim-
ple notion of packet transmission. Each packet is transmitted more than once, until
a receiver wakes up and acknowledges it. Therefore, it is possible that two nodes
transmit at the same point in time, but then a receiver wakes up and sends an ACK;
ending one transmission. We therefore use the same collision definition as in Sec-
tion 9.5.2.5, Definition 7.

Fraction of ACK timeouts The fraction of packets for which no ACK was re-
ceived.

10.6.2 Factorial experiment design

When the number of observed measures and the number of varied parameters is
high, a careful experiment design can help to filter out the variables that do not have
a large influence. One of these experiment design methods is a 2k-factorial design.
In this method, each variable (typically called factor in this context) is assigned one
of two values (called levels); a low setting and a high setting. At least one experiment
for each level is performed and evaluated for statistical significance with a variant of
the linear regression method.

This approach works well when the relationship between the factor and the
measure is monotone and significant as shown in Figure 10.13a. However, in some
cases the relationship may not be as simple, an example is shown in Figure 10.13b.
When the factor can assume more values than the two levels chosen for evaluation,
it can always happen that the two levels are chosen poorly; since the researcher does
not know how the surface of the function exactly looks like. However, the theory
under test should provide sufficient insight.

In this context, the variables are called “factors” and their values “levels”. The
reason is that it is not necessary for the variable to be defined as numbers (real, in-
tegers, . . . ). Instead, it suffices that a factor is “present” or “absent”. Sometimes, a
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(a) Monotone (b) Non-Monotone

Figure 10.13: Examples for the influence of a factor in a measure

factor can assume several levels, we use this for instance to express different behav-
iors of Net when it encounters a lost packet. Different behaviors can be defined,
but they cannot be ordered: a sentence like “Behavior A is smaller than behavior
B” is meaningless. In this case, the term level is used: a factor (e. g. behavior when a
packet is lost) can assume different levels (one strategy out of a set of strategies).
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Figure 10.14: Interaction between two factors

The power of a 2k factorial design is that it can be used to identify how multiple
factors influence a measure. Consider for example the surface in Figure 10.14. Here,
factor A has no influence on the measure, unless factor B is also present. However, if
both are present the reaction of the measure is smaller, compared to the case where
B alone is present.

10.6.3 Variables

Behavior on link failure Net uses the data messages in the network to find broken
connections. When a node cannot deliver a message to any of its forwarders, it
considers the link to be broken and either repairs it or tears down the route. If
the node can successfully deliver a packet, it receives an ACK from at least one of
the forwarders. Unfortunately, a missing ACK is ambiguous: it can mean that the
channel was too busy and the node was unable to obtain the channel, it can mean
that the packet did not arrive at the destination and it can mean that the ACK packet
could not be received. Therefore, a single missing ACK should not be interpreted
as a broken link.

One strategy to deal with this ambiguous situation is to keep a counter. If more
than a certain number of ACKs is missing, initiate a repair action, if ACKs are still
lost request a rebuild when a second threshold is exceeded. Table 10.7 lists the set
of strategies that we examine experimentally. Strategy S0 reacts sensitively: when-
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Name Request Repair Success Failure
S0 5 3 ct = ct−1 − 1 ct = ct−1 + 2
S1 5 3 ct = ct−1/6 ct = ct−1 + 2
S2 2 1 ct = ct−1 − 1 ct = ct−1 + 1
S3 9 5 ct = ct−1 − 1 ct = ct−1 + 1
S4 6 3 ct = ct−1/3 ct = ct−1 + 1
S5 6 3 ct = ct−1/6 ct = ct−1 + 1

Table 10.7: Link failure strategies

ever an ACK is lost, the counter is increased by two. After two missing ACKs the
link is repaired (which means that the node increases its distance to the destination
by one), and after about three missing ACKs a rebuild is requested. Whenever an
ACK is received, the counter is decreased by one. Strategy S1 is similar, but re-
sets the counter after each received ACK, it reacts only when consecutive ACKs
are missing. Strategy S2 uses very small thresholds and reacts whenever an ACK is
missing, whereas S3 reacts slowly. S4 and S5 use similar thresholds, but S4 keeps a
little history.

Parameter Setting
Transmission attempts low 1

high 3
Backoffmask low 125 ms

high 250 ms
SNR low 10 dB

high 20 dB
Group size low 2

high 3
Circle hole low off

high on
Rejoin group size low 3

high 6
Repair strategy base S0

high S1
high S2
high S3
high S4
high S5

Table 10.8: Parameters of Net tuning experiments

Transmission attempts This is the number of times that the MAC protocol tries
to send the message. Using the low setting the MAC protocol transmits the mes-
sage once, regardless whether it receives an ACK or not. Using the high setting, the
MAC protocol tries to transmit the message at most three times. After two missing
ACKs it gives up. This parameter does not only influence the number of retransmis-
sions when an ACK is missing. In addition, the MAC protocol gives up to transmit
the packet when it cannot access the medium 9 times in a row using the low setting,
or 27 times using the high setting.

Backoff mask The MAC protocol uses a binary exponential backoff to resolve
collisions. This parameter is the start size of the window from which a backoff is
randomly selected.
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SNR The SNR of a received packet is a hint whether a certain link is stable and
usable. The low setting implies that practically any neighbor from which an RAB is
received is considered to be a useful forwarder, whereas the high setting reduces the
set to neighbors to which a link with a high delivery ratio exists.

Group size The group size is the number of forwarders that a node has to have,
before it joins the network. Using the low setting, a node will join the network if
it has at least two potential forwarders, whereas with the high setting it demands at
least three potential forwarders.

Circle hole Once a node detects that it cannot successfully forward a packet, it
may try to make a temporary repair, and increase its announced distance in the last
retransmission of the packet. This could allow to circle a hole using nodes at an
equal distance from the destination. This feature is either used or not.

Rejoin group size When a node tears down a route and requests a rebuild, it prob-
ably did so because the links to the forwarder nodes where asymmetric: although
the nodes did hear the RABs from these nodes, it cannot transmit packets to them.
To increase the probability that there are at least some symmetric connections, the
rejoin group size is increased for the next version of the tree. The low setting implies
a small increase for the small group size of two, or no action for the larger group size
of 3.

10.6.3.1 Fixed parameters

Parameter Values
Experiment duration 2 h
Initial transient 30 min
Repetitions 3
Channel code 4b6b
Decider Slicer
Clock source Radio crystal
Modulation FSK
IQ Bandwidth 50 kHz
Baseband Filter 32 kBit/s
Data rate 32.768 kBit/s
Transmit power Low = −22 dBm
TX current 5 mA
RX current 9 mA
Sleep cycle 500 ms
NAV RedMac 1/2 remaining packet duration
Increase Backoff yes
Max. short retries 9
Max. long retries 3
RAR message duration 22.7 ms
Data message duration 14.5 ms

Table 10.9: Fixed parameters for Net parameter tuning

Table 10.8 shows the parameters that were kept fixed during this evaluation. It
shows three groups: the first group is the experiment itself, the second group are the
physical layer parameters and the third group are the used MAC parameters. Out
of each experiment run, 1.5 h of data were used, each run was randomly repeated
three times.
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Please note that the physical layer settings differ from the MAC evaluation set-
ting; we use a higher bit rate. Although this is somewhat sub-optimal, the packet
duration is lower and the timings for the MAC layer can be computed more effi-
ciently.

10.6.4 Net parameter tuning results

Observed Metric Parameter Setting Influence
Current consumption circle hole low: off

high: on +0.03 mA
repair low: S0

high: S1 +0.015 mA
high: S2 +0.012 mA
high: S3 +0.013 mA
high: S4 -0.009 mA

rejoin low: 3
high: 6 -0.012 mA

Duplicated messages circle hole low: off
high: on +26%

TX attempts low: 1
high: 3 +5%

Hop count group size low: 2
high: 3 +0.3 hops

Table 10.10: Tuning results

The statistics package R [86] is used for the evaluation. Table 10.10 lists the re-
sults in a compact form to increase the readability. Of the many measures on which
an influence has been evaluated, it contains only those where at least one of the vari-
ables has a significant influence. It also compresses the number of variables, listing
only those that had a significant influence at a level of α = 0.01. I also evaluated
interactions between variables, but these models are overfitted. The simple linear
models without interaction have the highest explanation value.

The first metric on which some parameters have a significant influence is cur-
rent consumption, and the first mechanism that we want to look at is the “circle
hole” mechanism. When a node notices that it can not reach any of its potential
forwarders, it increases its announced distance in this packet, essentially allowing
nodes at the same distance as itself to transmit the packet. This mechanism is called
“circle hole” since this is what it essentially tries to do: Circle around a temporary
forwarder hole. Interestingly, this increases the energy consumption and the num-
ber of duplicated messages, but not the delivery ratio. This indicates that the reason
for ACK timeouts is not a lost packet, but a lost ACK, a phenomenon that we al-
ready encountered in Section 9.5.4.2, when we examined the performance of the
RedMac protocol. This is probably related to some peculiarity of the radio modem,
and for this sensor node platform it seems best not to use this mechanism.

The next interesting mechanism is how the node behaves once it encounters an
unsuccessful transmission (e.g. indicated by lost ACKs). Should it mark the uplink
as broken, try again or keep some history on the link’s behavior? The base line strat-
egy S0 increases its distance to the destination, when two ACKs are lost in a row
and sends an RAR when three ACKs are lost. A successful reception of an ACK is
recorded as a decrease of the bad link counter. Overall it is a rather sensitive strategy.
Strategy S5 has no significant influence, others result in an increased current con-
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sumption. The main exception is S4, it results in a lower current consumption. It is
a somewhat conservative approach: each lost ACK increase the bad link counter by
one, and for each received ACK the bad link counter is divided by three. As a result,
a sequence like lost ACK, lost ACK, received ACK results in a bad link counter of
zero: The link is considered as still good. This is another place where the radio mo-
dem influences the protocol design; for a different radio modem where fewer ACKs
are lost a different strategy can be beneficial. Fortunately, the strategy can be chosen
for each node individually, allowing some degree of freedom when implementing
the protocol for different radio modems.

Once a node requests a new routing round, it seems to be beneficial to keep
a little history: the current consumption drops slightly when it rejoins only when
a larger potential forwarder group exists. This has two effects: messages from this
node potentially have to travel more hops and the probability of a forwarder in the
forwarder set with a symmetric link increases.

This concludes the set of examined variables for which a significant effect on the
current consumption could be noted – only one of them influenced two parame-
ters. For all others (Transmission attempts, Backoffmask, SNR and Group size) no
significant influence could be measured.

The next group of variables influence the number of messages that arrive at
the destination not only once, but multiple times. As already noted previously, the
“circle hole” mechanism seems to be a bad idea: It results in a high increase in the
number of duplicated messages, which is not justified by an increase in delivery
ratio. The duplicated messages metric also gives an explanation for the increased
current consumption: it is wasted to transport superfluous messages.

Another mechanism that influences the number of duplicated messages is the
number of transmission attempts. This is a MAC layer variable and used to in-
crease the probability of successful reception. If the message is transmitted more
than once, the number of duplicated messages increases. This indicates that not the
packet but the ACK is lost. At first glance, it seems reasonable to transmit the mes-
sage only once. However, in this case we decided keep the higher number of trans-
mission attempts for the remaining experiments, remembering the results of Sec-
tion 9.5.3.2. For all other variables (Backoffmask, SNR, Group size, Rejoin group
size and Repair strategy) no significant influence was measured. For the group size
related parameters, this is somewhat surprising: a larger number of potential for-
warders should increase the probability that two or more nodes feel responsible for
the packet, resulting in duplicates. However, Net uses a bunch of possibilities to
suppress duplicates. In addition, the difference between the two forwarder group
sizes is small. This justifies a closer look on this variable, see Section 10.6.5.

The only metric where the forwarder group size had a significant influence is
the hop count. The demand for a higher number of alternate paths lets some nodes
join the network later. Consequently, the packets transmitted or forwarded by those
nodes travel longer distances.

It is interesting to note that no influences on the other observed metrics (deliv-
ery ratio, per hop delay, relative throughput, used short retries, used long retries,
RAR, collisions, repairs) were significant. This can have several reasons: for one,
there is really no influence, or the influence is so small that the random fluctua-
tion of the observed metric is so large that an influence cannot be computed, or the
choice of the two settings was to similar. This is probably the case for the forwarder
group size settings. Given the fact that this is a very interesting parameter for the
Net protocol, it seems justified to examine this parameter in greater detail.

10.6.5 Influence of minimal forwarder group size

The minimal forwarder group size is important for a node to determine its distance
from the sink node. When a node notes that is has more than this minimum of a
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alternative forwarders, it joins the network and announces its distance as the dis-
tance of its forwarders plus one. If it does not hear enough alternative forwarders,
it waits for the next round and joins the network announcing a higher distance.
The increased redundancy should in general lead to a higher delivery ratio and a
decreasing per hop delay.
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Figure 10.15: Influence of forwarder group size on delivery ratio
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Figure 10.16: Influence of forwarder group size on delay

While the delivery ratio (Figure 10.15) seems to increase with increasing group
size, the end to end delay also seems to increase (Figure 10.16). This is because the
number of hops that a message travels increases, and this cannot be compensated
with a smaller per hop delay. However, as already noted in Section 10.6.4, this ob-
servation is not supported in a statistical sense: The differences are not significant,
even taking the larger span of the examined group sizes into account. Interestingly,
the mean values follow a trend: they do increase with an increasing group size, in-
stead of fluctuating randomly.

It is interesting to see that the current consumption drops with increasing group
size as can be seen from Figure 10.17. However, for a group size of 6 this can be ex-
plained by a drop in the number of transported messages. Apparently the network is
not dense enough to support such a high number of alternative forwarders without
resorting to long and inefficient paths. A forwarder group size of four seems to be
optimal: it increases the delivery ratio and the relative throughput. This setting is
used for the remaining experiments, unless otherwise noted.
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Figure 10.17: Influence of forwarder group size on energy
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Figure 10.18: Influence of forwarder group size on throughput

10.7 Performance evaluation

10.7.1 Benchmark MultihopLQI

10.7.1.1 Introduction

MultihopLQI is a mature and often used routing protocol in TinyOS, designed to
establish routes towards a sink. The basic algorithm is a proactive reverse tree: Each
node sends a beacon containing the root of the tree and the node’s current path cost
estimate. MultihopLQI is a derivative of MintRoute [112], and as in MintRoute,
the beacon rate is fixed and is not adjusted to anything, neither the packet duration
nor the amount of data travelling over a link. The difference between MintRoute
and MultihopLQI is the used routing metric: MintRoute uses an estimate of the
packet loss rate, whereas MultihopLQI relies on the LQI indicator of the CC2420
radio modem – it is hence bound to a specific radio modem. The advantage of Mul-
tihopLQI is that a link estimator is available after the first packet has been received,
whereas MintRoute needs at least four beacons before the estimator means any-
thing. Another advantage of MultihopLQI is that it is often used as a reference to
compare a newly developed routing protocol, for instance in [41]. It seems therefore
reasonable to adjust this routing protocol to the eyesIFX platform. This required
two adjustments: We had to find a way to approximate the link quality estimate and
we had to adjust the beacon rate to improve the performance of MultihopLQI over
low power MAC protocols.
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10.7.1.2 Approximation of routing metric

The routing metric used in MultihopLQI is based on the LQI of the CC2420
radio modem. The CC2420 complies to the IEEE 802.15.4 standard, it uses an
Orthogonal Quadrature Phase Shift Keying (OQPSK) modulation as the high fre-
quency modulation, here each symbol carries two information bits. In principle,
it could transmit 2 Mbit/s. However, this bit rate is not directly used. Instead, four
data bits are mapped to a 32 “bit” long sequence, called a chip sequence. The task of
this chip sequence is – in this context – two fold: It combines the task of a channel
code like 4b6b with the task of an FEC. It is the latter purpose that allows us to use
it for a link quality estimation. In the end, the radio modem has to decide which
four bits store as the decoded values, and the “distance” between the received 32
chip sequence and the correct one necessary for these four bits is related to the link
quality. However, the explanation given here is more for illustration purposes, the
precise definition of “distance” and the exact computation is radio modem specific,
and not defined in the standard.

In this thesis, we use the fact that a higher LQI value on the CC2420 means a
higher probability of a successful packet transmission, and this allows us to relate it
to the RSSI value which is available on the eyesIFX node.

Figure 10.19: Delivery ratio vs. LQI, tmote Sky
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Figure 10.20: Delivery ratio vs. SNR on eyesIFX
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Using the fitted curve from Figure 3a of [96] shown in Figure 10.19, we de-
termine the LQI value that belongs to a certain set of delivery ratios. For the same
set of delivery ratios we determine the corresponding SNR values for the eyesIFX
radio from Figure 10.20 using the improved curve. Having the (LQI,SNR) points
that correspond to a certain delivery ratio, we can now fit a function:

LQI = f(SNR) (10.2)

= 2.6 SNR + 48 (10.3)

The linear relationship between the SNR and the LQI value is surprising. It indi-
cates that the LQI – although measured in a different way – can be approximated
very well as a scaled and limited version of the SNR.
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Figure 10.21: Delivery ratio and average per node current consumption as a func-
tion of the SNR limit

Besides the linear translation one has to take the implicit limit of the LQI into
account, because MultihopLQI always prefers the link with the highest LQI value.
Without a limit in the LQI values, the resulting paths can be very long and ineffi-
cient, using more energy. This relationship is shown in Figure 10.21. In this exper-
iment, the SNR values were limited to a variable maximum. The plot shows the
delivery ratio as a function of the maximum and the corresponding average current
consumption of the radio modems of the eyesIFX nodes in TWIST.

The parameters used for this experiment are shown in Table 10.11. The exper-
iments where not repeated, and thus no confidence interval can be computed. In
order to give an impression on the variability involved, the maximum was evaluated
on a fine grained scale.

The delivery ratio improves with an increasing maximum SNR – the conser-
vative choice of links does seem to pay of. However, at a limit between 17 dB and
22 dB it seems to reach a maximum. A more conservative choice results in overlong
paths and a reduction in the delivery ratio. A limit above 25 dB cannot be recom-
mended, since the delivery ratio drops and the energy consumption in the network
rises fast due to links with many hops. In our case, a limit of 22 dB seems reasonable
which corresponds to an LQI of 105, instead of the CC2420 limit of 110, which
corresponds to an SNR of 24 dB. A comparison between MultihopLQI on tmote
sky nodes and the MultihopLQI implementation (see Section 10.7.8) shows that
both implementations are reasonably close.
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Group Parameter Setting
Experiment Duration 2 h

Transient 30 min
Offered load 0.46 packets/s

Phy Channel code 4b6b
Decider Slicer
Clock source Radio crystal
Modulation FSK
IQ Bandwidth 50 kHz
Baseband Filter 32 kBit/s
Data rate 32.768 kBit/s
Transmit power Low = −22 dBm

MAC Protocol SpeckMacD
Backoff window 1/4 sleep cycle
Increase Backoff yes
Max. short retries 9
Max. long retries 3
NAV remaining packet duration
Sleep cycle 182 ms

MHopLQI Beacon Rate 30 s

Table 10.11: Fixed parameters SNR limit tuning

10.7.1.3 Adjusting the beacon rate

Adjusting the beacon rate is difficult. In MultihopLQI, a high beacon rate ensures a
fast route establishment. After a short time, each node will have heard a beacon that
contains a reasonable cost estimate to the sink node and the paths converge to the
optimum. On the other hand, a high beacon rate implies a high basic network load
which adversely impacts the performance.

Therefore, a researcher who wants to compare the performance of a routing
protocol to MultihopLQI has to make a choice, to keep the original beacon rate
or to adjust it according to some criterion. Keeping the original beacon rate allows
literature based comparison with other protocols that use MultihopLQI as a refer-
ence. The disadvantage is that MultihopLQI can easily overload the channel with
beacons. Each node sends one every 30 s, implying a beacon packet every 300 ms in
the network. This is not a good idea, given a sleep cycle of 500 ms and the trans-
mission range of the eyesIFX nodes; when one node transmits, chances are that it is
heard by nearly all other nodes in the network.

To allow a literature based comparison, we kept the original beacon rate in some
experiments. In general, we used a lower beacon rate: each node sends a beacon
every 12 min. This choice is based on the initial transient; the minimum time that
passes before each node has a useable connection to the sink node and performance
evaluations start to make sense. For Net, this initial transient lasts about 24 min:
the nodes at each hop need 4 min to decide, whether to join the network, and the
maximum network diameter observed in TWIST is 6. For MultihopLQI it cannot
be so easily computed, but measurements showed that after 30 min each node had a
useable connection to the sink.

10.7.2 Variables and fixed parameters

The complete list of parameters used in the comparison of Net to MultihopLQI
are shown in Table 10.12. Each experiment lasted four hours and was repeated at
least two times. The runs where executed randomly. However, sometimes TWIST
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Group Parameter Setting
Exp. Duration 4 h

Transient 30 min
Slice size 54 min
Repetitions 2
Total duration 27 d

Phy Channel code 4b6b
Decider Slicer
Clock source Radio crystal
Modulation FSK
IQ Bandwidth 50 kHz
Baseband Filter 32 kBit/s
Data rate 32.768 kBit/s
Transmit power High = +9 dBm

High− 15 dB = −6 dBm
Low = −22 dBm
Low − 2dB = −24 dBm

MAC Backoff window 1/4 sleep cycle
Increase Backoff yes
Max. short retries 9
Max. long retries 3

RedMac Sleep cycle 500 ms
NAV 1/2 remaining packet duration

SpeckMacD Sleep cycle 182 ms
NAV remaining packet duration

Net Forwarder group size 3; 4
Rejoin group size 6
Repair strategy S4
Circle hole off

MHopLQI Max SNR 22 dB
Beacon Rate 12 min; 30 s

Table 10.12: Variables and parameters for benchmark experiments

failed and sometimes the re-execution of that randomizing control script resulted in
additional repetitions for experiments that already finished successfully. Instead of
discarding these “superfluous” traces, they were included in the evaluation. From
each trace, an initial transient of 30 min was discarded. For each experiment, all ob-
served parameters where computed four times, each slice covered nearly one hour,
resulting in at least 8 values for each observed measure, allowing the computation
of a confidence interval.

In addition to the usual high and low transmit power settings used, we evalu-
ated two additional transmit power settings: one at -6 dBm and one at -24 dBm.
This requires an explanation, as no such setting is mentioned in the data sheet [49].
The TDA5250 has a class C power amplifier. This amplifier type has a very high
efficiency, it is the reason why the TDA5250 consumes only 12 mA when trans-
mitting at +9 dBm. The price is the fixed setting: you can only switch it on (giving
the high TX power setting) or off (giving the low TX power setting). In order to
enable experiments with intermediate transmit power values, we constructed the
eyesIFX nodes with a digitally controlled potentiometer between the HF output of
the radio modem and the antenna. This turned out to be a bad idea, at high frequen-
cies, the potentiometer cannot be approximated as a simple resistor, it is a complex
impedance. The manufacturing differences introduce a random element that varies
between nodes that we tried to limit by switching it into conducting mode for most
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experiments done in this thesis. In this chapter, it allows us to set additional transmit
powers, allowing us to evaluate the performance and its dependency on the number
of hops travelled by a message. Given the complex influence of the potentiometer,
the results at -6 and -24 dBm should be considered with some caution.

In this evaluation, we used the energy measurement circuit described in Chap-
ter 7 for all nodes where this measurement made sense, for all others the node energy
consumption was computed by tracking the time how long the radio modem was
in which state.

10.7.3 Results for low transmit power

We start the presentation of the results with the low power setting of the eyesIFX
radio modem; it is more interesting as the nodes have to communicate via multiple
hops and have a choice of possible forwarders.
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Figure 10.22: Delivery ratio, low TX power, original beacon rate
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Figure 10.23: Delay, low TX power, original beacon rate

Figure 10.22 shows the delivery rate comparison for between MultihopLQI
over RedMac (LQI/R), MultihopLQI over SpeckMacD (LQI/S) and Net over Red-
Mac (Net/R). For any offered load higher than about one packet every 10 s the
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Figure 10.24: Current consumption, low TX power, original beacon rate

delivery ratio of LQI/R is abysmal, and the delay shown in Figure 10.23 is also
extremely high. The explanation is the beacon rate of MultihopLQI: in this experi-
ment we used the original beacon rate. Here, every node sends a beacon every 30 s,
or a packet roughly every 300 ms in the network – too many given a sleep cycle of
500 ms for RedMac.

Overall Net/R achieves a highly superior performance compared to any Mul-
tihopLQI variant. However, while interesting for scientific cross comparisons with
other routing protocols that also compare to MultihopLQI, the comparison seems
somewhat unfair – it ignores the time that passes between the startup of the network
and the existence of usable routes. Due to the high beacon rate, MultihopLQI can
use the routes faster than Net.

It therefore seems appropriate to compare both protocols at a setting where the
duration of the initial transient and the energy consumption at the lowest offered
load is comparable. An initial investigation showed that this is the case when each
node sends a beacon every 12 min in MultihopLQI – a number that is close to the
relation of beacon packets to data packets in MintRoute, where each node sends one
beacon packet per generated data packet. In this experiment, each node generates at
least one packet in about 17 min.
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Figure 10.25: Low TX power, 12 min beacon rate
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The reduced beacon rate allows a better comparison of the routing performance,
as it reduces the interference between data packets and beacon packets. Figure 10.25
shows that the delivery ratio improves somewhat for MultihopLQI. Recalling the
measurements in Section 6.4.2, especially Figure 6.14, it seems that MultihopLQI
cannot find sufficiently many high quality links. Net, on the other hand, can com-
pensate the lack of high quality links by relying not on a single, but on a set of for-
warders. The 90% confidence intervals for the delivery ratios overlap, which makes
it impossible to identify the protocol with the highest delivery ratio. The fact that
the mean delivery ratios of both MultihopLQI variants are always below the mean
delivery ratio of Net/R indicates that it may be possible to make the results signifi-
cant by drastically increasing the number of experiments, but this is hardly feasible:
counting only the successfully finished runs, the measurement lasted for 27 days and
at least twice as long when also counting the experiments that had to be discarded
due to failures in TWIST.
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Figure 10.26: Detail plot. Low TX power, 12 min beacon rate

A direct comparison between the protocols is inconclusive, but it is interesting
to note that the mean delivery ratio of Net is significantly better than 0.98 (see
Figure 10.26) – our goal for the per hop delivery ratio to enable consensus in sensor
networks.

 1

 2

 3

 4

 5

 6

 7

 8

 9

 10

 11

 0  0.1  0.2  0.3  0.4  0.5  0.6  0.7  0.8  0.9

D
el

ay
 [s

], 
90

%
 q

ua
nt

ile

Offered Load [Packets/s]

LQI/R
Net/R
LQI/S

Figure 10.27: Low TX power, 12 min beacon rate
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The end to end delay of a message is interesting because it is the main influence
of the time needed by a consensus protocol to terminate, it is shown in Figure 10.27.
Here, LQI/S and Net/R do not differ significantly. To understand this, one has to
keep the different expected per hop delays in mind. SpeckMacD has a sleep cycle
of 182 ms, so the expected per hop delay is about 210 ms due to ACK and channel
access delays. RedMac has a sleep cycle of 500 ms but the expected per hop delay
with a single forwarder is about 300 ms: on average, the forwarder wakes up some-
where in the middle of the packet transmission and sends an ACK. The fact that
both schemes do not differ significantly indicates that Net successfully finds con-
nections with more than one forwarder. On these links, the average per hop delay
is lower. This result confirms the discussion of Section 10.5.3.
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Figure 10.28: Low TX power, 12 min beacon rate

While Net/R and LQI/S do not differ significantly in terms of delay and deliv-
ery ratio, their energy consumption does. This is shown in Figure 10.28. Here, the
differences between the protocol stack variants are always significant. Here Net/R
is superior to the other variants, it has the lowest energy consumption. This plot
also reveals an interesting difference: The slope is influenced by the MAC proto-
col, whereas the offset is influenced by the routing protocol. The MAC protocol
is responsible for the state the radio modem is in and therefore has a large influ-
ence on the energy consumption. The routing protocol requires a certain overhead
in messages to work well, but the connection to the MAC protocol cannot be ne-
glected. Net and RedMac have been co-designed, using the results from Section 4
as a guideline: Each transmitted message must have a value on its own. Net was de-
signed such that the number of protocol overhead messages is minimal. For RedMac
the ACKs does not only confirm the reception of the message, it also terminates the
rendezvous scheme – and this happens even earlier, when the message is transmitted
to a set of potential forwarders. This early termination of the rendezvous scheme has
an additional benefit, when we consider the neighboring nodes of the sender. The
shorter the rendezvous phase, the fewer neighbors have to stay awake to determine
whether the transmitted packet is actually for them.

The short rendezvous is not the only explanation for the lower energy con-
sumption, it is but a part of the overall overhead of the routing protocol. When a
message travels more than the absolute minimum of hops necessary to be received
with sufficiently high probability, the “excess hops” can be counted as overhead.
The comparison of the average number of hops travelled by a message is shown in
Figure 10.29. On average messages transmitted using MultihopLQI require nearly
one more hop compared to Net. This difference is partly expected: Net uses the hop
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Figure 10.29: Low TX power, 12 min beacon rate

count as routing metric and in WSN this metric tends to select nodes as forwarders
that are at the edge of the transmission range. The connections to these nodes tend
to be unstable, which is the original motivation to invent routing protocols such as
MultihopLQI. However, Net does not rely on a single forwarder to relay a message
but a set, and these parallel links are sufficient to ensure a sufficiently reliable mes-
sage delivery. Besides providing parallel links, the forwarder set has an additional
influence: It tends to increase the path length compared to a routing protocol which
solely relies on hop count as the routing metric. This can be seen from the log files
of the experiments. Some nodes decline to join the network when they receive the
first RAB, because they do not hear it from sufficiently many potential forwarders.
Instead, they wait for the next round. In this round, chances are that some potential
forwarders are much closer and hence the links to these forwarders are more stable.

However, sending to a set of forwarders has a disadvantage: the probability that
messages are duplicated increases, as discussed in Section 10.5.2. A message is du-
plicated whenever it has been transmitted more than once by different nodes for
a given distance to the destination. In this experiment we used the energy mea-
surement circuit on about half of the nodes, which cuts their USB data connec-
tion, making a reliable evaluation of this measure impossible. In other experiments
about 20% of the packets were duplicated. Given the low current consumption
(Figure 10.28), this seems to be an acceptable overhead compared to the overhead
of an additional hop.

In Section 10.5.2 we did not answer the question which number of forwarders
is optimal, but the number of duplicated messages can be used for this purpose. As
long as the fraction of duplicated messages is lower than the overhead induced by a
routing protocol that has to select a reliable path through the network, the number
of forwarders are at least acceptable.

10.7.4 Results for high transmit power

The low transmit power setting is interesting, as it emphasizes the routing perfor-
mance in an adverse setting – one, where packets are barely able to travel from one
small office to the next. However, lower radio frequencies have a significant advan-
tage compared for instance with 2.4 GHz. Their free space path loss is lower and
they penetrate walls easier, instead of being reflected.

Due to these two effects, plus the fact that the eyesIFX node can transmit at
+9 dBm, results in larger range compared to the tmote sky nodes, which transmit at
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+0 dBm at 2.4 GHz. This high transmit power setting allows us to investigate how
Net behaves in settings with high neighbor densities and very few hops.
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Figure 10.30: High TX power

As before, we start with the delivery ratio, shown in Figure 10.30. Here, the
confidence intervals of all investigated protocol stacks overlap, allowing no direct
comparison. In this case, all stacks have a mean delivery ratio better than 0.98 –
the per hop delivery ratio goal suitable for consensus. In this setting, consensus can
easily be achieved.

While the confidence intervals overlap, the plot does indicate that there may be
a difference with respect to the offered load. The LQI/S has a delivery ratio that
seems to drop with an increasing offered load – as expected from a CSMA type
MAC protocol. This observation seems to be true also for LQI/R with a more
pronounced drop for higher delivery ratios. Recalling the performance compari-
son of both MAC protocols in Section 9.5.4, RedMac does have a lower delivery
ratio for higher offered loads (Figure 9.33), due to the fact that the sleep cycle is
longer, allowing fewer packets to be transmitted to the destination. This effect is
not fully compensated by the higher number of packets per sleep cycle delivered to
the destination (Figure 9.32). This indicates routing protocol performance is actu-
ally dominated by the MAC protocol at the bottle neck; the last hop towards the
destination.
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Figure 10.31: High TX power, 12 min beacon rate
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In contrast, the delivery ratio of Net/R does not even hint at such a relationship
between offered load and delivery ratio. An explanation is difficult. Given the large
confidence intervals, it may be an entirely random effect, or it may be due to the du-
plicates that lead to transmissions correlated in time – and, in turn more collisions,
as indicated in Figure 10.31. Please keep in mind that the collisions where calculated
using a sub set of the nodes, hence the absolute number cannot be trusted. How-
ever, even with this reduced set of nodes we can compute collisions for Net/R, but
not for any of the other protocols.
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Figure 10.32: High TX power, 12 min beacon rate

The delay, measured using the 90% quantile of the end to end delay for all mes-
sages, shown in Figure 10.32, shows roughly the same order as for the low transmit
power setting. LQI/S achieves the smallest delay, Net/R is the next best, and LQI/R
has the highest delay. In contrast to the low transmit power setting (Figure 10.27),
the differences are significant.
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Figure 10.33: High TX power, 12 min beacon rate

The reason is shown in Figure 10.33. While Net/R still achieves a lower hop
count, the difference is rather small, on average the packets travel 0.1 hops less than
for the MultihopLQI variants. In addition, the low hop count also confirms that the
routing protocol has a reduced influence on the results, since most packets have to
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travel only a single hop to the destination, and on this last hop, the MAC protocol
is the bottleneck. In addition, on the last hop Net does not differ from the Multiho-
pLQI variants: it has to send the packet to a single node, and not to a set of nodes.
On this hop, Net has to wait for the destination node to wake up the same way as
LQI/R.
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Figure 10.34: High TX power, 12 min beacon rate
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(b) Low TX

Figure 10.35: Current consumption, side by side comparison

Last but not least we compare the current consumption in Figure 10.34. The rel-
ative order of the variants is the same as for the low transmit power setting. Net/R
consumes the least amount of current, with LQI/R next and LQI/S has the highest
current consumption. At low loads, both MultihopLQI variants do not differ, but
when more packets are generated, the difference between the MultihopLQI variants
increases, the SpeckMacD has the steeper slope. On the other hand, the difference
between the RedMac variants is small, and does not seem to increase for higher
loads. This is the same result as for the low transmit power setting; the current con-
sumption is strongly influenced by the MAC protocol, whereas the routing protocol
has a much smaller influence, unless it has a high overhead like MultihopLQI with
original beacon rate.

Comparing the current consumption per node for both transmit setting side by
side, as shown in Figure 10.35, reveals an interesting fact. The current consump-
tion of the low transmit power setting is significantly higher than that with the high
transmit power setting. The radio modem used by the eyesIFX nodes uses a differ-
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ent power amplifier than most other nodes. On the eyesIFX radio, the amplifier is
a class C amplifier, which has a high efficiency of around 90%. The increase from
5 mA transmit current consumption to 12 mA is more or less directly converted to
an increase in transmit power – and in turn into a decrease in the number of hops
that a packet has to travel. This decrease means that fewer nodes have to repeat the
message at higher energy costs per hop. However, the energy savings due to the
lower hop count outweigh the increase of the per packet transmission costs.

Load [P/s] Net/R LQI/R
0.097 1.00 0.99
0.485 1.03 1.08
0.679 1.04 1.12
0.873 1.08 1.10

Table 10.13: Relative increase in current consumption, Low/High

The get a more precise picture, the relative increase in current consumption is
shown in Table 10.13. Although significant, the increase in current consumption is
rather small, up to 12%. At the same time, the average number of hops for Net/R
is reduced from 2.76 to 1.45 – a factor of 1.9. For LQI/R the number of hops is
reduced by a factor of 2.26, from 3.59 to 1.59 hops on average. The transmit current
increases from 5 mA to 12 mA – a factor of 2.4. Comparing the increase in current
consumption and the reduction in hops, one would expect that the high transmit
power setting increases in the energy consumption. However, one has to take the
number of neighbors that overhear a message into account. When a node sees a busy
channel, it has to stay awake until it receives the header of the next repetition of this
message. In TWIST this seems to happen more often when the number of hops is
larger.

10.7.5 Results for intermediate transmit power setting
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Figure 10.36: Potentiometer settings and resulting damping

The class C amplifier of the eyesIFX nodes has a high efficiency, but this comes
at a price: It can be switched either on or off, and does not allow experiments in
between these two settings. To overcome this limit, the eyesIFX nodes have a po-
tentiometer between the radio and the antenna, allowing to set intermediate values.

The intermediate setting results a transmit power of about -6 dBm, which is
between the high and the low setting. At the receiver, the influence is probably
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negligible – the effective damping depends on the current that flows through the
antenna path, as shown in Figure 10.36: for the low transmit power, the poten-
tiometer has to be set to much lower values (higher resistance) in order to achieve a
damping comparable to the high transmit power setting.
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Figure 10.37: Delivery ratio, intermediate TX power
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Figure 10.38: Intermediate TX power

Figure 10.37 shows the effect of this setting on the delivery ratio. It appears that
the MAC protocol is strongly affected by this setting: the delivery ratio for both,
LQI/R and Net/R does not stay above the 98% line. A similar picture can be seen
in the energy consumption. RedMac consumes less power than SpeckMacD, but
the difference between LQI/R and Net/R is not significant.

For the other measures – hop count in Figure 10.40 and delay in Figure 10.39
– the results are consistent with the high and low transmit power setting. Unfor-
tunately, we could not find a completely satisfying explanation for the behavior of
RedMac. An explanation that immediately comes to mind are collisions, but this
could not be measured reliably in this experiment setup. We nonetheless compared
the computable collisions with the high transmit power setting (Figure 10.31), but
the difference is not significant. If anything, the number of collisions might be a bit
smaller for the intermediate power setting.



10.7. Performance evaluation 197

 0

 1

 2

 3

 4

 5

 0  0.1  0.2  0.3  0.4  0.5  0.6  0.7  0.8  0.9

D
el

ay
 [s

], 
90

%
 q

ua
nt

ile

Offered Load [Packets/s]

LQI/R
Net/R
LQI/S

Figure 10.39: Intermediate TX power

 1

 1.5

 2

 2.5

 3

 3.5

 4

 0  0.1  0.2  0.3  0.4  0.5  0.6  0.7  0.8  0.9

H
op

 c
ou

nt

Offered Load [Packets/s]

LQI/R
Net/R
LQI/S

Figure 10.40: Intermediate TX power

Another explanation are asymmetric links. Net/R suffers more from asymmet-
ric links compared to MultihopLQI. Usually, the difference between the RSSI at
which node A receives a packet from node B and the corresponding ACK that node
B receives from node A does not differ by more than 5 dB (see Figure 6.15). In Sec-
tion 10.7.1.2 the LQI has been limited to 22 dB – and MultihopLQI tends to choose
links with this margin. Hence, we would expect that the ACK is received at least
with a strength of 17 dB and according to Figure 6.8 we expect a high delivery ratio
for ACKs when not using the potentiometer. When the potentiometer is used, an
additional element is added into the transmit path, representing an additional ran-
dom influence. This may well lead to an increase in the link asymmetry: the RSSI
from A to B can differ by more than 5 dB from the reverse direction.

Net, on the other hand, does not choose high quality links and the number of
lost ACKs due to asymmetric links is likely to be higher compared to MultihopLQI.
In turn, the sender does not stop transmitting the packet, resulting in a higher energy
consumption. In addition, both MAC protocols combine the collision avoidance
from a busy channel and the one resulting from a lost ACK. When an ACK is lost,
the long retry counter is increased. This counter is also increased, when a node is
unable to access the channel more than nine times in a row. As a result, nodes use
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fewer attempts to access the channel when they encounter a lost ACK and drop the
packet. Together with the higher traffic due to duplicated packets, these dropped
packets are probably responsible for the lower delivery ratio. This explanation is
also consistent when we take LQI/S into account: SpeckMacD uses a smaller sleep
cycle and its capacity on the bottleneck link to the destination node is higher.

On the last hop Net uses lower quality links – and the repair strategy S4 accepts
fairly poor links here, a side effect of the slow reaction to lost ACKs.

Using the intermediate setting, the hop count increases for all variants (Fig-
ure 10.40), compared to the high transmit power setting. More precisely, for the
MultihopLQI variants it increases from about 1.6 to about 2.5 – very close to the
value of 2.6, the hop count between the high and the low transmit power setting.
For Net, a similar finding holds: the average hop count increase to about 2, close
to 2.1, the value between the low and high transmit power setting. This indicates
that the chosen value has indeed the desired effect – it allows some insight into the
behavior between the two extremes settings.

10.7.6 Results in barely connected network

Although the last section indicates that using the potentiometer is not a brilliant
idea, we nonetheless used it to examine the behavior of the network when using
the lowest possible transmit power that allows the nodes to build a network. The
precise transmit power setting had to be found experimentally. Using the low trans-
mit power setting the potentiometer was set to a damping of about 2 dB. For higher
damping values, most nodes were not able to reach any neighbors.
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Figure 10.41: Lowest transmit power

As can be expected, for this low power setting the delivery ratio (Figure 10.41) is
worse than for any other setting. Links to other nodes, if they exist at all, seem to be
weak and unreliable – and none of the protocols differs significantly from the other
protocols. Also, all confidence intervals include the 0.98 value, our goal for the per
hop delivery ratio for consensus in sensor networks. This setting is not a good idea
for any real world installation and additional nodes should be deployed to stabilize
the network.

While the delivery ratio is inconclusive, having a look at the fraction of nodes
that can actually deliver messages to the destination (Figure 10.42) reveals a differ-
ence between the protocol stacks. Net can connect significantly more nodes to the
network than the MultihopLQI variants. This indicates that a significant propor-
tion of links found by the MultihopLQI variants are asymmetric links; the beacon
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Figure 10.42: Lowest transmit power

can be received, but any data packet travelling to the destination is not received by
the chosen forwarder, despite the fact that the LQI indicated a “high” quality link.
Net chooses a set of forwarders, in this case at least 3, and out of these three it seems
that there are enough that can receive the packet and from which an ACK can be
received.
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Figure 10.43: Lowest transmit power

The average number of hops is shown in Figure 10.43. Again, Net uses the
smallest number of hops. Although not significant, it seems that there is a small
dependency on the offered load – indicating that the repair strategy is used to avoid
bad links.

A look at the fraction of ACK timeouts (Figure 10.44) supports this hypothe-
sis to some extend. The “high quality” links found by MultihopLQI are not very
reliable and possibly asymmetric. For Net, the number of ACK timeouts is also
high, making it probable that the repair strategy is used. For this figure, one has to
keep the experiment setup in mind: Only nodes without the energy measurement
circuit can report ACK timeouts. However, the quality of this measure is higher
compared to collisions, because an ACK timeout involves only a single node, which
is different from collisions. For collisions, it may well happen that a node is trans-
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Figure 10.44: ACK timeout, Lowest transmit power

mitting a packet, causing a collision, but the result computation does not pick it up:
Both nodes transmitting at the same time fail to report this due to the measurement
circuit.
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Figure 10.45: Delay, Lowest transmit power

Given the large number of hops and the number of ACK timeouts, the high end
to end delay of the messages (Figure 10.45) is not surprising – but overall it does not
differ much from the low transmit power setting. The only significant difference is
between LQI/S and LQI/R – with LQI/S having the lowest end to end delay. The
relative order of the protocols in this measure is consistent with the other transmit
power settings.

The order of the protocols in current consumption remains also consistent with
the other transmit power settings (Figure 10.46). LQI/S is the most power hungry
and Net/R the most energy efficient. This order is a little surprising, since both
LQI variants effectively transport fewer messages, as reflected in the overall smaller
current consumption compare with the low transmit power setting (Figure 10.28).
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Figure 10.46: Current consumption, Lowest transmit power

10.7.7 ACK timeouts

In the last sections, we assumed that in some settings the links might be asymmet-
ric, influencing the delivery ratio as well as the other metrics. Asymmetric links are
reflected in the number of ACK timeouts that a node experiences when trying to
transmit a message. On a symmetric link the ACK is received with a higher prob-
ability than the packet causing it – simply because it is shorter. On an asymmetric
link, this is not necessarily true. However, if a link is asymmetric the probability of
ACK timeouts increases: a node that receives a RAB from, say, node A cannot as-
sume that it can transmit a packet to node A. Here, an ACK timeout occurs, which
can be observed in the testbed, at least for those nodes that are measuring the current
consumption with the measurement circuit.
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Figure 10.47: ACK timeouts, high TX power

For the high transmit power setting, Net/R experiences timeouts for around
10% of the packets (Figure 10.47), and a comparable value occurs for the low trans-
mit power setting (Figure 10.49). Whenever the potentiometer is used to insert
an additional damping, the ACK timeouts increases significantly. For the interme-
diate step (Figure 10.48) the ACK timeouts increases to around 15% and for the
barely connected network (Figure 10.50) to 30%. For the MultihopLQI variants,
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Figure 10.48: ACK timeouts, intermediate TX power
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Figure 10.49: ACK timeouts, low TX power
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Figure 10.50: ACK timeouts, barely connected
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there seems to be a stronger dependency on the network load. With increasing net-
work load the ACK timeouts increase, in some cases significantly. An increase in
the number of hops that a packet has to travel also leads to an increase in the ACK
timeouts. The low transmit power setting marks the transition point. Here, the load
dependency is still visible in the plot, but it is not significant anymore. For the low-
est transmit power setting about half the packets experience an ACK timeout – the
links that MultihopLQI is forced to use, due to the absence of better ones, are often
asymmetric.

These problems with asymmetric links raise the question whether one should
pay more heed to them. Indeed, protocols have been developed that can cope with
asymmetric links or avoid them by exchanging connectivity data. But modern ra-
dio modems, like the CC2420 used on the tmote sky nodes, are checked during
production and as long as the radio modem is not broken, the links are symmetric.
In TWIST there has been only a single tmote sky node showing asymmetric links
and this has been exchanged later, because of a failing radio modem. Hence there is
no general recommendation, whether to ignore asymmetric links or to take them
into account. It depends on the manufacturing process of the radio modem and
the nodes, if there is a high variation in the output power or in the sensitivity, one
should use a protocol that has some means to deal with them. Alternatively, one
can use a better radio modem – which is the more energy efficient variant, since it
reduces the protocol overhead.

10.7.8 Comparison with tmote sky
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Figure 10.51: Delivery ratio comparison with tmote sky

Since the tmote sky nodes are often used in scientific research, it does make sense
to examine whether there are fundamental differences in the operation of the pro-
tocols for this node type. The tmote sky nodes use a CC2420 radio modem, which
is compliant to the IEEE 802.15.4 standard in 2.4 GHz. This standard uses DSSS
as the channel code, which takes care of bit synchronization and a little FEC. It is
more complex than the TDA5250 used on the eyesIFX nodes, and manufactured
with smaller variations.

The comparison is important, because the MultihopLQI protocol has been de-
signed for the CC2420. When the performance of MultihopLQI over tmote sky
does not differ from the performance over eyesIFX nodes, we can use the litera-
ture to make a broader comparison to other nodes, protocols and testbeds using the
literature.
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Unfortunately, only a single measure is readily available for the tmote sky nodes:
the delivery ratio, shown in Figure 10.51. Measuring delay requires a running syn-
chronization protocol.

The compared variants are MultihopLQI over LPL (LQI/L), where Low Power
Listening (LPL) is the MAC protocol for the tmote sky nodes that is sufficiently
similar to RedMac. The other variants are already known from the previous sec-
tions. In this experiment, we used the highest transmit power, which results in an
average hop count of 2, higher than hop count of 1.6 for the eyesIFX nodes. The
offered load is around 0.7 packets per second, and the sleep time of LPL is 500 ms.

Figure 10.51 shows that there is no significant difference between LQI/L and
LQI/R – the tmote sky and the comparable setting on an eyesIFX node. The vari-
ance for tmote sky is higher, sometimes all messages are delivered, sometimes single
messages are lost, but sometimes, a whole message series is lost. A closer inspection
showed that MultihopLQI over tmote sky suffers from short lived routing loops,
which are occasionally not so short lived. When a packet is caught in a routing loop,
it is finally dropped – leading to a lower delivery ratio. The reason for these routing
loops is in the routing metric. LQI is a noisy measure, compared to the RSSI value.
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Figure 10.52: Adjusted LQI value

This is further aggravated by the fact that MultihopLQI uses a cubic weight
function on top of the LQI, shown in Figure 10.52. The precise formulation is

uint16_t adjustLQI(uint8_t val) {

uint16_t result = (80 - (val - 50));

result = (((result * result) >> 3) * result) >> 3;

return result;

}

If the LQI value of a beacon is once 110 (weight 125) and the next time 100 (weight
420), a node could decide to choose a an indirect path via two nodes, where each
hop has an LQI of 110 – a correction by more than one hop, which potentially leads
to loops. In our experience, such a random variation is not uncommon for the LQI
value, whereas the RSSI value on the eyesIFX nodes is more stable, usually it does
not vary by more than ± 1 dB,

In summary, the MultihopLQI adaptation works well on the eyesIFX nodes and
this can be used as a reference point for a literature comparison.
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10.7.9 Comparison with CTP

One protocol that we would like to compare with Net is CTP. It uses a different
way to estimate the link quality, it combines the ETX with information from the
physical layer to achieve a faster and better estimate within four bits [35]. According
to [35] we should expect a decrease in the number of hops that a message has to
travel.
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Figure 10.53: Box plot comparison of end to end delay

In our initial experiments, we therefore included CTP into the evaluation, but it
never stabilized even for the high transmit power setting, as shown in Figure 10.53.
The median end to end delay is indeed smaller, but not the 75% quantile: here,
CTP is worse than any of the other routing protocols. Due to these problems, CTP
was discarded from the evaluation.

Recently, a newer version of CTP became available and was evaluated in [41].
Using the high transmit power setting, this CTP also worked on top of the eye-
sIFX nodes. The delivery ratio is better than 99.9%, but no confidence intervals
are given. The interesting observation is the average hop count: CTP over eyesIFX
has an average hop count of 2.6 – one hop more compared to MultihopLQI over
eyesIFX. The situation is reversed for the tmote sky nodes in TWIST. Here, Mul-
tihopLQI uses on average two hops per packet, whereas CTP uses only 1.6 – the
expected reduction agreeing with the results in [35].

For LQI/S the delivery ratio is also high. Unfortunately, the inter packet time is
set to 30 s for CTP/L, or one packet in about 0.3 s arriving at the destination. This
is higher than any traffic rate evaluated here, and messages are lost due to queue
overflows.

Queue overflows are not a big problem for Net. When a node notices that it
cannot accept a packet due to a full queue, it simply does not send an ACK. In such
a situation, Net simply hopes that there are other forwarders in the set that still have
a sufficiently empty queue to take care of the packet.

Another important point in [41] is the reaction when ten critical forwarders (out
of 91 nodes) are switched off. In this case, CTP temporarily increases the beacon rate
to find new routes. It is shown that CTP finds new routes faster than MultihopLQI.
A similar experiment setup was used to demonstrate sensor networks during the
LNDW at TU Berlin, using Net/R. In this setting, Net was able to get packets
to the destination, even if more than 4 out of 16 nodes were switched off. These
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nodes tended to be critical forwarders, since the task given to the visitors was to
find the minimal number of nodes that must be switched off in order to disrupt
the operation of the network. Although Net uses a lower beacon rate and a reactive
protocol to repair the network, it does not even notice when critical forwarders are
lost, except for a slight increase in the end to end delay.

10.7.10 Longterm evaluation

One of the reasons to design Net was to figure out how often a rebuild is necessary
– instead of setting a fixed, arbitrarily chosen value. This required a different exper-
iment setup. Instead of running many “small” experiments, it is necessary to make
one experiment that runs for several days. For this evaluation we started an exper-
iment running Net/R using the parameters set shown in Table 10.12. The offered
load was fixed just under one packet every 0.7 s – the second highest traffic load used
in the previous sections. For transmit power, the low setting is used since it allows
the routing protocol to work, while avoiding the effects of the potentiometer. The
experiment was run for 11 d in TWIST for Net, and from the LQI/R experiment
4.5 d are used.
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Figure 10.54: Actions of Net, reaction of measures

The result for the longer evaluation is shown in Figure 10.54, for clarity only the
first five days are shown. The vertical lines denote times when Net runs the routing
algorithm. Net is a reactive protocol and when a node tears down a route because it
cannot forward packets anymore, it sends a RAR message to request that a new tree
is build. This happens when a node did not receive an ACK for six packets in a row
and the repair effort was not successful. In general, the number of ACK timeouts
in Net/R is high, leading to a number of false positives. Nonetheless, the routing
algorithm is run only about five times. The delivery ratio is above 98% all the time,
and the rebuilds have no significant influence. This is an unexpected behavior, the
rebuilds should improve the delivery ratio. On the positive side, all nodes remain in
the network, if a node tears down the route it receives a new RAB and appears to
have been part of the network in any of the one hour slices. In conclusion, it seems
that the routing algorithm has to be run less often that what one expects from the
literature.

The long experiments also give a better impression on the other measures, such
as energy consumption. Based on the experience with Net/R where one route re-
build roughly every 24 h is enough, we lowered the beacon rate for LQI/R to once
in 18 h after an initial setup phase. This worked reasonably well until the last day
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Figure 10.55: Average current consumption per node

of the measurement. On the last day, many nodes became disconnected. For this
reason, the last day has been discarded from the evaluation.

In Figure 10.55, the current consumption per node is drawn, with the nodes
sorted by increasing current consumption to allow a fast comparison. Despite the
much lower beacon rate and fewer nodes connected to the network, LQI/R has a
higher current consumption compared to Net/R – but not much. However, it is
interesting to see the difference in the distribution of the energy consumption per
node. In Net/R, no node consumes more than 1 mA on average, about 3.4 times
more than the node that consumes the least amount of energy, but in LQI/R one
node consumes about 1.5 mA on average – or five times more compared to the node
that consumes the least amount of energy.

Over long experiment durations, Net exhibits an automatic load balancing.
When a node (A) wakes up and receives a packet that has to be forwarded, chances
are that it sends it to the same node (B) in the next hop. The reason is the relative
order of wake up times. When comparing the wake up times of node A and node
B, it appears that node B is the node that wakes up as soon as A has to forward a
packet. This relationship remains stable, but the drift of the crystal oscillators on
node A and node B tends to break up such orders, at least in the long run.

The location of the nodes that consume the highest amount of energy is also
interesting: in either case it is a node very close to the destination. One is in the
same room, and the other one in the room below the destination. These nodes are
not only in a position to serve as forwarders, but they often overhear messages that
are transmitted directly to the destination.

The longer experiment allow us to take a closer look on the per node delivery
ratio, shown in Figure 10.56. Again, the entries are sorted to make the plot easier
to read. It appears that in TWIST some nodes are poorly connected. In general,
Net delivers more messages, even from poorly connected nodes. There is a clear
distinction between the nodes: nearly twenty nodes are poorly connected, and all
other ones are in a better position.
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Figure 10.56: Delivery ratio per node

10.8 Variations

With the performance of the basic Net algorithm solidly established, we can now
try to improve it in some ways that could be interesting.

10.8.1 Shortend preamble

Net sends to a set of forwarders, and this can be used to modify the rendezvous
scheme of the MAC protocol. On average, we expect that a single forwarder will
wake up somewhere in the middle of the rendezvous scheme, if there is more than
one forwarder, this should happen even earlier, as discussed in Section 10.5.3. If a
node transmits the rendezvous packets longer than a certain amount of time, we
can assume that something is amiss – it may be that we cause a collision. In this
case, a random back off is a more sensible strategy instead of continuing to block the
channel. For this experiment, we used a fixed number of rendezvous packets: 16 out
of the typical 22. Even with only two forwarders, the probability that at least one
should have woken up and acknowledged it is above 75%. This scheme may effect
the delivery ratio. It may cause fewer collisions, which increases the delivery ratio.
On the other hand, chances are that it misses the forwarders and cannot deliver the
packet, lowering the delivery ratio.

10.8.2 Exact ring

In this variation Net sends the packet to any node that is exactly one hop closer
to the destination. This could improve the delivery ratio, since one would expect
that these links may be more stable than those to nodes that are more hops away. On
average this should increase the hop count, lowering the delivery ratio and use stable
links, improving the delivery ratio. The main problem with this implementation
is that there is no guarantee that the nodes that are more than one hop away are
indeed having less stable links – this could actually lower the delivery ratio, since
good forwarders are ignored.

10.8.3 Performance comparison

The performance comparison shows that there is significant difference between the
variants. If anything, the basic variant performs better than Net Restricted over
RedMac (NetR/R) or Net over Shortend RedMac (Net/SR). The latter’s average
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Figure 10.57: Delivery ratio

is consistently worse than the other variants, indicating that packets are given up
earlier and thus lowering the delivery ratio.
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Figure 10.58: 90% Delay Quantile

A similar picture can be seen for the delay, as shown in Figure 10.58. The dif-
ferences are not significant between the variants. Again, the averages of Net/SR are
consistently above the other variants, hinting that using more experiments a sig-
nificant difference could be found. Apparently, sufficiently many nodes back off,
although there forwarder set is still simply sleeping.

As expected, the average hop count for a version of Net that is restricted to
exact one hop advance for every forwarded packet is slightly higher, but again this
difference is not significant.

After the extremely small and insignificant differences between the protocols, it
is hardly surprising that the current consumption shows no difference between the
variants at all, as can be seen in Figure 10.60.

Although no variation is an effective improvement over Net, they do show an
important lesson. In WSN variations in the channel quality to have by higher in-
fluences on the performance than the small variations. In addition, the influence
of the change is smaller when made in a higher layer. The MAC layer variation is
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Figure 10.59: Hop count

 0.3

 0.4

 0.5

 0.6

 0.7

 0.8

 0  0.1  0.2  0.3  0.4  0.5  0.6  0.7  0.8  0.9

N
o
d
e
 c

u
rr

e
n
t 
c
o
n
s
u
m

p
ti
o
n
 [
m

A
]

Offered Load [Packets/s]

Net/R
NetR/R
Net/SR

Figure 10.60: Current consumption

the only one that indicated that some influence could be measured if more experi-
ments are conducted. Aside from overhead, the influence of the routing protocol is
rather small – although compared with MultihopLQI the introduction of parallel,
redundant links pays off.

10.9 Conclusion

Many algorithms designed to achieve a consensus in a sub set of nodes have to rely
on routing in sensor networks: It may well happen that those nodes are not within
communication distance.

Using a simulation for a different scenario we derived the main parameters that
influence the performance of a consensus algorithm in Section 3: message loss and
delay. If a consensus can be reached at all, these parameters influence how fast a
consensus can be reached – and when consensus is used to achieve some control
goal a fast consensus is better, since it allows the actuators to work on the control
goal in a uniform fashion. On the other hand, a low message delay costs much
energy, the precise relationship depends on the MAC protocol.
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The evaluation of message value versus energy expenditure in Chapter 4 lead
to an interesting conclusion: every message transmitted in the network must be valuable to
justify the energy spend for its transport.

Put together, this leads to an interesting situation. A routing protocol has to
achieve a sufficiently high reliability, a message delay appropriate for the application,
but should not transmit any more messages than absolutely needed.

To solve this, we developed Net as Routing protocol and RedMac as the sup-
porting MAC layer. Net does not transmit to single forwarders, but to a whole set
at once. By using parallel links, Net achieves a sufficiently high reliability. This in-
crease in reliability does not contradict the often made assumption that links fail
independently. Furthermore, using these parallel links in conjunction with Red-
Mac reduces the per hop delay. The scheme also adds an additional “value” to the
ACK messages of RedMac: they do not only transport the information that a mes-
sage has arrived, but also abort the rendezvous scheme, freeing channel resources
and saving energy.

Net reduces the overhead messages to a bare minimum – it is designed as a
reactive protocol, repairing the routing tree on demand and relying on the parallel
links and local repair mechanisms to keep the routing tree in working order. Net
does not exchange messages to maintain it, avoid asymmetric links or for some kind
of time synchronization.

We have also shown that routing loops – which cause lost messages and a high
energy expenditure – cannot occur in Net, because the receiver checks, whether it
can act as a forwarder.

Despite its design as a low overhead protocol, Net achieves the performance
goals. Compared to MultihopLQI it achieves the delay and reliability goals, but uses
less energy to do so. The reason is the reduced hop count and the shortened pream-
ble. Net uses weaker but “longer” hops to the destination. The reduction in current
consumption is large enough to justify the occasionally transmitted duplicate.

These duplicates are a problem for Net, together with lost ACKs. They consti-
tute much of the overhead messages in Net. However, more modern radio modems
like the CC2420 used on the tmote sky nodes have very few asymmetric links,
faster switching times and higher bit rates – this could be sufficient to overcome
these problems without modifying Net. In fact, it is a more sensible approach, as
the effect of a mechanism on the overall energy expenditure depends on the layer:
physical and link layer have a large influence. Whereas the network and applica-
tion layer have little influence, except when they transmit many messages with little
to no informational value. This dependency is a generalization of the experiments
with modifications on the MAC and routing layer in Section 10.8.

In our evaluations we found that Net needs to rebuild the routing table about
once a day, but most of these rebuild requests where caused by lost ACKs rather
than packets that do not arrive at the destination. The high number of lost ACKs
is the biggest problem for Net. Some of them are lost because of asymmetric links,
as can be seen from the intermediate transmit power setting. Besides this effect, no
further reason could identified. The side effect of these “false positives” is that Net
for eyesIFX nodes is tuned such that it reacts slowly to changes – in some situations
a trifle to slow.
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11

Consensus in a sensor Net

11.1 Introduction

Consensus is impossible in a WSN, however, Net was designed to support consen-
sus algorithms. This chapter experimentally examines how close consensus can be
approximated.

WSNs pose a unique challenge for consensus algorithms: The need to preserve
a node’s resources requires a careful balance between the effort made in the net-
work and the accuracy requirements of the application. Solutions that require over-
provisioning may be feasible in a fixed network as the Internet, but may be a poor
choice for a WSN. Chapters 3 and 4 showed that algorithms that minimize the
number of exchanged messages are more promising in terms of power consump-
tion, and can still achieve a high level of accuracy.

Using simulations, Chapter 3 showed that this requires a reliable, low delay
communication stack and Net and RedMac were designed to meet these require-
ments – under the additional requirement of a WSN to minimize resource usage.

This chapter relates the results from the simulations to results obtained in TWIST.
While the setting differs slightly, the basic result of the simulations that message de-
lay and the reliability of the transmission have an important influence. The results
for reliability are comparable: when about 98% of the messages arrive at the destina-
tion, there is a high probability to achieve consensus. Message delay is also important
and can be traded with power consumptions, depending on the requirements of the
application in question.

Before the examined algorithms are explained in greater detail, the next section
gives a brief introduction to consensus algorithms in sensor networks. The setup
used for the experiments done in Section 11.4 is explained. The experiments serve
two purposes: first, some parameters are fixed to their optimal values and in the next
step used for comparison.

11.2 Related Work

Given the vast amount of consensus related literature, an attempt to give an overview
of all of them is a rather epic task in itself. Therefore, Chapter 2 presented the most
influential algorithms. It is, however, difficult to find consensus algorithms specif-
ically developed for sensor networks. This is not surprising, since consensus algo-
rithms are often formulated within the bounds of a specific albeit abstract system.
Finding a consensus algorithm for a sensor network then often becomes the task
of transferring the specific properties of the network in question to an abstract set
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of system parameters. However, some consensus algorithms have been developed
specifically for sensor networks. Often, the reason is to have a reliable way to re-
program the nodes in the field, fixing bugs in the deployed sensor node program.
A basic mechanism that is often used is gossiping – as proposed in [20]. The basic
operation is the same as in flooding: When a new message arrives, it is repeated.
In addition, it is repeated even if it is not new, ensuring that all nodes eventually
receive the message. A modification is Trickle [69]. This implementation optimizes
the time between the repetitions, which is the main challenge in such schemes. If
the time between repetitions is to short, collisions result on the channel, lowering
reliability and increasing energy consumption. Trickle therefore resets the repeti-
tion timer to its initially short value whenever it hears a new “rumor” or message.
Each node doubles the timer for each repetition of the rumor that it transmits until
a maximum is reached, then the old rumor is repeated at this reduced rate.

In this thesis, algorithms that use – ideally – “undying” rumors are classified
as “gossiping”. While gossiping ensures that some information is consistent on all
nodes in the network, each message is repeated more than once. Often, undying
rumors are a massive overkill and present challenges in their own right, especially
when a new rumor should replace an old one. Schemes with a smaller amount of
overhead like the tree commit algorithm [91] are often better and easier to control.

A different approach is based on percolation theory (see [82] for an introduc-
tion). Here, the aim is that some event reaches an infinitely large subset out of an
infinite set. In the context of this thesis that translates to usually all nodes out of
all nodes that participate in a consensus. The idea is appealing: in order to reach all
nodes, each node repeats the message less then once – requiring a very low num-
ber of messages. To achieve consensus, some feedback is required, which in turn
requires at least an answer from each of the participants, and an algorithm based
on quickly dying rumors alone is not sufficient. However, the CBF algorithm that
used in this chapter as a baseline for performance evaluation is related to this line of
thought.

While an expensive scheme like Trickle can be used for tasks that have to be
done infrequently and which are allowed to take up a lot of time, like reprogram-
ming of all nodes in the network, it is a suboptimal choice for tasks that have to
be done often. Such tasks occur in a building automation, as explained in Chap-
ter 8, where heaters and lamps have to be coordinated several times a day. For these
reasons, the performance evaluation only includes algorithms that use a minimal
amount of messages: They promise better performance in terms of power consump-
tion. In addition, the algorithms compared in this chapter use the ability of Net to
route messages between any two nodes in the network- something that cannot be
achieved with other commonly used network stacks for sensor networks. They are,
on the other hand, closely related to the algorithms used in the simulations in Chap-
ter 3. The details are presented in the next section.

11.3 Experimental setup

In TWIST, there is no “natural” control goal that can be reached: The nodes cannot
influence their environment. Hence, an “artificial” setup has to be used for the
performance evaluation, which is described in this section.

In many scenarios, the number of actuators that have to achieve a consensus is
much smaller than the total number of nodes in the network. The reason is two
fold: The sensors may not be very precise and a higher number than necessary is
deployed. The additional sensors are used to average out the manufacturing differ-
ences between the sensors. Chapter 8 showed that the number of messages induced
by the sensors can be rather small, a few messages per day. This implies that the
background traffic is small, and its influence on the performance of the consen-
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sus protocol is negligible. On the other hand, the consensus protocol injects a high
number of messages that are closely correlated in time into the network. In Sec-
tion 3.3 aggregation is used to reduce the number of messages. This was based on
the assumption that all nodes in the network have to reach a consensus, which is
unrealistic for a building automation. There, often one coordinator per room is a
sensible choice: Many parameters that can be controlled in a building are connected
to a single room: Light is restricted by walls and even heat distribution is impacted
by walls. Essentially, a consensus algorithm should be implemented as decentral-
ized as possible, this minimizes the distance that a message has to travel through the
network. At the same time, it should be implemented as centralized as necessary:
Centralized algorithms need fewer messages to achieve their goal. Hence, sensors
transmit their messages to the “closest” actuator, which then becomes responsible
to reach a consensus with its peer actuators, as implemented for instance by the
Paxos algorithm.

To keep things as close as possible to the simulations, a centralized 2PC algo-
rithm is used as in Section 3.3. It is a basic and widespread algorithm, which ensures
that all actuators are capable to execute the necessary actions. Otherwise, it detects
an error and an application specific fall back mechanism can be used to recover from
this situation. In TWIST, the network consists of about 100 nodes of which only a
subset has to reach consensus.

Given the impossibility of consensus, one has to decide how to deal with fail-
ures, especially lost messages and failed nodes. In WSN, nodes do not fail very often.
Most reported failures are due to manual handling of nodes and failing power sup-
plies [68]. In TWIST, most failures are in the testbed infrastructure, mainly due to
malfunctioning power supplies, whereas the sensor nodes are affected by memory
limitations, bugs in the software and the occasional degradation of the radio mo-
dem. For the eyesIFX nodes, this was the main reason to exchange nodes. About 15
nodes had bad radio modems to start with and about 5 nodes showed a degradation
of radio performance during the six years of operation.

While failing nodes are rare, especially during the duration of a consensus run
of a few minutes, messages are lost due to a variety of reasons. Sometimes messages
are not received, because of noise, interfering transmissions or lack of buffer space.
On the other hand, messages may not be send, especially when the channel is so
busy that the node cannot access it to transmit the message. Additionally, the route
may have failed: No upstream nodes are known and the new route has not yet been
established. Since building a new route can take a while, it does not make sense to
flood the sensor network with messages that cannot be transported. Therefore, the
2PC coordinator ceases to send proposals or commit messages if it does not receive
an answer after five repetitions. However, no nodes are evicted from the set of nodes
that have to reach consensus during an experiment.

Sending repetitions implies that there is some retransmission timeout. How this
timeout is computed influences the overall duration of the consensus protocol and
its efficiency. A small timeout results in a high number of transmitted messages,
whereas a large timeout results in a long duration when messages are lost. Finding
the right balance here is a research question on its own. In the Internet research
community, this has been a long standing question in connection with TCP. As
a baseline, we therefore evaluate two ways how to set the retransmission timeout.
First, a fixed version based on the network diameter and the sleep cycle, which is
comparable to the simulations and secondly an adaptive version based on Jacobson’s
algorithm including Karns refinement, which is the basic retransmission timeout
used in TCP. In the simulations, a fixed timeout was used. It was related to an
estimated maximum depth of the tree.
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11.4 Metrics and observed parameters

Identifying the main influences on 2PC requires a suitable set of metrics. As in Sec-
tion 3.3 we are interested in the successful 2PC runs and the energy consumption.
In Section 3.3, we used the number of transmitted bits as an approximation of the
energy consumption. While this metric is clearly related to energy consumption, it
is not a direct measure. In this experiment, we measure the energy consumption
indirectly using the time that the radio is in sleep, receive or transmit mode and
compute the average energy consumption over all nodes in the network during the
experiment duration.

In contrast to Section 3.3, we do not use the number of decided nodes, but
the ratio of failed 2PC runs to all 2PC runs during the experiment. This change in
metric makes the result independent of the number of participants.

During the experiments, a number of parameters is fixed: duration of the ex-
periment, skipped initial transient, and transmit power. Transmit power is set to
-22 dBm for all experiments.

In order to gain a deeper insight in the interaction between the protocol layers, a
number of parameters was varied, including the sleep duration of the nodes, which
influences the energy consumption, and the number of participants, as this implies
a variation in the spatial distribution of the traffic. As promised earlier, we varied
the round trip time estimator.

In addition, we compare two variations of the 2PC algorithm. In the first algo-
rithm, proposals and decisions are flooded by the coordinator. The concrete flood-
ing algorithm is the so called counter based flooding, as described in [110]. In plain
flooding, which is used in the simulations, each node repeats the message exactly
once. This is a sensible choice for Chapter 3: As a side effect, a routing tree was
build. However, nodes are often densely deployed, and the probability that a rep-
etition reaches a new node can be very small. In counter based flood, each node
that receives a flooded packet, waits for a random amount of time before it tries to
send the message. During this waiting time, it may receive repetitions of the flooded
message. If it receives the flooded message k times during the wait period, the node
refrains from repeating the packet. In our experiments, we use k = 2. Using this al-
gorithm has two benefits, first it greatly reduces the number of transmitted packets
and secondly, it allows us assess the density of the network: The number of nodes
repeating the message decreases when the network density increases. This 2PC al-
gorithm could also be implemented in a typical sensor network where nodes can
only send to a single sink. However, we exploit the unicast capabilities of the un-
derlying routing protocol to send votes, commits and any retransmissions of those
messages directly to the destination.

The second variation is solely based on unicasts: all messages are addressed to
each participant separately. We expect the unicast variant to perform better when
few nodes participate, whereas the flooding variant should be better when the num-
ber of participants increases. The reason is the number of messages: at a certain
point, the unicast variant should disturb about the same number of nodes as the
flooding variant, causing additional energy consumption.

11.4.1 Round trip time estimator

The RTT estimator influences the number of transmitted messages and the time
that a 2PC round needs to terminate, as shown in Section 3.3. There, however,
the number of participants was fixed, while the diameter of the network was not
necessarily known. In TWIST, the network diameter is influenced by the transmit
power and is relatively stable. However, the changing amount of traffic can have
a large influence on message delay via the exponential backoff algorithm used by
the MAC protocol. We therefore compare two RTT estimators, one based on the
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diameter of the network and a dynamic one, based on the estimator used in TCP,
as described in [80].

The idea of the algorithm is based on Chebyshev’s inequality, which states that
for any distribution for which the variation σ exists, the probability that a value lies
outside a certain interval has an upper bound:

P (|X − µ| ≥ kσ) ≤ 1/k2 (11.1)

In [80], µ is estimated by the measured mean x using an exponential smoothing.
Here, r denotes the last measured round trip time, and α = 7/8:

xt = αxt−1 + (1− α)r

Similarly, the variation σ is estimated via the smoothed, measured variation σ̂.
Here, v = |xt−1 − r|, and β = 3/4:

σ̂t = βσ̂t−1 + (1− β)v

When implementing these estimators in integer arithmetic, one should keep the
implied rounding direction in mind. To compensate for this effect, the estimator for
x is implemented in the following fashion:

xt =
7xt−1 + r + 4

8

More corrections are not necessary, as the timer used to measure r is fine grained:
the used timer has resolution of 30.5µs, whereas TCP assumes a minimum resolu-
tion of 500 ms.

The Retransmission TimeOut (RTO) is computed as

ot = xt + 4σ̂t

Compared with theory, this approach has several disadvantages. Chebyshev’s
inequality holds only for the true values of µ and σ of an otherwise unknown distri-
bution. In reality, these values are approximated using x and σ̂, which may deviate
from the true values. To complicate things further, µ and σ are not constant over
time, they depend, for instance, on the amount of background traffic in the net-
work. This raises the issue of finding a compromise between good approximations
for µ and σ and the ability of the estimators to follow trends. The values suggested
for α and β are small, and prefer the ability to follow a trend over the quality of the
estimators. This might not be the best choice for a wireless network, but finding
better estimators for RTO is left for future research. In the fixed case, the RTO
was set to to = 10tsap, where ts is the sleep time of the MAC protocol and ap is
the transmission attempt. The transmission attempt counter starts from 1 and is in-
creased every time when a message from a participant does not arrive within RTO.
The transmission attempt counter is kept separately for each participant.

The influence of the RTO estimator on the number of 2PC runs of two nodes is
shown in Figure 11.1. The confidence intervals of both methods overlap, hence the
difference between the two RTO estimation methods is not significant. For sleep
times larger than 0.5 s, however, the mean number of 2PC runs using Jacobson’s
estimator are above the confidence interval of the other method. This indicates that
Jacobson’s estimator can adapt to the situation, and runs more 2PCs.

Also, the channel reasonably utilized, as shown in Figure 11.2. The channel uti-
lization is measured as the fraction of time where at least one node in the network is
transmitting. Due to the behavior of the RedMac protocol, a single node can only



220 Chapter 11. Consensus in a sensor Net

Parameter Value
Total number of nodes 101
Number of 2PC participants 2
2PC algorithm Unicast
Power amplifier off (Network diameter < 6 hops, TX: 5 mA)
MAC RedMac
Network layer Net
Initial transient 1 h
Slice size 1 h
Repetitions 6
Sleep times t = 0.25 s, 0.5 s, 0.75 s, 1 s, 1.5 s, 2 s
RTT estimators Fixed: 10t, Jacobson
Total duration 12 d

Table 11.1: Parameters, RTT estimator experiment
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Figure 11.1: Number of 2PC runs
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Figure 11.2: Media utilization

achieve a channel utilization of 0.5: half the time it is in transmit mode, the other
half it is in receive mode.
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The major advantage of Jacobson’s estimator is that it can adapt to the amount
of traffic, making it independent of the number of participating nodes. We there-
fore keep Jacobson’s estimator for the following experiments. Its disadvantage is the
variability, as can be seen from the larger confidence intervals. The variable delay
introduces a variation in the RTO estimate, and hence into all other parameters.

11.4.2 Impact of sleeping

The RTO estimator – Jacobson’s RTO estimator – allows an adaptation to the
specific purpose of the sensor network. Especially the sleep time varies, since it
influences the trade-off between a timely response and a long network lifetime. An
increase in the sleep time lowers the energy consumption and the channel capacity,
which in turn increases the message delay and lowers the number of 2PC runs.
However, a longer sleep time improves the efficiency of the forwarding mechanism:
The number of duplicated messages is reduced. While fewer runs take place, per run
statistics could improve.

Parameter Value
Total number of nodes 101
Number of 2PC participants 4
2PC algorithms Unicast, Counter based flooding
Power amplifier off (Network diameter < 6 hops, TX: 5 mA)
MAC RedMac
Network layer Net
Initial transient 2 h
Slice size 1 h
Repetitions 5
Sleep times t = 0.25 s, 0.5 s, 0.75 s, 1 s, 1.5 s, 2 s
RTT estimator Jacobson
Total duration 15 d

Table 11.2: Parameters, 2PC algorithm experiment
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Figure 11.3: Successful runs

The sleep time has no influence on the number of successful 2PC runs, as can
be seen in Figure 11.3: For both algorithms, practically all runs are successful and
the sleep time has not influence, both plots overlap at 100% successful runs of all



222 Chapter 11. Consensus in a sensor Net

runs that terminated in a fixed period. One exception is the unicast based 2PC
algorithm, where nodes sleep for 0.5 s. This is an interesting point and justifies a
closer inspection.

As it turns out, this is caused by a single outlier experiment, which is shown in
Figure 11.4. In this plot, all routing events and consensus events are shown on a time
line – giving an insight why consensus failed. In the beginning, all consensus runs
finish successfully. Occasionally, the routing protocol makes local repairs. Shortly
before 9 AM, the consensus start to fail and the routing protocol tries to repair the
routes. It is not successful, hence it requests that the routing tree is rebuild, which
is the last event in this experiment. Apparently, the route of a participant broke and
local repairs where insufficient to circumvent the problem. A more sophisticated
2PC implementation would remove the failing node from the set of participating
nodes and allow a rejoin when it is operational again.
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Figure 11.4: Outlier experiment
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Figure 11.5: Number of 2PC runs

The fraction of successful 2PC runs does not differ significantly between the
two algorithms (see Figure 11.3). They differ in the number of 2PC runs they can
accomplish within one hour, the unicast algorithm accomplishes significantly more
2PC runs for all sleep times larger than 0.5 s. In general, the flooding algorithm
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reaches all participants in a short time, but it takes time before nodes stop repeat-
ing the flooded message. Thus, the answers from the participants compete for the
channel with the flooded message and the answers from other participants.
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Figure 11.6: Average node current consumption

The influence of flooding can be seen from the average radio current in Fig-
ure 11.6. A lot of nodes keep repeating the message, resulting in a high power
consumption. In fact, a closer inspection shows that each flooded messages is re-
transmitted by about 30 nodes, although any node will refrain from repeating the
message, once it overhears two repeater nodes. This indicates that the network is
sparse: Each node has only a few neighbors, despite the three dimensional setting.
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Figure 11.7: Good put

As expected, the average current consumption drops with increasing sleep time.
However, this does not show anything about the efficiency of the algorithm. One
metric where the influence can be seen is the good put: the number of messages
that arrive at the coordinator per sleep cycle. As expected from the protocol design,
the good put increases and reaches a maximum for sleep times above 0.75 s.

This increase in efficiency is reflected in the current consumption per 2PC run.
For longer sleep times, the nodes have to send longer and therefore have a higher
current consumption. This is somewhat compensated by the higher delay, which
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Figure 11.8: Average node current consumption per 2PC run

decreases the number of 2PC runs. And the nodes participate in fewer 2PC runs
(Fig. 11.5). The net effect is shown in Figure 11.8: for the unicast algorithm, the
current that each node consumes per 2PC run is independent of the sleep time. For
the flood based algorithm, on the other hand, the current consumption increases
with increasing sleep time.

11.4.3 Number of 2PC participants

The experiment in this section evaluates the performance with respect to the num-
ber of nodes that participate in a 2PC run. This has an important influence on the
performance of the 2PC algorithm. More participants imply a larger number of
messages that must be transmitted, which in general leads to a longer duration of
each 2PC run. In addition, the probability of hidden terminal scenarios increases,
since some participating nodes may already try to respond while the coordinator
is still trying to contact the remaining participants. In addition, the flood based al-
gorithm may be advantageous especially for higher numbers of participants, as the
coordinator reaches all participants with a single flood.

Parameter Value
Total number of nodes 101
Number of 2PC participants 4, 6, 8, 10, 16
2PC algorithms Unicast, Counter based flooding
Power amplifier off (Network diameter < 6 hops, TX: 5 mA)
MAC RedMac
Network layer Net
Initial transient 6 h
Slice size 6 h
Repetitions 4
Sleep time t = 1 s
RTT estimator Jacobson
Total duration 32 d

Table 11.3: Parameters, 2PC size experiment

The result for the number of successful 2PC runs is shown in Figure 11.9. In-
terestingly, there are a few failed runs. A closer inspection of these traces showed
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Figure 11.9: Successful runs

that these failures are mainly caused by a single node, and occasionally another one.
The failures are not distributed randomly across all nodes, so the failures could be
a “node property”. We therefore exchanged the failing nodes with a neighboring
node, usually located in the same room, and repeated the experiments for ten par-
ticipants. In these experiments, not a single 2PC run failed. However, this exper-
iment is insufficient to prove that the failures are a node property, as the replacing
nodes are at a different location and may experience a different interference situa-
tion. On the other hand, a similar observation is made in Section 10.7.10: About 20
nodes in TWIST are poorly connected.
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Figure 11.10: Number of 2PC runs

The number of 2PC runs drops when the number of participants increases, a
direct result of the increased number of messages that must be transmitted. In addi-
tion, the number of 2PC runs completed in six hours decreases for both algorithms,
and both complete about the same number of runs, with the exception at four par-
ticipants. The wide confidence intervals indicate that the RTO estimator does not
converge to a stable estimate.

Figure 11.11 shows the average current consumption. The flood based algorithm
has a decreasing current consumption, whereas the unicast based algorithm results
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Figure 11.11: Average current consumption
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Figure 11.12: Average current consumption per 2PC run
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Figure 11.13: Channel utilization
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in a current consumption that is practically independent of the number of partic-
ipants. This is consistent with the channel utilization, shown in Figure 11.13. For
the unicast based algorithm the RTO reduces the number of 2PC runs such that
it eliminates the effect of the increased number of messages per 2PC run. For the
flood based algorithm, the media utilization decreases. For small numbers of partic-
ipants, the flood phase dominates the media utilization, whereas for higher numbers
retransmission timeouts become more important, as can be seen from the delivery
ratio shown in Figure 11.14.
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Figure 11.14: Delivery ratio

For higher numbers of participants the delivery ratio seems to be slightly de-
creasing, although the significance of this observation is hard to judge: The con-
fidence interval is very large. A possible reason for this behavior can be found in
the operation of the MAC protocol. The MAC protocol does not try to find a free
channel forever. Instead, it drops packets when it finds the channel busy for more
than 3× 9 = 27 attempts. At 1 s sleep time this corresponds to at most 31.5 s. If the
MAC protocol does not find a free channel within 31 s the message is dropped. This
results in a lower delivery ratio, especially when many messages are transmitted in a
highly correlated fashion.

For 16 participants the algorithm sometimes fails spectacularly. On closer in-
spection, this usually happens when a route is assumed to be broken, due to lost
ACKs. Here, a faster repair mechanism should be introduced, for instance by ap-
plying the reverse tree algorithm to the RREQ message. This would enable a pre-
liminary route before the optimization using the Bellman-Ford algorithm is run.
Another solution is to use a different radio modem, one where ACK messages are
not lost as often.

It is also interesting to see that the performance of both approaches converges
when the number of participants exceeds 10% of the nodes in the network. Keep
in mind that both algorithms differ only when the coordinator tries to contact the
participants the first time, when gathering the vote or the ACK. When a participant
fails to answer, both algorithms use a unicast to this node during the repetitions.
Apparently, messages are lost so often that this second, unicast based phase has a
dominating influence.

The side by side comparison of the delivery ratio and the success rate of 2PC in
Figure 11.15 supports the initial conjecture from Section 3.3.5. As long as the deliv-
ery ratio is at least close to 98% the fraction of successful 2PC runs is high. However,
the experiments for eight or more participants included at least one node from the
poorly connected nodes, violating this condition. This connectivity problem can-
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Figure 11.15: Side by side comparison of delivery ratio and success rate

not be solved by an algorithm alone: Software cannot replace a physical connection.
While Net does extract a high delivery ratio from these nodes, it is still not high
enough. In a building automation, this should result in a maintenance action. The
poorly connected nodes have to be replaced or more nodes have to be deployed to
allow a reliable connection.

11.4.4 Ping order

Another difference to simulation is contention in the network. In the simulations,
aggregation was used to reduce the number of transmitted messages. However, this
is not possible for the experiment, where the participating nodes are distributed
throughout the whole building and no efficient aggregation tree can be build. Es-
pecially for the flooding based 2PC implementation, the answers from the partic-
ipants arrive highly correlated in time, and compete for the bottleneck link to the
coordinator. For the unicast based algorithm, this situation can be alleviated, some
possible methods are explored in this section.

The order in which the coordinator invites the participants to vote or acknowl-
edge is important: all answers have to arrive at the coordinator, which can receive
only one message each time it wakes up. In addition, each message delivery on this
link takes longer compared to any other node, since no set of forwarders can be
used.

If the coordinator pings to participants in a certain order, it may happen that all
answers from the participants arrive at the same time at the coordinator – leading
to high contention and message losses. In this section, four different ping orders are
evaluated.

Parameter Value
Number of 2PC participants 16
Repetitions 5
Sleep time t = 1 s
Total duration 26 d

Table 11.4: Parameters ping order experiment

The parameters for this experiment are shown in Table 11.4, all parameters not
shown there are the same as in Table 11.3.

Figure 11.16 shows the fraction of successful 2PC runs with respect to the ping
order. The large confidence intervals make a definite conclusion impossible, but
there seems to be a certain tendency. If coordinators starts to request answers from
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Figure 11.16: Fraction of successful 2PC runs

the node that is farthest away in terms of hops, chances are that its answer does not
arrive before the coordinators has already send a request to the second farthest node.
This seems to be a bad idea: Due to the resulting channel congestion more messages
are lost, and in some cases forever. If, on the other hand, the node closest to the
coordinator is first asked for its opinion, chances are that its answer arrives before
the coordinator can ask another node. This reduces the number of open requests
and seems to increase the reliability. Trying to interleave the answers by asking first
a node that is further away and then a node that is very close does not seem to be
a good idea: The answers tend to arrive at the same time, causing congestion. It is
interesting to see that the ID based ping order which is – in the case of TWIST –
more or less random, seems to be not such a bad idea, this is the variant used in the
previous sections.
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Figure 11.17: Energy consumption per 2PC run

Similar findings hold for all nearly all other observed metrics: the variant where
the coordinator pings the nodes in an increasing order has the smallest variance
and is generally good with respect to the metric. Starting with the node that is
furthest away is a bad idea and results in poor performance. However, given the
large variance, definite conclusions cannot be drawn.
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Figure 11.19: Average duration of a 2PC run

Comparing Figures 11.9 and 11.16 seems to reveal an inconsistency. The fraction
of successful 2PC runs is much lower in Figure 11.9. A closer inspection shows that
in Figure 11.9 for both algorithms there is a single slice where it drops below 10%.
In the unicast case the experiment terminates early, indicating a problem with the
testbed, rather than the algorithm.

11.5 Conclusion

The overall solution evaluated in this chapter consists of several parts. Starting from
the 2PC algorithm that was used in the simulations, the routing protocol Net that
enables a coordinator to ping individual participants with low delays, the MAC pro-
tocol RedMac that enables a reliable and energy efficient per hop message delivery,
and down to the physical layer optimized to achieve the highest performance possi-
ble with the given radio modem. This whole system enables us to run a consensus
algorithm even in such a low power system, and achieve consensus with high prob-
ability.
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The main challenge – as in all multicast based algorithms – is the correlation of
the answers in time, resulting in a congested channel. This correlation is the main
reason, why the CBF variant does not perform as well as the unicast variant. But
even for the unicast variant the result can be optimized by choosing a good ping or-
der and de-correlating the answers in time. In addition, one can try to re-introduce
the message aggregation, as done for the simulations in Section 3.3. Another solu-
tion is to require that the coordinator does not sleep during a consensus run, this
would drastically increase the amount of effective channel bandwidth available at
the bottle neck.

Another optimization is to choose a different radio modem, the one used by the
eyesIFX nodes is not the best choice in terms of turn around time, probability that
an ACK is received and series stray. It is, however, one of the most energy efficient
radio modems when transmitting: Its class C amplifier has a high efficiency.

In general, the communication in TWIST is more stable than expected. Routes
do exist usually for more than the experiment duration of 24 h, justifying the re-
active protocol design. In some cases the fact that a real testbed in a real building
with real nodes is used has disadvantages: Failures in the testbed can influence the
protocol evaluation, usually requiring repetitions of experiments. This justifies the
efforts we made to make the testbed a reliable tool.

In order to design the protocols we introduced several rules of thumb to help
in the design of the system. The result of Section 3.3.5 is that the packet loss rate
should be below 2% to achieve a good performance in the 2PC algorithm, and the
experimental results in Section 11.4.3 and 11.4.4 support this.

Another rule of thumb that we derived in Section 4.4 is that each message has to
carry sufficient informational value to justify its transmission. The application of this
rule was fundamental in the design of Net and RedMac – and the comparison to
MultihopLQI in Section 10.7.3 shows that this is indeed fundamental in the design
of a routing protocol to ensure that it does not jeopardize the energy efficiency
achieved in the MAC protocol.

The allowable 2PC duration depends on the actuator used. Whether the 2 min
duration for 16 participants in Section 11.4.4 is acceptable depends on the applica-
tion. For temperature changes it is sufficient, as shown in Section 8. For illumination
it is not necessary that the actuators (lamps) employ a sleep interval in their MAC
protocol, they are attached to mains anyhow. This removes the major bottleneck
and allows shorter 2PC runs. In addition, in this instance the control loop is usually
limited to one room, which in general leads to a much shorter average hop count
than used in the performance evaluation.
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Conclusion and outlook

The starting point for this thesis is a sensor network that can be used in a building
automation. Here, many factors influence the operation. Some nodes just have to
deliver an occasional sensor value, while others have to work together to reach some
control goal.

This thesis presents a solution to the latter challenge: It allows nodes to reach
consensus with a very high probability, within a given time while using minimal
energy from each node. At the heart of the solution is the MAC protocol RedMac
and the routing protocol Net, although invented with the requirements of consen-
sus in mind, they allow efficient communication of all nodes, whether they take part
in a consensus or not. It is the careful balance of the goals that makes this solution
unique: Support consensus but not to the extend where it becomes the sole pur-
pose of the network. Minimize energy consumption but maintain the delay bounds
of an application with a given, high probability. Allow several applications at the
same time in the network, as well as nodes that differ in their power supply.

This thesis showed that any solution for the consensus problem for WSNs is
influenced by the general setting and the protocol stack. The influence of these
factors on the consensus algorithm is tremendous.

For this thesis, a sensor network for building automation is used as motivation
and execution environment. This is well represented by TWIST – the testbed built
to enable this thesis and one of its contributions. In a building automation, mes-
sages can be lost or delayed for long times and nodes can fail or work slowly. In
such a setting, consensus cannot always be achieved. In a future work, it is worth
while to pay closer attention to these assumptions: Can nodes really compute for
indefinite amounts of time? Given the hardware resources of a node, it seems pos-
sible to avoid such failures, or reduce their probability to some negligible amount.
In addition, maintenance is an option in a building automation, for smoke sensors
for instance there is an established routine. Finding the right “environment” for a
consensus algorithm to work correctly, makes up the bulk of consensus literature.
By exploiting the possibilities of a node, especially the possibility to add sensors that
detect failures, can enable the implementation of better consensus algorithms.

In a given setting, the performance of a consensus algorithm is influenced by the
protocol stack. As a contribution, this thesis shows that there is a lower bound for
the message delivery ratio to enable consensus. A lower bound of 98% is used as the
design goal and shown to enable consensus with a high probability. Of course, it also
depends on the permissible consensus failure rate and the permissible time until a
consensus algorithm terminates. These, in turn, depend on the specific application
that has to achieve consensus. Heaters in a building have different requirements
than lamps in a room, and there is no “one size fits all” solution. Instead, this thesis
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contributes a “rule of thumb” that helps to engineer a good protocol stack for a
given application: For an energy efficient protocol it is important to maximize the
“value” of each message. Possible ways are, for instance, aggregation, compression
and using the same message for more than one purpose. In addition, this thesis
stresses that a protocol stack for a WSN should balance all three goals: delivery ratio,
message delay and energy expenditure.

Balancing those three goals is the main purpose of the two communication pro-
tocols contributed by this thesis: the novel MAC protocol RedMac and the novel
routing protocol Net. RedMac allows nodes to sleep with no coordination over-
head. At the same time, it ensures – together with the routing protocol Net – a high
delivery ratio and a low message delay. In fact, the per hop delay of a message can
be much lower than the sleep time. Net is a loop free routing protocol that ensures
a high delivery ratio and a low delay by sending the message to a set of receivers.
In Net, the receiver decides whether it is in a better position to forward a message,
based on its “distance” to the destination. In contrast to existing solutions, the co-
ordination overhead in Net is low. The distance to the destination is established in a
pro-active fashion. However, after the initial setup, Net becomes a reactive protocol.
This enables a low overhead, which adapts to the situation at hand. The experimen-
tal evaluation showed, that links in a building are much more stable than usually
assumed in the literature. Even in the sparse deployment where the sensor nodes
are barely connected, it was not necessary to re-establish the routes more than once
per day. The results indicate that less than once per week can be sufficient. How-
ever, one should keep in mind that Net keeps track of more than one link to the
destination and these parallel links as a group fail less often than a single link.

The last chapter showed that a reliable protocol stack enables a reliable consen-
sus. However, there is a residual failure rate that can be influenced by reducing the
contention between the messages on the channel. Centralized implementations –
which tend to require fewer messages than decentralized ones – result in a high
contention at the coordinator. When the links are stable, at least compared with
the duration of several consensus runs, it seems prudent to increase the coordina-
tion between the participants of a consensus run. One could, for instance, organize
them in a ring. To ensure a low delay, it is possible to change the wake up times
of the participants and the forwarders. Using Net and RedMac, this modification
would be transparent for any other protocol. However, exploring such partially co-
ordinated approaches is left for future work.
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