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Abstract

Exact knowledge about the morphology of neuronal cells is essential in neurobi-
ology and in medicine. The main goal of these disciplines is to study the influence
of morphology upon the physiology of the neuronal cells. Comparative studies on
a high number of cells, would thus facilitate: i) the better understanding of corti-
cal circuitry and the monitoring of spontaneous or experimentally-induced devel-
opmental or plastic changes (Durst et al., 1994; Withers et al., 1995; Winnington
et al., 1996; Witte et al., 1996; Zito et al., 1999), ii) the investigation of the influence
of dendritic geometry on the integrative properties of a neuron (de Schutter and
Bower, 1994a; de Schutter and Bower, 1994b; Hill et al., 1994; Rapp et al., 1994),
iii) for mapping the spatial relationships and distances between different tracts and
neuropils (Galizia et al., 1999; Laissue et al., 1999; Rein et al., 1999), as well as iv)
the study of the consequences of genetic defects and degenerative modifications.

Thus an automated procedure for the neuronal reconstruction is needed, since
the currently available computer-aided segmentation and tracing procedures still
necessitate the manual drawing of an expert. Therefore the so obtained results
are not objectively quantifiable. Due to the complex morphology of the neuronal
cells, this is additionally a time consuming task.

The goal of automatic 3D-reconstructions of neuronal cells is hard to achieve.
Due to the large variety of existing neuronal cell types (Figure 1.2) and probe char-
acteristics (differences in staining, mounting and scanning procedures) no general
solution can be given.

The current work focuses on the construction of a preliminary neuronal
graph from confocal microscopy scans of intracellularly stained neurons. This
facilitates a subsequent automatic three-dimensional high-resolution geometric re-
construction of the cell (Schmitt et al., 2001), which is needed for the precise
geometrical measurement of the neurons (de Schutter and Bower, 1994b).

The here developed neuronal graph construction algorithm relies on several
pre-processing steps for noise reduction, a contrast robust boundary detection,
segmentation and tracing. Therefore a system is established in this work which
performs the complete processing starting from the original image until a neuronal
graph is obtained. This is in contrast to currently available methodology, which
either reports results about one of the pre-processing steps enumerated above, or
performs a graph construction on already segmented data.

The image processing steps implemented in the current system are thus:

1. Image denoising is needed due to the large amount of background noise
present in confocal microscopy images, which arises due to the low light
intensities reaching the detector and the relatively high thermic signal gen-
erated by the photo multiplier tube. Therefore the SNR of the captured
images is low and often, the captured gray values of foreground objects lie in
the same range as the gray values of the background noise. Thus a denoising
procedure is needed which keeps small sized and low contrasted neuronal



branches and eliminates speckle noise.

Denoising is performed in the current work by means of the orthogonal
wavelet shrinkage paradigm, first introduced by David Donoho (Donoho,
1995b; Donoho and Johnstone, 1995).

The 3D extension of Donoho’s wavelet shrinkage, introduced here for the
first time, gives rise to several variants. The performance of these variants is
analyzed on several 3D confocal microscopy scans of neurons (Dima et al.,
1999a).

However, an objective evaluation of the outcomes of several denoising vari-
ants (generated by the application of different wavelet filters and shrinkage
modalities) of the same initial image is very difficult, since there is no ”ground
truth” noiseless image available for comparison.

This work shows, that the usually employed quality measures, such as the
mean squared error (MSE), the entropy or the density of nonzero wavelet
coefficients are not giving meaningful rankings, which are comparable with
human judgment. Therefore a new intercale wavelet coefficients’ correlation
measure is introduced, which is related to the scene scanning mechanism of
the human visual system. This intercale correlation measure is then com-
bined with other simple measures to quantify more of the conditions imposed
to a well denoised image. The rankings given by the obtained new composed
measures (Dima et al., 1999b) are compared with human evaluation. It is
shown, that any of these measures perform better than the simple ones and
a winner measure is determined.

2. Boundary detection is not an easy task in the case of neuronal data, since
branch sizes can vary in the range between µm and mm and do have large
contrast variations due to the inhomogeneity of the dye inside the branches.

The multiscale edge detection is performed employing Mallat’s efficient mul-
tiscale ”A Trous” algorithm (Mallat and Zhong, 1992) (based on the Transla-
tion Invariant Wavelet Transform - TIWT). This algorithm is extended here
to 3D. However, since it finds even the lowest contrasted edges, it detects
also small background fluctuations and noise. Therefore an edge selection
method is needed.

The current work develops a new across-scales edge validation method (Dima
et al., 2001b) which computes a confidence measure of edge points corre-
sponding to object boundaries. This validation strongly enhances coherent
edges which are present on neighboring scales and have similar gradient direc-
tion. Therefore coefficients corresponding to noisy edges can be suppressed
almost blindly by thresholding those having low confidence values.

3. The segmentation is based on a new paradigm called ”Gradient Trac-
ing” (Dima et al., 2002) which uses the cleaned edges from the previous



step and the associated gradient directions to determine the inside of the
foreground objects. Since edge detection finds edges of even the finest and
lowest contrasted objects, and Gradient Tracing considers all available edge
information, smallest and weakest neuronal signal is retrieved. This is in
contrast to currently available segmentation techniques, which either are
based on thresholding or start from initially set points and grow a region
based on the assumption of low contrast variations (He et al., 2001; Beucher
and Meyer, 1993; Ge and Fitzpatrick, 1996; Gagvani and Silver, 1997; Xu
et al., 1998; Schirmacher et al., 1998; Kim and Gilies, 1998; Zhou and
Toga, 1999) - a premise, which is almost never given in recordings of neu-
ronal tissue - leading thus to the loss of significant data at regions of strong
contrast decrease.

Additionally, the ”Gradient Tracing” paradigm computes in the same step
branch symmetry points which lie along the central branch axes and esti-
mates the axial direction at these points. These points form a raw skeleton
of the analyzed objects and are further used for the graph construction along
the neuronal branches.

4. Feature extraction is computed also in a multiscalar fashion, basing on
the efficient TIWT to implement second order differential operators. The
wavelet filter needed for this operator is derived in this work.

These operators are then employed for the detection of branching and bend-
ing points of the neuron (n.b. independently from the skeletonization,
which is in contrast to currently available branching point detection methods
(Cesar Jr. and Costa, 1998)) and for the detection of circular objects.

It is shown here, that the direct application of multiscale differential opera-
tors - as it is usually done in literature (Kitchen and Rosenfeld, 1982; Florack
et al., 1994; Lindeberg, 1998; Zheng et al., 1999) - to noisy biological data
does not give meaningful results. Instead, combined with the segmentation
by Gradient Tracing, a correct feature detection is obtained for the first time
on 3D neuronal data.

5. Graph construction is finally implemented basing on all previous pre-
processing results (i.e. cleaned edges, the raw skeleton and its associated
axes, the extracted branching and bending points and not the least original
gray value data). This novel graph construction method (Dima et al., 2003)
uses thus the most available information, unlike any similar method has used
before (He et al., 2001; Herzog et al., 1998; Schirmacher et al., 1998; Zhou
and Toga, 1999). This allows it to be more tolerant to image artifacts such as
background noise or boundary irregularities and therefore to capture much
more details of the underlying structure.

The whole system, starting from the original image until the final graph
is obtained needs the setting of two thresholds, and two neighborhood pa-



rameters and is thus almost automatic, without demanding any online user
interaction.

The future aim is to use the preliminary neuronal graph obtained here for a
model based surface reconstruction (Schießl et al., 2001). The reconstructed neu-
ron can further be used for geometric measurements, such as the local extraction of
volume, branch diameters and length, or branching statistics. These can thereafter
be used for the construction of multi-compartment models to simulate the electri-
cal properties of the neuron (de Schutter and Bower, 1994a) for the estimation of
those physiological parameters which cannot easily be measured.

The long term goal is the analysis of the relation between neuronal morphology
and physiology.

Even if the final goal of the here presented algorithms is the graph construction,
the single modules, such as the segmentation or the feature extraction do have a
general character, such that the algorithms can be used also on other kinds of data.
For example, the symmetry points computed by the ”Gradient Tracing” proofed
to be useful as inputs for several image processing tasks. They are employed
in the current work as seeds for a newly introduced variation of the Seed-Fill
algorithm. This modified Seed-Fill algorithm is able to blindly segment objects
having very different sizes and topologies. In the current work it is tested for the
segmentation of brain structures of a gerbil brain and it is shown, that results
are comparable with a manually initialized, model based segmentation procedure
(Mohr et al., 2001). This is an unusual performance for a general procedure, which
does not employ any preknowledge.

Similarly to the cross-validation of the Gaussian curvature operator response
with the Gradient Tracing result for the reliable detection of neuronal branching
and bending points, a combined method employing the multiscale Laplace oper-
ator is applied for the detection of vesicles from the Lamina of the Drosophila
melanogaster. The difficulty of these images, has impeded an automatic detection
of the vesicles until now. The obtained results are promising and encourage for a
further, more detailed investigation of the subject.

The two different segmentation and detection examples on the gerbil and the
Drosophila datasets demonstrate - even if results are not perfect - the general
applicability of the proposed Gradient and Seed-Fill segmentation methods to
extremely different data (w.r.t image contrast, shapes and sizes of foreground
objects). Better results cannot be expected from completely general algorithms as
those presented here. The obtained results can be further refined by model-based
post-processing steps.

The here presented system is constructed modularly as several independent
algorithms, which share the same input/output data format. The system can be
regarded as a general image processing toolkit, which gives total freedom to the
user. It was completely implemented in C++ and is therefore easy to extend or
modify.
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Chapter 1

Introduction

Exact knowledge about the morphology of neuronal cells is essential in neurobiol-
ogy and in medicine. The main goal of these disciplines is to study the influence of
morphology upon the physiology of the neuronal cells. Comparative studies on a
high number of cells, would thus facilitate: i) the better understanding of cortical
circuitry and the monitoring of spontaneous or experimentally-induced develop-
mental or plastic changes (Durst et al., 1994; Withers et al., 1995; Winnington
et al., 1996; Witte et al., 1996; Zito et al., 1999), ii) the investigation of the influence
of dendritic geometry on the integrative properties of a neuron (de Schutter and
Bower, 1994a; de Schutter and Bower, 1994b; Hill et al., 1994; Rapp et al., 1994),
iii) for mapping the spatial relationships and distances between different tracts and
neuropils (Galizia et al., 1999; Laissue et al., 1999; Rein et al., 1999), as well as iv)
the study of the consequences of genetic defects and degenerative modifications.

In medicine detailed knowledge about cell morphology would improve the early
diagnosis of ocular diseases (Asawaphureekorn et al., 1996), of degenerative pro-
cesses in the central nervous system (Belichenko et al., 1994; Feany and Dick-
son, 1995), and of the tumor generating malign deformation of brain tissue (Boon
et al., 1995). All these demand the exact differentiation between healthy and
modified neuronal tissue (Asawaphureekorn et al., 1996; Belichenko et al., 1994).

The complex morphology of even a cell compartment gives a hint about the
non-trivial tasks a cell has to fulfill, since the biological relevant structures do
have sizes in a range between 100 nm (for spines and the fine dendritic and ax-
onal ends) and several millimeters (for the whole cell). The computerized, auto-
matic three-dimensional reconstructions of brain regions or single neurons from
light microscopic images would improve the analysis of a large number of neurons
and would help to map the spatial relationships and distances between different
tracts and neuropiles (Galizia et al., 1999; Rein et al., 1999), such that detailed
mathematical and physical models (i.e. compartment models) (de Schutter and
Bower, 1994a) could be constructed, for example to estimate those physiological
parameters which could not easily be measured.

Due to their high complexity, their anisotropic spatial extents, and their in-
herent 3D structure, neurons are very difficult to analyze with ordinary light mi-
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croscopy. Even if ordinary light microscopy allows the in-depth focusing of several
slices of the specimen, these recordings only result in a 21

2
D image. Scientists can

then manually draw the observed structures with the Camera Lucida method slice
by slice on transparent paper. But this allows only a rough approximation of the
in-depth distances between neuronal branches. The final stack of all hand-drawn
slices provides therefore a 2D projection of the analyzed cell. Even this 2D recon-
struction is tedious and could take up several weeks of an experienced scientist’s
work. The method is inaccurate, and the quality of the reconstruction cannot be
determined objectively, since it depends not only on the quality of the preparation
and the technical premises given by the microscope, but also on the interpretation
of the scientist.

The improved filtering of photons coming from out-of-focus planes performed
by confocal microscopy allows the 3D recording of thick (up to 300µm ) whole
mount preparations (i.e. without physical slicing, as it is needed in conventional
light microscopy - Figure 1.1). Therefore higher axial resolution is achieved and
tissue deformation due to the cutting procedure is avoided. Even higher lateral
resolution can be obtained from electron microscopy (EM). However, this technique
imposes some more problems: i) the filling protocol is more complicated, due to
the high scanning resolution and thus the high light intensity the probe is exposed
to; ii) the physical slicing of the tissue into extremely thin slices requires the
embedding into a very hard medium, which is difficult to achieve.

Thus confocal microscopy represents a compromise between obtained accu-
racy and preparation feasibility. But - although delivering a full 3D scan - con-
focal microscopy also faces a major problem. The voxel image has yet to be
traced. Computer assisted tracing tools like Eutectic (Eutectic Electronics Inc.)
or Neurolucida (Micro Brightfield Inc.) facilitate the hand drawing of the probe
and their storage in a digitized form. Still, for complicated objects like neurons,
which may have thousands of branches and more than ten thousand synapses,
this may take several man-days of a specialist’s time for one neuronal reconstruc-
tion (de Schutter and Bower, 1994a), and lacks as well the possibility of objec-
tive quality determination (Capowski, 1989) of the reconstruction result. This is
severely limiting the applicability of the method in comparative neuroanatomic
studies. The strong demand for these reconstructions is proved by the available
neuronal databases (http://www.cerebellum.org, http://www.cns.soton.ac.uk/-
∼jchad/cellArchive/cellArchive.html) containing thousands of traced neurons and
the large number of neuroanatomists involved (Gogan and Tye-Dumont, 2001;
Cannon et al., 1999; de Schutter and Bower, 1994a; Van Pelt et al., 2001). For this
reason a precise automatic reconstruction of neurons from 3D confocal microscope
scans is needed.

The goal of automatic 3D-reconstructions of neuronal cells is hard to achieve.
Due to their morphologic complexity, the large variety of existing neuronal cell
types (Figure 1.2) and probe characteristics (differences in staining, mounting and
scanning procedures) no general solution can be given. In order to reveal the
specific problems which influence the quality of confocal images, the confocal mi-
croscope and experimental setup needed to obtain the three dimensional neuronal



9

Figure 1.1: Projection view of a triple labeled scan of three connecting
neurons (courtesy of Dirk Bucher, Department of Biology, Brandeis University,
Massachusetts, USA)
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images are presented and their characteristics are enumerated in Chapter 2. The
data used in this work are mostly intracellularly stained neurons, which is a com-
mon source for neuron digitization. This staining method allows the imaging of
highly complex single neurons from neuronal tissue and facilitates their morpho-
logic analysis.

Figure 1.2: Several Neuronal Cell Types after drawings from ”Textura del
Sistema Nervioso del Hombre y los Vertebrados” (1894-1904) by Santiago Ramón
y Cajal, the founder of modern neuroanatomy and Nobel Prize winner in 1906
together with Camillo Golgi (the discoverer of the Golgi staining method), for
their work on the structure of the nervous system.

The current work focuses on the construction of a preliminary neuronal
graph. This enables a subsequent automatic three-dimensional high-resolution ge-
ometric reconstruction of the cell (Schmitt et al., 2001), which is needed for the pre-
cise geometrical measurement of the neurons (de Schutter and Bower, 1994b). The
developed neuronal graph construction algorithm relies on several pre-processing
steps for noise reduction, and contrast robust boundary detection, segmentation
and tracing. Therefore a system is developed in this work which perfoms the
complete processing starting from the original image until a neuronal graph is
obtained. This is in contrast to currently available methodology, which either re-
ports results about one of the pre-processing steps enumerated above, or performs
a graph construction on already segmented data. This brought up the necessity
of introductory “State of the Art” sections in all chapters. These report about
related work to the processing step envisioned by the respective chapter.

The current work is structured as follows: an overview of the performed pre-
processing steps is given in Chapter 3, the theoretical background is reviewed in
Chapter 4 and the algorithms themselves are presented in Chapters 5 to 9. The
pre-processing steps represent mostly independent, generic algorithms which may,
but are not necessarily applied to each of the analyzed neuronal scans. Depending
on the object characteristics, and the signal-to-noise ratio in the image, some pro-
cedures might be used in preference of others. A discussion about the alternative
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application of different methods for an optimized neuronal graph construction is
given in Chapter 10 and final conclusions are drawn in Chapter 11. All mathemat-
ical details needed for a complete understanding and the correct implementation
are given in the Appendix.





Chapter 2

Confocal Microscopy

“Seldom has the introduction of a new instrument generated as instant an
excitement among biologists as the laser-scanning confocal microscope. With the
new microscope one can slice incredibly clean, thin optical sections out of thick
fluorescent specimens; view specimens in planes running parallel to the line of
sight; penetrate deep into light-scattering tissues; gain impressive 3-dimensional
views at very high resolution; and improve the precision of microphotometry”,
(Shinya Inoué, Foundations of Confocal Scanned Imaging in Light Microscopy. In
Handbook of Biological Confocal Microscopy, eds. J. B. Pawley, pg:1-14, 1995)

In neuroanatomical experiments using ordinary light microscopes, a cell is
stained and the tissue is cut into slices which are then analyzed under the micro-
scope. Aside the problem of reduced resolution of the ordinary light microscopes,
scans obtained by CCD-Cameras have to be post-processed heavily, since much
noise and artifacts arise due to back-scattered light coming from objects lying out-
side the focused plane. Typically only 1 − 2% of the image information is coming
from the focused plane. The SNR depends on the numerical aperture of the ob-
jective, the CCD camera quality, as well as on the distance between optical slices.
Furthermore, the in-depth resolution of ordinary light microscopes is insufficient
(� 1µm).

Confocal microscopy is a technique for obtaining high resolution scans of opti-
cal slices through thick specimen without having to cut the specimen mechanically.
Due to the precise lenses and the confocal way of gathering backscattered light,
confocal microscopes have a higher in-depth resolution than ordinary light micro-
scopes and filter out most of the photons coming from out of focus planes. Thus
one can focus very accurately onto spots at specific planar locations and to obtain
a full 3D-scan by scanning in depth thick whole-mount preparations.

In the following the confocal scanning technique is described briefly in Sec-
tion 2.1. Section 2.2 outlines the advantages and problems this technique brings
and Section 2.3 presents some of the data used throughout this work.
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2.1 The Confocal Microscope

The main idea which lead to confocal microscopy is the confocal alignment of an
entrance and an exit pinhole, such that a much more accurate lateral and axial
focalization of the light beam is obtained. Nevertheless the whole instrumental
setup influences the quality of the acquired 3D images. Therefore the general
confocal microscopy setup is presented here.

Confocal microscopy setup (Figure 2.1):

1. Neuronal cells are filled with a fluorescent dye, which allows the visualization
of even their finest processes. The optical tissue characteristics and dye
fluorescence characteristics are strongly dependent on the filling protocol
(see Section 2.3 for the filling protocol used for most of the data presented
in the current work).

2. A laser beam is directed through an entrance pinhole onto a dichroic mirror,
and a scanning mirror, before it passes a system of lenses which provide
the in-depth focusing into the specimen. The scanning mirror scans the
preparation line by line with 2 KHz in X/Y direction (laterally). The whole
scanning procedure of a thick specimen takes therefore several minutes.

3. The dye contained in each illuminated voxel is excited and emits photons
which are backscattered.

4. The photons are detected by a Photon Multiplier Tube (PMT) (lying behind
an exit pinhole which is confocally aligned with the entrance pinhole and
filters out the photons coming from out of focus planes), and then counted
by an analog to digital (A/D) converter .

The data acquisition is computer assisted and is performed partly automatic. The
used filters, the in-depth scanning distance and the format of the acquired image
are set with the help of a graphical user interface.

2.2 Typical Problems

Although confocal microscopy has a higher resolution than ordinary light mi-
croscopy (especially in axial direction), it still encounters quantitative limitations
on the accuracy with which the measurements can be made. In the following
some of the problems encountered during scanning of fluorescently stained cells
are described.
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Pawley (1995)

Figure 2.1: The Confocal Microscope: A laser beam is directed through an
entrance pinhole onto a dichroic mirror, and a scanning mirror, before it passes
a system of lenses (TL) which provide the in-depth focusing into the specimen.
The backscattered photons emitted by the dye are directed by the dichroic mirror
onto a system of filters (Fi), through which only the wavelengths emitted by the
fluorescent dye pass. Finally an exit pinhole - confocally aligned with the entrance
pinhole - filters out the photons coming from out of focus planes. The photons
passing the output pinhole are detected by a PMT and A/D converter (Det).

Problems arising due to the instrumentation: The higher complexity of
the scanning mechanism of the confocal optics adds implicitly some more error
sources to the imaging procedure aside the classical imperfections (present as well
in ordinary light microscopy) due to the objective, the lenses and mirrors. In
the following the main error sources which can distort the captured image are
discussed.

• The PMT characteristic curve is not linear, but has an S-shaped form. The
nonlinear working regimes are characterized by a low relative grow of the QE
compared to the additional increase of noise generation. Since dye bleaching
can be reduced by using low laser intensities, higher amplification rates of
the PMT are needed. To obtain an acceptable SNR a trade-off between the
used laser intensity and the chosen PMT gain factor has to be made, such
that the PMT still works in the linear regime and does not come into the
saturation regime.

• Confocal microscopes have a two to three times higher lateral resolution than
their axial resolution (i.e. half the wavelength λ, corresponding to ≈ 250nm
laterally and thus ≈ 500nm axially), which leads to a distortion of the 3D
structure which is dependent on the scanning resolution (Pawley, 1995).

• Refractive index mismatch (Pawley, 1995): Different refractive indices in the
light path (e.g. immersion medium vs. coverslip and specimen) result in a
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linear scaling of the axial dimension of the image stack (Bucher et al., 1999;
Hell et al., 1992; Scholz et al., 1998), and true dimensions must be restored
by rescaling the Z-axis of the image stack (Scholz et al., 2000).

• Chromatic aberrations (Pawley, 1995): The dispersion of the media causes
chromatic aberrations which result in changes in the spatial relationships
(i.e. axial shifts) between different color channels. This shift is big enough
to lead to misinterpretation about co-localisation and signal overlap (Bucher
et al., 2000; Scholz et al., 2000).

A correction could be the consideration of different slice thickness for different
wavelengths.

• Mirror artifacts. Mirror positioning errors can lead to geometrical image
deformations of different types (Scholz et al., 1998), such that it is in gen-
eral advisable to exchange the mirror and repeat scanning. Therefore these
artifacts are neglected here.

• The Optical Transmission Efficiency (OTE) (Wang and Herman, 1996) of
the optic elements is for confocal microscopy due to the losses in the scanning
instrumentation and the confocal optics drastically smaller (0.4%) than for
ordinary light microscopes (5%). The factors which influence the OTE are:
The Collection Efficiency of the objective (CEobj = 25%), the Transmission
Efficiency of the dichroic mirror (TEdichr = 85%), the Transmission
Efficiency of the emission filters (TEfilt = 50%), the Transmission Efficiency
of the microscope (TEmicr = 80%), and the Quantum Efficiency of the de-
tector (QEdet = 10%), i.e.:

OTE = CEobj · TEdichr · TEfilt · TEmicr · QEdet = 0.425% (2.1)

To obtain a satisfactory SNR, higher light intensities have to be used, which
on the other hand may damage the tissue and bleach the fluorescent dye.

All the transfer properties of the optical system contribute to the Point Spread
Function (PSF) of the microscope, which represents its response to a single, in-
finitely small and infinitely bright point. In theory, the PSF has the shape of
an hour glass. However, for large numerical apertures and refractive index mis-
matches, the axial shape of the PSF becomes very assymetrical. Hence, its center
of mass no longer coincides with its intensity maximum (Scholz et al., 2000; Bucher
et al., 2000). Thus the actual blur of the captured image is higher than that given
by the theoretical resolution of the microscope. A solution to this problem could be
the estimation of the real PSF and the deconvolution of the captured microscope
image with the inverse of the PSF (Model et al., 1998; Model, 1999).

Thus geometric artifacts arise due to axial shortening, refractive index mis-
matches and chromatic abberations, which can impede correct quantitative evalu-
ations of morphologic data. Consequently, geometric reconstructions of cells from
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microscopic images require several correction schemes that are specific for the
preparation and the imaging system used (Bucher et al., 2000).

The Noise Sources in Confocal Microscopy (Wang and Herman, 1996): do
not depend only on measurement uncertainty, but also on the statistical nature of
the data. The main components are:
The Raw Detector Noise (RDN) captured at the output of the detector is com-
posed of the Photon Shot Noise (PSN) and the Measurement Noise (MN).

• The PSN is generated by the implicit variations in signal intensity, due to
the stochastic nature of the photon emission events and is therefore Poisson
distributed , i.e. the probability to count n photons is:

P (n) =
λn

n!
e−λ, where (2.2)

λ is the mean number of emitted photons, during integration time ∆t. For
a high number of counted photons (n > 50) the probability distribution can
be approximated by a Gauss distribution with mean λ and variance λ.

• The MN is itself composed of noise generated by the detector itself, i.e. the
Detector Noise (DN) and Lamp Noise (LN), where the latter is mostly due
to the variations of the power supply and can be neglected for stabilized
power supplies.

The DN has several sources:

– The Thermal Noise (TN) appears mainly due to the heating of the
photon counter and is significant when the PMT is operating in a regime
which has nonlinear amplification characteristics.

– The Dark Signal (DS) appears due to spontaneously generated photons
and is linearly proportional to the integration time and temperature de-
pendent. The noise associated to the dark signal is Poisson distributed
and has a variance equal to the signal intensity.

– The Read Out Noise (RON) depends on the sampling rate.

Therefore the Raw Detector Noise (RDN) is:

RDN =
√

PSN2 + MN2 =
√

PSN2 + TN2 + c ∗ ∆t + RON2

Problems arising due to the used neuron filling technique:

• Some dyes are bleaching very quickly, such that a complete scan of the prepa-
ration is not feasible, or the specimen is destroyed after the first scan (Fig-
ure 2.3.a).
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• Due to unspecific staining of molecules which do not belong to the neuronal
cell, additional regions of the preparations are highlighted, generating a con-
siderable amount of noise.

• The neuronal branches are not stained uniformly or completely, or the dye
may run out during tissue preparation (Figure 2.2.i).

• Tissue shrinking can originate also in the treatment preceding the filling
of the tissue, causing scaling artifacts (Bucher et al., 2000). These effects
can lead to severe misinterpretations when comparing data obtained with
different imaging setups or histochemical protocols

Thus, for optimal scanning results, it is necessary to carefully select the dye
and the filling protocol (Scholz et al., 1998; Bucher et al., 2000) and to tune the
scanning parameters of the optical system, such that a good compromise between
the captured light intensity and the caused tissue damage is achieved.

Some examples of the various artifacts which can be found in confocal mi-
croscopy scans are presented in the next section.

2.3 The Data

Most of the preparations1 used in this work were neurobiotin/streptavidine stain-
ings (Bucher, 2000). For antibody or neurobiotin/streptavidine stainings, ganglia
were fixed in 4% paraformaldehyde for 2h, washed in phosphate buffer (3 x 10
min), dehydrated and rehydrated in an ethanol series to remove lipids, washed
again (2 x 10 min), treated with collagenase-dispase (Boehringer-Mannheim, Ger-
many) and hyaluronidase (Sigma, Germany) to permeate the ganglionic sheath (30
min at 37◦C), washed again (3 x 10 min), blocked and incubated (to use a primary
antibody over night - 10% normal goat serum in buffer), washed again (3 x 10
min) and incubated again (to use secondary antibody in buffer 6-8 h). Finally,
they were either cleared in glycerol/Vectashield or dehydrated in a second ethanol
series and cleared in methyl salicylate.

The preparations were subsequently scanned with a TCS4D Leica microscope.
At highest resolution a volume of 0.2×0.2×0.016mm3 can be scanned in one step.
Since a preparation has typical extents of 1× 1× 0.1mm3, it has to be scanned in
several steps.

Thus some problems arise:

• To be able to scan preparations of large extents, it is sometimes necessary
i) to reduce scanning resolution, or ii) to reduce light intensity, in order
to be able to capture the whole volume during the stability period of the
fluorescent dye. Therefore in case i) smallest neuronal branches cannot be

1The described filling protocol was used for the neuronal data provided by Dirk Bucher
(Department of Biology, Brandeis University, Massachusetts, USA).
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a) b) c)

d) e) f)

g) h) i)

Figure 2.2: The Data: a) The TZ2 cell, 16x oil lens, data size is 512× 512× 136
voxels (1.22× 1.22× 1.23 µm

voxel
); b) The 3adpro20neu cell, 20x air lens, data size is

512 × 512 × 105 voxels (0.98 × 0.98 × 0.98 µm
voxel

); c) The Meso1 cell, 20x air lens,
data size is 512× 512× 135 (0.98× 0.98× 0.98 µm

voxel
); d) Zoom-in on slice z = 57 of

TZ2; due to low resolution, borders between fine branches and background are not
sharp; e) Zoom in on slice z = 62 of 3adpro20neu; better contrast than in d, but
high background noise; f) Zoom-in on the Meso1 cell on slice z = 62; branches are
better resolved, but have low contrast; g) The Magde4 cell, 40x oil immersion lens,
data size is 512×512×98 voxels (0.49×0.49×0.49 µm

voxel
); h) Zoom in of Magde4 on

slices at z = 61, dendrites, and i) at z = 81 the axon which is not homogeneously
stained. All zoom in images are shown with enhanced contrast (maximal gray
value 75). The boxes mark the cut-outs which are denoised in Chapter 5.
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distinguished any more (Figure 2.2.a and d), whereas for ii) it is necessary to
raise the multiplying rate of the photon detector, which produces also more
background noise (Figure 2.2.b and e).

• Since the working distance of oil lenses is smaller than that of air lenses, thick
specimens have to be scanned with air lenses. It is known (Pawley, 1995)
that air lens scans are noisier than scans performed with oil immersion lenses
(Figure 2.2.b and e compared to a and d).

• The signal to noise ratio is also lowered by the autofluorescence of the em-
bedding media. Since neuronal structures which have sizes below 1 µm are
represented by only a few voxels, noise will disturb significantly the size and
the connectedness of the objects.

• High resolution lenses capture lower numbers of photons per pixel. Therefore
higher light intensities have to be used. Due to the higher number of scanned
units, the scanning time is increased leading as well to a higher exposition of
the probe to light, which causes higher photobleaching such that subvolumes
scanned at a later time may have lower contrast (Figure 2.3).

Several confocal scans of the inter-neuron A4I1 of the migratory locust (Locusta
migratoria migratorioides) (courtesy of Dirk Bucher, Department of Biology, Bran-
deis University, Waltham, MA, USA) are employed in this work. Noise present in
the images is mainly due to coinciding wavelengths of the autofluorescence of the
preparations (biological background) and of the dye fluorescence.

Figures 2.2 a,b,c, and g show the whole cells projected onto the XY plane. The
other images (Figures 2.2.d, e, f, h, and i) are zoomed in regions of one single slice
from each dataset.

The TZ2 data set (Figure 2.2.a and d): is a 16x oil immersion scan of an A4I1
neuron, 512 × 512 × 136 voxels in size (corresponding to 1.22 × 1.22 × 1.23 µm

voxel
).

Resolution is too low, such that fine processes cannot be distinguished from each
other.

The 3adpro20neu data set (Figure 2.2.b and e): is a 20x air scan of an A4I1
neuron, 512 × 512 × 105 voxels in size (corresponding to 0.98 × 0.98 × 0.98 µm

voxel
).

It has higher contrast, than the other images. The fluorescence of the autoflavines
present (Bucher, 2000) in the preparation generate high background noise.

The Meso1 data set (Figure 2.2.c and f): is an A4I1 neuron scanned with a
20x air lens (the scan has 512 × 512 × 135 voxels in size, corresponding to 0.98 ×
0.98 × 0.98 µm

voxel
). Small structures are better resolved than in the 3adpro20neu

dataset (Figure 2.2.b and e) and it contains much less background noise, but
contrast is also lower. The neuronal branches have locally the same gray intensity
as the noise, such that their separation is very difficult.
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The Magde4 data set (Figure 2.2.g to i): is a fourth high resolution scan (40x
oil immersion lens) of the A4I1 neuron, 512×512×98 voxels in size (corresponding
to 0.49× 0.49× 0.49 µm

voxel
). At this resolution, inhomogeneous staining of the axon

becomes visible (Figure 2.2.i).

The Trio Neuron data set (Figure 2.3): is a part of a very clean (containing
almost no noise) high resolution scan (50x oil immersion lens) of a sensory neuron
of the locust (512×512×130 voxels in size, corresponding to 0.38×0.38×0.76 µm

voxel
).

The locally very low contrast of the image stems from the high resolution recording.
The maximum intensity projection (MIP) of the dataset (Figure 2.3.b) shows the
mainly planar oriented structure of the neuron. The neuron (Figure 2.3.a) has
many varicosities (i.e. black spots inside the branches, due to strong fluorescence)
and overall high gray value fluctuations. The different contrasts in the two halves of
the image cannot be avoided with two necessary partial scans (in order to capture
the whole neuron at such a high scanning resolution). The right half which was
scanned at a later time, has significantly lower contrast, showing clearly the effect
of dye bleaching (Figure 2.3.a).

Concluding, following phenomena can be observed, which influence negatively
image quality:

• High background noise (Figure 2.2.b and e), which can partly be removed
by applying denoising methods (Chapters 5, and 10).

• Dye bleaching (Figure 2.3.a), a problem for which there will not be given a
solution in this work.

• Locally interrupted neuronal branches due to low signal to noise ratio (Fig-
ures 2.2.c and f and 2.3.b), which can be “reconnected” by low-pass filtering
and therefore a multiscale edge detection and segmentation (Chapters 6,
and 7) are well suited to overcome such problems.

• The transition between background and foreground, or the transition be-
tween different small processes lying close to each other is unclear (Fig-
ure 2.2.a and d). These kind of images can eventually be improved (with
loss of exactness) by several consecutive pre-processing steps (as shown in
Chapter 10).

• High gray value fluctuations inside one branch, due to inhomogeneous dye
distribution (Figure 2.2.i) can be eliminated by a segmentation step (Chap-
ter 7), and high dye concentrations in small branches, which form varicosities
(Figure 2.3.a) can be identified as such by the detection of critical points
(Chapter 9, Section 9.3).

Although the current work focuses on the skeletonization of neurons obtained
from confocal microscopy scans, the methods developed in this work can partly be
applied for the processing of other types of data. Therefore, the data sets presented
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a) b)

Figure 2.3: Not noisy data: a) The Trio Neuron is a very clean (noiseless) high
resolution scan of the interneuron of the locust (512×512×130 voxels in size, with
0.38×0.38×0.76 µm

voxel
). A zoomin of the projections of two consecutive partial scans

of the cell are shown. The dye bleached out in the right half, which was scanned
later, and therefore the image has lower contrast (to show the contrast differences,
the images are reverted). The vertical black lines indicate the overlap zone of the
two scans. b) Contrast enhanced (max gray value 105) projection view of the
lower contrasted (right) image in a. The scan has high gray value fluctuations
(with many varicosities, i.e. stronger colored spots inside the neuronal branches)
and significantly lower contrast in its right part.

above are only the typical neuronal scans which are envisioned for reconstruction,
and not the complete set of images which were used throughout this work. All
other data sets which are used to show the more general purpose and behavior of a
method will be shown in the respective chapter introducing the specific method.



Chapter 3

Overview

The current work aims at the construction of neuronal skeletons from 3D confocal
microscopy scans. In order to overcome the problems posed by confocal microscopy
images (briefly described in Chapter 2), all methods are based on the multiscale
framework of the 3D wavelet transform (Daubechies, 1992; Mallat, 1989; Donoho,
1995b; Mallat and Zhong, 1992) presented in Chapter 4, which is robust against
variations in contrast and adaptive to the diversity of object sizes.

The adopted strategy for the graph construction method presented in Chap-
ter 9 is to gather as much information as possible from the analyzed objects in
several intermediate steps, such as: i) image denoising (Chapter 5), ii) boundary
detection (Chapter 6); iii) segmentation (Chapter 7); iv) primary feature extrac-
tion (Chapter 8); and v) the neuronal tracing and final graph construction, which
uses all this information (Chapter 9). The results of these steps are displayed by
the thumbnail images in the flow Diagram 3.1.

Some of the pre-processing steps are generic algorithms which are useful also for
other image processing tasks. Therefore this work is organized in a breadth-first
manner, describing each method and its possible applications in one chapter. The
Diagram 3.1 shows the derivation of the methods from each other. The first step
is, as above mentioned, a wavelet transform of the image. Two different wavelet
transforms are employed, i.e. the Orthogonal Wavelet Transform (OWT), which
is used for image denoising, and the Translation Invariant Wavelet Transform
(TIWT) for fast multiscale differential operations.

The denoising step (described in Chapter 5) is often needed as first pre-
processing, since confocal microscopy scans taken at the resolution limit have often
a very low SNR (see Figures 2.2.b, and 10.2 for noisy examples).

Edges (Chapter 6) and other features (Chapter 8) are detected on multiple
scales by the application of the TIWT on the - eventually previously denoised -
image. Chapter 6 introduces additionally a novel method for the reliable separation
of object boundaries from noise by the across-scales validation of the computed
multiscale edges.

From the obtained clean boundary edges and their associated gradients a new
segmentation procedure, called “Gradient Tracing” (Chapter 7) is derived subse-



24 Overview

Simple Neuronal

7.2

8.2.1

7.3

9.3

9.3.1

9.3

9.3.1

Orthogonal
Translation Inv.

4

4.4

4.3 4.1

8.2.2

5

6

6.3

7.2

7.2

Original Gray Value Image

Wavelet Transform 2D /3D

Image Denoising           Multiscale 
Differential Operators

   Multiscale Laplace
for circular obj. detection

    Multiscale 
Edge Detection

   Across−Scales
Edge Validation

Gradient Tracing

   Detection of 
Critical Regions

Edge Selection

Symmetry Points Axial Directions

 Validation

Multiscale Gaussian
         Curvature

Detection of Branching &
   Sharp Bending Points

Legend:
Theoretical Concepts
Algorithms
Resulting Datasets
Thresholding operations
Chapter/Section

9.4Labeled Graph Representation

Segmentation

8.3.2

8.3.3 Validation

6.3

Figure 3.1: The Methods: Dotted arrows denote optional actions, thick boxes
denote algorithms which provide “ready to use” result datasets, rounded boxes
denote intermediate result datasets, which can be post-processed for other purposes
than those presented in the current work. Intermediate results of the pre-processing
steps are displayed in the thumbnail images. All datasets except the axial direction
dataset (which is a 3D vector field) are 3D scalar fields.
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quently. As opposed to usual segmentation methods which are mostly based on
gray value thresholding (He et al., 2001; Ge and Fitzpatrick, 1996; Gagvani and
Silver, 1997; Xu et al., 1998; Schirmacher et al., 1998; Kim and Gilies, 1998; Zhou
and Toga, 1999), the presented segmentation method is more robust against noise
and varying contrast, since it profits from the higher resolved multiscale edges.
Basing on Gradient Tracing - which is well suited for the segmentation of nar-
row, cylindric structures - another procedure for the segmentation of wide objects
having irregular shapes is derived in the same chapter. Two examples for the
application of these two procedures are given at the end of the chapter.

A reliable detection of specific features of the neuron (Chapter 8), like branching
points, and sharp bending points can be performed on the previously segmented
neuron by applying a multiscale Gaussian curvature operator (i.e. a multiscale
second order differential operator). In the same context of multiscale differential
operators, the multiscale Laplace transform is presented and employed for circular
object detection.

Chapter 9 presents the Neuronal Tracing, a slightly modified Gradient Trac-
ing, which enables the detection of the symmetry points of the branches, and an
estimate of the axial branch direction in these points. Concomitantly, points of
high curvature (e.g. branching points, bends of dendrites, varicosities, and others)
can be extracted by this procedure and cross-validated with the Gaussian curva-
ture minima obtained from feature extraction, such that only reliable points are
marked as “key-points”. These are hints about difficult processing regions which
are useful for the graph construction algorithm.

Finally, all the gathered information, i.e.: i) boundary edges, ii) symmetry
points aligned along the central branch axes, iii) axial directions associated to
them, iv) the locations of “key-points”, and not the least v) original gray values,
serve for a novel, noise robust neuronal graph construction algorithm, as shown in
Chapter 9.

The pre-processing steps represent mostly independent algorithms which are
not necessary to be applied. Depending on the object characteristics, and the
signal-to-noise ratio (SNR) in the image, some procedures might be deployed in
preference of others. A discussion about how and when each of the pre-processing
steps should be applied in order to achieve better neuronal graphs is given in
the summarizing Chapter “From Edges to Graphs” (10), where the influence of
additional intermediate steps on skeletonization results is demonstrated by the
application of an alternative processing chain on a confocal microscopy scan having
structured noise.

A review of the main characteristics of the presented methods is done in Chap-
ter 11 and mathematical details are given in the Appendix.





Chapter 4

The Wavelet Transform

Neurons have tree-like structures which can span in size order of magnitudes lying
between micrometers and millimeters. Their analysis requires a transformation
which represents data on several scales (or spatial frequencies) and still has a good
spatial resolution.

As opposed to the Fourier transform, which has a good frequency localization
but destroys the spatial organization of the data, the Wavelet Transform (WT)
establishes a representation of the data on different scales with a spatial resolution
matched to its scale (dilations of the wavelet atoms), providing therefore a tool
for space-frequency analysis (Mallat, 1989; Daubechies, 1992). Wavelets are good
feature detectors because they are localized waves having a good frequency cut-off,
being therefore able to represent sharp discontinuities of the signal with very few
coefficients, such that the generated code is sparse. These properties increase their
applicability to image analysis.

Since the wavelet transform has a fast and memory efficient implementation
(the Fast Wavelet Transform (FWT) (Mallat, 1989; Mallat and Zhong, 1992)), it
is well suited for the processing of confocal microscopy images, which, due to the
high scanning resolution needed to resolve the finest spines and dendrites, typically
contain large numbers of voxels (hundreds of MBytes).

After a brief presentation of the theoretical concepts of the wavelet trans-
form in general (Section 4.1), this chapter focuses on two particular realizations
of the wavelet transform: i) on the orthogonal wavelet transform (Section 4.2)
which generates non-redundant, sparse coefficients and therefore can be used for
image denoising (as shown in Chapter 5), and ii) on the translation invariant
wavelet transform (Section 4.3), which preserves the correspondences across scales
between wavelet coefficients and concomitantly implements multiscale differenti-
ation (shown in Section 4.4), which we therefore use for reliable boundary edge
detection (Chapter 6) and for the fast implementation of various feature detectors
(presented in Chapter 8).
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4.1 The Wavelet Transform

The wavelet transform is a unifying framework of several signal decomposition
methods (Rioul and Vetterli, 1991). It was used as early as the 1950s concomi-
tantly by Morlet in reflection seismology, and by Grossmann in coherent quantum
states, but the theoretical physics approach was unified much later with signal pro-
cessing methods, giving rise to the formalism of the continuous wavelet transform
(Grossmann and Morlet, 1984). Thereafter scientists working in very different
areas, like in harmonic analysis, or multiscale image processing discovered the
similarity of the theory with their own approaches.

First, the continuous wavelet transform, which allows an analytic, translation-
invariant analysis of the signal, will be described shortly. The numeric approxima-
tion of the continuous wavelet transform is accomplished by the discrete wavelet
transform presented thereafter.

The Continuous Wavelet Transform (CWT) is the result of the inner
product between the analyzed signal f(x) and a family of compactly supported

wavelets1 Ψa,b(x) = |a|− 1
2 Ψ

(
x−b
a

)
. These are derived from a “mother” wavelet Ψ(x)

by a space shift b and a frequency shift (or scale) a, which modifies their support
according to the analyzed frequency band (i.e. Ψa,b have narrow support at high
frequencies and wide support at low frequencies), allowing thus, in contrast to the
invariantly windowed Fourier transform, an adaptation of the spatial resolution to
the analyzed frequency. Therefore the wavelet transform codes signal singularities
much more sparsely than the Fourier transform. The continuous wavelet transform
is:

Wf(a, b) =
1√
a

∞∫
−∞

f(x)Ψ∗
(

x − b

a

)
dx = (f ∗ Ψ∗

a)(x) (4.1)

and its inverse transform

f(x) =
1

CΨ

∞∫
−∞

∫
a>0

Wf(a, b)
1√
a
Ψ

(
x − b

a

)
db

da

a2
, (4.2)

where Wf(a, b) is the value of the wavelet transform of f obtained at scale a and
location b, and CΨ is a constant depending only on Ψ (Ψ∗ denotes the adjoint of
Psi).

The wavelet decomposition can be done in practice only for a finite number of
scales a < a0. Therefore a complement of information Lf(a, b) of f corresponding
to Wf(a, b) for a > a0 is introduced by filtering f with a (low-pass) scaling
function Φ (also called the “father” wavelet) that is an aggregation of wavelets at

1Some examples of wavelet functions are given in the Appendix A and in the Figures A.1
and A.2.
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scales larger than 1:

Lf(a, b) =
1√
a

∞∫
−∞

f(x)Φ∗
(

x − b

a

)
dx, (4.3)

leading to the reconstruction formula

f(x) =
1

CΨ

a0∫
0

(Wf(a, .) ∗ Ψa(.))(x)
da

a2
+

1

CΨa0

(Lf(a0, .) ∗ Φa0(.))(x).(4.4)

General conditions imposed on the wavelet functions are:

• A scaling function must be continously differentiable, and the asymptotic
decay of |Φ(x)| and |Φ′(x)| at infinity must satisfy (Mallat, 1989):

|Φ(x)| = O(x−2), and |Φ′(x)| = O(x−2) (4.5)

• The Admissibility Condition imposed on the wavelet function is:

CΨ = 2π
∫ |Ψ(ω)|2

ω
dω < ∞, which leads to the zero average condition∫

Ψ(x)dx = 0. Therefore, the Wf(a, b) measures the variation of f in a
neighborhood of b, whose size is proportional to a.

• The wavelet basis should be a Riesz basis , i.e. it should form a frame in
L2:

A‖f‖2 ≤ ‖Wf‖2 ≤ B‖f‖2, with A > 0. (4.6)

• A consequence of the frame condition is the fast decay to zero of the wavelet
function at both ends.

• Accuracy of order p, (Ap), for the approximation by scaling functions
Φ(x − k), implies p vanishing moments in the wavelet and assures a p-th
order decay of the wavelet coefficients and a flat response near the frequencies
ω = π and ω = 0.

∫
kmΨ(x − k)dk = 0, where m ≤ p, (4.7)

The Discrete Wavelet Transform (DWT) is obtained by a discretization of
the scale am = am

0 , a0 > 1 and space bn = nb0a
m
0 parameters, with a0 > 1, b0 > 0

fixed and m,n ∈ ZZ. This leads to an exponential increase in scale. Since the
quotient of the relative scale increase between adjacent scales and the analyzed
scale is constant, i.e. ∆a

a
= const, the DWT is a “constant Q” analysis.



30 The Wavelet Transform

The link between the continuous wavelet transform and the discrete wavelet
transform is given by the iterative approximation of the scaling function Φ(a) from
a product of rescaled low-pass filters H(ak), i.e.:

Φ(a) = H
(

a

a0

)
Φ

(
a

a0

)
=

∏
k

H(ak), and the corresponding wavelet is

Ψ(a) = G
(

a

a0

)
Φ

(
a

a0

)
, where G

(
a

a0

)
is a rescaled high-pass filter and

H
(

a

a0

)
=

〈
Φ(a), Φ∗

(
a

a0

)〉
, and G

(
a

a0

)
=

〈
Ψ(a), Φ∗

(
a

a0

)〉
(4.8)

General conditions imposed on the iteration filters G and H (Strang and
Nguyen, 1996) are:

• The Eigenvalue Condition on the cascade algorithm determines the con-
vergence of the infinite product of scaled wavelet filters H(ω) to Φ(ω), and
the smoothness of the wavelets. It is equivalent to the stability of the wavelet
basis.

The matrix T of basis vectors c = (c(1), c(2), . . .) should have λ = 1 as simple
eigenvalue and all other |λ(T )| < 1, since during iteration:

c(i+1) = Tc(i), and c(i) = T ic(0), with c(i) → c where (4.9)

c(k) =

∞∫
−∞

Φ(x)Φ(x + k) dx, 0 < k < ∞ (4.10)

c is the inner product of the translates of the scaling function. The eigen-
values of T determine whether the translates Φ(x + k) form ar Riesz basis
(Equation 4.6).

• The Accuracy Condition imposed on the CWT (Equation 4.7) leads to a
zero of order p at z = −1 in the low-pass filter contributing to its smoothness:

H0(z) =

(
1 + z−1

2

)p

Q(z) (4.11)

• The Perfect Reconstruction Condition constraints the synthesis bank
to invert the analysis bank with l delays:

H̃(z)H(z) + G̃(z)G(z) = 2z−l, and (4.12)

H̃(z)H(−z) + G̃(z)G(−z) = 0, where (4.13)

H(z) and G(z) are the low-pass, respectively the high-pass analysis filters,
and H̃(z) and G̃(z) are the low-pass, respectively the high-pass synthesis
filters.
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The first equation conditions no distortion whereas the second equation con-
ditions anti-aliasing, giving the choices for the high-pass filters:

H̃(z) = G(−z), and G̃(z) = −H(−z) (4.14)

The approximation of the wavelet by products of iteration filters allows the fast re-
cursive implementation of the wavelet transform (i.e. the FWT which is described
in the next section).

The good locality preservation property of the wavelet transform makes it es-
pecially well suited for the image analyis. Nevertheless, the choice of the wavelet
filters influences very much the quality of the performed analysis.

Some desired properties of the wavelet filters for image coding are:

• A large number of zeros at π (Equation 4.11) of the bandpass filter Ψ(ω)
avoids aliasing effects (i.e. they assure a smooth frequency cut off). The
drawback is the increasing length of the filter with increasing number of
zeroes at π.

• The basis functions should decay to zero smoothly at both ends, to avoid
blocking artifacts.

• The lengths of the basis functions should be reasonably short to avoid ex-
cessive ringing and reasonably long to avoid blocking.

• The analysis filters should be chosen to maximize coding gain, i.e. gener-
ate few non-negligible wavelet coefficients in the high-resolution scales. The
sparseness of the wavelet code depends on the number of vanishing moments
of the wavelet Ψ and on the size of its support, which are two opposing
conditions. It can be shown (Mallat, 1997) that the continuous scaling and
wavelet functions have compact support if and only if the iteration filters are
compactly supported, but the more vanishing moments the wavelet has, the
longer are the iteration filters. Therefore a compromise between regularity
and compactness has to be made.

• The analysis high-pass filter, G(z), should have good stopband attenuation
to minimize the leakage of quantization noise into low frequencies.

• The analysis low-pass filter, H(z) (and therefore also the synthesis high-pass
filter G̃(z)), should be short and the synthesis low-pass filter, H̃(z), should
be long. H(z) should have at least one zero at ω = π. H̃(z) should have
many zeros at π to obtain a smooth scaling function.

• The bandpass and high-pass filters should have no DC leakage (i.e. Ψ(0) = 0,
and thus

∑
i gi = 0). It is desirable for the low-pass band to contain all of

the DC information. Otherwise, if the bandpass and high-pass responses
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at ω = 0 are not zero, the signal reconstructed from a subset of wavelet
coefficients contains the checkerboard artfifact.

• The synthesis scaling function should be smooth and possibly symmetric to
control the noise in a region with constant background.

• The synthesis low-pass filter, H̃(z), should be long and the synthesis high-
pass filter, G̃(z), should be short. A long H̃(z) will help the coder to represent
flat regions. A short G̃(z) will minimize ringing due to quantization.

4.2 The Orthogonal Wavelet Transform

The orthogonal WT decomposes a signal into orthonormal bases of wavelet func-
tions. Therefore the wavelet coefficients are non redundant and - since singularities
(e.g. edges) of the data are represented with few large coefficients - the code is
sparse, which makes the wavelet analysis useful for compression and noise reduc-
tion.

A filter bank is orthogonal, if the inner products of the translates and dilates

of Φ(x) are orthogonal, and it is orthonormal iff additionaly
∞∑

n=−∞
|Φ̂(ω +2πn)|2 ≡

1, ∀ω ∈ IR (i.e. it preserves the energy of the filtered signal).
The conditions imposed on the orthogonal wavelet bases are therefore:

• The orthogonality condition imposed on the low-pass filter:

|H(ω)|2 + |H(ω + π)|2 ≡ 1. (4.15)

• The orthogonality condition above and the perfect reconstruction condition
(Equation 4.12), imposed on the filter bank imply that the analysis bank is
inverted by its transpose, i.e. the transform matrix is orthonormal. This
implies that the low-pass filter coefficients are reversed by the high-pass
filter coefficients, such that G and H form a “Quadrature Mirror Filter” pair
(QMF) (see Appendix A for examples of QMFs):

G(z) = −z−NH(−z−1), H̃(z) = z−NH(z−1), G̃(z) = z−NG(z−1),(4.16)

leading together with the perfect reconstruction condition (Equation 4.12)
to the perfect reconstruction formula:

H(z)H(z−1) + H(−z)H(−z−1) = 2 (4.17)

• The orthogonal wavelet transform is a tight frame, i.e. it preserves the L2

energy of the underlying signal f :

∞∫
−∞

|f(x)|2 dx =
1

CΨ

∞∫
−∞

∫
a>0

|Wf(a, b)|2 db
da

a2
(4.18)
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The discrete filters for the iterative transformation derived from the orthogonal
perfect reconstruction condition (Equations 4.8, and 4.17) are

• h, the half-band low-pass filter with h(n) = 〈φ(x
2
), φ(x − n)〉, and

• g, the corresponding half band high-pass filter g(N − 1 − n) = (−1)nh(n).

The Discrete OWT Discretizing the space and the scale parameters (i.e. into
octave bands, bk = kb0

a0

2j and aj = a0

2j ) the low-pass wavelet coefficients cj at
resolution level j of the analyzed signal f are computed (cf. Equation 4.8 and the
above expressions for the filters h and g):

c0(k) =
√

2
∞∑

n=−∞
f(n)h(2k−n), and cj(k) =

√
2

∞∑
n=−∞

cj−1(n)h(2k−n).(4.19)

The high-pass wavelet coefficients dj at resolution level j are given by:

d0(k) =
√

2
∞∑

n=−∞
f(n)g(2k−n), and dj(k) =

√
2

∞∑
n=−∞

cj−1(n)g(2k−n).(4.20)

Since the reconstruction filters are identical to the decomposition filters, the re-
construction formulas for one and several decomposition levels become:

f(n) =
√

2
∞∑

k=−∞
[c0(k)h(n − 2k) + d0(k)g(n − 2k)] , (4.21)

yj(n) =
√

2
∞∑

k=−∞
cL(k)h(n − 2k) +

j+1∑
r=L

∞∑
k=−∞

dr(k)g(n − 2k) , (4.22)

where yj are partial reconstructions on lower resolution scales, with L being the
scale of lowest resolution, such that finally f(n) = y0(n),∀k ∈ ZZ.

Equations 4.19 to 4.22 implement Mallat’s Fast Wavelet Transform (FWT)
and its inverse (Mallat, 1989). Due to the orthogonality of the basis functions, the
coefficients are nonredundant and the sampling rate can be chosen at its upper
limit, i.e. at each scale, the signal can be subsampled by two. Thus only every
other sample must be retained for the next scale’s decomposition (see Figure 4.1,
for the decomposition scheme), which is as well memory and computationally
efficient (O(n)).

The 3D Extension of the Orthogonal Wavelet Transform. 2D and 3D
image analysis necessitates 2D and 3D wavelet filters. Usual image filtering would
require convolution operations with 2D and 3D wavelet kernel functions which
are computationally expensive (i.e. O(n2) resp. O(n3)). The multidimensional
OWT is a separable vector space, and therefore the transform can be decomposed
into a tensor product of orthogonal subspaces (i.e. the d-dimensional transform is
computed by d one-dimensional convolutions, one in each dimension - Figure 4.2).
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Figure 4.1: The Orthogonal Wavelet Decomposition Pyramid. The initial
signal f(x) is decomposed in a pyramidal manner, by applying iteratively low-
pass (H) and high-pass (G) filters. After each decomposition, the signal can be
downsampled by two (operation symbolized by the arrow pointing down, followed
by the number two). In the limit, the discrete decomposition of the signal converges
to its wavelet transform. The reconstruction is mirroring the decomposition, i.e.
the wavelet coefficients are upsampled by two and then filtered by the inverse filters
(cf. Eq. 4.22).

Consequently, the 3D scaling and wavelet functions can be each expressed as a
product of three one-dimensional functions:

φj(x − 2−jl, y − 2−jm, z − 2−jp) = 2
3j
2 φ(x − 2−jl)φ(y − 2−jm)φ(z − 2−jp) ,

and the wavelet functions as the mixed products:

ψ1
j (x − 2−jl, y − 2−jm, z − 2−jp) = 2

3j
2 ψ(x − 2−jl)φ(y − 2−jm)φ(z − 2−jp) ,

ψ2
j (x − 2−jl, y − 2−jm, z − 2−jp) = 2

3j
2 φ(x − 2−jl)ψ(y − 2−jm)φ(z − 2−jp) ,

ψ3
j (x − 2−jl, y − 2−jm, z − 2−jp) = 2

3j
2 ψ(x − 2−jl)ψ(y − 2−jm)φ(z − 2−jp) ,(4.23)

ψ5
j (x − 2−jl, y − 2−jm, z − 2−jp) = 2

3j
2 φ(x − 2−jl)φ(y − 2−jm)ψ(z − 2−jp) ,

ψ5
j (x − 2−jl, y − 2−jm, z − 2−jp) = 2

3j
2 ψ(x − 2−jl)φ(y − 2−jm)ψ(z − 2−jp) ,

ψ6
j (x − 2−jl, y − 2−jm, z − 2−jp) = 2

3j
2 φ(x − 2−jl)ψ(y − 2−jm)ψ(z − 2−jp) ,

ψ7
j (x − 2−jl, y − 2−jm, z − 2−jp) = 2

3j
2 ψ(x − 2−jl)ψ(y − 2−jm)ψ(z − 2−jp) .

Using the wavelets given in Equation 4.23 the 3D transform creates the following
eight subspaces:

cj(l,m, p) = f(x, y, z) ∗ φj(x − 2−jl, y − 2−jm, z − 2−jp) , (4.24)

dq
j (l,m, p) = f(x, y, z) ∗ ψq

j (x − 2−jl, y − 2−jm, z − 2−jp) ,

∀{l,m, p} ∈ ZZ3 spatial indices, q = 1, . . . , 7, j ∈ ZZ ,

where cj are the low-pass coefficients at resolution level j and dq
j are the high-pass

coefficients of subspace q at resolution level j. Since the Fast Wavelet Transform
uses only the subsampled low-pass subspaces Cj = {cj(l,m, p)}(l,m,p)∈ZZ3 for further
decomposition at lower resolution levels (as shown in Figures 4.1, and 4.2), it
requires only O(n) computations.
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Figure 4.2: The 3D Orthogonal Wavelet Transform: Left: the applied fil-
tering/subsampling operations; Right: seven high-pass subspaces are generated
at each scale. Due to the dyadic subsampling, the decomposition has the same
dimensions as the original data.

The 3D inverse wavelet transform is extended analogously and is therefore
omitted.

The 3D orthogonal wavelet transform will be used for image denoising by
wavelet shrinkage in Chapter 5.

4.3 The Translation Invariant Wavelet Trans-

form (TIWT)

Edges are important features in images and are defined as local maxima of gray
value variations. Even more, sharp edges, like steps, are singularities of the image.
If objects are present on different scales (i.e. have different size ranges), they can-
not be found by a single sized edge operator and therefore a multiscale analysis
would be more suitable. Mallat’s (1997) work analyzes the impact of the wavelet
transform on singular signals. In general one can say that singularities generated
by noise appear only on one high resolution scale (examples are shown in Chap-
ter 6), whereas singularities corresponding to object boundaries may appear on
two or more scales (see also Appendix D.2). Therefore an analysis of coefficients’
correspondences across-scales would give more reliable information about object
boundaries.

Such an analysis requires a translation-invariant representation of the under-
lying signal, such that the wavelet coefficients do not depend on the alignment of
the objects in the image.

Continuous wavelet transforms provide translation-invariant representations,
but the sampling of the translation parameter - performed in practice by the DWT
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Original Image
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           (f*G )(x)
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Figure 4.3: The Pyramidal Decomposition Scheme of the TIWT: The original
image is repeatedly low-pass and high-pass filtered. Opposed to the OWT (Figure 4.1
in Section 4.2), here the spatial subsampling step is left out (see Appendix C for the
algorithm). Each high-pass filter output contains information about the features in
question at the given scale.

- destroys this translation invariance. If the spatial sampling interval, aj
0 ∗ b0, is

large relatively to the rate of variation of f ∗ Ψ, then the coefficients of f and of
its translations may take very different values that are not translated with respect
to one another. This problem is particularly acute for orthogonal wavelet bases,
where the sampling distance is chosen to be the maximum possible (i.e. at Nyquist
rate).

The dyadic WT which does not sample the translation factor b (Figure 4.3) is
therefore a translation-invariant representation. This creates a highly redundant
signal representation.

In general, if the signal f is approximated by a polynomial Pν of order m in
the neighborhood ν of x, then it can be written as:

f(x) = Pν(x) + εν(x), with |εν(x)| ≤ |x − ν|α, where (4.25)

εν(x) is the singular part of the signal, being characterized by the Lipschitz expo-
nent α. From Equation 4.7 one can see that the wavelet transform of the poly-
nomially approximated signal f using a wavelet with p vanishing moments (with
p ≥ m) is equivalent to the wavelet transform of εν , i.e. Wf = Wεν . The wavelet
transform characterizes thus its singularity. To measure the local regularity of a
signal, it is therefore important to use a wavelet with a high number of vanishing
moments, i.e. a smooth and possibly symmetric wavelet2.

The next section shows that the analysis described here is equivalent to a
multiscale differential transform of f , which can be used for the specific detection
of certain features in the signal.

2This wavelet cannot be any longer orthogonal, since no symmetric wavelet filters of higher
order than that of the Haar wavelet can be constructed (Wickerhauser, 1994a).
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4.4 Multiscale Differential Operators

If the wavelet has p vanishing moments (see Equation 4.7), it can be shown (Mallat,
1997) that there exists a smooth low-pass function θ, such that the wavelet can be
written as the p-th order derivative of θ, and therefore the wavelet transform can
be interpreted as a multiscale differential operator of order p.

Ψ(x) =
dp

dxp
θ(x), such that (4.26)

(f ∗ Ψ)(x) = (f ∗ dp

dxp
θ)(x) =

dp

dxp
(f ∗ θ)(x). (4.27)

Consequently, the wavelet transform of f is the p-th order derivative of f which was
previously smoothed by θ. Therefore, if the wavelet has one vanishing moment,
then it will perform a first order derivation on the analyzed signal, whereas if it
has two vanishing moments, a second order derivation is done.

This property is employed wavelet based edge detection in Chapter 6 and for the
computation of the wavelet based Laplace and the Gaussian curvature operators in
Chapter 8, which allow the multi-scalar detection of higher order features. Beyond
these, other applications, using higher order derivatives, can be thought of and
implemented efficiently with the wavelet transform.





Chapter 5

Denoising by 3D Wavelet
Shrinkage

As shown in Chapter 2, although confocal microscopes give much clearer images
than ordinary light microscopes do, they still contain a considerable amount of
noise. For example, preparations of large spatial extents which have to be scanned
at lower resolution and with low laser intensities, or thick specimens, which can be
scanned only with air lenses, have lower signal to noise ratio and therefore need a
preliminary denoising.

The goal of this chapter is to filter out the noise in these images without
disturbing the smallest neuronal structures which have the same signal amplitude
and physical size as the noise. Chapter 2 has motivated the use of the multiscalar
wavelet transform for the analysis of confocal microscopy images. Therefore, an
overview of the currently available denoising methods based on the paradigm of
wavelet shrinkage is given in Section 5.1. One of the approaches is then presented
and extended to 3D space (Dima et al., 1999a) in Section 5.2. Section 5.3 analyzes
the performance of commonly used “simple” error measures for the quantification
of denoising results on confocal microscopy images and introduces new composed
quality measures (Dima et al., 1999b) which are thereafter employed to score the
results given in Section 5.4. A general discussion and future improvement proposals
can be found in Section 5.5.

5.1 State of the Art

During the past years, denoising by wavelet shrinkage has become a very broadly
discussed topic1. This is due to the main property of the wavelet transform to
represent signal irregularities with few high coefficients and smooth regions with
low coefficients. This leads to a sparse representation of the underlying signal.

1The current section will mention some well known methods. Due to the large research interest
in the wavelet denoising topic, it is almost impossible to give a complete overview of the available
work. Apologies are therefore addressed to those researchers who are not mentioned here.
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The idea behind wavelet shrinkage is the fact that background noise gen-
erates low amplitude coefficients which are mainly localized in the higher resolu-
tion scales. Therefore noise can be reduced if the corresponding noisy coefficients
are eliminated (or “shrunk”) from the wavelet representation, such that a subse-
quent reconstruction yields a clean image. The main problem is thus to deter-
mine which coefficients have to be cut off. A large variety of algorithms arose
about this subject. The first to be mentioned is Donoho, who studied the asymp-
totic statistical behavior of the wavelet coefficients (Donoho and Johnstone, 1998),
and introduced the shrinkage idea through his “Universal Thresholding” method
(Donoho, 1995b; Donoho, 1993a; Donoho, 1993b), which was statistically proved to
be optimal in the minimax sense (Donoho and Johnstone, 1996). Nevertheless, the
method seems to underfit the data in practice, in cases of non-sparse wavelet coef-
ficients distributions. He improved therefore his method by the adaptive “SURE
Shrink” method (Donoho and Johnstone, 1995), which no longer applies a unique
threshold on all scales, but adaptively chooses a different threshold on each scale,
by minimizing Stein’s Unbiased Risk Estimate (SURE).

Following these works, other, more complex, but also computationally more
expensive methods arose, e.g. methods which : i) generate minimum length de-
scriptions based on entropy encoders (MDL) (Saito, 1994), which reward sparse
representations, ii) use subsets of wavelet coefficients for the cross-validation of a
chosen threshold (an idea inspired from neuronal networks and regression tech-
niques) (Nason, 1996; Jansen et al., 1997) , and which iii) estimate wavelet co-
efficients’ distributions in the Bayesian framework (Johnstone, 1993; Chipman
et al., 1996; Vidakovic, 1998; Vannucci and Corradi, 1999; Pizurica, Lemahieu and
Acheroy, 2000), or by iv) Hidden Markov Models (HMM) (Crouse et al., 1998).

An idea inspired from regression theory and neuronal networks is Nason’s
Cross-Validation scheme (Nason, 1996), which has found a large echo in the
wavelet community (Jansen et al., 1997; Wu, 2000). The main idea is to split the
obtained wavelet coefficients of a signal into a “train” and a “test” set. The shrink-
age threshold will then be computed on the train set and validated on the test set.
Thereafter the two sets can be interchanged or even exchanged by another split
pair. After some iterations, the algorithm converges to an “optimal” threshold.
It was observed (Nason, 1996; Wu, 2000) that the cross-validation techniques are
complementary to Donoho’s techniques, in the sense that one method performs
better on data, where the other fails and vice-versa.

However, even if wavelet shrinkage works well for 1D signal denoising, addi-
tional artifacts arise when it is applied to 2D images. Therefore, Yu et al. (1996)
extend the quasi-translation invariant wavelet transform (Donoho and Coif-
man, 1995), by computing averages of translations and rotations of the OWT to
reduce Gibbs phenomena produced by the OWT at singularity points. They show
that the averaging over rotations gives similar results (although at higher compu-
tational costs) with Simoncelli et al.’s (1992) steerable filters. The authors argue
that their approach gives better results, if the image or volume contains anisotropic
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objects, since the used filters can be chosen to have an anisotropy adapted to the
image structures. However, the thresholding scheme employed for denoising ap-

plies a fixed, global threshold (either Donoho’s Universal Threshold, σ√
n

√
2 log(n),

or a 3σ threshold), which might give suboptimal results in some cases.

The methods mentioned above were tested on 1D or 2D signals assuming addi-
tive Gaussian noise. The statistics of the noise in confocal microscopy is temporally
and spatially variable and non-additive Poisson-like (as shown in Chapter 2). Since
this is reflected in the distribution of the wavelet coefficients, statistical methods
assuming Gaussian noise distributions are not always performing well on confocal
microcopy data.

Few authors consider Poisson noise distributions. Kolaczyk (1998) com-
putes adaptive, level-dependent thresholds, from third and fourth order moments
of the wavelet coefficients, by solving a fourth order equation. Roysam et al.
(1992) developed a method for confocal image denoising, where gray values of typ-
ical 3 × 3 × 3 sub-volumes where modeled as spatially variable Poisson processes.
The characteristic intensity distributions of these volumes are estimated initially
and are refined iteratively by an Expectation-Maximization (EM) step. Using the
resulting intensity distributions, an intensity-adaptive segmentation can be per-
formed. Even if the method is adaptive to the local variations of the signal, it
has to set a minimal threshold which can cause the loss of very low contrasted
foreground data.

Others (Bruce et al., 1996), construct Hidden Markov Models (HMM’s),
considering the intrinsic statistical dependencies of the wavelet transform to ef-
ficiently fit by Expectation Maximization the probabilistic model to the non-
Gaussian statistics of the signal.

Bayesian denoising is also largely discussed in literature (Johnstone, 1993;
Chipman et al., 1996; Vidakovic, 1998; Vannucci and Corradi, 1999), since the
general framework of Bayesian inference allows a very wide spectrum of approaches.
These approaches start with prior assumptions about the noise distributions and
about the distribution of the “clean” wavelet coefficients and infer rules to compute
the real posterior distributions, in order to be able to select from noisy data only the
coefficients representing the noiseless image. These procedures seem to outperform
Donoho’s SURE shrink method, but are computationally very expensive if they
use more realistic prior distributions (e.g. mixtures of Gaussians (Chipman et al.,
1996), or Generalized Gaussian Distributions (Moulin and Liu, 1999), which unifies
the Minimum Description Length estimations - MDL (Saito, 1994), maximum a
posteriori estimation - MAP, and Bayesian approaches), since these often cannot
be specified analytically any more, but have to be approximated by Monte Carlo
methods (Clyde et al., 1998). Additionally, the results depend very much on the
similarity between the prior distribution and the distribution of the underlying
data.

An issue still under debate is the selection of the best suited basis to
represent the signal. The problem is twofold, i.e. first the best suited wavelet
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(in terms of smoothness and frequency contents) for the representation of the
underlying signal has to be found and then the best “frequency” bands for the
signal decomposition must be determined. Both issues have the aim to generate a
sparse wavelet code which represents only the relevant features of the signal by few
high coefficients. The determination of the best suited decomposition bands (or
equivalently the choice of the used wavelet atoms) has several good solutions, like
for example, the best orthogonal basis selection (BOB) based on the mini-
mum entropy criterion (Coifman and Wickerhauser, 1992; Wickerhauser, 1994a),
Matching Pursuit (Mallat and Zhang, 1993) which finds iteratively best match-
ing atoms and stops after a certain criterion, or Basis Pursuit (Chen et al., 1996),
which starts from an overcomplete representation and iteratively prunes away the
least significant representants. In contrast, the choice of the used wavelet according
to the underlying data seems to be a more difficult problem. Some authors have
tried to find data adaptively the best orthogonal wavelet by minimizing certain
minimal risk measures (Donoho and Johnstone, 1994a; Donoho, 1995a). Others
improve the properties of orthogonal wavelets, by using filter banks of wavelets,
called multiwavelets (Strang and Strela, 1994; Downie and Silverman, 1998). How-
ever, all these methods demand computational power, as well as larger amounts
of memory.

Since Donoho’s wavelet shrinkage methods (Donoho, 1995b; Donoho and John-
stone, 1994b; Donoho and Johnstone, 1995) are a compromise between accuracy of
the denoising and computational complexity, they are extended in Section 5.2 for
3D data which allows several ways of computing thresholds and noise variances.
Since the usually applied performance measures, like MSE or entropy prove to
be insufficient for the judgment of the denoising quality on confocal microscopy
data, a composed quality measure is developed (in Section 5.3), which also consid-
ers across-scales wavelet coefficients’ correlations, in order to determine the best
suited denoising method and wavelet filter for a particular confocal scan.

5.2 3D Wavelet Shrinkage

Upon transformation into the wavelet coefficients’ space, the 3D image is decom-
posed into different resolution levels (Diagram 4.2 sketches the applied transform
and the generated subspaces), where the high amplitude coefficients denote re-
gions of high gray level variations (i.e. edges) which have sizes corresponding to
the current decomposition scale or are wider. Therefore, coefficients corresponding
to noise (i.e. fine-grained, high frequency irregularities/singularities of the signal
with low gray values) can be found on the higher resolution scales. Since the am-
plitudes of these coefficients are assumed to be low, they can be shrunk without
risking to degrade the signal.



5.2 3D Wavelet Shrinkage 43

5.2.1 Donoho’s Thresholding Schemes

Supposing that the measured signal f , has additive Gaussian noise ξ, i.e.

f(n) = s(n) + σξ(n), with ξ ∼ N(0, 1) i.i.d., (5.1)

then the clean original signal s has to be recovered. Upon orthogonal wavelet
transformation, the noise component is still independently and identically Gauss
distributed (i.i.d) with zero mean and variance one, i.e.:

Wf = Ws + σWξ, with Wξ ∼ N(0, 1) i.i.d., (5.2)

Assuming that the variance σ can be estimated correctly, one can substract the
noisy wavelet coefficients from the wavelet transformed measured signal, to obtain
the coefficients corresponding to the clean signal. The general form of the wavelet
shrinkage algorithm (Donoho, 1993c) is therefore:

Algorithm 5.1 (Wavelet Shrinkage)

1. Transformation: Transform the data into wavelet space (Eqs. 4.19, 4.20).

2. Variance estimation: Estimate the variance σ̆ either:

• globally: σ̆ ≈ median(|D1|), independently of how thresholds are
computed, or

• locally: σ̆j ≈ median(|Dj|), j = 1, . . . , L, where Dj = {dj(k)}k∈ZZ

are the high-pass coefficients at resolution level j. This is a heuris-
tic workaround (Donoho, 1993c), approximating a non-Gaussian noise
distribution by superposition of several Gaussian distributions.

3. Threshold determination: Calculate for all resolution levels cut-off
thresholds t̆ either:

• globally: t̆ = Θ({Dj}j=1,...,L, σ̆), or

• level-wise: t̆j = Θ(Dj, σ̆), j = 1, . . . , L

where {Dj}j=1,...,L is the set of the high-pass subspaces on all decomposition
levels, and Θ is the threshold computation function (i.e., Visu, SURE, Hybrid
Shrink given in Eqs. 5.4- 5.6, or others), L is the last decomposition level.

4. Threshold application: Apply these thresholds by the Soft-thresholding
method:

ηtSoft(dk) =

{
sign(dk)(|dk| − t̆) , if |dk| > t̆
0 , if |dk| ≤ t̆

, (5.3)

such that the shrunk coefficients are d̂k = ηtSoft(dk) , for dk ∈ D̃, where D̃ is
a subset of wavelet coefficients, which could be either {Dj}j=1,...,L, or Dj.
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5. Back-transform: Transform the modified wavelet coefficients d̂k back into
the image space, Eqs. 4.21, 4.22.

Three threshold computation functions are considered:

Visu Shrink (Donoho, 1995b):

t̆Visu = σ̆
√

2 log n , (5.4)

SURE (Donoho and Johnstone, 1995):

t̆SURE = arg min
t

1

n


n − 2#

( |dk|
σ̆

≤ t

)
dk∈D̃

+
∑

dk∈D̃

min2

( |dk|
σ̆

, t

)
 ,(5.5)

Hybrid (Donoho and Johnstone, 1995):

t̆Hybrid =


 σ̆

√
2 log n , if 1

n

∑
dk∈D̃(d2

k − 1) ≤ (log n)
3
2√

n

t̆SURE , else
, (5.6)

where t̆ is the estimated threshold, σ̆2 is the globally or locally estimated variance
(cf. Step 2), n is the number of wavelet coefficients in D̃ (from Eq. 5.3).

The fixed threshold determination method “Visu Shrink” (Donoho, 1995b) is
very well suited for an extremely sparse wavelet coefficients space. The “SURE
Shrink” Method (Donoho and Johnstone, 1995) is adaptive and performs bet-
ter on not too sparse coefficients spaces and the “Hybrid method” (Donoho and
Johnstone, 1995) makes a compromise between Visu Shrink and SURE Shrink,
calculating a threshold adapted to the amplitudes of the coefficients only when
they are not too sparse (see Figure 5.4 for an example).

5.2.2 3D Extension of the Shrinkage Method

The extension to 3D space of Donoho’s 1D wavelet shrinkage algorithm, leads to
following variants:

• Subspace-wise threshold determination:
t̆qj = Θ(Dq

j , σ̆), j = 1, . . . , L, q = 1, . . . , 7, where Dq
j = {dq

j(l,m, p)}(l,m,p)∈ZZ3

can be computed in addition to the already known global and level-wise
threshold determination.

• Variance estimation: The variance can be estimated as follows (Donoho
and Johnstone, 1995):

– globally: σ̆ ≈ median(|{Dq
1}q=1,...,7|), independently of how thresh-

olds are computed, or

– locally: σ̆j ≈ median(|{Dq
j}q=1,...,7|), j = 1, . . . , L, if the t̆j’s are com-

puted level-wise or σ̆q
j ≈ median(|Dq

j |), j = 1, . . . , L, q = 1, . . . , 7,

if the t̆qj ’s are computed subspace-wise.
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• Threshold application: Hard-thresholding can be used alternatively to
the smoothing Soft-thresholding, Eq. 5.3

ηtHard(dk) =

{
dk , if |dk| > t̆
0 , if |dk| ≤ t̆

. (5.7)

Thus, when 3D-extending the wavelet shrinkage methods, several variants of
computing and applying thresholds arise. For comparing the results of denoising
algorithms and the application of different wavelet bases, several quality measures
are introduced and analyzed in Section 5.3.

5.3 Blind Best Basis Selection

In the case of confocal images of nerve cells no original un-noisy data is available
for results comparison and therefore it is not known how the ideally denoised image
of a specific neuron should look like. The choice of the best suited decomposition
wavelet and subband thresholding scheme is thus a difficult task, for which an
automatic “blind” procedure is needed.

The current section analyzes some “simple” performance measures usually ap-
plied for the determination of denoising quality (Section 5.3.1). It will be shown
that none of these measures is able to quantify all the needed quality criteria.
Therefore composed measures which additionally consider across-scales wavelet co-
efficients’ correlations (i.e. which become larger if linear structures are contained
in the image) are proposed and their performance is analyzed in Section 5.3.2.

5.3.1 Simple Quality Measures

Ideally, denoising diminishes the noise in-between image structures, such that con-
trast is enhanced. Therefore, a quality measure which incorporates this general
knowledge and the assumption of linearly shaped foreground objects is presented
in the following.

Denoising quality criteria imposed to well denoised images are:

1. Background noise and noise between neuronal structures is suppressed.

2. No neuronal structure is deleted from the image.

3. The neuronal structure is not blurred by the denoising procedure or even
more, edges are sharpened.

4. The wavelet coefficients representation should be sparse.
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The quality measures:
The following quality measures are considered for the determination of the good-

ness of the denoising result:

1. Fraction of non-zero coefficients (equiv. with the physical density):

D =
#{ui �= 0|ui ∈ CL ∪ D}

n
, (5.8)

in the wavelet coefficient matrix (i.e. the low-pass coefficients CL and all
high-pass coefficients D) of the denoised image is a measure of the reduction
of noise, pointing to images which fulfill Conditions 1, and 4. Better denoised
images will have a smaller density. The drawback of this measure is that, it
does not distinguish between cut noise and signal components, and is thereby
unable to detect a violation of Condition 2.

2. Risk: The “SURE/Hybrid Shrink” method determines the cut-off threshold
of the coefficients by minimizing the “SURE” risk function (Donoho and
Johnstone, 1995) (Eq. 5.5), which depends on the statistics of the wavelet
coefficients. Therefore the risk function is used to evaluate noise suppression.
Small risk means that only small coefficients - which are likely to represent
noise - are set to zero, such that Condition 2 is probably fulfilled. But
risk can also be small when the wavelet decomposition was not sparse and
consequently only few coefficients were cut off, such that almost no denoising
has taken place, as opposed to Condition 1.

The risk taken by the shrinkage of the coefficients is given by the sum of
SURE-Risks taken for the shrinkage of each subspace or level with given
thresholds:

R =
∑
r

1

n


n − 2#

( |dk|
σ̆

≤ t̆r

)
dk∈D̃r

+
∑

dk∈D̃r

min2

( |dk|
σ̆

, t̆r

)
 , (5.9)

where D̃r’s could be either all high-pass subspaces from all decomposition
levels together (D̃r = {Dq

j}j=1,...,L, q=1,...,7), or the subspaces on a single res-

olution level j (D̃r = {Dq
j}q=1,...,7), or one single subspace q at a specific

resolution level j (D̃r = Dq
j ), such that t̆r is the “SURE” risk determined for

D̃r.

3. Entropy: Good wavelet decompositions have sparse representations (Con-
dition 4) e.g. contain few nonzero elements of high amplitude which then
generate images of high contrast, fulfilling Condition 3. Good decompositions
in this sense are characterized by a small entropy (Wickerhauser, 1994b). But
some of the sparse denoising results arose from cutting away also coefficients
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representing neuronal structures (violating Condition 2), which lead to bad
reconstructions.

The following cost functional (Wickerhauser, 1994b) is small when the en-
tropy is also small:

E(d) = − ∑
dk∈CL∪D

|d2
k| log(|d2

k|) . (5.10)

4. Correlation: Since the neuronal branches are linear structures, which have
in at least one direction a lower frequency than the noise, it can be assumed
that cell branches will be represented by corresponding wavelet coefficients
at more than one resolution level.

The local correlation between the coefficient bq
j,l,m,p at location (l,m, p) in

subspace q at resolution level j and the corresponding coefficients bq
j−1 at the

next higher resolution level j − 1 has following form:

Lq
j,l,m,p(B) = bq

j,l,m,p{bq
j−1,2l,2m,2p + bq

j−1,2l+1,2m,2p + bq
j−1,2l,2m+1,2p +

bq
j−1,2l+1,2m+1,2p + bq

j−1,2l,2m,2p+1 + bq
j−1,2l+1,2m,2p+1 +

bq
j−1,2l,2m+1,2p+1 + bq

j−1,2l+1,2m+1,2p+1}. (5.11)

As such, it will be higher for coefficients representing linear structures than
for coefficients representing noise.

A high total correlation (e.g. sum of all local correlations, see Eq. 5.13) will
then point to images which have more undisturbed neuronal branches, fulfill-
ing Condition 2. This measure discriminates between noise and structure by
penalizing the structure removal more. In order to calculate the correlation,
three processing steps have to be taken:

Algorithm 5.2 (Across-Scales Correlation Computation)

(a) Dark background in all images: Some wavelets lead to high con-
trast images after denoising but add a constant gray level to the back-
ground. Since only the contrast contents of the images are of interest,
the DC level is subtracted in all filtered versions of one image before the
transform is applied. This operation has complexity O(n).

(b) Necessity of the Haar Wavelet Transform: The computation of
correlation between spatially correspondent coefficients of different res-
olution levels requires the knowledge of their correspondence relation.
Wickerhauser computes the shift introduced by the convolution of a sig-
nal with a filter function in (Wickerhauser, 1994c) and finds that the
shift introduced by the filter is constant for all frequencies only if the
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filter has a linear phase, whereas non-symmetric filters might shift dif-
ferent signals by different amounts, depending on the frequency spectra
of both the filter and the signal (see Appendix D.1 for details). Unfor-
tunately, among all quadrature mirror filters (QMF’s) only the Haar
wavelet has linear phase. The calculation of shifts between the corre-
sponding coefficients of two neighboring resolution levels would become
computationally untractable for all other orthogonal wavelets. Conse-
quently, correlations cannot be computed directly on the denoised wavelet
coefficients. Instead, the Haar wavelet has to be applied on the denoised
and reconstructed images.

The above two steps are described in Eq. 5.12: Suppose A is the filtered
3D image, where A = {ax,y,z}x,y,z=1,...,n, are the voxel gray values, n =
2N is the number of voxels along an image edge, and (x, y, z) ∈ ZZ3 are
spatial indices. Then the corrected image is:

B = 3D DWTHaar


A − 1

n3

n∑
x,y,z=1

ax,y,z


 , (5.12)

where 3D DWT is the 3D discrete wavelet transform and B =
{Bq

j}j=1,...,L, q=0,...,7, with B0
L ≡ CL and Bq

j ≡ Dq
j , q �= 0. This step

has a complexity of O(n).

(c) Correlation:
The quality of the filtered image is then determined by the sum over all
resolution levels of local correlations.

C(B) =
1

8 ‖ B‖2

L∑
j=2

7∑
q=1

2N−j∑
l,m,p=1

Lq
j,l,m,p(B) (5.13)

This operation has a complexity of O(n).

Consequently, the total computational cost required by this quality measure
is of complexity O(n)

5. Mean Squared Error: When using the “SURE/Hybrid Shrink” (Donoho
and Johnstone, 1995) denoising method, Donoho’s theory guarantees that
the Mean Squared Error (MSE) between the denoised data and the original
data is minimal. Using the MSE between denoised and original data as an
error measure would then be a natural choice for a quality measure. How-
ever, neuronal structures occupy only small parts of the confocal microscope
images, the rest being background pixels. Background pixels will have a large
influence on the MSE measure, such that its value may become meaningless.
Therefore it will not be considered further.

Figure 5.1 shows the sorted measure values of all denoised variants of six analyzed
images (the used data and experiments are presented in Section 5.4). Since no
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single measure fulfills all quality criteria imposed for a good denoising, a function
of several of the measures given above are proposed in the next section.

5.3.2 Composed Quality Measures

It is expected that a combination of the outputs of two or more of the above
presented quality measures would give more relevant best answers.

However, since the violation of Condition 2 generates low density values (i.e.
optimal values), D will not be considered further as a candidate component for
a good quality measure, because it could influence too strongly the composed
outcome.

Therefore, since the MSE is not considered either (see above), the minima of
the entropy and risk measures and the maxima of the correlation measure are of
further interest. It is desired that the measures have steep slopes in the above
mentioned interest zones, such that good differentiation between values is made.

First each measure has to be normalized appropriately:

• If the quality measure shows a significant slope in its interesting area, then a
linear mapping of the measure values for all denoising results to the interval
(0, 1] is suited, or

• if the values in the interesting area of the quality measure are too similar, a
nonlinear transformation has to be applied, e.g. the log or the exp function,
in order to stretch the gaps between values (see Eqs. 5.14- 5.17).

Because of the shape of the individual Quality Measures, the logarithmic normal-
ization is taken for the risk and entropy measures (Fig. 5.1.b and c) and the linearly
normed correlation measure or the normed exponent is taken for the correlation
(Fig. 5.1 d).

After normalizing, the operation has to be chosen by which the three measures
are to be combined. Addition is equivalent to an unification operation and multi-
plication is equivalent to an intersection operation. For the addition the correlation
measure is reversed by sign change, such that all measures have their interesting
zone in the minima, whereas for multiplication the reciprocal value of the risk and
the entropy functions is taken.

The four alternative methods which arise from these considerations would then
be:

• the additive combination:

– with normed correlation:

Ck + Mk = norm (−C(Bk)) + (norm (log (norm(Mk)))) , or (5.14)

– with normed exponent of correlation:

exp(Ck) + Mk = norm
(
−eC(Bk)

)
+ (norm (log (norm(Mk)))) . (5.15)
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a) Density D b) Risk R c) Entropy E d) Correlation C

Figure 5.1: The Shapes of the Component Quality Measures: The zones of
interest are the minima of the risk and the entropy and the maxima of the correla-
tion. In order to enlarge the distances between values in these zones, logarithmic
transforms are applied to the risk and the entropy, and exponential transforms are
applied to the correlation.

• the multiplicative combination:

– with normed correlation:

Ck

Mk
= norm (C(Bk)) · norm


 1(

log
(

Mk−mink(Mk)+δ
δ

)
+ ε

)

 , or (5.16)

– with normed exponent of correlation:

exp(Ck)
Mk

= norm
(
eC(Bk)

)
·norm


 1(

log
(

Mk−mink(Mk)+δ
δ

)
+ ε

)

 ,(5.17)

∀k ∈ S(W,DM) , where S(W,DM) is the set of wavelets W , each combined with
all possible denoising methods DM , δ, ε ∈ IR, with δ, ε → 0, norm : IR → (0, 1],
is a linear mapping transformation, M is either R or E .

5.4 Applications

5.4.1 Datasets

The 3D denoising was tested on six cut outs from confocal microscopy scans of
the inter-neuron A4I1 of the migratory locust2 (Locusta migratoria migratorioides
- presented in Section 2.3, boxed regions in Figure 2.2), each 64 × 64 × 64 voxels
in size, which will be called tz1, tz2, lr, x192, x256, and x320 (their maximum
intensity projections (MIP) onto the Cartesian planes are shown in Figure 5.2).

Images tz1 and tz2 are taken from two confocal scans of the cell shown in
Figure 2.2.a, in which different fluorescent labels (Cy3 and Cy5) were used. The

2Courtesy of Dirk Bucher, Department of Biology, Brandeis University, Waltham, MA, USA.
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lr is a cut-out from the low resolution scan 3adpro20neu (Figure 2.2.b), whereas
x192, x256, and x350 are the three cut outs from neuron Magde4 (Figure 2.2.g),
where the numbers in the name denote the x-coordinate of the left sides of the cut
outs.

The images differ in contrast, percent volume filled by the cell structure, the
spatial characteristics of the neuronal branches and the properties of the noise.

5.4.2 Experiments

On the above mentioned datasets, transformations were performed with 23 dif-
ferent wavelets belonging to the Haar, the Beylkin, the Coiflet, the Daubechies
and the Symmlet families (see Appendix A for the filters). A brief visual in-
spection of the denoising results obtained from the “Visu Shrink” method showed
that this method is mostly not suitable for confocal microscopy data, because
it always shrinks unadaptively the first σ̆

√
2 log n lowest coefficients, regardless of

their sparseness. This turns out to be too high a threshold for this kind of images3.
Also, global threshold determination gives poor results because the noise distribu-
tion in real images is not Gaussian. Therefore following methods are considered:
i) the “SURE” vs. “Hybrid” threshold calculation methods, ii) the global vs. local
variance estimation, iii) the level-wise vs. subspace-wise threshold determination,
and iv) the soft vs. hard threshold application. In total 23 x 2 x 2 x 2 x 2 = 368
different denoising variants must be evaluated for each of the six images.

All noise reduced images are then evaluated by the simple quality measures and
the proposed set of composed measures (Eqs. 5.14- 5.17). Additionally, the selected
images are also scored by visual inspection. It is then counted how many of the
denoising results given by the top forty scores of the quality measures are good
guesses, i.e. are also present in the best visual inspection scores. The number
of considered best visual inspection scores varies between images, because only
relevant denoisings, which showed considerable improvements of image quality
were accounted for. Table 5.1 lists the percentage of best visual scores present in
the top 40 scores of each quality measure and shows also the mean and variance of
these guesses. As one can see, the individual quality measures perform well only
for some images and fail to give good results for others. All of them fail for the lr
image, where the neuronal branches fill only a very small part of the whole image
volume (cf. Fig. 5.2 f). The composed quality measures perform better than
the simple quality measures, all giving an average over twelve percent of good
guesses. The multiplicative combination between the exponent of correlation and
the logarithm of the entropy function, exp(C)/E , gives a better balanced number
of good guesses for all images, than the other measures, because it has the smallest
standard deviation among all measures.

3There exist always counterexamples (as shown in Chapter 10). It seems that Visu Shrinking
gives good results on very noisy images, since SURE Shrink would decide for lower thresholds in
these cases and therefore would leave too much noise in the image.



52 Denoising by 3D Wavelet Shrinkage

                        

a) tz1 b) tz2
                        

c) x192 d) x256
                        

e) x320 f) lr

Figure 5.2: The Analyzed Images (in MIP view) are six cut outs (each 64x64x64
voxels in size) from confocal scans of the inter-neuron A4I1 of the migratory locust
(Locusta migratoria migratorioides - presented in Section 2.3, Figure 2.2). Images
tz1 and tz2 are taken from two confocal scans of the cell presented in Figure 2.2.a,
in which different fluorescent labels (Cy3 and Cy5) were used. The lr is a cut-out
from the low resolution scan 3adpro20neu (Figure 2.2.b), whereas x192, x256,
and x350 are the three cut outs from neuron Magde4 (Figure 2.2.g), where the
numbers in the name denote the x-coordinate of the left sides of the cut outs.
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Table 5.1: The Hit Percentage for Simple and Combined Quality Mea-
sures

Quality
Measure tz1 tz2 x192 x256 x320 lr Mean σ

Risk (R) 36.11 0 12.82 0 10.52 0 9.91 14.07

Entropy (E) 5.56 0 41.03 29.73 10.52 0 14.47 17.04

Correlation (C) 2.78 21.62 30.77 0 0 0 9.20 13.53

C + R 41.67 21.62 15.38 5.41 5.26 0 14.89 15.27

C + E 11.11 21.62 28.21 21.62 10.52 0 15.51 10.21

exp(C) + R 19.44 21.62 23.08 0 10.52 0 12.44 10.58

exp(C) + E 5.56 21.62 33.33 5.41 10.52 5.88 13.72 11.43

C/R 55.56 10.81 15.38 5.41 10.52 0 16.28 19.95

C/E 5.56 10.81 30.77 24.32 0 11.76 13.87 11.58

exp(C)/R 38.89 21.62 20.51 10.81 5.26 0 16.18 13.96

exp(C)/E 5.56 21.62 28.21 16.22 21.05 11.76 17.40 8.02

Although the extension of subspace-wise threshold determination made here is
only a small variation of the classical denoising algorithms, considerably improved
denoising results are obtained if the method is used with local variance estimation.
It seems to be well suited for most images (in Fig. 5.3 three denoising examples
are shown on image x192), but not for all. The lr image gives the exception to this
“rule”. Since the percentage of the volume containing neuronal branches is rather
low and the noise is almost homogeneously distributed in this image (as shown in
Figure 5.4), level-wise thresholding with global variance estimation performs best.

5.5 Conclusions

This chapter has analyzed the issue of wavelet shrinkage of 3D confocal microscopy
scans of insect neurons with tree-like structures. This is a difficult task, because
the noise in these images depends on the specimen and preparation method and
is spatially variant. The data may have important structures of the same size as
the noise and due to its arborescent shape, structures may grow isotropically in
all spatial directions.

Therefore the 3D OWT is applied and Donoho’s shrinkage methods are ex-
tended here for the first time to 3D space (Dima et al., 1999a). However, denoising
results are difficult to quantify, since a ground-truth, noiseless image is not avail-
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Figure 5.3: Some Denoising Examples on Image x192: Top row: Three
orthonormal slices (14,19,42) through original image x192; From top to bottom:
denoising with Symmlet 4, hybrid method, hard thresholding, global threshold
computation (smeared out); denoising with Beylkin, hybrid method, hard thresh-
olding and subspace-wise threshold computation (medium denoising); denoising
with Coiflet 1, hybrid method, hard thresholding and subspace-wise threshold
computation (good denoising). Comparing the bottom two rows (slices 14 and
19) we see that the denoising with the Coiflet wavelet has removed the blurring
(present in slice 14), leaving in slice 19 clean separated structures.
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a)

b)

c)

Figure 5.4: Denoising of lr and x192: Left: The volume rendering of the
denoised lr image (Daubechies 16 wavelet, hybrid threshold computation, hard
thresholding, level-wise threshold application and global variance estimation);
noise is homogeneously extracted from the whole image; Right: The volume
rendering of the denoised x192 image (Coiflet 5 wavelet, hybrid threshold com-
putation, soft thresholding, subspace-wise threshold application, local variance
estimation); noise is mainly extracted from the zones around the neuronal struc-
tures. The rows show: a) the overlay of volume renderings of the denoised image
(blue), and of the extracted noise (magenta); b) the volume renderings of the
denoised images; c) the volume renderings of the extracted noise structures.
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able for this kind of data. This work introduces new composed quality measures
(Dima et al., 1999b) to objectively determine the quality of the denoised images
obtained by the shrinkage variants of the 3D extension. These innovations are
discussed in more detail below.

Extension of the wavelet shrinkage variants to 3D space:
Donoho’s shrinkage methods4 are extended to 3D space (in Section 5.2) since

they provide a good compromise between denoising quality and computational
load. Although the extension is straight forward, it is - to my knowledge - here for
the first time that such an extension was performed, and that all the computing
variants were tested on real data. Usually, only global thresholding is applied,
even on 3D data (Yu et al., 1996). In contrast, the experiments performed here
have shown that the adaptive, subspace-wise variance and threshold estimation can
improve significantly denoising quality, even if the threshold computation is such a
simple one, like the “SURE Shrink” or the Hybrid method. This can be explained
by the fact that each subspace has differing frequency band characteristics. Also,
one may regard subspace-wise threshold estimation as a heuristic approximation
of a mixture of Gaussians model of the underlying data, which confers a more
general character to the method.

It is a long going debate about the performance of Donoho’s shrinkage meth-
ods on real data, against their theoretical statistical optimality (Taswell, 2000)
and against other, more complex models. Nason (1996) reports for example the
complementary performances of his cross-validation method and Donoho’s “SURE
Shrink”. Even if it is known (Donoho and Johnstone, 1995; Moulin and Liu, 1999)
that the statistically optimal “Visu” shrinking method provides oversmoothed re-
sults when applied on real data, the experiments performed here show that de-
noising performance and the threshold determination is strongly dependent on the
noise statistics of the underlying data (an example where “Visu” shrinking provides
better results than other shrinking methods is given in Section 10.2). Therefore
no “best denoising procedure” can be given in general.

Quality measures for best basis selection:
The second - still not solved - issue is the construction of a measure, which is able

to determine from the wavelet transformed dataset the conciseness of the repre-
sentation and implicitly the fitness of the used wavelet and decomposition scheme
to the underlying data. Some of the most commonly used simple error/fitness
measures were analyzed in Section 5.3.1 (e.g. density, MSE, entropy). It was
shown that none of them can decide by itself whether all quality criteria were
met. Even more, it was shown that the density and MSE are highly unsuitable
measures for this task. Additionally, a correlation measure (Eq. 5.13) between
coefficients on neighboring scales was introduced (Dima et al., 1999b), which is
related to the idea of Markov Random Fields’ spatial relationships (Malfait and

4The 3D OWT and the shrinkage methods were implemented for this work in C++.



5.5 Conclusions 57

Roose, 1997; Pizurica, Phillips, Lemahieu and Acheroy, 2000). It is this measure,
which gives more information about the structural contents of the image5, since
it has higher responses whenever short line segments are present. Therefore it is
a compulsory element in the newly introduced composed quality measures (from
Section 5.3.2). These combine two simple measures in order to comply with several
quality requirements. Consequently, their responses are more consistent with the
human perception. However, since only a relatively small number of good guesses
can be found in the first forty scores of the quality measure, the choice of the
denoising method has to be done by visual inspection of these forty best candi-
dates. Although the selection of the best wavelet basis cannot be performed fully
automatically, it gives a small set of possible good wavelets and method candidates.

Future improvements:
The methods presented here are only a first step in the technique of denois-

ing confocal microscopy images. Some of the (computationally more expensive)
considerations for the further improvement of the denoising results can be:

• the anisotropic wavelet decomposition (i.e. with different decomposition
scales in lateral and axial directions), since the axial resolution of confocal
microscopy scans is two times lower than their lateral resolution. However,
data sizes of confocal scans are typically two to four times smaller in axial
direction than in lateral direction, which would imply the necessity of an
axial interpolation step, in order to enlarge the number of samples along this
direction. This leads to considerable blow-up of the data sizes which demand
powerful computing machines having a large memory.

• the application of translation and rotation invariant wavelet transforms.

• the application of a Poisson noise distribution model as in Kolaczyk (1998)
and eventually a spatially adaptive estimation of noise parameters.

• the application of more sophisticated denoising methods as for example those
using the Bayesian framework and geometrical intra and inter-scale relation-
ships.

Denoising is a pre-processing step, which may be performed when the SNR of
the image is very low. Chapter 10 shows examples where a preliminary denoising
step is benefic for the further processing steps needed for graph construction.

5Observation: sometimes, depending on the used wavelet, one of the wavelet decomposition
subspaces can be characterized by a bimodal coefficients’ distribution. Since the wavelet shrink-
age concept assumes super-Gaussian coefficients’ distributions, very bad denoising results were
obtained in these cases. This phenomenon should be further investigated, since it could provide
an additional criterion for the choice of a well suited wavelet. However, this would necessitate a
thorough study of the coefficient’s distributions of a large number and variety of images. Since
this issue is going beyond the scope of the current work it was not followed further here.





Chapter 6

Edge Detection

To detect certain objects in images most applications start their analysis with
the detection of object boundaries. This is usually achieved by an edge detection
step followed by a pruning of spurious edges and by the validation of the edges
corresponding to the searched objects. For example, Ancin et al. (1996) compute
connected boundary components to segment adaptively different cell types by a
model based object validation. Smith and Lange (1998) measure fractal dimen-
sions of neuronal cells using boundary edges. Similarly, Arneodo et al. (2000)
perform a multiscale edge detection to analyze the multifractal structure of cloud
images. Carmona et al. (1995) eliminate strong edges from wavelet space, in order
to suppress blood vessel vibrations which mask the dynamical range of intrinsic
signals from in vivo optical imaging data.

In the current chapter a short overview of currently available edge detection
methods will be given in Section 6.1. From this variety the wavelet based multi-
scale edge detection method is chosen and briefly described in Section 6.2. Based
on it a new across-scales validation method (Dima et al., 2002) for boundary edge
enhancement is derived in Section 6.3 (Diagram 6.1 gives an overview of the per-
formed steps). The performance of the validation method is shown in Section 6.4
on data having different object characteristics and noise distributions. Conclusions
are drawn in Section 6.5.

6.1 State of the Art

Edges in multivariate scalar functions, like 2D or 3D images, are defined as the
points of maximal gray value variation. The problem is to find a criterion to distin-
guish between noisy edges and object boundary edges. Many different approaches
for edge detection are found in literature:

• linear operators, such as the early Sobel operator, the first derivative, or
the second derivative, detect as well edges corresponding to noise, do not
facilitate the separation of object edges from noise.
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Figure 6.1: The Edge Detection Steps: After an optional denoising step, the
edges are detected by a multiscale wavelet transform. A validation measure com-
putes correspondences between edge points across neighboring scales, s.t. bound-
ary edges are enhanced over noisy edges. The boundary edges can thereafter be
safely separated from noise by a thresholding step.

An improvement to the problem of object detection of different sizes is
brought by multiscale approaches like the wavelet and the scale-space the-
ory, which are based on differential operations (e.g. the first derivative
(Canny, 1986), or the second derivative, i.e. the Laplacian of a Gaussian -
LOG (Marr and Hildreth, 1980)). Although both the wavelet based approach
and the scale-space framework perform several low-pass filtering steps with
filters of differing bandwidths, followed by a differential operation, they use
different strategies to extract the significant edges from the multiple scales.

The translation invariant wavelet transform (Mallat and Zhong, 1992) acts
like a regularity detector, allowing the characterization of singularities from
the evolution across scales of the corresponding coefficients. Therefore algo-
rithms arose for the “back-tracking” of the significant edges from coarse
to fine scales (Malfait and Roose, 1997; Pizurica, Phillips, Lemahieu and
Acheroy, 2000; Arneodo et al., 2000). The former two algorithms immerse
into a Bayesian framework the Markov Random Field model of spatial depen-
dencies, combined with an inter-scale coefficient validation method. Whereas
this approach profits of the advantages brought by all three concepts (i.e.
WT, Bayes, MRF), it is highly complex and it depends on correct a pri-
ori assumptions about coefficient distributions. In contrast, Arneodo et al.
(2000) apply the continuous wavelet transform to assure true translation in-
variance and to perform an exact tracking of the detected edges. Therefore
both methods are computationally expensive.
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The scale-space theory (Lindeberg, 1998), uses Gaussian smoothing kernels
instead of wavelet functions. This allows the analogy of the evolution across
scales of the coefficients generated by certain multiscale differential operators
(e.g. DOG, LOG) with the heat-diffusion equation, s.t. it is possible to
automatically select the scale, at which an edge or feature point has to be
represented.

Elder and Zucker (1998) show that “back-tracking” methods, as well as scale-
space methods relying on the output of only one differential operator may be
mislead at coarse scales by cross-influences of nearby edges and by the spatial
drift of edge locations due to low-pass filtering. Using the model of Gauss-
blurred ramp edges with additive Gaussian noise, they analyze the problem of
automatic scale selection for the representation of each edge point. The scale
selection/estimation (so as to attenuate noise) depends on the global SNR of
the image, the local contrast level and the degree of blurring of the edge under
focus, which is estimated concomitantly with the scale. For this purpose a
reliability criterion is established according to the probability of committing
one or more false positive errors over the whole image. This is transformed
into pointwise significance and subsequently used in the derivation of the
locally minimum reliable scale. The derivation is based on the independence
of the noise at each pixel. The system uses information from differential
operators up to the third degree, so that multiple, spurious responses of
the gradient operator due to noisy edges can be avoided by the analysis of
the smoother response of the higher order operators. Nevertheless the edge
drifting problem and the problem of the false detection of spurious local
maxima cannot be solved completely. The system is highly complex and even
for 2D computationally intensive. Even if search space would “explode” for a
3D transcription, the method should be considered for an implementation on
future, more powerful machines or on parallel machines (see also comments
in Section 11.4).

• the multiscale Markov Random Field (MRF) approach developed by
Guensel et al. (1996) has the advantage that edge locations are not shifted
across scales as they are by the low-pass filtering needed by the scale-space
and wavelet transforms. Therefore across-scales validation of edges is more
accurate. But the edge detection procedure relies on the minimization of an
energy functional which is computationally expensive.

• anisotropic diffusion (Perona and Malik, 1990; ter Haar Romeny, 1994;
Chen and Chiou-Dong, 1999) use nonlinear smoothing to enhance strong
edges, to blur weak edges, and to preserve the spatial locations of the edges
across scales. The method performs better on 2D images of natural scenes
than scale-space approaches (i.e. using Gaussian smoothing), but the as-
sumption that foreground objects have stronger contrast than noise is in
general not true for biological data. Confocal microscopy images have often
weak contrast, such that objects have gray levels which are comparable to
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the noise level. This makes the method less suited for the purpose of the
current work.

• nonlinear morphologic operators (Lee et al., 1987; Yoo et al., 1993;
Boomgaard and Smeulders, 1994; Qu, 1996; Jackway and Deriche, 1996),
compute morphologic edges from a dilated and an eroded version of the
smoothed original 2D gray value image. The detected morphologic edge
points are located at half distance between the edges of the dilated and
eroded images and have the strength of the morphologic gradient.

Qu (1996) combined the idea of maxima detection in gradient direction with
the morphologic edges. He suppresses edges corresponding to noise with a
global threshold. Thereafter multiple edges which appear in gradient di-
rection inside a window of predefined size are assumed to be spurious and
are pruned away. Applied on a 2D image of retinal blood vessels it out-
performs the classical morphologic edge detectors (Lee et al., 1987; Yoo
et al., 1993; Boomgaard and Smeulders, 1994), detecting large as well as
fine vessels, but the latter are represented only by one edge instead of two,
due to the pruning step.

Considering the wealth of edge detection algorithms, means for performance
evaluation of these algorithms are needed. However, it is difficult to construct
an automatic method which complies with the task dependent human evaluation.
There are several ways to perform the comparisons, such as by the human visual
ranking (Heath et al., 1997) or automatically by the performance evaluation of a
tool which uses edge inputs (Shin et al., 2001). The visual ranking has to be carried
out by many observers such that a statistical evaluation is possible. Heath et al.
(1997) performed this evaluation and found out that the performance of each edge
detector depends mainly on the underlying image and that its parameters should
be adapted for the image to obtain optimal results. However, from five analyzed
algorithms, the Canny edge detector (Canny, 1986) had the most stable perfor-
mance (with respect to parameter settings and image variety) and gave the second
best results. The Bergholm edge detector (Bergholm, 1987), which is a Canny-like
Gaussian multiscale approach (it tracks the edges found at lower resolutions down
to higher resolutions), gave the best results and had also a good stability.

The same relative stability and ranking of the Canny and Bergholm detectors
was observed by the automated procedure of Shin et al. (2001), who compared eight
algorithms by supplying the detected edges to a structure from motion (SFM) task
and validated the results with those obtained from ”ground truth” edge images.

Most of the edge evaluation methods either use visual comparisons, or require
ground truth edges of the analyzed images. Unfortunately, for such complex data
as the 3D biological images used in the current work are, visual comparison can
be performed only by experts who are familiar with the considered probe. These
comparisons require much more time than the simple visualization of 2D images
of familiar surrounding world 2D pictures. Neither can ground truth edge images
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of this data be established, because often not even the experienced observer can
decide where the exact location of the transition between tissues or between tissue
and background lies.

The special characteristics of confocal microscopy scans impose several condi-
tions to the used edge detection algorithm:

1. Since the SNR of the confocal microscopy scans is often very low, the algo-
rithm used for the extraction of significant edges should be sensitive to low
contrasted foreground objects, as well as it should be robust to noise. These
two conditions are complementary.

2. The highly varying sizes of the neuronal branches demand a multiscale anal-
ysis.

3. Fast as well as memory efficient algorithms are needed due to the high di-
mensions of the confocal scans of neurons.

Since it is sensitive to weak contrasts and allows a fast implementation of order
O(n log n) (where n is the number of voxels in the image), the translation invariant
multiscale wavelet transform proposed by Mallat and Zhong (1992) is used here for
edge detection (see Section 6.2). The employment of Spline wavelet filters by the
TIWT leads to the approximation of a multiscale Gaussian transform. Thus the
method is related to Canny’s edge detector, as it will be shown in the next section.
An across-scales validation of the detected edges introduces a certain similarity of
the method to the Bergholm (Bergholm, 1987) operator.

The methods mentioned in this section validate edges relying rather on the
strength of the edges than on the direction of the gray value gradient. A first
approach for the across-scales validation of (wavelet detected) edges using gradient
direction (but disregarding their orientation) was done on 2D images by Rehse
et al. (1996). This is the starting point for the across-scales boundary validation
method presented in Section 6.3, which bases on the translation invariance of the
wavelet transform and considers the strength of the edge points, the direction and
additionally the orientation of the associated gradients.

6.2 Multiscale Edge Detection

Object boundaries are the transition between background and the points repre-
senting the observed object. Their location cannot be determined exactly if the
object border is low contrasted and it is disturbed by noise, as it is the case in
microsocope images. The detection of noisy borders can be facilitated by a pre-
liminary low-pass filtering of the image, which smoothes out the noise. The width
of the used low-pass filter influences the degree of blurring applied to the image
and cannot be determined optimally for the whole image. Therefore a multiscale
approach which uses filters of different sizes is useful.
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Let us consider a gray value image f(�x), with �x being the 3D coordinate of a

voxel. Then the scaled versions ξs(�̂x) of f(�x) are :

ξs(�̂x) = (f ∗ θs)(�̂x), where �̂x =
�x

s
, and θs(�̂x) =

1

s
θ(

�x

s
), (6.1)

is a scaled smoothing function1 at scale s.
Edges are defined mathematically as locations of high gray value variation, i.e.

these are local maxima of the differentiated image. It was shown in Section 4.3 that
wavelets having n ≥ 1 vanishing moments are singularity detectors and concomi-
tantly they are the n-th order derivative of a smoothing function θ (Section 4.4).
The gradient2 of ξs(x) can be computed from Equation 6.1 by applying the wavelet
transform to f :

�∇xξs(x) = s�∇x(f ∗ θs)(x) = f ∗ (s�∇xθs)(x) = (f ∗ Ψs)(x), (6.2)

Ψs(x) =
1

s
Ψ

(
x

s

)
= s�∇x(f ∗ θs)(x)

In the following octave bands s = 2ns0, n = 0, 1, 2 . . . are chosen. The edges
are thus the local maxima of the modulus Ms of the gradients �γs(x) in gradient
direction, i.e. if:

Ms(x) = ‖(�∇ξs)(x)‖ is the modulus of the gradient, and (6.3)

�γs(x) =
1

Ms(x)
(�∇ξs)(x), is the normalized gradient direction, (6.4)

the binary edge image Es(x) is defined by:

Es(x) =

{
1, if Ms(x) > max(Ms(x − s�γs(x)),Ms(x + s�γs(x)))
0, else.

(6.5)

The gradients are calculated with the “A Trous” pyramidal decomposition scheme
(Mallat and Zhong, 1992) (see Appendix C for the implementation). Since the
used wavelet basis is separable, the multidimensional wavelet transform can be
implemented as a tensor product (as described in Section 4.2), such that 3D images
can be decomposed by applying separately a one-dimensional wavelet transform in
each of the three Cartesian directions. This is also computationally more efficient
(O(n log n)) than the convolution with a 3D kernel.

Edge detection as described in this section depends on local intensity varia-
tions and therefore allows the detection of even the weakest and thinnest neuronal
branches. Consequently small background fluctuations are detected as well, such
that a method to separate the edges which correspond to object boundaries from
noise is needed. This is established in the following section.

1Since the cubic Spline is the best compactly supported approximation of a Gauss filter, it is
used here as the smoothing function θ (see Appendix B.1).

2Notation: From here on, the arrows above the 3D vectors denoting spatial locations are
omitted for the simplification of notation. The arrows mark therefore only vectors denoting
directions. The hat, denoting rescaled coordinates (i.e. x̂ = x

s ), is also omitted, since these
appear only in rescaled functions and are therefore implicit.
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Mallat and Zhong (1992).

Figure 6.2: Evolution of Coefficients Across Scales: Wavelet coefficients gen-
erated by sharp peaks (middle right), which usually correspond to speckle noise,
decrease in amplitude while resolution is decreasing, whereas the coefficients’ am-
plitude is constant for step edges (middle left), or increasing for smooth edges
(outer left and right).

6.3 Edge Validation Across Scales

Edges on multiple scales are thus detected by filtering the image with low-pass
filters of different sizes followed by an application of the gradient operator. On
each scale, the application of the low-pass filter reduces noise, but it also changes
the location of edges due to a blurring effect. This change in location has to be
taken into account when information about edges is combined across scales. For a
finite number of scales s < s0, gradient extrema corresponding to the same edge
may be found in a certain neighborhood at the adjacent scale. According to Mal-
lat and Hwang’s (1992) theory the wavelet coefficients of the TIWT generated by
speckle noise (i.e. sharp narrow peaks) decrease and finally disappear from higher
to lower resolution scales whereas step edges or smoother edges generate constant
or increasing wavelet coefficients3. Figure 6.2 sketches the evolution of wavelet
coefficients for the most frequent edge types encountered in images. However, in
3D and in higher dimensional spaces the search space grows exponentially with the
dimension of the space and the uncertainty of existing correspondences between
spatially close events found on neighboring scales increases, such that the tracing
across more than two scales of modulus maxima becomes a computationally inten-
sive task. Transposing Mallat’s (1997) theory about the evolution of coefficients
along scales to discrete scale space, and assuming additionally that the gradient di-
rections of coefficients corresponding to the same edge are preserved across scales,
a new edge validation method is developed. This method strongly enhances edges

3For an exact description of the coefficients’ evolution see Appendix D.2
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belonging to object boundaries via a confidence measure G. G assigns high values
to edge points which can be found on two or more neighboring scales and small
values to edge points which lack those correspondences. The measure G is based
on the following assumptions about edges which result from object boundaries:

1. Edges are present in the primary edge images Es1 and Es2 of at least two
neighboring scales, s2 = 2±1s1.

2. The corresponding edge locations t and q are spatially close.

3. The corresponding edge points have similar gradient directions4, i.e. �γs1(t) �
�γs2(q).

Since scale discretization into octave bands is used, the spatial drift of correspond-
ing edges between two adjacent scales is large, such that the correspondences
cannot be determined uniquely and only adjacent scales can be used for edge vali-
dation. Therefore a measure C is established to determine the consistency degree
between two nearby edges belonging to adjacent scales (see Rehse et al. (1996) for
a 2D version):

C(t, q, s1, s2) = max[Ms1(t),Ms2(q)]Ms1(t)Es1(t) max
u∈Vt

R(u, s1, s2), (6.6)

where

R(q, s1, s2) =
Ms2(q)Es2(q)

maxu∈B(Ms2(u)Es2(u))
e−‖t−q‖ →

γ
T

s1
(t)

→
γ s2 (q), and (6.7)

q = arg max
u∈Vt

R(u, s1, s2), (6.8)

where Ms1(t), Ms2(q) are the absolute values of the gradient at scales s1, s2 and
locations t, q (cf. Eq. 6.3); B is the whole image and Vt is the neighborhood
considered at scale s2 for every location t at scale s1. The size of the neighborhood
Vt depends on the spatial extent of the low-pass and high-pass filters used for the
wavelet transform and is derived in Appendix D.3.

In Eq. 6.6, Assumption 1 is implemented by the terms Es1 and Es2 , which are
zero, if no edge is present, Assumption 2 is implemented by the exponential term
in R, and Assumption 3 is implemented by the scalar product between �γs1(t) and
�γs2(q) in R.

Due to the good approximation of Gauss curves by Splines (see Figure B.1 in
Appendix B.3 for a comparison), results from scale-space theory can be applied
here as well. According to scale-space theory (Lindeberg, 1998) gradients corre-
sponding to boundary edges are largest at scales which correspond to the extent of
the blurring of an edge (cf. to the diffusion equation). The characterization of the

4The consideration of gradient directions as well as of their orientations for across-scales
validation is a novelty. Until now gradient direction was used only for the detection of extrema
or for further differential computations on the same scale (Elder and Zucker, 1998). For the 2D
case a similar approach was done by Rehse et al. (1996), who considered gradient directions but
not their orientation.
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edge at its most representative scale is accomplished in C by a factor proportional
to the absolute value of the maximum of the gradients at the two scales s1 and
s2. Depending on the object sizes, their contrast levels, and the noise level, edges
reflect the analyzed objects either at the higher, at the lower, or on both resolution
scales. Since the consistency measure C is asymmetric w.r.t. the scales s1 and s2,
there are three ways to define the measure G(t) to assign the confidence value for
an edge, upon which the boundary edges are separated from noise in a later step:

Algorithm 6.1 (High to Low Edge Validation) evaluation of C from high to
low resolution (i.e. preference of higher resolution edge locations):

G(t) = C(t, q, s1, s2), if s1 < s2 (6.9)

Algorithm 6.2 (Low to High Edge Validation) evaluation of C from low to
high resolution (i.e. preference of lower resolution edge locations):

G(t) = C(t, q, s1, s2), if s1 > s2 (6.10)

Algorithm 6.3 (Symmetric Edge Validation) symmetric evaluation of C
(for an adaptive choice of edge locations from both resolution levels):

G(t) = C(t, q, s1, s2), if Ms1(t) > Ms2(q), ∀t s.t. Es1(t) = 1,

G(q) = C(t, q, s1, s2), if Ms1(t) < Ms2(q), ∀t s.t. Es1(t) = 1,

G(t) = C(t, q, s2, s1), if Ms2(t) > Ms1(q), ∀t s.t. Es1(t) = 0, (6.11)

G(q) = C(t, q, s2, s1), if Ms2(t) < Ms1(q), ∀t s.t. Es1(t) = 0,

with s1 > s2.

For the “symmetric” method the location of the edge at the scale for which the
absolute value of the gradient is largest is used for its placement in the boundary
edge image and therefore Algorithm 6.3 automatically selects the scale at which a
feature is present. Algorithm 6.3 is illustrated in Figure 6.3.

The choice of the method depends on the analyzed data. Algorithm 6.1 (Fig-
ure 6.8.a) reliably detects small structures, for example the terminal branches.
Since small neuronal structures cannot be distinguished from noise, it cannot be
filtered optimally by this method. Algorithm 6.2 (Figure 6.8.b) finds wider struc-
tures and therefore suppresses more noise, but small structures may also be lost.
Algorithm 6.3 (Figure 6.8.c) can fill in gaps left by Algorithm 6.2 and provides re-
sults with less noise than those given by Algorithm 6.1, being thus a good compro-
mise between the Algorithms 6.1 and 6.2. However, since Algorithm 6.3 completes
boundaries detected at low resolution with points taken from the higher resolution
at their respective locations, global edges are more fringed than those computed
by Algorithms 6.1 and 6.2.

The computational complexity of these methods is O(n · V 3
t ), where n is the

number of edge points in the image and Vt is the lateral length (in pixels) of the
considered neighborhood cube (Vt is illustrated in 1D in Figure 6.8)
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Figure 6.3: Edge Validation Across-Scales - Symmetric Algorithm: The
figure shows two primary edge images at adjacent scales s2 and s1 (top and center,
s1 > s2) and the corresponding boundary edge image of validated edges (bottom).
The location of edges is indicated by vertical bars, where the height indicates the
absolute value Ms of the gradient. For every edge point at the low resolution image
s1 we search for the edge point with the highest absolute value Ms2 of the gradient
in a neighborhood Vt within the high resolution image s2. Left: if Ms2 > Ms1 the
edge is placed at the location of the edge point in scale s2. Center: if Ms2 < Ms1

the edge is placed at the location of the edge point in scale s1. Right: If there
is no edge point in the low resolution scale, but there is an edge point at the
same position in the high resolution scale, then the correspondence in the lower
resolution scale is looked up.

After the enhancement of boundary edges by the validation measure, noisy
edges can be reliably eliminated by a global threshold operation. The behavior of
the validation measure is discussed in the next section on several datasets.

6.4 Applications

In this section two datasets5 (presented in Section 6.4.1) with different structural
and noise characteristics are used to show the behavior of the edge validation
method described above (in Section 6.4.2).

6.4.1 Datasets

The first dataset shows part of an intracellularly stained projection neuron from
the brain of a honeybee (Apis mellifera) which was recorded with a 20x air lens.
Due to the big spatial extent of the cell (the dataset is 264×256×160 voxels in size,

5Courtesy of Dirk Müller and Robert Brandt, Institute of Neurobiology, Freie Universität
Berlin, Germany
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a) b)

Figure 6.4: 3D Confocal Microscopy Image of a Stained Neuron from a
Honeybee Brain5: a) Volume rendering of the image. Arrows indicate areas,
where image contrast is low and noise is high; b) x-y-Slice through the dataset at
z=100, where all values above 25 are mapped to white. The dataset is 264×256×
160 (x,y,z) voxels in size, corresponding to 0.977 × 0.977 × 1.99µm per voxel.

each voxel corresponding to 0.977×0.977×1.99µm), lateral scanning resolution had
to be reduced in order to limit the amount of acquired data. Considering the long
exposition time of the neuron to the scanning light, laser intensity was kept small
in order to reduce photo-bleaching and tissue damage, which explains the presence
of areas with low contrast in the image. Figure 6.4 shows a volume rendering as
well as an x-y-slice through the dataset. Note the difference in contrast between
the thin and the thick dendrites of the neuron.

The second dataset shows part of the brain of a honeybee, the so-called mush-
room bodies, which was recorded using a 10x air lens. The dataset is 674×432×106
voxels in size, each voxel corresponding to 1.954 × 1.954 × 3.98µm. Figure 6.9.a
shows a part of an x-y-slice through this dataset.

6.4.2 Edge Validation Across Scales

Figure 6.5 shows the result of the wavelet transform (cf. Section 4.3, Figure 4.3)
applied on the neuron dataset, i.e. the primary edge images for the first three
spatial scales. On the high resolution scale (Figure 6.5.a), edges which correspond
to the neuron’s boundary are not connected and are almost indistinguishable from
the noise. At lower resolution scales (Figure 6.5.b,c) the noise is less prominent
and primary edges are smoother but wider. The edges are sometimes disconnected,
because high local dye concentrations (called varicosities) lead to bright spots in
the middle of the dendrites which in turn give rise to spherically aligned edge
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elements. The gaps are largest at low resolution scales.
Figure 6.6 shows all the boundary edges obtained by the symmetric validation

(Algorithm 6.3) on spatial scales 2 and 3 (Figure 6.6.a) and the associated confi-
dence measure (Figure 6.6.b). The gray values were mapped between 0 and 0.01%
times the maximum confidence value. It can be observed that the edges which
correspond to object boundaries are enhanced. Therefore, setting a threshold at
0.01% times the maximum confidence value will suppress noise almost completely
and preserve all boundary edges. Figure 6.7 shows the histogram of the absolute
values of the confidence values associated to the edges from Figure 6.6.b.

Figure 6.8 shows a comparison of the three edge validation methods from Sec-
tion 6.3 applied on the neuron data. If validation is performed in the direction from
higher to lower resolution (Algorithm 6.1 and Figure 6.8.a) narrow boundary edges
are extracted reliably. Validation from lower to higher resolution (Algorithm 6.2
and Figure 6.8.b) produces wider and smoother structures than Algorithm 6.2,
but the gaps between the boundary edge elements become larger. The symmet-
ric validation method (Algorithm 6.3 and Figure 6.8.c) automatically finds the
scale at which an object is represented best. For narrow structures, edges at the
higher resolution scale are preferentially detected by the symmetric method. Since
edge points come from locations of both analyzed scales, edges which have similar
strengths in both scales could be set at locations of either scales and therefore
could be more fringed than the edges detected by Algorithms 6.1 and 6.2.

Figure 6.9 shows the comparison of the three validation methods applied on
the brain dataset, which is characterized by structures on a larger scale. When
boundary edges are detected at scale 2 (Algorithm 6.1 and Figure 6.9.b) the result-
ing image is too detailed for further analysis. When boundary edges are detected
at lower resolution (Algorithm 6.2 and Figure 6.9.c) results are more suitable,
but several of the weak boundary edges are lost. Algorithm 6.3 detects edges
at low resolution except for the edges which are stronger at the high resolution
(Figure 6.9.d) and, therefore provides the best results.

Algorithm 6.3 has thus adaptively chosen in both datasets the most represen-
tative scale for the objects. In Figure 6.8 the result given by Algorithm 6.3 is
comparable to the result given by Algorithm 6.1, whereas in Figure 6.9 it is better
than both Algorithm 6.1 and Algorithm 6.2. Table 6.1 summarizes the behavior
of the three edge validation algorithms.

6.5 Conclusions

This chapter has shown, how 3D multiscale wavelet edge detection can be used
for boundary detection in confocal microscopy images. It was shown in Section
6.1 that the TIWT employed here approximates a multiscale Canny edge detector
and is related to the Bergholm edge detector by its edge tracking mechanism
across scales. Thus the edge detection performance of the current approach is
comparable to the two winner algorithms found by a visual (Heath et al., 1997)
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Figure 6.5: Primary Edge Representation: The figures show the result of
the “A Trous” pyramidal decomposition scheme for the first three scales (top
to bottom: high resolution to low resolution) for the neuron dataset (shown in
Figure 6.4). The images show the lower half of the x-y-slice for z=100. Arrows
indicate regions where artifacts emerge due to abrupt changes in dye concentration.
Gray values indicate the absolute value of the local gradient (black: 0; white: 0.1
times the maximal value and higher).
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a)

b)

Figure 6.6: Boundary Edge Images: a) Binary image of all boundary edges
determined by Algorithm 6.1 (Eq. 6.9) at scales 2 and 3; b) The confidence values
of boundary edges of a). Gray values are mapped between 0 and 0.01% times the
maximum value of the confidence (white). Only few noise pixels are mapped to
white, such that the application of the mentioned threshold, would cut off noise
almost completely.

and an automatic evaluation of edge detection algorithms (Shin et al., 2001).

Even if multiscale edge detection with wavelets is more robust against contrast
variations and against the different sizes of foreground objects than single scale
edge detection (which applied on the original gray value image, would result in
either of the edge images shown in Figure 6.5.), it is still prone to noise which
cannot be eliminated completely by low-pass filtering. Therefore a new across-
scales edge validation measure was introduced in Section 6.3 to distinguish real
“boundary” edges from noise (Dima et al., 2002). This validation measure is a
compromise between computational simplicity and analytic exactity. The novelty
of the edge validation measure lies in the comparison of the gradient directions and
orientations associated to edge points which are to be validated across scales. This
leads to a strong enhancement of boundary edges, such that a subsequent thresh-



6.5 Conclusions 73

   
   

   
   

Figure 6.7: Histogram of the Confidence Values of the Edge Points: The
x-axis shows the percentage of the maximum value of the confidence measure. The
histogram bar at 0.1 contains all values above 0.1% times the maximum value. All
edge points with values below 0.01% times the maximum value (at the left of the
dotted line) were set to 0. The choice of the threshold depends on the underlying
data and was done by visual inspection.

old segmentation is not critical, delivering clean images without throwing away
information about the object boundaries. Since edges arising due to noise do have
low confidence values the edge validation method can be used as an alternative
denoising step for images having a not too low SNR. Comparing three different
algorithm variants of the across-scales edge validation it was found that the “sym-
metric” variant provides often better results or at least equally good results as the
other two methods.

Other across-scales validation methods which are based on the continous
wavelet transform are presented for 1D data in Pizurica, Phillips, Lemahieu and
Acheroy (2000), and for 2D data in Arneodo et al. (2000), and in Elder and Zucker
(1998). Pizurica, Phillips, Lemahieu and Acheroy (2000) consider mean values of
edge strengths over a neighborhood and therefore responses are less pronounced
than a validation measure which considers a best fit. Arneodo et al. (2000) com-
putes the Lipschitz regularity over scales based on absolute values of gradients,
which could falsely validate with each other edges corresponding to neighboring
objects. Elder and Zucker (1998) consider the gradient direction for the subsequent
computation of higher order differentiation, but do not look at correspondences
across scales of gradient directions. All these approaches are algorithmically more
exact, but for 3D data having sizes as those presented here, such methods would
be computationally too expensive at the current state of the hardware. Addition-
ally, neither of them considers the gradient directions for across-scales validation,
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a)

b)

c)

Figure 6.8: Comparison of the Different Algorithms for Edge Validation
(Eqs. 6.9-6.11) on the Neuron Dataset: The figures show the images of
boundary edges (computed from scales 2 and 3), obtained with Algorithms a) 6.1,
Eq. 6.9, b) 6.2, Eq. 6.10, and c) 6.3, Eq. 6.11. The figures show the lower half of
the x-y-slice for z=100. Edges with a value of the confidence measure larger than
0.01% times its maximal value are mapped to white. Preprocessing was done as
for Figure 6.6. Arrows indicate locations where edge points derived from the third
rather than the second scale of the pyramid were detected by Algorithm 6.3.
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a) b)

            

c) d)

            

e)

            

f)

            

Figure 6.9: Comparison of the Different Algorithms for Edge Validation
(Eqs. 6.9-6.11) on the Brain Dataset: All images show a part of the x-y-
slice for z=26. a) Original image (674 × 432 × 106 voxels in size, corresponding
to 1.954 × 1.954 × 3.98µm per voxel); b) Original image superimposed with its
binary image of boundary edges (green). Edges were determined by Algorithm 6.1
(Eq. 6.9) from scale 2 to scale 3; c) Same as b) but with edges calculated by
Algorithm 6.2 (Eq. 6.10). Arrows indicate regions, where edges of low contrast
have disappeared; d) Same as c) but edges were calculated with Algorithm 6.3
(Eq. 6.11); e) Overlay of the boundary edges from b) (green) and d) (red); f)
Overlay of the boundary edges from c) (green) and d) (red). Lighter green indicates
edges which are present in both images c) and d). Red isolated edges indicate
regions where Algorithm 6.3 automatically completes the low contrast edges which
were missing in c) with the stronger edges present in b).



76 Edge Detection

Table 6.1: Advantages and Disadvantages of the Edge Validation Algo-
rithms

Algorithm Advantages Disadvantages

High to Low
(Alg. 6.1)

Detection of fine resolved
branches; details are preserved.

More noise is present and gra-
dient directions and borders
are more irregular.

Low to High
(Alg. 6.2)

Smooth edges are detected; the
associated gradient directions
are changing smoothly; noise is
cut off well.

Small branches and details are
lost.

Symmetric
(Alg. 6.3)

More details are preserved than
by Alg. 6.2; the edges are
smoother than those obtained
by Alg. 6.1.

Gradient directions and edges
are less regular than those ob-
tained by Alg. 6.2.

which is needed to distinguish between edge maxima belonging to nearby objects.
Since neuronal branches may have only small gaps between each other, these

can be lost by a low-pass filtering performed by the wavelet transform. Therefore,
depending on the underlying data, the choice of the prefered analysis scales should
represent a compromise between the obtained smoothness of edges and the loss of
data. However, the threshold choice is based on experience and depends on the
application task and on the underlying data. An overview of the chosen scales,
the employed validation algorithm, and the applied thresholds for all datasets
processed in this work is given in Chapter 10, Table 10.1.

The efficiency of Mallat and Zhong’s (1992) ”A Trous” algorithm gives one
more reason for the choice of the wavelet approach. Compared to scale-space
approaches, which use Gaussian smoothing kernels (with 7-20 coefficients - size
depends on the analyzed scale (Lindeberg, 1993)), the compact support of the
Spline wavelet used in the ”A Trous” algorithm (quadratic Splines with 4 coef-
ficients) avoids the oversmoothing of the data. It allows at the second highest
resolution scale to resolve structures which are at least 3 pixels away from each
other, and therefore it is well suited for the analysis of dense dendritic arbors. Ad-
ditionally, the narrow support of the Spline filter makes the convolution operation
computationally cheaper than the convolutions with Gaussian kernels performed
in the scale-space framework.



Chapter 7

Segmentation

Image segmentation is for a long time a broadly discussed topic in the image
processing community. The concept of segmentation has several meanings. The
simplest refers to the distinction between the foreground objects and background
objects (Lucier et al., 1994; Cohen et al., 1994). A more complicated concept is the
identification of objects having given structural characteristics from the rest of the
image (Ancin et al., 1996), and the most complex task is the classification of several
types of materials or tissues in one image, such as in fMRI brain recordings (Niessen
et al., 1999), in 3D CT images of the lungs (Dehmeshki, 1999), in mammograms
for tumor detection (Reichel and Quinn, 1998), or natural image classification for
query by contents of large image databases (Carson et al., 1999).

This chapter does not address the segmentation and classification of multiple
types of tissue or texture in one image, but focuses on the separation of foreground
objects from their background. Even this seemingly easy task becomes especially
difficult in the case of confocal microscopy images, which are characterized by
weak contrast and low SNR. Ideally, after denoising (Chapter 5) foreground pix-
els should be mainly characterized by gray values which are different from the
assumed homogeneous background, being therefore separable. However, such a
perfect denoising is not feasible in practice, making an additional segmentation
procedure necessary.

A new computationally efficient segmentation paradigm, which is called “Gra-
dient Tracing” (Dima et al., 2002) is presented in Section 7.2. The Gradient
Tracing is used for the segmentation of thin cylindrical objects (like neuronal
branches) and concomitantly for the detection of so called “symmetry” points of
the segmented objects. Section 7.3 uses these “symmetry” points as seeds for a
new version of the Seed-Fill procedure, which can be applied to detect objects hav-
ing any shape and size (the Diagram 7.1 shows the steps needed for segmentation).
The two presented segmentation methods are applied in Section 7.4 on datasets
having different image characteristics and segmentation purposes.
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Figure 7.1: Segmentation Steps: After detection of boundary edges, their as-
sociated gradients are traced in order to detect opposite boundary points (Sec-
tion 7.2), which leads to a segmentation of narrow objects. At the half distance
between each two opposing boundary points a “symmetry” point is set. Using the
“symmetry” points, the segmentation of wide objects is performed by a modified
Seed-Fill algorithm (Section 7.3).

7.1 State of the Art

The currently available segmentation algorithms1 comprise a large spectrum, start-
ing from global thresholding-schemes (Xu et al., 1998; Zhou and Toga, 1999; Gag-
vani and Silver, 1997; Ge and Fitzpatrick, 1996; Schirmacher et al., 1998; Kim
and Gilies, 1998), adaptive thresholding (Cohen et al., 1994; Roysam et al., 1992),
semi-automatic user assisted segmentation (Mortensen and Barrett, 1995; Stalling
and Hege, 1996), segmentation tailored specifically to the searched objects
(Ancin et al., 1996), passing through watershed segmentations (Vincent and
Soille, 1991; Beucher and Meyer, 1993; Viero, 1996), volume growing (Wegner
et al., 1995; Niessen et al., 1999), to probabilistic approaches based on Markov Ran-
dom Fields and Bayesian inference (Reichel and Quinn, 1998; Dehmeshki, 1999).

Global threshold segmentation (Xu et al., 1998; Zhou and Toga, 1999;
Gagvani and Silver, 1997; Ge and Fitzpatrick, 1996; Schirmacher et al., 1998;

1The segmentation procedures mentioned here are mainly used for the segmentation of bio-
logical data. This section does therefore not claim to give a complete overview over the currently
available methods.



7.1 State of the Art 79

Kim and Gilies, 1998) is the simplest and therefore mostly used way to separate
foreground from background. For neuronal datasets, which have large contrast
variations of foreground data, this method either looses the very thin and low
contrasted - but biologically important - structures like spines and terminals, or
leaves a considerable amount of noise.

Adaptive thresholding (Cohen et al., 1994; Roysam et al., 1992) tries to
overcome this problem by adapting the segmentation threshold to the local gray
values of the image. It certainly improves the segmentation quality compared to
the global thresholding, but can still miss the less contrasted regions.

The watershed segmentation (Vincent and Soille, 1991; Beucher and Meyer,
1993; Viero, 1996) is based on the concept of region-growing, starting from local
extrema (either minima or maxima) basins. This approach is thus dependent
on the homogeneity of the gray value distribution. Since objects from biological
images have large gray value variations, this method might create too strongly
splitten segmentations.

Semi-automatic procedures, which demand user input are more exact than
automatic procedures. Intelligent scissors (Stalling and Hege, 1996) is an interac-
tive method for a manual segmentation which searches an optimal path in a pixel
grid, according to a cost function. But for big and complex datasets, this demands
too much user interaction, which makes segmentation rather tedious.

For the differentiation of objects on different scales, a semi-automatic
multiresolution-segmentation based on the watershed transformation was intro-
duced by Wegner et al. (1995). The watershed transformation is applied iteratively
on region-graphs, in which neighboring regions with similar gray values are uni-
fied. This assumption is not always true in neuronal image data, as the examples
of Section 6.4 have shown.

A similar idea which needs few user interaction is presented by Niessen et al.
(1999), where a region tree is constructed from a multiresolution stack. Depending
on the desired number of different segments (provided by the user), the algorithm
unifies certain intermediate tree nodes from lower to higher resolution, ending with
the labeling of the leafs in the original image, such that compact regions are created
based on similarity criteria across scales.

For a segmentation of high quality, specific knowledge has to be plugged in.
This is often done by the consideration of problem specific models, which pro-
vide precise information about the structural characteristics of the objects which
are to be segmented. Ancin et al. (1996) segments different types of cells from
the rat liver, using specific cell characteristics. They use a learning by example
approach to validate an adaptive segmentation based on clustering. This kind of
segmentation tools perform well on the problem at hand, but lack generality.

A modified Expectation Maximization algorithm which includes Markov
Random Field (MRF) dependencies in its probabilistic model (Dehmeshki,
1999) proved to separate noise and different tissues from each other much better
than classical Maximum Likelihood methods, but the algorithm is computationally
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intensive.
Another complex model (Reichel and Quinn, 1998) uses a MRF model to cluster

texture patches and to identify automatically the number of textures, and applies
Bayesian post-processing for the final fine tuning of the results.

Similarly, Carson et al. (1999) computes feature vectors on image patches
around each pixel (e.g. color, contrast, polarity of local gradients and anisotropy of
the structures), and clusters them subsequently by an expectation-maximization
procedure, using multivariate Gaussian distribution priors.

Most of the well performing segmentation methods are based on probabilis-
tic approaches (Roysam et al., 1992; Cohen et al., 1994; Reichel and Quinn,
1998; Dehmeshki, 1999; Carson et al., 1999) or iterative approximation procedures
(Ancin et al., 1996; Niessen et al., 1999), which are all computationally expensive.

The large sizes of confocal microscopy scans demand efficient algorithms for
the segmentation step. In the following section, a fast method for the segmenta-
tion of thin cylindrical objects is proposed, which is also less sensitive to contrast
variations than classical methods.

7.2 Gradient Tracing

The segmentation of neurons poses several problems. Two of them are: i) the
low contrast between foreground and background, and ii) the small distances be-
tween the thinnest neuronal branches. The first problem is slightly diminished by
the adopted multiscale edge detection (Chapter 6), which detects even low con-
trasted edges of differently sized objects . Thus the employment of these edges for
segmentation is of advantage. However, it is difficult to a priori determine oppo-
site pairs of edges which belong to the same branch, when neuronal branches are
densely packed, since distances between branches may be smaller than the width
of the branches. The - sign flipped - gradients associated to the edges (derived in
Section 6.2, Eq. 6.3), point into the direction of the branch interiors. Therefore
gradient directions are used in this section to detect pairing edge points lying on
opposite sides of the analyzed branch in a two step procedure (Figure 7.2.a): (i)
determine the pairs of edge points which are located on opposite boundaries of
the object, and (ii) label as “foreground” all voxels which are located on the line
connecting both edges.

The procedure is implemented as follows (cf. Diagram 7.3):

Algorithm 7.1 (Gradient Tracing)
FOR ALL EDGE POINTS DO:

1. Skip all neighboring2 edge points P located in the gradient direction of the
current edge point A, which have similar gradient direction (i.e. the direction

2Theoretically, edge points should be isolated points in gradient direction, in a neighbor-
hood determined by the size of the used filter. However, for the boundary edges obtained by
across-scales validation, this might not always be the case, since: i) the gradient directions are
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Figure 7.2: Gradient Tracing: a) Find pairing edges in the thresholded bound-
ary edge image; b) Holes in the object boundaries can lead to pairing artifacts;
c) Addition of normalized Gaussians to the rays emphasizes central points (at
the Gaussian peaks) and high intersection points (e.g. the bump in the Gaussian
curve); the integral value along the ray (represented by the length of the central
black solid line) is associated to each “symmetry” point (i.e. the ray centers).
Small arrows denote the direction of the gradients at the boundary points, dotted
lines denote the connecting rays. Solid lines indicate the object boundaries.

of their gradient points into the same half space, �γP ∗ �γA > 0 - cf. notation
used in Eq. 6.4). If a voxel is encountered, which is not an edge point (EP = 0
- cf. notation used in Eq. 6.5), perform step 2. If the voxel is an edge
point which has a gradient direction pointing into the opposite direction (i.e.
�γP ∗ �γA < 0) perform step 3.

2. Continue to follow the gradient direction until either (a) an edge point P is
hit, whose gradient points into the opposite half-space (i.e. �γP ∗ �γA < 0), or
(b) an edge point is hit, whose gradient points into the same half-space, or
a maximal search length L is exceeded. If (a) has occured, then jump to 3,
otherwise stop the tracing and discard the noisy edge point A.

3. Follow the gradient direction as long as there are edge points P with as-
sociated gradient direction pointing into the opposite half-space (i.e. Ep =
1 ∧ �γP ∗ �γA < 0). The last visited edge point P is the ending point B of the
current ray (i.e. it is the outermost edge point on the opposite boundary of
the object).

4. All voxels located on the line between the starting edge point A and the ending
edge point B are labeled as foreground (and are called from here on trace

discretized, and thus, they are not exact, and ii) the confidence measure G computed by the
”symmetric” method (Section 6.3, Method 6.3) may enhance several neighboring edge voxels
from both analyzed scales.
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points - Figure 7.2.a). Either a constant value or a normalized Gaussian is
added to the newly segmented points3 (Figure 7.2.c).

5. Mark the point lying at the half distance between the ray’s endpoints as a
“symmetry” point4 and assign to it the value of the integral along its ray
to highlight the regions with high intersection rates (Figure 7.2.c).

END LOOP.

A = P
E    =  0P

E    =  0P

Inside the
   branch

E    =  1P

On left
 edge

E
  =0  or
P

On right
   edge

E    =  1
P

E    =  1P

−> −>(γ     γ  > 0)*P A

B = P

Fill A to B

−>

−>

(γ     γ  < 0)

*P
A

E    =  1P

E
    =  1
P

−>
−>

(γ     γ  < 0)
*

P
A

−> −>(γ     γ  > 0)*P A

E
    =  1
P

−>
−>

(γ     γ>0)
*

P
A

E
    =  1
P

−>
−>

(γ     γ  < 0)
*

P
A

False Edge  Pair
      S T O Por L > neigh

E    =  1P
−> −>(γ     γ  > 0)*P A

Figure 7.3: State Diagram of the Segmentation Method: First state: Find
an edge point A. Second state: jump over all edge points, which lie on the same
boundary (i.e. gradients point into the same half space). Third state: bridge the
gap between two corresponding edges. Fourth state: jump to the farthest edge
point B on the opposite boundary (i.e. the gradient directions of edge points A
and B point into opposite half spaces).

Since gradient directions may not be accurate and edge points may be missing
due to noise, false pairing situations can appear (Figure 7.2.b). One way to avoid
the false pairings is to limit the search distance to a certain length, which should be

3This allows to threshold away isolated rays and to emphasize points of high intersection
rates. Additionally, the branch center points of the segmented objects are highlighted by the
Gaussian addition.

4The ”symmetry” points are used as seeds by the modified Seed-Fill procedure presented in
Section 7.3. Two applications are presented in Sections 7.4.3 and 7.4.4.
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at least big enough to “fill” the thickest structures in the image, even if gradients
are not orthogonal to the boundaries. Alternatively, remove false pairings in a
second pass of the algorithm, by suppressing every ray between two points which
is isolated on a larger part, i.e. which does not have any neighboring “foreground”
voxels and which is not intersected by any other ray on the respective part.

The computational complexity of the segmentation procedure is O(dmax · n)
where n is now the number of boundary edge points after thresholding and dmax

is the maximally allowed search distance in pixels for the pairing edge point.
As it will be shown in Section 7.4, this procedure works well for narrow and

relatively symmetric objects, for which the connection of opposite boundary points
suffices to cover the interior of the object. For wide objects or objects having
asymmetric or irregular shapes another segmentation method is needed to fill in
gaps. A method based on a modified Seed-Fill is introduced in the next section.

7.3 Enhanced Seed-Fill Segmentation

The segmentation algorithm presented here is a new method, which is based on two
Seed-Fill procedures (Heckbert, 1990). The first detects connected “seed clusters”
of preliminary given “start” points, which lie inside the objects to be segmented.
Each cluster is then assumed to characterize the gray value distribution of one
object. It is therefore used as initial region for the second Seed-Fill, which expands
the cluster inside the object boundaries with voxels having gray values which are
included in the value range given by the “seed cluster”. In contrast, classical
Seed-Fill segmentations start at boundary points (Zhou and Toga, 1999) or need
manually set seed points and consider each single seed point as a starting point
for a region expansion. These procedures also have to specify gray value ranges
for the expanded regions or assume already segmented, binary data.

The required input information for the current procedure is: i) the original
gray value image, ii) its boundary edges (Chapter 6), and iii) points located inside
the objects to be segmented. These can be obtained for example by the Gradient
Tracing procedure (Section 7.2) or by other procedures.

Algorithm 7.2 (Enhanced Seed-Fill Segmentation)

Optionally, smooth the original gray value data by a Median filter, which does
not operate in the neighborhood of boundaries, to preserve the contrast in these
regions.
FOR EACH unvisited ”start” point DO:

1. Detect a connected “seed cluster” of not yet visited binary “start” points by
a Seed-Fill procedure having as seed a not yet visited “start” point.

2. Mark the cluster points as visited. If the currently detected cluster has more
than Ni points, proceed to 3. Otherwise choose the next unvisited start point
and return to 1.
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3. Compute the mean µg and variance σ2
g of the original gray values of the points

in the “seed cluster”.

4. Perform a Seed-Fill having as seeds the points in the “seed cluster”, which
expands over all unvisited points located inside the boundaries having gray
values in the range [µg − σg, µg + σg] and which are at most Vs pixels away
from their seed point.

5. Mark all points belonging to the region as visited and assign a new integer
value to them, if the found region has at least Nr points.

END LOOP.

The three parameters used above, i.e. the minimal “seed cluster” size Ni, the
maximal search distance Vs, and the minimal segmented region size Nr have to be
chosen according to the size of the objects to be segmented. Ni filters out small
spurious seed regions and influences the interval size of the allowed gray values in
the region. Larger “seed clusters” favor higher variability of gray values and allow
therefore a wider expansion of the second seed-fill step. The condition related to
the minimal size of the segmented region Nr impedes too patchy segmentations,
leaving too small regions unsegmented, unless they are included by a subsequent
seed-fill into a larger region. If the objects to be detected are large, all three
parameters should have higher values. The maximal search distance Vs should
estimate the half mean width of the objects and is specified to avoid a flood (i.e.
the detection of too large a region) due to unfavorable starting conditions like:

• low contrast between foreground and background, or

• too high a variation of the gray value inside the starting point cluster, or

• leaky edges, which allow the Seed-Fill algorithm to reach the outside of the
object.

The method assigns an individual label to each connected region. In the ap-
plications presented in Sections 7.4.3 and 7.4.4, the “symmetry” points obtained
from Gradient Tracing (Section 7.2) are used as seeds. Since they are approx-
imately located at the center of objects, they probably have characteristic gray
values for the specific object (if object texture has low spatial variations, and simi-
lar distances to the edges, and therefore allow an easier estimation of the maximal
search distance. Additionally, symmetry points reflect the topology of the object,
facilitating thus the identification of objects which have anisotropic extents or have
more complicated, bended shapes (an example is given in Section 7.4.3).
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7.4 Applications

The performance of the two algorithms will be exemplified on three datasets (pre-
sented in Section 7.4.1) having different structural characteristics and segmentation
aims. First the segmentation of thin cylindric structures by the Gradient Tracing
is presented in Section 7.4.2. Thereafter wide structures having complex shapes
are separated from each other by the Seed-Fill procedure (Section 7.4.3). Finally,
Seed-Fill is used for the detection of circular objects (Section 7.4.4).

7.4.1 Datasets

The neuronal branch - also used for the edge detection exemplification, which
is introduced in Section 6.4.1 (Figure 6.4) - is segmented by Gradient Tracing in
Section 7.4.2.

The Gerbil dataset is an image stack of autoradiographs5 of a Gerbil
brain6(Meriones unguiculatus). The dataset is 768 × 512 × 49 voxels in size cor-
responding to 26 × 26 × 40µm. Due to the physical sectioning, the dataset has
relatively high shifts and deformations between neighboring slices.

For this dataset the brain structures, which have to be separated from each
other (see Section 7.4.3), are not characterized by different texture or gray values
and do have only low contrasted transfer regions between each other, complicating
thus the separation task.

The Drosophila dataset is a 2D electron microscope (EM) recording7 of the
Lamina of the fruit fly (Drosophila melanogaster) (1681 × 1686 pixels in size, cor-
responding to 0.6 × 0.6nm).

Here neurotransmitter vesicles inside photoreceptor terminals have to be
counted in order to quantize differences between mutant phenotypes or trans-
genic flies (Hiesinger et al., 2001). The vesicles have circular shape with a slightly
lighter center than their surround. Locally, they are densely packed, without clear
separations between each other. Therefore the detection task is difficult and is
currently performed manually by biologists. It is here for the first time that an
attempt to automatically detect these structures is performed.

5The autoradigraphs were obtained after intraperitoneal injection of non-metabolizable ra-
dioactive 2-fluoro-2deoxyglucose (2FDG) into Gerbils (Scheich et al., 1993), thereby visualizing
brain activity (i.e. gray values correspond to metabolic activities - left column of Figure 7.6).
The animals were acoustically stimulated for 45 min. Afterwards their brains were physically
sectioned with a cryostat and after drying at 60◦C the brains were autoradiographed. After 2
weeks exposure, the films were developed and digitized with a CCD camera.

6Courtesy of Andreas Hess, Inst. für Experimentelle und Klinische Pharmakologie und
Toxikologie, Friedrich-Alexander-Univ. Erlangen-Nürnberg, FRG.

7Courtesy of Ian A. Meinertzhagen, Physiology and Biophysics Dept., Dalhousie University,
Halifax, Nova Scotia, Canada.
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The whole dataset is shown in Figure 7.9.a. The box marks the region on
which initial experiments are performed (a zoom-in is shown in Figure 7.10.a).
Figure 7.9.b shows an automatic segmentation of the whole dataset, which elimi-
nates the capitate projection regions, glial cells, tetrad synapses and mitochondria,
since they influence considerably the detection procedure. The manually labeled
vesicles are located in the central part of the image (shown as yellow landmarks).
This region is considered as region of interest (ROI) for the evaluation performed
in Section 7.4.4.

7.4.2 Segmentation of Thin Cylindric Objects

Figure 7.4.a shows the neuron dataset pre-processed using the edge-validation
Method 6.2 (presented in Section 6.3) and the Gradient Tracing algorithm from
Section 7.2. The darker points have higher values, i.e. these are points of higher
intersection rates. It can be observed that they lie at the center of the branch
and are stronger at branching points and in varicosities, as it was expected. Al-
though the overall segmentation by Gradient Tracing is good, some gaps arise in
the segmented neuron due to leaky boundary points.

It will be shown in Chapter 9 (Section 9.4.5) how the “symmetry” points can
be augmented with axes and how these can be used to bridge the remaining gaps
by the graph construction method using the modified Seed-Fill paradigm.

7.4.3 Segmentation of Wide Objects

The segmentation task of brain structures for the Gerbil dataset is even more
difficult than for neurons, since the structures are separated only by slightly darker
transfer regions, but otherwise have not different textures or mean gray values to
facilitate their individualization (Figure 7.6 - left column). Additionally, the large
shifts and tilts between neighboring slices do not allow a 3D wavelet edge detection,
since it would introduce large spurious border areas. Therefore only a 2D edge
detection is performed. The produced edges8 separate thus the brain structures
in lateral directions but not in axial direction. The Gradient Tracing algorithm
is applied, but their asymmetric structures and the spurious edges inside them
impede their complete filling (Figure 7.5). This suggests significant gray value
variations, which can impede also the Seed-Fill algorithm (arrows in Figure 7.6
point to zones which are observably darker). Therefore the image stack is smoothed
with a median filter which does not operate in the regions around the edges (three
iterations with filter width 5) previous to the 3D modified Seed-Fill segmentation
(with Ni = 80, Nr = 500, Vs = 30, cf. Figure 7.7). The “symmetry” points of the
Gradient Tracing (shown in Figure 7.6) are used undecimated as seeds.9

8The used scale and threshold are given in Table 10.1
9Alternatively, thresholded trace points can be considered as seeds. This strategy does not

work for this dataset, because the detected starting clusters are too large and therefore the gray
value variance is too high, such that a flood over the whole dataset is obtained. A tight gray
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a)

b)

            

Figure 7.4: Gradient Tracing on the Neuron Dataset: a) Pre-processing
was done as described in Figure 6.8.b. Segmentation was performed as described
in Section 7.2. The image shows an additive superposition of the x-y slices with
z ∈ [91, 110] (lower half). Black indicates maximal values of the number of rays
which intersect in the respective voxels; b) The ”raw skeleton” is formed by the
“symmetry” points (white) of the segmented neuron in a).

61 different regions are obtained for the whole dataset10 (each region is high-
lighted in a different color in Figure 7.7). It can be observed that the two cortex
parts (marked in the figure with C), are detected as two single connected regions
(the left cortex is completed by two small patches in its ventral auditory cortex
part (A) - Figure 7.8.d). Considering their extremely elongated shapes, this is
a remarkable result for a blind and completely automatic tool, which does not
plug in any special knowledge. Also the two parts of the striatum (marked with
S) and the septum (marked with P) are detected completely as single connected
regions. The right hippocampus (Hr) is included into the region which identifies

value interval of the “starting” clusters as the one given by the “symmetry” points is thus needed
here.

10Typically, the borders between the different brain structures are unclear in the first and
last slices of a Gerbil brain dataset, such that the segmentation algorithm may wrongly identify
several structures as connected. To obtain clearly separated regions, the first 6 and the last 6
slices of the dataset are cut off.
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a) b) c)

Figure 7.5: Gradient Tracing on Wide Objects: a) Zoom-in on the striatum
of a Gerbil brain of size 768×512×49 voxels, corresponding to 26×26×40µm per
voxel ; b) Filled object by Gradient Tracing (green) with edges (red). Due to the
wide distances between opposite edges, the objects cannot be filled completely; c)
“Symmetry” points from Gradient Tracing (green) with edges8 (red). The points
are not compact, but spread over the area of the structures. Therefore a further
step for complete segmentation is needed.

the right cortex, whereas the left hippocampus (Hl) is segmented by four different
regions. The rest of the brain segmentation is patchy, due to the many small re-
gions having high gray value variations and low contrast transitions between each
other in the cerebellum (B) and in the thalamus (T). The lack of edges in axial
direction (i.e. between slices) - due to the wavelet transform11 applied only in
2D - allows the Seed-Fill algorithm to flood with one region more than one brain
segment. This result would be improved significantly, if edges could be detected
in three dimensions, as for example in optically sliced datasets. For more accu-
rate analysis purposes, this “pre-segmentation” must therefore be refined by other
algorithms. However, for the application at hand, only the cortex, the striatum,
the septum and the hippocampus are of interest. A surface reconstruction of these
structures is shown in Figure 7.8, in which the above mentioned 11 regions were
segmented individually and all others were included in one label (white big region
in Figure 7.8.c).

7.4.4 Detection of Circular Objects

Vesicle counting has to be performed in the Lamina of Drosophila melanogaster
(Figure 7.10.a shows the zoom-in of the boxed region in Figure 7.9.a). After edge
detection, edge validation and thresholding, Gradient Tracing is performed. Since
the searched structures have a circular shape, it is expected that the Gradient
Tracing algorithm generates a high number of intersecting rays at the center of

11Additionally, the borders of the segmented regions might be shifted relatively to the real
borders of the objects, due to the smoothing by the median filter and the multiscale boundary
detection. Therefore the segmentation result is rough and has to be refined by further post-
processing steps.
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Figure 7.6: Object Filling of Wide Objects: I. Symmetry points from
Gradient Tracing on a Gerbil brain. Right column: Symmetry points (red)
obtained by Gradient Tracing of the detected boundary edges (green) on three
slices (left column) from the top (dorsal), middle and bottom (ventral) parts of
the image stack (slices 13, 22 and 32 of the dataset of size 768 × 512 × 49 voxels,
corresponding to 26 × 26 × 40µm per voxel). Arrows point to observably darker
regions inside the brain lobes.



90 Segmentation

S

S

P

C

C

(
)A

(
)A

T

T

B

Hl

Hr

T

S

S

P

C

C

(
)A

(
)A

T

T

B

Hl

Hr

T

S

S

P

C

C

(
)A

(
)A

T

T

B

Hl

Hr

T

Figure 7.7: Object Filling of Wide Objects: II. Smoothing and Seed-
Fill Segmentation: Left Column: the same slices as in Figure 7.6 of the
smoothed dataset by three iterations of median filtering with filter width 5 voxels.
The filtering was not performed on regions containing edges (black), in order to
preserve and enhance the discontinuities between the objects. Spurious edges
inside the brain structures lead therefore to fissures; Right Column: the result
of the modified Seed-Fill segmentation (Ni = 80, Nr = 500, Vs = 30) performed
in 3D on the smoothed dataset (61 regions are found). The cortex (C) (including
the auditory cortex (A)), striatum (S) and septum (P) are segmented correctly
through the whole dataset. The complexly shaped hippocampus (H) is included
in its right part into the right cortex region, whereas its left part is represented
by four connected regions. The rest of the brain segmentation is patchy, due to
the smaller structures with high gray value variations and low contrast transition
present in the cerebellum (B) and in the thalamus (T). The missing edges in axial
direction (due to the 2D WT) allow the algorithm to include in one region several
brain segments.
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a) b)

c) d)

Figure 7.8: Surface Reconstruction of the Segmented Gerbil Brain: a)
The segmentation of the cortex, the striatum, the septum, and the hippocampus
overlaid with a slice (at z = 6) of the original image; b) Same as a) without
the original image; c) The rest of the segmented regions (i.e. the thalamus and
cerebellum) are unified in the big white region, which builds the central brain
part; d) Same as b) from its ventral side. Four connected regions segment the
left hippocampus and two patches complete the ventral part of the left cortex
at the approximate location of the auditory cortex (denoting the high gray value
variability of that zone). The two striatum parts and the septum are identified as
individual regions. The right cortex and the right hippocampus are unified into a
single region.
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a)

b)

Figure 7.9: The Lamina of Drosophila melanogaster: a) a 2D electron micro-
scope (EM) recording, 1681×1686 pixels in size, corresponding to 0.6×0.6nm; the
box marks the region which is processed in Section 7.4.4 (zoom-in shown in Fig-
ure 7.10); b) The region of interest in the Lamina, is the photoreceptor terminal,
where vesicles are manually labeled (yellow diamonds); an automatic segmentation
has removed capitate projection regions, glial cells, tetrad synapses and mitochon-
dria (white regions).
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the shapes (Figure 7.10.c). Still, the accurate detection is a hard task, since many
of the neurotransmitter vesicles are not clearly separated from each other or have
low contrast against the background. The resulting traced points have thus to be
thresholded in order to eliminate spurious points located outside the vesicles and
to keep only trace points having high intersection values, such that localizations
inside the vesicles are granted (Figure 7.10.b). This threshold can be chosen very
easily by visual inspection. Here it is at 40% of the maximum value. But several
point clusters can appear inside one vesicle due to the imperfect circular shapes
(the heights of the peaks in Figure 7.10.c reflect the relative values of the trace
points after thresholding). To connect the multiple responses corresponding to a
single vesicle, a Seed-Fill segmentation as described in Section 7.3 is performed
(with the parameters Ni = 5, Nr = 100, Vs = 7, shown in Figure 7.10.d) and the
center of each connected region is computed (yellow landmarks show the region
centers of the correctly detected vesicles in Figure 7.10.d which are 56 out of 61,
representing 92%). Only 5 (i.e. 8%) manually labeled vesicles are not detected
(white isolated stars), but there are relatively many (29, i.e. 34%) false positive
responses12 (green isolated regions without landmarks).

The same procedure with the same threshold and Seed-Fill parameters is ap-
plied on the whole dataset. Only the central region contains manually labeled
vesicles (164 manual labels are present), and therefore the evaluation of vesicle
detection is performed only in that particular region (see Figure 7.9.b for the
considered region of interest, where vesicles are manually labeled and captiate
projection regions, glial cells, tetrad synapses, and mitochondria were removed by
an automatic segmentation ). Here the method has detected 321 regions from
which 149 (i.e. 91% out of 164) were correctly detected vesicles. Thus 172 false
positives (i.e. 53% out of the total number of detected regions) are present and 15
(i.e. 9% out of 164) vesicles are not detected.

The high number of correctly detected vesicles is unfortunately hidden by the
many false positives. In Chapter 8 a circular shape detection method will be
presented, which is independent from this one. The two results can then be cross-
validated, such that only the reliable responses are detected.

7.5 Conclusions

Two new segmentation methods were presented and evaluated in this chapter,
the Gradient Tracing, which is well suited for the segmentation of thin cylindric
objects (like neurons), and a modified Seed-Fill for the segmentation of objects
having arbitrary shape (Table 7.1 gives a short summary of their properties).

The Gradient Tracing procedure is based on object boundaries rather than on
the gray values of the voxels and obtains therefore a more reliable segmentation
than usual thresholding segmentation techniques do (Cohen et al., 1994; Xu et al.,

12See also Table 8.1 in Section 8.3 for a summary of vesicle detection results.
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a) b)

c) d)

Figure 7.10: Detection of Circularly Shaped Objects: a) Zoom-in of the
Lamina of Drosophila with manual labels shown as white stars; b) Detected edges
(red) and thresholded trace points (green) from Gradient Tracing (threshold at
40% of the maximum value); c) Same as b). The height of the hills correspond to
the values of the trace points; d) The regions extended by Seed-Fill segmentation
(green spots) (Ni = 5, Nr = 100, Vs = 7), and landmarks (yellow balls) which mark
the center of the seed regions at correctly detected vesicles (56 correctly detected
vesicles out of 61 manually labeled, i.e. 92%), and 29 false positives (green isolated
spots), representing 34% of the total number of detected regions (85). 5 vesicles
(i.e. 8% of 61) are not detected (white isolated stars).
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Table 7.1: Properties of the Gradient Tracing and the Enhanced Seed-Fill

Algorithm Advantages Disadvantages

Gradient
Tracing

It is:
i) useful for the segmentation of
narrow structures;
ii) tolerant to contrast variations;
iii) it constructs in the same
step topology reflecting symmetry
points.

It cannot cover the interior
of wide structures.

Enhanced
Seed-Fill

i) It is independent of the object’s
shape;
ii) it finds entities determined by
gray value variations;
iii) segmented regions correspond-
ing to noise can be removed easily;
iv) several segmented regions can
be grouped together easily.

i) It is less specific than
Gradient Tracing and leaky
edges may lead to overflow
(i.e. the segmentation out-
side the object’s border);
ii) it needs three additional
parameters to control the
fine-tuning (an overview of
used parameters is given in
Table 10.3).

1998; Kim and Gilies, 1998) despite the varying contrast levels, the inhomogeneous
staining, and the strong noise, which characterize confocal microscopy scans of
neurons. Boundary irregularities, which imply also noisy gradients, do not disturb
the segmentation process either, since opposite boundary points are defined to be
edge points having gradients lying in different half planes, confering the algorithm
a certain tolerance to imperfect data.

It was shown that even if Gradient Tracing was conceived for the segmentation
of narrow cylindric structures, the “symmetry” points estimated “on the fly” by
the procedure can be used as pre-processing results for various kinds of data. The
examples given here (Sections 7.4.2 to 7.4.4) are the detection of points aligned
along central cylinder axes, of center points in circular structures and as topology
reflecting points in wide structures. The segmentation of the wide, asymmetric
brain structures in the Gerbil dataset (presented in Section 7.4.2) is one exam-
ple where Gradient Tracing cannot cover the whole interior of the objects, due
to the significant gray value variations, which generate spurious edges inside the
objects, impeding thus the Gradient Tracing procedure to reach opposite object
boundaries. Nevertheless, the use of “symmetry” points for the modified Seed-Fill
segmentation leads to remarkable results. This is also due to the approximately
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central locations of the “symmetry” points, where the underlying original gray
values are characteristic for the segmented objects. A more exact segmentation
of brain structures of this dataset can be obtained by a model based deformable
surface, which uses as inputs denoised edges and a manually initialized starting
contour (Mohr et al., 2001). However, this method can only be applied on datasets
similar to the gerbil dataset. In contrast, augmented Seed-Fill provides compara-
ble results and is so general that it can be applied to objects being as different as
tree-like neuronal branches, irregularly shaped brain structures, or circular vesicles.

Thus, both presented segmentation methods group together the disparate ob-
ject boundary points into semantically meaningful regions. For the segmentation
of brain structures, multiple regions inside objects reflect high gray value variations
(these imply in the case of the Gerbil dataset complex metabolic activities in the
respective zones), whereas in the case of circular object detection each connected
region designates an entity. The choice of “symmetry” points as seed points is
thus well suited for the processing of biological images, allowing to extract more
information from the Seed-Fill results about the underlying data than it is possi-
ble from simple region growing methods, where seed points are chosen arbitrarily,
without relation to the objects’ shapes or characteristic gray values.

Since the algorithms are fully automatic and blind, the presented segmentation
results are not perfect. These can be used as pre-processing results and can be
refined further as for example in Ancin et al. (1996), who detected blob-like struc-
tures by constructing a complex system, which uses learning by examples to ex-
tract characteristic features. In this context the cross-validation between the here
segmented vesicles and a detection by feature extraction is given in Section 8.3.3.

In contrast to other available segmentation methods, the methods presented
here are computationally efficient, since they operate on sparse point sets, e.g. on
boundary edges and on “symmetry” points.



Chapter 8

Feature Detection

In the previous two chapters methods for object boundary detection and segmen-
tation were derived. For the accurate and sparse structural characterization of
complex objects these two steps do not suffice and the detection of certain im-
age features is needed. Key points for the geometric description of object shapes
are for example corners and junctions, but other image features can also be use-
ful, like blobs, ridges (Lindeberg, 1998) or symmetry points (Bartsch and Ober-
mayer, 2001).

This chapter shows, after a short overview of currently existing methods (Sec-
tion 8.1) that the commonly adopted way to detect i) branching points and sharp
bends of neuronal branches (in Section 8.3.2), and ii) circular objects (in Sec-
tion 8.3.3) by second order multiscale differential operators (presented in Sec-
tion 8.2) give too noisy responses when applied to biological images. Instead, new
methods are proposed in the current chapter, which combine the segmentation
algorithms (introduced in the previous chapter) with the multiscale differential
operators. It is shown that the obtained results are much more reliable than those
obtained separately from either the segmentation or the differential operators.
Conclusions are drawn in Section 8.4.

8.1 State of the Art

Two different general strategies are adopted in literature for corner detection.
The first is based on ready-traced object contours (Cesar Jr. and Costa, 1998;
Chaudhury et al., 1999; Tsai et al., 1999; Cronin, 1999), and the second uses
differential operators on gray levels (Lindeberg, 1998; Luo et al., 1999; Zheng
et al., 1999; Würtz and Lourens, 2000). Both approaches use however the common
definition for corners, as of points with a high rate of change of the contour tangent.

Contour based corner detection methods are manifold. Some examples are:
i) the very fast, symbolic detection based on the pixelized boundary chain
(Cronin, 1999); ii) the efficient fit of second order polynomials into the not yet
linked boundary points (Tsai et al., 1999), where a relative measure of curva-
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ture is given by the eigenvalues of the model matrix; or the iii) computation of
the normalized multiscale wavelet energy and bending energy from the wavelet
transform of the parametrically described boundary of 2D neurons (Cesar Jr. and
Costa, 1998).

However, most of the boundary based methods require a preliminary chain-
coding (i.e. linking of the edge points) (Cesar Jr. and Costa, 1998; Cronin, 1999).
In 3D this presumes the beforehand surface reconstruction of the analyzed ob-
jects, which is actually the final scope for the pre-processing presented here and
is additionally computationally expensive. Others (Tsai et al., 1999), use fixed
neighborhoods and raw edge data (which can be irregular or noisy, due to imper-
fect recording), without performing any denoising or smoothing steps. Therefore
their algorithms are sensitive to the inherent image faults.

Gray-value based corner detection relies on measuring the curvature of an edge
in a given image neighborhood. The strength of the corner response depends on the
edge strength and the rate of change of edge direction. Many different approaches
have been adopted here as well, such as: i) Bayesian methods (Simo et al., 1999), ii)
biologically inspired methods, which model visual pathways in the cortex (Würtz
and Lourens, 2000), iii) and methods which use differential operators of different
degrees, such as the early operators (Deriche and Giraudon, 1993; Kitchen and
Rosenfeld, 1982), the magnetic field analogy (Luo et al., 1999), or the scale-space
concept (Lindeberg, 1998).

Simo et al. (1999) estimate precisely the junction location and concomitantly
also the number and directions of the contributing edges in 2D gray value images
with the Bayesian methodology, using an approximative information about the lo-
cation of the junctions obtained beforehand by other junction detection methods.
However, the Monte Carlo simulations needed to approximate the mean value of
expectation of the a posteriori probability distribution make the method compu-
tationally expensive.

Würtz and Lourens (2000) design a model for end-stopped cortical cell physiol-
ogy, by using the neural network approach. Their method allows also the extension
of the corner detection to color-sensitive channels and yields therefore a biologically
plausible (but also computationally expensive) model of corner perception.

Luo et al. (1999) make the analogy between a magnetic vector field and the
image gradient field. The vector potential is then given by a weighted space integral
over the gradient field. The saddle points of the vector potential field are detected
as the local maxima points of the mean and the Gaussian curvature of this field.

The last two methods resemble the scale-space concept, which provides also
the tools for the non-parametric, analytic detection of high curvature points
(Lindeberg, 1998; Kitchen and Rosenfeld, 1982). Here junctions are detected (due
to the analogy with the heat diffusion equation) as local maxima relatively to scale
and space of the multiscale curvature of iso-intensity curves (i.e. curves character-
ized by constant gray values) in 2D gray value images. Operators for the detection
of other features, like blobs, or ridges can be implemented in the same framework.
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In the current work branching and bending points of the neuronal branches are
significant features for skeleton extraction. These are equivalent with corners and
junctions in 2D. But 3D detection applications are rare in literature. Florack et al.
(1994) extends the 2D curvature operator of Lindeberg (1998) for iso-intensity sur-
faces in 3D gray value images but exemplifies only on artificial data. It is in general
known that higher order differential operators may become unstable in higher di-
mensional space (Niessen et al., 1999). An extensive performance evaluation was
done by Hanson (1999), on 3D MR and CT data. They concluded that certain 1st

order differential operators introduced by the authors had in general better perfor-
mances under noise and image deformations. However, this seems to be a debate
in literature, since Luo et al. (1999) notices that second order differential operators
outperform first order ones for the issue of corner detection. The second best op-
erator in Hanson’s (1999) surveille is the Gaussian curvature operator (multiplied
with the local edge strength). Since these observations are performed directly on
the noisy images without the previous application of a smoothing/denoising step
and it is known (Lindeberg, 1998) that first scale outputs of differential operators
contain a high level of spurious responses due to noise, it is most probable that a
multiscale Gaussian curvature computation will behave satisfactory in a multiscale
environment.

Therefore, the multiscalar Gaussian curvature computation is used in this work
for the detection of branching and sharp bending points (Section 8.3.2). To avoid
the computational overhead required by the convolution with Gaussian kernels in
scale-space theory, the multiscale calculation of second order differential operators
is embedded in the wavelet framework, such as to profit of the efficient imple-
mentation of the wavelet transform. The general concept of multiscale differential
operators (briefly reconsidered in Section 8.2), previously presented in Section 4.4,
is applied here for the Gaussian curvature operator (Section 8.2.1) and for the
Laplace transform (Section 8.2.2). The latter is introduced as an alternative sim-
ple method for the detection of circularly shaped neurotransmitter vesicles in the
Lamina of Drosophila melanogaster (Section 8.3.3), which was presented in the
previous chapter (Section 7.4.4).

8.2 3D Multiscale Differential operators

It was shown in Section 4.4 that, similarly to the edge detection procedure pre-
sented in Chapter 6, wavelet filters having more than one vanishing moment can be
used for the approximation of higher order differentiation (Equation 4.27). There-
fore the formula can be generalized to:

ξs(x) = (f ∗ θs)(x) (as in Eq. 4.27), (8.1)

DOs(f) = DO(ξs) = (f ∗ DO(θs))(x) = (f ∗ Ψ)(x), where (8.2)

Ψ = DO(θs) is the wavelet function, DO is a differential operator, and θs(x) is the
smoothing function at scale s. The higher order features are then local maxima of
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a) b) c)

Figure 8.1: Branches and Sharp Bends are Saddle Points: a) a saddle point
of a surface is characterized by opposing directions of the surface curves having
minimal negative (blue) and maximal positive (red) curvature (i.e. the Gaussian
curvature is negative and minimal); b) a sharp bending point is characterized by
one saddle point; c) a branching point is characterized by two or three saddle
points.

the wavelet transform.

8.2.1 The Gaussian Curvature

Important features for skeletonization are branching and sharp bending points of
the neuronal branches. These are saddle points which are characterized by negative
minima of the Gaussian curvature (as shown in Figure 8.1). Therefore the Gaussian
curvature is a feature detector of neuronal datasets and will be computed in the
multiscale framework. Let F : IR3 → IR be the zero-set of a function (i.e. the set
of points having constant gray value). Then the Gaussian curvature K is given by
Berger and Gostiaux (1987):

K =
a/c

‖�∇F‖2
, (8.3)

where a and c are the coefficients of∣∣∣∣∣ F ′′ − λI �∇F

(�∇F )T 0

∣∣∣∣∣ = a + bλ + cλ2. (8.4)

F ′′ is the Hessian matrix of F , and I is the identity matrix.
The points of high Gaussian curvatures at sharp variation points (i.e. where

the gradient is large), are maxima of:

K̂ = K‖�∇F‖2 = a/c. (8.5)

In our case the zero set are the iso-surfaces of the low-pass filtered image at
certain scales, ξs. Computing the determinant in Eq. 8.4 one obtains the general
expression (Florack et al., 1994):

K̂ = (−(ξs)
2
x(ξs)

2
yz + (ξs)

2
x(ξs)yy(ξs)zz + 2(ξs)x(ξs)y(ξs)xz(ξs)yz − (8.6)

2(ξs)x(ξs)z(ξs)xz(ξs)yy) + cycl.(x, y, z), (8.7)
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where cycl.(x, y, z) denotes all the terms obtained from the previous ones, by the
cyclic permutation of the coordinates (x, y, z) → (y, z, x) → (z, x, y). (ξs)x, (ξs)xy

a.s.o are the first and second order derivatives1 of (ξs);

This Gaussian curvature operator will be used in Section 8.3.2 for the detection
of branching and bending points of neuronal branches.

8.2.2 The Laplace Transform

Analogously to the Gaussian curvature, the multiscale Laplace Transform is com-
puted as the Laplace transform of several low-pass filtered versions of an image,
i.e.:

∇2
s(ξs) = s

3
2 �∇2(f ∗ θs)(x, y, z) = s

3
2

(
f ∗ �∇2(θs)

)
(x, y, z) (8.8)

= s
3
2 (f ∗ (

∂2

∂x2
+

∂2

∂y2
+

∂2

∂z2
)θs)(x, y, z), with s = σ2

where f is the original image and ∇2
s is the Laplace operator at scale s.

If the low-pass filter θs(x) is a Gaussian function (as it is in scale-space
(Lindeberg, 1993; Lindeberg, 1998) ), then the transform is equivalent with the
convolution of the image with mexican hat functions having different variances.
Therefore, it is well suited for the detection of circular objects. This property is
used in Section 8.3.3 for the detection of circularly shaped vesicles in the Lamina
of Drosophila melanogaster.

8.3 Applications

This section presents methods which us e the above operators to detect features
contained in biological data. It will be shown that the direct application of the
differential operators is not sufficient for the reliable detection of features, but
additional pre- or post-processing steps are needed (Diagram 8.2 gives an overview
of the undertaken steps).

8.3.1 Datasets

Two datasets are analyzed in this section. The first is the zoom in of the neuronal
branch of the honeybee (Apis mellifera) used in the previous two chapters and
introduced in Section 6.4.1 (Figure 6.4). The second is the EM recording of the
Lamina of Drosophila melanogaster presented in Section 7.4.4 (Figure 7.9).

1The wavelet filter used for second order differentiation is derived in Appendix B.
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Figure 8.2: The Feature Detection Steps: the right branch shows the steps for
the detection of branching and bending points; the left branch and the upper part
of the right branch shows the steps for the detection of circular objects. Dotted
lines denote optional processing steps.

8.3.2 Detection of Branching and Bending Points

The Gaussian curvature operator computes the curvature of iso-intensity surfaces
at points of steep gray value variations. But neuronal branches are often not
stained homogeneously (see Figure 6.4), such that they can have large gray value
variations inside the neuronal branches, which lead to spurious negative minima
responses of the Gaussian curvature operator (Niessen et al., 1999). This can be
seen in Figure 8.3.a, where minimal negative responses of the Gaussian operator
mark the saddle points as well as the points of high gray value variations inside
the branches of the honey bee neuron. Therefore the Gaussian curvature can be
applied only on the segmented and binarized neuron and not on the original gray
value data.

As shown in the right branch of the Diagram 8.2, the method of saddle point
detection consists of following steps :
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Algorithm 8.1 (Saddle Point Detection)

1. Multiscale edge detection and validation as described in Chapter 6.

2. Segmentation by Gradient Tracing (or other segmentation) using the cleaned
edges, as described in Section 7.2.

3. Multiscale Gaussian curvature calculation (Equation 8.7) on the segmented
and binarized neuron.

4. Scale selection for the curvature points, for which the noise/resolution trade-
off fits the size of the foreground objects.

5. Threshold determination to select only the significant negative curvature min-
ima.

Figure 8.3.b presents the minimal Gaussian curvature points detected on the
segmented and binarized neuron. This time the Gaussian curvature operator de-
tects only the branches and bending points. At branching points minimal curvature
points are located on two or three sides of the branch, whereas at sharp bending
points they are only found on one side of the branch.

It can be seen that the operator does not only mark one pixel at high curvature
points but an entire region of the surface. This behavior is desirable for the current
application, which does not require a very precise localization of the branching
points on the neuronal surface, but rather inside the neuronal branch. It will
be shown in the next chapter (Section 9.3.1) how these multiply detected points
are employed for a cross-validation with heuristically computed branching points,
which lie inside the branches.

8.3.3 Detection of Circular Objects

As discussed in Section 8.2.2, the convolution with the 2D mexican hat yields
strong responses when it is applied to circularly shaped objects. Therefore the
problem of vesicle detection in the Lamina of Drosophila melanogaster described
in Section 7.4.4 (Figure 7.9.a) is reconsidered here. First a method, basing on the
multiscale Laplace transform will be presented. However, the final detection relies
here, similarly to the procedure from Section 7.4.4 on a rather tedious threshold
selection. Therefore, the two methods are used for reciprocal validation before
thresholding, which requires less parameters, is easier to apply and is more reliable
(see also Diagram 8.2).
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a)

b)

Figure 8.3: Points of Minimal Negative Third Scale Curvature for the
Neuron Dataset. a) Points of minimal curvature (shown in green) computed on
the original gray value image of the honey bee neuron (shown in Figure 6.4) and
overlaid with it. Strong negative responses are found also in regions of high gray
value variations (red arrows) inside the branches (i.e. at varicosities). At branch
points results are therefore difficult to interpret (circles) and some sharp bend-
ing points are not detected (rectangles), due to their relatively weaker responses;
b) Points of minimal curvature computed on the binary segmented neuron of
Figure 7.4 overlaid with it. Green dots indicate voxels for which the curvature is
smaller than 0.2 times its minimal value. Two or more minimal negative curvature
regions are detected at branching points (circles) and only one negative curvature
region is detected at high bending points (rectangles). The curvature values are
computed in both images at the third wavelet scale of the underlying analyzed
data. Both images are additive superpositions of (x, y)-slices for z ∈ [91, 110].
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Figure 8.4: Zoom-In on the Lamina of Drosophila melanogaster: a) of the
boxed region from Figure 7.9.a; b) the gray values along the red line drawn in a);

Circular Object Detection, basing on the Multiscale Laplace Transform
Figure 8.4.a shows again the considered zoom in of the Lamina of Drosophila

melanogaster. The red line indicates the cut through the middle of a vesicle along
which the gray values are shown (Figure 8.4.b). The gray values have the shape
of a mexican hat with a higher brim than its central bump. This creates problems
for the direct detection of these objects by a simple Laplace transform (see Step 2
below), such that a more elaborated algorithm (left branch of Diagram 8.2) has to
be applied for this purpose, as follows:

Algorithm 8.2 (Vesicle Detection)

1. Compute the Laplace transform on several scales2. Figure 8.5 exemplifies
the Laplace transform on scales 1 to 4 on the vesicle indicated by the red line
in Figure 8.4.a. Negative values correspond to bright circular areas, positive
values to dark circular areas, i.e. the Laplace transformed vesicles posess
negative centers and positive surround.

2. Select a scale for which the size of the mexican hat function matches the size
of the analyzed shapes (for the presented dataset it is scale 4). The negative
minima of the centers are of interest. Due to the low contrast between the
vesicles’ centers and their surround (cf. Figure 8.4.b), the operator’s response
at the vesicle center is not an extremum (Figure 8.6.c). Therefore further
processing is needed as described below.

2Here the scale-space approach (i.e. low-pass filter with a Gaussian function) was applied,
because the variance of the Gaussian function - which should match as well as possible with the
vesicle size - can be chosen more freely than for the dyadic WT. Thus the Gaussian function
with variance 4 was better suited for the current analysis than any of scales 2 or 3 of the wavelet
transform (see also Appendix B.3 for a comparison of the Spline and Gauss filters).
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Figure 8.5: The Laplace Transform on 3 Scales of a Vesicle: Top: the
original zoom-in and its Gaussian low-pass filtered versions at scales of σ = 1, 2,
and 4. Bottom: the corresponding Laplace transforms. Note the very noisy
Laplace transform on the original.

3. Flatten the image into negative (at -1) and positive (at +1) values to elimi-
nate background fluctuations and brightness differences between centers and
surround (Figures 8.6.d and 8.7.a).

4. Convolve the flattened image with a ring mask (shown in Figure 8.7.c) cor-
responding to the mean shape of the vesicles (i.e. having a center with value
-1 and a surround with value 1 and inner and outer radiuses matching those
of the vesicles) to highlight the structures which have a negative center and
a positive surround (Figure 8.7.b).

5. Select a threshold value to keep only the maxima corresponding to vesicle
centers (Figure 8.8.a).

6. Perform a Seed-Fill (as described in Section 7.3) on the thresholded and bi-
narized maxima, to merge multiple peaks in single vesicles, which can appear
due to the sometimes elongated shapes of the vesicles. The base image for the
Seed-Fill is the flattened Laplace transformed image (shown in Figure 8.7.a).
Thereafter the center of each segmented region is computed (Figure 8.8.b).

The convolution result from Figure 8.7.b (the ring mask had inner radius of
5 and outer radius of 10 pixels) was thresholded in Figure 8.8.a at 54% of the
maximum positive value (the threshold was chosen visually and corresponds to the
0.0195 positive percentile of the normalized distribution - Figure 8.7.d). The Seed-
Fill computed on the binarized convolution maxima and with the flattened image
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a) b) c) d)

Figure 8.6: The Fourth Scale of the Laplace Transform: a) all values; b)
only positive values; c) reversed negative values - the absolute values inside the
vesicle centers are lower than those of the surround; d) binarized positive (at +1)
and negative (at -1) values;

as base (Ni = 10, Nr = 50, Vs = 7, cf. Section 7.3) enlarges the detected zones.
Less false positives (12, representing 19% of the total nr. of detected regions)
arise than in the Gradient Tracing result (29), but also less vesicles are detected
correctly (51 out of 61 manually labeled - representing 83.6%, as compared to 56
detected by the Gradient Tracing).

The same parameters used on the whole image result in 132 detected regions
from which only 100 (i.e. 61% of the 164 manually labeled vesicles) are correctly
detected vesicles and 32 (i.e. 24% of the total number of detected regions) are false
positives. This proves that the threshold which was well suited for the small patch
is too high for the whole image (first two rows in Table 8.1). A lower threshold
at (41% of the maximum convolution value) combined with the same Seed-Fill
parameters gives 140 correctly detected vesicles (i.e. 85%), 56 false positives (i.e.
28.6%) and 24 not detected vesicles (i.e. 15%) (third row in Table 8.1).

To reduce the problem of threshold selection and parameter choice for the
Seed-Fill procedure a cross-validation of the responses given by the convolution
operation (Step 4) and the Gradient Tracing (Section 7.4.4) is considered in the
next section.

Cross-Validation of Circular Objects Detected by Gradient Tracing and
by the Multiscale Laplace Transform.

It was shown in this and in the previous chapter, how the same features can
be detected using the Gradient Tracing (Section 7.4.4) and using the multiscale
Laplace transform. These are two independent methods and therefore their output
can be cross-validated as follows:
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a)

b)

c) d)

Figure 8.7: Convolution of the Flattened Image with a Ring Mask: a)
The flattened Laplace transform at scale 4 (Step 3 in Section 8.3.3); b) The result
of the convolution of the image in a) with the mask shown in c); c) The zoom-
in of the convolution mask, with inner radius 5 and outer radius 10 pixels; d)
The histogram of the values in image b) (the red line marks the visually chosen
threshold). White stars in a) and b) are the manual vesicle labels.



8.3 Applications 109

a)

b)

Figure 8.8: The Detected Vesicles by the Laplace Transform: The original
gray value image with manually labeled vesicles (white stars) is overlaid with:
a) the thresholded maxima (at 54%) of the image shown in Figure 8.7.b; b) the
enlarged regions from a) (green spots) by the Seed-Fill post-processing (Ni =
10, Nr = 50, Vs = 7). The correctly detected vesicles are marked by yellow balls
(51 vesicles out of 61, i.e. 83.6%). Isolated green spots denote false positives (these
are 12, i.e. 19% of 63 detected vesicles), whereas isolated white stars denote not
detected vesicles (the 6 vesicles located on the border are lost due to the implicit
border artifacts of the transform).
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Algorithm 8.3 (Vesicle Detection by Cross-Validation)

I. Compute the dot product (shown in Figure 8.9.a) between the Gradient
Tracing result (shown in Figure 7.10.b) and the convolution of the ring mask
with the flattened Laplace transform of the image3 (Step 4 in the previous
paragraph, Figure 8.7.b)

II. Threshold the dot product result to eliminate spurious points located outside
the vesicles (Figure 8.9.b).

III. Select connected regions of a certain minimal size. Their centers represent
the detected vesicles of the Lamina dataset (Figure 8.9.b).

The dot product of the two transforms (computed on the zoom-in) and its thresh-
olded and binarized version are shown overlaid with the labels of the original image
in Figure 8.9. A threshold of 6% of the positive maximum value is chosen for the
selection of significant maxima. In general, this threshold needs only to away the
spurious isolated rays between spots, making thus the choice significantly easier
and less critical than for the threshold needed for the simple Laplace method.
The cross-validation procedure has a comparable result with the simple Laplace
method, since it detects 50 vesicles and has 10 false positive responses.

Instead, the same threshold application detects on the whole image 190 regions,
from which 145 (i.e. 88%) are correctly detected vesicles, 45 (i.e. 23% of the
total number of detected regions) are false positives and 19 (12%) vesicles are not
detected (row 4 of Table 8.1).

Therefore, the method has only slightly less correctly detected vesicles and
significantly less false positives than the Gradient Tracing, and a slightly higher
number of correctly detected vesicles along with a lower number of false positives
than the Laplace method (see Table 8.1 for a summary of vesicle detection results
presented here and in Section 7.4.4). This result makes it a good compromise
between the two methods.

The same procedure is applied with the same relative parameters on another
lamina scan (figure not shown). Here only 136 vesicles are manually labeled. 190
total vesicles are detected by the cross-validation method, from which 123 (90% of
the manually labeled 136) vesicles are correctly detected, 67 (35% of the total nr.,
190, of detected regions) are false positives, and 13 (10%) vesicles are not found.
This result shows that the method is stable in the relative amount of correctly
detected vesicles4, and that the amount of false positives has a mean of 30%.

3Due to the performed low-pass filtering, the Laplace transform introduces a slight shift into
the data, which has to be corrected before computing the dot product.

4Testing on more datasets is necessary for a more reliable quantification of the algorithm’s
performance. However, the current presentation has the purpose to show that the multiscale
Laplacian operator - similarly to the Gaussian curvature operator - cannot provide by itself
satisfactory results, but needs a validation with “gradient traced” data.
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a)

b)

Figure 8.9: Cross-Validation of Gradient Tracing and Laplace Transform:
a) the dot product between the segmentation by Gradient Tracing (Fig. 7.10.b)
and the convolution result from Fig. 8.7.b; colors: green is zero, blue is negative,
red is positive; b) the positive regions in a) thresholded at 6% of the maximum
image value and binarized. Only regions containing at least 30 pixels (green) are
considered. They detect correctly 50 (i.e. 82% of the total number of 61 manually
labeled) vesicles (yellow balls). The isolated green spots are false positives (10 of
60, i.e. 16%), whereas the isolated white stars are not detected vesicles (11 of 61,
i.e. 18%).
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Detected
regions

Correctly
detected
(% of 164
manually
labeled
vesicles)

False
positives5

(% of:
detected
regions |
labeled
vesicles )

Not
detected
(% of 164
manually
labeled
vesicles)

1. Gradient Tracing
threshold: 40% of max

321 149 (91) 172
(53 | 105)

15 (9)

2. Laplace Transform
threshold: 54% of max

132 100 (61) 32
(24 | 20)

64 (39)

2. Laplace Transform
threshold: 41% of max

196 140 (85) 56
(29 | 34)

24 (15)

3. Cross-Validation
of un-thresholded 1 & 2

190 145 (88) 45
(23 | 27)

19 (12)

3. Cross-Validation
of second test set

190 (of
136 man.
labeled)

123
(90% of 136)

67
(35% of 190
49% of 136)

13
(10% of 136)

Table 8.1: Summary of Vesicle Detection Results:
for the Gradient Tracing method (row 1), the Laplace method with two different
thresholds (rows 2 and 3) and the cross-validation of the former two unthresholded
partial results (row 3) computed on the large ROI in the Lamina of Drosophila
melanogaster (Figure 7.9.b); row 4 gives the cross-validation result on a second
test set (figure not shown).

The advantage of this method compared to the Gradient Tracing and the simple
Laplace method is that the product of the two results enhances regions, where
both methods have overlapping high responses. Therefore the vesicle centers are
represented by relatively large spots which can be selected directly by setting a
minimal allowed spot size. In contrast, for the simple methods, the detected spots
have first to be enlarged by a Seed-Fill step, for which three additional parameters
are required. Since these methods demand more expertise from the user, they are
more exposed to faults.

8.4 Conclusions

This chapter has analyzed the behavior of multiscale differential operators on two
different types of biological images. It was shown that the operators cannot be
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used directly for feature detection (as it is mostly done for artificial benchmark
data (Lindeberg, 1998; Florack et al., 1994)), but have to be included in more
elaborated systems to give the desired results.

First, branching points and sharp bending points were marked by the nega-
tive extrema of the multiscale Gaussian curvature operator. Since the operator
computes the curvature of iso-intensity surfaces, it is sensitive to the gray value
variations inside the neuronal branches which arise due to inhomogeneous staining.
Applied instead on the binary segmented neuron, the operator localizes well the
saddle points of the neuronal branches. This led to the first successful application
of the operator to real world 3D data (for application to artificial data see Florack
et al. (1994)). Note that the key points of the neuron are detected independently of
the skeleton computation itself, hence artifacts due to the skeleton calculation do
not impair the detection of key points as in previous work (cf. Cesar Jr. and Costa
(1998) for 2D and He et al. (2001), Zhou and Toga (1999) for 3D). This is a nov-
elty for neuronal 3D image processing which will simplify significantly subsequent
work.

Additionally, the strong condition for good localization imposed usually to
corner detectors can be weakened for this application to an approximate cover of
the branching or bending region, since a cross-validation with heuristically detected
branching points can be performed in a further processing step (as described in
Section 9.3.1).

Secondly, the problem of circular object detection was approached by the multi-
scale Laplace transform. It was shown that the Laplace transform itself - similarly
to the Gaussian Curvature operator - does not suffice to complete the detection
task successfully, but a post-processing including also the Seed-Fill segmentation
is needed. It was shown that a cross-validation of the two independent methods
for circular object detection (i.e. the one based on Gradient Tracing - Section 7.4.4
- and the one presented here) eliminates some of the false positive responses, such
that the reliability of the validated regions is increased. This allows an almost
parameter free vesicle detection.

It is here for the first time that such composed systems are established and used
for the detection of branching and bending points, as well as for the detection of
circularly shaped vesicles. It was shown that these systems provide significantly
better results than the simple differential operators do.





Chapter 9

Graph Construction

The problem of automatic skeleton construction of neurons is, due to the large va-
riety of neuronal cell types and image characteristics (enumerated in Chapter 2),
a controversed and still not completely solved issue. The current chapter presents
first the currently available methods (in Section 9.1), which show, that better re-
sults are obtained, if appropriate prior knowledge about the extracted shapes is
used (Kim and Gilies, 1998). Therefore the assumptions made by the here pre-
sented skeletonization algorithm and the general conditions imposed to the final
skeleton are stated in Section 9.2. Thereafter a new method for the computation
of a raw skeleton augmented with estimations of axial directions, and of critical
processing regions is introduced in Section 9.3. The information gathered so far
is finally used by the main contribution of this work, the graph construction algo-
rithm (Dima et al., 2003) (Section 9.4). The Results (Section 9.5) shows the partial
results arising from each processing step and the influence of different parameter
choices upon the final properties of the graph and presents complete reconstruc-
tions on neurons having different spatial and noise characteristics. A discussion
and comparison with other skeletonization procedures is done in Section 9.6 and
conclusions are drawn in Section 9.7.

9.1 State of the Art

The skeletonization of 3D neuron scans is currently most often performed by an
electronically surveilled manual procedure (Neurolucida - Micro Brightfield Inc.,
or Eutectic - Eutectic Electronics Inc.) which facilitates the hand drawing of the
probe and its storage in a digitized form. For complicated objects, like neuronal
datasets (having usually 512x512x100 voxels and thousands of branches) this is
very tedious and time consuming (de Schutter and Bower, 1994a), and lacks as
well the possibility of objective quality determination of the reconstruction result
(Capowski, 1989). For this reason a precise automatic reconstruction of neurons
from 3D confocal microscope scans is needed.

The problem of automatic skeleton construction has proven even in 2D not to
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be trivial. The issue is discussed very broadly in literature, starting with abrasive
procedures like grass fire (Blum, 1967) and thinning algorithms (Naccache and
Shinghal, 1984), continuing with distance maps (Gagvani and Silver, 1997; Ge
and Fitzpatrick, 1996), and not the least by the formulation of analytic solutions
for the center line construction of difficult parameterized 2D shapes (Shaked and
Bruckstein, 1996).

Thinning algorithms (Naccache and Shinghal, 1984; Mao and Sonka, 1996; Ran-
wez and Soille, 1999) rely on the deletion of border points, as long as their deletion
is not disrupting the topological structure of the underlying data. Unfortunately,
these procedures are sensitive to noise and to border irregularities of the objects.

The analytic solution of symmetry line reconstruction (Shaked and Bruck-
stein, 1996) is a geometrically precise procedure, but it requires the parameterized
analytic expression of the analyzed curve rather than the common discrete pix-
elized form. Whereas a parametric description of the object borders is feasible in
2D, the approximation of parametric surfaces in 3D is computationally expensive.

The extension of the 2D skeletonization paradigms to 3D space is often not
straight forward. Currently there are several different approaches to extract 3D
center line graphs, like: 1) the 3D extension of thinning (Mukherjee et al., 1989;
Latecki and Ma, 1996; Mao and Sonka, 1996; Ranwez and Soille, 1999), or 2)
continuous skeletonization by the construction of Voronoi diagrams (Ogniewicz,
1992; Näf et al., 1996), 3) distance maps containing the minimal distance to the
object’s boundary for each discrete point (Ge and Fitzpatrick, 1996; Gagvani and
Silver, 1997; Zhou and Toga, 1999), 4) tracing the highest gray values of the original
gray value image along a smooth path (Herzog et al., 1998), 5) surface shrinking
in the gradient direction of a distance field (Schirmacher et al., 1998).

3D center line graph construction is mostly done on cylindrically shaped bi-
ological data, like bronchial arterioles, sulci of the brain (Zhou and Toga, 1999),
blood vessels (Zahlten et al., 1995), bones (Näf et al., 1996), colon, trachea or sinus
(Gagvani and Silver, 1997; Vilanova et al., 1999). This kind of data is relatively
simple to process, since the images are of high contrast with relatively smooth
contours.

The analysis of 3D microscope images of neurons is more difficult, because neu-
ronal scans can have very different spatial branch and noise distributions, and low
signal to noise ratio (Figure 9.11, Section 9.5.1). Contrast can vary significantly
inside one single branch, such that the neuronal branches are either strongly high-
lighted or interrupted, whereas the width of branches can differ by an order of mag-
nitude (Figure 9.27.a). There were several attempts of automatic skeletonization
of 3D neurons (Cohen et al., 1994; Mao and Sonka, 1996; Kim and Gilies, 1998; Xu
et al., 1998; Herzog et al., 1998; Schirmacher et al., 1998). Most of them rely on
a previous thresholding segmentation of the image (Xu et al., 1998; Schirmacher
et al., 1998; Kim and Gilies, 1998), which either looses information or includes
too much noise. Skeletonization based on thinning (Xu et al., 1998; Kim and
Gilies, 1998; Mao and Sonka, 1996), surface shrinking (Schirmacher et al., 1998),
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and distance maps (Ge and Fitzpatrick, 1996; Gagvani and Silver, 1997; Zhou
et al., 1998) is sensitive to border irregularities of the object. It is also known that
distance maps are not topology preserving (Vilanova et al., 1999). Since surface
shrinking relies on a preliminary distance map, it suffers of the same drawback.

The work of Cohen et al. (1994) and He et al. (2001) shows that it is in principle
possible to design automatic cell tracking procedures for 3D images. They applied
an adaptive segmentation (Roysam et al., 1992), then performed a Seed-Fill on
the structures, to identify the foreground voxels and to assure their connectivity,
followed by a thinning, a graph construction step, and geometrical measurements.
The connectivity condition is based on the assumption of smooth gray value vari-
ations inside the neuronal branches. This is not always true in high resolution
scans, since low signal to noise ratios, dye inhomogeneity, and quantization errors
may lead to local disconnectedness of the finest processes (i.e. spines). These are
the most interesting zones for the biologists, since they represent the connection
points with other neurons.

Another approach was done by Xu et al. (1998), who fitted generalized cylin-
der models onto the neuronal centerline, which was extracted by global thresh-
olding and subsequent thinning. Besides its implicit sensitivity to border irregu-
larities, the 3D expansion of the thinning procedure is not straightforward since
the search space grows exponentially1 (Latecki and Ma, 1996) and a definition of
minimal skeletons for some elementary 3D shapes cannot be formulated uniquely
(Mukherjee et al., 1989).

Some authors have tried to overcome these problems, such as Herzog et al.
(1998) who developed a gray value based tracking algorithm with concomitant
cylinder fitting, following a smooth path of maximal gray values. Still, at points of
sudden contrast decrease inside the branches, this method stops the tracking, losing
thus the foreground data lying behind these critical regions. Another attempt was
to shrink a surface of an already segmented object (Schirmacher et al., 1998) based
on a distance transform. This approach generates very smooth skeleton lines for
relatively linear objects, but branching points are represented by surfaces, since
the method does not allow punctual shrinking in these areas.

For a skeletonization of high quality, application of specific knowledge has to
be plugged in. This is often done by the consideration of problem specific models,
which provide precise informations about the structural characteristics of the ob-
jects which are to be analyzed. Kim and Gilies (1998) performed a classification
of different development stages of oligodendrocytes using a threshold based seg-
mentation, followed by a thinning step and by a Bayesian classification method.
These tools perform well on the problem at hand, but lack generality.

The neuronal graph construction presented here tries to use prior information,
but still keep its algorithms as general as possible. The next section enumerates
therefore the assumptions made about the foreground data and the conditions
imposed to the graph construction algorithm.

1There are 326 possible configurations of the 3 × 3 × 3 neighborhood of a point in 3D, since
each voxel can have the values black/white/don’t care.
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9.2 General Conditions

The general assumption for the construction of the neuronal graph2, is that the un-
derlying foreground objects have tree-like structure, with branches having general-
ized cylindric shapes, without too high a transversal anisotropy (i.e. the transversal
sections are not too elongated ellipses). The graph construction algorithm should
have following properties:

1. noise robustness;

2. low sensitivity to fluctuating branch contrast;

3. robustness to object boundary irregularities;

4. robustness to varying branch thickness;

5. topology preservation;

Since boundary detection by across-scales validation (presented in Chapter 6)
proved to be robust against noise and is sensitive to even low contrasted regions,
the raw skeleton points derived from these and from their associated gradient
directions (in Section 9.3) comply implicitly the first two conditions.

The fourth condition can be assured by the novel fault tolerant way of linking
together raw skeleton points in the direction of their associated axial directions
(described in Section 9.4.2). The additional consideration (in Section 9.4.3) of
critical points (which are a result of the pre-processing first presented in this work
and are computed in Section 9.3.1) leads to a significant improvement of the gen-
erated graph with respect to the fifth condition and to more stability of the graph
construction algorithm against border irregularities (e.g. the third condition).
However, the fifth property is very hard to achieve, since neuronal data contains
noisy regions, where not even the human observer can decide if the voxels belong
to foreground or background. Nevertheless, the graph construction algorithm will
be accurate in un-equivoque regions and will try to compute a good approxima-
tion at difficult regions. This is achieved by the above described steps, which are
summarized in the following alogrithm (see Diagram 9.1):

Algorithm 9.1 (Pre-processing needed for Graph Construction)

• Extract object boundaries by the across-scales validation of the detected edges
(as described in Chapter 6).

2The general term used in literature is “skeletonization”. This would imply that the skeleton
would be continuous and tree-like, reflecting correctly the neuron’s topology. This ultimate
goal cannot be achieved on such difficult data as the confocal microscopy scans of neurons are.
Therefore, only a graph (i.e. which is disconnected and therefore incomplete) is the result of the
here presented skeletonization procedure.



9.2 General Conditions 119

8.2.1

8.3.2

7.2

Simple Neuronal
9.3

Original Gray Value Image

Denoising

Edge Detection

Gradient Tracing

Multiscale Gaussian
         Curvature

Axial Directions

   Detection of 
Critical Regions

 Validation

Labeled Graph Representation

Detection of Branching  &
   Sharp Bending Points

5

6

7.2

9.3.1

9.4

9.3

9.3.1

Legend:
Algorithms
Resulting Datasets
Thresholding operations
Chapter/Section

Figure 9.1: The Pre-Processing needed for Neuronal Graph Construction:
After edge detection, the Gradient Tracing is used for the segmentation needed
by the subsequent Gaussian curvature calculation, and its augmented version, the
Neuronal Tracing, is used for the computation of the “raw skeleton” and its associ-
ated axial directions. These give information about the relative local “parallelism”
of edges, i.e. detect “critical” processing regions which are used for the validation of
the branching and bending points determined by the Gaussian curvature method.
All the gathered information is finally used for graph construction.

• Determine the symmetry points of the neuronal branches and their asso-
ciated axial directions by an augmented Gradient Tracing algorithm, called
Neuronal Tracing (Section 9.3), such that they form a “directed” raw
skeleton of the neuron.

• Detect critical processing regions (Section 9.3.1), which can be branch-
ing points, sharp bends, varicosities3 or other noisy regions of the neuron.

• Construct graph lines (Section 9.4.2) by linking the ”directed” symmetry
points in the direction of their associated axes considering also the critical
regions (Section 9.4.3).

• Complete leaky graph lines at varicosities or in low contrasted regions by
tracing on original gray data (Section 9.4.5).

3See Section 6.4.2 for a definition.
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9.3 Neuronal Tracing and Axes Calculation

The here presented Neuronal Tracing algorithm (which is derived from the ”planar”
Gradient Tracing presented in Section 7.2) is a new skeletonization method, which
estimates spatially the symmetry points and axial branch directions at these
points from the boundary points and their associated gradient directions. The
processed data is assumed to have relatively narrow cylindrically shaped objects.
The gradients of the boundary points should ideally be normal to the cylindric
surface (Figure 9.2.a). The gradients corresponding to boundary points which lie in
the same transversal sectioning plane should therefore intersect and consequently
determine the sectioning plane (Figure 9.2.b). Since the vector product of two
intersecting vectors is normal to the plane determined by the two vectors, the
axial direction is determined by the vector product of intersecting gradients. Due
to robustness considerations against boundary irregularities and noise, the axial
directions of the branches are computed by the ”Neuronal Tracing” algortihm as
the mean of vector products of pairwise intersecting gradients. The algorithm is
thus:

Algorithm 9.2 (Neuronal Tracing)

1. Construct all rays �r0 between opposite boundaries (as done by the Gradient
Tracing presented in Section 7.2, Figure 9.2.a).

2. Let T = (x, y, z) denote a foreground voxel4. Then define a set Spt(T ) =
{�rj|T ∈ �rj} of rays which intersect at voxel T .

3. For each ray �r0 a set Sray(�r0) = {�rj|�rj ∈ Spt(T ), ∀ T ∈ �r0} of rays which
intersect �r0 is defined (Figure 9.2.a).

4. The center of mass µ�r0 of all endpoints of rays in Sray(�r0) represents a spa-
tially estimated symmetry point.

5. If several sets Sray(�ri) have the same center of mass µ, define a center set
Scent(µ) = {Sray(�ri)|µ�ri

≡ µ} of rays associated to the symmetry point µ.

6. Assign to each symmetry point µ the number m of ray vectors in Scent(µ),
i.e. m = Card{�rj|�rj ∈ Scent(µ)}.

7. Define also an average axial direction �A(µ) for each symmetry point µ via

the mean of all normalized and aligned vector products �̃V jk between pairs of

4Notation: As in Chapter 6, the notation is simplified, i.e. only vectors denoting spatial
directions (such as axial directions, or displacement vectors) have the arrow superscript, whereas
it is omitted for 3D coordinate vectors.
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Figure 9.2: The Neuronal Segmentation, Tracing, and Branching Point
Detection: a) The Segmentation constructs ”rays”, by following the gradient
directions of boundary points until the opposite boundary is found (as in Sec-
tion 7.2); b) Neuronal Tracing computes each symmetry point µ as the center of
mass (Algorithm 9.2, Step 4) of the intersecting rays’ endpoints and its associated

axial direction �Aµ is perpendicular to the mean plane determined by these rays
(Algorithm 9.2, Step 7); c) Branching & bending points can be detected due to
the higher number of intersecting rays in these regions (Algorithm 9.2, Steps 6,
and 8).

rays (�rj, �rk), {�rj, �rk} ⊂ Spt(T ), ∀ T ∈ �ri, and ∀ �ri ∈ Scent(µ). �A(µ) is thus
given by:

�A(µ) =
1

n

m∑
i=1

∑
(j,k)

�̃V jk, with (9.1)

�̃V jk = sgn
(

�AT (µ)�Vjk

)
�Vjk, and �Vjk =

�rj × �rk

‖�rj × �rk‖ , (9.2)

where n is the number of terms in the sum, and �̃V jk’s are �Vjk’s which are

aligned to the orientation of the ax �A.

8. A measure σµ of the directional variation of the normalized and aligned vector

products �̃V jk can then be defined by

σµ =
1

n

m∑
i=1

∑
(j,k)


�̃V jk −

�A(µ)

‖ �A(µ)‖




2

= 2
(
1 − ‖ �A(µ)‖

)
. (9.3)

For ideal cylindric objects all rays �rj which intersect ray �ri are located in a plane

perpendicular to the cylinder axis (Figure 9.2.b), and �A(µ�ri
), as well as all �Vjk are

always parallel to the cylinder axis. The measure σµ is then zero. At high curvature
regions (i.e. branching points, sharp bends and terminal points), the rays are no
longer coplanar (Figure 9.2.c) and the measure σµ becomes large. σµ is thus a
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measure of confidence for the respective axial direction. Note the relation between
the variance σµ and the length of the axial direction ‖ �A(µ)‖ in Equation 9.3. It
can be concluded that long axial vectors are more confident than short ones.

A raw skeleton of the neuron is thus obtained, which is a few voxels wide. It is
formed by the spatially computed (as opposed to the planarly computed symmetry
points by the Gradient Tracing from Section 7.2) centers of mass µ, which lie along
the branch central axes and which are augmented with axial direction estimations.
This spatial estimation gives meaningful results, only if the objects have a narrow,
nearly cylindric shape - thus the name ”Neuronal Tracing”, whereas the Gradient
Tracing generates less localized symmetry points, but can be applied to objects
having any shape.

The raw skeleton is subsequently used by the graph construction algorithm,
which is described in Section 9.4.2.

9.3.1 Detection of Critical Regions

Critical regions are regions of uncertain axial direction and can appear at: i)
branching points, ii) sharp bending points, iii) varicosities (which have circular
borders), iv) low contrast regions where boundary points are missing, or v) all
other regions where the intersecting rays rj are highly non-coplanar.

These regions are characterized by a large number of intersections and a large
value of σµ (cf. Figure 7.2.c). Because the number of intersections depends also
on the width of the neuronal branches (larger distances between opposite branches
favor a higher number of intersections), it should be normalized by the area of
the object’s cross-section ζµ, which is estimated by the sum of the length of all
contributing rays,

ζµ =
∑
j

length(�rj), �rj ∈ Scent(µ), (9.4)

then a measure κ of curvature can be defined via

κµ =
(mσµ)2

ζµ

, (9.5)

where m is the number of ray vectors �rj ∈ Scent(µ) (as defined in Algorithm 9.2,
Step 6). The computational complexity of Neuronal Tracing scales with O(n),
where n is the number of segmented “foreground” voxels.

The critical regions are the points lying above a certain threshold provided by
the user. However, the selection of this threshold is not critical, since overcom-
plete critical region sets do not disturb the subsequent graph construction step (as
decribed in Section 9.4.3). An overview of the thresholds used in this work for
critical region selection is given in Table 10.2.
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Cross-Validation of Negative Gaussian Curvature Regions and “Criti-
cal” Regions.

In Chapter 8 it was shown how branching and bending points can be detected
analytically by the computation of the Gaussian curvature K̂ of the segmented
neuron (Section 8.2.1). This section has shown how “critical” regions can be
determined heuristically from the direction variation κ of the contributing axial
directions at the symmetry points.

Since only high responses of both measures are interesting, the feature points
are selected by a thresholding step. Therefore, depending on this threshold, either
a sparse and possibly incomplete set of branching or critical points, or an over-
complete set (containing spurious points) is obtained. However, if the two sets are
used for a reciprocal validation, the branching and bending points can be extracted
reliably from two overcomplete sets.

Figure 9.16.b shows the two point sets overlaid on the original honeybee neu-
ron presented in Section 6.4.1, Figure 6.4. It can be seen that the problem of
cross-validation lies in the fact that critical points are located inside the neuronal
branches near their center, whereas Gaussian curvature points are located on the
surface of the segmented neuron, i.e. the two point sets are spatially disjoint.
Therefore, a direct validation of the two binarized point sets is not possible. This
leads to the following validation algorithm.

Algorithm 9.3 (Cross-Validation of Branching and Bending Points)

• Extend the “critical” regions from the inside to the boundary of the neuronal
branches by the modified Seed-Fill procedure (presented in Section 7.3) using
as seeds the thresholded and binarized “critical” points and as underlying
data the original gray value image (Figure 9.17.a).

• Extend the Gaussian curvature minima from the boundary to the inside of the
neuronal branches by the modified Seed-Fill using as seeds these thresholded
and binarized points and as underlying data the binary segmented neuron
(Figure 9.17.b).

• Validate the two extended point sets by taking their dot product (Fig-
ure 9.17.c).

A further possible step is then the separation of critical regions arising due
to varicosities and noisy edges from the critical regions at branching and bending
points. This can be done by a substraction of the cross-validated point set from
the critical region point set.

Since confocal microscopy data is noisy and characterized by high variations in
contrast, errors due to noise in the boundary edges are propagated and lead to a
leaky “raw skeleton”, and to erroneous axial directions. Therefore the symmetry
points have to be connected by a fault tolerant and noise robust graph construction
algorithm. The core algorithm of this work is thus introduced in the next section.
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9.4 The Graph Construction

The previous section has constructed a raw skeleton augmented with estimated
axial directions and hints about possible difficult processing regions. After the
pre-processing steps (presented in Chapters 6 to 9) were performed, the following
information is thus available for further analysis:

• original gray value data,

• edges of objects on several scales and validated boundary edges,

• the gradient direction associated to each edge point,

• the symmetry points which form a raw, few voxels wide neuronal skeleton,

• estimates of the axial direction of the neuronal branches at each symmetry
point,

• regions of high curvature.

But the problem is that the symmetry points lack correspondences between each
other. Therefore, the above information is now used to construct clean, smooth,
central graph lines along the neuronal branches, with branching points being au-
tomatically detected. This is a conceptually new approach, since no other method
considers such a variety of pre-computed general information.

The graph construction algorithm (Diagram 9.3) thus builds iteratively graph
lines by stepwise following the axial directions associated to the symmetry points.
It searches for the optimal continuation points to the currently constructed line,
such that certain smoothness and confidence criteria are met.

Algorithm 9.4 (Graph Construction)

1. Choose a “well suited” starting node for a new graph line (Section 9.4.1).

2. Construct a graph line by stepwise following the axial directions of the
symmetry points (Section 9.4.2), considering critical regions (Section 9.4.3).

3. Merge graph lines which are meeting (Section 9.4.4).

4. Fill remaining gaps in the graph by Gray Value Tracing (Section 9.4.5).

In the above algorithm, Step 2 hides the actual graph construction paradigm.
It will be shown (in Sections 9.4.2 and 9.5.3) that a simple graph construction
concept, which considers only symmetry points and follows their associated axial
directions can be mislead at noisy regions. Therefore critical regions are treated
differently by the graph construction paradigm is different at critical regions (Sec-
tions 9.4.3). The improvement of the graphs which consider critical regions against
simply constructed graphs is demonstrated in Section 9.5.4.
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Figure 9.3: Summary of the Graph Construction Algorithm: After choosing
a starting node from the set of not yet visited symmetry points, a graph line is
constructed, as long as all imposed conditions are met. If the construction has
stopped, because it encountered another graph line, the two lines are connected.
The last step is the gray value completion, which tries to bridge difficult and low
contrast regions.

9.4.1 Determination of Starting Points

A good starting point should fulfill the following two requirements: i) it should
be a symmetry point with an associated axial direction which reflects with high
probability the real direction of the neuronal branch (i.e. it should be long, cf.
Equation 9.3 in Section 9.3.1), and ii) it should not be part of an already con-
structed graph line, nor of its neighborhood.

Axial directions are noisy, and therefore special care must be taken in the se-
lection of symmetry points to serve as starting points. Since different ordered
sequences of symmetry points may lead to different results, it is advisable to intro-
duce processing steps which rank the symmetry points according to the reliability
of their associated axial direction, i.e. according to their axial length. Symmetry
points with longer axial directions (i.e. which lie in relatively smooth branch seg-
ments) should be processed first. As it is shown below, this helps to avoid false
tracing directions in critical regions (definition given in Section 9.2) due to noise.

The following method is proposed for the choice of an optimal starting node
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and the corresponding tracing direction:

Algorithm 9.5 (Choice of the Best Starting Node)

1. Rank all symmetry points by the length of their associated “axial direction”
vector.

2. Choose the symmetry point with the highest axial length, which was not pro-
cessed yet.

3. Construct the plane which is perpendicular to this axial direction and which
is laterally limited by the branch edges.

4. BEGIN LOOP:

• Calculate the most frequent discrete axial directions associated to sym-
metry points situated in this plane. In cases where several directions
have the same highest frequency of appearance, the direction of the
longer axes is chosen.

• The next starting plane is perpendicular to the new found direction,
centered in the center of mass of the points having this same direction.
The plane is laterally limited by the branch edges.

UNTIL the plane does not change its direction any more, or a maximal
number of iterations is reached.

5. The chosen starting point is then the center of mass of all points with axial
direction perpendicular to the last chosen plane.

A maximal number of iterations needs to be defined in the above algorithm, to
avoid infinite loops when axial directions are pointing equally in two or more
directions. Here the maximal number of allowed oscillations is ten, to assure the
convergence of the plane oscillation (convergence is usually achieved after 2 − 3
iterations).

9.4.2 Construction of a Graph Line

Having found a starting node, the goal is to construct a smooth graph line which
follows the center of the neuronal branch. This is done in an iterative fashion by
selecting “successor” graph nodes (Figure 9.4) in the direction of the associated
axes. As soon as a symmetry point is visited by the line construction algorithm,
it is marked, such that multiple processing of the same points is avoided. If a
symmetry point is marked but it is not chosen to be a “successor” graph node, it
registers as its ”parents” the two nearest connected graph nodes between which
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it lies. This symmetry point becomes then the “child” of its parents. A “good”
successor graph node fulfills the following conditions5:

Q
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Figure 9.4: The Choice of the Successor Graph Node: Choose the best suc-
cessor node (cf. Conditions C1 to C4), such that the last axial direction is closely
followed. Bold arrows denote axial directions associated to symmetry points, bold
lines mark the branch boundary and transversal branch sections, thin dashed lines
are possible connections to symmetry points in the successor transversal sectioning
planes.

The Conditions for the Choice of Graph Nodes:
The conditions for a good successor Q0 of the current graph node P0 are:

C1. Reliability of Axial Direction: The successor Q0 should have a reliable axial
direction (low variance of direction), which is equivalent with a large norm

‖ �AQ0‖ of its associated axial direction vector �AQ0 .

C2. Consistency of axial directions: The angle α between the axial direction �AQ0

of the successor Q0 and the axial direction �AP0 of the current node P0 should
be small (Figure 9.5.a).

C3. No abrupt direction changes: The angle β̂ between the axial direction �AP0

of the current node P0 and the next search direction (vector addition of

�rP0Q0 + �AQ0 should be small (Figure 9.5.b);

C4. Prefered neighborhood size: Depending on the size and smoothness of the
neuron, smaller or larger distances between graph nodes are more appropri-
ate. Typically, for neurons with smooth branches, graph nodes should have

5Notation: As before, Pi, Qi ∈ IR3 represent points in 3D space, i.e. they are three
dimensional coordinate vectors. For simplification of the notation, the arrows on top of the
symbols are omitted. Arrows are only used for symbols denoting a direction in 3D space (for
example axial directions, or displacement vectors).
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large distances between each other and therefore successors which are far-
ther away should be prefered. For neurons with bended branches a graph
with dense nodes is needed, in order to follow the more abundant changes in
direction.

Figure 9.5: Criteria for the
Choice of Successor Nodes:
a) Axial direction consistency (cf.
Condition C2); b) Smooth di-
rectional changes (cf. Condi-
tion C3).
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The following method is proposed for finding the next graph node.

Algorithm 9.6 (The Choice of Successor Graph Nodes)

1. Construct a set of equally spaced (at one voxel from each other) planes
which are perpendicular to the axial direction of the current graph node P0

and which are laterally limited by the edges of the branch currently under
consideration. All planes lie axially within a local neighborhood whose size
Vδ � δ‖ �AP0‖ is proportional to the length of the current axial direction (i.e.
in regions of low axial direction variance, wider neighborhoods are consid-
ered, cf. Equation 9.3). The proportionality constant δ is set by the user and
should roughly be equal to the overall mean diameter of the neuronal branches
(measured in voxels) in the image.

2. To comply with the four conditions stated above, the next graph node Q0 is
chosen such that i) it is not yet marked (see Step 4) and ii) the validation
function T is maximal w.r.t. Qi, where T is given by:

Tn,m,l,α̂0(P0, Qi) = (α̂ �AP0
, �AQi

≤ α̂0) · (9.6)

min
(
sgn

(
cos α̂ �AP0

, �AQi

)
, sgn

(
cos α̂ �AP0

,(�rP0Qi
+ �AQi

)

))
·∣∣∣cos α̂ �AP0

, �AQi
‖ �AQi‖mΩn,l,α̂0( �AP0 , (�rP0Qi + �AQi), �rP0Qi)

∣∣∣ ,
Ωn,l,α̂0(�C, �D,�r) = (9.7)(
α̂ �C, �D ≤ α̂0

)
· sgn

(
cos α̂ �C, �D

) ∣∣∣cosn α̂ �C, �D

∣∣∣ ‖�r‖l

Q0 = arg max
Qi

Tn,m,l,α̂0(P0, Qi), where (9.8)
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Figure 9.6: Plane Clustering: Symmetry points (empty circles) lying in the
transversal planes between two graph nodes P0 and Q0 (filled circles) are marked
as “children” of the two nodes.

Qi are all symmetry points in the set of transversal planes, �rP0Qi
= Qi − P0

is the displacement vector of the point Qi to the current graph node P0, �AQi
,

and �AP0 are their associated axes, and α̂ �C, �D is the angle between two vectors
�C and �D. In Equation 9.6 the first term allows deviations of axes associated
to potential “successor” graph nodes from the initial axial direction to lie
only inside a cone (α0 ∈ (0, π

2
)), whereas the second term prohibits backward

connections. The cosine in the third term implements Condition C2, since
it rewards smaller angles, and the length of the axial direction raised to the
power of m (m ≥ 1) implements Condition C1 by amplifying the influence of
longer axes. In Equation 9.7 the third term amplifies through n (n ≥ 1) the

influence of smaller angles between the current node’s axial direction �AP0 and
the overall change of direction �rP0Qi

+ �AQi
, implementing thus Condition C3.

The last term amplifies or lowers (for l ≥ 1 resp. for l ≤ −1) the influence
of distance between two graph nodes and therefore implements Condition C4.

3. The successor node Q0 from Eq. 9.8 and its axial direction �AQ0 become the
current graph node and the current search direction in the next iteration.

4. Mark all symmetry points which belong to the transversal planes lying between

Q0 and P0 and register
−→

Q0P0 as their “parent” segment. This avoids the
multiple processing of a branch segment and the construction of spurious
parallel graph segments (see Figure 9.6).

5. Repeat Steps 1 to 4 until either:

(a) All axial directions associated with the potential successor graph nodes
lie outside the cone specified by the angle α̂0 relatively to the current
axial direction, or

(b) all potential successor graph nodes Qi have already been marked, or

(c) no potential successor graph node is found in the current neighborhood.

Here α̂0 = 2π
5

is used, such that the cone’s angle is less than π
2
, and n = 3,

which confers more importance to the deviation angle β̂ between the current axial
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direction and the overall direction change, than to the new axial length (which
has exponent m = 2). Finally, l = −1 makes the validation function to prefer
nearer located points. The parameters’ influence on the behavior of the validation
function is summarized in Table 9.1 below.

Table 9.1: The Parameters’ Influence on the Behavior of the Validation
Function.

α0 = (0, π
2
) m = [1,∞) n = [1,∞)

l ∈ (−∞,−1] ∪ [1,∞)

l ∈ (−∞,−1] l ∈ (1,∞]

Increasing
allowed devia-
tions between
the two node
axes.

Increasing
importance of
the new axial
direction.

Decreasing
allowed devia-
tions between
the current
axial direction
and the new
search direc-
tion.

l = −∞ -
maximum
preference of
nearer located
successors,
which is de-
creasing with
lower absolute
values of l.

Increasing
preference of
farther
located
successors.

The stopping Condition 5a is fulfilled at varicosities, sharp bends, and branch-
ing points and avoids the generation of false graph segments, due to tracing in
wrong axial directions (see Section 9.4.3 for the special treatment in these regions).
The stopping Condition 5b is typically fulfilled when an other graph segment is
met. This case is discussed in detail in Section 9.4.4. Condition 5c appears due
to missing symmetry points in edge gaps (at varicosities or regions of low image
contrast) and leads to a premature end of the graph segment. A solution to this
problem is given in Section 9.4.5.

9.4.3 Graph Construction at Critical Regions

As described above, the line construction stops, whenever symmetry points are
missing or when axial directions are unreliable or are changing abruptly. Typically,
these kind of regions are found at branching points, sharp bends, and varicosities
(see Figure 9.7). Critical regions are thus connected regions of symmetry points
which have high values of κ (as shown in Section 9.3.1).

Since the axial information at these regions should be ignored, another graph
construction strategy is adopted here:

Algorithm 9.7 (Graph Construction at Critical Regions)

1. If the transversal planes constructed in the last step have passed (this happens
if by chance a symmetry point inside the critical region has an axial direction
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which follows the previous axial direction) or have reached critical regions,
then the best suited critical region’s center Qc is chosen by the maximum of
C, w.r.t. Qi:

Cn,l,ξ̂(P0, Qi) = Ωn,l,ξ̂(
�AP0 , �rP0Qi

, �rP0Qi
),

Qc = arg max
Qi

Cn,l,ξ̂(P0, Qi) (9.9)

where the Qi’s are here the centers of mass of each passed critical region. This
leads to the choice of a critical region center which lies in the direction of the
current node’s P0 associated axis �AP0 and is located at the prefered distance
of the algorithm. Since critical regions have to be bridged, the successor point
Qc is chosen to be the farthest symmetry point located in axial direction inside
the chosen region (cf. Eq. 9.9).

2. A fitness measure T̃ is evaluated in order to choose between the previously
found potential successor graph nodes Q and the critical region point Qc.
This fitness measure complies with the adopted node choice strategy of the
algorithm (e.g.. it lies nearer to the axial direction of P0 and is located at a
prefered distance from it):

Q = arg max
Qi

Tn,m,l,α̂0(P0, Qi), (9.10)

T̃n,l(P0, Q) = Ωn,l,π( �AP0 , �rP0Q, �rP0Q), (9.11)

T̃n,l(P0, Qc) = Ωn,l,π( �AP0 , �rPQc , �rPQc), (9.12)

Q0 = arg max
Q,Qc

(
T̃n,l(P0, Q), T̃n,l(P0, Qc)

)
, (9.13)

where T is taken from Eq. 9.6.

In Equation 9.9 another realization of the function Ω implements the selection
of the critical region center. As for Eq. 9.7, ξ̂ = π

3
determines the maximally

allowed direction deviation from the axial direction of the current graph node.
This cone is wider than the one taken for the search of successor nodes, since in
critical regions direction deviations are larger. As in Eq. 9.7 and Table 9.1, n = 3
imparts high influence to smaller angles ξ̂, and l = −1 chooses nearer located
successor nodes. In Equations 9.10, and 9.12 the cone angle does not matter
(and therefore it is set to π), since the points Q and Qc were chosen previously
- through Equations 9.8 and 9.9 - to lie in a narrow cone. At varicosities, where
axial information is disturbed, the algorithm tries to follow the direction it had
before entering the region and finds eventually the continuation of the branch. At
branching points or sharp bends where the high change of axial directions is correct,
no further symmetry points are found in the current branch direction and the line
construction algorithm terminates. The continuation is found by a subsequent
line construction which starts at a point inside the other branch or branch half.
This construction strategy is more reliable than unconditioned tracing of sharp
directional changes.
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a) b) c)

Figure 9.7: Axial directions (arrows) of selected symmetry points (dots) in crit-
ical regions a) a varicosity; b) a sharp bend; c) a branching point.

9.4.4 Connection of Two Graph Segments

If marked points are visited during the line construction algorithm (i.e. the stop-
ping Condition 5b from Section 9.4.2 is encountered), then two graph segments
merge.

The newly constructed graph line has to be connected with an existing nearby
graph segment. Each of the marked points which belong to the farthest located
transversal plane considered for the line construction is associated to (is the “child”
of) a graph segment (as described in Algorithm 9.6, Step 4). Among these seg-

ments, the best suited segment �S (i.e. for which: (i) the distance from the last

added graph node P0 to it is small, and (ii) the angle between the projecting line �B

onto the segment �S and the node’s axis �AP0 is small), to which the new graph line
can connect, has to be found. This is done by maximizing the validation function
M w.r.t. all nearby segments �S:

Mn,l(P0, �S) = Ωn,l, π
2
( �AP0 , �B, �B), (9.14)

The parameters n = 3, and l = −1 are the same as in all previous equations, in
order to assure the same behavior of the algorithm at merge points. The angle is
allowed to be maximal (i.e. π

2
), since directions are changing abruptly at branching

points or bending points. Here �B is the orthogonal projection vector of node P0

onto a graph segment �S, as it is shown in Figure 9.8.b. Figure 9.8 shows the three
situations which occur when merging:

Algorithm 9.8 (Connection of Two Segments)

• If the graph segment �S is a graph line end, connect the new graph line to the
segment’s �S end (Figure 9.8.a). This situation appears at sharp bends, low
contrasted regions, or varicosities.

• If the graph segment �S is not an end of the respective graph line, then project
P orthogonally onto �S. The corresponding projection point is added as a
node to the newly constructed graph line and to the segment of the already
existing graph line, becoming thus a branching point (Figure 9.8.b).
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• If the projections onto all nearby segments lie outside the segments, then
the nearest vertice is chosen as the connection point of the two merging
graph lines. This happens at connections with sharp bended graph lines (Fig-
ure 9.8.c).

B

0P
S

B

A
P0

0P

S

B

0P

A
P0

S
S

a) b) c)

Figure 9.8: Possible Connection Configurations between the currently con-
structed graph segment and an already existing segment. a) Linear connection: if
the nearest graph node is a line end, connect to this end; b) Project orthogonally
to the nearest segment of the met graph line; c) At sharp bends connect to the
nearest graph node if all projections onto segments lie outside the segments.

The condition of topology preservation is fulfilled by preventing the algorithm to
cross existing object boundaries when two lines are merging.

9.4.5 Graph Completion by Gray Value Tracing

Graph disconnectedness may arise at low contrasted regions or at strong varicosi-
ties, which cannot be filled due to the limited size of the “lookahead” neighborhood
(for an example see Figure 9.23.a). Therefore open ends of the graph lines are com-
pleted in a second pass. Since no reliable edge and symmetry point information is
available in these regions, alternative tracing methods have to be applied. Fortu-
nately varicosities have higher gray values than the gray value of the considered
graph line end, such that the graph lines can be completed by following voxels
in the original (or low-passed) gray value image. Since the method adapts to lo-
cal gray values it is also able to bridge gaps having decreasing gray values (see
Figure 9.23.b for an example).

The strategy is, first to perform an exhaustive search for potential graph com-
pletion points (successor graph nodes) and subsequently construct a smooth line
through the obtained point cloud (Figure 9.9).
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Figure 9.9: Gray Value Tracing: The graph end segment (thick continuous line
with nodes as filled circles) is completed (thin dashed lines and dashed circles)
after: i) gathering all potential successor nodes (empty circles denote symmetry
points, crosses denote voxels with high gray values which are not symmetry points),
and ii) clustering them into planes perpendicular to the graph end segment.

Algorithm 9.9 (Graph Completion by Gray Value Tracing - Diagr. 9.10)

• Sort existing graph lines by their number of nodes in order to complete first
the lines with highest probability of correctness (i.e. lines with a high number
of nodes had axial directions with low variance and therefore denote smooth
continuous branches).

• FOR EACH graph line end DO:

1. Gather all Start/“Seed” Points: Start/“Seed” points around a free graph
line end are symmetry points which are the “children” of the current
graph segment (cf. Algorithm 9.6, Step 4), i.e. consider all symmetry
points which are:

(a) the graph line end itself,

(b) in a plane, found by plane oscillation around the graph line end, as
in Section 9.4.1,

(c) in several planes orthogonal to the axial direction associated to the
graph’s end node (the planes are constructed as described in Algo-
rithm 9.6, Step 1 for the Choice of Successor Nodes), and

(d) additionally found by a Seed-Fill (Heckbert, 1990) (seed points are
those found by 1a,1b,1c) which gathers all connected symmetry
points from a local neighborhood.

2. Construct the longest possible line:

(a) Perform a Seed-Fill (with starting points obtained in 1a to 1d) to
find all connected voxels which are no symmetry points, and
which have higher gray values than g0:

g0 = max
Pi

(g(Pi)) − σg, (9.15)

where Pi are all seed points, g(Pi) their gray values, and σg the
standard deviation of all g(Pi)’s.

(b) Group all points (obtained from 1a to 1d, and 2a) into planes, which
are orthogonal to the axial direction associated with the graph line
end as described in Algorithm 9.6 (Step 1) for the Choice of Suc-
cessor Nodes (Figure 9.9).



9.4 The Graph Construction 135

(c) Construct the gray tracing line by choosing a point Qi in each plane,
for which G is maximal w.r.t. Qi:

Gn,l,γ̂(P0, Qi) = min
(
sgn

(
cos α̂ �AP0

,�rP0Qi

)
, sgn(g(Qi) − g0)

)
·∣∣∣∣g(Qi) − g0

255
Ωn,l,γ̂( �AP0 , �rP0Qi , �rP0Qi)

∣∣∣∣ , (9.16)

P0 is the graph line’s end node.
Parameters are n = 3, l = −1, γ̂ = π

3
. A narrower search cone

is used here in order to keep smoothly the direction of the graph
line end, whereas n and l have the same values as in the previ-
ous formulas, in order to ensure the same behavior of the algorithm.

END LOOP

For all free graph 
       line  ends

Y

    Find all starting points by planar 
oscill., transv.  search, Gray Seed−Fill

Calculate the best connection point

NIf merge  with an other
  graph line occurred

Y

   Construct the longest possible line by 
Seed−Fill  & highest gray value selection

Figure 9.10: The Graph Completion by Gray Value Tracing Algorithm:
Each graph line end is completed as long as the gray values are in the value range
defined by its neighborhood. Whenever another graph line is met, the completion
algorithm stops and connects the two graph lines.

During this chapter a new algorithm was presented, which constructs a graph
from symmetry points (Section 9.4.2). To avoid that noisy regions or regions of
high gray value fluctuations mislead the algorithm, a mechanism was proposed
to automatically detect these “critical” regions. A slightly modified - more noise
robust - line construction paradigm is applied at these points (as described in
Section 9.4.3). A post-processing of the yet available preliminary graph, by tracing
on original gray values (Section 9.4.5) completes graph gaps at varicosities and in
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Table 9.2: Maximal Angles of the Search Cone for the Different Graph
Construction Sub-Steps.

Line
construction

Choice of
critical region

Choice of
connection

point

Gray value
completion

2π
5

π
3

π
2

π
3

regions of low contrast of the foreground voxels. Each of the sub-steps uses the
same node choice mechanism through a fitness measure Ω, by keeping the principal
parameters, n,m, l, fixed and varying the allowed angle of the search cone α0,
depending on the task of the sub-step.

The parameters used for all fitness measures are n = 3,m = 2 and l = ±1,
where l = −1 is used if nearer point selection is wished and l = 1 is used if farther
point selection is wished. Whereas the varying siyes of α0 in Table 9.2 below.

9.4.6 Computational Complexity

The different algorithmic steps presented in this chapter are implemented effi-
ciently. The initial sorting of the symmetry points has the highest computational
burden (O(n log n), with n being the number of symmetry points, which are much
fewer than the total data size). The line construction algorithm has linear com-
plexity, since it processes only once each symmetry point. The Gray Value Tracing
algorithm first sorts the graph lines by their length, which is again of complexity
O(m log m), where m is the number of constructed graph lines, i.e. it is almost
negligible relatively to initial data size. The Seed-Fill algorithm has worst case
complexity O(p), where p is the number of points visited by the algorithm. Since
it is operating only on limited areas around the open ends of the graph lines, i.e.
it is called 2m times, its computational burden is again negligible.

9.5 Applications

The current section shows step by step how the algorithms presented in this chapter
work. For each of the pre-processing (i.e. tracing, and critical region detection,
from Section 9.3) and graph construction steps (from Section 9.4), intermediate
results and the influence of parameter choice will be discussed, as follows:

• All pre-processing results (from Section 9.3) are discussed in Section 9.5.2.

• The influence of the distance choice during line construction (from Sec-
tion 9.4.2) is shown in Section 9.5.3.
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• The influence of critical region consideration during line construction (from
Section 9.4.3) is commented in Section 9.5.4;

• The graph line completion by gray value tracing (from Section 9.4.5) is shown
in Section 9.5.5;

9.5.1 Datasets

For continuity and more clearness, Section 9.5.2 presents first results from the pre-
processing steps on the small branch zoom-in of the honeybee neuron presented
in Section 6.4.1 (Figure 6.4). Part of these steps will be exemplified also on an
artificial dataset (Figure 9.11.a) and two 3D-confocal microscopy scans of the lo-
cust neurons6 Meso1 (Figures 2.2.c and f), and Trio (Figure 2.3), presented in
Section 2.3, which have different noise characteristics. Figure 9.11.b and c show
their maximum intensity projections (MIP) on the three Cartesian planes. In con-
trast to the planar oriented Trio neuron, the Meso1 neuron has spatially isotropic
oriented branches.

Artificial Data: The dataset shown in Figure 9.11.a is an artificially drawn
binary neuron (64× 64× 64 in size), which has branches with diameter between 1
and 16 voxels. Two benchmark datasets are created from it by adding noise of two
different kinds to the artificial dataset. For the first benchmark (Figure 9.12.a) the
binary dataset is blurred with a Gauss low-pass filter and Gaussian noise is added.
The final image has high background noise (SNR 7.3) and blurring leads to a merge
of the branches at the tip of the tree. For the second benchmark (Figure 9.12.b)
the binary image is perturbed with Poisson noise, which creates higher gray value
variations inside the neuronal branches, but less background noise and blurring.
As can be seen, the small pin-like branch at the root of the tree has completely
disappeared in the “Gaussian” benchmark, due to the blurring of the data, whereas
in the “Poisson” benchmark the connecting neck of the pin is lost. Therefore, this
branch cannot be recovered by the algorithm.

9.5.2 Pre-processing

Edge detection and the across-scales edge validation are first applied on all
datasets. Since edge validation enhances object boundaries and weakens edges
corresponding to noise, the choice of the cut-off threshold is not critical any more
and may be applied globally to obtain clean boundary edges. It was chosen visually
(figures are omitted here; refer to Section 6.4 for examples).

Tracing is applied thereafter. The symmetry points, their axes and directional
variances are computed (as described in Section 9.3). The resulting raw skeletons
are shown in Figures 9.13, and 9.14.

6Courtesy of Dirk Bucher, Department of Biology, Brandeis University, Waltham, MA, USA.
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a) Artificial dataset b) The Trio neuron
c) The Meso1 neuron

Figure 9.11: The Data: a) The binary artificial data (64×64×64 voxels, thinnest
branch 1 voxel, thickest branch 16 voxel diameter); b) The Trio Neuron (512×512×
130 voxels in size, corresponding to 0.38×0.38×0.76µm per voxel, thinnest branch
3 voxel, thickest branch 16 voxel diameter), with enhanced contrast (gray values
above 100 are mapped to black); c) The Meso1 Neuron (512 × 512 × 135 voxels
in size, corresponding to 0.98× 0.98× 0.98µm per voxel, thinnest branch 3 voxels,
thickest branch 40 voxels diameter) with enhanced contrast (gray values above 50
are mapped to black); The box marks a part of the neuron which is investigated in
more detail later in this chapter; Arrows mark zones of low contrast. The images
are maximum intensity projections.

Figure 9.13 shows the lower half of a superposition of 3 slices of the raw skeleton
and the corresponding axial directions computed on the zoom-in of the honeybee
neuron (original in Figure 6.4). The axes are following the branch directions
tangentially even at branching points and at sharp bending points consistently.
The length of the vectors is an indicator of confidence: long vectors indicate axes
of low variance. At regions of high gray value fluctuations, or at leaky edge regions
(marked by boxes), vectors of all spatial directions arise. It can be observed that
the variance of these vectors is high, such that they can be detected using the
curvature measure κ from Equation 9.5.

The raw skeletons of the two artificial datasets (Figure 9.14.a and b) are some-
what irregular, but otherwise reflect correctly the topology of the neuron. The
raw skeleton of the “Gaussian” benchmark (Figure 9.14.a) is connected at the tip
of the tree, since the corresponding branches merged due to noise.

The raw skeleton computed on the Trio neuron is very clean but contains some
gaps mainly in the critical regions (Figure 9.14.d) (i.e. at low contrasted regions
and at varicosities, where circularly shaped edges around the varicosities interrupt
the linear course of the branches - arrows point to these regions).

The Meso1 neuron has a much lower resolution in the z direction than in
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a) b)

Figure 9.12: Two Benchmarks Created from the Artificial Dataset: The
maximum intensity projections onto the Cartesian planes and slices 17 and 28 with
enhanced contrast (maximal gray value 105 is mapped to white) are shown: in a)
the artificial neuron was blurred with a Gaussian low-pass filter and perturbed with
additive Gaussian noise (SNR is 7.3); the maximum intensity projection shows that
the branches at the tip of the tree merged due to the blurring; in b) the neuron
was perturbed by Poisson noise; branches contain higher gray value variations but
are less blurred than in a).

the x and y directions. The projection onto the y-z plane shows high variations
in contrast along branches (Figure 9.11.c). Even so, the symmetry points have
homogeneous thickness in all three spatial directions and contain relatively few
gaps (Figure 9.14.f). This shows that the proposed algorithm is not too sensitive
to the resolution differences in the lateral and in the axial directions.

Critical Region Detection is performed as described in Section 9.3.1, i.e. the
curvature measure κ (Equation 9.5) is computed for each symmetry point and a
visual threshold is applied, such that only points with high curvature are retained.

The detected “critical” regions of the artificial dataset are shown in Figure 9.15.
They obviously correspond to the branching points of the neuron and are detected
in both noisy benchmarks similarly. Therefore only one of them is shown.

The more complex critical regions of the honeybee neuron are shown in Fig-
ure 9.16.a. High curvature zones correspond in this image to regions where κ
exceeds a value of 0.05 times the highest value. If a higher threshold is chosen,
some of the high curvature points are lost. In reverse, if the threshold is lower,
then simple symmetry points are falsely characterized as high curvature points. To
show the good correspondence with curvature points detected by the multiscale
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a) b)

Figure 9.13: The Raw Skeleton and the Axial Directions of the Honeybee
Neuron: a) The raw skeleton (black) of the neuron was obtained using the algo-
rithm of Section 9.3; b) the associated axes for each symmetry point from a). The
figure shows the x-y projection of the axial directions (red vectors) superimposed
with the edge image of Figure 6.8.b. The length of the vectors is an indicator of
confidence: long vectors indicate axes of low variance. Vectors pointing into false
directions (boxed regions) appear only at varicosities or when edges are incom-
plete, as is the case here. All other vectors are tangent to the branch direction at
their anchor points. The lower half of the superposition of three slices is shown.

Gaussian curvature method (introduced in Section 8.2.1), the two point sets are
overlaid in Figure 9.16.b.

The critical regions in the other real datasets are omitted, since they are too
complex and therefore difficult to inspect on 2D images.

Cross-Validation of branching points Since the artificial benchmark is a too
simple example, the honeybee neuron is chosen for the exemplification of the cross-
validation procedure between “critical” points and negative Gaussian curvature
points computed on the segmented neuron (see Sections 8.3.2 and 9.3.1). As
described in Section 9.3.1, the two point sets are expanded by the modified Seed-
Fill algorithm presented in Section 7.3. The seeds are the detected regions and base
images of the two Seed-Fills are the original gray value image and the segmented
neuron respectively. Figure 9.17 shows the original image, the results of the two
Seed-Fill operations and the product of the two seed-filled datasets.

Thereafter a graph representation of the neuron may be specified easily by
combining these detected key points with the calculated raw skeleton. This is
shown in the following sections.

9.5.3 The Influence of Distance Choice

The density of graph nodes is influenced by two parameters of the graph construc-
tion algorithm of Section 9.4.2: i) the neighborhood parameter δ (Algorithm 9.6,
Step 1 of the Successor Choice Algorithm), which determines the maximal looka-
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a)

            

b)

            

c) d)

e) f)

Figure 9.14: The Raw Skeleton (RS) (Cntd.): a) RS of the “Gaussian” bench-
mark (Figure 9.12.a); the branches at the tip of the tree merge due to the low-pass
filtering, and therefore the symmetry points meet as well; b) RS of the “Poisson”
benchmark; c) Volume rendering of the Trio neuron (with enhanced contrast).
Arrows point to critical regions; d) RS of the Trio neuron as MIP. At critical
regions gaps are present (arrows); Noisy edges were left on purpose in the image.
These generate noisy symmetry points; e) Volume rendering (with enhanced con-
trast) of the original gray values in the boxed region of the Meso1 neuron from
Figure 9.11.c; f) RS of the region shown in e).
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Figure 9.15: The Critical Regions of the artificial dataset correspond to the
branching points of the neuron and the endpoints of the branches. They are
similar in both noisy benchmarks.

head distance for finding next potential successor graph nodes, and ii) the pa-
rameter l of the function Ω (Equation 9.7), which determines whether larger or
smaller distances between graph nodes are prefered. A larger lookahead distance
δ combined with “farther” next point selection creates and more connected graph
with a lower number of nodes.

These parameters have to be set depending on the shape and size of the neu-
ronal branches of the underlying data. For smooth neurons, with long linear
branches, large δ’s and “farther” point selection is suitable, whereas neurons with
highly bended branches or high density of thin processes, small δ’s and “nearest”
point selection is recommended.

The influence of the different choices of nearer or farther point selection by the
function Ω on the constructed graphs is shown on the Meso1 neuron in Figure 9.18,
where the generated graphs are overlaid on the volume rendered image of the Meso1
neuron. The graph generated with nearest point selection and small neighborhood
has lines which are smoothly following the neuronal branches, but which have gaps
at varicosities and low contrasted regions. The graph generated with farthest point
selection and larger neighborhoods is sparser (i.e. contains less graph nodes) and
is more connected, but at edge gaps false connections between symmetry points
lying in different neighboring branches may also arise.

Distance choice does not influence significantly the shape of the graphs on
smooth unnoisy datasets, such as the Trio neuron, and therefore these simulations
are not shown.

9.5.4 Graph Construction considering Critical Regions

Since axial directions are noisy at critical regions (like varicosities, branching
points, or sharp bends), the graph construction algorithm does not consider the
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a) b)

Figure 9.16: Critical Regions of the Honeybee Neuron: a) Critical regions
of high “heuristic” curvature κ overlaid with the image of the segmented neuron
shown in Figure 7.4. The figures are additive superpositions of (x, y)-slices for
z ∈ [91, 110]. Red indicates voxels where values are higher than 0.05 times the
maximal value. b) Overlay of Figures a) and 8.3.a. As expected, there is co-
occurrence of minimal negative Gaussian curvature (thresholded at 0.2 times the
minimum) and high values of κ at branching points and sharp bending points
(rectangles), whereas at varicosities only the symmetry points have high κ (circles).

axial information of the symmetry points in these regions (as described in Sec-
tion 9.4.3). In the following it is shown that this strategy is improving the gen-
erated graphs, against the graphs which are constructed on datasets lacking the
information about the locations of critical regions.

First, the “Gaussian” benchmark is shown in Figure 9.19, where a graph with
too low a neighborhood (δ = 3), nearest point selection, and without critical re-
gion consideration is generated. The graph looks jagged and has gaps due to the
small look-ahead distance (Figure 9.19.a). At branching points the graph line con-
nections are noisy and irregular (arrows point to these regions). The stars denote
falsely connected graph lines which appear due to the merging of the branches (as
shown in Figure 9.12.a). In Figure 9.19.b the graph is generated with nearest point
selection and the same neighborhood (δ = 3), but critical regions are taken into
account during graph construction. It can be observed that clean merge points are
generated at the branching points and that graph lines are therefore smoother.

Figure 9.20.b shows the modified graph construction algorithm applied on the
Meso1 neuron. The generated graph is overlaid onto the volume rendered original
image. The balls denote branching points and critical points. It can be observed
that some branches are traced more correctly (i.e. false connections at some edge
gaps are corrected) and branching points are identified more exactly than by the
simple graph construction shown in Figure 9.20.a. An additional improvement is
the bridging of some of the graph gaps which appear around varicosities.

Figure 9.21 makes the same comparison on the Trio neuron. Both graphs
are computed with farthest point selection and a much too high neighborhood
parameter δ = 15. Observe that some completely false connections arise at edge
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a)

b)

c)

Figure 9.17: Cross-Validation of “Critical” Points and Negative Gaussian
Curvature Minima Points: a) The modified Seed-Fill performed with the crit-
ical points as seeds and original gray values as base data (Ni = 4, Nr = 30, Vs = 6)
(each ”connected” color represents a contiguously filled region); b) The modified
Seed-Fill performed with the minimal Gaussian curvature points as seeds and the
binarized segmented neuron as base data (Ni = 2, Nr = 20, Vs = 6) (zones are
highlighted in white). At branching points, regions located on different branch
sides merge; c) The product of the two Seed-Fill results in a) and b) highlights
only the branching and the sharp bending points (white regions).
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a)

b)

*

*

Figure 9.18: The Influence of Distance Choice on the Meso1 Neuron: a)
Nearest point selection with neighborhood δ = 3; b) Farthest point selection with
neighborhood δ = 3; the connectivity is improved (arrows), but false connections
due to edge gaps may also arise (stars). The graphs are overlaid on the volume
rendering of the boxed region in 9.11.c.
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a) b)

Figure 9.19: Critical Region Consideration on the “Gaussian” Bench-
mark: a) The graph constructed with too low a neighborhood (δ = 3), nearest
point selection, and without critical region consideration. Gaps in the graph lines
arise due to the small look-ahead distance. At branching points the connections are
noisy and irregular (arrows). The stars denote falsely connected graph lines which
appear due to the merging of the branches in the noisy dataset (Figure 9.12.a); b)
The graph constructed considering the critical regions, with nearest point selection
and the same neighborhood. Clean merge points arise at the branching points and
graph lines are smoother.

gaps in the simple graph (arrows in Figure 9.21.a), whereas a clean graph with
graph lines closely following the neuron’s branches is generated by the augmented
algorithm (Figure 9.21.b). Even if the graph still contains gaps (at low contrasted
regions and at varicosities), the result shows that the augmented algorithm is much
more insensitive to non optimal parameter settings.

9.5.5 Graph Completion by Gray Value Tracing

The gray value tracing algorithm is needed to fill in the gaps of the graph lines
left by the graph-construction algorithm around critical regions, due to the limited
size of the “lookahead” distance.

Since the graph of the artificial benchmark contains gaps at branching points
(Figure 9.19), the gray value tracing algorithm is applied (Figure 9.22). The
graphs are completed and do approximate the topology of the neurons well. In
the “Gaussian” benchmark four gaps are left by the algorithm due to a built-in
condition, which prohibits the creation of circularly closed graph lines.

To show the behavior of the gray value tracing algorithm in more detail, a
close-up of a very difficult region in the Trio neuron is given in Figure 9.23 before
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a)

b)

Figure 9.20: Critical Region Consideration on the Meso1 Neuron: a)
Simply constructed graph with neighborhood δ = 3 and nearer point selection; b)
The graph constructed with the same parameters and critical zone consideration;
Balls denote critical points and branching points; some graph gaps are bridged
and false connections are avoided (arrows). The graphs are overlaid on the volume
rendering of the boxed region in 9.11.c.
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a)

b)

Figure 9.21: Critical Region Consideration on the Trio Neuron: a) The
graph was constructed with farthest point selection at neighborhood δ = 15, which
is much too high. Faulty cross connections arise at edge gaps (arrows); b) The
same construction parameters are used, but critical regions are considered. The
graph lines are following closely the neuronal branches. The graph is overlaid on
the volume rendered neuron image.
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a) b)

Figure 9.22: Gray Value Completed Graph Lines of the Artificial Bench-
marks: The upper two rows show the projections of the graphs onto the Cartesian
planes (x-z) and (y-z) overlayed with the projections of the maximal intensity val-
ues of the original data. The bottom row shows the 3D views of the two graphs:
a) on the “Gaussian” benchmark (neighborhood δ = 3 as for Figure 9.19.b); gaps
are closed, except at points where loops would have been created (see Section 9.5.5
for explanation); b) on the “Poisson” benchmark. Both graphs are constructed
with nearest point selection and critical region consideration.
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and after completion of the graph. The completion algorithm follows even the
lowest contrasted branches, fills in gaps and bridges the varicosities (balls denote
the added graph nodes by gray value tracing).

Finally, the significantly improved graphs of the Meso1 and Trio neurons are
shown in Figures 9.24, and 9.25 overlaid on the volume rendering of the original
images. Many of the low contrasted regions of the neurons are traced, such that
some gaps are closed or branches are continued until no more reliable gray value
information is found (the nodes added by the gray value tracing algorithm are
shown as balls).

9.6 Discussion

As shown in the introduction of this chapter (Section 9.1), previous work in the area
usually discusses only one of the steps presented here. Therefore intermediate re-
sults of the proposed algorithms are compared with commonly used pre-processing
methods (Section 9.6.1), and the new graph construction algorithm is compared
with currently available skeletonization methods (Section 9.6.2).

9.6.1 Comparison of Pre-processing Methods

Thinned Points vs. Symmetry Points:
Skeleton construction by thinning is based on the repeated deletion of foreground

voxels of the object’s boundary, as long as their deletion does not disrupt the
topological structure (i.e. by disconnection of parts or change of the basic shape of
the object). Naccache and Shinghal (1984) provided a set of rules for distinguishing
simple points (i.e the points which can be deleted safely) from safe points (i.e.
points for which deletion would cause topology disruption). The extension of this
so-called SPTA algorithm to three dimensions, however, is not straight forward due
to the exponential growth of possible neighborhood configurations7 and the lack
of a unique theoretical definition of minimal skeletons for some of the elementary
3D shapes (Mukherjee et al., 1989). The ESPTA algorithm of Mukherjee et al.
(1989) applies the SPTA algorithm consecutively on the Cartesian planes of a
3× 3× 3 cube. The authors tested the algorithm on objects which contained only
boundaries parallel to the coordinate axes and showed that box-shaped objects
are reduced to thin planes, which cannot be reduced further due to the safe point
conditions.

The ESPTA algorithm is tested here on the ”Gaussian” benchmark (Fig-
ure 9.26.a). It can be observed that the algorithm creates holes in oblique object
parts. In contrast, the symmetry points (calculated from the second scale’s edge
points) are more compact, and smoother (Figure 9.26.b). Not all detail could
be preserved due to the low-pass filtering, such as the small pin neck, which is

7There are 326 possible configurations of the 3 × 3 × 3 neighborhood of a point in 3D, since
each voxel can have the values black/white/don’t care.
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a)

b)

Figure 9.23: Graph Completion by Gray Value Tracing on a zoom-in of the
Trio Neuron. a) The graph computed with critical regions, farthest point selection
and neighborhood δ = 3; b) The gray value completed graph (balls denoted the
added graph nodes by gray value tracing). The lowest contrasted branches are
completed, gaps are filled and varicosities are bridged.
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a)

b)

Figure 9.24: Gray Value Tracing on the Meso1 Neuron: a) Nearest point
selection at neighborhood δ = 3 with critical regions; b) Same as a) with gray
value tracing; the balls (arrows indicate the zones) are the nodes added by gray
value tracing. The graphs are overlaid on the volume rendering of the boxed region
in 9.11.c.
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a)

b)

Figure 9.25: Gray Value Tracing on the Trio Neuron: a) Farthest point
selection at neighborhood δ = 3 with critical regions; b) Same as a) with gray
value tracing; the balls (arrows indicate the zones) are the nodes added by gray
value tracing. The graphs are overlaid on the volume rendering of the neuron’s
left half.
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*

a) b)

Figure 9.26: Thinned Points vs. Symmetry Points on the ”Gaussian” bench-
mark: a) The ESPTA thinning algorithm deletes oblique oriented structures (ar-
rows); b) The symmetry points (calculated on the second scale’s low-pass filtered
image) are more compact, and smoother; the small pin neck is smoothed out by
the low-pass filtering (star), artifact symmetry points arise where branches merged
due to low-pass filtering (arrow); All images are binary projections onto the y-z
Cartesian plane.

smoothed away (star), or the additional symmetry points which arise due to the
merging of nearby branches. These artifacts are inherent to the used multi-scale
procedure and cannot be avoided, but otherwise the symmetry points represent
a better raw skeleton, from which a graph representation can be subsequently
constructed.

Applied on real data - like the Meso1 neuron (previously binary segmented with
a threshold of 14 from 255 gray values, such that branch connectivity is preserved)
- the ESPTA algorithm is mislead by the inherent (oblique) irregularities of the
neuronal boundary (which are particularly strong in the z direction - Figure 9.27.b),
which cause topologically wrong voxel deletions.

Thinning results have thus significant topology disruptions, if the original data
has irregular object boundaries and are therefore not suited for further processing.
In contrast, the symmetry points have homogeneous thickness, are thinner, and
preserve the neuron’s topology (Figure 9.27.c). The gaps in the raw skeleton
arise due to the varicosities inside the branches. Nevertheless, together with the
associated axial directions and their variance values, the symmetry points provide
richer and less noisy initial information for the graph construction than the points
obtained from thinning.

Comparison with Analytic Symmetry Line Construction:
The algorithm proposed by Shaked and Bruckstein (1996) constructs the skele-

ton lines of analytically expressed curves in 2D space. There, each symmetry
point is the center of the smallest circle which is tangent to two opposite boundary
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Figure 9.27: Thinned Points vs. Symmetry Points of the Meso1 neuron: a)
Original data: zoom-in of the boxed region in Figure 9.11.c (gray values between
0 and 255); b) Points obtained by the ESPTA thinning procedure on binary seg-
mented data with threshold 14; The branches are not thinned homogeneously in
z direction due to boundary irregularities and lead therefore to topologic disrup-
tions; c) The symmetry points are more robust to boundary irregularities, have
homogeneous width, are smoother and follow the center of the branches; the raw
skeleton gaps arise at edge gaps around critical regions, but they can be filled due
to the associated axes of the symmetry points (see Figure 9.24); All figures are
MIPs.

points, i.e. it is the intersection point of the curve’s normals which has equal dis-
tance to the boundary. The method is exemplified on topologically complex, but
smooth and unnoisy artificial curves. For real, noisy, pixelized data, first a curve
fitting and an eventual smoothing would have to be performed, in order to apply
the method.

However, symmetry points are calculated as approximate intersection points
of gray value gradients at boundary points. Since gradients are orthogonal to the
object’s boundary, the algorithm can be considered as a computationally cheap
3D approximation method of the 2D algorithm of Shaked and Bruckstein (1996),
which does not need a parametric surface fitting of the pixelized data and therefore
avoids its implicit errors. The consideration of mean quantities instead of exact
values for the calculation of gradient intersection points makes the algorithm more
robust against boundary irregularities.

9.6.2 Comparison between Skeletonization Algorithms

There are two main classes of skeletonization algorithms: i) algorithms which use
distance transforms (Ge and Fitzpatrick, 1996; Gagvani and Silver, 1997; Zhou and
Toga, 1999; Schirmacher et al., 1998) and ii) algorithms which use thinned data
(Cohen et al., 1994; Xu et al., 1998) for the construction of skeleton lines. Since
thinning algorithms were ruled out in the previous section due to noise sensitivity,
the current section will comment on algorithms based on distance maps.
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The Surface Shrinking Algorithm (Schirmacher et al., 1998):
In the following it is shown that algorithms based on distance transforms are -
similarly to thinning algorithms - also sensitive to boundary irregularities (Vilanova
et al., 1999) and prone to noise.

The 3D surface shrinking algorithm (Schirmacher et al., 1998) is a good proto-
type example, since it first has to segment the data - as all other algorithms based
on distance transforms do. Thereafter it approximates a surface and it performs
shrinkage steps in the gradient direction of a distance map, i.e. orthogonally to
the surface. This resumes in finding the points which lie on the symmetry ax of
the surface, and therefore the shrinking algorithm can be regarded as well as a 3D
extension of the 2D method of Shaked and Bruckstein (1996) (see Section 9.6.1).

Since surface shrinking gives very good results for sharply defined objects, it is
chosen for the analysis of its behavior on noisy data such as the two real datasets
Trio and Meso1.

The Trio Neuron: Since the Trio neuron is an almost noiseless scan, a very
low global segmentation threshold (i.e. 5 of 255 total gray values) is chosen, such
that the generated iso-surface does not contain gaps. The skeleton obtained by the
surface shrinking method is highly connected but has problems at branching points,
where the surface cannot be shrunk to a single connection point. At varicosities,
due to noisy gradients, stellate structures arise, which disturb the topology of the
neuron (Figure 9.28.b).

The here proposed graph construction algorithm creates a graph which reflects
the overall structure of the neuron, but it encounters problems at difficult regions
like varicosities or low contrast regions too, leaving sometimes disconnected graph
lines (Figure 9.28.c). These gap artifacts are not considered to be an impediment
for a further automatic analysis of the neuronal data, since a subsequent surface
reconstruction (relying on the given graph and original gray value data) (Schmitt
et al., 2001) would be able to bridge these areas. In contrast, the stellate sur-
face artifacts produced by the surface shrinking method could mislead a surface
reconstruction algorithm.

The Meso1 Neuron: The iso-surface for the Meso1 neuron is generated at
threshold 13 from 255 gray values. A lower threshold would include too much noise,
such that the neuron’s surface would be completely disrupted. Unfortunately this
threshold is too high for the segmentation of the finest branches, thus providing
incomplete initial object data to the surface shrinking algorithm. It should be
emphasized again that all other algorithms which rely on threshold segmentation
of the data would suffer the same disruptions.

In contrast to the Trio neuron, where the surface shrinking method gave good
results, here the surface shrinking method fails (Figure 9.29.b), since thick branches
cannot be shrunk to a single line, due to their boundary irregularities (a common
problem of all algorithms using distance transforms).
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a)

b)

c)

Figure 9.28: Surface Shrinking vs. Graph Construction on the Trio Neu-
ron:a) Volume rendering of the original data; black mapped to 150 (from 255
gray values); arrows point to low contrasted regions; b) The skeleton obtained
by surface shrinking; branching points cannot be reduced to a single point and
varicosities generate stellate structures (arrows); c) The graph obtained by the
graph construction is less connected than b) but is single lined everywhere; gaps
are present at the very low contrasted regions or at varicosities (arrows);
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Due to its lower sensitivity to contrast variations and boundary irregularities,
the graph construction algorithm is able to find low contrasted branches, reflecting
thus the underlying data (see Figure 9.29.c). The thick branches as well as the
thin branches are single lined without any spurious graph lines.

x z

y

x z

y

x z

y

a) b) c)

Figure 9.29: Surface Shrinking vs. Graph Construction on the Meso1
Neuron: a) Maximum intensity projection (values above 50 are mapped to black);
arrows point to very low contrasted regions; b) Surface Shrinking on an iso-surface
computed at a threshold of 13 (from 255 gray values); the branches in the low
contrasted regions are completely lost (arrow) and thick branches could not be
linearized due to boundary irregularities; c) The graph construction reproduces
smoothly even the lowest contrasted branches; thick as well as thin branches are
single lined without any spurious graph lines;

9.7 Conclusions

This chapter has presented new tracing (Dima et al., 2001b; Dima et al., 2002)
and graph construction (Dima et al., 2003; Dima et al., 2001a) algorithms for
tree-like shaped neuronal data. The Neuronal Tracing algorithm is an extension
of the Gradient Tracing procedure presented in Section 7.2, which estimates addi-
tionally a local mean branch direction at each symmetry point and a measure of
the variance of this estimate. This provides information about the local degree of
uncertainty in the underlying data. Regions of high curvature, such as branching
and bending points, as well as other difficult regions (where edges may be false) are
therefore detected without any computational overhead due to the large value of
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axial direction variance at these points. These critical regions can subsequently be
used as hints in the graph construction algorithm, which then ignores directional
information at these locations, being therefore more tolerant against noise.

The two branching point detection methods, (i.e. coming from the Neuronal
Tracing - Section 9.3.1 - and from the Gaussian curvature computation - Sec-
tion 8.3.2) can validate each other, in order to eliminate noisy points detected by
any of the two methods, providing thus with high confidence the branching and
bending points.

The pre-processing presented here extracts therefore much more information
for the graph construction algorithm, than the classic skeletonization algorithms
have initially available. Nevertheless, the symmetry points still contain difficult
or faulty areas. Therefore the graph construction algorithm tries to avoid the
inherent problems of the underlying data, by:

• Global generation of graph lines. Since all detected symmetry points are
considered for graph construction, the algorithm cannot get stuck in local
difficult regions and therefore it does not loose the data lying behind those
regions (Section 9.4).

• Avoids the generation of spurious/multiple graph lines, by clustering the
symmetry points (Section 9.4) lying in transversal branch sections.

• Adapts the lengths of the generated graph segments to the local noise level
and smoothness of the data (Sections 9.4, and 9.5.3).

• The modified graph construction paradigm at critical regions, where axial
information is unreliable. This leads to robustness against noise and against
non-optimal parameter choices (Sections 9.4.3 and 9.5.2).

• Natural branching point detection by the merging of meeting graph lines.

• Adaptation to the local contrast, such that even the finest branches are de-
tected, is done by the gray value tracing performed as post-processing after
graph construction. This augmented Seed-Fill procedure provides clearly
better results than usual Seed-Fills (Roysam et al., 1992), which get stuck
at low contrasted regions (Sections 9.4.5, and 9.5.5).

• Being computationally cheap. The highest complexity of the algorithms is
given by the sorting algorithm, which is typically O(n log n), where n is the
number of symmetry points in the dataset (i.e. it is much sparser than
the original gray value data). The graph construction algorithm depends
linearly on the number of symmetry points and is thus very fast. This allows
an efficient processing of data having such large sizes as those of confocal
microscopy scans.

Therefore, using the redundant information contained in the multiple symme-
try points, the associated axial directions, and the locations of high curvature (or
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“critical”) regions, together with the original gray value image, the graph con-
struction method is able to bridge most of the gaps in the raw skeleton and to
construct a clean, single lined, sparse, and smooth graph representation, which
is following even the finest and lowest contrasted neuronal branches despite the
fact that structures come in widely different sizes and contrast levels that noise is
strong and that the staining is not homogeneous.



Chapter 10

From Edges To Neuronal Graphs

The previous chapters have given general processing methods for information ex-
traction, which can be used for several purposes. But each of the described steps
has its main application in the final graph construction.

This chapter describes the complete sequence of steps (Dima et al., 2001b)
which have to be performed and their required parameters for a complete graph
construction (Section 10.1). Depending on the characteristics of the underlying
data, alternative pre-processing methods can be chosen in order to improve the
quality of the constructed graph. An example of a different work flow applied on
difficult data will be given in Section 10.2.

10.1 The Complete Graph Construction

Summarizing the steps described in Chapters 5 to 9, the system for graph con-
struction has thus following work flow (Diagram 10.1):

Algorithm 10.1 (From Edges To Graphs)

1. Optionally denoise the image, if the image has low SNR (Chapter 5).

2. Detect edges on multiple scales, select a scale and validate edges between
the selected scale and the adjacent higher resolution scale. Finally clean the
boundary edges from noise by thresholding (Chapter 6).

3. Segment the neuron by Gradient Tracing (Chapter 7).

4. Detect branching and sharp bending points by multiscale Gaussian curvature
computation on the segmented neuron (Chapter 8).

5. Compute the raw skeleton, its associated axial directions and critical regions
(i.e. heuristic high curvature points) (Section 9.3).
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Figure 10.1: The Steps of the Complete Neuronal Graph Construction
Algorithm.

6. Cross-validate critical regions with the points detected by the Gaussian cur-
vature operator (Section 9.3.1).

7. Link the symmetry points in the direction of their axes, to form a neuronal
graph (Section 9.4).

Since the across-scales validation of the edges is able itself to eliminate edges
corresponding to speckle noise, it is often not necessary to denoise the original
image preliminarily to the application of the multiscale edge detection. Only in
cases of very low SNR, the denoising improves significantly the final results (an
example is shown in Section 10.2). After edge detection, two neighboring scales
which are a good compromise between the needed reconstruction detail and the
remaining noise should be chosen. The validation of the edges is then performed
on these two scales1.

1Due to the discretization of the scale space, the spatial shift of edges between scales is high.
Therefore only two scales are considered for validation (refer to Section 6.3 for a more detailed
explanation).
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The confidence measure obtained from the validation measure enhances the
foreground objects, such that a global threshold application for the elimination of
noisy edge points is made possible, without loosing foreground information. Using
edges and their associated gradient directions the segmentation of the neuronal
branches (Section 7.2), as well as the computation of the symmetry points and
their associated axial directions along the central branch axes can be performed
(Section 9.3). The segmentation is needed for the estimation of branching and
bending points by the - analytic - Gaussian curvature approach, whereas the axes
calculation provides a heuristic measure of the reliability of the associated axial
direction and gives therefore information not only about branching and bending
points but also about difficult and noisy areas of the neuron (Section 9.3.1). The
point sets obtained by the above two methods are then cross-validated with each
other (as described in Section 9.3.1). All the so far gathered information, to-
gether with the original gray value image are then used by the graph construction
algorithm (Section 9.4.2).

10.1.1 Parameter Choice

All steps enumerated above necessitate the choice of some parameters. At the first
glance, this seems a difficult task for the unexperienced user. However, the param-
eter choice is critical for only two algorithms. Usually, the choice of parameters
depends strongly on the underlying data and necessitates some work experience
with the data. Nevertheless, the tables below demonstrate the existence of a cer-
tain constant order of magnitude.

The parameters needed by each of the pre-processing steps are thus:

1. The threshold for the selection of the validated edges (critical! - Table 10.1
gives an overview of the thresholds applied in this work).

2. The threshold for the elimination of spurious rays after Gradient Tracing
(this is not always necessary).

3. The threshold for the selection of critical regions (Table 10.2).

4. (Ni, Nr, Vs) - the minimal initial seed region size, the minimal detected region
size, the maximal search distance for the enhanced Seed-Fill (critical! -
Table 10.3 gives an overview).

5. The neighborhoods for Gradient and Neuronal Tracing and the Graph Con-
struction.

The threshold for edge selection should not be chosen too high, in order not
to loose foreground boundary information. However if it is chosen too low, edges
corresponding to noisy regions may mislead the subsequent graph construction
step. The threshold values used for edge selection are given in Table 10.1, which
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shows that the edge selection thresholds applied on neuronal datasets have similar
orders of magnitude. An outlier is the much lower threshold applied to the noiseless
Trio neuron, where branches of extremely low contrast have to be recovered.

The threshold for the elimination of spurious rays after Gradient Tracing
is needed when segmentation is aimed for. However, it is not a critical parameter
and it can be set to be slightly lower than the end point values of the rays spanning
the thickest foreground structures.

The threshold for the selection of critical regions is itself not critical. An
overcomplete dataset of critical regions (i.e. containing false positives) is preferable
to one, in which some critical regions are missing, since the graph construction
algorithm treats critical regions with more care. Table 10.2 shows that thresholds
have similar orders of magnitude. The lowest threshold was applied on the noisy
and strongly ramified Meso1 neuron to capture all the details of the data.

The enhanced Seed-Fill procedure is used for graph construction only with
the purpose of cross-validation of branching points. Nevertheless Table 10.3 lists
the parameters used in all the applications of the enhanced Seed-Fill presented in
the current work, to provide a general idea.

The Gradient, and Neuronal Tracing algorithms have as parameter the
maximal allowed search neighborhood. This parameter is not critical and should
be chosen to be slightly larger than the widest branch or structure which is to be
identified.

The graph construction parameters are left out in this overview. They are
internally fixed and vary with the adopted construction strategy (as described in
Section 9.4, Tables 9.1, and 9.2). The user has to supply only the neighborhood
parameter (i.e. the δ from Step 1 of Algorithm 9.6), which concomitantly approx-
imates the radius of the neuronal branches and is used as a look-forward distance.
It is however a relative value, which is amplified or diminished by the algorithm,
depending on the local regularity of the data (i.e. the local size of the axial di-
rection vectors). Typically, values of 3 (for very fine and bended data), 5, or 7
(for rather linear long branches) are well suited. A neighborhood of 3 leaves more
gaps, wheras a neighborhood of 7 eventually creates false connections.

10.2 Skeletonization of Neurons having Struc-

tural Noise

For some difficult preparations, which have low SNR or are characterized by inho-
mogeneous dye distributions inside the neuronal branches, the method described
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Table 10.1: Parameters for Boundary Edge Selection

Dataset
(Figures)

Scales Algo-
rithm

Threshold
[% of max]

Characteristics

Neuronal datasets

Honeybee neu-
ron
(6.6, 6.8)

2 & 3 6.1; and
6.1, 6.2,
6.3

0.01 medium contrast, strong
background noise.

Artificial
Benchmarks
(9.14.a and b)

3 → 2 6.2 8 ·10−4 and
6.7 · 10−4

high contrast, medium back-
ground noise.

Trio neuron
(9.14.d)

3 → 2 6.2 3.7 · 10−7 extremely clean background;
the threshold is lower, in or-
der to preserve the lowest
contrasted boundary points.

Meso1 neuron
(9.14.f)

3 → 2 6.2 9.8 · 10−4 medium contrast, medium
background noise.

Mouse neuron
(10.2)

3 → 2 6.2 3.6 · 10−3 low contrast, very strong bi-
ological background noise.

Other Datasets

Honeybee
mushroom
body (6.9)

2 & 3 6.1, 6.2,
6.3

no thresh-
old was ap-
plied

rough contours as well as
fine detail lines have to be
detected.

Gerbil brain
(7.5, 7.6)

4 no vali-
dation

5.88 smooth boundary con-
tours of brain structures
are needed; contrast is
strongly varying inside
the structures, generating
spurious edges at high
resolution scales; therefore
no validation with high res-
olution scales is performed,
but single scale edges are
thresholded.

Vesicles in the
optic neuropil
(7.10)

3 → 4 6.1 0.25 objects have a ring struc-
ture from which only the
outer contours are needed;
lower resolution scales and a
higher threshold are consid-
ered to dispose of the inner,
lower contrasted contours.
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Table 10.2: Thresholds for the Selection of Critical Regions
Neuronal Dataset Threshold (% of max)

Honeybee (Figure 9.16.a) 5
Artificial Benchmark 2.8

Trio Neuron 5
Meso1 Neuron 1.36

above might encounter problems and locally give suboptimal results. In these cases
the enhancement of structures by pre-processing is recommended before the graph
construction procedure is applied.

Besides the denoising step, which eliminates speckle noise and enhances the
contrast, there exist other methods for image enhancement, such as: i) smoothing
(e.g. median or Gauss filtering), to flatten out dye inhomogeneity; ii) segmentation,
to define more clearly structure borders (e.g. in images where transitions between
foreground and background are unclear); the enhanced Seed-Fill segmentation
presented in Section 7.3 is eventually able to fill-in low contrasted gaps of neuronal
branches.

Thereafter, the graph construction method (described in Chapter 9) can be
applied on the enhanced image.

The current section gives an example where all of the above enhancement steps
are applied and comments the usefulness of the intermediate results for the graph
construction.

10.2.1 The Data

A confocal microscopy scan of a Cerebellum neuron of a mouse2 is shown in Fig-
ure 10.2.a. The neuron was stained intracellularly (Lucifer yellow) and recorded
with a 40x/1.3 oil lens (the dataset is of size 1024x1024x95 voxels, corresponding
to 0.32x0.32x0.5 µm per voxel). It has locally very low contrast (asterisks) and
biological background (i.e. structural noise - arrows) which interferes with the
neuronal branches.

10.2.2 Pre-processing

Denoising is first applied. Due to the low SNR, Donoho’s (1995b) “Visu”
thresholding scheme with the Coiflet3 wavelet gives better results (cf. Section 5.2,
Equation 5.4; see also Section 5.5 for a discussion). The overall contrast of the
image is improved. However, the structural noise cannot be removed, since it is
not white and Gaussian distributed (Figure 10.2.b).

Surprisingly, the graph constructed on the denoised image looses many of the
fine branches of the neuron and has therefore more gaps (black arrows in Fig-

2Courtesy of Fahad Sultan, Neurologische Universitätsklinik Tübingen, Germany.
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Table 10.3: Parameters for the Enhanced Seed-Fill Segmentation
(sorted by increasing size of foreground objects)

Task (Figures) Seeds Ni|Nr|Vs Comments

Expansion of
negative Gaus-
sian curvature
regions of hon-
eybee neuron
(9.17.b)

Curvature
points thresh-
olded at 20%
of max.

2|20|6 Small seed regions are consid-
ered too in order to detect as
many regions as possible. Vs

approximates the mean branch
diameter.

Expansion of
positive critical
regions of hon-
eybee neuron
(9.17.a)

Critical points
thresholded at
5% of max

4|30|6 These regions are slightly larger
than the regions above, there-
fore Ni, Nr have higher values.

Expansion of
vesicle cen-
ters detected
by Gradient
Tracing (7.10)

Gradient
Trace points
(N = 30)
thresholded at
40% of max.

5|100|7 The threshold for the gradi-
ent trace points is chosen to
preserve only the higher val-
ued vesicle centers. Vs approx-
imates the vesicle radius.

Expansion of
vesicle centers
detected by the
Laplace method
(Algo. 8.2) (8.8)

The detected
centers thresh-
olded at 54%
of max.

10|50|7 The seed regions are larger
and more compact than those
detected by Gradient Trac-
ing, but the expansion area is
smaller.

Segmentation of
the mouse neu-
ron (10.2)

Gradient Trace
points (N =
20) (unthresh-
olded and bi-
narized)

70|100|10 Ni, Nr are large to eliminate
small noisy islands from the
background.

The Gerbil
brain (7.5, 7.6)

Symmetry
points (un-
thresholded)
from Gradi-
ent Tracing
(N = 140).

80|500|30 Small seed clusters are needed
due to the large gray value vari-
ations inside the brain struc-
tures. Therefore only the sym-
metry points of the Gradient
Trace, and not the traced re-
gions are used as seeds. Ni, Nr

are large, s.t. it allows the
expansion and preservation of
larger regions.
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ure 10.3.b point to these regions). This is due to the fact that low contrasted
regions are cut off by the denoising procedure.

Smoothing the denoised data by a median filter (of width 3) creates blocky
regions (Figure 10.2.c), due to the high gray value variations inside the branches.
These would rather disrupt a subsequent graph construction. Additionally, the
contrast of the low contrasted regions is even more lowered (arrows).

A low-pass filtering with a smooth filter of the denoised image is more appro-
priate (Figure 10.2.d), in order to close through blurring small gaps which arose
due to denoising.

Segmentation of the flattened image should complete some of the smaller gaps
and define more clearly neuronal borders (Figure 10.2.e). However, the lowest con-
trasted branches cannot be recovered due to missing edges and implicitly missing
trace points. The segmentation recovers the neuron as a set of contiguous regions,
each having its own label. Thus the noisy regions interfering with the neuronal
branches - and therefore disrupting the graph construction - can be eliminated
easily by hand by a substraction of the corresponding labels from the segmented
image (Figure 10.2.f).

10.2.3 Graph Construction

The graph construction is performed on the pre-processing results. Thus a second
edge detection on the segmented neuron and a graph construction using these
edges and the original gray value image can be performed. Figure 10.3 compares
the graphs computed on the original image, on the denoised image and on the
segmented image. The latter is more complete than the former two. The black
arrows point to gaps in the graph constructed directly on the original image,
which were filled in by the graph computed on the segmented image (green arrows).
However it lacks some branches in the region where the noise was manually removed
(asterisk). The graph computed on the denoised image has the biggest gaps. The
lowest contrasted branches are not found by either of the methods due to the leaky
edges.

Therefore the applied steps are (see Diagram 10.4):

Algorithm 10.2 (Alternative Skeletonization Workflow)

• Denoising by wavelet shrinkage (Chapter 5, Figure 10.2.b).

• Multiscale edge detection, which also implies a smoothing step (Figure 10.2.d)

• Gradient Tracing (Section 7.2) for the preliminary segmentation.
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a)

*
*

*

*

*

*

*

b)

            

c) d)

e)

            

f)

            

Figure 10.2: Pre-processing of Neuronal Scans having Structural Noise:
MIP views of: a) an intracellularly stained (Lucifer yellow) Cerebellum neuron of
a mouse, 512x512x95 voxels in size (0.32×0.32×0.5 µm

voxel
, 40x/1.3 oil lens), arrows

point to regions with structural noise and asterisks mark low contrasted branches;
b) the denoised image with Coiflet3 wavelet, and “visual” thresholding (cf. Sec-
tion 5.2, Equation 5.4); c) the smoothed image with a Median filter (width 3 vox-
els), the image looks patchy and looses the lower contrasted branches (arrows); d)
the low-pass at scale 2 of the denoised image, the low contrasted processes marked
by arrows in c) are slightly enhanced as compared to b) and c); e) Seed-Fill per-
formed on the denoised and low-pass filtered neuron (Ni = 70, Nr = 100, Vs = 10,
cf. Section 7.3) using as seeds the trace points (cf. Section 7.2), each contiguous
color represents a connected region having an own label; f) the segmentation in
d) cleaned: some noisy regions around the neuronal branches are cut off by sub-
straction of the corresponding labels. The other surrounding noisy regions do not
influence graph construction.
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a) b)

*

c)

Figure 10.3: Graph Construction on Neuronal Scans having Structural
Noise: a) The graph computed on the original data (arrows point to gaps in
the graph lines); b) The graph computed on the denoised neuron; c) The graph
constructed using edges of the segmented neuron and original gray values (the star
marks a missing graph part due to the cleaned segmentation - see Figure 10.2).
Black arrows in a) and b) point to gaps in the graph lines which are completed in
c) (green arrows in c) ).
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• Gap filling by Seed-Fill segmentation (here Ni = 70, Nr = 100, Vs = 10, cf.
Section 7.3), using as base image the low-passed image (at scale 2) from the
previous edge detection step (Figure 10.2.e) and as seeds the trace points
computed by Gradient Tracing (cf Section 7.2).

• Clean the segmentation result by cutting off labels which correspond to struc-
tural noise (Figure 10.2.f).

• New multiscale edge detection on the cleaned and binarized segmented neu-
ron.

• Neuronal Tracing (Section 9.3) using the new edges .

• Graph construction (Section 9.4.2) using the original image for graph com-
pletion by gray value tracing (Section 9.4.5, Figure 10.3.c).

Thus, even if datasets are difficult to analyze, the application of suitable pre-
processing steps can enhance the neuronal structures and therefore also the results
of further applied steps, as for example the graph construction.
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7.2

Original Gray Value Image

Denoising

Edge Detection

Gradient Tracing

Trace Points

    Seed Fill 
Segmentation

Edge Detection

Neuronal Tracing

Graph Construction

7.3

6

7.2

9

Legend:
Algorithms
Resulting Datasets
Chapter/Section

Figure 10.4: Alternative Workflow for Graph Construction: An intermedi-
ate Seed-Fill segmentation helps to fill-in low contrasted regions of the neuronal
branches, where edges are leaky, and to detect more exactly low contrast transi-
tions between foreground and background.



Chapter 11

Conclusions

The methods presented in the current work form a system which provides generic
methods for the pre-processing of data, such as denoising, boundary detection, seg-
mentation, tracing of thin cylindric structures, the extraction of critical points, and
a preliminary neuronal graph extraction. This chapter summarizes the properties
of each pre-processing step in Section 11.1, and of the graph construction in Sec-
tion 11.2. Other application fields of the methods presented here are emphasized
in Section 11.3 and possible future improvements are discussed in Section 11.4.

11.1 Premises for Correct Graph Construction

A significant part of this work discusses pre-processing techniques for image en-
hancement. It was shown - especially in Chapter 10 - that correctly applied pre-
processing steps can significantly improve the skeletonization results. The current
section reviews once again all pre-processing steps used during this work.

Application of the Multiscale Wavelet Transform
During this work it was shown that multiscale transforms are well suited for

the pre-processing of biological image data and especially for neuronal structures.
Two realizations of these transforms were used, the Orthogonal Wavelet Trans-
form for denoising purposes (in Chapter 5) and the Translation Invariant Wavelet
Transform (TIWT) for edge detection and feature extraction (in Chapters 6 and 8).
This assures a homogeneous treatment of the most various tasks imposed by image
processing necessities.

Reliable edge detection - robust to contrast and scale variations of the objects
- was achieved using the wavelet based edge detection scheme (Mallat and Zhong,
1992). Because edge detection by wavelets is still prone to noise which cannot be
eliminated completely neither by low-pass filtering nor by denoising, an across-
scales validation measure was introduced (in Section 6.3) in order to distinguish
real “boundary” edges from noise, which makes the selection of an appropriate
threshold to clean the images without throwing away foreground information not
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any more critical. The developed method is a discrete approximation of the theory
about the coefficients’ evolution across scales (Mallat and Hwang, 1992) and is
therefore computationally cheap. More elaborate, and analytically more accurate
cross-validation schemes (Elder and Zucker, 1998; Arneodo et al., 2000; Pizurica,
Phillips, Lemahieu and Acheroy, 2000) would not be feasible on images having
sizes similar to those of the usual confocal microscopy scans (see Section 6.1 for
an extensive discussion about these methods).

Thus, a considerable amount of noise can be eliminated without loosing fore-
ground data not only by a denoising procedure, but also by the edge validation
across-scales. This makes the denoising step superfluous for relatively clean im-
ages. Still, for very noisy datasets, a preliminary denoising step proved to be useful
for the later accuracy of results (as shown in Chapter 10).

The narrow filter support of the Spline wavelets (used for edge detection) brings
also the advantage that neuronal branches lying at only 3 voxels distance from each
other can still be separated at the second resolution scale. The disadvantage of
analyses performed on high resolution scales is the irregularity of detected object
borders. Therefore a segmentation which is tolerant to irregular borders was de-
signed, such that higher resolution scales can be chosen for analysis to preserve
the most detail possible.

Segmentation and Tracing
As it was shown in Section 9.1, most of the methods described in literature

for the construction of skeleton points require the preliminary segmentation and
binarization of the data. Segmentation is usually performed by applying a global
threshold, which is prone to noise (for low thresholds), or which results in the loss
of foreground voxels (for high thresholds), in particular, if there is a wide range of
contrasts in the data.

The proposed segmentation by Gradient Tracing (Section 7.2) is based on ob-
ject boundaries rather than on the gray-values. The across-scales validation of
edges - which is sensitive to even the lowest contrasts - and the almost blind
elimination of noisy edges (Chapter 6) makes the segmentation method robust
against contrast variations inside branches and noise. The augmented 3D variant
of Gradient Tracing, called Neuronal Tracing, estimates in the same pass - besides
the spatially computed symmetry points - the axial direction of the branch at
these points and a measure of confidence for this estimate. It was shown (in Sec-
tions 9.5.2, 9.6.1, and 9.6.2) that the symmetry points are smoothly aligned along
the branch central axes, without being influenced by the roughness of the branch
boundary. This is in contrast to other available methods, like thinning, distance
maps or surface shrinking, which are influenced considerably by irregular bound-
aries. Neuronal Tracing generates thus a topology preserving, fine resolved raw
skeleton, which is homogeneous and robust to the different sizes and the variety of
contrast levels of the neuronal branches present in one single confocal microscopy
scan.
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Secondly a modified Seed-Fill algorithm was introduced, which uses trace or
symmetry points as well as original gray value data to validate its expansion.
It proved to be useful not only for the final graph completion (Section 9.4.5),
but also as an independent pre-processing step to improve the graph construction
on difficult data (Section 10.2.2). It automatically detects plausible borders of
low contrasted transitions between foreground and background and it is able to
complete the segmentation of neuronal branches in leaky edge regions.

Feature Detection
Additionally, image features, such as bending and branching points, or critical

regions, such as varicosities, or noisy border regions of branches can automatically
be detected beforehand. The two branching point detection methods, (i.e. derived
from the multiscale Gaussian curvature computation - Section 8.2.1 and from the
Neuronal Tracing - Section 9.3.1) are used for reciprocal validation (Section 9.3.1),
in order to increase the confidence into the detected features.

The whole pre-processing chain provides thus richer initial information for the
graph construction than other pre-processing algorithms do, such that the neces-
sary premises for a correct graph construction are given.

11.2 Graph Construction

The graph construction (Chapter 9) uses the redundant information contained in
the voxels of the raw skeleton and in their associated axial directions to construct
a clean and sparse representation of the neuron.

The graph construction algorithm has following features:

• Globality: Since it uses all detected symmetry points for line construction,
the graph construction does not get stuck in locally difficult regions.

• Adaptiveness: The information about the directional variance of the axial
directions at each symmetry point, permits the implementation of an “on the
fly” adaptation of the construction algorithm to the smoothness of the under-
lying data (as described in Section 9.4.1, and exemplified in Section 9.5.3).

• Sparseness: Due to the data adaptive distance between graph nodes, the
resulting graphs are a sparse and memory efficient description of the under-
lying data.

• Robustness:

1. to boundary irregularities is assured due to the redundancies contained
in the symmetry points and the smoothness constraints implemented
through the decision functions for the node choice (an example is given
in Section 9.6.2).
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2. against non-optimal parameter choices for graph construction is
achieved due to the ignorance of axial directions at noisy regions and
by a data driven adaptation of the algorithms, and not a user imposed
parameterization. The parameters needed by the graph construction
algorithms are only orientative and are mostly used as relative amplifi-
cation factors of dynamically chosen internal ranges (see Section 9.5.4,
Figure 9.21 for an example).

3. against varying contrast inside the branches. It was shown in Chap-
ter 10 (Figure 10.2) that Seed-Fill segmentation stops at very low con-
trasted regions, loosing the structures which lie behind these regions.
The Gray Value Tracing, which is a contrast adaptive Seed-Fill, per-
formed - on original gray value data - as post-processing by the graph
construction, outperforms classical Seed-Fill algorithms. It allows the
natural filling of gaps at varicosities (i.e. at regions with increasing con-
trast), as well as at regions with decreasing contrast, generating thus
better connected graphs. This is also an unusual concept of problem
solution, since all other approaches use only the results of the pre-
processing steps, without considering original data for final correction
and fine-tuning.

• Computational efficiency: The algorithms used for graph construction are
very fast since all have near linear complexity and they are applied on point
sets which are from step to step sparser. Therefore, they are well suited for
the processing of large datasets.

The difficulty of the processed data and the 3D nature of the problem imposes
that the applied methods are robust against noise, exact, and efficient. The pre-
sented algorithms try to find a trade-off between these opposing constraints, since
they are simple and therefore computationally efficient, but also tolerant to im-
perfections of the underlying data, generating therefore more correct results than
other algorithms.

The generated graph is not perfect since it may contain gaps or false con-
nections. Nevertheless it can be used as guiding additional information together
with original gray values and edge information by a subsequent interactive surface
reconstruction algorithm (Schießl et al., 2001), which allows the user to correct
results at encountered “difficult regions”. Thereafter neuronal data can be re-
duced to an accurate skeleton augmented with geometrical measurements (Aho
et al., 1985; Cohen et al., 1994; Capowski, 1989), which lead to a sparse descrip-
tion of the neuron by dendograms (Cesar Jr. and Costa, 1998). After the fitting of
cylindrical and conical surfaces (Randrup, 1998; Pottmann and Randrup, 1998),
a physiological realistic modeling of nerve cells by the data driven specification of
compartment models (de Schutter and Bower, 1994a) can be established.
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11.3 General Applicability

Due to their general character, the here developed algorithms can be used not only
for the pre-processing of neuronal data, but also for other types of data.

The concomitant computation of “symmetry” points (which are the centers of
the traced rays) by the Gradient Tracing method, proved to be useful for various
tasks, as shown in Sections 7.4, and 8.3. Two examples - which are not exhausting
the application possibilities of the algorithms - were given on two very different
images, i.e.:

• Automatic pre-segmentation of wide objects by the modified Seed-Fill proce-
dure is shown on the example of the Gerbil brain (presented in Section 7.4.3).

• Circular object detection, exemplified in 2D on neurotransmitter vesicles in
the Lamina of Drosophila melanogaster, which is performed by the cross-
validation of Gradient Tracing results and the multiscale Laplace transform
(presented in Sections 7.4.4 and 8.3.3).

The pre-processing presented in this work represents thus a toolbox with multiple
functionality due to its general concepts. It was shown that the same features can
be detected independently by different paradigms. This assures reliability of the
results.

The obtained results are quite good but they are not perfect, due to the general
character of the algorithms. More accurate results cannot be obtained without
hand-tailored algorithms, which plug in application specific knowledge. However,
the characteristics of the data used in this work are extremely different (regarding
contrast levels, SNR, blurring degree and their geometry), such that no single
algorithm can include preknowledge to comply all of them perfectly.

11.4 Outlook

It is clear that some of the processing steps might not give optimal results, and
that there are methods which might work better under certain circumstances than
those proposed here, however with a considerably higher computational effort.
The applicability of the methods is limited by the actually available computational
power (all computations were performed on an SGI - Octane MXI, 1.5 Gbyte RAM,
2× R10000 CPU’s, at 195MHz) and the large sizes of confocal microscopy data.
But with the rapid growth of technology, such problems will be solved implicitly
by more performant hardware.

Since the proposed system has a modular concept, with clearly separated parts,
the replacement of intermediate processing steps is an easy task. Therefore im-
provements can be incorporated in any of its components as soon as computer
technology permits the processing of larger data sets with more sophisticated al-
gorithms. Some of the possible improvements, which might be considered, are for
example:
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• Since noise in confocal microscopy images has spatially varying Poisson dis-
tributions, denoising procedures assuming Poisson distributions might give
better results than the usual denoising procedures, which assume Gaussian
distributions. However, the former demand computation intensive estimation
procedures, since the distributions’ derivation cannot be expressed analyti-
cally any more (Kolaczyk, 1998).

• Image enhancement by multidimensional adaptive filtering (Westin et al.,
2001), which suppresses noise while enhancing important structures using 3D
orientation selective filters, might be used as an alternative to the denoising
step.

• The application of anisotropic wavelet transforms to microscope scans having
lower resolution in axial direction. However, the lower decomposition level
of the wavelet transform in axial direction requires a larger number of slices.
Usually the opposite is the case, i.e. the axial direction has at most half
the size of the lateral directions. Therefore the datasets would have to be
significantly enlarged by a previous axial interpolation between slices.

• Local scale estimation for each edge point, according to its degree of blurring
as presented by Elder and Zucker (1998) is certainly well suited for biological
image processing, since the edge strengths for the same objects can have
strong variations. However, the scale estimation process has to be applied
at each image pixel, which therefore requires powerful machines.



Appendix A

Orthogonal Wavelets

There is a large variety of existing orthogonal wavelets. The wavelets presented be-
low are used in Chapter 5 and are taken from Wickerhauser (1994a) and Donoho’s
WaveLab (downloadable from http://playfair.stanford.edu/∼wavelab):

• The Haar wavelet (which is equivalent with the Daubechies-2 wavelet) was
the first wavelet, though not called as such, and is discontinuous.

• The Beylkin wavelet places roots for the frequency response function close
to the Nyquist frequency on the real axis, thus concentrating power spectrum
energy in the desired band.

• The Coiflet wavelets are designed to give both the mother and father
wavelets 2 ∗ p vanishing moments; here p may be one of 1,2,3,4 or 5.

• The Daubechies wavelets maximize the smoothness of the father wavelet
(or ”scaling function”) by maximizing the rate of decay of its Fourier
transform. They are indexed by their length, p, which may be one of
4,6,8,10,12,14,16,18 or 20.

• Symmlets are the ”least asymmetric” compactly-supported wavelets with
maximum number of vanishing moments, here indexed by p, which ranges
from 4 to 10.

Only the coefficients of the low-pass filters are given in the following (Figures A.1
and A.2 show some wavelet examples). The high-pass and the inverse filters can
be deduced cf. Eq. 4.16.

The Haar Wavelet:
[0.70710678119, 0.70710678119] = [ 1√

2
, 1√

2
].

The Beylkin Wavelet:
[0.099305765374, 0.424215360813, 0.699825214057, 0.449718251149,

− 0.110927598348,−0.264497231446, 0.026900308804, 0.155538731877,
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Figure A.1: Some Wavelet Examples

− 0.017520746267,−0.088543630623, 0.019679866044, 0.042916387274,
− 0.017460408696,−0.014365807969, 0.010040411845, 0.001484234782,
− 0.002736031626, 0.000640485329].

The Coiflet Wavelets:

• For p = 1 :
[0.038580777748,−0.126969125396,−0.077161555496, 0.607491641386,
0.745687558934, 0.226584265197],

• For p = 2 :
[0.016387336463,−0.041464936782,−0.067372554722, 0.386110066823,
0.812723635450, 0.417005184424,−0.076488599078,−0.059434418646,
0.023680171947, 0.005611434819,−0.001823208871,−0.000720549445],

• For p = 3 :
[−0.003793512864, 0.007782596426, 0.023452696142,−0.065771911281,
− 0.061123390003, 0.405176902410, 0.793777222626, 0.428483476378,
− 0.071799821619,−0.082301927106, 0.034555027573, 0.015880544864,
− 0.009007976137,−0.002574517688, 0.001117518771, 0.000466216960,
− 0.000070983303,−0.000034599773],
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Figure A.2: Father and Mother Wavelet Examples

• For p = 4 :
[0.000892313668,−0.001629492013,−0.007346166328, 0.016068943964,
0.026682300156,−0.081266699680,−0.056077313316, 0.415308407030,
0.782238930920, 0.434386056491,−0.066627474263,−0.096220442034,
0.039334427123, 0.025082261845,−0.015211731527,−0.005658286686,
0.003751436157, 0.001266561929,−0.000589020757,−0.000259974552,
0.000062339034, 0.000031229876,−0.000003259680,−0.000001784985],

• For p = 5 :
[−0.000212080863, 0.000358589677, 0.002178236305,−0.004159358782,
− 0.010131117538, 0.023408156762, 0.028168029062,−0.091920010549,
− 0.052043163216, 0.421566206729, 0.774289603740, 0.437991626228,
− 0.062035963906,−0.105574208706, 0.041289208741, 0.032683574283,
− 0.019761779012,−0.009164231153, 0.006764185419, 0.002433373209,
− 0.001662863769,−0.000638131296, 0.000302259520, 0.000140541149,
− 0.000041340484,−0.000021315014, 0.000003734597, 0.000002063806,
− 0.000000167408,−0.000000095158].



182 Orthogonal Wavelets

The Daubechies Wavelets:

• For p = 4 :
[0.482962913145, 0.836516303738, 0.224143868042,−0.129409522551],

• For p = 6 :
[0.332670552950, 0.806891509311, 0.459877502118,−0.135011020010,
− 0.085441273882, 0.035226291882],

• For p = 8 :
[0.230377813309, 0.714846570553, 0.630880767930,−0.027983769417,
− 0.187034811719, 0.030841381836, 0.032883011667,−0.010597401785],

• For p = 10 :
[0.160102397974, 0.603829269797, 0.724308528438, 0.138428145901,
− 0.242294887066,−0.032244869585, 0.077571493840,−0.006241490213,
− 0.012580751999, 0.003335725285],

• For p = 12 :
[0.111540743350, 0.494623890398, 0.751133908021, 0.315250351709,
− 0.226264693965,−0.129766867567, 0.097501605587, 0.027522865530,
− 0.031582039317, 0.000553842201, 0.004777257511,−0.001077301085],

• For p = 14 :
[0.077852054085, 0.396539319482, 0.729132090846, 0.469782287405,
− 0.143906003929,−0.224036184994, 0.071309219267, 0.080612609151,
− 0.038029936935,−0.016574541631, 0.012550998556, 0.000429577973,
− 0.001801640704, 0.000353713800],

• For p = 16 :
[0.054415842243, 0.312871590914, 0.675630736297, 0.585354683654,
− 0.015829105256,−0.284015542962, 0.000472484574, 0.128747426620,
− 0.017369301002,−0.044088253931, 0.013981027917, 0.008746094047,
− 0.004870352993,−0.000391740373, 0.000675449406,−0.000117476784],

• For p = 18 :
[0.038077947364, 0.243834674613, 0.604823123690, 0.657288078051,
0.133197385825,−0.293273783279,−0.096840783223, 0.148540749338,
0.030725681479,−0.067632829061, 0.000250947115, 0.022361662124,
− 0.004723204758,−0.004281503682, 0.001847646883, 0.000230385764,
− 0.000251963189, 0.000039347320],

• For p = 20 :
[0.026670057901, 0.188176800078, 0.527201188932, 0.688459039454,
0.281172343661,−0.249846424327,−0.195946274377, 0.127369340336,
0.093057364604,−0.071394147166,−0.029457536822, 0.033212674059,
0.003606553567,−0.010733175483, 0.001395351747, 0.001992405295,
− 0.000685856695,−0.000116466855, 0.000093588670,−0.000013264203].
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The Symmlets:

• For p = 4 :
[−0.107148901418,−0.041910965125, 0.703739068656, 1.136658243408,
0.421234534204,−0.140317624179,−0.017824701442, 0.045570345896],

• For p = 5 :
[0.038654795955, 0.041746864422,−0.055344186117, 0.281990696854,
1.023052966894, 0.896581648380, 0.023478923136,−0.247951362613,
− 0.029842499869, 0.027632152958],

• For p = 6 :
[0.021784700327, 0.004936612372,−0.166863215412,−0.068323121587,
0.694457972958, 1.113892783926, 0.477904371333,−0.102724969862,
− 0.029783751299, 0.063250562660, 0.002499922093,−0.011031867509],

• For p = 7 :
[0.003792658534,−0.001481225915,−0.017870431651, 0.043155452582,
0.096014767936,−0.070078291222, 0.024665659489, 0.758162601964,
1.085782709814, 0.408183939725,−0.198056706807,−0.152463871896,
0.005671342686, 0.014521394762],

• For p = 8 :
[0.002672793393,−0.000428394300,−0.021145686528, 0.005386388754,
0.069490465911,−0.038493521263,−0.073462508761, 0.515398670374,
1.099106630537, 0.680745347190,−0.086653615406,−0.202648655286,
0.010758611751, 0.044823623042,−0.000766690896,−0.004783458512],

• For p = 9 :
[0.001512487309,−0.000669141509,−0.014515578553, 0.012528896242,
0.087791251554,−0.025786445930,−0.270893783503, 0.049882830959,
0.873048407349, 1.015259790832, 0.337658923602,−0.077172161097,
0.000825140929, 0.042744433602,−0.016303351226,−0.018769396836,
0.000876502539, 0.001981193736],

• For p = 10 :
[0.001089170447, 0.000135245020,−0.012220642630,−0.002072363923,
0.064950924579, 0.016418869426,−0.225558972234,−0.100240215031,
0.667071338154, 1.088251530500, 0.542813011213,−0.050256540092,
− 0.045240772218, 0.070703567550, 0.008152816799,−0.028786231926,
− 0.001137535314, 0.006495728375, 0.000080661204,−0.000649589896],
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Appendix B

Symmetric Wavelets

Sections 4.3 and 4.4 have shown (Equations 4.25 to 4.27), how symmetric wavelets
can be used as regularity detectors and differential operators. In the following, two
filters, which will implement the multiscale first and second order derivatives are
presented. Since these filters are not orthogonal wavelets, the inverse transform
has to be approximated as in Mallat and Zhong (1992). However, the current work
uses these wavelets only as feature detectors of first (i.e. edges) and second order
(i.e. curvature) and needs therefore only the decomposition filters.

B.1 First Order Wavelet Derivation

Let θ(x) be a smoothing function with lim|x|→∞ θ(x) = 0 and
∫ ∞
−∞ θ(x) = 1. We

then define the mother wavelet ψ(x), to be the derivative of the smoothing function
ψ(x) = dθ

dx
. Equation 6.2 then reads for 1D signals:

d

dx̂
(f ∗ θs)(x̂) = f ∗

(
s
dθs

dx̂

)
(x̂) = (f ∗ ψs)(x̂), (B.1)

with x̂ = x
s

and all functions denoted by gs(x̂) = 1
s
g(x/s) are the scaled versions

of the original functions g(x).
Since the cubic Spline (B ∗ B ∗ B ∗ B, where B is the box function) is a good

approximation for the Gaussian function, it is chosen to be the smoothing function
θ(x). The Fourier transform θ̂(ω) of the cubic Spline is given by:

θ̂(ω) =

(
sin(ω/4)

ω/4

)4

, and its derivative is ψ̂(ω) = iω

(
sin(ω/4)

ω/4

)4

(B.2)

Using the wavelet theory (Mallat and Zhong, 1992; Daubechies, 1992) the father
wavelet φ̂(ω) can be determined:

φ̂(ω) =

(
sin(ω/2)

ω/2

)3

, (B.3)
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For an efficient implementation the pyramidal decomposition scheme is used, i.e.
the next scale may be computed by a convolution with a low-pass, H(ω) or re-
spectively a high-pass, G(ω), filter:

φ̂(2ω) = exp−iwω H(ω)φ̂(ω), ψ̂(2ω) = exp−iwω G(ω)φ̂(ω), (B.4)

where the parameter w is the sampling shift which is needed to adjust φ(x) in
order to be symmetric with respect to 0.

The low-pass, H(ω) and the high-pass, G(ω), filters are (Mallat and Zhong,
1992):

H(ω) = eiw/2(cos(ω/2))3, G(ω) = 4ieiw/2(sin(ω/2)) (B.5)

and the coefficients of their Z-Transform are given in Table B.1.a.

n H G
-1 0.125
0 0.375 -2.0
1 0.375 -2.0
2 0.125

j 1 2 3 4 5
λj 1.50 1.12 1.03 1.01 1.00

a) Coefficients of the
Z-transform of the Spline

wavelet filters.

b) Compensation coefficients for the
quadratic Spline wavelet. λj = 1,

for all j > 5.

Table B.1: The Wavelet Filters corresponding to the Cubic Spline and
Correction Factors.

The discrete octave band decomposition scheme is only a coarse approximation
of the continuous wavelet representation. Therefore, differences between the coef-
ficient amplitudes in neighboring scales are high, and wavelet coefficients tend to
decrease from higher to lower resolution scales. For a reliable comparison of cor-
responding coefficients across scales, each scale j has to be corrected by a certain
factor λj, which for the quadratic Splines are given in Table B.1.b.

B.2 Second Order Wavelet Derivation

The second order derivative of a smoothed function f ∗ θ is given by

d2

dx̂2
(f ∗ θ)(x̂) =

(
f ∗ s2 d2θs

dx̂2

)
(x) (B.6)

θ is again the cubic Spline, from Equation B.2. The Fourier transform η̂(ω) of
its second order derivative is given by

η̂(ω) = F
{

d2

dx2
(θ(x))

}
(ω) = −ω2

(
sin(ω/4)

ω/4

)4

(B.7)
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Expressing η̂(ω) as a convolution between the father wavelet φ̂(ω) and a filter L(ω),

η̂(2ω) = exp−iwω L(ω)φ̂(ω), then L(ω) = −8 exp−iwω ω sin
(

ω

2

)
, (B.8)

is obtained from Equations B.7 and B.3. Using the discrete inverse Fourier
transform (Strang and Nguyen, 1996) and trigonometric equations (Bronstein
et al., 1995) the following expressions for the filter coefficients of the Z-Transform
of L are obtained:

l(0) = −32/π, l(−n) = l(n); l(n) =
(−1)n8n

π(n2 − 1/4)2
for n > 0. (B.9)

The transform from Fourier space into Z space (i.e. from Equation B.8 to Equa-
tion B.9) cannot be solved exactly in this case and therefore the small tail coef-
ficients were cut off. As the order of differentiation grows, the derivation of the
wavelet filters becomes more unstable.

L(z) has not a compact support any more. Fortunately, the amplitude of its
coefficients decreases rapidly, such that by cutting off all coefficients with absolute
value below 0.01 times the maximal coefficient one obtains five significant coef-
ficients1: L(z) = (−0.3622, 4.5271,−10.1859, 4.5271,−0.3622), which have to be
normalized subsequently.

B.3 Comparison of Gauss vs. Spline Filters

For second order feature detection, important work was done by Lindeberg (1998),
who used the scale-space theory, where multiple scales are obtained by low-pass
filtering with Gauss functions of various variances. The derivatives are then ob-
tained by applying the discrete second order difference operator. In Figure B.1
the Spline wavelets are compared with the Gauss functions and their second order
derivatives. The Gauss functions were taken with variances 1, 2, and 4, and the
Splines were taken at scales 1, 2 and 3. It can be observed, that the WT has
a higher amplification factor than the scale-space approach, although both high
and low-pass functions have fairly the same width and support (Gauss high-pass
is slightly narrower than the wavelet high-pass).

1This is not a real wavelet, since it has a slight DC, i.e.
∑2

i=−2 li = −0.1541. This filter
is only used for the efficient pyramidal implementation of the second order derivative, i.e. for
decomposition.
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a) b)

c)

Figure B.1: Comparison between the Scale-Space and the Wavelet
Laplace Transforms: a) The Gauss low-pass functions (with variance 1,2,4);
b) The Spline low-pass functions (on scales 1,2,3); c) top row: the high-pass fil-
ters corresponding to a and b (equivalent with the second order derivatives of a
and b: red - Gauss, blue - Spline); bottom row: the same, but with normalized
curves. It can be observed, that the WT has a higher amplification factor than the
scale-space approach, although both high and low-pass functions have fairly the
same width and support (Gauss high-pass is slightly narrower than the wavelet
high-pass).



Appendix C

The “A Trous” Algorithm

A computationally efficient pyramidal decomposition scheme, called “A Trous”
algorithm (Mallat and Zhong, 1992), can be applied (Figure C.1), if the Spline
wavelets (given in Appendix B) are used for feature detection as follows:

Let Fp be the discrete filter obtained by putting 2p−1 zeros between consecutive
coefficients of the filter F and let D be the Dirac filter. Let f ∗ (Fx, Fy, Fz) be the
separable convolution in x, y, and z direction of the image f with the filters Fx, Fy,
and Fz. Then, the 3D discrete wavelet transform of the zero scale S1f of an image
(which is identical to the image f itself) decomposes at each scale 2j the low-pass
filtered image S2jf into the next scale’s low-pass image S2j+1f , and the wavelet
images calculated in the three Cartesian directions W x

2j+1f,W y
2j+1f, and W z

2j+1f .
The “A Trous” Algorithm extends thus to 3D space as follows:
j = 0;
while (j < J) {

W x
2j+1f = 1

λj
S2jf ∗ (Gj, D,D)

W y
2j+1f = 1

λj
S2jf ∗ (D,Gj, D)

W z
2j+1f = 1

λj
S2jf ∗ (D,D,Gj)

S2j+1f = S2jf ∗ (Hj, Hj, Hj)
j = j + 1

}
Similarly, the second order multiscale derivatives can also be computed in a

pyramidal way. The second order derivatives W ab
2j+1f at scale 2j+1 (where a, b ∈

{x, y, z} are the directions in which differentiation was performed) of the low-
passed image S2jf at scale 2j are thus:

W xx
2j+1f =

1

λ2
j

S2jf ∗ (Lj, D,D), W xy
2j+1f =

1

λ2
j

S2jf ∗ (Gj, Gj, D)

W yy
2j+1f =

1

λ2
j

S2jf ∗ (D,Lj, D), W xz
2j+1f =

1

λ2
j

S2jf ∗ (Gj, D,Gj) (C.1)

W zz
2j+1f =

1

λ2
j

S2jf ∗ (D,D,Lj), W yz
2j+1f =

1

λ2
j

S2jf ∗ (D,Gj, Gj)
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Original Image
           f(x)

Lowpass on Scale 1
          (f *H )(x)

0

Highpass on Scale 1
           (f*G )(x)

0

0 1

Lowpass on Scale 2
      (f*H*H )(x) 0 1

Highpass on Scale 2
      (f*H*G )(x)

Figure C.1: The “A Trous” Pyramidal Decomposition Scheme: The orig-
inal voxel image is repeatedly filtered using low-pass and high-pass kernels. The
output of the high-pass filter contains information about the features in question
at the given scale.



Appendix D

Across-Scales Correspondences of
Wavelet Coefficients

Whenever a signal is convolved with a filter function, the filter will influence the
result with its frequency spectra. It is known, that the application of filters (in-
dependently if they are orthogonal or not) will shift the position of features in
the original signal by a certain amount. This amount has to be determined, if an
across-scales validation/tracking of features is wished.

For the wavelet analysis of images it is important to keep track of singularities
(as for example edges) of the objects across the different decomposition scales. This
issue was analyzed in depth (Wickerhauser, 1994a; Mallat and Zhong, 1992; Mallat
and Hwang, 1992) and will be shortly presented for the OWT (Section D.1) and
for the TIWT (Section D.2).

D.1 Correspondences of Orthogonal Wavelet

Coefficients

Let F be a finitely supported filter with filter sequence f(n) (having the adjoint
F ∗), and u ∈ l2 be the analyzed signal sequence.

Fu(n) =
∑
k∈ZZ

f(k)u(2n − k) =
∑
j∈ZZ

f(j + 2T )u(2n − j − 2T ) and (D.1)

F ∗u(n) =
∑
k∈ZZ

f̄(2k − n)u(k) =
∑
j∈ZZ

f̄(2j − n + 2T )u(j + T ), (D.2)

where f̄ denotes the complex conjugate of f .
Thus, if Fu(n) is large at index n, then u(k) is large near index k = 2n, whereas

if f(n) is concentrated near n = 2T , then u(k) is large when k ≈ 2n − 2T (cf.
Equation D.1). Similarly, if F ∗u(n) is large at n, then there must be significant
energy in u(k) near k = n/2, whereas if f̄(2k − n + 2T ) is concentrated about
2k − n = 0, then u(k) is big when k ≈ n/2 + T (cf. Equation D.2). Decimation
by 2 and its adjoint respectively cause the doubling and halving of the indices n
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to get the locations where u must be large. The translation by T or −2T can be
considered a “shift” induced by the filter convolution.

Wickerhauser (1994c) approaches the problem by analyzing which portion of
the signal contributes energy to the filtered signal. Thus, starting from Heisen-
berg’s uncertainty principle:

inf
x0

(‖(x − x0)u(x)|
‖u(x)‖

)
inf
ξ0

(‖(ξ − ξ0)û(ξ)‖
‖û(ξ)‖

)
≥ 1

4π
, where (D.3)

û(ξ) is the Fourier transform of the discrete signal u. The two infima terms are
called the uncertainties in position and momentum, and they provide an inverse
measure of how well u and û are localized. Their infima are obtained by following
expression:

y0(u) =
1

‖u2‖
∫

IR
y|u(y)|2dx, with y either x or ξ. (D.4)

The assertion of nearness from above can be quantified by computing the position
of f and its uncertainty, using the center of energy of the sequence u, which is
defined as:

‖u‖2c[u]
def
=

∑
k∈ZZ

k|u(k)|2 = 〈ku, u〉 ≤ ‖ku‖‖u‖ < ∞, (D.5)

where 〈 , 〉 denotes the dot product of two vectors. u is well-localized if the second

moment of its pdf (i.e. |u(k)|2
‖u‖2 ) is finite and therefore implicitly its first moment

(defined in Equation D.5 is finite). If u has a finite support in the interval [a, b],
then a ≤ c[u] ≤ b. Therefore it can be derived (cf. (Wickerhauser, 1994c)):

‖F ∗u‖2c[F ∗u] = 2‖u‖2c[u] − 〈u,Cfu〉 with (D.6)

Cf (i, j) =
∑
k

kf(k − [i − j])f̄(k − [j − i]) the phase response of f.

Since Cf (i, i) = ‖f‖2c[f ], and ‖f‖2 ≡ 1 ⇒ Cf = C0
f + c[f ]I

If f is Hermitean symmetric or antisymmetric, then
∑

k f̄(k − n)f(k + n) = δ(n)
for n ∈ ZZ. Since C0

f ≡ 0, and Cf (i, i) = c[f ], the phase response of f is linear and
the center of energy is shifted from x to 2x − c[f ].

In general:

‖F ∗u‖2c[F ∗u] = ‖f‖2‖u‖2c[F ∗u] = 2‖u‖2c[u] − 〈u, (c[f ]I + C0
f )u〉 (D.7)

c[F ∗u] = 2c[u] − c[f ] − 〈u,C0
fu〉

‖u‖2
, i.e. (D.8)

x is shifted to 2x − c[f ] − 〈u,C0
fu〉

‖u‖2

The third term of Equation D.8 introduces a nonlinear shift (variable along the
signal), which depends on the frequency contents of the analyzed signal window
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(of double size of the filter support) and on the filter coefficients. In images this
would result in a double dependency of the shifting amount of each pixel, in cor-
respondence to the local frequency contents of the row as well as of the column
containing that pixel.

D.2 Correspondences of Symmetric Wavelet Co-

efficients

Edges on multiple scales are detected (Section 6.2) by filtering the image with
symmetric low-pass filters of different size followed by an application of the anti-
symmetric gradient operator (without a subsequent downsampling!).

As shown in the previous section, the shift introduced by symmetric filters is
linear and constant for the whole image. Suppose, that Ψ has compact support
equal to [−K,K]. The cone of influence of a point x0 in the scale-space plane is
the set of points (x,s) such that x0 is included in the support Ψx,s(t) = 1√

s
Ψ( t−x

s
).

Since the support of Ψ( t−x
s

) is equal to [x − Ks, x + Ks] (for a finite number
of scales s < s0), gradient extrema of the same edge may be found in a certain
neighborhood of x0 defined by |x − x0| ≤ Ks (Mallat and Zhong, 1992), which
grows from high to low resolution like a cone.

D.3 Discrete Evolution Across Scales

When using the discrete “A Trous” algorithm, the width of the discrete filter grows
by a factor of two for each scale, i.e.

d(F )
p = (d

(F )
0 − 1) ∗ 2p−1 + 1, p ≥ 1, F ∈ {L,H} (D.9)

where d(F )
p is the size of the filter at scale s = 2p and d

(F )
0 is the size of the original

filter.
In order to identify edges which correspond to the same boundary across two
adjacent scales, 2p and 2p−1, one has to search within a neighborhood with radius:

∆
(L)
0:1 = d

(L)
0 /2, or (D.10)

∆
(L)
p−1:p = (d(L)

p − 1)/2 = (d
(L)
0 − 1)2p−2, p ≥ 2, (D.11)

between two low-pass filtered images, and

∆
(H)
p−1:p =

1

2
(d

(L)
p−1 − 1 + d(H)

p − 1 + d
(H)
p−1 − 1)

= 2p−3(d
(L)
0 + 3d

(H)
0 − 4), p ≥ 2, (D.12)
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M

M3

M

M1 M2M4 M5

M1 M2M1 M2

Figure D.1: The Cone of Influence: Starting from a voxel M in the original
image, the left column indicates the area which is influenced by the value assigned
to voxel M after the first processing step of the “A Trous” pyramid (application
of the high-pass filter at scale 1). The right column indicates the area of influence
after the second processing step of the “A Trous” pyramid (application of a low-
pass filter at scale 1 and a subsequent high-pass filter at scale 2). Therefore, the
maximal radius of the neighborhood will be the distance between the right most
influenced pixel at the first scale M2, and the left most influenced pixel at the
second scale M4, i.e. ‖M4 − M2‖.

between two high-pass filtered images, or

∆(H)
q:p =

p−1∑
j=q

((d
(L)
0 − 1) ∗ 2j−2)

+ 1/2(d(H)
p − 1 + d(H)

q − 1)

= 2q−2((d
(L)
0 − 1)(2p−q − 1) (D.13)

+ (d
(H)
0 − 1) ∗ (2p−q + 1)), q ≥ 2, q < p,

between scales q and p, where d
(L)
0 and d

(H)
0 are the widths of the original low-pass

and high-pass filters. The “cone of influence” is illustrated in Figure D.1.
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2.2 The Data: a) The TZ2 cell, 16x oil lens, data size is 512×512×136
voxels (1.22 × 1.22 × 1.23 µm

voxel
); b) The 3adpro20neu cell, 20x air

lens, data size is 512× 512× 105 voxels (0.98× 0.98× 0.98 µm
voxel

); c)
The Meso1 cell, 20x air lens, data size is 512 × 512 × 135 (0.98 ×
0.98 × 0.98 µm

voxel
); d) Zoom-in on slice z = 57 of TZ2; due to low

resolution, borders between fine branches and background are not
sharp; e) Zoom in on slice z = 62 of 3adpro20neu; better contrast
than in d, but high background noise; f) Zoom-in on the Meso1
cell on slice z = 62; branches are better resolved, but have low
contrast; g) The Magde4 cell, 40x oil immersion lens, data size is
512×512×98 voxels (0.49×0.49×0.49 µm

voxel
); h) Zoom in of Magde4

on slices at z = 61, dendrites, and i) at z = 81 the axon which is
not homogeneously stained. All zoom in images are shown with
enhanced contrast (maximal gray value 75). The boxes mark the
cut-outs which are denoised in Chapter 5. . . . . . . . . . . . . . . 19

2.3 Not noisy data: a) The Trio Neuron is a very clean (noiseless)
high resolution scan of the interneuron of the locust (512×512×130
voxels in size, with 0.38 × 0.38 × 0.76 µm

voxel
). A zoomin of the pro-

jections of two consecutive partial scans of the cell are shown. The
dye bleached out in the right half, which was scanned later, and
therefore the image has lower contrast (to show the contrast differ-
ences, the images are reverted). The vertical black lines indicate
the overlap zone of the two scans. b) Contrast enhanced (max gray
value 105) projection view of the lower contrasted (right) image in
a. The scan has high gray value fluctuations (with many varicosi-
ties, i.e. stronger colored spots inside the neuronal branches) and
significantly lower contrast in its right part. . . . . . . . . . . . . . 22

3.1 The Methods: Dotted arrows denote optional actions, thick boxes
denote algorithms which provide “ready to use” result datasets,
rounded boxes denote intermediate result datasets, which can be
post-processed for other purposes than those presented in the cur-
rent work. Intermediate results of the pre-processing steps are dis-
played in the thumbnail images. All datasets except the axial di-
rection dataset (which is a 3D vector field) are 3D scalar fields. . . 24
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4.1 The Orthogonal Wavelet Decomposition Pyramid. The ini-
tial signal f(x) is decomposed in a pyramidal manner, by apply-
ing iteratively low-pass (H) and high-pass (G) filters. After each
decomposition, the signal can be downsampled by two (operation
symbolized by the arrow pointing down, followed by the number
two). In the limit, the discrete decomposition of the signal con-
verges to its wavelet transform. The reconstruction is mirroring the
decomposition, i.e. the wavelet coefficients are upsampled by two
and then filtered by the inverse filters (cf. Eq. 4.22). . . . . . . . . . 34

4.2 The 3D Orthogonal Wavelet Transform: Left: the applied
filtering/subsampling operations; Right: seven high-pass subspaces
are generated at each scale. Due to the dyadic subsampling, the
decomposition has the same dimensions as the original data. . . . . 35

4.3 The Pyramidal Decomposition Scheme of the TIWT: The origi-
nal image is repeatedly low-pass and high-pass filtered. Opposed to the
OWT (Figure 4.1 in Section 4.2), here the spatial subsampling step is
left out (see Appendix C for the algorithm). Each high-pass filter output
contains information about the features in question at the given scale. . 36

5.1 The Shapes of the Component Quality Measures: The zones
of interest are the minima of the risk and the entropy and the max-
ima of the correlation. In order to enlarge the distances between
values in these zones, logarithmic transforms are applied to the risk
and the entropy, and exponential transforms are applied to the cor-
relation. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 50

5.2 The Analyzed Images (in MIP view) are six cut outs (each
64x64x64 voxels in size) from confocal scans of the inter-neuron
A4I1 of the migratory locust (Locusta migratoria migratorioides -
presented in Section 2.3, Figure 2.2). Images tz1 and tz2 are taken
from two confocal scans of the cell presented in Figure 2.2.a, in
which different fluorescent labels (Cy3 and Cy5) were used. The lr
is a cut-out from the low resolution scan 3adpro20neu (Figure 2.2.b),
whereas x192, x256, and x350 are the three cut outs from neuron
Magde4 (Figure 2.2.g), where the numbers in the name denote the
x-coordinate of the left sides of the cut outs. . . . . . . . . . . . . . 52
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5.3 Some Denoising Examples on Image x192: Top row: Three
orthonormal slices (14,19,42) through original image x192; From
top to bottom: denoising with Symmlet 4, hybrid method, hard
thresholding, global threshold computation (smeared out); denois-
ing with Beylkin, hybrid method, hard thresholding and subspace-
wise threshold computation (medium denoising); denoising with
Coiflet 1, hybrid method, hard thresholding and subspace-wise
threshold computation (good denoising). Comparing the bottom
two rows (slices 14 and 19) we see that the denoising with the Coiflet
wavelet has removed the blurring (present in slice 14), leaving in
slice 19 clean separated structures. . . . . . . . . . . . . . . . . . . 54

5.4 Denoising of lr and x192: Left: The volume rendering of the
denoised lr image (Daubechies 16 wavelet, hybrid threshold com-
putation, hard thresholding, level-wise threshold application and
global variance estimation); noise is homogeneously extracted from
the whole image; Right: The volume rendering of the denoised x192
image (Coiflet 5 wavelet, hybrid threshold computation, soft thresh-
olding, subspace-wise threshold application, local variance estima-
tion); noise is mainly extracted from the zones around the neuronal
structures. The rows show: a) the overlay of volume renderings of
the denoised image (blue), and of the extracted noise (magenta);
b) the volume renderings of the denoised images; c) the volume
renderings of the extracted noise structures. . . . . . . . . . . . . . 55

6.1 The Edge Detection Steps: After an optional denoising step,
the edges are detected by a multiscale wavelet transform. A valida-
tion measure computes correspondences between edge points across
neighboring scales, s.t. boundary edges are enhanced over noisy
edges. The boundary edges can thereafter be safely separated from
noise by a thresholding step. . . . . . . . . . . . . . . . . . . . . . . 60

6.2 Evolution of Coefficients Across Scales: Wavelet coefficients
generated by sharp peaks (middle right), which usually correspond
to speckle noise, decrease in amplitude while resolution is decreas-
ing, whereas the coefficients’ amplitude is constant for step edges
(middle left), or increasing for smooth edges (outer left and right). . 65
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6.3 Edge Validation Across-Scales - Symmetric Algorithm: The
figure shows two primary edge images at adjacent scales s2 and s1

(top and center, s1 > s2) and the corresponding boundary edge im-
age of validated edges (bottom). The location of edges is indicated
by vertical bars, where the height indicates the absolute value Ms

of the gradient. For every edge point at the low resolution image s1

we search for the edge point with the highest absolute value Ms2 of
the gradient in a neighborhood Vt within the high resolution image
s2. Left: if Ms2 > Ms1 the edge is placed at the location of the
edge point in scale s2. Center: if Ms2 < Ms1 the edge is placed at
the location of the edge point in scale s1. Right: If there is no edge
point in the low resolution scale, but there is an edge point at the
same position in the high resolution scale, then the correspondence
in the lower resolution scale is looked up. . . . . . . . . . . . . . . . 68

6.4 3D Confocal Microscopy Image of a Stained Neuron from
a Honeybee Brain5: a) Volume rendering of the image. Arrows
indicate areas, where image contrast is low and noise is high; b)
x-y-Slice through the dataset at z=100, where all values above 25
are mapped to white. The dataset is 264× 256× 160 (x,y,z) voxels
in size, corresponding to 0.977 × 0.977 × 1.99µm per voxel. . . . . . 69

6.5 Primary Edge Representation: The figures show the result of
the “A Trous” pyramidal decomposition scheme for the first three
scales (top to bottom: high resolution to low resolution) for the neu-
ron dataset (shown in Figure 6.4). The images show the lower half
of the x-y-slice for z=100. Arrows indicate regions where artifacts
emerge due to abrupt changes in dye concentration. Gray values
indicate the absolute value of the local gradient (black: 0; white:
0.1 times the maximal value and higher). . . . . . . . . . . . . . . 71

6.6 Boundary Edge Images: a) Binary image of all boundary edges
determined by Algorithm 6.1 (Eq. 6.9) at scales 2 and 3; b) The
confidence values of boundary edges of a). Gray values are mapped
between 0 and 0.01% times the maximum value of the confidence
(white). Only few noise pixels are mapped to white, such that the
application of the mentioned threshold, would cut off noise almost
completely. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 72

6.7 Histogram of the Confidence Values of the Edge Points: The
x-axis shows the percentage of the maximum value of the confidence
measure. The histogram bar at 0.1 contains all values above 0.1%
times the maximum value. All edge points with values below 0.01%
times the maximum value (at the left of the dotted line) were set to
0. The choice of the threshold depends on the underlying data and
was done by visual inspection. . . . . . . . . . . . . . . . . . . . . . 73
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6.8 Comparison of the Different Algorithms for Edge Valida-
tion (Eqs. 6.9-6.11) on the Neuron Dataset: The figures show
the images of boundary edges (computed from scales 2 and 3), ob-
tained with Algorithms a) 6.1, Eq. 6.9, b) 6.2, Eq. 6.10, and c) 6.3,
Eq. 6.11. The figures show the lower half of the x-y-slice for z=100.
Edges with a value of the confidence measure larger than 0.01%
times its maximal value are mapped to white. Preprocessing was
done as for Figure 6.6. Arrows indicate locations where edge points
derived from the third rather than the second scale of the pyramid
were detected by Algorithm 6.3. . . . . . . . . . . . . . . . . . . . . 74

6.9 Comparison of the Different Algorithms for Edge Valida-
tion (Eqs. 6.9-6.11) on the Brain Dataset: All images show a
part of the x-y-slice for z=26. a) Original image (674 × 432 × 106
voxels in size, corresponding to 1.954 × 1.954 × 3.98µm per voxel);
b) Original image superimposed with its binary image of boundary
edges (green). Edges were determined by Algorithm 6.1 (Eq. 6.9)
from scale 2 to scale 3; c) Same as b) but with edges calculated
by Algorithm 6.2 (Eq. 6.10). Arrows indicate regions, where edges
of low contrast have disappeared; d) Same as c) but edges were
calculated with Algorithm 6.3 (Eq. 6.11); e) Overlay of the bound-
ary edges from b) (green) and d) (red); f) Overlay of the boundary
edges from c) (green) and d) (red). Lighter green indicates edges
which are present in both images c) and d). Red isolated edges
indicate regions where Algorithm 6.3 automatically completes the
low contrast edges which were missing in c) with the stronger edges
present in b). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 75

7.1 Segmentation Steps: After detection of boundary edges, their
associated gradients are traced in order to detect opposite bound-
ary points (Section 7.2), which leads to a segmentation of narrow
objects. At the half distance between each two opposing boundary
points a “symmetry” point is set. Using the “symmetry” points, the
segmentation of wide objects is performed by a modified Seed-Fill
algorithm (Section 7.3). . . . . . . . . . . . . . . . . . . . . . . . . . 78

7.2 Gradient Tracing: a) Find pairing edges in the thresholded
boundary edge image; b) Holes in the object boundaries can lead
to pairing artifacts; c) Addition of normalized Gaussians to the rays
emphasizes central points (at the Gaussian peaks) and high intersec-
tion points (e.g. the bump in the Gaussian curve); the integral value
along the ray (represented by the length of the central black solid
line) is associated to each “symmetry” point (i.e. the ray centers).
Small arrows denote the direction of the gradients at the boundary
points, dotted lines denote the connecting rays. Solid lines indicate
the object boundaries. . . . . . . . . . . . . . . . . . . . . . . . . . 81
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7.3 State Diagram of the Segmentation Method: First state:
Find an edge point A. Second state: jump over all edge points,
which lie on the same boundary (i.e. gradients point into the same
half space). Third state: bridge the gap between two correspond-
ing edges. Fourth state: jump to the farthest edge point B on
the opposite boundary (i.e. the gradient directions of edge points
A and B point into opposite half spaces). . . . . . . . . . . . . . . . 82

7.4 Gradient Tracing on the Neuron Dataset: a) Pre-processing
was done as described in Figure 6.8.b. Segmentation was performed
as described in Section 7.2. The image shows an additive superposi-
tion of the x-y slices with z ∈ [91, 110] (lower half). Black indicates
maximal values of the number of rays which intersect in the respec-
tive voxels; b) The ”raw skeleton” is formed by the “symmetry”
points (white) of the segmented neuron in a). . . . . . . . . . . . . 87

7.5 Gradient Tracing on Wide Objects: a) Zoom-in on the stria-
tum of a Gerbil brain of size 768 × 512 × 49 voxels, corresponding
to 26× 26× 40µm per voxel ; b) Filled object by Gradient Tracing
(green) with edges (red). Due to the wide distances between oppo-
site edges, the objects cannot be filled completely; c) “Symmetry”
points from Gradient Tracing (green) with edges8 (red). The points
are not compact, but spread over the area of the structures. There-
fore a further step for complete segmentation is needed. . . . . . . . 88

7.6 Object Filling of Wide Objects: I. Symmetry points from
Gradient Tracing on a Gerbil brain. Right column: Symmetry
points (red) obtained by Gradient Tracing of the detected boundary
edges (green) on three slices (left column) from the top (dorsal),
middle and bottom (ventral) parts of the image stack (slices 13, 22
and 32 of the dataset of size 768 × 512 × 49 voxels, corresponding
to 26 × 26 × 40µm per voxel). Arrows point to observably darker
regions inside the brain lobes. . . . . . . . . . . . . . . . . . . . . . 89
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7.7 Object Filling of Wide Objects: II. Smoothing and Seed-
Fill Segmentation: Left Column: the same slices as in Fig-
ure 7.6 of the smoothed dataset by three iterations of median filter-
ing with filter width 5 voxels. The filtering was not performed on re-
gions containing edges (black), in order to preserve and enhance the
discontinuities between the objects. Spurious edges inside the brain
structures lead therefore to fissures; Right Column: the result of
the modified Seed-Fill segmentation (Ni = 80, Nr = 500, Vs = 30)
performed in 3D on the smoothed dataset (61 regions are found).
The cortex (C) (including the auditory cortex (A)), striatum (S)
and septum (P) are segmented correctly through the whole dataset.
The complexly shaped hippocampus (H) is included in its right part
into the right cortex region, whereas its left part is represented by
four connected regions. The rest of the brain segmentation is patchy,
due to the smaller structures with high gray value variations and
low contrast transition present in the cerebellum (B) and in the tha-
lamus (T). The missing edges in axial direction (due to the 2D WT)
allow the algorithm to include in one region several brain segments. 90

7.8 Surface Reconstruction of the Segmented Gerbil Brain: a)
The segmentation of the cortex, the striatum, the septum, and the
hippocampus overlaid with a slice (at z = 6) of the original image;
b) Same as a) without the original image; c) The rest of the seg-
mented regions (i.e. the thalamus and cerebellum) are unified in
the big white region, which builds the central brain part; d) Same
as b) from its ventral side. Four connected regions segment the left
hippocampus and two patches complete the ventral part of the left
cortex at the approximate location of the auditory cortex (denot-
ing the high gray value variability of that zone). The two striatum
parts and the septum are identified as individual regions. The right
cortex and the right hippocampus are unified into a single region. . 91

7.9 The Lamina of Drosophila melanogaster: a) a 2D electron mi-
croscope (EM) recording, 1681 × 1686 pixels in size, corresponding
to 0.6 × 0.6nm; the box marks the region which is processed in
Section 7.4.4 (zoom-in shown in Figure 7.10); b) The region of in-
terest in the Lamina, is the photoreceptor terminal, where vesicles
are manually labeled (yellow diamonds); an automatic segmentation
has removed capitate projection regions, glial cells, tetrad synapses
and mitochondria (white regions). . . . . . . . . . . . . . . . . . . . 92
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7.10 Detection of Circularly Shaped Objects: a) Zoom-in of the
Lamina of Drosophila with manual labels shown as white stars; b)
Detected edges (red) and thresholded trace points (green) from Gra-
dient Tracing (threshold at 40% of the maximum value); c) Same
as b). The height of the hills correspond to the values of the trace
points; d) The regions extended by Seed-Fill segmentation (green
spots) (Ni = 5, Nr = 100, Vs = 7), and landmarks (yellow balls)
which mark the center of the seed regions at correctly detected vesi-
cles (56 correctly detected vesicles out of 61 manually labeled, i.e.
92%), and 29 false positives (green isolated spots), representing 34%
of the total number of detected regions (85). 5 vesicles (i.e. 8% of
61) are not detected (white isolated stars). . . . . . . . . . . . . . . 94

8.1 Branches and Sharp Bends are Saddle Points: a) a saddle
point of a surface is characterized by opposing directions of the sur-
face curves having minimal negative (blue) and maximal positive
(red) curvature (i.e. the Gaussian curvature is negative and mini-
mal); b) a sharp bending point is characterized by one saddle point;
c) a branching point is characterized by two or three saddle points. 100

8.2 The Feature Detection Steps: the right branch shows the steps
for the detection of branching and bending points; the left branch
and the upper part of the right branch shows the steps for the de-
tection of circular objects. Dotted lines denote optional processing
steps. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 102

8.3 Points of Minimal Negative Third Scale Curvature for the
Neuron Dataset. a) Points of minimal curvature (shown in green)
computed on the original gray value image of the honey bee neuron
(shown in Figure 6.4) and overlaid with it. Strong negative re-
sponses are found also in regions of high gray value variations (red
arrows) inside the branches (i.e. at varicosities). At branch points
results are therefore difficult to interpret (circles) and some sharp
bending points are not detected (rectangles), due to their relatively
weaker responses; b) Points of minimal curvature computed on the
binary segmented neuron of Figure 7.4 overlaid with it. Green dots
indicate voxels for which the curvature is smaller than 0.2 times
its minimal value. Two or more minimal negative curvature regions
are detected at branching points (circles) and only one negative cur-
vature region is detected at high bending points (rectangles). The
curvature values are computed in both images at the third wavelet
scale of the underlying analyzed data. Both images are additive
superpositions of (x, y)-slices for z ∈ [91, 110]. . . . . . . . . . . . . 104

8.4 Zoom-In on the Lamina of Drosophila melanogaster: a) of the
boxed region from Figure 7.9.a; b) the gray values along the red
line drawn in a); . . . . . . . . . . . . . . . . . . . . . . . . . . . . 105
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8.5 The Laplace Transform on 3 Scales of a Vesicle: Top: the
original zoom-in and its Gaussian low-pass filtered versions at scales
of σ = 1, 2, and 4. Bottom: the corresponding Laplace transforms.
Note the very noisy Laplace transform on the original. . . . . . . . 106

8.6 The Fourth Scale of the Laplace Transform: a) all values;
b) only positive values; c) reversed negative values - the absolute
values inside the vesicle centers are lower than those of the surround;
d) binarized positive (at +1) and negative (at -1) values; . . . . . . 107

8.7 Convolution of the Flattened Image with a Ring Mask: a)
The flattened Laplace transform at scale 4 (Step 3 in Section 8.3.3);
b) The result of the convolution of the image in a) with the mask
shown in c); c) The zoom-in of the convolution mask, with inner
radius 5 and outer radius 10 pixels; d) The histogram of the values in
image b) (the red line marks the visually chosen threshold). White
stars in a) and b) are the manual vesicle labels. . . . . . . . . . . . 108

8.8 The Detected Vesicles by the Laplace Transform: The orig-
inal gray value image with manually labeled vesicles (white stars)
is overlaid with: a) the thresholded maxima (at 54%) of the image
shown in Figure 8.7.b; b) the enlarged regions from a) (green spots)
by the Seed-Fill post-processing (Ni = 10, Nr = 50, Vs = 7). The
correctly detected vesicles are marked by yellow balls (51 vesicles
out of 61, i.e. 83.6%). Isolated green spots denote false positives
(these are 12, i.e. 19% of 63 detected vesicles), whereas isolated
white stars denote not detected vesicles (the 6 vesicles located on
the border are lost due to the implicit border artifacts of the trans-
form). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 109

8.9 Cross-Validation of Gradient Tracing and Laplace Trans-
form: a) the dot product between the segmentation by Gradient
Tracing (Fig. 7.10.b) and the convolution result from Fig. 8.7.b; col-
ors: green is zero, blue is negative, red is positive; b) the positive
regions in a) thresholded at 6% of the maximum image value and
binarized. Only regions containing at least 30 pixels (green) are
considered. They detect correctly 50 (i.e. 82% of the total number
of 61 manually labeled) vesicles (yellow balls). The isolated green
spots are false positives (10 of 60, i.e. 16%), whereas the isolated
white stars are not detected vesicles (11 of 61, i.e. 18%). . . . . . . 111
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9.1 The Pre-Processing needed for Neuronal Graph Construc-
tion: After edge detection, the Gradient Tracing is used for the
segmentation needed by the subsequent Gaussian curvature calcu-
lation, and its augmented version, the Neuronal Tracing, is used for
the computation of the “raw skeleton” and its associated axial direc-
tions. These give information about the relative local “parallelism”
of edges, i.e. detect “critical” processing regions which are used for
the validation of the branching and bending points determined by
the Gaussian curvature method. All the gathered information is
finally used for graph construction. . . . . . . . . . . . . . . . . . . 119

9.2 The Neuronal Segmentation, Tracing, and Branching Point
Detection: a) The Segmentation constructs ”rays”, by following
the gradient directions of boundary points until the opposite bound-
ary is found (as in Section 7.2); b) Neuronal Tracing computes each
symmetry point µ as the center of mass (Algorithm 9.2, Step 4) of
the intersecting rays’ endpoints and its associated axial direction
�Aµ is perpendicular to the mean plane determined by these rays
(Algorithm 9.2, Step 7); c) Branching & bending points can be de-
tected due to the higher number of intersecting rays in these regions
(Algorithm 9.2, Steps 6, and 8). . . . . . . . . . . . . . . . . . . . . 121

9.3 Summary of the Graph Construction Algorithm: After
choosing a starting node from the set of not yet visited symmetry
points, a graph line is constructed, as long as all imposed conditions
are met. If the construction has stopped, because it encountered
another graph line, the two lines are connected. The last step is
the gray value completion, which tries to bridge difficult and low
contrast regions. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 125

9.4 The Choice of the Successor Graph Node: Choose the best
successor node (cf. Conditions C1 to C4), such that the last axial
direction is closely followed. Bold arrows denote axial directions as-
sociated to symmetry points, bold lines mark the branch boundary
and transversal branch sections, thin dashed lines are possible con-
nections to symmetry points in the successor transversal sectioning
planes. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 127

9.5 Criteria for the Choice of Successor Nodes: a) Axial direction
consistency (cf. Condition C2); b) Smooth directional changes (cf.
Condition C3). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 128

9.6 Plane Clustering: Symmetry points (empty circles) lying in the
transversal planes between two graph nodes P0 and Q0 (filled circles)
are marked as “children” of the two nodes. . . . . . . . . . . . . . . 129

9.7 Axial directions (arrows) of selected symmetry points (dots) in
critical regions a) a varicosity; b) a sharp bend; c) a branching point.132
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9.8 Possible Connection Configurations between the currently con-
structed graph segment and an already existing segment. a) Linear
connection: if the nearest graph node is a line end, connect to this
end; b) Project orthogonally to the nearest segment of the met
graph line; c) At sharp bends connect to the nearest graph node if
all projections onto segments lie outside the segments. . . . . . . . . 133

9.9 Gray Value Tracing: The graph end segment (thick continuous
line with nodes as filled circles) is completed (thin dashed lines
and dashed circles) after: i) gathering all potential successor nodes
(empty circles denote symmetry points, crosses denote voxels with
high gray values which are not symmetry points), and ii) clustering
them into planes perpendicular to the graph end segment. . . . . . 134

9.10 The Graph Completion by Gray Value Tracing Algorithm:
Each graph line end is completed as long as the gray values are
in the value range defined by its neighborhood. Whenever another
graph line is met, the completion algorithm stops and connects the
two graph lines. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 135

9.11 The Data: a) The binary artificial data (64 × 64 × 64 voxels,
thinnest branch 1 voxel, thickest branch 16 voxel diameter); b) The
Trio Neuron (512×512×130 voxels in size, corresponding to 0.38×
0.38 × 0.76µm per voxel, thinnest branch 3 voxel, thickest branch
16 voxel diameter), with enhanced contrast (gray values above 100
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